
25th International Conference on
Theory and Applications of
Satisfiability Testing

SAT 2022, August 2–5, 2022, Haifa, Israel

Edited by

Kuldeep S. Meel
Ofer Strichman

LIPIcs – Vo l . 236 – SAT 2022 www.dagstuh l .de/ l ip i c s



Editors

Kuldeep S. Meel
School of Computing, National University of Singapore, Singapore
meel@comp.nus.edu.sg

Ofer Strichman
Technion, Haifa, Israel
ofers@technion.ac.il

ACM Classification 2012
Theory of computation → Automated reasoning; Theory of computation → Logic and verification;
Hardware → Hardware validation

ISBN 978-3-95977-242-6

Published online and open access by
Schloss Dagstuhl – Leibniz-Zentrum für Informatik GmbH, Dagstuhl Publishing, Saarbrücken/Wadern,
Germany. Online available at https://www.dagstuhl.de/dagpub/978-3-95977-242-6.

Publication date
August, 2022

Bibliographic information published by the Deutsche Nationalbibliothek
The Deutsche Nationalbibliothek lists this publication in the Deutsche Nationalbibliografie; detailed
bibliographic data are available in the Internet at https://portal.dnb.de.

License
This work is licensed under a Creative Commons Attribution 4.0 International license (CC-BY 4.0):
https://creativecommons.org/licenses/by/4.0/legalcode.
In brief, this license authorizes each and everybody to share (to copy, distribute and transmit) the work
under the following conditions, without impairing or restricting the authors’ moral rights:

Attribution: The work must be attributed to its authors.

The copyright is retained by the corresponding authors.

Digital Object Identifier: 10.4230/LIPIcs.SAT.2022.0

ISBN 978-3-95977-242-6 ISSN 1868-8969 https://www.dagstuhl.de/lipics

https://orcid.org/0000-0001-9423-5270
mailto:meel@comp.nus.edu.sg
https://orcid.org/0000-0001-9169-3751
mailto:ofers@technion.ac.il
https://www.dagstuhl.de/dagpub/978-3-95977-242-6
https://www.dagstuhl.de/dagpub/978-3-95977-242-6
https://portal.dnb.de
https://creativecommons.org/licenses/by/4.0/legalcode
https://doi.org/10.4230/LIPIcs.SAT.2022.0
https://www.dagstuhl.de/dagpub/978-3-95977-242-6
https://www.dagstuhl.de/dagpub/1868-8969
https://www.dagstuhl.de/lipics


0:iii

LIPIcs – Leibniz International Proceedings in Informatics

LIPIcs is a series of high-quality conference proceedings across all fields in informatics. LIPIcs volumes
are published according to the principle of Open Access, i.e., they are available online and free of charge.

Editorial Board

Luca Aceto (Chair, Reykjavik University, IS and Gran Sasso Science Institute, IT)
Christel Baier (TU Dresden, DE)
Mikolaj Bojanczyk (University of Warsaw, PL)
Roberto Di Cosmo (Inria and Université de Paris, FR)
Faith Ellen (University of Toronto, CA)
Javier Esparza (TU München, DE)
Daniel Král’ (Masaryk University - Brno, CZ)
Meena Mahajan (Institute of Mathematical Sciences, Chennai, IN)
Anca Muscholl (University of Bordeaux, FR)
Chih-Hao Luke Ong (University of Oxford, GB)
Phillip Rogaway (University of California, Davis, US)
Eva Rotenberg (Technical University of Denmark, Lyngby, DK)
Raimund Seidel (Universität des Saarlandes, Saarbrücken, DE and Schloss Dagstuhl – Leibniz-Zentrum
für Informatik, Wadern, DE)

ISSN 1868-8969

https://www.dagstuhl.de/lipics

SAT 2022

https://www.dagstuhl.de/dagpub/1868-8969
https://www.dagstuhl.de/lipics




Contents

Preface
Kuldeep S. Meel and Ofer Strichman . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 0:vii

Program Committee Members
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 0:xi

External Reviewers
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 0:xiii

List of Authors
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 0:xv

Papers

SAT Preprocessors and Symmetry
Markus Anders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1:1–1:20

A Comprehensive Study of k-Portfolios of Recent SAT Solvers
Jakob Bach, Markus Iser, and Klemens Böhm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2:1–2:18

On the Performance of Deep Generative Models of Realistic SAT Instances
Iván Garzón, Pablo Mesejo, and Jesús Giráldez-Cru . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3:1–3:19

A SAT Attack on Rota’s Basis Conjecture
Markus Kirchweger, Manfred Scheucher, and Stefan Szeider . . . . . . . . . . . . . . . . . . . . . . 4:1–4:18

Classes of Hard Formulas for QBF Resolution
Agnes Schleitzer and Olaf Beyersdorff . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5:1–5:18

Tight Bounds for Tseitin Formulas
Dmitry Itsykson, Artur Riazanov, and Petr Smirnov . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6:1–6:21

Towards Learning Quantifier Instantiation in SMT
Mikoláš Janota, Jelle Piepenbrock, and Bartosz Piotrowski . . . . . . . . . . . . . . . . . . . . . . . 7:1–7:18

Introducing Intel® SAT Solver
Alexander Nadel . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8:1–8:23

A Generalization of the Satisfiability Coding Lemma and Its Applications
Milan Mossé, Harry Sha, and Li-Yang Tan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9:1–9:18

Relating Existing Powerful Proof Systems for QBF
Leroy Chew and Marijn J. H. Heule . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10:1–10:22

Should Decisions in QCDCL Follow Prefix Order?
Benjamin Böhm, Tomáš Peitl, and Olaf Beyersdorff . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11:1–11:19

MaxSAT-Based Bi-Objective Boolean Optimization
Christoph Jabs, Jeremias Berg, Andreas Niskanen, and Matti Järvisalo . . . . . . . . . . . 12:1–12:23

Improvements to the Implicit Hitting Set Approach to Pseudo-Boolean
Optimization

Pavel Smirnov, Jeremias Berg, and Matti Järvisalo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13:1–13:18
25th International Conference on Theory and Applications of Satisfiability Testing (SAT 2022).
Editors: Kuldeep S. Meel and Ofer Strichman

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


0:vi Contents

Incremental Maximum Satisfiability
Andreas Niskanen, Jeremias Berg, and Matti Järvisalo . . . . . . . . . . . . . . . . . . . . . . . . . . . 14:1–14:19

Weighted Model Counting with Twin-Width
Robert Ganian, Filip Pokrývka, André Schidler, Kirill Simonov,
and Stefan Szeider . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15:1–15:17

Certified CNF Translations for Pseudo-Boolean Solving
Stephan Gocht, Ruben Martins, Jakob Nordström, and Andy Oertel . . . . . . . . . . . . . . 16:1–16:25

Changing Partitions in Rectangle Decision Lists
Stefan Mengel . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17:1–17:20

Towards a SAT Encoding for Quantum Circuits: A Journey From Classical
Circuits to Clifford Circuits and Beyond

Lucas Berent, Lukas Burgholzer, and Robert Wille . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18:1–18:17

On the Parallel Parameterized Complexity of MaxSAT Variants
Max Bannach, Malte Skambath, and Till Tantau . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19:1–19:19

Pedant: A Certifying DQBF Solver
Franz-Xaver Reichl and Friedrich Slivovsky . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20:1–20:10

The Packing Chromatic Number of the Infinite Square Grid Is at Least 14
Bernardo Subercaseaux and Marijn J. H. Heule . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21:1–21:16

QBF Merge Resolution Is Powerful but Unnatural
Meena Mahajan and Gaurav Sood . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22:1–22:19

Quantifier Elimination in Stochastic Boolean Satisfiability
Hao-Ren Wang, Kuan-Hua Tu, Jie-Hong Roland Jiang, and Christoph Scholl . . . . 23:1–23:17

Quantified CDCL with Universal Resolution
Friedrich Slivovsky . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24:1–24:16

OptiLog V2: Model, Solve, Tune and Run
Josep Alòs, Carlos Ansótegui, Josep M. Salvia, and Eduard Torres . . . . . . . . . . . . . . . 25:1–25:16

Analysis of Core-Guided MaxSat Using Cores and Correction Sets
Nina Narodytska and Nikolaj Bjørner . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26:1–26:20

Migrating Solver State
Armin Biere, Md Solimul Chowdhury, Marijn J. H. Heule, Benjamin Kiesl,
and Michael W. Whalen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27:1–27:24

A New Exact Solver for (Weighted) Max#SAT
Gilles Audemard, Jean-Marie Lagniez, and Marie Miceli . . . . . . . . . . . . . . . . . . . . . . . . . 28:1–28:20

SAT-Based Leximax Optimisation Algorithms
Miguel Cabral, Mikoláš Janota, and Vasco Manquinho . . . . . . . . . . . . . . . . . . . . . . . . . . . 29:1–29:19

Proofs for Propositional Model Counting
Johannes K. Fichte, Markus Hecher, and Valentin Roland . . . . . . . . . . . . . . . . . . . . . . . 30:1–30:24

QBF Programming with the Modeling Language Bule
Jean Christoph Jung, Valentin Mayer-Eichberger, and Abdallah Saffidine . . . . . . . . . 31:1–31:14



Preface

This volume contains the papers presented at SAT 2022, the 25th International Conference
on Theory and Applications of Satisfiability Testing, held during August 2–5, 2022 in Haifa,
Israel. SAT 2022 was part of the Federated Logic Conference (FLoC) 2022 and was hosted
by the Department of Computer Science at the Technion campus.

The International Conference on Theory and Applications of Satisfiability Testing (SAT)
is the premier annual meeting for researchers focusing on the theory and applications of
the propositional satisfiability problem, broadly construed. Aside from plain propositional
satisfiability, the scope of the meeting includes Boolean optimization, including MaxSAT
and pseudo-Boolean (PB) constraints, model counting, quantified Boolean formulas (QBF),
satisfiability modulo theories (SMT), and constraint programming (CP) for problems with
clear connections to Boolean reasoning. Many hard combinatorial problems can be tackled
using SAT-based techniques, including problems that arise in formal verification, artificial
intelligence, operations research, computational biology, cryptology, data mining, machine
learning, mathematics, etc. Indeed, the theoretical and practical advances in SAT research
over the past 25 years have contributed to making SAT technology an indispensable tool in
a variety of domains.

SAT 2022 welcomed scientific contributions addressing different aspects of SAT interpreted
in a broad sense, including (but not restricted to) theoretical advances (such as exact
algorithms, proof complexity, and other complexity issues), practical search algorithms,
knowledge compilation, implementation-level details of SAT solvers and SAT-based systems,
problem encodings and reformulations, applications (including both novel application domains
and improvements to existing approaches), as well as case studies and reports on findings
based on rigorous experimentation.

This year, we adopted a two-phase reviewing model. After the first phase, papers received
one of the three notifications: Accept, Reject, and Revise and Resubmit. The papers that
received Revise and Resubmit were invited for re-submission, with specific requests from the
reviewers. They were then re-reviewed.

A total of 70 papers were submitted to SAT 2022. Unlike previous years, there was no
separate category for short papers this year. Each submission was reviewed by three Program
Committee members and their selected external reviewers. The review process included
an author response period, during which the authors of submitted papers were given the
opportunity to respond to the initial reviews of their submissions. To reach a final decision,
a Program Committee discussion period followed the author response period. External
reviewers supporting the Program Committee were also invited to participate directly in the
discussions for the papers they reviewed.

After the first phase, 25 papers were accepted while seven papers received notification
of revise and resubmit. Following the second phase, six out of seven papers were accepted.
Therefore, in total 31 out of 70 submissions were accepted.

The Program Committee singled out the following two submissions for the Best Paper
Award:

Milan Mosse, Harry Sha and Li-Yang Tan “A generalization of the Satisfiability Coding
Lemma and its applications”

Stephan Gocht, Ruben Martins, Jakob Nordström and Andy Oertel “Certified CNF
Translations for Pseudo-Boolean Solving”
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In addition, the following paper received the Best Student Paper Award:

Markus Anders “SAT Preprocessors and Symmetry”

This year is a special year for the SAT community: it is the 25th year of the SAT
conference. Therefore, in addition to presentations on the accepted papers, the scientific
program of SAT included a retrospective session to celebrate some major developments in the
field over the past 25 years. Jakob Nordström took on the challenging task conceptualizing
and organizing such a session: five speakers were invited to present a summary of selected
achievements.

Alexander Nadel: “Conflict-Driven SAT Solving”
Marijn Heule: “Modern SAT Techniques ”
Jeremias Berg: “Maximum Satisfiability for Real-World Optimization”
Armin Biere: “Trusting SAT Solvers”
Olaf Beyersdorff: “Proof complexity and SAT solving”

Each of the invited speakers presented a broad overview of a particular direction of
research, in a celebratory style that sought to highlight achievements of the community
at large.

Three additional keynote and plenary speakers presented in talks held jointly with with
other conferences of FLoC: Donald Kunth, Orna Kupferman, and Catuscia Palamidessi

SAT, together with the other constituent conferences of FLoC, hosted various associated
events. In particular, the following four workshops were held, affiliated with SAT:

Logic-based Methods in Machine Learning, organized by Alexey Ignatiev and Stefan
Szeider
Proof Complexity, organized by Olaf Beyersdorff, Jan Johannsen, and Marc Vinyals
Pragmatics of SAT, organized by Matti Järvisalo and Daniel Le Berre
Quantified Boolean Formulas and Beyond, organized by Hubie (Hubert) Chen, Florian
Lonsing, Martina Seidl, and Friedrich Slivovsky,
Counting and Sampling, organized by Johannes Fichte, Markus Hecher, Kuldeep S. Meel

As in previous years, the results of several competitive events were announced at SAT:
MaxSAT Evaluation 2022, organized by Fahiem Bacchus, Matti Järvisalo, Jeremias Berg,
Ruben Martins, and Andreas Niskanen,
Model Counting Competition 2022, organized by Markus Hecher and Johannes K. Fichte,
SAT Competition 2022, organized by Marijn Heule, Markus Iser, Matti Jarvisalo, Martin
Suda, and Tomáš Balyo, and
QBFEVAL 2022, organized by Luca Pulina, Martina Seidl, and Ankit Shukla

We thank everyone who contributed to making SAT 2022 a success. We are indebted
to the Program Committee members and the external reviewers, who dedicated their time
to review and evaluate the submissions to the conference. We thank the authors of all
submitted papers for their contributions, the SAT association for their guidance and support
in organizing the conference, the EasyChair conference and program management system for
facilitating the submission and selection of papers, as well as scheduling of the final program.
We wish to thank the workshop chair, Alexander Nadel, the webmaster, Jiong Yang, and all
the organizers of the SAT affiliated workshops and competitions. Special thanks goes to the
organizers of FLoC, in particular to Orna Grumberg and Eran Yahav, for coordinating the
various conferences and taking care of the local arrangements.



Preface 0:ix

We gratefully thank the sponsors of SAT 2022: RenYing Technology, the Artificial
Intelligence journal, CAS Merlin, and the SAT association for the financial and organizational
support for SAT 2022. Thank you.
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Ofer Strichman
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SAT Preprocessors and Symmetry
Markus Anders
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Abstract
Exploitation of symmetries is an indispensable approach to solve certain classes of difficult SAT
instances. Numerous techniques for the use of symmetry in SAT have evolved over the past few
decades. But no matter how symmetries are used precisely, they have to be detected first. We
investigate how to detect more symmetry, faster. The initial idea is to reap the benefits of SAT
preprocessing for symmetry detection. As it turns out, applying an off-the-shelf preprocessor before
handling symmetry runs into problems: the preprocessor can haphazardly remove symmetry from
formulas, severely impeding symmetry exploitation.

Our main contribution is a theoretical framework that captures the relationship of SAT prepro-
cessing techniques and symmetry. Based on this, we create a symmetry-aware preprocessor that can
be applied safely before handling symmetry. We then demonstrate that applying the preprocessor
does not only substantially decrease symmetry detection and breaking times, but also uncovers
hidden symmetry not detectable in the original instances. Overall, we depart the conventional view
of treating symmetry detection as a black-box, presenting a new application-specific approach to
symmetry detection in SAT.
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1 Introduction

Many difficult classes of SAT instances contain a large number of symmetries. Exploitation of
symmetries is an indispensable tool to speed up solving these instances. Various techniques,
such as for example the use of symmetry breaking predicates or symmetry-based DPLL
branching rules, have evolved over the past few decades [20, 14]. In fact, there is still ongoing
research on how to use symmetries best while solving SAT [10, 17, 23, 22].

In practice, state-of-the-art symmetry exploitation is based on syntactic symmetries of
the formula [20, 10, 17, 23, 22]. Syntactic symmetries are permutations of variables (or
literals) that map a formula F back to itself, i.e., a permutation φ is a syntactic symmetry
whenever φ(F ) = F holds. The most common way to compute these symmetries is to first
model the given input formula as a graph. Then, the automorphism group of this model
graph is computed using a graph isomorphism solver (e.g., [7, 4, 16]). In fact, computing
syntactic symmetries is polynomial-time equivalent to the graph isomorphism problem [6].
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Table 1 Pigeonhole principle solved with cryptominisat (C), BreakID+cryptominisat (B+C),
and cryptominisat (preprocessor)+BreakID+cryptominisat (P+B+C).

C B+C P+B+C
instance Tsolve Tsolve #syms Tsolve #syms
php(9,8) 6.74s <1s 1.46 · 1010 <1s 2.07 · 106

php(15,14) >60s <1s 1.14 · 1023 >60s 8.72 · 1010

php(21,20) >60s <1s 1.24 · 1038 >60s 2.43 · 1018

Generally speaking, this describes the two major components that make up the use of
symmetry in SAT: first, there is symmetry detection, i.e., finding symmetries of the formula in
the first place. Secondly, there is the exploitation of symmetries itself, i.e., using symmetries
to cut away parts of the search space. In this paper, we investigate and improve the former:
how to detect more symmetry, faster.

Due to the sheer size of SAT instances and number of symmetries, symmetry detection
can indeed become expensive. So much so, that for the state-of-the-art symmetry breaking
tool BreakID, the version that limits the time used for symmetry detection outperforms
the version that is not time-limited [10]. Often, the reason why handling symmetry is
slow, is that the underlying instances are bloated with many easily reducible variables and
clauses. Some symmetry detection tools try to rectify this by using intricate graph-level
preprocessing techniques. In fact, these techniques have been meticulously engineered to
deal with structures common in CNF formulas, i.e., low-degree vertices [7, 8, 16, 19]. While
this marks the currently most successful approach to symmetry detection for CNF formulas,
it does not yet exploit the underlying semantics of SAT.

In the SAT domain, the typical first step in tackling large formulas would be to first
apply a SAT preprocessor to reduce the formulas [11]. This naturally leads to the question:
could applying a SAT preprocessor before symmetry detection reduce computation time,
and maybe even aid in finding more symmetry? Indeed, if applying a SAT preprocessor
were to improve symmetry detection in any way, then this could be considered a win-win
situation: SAT preprocessing techniques are usually applied anyway and hence the resulting
improvement would be virtually free. Unfortunately, after conducting simple testing (see
Table 1) we find that applying an off-the-shelf preprocessor (e.g., [21]) before dealing with
symmetry (e.g., [10]) does not work for symmetry detection. The test suggests that even in
the basic case of the pigeonhole principle, the preprocessor removes symmetries in a way
that renders the subsequent symmetry breaking ineffective.

On the other hand, preprocessing can actually also lead to more symmetry: consider
the CNF formula (x) ∧ (x ∨ a ∨ c) ∧ (b ∨ c). Without any alteration, the formula has no
non-trivial symmetries. However, when we apply, say, the unit rule on x, the formula becomes
(a ∨ c) ∧ (b ∨ c). This in turn makes a and b symmetrical. Indeed, in this example, simplifying
the formula allows us to detect more symmetry.

Confusingly, we thus find that SAT preprocessing can both lead to less, as well as more
symmetry in formulas. This raises several questions. What is the right order of operations?
Can we choose and schedule SAT preprocessing techniques in such a manner, that we both
increase interesting symmetry while making the formula easier for symmetry detection?
Overall, it seems that a fundamental understanding of the effect of preprocessing techniques
on symmetry is required.

The ultimate goal of this line of research is to develop symmetry detection for SAT that
maximizes detected symmetries while minimizing computation time.
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Contribution. We improve symmetry detection of CNF formulas through the use of adapted
SAT preprocessing: we reduce the time needed for state-of-the-art symmetry detection and
breaking, while also uncovering hidden symmetry not detectable in the unprocessed formulas.

In particular, our main contribution is to provide a theoretical framework that captures
how symmetries of formulas before and after applying CNF transformations are related.
Among other results, the most important property we consider is whether transformations
are “symmetry-preserving”: here, we demand that all applicable symmetries of the original
formula are also symmetries of the reduced formula (see Section 3 for a formal definition).
This means, when applying a symmetry-preserving transformation, we only have to compute
symmetries of the reduced formula. This in turn allows us to categorize a selection of
quintessential SAT preprocessing techniques (see first column of Table 2). For techniques
that turn out to not be symmetry-preserving, we provide tailored restrictions to rectify this.

The novelty of our approach lies in the fact that we exploit SAT techniques to improve
symmetry detection: we depart the conventional view of treating symmetry detection as a
black-box, presenting a new application-specific approach to symmetry detection in SAT.

Theoretical Framework. On the theoretical side, the first challenge is to define formal
notions describing the effect of CNF transformations on symmetry. We identify three main
properties that seem particularly interesting. These properties describe how symmetries
behave across the different directions of the transformations. In the following, we want to
give a brief intuition for these properties. For the formal definitions see Section 3. Let F

denote a CNF formula that is then transformed into F ′ (using the transformation in question,
e.g., applying the unit rule). We demand that Var(F ′) ⊆ Var(F ), where Var denotes the set
of variables of a formula.
1. If a transformation is symmetry-preserving (SP), then any syntactic symmetry of F is

also a syntactic symmetry of F ′, when restricted to the reduced set of variables Var(F ′).
When applying the transformation, it therefore suffices to compute symmetries of F ′.
Regarding the particular example in Table 1, we want to remark that this property
indeed guarantees that a transformation must either preserve all the symmetries of the
pigeonhole principle instances, or reduce all variables at once, in which case deciding
SAT becomes trivial.

2. If a transformation is weakly symmetry-preserving (WSP), then it is possible to restrict
syntactic symmetries of F using group-theoretic algorithms to semantic symmetries of
transformed formulas of F ′. This allows for a manual collection of symmetries on reduced
formulas, while not guaranteeing an automatic preservation of all the symmetries.

3. If a transformation is symmetry-lifting (SL), then semantic symmetries of F ′ are also
semantic symmetries of the original formula F . This means that the transformation
can be used to potentially find more symmetries of the original formula. This seems
particularly useful for model counting and enumeration tasks, i.e., applications in which
all solutions of the original formula are of interest. In other words, this enables us to
potentially find more symmetries of F through the transformation, without actually
having to apply the transformation to F .

The results of our theoretical analysis are summarized in Table 2. For techniques that turn
out to not be symmetry-preserving, we give new, restricted variants that are.

Practical Evaluation. On the practical side, armed with these new insights, we analyze the
effect of symmetry-preserving SAT preprocessing techniques on symmetry detection. We eval-
uate symmetry detection on instances from the main track of the SAT competition 2021 [2].

SAT 2022
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Table 2 The table shows whether symmetries are preserved under applying a given CNF
transformation (SP and WSP) and whether symmetries of a transformed formula lift back to the
original one (SL). 1 indicates that it is assumed that the transformation is applied exhaustively. 2

denotes new, symmetry-preserving variants defined in Section 3.

transformation SP WSP SL
subsumption1 ✓ ✓ ✓

self-subsumption ✗ ✓ ✓

simultaneous self-subsumption2 ✓ ✓ ✓

adding learned clauses ✗ ✓ ✓

unit1 ✓ ✓ ✓

pure1 ✓ ✓ ✗

blocked clause elimination1 ✓ ✓ ✗

bounded variable elimination ✗ ✓ ✗

symmetric variable elimination2 ✓ ✓ ✗

We simplify the formulas using only the aforementioned symmetry-preserving transformations.
It then turns out that even when only applying this subset of simplifications, computation
times of state-of-the-art symmetry detection and breaking algorithms are decreased substan-
tially. In terms of the type of symmetry detected, we observe that indeed, preprocessing is
frequently able to uncover symmetry that is hidden in the unprocessed instance. Moreover, it
turns out that unprocessed instances often contain a substantial number of symmetries that
exclusively operate on variables that can be reduced away through preprocessing techniques.

2 Syntactic and Semantic Symmetry

We begin by introducing some general notation used in SAT solving. This allows us to discuss
the notions of syntactic and semantic symmetries, which we will make use of in this paper.

SAT. Given a variable v, we define the corresponding literals v and v, the latter de-
noting negation. A SAT instance F is commonly given in conjunctive normal form
(CNF), i.e., a conjunction of disjunctions of literals, meaning that it is in the form
F =

∧
i∈{1,...,m}

∨
j∈{1,...,ki} li,j where each disjunction of literals is called a clause, ki

is the number of literals in clause i and li,j is the j-th literal in the i-th clause. In this paper,
we use the common representation where a formula in CNF is a set of clauses and clauses are
sets of literals, without explicitly encoding the conjunctions and disjunctions. The instance
above thus becomes F = {{l1,1, . . . , l1,k1}, . . . , {lm,1, . . . , lm,km

}}.
We denote with Var(F ) = {v1, . . . , vn} the set of variables of F . We implicitly use

the fact that v = v whenever possible: given a literal l = v we may write l = v = v.
We never distinguish between v and v. The set of literals of a formula F is denoted by
Lit(F ) := Var(F ) ∪ {v | v ∈ Var(F )}.

An assignment of F is a function σ : L → {⊥, ⊤} where L ⊆ Lit(F ). An assignment
must always act consistently on the literals of a variable, meaning that σ(v) = ⊤ if and
only if σ(v) = ⊥ holds. We call an assignment complete whenever L = Lit(F ) and partial
otherwise. Let v ∈ Var(F ). Abusing notation, we may write that l ∈ σ whenever σ(l) = ⊤,
and l /∈ σ otherwise. Note that if l /∈ σ and l /∈ σ, then l /∈ L.
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We can simplify a formula F with respect to σ: F [σ] := {C[σ] | C ∈ F ∧∄l ∈ Lit(F ) : (l ∈
σ ∧ l ∈ C)} with C[σ] := {l | l ∈ C ∧ l /∈ σ}. If F [σ] = {} we call σ a satisfying assignment,
whereas if {} ∈ F [σ] we call σ a conflicting assignment. A complete assignment is either
satisfying or conflicting.

Let C1 and C2 denote two clauses with x ∈ C1 and x ∈ C2. We denote with C1 ◦x C2 =
(C1 ∖ {x}) ∪ (C2 ∖ {x}) the resolvent of C1 and C2 on variable x.

Syntactic Symmetry. We introduce the notion of syntactic symmetries of a CNF formula
F . Consider bijections φ : Lit(F ) → Lit(F ) mapping literals to literals. A bijection φ

naturally lifts to clauses, formulas and assignments, by applying φ element-wise to these
objects. Syntactic symmetries have two defining properties: (1) The formula is mapped back
to itself, meaning φ(F ) = F holds. (2) For all l ∈ Lit(F ) it holds that φ(l) = φ(l), meaning
φ also induces a permutation of the variables. If the above requirements are met, we call φ a
syntactic symmetry or automorphism of F . These symmetries form a permutation group
under composition. We denote this group of automorphisms of F by Autsyn(F ).

By modelling a CNF formula as a graph (and vice versa), it can be shown that computing
all syntactic symmetries is polynomial-time equivalent to computing the automorphism group
of a graph and hence to the graph isomorphism problem [6], also known as GI-complete.
Therefore, syntactic symmetries can indeed be computed using tools for graph isomorphism
(for modern tools see, e.g., [16, 4, 7]).

Semantic Symmetry. Let us again consider bijections φ : Lit(F ) → Lit(F ). We define the
notion of a semantic symmetry φ as follows: (1) For all complete variable assignments σ of
F it holds that F [σ] = φ(F )[σ]. (2) For all l ∈ Lit(F ) it holds that φ(l) = φ(l). Note that
the second property is the same property as for syntactic symmetries.

We may apply a symmetry φ on a complete assignment σ: we let φ(σ) denote the complete
assignment with φ(σ)(v) := σ(φ(v)). We can interchange applying any semantic symmetry
φ to a formula F or a corresponding complete assignment σ, i.e., φ(F )[σ] = F [φ(σ)]. The
set of all semantic symmetries indeed also forms a group under composition as well:

▶ Lemma 1. The set of all semantic symmetries forms a group under composition.

Proof. Consider two semantic symmetries φ, φ′ of a formula F . We show that φ ◦ φ′ is
a semantic symmetry of F as well. By definition, for any complete variable assignment
σ of F , it holds that F [σ] = φ(F )[σ] = φ′(F )[σ]. But since the definition of semantic
symmetry requires that this holds for any σ, it in particular also holds for any φ(σ). Hence,
F [σ] = φ′(F )[σ] = F [φ′(σ)] = φ(F )[φ′(σ)] = φ′(φ(F ))[σ] = φ ◦ φ′(F )[σ]. ◀

We denote the permutation group of all semantic symmetries of F as Autsem(F ).
In order to streamline notation, we introduce the notion of a “symmetric group” on a set

of literals L. We want to be able to denote the symmetric group, but with the restriction
φ(l) = φ(l), as is required for syntactic and semantic symmetries. We therefore denote
SymL(L) := {φ ∈ Sym(L) | ∀l ∈ L : φ(l) = φ(l)} (where Sym(L) denotes the symmetric
group on the domain L). We also give an alternative version for a set of literals V where there is
no l ∈ V with l ∈ V , which disallows negation symmetries: SymV(V ) := {φ′ | φ ∈ Sym(V )},
where φ′(l) := φ(l) if l ∈ V , and φ′(l) := φ(l) otherwise.

It is easy to see that all syntactic symmetries are also semantic symmetries, i.e.,
Autsyn(F ) ⊆ Autsem(F ), but the reverse does not hold in general [20]. As an example note
that for any unsatisfiable formula F , the semantic symmetry group is actually SymL(Lit(F )).
Unsurprisingly, computing semantic symmetries is NP-hard.
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Domain Change. Next, we define tools to compare groups on different sets of literals. This
is needed whenever we are, for example, comparing the symmetries of a reduced version
of a formula to the original formula. To enable this, we define a way to reduce or lift the
(finite) domain of a given group. Let Γ be a permutation group on the domain Ω, and let Ω′

be a set such that Ω ⊆ Ω′. We then define Γ ↑Ω′ := {φ ↑Ω′ | φ ∈ Γ} where φ ↑Ω′ : Ω′ → Ω′

with φ ↑Ω′ (x) := φ(x) if x ∈ Ω and φ ↑Ω′ (x) := x else. Intuitively, we just extend every
permutation on Ω with the identity on Ω′ ∖ Ω.

Analogously, to reduce the domain, let Ω′ ⊆ Ω. We first define the setwise stabilizer
Γ{Ω′} := {φ | φ ∈ Γ ∧ φ(Ω′) = Ω′}. We further define Γ ↓Ω′ := {φ|Ω′ | φ ∈ Γ{Ω′}}, i.e., first
taking the setwise stabilizer fixing Ω′ and subsequently reducing the domain to Ω′. Lastly,
we also recall the pointwise stabilizer Γ(Ω′) := {φ ∈ Γ | ∀p ∈ Ω′ : φ(p) = p}, fixing all points
of Ω′ individually.

3 Transformations and Symmetry

We now focus on the main objective of this paper: we analyze the relationship of CNF
transformations and symmetry. In order to do this systematically, we first describe a
prototype for all the transformations that we consider. A transformation Π defines for a
formula F a set of formulas Π(F ) = {F1, . . . , Fm}, where for each formula Fi it holds that
Var(Fi) ⊆ Var(F ) (i ∈ {1, . . . , m}). We denote F

Π−→ F ′ whenever F ′ ∈ Π(F ), i.e., we apply
Π to F . Naturally, a transformation can be non-deterministic: at any given point, potentially,
we could transform F into any of the formulas of Π(F ). We write F

Π−→∗F ∗ whenever Π is
applied exhaustively, i.e., until Π(F ∗) = ∅. We always assume that both the set Π(F ) as
well as the sequence of rule applications is finite.

Next, we define the properties of interest. Firstly, we define when transformations are
symmetry-preserving. This property formalizes the notion that all symmetries of the original
formula that operate on remaining literals are also syntactic symmetries of the reduced
formulas.

▶ Definition 2 (Symmetry-preserving.). Let Π denote a transformation. We call Π symmetry-
preserving, if Autsyn(F ){Lit(F ′)} = Autsyn(F ) and Autsyn(F ) ↓Lit(F ′)≤ Autsyn(F ′) hold for
all CNF formulas F, F ′ with F

Π−→ F ′.

The symmetry-preserving property indeed comprehensively guarantees preservation of syntac-
tic symmetry on variables of F ′. When we apply the simplification, we only need to compute
symmetries of F ′. Despite the name, on the removed variables Var(F ) ∖ Var(F ′), naturally,
F ′ does not contain the symmetries of F : it can be the case that | Autsyn(F ) ↓Lit(F ′) | <

| Autsyn(F )|. We refer to these symmetries of F as reducible symmetries.
Reducible symmetries solely permute literals removed by the transformation. All sym-

metries that operate on remaining literals present in F – even the ones that simultaneously
permute remaining literals and removed literals – are guaranteed to be preserved in F ′. In
fact, there even are no symmetries permuting remaining literals with removed literals to
begin with (since Autsyn(F ){Lit(F ′)} = Autsyn(F )).

We want to mention that whether applying the transformation is “desirable” in the first
place is clearly not captured by the symmetry-preserving property. For example, applying
blocked clause elimination (which is symmetry-preserving, see Section 3.2) can indeed make
formulas more difficult to solve [15]. This in turn obscures the question whether blocked
clause elimination should be applied before handling symmetry, since it is not clear whether
it should be applied at all. This discussion is however unrelated to our goal: in any case, the
property guarantees that if we apply the transformation, we only need to compute symmetries
on the remaining formula.
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To the contrary, Autsyn(F ′) can also contain additional symmetries, which do not appear
in Autsyn(F ) ↓Lit(F ′). We refer to these symmetries as hidden symmetries. Next, we define a
weaker notion of the symmetry-preserving property:

▶ Definition 3 (Weakly Symmetry-preserving.). Let Π denote a transformation. We call Π
weakly symmetry-preserving, if Autsyn(F ) ↓Lit(F ′)≤ Autsem(F ′) holds for all CNF formulas
F, F ′ with F

Π−→ F ′.

Here, symmetries do not have to be preserved syntactically, only semantically. Also, the
setwise stabilizer may remove symmetries beyond reducible symmetries.

Lastly, we also want to reconcile symmetries in the opposite direction of transformations,
i.e., how symmetries of reduced formulas relate to symmetries of the original formula. We
define the symmetry-lifting property, which formalizes the notion that symmetries of the
reduced formula are symmetries of the original formula:

▶ Definition 4 (Symmetry-lifting.). Let Π denote a transformation. We call Π symmetry-
lifting, if Autsem(F ′) ↑Lit(F )≤ Autsem(F ) holds for all CNF formulas F, F ′ with F

Π−→ F ′.

If the transformed formula contains syntactic symmetries that the original one does not,
we therefore indeed uncover semantic symmetries of the original formula. In particular,
concerning the discussion above, this also makes the additional symmetries found independent
of whether we actually want to apply the transformation or not: we can use symmetries in
the original formula, without having to apply the transformation

We now show a technical lemma that will aid us in proving that transformations are
symmetry-preserving. But in order to state the lemma, we first need to recall and adapt two
well-known properties: isomorphism-invariance and confluence.

We say a transformation Π is isomorphism-invariant, whenever for all formulas F , for all
finite sets V , for all φ ∈ SymL(Lit(F ) ∪ V ∪ {v | v ∈ V }) and for all F ′ ∈ Π(F ) it holds that
φ(F ′) ∈ Π(φ(F )). It follows that if Π is isomorphism-invariant and φ ∈ Autsyn(F ), then
F ′ ∈ Π(F ) implies φ(F ′) ∈ Π(F ). Intuitively, the property states that transformations are
invariant under renaming of variables. The set V represents variable names not present in F .

Furthermore, a transformation Π is confluent whenever the following holds for any F :
let F ∗

1 and F ∗
2 denote formulas where Π was applied exhaustively to F , i.e., F

Π−→∗F ∗
1 and

F
Π−→∗F ∗

2 . It then must follow that F ∗
1 = F ∗

2 . Using these two properties, we can prove our
lemma:

▶ Lemma 5. Let Π be a transformation. If Π is confluent and isomorphism-invariant, it
follows that the transformation that applies Π exhaustively is symmetry-preserving.

Proof. Let F ∗ denote the formula where Π was applied exhaustively to F , i.e., F
Π−→∗F ∗.

Since Π is confluent, F ∗ is indeed unique. We need to show that the transformation Π′ that
defines F

Π′

−→ F ∗ is symmetry-preserving, i.e., that both Autsyn(F ) ↓Lit(F ∗)≤ Autsyn(F ∗)
and Autsyn(F ){Lit(F ∗)} = Autsyn(F ) hold.

Let F
Π−→ F ′ and φ ∈ Autsyn(F ). Since φ is a symmetry of F , it holds that φ(F ) = F . Let

F
Π−→ F1

Π−→ · · · Π−→ F ∗ denote a derivation of F ∗. It follows due to isomorphism-invariance
that we may also derive F = φ(F ) Π−→ φ(F1) Π−→ · · · Π−→ φ(F ∗). Due to confluence, we know
that F ∗ = φ(F ∗). But this proves precisely that φ|Lit(F ∗) is a syntactic symmetry of F ∗, i.e.,
φ|Lit(F ∗) ∈ Autsyn(F ){Lit(F ∗)}. Since this is true for all φ ∈ Autsyn(F ), it also follows that
Autsyn(F ) = Autsyn(F ){Lit(F ∗)}, proving the claim. ◀
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3.1 Equivalence-Preserving Transformations
Let us first consider transformations that do not manipulate the set of solutions, i.e., with
the property that for all F

Π−→ F ′ and complete assignments σ of F , F [σ] = F ′[σ] holds. We
call such transformations equivalence-preserving. We show the following useful property.

▶ Lemma 6. Let Π denote an equivalence-preserving transformation. Let F, F ′ be CNF
formulas with F

Π−→ F ′. Then, it holds both that Autsem(F ) ↓Lit(F ′)⊆ Autsem(F ′) and
Autsem(F ′) ↑Lit(F )⊆ Autsem(F ).

Proof. Let F
Π−→ F ′. The equivalence-preserving property of Π guarantees that for all

assignments σ of F , it holds that F ′[σ] = F [σ]. Consider any semantic symmetry φ of F ′

extended by the identity, i.e., φ ∈ Autsem(F ′) ↑Lit(F ). It follows that both F ′[σ] = F [σ]
as well as F ′[φ(σ)] = F [φ(σ)] for all complete assignments σ of F . We can conclude
F ′[φ(σ)] = F ′[σ] = F [σ] = F [φ(σ)], meaning φ ∈ Autsem(F ). On the other hand, using
the same argument, it also follows that any semantic symmetry φ ∈ Autsem(F ) ↓Lit(F ′) is a
semantic symmetry of F ′. ◀

Considering our terminology, this proves that equivalence-preserving transformations are
always symmetry-lifting and weakly symmetry-preserving.

Subsumption. Let us now consider the subsumption rule as our first concrete instance of a
transformation rule. We formally define the subsumption rule:

C ∈ F D ∈ F C ⊂ D

F ∖ {D}
.

It is easy to see that subsumption is equivalence-preserving, thus, Lemma 6 applies. The
question remains whether subsumption is symmetry-preserving. While it is not difficult
to show that subsumption is not symmetry-preserving in general, it is so when applied
exhaustively and can be concluded using Lemma 5:

▶ Lemma 7. Exhaustive subsumption is symmetry-preserving.

Proof. We prove the claim by applying Lemma 5. First of all, note that subsumption is
indeed confluent [12]. It thus suffices to show that subsumption is isomorphism-invariant,
which follows readily: whenever a clause C is subsumed by D ∈ F , then indeed, φ(C) is
subsumed by φ(D) ∈ φ(F ) for all φ ∈ SymL(Lit(F )). ◀

Throughout the paper, we often show that applying a rule exhaustively is symmetry-preserving.
We want to remark however that this is usually not a requirement and there are indeed also
other ways to apply rules in a symmetry-preserving manner (e.g., in a round-based manner).

Self-Subsumption. Next, we analyze self-subsumption [11]. We define self-subsumption
based on self-subsuming resolution [11]:

C1 ∪ {x} C2 ∪ {x} C1 ⊂ C2

C2

Whenever we can apply self-subsuming resolution to a formula F , we can transform F

by removing C2 ∪ {x} and adding C2 (essentially removing the literal x from C2). Since
this simply constitutes one application of resolution and subsumption, self-subsumption is
naturally equivalence-preserving. Thus, Lemma 6 is applicable.
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Self-subsumption (also exhaustively, or in conjunction with subsumption) is neither
confluent nor symmetry-preserving. Consider the formula

(a1 ∨ b1 ∨ x1 ∨ y1) ∧ (a1 ∨ x1) ∧ (b1 ∨ x1 ∨ y1) ∧ (a2 ∨ b2 ∨ x2 ∨ y2) ∧ (a2 ∨ x2) ∧ (b2 ∨ x2 ∨ y2).

Clearly, a1 and a2 are symmetrical. Now, one way to exhaustively apply self-subsumption is

(a1 ∨ b1 ∨ y1) ∧ (a1 ∨ x1) ∧ (b1 ∨ x1 ∨ y1) ∧ (a2 ∨ b2 ∨ x2) ∧ (a2 ∨ x2) ∧ (b2 ∨ x2 ∨ y2).

In this reduced formula however, a1 and a2 are not symmetrical anymore.

Simultaneous Self-Subsumption. We present a way to make self-subsumption symmetry-
preserving. We change two aspects of self-subsumption. Firstly, we only apply self-
subsumption whenever there is only one unique literal that can be removed from a clause.
Secondly, we apply all applicable self-subsumptions simultaneously, in a round-based scheme.

Let fF (C1, C2, x) denote whenever self-subsuming resolution with respect to literal x is
applicable to C1, C2 in F (i.e., removing the literal x from C2). We restrict self-subsuming
resolution to unique self-subsuming resolution:

fF (C1, C2, x) ∀x′ ∈ Lit(F ), ∀C ′
1 ∈ F : fF (C ′

1, C2, x′) =⇒ x = x′

C2 ∖ {x}
.

If unique self-subsuming resolution is applicable, then there is only one unique literal that
can be removed from C2 in F using self-subsumption. Hence, we can define a deterministic
function rF (C) := C ′, that applies unique self-subsuming resolution for C in F , if it is
applicable, and defines C ′ = C otherwise. Based on r, we now apply the rule simultaneously
for all clauses in F : we define R(F ) := {rF (C) | C ∈ F}. This prevents rules initially
applicable from deactivating one another. By definition, R is now a deterministic (and thus
confluent) transformation.

We record that R is still equivalence-preserving: in every application of R, we first
perform all the resolution steps for the individual self-subsuming resolutions, followed by the
subsumption steps. We show that simultaneous self-subsumption is symmetry-preserving:

▶ Lemma 8. Simultaneous self-subsumption is symmetry-preserving.

Proof. Let φ ∈ Autsyn(F ) and F
R−→ F ′ (slightly abusing notation). We now prove that

Autsyn(F ) ↓Lit(F ′)⊆ Autsyn(F ′) holds. Let C denote a clause where a literal x can be removed
through unique self-subsuming resolution. It immediately follows from syntactic symmetry,
that the same holds true for φ(C) and φ(x).

It remains to be shown that Autsyn(F ) = Autsyn(F ){Lit(F ′)}. Again, note that if a literal
x is removed exhaustively from F in F ′, then by symmetry, the same holds true for φ(x). ◀

Learning clauses. Next, we briefly consider learning clauses in a CDCL solver. The
transformation adds clauses to F that can be derived from F using resolution. It is easy to
see this transformation is indeed equivalence-preserving, and thus Lemma 6 applies.

However, learning clauses is not symmetry-preserving. Consider (x ∨ a) ∧ (x ∨ a) ∧ (x ∨
b) ∧ (x ∨ b). In the formula, a and b are syntactically symmetrical. But if we derive and add,
e.g., the clause (a), a and b are not symmetrical anymore.

We could ensure a symmetry-preserving transformation by, e.g., always either adding all
symmetrical learned clauses, or only adding clauses on asymmetrical variables (analogous
to the technique that we will apply to variable elimination later on in Section 3.2). Also,
although impractical, adding learned clauses exhaustively is symmetry-preserving as well.
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3.2 Equisatisfiability-Preserving Transformations
We now turn our attention to rules that may alter the set of solutions, i.e., transformations
that are only equisatisfiability-preserving. Since the reduced formulas change the set of
satisfying and conflicting assignments, we need to adjust our expectations for the resulting
symmetries. Indeed, Lemma 6 becomes incompatible. This means a transformation might
now indeed not be symmetry-lifting, and not weakly symmetry-preserving.

Unit. We analyze the unit literal rule. The unit literal rule requires that there is a unit
clause {l} ∈ F and consequently reduces the formula to F [l 7→ ⊤].

Since unit can lead to conflicts, we add a conflict rule, such that if {} ∈ F , we can reduce
F to F ′ = {{}}. In case of a conflict, we thus reduce the formula to a unique conflicting
formula. We record that with the conflict rule, the rules are confluent [12]. Indeed, we can
now prove the rules to be both symmetry-preserving and symmetry-lifting.

▶ Lemma 9. Exhaustive unit and conflict is symmetry-preserving and symmetry-lifting.

Proof. (Symmetry-preserving.) Since unit and conflict are confluent, it suffices to show that
unit and conflict are isomorphism-invariant to apply Lemma 5: whenever a literal l is unit in
F and we reduce F to F [l 7→ ⊤], then indeed, φ(l) is unit in φ(F ) and we may reduce it to
φ(F )[φ(l) 7→ ⊤] = φ(F [l 7→ ⊤]) for all φ ∈ SymL(Lit(F )).

(Symmetry-lifting.) Let F
Π−→ F ′ (where Π denotes unit and conflict). We prove

Autsem(F ′) ⊆ Autsem(F ). Let φ ∈ Autsem(F ′) and σ be a complete assignment of F .
Furthermore, let unit′(F ) denote the unit literals assigned in F ′. If σ does not assign all
literals in unit′(F ) positively, F [σ] is unsatisfiable and the permutations of φ clearly have no
effect on this. Hence, we may assume that all unit literals are assigned correctly in σ. Since
this reduces the formula to F ′, symmetries of F ′ now apply. ◀

Pure. The pure literal rule requires that there is a literal l ∈ Lit(F ) such that for every
clause C ∈ F it holds that l /∈ C. We may then assign F [l 7→ ⊤]. Formally, we define

l ∈ Lit(F ) ∀C ∈ F : l /∈ C

F [l 7→ ⊤] .

We again consider the transformation that applies pure exhaustively:

▶ Lemma 10. Exhaustive pure is symmetry-preserving.

Proof. We apply Lemma 5 to show the claim. Note that pure is confluent [12]. It thus
suffices to show that pure is isomorphism-invariant, which follows readily: whenever a literal
l is pure in F and we reduce F to F [l 7→ ⊤], then indeed, φ(l) pure in φ(F ) and we may
reduce it to φ(F )[φ(l) 7→ ⊤] = φ(F [l 7→ ⊤]) for all φ ∈ SymL(Lit(F )). ◀

The question remains whether pure is symmetry-lifting. The technique used to prove unit to
be symmetry-lifting strongly depended on the fact that wrongly assigning a literal immediately
leads to a conflict. For pure literals, this is simply not true: “wrongly” assigning a pure literal
is of course not helpful towards proving a formula satisfiable, however, a formula might still
be satisfiable. Moreover, say we have two pure literals l1 and l2. It might even be the case
that assigning l1 makes the formula unsatisfiable, while assigning l2 still leaves the formula
satisfiable. This means pure literals can indeed be distinct on a semantic level. Indeed, pure
is not symmetry-lifting:
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▶ Corollary 11. Exhaustive pure is not symmetry-lifting.

Proof. Consider F = (x ∨ z) ∧ (y ∨ z) ∧ (y ∨ z) ∧ (y ∨ b) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (y ∨ a ∨ b). If we
assign F [x 7→ ⊤] = (y ∨ z) ∧ (y ∨ z) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (y ∨ a ∨ b) (x is pure), we get the
syntactic symmetry φ = (zz). However, if we want φ to be a semantic symmetry of F , the
symmetry must also be valid in the case where we assign x differently, i.e., where we have
F ′ := F [x 7→ ⊥] = (z) ∧ (y ∨ a) ∧ (y ∨ z) ∧ (y ∨ z) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (y ∨ a ∨ b). Clearly F ′

is still satisfiable, but φ is no semantic symmetry: F ′[z 7→ ⊤] is satisfiable but F ′[z 7→ ⊥] is
unsatisfiable. ◀

Blocked Clause Elimination (BCE). Let us now consider blocked clause elimination [13].
A literal l ∈ C blocks C, if for every clause C ′ ∈ F with l ∈ C ′ it holds that C ◦l C ′ is
a tautology. A clause is called blocked whenever there is a literal that blocks it. Blocked
clause elimination exhaustively removes blocked literals from a formula. Since blocked clause
elimination is confluent [13], we can again consider the deterministic transformation that
exhaustively applies blocked clause elimination.

We show that blocked clause elimination is not symmetry-lifting.

▶ Corollary 12. Exhaustive blocked clause elimination is not symmetry-lifting.

Proof. We show the result in a similar fashion to Corollary 11. Consider F = (x ∨ z) ∧
(y ∨ z) ∧ (y ∨ z) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (a ∨ b ∨ c) ∧ (c ∨ y). Again, we assign F [x 7→ ⊤] =
(y ∨ z) ∧ (y ∨ z) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (a ∨ b ∨ c) ∧ (c ∨ y) (x is pure), yielding the syntactic
symmetry φ = (zz). Also, note that BCE can not be applied further to F [x 7→ ⊤]. We
consider F [x 7→ ⊥] = (z) ∧ (y ∨ z) ∧ (y ∨ z) ∧ (y ∨ a) ∧ (y ∨ b) ∧ (a ∨ b ∨ c) ∧ (c ∨ y), where φ

is no semantic symmetry: F ′[z 7→ ⊤] is satisfiable but F ′[z 7→ ⊥] is unsatisfiable. ◀

However, it is indeed symmetry-preserving:

▶ Lemma 13. Exhaustive blocked clause elimination is symmetry-preserving.

Proof. We again apply Lemma 5 to show the claim. Note that BCE is confluent [13]. It thus
suffices to show that BCE is isomorphism-invariant, which follows readily: whenever a literal
l ∈ C blocks C in F , then φ(l) ∈ φ(C) blocks φ(C) in φ(F ) for all φ ∈ SymL(Lit(F )). ◀

Bounded Variable Elimination (BVE). Next, we consider variable elimination [9], which is
a crucial component of SAT preprocessors [11]. Let Cx(F ) and Cx(F ) denote the clauses
containing x (or x) of F . Variable elimination of a variable x removes all clauses containing
x, while adding Rx(F ) := {C1 ◦x C2 | C1 ∈ Cx(F ), C2 ∈ Cx(F )}. Overall, elimination of x

produces F ′ = F ∪ Rx(F ) ∖ (Cx(F ) ∪ Cx(F )). Usually, variable elimination is only applied
in a bounded form (BVE). This means that the rule is only applied whenever F ′ is “smaller”
than F . Different metrics for “smaller” are used. One example is the number of clauses, i.e.,
simply checking whether |F ′| < |F | (see [11]).

Bounded variable elimination is neither symmetry-preserving nor symmetry-lifting, even
when applied exhaustively. The corresponding counter-examples can be found in Appendix A.
However, we can still show the following.

▶ Lemma 14. Let F
VE−−→ F ′. It holds that Autsyn(F ) ↓Lit(F ′)≤ Autsyn(F ′).

Proof. Let F ′ denote the formula where the literals of L were eliminated from F . Let
φ ∈ Autsyn(F ) ↓Lit(F ′). We prove that φ ∈ Autsyn(F ′).

SAT 2022



1:12 SAT Preprocessors and Symmetry

Consider a clause C ∈ F where C ∩ L = ∅, i.e., that was not involved in variable
elimination. It follows immediately that φ(C) ∩ L = ∅. Hence, C ∈ F ′ and φ(C) ∈ F ′.

Now consider C ∈ F with C∩L = L′ ≠ ∅. It follows that φ(C) ∈ F with φ(C)∩L = φ(L′).
We use the fact that if multiple variables v1, . . . , vm are eliminated, the order in which they
are eliminated does not change the set of clauses produced. Let {C ′

1, . . . , C ′
k} ⊆ F ′ denote the

clauses that were resolved using C when eliminating L′. We prove that {φ(C ′
1), . . . , φ(C ′

k)}
are the corresponding clauses created from φ(C) when eliminating φ(L′) ⊆ L. If k = 0, then
by symmetry, the same follows for φ(C).

We can see that in the first step, C is resolved with C1, . . . , Ck1 each containing v1
respectively. We can mimic this step on φ(C), resolving with φ(C1), . . . , φ(Ck1) each
containing φ(v1) – which all exist by symmetry. In fact, we can mimic every step for
v1, . . . , vm, using φ(v1), . . . , φ(vm). While this does not match the order used by variable
elimination, we do know that {φ(v1), . . . , φ(vm)} ⊆ L, i.e., eventually we eliminate all
involved variables.

The clauses involved in the resolution can then again introduce more literals involved in
variable elimination, i.e., (C ′

1 ∪ · · · ∪ C ′
k) ∩ L = L′′ ≠ ∅ (but of course L′′ ∩ L′ = ∅). Due

to the setwise stabilizer, this however also happens in a symmetrical fashion for clauses
produced from C and φ(C), i.e., the corresponding set for φ(C) is φ(L′′). Hence, we can
repeat the argument recursively until no further literals of L are introduced, and the claim
follows. ◀

Symmetric Variable Elimination. Lemma 14 opens up the opportunity for symmetric
variable elimination. If we can somehow ensure Autsyn(F ){Lit(F ′)} = Autsyn(F ), then the
technique becomes symmetry-preserving. The idea is that we can do so using any over-
approximation of the orbit partition of Autsyn(F ).

Let σ denote the orbits of Autsyn(F ), i.e., let l1, l2 ∈ Lit(F ), then σ(l1) = σ(l2) if and
only if there exists a φ ∈ Autsyn(F ) with φ(l1) = l2. We can naturally lift this to variables,
i.e., two variables v1, v2 are in the same orbit if either σ(v1) = σ(v2) or σ(v1) = σ(v2).

A step of symmetric variable elimination eliminates a set of variables V , i.e., it performs
multiple steps of variable elimination. The crucial requirement is that for each v ∈ V it
additionally holds that σ−1(σ(v)) ⊆ V , i.e., the entire orbit of v must be contained in V .
This means that symmetric variable elimination is only allowed to eliminate unions of orbits
simultaneously. We can immediately conclude the following from Lemma 14:

▶ Corollary 15. Symmetric variable elimination is symmetry-preserving.

Following our practical arguments, we should obviously not truly use the orbit partition, since
this would defeat the purpose of using preprocessing to speed-up symmetry detection. How-
ever, practical graph isomorphism solving is entirely based around fast over-approximations
of the orbit partition. The main subroutine of practical graph isomorphism solvers is color
refinement (or 1-dimensional Weisfeiler-Leman), which precisely delivers a partition with the
desired properties [16].
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4 A Symmetry-preserving Preprocessor

We implement and test a proof-of-concept, symmetry-preserving preprocessor.

4.1 Implementation and Refined Graph Encoding
The main strategy is to apply the symmetry-preserving CNF simplifications discussed in
the previous section. Firstly, the preprocessor performs exhaustive unit, pure, subsumption,
simultaneous self-subsumption and blocked clause elimination. We implemented subsumption
and simultaneous self-subsumption based on the techniques described for SatELite [11].
Then, we perform bounded variable elimination, again following the heuristics of SatELite.
However, we only do this step for variables guaranteed to be asymmetrical. Since we only
do this step for asymmetrical variables, it becomes trivial to simultaneously guarantee
symmetric variable elimination and bounded variable elimination. We ensure variables to be
asymmetrical by performing color refinement on the model graph of the reduced formula.
We employ the color refinement implementation of dejavu [3].

There is one more technique we use to improve the graph encoding. Before computing
symmetries, we reduce the graph using the coloring computed by color refinement. We simply
remove all asymmetrical parts of the graph, i.e., all nodes which have a discrete color. For
readers familiar with graph isomorphism solvers, this strategy might be counter-intuitive.
Essentially, the strategy mimics precisely the first step of graph isomorphism solvers. However,
in the concrete implementations of solvers, many components are simply tied directly to
the number of initial vertices (e.g., incidence-lists or the dense Schreier-Sims algorithm in
Traces and dejavu).

4.2 Benchmark Setup
We perform an evaluation on the 400 instances of the main track of the SAT competition
2021 [2], comparing unprocessed versus preprocessed instances. Our evaluation comprises
two parts, covering the two main aspects of detecting symmetry: measuring computation
time of symmetry detection and breaking algorithms, and measuring the symmetry detected
in the instances. The goal of our benchmarks is to provide a proof-of-concept that there can
be a tangible benefit in synergizing SAT techniques with symmetry detection.

The code for the preprocessor, solvers and benchmarks are available at [1].

Computation Time. We test symmetry detection and breaking algorithms on unprocessed
versus preprocessed instances. The goal is to find out whether symmetry-preserving formula
transformations provide a benefit to algorithms concerning symmetry. We test three different
graph isomorphism solvers, i.e., saucy [7, 8], Traces [16, 19] and dejavu [3, 4] (4 threads,
< 1% probability of missing a generator). While all state-of-the-art solvers are based on
the individualization-refinement framework, the tested solvers indeed represent distinct
approaches to symmetry detection: first of all, saucy was specifically designed to be used on
graphs stemming from CNF formulas [7]. Traces is well-known to be a highly-competitive
general purpose GI solver. It uses a breadth-first approach and excels on hard combinatorial
instances [16], while still featuring low-degree techniques typically deemed useful for CNF
formulas [7, 8] (e.g., unit literals always have degree 1). dejavu is a recent general-purpose
GI solver. It employs novel randomized search strategies [3] and features parallelization [4].
It has no special low-degree vertex or CNF techniques. Furthermore, we measure running
time of the symmetry breaker BreakID on the CNF formulas (here, we do not use the
special graph encoding of Section 4.1). Internally, BreakID uses saucy.
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Figure 1 Benchmarks for symmetry detection and breaking algorithms comparing unprocessed
versus preprocessed SAT competition 2021 instances. Times are given in milliseconds. Instances
that were processed to empty graphs (green bar) are shown separately.

Note that even for the “unprocessed” instances, we first removed all redundant clauses
and literals from the formula. The timeout is 100 seconds, analogous to the evaluation of [10].
A solver running out of memory also counts as a timeout.

Our working assumption is that most of the proposed preprocessing (or inprocessing)
techniques are applied anyway in competitive SAT solvers (see e.g., [5, 18, 21]). Solvers such
as cryptominisat [21] even enable the user to re-schedule preprocessing and symmetry
techniques. Our proposed setup can essentially be realized by carefully scheduling a selection
of techniques in an existing preprocessor before symmetry detection, instead of implementing
from scratch – with the exception of our adapted symmetry-preserving transformations. But
here, the only technique we apply that is unconventional in terms of SAT preprocessors is
color refinement.

We thus record and account for the computation time of color refinement separately.
In other areas, our preprocessor is indeed poorly optimized compared to state-of-the-art
implementations, and we will disregard its computation time.

Detected Symmetry. We analyze how much symmetry is detected both before and after
applying preprocessing. To be more precise, we compute the following metrics. Let F be the
original formula and F ∗ the preprocessed one. First of all, we check for reducible symmetry
that acts exclusively on literals removable through preprocessing, i.e., which we measure in
terms of

| Autsyn(F )|
|Autsyn(F )(Lit(F ∗))|

.

The expression describes the number of symmetries of F which pointwise-stabilize all literals
of F ∗, i.e., which solely act on the literals Lit(F ) ∖ Lit(F ∗).

Furthermore, we quantify the amount of hidden symmetry detectable in the preprocessed
but not the unprocessed instance, i.e.,

| Autsyn(F ∗)| · |Autsyn(F )(Lit(F ∗))|
| Autsyn(F )| .

4.3 Benchmark Discussion
For the sake of clarity, in the entire evaluation, we exclude instances that were asymmetrical
in both the unprocessed and preprocessed instance. This was the case for 192 instances.
Note that asymmetrical instances in the set are solved quickly by the graph isomorphism
solvers and there are only negligible differences between solvers (e.g. saucy took 26s for all
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Table 3 Benchmarks for symmetry detection and breaking algorithms comparing unprocessed
versus preprocessed SAT competition 2021 instances (199 instances). Time taken for preprocessing
is not included. The average time given is only for instances that finished within the 100s timeout.

unprocessed preprocessed
Solver #finished avg. (finished) #finished avg. (finished)
saucy 189 3.67s 189 1.28s
dejavu 151 3.38s 188 1.25s
Traces 168 5.03s 185 2.04s
BreakID 170 10.61s 185 8.46s

asymmetrical instances). Furthermore, our preprocessor failed to process 9 instances, either
because it ran out of memory, or took more than 1000 seconds. Thus, in the following, all
results are stated for the remaining 199 instances.

Computation Time. Firstly, the preprocessor itself took a total time of 8946 seconds (45s

average). The color refinement algorithm for all the instances took 255 seconds (1.28s

average). The results for the different symmetry detection and breaking algorithms are
summarized in Table 3.

We observe a speed-up for all tested tools across the benchmark suite (see Figure 1):
we observe the same number or fewer timeouts for all tools. The overall average symmetry
detection times in (on instances that finished) are between 2.47 and 3.38 times faster (1.25
for BreakID). When the cost for color refinement is accounted for, instances are still
solved on average between 1.36 and 1.51 times faster (1.09 for BreakID) – but especially
when additionally considering the reduced number of timeouts, the overhead cost for color
refinement is easily amortized.

For the general-purpose graph isomorphism solvers Traces and dejavu, the difference
between unprocessed and preprocessed instances seems dramatic (a factor of 2.2 and 4.3 fewer
timeouts, respectively). In particular, dejavu manages to close most of the performance gap
to saucy. This is quite surprising, since dejavu features no CNF-oriented techniques at
all. We record that on the preprocessed instances, dejavu even manages to uniquely solve
one instance that saucy can not within the timeout – albeit while saucy does so for two
other instances. Overall, on the preprocessed instances the performance of solvers is more
comparable and thus seems less dependent on CNF-oriented optimizations.

For the symmetry-breaking tool BreakID, which internally uses saucy, the difference
in the number of timeouts is also substantial – in particular much more so than for saucy
individually (2.07 times fewer timeouts for BreakID versus the same number of timeouts for
saucy). Looking more closely at the results reveals that the removal of reducible symmetry
speeds up BreakID: while saucy is often able to handle a lot of symmetry more efficiently
through the CNF-oriented techniques, the computation time of BreakID depends directly
on the number of generators detected.

We record that in our benchmarks, the computation time taken up by our rudimentary
preprocessor is not amortized by the time saved during symmetry detection. For a discussion
as to why this is not a major practical concern see Section 4.2.

Detected Symmetry. There are substantial differences in the detected symmetry of the
unprocessed and preprocessed instances. Using our preprocessor, we uncovered hidden
symmetry in 43 instances (see Figure 2a). We found reducible symmetry in 73 instances.
Indeed, these were often very large groups (see Figure 2b) that in many cases even included
all symmetries of the respective instance.
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(b) Reducible symmetry.

Figure 2 The diagrams show instances where non-trivial symmetries of the respective type exist
(a value of 1 would mean no non-trivial symmetries existed). The left diagram shows the number of
hidden symmetries detected in the instance. The right diagram shows instances where the initial
group size was larger than the preprocessed group size, i.e., the number of reducible symmetries in
the instance. Both diagrams are cut off at 105 for clarity (values go beyond 102000 in both diagrams).

5 Conclusion and Future Work

Unit, pure, subsumption and blocked clause elimination are symmetry-preserving. If these
simplifications are to be applied to a formula anyway, then symmetries should be detected
and exploited after simplifying the formula. Other techniques, such us adding clauses to
the formula derived using resolution, self-subsumption and variable elimination, turn out
to not be symmetry-preserving, and can potentially remove symmetry from formulas in an
undesirable manner. Going beyond the analysis, for variable elimination and self-subsumption
we defined restricted variants, which enable the rules to be applied in a symmetry-preserving
manner.

In practice, instances simplified using a symmetry-preserving preprocessor are substantially
easier to handle for symmetry detection tools. In fact, the structure of instances changes
considerably and techniques previously designed for CNF formulas seem to become less
impactful. Most importantly, this opens up the opportunity to tune symmetry detection
tools to solve preprocessed CNF formulas (e.g., to address the shortcomings we raised with
the graph encoding in Section 4.1).

Regarding symmetries, preprocessed instances, due to the symmetry-preserving nature
of transformations, are guaranteed to contain at least all applicable symmetries of the
unprocessed instances. But indeed, in 21% of the symmetrical instances tested they even
contained more symmetry. We also found reducible symmetry, that exclusively interacts with
literals removable through preprocessing, in 40% of the benchmark instances. Overall, we
believe that this motivates an even deeper analysis into how much “exploitable” symmetry is
in the instances, and how it can be systematically uncovered. This could also involve tuning
and testing with state-of-the-art preprocessing, SAT solvers and symmetry exploitation in
the loop: not only to gain a better understanding of the potential effects of the different
types of symmetry, but also the interaction between algorithms.

There are even more avenues to expand upon or apply the work in this paper. For
example, there are many other preprocessing techniques in the literature (e.g., bounded
variable addition) and dynamic techniques (e.g., inprocessing using learned clauses) that
could be analyzed.
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(x ∨ a1) ∧ (x ∨ b1) ∧ (x ∨ c1) ∧ (x ∨ d1)∧
(y ∨ a2) ∧ (y ∨ b2) ∧ (y ∨ c2) ∧ (y ∨ d2)∧
(x ∨ A) ∧ (y ∨ A) ∧ (x ∨ A) ∧ (y ∨ A)∧
(a1 ∨ A) ∧ (a2 ∨ A) ∧ (b1 ∨ A) ∧ (b2 ∨ A)∧
(c1 ∨ A) ∧ (c2 ∨ A) ∧ (d1 ∨ A) ∧ (d2 ∨ A) ∧ (A)∧
(a1 ∨ z1) ∧ (b1 ∨ z1) ∧ (c1 ∨ z1) ∧ (d1 ∨ z1) ∧ (a2 ∨ z2) ∧ (b2 ∨ z2) ∧ (c2 ∨ z2) ∧ (d2 ∨ z2)∧
(a1 ∨ b1 ∨ c1) ∧ (b1 ∨ c1 ∨ d1) ∧ (a1 ∨ c1 ∨ d1)∧
(a2 ∨ b2 ∨ c2) ∧ (b2 ∨ c2 ∨ d2) ∧ (a2 ∨ c2 ∨ d2)

Note that initially x and y are symmetrical. We now eliminate x. For exhaustive BVE to
be symmetry-preserving, in any exhaustive application of the rule y must in turn also be
removed.

(y ∨ a2) ∧ (y ∨ b2) ∧ (y ∨ c2) ∧ (y ∨ d2)∧
(a1 ∨ A) ∧ (a2 ∨ A) ∧ (b1 ∨ A) ∧ (b2 ∨ A)∧
(c1 ∨ A) ∧ (c2 ∨ A) ∧ (d1 ∨ A) ∧ (d2 ∨ A) ∧ (A)∧
(y ∨ A) ∧ (y ∨ A)∧
(a1 ∨ z1) ∧ (b1 ∨ z1) ∧ (c1 ∨ z1) ∧ (d1 ∨ z1) ∧ (a2 ∨ z2) ∧ (b2 ∨ z2) ∧ (c2 ∨ z2) ∧ (d2 ∨ z2)∧
(a1 ∨ b1 ∨ c1) ∧ (b1 ∨ c1 ∨ d1) ∧ (a1 ∨ c1 ∨ d1)∧
(a2 ∨ b2 ∨ c2) ∧ (b2 ∨ c2 ∨ d2) ∧ (a2 ∨ c2 ∨ d2)∧
(a1 ∨ c1) ∧ (a1 ∨ d1) ∧ (b1 ∨ c1) ∧ (b1 ∨ d1)

The resulting equation does indeed have fewer clauses than before. Note that the above
already, unsurprisingly, implies that non-exhaustive BVE is not guaranteed to be symmetry-
preserving. Next, we choose to eliminate A. Since A is pure, this again reduces the number
of clauses and leads to the following formula.

(y ∨ a2) ∧ (y ∨ b2) ∧ (y ∨ c2) ∧ (y ∨ d2)∧
(a1 ∨ z1) ∧ (b1 ∨ z1) ∧ (c1 ∨ z1) ∧ (d1 ∨ z1) ∧ (a2 ∨ z2) ∧ (b2 ∨ z2) ∧ (c2 ∨ z2) ∧ (d2 ∨ z2)∧
(a1 ∨ b1 ∨ c1) ∧ (b1 ∨ c1 ∨ d1) ∧ (a1 ∨ c1 ∨ d1)∧
(a2 ∨ b2 ∨ c2) ∧ (b2 ∨ c2 ∨ d2) ∧ (a2 ∨ c2 ∨ d2)∧
(a1 ∨ c1) ∧ (a1 ∨ d1) ∧ (b1 ∨ c1) ∧ (b1 ∨ d1)

Finally, we reduce z1, which produces no new clauses.

(y ∨ a2) ∧ (y ∨ b2) ∧ (y ∨ c2) ∧ (y ∨ d2)∧
(a2 ∨ z2) ∧ (b2 ∨ z2) ∧ (c2 ∨ z2) ∧ (d2 ∨ z2)∧
(a1 ∨ b1 ∨ c1) ∧ (b1 ∨ c1 ∨ d1) ∧ (a1 ∨ c1 ∨ d1)∧
(a2 ∨ b2 ∨ c2) ∧ (b2 ∨ c2 ∨ d2) ∧ (a2 ∨ c2 ∨ d2)∧
(a1 ∨ c1) ∧ (a1 ∨ d1) ∧ (b1 ∨ c1) ∧ (b1 ∨ d1)

Depending on whether tautologies can be discarded or not, variables of {a1, b1, c1, d1} can
be reduced further. Note that this cluster of variables is independent from the rest of the
variables. However, in any case, using this variable order, we are now not able to eliminate
y (or any of the variables in {a2, b2, c2, d2, z2}), which would be required to satisfy the
symmetry-preserving property.
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Using a similar example we can show that (exhaustive) BVE is also not symmetry-lifting:

(y ∨ a) ∧ (y ∨ b) ∧ (y ∨ c) ∧ (y ∨ d)∧
(a ∨ z) ∧ (b ∨ z) ∧ (c ∨ z) ∧ (d ∨ z)∧
(a ∨ b ∨ c) ∧ (b ∨ c ∨ d) ∧ (a ∨ c ∨ d)∧
(A ∨ a)

Initially, a and b are not symmetrical due to the clause (A ∨ a). Eliminating A only removes
the clause (A ∨ a). Now, a and b are symmetrical, in particular there is the symmetry that
only interchanges a and b. However, considering the case where [A 7→ ⊥], we can see that this
is not a semantic symmetry of the original formula: a is a unit literal and hence assigning
[a 7→ ⊥] makes the formula unsatisfiable, while assigning [b 7→ ⊥] still leaves the formula
satisfiable.
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1 Introduction

1.1 Motivation
Propositional satisfiability (SAT) solving is the archetypal NP-complete problem. Its practical
applications abound, e.g., verification of hardware and software [26, 10], product configura-
tion [23], cryptanalysis [33], or planning [42]. SAT solvers are not only used to solve hard
combinatorial problems in industry but also previously open problems in mathematics [21, 20].

Nowadays, one can observe continuous progress regarding SAT-solving methods, heuristics,
and their implementations in SAT solvers. Evaluation of solvers is commonly based on
compilations of benchmark instances that represent diverse, interesting application scenarios.
An important design objective behind new SAT solvers is stability, i.e., good performance
on many types of instances. At the same time, we observe a recurrent emergence of new
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heuristics and methods that improve performance on only a narrow subset of instances.
Nevertheless, such approaches have merit – one can see them as complementary to solvers
with good average behavior.

One way to leverage the complementarity of solvers is with portfolios, i.e., sets of solvers.
One can combine a solver portfolio with a perfect oracle that selects the fastest solver from
the portfolio for each instance in the benchmark set. This construction is commonly referred
to as the Virtual Best Solver (VBS). One can also rank individual solvers based on their
marginal contribution to the VBS [47].

▶ Example 1 (Special Price in SAT Competition 2021). In the SAT Competition 2021,
the performance of the VBS of all portfolios of size two over the entirety of participating
solvers has been evaluated. The best pair of solvers in terms of their VBS contains the
solver CaDiCaL_PriPro [7]. This solver has not been competitive in the overall evaluation.
However, due to that achievement, it has been awarded the new Special Innovation Price.

While the VBS is a theoretical construct, one might use prediction models to select
solvers from a portfolio in practice. Solver selection that includes runtime predictions usually
outperforms individual best solvers by much [46]. However, the relative performance gains of
such approaches on instances in the very diverse application category are usually much smaller
than the gains in the categories of crafted or randomly generated instances [47, 13]. We argue
that evaluations confined to only a few, very specific sets of instances, such as the one in
[25], let the solvers appear in a better light than ones covering various domains. Moreover,
constructing a prediction-based solver-selection process is complex and time-consuming,
particularly for preparing the necessary training data. In consequence, more often than not,
comparative studies in SAT solving do not include implementations applying this principle
to state-of-the-art solvers and recent benchmarks of interest.

Given the circumstances sketched so far, the following questions are essential when it
comes to the design of portfolios and their evaluation. First, one must decide how many
and which solvers to put in a portfolio. The K-Portfolio Problem is to determine an optimal
k-portfolio (cf. Section 4). Searching for a solution to the K-Portfolio Problem is an NP-
complete optimization problem [36]. Second, one must decide how to select a solver for
each instance. In particular, this includes choosing a type of prediction model and instance
features used to learn the model.

1.2 Contributions
This current article features a study that captures and evaluates the state-of-the-art in SAT
solving in terms of portfolio performance. Our study is unique in that it addresses all points
raised so far, as follows: We systematically construct k-portfolios and analyze the impact of
the portfolio size k on portfolio performance. For exact search, we encode the K-Portfolio
Problem as an integer optimization problem (which is faster than alternative approaches,
according to preliminary experiments of ours). Spurred by the complexity of the problem,
we also analyze the quality of various approximate and random solutions.

In a subsequent step, we analyze the quality of solver runtime prediction that one can
achieve with off-the-shelf prediction models and instance features. For each portfolio size k,
we train random forests and boosted trees as prediction models, using the widely known
instance feature records of SATzilla 2012 [48]. Next, we apply these models to select portfolio
members automatically for each instance.

Our study is based on very recent competition datasets, which contain the runtimes
of solvers having participated in the SAT Competitions 2020 and 2021. The instances in
these SAT competitions were selected by stratified random sampling from various instance
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families of interest, considering the categories application and crafted [16]. With a few
exceptions (cf. Example 1), solvers submitted to such competitions are tailored for good
overall performance. Our study highlights the extent to which solvers entering current SAT
competitions are still complementary and if one can leverage this complementarity with
prediction models for solver selection. Our code and data are available online (cf. Section 5.4).

1.3 Results
Our evaluation yields insightful results regarding the various questions. While the marginal
utility is expected to decrease with portfolio size, we did not expect the decrease to be
so early. Regarding the VBS, portfolios of size five already achieve more than 70% of the
maximum possible performance gain over the single best solver, so marginal performance gains
from adding single additional solvers become very small in each case. Another interesting
observation is that the well-known heuristic beam search has given way to good approximate
solutions to the K-Portfolio Problem. These solutions perform very similarly to the optimal
ones, even for a minimal beam width of one.

Relying on an off-the-shelf prediction model has been a mixed bag. On the negative
side, prediction performance has been somewhat low. The actual runtime of model-based
portfolios is not even close to the theoretical improvement one could have with a perfect
oracle. We take this as an indication that more research is necessary; we hypothesize that the
instance features available in our dataset are not sufficiently discriminative. On the positive
side, we have observed considerable performance gains over single-best-solver performance
with runtime prediction for 3-portfolios in both competition datasets. For the solvers in the
SAT Competition 2021 dataset, we observe a further gain in performance for k = 4. For
larger k, the runtimes of model-based portfolios do not improve further. We take this as
a further indication that it might not be beneficial to have many solvers in a model-based
portfolio.

1.4 Outline
In Section 2, we review related work. Preliminaries are given in Section 3. In Section 4,
we introduce the K-Portfolio Problem and several solution approaches. We describe the
experimental design in Section 5 and present the experimental results in Section 6. We
conclude with Section 7.

2 Related Work

In this section, we provide an overview of approaches that deal with portfolios of SAT solvers.
We begin with portfolios in general and continue with instance-specific solver selection,
including approaches to configure and analyze such techniques automatically. Finally, we
discuss related work on systematic investigations of k-portfolios.

In the context of algorithms, the term portfolio refers to a heterogeneous family of
approaches [27]. Portfolio approaches have in common that they operate on a set of
algorithms to exploit the presupposed complementary performance of different methods and
strategies. Some sequential approaches generate schedules to interleave runs of different
algorithms in a static [17] or dynamic [11, 44] fashion. Others use supervised learning for
instance-specific algorithm selection (cf. SATzilla [46]) or rely on unsupervised methods
to select the best algorithm configuration for a given instance (cf. ISAC [25]). Parallel
approaches encompass pure portfolios (cf. PPfolio [24]) as well as parallel portfolios with
information sharing (cf. ManySAT [19]). Our work considers portfolios from which exactly
one solver is selected and run for each instance.

SAT 2022
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Solver complementarity regarding the runtime of solver portfolios has been examined by
Xu et al. [47], who analyze the marginal contributions of solvers, and Fréchette et al. [15], who
analyze the Shapley values of solvers. Both these analyses show that significant contributions
to the runtime of a portfolio can come from solvers that are not competitive when evaluated
as a standalone solver.

Instance-specific solver-selection approaches bring in another perspective on solver com-
plementarity. One of the best-known complex solver-selection approaches is SATzilla, of
which multiple versions exist [46, 48]. In SATzilla, multiple prediction models guide the
selection of a solver from a portfolio. Additional components of SATzilla are pre-solvers,
which are only run for a short time to solve easy instances, and a backup solver, which runs
on instances where computing features for the prediction models takes too long. Other
instance-specific solver selection approaches include ISAC, which is based on clustering in
the instance-feature space [25], and SNNAP, which extends ISAC with runtime prediction
models [13]. Kerschke et al. provide a recent survey on algorithm-selection approaches, also
beyond SAT [27]. For example, algorithm selection is an issues for Constraint Satisfaction
Problems (CSPs) [2, 37] and Satisfiability Modulo Theories (SMT) [39, 43] as well.

Many portfolio approaches have several stages and configuration options, making config-
uring and selecting the best approach difficult. To cope with this, Autofolio by Lindauer et
al. provides an automatic configurator [30]. One can also analyze the impact of configuration
options with tools such as CAVE [8].

A systematic analysis of portfolios with varying size k, which has some similarities to
our study, is conducted by Amadini et al. [1, 2]. They evaluate k-portfolios of CSP solvers
in terms of their average runtime and solved instances. They compare several classification
methods within portfolios, besides adapting complex SAT portfolio approaches like SATzilla.
Amadini et al. focus on different instances and solvers than our study. This different focus
limits the comparability of actual results, but their evaluation procedure shares similarities
with ours. While they only use heuristic search algorithms, our study features a broad
comparison of different search strategies for portfolios, including an exact solution, two
approximate solutions, and random sampling.

Nof and Strichman formalize the K-Portfolio Problem in the form of two maximiza-
tion problems with different objective functions and prove their submodularity and NP-
completeness [36]. They solve the K-Portfolio Problem optimally with an SMT solver and use
greedy search to generate approximate solutions. They evaluate their approach on anytime
algorithms for an allocation problem, focusing on solution quality after one second or less.
While we build on the theoretical results of Nof and Strichman, our evaluation is broader.
We include more solution approaches and analyze portfolios with prediction models.

Our study analyzes two very recent datasets, created from the SAT Competitions 2020
and 2021 [6, 7]. They contain runtimes of state-of-the-art SAT solvers for a very diverse set
of hard SAT instances, which are measured up to a timeout of 5000 seconds. Froleyks et al.
analyze the results of the SAT Competition 2020 in detail [16]. While they also evaluate
portfolios shortly, our study provides an in-depth analysis of portfolios.

3 Preliminaries

Let a set of solvers S = {s1, . . . , sn}, a set of SAT instances I = {i1, . . . , il}, and solver
runtimes r : I × S → [0, T ] with a fixed timeout T be given. A scoring function cT : S → R
estimates solver performance. To score a solver, we use the popular penalized-average-runtime
measure with a penalization factor of two (PAR-2 score). This score offers a trade-off between
solver runtimes and the number of solved instances. It is defined as follows:
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rT (i, s) :=
{

2 · T if r(i, s) = T

r(i, s) otherwise
Penalized Runtimes

cT (s) := 1
|I|

∑
i∈I

rT (i, s) PAR-2 Score

A portfolio P ⊆ S is a non-empty set of solvers. To score a solver portfolio P , we
assume an oracle that always selects the fastest solver for each instance. This construction is
commonly referred to as the virtual best solver (VBS) for P . Accordingly, we extend the
scoring function as follows:

cT (P ) := 1
|I|
·
∑
i∈I

min{rT (i, s) | s ∈ P}

In the following, we refer to cT (P ) as the cost of P .
In reality, one does not have access to an oracle. However, one may train a prediction

model m : I → P for a solver portfolio P . This prediction model recommends a solver for
each instance, using features of the instance. The cost of such a model-based portfolio is
given by the following function:

cT (P, m) := 1
|I|
·
∑
i∈I

rT (i, m(i))

The VBS-based portfolio cost cT (P ) is a lower bound for the actual cost of a model-based
portfolio P .

4 Optimal k-Portfolios

The K-Portfolio Problem is to find a portfolio P of size |P | = k with minimum cost:

arg min
P ⊆S,|P |=k

cT (P )

Note that the portfolio-cost function decreases monotonically under the addition of solvers:
∀s ∈ S, cT (P ∪ {s}) ≤ cT (P ). In particular, adding further solvers only increases the number
of choices for the oracle, which always chooses optimally. In contrast, monotonicity might
not hold if one analyzes cT (P, m) instead of cT (P ). In particular, a prediction model might
choose suboptimal solvers from the portfolio. We will analyze this behavior later.

In the following, we outline three solution approaches for the K-Portfolio Problem, an
exact one based on integer programming, and two approximate methods, namely beam search
and k-best. To the best of our knowledge, the integer programming formulation is novel, while
Nof and Strichman [36] already used a particular variant of beam search to build algorithm
portfolios, and k-best is a baseline from Nof and Strichman as well.

4.1 Integer Programming
To solve the K-Portfolio Problem exactly, we propose an integer linear program. The K-
Portfolio Problem is not linear due to the use of the min() function. However, reformulating
the problem with additional variables can make it linear. In consequence, an off-the-shelf
integer-programming solver can find an exact solution for the problem.

SAT 2022
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Algorithm 1 Beam search.

Input: Set of solvers S, Portfolio size k, Portfolio cost function cT , Beam width w

Output: Portfolio P with |P | = k

1 T0 ← {∅}
2 for i← 1 to k do

// Candidate i-portfolios:
3 U ← ∅
4 foreach P ∈ Ti−1 do
5 foreach s ∈ S \ P do
6 U ← U ∪ {P ∪ {s}}

// Select w best i-portfolios:
7 Ti ← ∅
8 for j ← 1 to w do
9 Ti ← Ti ∪ {arg min

P ∈U\Ti

cT (P )}

10 return arg min
P ∈Tk

cT (P )

We introduce two sets of binary decision variables. The variables ys ∈ {0, 1} indicate
whether a solver s ∈ S is in the portfolio, and the variables xi,s ∈ {0, 1} indicate whether
solver s ∈ S is selected for instance i ∈ I. Equation 1 specifies the cardinality constraint
on the number of solvers. Equation 2 stipulates that exactly one solver is chosen for each
instance. Equation 3 ensures that a solver can only be chosen for an instance if it is part of
the portfolio. Ultimately, Equation 4 specifies the optimization target.∑

s∈S

ys ≤ k (1)

∀i ∈ I :
∑
s∈S

xi,s = 1 (2)

∀s ∈ S :
∑
i∈I

xi,s ≤ |I| · ys (3)

min
x,y

1
|I|
·
∑
i∈I

∑
s∈S

rT (i, s) · xi,s (4)

As another exact solution for the K-Portfolio Problem, Nof and Strichman present an SMT
encoding of the problem and solve it with Z3 [36]. However, we found our re-implementation
of their encoding to be slower than our integer-programming formulation. Also, all exact
approaches should yield solutions with the same portfolio cost anyway.

4.2 Beam Search
Beam search is an approximate method that iteratively finds portfolios. Algorithm 1 specifies
the approach. In each iteration, the algorithm combines w portfolios from the previous
iteration with individual solvers that are not part of these portfolios. In other words, the
algorithm expands existing portfolios by adding individual solvers. Thus, the algorithm
considers the marginal contribution [47] of solvers to the current portfolios.
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Before the next iteration, only the w portfolios with the lowest cost are retained. The
beam width w is an input parameter. For w = 1, only one portfolio remains at the end of
each iteration. We refer to this special case, which also Nof and Strichman used for algorithm
portfolios [36], as greedy search.

For reasonably small w, beam search has a clear runtime advantage compared to an
exhaustive search over all k-portfolios. In particular, beam search only evaluates O(|S| · w)
out of

(|S|
k

)
possible portfolios per iteration.

Though the algorithm does not necessarily find the optimal solution to the K-Portfolio
Problem, there is a bound on the cost of a portfolio found by greedy search. To this end, one
can use a result from [34], which applies to greedy algorithms on non-negative monotone
submodular set functions. Nof and Strichman show that their K-Algorithms Max-Sum
Problem for portfolios is submodular, and thus a bound on greedy algorithms holds [36].
We can transform the K-Portfolio Problem (minimization) into the K-Algorithms Max-Sum
Problem (maximization) by replacing the cost function with a utility function as follows:

uT (P ) := cW − cT (P )

In this transformation, cW is an upper bound on portfolio cost, the single worst solver:

cW := max{cT (s) | s ∈ S}

As uT (P ) is non-negative, monotone, and submodular, we get a lower bound on the utility
of a portfolio found by greedy search P greedy

k [34, 28]:

uT (P greedy
k ) ≥ (1− 1

e
) · max

|P |≤k
uT (P )

One can transform this into an upper bound on the cost of a portfolio found by greedy search:

cT (P greedy
k ) ≤ (1− 1

e
) · min

|P |≤k
cT (P ) + 1

e
· cW (5)

4.3 K-Best
K-best is a baseline from the study of Nof and Strichman [36]. It sorts all solvers by their
individual performance and then picks the top k from this list. Unlike beam search, it does
not consider how solvers within a portfolio interact, i.e., if they complement each other. Thus,
k-best only needs to evaluate |S| intermediate portfolios to determine a solution, compared
to the O(|S| · w · k) portfolios of beam search.

5 Experimental Design

In our experiments, we evaluate the solution approaches just presented. Besides analyzing
the VBS, we combine the found k-portfolios with prediction models for instance-specific
solver selection. In both cases, we are interested in the influence of the portfolio size k on
portfolio performance, measured as portfolio cost cT (P ) or cT (P, m), respectively.

For evaluation purposes, we conduct five-fold cross-validation over SAT instances. Thus,
we only use SAT instances from the training folds to search for k-portfolios and subsequently
train prediction models. In particular, neither portfolio search nor prediction models have
access to solver runtimes on the test instances. The prediction models need to recommend
a solver from the portfolio only based on instance features. We compute all evaluation
metrics on training instances and on test instances. We average evaluation metrics over the
cross-validation folds.

SAT 2022
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5.1 Solution Approaches
We employ the three solution approaches from Section 4 to determine k-portfolios for each
k ∈ {1, . . . , |S|}. We also generate an additional baseline via random sampling of k-portfolios.

Optimal solution: We solve the K-Portfolio Problem as an integer optimization problem
to exactly determine the best portfolio.
Beam search: We search for good portfolios heuristically in a bottom-up manner. We
compare w ∈ {1, 2, 3, . . . , 10, 20, 30, . . . , 100} as beam widths.
K-best: We build portfolios from the k best individual solvers as a simple baseline.
Random sampling: To get an idea of how the performance of arbitrary portfolios is
distributed, we randomly sample 1000 portfolios for each k.

The optimization goal for all approaches is the PAR-2 score cT (P ). In preliminary
experiments, we also analyzed two slightly different objectives: the number of unsolved
instances and the PAR-2 score normalized for each instance. However, general trends in the
results were similar to those with the PAR-2 score, so we stuck to the latter.

5.2 Prediction Approaches
We also analyze the performance of the previously determined k-portfolios with prediction
models to select a solver rather than choosing the VBS. For each instance, the prediction
target is the best solver out of the given k-portfolio. Thus, we have a multi-class prediction
problem with k classes. Inputs for the prediction are numeric features characterizing a
SAT instance; we will describe the features later. As prediction models, we leverage two
powerful ensemble methods. First, we use random forests [9], which are also part of the
well-known portfolio approach SATzilla 2012 [48]. Second, we use XGBoost [12], a popular
implementation of gradient boosting. In both cases, we train models with 100 trees.

Our preliminary experiments also included a k-nearest-neighbors classifier, which is
popular for portfolio approaches as well [13, 31, 35, 40], and a simple neural network with one
hidden layer. However, both performed worse than tree-based ensembles. The former might
suffer from the high number of features, while the latter might need parameter tuning, which
would have been too expensive in our study. Further, we tried other prediction approaches
that are part of SATzilla 2008 or SATzilla 2012: First, one can train a classifier for each pair
of solvers instead of one classifier that makes a multi-class prediction. Second, one can weight
instances based on the solvers’ runtime difference instead of using an unweighted training
set. Third, one can train a regression model for each solver from the portfolio, predict the
runtime, and choose the solver with the lowest predicted runtime. However, none of these
changes has helped improve prediction performance in our preliminary experiments.

We evaluate prediction performance in two ways:
Objective value: We evaluate the prediction models with the cost function cT (P, m) for
the recommended solvers (cf. Section 3).
MCC : We evaluate the predictions with Matthews correlation coefficient (MCC) [32, 18].
This metric does not take into account how fast the recommended solvers are, but only if
the fastest solver is recommended or not. We use MCC instead of simpler metrics like
accuracy, as the class labels might be imbalanced, i.e., one solver might be the fastest for
most of the instances, and always predicting this solver would already yield high accuracy.
MCC has a range of [−1, 1]. The value zero occurs with both random guessing and
constantly guessing the same solver. The value one corresponds to a perfect prediction.
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5.3 Dataset
In our experiments, we use two datasets. The first one, SC2020, contains the runtime data of
48 solvers on 400 instances from the Main Track of the SAT Competition 2020 [6, 16]. The
second dataset, SC2021, contains the runtime data of 46 solvers on 400 instances from the
Main Track of the SAT Competition 2021. In both datasets, we filtered out those instances
where no solver finished within the timeout of 5000 s, such that runtimes for 316 instances
remained in SC2020 and for 325 instances in SC2021.

For predictions, we use 138 features to characterize instances, which are from the feature
extractor of SATzilla 2012 [45]. Features come from twelve categories that describe different
aspects of SAT instances. For example, the number of variables and clauses roughly measure
the problem size. Several features summarize graph representations of instances, e.g., the
maximum node degree in the clause graph. As the last example, several features base upon
probing, i.e., running solvers for a short time and quantifying their progress over that period.

Some feature values are missing since the feature extractor exceeded time- or memory
limits. For predictions, we replace missing values with a constant value out of the range of
the features.

In both datasets, the number of features is relatively large compared to the number of
instances. However, the prediction models in our experiments are tree-based and, therefore,
implicitly select features during their training. Further, these models are not affected by
monotonic transformations of features, making the experimental results more robust.

5.4 Implementation
We implement our experimental design in Python and make our code available online1.
The code also allows downloading and preparing the datasets. Additionally, we publish
the complete experimental data, including datasets and results2. To obtain the instance-
and solver data, we use the package gbd-tools [22]. For predictions, we use the package
scikit-learn [38]. To solve the K-Portfolio Problem exactly, we use the package mip [41] with
its integrated mixed integer linear-programming solver COIN-OR branch-and-cut (Cbc).

6 Evaluation

We evaluate the solution approaches for the K-Portfolio Problem first and the use of prediction
models for solver recommendation second.

6.1 Optimization Results
The datasets seem promising for portfolios, as in both datasets, there is no single solver that
is fastest for all or even for most instances. For the 316 instances in SC2020, the three overall
fastest solvers win on only 46, 38, and 26 instances, respectively. For the 325 instances in
SC2021, the three overall fastest solvers win on only 25, 22, and 20 instances, respectively.
These observations indicate that combining solvers in portfolios can improve overall runtime.
See [16] for details how single solvers performed in SC2020. In this section, we focus on
portfolios as a whole, particularly the portfolio performance cT (P ).

1 https://github.com/Jakob-Bach/Small-Portfolios
2 https://doi.org/10.5445/IR/1000146629
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Figure 1 Training-set VBS performance of k-portfolios determined by different solution approaches
for the SC2020 dataset (left) and the SC2021 dataset (right).

Figure 1 displays the cost in terms of the PAR-2 score of the best k-portfolios for the
different solution approaches. The optimal solution is the exact optimum. Greedy search
denotes beam search with the smallest beam width w = 1. We will discuss other beam widths
as well. K-best stands for portfolios comprised of the top k single best solvers. For random
sampling, we average over repeated samples of portfolios. The upper bound limits the cost of
greedy search according to Equation 5. If we report numbers for the solution approaches in
the following, we refer to the training set, where all solution approaches conduct their search.

6.1.1 Optimal Solution
The PAR-2 score improves rapidly for the first few k, not only for the optimal solution but for
all approaches and both datasets. However, marginal gains become smaller with increasing k.
For the dataset SC2020, the optimal 1-portfolio, i.e., the single best solver, has a penalized
runtime 5.51 times as high as the 48-portfolio, i.e., the set of all solvers. This ratio reduces
to 1.89 for the best 5-portfolio and 1.25 for the best 10-portfolio. For SC2021, the respective
ratios are 4.74 for k = 1, 1.58 for k = 5 and 1.17 for k = 10.

The solver Cbc was able to find these optimal solutions within a reasonable time. The
mean optimization time was 15 s, and the maximum optimization time was about 5 min.
Most of the variance in optimization time occurred for small portfolios. For k ≥ 10, all
optimization runs took less than 14 s.

6.1.2 Beam Search
Figure 1 also shows the cost of the best k-portfolios found by greedy search to be very close
to that of the optimal solution. These results are remarkable, considering that the runtime
of greedy search is linear in k as well as the total number of solvers n, whereas finding the
optimal solution is NP-complete. In contrast, the theoretical, submodularity-based upper
bound for greedy search is clearly higher than the actual portfolio cost and, thus, too loose to
serve as a reasonable estimate.
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Figure 2 Test-set VBS performance of k-portfolios determined by different solution approaches
for the SC2020 dataset (left) and the SC2021 dataset (right).

To bring the beam search solution even closer to the optimal solution, one can increase
beam width w. For example, the best 2-portfolio found by greedy search has a 14.7% higher
cost than the optimal solution for SC2020. For all other k, the greedy search portfolio has
less than 4% higher cost than the optimal solution. In comparison, for w = 10 and for all k,
cost is never more than 2% higher than for the optimal solution.

Regarding the set of the w best portfolios maintained in each iteration of beam search,
we observe a convergence of portfolio performance with increasing k. In particular, there
is a substantial variance in the PAR-2 score of portfolios in the beam for small k. This
variance becomes smaller in later iterations, i.e., the top w portfolios become more similar
in performance. A similar phenomenon also occurs for random sampling portfolios: With
increasing k, the standard deviation of the PAR-2 score in a sample of portfolios decreases.
The expected value of portfolio performance improves as well. Thus, carefully selecting the
solvers for a portfolio matters most for small k.

6.1.3 K-Best
The baseline k-best is worse than greedy search on the training set, but better than random
sampling. While greedy search always is quite close to the optimal solution, the performance
gap between k-best and the optimal solution widens after the first few k and only becomes
smaller for large k later. The performance of k-best relative to the other approaches also
differs between SC2020 and SC2021. For SC2020, k-best is closer to the optimal solution,
while for SC2021, k-best is closer to the expected value of random sampling. These results
indicate that building a portfolio of complementary solvers, rather than picking the best
individual solvers, may be more important for SC2021.

6.1.4 Test-Set Performance
Figure 2 shows the test-set portfolio cost for the different solution approaches. Here, we
take the portfolios found on the training set but evaluate them with the test-set instances.
The overall trends are the same as on the training set, cf. Figure 1. A notable exception
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is that greedy search, k-best, and the optimal solution show similar performance on the test
set of SC2020. In particular, there is no clear winner, and the optimal solution can even
perform worse than portfolios found by the approximate approaches. This is because the
best portfolio on the training set is not necessarily the best portfolio on the test set. For
the test set of SC2021, k-best is markedly worse than greedy search and the optimal solution.
The larger performance gap already on the training set might have caused this effect.

6.1.5 Portfolio Composition
While beam search adds solvers iteratively, the optimal solution might differ in more than one
solver from k − 1 to k, i.e., existing solvers from the portfolio can be replaced. Indeed, we
observe this phenomenon in our results. For example, the optimal 2-portfolios do not contain
the optimal 1-portfolios for both datasets. However, this non-monotonous behavior is not
strong. On average, only one or two new solvers become part of the optimal portfolio when
increasing k by one. I.e., zero or one solver are replaced on average when increasing k by one.
In addition, the replaced solver might only have been slightly worse than its substitute. This
might explain the good performance of beam search, which pursues a monotonous approach
when building portfolios.

6.1.6 Impact of Single Solvers on Portfolios
We have carried out a correlation analysis on the 1000 portfolios that result from random
sampling for a particular value of k. First, we encode the absence or presence of each solver
in a portfolio with 0 or 1, respectively. Next, we compute the Spearman rank correlation
between this occurrence vector and the PAR-2 score. Our analysis highlights the interaction
between solvers. For k = 5, all correlations are in [−0.40, 0.17] for SC2020, and in [−0.24, 0.23]
for SC2021. The mean correlation is zero in both cases. Similar correlation behavior occurs
for other k.

These results indicate that only the presence of some solvers has a moderately negative
correlation to the PAR-2 score of the whole portfolio, i.e., only some solvers can improve the
portfolio performance of our minimization problem on their own. The positive correlations
are even weaker, i.e., there are no solvers which influence portfolio performance in a strongly
negative manner. Overall, this means that the influence of single solvers on portfolio
performance is limited; one needs a combination of solvers to influence the PAR-2 score in
either direction strongly.

6.2 Prediction Results
In this section, we evaluate the prediction performance for instance-specific solver recommen-
dations in the portfolios found earlier. We also evaluate the portfolio performance cT (P, m),
i.e., the PAR-2 score of the recommended solvers.

6.2.1 Matthews Correlation Coefficient
Figure 3 graphs the test-set classification performance of random forests and XGBoost, using
the portfolios from random sampling. We use random sampling results to show the variation
of prediction performance over many portfolios. However, classification results are similar
for beam search with w = 100 and for the optimal solution. We do not display training-set
performance since it consistently is close to the maximum MCC of 1.0.
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Figure 3 Test-set prediction performance (MCC) for randomly sampled portfolios, using random
forests and XGBoost as models, for the SC2020 dataset (left) and the SC2021 dataset (right).
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Figure 4 Test-set performance of model-based portfolios, their VBS, and their SBS for beam
search with w = 100 for the SC2020 dataset (left) and the SC2021 dataset (right). The performance
of the global SBS is shown as a horizontal line.

As Figure 3 shows, test-set prediction performance is rather low for all k and for both
types of prediction models. Prediction performance is clearly higher than with random
guessing, which would yield an MCC of 0.0, but clearly lower than the optimal MCC of 1.0.
Given the nearly perfect training-set performance but a low test set performance, the models
seem to overfit the training set. Overfitting could cause a bad PAR-2 value for model-based
portfolios, which we will analyze next. For small k, the prediction performance varies stronger
between portfolios than for larger k and is slightly higher on average. As random forests and
XGBoost perform similarly, we will only use random-forest results in the following analyses.

6.2.2 Portfolio Performance
Figure 4 shows test-set PAR-2 scores for portfolios from beam search with w = 100. The
plot compares the PAR-2 score of solvers recommended by the prediction model to two
competitors without a prediction model, computed on the same portfolios. The virtual
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Figure 5 Test-set performance of model-based portfolios, their VBS, and their SBS for the
optimal solution of the K-Portfolio Problem for the SC2020 dataset (left) and the SC2021 dataset
(right). The performance of the global SBS is shown as a horizontal line.

best solver (VBS) provides a lower bound on cost, as its portfolio performance can only
be achieved with perfect prediction. Each portfolio’s single best solver (SBS) serves as
a baseline, corresponding to always recommending one particular solver. Note that the
portfolio performance can even be worse than the SBS, e.g., when always predicting the
slowest solver for each instance. However, we do not show this upper bound here.

As discussed earlier, the VBS score decreases with k. In theory, this also allows model-
based portfolios to improve their performance. However, in our case, the PAR-2 score of
model-based portfolios remains relatively stable with increasing values of k, with the biggest
improvement from k = 2 to k = 3. This observation implies that the prediction model does
not improve its selection of solvers even if the portfolio grows. Given the low prediction
performance in terms of MCC, as seen in Figure 3, this has been expected. Consequently, the
gap between VBS and the predicted solvers grows with k. However, model-based portfolios
tend to be better than the single best solver from these portfolios, i.e., the prediction models
can discriminate between solvers to some extent. In addition, for k > 2, the model-based
portfolios are better than the global single best solver, at least on average.

Figure 5 repeats the same comparison as before for the optimal solution portfolios. The
overall trends remain the same. In contrast to Figure 4, here we have only five portfolios for
each k, one for each fold of cross-validation. We still see a considerable variance for each k,
i.e., the test set performance also depends on the current train-test split of instances.

6.2.3 Feature Importance

Averaging importance over all trained random-forest models, the most important feature has
an importance score of 1.66%, the least important one an importance score of 0.01%. To
reach a cumulated average importance of 50%, one needs 38 out of 138 features. On average,
random forests use 135 features, i.e., nearly all of them. We conclude that no single feature
or small set of features drives prediction performance. Features might be redundant to each
other, as the feature extractor often applies several statistical aggregates to summarize the
same characteristics of the instances. Also, the low prediction performance indicates that the
features are not sufficiently discriminating to recommend solvers on our datasets reliably.
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7 Conclusions and Future Work

7.1 Conclusions

Solution methods for the propositional satisfiability problem are an active area of research,
with continuous advances in methods, heuristics, and their implementations in SAT solvers.
New SAT solvers that improve performance only on a few benchmark instances can never-
theless be assets to solver portfolios. In principle, runtime prediction models can help to
leverage such complementary solvers.

This article has been a comparative study of portfolios that goes beyond previous work
in several respects. Our study includes the runtime data of the latest SAT solvers from
the SAT Competitions 2020 and 2021. It has addressed the essential question of how large
portfolios drawn from that set of solvers should be. There has been a substantial improvement
in the objective value for small portfolios but a negligible impact once a particular size
is reached. We also found that beam search, an approximate solution approach, yields
close-to-optimal solutions. In order to facilitate portfolio analysis for evaluation purposes
and ad-hoc portfolio generation, we integrated our exact portfolio-search approach into the
Python package gbd-tools [22].

As the next step, we have combined portfolios with prediction models to recommend
solvers specific to problem instances. However, these models have not performed satisfactorily
on the given datasets: The objective value of model-based portfolios did not continuously
improve with portfolio size.

7.2 Future Work

We see room for improved prediction performance by adapting the set of instance features in
particular, e.g., by using features describing the community structure of graph representations
of SAT instances. Such new features have correlated well with solver performance on
application instances in recent studies [5, 3, 4, 29]. Efficient implementations of new feature
extractors and studying feature importance on datasets that represent the state-of-the-art
are subject to future work.

Traditionally, SAT competitions incentivize the development of so-called stable solvers by
evaluating the best average performance on benchmarks from diverse applications. This gen-
eral trend has been mitigated in the competitions considered in our study. These competitions
also highlight SAT solvers that perform particularly well on specific instance families [16] or
on a (not further specified) large subset of the benchmark instances (cf. Example 1). Such
additional evaluations provide reference points for more informed portfolio composition and
can even positively impact research on stable solvers [14]. For future analyses, we plan to
increase the number of specialized solvers and configurations targeting well-defined subsets
of benchmark instances.
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Abstract
Generating realistic random SAT instances – random SAT formulas with computational characteristics
similar to the ones of application SAT benchmarks – is a challenging problem in order to understand
the success of modern SAT solvers solving this kind of problems. Traditional approaches are based on
probabilistic models, where a probability distribution characterizes the occurrences of variables into
clauses in order to mimic a certain feature exhibited in most application formulas (e.g., community
structure), but they may be unable to reproduce others. Alternatively, deep generative models have
been recently proposed to address this problem. The goal of these models is to learn the whole
structure of the formula without focusing on any predefined feature, in order to reproduce all its
computational characteristics at once. In this work, we propose two new deep generative models
of realistic SAT instances, and carry out an exhaustive experimental evaluation of these and other
existing models in order to analyze their performances. Our results show that models based on
graph convolutional networks, possibly enhanced with edge features, return the best results in terms
of structural properties and SAT solver performance.
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1 Introduction

The Boolean Satisfiability Problem (SAT) is one of the fundamental problems in Computer
Science and Artificial Intelligence. It has been extensively studied from a theoretical point
of view due to its complexity; SAT is the first known NP-complete problem. This means
that in the worst case, existing algorithms to solve SAT may run during exponentially long
executions. However, despite its worst-case complexity, modern SAT solvers are nowadays
able to solve large application SAT benchmarks in a reasonable amount of time. This is
due to the breakthrough contributions in the so-known Conflict-Driven Clause Learning
(CDCL) algorithm [29]. Nevertheless, the reasons explaining the success of CDCL solving
large application SAT formulas are not completely understood yet [19].

In the last years, there have been some attempts of explaining such a success. In the
literature, we can distinguish between rigorous and correlative approaches. On the one
hand, rigorous metrics generally establish theoretical upper-bounds on certain classes of SAT
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formulas. Some examples of rigorous metrics are backdoors [31], and branch-width [1], among
others. Unfortunately, these rigorous metrics do not usually provide much information on
the actual hardness of existing application SAT formulas. On the other hand, correlative
metrics focus on features exhibited in the vast majority of these benchmarks that correlate
to CDCL performance. Some examples are the scale-free structure [3] and the community
structure [2]. In general, formulas with this kind of structures are easy in practice, although
there is no theoretical guarantee about their hardness.

A common approach in order to better understand the efficiency of SAT solving algorithms
is using random SAT models. In the classical random SAT model, a formula Fk(n, m) is a set
of m clauses over n variables, where clauses are chosen uniformly and independently among
all the 2k

(
n
k

)
non-trivial clauses of length k.2 Although the empirical hardness of this model

has been extensively studied [25, 8, 24, 34], it is unable to reproduce the computational
properties observed in real-world SAT instances, and hence, it hardly explains their hardness.

Alternatively, there are some models in the literature focused on reproducing certain
correlative metrics, which are exhibited by most of real-world SAT instances (e.g., scale-free
structure [3] and community structure [2]). In order to generate realistic SAT instances (i.e.,
random SAT formulas with these features observed in real-world benchmarks), a non-uniform
probability distribution can be defined to assign variables to clauses in a certain manner,
resulting in some models such as the Scale-Free (SF) model [4], the Community Attachment
(CA) model [13], and the Popularity-Similarity (PS) model [14]. For this reason, we refer
them as probabilistic models. Unfortunately, these probabilistic models are only able to
reproduce a few features at once.

Recently, deep generative models have been proposed as a new paradigm to address the
generation of realistic SAT instances. The goal of these models is to learn the whole structure
of the formula in order to reproduce all its properties at once. G2SAT [36] is one example of
these models. The main idea of G2SAT is representing the SAT formula as a graph in order
to perform a number of node-splitting operations to generate the set of training examples
which is used to train a model based on a graph neural network (GNN). This (trained)
model is used afterwards to generate random formulas of the same size (i.e., same number of
nodes and edges) with an expected resembling structure. A previous model that inspires the
architecture of G2SAT can be found in [32].

A key aspect of deep generative models is the computation of node embeddings, i.e., the
information associated to each node in the graph, which is computed by the GNN. Obviously,
this information depends on the graph representation of the SAT formula used by the model.
In G2SAT, this is done with a convolution layer based on GraphSAGE [16] over a bipartite
graph with literals and clauses. Moreover, the experimental evaluation of G2SAT presented
in [36] is only performed on a limited set of 10 heterogeneous SAT instances, training the
model with all of them at once. Therefore, it remains unclear whether G2SAT is able to learn
any kind of structure and how the convolutional layer used to compute node embeddings
affects its performance. These open questions on the performance of deep generative models
of realistic SAT instances motivate the present work.

In order to address the previous questions, in this work we present a much more extensive
experimental evaluation of models based on the G2SAT framework. Besides G2SAT, we
also analyze a model that uses Graph Convolutional Networks (GCN) [9, 10, 11] in order to
compute node embeddings, as already suggested in [36]. Also, we propose two new models
based on edge enhanced graph neural networks (EGNN) [15], and on edge-conditioned

2 A non-trivial clause of length k contains k distinct, non-complementary literals.
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convolution (ECC) [30]. In contrast to G2SAT, these new models are able to handle a graph
representation of the SAT formula which captures its whole structure in a more transparent
manner, without the need of ad hoc artifacts. In particular, these new models do not require
to create additional message passing paths between a literal and its negation in the GNN (as
G2SAT requires). To do so, they use a graph representation of the SAT formula where edges
model the sign of each variable within each clause, and this edge information is naturally
processed by the GNN. To the best of our knowledge, they are the first deep generative
models of realistic SAT instances that consider edge features to represent this semantic.

In our experimental study, we analyze the performance of these models in terms of
structural properties and practical hardness. The structural analysis is based on two crucial
features of application of SAT formulas. Namely, they are the community structure and
the clustering coefficient. Notice that the G2SAT framework does not alter the distribution
of variable occurrences in the generated formulas, hence it does not make sense to study
features such as the scale-free structure. On the other hand, the hardness of the instances is
evaluated with five well-known CDCL SAT solvers. In both cases, we analyze the structure
and the hardness of the synthetic instances generated by these models with respect to a
set of heterogeneous (input) real-world SAT instances. In contrast to [36], we train the
models separately for each formula, which allows us to evaluate with a finer precision the
performance of the generators. Our analysis shows that the models based on GCN and
EGNN can improve the performance of G2SAT in many cases. We emphasize that the
whole experimentation carried out in this work took more than 240 days, thus this extensive
experimental evaluation is the main contribution of the present work.

The rest of this work is organized as follows. In Section 2 we summarize some related
works, while Section 3 defines some preliminary concepts. Section 4 describes the framework
of G2SAT, and Section 5 describes the new deep generative models of realistic SAT instances
proposed in this work. Section 6 is devoted to the extensive experimental evaluation of these
deep generative models. Finally, we conclude in Section 7.

2 Related works

There are some works in the literature facing the problem of the generation of realistic SAT
instances, i.e., SAT formulas with computational properties similar to the ones observed in
real-world benchmarks. In the SF model [4], SAT formulas are generated with scale-free
structure, i.e., variable occurrences follow a power-law distribution, thus with high variability.
The CA model [13] is able to generate SAT instances with any desired community structure.
In a formula with clear community structure, variables are grouped into communities such
that they mainly co-occur in clauses with other variables of the same community. The goal
of the PS model [14] is to reproduce in a single model these two structures. In particular,
it generates formulas with scale-free structure and high clustering coefficient, where the
community structure emerges as a results of them. G2SAT [36] is a pioneer approach of deep
generative models to the generation of realistic SAT instances, where a GNN is trained to
learn the structure of a (set of) input instance in order to generate formulas similar to it. A
preliminary version of it can be found in [32].

Machine learning has been already used in the context of SAT. One example is SATzilla [35,
17], where it is proposed a per-instance algorithm portfolio that estimates the best solver to
solve a given formula from a predefined set. This portfolio approach has also been successfully
applied in other works [23, 22]. More recently, deep learning has been introduced in order to
solve SAT [28, 27].

SAT 2022
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3 Preliminaries

The SAT problem consists of deciding whether there exists a satisfying assignment for a
given propositional formula. A SAT formula is in Conjunctive Normal Form (CNF) if it is
written as a conjunction of clauses, where a clause is a disjunction of literals, and a literal is
either a Boolean variable or its negation. Let var(φ), lit(φ), and cl(φ) be respectively the
functions that return the set of variables, literals, and clauses of a SAT formula φ. Let vi, lj ,
and ωk refer to variables, literals, and clauses, respectively.

For any graph G(V, E), where V is the set of nodes and E ⊆ V × V is the set of edges,
let N(u) be the neighborhood of node u ∈ V , i.e., the set {v ∈ V |(u, v) ∈ E}, and let Eu the
set of adjacent edges to node u ∈ V , i.e., {(u, w) ∈ E} for any node w ∈ V .

A Literal-Clause Graph LCGφ of a SAT formula φ is a bipartite graph G(V1, V2, E),
where V1 = lit(φ) (i.e., literal-nodes), V2 = cl(φ) (i.e., clause-nodes), and E ⊆ V1 × V2 is the
set of edges indicating the occurrence of a literal in a clause of φ, i.e., (li, ωk) ∈ E ↔ li ∈ ωk

for any clause ωk ∈ cl(φ). A Variable-Incidence Graph V IGφ of a SAT formula φ is a
graph G(V, ew), where V = var(φ) (i.e., variable-nodes), and ew : V × V → R is the edge
weight function defined as ew(vi, vj) =

∑
ω∈φ

vi,vj ∈ω
1/

(|ω|
2

)
. This is, the sum of all the weights

generated by a clause is equal to 1, hence it considers the length of the clauses. A Signed
Variable-Clause Graph SV CGφ of a SAT formula φ is a bipartite graph G(V1, V2, E), where
V1 = lit(φ) (i.e., literal-nodes), V2 = cl(φ) (i.e., clause-nodes), and E ⊆ V1 × V2 × {+, −} is
the set of edges indicating the occurrence and the sign of a variable in a clause of φ, i.e.,
(vi, ωk, +) ∈ E ↔ li ∈ ωk and (vi, ωk, −) ∈ E ↔ ¬li ∈ ωk, for any clause ωk ∈ cl(φ). For the
sake of clarity, we remove the subindex φ of the previous graph representations whenever it
is clear the SAT formulas φ they refer to.

4 The G2SAT framework

In this section we first provide a brief overview of GNN. Then, we summarize the G2SAT
framework [36] based on GraphSAGE, and then a modification of it based on GCN. For
further details we address the reader to the original reference.

4.1 Graph Neural Networks
Graphs represent a challenging structure to be addressed with conventional machine learning
techniques. These types of techniques are specialized in simple data structures, with fixed
sizes and structure (i.e., images). However, graphs are a type of data without a fixed form,
with a indeterminate number of unordered nodes, each having a different number of neighbors.
Therefore, the need of developing a new type of neural networks capable of working on graphs
is addressed by GNN.

The key aspect of GNN are node embeddings, which map the features of each node into a
low-dimensional space. This space is expected to provide information about node similarity
and (global) graph structure. As a consequence, the main operation of GNN consists of
learning a non-linear transformation function able of computing node embeddings based on
the aggregation of itself and its neighbor embeddings. This operation is known as message
passing [12], and can be visualized in Figure 1. The learning procedure consists of learning
the (trainable) weights of both the aggregation and the transformation functions. This
process is repeated in a number of layers (including linear and pooling layers), until the GNN
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Figure 1 Computation of node embeddings based on the message passing operation on a graph.

is trained to solve different types of problems like node classification, graph classification
and link prediction, among others. A more in-depth review of these types of methods and
architectures can be found in [37, 33].

4.2 Overview of G2SAT
The general idea of G2SAT is to learn a probability distribution p(G) of the input graph(s) G

over the set of bipartite graphs G, i.e., learning the complex dependencies between nodes and
edges in the input data. In order to learn p(G), G2SAT applies an n-step iterative process:
p(G) = Πn

i=1p(Gi|G1, . . . , Gi−1) where Gi is the intermediate graph at step i. Nevertheless,
this can be simplified as p(Gi|G1, . . . , Gi−1) = p(Gi|Gi−1) since the order of generating the
intermediate graphs does not alter the final resulting graph. To learn this distribution,
G2SAT relies on two operations: node splitting and node merging. They are always applied
to clause-nodes in the LCG of the formula, so we only define them to bipartite graphs as
follows.

▶ Definition 1 (Node splitting). Given a bipartite graph G(V1, V2, E) and a node u ∈ V2,
the nodeSplit(G, u) operation returns a graph G(V1, V ′

2 , E′) where V ′
2 = V2 ∪ {u′} and

E′ = E ∪ {(u′, v)} \ {(u, v)} for some nodes v ∈ N(u). This is, the node u is split into u and
u′ and its adjacent edges are distributed among them. In G2SAT this edge distribution is
randomly chosen.

▶ Definition 2 (Node merging). Given a bipartite graph G(V1, V2, E) and two nodes u, v ∈ V2,
the nodeMerge(G, u, v) operation returns a graph a graph G(V1, V ′

2 , E′) where V ′
2 = V2 \ {v}

and E′ = E ∪ {(u, w)} \ Ev for all nodes w ∈ N(v). This is, the node v is collapsed into u,
including all its adjacent edges.

Any bipartite graph can be transformed into a set of trees by successively applying the node
splitting operation over the nodes in one of its partitions (e.g., clause-nodes). Also, a bipartite
graph can be always generated from a set of trees by applying a sequence of node merging
operations. Due to the extremely high computational cost of computing p(Gi+1|Gi), G2SAT
proposes to divide this process into two steps: p(Gi, u, v) = p(u, v | Gi−1) · p(Gi | Gi−1, u, v).
The new step p(u, v | Gi−1) consists of selecting two random variables u and v which represent
a random pair of node candidates that may be merged in the second step (slightly modified
to consider them). In G2SAT, a discrete uniform probability distribution is used to select
such a random pair (u, v) as per Equation (1).

SAT 2022
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p(Gi+1, u, v | Gi) = p (u, v | Gi) · p (nodeMerge(Gi, u, v) | Gi, u, v)

= Uniform
(

{(u, v) | ∀u, v ∈ V Gi
2 }

)
· Bernoulli

(
σ(hT

u hv | u, v)
)

(1)

where σ(·) is the sigmoid function, and hu and hv are the node embeddings for nodes u and
v. Therefore, the key question is how to obtain the node embeddings in order to correctly
capture the structure of the input graph(s).

In G2SAT, node embeddings are computed with GraphSAGE [16], a variant of GCNs with
strong inductive capabilities across different graphs. In this framework, the node embedding
of a node in a certain layer l depends on the embeddings of its neighbors and of itself in the
previous layer l − 1. In particular, the node embedding h(l+1)

u of a node u in the (l + 1)-th
layer is given by Equation (2).

h(l+1)
u = ReLU

(
W(l) · CONCAT

(
h(l)

u , AGG
(

ReLU(Q(l)h(l)
v + q(l) | v ∈ N(u)

)))
(2)

where Q(l), q(l), and W(l) are the trainable parameters of the model, and AGG(·) is the
mean pooling aggregation function. The input node features are one-hot vectors of length
3, indicating the type of node (clause, positive, or negative literal). In this process, an
additional message passing path is created between every literal and its negation, due to
their strong relation.

Notice that the previous procedure defined in Equation (1) can be seen as a classification
task, where the model has to decide whether a pair of nodes (u, v) must be merged or not.
In order to train the model, during the training phase a number of node splitting operations
is performed. When a node s is split into a pair of nodes (s, s+), a positive example is
generated. Also, a negative example (s, s−) can be easily generated by just selecting a
randomly chosen node s− ∈ V2\{s, s+}. This dataset of positive and negative examples is
then used to compute the node embedding, by minimizing the binary cross entropy loss of
Equation (3):

L = −Eu,v∼ppos

[
log

(
σ(hT

u hv)
)]

− Eu,v∼pneg

[
log

(
1 − σ(hT

u hv)
)]

(3)

where ppos and pneg are distributions over positive and negative training examples. In order
to guarantee a tree-like structure from the original bipartite graph, the number of node
splitting operations is |E| − |V2|. Moreover, this tree-like decomposition from the original
graph is repeated r times. Therefore, the number of training examples is 2r(|E| − |V2|).
Finally, the resulting r trees are saved into a template in order to start the generation
procedure from one of them.

In the generation phase, G2SAT starts with a randomly chosen tree from the previous
template, and iteratively performs node merging operations between two nodes u, v ∈ V2,
i.e., clause-nodes. For each node merging, a number of distinct pairs (u, v) is randomly
generated with the only constraint that clause-node v cannot be connected to any variable
(both literal-nodes, with any sign) already connected to clause-node u. From this set of
pairs, the selected pair is (u, v) = argmaxu,v{hT

u hv}. Notice that this does not exactly follow
Equation (1), but uses a greedy method to select the most likely pair (u, v) among the set of
possible candidates. This is due to the large amount of time required to sample the true
distribution. Experimental results reported in [36] show that this change also produces
reasonable results in a much shorter time.
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Figure 2 General overview of GSAT-based methods. First, an input CNF (1) is represented as a
bipartite graph (2). Then, this graph is converted into a set of trees after a number of node splitting
operations (3), from which training examples are generated. In the training phase (4), a GNN (4a)
is used to compute node embeddings according to the neighbors of each node (4b). Finally, in the
generation phase, node merging operations (5) are performed to generate a bipartite graph which
represents the output CNF (6). The methods analyzed in this work differ in the graph representation
of the CNF formulas (steps 2 and 5) as well as in the way node embeddings are represented and
computed (steps 4a and 4b).

In Figure 2, we depict the general overview of the G2SAT framework, which will be used
by all the methods analyzed in this work. They all differ in the graph representation of the
CNF formulas (see steps 2 and 5) as well as in the way node embeddings are represented
and computed (see steps 4a and 4b).

4.3 Node embeddings based on GCN
The original version of G2SAT uses GraphSAGE to compute node embeddings. However, as
suggested in [36], other GCN-based convolutional layers can be used to this end. In this work,
we analyze the graph convolution proposed in [18]. Equation (4) describes the computation
of the node embeddings H (in matrix notation):

H(l+1) = ReLU
(

D̃− 1
2 ÃD̃− 1

2 H(l)W(l)
)

(4)

where Ã is the adjacency matrix with added self-connections, i.e., Ã = A + IN (where IN is
the identity matrix of size N), D̃ii =

∑
j Ãij , and W is the trainable matrix of weights.

This is the only difference of this model with respect to G2SAT. This model will be
named as GCN2S in the rest of this work.

5 Deep generative models of realistic SAT instances based on G2SAT

In this section we define the two new alternatives of deep generative models of realistic SAT
instances proposed in this work. They both follow the general ideas from G2SAT, but they
differ in the way node embeddings are computed. Recall that node embeddings is the key
aspect in the process of G2SAT, where pairs of nodes are selected to be merged based on
those embeddings. Our first model is based on EGNN [15], where a number of edge features
(e.g., sign of the variables within the clauses) is used to compute node embeddings. In
our second model, we use an ECC [30] where edge filter weights are dynamically generated
according to the neighborhood of each node.
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Figure 3 Computation of node embeddings based on EGNN, as a concatenation of adjacent edge
embeddings. In this example, P = 3, i.e., each edge has three features.

5.1 Enhancing G2SAT edge representation with EGNN
A drawback of G2SAT and, in particular, of the graph model used to represent SAT formulas
(i.e., the LCG), is the inability to explicitly represent the relation between a literal and its
negation. This limitation forces G2SAT to create additional message passing paths between
these two nodes, due to the strong dependency between them. As a consequence, the bipartite
structure of the LCG is destroyed in order to introduce this ad hoc solution.

Alternatively, we present a model where this dependency is directly captured from the
graph representation of the formula. Our model is based on EGNN [15], where edges are
allowed to have several features. This is useful to represent graphs with multiple type of edges.
In this model, we use the SVCG to represent SAT formulas. Recall that this representation
has two types of edges (positive and negative) in order to represent the sign of each variable
within each clause. Therefore, we can compute node embedding with EGNN using this
information of the edges. Notice that this does not require to create additional message
passing paths between (literal) nodes, since this dependency is directly captured by the edge
features.

As in G2SAT, each node u is characterized by a node embedding hu. Additionally, EGNN
also includes a tensor representing the edge features. In particular, Euvp represents the
feature p ∈ [1, P ] on the edge between nodes u and v. These edge features can be seen as a
filter to produce the new node embeddings. This way, the node embedding is computed as an
aggregation between itself and its adjacent edges. This process is performed in a multi-layer
feed-forward architecture, and is summarized in Equation (5) for a layer l.

h(l)
u = ReLU

(
W(l−1) · AGG(||Pp=1Euvph(l−1)

v )
)

∀v ∈ N(u) ∪ {u} (5)

where ||· is the concatenation operator, and the aggregation function is the average. Notice
that the dimensionality of the concatenation depends on the number of edge features P , but
it is reduced by the aggregation function to the number of weights in that layer.

In Figure 3, we represent the computation of node embeddings based on EGNN. In
particular, the embedding of a certain node depends on the embeddings of all the adjacent
edges to it and their edge features, and all these edges features are aggregated in order to
produce the new node embedding in the next layer.

In our model, node embeddings are computed using the previous procedure. This allows
us to integrate edge features (i.e., the sign of the variables within the clauses) in a transparent
manner. The rest of the model follows the same ideas from G2SAT. First, a sequence of
node-splitting operations transforms the bipartite SVCG into a set of trees. This produces a
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Figure 4 Computation of node embeddings based on ECC, where a dynamic weight matrix
(based on edge features) is used to aggregate neighbor embeddings.

number of positive and negative examples which will be used to train the model afterwards.
Finally, in the generation phase, a random formula is generated using that trained model
after a sequence of node merging operations. Notice that the edge type is not altered during
the node splitting and merging operations, so the total number of literals remains unaltered
by this model. In the rest of this work we refer this model as EGNN2S.

5.2 Adjusting G2SAT node embeddings with ECC
Another alternative to capture the strong dependencies between literals of a SAT formula
in the graph representation is ECC [30]. Again, this model does not require any ad hoc
artifacts to learn those dependencies. To this end, node embeddings are computed according
to their neighbors in the graph, but using a dynamic weight matrix that depends on edge
features. To get this dynamic matrix, a neural network is trained in order to transform the
edge features (of an arbitrary size) to the specific size required in the convolution layer.

Specifically, the node embedding h(l)
u of a node u for a layer (l) is computed in Equation (6).

h(l)
u = W(l−1)h(l−1)

u +
∑

v∈N(u)

ΘW(l−1)(Euv)h(l−1)
v (6)

where W(l) is the weight matrix in layer l, ΘW is the neural network that transforms edge
features into a dynamic weight matrix used by the neighbor node embeddings, and Euv is
the edge feature between nodes u and v.

In Figure 4, we depict this architecture. It can be seen that the dynamic weight matrix
is computed with Θ from the edge features. Based on it, the aggregation of neighbors is
computed and added to the current node embedding.

In our implementation, Θ is a multi-layer perceptron (MLP) with 2 dense layers, using
a ReLU activation layer between them. This MLP maps edge features of dimension |E| to
a dimension of (in_channels · out_channels), where both in_channels and out_channels

depend on the dimensionality of the corresponding convolutional layer.
In this model, we use the SVCG to represent SAT formulas, and compute node embeddings

according to Equation (6). The rest of the model follows the same strategy than G2SAT, i.e.,
a sequence of node splitting operations during the training phase, and a sequence of node
merging actions during the generation step. From now on, we refer this model as ECC2S.
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6 Experimental evaluation

In this section, we provide an extensive experimental evaluation of the four deep generative
models of realistic SAT instances analyzed in this work. Namely, they are G2SAT (Sect. 4.2),
GCN2S (Sect. 4.3), EGNN2S (Sect. 5.1), and ECC2S (Sect. 5.2). The four models are
implemented in PyTorch 1.9 and their code is publicly available.3 We first analyze their
performance in terms of the structure observed in the generated formulas with respect to the
original structure. Second, we analyze the hardness of the generated benchmarks in terms of
SAT solver performance.

In our analysis we select a total of 41 real-world SAT instances to train the models
(see Appendix A for more details on these formulas). Notice that the results on G2SAT
presented in [36] are only computed for 10 smallest formulas of our analysis. Therefore, this
experimental evaluation provides new and better insights about the performance of G2SAT.

For every input formula, we separately train each model and generate 3 distinct random
instances. The four models are trained with learning rate of 0.001, batch size of 64, and 200
training epochs, using Adam optimizer. All of them are composed of 3 convolutional layers
with 32 filters each. Models have been trained on a single GTX Titan Xp GPU, and Intel®
Xeon® E5-2630 CPU.

We must emphasize that the whole experimentation, including the training and the
generation phases performed by the 4 models on these 41 SAT formulas, took more than
240 days. Therefore, the first conclusion drawn from our experiments is the poor scalability
of these G2SAT-based models. Notice that the formula size of the largest instance is only
88,849 literals in 22,792 clauses, a small size compared to the size of actual benchmarks used
in the last SAT Competitions. As a consequence, an interesting direction of future work on
deep generative models of realistic SAT instances is the adaptation of these models to handle
larger real-world benchmarks. This phenomenon is summarized in Observation 3.

▶ Observation 3. G2SAT-based frameworks exhibit a limited scalability due to the large
amount of time spent in the pair selection procedure.

6.1 Performance on structural properties
In the first part of our experimental analysis, we analyze the structure of the generated
formulas with respect to the one of the original formulas used to train the models. In contrast
to [36], we train the models separately for each SAT formula because of the heterogeneity
of structures found in the input data. For instance, if a model is trained with graphs (or
SAT formulas) having both low and high values for a specific feature, the synthetic graphs
generated with it may have an average value for this feature, thus not resembling to any of
the input graphs.

In our analysis, we focus on two structural properties that have been extensively studied
in the context of SAT formulas due to their correlation with respect to solving times. Namely,
they are the community structure [2, 19] and the clustering coefficient [34, 14]. They both
are studied on the VIG of the formulas.4 Although both structures represent the density and
the form of connections within the graph, they differ in its scale. In particular, the clustering
coefficient focuses on local densities, whereas the community structure determines the global
density of the graph within communities of nodes.

3 https://github.com/i4vk/SAT_generators
4 To study the clustering coefficient, we use the unweighted version of the VIG.

https://github.com/i4vk/SAT_generators
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On the one hand, to study the community structure we analyze the modularity Q [26].
This value represents the density of connections in a partition of the nodes of a graph into
communities. Specifically, the modularity of a (weighted) graph G and a partition P of its
nodes is defined as:

Q(G(V, w), P ) =
∑

Pi∈P

∑
x,y∈Pi

w(x, y)∑
x,y∈V

w(x, y)
−


∑
x∈Pi

deg(x)∑
x∈V

deg(x)


2

(7)

The optimal modularity Q is a value in [0, 1], with higher values indicating a more clear
community structure.

On the other hand, the clustering coefficient of a node determines the number of neighbors
of that node that are also connected. As in [36], we analyze the average clustering coefficient
of the graph. This value is defined as:

CC(G(V, E)) = 1
|V |

∑
i∈V

|{ejk : vj , vk ∈ N(i), ejk ∈ E}|
|N(i)| · (|N(i)| − 1) (8)

This CC value is defined in the interval [0, 1], with higher values representing graphs
with a higher clustering coefficient.

Also, we must emphasize that the design of G2SAT does not alter the number of occur-
rences of each literal. Notice that node splitting and merging operations are only performed
on clause-nodes. As a consequence, the degree of literal- or variable-nodes (depending on
the model) remains unaltered. Therefore, we omitted in our experimental evaluation the
study of distributions of variables occurrences, such as the scale-free structure [3], since all
the generated formulas have exactly the same distribution than the one in the input data.

In Table 1 we report the results on this analysis of structural properties, remarking in
bold the model obtaining the best performance for each metric. The first observation is that
there is a very low, almost negligible, variability in the generated formulas of every model. In
a large majority of the cases, the standard deviation in the analyzed metrics is smaller than
0.01. Therefore, this suggests that all the models are robust to learn a particular structure,
regardless whether it is close to the structure in the input data or not. This is summarized
in Observation 4.

▶ Observation 4. G2SAT-based frameworks exhibit a robust performance in terms of the
achieved structural features, due to the small variability of these features in the generated
formulas.

For each model and metric, we consider that its performance is adequate whenever the
difference between the generated formulas and the input one is smaller than 0.05, i.e., both
structures are resembling. Based on that, the results on the community structure show that
the four models exhibit a reasonably good performance, since the modularity in the generated
instances is, in general, similar to the one in the input formulas. However, comparing the
accuracy of the models, we observe that G2SAT is the one with the worst performance,
whereas EGNN2S and GCN2S achieve very good results. In particular, our proposed model
EGNN2S is the one with the best accuracy in 12 of the 41 input formulas. On the contrary,
our model ECC2S shows a modest performance. Interestingly, in 16 formulas no model is
able to correctly reproduce the original structure, including formulas with both low and
high modularity (see, e.g., I1 and I17). These observations on the community structure are
summarized in Observation 5.
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Table 1 Performance of deep generative models of realistic SAT instances on the community
structure (modularity) and the (average) clustering coefficient (in the VIG) of a set of real-world
SAT instances. For each model and input formula, best results are marked in bold whenever the
precision w.r.t. the original instances (Or.) is smaller than 0.05. #i stands for the number of
instances for which each generator shows the best performance.

Community structure (modularity) Clustering coefficient
ID Or. G2SAT GCN2S EGNN2S ECC2S Or. G2SAT GCN2S EGNN2S ECC2S
1 0.84 0.49 ± .00 0.47 ± .00 0.29 ± .00 0.23 ± .00 0.66 0.88 ± .00 0.75 ± .01 0.89 ± .00 0.88 ± .00
2 0.64 0.90 ± .00 0.84 ± .01 0.66±.00 0.77 ± .00 0.44 0.71 ± .00 0.47±.01 0.30 ± .01 0.28 ± .00
3 0.66 0.87 ± .00 0.83 ± .01 0.62 ± .00 0.67±.00 0.46 0.82 ± .01 0.52 ± .02 0.33 ± .00 0.33 ± .00
4 0.63 0.91 ± .00 0.85 ± .00 0.64±.00 0.79 ± .00 0.45 0.52 ± .00 0.33 ± .00 0.29 ± .00 0.20 ± .00
5 0.73 0.93 ± .00 0.86 ± .00 0.77±.00 0.82 ± .00 0.44 0.37 ± .00 0.25 ± .00 0.26 ± .00 0.17 ± .00
6 0.68 0.94 ± .00 0.81 ± .01 0.89 ± .00 0.84 ± .00 0.49 0.74 ± .00 0.41 ± .00 0.45±.01 0.33 ± .01
7 0.60 0.74 ± .01 0.53 ± .01 0.75 ± .01 0.70 ± .01 0.63 0.65±.01 0.40 ± .01 0.42 ± .01 0.40 ± .01
8 0.79 0.93 ± .00 0.80±.00 0.93 ± .00 0.85 ± .00 0.58 0.69 ± .00 0.37 ± .00 0.47 ± .01 0.28 ± .00
9 0.72 0.91 ± .00 0.78 ± .00 0.90 ± .00 0.83 ± .00 0.61 0.70 ± .00 0.39 ± .00 0.41 ± .00 0.29 ± .00
10 0.72 0.60 ± .00 0.59 ± .00 0.38 ± .00 0.46 ± .00 0.59 0.54 ± .00 0.42 ± .00 0.33 ± .00 0.31 ± .00
11 0.73 0.91 ± .00 0.87 ± .00 0.84 ± .00 0.80 ± .00 0.54 0.37 ± .00 0.27 ± .00 0.24 ± .00 0.18 ± .00
12 0.84 0.86 ± .00 0.83±.00 0.69 ± .00 0.78 ± .00 0.51 0.23 ± .00 0.17 ± .00 0.16 ± .00 0.13 ± .00
13 0.69 0.86 ± .01 0.84 ± .00 0.77 ± .00 0.79 ± .00 0.47 0.25 ± .00 0.21 ± .00 0.26 ± .00 0.16 ± .00
14 0.76 0.87 ± .00 0.83 ± .00 0.79 ± .00 0.77±.00 0.54 0.30 ± .00 0.20 ± .00 0.17 ± .00 0.15 ± .00
15 0.73 0.88 ± .00 0.86 ± .00 0.74±.00 0.81 ± .00 0.50 0.20 ± .00 0.15 ± .00 0.21 ± .00 0.13 ± .00
16 0.72 0.88 ± .00 0.86 ± .00 0.74±.00 0.81 ± .00 0.51 0.19 ± .00 0.15 ± .00 0.21 ± .00 0.13 ± .00
17 0.15 0.58 ± .00 0.64 ± .00 0.71 ± .00 0.65 ± .00 0.50 0.72 ± .00 0.53±.00 0.41 ± .00 0.41 ± .00
18 0.17 0.57 ± .00 0.65 ± .00 0.69 ± .00 0.66 ± .00 0.64 0.56 ± .00 0.49 ± .00 0.34 ± .00 0.33 ± .00
19 0.18 0.53 ± .00 0.65 ± .00 0.62 ± .00 0.55 ± .00 0.62 0.82 ± .00 0.64±.00 0.54 ± .00 0.56 ± .00
20 0.61 0.85 ± .00 0.70 ± .01 0.57±.00 0.50 ± .00 0.62 0.67 ± .00 0.41 ± .01 0.40 ± .00 0.37 ± .00
21 0.72 0.88 ± .00 0.77 ± .00 0.60 ± .00 0.50 ± .00 0.54 0.66 ± .00 0.39 ± .00 0.31 ± .00 0.31 ± .00
22 0.66 0.76 ± .00 0.59 ± .01 0.80 ± .00 0.73 ± .00 0.45 0.53 ± .01 0.37 ± .01 0.33 ± .00 0.32 ± .01
23 0.67 0.79 ± .00 0.63±.01 0.80 ± .00 0.74 ± .00 0.43 0.57 ± .00 0.35 ± .01 0.30 ± .00 0.28 ± .01
24 0.80 0.75 ± .00 0.82 ± .00 0.79±.00 0.64 ± .00 0.38 0.42±.00 0.34±.00 0.20 ± .00 0.14 ± .00
25 0.65 0.83 ± .00 0.70 ± .00 0.81 ± .00 0.74 ± .00 0.43 0.63 ± .00 0.38 ± .00 0.30 ± .00 0.28 ± .00
26 0.77 0.75 ± .00 0.81 ± .00 0.78±.00 0.63 ± .00 0.39 0.52 ± .00 0.39±.00 0.21 ± .00 0.16 ± .00
27 0.78 0.75 ± .00 0.82 ± .00 0.78±.00 0.63 ± .00 0.39 0.48 ± .00 0.36±.00 0.20 ± .00 0.15 ± .00
28 0.69 0.85 ± .00 0.78 ± .01 0.82 ± .00 0.77 ± .00 0.39 0.66 ± .00 0.42±.00 0.27 ± .00 0.24 ± .00
29 0.73 0.72±.00 0.78 ± .00 0.80 ± .00 0.62 ± .00 0.40 0.47 ± .00 0.43±.00 0.27 ± .00 0.19 ± .00
30 0.79 0.74 ± .00 0.82 ± .00 0.80±.00 0.63 ± .00 0.39 0.38±.00 0.38±.00 0.22 ± .00 0.14 ± .00
31 0.75 0.73±.00 0.80 ± .00 0.80 ± .00 0.62 ± .00 0.39 0.45 ± .00 0.42±.00 0.26 ± .00 0.17 ± .00
32 0.77 0.69 ± .00 0.76±.00 0.81 ± .00 0.63 ± .00 0.38 0.37±.00 0.35 ± .00 0.23 ± .00 0.15 ± .00
33 0.78 0.69 ± .00 0.77±.00 0.82 ± .00 0.62 ± .00 0.38 0.34±.00 0.33 ± .00 0.24 ± .00 0.14 ± .00
34 0.77 0.66 ± .00 0.73±.00 0.81±.00 0.63 ± .00 0.38 0.36±.00 0.32 ± .00 0.22 ± .00 0.16 ± .00
35 0.77 0.68 ± .00 0.76±.00 0.81 ± .00 0.63 ± .00 0.37 0.33±.00 0.32 ± .00 0.22 ± .00 0.14 ± .00
36 0.77 0.89 ± .00 0.86 ± .00 0.87 ± .00 0.81±.00 0.46 0.20 ± .00 0.17 ± .00 0.27 ± .00 0.13 ± .00
37 0.79 0.93 ± .00 0.87 ± .00 0.81±.00 0.82 ± .00 0.44 0.28 ± .00 0.20 ± .00 0.20 ± .01 0.14 ± .00
38 0.81 0.65 ± .00 0.77±.00 0.41 ± .00 0.72 ± .00 0.44 0.31 ± .00 0.21 ± .00 0.21 ± .00 0.15 ± .00
39 0.71 0.89 ± .00 0.85 ± .00 0.87 ± .00 0.82 ± .00 0.49 0.24 ± .00 0.21 ± .00 0.27 ± .00 0.15 ± .00
40 0.53 0.82 ± .00 0.60 ± .02 0.78 ± .01 0.73 ± .01 0.59 0.73 ± .02 0.40 ± .02 0.51 ± .04 0.43 ± .01
41 0.49 0.83 ± .01 0.62 ± .02 0.79 ± .00 0.75 ± .01 0.58 0.75 ± .03 0.39 ± .02 0.55±.01 0.43 ± .03
#i - 8 2 12 3 - 10 7 2 0

▶ Observation 5. The model EGNN2S shows the best performance in terms of community
structure. While G2SAT also exhibits a reasonably good performance, the other models GCN2S
and ECC2S perform very poorly on this feature. Moreover, in a large fraction of formulas
none of the analyzed methods is able to correctly mimic their community structure.
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Figure 5 Error on the community structure and the clustering coefficient of deep generative
models of realistic SAT instances w.r.t. to original benchmarks.

In the case of the clustering coefficient, the differences with respect to the original formulas
are slightly bigger, suggesting that this structure is harder to mimic. For instance, in 21 of
the 41 formulas, the clustering coefficient is not correctly reproduced by any model. In this
case, the model with the best performance is GCN2S, but G2SAT also shows a reasonably
good accuracy. On the contrary, the model ECC2S seems to be unable to learn this kind of
structure, with a very poor performance in almost all the benchmarks. These results are
summarized in Observation 6.

▶ Observation 6. In the task of reproducing the clustering coefficient of input formulas, the
model G2SAT shows the best performance. The model GCN2S also exhibits a relatively good
performance, but the other models EGNN2S and ECC2S do not. However, it is worth noticing
that no model is able to correctly reproduce this feature in 21 of the 41 analyzed formulas.

Moreover, in Figure 5 we depict the performance of the analyzed deep generative models
on the community structure (top) and the clustering coefficient (bottom). In these plots,
each column represents a SAT instance of our dataset (ordered by error), and the Y values
represent the error between the original instance and the generated ones (the lower, the
better). We emphasize that the results of each instance must not be aggregated. Notice that
our dataset has formulas with modularity ranging from 0.15 to 0.84; a model trained with
all of them (as [36]) would possibly learn something spurious.

In summary, these results show that in many cases deep generative models based on
GCN2S and EGNN2S are able to improve the results of the existing model G2SAT based on
G2SAT, in terms of structural properties. However, it is also observed that there is room
for improvements due to the large number of real-world formulas for which the structure is
hardly mimicked.
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6.2 Performance on SAT solver hardness
In the second part of our experimental evaluation, we analyze the hardness of the generated
formulas with respect to the one in the original instances. The goal of this analysis is to
compare the hardness and the satisfiability of the original formulas with respect to the
instances generated by the analyzed models. To this end, we solve both the original and the
generated formulas (for each generator) with several SAT solvers and analyze whether the
percentages of SAT/UNSAT formulas are similar, and compare the cumulative CPU time
and the rankings of the solvers in each dataset. Therefore, this analysis characterizes the
ability of each generator to reproduce the hardness of the original instances. In contrast
to [36], we only select CDCL SAT solvers specialized in application benchmarks. In [36],
this experiment was carried out using solvers specialized in both real-world and random
formulas, and it was observed that solvers specialized in random formulas exhibit a very
poor performance on realistic SAT instances, as expected. However, those results do not
provide much information about the ability of deep generative models to actually reproduce
the hardness and the satisfiability of the input formulas.

In our study, we use the following CDCL SAT solvers: Glucose5[5], Lingenling6[6],
MapleSAT7[20], MapleLCM8[21], and CaDiCaL9[7]. They all are executed with a timeout of
5000 seconds. In order to evaluate each generator, we measure the percentages of SAT and
UNSAT formulas with respect to the input dataset, as well as the ranking of these five solvers
on the generated formulas compared to the ranking obtained in the original benchmark.
Additionally, we study whether the resulting formulas are as hard as the original ones in
terms of timeouts and CPU time.

To compare two rankings x and y, we use the Kendall rank correlation coefficient τ :

τ(x, y) = P − Q√
(P + Q + T ) · (P + Q + U)

(9)

where P and Q are the number of concordant and discordant pairs, respectively, whereas
T and U are the number of ties in x and y, respectively. This coefficient returns a value
in [−1, 1], where 1 indicates full concordance, and -1 indicates full discordance. Therefore,
higher values of τ indicate a better ability to reproduce the practical hardness of the input
set of formulas.

In Table 2 we report the performance of CDCL SAT solvers on the formulas generated
by the analyzed models. First, we observe that the four models hardly generate satisfiable
formulas. In particular, 47.3% of the input SAT instances are satisfiable. However, the
four models are only able to generate around 8% of satisfiable formulas. This suggests
that, although the randomizations that this kind of models introduce in the structure of the
formulas have a small impact on its structure, they can have a major impact on the solution
space they affect, which ultimately remove all the solutions until making the generated
formula unsatisfiable, as summarized in Observation 7.

▶ Observation 7. Deep generative models based on G2SAT are unable to reproduce the
satisfiability of the input formula in most of the cases. In particular, most of the generated
formulas are unsatisfiable regardless the satisfiability of the input formulas.

5 https://www.labri.fr/perso/lsimon/glucose/
6 https://github.com/arminbiere/lingeling
7 https://bitbucket.org/JLiangWaterloo/maplesat/src/master/maplesat/
8 http://sat-race-2019.ciirc.cvut.cz/solvers/MapleLCMDiscChronoBT-DL-v3.zip
9 https://github.com/arminbiere/cadical

https://www.labri.fr/perso/lsimon/glucose/
https://github.com/arminbiere/lingeling
https://bitbucket.org/JLiangWaterloo/maplesat/src/master/maplesat/
http://sat-race-2019.ciirc.cvut.cz/solvers/MapleLCMDiscChronoBT-DL-v3.zip
https://github.com/arminbiere/cadical
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Table 2 Results on SAT solver performance of deep generative models of realistic SAT instances.
τ stands for the Kendall rank correlation coefficient, computed for both SAT and UNSAT formulas.
TO stands for timeout within 5000 seconds.

%SAT τ(SAT) %UNSAT τ(UNSAT) %TO CPU time
Original formulas 47.3 – 42.9 – 9.8 44503.55
G2SAT 8.1 0.2 91.9 -0.6 0.0 1.38
GCN2S 7.4 0.0 91.6 -0.4 1.0 14910.86
EGNN2S 7.4 0.2 92.6 -0.6 0.0 1.48
ECC2S 7.3 0.0 92.7 -0.8 0.0 2.22

The previous observation is also an important drawback in order to mimic the hardness
of the input benchmarks. In fact, only GCN2S is able to produce formulas of a reasonable
hardness. However, these instances are much easier than the actual input set (the accumulated
CPU time to solve these synthetic formulas is around three times lower than for real-world
instances). The other three models always generate very easy formulas. We summarize these
results in Observation 8.

▶ Observation 8. SAT instances generated with deep generative models based on G2SAT
are, in general, much easier than the original formulas used to train the models. The only
model able to generate formulas of a certain hardness –although much easier than original
instances– is GCN2S.

Finally, if we compare the rankings obtained with the five CDCL SAT solvers through
the τ coefficients for SAT and UNSAT instances, we observe that G2SAT and EGNN2S are
the best models to reproduce the computational properties in satisfiable formulas, whereas
GCN2S is the best in unsatisfiable ones. However, this observation must be interpreted
cautiously due to the two previous observations, i.e., the inability of this kind of models to
mimic both the satisfiability and the hardness of the input set of benchmarks. Therefore,
we consider these results are not conclusive. Notice that this is an important drawback
with respect to probabilistic models (e.g., SF [3], CA [13], and PS [14]), where both the
satisfiability and the hardness of the generated formulas can be easily controlled.

As future work, we plan to extend this hardness and satisfiability analysis through the lens
of MaxSAT. In particular, we conjecture that the reason that most of the generated formulas
(for every model) are trivially UNSAT may be due to a small (sub)set of highly connected
variables, which produces a very small UNSAT core in the generation phase (i.e., many links
are repeatedly generated between those variables). As a consequence, the satisfiability of the
formula can be altered, as well as its hardness. However, the rest of the formula may be able
to preserve the global structure of the formula. Therefore, detecting those highly connected
variables may be a first step towards improving deep generative models in terms of practical
hardness.

7 Conclusions and future work

In this work, we presented an extensive experimental evaluation of four deep generative
models of realistic SAT instances based on the G2SAT framework [36]. In this framework,
SAT formulas are represented as bipartite graphs, and a number of node splitting operations
are performed in order to generate training examples to train a model based on a GNN.
Afterwards, in the generation phase, this trained model is used to generate random SAT
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instances whose computational properties are expected to be similar to the ones in the
original benchmark. The four models differ in the graph representation of the formulas as
well as in the computation of the node embeddings in the GNN.

The original G2SAT model uses the LCG graph representation of the SAT formula,
and a convolutional layer based on GraphSAGE [16]. We also analyzed this model using a
convolutional layer based on GCN [18]. Additionally, we proposed two models that consider
edge features in order to represent all the semantics in the SAT formula (e.g., the sign of
the variables in the clauses) in a more transparent manner. Specifically, they are based on
EGNN [15], where a number of edge features is used to compute node embeddings, and on
ECC [30], where edge filter weights are dynamically generated according to the neighborhood
of each node. To the best of our knowledge, they are the first deep generative models of
realistic SAT instances that consider edge features to represent the sign of the variables
within the clauses.

In our experimental evaluation, we analyzed the performance of these models in terms of
reproducing the structure and the hardness of an input set of instances. In terms of structural
properties, we analyzed the community structure and the clustering coefficient, two crucial
features extensively studied in the literature. Since this kind of models do not alter the
number of variable occurrences, we omitted other kind of structures, such as scale-free. In
terms of hardness, we analyzed the robustness of the models using five well-known CDCL
SAT solvers.

Our analysis showed that, although the models exhibit a robust performance in terms
of variability (the results show an almost negligible deviation), they all have a very poor
scalability. In particular, the experimental evaluation was performed on a set of 41 real-world
SAT instances of small size, and took more than 240 days. Furthermore, we observed that,
in general, the models based on GCN and EGNN are the most robust ones in terms of
structural properties. In particular, our generator based on EGNN is the most accurate
model to reproduce the community structure of the input formulas it tries to mimic. However,
reproducing the clustering coefficient appears to be a much more challenging task. On the
other hand, we also observed that the four models have a very poor performance in terms
of practical hardness. In particular, they all are biased towards the generation of very easy
unsatisfiable instances. This is an important drawback with respect to probabilistic models
(e.g., SF [3], CA [13], and PS [14]), where both the satisfiability and the hardness of the
generated formulas can be easily controlled.

As a consequence, this experimental study showed some potential lines of future research
on deep generative models of realistic SAT instances. Namely, the scalability of the models in
order to train them with larger instances, the randomizations in the generation phase through
the lens of MaxSAT in order to preserve the satisfiability of the formulas as well as their
hardness, and a much more robust performance in terms of structural features (especially in
the clustering coefficient), since we found a large number of real-world formulas for which no
model is able to correctly reproduce their structure.

References

1 Michael Alekhnovich and Alexander A. Razborov. Satisfiability, branch-width and Tseitin
tautologies. Computational Complexity, 20(4):649–678, 2011.

2 Carlos Ansótegui, Maria Luisa Bonet, Jesús Giráldez-Cru, Jordi Levy, and Laurent Simon.
Community structure in industrial SAT instances. Journal of Artificial Intelligence Research,
66:443–472, 2019.



I. Garzón, P. Mesejo, and J. Giráldez-Cru 3:17

3 Carlos Ansótegui, Maria Luisa Bonet, and Jordi Levy. On the structure of industrial SAT
instances. In Proc. of the 15th International Conference on Principles and Practice of
Constraint Programming (CP 2009), pages 127–141, 2009.

4 Carlos Ansótegui, Maria Luisa Bonet, and Jordi Levy. Towards industrial-like random SAT
instances. In Proc. of the 21st International Joint Conference on Artificial Intelligence (IJCAI
2009), pages 387–392, 2009.

5 Gilles Audemard and Laurent Simon. Predicting learnt clauses quality in modern SAT solvers.
In Proc. of the 21st International Joint Conference on Artificial Intelligence (IJCAI 2009),
pages 399–404, 2009.

6 Armin Biere. CaDiCaL, Lingeling, Plingeling, Treengeling, YalSAT Entering the SAT Compe-
tition 2017. In Proc. of SAT Competition 2017 : Solver and Benchmark Descriptions, pages
14–15. Department of Computer Science Series of Publications B, University of Helsinki, 2017.

7 Armin Biere, Katalin Fazekas, Mathias Fleury, and Maximillian Heisinger. CaDiCaL, Kissat,
Paracooba, Plingeling and Treengeling entering the SAT Competition 2020. In Proc. of SAT
Competition 2020 : Solver and Benchmark Descriptions, pages 51–53. Department of Computer
Science Report Series B, University of Helsinki, 2020.

8 Vasek Chvátal and Bruce A. Reed. Mick gets some (the odds are on his side). In Proc. of the
33rd Annual Symposium on Foundations of Computer Science (FOCS 1992), pages 620–627,
1992.

9 Michaël Defferrard, Xavier Bresson, and Pierre Vandergheynst. Convolutional neural networks
on graphs with fast localized spectral filtering. In Proc. of the Annual Conference on Neural
Information Processing Systems (NIPS 2016), pages 3837–3845, 2016.

10 David K. Duvenaud, Dougal Maclaurin, Jorge Iparraguirre, Rafael Bombarell, Timothy Hirzel,
Alán Aspuru-Guzik, and Ryan P. Adams. Convolutional networks on graphs for learning
molecular fingerprints. In Proc. of the Annual Conference on Neural Information Processing
Systems (NIPS 2015), volume 28, pages 224–2232, 2015.

11 Fernando Gama, Elvin Isufi, Geert Leus, and Alejandro Ribeiro. Graphs, convolutions,
and neural networks: From graph filters to graph neural networks. IEEE Signal Processing
Magazine, 37(6):128–138, 2020.

12 Justin Gilmer, Samuel S. Schoenholz, Patrick F. Riley, Oriol Vinyals, and George E. Dahl.
Neural message passing for quantum chemistry. In Proc. of the 34th International Conference
on Machine Learning (ICML 2017), pages 1263–1272, 2017.

13 Jesús Giráldez-Cru and Jordi Levy. Generating SAT instances with community structure.
Artificial Intelligence, 238:119–134, 2016.

14 Jesús Giráldez-Cru and Jordi Levy. Popularity-similarity random SAT formulas. Artificial
Intelligence, 299:103537, 2021.

15 Liyu Gong and Qiang Cheng. Exploiting edge features for graph neural networks. In Proc.
of the IEEE Conference on Computer Vision and Pattern Recognition (CVPR 2019), pages
9211–9219, 2019.

16 William L. Hamilton, Rex Ying, and Jure Leskovec. Inductive representation learning on large
graphs. In Proc. of the Annual Conference on Neural Information Processing Systems (NIPS
2017), pages 1025–1035, 2017.

17 Frank Hutter, Lin Xu, Holger H. Hoos, and Kevin Leyton-Brown. Algorithm runtime prediction:
Methods & evaluation. Artificial Intelligence, 206:79–111, 2014.

18 Thomas N. Kipf and Max Welling. Semi-supervised classification with graph convolutional
networks. In Proc. of the 5th International Conference on Learning Representations (ICLR
2017), 2017.

19 Chunxiao Li, Jonathan Chung, Soham Mukherjee, Marc Vinyals, Noah Fleming, Antonina
Kolokolova, Alice Mu, and Vijay Ganesh. On the hierarchical community structure of practical
boolean formulas. In Proc. of the 24th International Conference on Theory and Applications
of Satisfiability Testing (SAT 2021), pages 359–376, 2021.

SAT 2022



3:18 On the Performance of Deep Generative Models of Realistic SAT Instances

20 Jia Hui Liang. Machine Learning for SAT Solvers. PhD thesis, University of Waterloo, Ontario,
Canada, 2018.

21 Mao Luo, Chu-Min Li, Fan Xiao, Felip Manyà, and Zhipeng Lü. An effective learnt clause
minimization approach for CDCL SAT solvers. In Proc. of the 26th International Joint
Conference on Artificial Intelligence (IJCAI 2017), pages 703–711, 2017.

22 Yuri Malitsky. Instance-specific algorithm configuration. Constraints, 20(4):474, 2015.
23 Yuri Malitsky, Ashish Sabharwal, Horst Samulowitz, and Meinolf Sellmann. Non-model-based

algorithm portfolios for SAT. In Proc. of the 14th International Conference on Theory and
Applications of Satisfiability Testing (SAT 2011), pages 369–370, 2011.

24 David G. Mitchell and Hector J. Levesque. Some pitfalls for experimenters with random SAT.
Artificial Intelligence, 81(1-2):111–125, 1996.

25 David G. Mitchell, Bart Selman, and Hector J. Levesque. Hard and easy distributions of SAT
problems. In Proc. of the 10th National Conference on Artificial Intelligence (AAAI 1992),
pages 459–465, 1992.

26 Mark E.J. Newman and Michelle Girvan. Finding and evaluating community structure in
networks. Physical Review E, 69(2):026113, 2004.

27 Daniel Selsam and Nikolaj Bjørner. Guiding high-performance SAT solvers with unsat-core
predictions. In Proc. of the 22nd International Conference on Theory and Applications of
Satisfiability Testing (SAT 2019), pages 336–353, 2019.

28 Daniel Selsam, Matthew Lamm, Benedikt Bünz, Percy Liang, Leonardo de Moura, and David L.
Dill. Learning a SAT solver from single-bit supervision. In Proc. of the 7th International
Conference on Learning Representations (ICLR 2019), 2019.

29 João P. Marques Silva, Inês Lynce, and Sharad Malik. Conflict-driven clause learning SAT
solvers. In Armin Biere, Marijn Heule, Hans van Maaren, and Toby Walsh, editors, Handbook
of Satisfiability, pages 131–153. IOS Press, 2009.

30 Martin Simonovsky and Nikos Komodakis. Dynamic edge-conditioned filters in convolutional
neural networks on graphs. In Proc. of the IEEE Conference on Computer Vision and Pattern
Recognition (CVPR 2017), pages 29–38, 2017.

31 Ryan Williams, Carla P. Gomes, and Bart Selman. Backdoors to typical case complexity. In
Proc. of the 18th International Joint Conference on Artificial Intelligence (IJCAI 2003), pages
1173–1178, 2003.

32 Haoze Wu and Raghuram Ramanujan. Learning to generate industrial SAT instances. In Proc.
of the 12th International Symposium on Combinatorial Search (SOCS 2019), pages 206–207,
2019.

33 Zonghan Wu, Shirui Pan, Fengwen Chen, Guodong Long, Chengqi Zhang, and S Yu Philip. A
comprehensive survey on graph neural networks. IEEE transactions on neural networks and
learning systems, 32(1):4–24, 2020.

34 Lin Xu, Holger H. Hoos, and Kevin Leyton-Brown. Predicting satisfiability at the phase
transition. In Proc. of 26th National Conference on Artificial Intelligence (AAAI 2012), 2012.

35 Lin Xu, Frank Hutter, Holger H. Hoos, and Keving Leyton-Brown. Satzilla: Portfolio-based
algorithm selection for SAT. Journal of Artificial Intelligence Research, 32:565–606, 2008.

36 Jiaxuan You, Haoze Wu, Clark W. Barrett, Raghuram Ramanujan, and Jure Leskovec. G2SAT:
learning to generate SAT formulas. In Proc. of the Annual Conference on Neural Information
Processing Systems (NeurIPS 2019), pages 10552–10563, 2019.

37 Jie Zhou, Ganqu Cui, Shengding Hu, Zhengyan Zhang, Cheng Yang, Zhiyuan Liu, Lifeng
Wang, Changcheng Li, and Maosong Sun. Graph neural networks: A review of methods and
applications. AI Open, 1:57–81, 2020.



I. Garzón, P. Mesejo, and J. Giráldez-Cru 3:19

A Real-world SAT instances used in the experimental analysis

In this appendix we provide the details of the 41 real-world SAT instances used in our
experimental analysis. In particular, in Table 3 we detail these benchmarks as well as their
characteristics (number of variables and clauses, and formula size).

Table 3 Features of the real-world SAT instances used in our experimental analysis, including
number of variables (#vars), number of clauses (#clau.) and formula size (f. size).

ID SAT Instance #vars #clau. f. size
1 aes_24_4_keyfind_2 320 5424 33136
2 aes_32_3_keyfind_2 450 2204 7772
3 aes_64_1_keyfind_1 320 2088 8648
4 AProVE07-03 1317 7448 25057
5 AProVE07-08 2481 12625 39603
6 bf0432-007 473 2038 5989
7 bmc-ibm-2 119 573 1887
8 bmc-ibm-5 1068 6042 17685
9 bmc-ibm-7 860 4797 14634
10 cmu-bmc-barrel6 602 4533 20440
11 cmu-bmc-longmult15 1731 9791 32002
12 countbitsarray02_32 2202 9416 27628
13 countbitsrotate016 1122 4555 12887
14 countbitssrl016 1691 8378 25855
15 g2-hwmcc15deep-6s399b02-k02 3394 14336 40763
16 g2-hwmcc15deep-6s399b03-k02 3516 14837 42129
17 i32a1 370 9123 35584
18 i32d2 367 5116 20160
19 i32e3 284 4974 25280
20 minor032 751 5130 29532
21 minxorminand032 1751 13938 80477
22 mrpp_4x4#10_20 2135 21720 85231
23 mrpp_4x4#10_9 859 8333 31990
24 mrpp_4x4#12_12 1197 11737 45696
25 mrpp_4x4#4_24 2217 21443 83138
26 mrpp_4x4#4_4 208 1538 5340
27 mrpp_4x4#4_5 309 2517 8970
28 mrpp_4x4#6_16 1446 13684 53264
29 mrpp_4x4#6_20 1846 17576 68672
30 mrpp_4x4#6_5 330 2721 9733
31 mrpp_4x4#8_8 717 6773 24667
32 mrpp_6x6#10_10 2144 22792 88849
33 mrpp_6x6#10_8 1630 17009 65607
34 mrpp_6x6#12_8 1551 15788 60713
35 mrpp_6x6#16_9 2085 22775 88141
36 mulhs016 2589 10400 29015
37 sat_prob_3 2860 13998 44208
38 sat_prob_83 1759 8012 27063
39 smulo016 1459 6288 17894
40 ssa2670-130 82 327 1011
41 ssa2670-141 91 377 1161
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Abstract
The SAT modulo Symmetries (SMS) is a recently introduced framework for dynamic symmetry
breaking in SAT instances. It combines a CDCL SAT solver with an external lexicographic minimality
checking algorithm.

We extend SMS from graphs to matroids and use it to progress on Rota’s Basis Conjecture
(1989), which states that one can always decompose a collection of r disjoint bases of a rank r

matroid into r disjoint rainbow bases. Through SMS, we establish that the conjecture holds for all
matroids of rank 4 and certain special cases of matroids of rank 5. Furthermore, we extend SMS
with the facility to produce DRAT proofs. External tools can then be used to verify the validity of
additional axioms produced by the lexicographic minimality check.

As a byproduct, we have utilized our framework to enumerate matroids modulo isomorphism
and to support the investigation of various other problems on matroids.
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1 Introduction

Over the last years, SAT (solving propositional satisfiability) and CP (constraint program-
ming) have emerged as powerful tools for finding small (counter)examples for problems from
various branches of discrete mathematics, such as extremal combinatorics, graph theory, or
combinatorial geometry; see, e.g., [3, 9, 12, 16, 21, 27, 28, 29, 32, 39, 40, 43, 44]. The main
task is to find a combinatorial object with specific properties or determine that such an object
does not exist. Since the search space typically grows extremely fast, symmetry-breaking
techniques are essential in that context. Symmetry breaking tries to avoid considering several
symmetric copies of the same object. The two main approaches to symmetry breaking in the
context of SAT and CP are
1. static symmetry breaking, where the encoding of the desired property is enhanced by

additional constraints that break the symmetry (e.g., [8, 11]), and
2. dynamic symmetry breaking, where symmetries are broken dynamically during the solver’s

run.
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Some of the main methods that use dynamic symmetry handling are CDCLSym [31],
SMS [26] (short for SAT modulo Symmetry), and adding symmetric versions of learned
clauses to the problem (e.g., [10, 38]). All these methods have in common that they tightly
integrate the dynamic symmetry breaking into a CDCL SAT solver.

SMS considers symmetries of the encoded object (a combinatorial structure) and does
not precompute its symmetries. Instead, an external minimality check algorithm searches
for symmetries during the CDCL solver’s run. The minimality check is invoked whenever
the solver decides on an element of the encoded object (e.g., whether an edge is present in a
graph or not).

For SMS, we must create different minimality check algorithms for different combinatorial
objects. However, this apparent drawback is also one of its strengths: SMS benefits from
an efficient minimality check tailored to the combinatorial objects under consideration.
Additionally, SMS supports handling a vast amount of symmetries while approaches, which
need to compute all symmetries explicitly, cannot.

In this article, we extend the SMS approach from graphs to matroids, proposing a
minimality check tailored to matroids. This allows us to search for matroids with specified
properties. We exemplify the use of the extended SMS to confirm the well-known Rota’s
Basis Conjecture (RBC) from matroid theory. While Gian-Carlo Rota originally stated the
conjecture in terms of vector spaces [23, Conjecture 4], it is today known in its more general
form for matroids [35]. In addition, we use SMS to enumerate all matroids up to a given
rank and number of elements.

1.1 Rota’s Basis Conjecture
Rota’s Basis Conjecture (RBC) asserts that, for every matroid of rank r with r disjoint bases
B1, . . . , Br, there exist r disjoint rainbow bases B′

1, . . . , B′
r, i.e., |Bi ∩B′

j | = 1 holds for all
i, j ∈ [r]. We give a formal definition of matroids and further terminology in Section 2.1;
Figure 1 shows an example for rank 3. Even though RBC attracted the attention of many
researchers, it has only been proven for up to rank 3. While the proofs for ranks 1 and 2
are trivial, Chan [6] used an elaborate case distinction for her proof, which does not directly
generalize to higher ranks.

5

6

4

3
1

27

9
8

{1,2,3} basis
{4,5,6} basis
{7,8,9} basis
{1,4,7} basis
{2,5,8} basis
{3,6,9} basis
{1,2,4} not
{1,2,5} basis
{1,2,6} basis
. . .

1

2

3

4
6

57

8
9

{1,2,3} basis
{4,5,6} basis
{7,8,9} basis
{1,4,7} basis
{2,5,8} not
{3,6,9} basis
{1,2,4} basis
{1,2,5} basis
{1,2,6} not
. . .

Figure 1 Two illustrations of RBC in rank 3. The elements of B1 = {1, 2, 3}, B2 = {4, 5, 6},
and B3 = {7, 8, 9} are highlighted in red, green, and blue, respectively. In this visualisation, three
elements form a basis if and only if the corresponding points don’t lie on a common line. In the
left instance, {1, 4, 7}, {2, 5, 9}, {3, 6, 8} are three disjoint rainbow bases. In the right instance,
{1, 4, 7}, {2, 5, 8}, {3, 6, 9} are three disjoint rainbow bases.

However, for higher ranks, RBC appears to be very difficult to confirm. Therefore,
weaker versions of the conjecture and restrictions to certain subclasses of matroids have
been investigated. The so-called paving matroids form an interesting subclass, for which



M. Kirchweger, M. Scheucher, and S. Szeider 4:3

Geelen and Humphries [19] confirmed the conjecture by an inductive argument. Very recently,
Friedman and McGuinness [15] extended the result by Geelen and Humphries to matroids
with large girth. They showed that for any rank r matroid with girth ≥ r − o(

√
r) and r

disjoint bases given, one can find r − o(
√

r) disjoint rainbow bases. We will review some
further related work in Section 1.3.

1.2 Our Contribution
We extend the SMS framework from graphs to general combinatorial structures and produce
DRAT proofs, which then allows us to verify the correctness of the obtained unsatisfiability
results by an independent tool such as DRAT-trim [42]. Using the extended SMS framework,
we then attack RBC on matroids of small ranks. Our main result is a formal proof of the
conjecture for matroids of up to rank 4 and for rank 5 matroids with girth ≥ 4. Even though
we could not yet settle rank 5 entirely, we have further partial results for girth 2 and 3, and
we are optimistic that we can settle the entire rank 5 case in the future. All our source code
is available at [25] and the data for rank 4 (about 72 MB) is available at [24].

Moreover, we utilize our framework to enumerate all matroids modulo isomorphism for
a given number of elements and rank and confirm the number of matroids given in the
literature [1, 14, 30]; see Section 5.2.

In Section 3, we discuss a general dynamic symmetry-breaking strategy for object symme-
tries that we integrated into our SMS framework. Since the SAT encoding to verify RBC for
matroids (presented in Section 4.2) has many symmetries, the dynamic symmetry breaking
plays a central role in our approach.

To produce a DRAT proof, we perform the following steps: First, we run the solver
Clingo [17, 18] extended with SMS and store additionally generated clauses for the symmetry
breaking during solving. When Clingo concludes unsatisfiability, it exports a CNF instance
containing the selection of constraints used to conclude unsatisfiability, including symmetry-
breaking clauses obtained during the solving. The next step is generating a DRAT proof. We
utilize the modern SAT solver CaDiCaL [4] to verify the unsatisfiability of the small instance
produced by SMS and generate a DRAT proof. This DRAT proof can then be verified, for
example, with DRAT-trim [42].

We provide a Python script to verify the correctness of the CNF instance generated
by SMS, i.e., that all clauses are, in fact, clauses of the original instance. This provides
additional certainty and allows independent third parties to verify the correctness of our
computations by only checking this verification tool. In particular, the correctness of the
results can be verified without inspecting our complex C-code.

1.3 Related Work
In 2012, Cheung [7] announced a computer proof of RBC for rank 3 matroids in an unpublished
manuscript and that the program verifies the conjecture for rank 4. However, he did not
provide specific details, and the source code appears to be unavailable today1.

In recent years, significant steps towards an asymptotic proof of RBC have been made.
For the setting where the number of bases is relaxed, Bucić et al. [5] showed that, for any r

disjoint bases given, there are at least r
2 (1− o(1)) disjoint rainbow bases. This improved an

earlier result by Geelen and Webb [20], who showed the existence of
√

r(1− o(1)) disjoint

1 Personal communication with Joshua E. Ducey, the supervisor of Michael Cheung.
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rainbow bases. For the setting, where bases are relaxed to independent sets, Pokrovskiy [37]
proved that, for any r disjoint bases B1, . . . , Br given, there exist s = r(1 − o(1)) disjoint
rainbow independent sets I1, . . . , Is of cardinality r(1− o(1)), i.e., |Bi ∩ Ij | ≤ 1 holds for all
i ∈ [r] and j ∈ [s].

There is also an interesting relation between orthogonal Latin squares and rainbow
bases. Onn showed that the Latin Square Conjecture by Alon and Tarsi [2] implies RBC
for matroids originating from vector spaces of certain characteristics [34, Corollary 1]. The
Alon–Tarsi Conjecture has been proven for all (p + 1)× (p + 1) Latin squares where p is a
prime number [13]. In particular, RBC holds for matroids of rank p + 1 representable over R.

2 Preliminaries

For any positive integer n, we write [n] = {1, 2, . . . , n}, we denote the power set of a finite
set S by 2S and the set of all k-subsets of S by

(
S
k

)
.

2.1 Matroids
Matroids are a well-studied and classical combinatorial structure that generalizes various
concepts and notions from linear algebra, graph theory, geometry, combinatorial optimization,
and other fields of mathematics in a natural way.

A matroid M is a pair (E, I) where E is a finite set and I ⊆ 2E fulfills the following
three properties: (i) ∅ ∈ I, (ii) I is closed under subsets, and (iii) for A, B ∈ I and |A| < |B|
there exists x ∈ B \A such that A ∪ {x} ∈ I. Here, E = E(M) is the ground set of M , and
I = I(M) is the set of independent sets of M . Property (iii) is called the independent set
exchange property. The element in a one-element dependent set is called a loop, and the two
elements in a two-element dependent set are called parallel elements.

An inclusion-wise maximal element of I(M) is called basis, and we denote the set
of all bases by B(M). It is well known that all bases of a matroid M have the same
cardinality r = r(M), the rank of M . There are several well-studied cryptomorphic axiom
systems for matroids; in particular, the set of bases fully characterizes a matroid.

▶ Fact 1 (Basis exchange property (BEP)). Let M be a matroid. For any two distinct bases
B1, B2 of M and e1 ∈ B1\B2 there exists an element e2 ∈ B2\B1 such that (B1\{e1})∪{e2}
is a basis of M .

Two matroids M1, M2 are isomorphic if there is a bijection π : E(M1)→ E(M2) such that
π(I(M1)) = I(M2), where π(I(M1)) := {π(I) | I ∈ I(M1) }. The girth g = g(M) of
a matroid M is the largest integer g such that every set S ⊆ E(M) with |S| < g is an
independent set of M . Equivalently, the girth is the size of a smallest dependent set, i.e., the
minimum cardinality among the sets in 2E(M) \ I(M). A matroid of rank r is called paving
if it has girth ≥ r − 1 (i.e., any r − 1 elements are contained in a basis) and simple if it has
girth ≥ 3 (i.e., it does not contain loops or parallel elements). For further information on
matroids, we refer the interested reader to Oxley’s standard textbook [36].

2.2 Formulas and Satisfiability
A literal is a propositional variable or its negation. A clause is a disjunction of literals. A
formula in conjunctive normal form (CNF) is a conjunction of clauses. The set of variables of
a formula F is denoted by var(F ). A partial assignment is a function α : X → {0, 1} defined
on a subset X ⊆ var(F ). A partial assignment which assigns all propositional variables (i.e.,
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X = var(F )) is called assignment. For a variable x /∈ X we say that α is undefined and write
α(x) = ⋆. Assignments extend to literals in the obvious way. A model of a CNF formula F

is an assignment α defined on the variables of F such that each clause of F contains a literal
that is set to true by α. F is satisfiable if it has a model; otherwise, it is unsatisfiable.

3 Dynamic Symmetry Breaking

In this section, we present a dynamic symmetry-breaking technique for object symmetries.
As we will see in Section 4.2, our encoding for the considered problem has many object
symmetries; hence symmetry breaking plays a central role in our investigations.

Before we define object symmetries and present our symmetry breaking for RBC, we
recall variable symmetries in general. A variable symmetry of a propositional formula F is a
permutation π : var(F )→ var(F ) such that α is a model of F iff α ◦ π is a model of F . The
results of this section are not limited to any specific formula F .

A well-known method for breaking variable symmetries is the LexLeader method [41]:
Let v1 ≺ . . . ≺ vn be a total order of the variables of a formula F . Let α : var(F )→ {0, 1}
be an assignment of F and π a variable symmetry. The LexLeader method adds clauses to
the formula (so-called symmetry breaking constraints), such that, if α(v1), α(v2), . . . , α(vn) is
lexicographically larger than α(π(v1)), α(π(v2)), . . . , α(π(vn)), then the additional clauses
guarantee that α is not a model of F . In other words, we only keep lexicographically minimal
models. Two disadvantages of this approach are that typically new variables have to be
introduced for the symmetry breaking constraints, and the initial size of the formula can
increase significantly, especially if the number of variable symmetries is large.

CDCLSym [31] is a general dynamic symmetry-breaking framework based on the
LexLeader method, which adds symmetry-breaking clauses during the solving process de-
pending on the current partial assignment. This overcomes the issue of the large initial
encoding size. Unfortunately, it is not suitable for a large number of variable symmetries
because it internally handles every symmetry separately.

Kirchweger and Szeider [26] introduced SMS for searching for graphs with a specified
property. SMS is based on the lexicographic order but considers only a subset of the variables.
The main advantage of SMS is that it does not handle every symmetry separately and exploits
the structure of the underlying combinatorial object. Whenever a variable is assigned, SMS
searches for relevant symmetries by a branch-and-bound algorithm, i.e., for symmetries that
give rise to clauses that are false (or unit clauses) under the partial assignment. It adds these
clauses as learned clauses to the solver.

Here we want to generalize the ideas from Kirchweger and Szeider [26]. Therefore, we
introduce so-called object symmetries to generalize the notion of variable symmetries. Let F

be a propositional formula and let V ⊆ var(F ) be a fixed subset of the variables, called object
variables. A natural choice for object variables are the variables that encode the combinatorial
object under investigation. The other variables, which we call auxiliary variables, only play a
lesser role, for example, for testing certain properties of the combinatorial object.

An object symmetry of a propositional formula F with the set V of object variables is
a permutation π : V → V with the property that, for every model α of F , there exists
a model α′ such that α′(x) = α(π(x)) for every x ∈ V . We denote the set of all object
symmetries by Sym(F, V ). Note that in the case V = var(F ), the object symmetries are
precisely F ’s variable symmetries.

In Section 3.1, we generalize the SMS framework to arbitrary propositional formulas
and object symmetries, formalize the meaning of relevant symmetries, describe the type of
added clauses, and prove that the additional clauses do not discard lexicographically minimal
solutions, i.e., the correctness of the symmetry breaking.
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3.1 General Symmetry Breaking Predicates
To state the central properties of our symmetry breaking technique for object symmetries
with appropriate terminology, we need to introduce some further notation.

Let Fn be the set of all pairs (F, V ) where F is a propositional formula and V =
{v1, . . . , vn} ⊆ var(F ) is the set of object variables. For (F, V ) ∈ Fn and two assignments
α1, α2 of var(F ), we say that α1 is lexicographically smaller than α2 with respect to V (and
write α1 ≺V α2) if there exists an i ∈ [n] such that (i) α1(vi) = 0 and α2(vi) = 1, and
(ii) α1(vj) = α2(vj) for all j ∈ [i − 1]. Pause to note that ≺V is a partial order on the
assignments of var(F ). In the case V = var(F ) it is a total order and coincides with the
lexicographic order. An assignment α of a formula F is ⪯V -minimal if α ⪯V α ◦ π for all
π ∈ Sym(F, V ).

Let α : X ⊆ var(F )→ {0, 1} be a partial assignment. An extension of α is an assignment
α′ : var(F )→ {0, 1} with α(x) = α′(x) for all x ∈ X. We denote the set of all extensions of α

by X (α) and call α ⪯V -minimal if X (α) contains a ⪯V -minimal assignment. A permutation
π ∈ Sym(F, V ) is a witness of the non-⪯V -minimality of α if α′ ◦ π ≺ α′ for all α′ ∈ X (α).

For checking whether a partial assignment is ⪯V -minimal, the notion of criticality and
indicator indices will be of crucial importance. For a partial assignment α : X → {0, 1}, an
integer i ∈ [n] is (α, π)-critical if (α(vi), α(π(vi))) ∈ {(1, 0), (⋆, 0), (1, ⋆)}. Moreover, i ∈ [n]
is an (α, π)-indicator index if i is (α, π)-critical and for every j ∈ [i− 1] at least one of the
three cases holds: (i) π(vi) = vi, (ii) α(vi) = 1, or (iii) α(π(vi)) = 0. An (α, π)-indicator
index i is strict if α(vi) = 1 and α(π(vi)) = 0. A partial assignment α is constraining if there
is an (α, π)-indicator index for some π ∈ Sym(F, V ).

We are now ready to state the central proposition on object symmetries, which will
allow us to reduce the search space for the SAT solver significantly. We will state how the
symmetry-breaking clauses are derived during the solver’s run.

▶ Proposition 1. Let (F, V ) ∈ Fn and let α be an assignment of var(F ). If there is a strict
(α, π)-indicator index for some π ∈ Sym(F, V ) then α is not ⪯V -minimal. Furthermore, if α

is not ⪯V -minimal then there is a strict (α, π)-indicator index for some π ∈ Sym(F, V ).

Proof. Let α be a partial assignment and let i be a strict (α, π)-indicator index. To prove
the first part of the statement, suppose, towards a contradiction, that α is ⪯V -minimal.
By definition, there is an assignment α′ ∈ X (α) which is ⪯V -minimal. First, we show by
induction on j ∈ [i− 1] that α′(vj) = α′(π(vj)). We distinguish the following three cases.
1. If π(vj) = vj then α′(vj) = α′(π(vj)) obviously holds.
2. If α(vj) = 1 then α′(vj) = 1. By induction hypothesis, α′(vk) = α′(π(vk)) holds for all

k ∈ [j − 1]. Hence also α′(π(vj)) = 1 must hold, otherwise α′ is not ⪯V -minimal, so
α′(vj) = α′(π(vj)).

3. If α(π(vj)) = 0 then α′(π(vj)) = 0. Again, by induction hypothesis, α′(vk) = α′(π(vk))
holds for all k ∈ [j−1]. Hence also α′(vj) = 1 must hold, otherwise α′ is not ⪯V -minimal,
so again α′(vj) = α′(π(vj)).

Altogether, we know that α′(vj) = α′(π(vj)) for all j ∈ [i − 1] and therefore α′ cannot
be ⪯V -minimal. Consequently, α cannot be ⪯V -minimal. This contradicts our initial
assumption, and the first part of the statement follows.

For the second part, let α be a non-⪯V -minimal assignment. Then, by definition
of ⪯V -minimality, there exists a permutation π ∈ Sym(F, V ) such that α ◦ π ≺V α. By
definition, there exists an index i such that α(vi) = 1 and α(π(vi)) = 0, and α(vj) = α(π(vj))
for all j ∈ [i − 1], hence either α(π(vi)) = 0 or α(vi) = 1, so i is a strict (α, π)-indicator
index. ◀
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▶ Observation 2. Let α be a partial assignment, α′ ∈ X (α) a ⪯V -minimal assignment, and
i an (α, π)-indicator index for some π ∈ Sym(F, V ). Then α′(vi) = α′(π(vi)).

From Observation 2 we conclude that, if i is an (α, π)-indicator index and α(vi) = 1, then
α′(π(vi)) = 1 for every ⪯V -minimal assignment α′ ∈ X (α). Moreover, if α(π(vi)) = 0 then
we have α′(vi) = 0.

Next, we present how to extract a suitable clause from a partial assignment α and an
(α, π)-indicator index i to avoid non-⪯V -minimal partial assignments. These clauses are
added whenever the procedure finds an (α, π)-indicator index.

Let S1 = { j ∈ [i − 1] | α(vj) = 1 , π(vj) ̸= vj } and let S2 = { j ∈ [i − 1] | α(π(vj)) =
0 , π(vj) ̸= vj }. Then

¬vi ∨ π(vi) ∨
∨

j∈S1

¬vj

∨
j∈S2

π(vj)

is the resulting clause, which we add as learned clause. By Proposition 1, every ⪯V -minimal
partial assignment must satisfy this clause. Note that the clause is either false or a unit
clause under the partial assignment α.

3.2 Integration into a CDCL-Solver
Having a procedure MinCheck to find indicator indices for any conflicting partial assignment
(we stipulate the procedure tailored to our encoding in Section 4.5), we can integrate the
dynamic symmetry breaking into a CDCL SAT solver as follows. Whenever the solver assigns
an object variable, we use MinCheck to check whether the current partial assignment is
conflicting. If the procedure returns an indicator index, we extract a clause from the partial
assignment and the given index and add the new clause to the solver as a learned clause. In
other words, the added clauses are part of the solver’s clause-deletion policy and, therefore,
can be discarded later. This allows us to add billions of clauses.

Instead of searching for indicator indices each time a variable is assigned, it is possible
to do this only every f -th time for some f ≥ 1. This allows us to balance the time spent
searching indicator indices and the solving part.

4 Framework

In the following, we present a formula F matroid
n,r for all integers n, r ≥ 1 whose models represent

exactly the matroids with elements [n] and rank r. The propositional variables of the formula
represent the bases of the matroid, i.e., each variable indicates whether a particular r-subset
T is a basis of the matroid or not. The clauses of the formulas ensure that the basis exchange
property is fulfilled.

Building on F matroid
n,r , we design a formula F Rota

r that is satisfiable if and only if there is
a counterexample to RBC for rank r. Additional clauses ensure that the modeled matroid
does not contain r disjoint rainbow bases. Therefore, if a formula F Rota

r was satisfiable, we
could read a counterexample to the conjecture directly from the model, and vice versa. It
will be crucial that, due to our symmetry breaking, only a small fraction of the clauses of
the naive SAT encoding of F Rota

r will be used to forbid rainbow bases.
In Sections 4.1 and 4.2, we will describe the encodings of F matroid

n,r and F Rota
r , respectively.

Later, we will refine our encoding of F Rota
r by utilizing SMS (Section 4.4) and some lazy-

encoding techniques to decrease the encoding size (Section 4.7). In Section 4.5, we present a
minimality check for both formulas F matroid

n,r and F Rota
r separately. Finally, we describe the

verification of results generated by our framework in Section 4.8.
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4.1 Encoding of Matroids
Let Mn

r be the set of all matroids M with E(M) = [n] and rank r. A set S ⊆
([n]

r

)
characterizes a matroid M ∈Mn

r if S is nonempty and the basis exchange property holds,
i.e., for any two distinct bases B1, B2 ∈ S, there exist elements e1 ∈ B1 \B2 and e2 ∈ B2 \B1
such that (B1 \ {e1}) ∪ {e2} ∈ S.

For each T ∈
([n]

r

)
, we introduce a propositional variable pT that is true if and only if

T ∈ S. Then, the encoding for S being nonempty is
∨

T ∈([n]
r ) pT , and the encoding for the

basis exchange property is

∧
B1,B2∈([n]

r ):B1 ̸=B2

∧
e1∈B1\B2

¬pB1 ∨ ¬pB2 ∨
∨

e2∈B2\B1

p(B1\{e1})∪{e2}

 .

4.2 Basic Encoding of RBC
Suppose that there exists a matroid M of rank r which is a counterexample to RBC, i.e., there
are disjoint bases R1, . . . , Rr ∈ B(M) such that there are no r disjoint rainbow bases. We can
assume without loss of generality that M has precisely r2 elements, as otherwise we restrict
M to R =

⋃r
i=1 Ri and obtain another matroid M ′ = (E(M) ∩ R, { I ∩ R | I ∈ I(M) })

of rank r which is a counterexample to RBC. Moreover, since a matroid’s elements can
be relabeled arbitrarily, we may assume that M = ([r2], I) with R1, . . . , Rr ∈ B(M) and
Ri = {(i−1) ·r +1, (i−1) ·r +2, . . . , (i−1) ·r +r}. For example, if r = 3, then R1 = {1, 2, 3},
R2 = {4, 5, 6}, and R3 = {7, 8, 9}. We denote by MRota

r the set of matroids in Mr2

r that
have R1, . . . , Rr as bases but do not contain r disjoint rainbow bases. Thus MRota

r = ∅ iff
the RBC holds for all matroids of rank r.

A set S ⊆
([r2]

r

)
characterizes a matroid M ∈MRota

r if S characterizes a matroid in Mr2

r

and the following two additional properties are satisfied:

(P1) R1, . . . , Rr ∈ S.
(P2) Let C denote the set of all {C1, . . . , Cr} ⊆

([r2]
r

)
such that Ci ∩ Cj = ∅ for i ̸= j and

|Ci ∩ Rj | = 1 for all i, j ∈ [r]. Then for all {C1, . . . , Cr} ∈ C there exists i ∈ [r] such
that Ci /∈ S.

Note that Property (P2) ensures that the number of disjoint rainbow bases is less than r.
We encode these statements as clauses:

(P1’)
∧

i∈[r] pRi
.

(P2’)
∧

{C1,...,Cr}∈C ¬pC1 ∨ . . . ∨ ¬pCr .

Altogether, F Rota
r consists of the clauses from F matroid

r2,r plus the clauses (P1’) and (P2’).
Unfortunately, the size of the set C increases quickly for increasing r, and so does the

number of clauses to encode property (P2). To avoid considering all possible {C1, . . . , Cr} ∈ C,
we apply the symmetry breaking presented in Section 3 in such a way that the clauses from
property (P2) can be omitted entirely.

4.3 SMS to Enumerate Matroids modulo Isomorphism
For each matroid M with E(M) = [n] and rank r, we have a model αM of F matroid

n,r where
αM (pT ) = 1 iff T ∈ B(M) and each model α of F matroid

n,r represents a unique matroid.
The set of object variables is V = var(F matroid

n,r ), and the set of object symmetries is

Sym(F matroid
n,r , V ) = { δπ : V → V, pT 7→ pπ(T ) | permutation π : [n]→ [n] }. (1)
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By using SMS, only ⪯V -minimal models are allowed. As a result, all models of F matroid
n,r

given by SMS represent exactly the matroids in Mn
r modulo isomorphism. Note that this is

not necessarily the case if we would use any auxiliary variables, i.e., there might be different
⪯V -minimal models representing the same matroid.

4.4 Dynamic Symmetry Breaking and Rota’s Basis Conjecture
Suppose that there exists some M ∈ MRota

r , i.e., M is a counterexample to RBC for
rank r. A row permutation is permutation π : [r2] → [r2] such that for all i ∈ [r] there
is some j ∈ [r] such that π(Ri) = Rj . In other words, the permutation π maps all
elements from a basis Ri to a basis of Rj where i, j ∈ [r]. If π is a row permutation then
π(M) := (E(M), {π(I) | I ∈ I(M) }) is also a counterexample to RBC for rank r, i.e.,
π(M) ∈ MRota

r . Note that there are (r!)r+1 row permutations in total. Also, note that,
in general, we obtain distinct matroids π(M) ̸= π′(M) for distinct row permutations π, π′,
except if M has intrinsic symmetries.

We denote the set of all row permutations by Sr and consider the set of object variables
V = var(F Rota

r ). Then, the set of object symmetries for the formula F Rota
r is given by

Sym(F Rota
r , V ) = { δπ : V → V , pT 7→ pπ(T ) | π ∈ Sr }. (2)

For applying the symmetry breaking technique from Section 3, we need to define a total
order of the object variables V . Let Di = { (j− 1) · r + i | j ∈ [r] } for i ∈ [r]. For example, if
r = 3, then D1 = {1, 4, 7}, D2 = {2, 5, 8}, and D3 = {3, 6, 9}. To provide some intuition, it
is worth noting that we can think of the elements [r2] as an r× r grid, where the Ri’s are the
rows, and the Di’s are the columns. The sets D1, . . . , Dr are pairwise disjoint and, for every
i ∈ [r] and for every j ∈ [r], the set Di shares precisely one element with the set Rj . Hence,
every element from [r2] occurs as the unique intersection of Di ∩Rj for some i, j ∈ [r].

We define a total order ≺ on the object variables V via

pR1 ≺ . . . ≺ pRr
≺ pD1 ≺ . . . ≺ pDr

≺ o1 ≺ . . . ≺ om,

where o1, . . . , om is a fixed labeling of the remaining variables from V .
For M ∈Mr2

r we have αM (pT ) = 1 if and only if T ∈ B(M). This gives us a total order
on Mr2

r . For matroids M1, M2 ∈Mr2

r we write M1 ⪯M2 if αM1 ⪯V αM2 .
As we will see, it is beneficial using the negated variables of V for the symmetry breaking

in Section 3. So, lexicographically maximal partial assignments are not discarded. This will
allow us to formulate Proposition 4 below, the main proposition for reducing the encoding size.

For a matroid M ∈Mr2

r we say that M is ⪯V -maximal if αM is ⪯V -maximal.

▶ Observation 3. Let M ∈MRota
r be a ⪯V -maximal matroid, then Dr /∈ B(M).

Proof. For the sake of contradiction, assume M ∈ MRota
r and Dr ∈ B(M). Since M is

⪯V -minimal and Dr ∈ B(M), also Di ∈ B(M) for i ∈ [r−1] must hold. Hence, Property (P2)
is violated, so M is not in MRota

r , contradicting our assumptions. ◀

It follows by Observation 3 that F Rota
r has the same ⪯V -maximal models as F Rota

r ∧¬pDr
.

Let GRota
r be a formula containing exactly the clauses of F Rota

r ∧ ¬pDr expect the one for
encoding property (P2), i.e., for restricting the number of disjoint rainbow bases.

▶ Proposition 4. Let M be a matroid with rank r with E(M) = [r2]. Then, αM is a
⪯V -maximal model of GRota

r if and only if M ∈MRota
r .
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Proof. “⇒”: For the sake of contradiction, assume that αM is a ⪯V -maximal model of GRota
r

and M /∈MRota
r , i.e., there are r disjoint rainbow bases C1, . . . , Cr of M . For every x ∈ [r2]

we let π(x) = i · (r − 1) + j where i, j ∈ [r] are the unique indices such that x is the unique
intersection point of Ri ∩ Cj . Then π(Ci) = Di and π(Ri) = Ri for all i ∈ [r]. Hence,
αM (pDr

) = 1 in contradiction to the assumption that αM is a model of GRota
r .

“⇐”: This direction follows immediately from Observation 3 and the fact that the set of
clauses of GRota

r is a subset of F Rota
r ∧ ¬pDr

. ◀

Analogously, the following observation holds:

▶ Observation 5. Let GRota
r,k = GRota

r ∧
∧

i∈[k] pDi

∧
i∈[r]\[k] ¬pDi

and M ∈ Mr2

r . Then,
αM is a ⪯V -maximal model of GRota

r,k if and only if k is the size of a largest set of disjoint
rainbow bases.

By Proposition 4, SMS does not return a model of GRota
r if and only if MRota

r = ∅, since
the symmetry breaking excludes matroids that are not ⪯V -maximal by Proposition 1.

4.5 Minimality Check
Finally, we have to find witness permutations for a formula F and a partial assignment α.
More precisely, for every partial assignment α, we want to decide whether α is constraining,
i.e., there is some object symmetry δ ∈ Sym(F, V ) and an (α, δ)-indicator index i.

Testing whether a (δ, α)-indicator index for a single symmetry δ ∈ Sym(F, V ) exists is
straightforward. We start with i = 1. If (α(¬vi), α(δ(¬vi))) ∈ {(⋆, 0), (1, ⋆), (1, 0)} then i is
an δ-indicator index. If α(vi) = α(δ(vi)) ̸= ⋆ or vi = δ(vi) then we increment i. If neither
of the previous cases holds, then there is no (α, δ)-indicator index for our fixed δ. Since
the number of object symmetries for our applications is huge, testing each object symmetry
separately is not practicable. Instead, we use a branch-and-bound approach which gradually
constructs a witness.

First, we present a minimality check for the formula F matroid
n,r . Recall that the set of

object variables is V = var(F matroid
n,r ), and the set of object symmetries are given in (1).

We use the colexicographic order on
([n]

r

)
for the symmetry breaking. Instead of directly

constructing an object symmetry δπ, we focus on the permutations π : [n]→ [n].
Similarly to partial assignments, a partial permutation π : X → [n], for X ⊆ [n], is an

injective function. We write π(x) = ⋆ if π(x) is undefined.
The idea is assigning only a few values to a partial permutation π. If the information

about the partial permutation π suffices to conclude that δπ is a witness, we can assign
the remaining values arbitrarily; if we conclude that the partial permutation cannot have a
corresponding indicator index, we backtrack; if we need more information about the partial
permutation, we assign π for some further variables and branch over every possible assignment
of the additional variables. Algorithm 1 realizes this idea, starting with i = 1 and π(x) = ⋆

for all x ∈ [n].

▶ Theorem 6. Let α be a partial assignment. If α is constraining, then Algorithm 1 returns
a permutation π and an (α, π)-indicator index; otherwise, the algorithm returns nil.

Proof. First, we prove that if the procedure returns a permutation δπ and an index i, then
i is an (α, δπ)-indicator index. Assume the procedure returns a permutation δπ and an
index i. Line 5 guarantees that i is (α, δπ)-critical. By Line 7, for all i′ ∈ [i − 1] either
α(pTi′ ) = α(pπ(Ti′ )) ̸= ⋆ or Ti′ = π(Ti′) holds, hence, at least one of the following three
conditions holds: α(pTi′ ) = 1, α(pπ(Ti′ )) = 0, or Ti′ = π(Ti′). Therefore, i is indeed an
(α, δπ)-indicator index.
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Second, we prove that if α is not constraining, the procedure does not return nil. For
the sake of contradiction, assume the procedure returns nil and α is constraining. Since we
branch over all possible assignments and only backtrack if the partial permutation has no
corresponding indicator index, we can conclude that there is no permutation δπ with an
(α, δπ)-indicator index, hence α is not constraining in contradiction to our assumptions. ◀

Algorithm 1 Minimality check for enumerating matroids.
Input: A partial assignment α, a partial permutation π, and an index i

Output: A witness δπ and a δπ-indicator index or nil
1: while i ≤ number of r-subsets do
2: for all possible assignments of π(x) for x ∈ Ti with π(x) = ⋆ do
3: if MinCheck(α, π, i) ̸= nil then
4: return MinCheck(α, π, i)
5: if (α(pTi), α(pπ(Ti))) ∈ {(1, ⋆), (1, 0), (⋆, 0)} then
6: return δπ, i

7: if α(pTi) = α(pπ(Ti)) ̸= ⋆ or Ti = π(Ti) then
8: i← i + 1
9: continue

10: return nil
11: return nil

Next, we focus on the minimality check for RBC. Recall the set of object symmetries
from (2). Similarly to the minimality check for enumerating matroids, we construct the
permutations π ∈ Sr. Considering the elements of [r2] as an r × r grid, where the Ri’s
are the rows and the Di’s columns, it is easy to see that every permutation π ∈ Sr can be
described as a permutation of the elements within the rows and a permutation of the rows
itself. More precisely, every permutation π ∈ Sr can be described as a permutation π′ ∈ Sr

with π′(Ri) = Ri for i ∈ [r] and a permutation β : [r]→ [r] of the rows.
We formalize this as follows. Let π ∈ Sr and β : [r] → [r] a permutation, then

πβ : x 7→ π(x)− (β(i)− i) · r for x ∈ Ri. We use the following two observations to get our
final algorithm.

▶ Observation 7. Let π ∈ Sr. Then πβ(Di) = π(Di) for all i ∈ [r] and for all permutations
β : [r]→ [r].

▶ Observation 8. For each permutation π ∈ Sr, there is some π′ ∈ Sr with π′(Ri) = Ri for
all i ∈ [r] and a permutation β : [r]→ [r] such that π = π′

β.

The minimality check for F Rota
r is given by Algorithm 2. W.l.o.g., we assume that α(pRi) =

1 for all i ∈ [r]. At the beginning, all values of the partial permutation π are undefined and
d = 1. Then, we determine which values are mapped to Di, with the additional restriction,
if x ∈ Ri then π(x) ∈ Ri for all i ∈ [r]. If (α(¬pDi

), α(¬pπ(Di))) ∈ {(1, ⋆), (1, 0), (⋆, 0)} we
have found an indicator index. If α(pDi

) = α(pπ(Di)) ̸= ⋆ or Di = π(Di), we can continue.
Otherwise, we backtrack. If we reach Line 2, the partial permutation is fully defined and
π(Ri) = Ri for i ∈ [r].

Again, instead of testing the solution for each β separately, we use a branch-and-bound
approach and assign values to the permutation β if needed to get the truth value of π(v) for
some variable.
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Algorithm 2 Minimality check for RBC.
Input: A partial assignment α, a partial permutation π, and a recursion depth d

Output: A witness δπ and a δπ-indicator index or nil
1: if d > r then
2: for β permutation of [r] do ▷ partial permutation π is fully defined
3: if CheckSingleSymmetry(α, δπβ

) ̸= nil then
4: return CheckSingleSymmetry(α, δπβ

)
5: return nil
6: for all possible assignments of π(x) for x ∈ Dd such that π(x) ∈ Ri if x ∈ Ri do
7: if (α(¬pDd

), α(¬pπ(Dd))) ∈ {(1, ⋆), (1, 0), (⋆, 0)} then
8: return δπ, d + r

9: if α(pDd
) = α(pπ(Dd)) ̸= ⋆ or Dd = π(Dd) then

10: if MinCheck(α, π, d + 1) ̸= nil then
11: return MinCheck(α, π, d + 1)
12: return nil

▶ Theorem 9. Let α be a partial assignment of var(F Rota
r ) with α(pRi

) = 1 for all i ∈ [r].
If α is constraining, then Algorithm 2 returns a permutation π and a (α, π)-indicator index;
otherwise the algorithm returns nil.

Proof. We proceed similarly to the proof of Theorem 6. First, we prove that if the procedure
returns a permutation δπ and an index i, that i is an (α, δπ)-indicator index. Then, we prove
that if α is not constraining, the procedure does not return nil.

Assume the procedure returns an index i and a permutation δπ. We distinguish the
following two cases.

1. i > 2r: In this case, the index was found by CheckSingleSymmetry, and therefore
i is indeed an indicator index.

2. i ≤ 2r: This case is analog to the proof of Theorem 6.
For the sake of contradiction, assume that the procedure returns nil, and there is an
(α, δπ)-indicator index j. By Observation 8, there are π′ with π′(Ri) = Ri and β such
that π′

β = π. We distinguish the following two cases.
1. j ≤ 2r: We branch over all possible assignments such that π′′(Ri) = Ri for all i ∈ [r]

and only backtrack if the partial permutation has no corresponding indicator index.
By Observation 7, the index j is an (α, δπ′

β
)-indicator index if and only if it is an

(α, δπ′)-indicator index for j ≤ 2r. Since the procedure returns nil, the index j is not
an (α, δπ′)-indicator index, contradicting to it being an (α, δπ′

β
)-indicator index.

2. j > 2r: By Observation 7, it follows that π′
β(Dd) = π′(Dd) for d ∈ [r]. Therefore,

Line 2 is reached with the permutation π′, and so CheckSingleSymmetry(α, δπ′
β
)

returns nil, contradicting that j is an (α, δπ′
β
)-indicator index.

This completes the proof of Theorem 9. ◀

In practice, instead of terminating the algorithm immediately after finding an indicator
index, we add the corresponding clause to the solver, backtrack in MinCheck if the index is
not critical, and search for further indicator indices.
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4.6 An Example for the Dynamic Symmetry Breaking for RBC
Let us consider the left-hand side example of RBC depicted in Figure 1. If we exchange
the red and the green colors and relabel the points as 1 7→ 5, 2 7→ 6, 3 7→ 4, 4 7→ 3, 5 7→
2, 6 7→ 1, 7 7→ 7, 8 7→ 9, 9 7→ 8, we obtain precisely the right-hand side example from Figure 1.
Table 1 summarises the truth values for the first variables ordered according to our order on
the object variables given in Section 4.4.

Table 1 Comparison between original and permuted matroid.

T {1,2,3} {4,5,6} {7,8,9} {1,4,7} {2,5,8} {3,6,9} . . .

α(pT ) 1 1 1 1 0 1 . . .

π(T ) {5,6,4} {3,2,1} {7,9,8} {5,3,7} {6,2,9} {4,1,8} . . .

α(pπ(T )) 1 1 1 1 1 1 . . .

Since the first 4 variables coincide and the fifth variable differs, we see that the left-hand
side example of Figure 1 is lexicographically smaller (w.r.t. to our order of the object
variables) than the right-hand side example and therefore cannot be a lexicographically
maximal matroid.

If we – at any time of the computations – obtain a (partial) matroid which has such a
behavior, our dynamic symmetry breaking adds a clause that prevents that such a situation
can occur again.

4.7 Lazy Encoding for Basis Exchange Property
The encoding size for the basis exchange property, described in Section 4.2, grows rapidly for
increasing r. For example, for r = 4 the number of potential bases is 1640, while the number
for r = 5 is 53130, which results in roughly 9.8 · 106 clauses for r = 4 and 1.1 · 1010 for r = 5
for encoding the basis exchange property.

Instead of adding all the clauses at once, we only add a few clauses depending on the
solver’s current partial assignment α and remove clauses. More precisely, whenever a variable
pT1 is set to true during the solving process, we add the following clauses:

For all variables pT2 ∈ var(F Rota
r ) \ {pT1} with α(pT2) = 1 and e1 ∈ T1 \ T2, we add

¬pT1 ∨ ¬pT2

∨
e2∈T2\T1

p(T1\{e1})∪{e2}.

For all variables pT2 ∈ var(F Rota
r ) \ {pT1} with α(pT2) = 1 and e2 ∈ T2 \ T1, we add

¬pT2 ∨ ¬pT1

∨
e1∈T1\T2

p(T2\{e2})∪{e1}.

We don’t add a clause if it is already satisfied.
If the solver removes the assignment of pT1 , we remove all these clauses. Although the

literals ¬pT1 and ¬pT2 are false under the current partial assignment, we do not omit the
literals so that the clauses can be added to the solver without any concerns.

4.8 DRAT Proofs for RBC
To confirm our results, we produce DRAT proofs (short for Deletion Resolution Asymmetric
Tautology), which are sequences of addition and deletion steps of RAT clauses [22].
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In principle, SMS and the generation of a DRAT proof can be accomplished at once,
within a single run of a SAT solver. To allow the use of two different solvers, one for SMS
and one for DRAT proof generation, we proceed as follows. First, we generate clauses for
showing unsatisfiability. More precisely, we store our initial encoding plus all used symmetry
breaking clauses and clauses for encoding the basis exchange property. Then, we feed these
clauses to a SAT solver supporting DRAT proofs.

The verification of the result consists of two parts. First, we verify our DRAT proof with
DRAT-trim. Second, we verify that all dynamically added clauses for symmetry breaking and
the basis exchange property are correct. Therefore, we store some additional data to each
generated clause indicating the reason for the clause being added and store some information
to ease the validation of the correctness of the clause.

The clauses for encoding the basis exchange property have the following form: ¬pT1 ∨
¬pT2

∨
e2∈T2\T1

p(T1\{e1})∪{e2} where e1 ∈ T1 \T2. So, the two sets T1, T2 are implicitly given
by the negated variables. Additionally, we store the element e1 used for the specific clause.
Given the sets T1 and T2 and an element e1, we can check if all positive literals correspond to
sets (T1 \ {e1}) ∪ {e2} where e2 ∈ T2 \ T1 and the clause indeed contains all positive literals.

For the symmetry-breaking clauses, the additional information is the permutation π of
[r2]. We order the literals of the clause in special way to ease the validation. Recall the form
of symmetry breaking clauses from the end of Section 3.1:

¬vi ∨ π(vi) ∨
∨

j∈S1

¬vj

∨
j∈S2

π(vj).

First, we add the literals of the form ¬vj or π(vj) ordered by j. At the end, we add the two
literals ¬vi and π(vi), i.e., the last two literals correspond to the indicator index. This allows
us to verify the clause in the following way, starting with j = 1 and p = 1, where p means
that the first p− 1 literals in the clause are already checked: (i) if π(vj) = vj we increase j

by 1, (ii) if only two literals left then i = j,i.e., they must be ¬vj and π(vj), (iii) otherwise
the literal on position p in the clause must be either ¬vj or π(vj) and we increase j and p

by 1.
If cases (ii) and (iii) are not violated, we know that the clause has indeed the correct form.

So, this procedure allows us two verify the symmetry breaking clauses given a permutation.

5 Experiments

In this section, we describe our experimental setup, some implementation details and report
our results. As the SAT solver to handle the SMS procedure, we use Clingo [17, 18], an
ASP solver containing a CDCL SAT solver. Clingo comes with a C-interface that supports
rapid prototyping for developing custom propagators. We use this interface to integrate our
implementation of MinCheck into the solver. Since Clingo does not support DRAT proofs,
we use CaDiCaL [4] to produce a proof from the initial encoding and the clauses generated
by SMS and the basis exchange property.

We use Clingo 5.5.0 and CaDiCaL version sc2020. All tests are executed with a single
thread with at most 100 GB RAM.

5.1 Results for RBC
We report all running times in CPU time and give the sum of individual running times if
the solving was conducted in several parts. With SMS, we can verify RBC for rank 4 in
about 5 minutes. SMS produces 4154226 clauses in total. Then CaDiCaL takes 7 minutes to
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produce a DRAT proof given the clauses. The time for verifying the clauses is 26 seconds, and
DRAT-trim takes 4 minutes to check the DRAT proof. Furthermore, DRAT-trim provides
an unsatisfiable core with only 137949 clauses. An unsatisfiable core is a subset of the clauses
which is still unsatisfiable.

Since we cannot yet confirm RBC for all matroids for rank 5, we use an encoding to
ensure that the girth is at least a certain value. This allows us to restrict the search space.

We encode that the girth must be at least g in the following way:∧
I∈([r2]

g−1)

∨
T ∈([r2]

r ) , I⊆T

pT .

Note that each potential matroid M ∈MRota
r has girth ≥ 2 because each element e ∈ E(M)

is in Ri for some i ∈ [r]. Furthermore, Observation 5 allows us to search for matroids in
MRota

r with exactly k disjoint rainbow bases by solving GRota
r,k with SMS. If SMS concludes

unsatisfiability for all k ∈ [r − 1], then we know that there are always r disjoint rainbow
bases; hence RBC holds for the given rank.

Table 2 summarises our results for rank 5. For (g, k) ∈ {(2, 3), (2, 4), (3, 4)}, the solver does
not terminate after several days. For all other configurations, SMS concludes unsatisfiability.
We provide the time spent in Clingo and CaDiCaL, respectively, the number of generated
clauses and the number of clauses of an unsatisfiable core given by the DRAT-trim. For
(g, k) ∈ {(3, 3), (4, 4)}, SMS concludes unsatisfiability, but we have not generated or verified
the proof yet.

Table 2 Results for rank 5. The girth is given by g and the exact number of disjoint rainbow
bases by k. Each table entry consists of two lines. The first line has the format X/Y where X is
the solving time for SMS and Y is the time used for producing the DRAT-proof. The second line
has the format A/B where A gives the number of clauses of an unsatisfiable core and B gives the
number of generated clauses.

k = 1 k = 2 k = 3 k = 4

g ≥ 2 13 h / 7 s
6.2 · 103/ 5.4 · 106

5h / 5min
8.2 · 104/ 1.1 · 108 t.o. t.o.

g ≥ 3 9h / 6s
2.8 · 104/ 4.2 · 106

6h / 5min
7.9 · 104/ 9.9 · 107

248h
– t.o.

g ≥ 4 15min / 15s
7.1 · 102/ 2.0 · 107

20min / 8s
1.7 · 104/ 6.4 · 106

2h / 8min
2.9 · 105/ 3.7 · 107

208h
–

g ≥ 5 14min / 1s
4.7 · 101/ 2.1 · 106

1min / 1s
1.1 · 102/ 2.4 · 106

48s / 1s
8.4 · 102/ 2.2 · 106

1h / 1min
3.5 · 104/ 2.7 · 107

Interestingly, the times in the first column are higher than in the second. The reason
might be that most of the r-subsets are not bases; therefore, there might be lots of indicator
indices produced during the solving process. In fact, for (g, k) ∈ {(2, 1), (3, 1)}, we use a
slightly different configuration because otherwise, DRAT-trim is not able to verify the results
within a few hours due to the high number of clauses. Instead of adding several clauses in a
single call of MinCheck, we terminate the check immediately after finding the first indicator
index. This slightly increases the running time of SMS but allows us to verify the results.
This also explains the lower number of clauses for (g, k) ∈ {(2, 1), (3, 1)}.

5.2 Enumerating Matroids
For enumerating all matroids with a given rank r and n elements modulo isomorphism, we
use the formula F matroid

n,r from Section 4.1. Clingo supports enumerating all models for a
given formula. Our results coincide with the numbers given by Acketa [1], Dukes [14], and
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Mayhew and Royle [30]. It is worth noting that, while rank 2 matroids are well-studied and
an explicit formula for their number is available (cf. A58681 in the OEIS [33]), for higher
ranks, no explicit formula is known. Table 3 summarises the currently known numbers, all of
which we can confirm with our framework within only a few hours of CPU time.

Table 3 The number of matroids with rank r and n elements.

r\n 1 2 3 4 5 6 7 8 9 10 11 12 . . . OEIS
1 1 2 3 4 5 6 7 8 9 10 11 12 n

2 1 3 7 13 23 37 58 87 128 183 259 A058682
3 1 4 13 38 108 325 1275 10037 298491 ? A058693
4 1 5 23 108 940 190214 ? ? ? A336704
5 1 6 37 325 190214 ? ? ?
6 1 7 58 1275 ? ? ?
7 1 8 87 10037 ? ?
8 1 9 128 298491 ?
9 1 10 183 ?

10 1 11 259
11 1 12
12 1

6 Conclusion

We extended the SMS approach from graphs to matroids and presented the first work
attacking matroid problems with SAT. We utilized SMS to verify Rota’s Basis Conjecture
for matroids of bounded rank, confirming it for rank 4 completely and for matroids of rank 5
and girth at least 4. Besides the SAT attack on Rota’s Basis Conjecture, we enumerated all
matroids up to 9 elements modulo isomorphism. Our framework can also be easily adapted
to search for and enumerate matroids with particular properties. We also extended the SMS
framework to produce DRAT proofs.

In the future, we plan to integrate other solvers such as CaDiCaL into SMS to be used in
the first phase. This might be one of the key steps towards settling the remaining cases of
Rota’s Basis Conjecture for rank 5, that is, girth 2 and girth 3.

In contrast to other approaches, SMS can deal with a massive amount of symmetries,
even if there are exponentially many. Consequently, we look forward to using SMS for solving
various other combinatorial problems with lots of symmetries and, in particular, to provide a
powerful and robust framework for many other structures besides graphs and matroids.
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Abstract
To date, we know only a few handcrafted quantified Boolean formulas (QBFs) that are hard for
central QBF resolution systems such as Q-Res and QU-Res, and only one specific QBF family to
separate Q-Res and QU-Res.

Here we provide a general method to construct hard formulas for Q-Res and QU-Res. The
construction uses simple propositional formulas (e.g. minimally unsatisfiable formulas) in combination
with easy QBF gadgets (Σb

2 formulas without constant winning strategies). This leads to a host of
new hard formulas, including new classes of hard random QBFs.

We further present generic constructions for formulas separating Q-Res and QU-Res, and for
separating Q-Res and LD-Q-Res.
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1 Introduction

The main objective in proof complexity is to study the size of proofs in different formal
proof systems. Proof complexity has its origins in computational complexity [27] with many
important connections to other fields, in particular to logic [26,33] and solving [22]. For the
latter, proof complexity provides the main theoretical tool to assess the strength of modern
solving methods.

The main objective in proof complexity – and often also the most challenging – is to show
lower bounds to the size of proofs and to obtain separations between different calculi. For
this, specific formula families are needed on which the lower bounds are demonstrated. In
propositional proof complexity and in particular for propositional resolution – arguably the
best studied system, not least because of its tight connections to SAT solving [4, 8, 22,36] –
there is a vast literature on hard formulas stemming from diverse areas such as combinatorics
(e.g. [21, 29]), graph theory [39], logic [32], random formulas [7], and many more [33,37].

In comparison, proof complexity of quantified Boolean formulas (QBF) is at an earlier
stage. As in the propositional domain, QBF resolution systems received key attention, of
which Q-Resolution (Q-Res, [31]) and QU-Resolution (QU-Res, [40]) are the most important
base systems. They augment the propositional resolution system by a simple universal
reduction rule allowing to eliminate certain universal variables from clauses.

As in SAT, QBF resolution systems are intricately connected to QBF solving (cf. [18] for
a recent overview), with Q-Res and its extension long-distance Q-Resolution (LD-Q-Res, [5])
corresponding to quantified conflict-driven clause learning (QCDCL) (cf. [14, 18,34,41]).

In contrast to the multitude of hard formulas for propositional resolution, we are somewhat
short of interesting QBF families that are amenable to a proof-theoretic study. Only a handful
of QBF families (and their modifications) have been used for lower bounds and separations

© Agnes Schleitzer and Olaf Beyersdorff;
licensed under Creative Commons License CC-BY 4.0

25th International Conference on Theory and Applications of Satisfiability Testing (SAT 2022).
Editors: Kuldeep S. Meel and Ofer Strichman; Article No. 5; pp. 5:1–5:18

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

mailto:agnes.schleitzer@uni-jena.de
mailto:olaf.beyersdorff@uni-jena.de
https://orcid.org/0000-0002-2870-1648
https://doi.org/10.4230/LIPIcs.SAT.2022.5
https://creativecommons.org/licenses/by/4.0/
https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


5:2 Classes of Hard Formulas for QBF Resolution

in the QBF literature. The most prominent of these are arguably the KBKF formulas from
the very first article [31] that introduced Q-Res. The other “notorious” QBF families are the
equality formulas [11], the parity formulas [15], and the CR formulas [30]. Together these
more or less comprise the formula toolbox of QBF proof complexity and are used for almost
all of the known separations.

It would thus be desirable to have more interesting and natural QBFs that can be shown
to be hard for Q-Res or QU-Res. More such QBFs would not only be valuable for proof
complexity, but also for solving where they can be used as benchmarks to compare different
solving techniques.1

It is also not so easy to tap into the fund of hard propositional formulas. While the
existentially quantified version of each CNF that is hard for propositional resolution is
trivially also hard for Q-Res and QU-Res, we are rather interested in “genuine” QBF hardness
that stems from quantifier alternations and not from the propositional base system.2

Our Contributions. Our contributions can be summarised as follows.

(1) Hard QBFs for Q-Res and QU-Res. We introduce a generic construction to obtain
large classes of QBFs that are hard for Q-Res and QU-Res. The construction uses two key
ingredients: (i) suitable propositional base formulas and (ii) simple QBF gadgets. The
propositional base formula needs to have a sufficiently large set of clauses that we identify
as “critical”, e.g. all minimally unsatisfiable formulas meet that requirement. Otherwise,
the base formulas can be quite simple (and in particular can be easy for propositional
resolution). The QBF gadget must be a false Σb

2 formula without a constant winning
strategy for the universal player in the evaluation game for QBFs. Otherwise, the gadgets
can again be quite simple.
We then combine the propositional base formula with the QBF gadgets in a rather
straightforward way to obtain Σb

3 QBFs that require exponential-size proofs in Q-Res
and QU-Res. The lower bound follows by the size-cost lower-bound technique [11] that
always yields “genuine” QBF lower bounds, i.e., our construction yields “genuinely” hard
QBFs in the sense discussed above.
We illustrate our method with a couple of examples. These include the equality formu-
las [11] (which actually inspired our construction), new circle, equivalence, and XOR
formulas, as well as a large class of random QBFs.

(2) Separations between Q-Res and LD-Q-Res. We show that our construction above
yields QBFs that exponentially separate the systems Q-Res and LD-Q-Res, if the proposi-
tional base formulas are easy for propositional resolution and the QBF gadgets are easy
for Q-Res. These conditions are met by all our examples above.
This should be welcome news as we previously knew of only very few formulas (essentially
KBKF, equality, and parity) that separate Q-Res from LD-Q-Res [11, 15,23,28].

(3) Separations between Q-Res and QU-Res. To obtain separations between Q-Res and
QU-Res, we first modify the Σb

3 prefix of the QBFs constructed in (1) to an unbounded
“interleaved” prefix. These “interleaved” QBFs become easy for Q-Res (while still retaining
hardness for treelike Q-Res), but a further “tail” construction (inspired by KBKF) modifies
them into QBFs that become hard for Q-Res, yet easy for QU-Res.

1 A track of crafted formulas was introduced into QBFEval 2020 and a tool to generate the mentioned
QBF families was presented in [19].

2 A formal framework for “genuine” QBF hardness was introduced in [17]. All the mentioned QBF
examples – KBKF, equality, and parity – are genuinely hard in this sense.
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treelike
Q-Res

Q-Res

treelike
QBF Frege

reductionless
LD-Q-Res

LD-Q-Res QU-Res
1

5

32

4

Hard Formulas
1 Section 3: Theorem 12
Separating Formulas
2 Section 4: Corollary 26
3 Section 5: Theorem 34
4 Section 4: Proposition 29
5 Section 5: Proposition 31

Figure 1 The simulation order of QBF proof systems mentioned in this article and our contri-
butions to formulas for lower bounds and separations. A B : A simulates B + exponential
separation; A B : A and B are incomparable; A B : B does not simulate A.

In comparison to our quite transparent method in (1) above, the technical details of
these constructions are somewhat more involved. Yet again we obtain a large class of
QBFs separating Q-Res and QU-Res. Previously, the KBKF formulas were the only known
separating example [10,31,40]. Interestingly, all formulas we construct in (3) have unbounded
quantifier complexity, which we know must be the case for a separation of QU-Res from
Q-Res [12, 25].

The simulation order of the proof systems mentioned in this paper as well as pointers to
the relevant results are shown in Figure 1.

Organisation. We start in Section 2 with preliminaries on QBF and the relevant proof
systems. Section 3 contains our generic construction of hard QBFs together with a couple of
examples. QBFs separating LD-Q-Res from Q-Res and of QU-Res from Q-Res are constructed
in Sections 4 and 5, respectively. We conclude in Section 6 with some open questions. Due
to space constraints some details are omitted from this paper.

2 Preliminaries

A CNF (conjunctive normal form) is a conjunction of disjunctions of literals. The disjunctions
are called clauses. A literal l is a propositional variable x or its negation x, we write vars(l) = x.

QBFs. A quantified Boolean formula (QBF) in closed prenex form ϕ = P · φ consists
of a quantifier prefix P and a propositional formula φ, called the matrix. The prefix is
a series of quantifiers Q ∈ {∀, ∃}, each followed by a set of variables. For a closed QBF
(which we only consider here), P quantifies exactly the variables occurring in φ. Thus, for
P = Q1X1Q2X2 . . . QnXn, the matrix φ is a formula in variables

⋃
i∈[n] Xi and we write

vars(P · φ) = vars(φ) =
⋃

i∈[n] Xi. As there are no free variables in a closed QBF, it is either
true or false. We write vars∃(φ) for the set of existential variables in P · φ and vars∀(φ) for
those associated with ∀. A QCNF is a QBF with a CNF matrix.

An assignment assigns truth values to variables. We denote by vα the value of a variable
v under an assignment α. We write ⟨V ⟩ for the set of all possible assignments to V ,
⟨χ⟩ = ⟨vars(χ)⟩ for the assignments of a propositional formula χ and ⟨ϕ⟩ = ⟨P · φ⟩ = ⟨φ⟩ for
those of a QBF ϕ = P · φ.

Closed QBFs can be viewed as a game between an existential and a universal player
generating a total assignment [38]. The players assign truth values to all variables in the order
of the quantifier prefix (the existential player chooses the values for existential variables, the
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Axiom

Q-Res

QU-Res

LDQ-Res

∀Red

C
C1 ∪ {x} C2 ∪ {x}

C1 ∪ C2

C1 ∪ {x} C2 ∪ {x}
C1 ∪ C2

C1 ∪ {x} C2 ∪ {x}
C∗

1 ∪ C∗
2 ∪ U∗

C ∪ {u}
C

C is a non-tautologous clause in the matrix φ.

C1 ∪ C2 is non-tautologous; x ∈ vars∃(ϕ).

C1 ∪ C2 is non-tautologous.
l∗ = l ∨ l, {l∗} = {l, l} for any literal l;
C∗

1 = C1 \ (C1 ∩ C2); C∗
2 = C2 \ (C1 ∩ C2);

U∗ = {u∗ | u ∈ vars(C1 ∩ C2)}; x ∈ vars∃(ϕ);
C1 ∪ C2 does not contain any existential tau-
tologies; any u ∈ vars(U∗) is quantified right of
x in P.
u ∈ vars∀(ϕ) and quantified right of each
existential variable in C regarding P.

Figure 2 Rules of the QBF proof systems Q-Res, QU-Res and LD-Q-Res for a QBF ϕ = P.φ.

universal player those for universals). The existential player wins, if the generated assignment
satisfies the matrix; otherwise the universal player wins. For a closed QBF, there is always a
winning strategy for one of the two players. We call this game the assignment game.

A countermodel is a winning strategy for the universal player. While countermodels
are often considered as a collection of functions (one for each universal variable), we prefer
to understand them as a single function, whose output is an assignment to the universal
variables (for further explanations see e.g. [12]). The range of a countermodel is therefore
the number of different assignments to the universal variables that can be generated within
the framework of the associated strategy. The range of a countermodel on a single universal
block is analogously the number of different assignments to the variables of this block.

We define strategy size in accordance with [9]:

▶ Definition 1 (Strategy Size ρ [9]). Let ϕ be a false QBF. We refer to the smallest cardinality
of the range of a countermodel for ϕ as the strategy size ρ(ϕ) of ϕ.

Proof systems. Resolution (Res) is a refutational proof system for propositional formulas
with only two inference rules: For an input formula χ, we can derive any C ∈ χ as an axiom
and from two Clauses C1 ∪ {x}, C2 ∪ {x} we can derive the resolvent C1 ∪ C2 by Resolution
over the pivot x.

Q-Res [31] transfers Resolution from propositional logic to QBF. It uses the resolution rule
(Q-Res) which only allows existential pivots and forbids tautologous resolvents. Universal
variables are eliminated by universal reduction (∀Red). The rules are given in Figure 2.

QU-Res [40] extends the weaker system Q-Res by allowing resolution also over universal
pivots in its resolution rule QU-Res. Nevertheless Q-Res is refutationally sound and complete.

LD-Q-Res [5] is an extension of Q-Res which allows long-distance resolution steps under
certain conditions (see Figure 2 for the definition of the resolution rule LDQ-Res), allowing
tautological resolvents. The ∀Red rule is modified such that merged universal literals from
long distance steps can also be reduced under the same conditions as usual universal variables.

The size of a proof π, denoted |π|, is the number of clauses in π. A proof system S

p-simulates a system S′, if every S′ proof can be transformed in polynomial time into an S

proof of the same formula.
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3 Construction of Hard Formulas for QU-Res

We start by recalling the lower-bound technique for QU-Res via cost from [11].

▶ Definition 2 (Cost). We consider all countermodels for a false QBF ϕ and determine
for each of them the largest range on a single universal block. The minimum over these
cardinalities is the cost of ϕ.

For Σb
3 formulas (i.e., with only one universal block), cost coincides with strategy size

(Definition 1). Cost is an absolute lower bound for proof size in QU-Res (and Q-Res):

▶ Theorem 3 ( [11]). Let ϕ be a false QCNF. Then QU-Res refutations of ϕ have size at
least cost(ϕ).

The equality formulas from [11] have exponential cost and are therefore hard for QU-Res:

▶ Definition 4 (Equality formulas [11]). For n ∈ N we define the nthequality formula as

EQn = ∃x1 . . . xn∀u1 . . . un∃t1 . . . tn ·

 ⋃
i∈[n]

{
{xi, ui, ti}, {xi, ui, ti}

}∪{{t1, . . . , tn}} . (1)

We take the equality formulas as a starting point and then subsequently generalize
their construction. The underlying principle of the equality formulas is to enforce a unique
universal winning strategy of exponential size. In the case of equality, the winning strategy is
to assign ui = xi. The formulas can be understood as being based on a simple propositional
formula consisting of the clause {t1, . . . , tn} and unit clauses {t1}, . . . , {tn}, into which this
exponential size winning strategy is injected through adding the x and u variables.

Based on this intuition, we outline a general construction for hard QBFs, comprising the
following steps:

Find a family (χi)i∈N of propositional formulas whose nthmember χn has at least n critical
clauses (we define that notion in Definition 5).
Find QBF gadgets (defined in Definition 9) that enforce exponential strategy size.
Connect the two components such that any winning strategy has exponential range and
forces the existential player to lose on the propositional formula.

3.1 Suitable Propositional Formulas
Let us first formally define the afore mentioned critical clauses:

▶ Definition 5 (critical clauses). For an unsatisfiable propositional formula χ we call a clause
C ∈ χ critical, if χ \ {C} is satisfiable. We call a set C ⊆ χ critical, if any C ∈ C is critical.

Note that for a minimally unsatisfiable formula, every subset of clauses is critical.
We now have a look at some suitable propositional formula families. We will denote the

critical clauses by C = {Ci | i ∈ [n]} and by D = {Di | i ∈ [|χn| − n]} the remaining clauses.
The subset of critical clauses can be chosen in more than one way, but for each example we
make a specific choice that we will also use later in the construction of the hard QBFs.

The underlying propositional formulas from the equality formulas are:

▶ Example 6 (Simple Contradiction). SCn = {D1} ∪
⋃

i∈[n]{Ci} with D1 = {t1, . . . , tn} and
Ci = {ti} for i ∈ [n]. Note that SCn is minimally unsatisfiable.

In addition, we consider two further running examples.
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▶ Example 7 (Implication Chain). ICn =
⋃

i∈[n]{Ci} with Ci = {ti−1, ti} for i ∈ [1, n − 2]
and Cn−1 = {t0}, Cn = {tn−2}. In this minimally unsatisfiable formula we set D = ∅.

▶ Example 8 (Equivalence Chain). ECn =
(⋃

i∈[n]{Ci, Di}
)

∪ {Dn+1, Dn+2} with Ci =
{ti−1, ti}, Di = {ti−1, ti} for i ∈ [n] and Dn+1 = {t0, tn}, Dn+2 = {t0, tn}. Note that even
though the formula is minimally unsatisfiable, we can choose a large set D.

3.2 QBF Gadgets
We now define the second ingredient of our construction, the QBF gadgets:

▶ Definition 9 (QBF Gadget). A QBF gadget is a false Σb
2 QBF ϕ = P · φ with only

non-constant winning strategies, i.e., there is no strategy to falsify ϕ that uses only one fixed
assignment to the variables in the universal block.

In fact, it is not necessary to restrict gadgets to Σb
2 formulas, but it is sufficient for our

purposes and simplifies constructions and proofs.
The equality formulas can be understood to use the equality gadget:

▶ Example 10 (Equality Gadget). EQ = ∃x∀u · {{x, u}, {x, u}}.

Note that the gadget is equivalent to ∃x∀u · x ̸↔ u, so the unique winning strategy for
the universal player is u = x. Therefore it is a QBF gadget.

To see more clearly, how the equality formulas are composed from the gadget and the
propositional base formulas SCn, we could restate (1) as

∃x1 · · ·xn∀u1 · · ·un∃t1 · · · tn ·

(
n∧

i=1
((xi ↔ ui) → t̄i)

)
∧

(
n∨

i=1
ti

)
. (2)

The formulas (1) are then simply a transformation of (2) into CNF. Note that the gadget is
not inserted into all clauses, but only into the chosen set of critical clauses of SCn.

The equality gadget is arguably the simplest QBF gadget and except for ∃x∀u · x ↔ u

the only one in two variables. Nevertheless, it is easy to construct many further gadgets. As
an example, we consider the XOR gadget ∃x1x2∀u · (x1 ⊕ x2) ̸↔ u, which has the unique
winning strategy u = x1 ⊕ x2.

▶ Example 11 (XOR Gadget). XOR = ∃x1x2∀u·
{{x1, x2, u}, {x1, x2, u}, {x1, x2, u}, {x1, x2, u}}.

It is also possible to construct gadgets with more than one universal variable, e.g. by
using functions with more than one (logical) output variable (e.g. a half adder). We will use
this approach to get random gadgets in Section 3.5.

3.3 Hard Formulas for QU-Res
We now want to combine the described propositional formulas with QBF gadgets.

We need a QBF gadget for each clause in a sufficiently large set of critical clauses. As
we intend to construct families of hard QBFs, for any n ∈ N we first collect a sequence of
n QBF gadgets whose variables are pairwise disjoint. The simplest way to obtain such a
sequence is to choose n instances of the same gadget for each n ∈ N. Another possibility
would be to insert different gadgets into the critical clauses, e.g. we could choose them from
the previously mentioned examples.

We define the product φ×C of a formula φ and a clause C as φ×C := {D∪C | D ∈ φ}.
Our first main result follows:



A. Schleitzer and O. Beyersdorff 5:7

▶ Theorem 12. Let Φn = (ϕi)i∈[n] = (∃Xi∀Ui · φi)i∈[n] be a sequence of variable disjoint
QBF gadgets and χn a propositional formula with a set C = {C1, . . . , Cn} of critical clauses
and a set D of remaining clauses. Set Tn = vars(χn) and let χn have no common variables
with

⋃
i∈[n](Xi ∪ Ui). Then

χΦ
n = ∃X1 . . . Xn∀U1 . . . Un∃Tn

 ⋃
i∈[n]

{φi × Ci}

 ∪ D

requires QU-Res refutations of size at least 2n.

It should be intuitively clear that the following holds:

▶ Lemma 13. Let Φn, χn, and χΦ
n be as described in Theorem 12. Then any winning strategy

for χΦ
n is a combination of winning strategies of the used gadgets in Φn.

Proof of Theorem 12. We know from Lemma 13 that any winning strategy S for χΦ
n is

composed of winning strategies for the single gadgets. As the n gadgets in χΦ
n do not have

constant winning strategies and are variable disjoint, the combination of winning strategies
must have range at least 2n, i.e., χΦ

n has cost ≥ 2n. By Theorem 3 this implies QU-Res
refutations of size at least 2n. ◀

In this way, we get a large collection of formulas that are hard for QU-Res (and hence
also for Q-Res). The constructed formulas all have a Σb

3 prefix, which is the result of using
Σb

2 gadgets. The Σb
3 case is probably also the most natural setting as the size-cost technique

from Theorem 3 essentially works for Σb
3 formulas. However, as mentioned, the restriction

to Σb
2-gadgets is not necessary (we then only have to give some thought on how to suitably

compose the prefix and define the non-constant property) This also allows the construction
of formulas with more complex prefixes (incl. unrestricted).

3.4 Examples
Let us look at some example formulas which can be constructed using the propositional base
formulas and the equality gadget, all of them exponentially hard for QU-Res.

▶ Example 14 (Equality Formulas [11]). The equality formulas (Definition 4) arise from
applying the equality gadgets to the simple contradiction formulas: EQn = SCEQ

n .

▶ Example 15 (Circle Formulas). Consider now the application of equality gadgets to the
implication chain formulas. For n > 1 we obtain the QBFs

ICEQ
n =∃x1, . . . , xn∀u1, . . . , un∃t0, . . . , tn−2·(

n−2⋃
i=1

{
{ui, xi, ti−1, ti}, {ui, xi, ti−1, ti}

})
∪
{

{un−1, xn−1, t0}, {un−1, xn−1, t0}, {un, xn, tn−2}, {un, xn, tn−2}
}

.

▶ Example 16 (Equivalence Formulas). Instead of the implication chain, we can also use the
equivalence chain EC. Applying equality gadgets on these formulas, we get

ECEQ
n = ∃x1 . . . xn∀u1 . . . un∃t0 . . . tn ·

 ⋃
i∈[n]

{Ci,1, Ci,2, Di}

 ∪ {Dn+1, Dn+2}

with clauses Ci,1 = {xi, ui, ti−1, ti}, Ci,2 = {xi, ui, ti−1, ti}, Di = {ti−1, ti} for i ∈ [n] and
Dn+1 = {t0, tn}, Dn+2 = {t0, tn}.
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We would argue that the circle and equivalence formulas are almost as canonical and
intuitive as the already familiar equality formulas.

▶ Example 17 (XOR Formulas). We combine the XOR gadgets (Example 11) with SC:

SCXOR
n =∃x1

1x
2
1 . . . x

1
nx

2
n∀u1 . . . un∃t1 . . . tn· ⋃

i∈[n]

{
{x1

i , x
2
i , ui, ti}, {x1

i , x
2
i , ui, ti}, {x1

i , x
2
i , ui, ti}, {x1

i , x
2
i , ui, ti}

}
∪ {t1, . . . , tn}.

3.5 Random Formulas
Using our construction, it is also quite straightforward to obtain various random QBFs. For
this we construct gadgets from Boolean functions. We need the following notion:

▶ Definition 18 (F -satisfying Assignment). For X = {x1, . . . , xa}, U = {u1, . . . , ub} and a
function F : ⟨X⟩ → ⟨U⟩ we call an assignment α ∈ ⟨X ∪ U⟩ F -satisfying iff F (xα

1 . . . x
α
a ) =

uα
1 . . . u

α
b .

▶ Definition 19 (Fa,b-Gadget). An Fa,b-gadget is built from a non-constant Boolean function
F : {0, 1}a → {0, 1}b as follows: We introduce sets of variables X = {x1, . . . , xa} and U =
{u1, . . . , ub}. Consider F as function from ⟨X⟩ to ⟨U⟩. For any F -satisfying assignment α
we add the clause {v | vα = 0} ∪ {v | vα = 1}. We call the following QBF an Fa,b-gadget:

RGF
a,b = ∃x1 . . . xa∀u1, . . . ub · {{v | vα = 0} ∪ {v | vα = 1} | α is F -satisfying}.

It is easy to check that Fa,b-gadgets satisfy the required properties:

▶ Lemma 20. Let RGF
a,b be an Fa,b-gadget based on a Boolean function F : {0, 1}a → {0, 1}b

as described in Definition 19. Then RGF
a,b is a QBF gadget.

Proof. Obviously, any such QBF is a Σb
2 formula. To argue for its falsity, let us consider

the assignment game: First, the existential player assigns the X-variables. Let α be the
F -satisfying extension of the chosen assignment to X ∪U , i.e., F (xα

1 . . . x
α
a ) = uα

1 . . . u
α
b . The

strategy of the universal player is now to assign U according to α. This will falsify the
clause {v | vα = 0} ∪ {v | vα = 1} and thus the whole QBF. Thus the strategy following F
is apparently a winning strategy. The non-constancy is also clear as the function F is not
constant: Suppose, there was a constant winning strategy and {lu1 , . . . , lub } was its negation
pattern on {u1, . . . , ub} (i.e. lui = ui iff ui is assigned 0 in the strategy and lui = ui else). A
winning strategy always falsifies a clause, so for every possible assignment to the existential
variables, there needs to be a clause containing the inverse negation pattern of this assignment
and {lu1 , . . . , lub }. Since every clause is based on a F -satisfying assignment (by definition), we
see that F is constant, which violates the assumptions. ◀

There are (2b)(2a) − 2b different non-constant functions with a inputs and b outputs. Each
of them leads to an Fa,b-gadget. Such a gadget uses 2a clauses, containing a+ b literals each.

For the construction of random formulas, we need multiple gadgets. A possible procedure
to construct sequences of random gadgets is to set lower and upper bounds for a, b, for each
i ∈ [n] choose parameters ai, bi randomly within the bounds and then obtain a Fai,bi

-gadget
from a randomly chosen non-constant function F : {0, 1}ai → {0, 1}bi (repeating this process
for each index n ∈ N).



A. Schleitzer and O. Beyersdorff 5:9

We also want to randomly choose the propositional base formulas. Each clause of a
minimally unsatisfiable formula is critical, so we focus on generating minimally unsatisfiable
formulas. A full characterization of minimally unsatisfiable 2-CNFs was recently given in [3]
(see also [1, 2]). We can use this characterization to obtain the propositional part of our
construction (thereby restricting ourselves to 2-CNFs). This includes the ICn formulas (the
implication chain formulas), but not the SCn formulas (simple contradiction formulas).

The work [1] also describes a generation procedure for special minimally unsatisfiable
formulas that are 2-CNFs with deficiency one (exactly one clause more than the number
of variables). Using the approach described there with a small modification (allowing C1
and C2 to contain more than one literal) enables us to generate unsatisfiable deficiency one
formulas (which are not necessarily 2-CNFs):

▶ Lemma 21. Consider the following construction method:
Start with F0 := {⊥}. Repeat the following steps for i = 1, . . . , n:
Choose a clause C ∈ Fi−1 at random (set C := {} if Fi−1 = ⊥).
Choose C1 and C2 with C1 ∪ C2 = C.
Build Fi = Fi−1 \ {C} ∪ {C1 ∪ {v}} ∪ {C2 ∪ {v}} for some v /∈ vars(Fi−1).

The formulas constructed according to this method are minimally unsatisfiable.

The proof can be done by a simple induction. Now SCn can be obtained in this way.
Combining random QBF gadgets (according to Lemma 20) with random minimally

unsatisfiable formulas, we get random QBFs, which are hard for QU-Res by Theorem 12:

▶ Proposition 22. Let Φn = (ϕi)i∈[n] be a sequence of random (ai, bi)-gadgets, χn a random
minimally unsatisfiable formula with n clauses and Tn = vars(χn). Then any QU-Res
refutation of χΦ

n (constructed as in Theorem 12) has length at least 2n.

Let us briefly compare our random QBFs with the hard random formulas presented in [11].
The formulas in [11] resemble our formulas, but with one major difference: the QBFs in [11]
are only false and hard with high probability. In contrast, we construct QBFs that are always
hard and false by design. The random formulas from [11] can be understood to be based
on the SC formulas. To this they add a random construction that is akin to a QBF gadget,
but only yields one with high probability. Note that in our construction here, we can choose
both the propositional base formulas and the QBF gadgets randomly.

Finally, let us give a specific construction for random QBFs.

▶ Example 23 (Random SC). To keep the example as simple as possible, we again resort to
the SC formulas. As we assemble the gadgets, we will set a and b fixed at a = 2, b = 1, instead
of randomly choosing these parameters. Thus, all gadgets will be random F1,2-gadgets. There
are 24 − 2 = 16 such gadgets (resp. functions) from which we can choose. We construct
SCRG

n as follows: Let (Fi)i∈[n] be a sequence of randomly chosen non-constant functions
Fi : {0, 1}2 → {0, 1} for i ∈ [n] and RGn = (RGFi

2,1)i∈[n] the sequence of the associated
gadgets in variables x1

i , x
2
i and ui each, i.e. RGFi

2,1 = ∃x1
ix

2
i ∀ui · φi. We build

SCRG
n = ∃x1

1x
2
1 . . . x

1
nx

2
n∀u1 . . . un∃t1 . . . tn ·

 ⋃
i∈[n]

{
φi × {ti}

} ∪ {{t1, . . . , tn}} .

These formulas have 4n clauses with four literals each (three from the gadget and one from a
critical clause in SCn) and the additional clause with all the positive t literals.

Their hardness follows directly from Proposition 22 and the construction of SCRG
n :

▶ Corollary 24. Any QU-Res refutation of SCRG
n has size at least 2n.
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4 Formulas Separating Q-Res and LD-Q-Res

We now prove that most of our constructed QBFs, including all the explicit examples and
the random formulas, separate Q-Res and LD-Q-Res. This requires just one further natural
condition, namely that the propositional base formulas have polynomial-size propositional
resolution refutations and the QBF gadgets have polynomial-size Q-Res refutations.

In fact, instead of LD-Q-Res we can even use a weaker system, so-called reductionless
LD-Q-Res [13,20,35], which is a strict fragment of LD-Q-Res [13]. This system allows merging
as in LD-Q-Res but no universal reduction, i.e., any refutation ends with a purely universal
clause. In other words, it includes LD-Q-Res refutations in which all universal reductions
occur at the end of the derivation.

▶ Theorem 25. For n ∈ N let Φn be sequences of QBF gadgets with polynomial-size Q-Res
refutations and χn propositional formulas with polynomial-size resolution refutations. Let
Φn = (ϕi)i∈[n] = (∃Xi∀Ui · φi)i∈[n] and χn = C ∪ D with critical clauses C = {C1, . . . , Cn},
additional clauses D, Tn = vars(χn) and vars(χn) ∩

(⋃
i∈[n]{Xi ∪ Ui}

)
= ∅. Then χΦ

n (as in
Theorem 12) has polynomial-size refutations in reductionless LD-Q-Res.

Proof. We consider the formula χΦ
n . Let Rn be polynomial-size resolution refutations of

χn and S1, . . . , Sn polynomial-size LD-Q-Res refutations3 of the gadgets ϕ1, . . . , ϕn. Let S′
i

be as Si, but without the final universal reduction steps. Let U∗
i be the set of (possibly

merged) universal variables in the last clause of the resulting derivation. We can enlarge
every clause in S′

i by Ci and get a derivation S∗
i of Ci ∪ U∗

i from ∃Xi∀Ui∃Tn · φi × Ci. Now
we can enlarge every Ci in Rn by U∗

i . This extension runs through the entire proof4 and
we obtain a reductionless LD-Q-Res derivation R∗

n of
⋃

i∈[n] U
∗
i , which we can complete to a

refutation by universal reduction. The composition of the proof is shown in Figure 3. ◀

By Theorem 12 (the formulas are hard for QU-Res) and Theorem 25 (which provides
short LD-Q-Res refutations) the following holds:

▶ Corollary 26. The formulas χΦ
n from Theorem 25 separate QU-Res from (reductionless)

LD-Q-Res.

Note that all examples from Section 3.4 satisfy the required conditions and are therefore
separating formulas. Furthermore the random formulas from Section 3.5 are based on either
propositional 2-CNFs, which are known to have short resolution refutations, or a deficiency
one formula constructed with the procedure described there, which at the same time provides
a polynomial-size resolution refutation (viewed backwards, each step of the algorithm can be
transformed into a resolution step with the newly introduced variable as a pivot). Thus all
the random formulas separate QU-Res from reductionless LD-Q-Res.

For the next insight we need a result from [16]:

▶ Theorem 27 ( [16]). For any QBF ϕ, if π is a treelike P+∀red proof of ϕ (where P is a
propositional proof system), then |π| ≥ ρ(ϕ) (where ρ(ϕ) is the strategy size from Definition 1).

3 Note that for Σb
2-formulas the systems Q-Res and LD-Q-Res are equivalent. A Q-Res refutation of such

a formula is just a resolution refutation of the restriction of the formula to its existential variables with
some reductions, which can be moved towards the beginning of the proof (since the universal block is
rightmost). Allowing merging, we can move the reductions to the end without any problems.

4 There can not be any conflicts in form of tautologous resolvents, since the U∗
i are pairwise variable

disjoint.
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φ1 × C1 . . . φn × Cn

C1 ∪ U∗
1 . . . Cn ∪ U∗

n D

⋃
i∈[n] U

∗
i

{}

S∗
1 S∗

n

∀red

R∗
n

Figure 3 Polynomial-size LD-Q-Res refutations for χΦ
n .

This implies that all the formulas we have constructed so far, including the random QBFs,
are hard for all tree-like P+∀red systems.

▶ Corollary 28. If χΦ
n is a QBF as described in Theorem 12, then any refutation of χΦ

n in
treelike P+∀red systems has length at least 2n.

This leads to an interesting fact:

▶ Proposition 29. Treelike reductionless LD-Q-Res is not simulated by treelike QBF extended
Frege systems (EF+∀red).

Proof. The polynomial-size reductionless LD-Q-Res refutations shown in the proof of Theo-
rem 25 are treelike, as long as the resolution refutation of the propositional formula and the
reductionless LD-Q-Res refutation of the gadgets are (it is easy to find examples for both).
Since EF+∀red is the extension of propositional extended Frege by universal reduction and
all the formulas we constructed have exponential strategy size, the results immediately follow
from Theorems 25 and 27. ◀

This is surprising because reductionless LD-Q-Res itself is not a very strong proof system;
certainly the treelike variant is not either. Reductionless LD-Q-Res does not even simulate
Q-Res (the two systems are in fact incomparable [35]). This is interesting to contrast with
the recent simulation of LD-Q-Res (and even stronger systems) by QBF Frege [24]. The
simulation there is quite non-trivial and highly dag-like. Proposition 29 above means that it
cannot be strengthened to a tree-preserving simulation.

5 Construction of Separating Formulas between Q-Res and QU-Res

We now want to construct QBFs that separate Q-Res and QU-Res. As an intermediate step,
we will build QBFs that are easy for Q-Res but have exponential strategy size. We will use
the equality QBFs from the previous sections as running example, and, in fact, only change
the prefix (and add some conditions on the underlying propositional formulas for the general
case). We will then use such false QBFs with exponential strategy size and short Q-Res
refutations to construct a large class of formulas to separate Q-Res from QU-Res.

5.1 Formulas with Exponential Strategy Size and Short Q-Res
Refutations

First we will look at Example 14 from Section 3.4 and show how to obtain formulas from it
that are easy for Q-Res but still have exponential strategy size. The key point here is the
prefix – while we leave the matrix unchanged, we re-sort the Σb

3 prefix into an unrestricted

SAT 2022
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{xi, ui, ti} {t1, . . . , ti} {xi, ui, ti}

{t1, . . . , ti−1, xi, ui} {t1, . . . , ti−1, xi, ui}

{t1, . . . , ti−1, xi} {t1, . . . , ti−1, xi}

{t1, . . . , ti−1}

in
du

ct
io

n
on

i
=
n
,.
..
,1

Figure 4 Polynomial-size Q-Res refutation of ilSCEQ
n .

prefix. Roughly speaking, we do this by arranging the “crucial” variables of each critical
clause into a separate existential block to the right of the variables of the associated gadget,
and the remaining propositional variables into the leftmost existential block. In most of the
examples already given, it is intuitively easy to identify the “crucial” variables of a clause; in
the general case, this is somewhat more involved5, as is to determine the appropriate order of
the critical clauses (i.e., of their variables in the prefix), which is not arbitrary. We therefore
only verify the desired properties for Example 14 from Section 3.4.

We start with the equality formulas. These were already modified in the desired way to
the interleaved equality formulas [11], which have the same matrix as the equality formulas,
but with an interleaved prefix (this also inspired our general construction). We denote the
interleaved variant of a Σb

3-QBF χΦ
n by ilχΦ

n . We will give short Q-Res refutations.

▶ Example 30 (Interleaved Equality [11]). We build ilSCEQ
n from SCEQ

n by reordering the
prefix in a natural way according to the indices:

SCEQ
n = ∃x1 . . . xn∀u1 . . . un∃t1, . . . , tn · ψ

ilSCEQ
n = (∃x1∀u1∃t1) . . . (∃xn∀un∃tn) · ψ

ψ =
⋃

i∈[n]

{{ti, xi, ui}, {ti, xi, ui}} ∪ {t1, . . . , tn}.

The Q-Res refutations are shown in Figure 4, they closely follow the resolution proof of
SC. Note, that all the universal reductions in the refutation comply with the rules thanks to
the variable order in the prefix.

It is readily verified that the interleaved formulas inherit exponential strategy size from
their Σb

3 origins. While the winning strategies of the universal player are no longer unique
for the interleaved formulas, the existential player can nevertheless continue to force a game
that corresponds to the winning strategy of the associated Σb

3 formulas, i.e., ui = xi for all
i ∈ [n]. Thus, the interleaved formulas retain exponential strategy size.

Interleaved versions of the equivalence and XOR formulas can easily be build following
this pattern and have the same properties.

Although we need the interleaved formulas mainly as a basis for separating Q-Res and
QU-Res, they also have some noteworthy property, which follows from Theorem 27 together
with the fact that all these formulas have exponential strategy size:

5 They are in fact the pivots of certain resolution steps in special resolution refutations of the propositional
formula.
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▶ Proposition 31. The formulas from Example 30 (and all other formulas with short Q-Res
refutations and exponential strategy size) separate treelike from dag-like Q-Res.

5.2 Separating Formulas
In the second step we will use the QBFs with short Q-Res refutations and exponential strategy
size to construct separating formulas between Q-Res and QU-Res. Our method is inspired by
the structure of the KBKF formulas [31]. We first define the concept of target clauses.

▶ Definition 32 (Target Clauses). For a false QBF ϕ = P · φ let F be a set of clauses such
that the existential player has a strategy to never lose on clauses from ϕ\F in any assignment
game (regardless of the strategy chosen by the universal player), i.e., the existential player
will always lose on clauses in F . We call F a set of target clauses.

Notice that F is in general not unique. It is always possible to choose F = φ. Based on
this, the construction is remarkably simple:

▶ Definition 33 (Tail Construction). Let ϕ = P · φ be a false QBF with universal variables
vars∀(ϕ) = {u1, . . . , un} and {e1, . . . , en} ∩ vars(ϕ) = ∅. Let further F be a set of target
clauses for ϕ. Then we call

ϕ∗ =P∗ · φ∗

=P∃e1 . . . en ·

 ⋃
C∈φ\F

{C}

 ∪

( ⋃
C∈F

{C ∪ {ei : i ∈ [n]}}

)
∪

 ⋃
i∈[n]

{{ui, ei}, {ui, ei}}


the tailed version ϕ∗ of ϕ.

Although the choice of F = φ will not significantly increase the size of the resulting formula,
i.e., we always have |ϕ∗| = O(|ϕ|), it makes sense to choose F as small as possible. These
tailed formulas have exactly the properties we aim for (if we choose a suitable ϕ):

▶ Theorem 34. Let ϕ∗
n be tailed versions of formulas ϕn as described in Definition 33, where

ϕn requires super-polynomial strategy size, but has polynomial-size Q-Res refutations. Then
ϕ∗

n separates Q-Res from QU-Res, i.e., ϕ∗
n requires super-polynomial size Q-Res refutations,

but has polynomial-size QU-Res refutations.

We will split the proof of Theorem 34 into two parts, first showing hardness for Q-Res of
the constructed formula and afterwards constructing short QU-Res proofs.

To show this, we modify ϕ∗ once more, similarly as described in [6] for the KBKF formulas.
That is, we use new variables v1, . . . , vn and put them into the formula as copies of the
universal variables u1, . . . , un. While Balabanov, Widl, and Jiang create ∀uivi from each ∀ui

in the prefix, we group the universal copies in a (possibly additional) universal quantification
block to the right of P (and to the left of the existential tail variables), similarly as in [11],
i.e., P∗ = P∃e1 . . . en becomes P ′ = P∀v1 . . . vn∃e1 . . . en. In addition, the occurrences of ui

in the matrix are effectively doubled, i.e., φ′ contains for each clause C ∈ φ∗ the extended
clause C ∪ {vi : ui ∈ C} ∪ {vi : ui ∈ C}.

▶ Definition 35 (ϕ′). For any QBF ϕ∗ = P∗ ·φ∗ constructed from a QBF ϕ = P ·φ following
Definition 33 we define

ϕ′ = P ′ · φ′ = P∀v1 . . . vn∃e1 . . . en ·

 ⋃
C∈φ∗

C ∪ {vi : ui ∈ C} ∪ {vi : ui ∈ C}

 .
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Moving the universal variable copies to the right into a common universal block can only
shorten QU-Res refutations, since it might enable additional universal reductions, but can
never block a reduction previously possible. We then use Theorem 3 to show that ϕ′ requires
long QU-Res proofs. To do so, we first show:

▶ Lemma 36. Let ϕ∗ be a QBF constructed from ϕ following Definition 33 and let ϕ′ be as
described in Definition 35. Then in the assignment game for ϕ′ the existential player can
force the universal player to

(i) follow a winning strategy for ϕ on u1, . . . , un and
(ii) assign vi = ui for every i ∈ [n].

Proof. We first show (i). Consider the assignment game on P. If the universal player does
not use a winning strategy on ϕ, he will lose on ϕ. Thus the assignment α constructed on
P satisfies φ and thus all the clauses

⋃
C∈ϕ {C ∪ {ei : i ∈ [n]} ∪ {vi | ui ∈ C} ∪ {vi | ui ∈ C}},

because these are just weakenings of clauses from φ. The remaining clauses are⋃
i∈[n] {{ui, vi, ei}, {ui, vi, ei}}, which can easily be satisfied by ei = 1 for i ∈ [n]. Hence the

existential player wins the assignment game.
For (ii) again we consider the game on P and assume that the existential player plays

according to his strategy on ϕ to only lose on clauses in F . Since F is a target set, we
know that such a strategy exists. Let α be the assignment constructed on P (by both the
existential and the universal player). By definition of target clauses α does not falsify any
clause C ∈ φ \ {F}; these are also part of ϕ∗. α also satisfies the corresponding clauses in ϕ′,
which are {C ∪ {vi | ui ∈ C} ∪ {vi | ui ∈ C} | C ∈ φ \ {F}}. Thus, the remaining clauses are
those resulting from C ∈ F ,

⋃
C∈F {C ∪ {ei : i ∈ [n]} ∪ {vi | ui ∈ C} ∪ {vi | ui ∈ C}} and

the additional clauses
⋃

i∈[n] {{ui, vi, ei}, {ui, vi, ei}}. Now assume towards a contradiction
that the universal player assigns vj ̸= uj for some j ∈ [n] (let j be the first index for
which this applies). Then the existential player can assign ej = 0 without falsifying any
of these clauses. This immediately satisfies every clause originating from a clause in F .
All the clauses {uj , vj , ej}, {uj , vj , ej} with j < i are already satisfied and thus only the
clauses {uj , vj , ej}, {uj , vj , ej} with j > i remain. But now the existential player can win the
assignment game by simply assigning ej = 1 for each j > i. ◀

▶ Lemma 37. Let ϕ, ϕ∗, and ϕ′ be as in Lemma 36. Then QU-Res proof size of ϕ′ is at
least ρ(ϕ).

Proof. According to Lemma 36 the universal player has to assign u1, . . . , un according to
a ϕ-strategy and vi = ui for i ∈ [n]. Thus the cost of ϕ′ is at least ρ(ϕ), because the
whole strategy is pooled in the last universal block. Now we can use the cost/size argument
(Theorem 3) and obtain that proof size of ϕ′ in QU-Res is at least ρ(ϕ). ◀

We can now prove the lower bound for ϕ∗, following an approach described in [11].

▶ Lemma 38. Let ϕ∗ = P∗ ·φ∗ be a QBF constructed from ϕ = P·φ according to Definition 33.
Then proof size of ϕ∗ in Q-Res is at least 1

2ρ(ϕ).

Proof sketch. This follows from Lemma 37, since we can extend a Q-Res refutation for ϕ∗

by doubling the reduction steps (reduce vi as soon as ui is reduced) to a Q-Res (or QU-Res)
refutation for ϕ′ of twice the size. Note that we have to start from a Q-Res proof and cannot
do the same transformation with a QU-Res proof. ◀

Lemma 38 in combination with the conditions from Theorem 34 (i.e., exponential strategy
size of ϕn) implies Q-Res-hardness of ϕ∗

n:
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{u1, e1} {u1, e1} . . . {un, en} {un, en}

{e1} . . . {en} C ∪ {e1, . . . , en}

C for all C ∈ φ \ F C for all C ∈ F

short Q-Res
refutation for ϕn

Figure 5 Polynomial-size QU-Res refutations for ϕ∗.

▶ Corollary 39 (ϕ∗
n is Hard for Q-Res). Let ϕ∗

n be tailed versions constructed from ϕn following
the rules and conditions from Theorem 34. Then ϕ∗

n is hard for Q-Res.

Let us now prove the upper bound stated in Theorem 34:

▶ Lemma 40 (ϕ∗
n has Short QU-Res Refutations). If ϕ∗

n are QBFs constructed from ϕn

following the rules and conditions from Theorem 34, then ϕ∗
n has short QU-Res refutations.

Proof. ϕn = P · φn has by assumption short Q-Res proofs. ϕ∗
n additionally contains the

clauses {ui, ei} and {ui, ei} for all i ∈ [n], from which we can get all the unit clauses
{ei}, i ∈ [n] in only n universal resolution steps (available in QU-Res). We then remove all
the ei literals from the clauses originated from F in |F | · n resolution steps. Together with
the unchanged clauses from φn \ F we now have all clauses from φn and can proceed with
the short Q-Res refutation of ϕn. The proof of ϕn is extended by (|F | + 1) · n ≤ (|φn| + 1) · n
steps. Therefore we get a polynomial-size QU-Res refutation of ϕ∗

n. The composition of the
proof is shown in Figure 5. ◀

Proof of Theorem 34. The theorem follows from Corollary 39 and Lemma 40. ◀

5.3 Examples
We illustrate our construction on the interleaved equality formulas from [11], which we
already discussed in Section 5.1:

▶ Example 41 (Tailed Equality). We first need suitable formulas, on which we can use the
tail construction:

ϕn = (∃x1∀u1∃t1) . . . (∃xn∀un∃tn) ·

 ⋃
i∈[n]

{
{xi, ui, ti}, {xi, ui, ti}

} ∪ {{t1, . . . , tn}} .

As mentioned in Section 5.1, these are exactly the ilSCEQ
n -formulas, i.e., they have expo-

nential strategy size and short Q-Res refutations. Thus, (ϕi)i∈N meets the requirements for
constructing separating formulas according to the above method. The existential player
has a strategy to satisfy all clauses except for {xn, un, tn}, {xn, un, tn} and {t1, . . . , tn} in
any game (by just setting ti = 0 for i < n). With un = xn we get the following possible
assignments:
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xn = un = 1, tn = 1 falsifies {xn, un, tn},
xn = un = 0, tn = 1 falsifies {xn, un, tn} and
xn = un, tn = 0 falsifies {t1, . . . , tn}.

The remaining two clauses are satisfied in each case. Thus there are three possibilities for a
minimal set F of target clauses, containing one of these three clauses. The most intuitive
choice for F is F = {{t1, . . . , tn}}. The tail construction then leads to the following formulas,
separating Q-Res and QU-Res:

ϕ∗
n =tl SCEQ

n =(∃x1∀u1∃t1) . . . (∃xn∀un∃tn)∃e1 . . . en· ⋃
i∈[n]

{
{xi, ui, ti}, {xi, ui, ti}, {ui, ei}, {ui, ei}

}
∪ {{t1, . . . , tn, e1, . . . , en}} .

Interestingly, the KBKF formulas [31] correspond to the tail construction (they actually
inspired our construction).

6 Conclusion and Open Problems

While our construction of hard formulas in Section 3 yields a large class of hard QBFs, it
does not allow to generate all hard QBFs. One apparent limitation is that we only produce
Σb

3 formulas. While this is arguably the most interesting case, it would be worthwhile to
explore systematically how to construct hard QBFs with higher quantifier complexity. While
it is easy to derive such formulas from Σb

3 QBFs by just adding further dummy quantifiers,
“more natural” constructions appear of interest.

A related question is which exact class of formulas can be generated by our construction.
As we always import hardness via the size-cost method, one might aim for a construction
that yields all such formulas. We do not achieve this yet, as one can even find Σb

3-formulas
with high costs that do not stem from our method. Of course there are also further sources
of hardness. E.g. the parity formulas [15] are hard for QU-Res, but have small cost. Finding
general constructions for other QBF families, where hardness does not originate from cost,
also appears interesting for future work.
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We show that for any connected graph G the size of any regular resolution or OBDD(∧, reordering)
refutation of a Tseitin formula based on G is at least 2Ω(tw(G)), where tw(G) is the treewidth of G.
These lower bounds improve upon the previously known bounds and, moreover, they are tight.

For both of the proof systems, there are constructive upper bounds that almost match the
obtained lower bounds, hence the class of Tseitin formulas is almost automatable for regular resolution
and for OBDD(∧, reordering).

2012 ACM Subject Classification Theory of computation → Proof complexity

Keywords and phrases Proof complexity, Tseitin formulas, treewidth, resolution, OBDD-based proof
systems

Digital Object Identifier 10.4230/LIPIcs.SAT.2022.6

Funding Artur Riazanov: The author is supported under the agreement 075-15-2022-289 and has
also received funding from the European Union’s Horizon 2020 research and innovation programme
under grant agreement No 802020-ERC-HARMONIC.
Petr Smirnov: The author is supported under the agreement 075-15-2022-289.

1 Introduction

The development of solvers for the Boolean satisfiability problem is tightly connected with
the study of propositional proof systems. Every SAT solver corresponds to a proof system.
Roughly speaking, the execution log of every SAT solver running on an unsatisfiable formula
φ may serve as a certificate of unsatisfiability of φ. The size of the shortest proof of a formula
φ is a lower bound on the running time of a solver executed on φ. On the one hand, we need
that an underlying proof system is sufficiently strong to have short refutations of important
formulas, on the other hand, the underlying proof system should be sufficiently weak such
that short proofs can be efficiently found.

A propositional proof system Π is automatable (quasi-automatable) on a class of unsatis-
fiable formulas F [1] if there is an algorithm that finds a refutation of any formula φ ∈ F in
time poly(|φ|, S) = 2O(log |φ|+log S) (and 2poly(log |φ|,log S) in quasi-automatable case), where
S is the size of the shortest Π-refutation of φ. The series of results about the hardness
of automatability [2, 14, 19, 16] roughly speaking means that it is unlikely that some of
the commonly used proof systems are automatable or quasi-automatable on the class of all
unsatisfiable CNF formulas. However, it is possible that a proof system is automatable on
important formula classes.

In this paper, we consider the class of Tseitin formulas [30] encoding in CNF the following
parity principle: any graph has an even number of vertices with an odd degree. For an
undirected graph G = (V,E) and a charge function c : V → {0, 1} let a Tseitin formula
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6:2 Tight Bounds for Tseitin Formulas

T(G, c) be defined as follows. The variables of T(G, c) correspond to the edges of the graph.
The formula itself is the conjunction of the parity conditions of the vertices of G stating that
the sum of edges incident to v equals c(v) modulo 2. It is known that a Tseitin formula is
satisfiable if and only if for every its connected component the sum of charges of its vertices
is even [31]. Unsatisfiable Tseitin formulas based on special families of graphs (expanders
and grids) are hard for many proof systems [31, 3, 21, 10].

In order to show that a proof system Π is automatable on the class of Tseitin formulas,
first, we have to devise an algorithm that produces refutations of Tseitin formulas. Second,
we need to bound from below the refutation size of Tseitin formulas such that this bound
is close to the running time of the proof search algorithm. We emphasize that the lower
bounds must hold for all graphs, this is the main difficulty of the second step.

The first lower bounds on the refutation size of Tseitin formulas for all graphs used the
improved Grid Minor Theorem [8]. It states that any graph G has a grid graph of size t× t

as a minor, where t = Ω(tw(G)λ), tw(G) is the treewidth of G and λ ≥ 1
10 is a constant; it

is known, however, that the theorem is false for λ ≥ 1
2 . The strategy of the lower bound

proofs is to first show lower bounds for the grid graphs, and then extend them to all graphs
using the Grid Minor Theorem. Using this method, Glinskih and Itsykson [18] proved a
lower bound 2Ω(tw(G)λ) on the size of OBDD(∧, reordering) refutations of T(G, c); they also
give a non-matching upper bound O(2pw(G)|E|). Galesi et al. [15] proved a lower bound
2tw(G)Ω(1/d) on the size of depth-d Frege refutations of T(G, c) using Håstad’s lower bound
for the grids [21] and the Grid Minor Theorem. This very general approach yields bounds
that are very far from being optimal, but such results motivate searching for more precise
lower bounds.

Itsykson et. al. [23] proved a lower bound 2Ω(tw(G)/ log |V |) on the size of regular resolution
refutations of T(G, c) for any connected graph G. The heart of this proof is the reduction
from satisfiable Tseitin formulas. Namely, if there exists a regular resolution refutation of
a Tseitin formula T(G, c) of size S, then it can be transformed into a read-once branching
program (1-BP) computing a satisfiable formula T(G, c′) of size SO(log |V |). It is shown in [23]
that the size of the minimal 1-BP computing a satisfiable Tseitin formula T(G, c′) is at least
2Ω(tw(G)).

De Colnet and Mengel considered a computational model that is stronger than 1-BP:
DNNF (decomposable negation normal form) is a special kind of Boolean circuit in the
basis {∧,∨,¬}, where negations are applied only to variables and for every ∧-gate variables
from two subcircuits of its children do not intersect. De Colnet and Mengel [12] have
proved a lower bound 2Ω(tw(G)/∆(G)) on the size of DNNF computing satisfiable Tseitin
formula T(G, c′), where ∆(G) denotes the maximum degree of G. Similarly to [23] a regular
resolution refutation of a Tseitin formula T(G, c′) of size S can be transformed into a
DNNF of size O(S|V |) computing a satisfiable Tseitin formula. This implies a lower bound
2Ω(tw(G)/∆(G))/|V | on the size of regular resolution refutations of T(G, c) for a connected
graph G. For constant-degree graphs this bound is tight up to a constant factor in the
exponent, but for graphs with ∆(G) = ω(log |V |) the bound from [23] is stronger.

Our results. In this paper, we study the complexity of refutations of Tseitin formulas in two
proof systems: OBDD(∧, reordering) ([22]) and regular resolution. These two proof systems
are very different; it is known that they do not simulate each other [7, 6]. However, the known
proofs of lower bounds on Tseitin formulas use similar techniques since in both cases they are
based on the complexity of satisfiable Tseitin formulas. Our results imply that the minimal
refutation sizes of Tseitin formulas in these proof systems are very close, however, the only
known example of a formula that requires resolution refutations of size superpolynomially
larger than the size of the shortest OBDD(∧) refutation is a Tseitin formula on the complete
graph [7].
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We prove a lower bound 2Ω(tw(G)) on the size of OBDD(∧, reordering) refutation of
T(G, c). This lower bound matches the upper bound O(2pw(G)|E|) [18] for a large family
of graphs with pw(G) = Θ(tw(G)) (this family includes grids, complete graphs, expanders,
etc.). Our approach is rethinking of the techniques from [22, 18] supplied with new ideas.

We prove a lower bound 2Ω(tw(G)) on the complexity of DNNF computing satisfiable
Tseitin formula T(G, c′), thereby improving the result from [12]. Our proof is highly based
on [12], we surgically remove the 1

∆(G) factor from the exponent. We also prove a matching
upper bound 2O(tw(G)). As a corollary of the lower bound using a reduction from [12], we
get a stronger lower bound 2Ω(tw(G)) on the size of regular resolution refutations of Tseitin
formulas that improve both the lower bounds from [23] and [12]. For regular resolution there
is also a known upper bound poly(T(G, c))2O(tw(L(G))), where L(G) is the line graph of G
[1]. There is a family of graphs Gn,k on Θ(n2k2) vertices with tw(L(Gn,k)) = 4n+ O(k3),
tw(Gn,k) ≥ n and ∆(Gn,k) = k [20, Section 7], thus for k < n1/3 our lower bound is tight.
Our upper bound on the size of DNNF implies that the method from [12] can not give a
better bound (for example, we can not prove 2Ω(tw(L(G))) using this method).

Almost automatability. We say that a propositional proof system Π is almost automatable
on a class of formulas F if there exists an algorithm A such that for any φ ∈ F , A(φ) produces
a Π-refutation of φ in time SO(log |φ|) = 2O(log |φ|·log S), where S is the size of the shortest
Π-refutation of φ. Notice that if φ = T(G, c), then Ω

(
|V | + 2∆(G)) ≤ |φ| ≤ O(|V |2∆(G)),

hence log(|φ|) = Θ(log |V | + ∆(G)).
Our results imply that regular resolution and OBDD(∧, reordering) are almost automat-

able on the class of Tseitin formulas.
Alekhnovich and Razborov [1] developed an algorithm (Branch-Width Based Auto-
mated Theorem Prover or BWBATP) searching for regular resolution refutations
of CNF formulas. BWBATP finds a regular resolution refutation of a Tseitin for-
mula T(G, c) in 2O(tw(L(G))poly(|T(G, c)|) steps. Since tw(L(G)) = O(tw(G)∆(G)),
2O(tw(L(G))poly(|T(G, c)|) = 2O(tw(G) log |T(G,c)|).
We show in Section 3.2 that an OBDD(∧) refutation of a Tseitin formula T(G, c) can be
constructed in 2O(tw(G) log |V |)poly(T(G, c)) = 2O(tw(G) log |T(G,c)|) steps.

New preprint of de Colnet and Mengel. While preparing this paper we became aware of
the new preprint of de Colnet and Mengel [13]. Results of that paper imply a lower bound
2Ω(tw(G)/∆3(G)) on the size of OBDD(∧, reordering) refutations of T(G, c). In fact, in [13]
the authors deal with a slightly stronger model, where instead of OBDD they use structural
DNNF. This model is not a propositional proof system since it is NP-hard to verify such
proofs [26]. However, our proof works for their model without any changes, and using our
DNNF lower bound we get a lower bound 2Ω(tw(G)) on the model used in [13], that is better
for graphs with non-constant degrees (see Remark 3.7 for details). Our proof and the proof
from [13] use different strategies, while ours seems to be much simpler.

2 Preliminaries

Boolean functions and formulas. Let X be a set of propositional variables. A partial
assignment is a set of elementary assignments x := a, where x ∈ X and a ∈ {0, 1} such
that every variable appears in at most one elementary assignment. The support of a partial
assignment ρ is the set of variables on the left-hand side of the elementary assignments.

SAT 2022
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Let σ and τ be partial assignments. We write σ ⊆ τ , if the support of σ is a subset of the
support of τ , and they agree on the support of σ. If the supports of σ and τ do not intersect,
we denote by σ ∪ τ a partial assignment that coincides with σ on the support of σ and with
τ on the support of τ .

For a Boolean function f : {0, 1}n → {0, 1} we use a notation sat(f) = {x ∈ {0, 1}n |
f(x) = 1}.

We identify a CNF formula φ with the set of its clauses. For example, if φ and ψ are
CNF formulas, then φ = ψ means that their sets of clauses are equal, and φ ⊆ ψ means that
every clause of φ occurs in ψ.

OBDD. An ordered binary decision diagram (OBDD) is used to represent a Boolean
function [5]. Let X = {x1, . . . , xn} be a set of propositional variables. A binary decision
diagram (BDD) is a directed acyclic graph with one source. Each node of the graph is labeled
by a variable from X or by a constant 0 or 1. If a node is labeled by a constant, then it is a
sink (has out-degree 0). If a node is labeled by a variable, then it has exactly two outgoing
edges: one edge is labeled by 0 and the other edge is labeled by 1. Every binary decision
diagram defines a Boolean function {0, 1}n → {0, 1}. The value of the function for given
values of x1, . . . , xn is computed as follows: we start a path at the source and at every step
follow the edge that corresponds to the value of the variable labeling the current node. Every
such path reaches a sink, which is labeled either 0 or 1: this constant is the value of the
function.

Let π be a permutation of the set [n] = {1, . . . , n}. A π-ordered binary decision diagram
(π−OBDD) is a binary decision diagram such that on every path from the source to a sink
every variable has at most one occurrence and the variable xπ(i) can not appear before
xπ(j) if i > j. An ordered binary decision diagram (OBDD) is a π-ordered binary decision
diagram for some permutation π. By convention, every OBDD is associated with a single
fixed permutation π. This π puts a total order on all the variables, even if the OBDD does
not query all variables.

The size of an OBDD is the number of nodes in it.

▶ Lemma 2.1 ([32, Theorem 3.3.1]). Let D be a π-OBDD, and ρ be a partial assignment to
variables of D. Then there is a π-OBDD computing D|ρ of size at most |D|.

▶ Lemma 2.2 ([32, Theorem 3.3.6]). Let D1 and D2 be π-OBDDs over the same set of
variables. Then there is a π-OBDD of size O(|D1||D2|) computing D1 ∧D2.

DNNF. A Boolean circuit in the negation normal form (NNF) is a circuit in the de Morgan
basis {∧,∨,¬} with binary conjunctions and disjunctions, where all negations only apply to
variables. For a gate g of an NNF Boolean circuit, we define var(g) as a set of variables in
its subcircuit.

Let g be a gate of an NNF with direct predecessors gl and gr. The gate g is decomposable
if var(gl) ∩ var(gr) = ∅. The gate g is complete if var(gl) = var(gr). An NNF is called
decomposable (DNNF) if each ∧-gate is decomposable. An NNF is complete if each ∨-gate is
complete.

▶ Lemma 2.3 ([11]). Let D be a DNNF. Then there is a complete DNNF computing the
same function as D and it can be constructed in time poly(|D|).
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Resolution. A resolution refutation of an unsatisfiable CNF formula φ is a sequence of
clauses C1, C2, . . . , Cs such that Cs is the empty clause (identically false), and for all i ∈ [s],
the clause Ci is either a clause of φ, or can be obtained by the resolution rule from two
preceding clauses, where the resolution rule allows to derive A ∨B from A ∨ x and B ∨ ¬x.

A resolution refutation is regular if for every increasing sequence 1 ≤ i1 < i2 < · · · < ik ≤ s

such that for all j ∈ {2, . . . , k} the clause Cij
is obtained by the resolution rule applied

to Cij−1 as one of the premises (let xj denote the resolved variable), all variables xj for
j ∈ {2, . . . , k} are distinct.

The number s is the size of the resolution refutation.

OBDD-based proof systems. An OBDD(∧, reordering) refutation of an unsatisfiable CNF
formula φ is a sequence of OBDDs D1, D2, . . . , Ds such that Ds computes the identically
false function, and for all i ∈ [s], the OBDD Di is either computes a clause of φ, or can be
obtained from previous OBDDs by the following inference rules:

Conjunction: If j, k < i and Dj and Dk are π-OBDDs for some order π, then we can
infer OBDD Di = Dj ∧Dk with the same order π.
Reordering: If j < i, then we can infer OBDD Di computing the same function as Dj ,
and variable orders of Di and Dj can be different.

The length of the refutation is s and its size is the sum of the sizes of OBDDs in it, i.e.,
|D1| + |D2| + . . .+ |Ds|.

OBDD(∧) refutation is an OBDD(∧, reordering) refutation that does not contain the
reordering rule. A refutation is tree-like if every OBDD in it is used at most once as a
premise of a rule.

▶ Lemma 2.4 ([18, Lemma 5.4]). Let φ be an unsatisfiable CNF formula that has an
OBDD(∧, reordering) refutation of size S. Let ρ be a partial assignment of values of the
formula φ. Then φ|ρ has an OBDD(∧, reordering) refutation of size at most S.

Graph basics. Throughout the paper, we consider undirected graphs possibly with self-loops
and parallel edges. We use G = (V,E) to denote a graph G with a vertex set V and an edge
set E. An undirected edge e ∈ E incident to vertices v ∈ V and u ∈ V , we denote by (v, u) or
(u, v). For a vertex v, we denote the set of edges incident to v by E(v): E(v) = {(v, u) ∈ E}.

By ∆(G) we denote the maximum degree of a graph G, and by #G we denote the number
of connected components in G.

For V ′ ⊆ V we denote by G[V ′] the subgraph of G, induced by vertices of V ′. In
particular, if V ′ = {v1, v2, . . . , vk}, we write G[v1, v2, . . . , vk] meaning the same graph G[V ′].
We denote by G \ V ′ the graph G[V \ V ′]. For E′ ⊆ E, we denote by G \ E′ the graph
G′ = (V,E \ E′).

A graph G = (V,E) is k-connected, if it has more than k vertices, and for each vertex
subset S ⊆ V of size at most k, the graph G \ S is connected.

For any graph H, we denote by V (H) the set of its vertices and by E(H) and the set of
its edges.

Graph minors. For e = (v, u) ∈ E, we denote by G/e the graph obtained from G by
contraction of edge e: we delete the edge e and merge v and u into one vertex. A graph G′ is
a minor of graph G, if G′ can be obtained from G by vertex deletions, edge deletions and
edge contractions.

SAT 2022



6:6 Tight Bounds for Tseitin Formulas

Let a vertex v ∈ V of degree two has two different neighbors u and w. Suppression of v
is an operation on graph G, in which we delete the vertex v from G and add an edge (u,w).
G′ is called a topological minor of graph G, if G′ can be obtained from G by vertex deletions,
edge deletions and vertex suppressions.

Graph decompositions. A tree decomposition of an undirected graph G = (V,E) is a tree
T = (VT , ET ) and a family {Xt}t∈VT

of subsets of V such that the following properties hold:
1. The union of Xt for t ∈ VT equals V .
2. For every edge (v, u) ∈ E there exists t ∈ VT such that v, u ∈ Xt.
3. If a vertex v ∈ V is contained in the sets Xt and Xs for some t, s ∈ VT , then it is also

contained in Xp for all vertices p on the unique path between s and t in T .

The sets Xu are called bags of the tree decomposition. The size of tree decomposition
is the number of nodes in T . The width of a tree decomposition, denoted by w(T ), is the
maximum bag size |Xu| for u ∈ VT minus one. The treewidth of a graph G, denoted by
tw(G), is the minimum width among all tree decompositions of the graph G.

A path decomposition of a graph G is a tree decomposition of G such that the underlying
tree T is a simple path. The pathwidth of a graph G, denoted by pw(G), is the minimum
width among all path decompositions of the graph G.

▶ Lemma 2.5 (Folklore, see, e.g., [24, Theorem 6]). For any graph G, pw(G) ≤
O(tw(G) log |V (G)|).

Moreover, given a tree decomposition T of width k, one can construct a path decomposition
of width O(k log |V (G)|) in time poly(|V (G)|, |E(G)|, |V (T )|).

▶ Lemma 2.6 (Folklore). Let G be a graph, A ⊆ V (G). Then tw(G \A) ≥ tw(G) − |A|.

▶ Lemma 2.7 ([27, Proposition 2.7]). Let G be a graph and G′ be its minor. Then tw(G′) ≤
tw(G).

▶ Lemma 2.8 ([9, Chapter 7]). Let G be a graph and H be obtained from G by vertex
suppressions. Then tw(H) ≥ tw(G) − 1.

▶ Theorem 2.9 ([4]). Given a graph G, one can obtain a tree decomposition of width
O(tw(G)) in time 2O(tw(G))|V (G)|.

▶ Theorem 2.10 ([12, Lemma 25]). Let G be a graph with a treewidth of at least 3. Then G

has a 3-connected topological minor H with tw(H) = tw(G).

A branch decomposition of an undirected graph G = (V,E) is a tree T = (VT , ET ), each
non-leaf node has degree three, and leaves are in bijection with the edges of G. Each edge
e of ET gives an e-separation of the set E into two non-empty parts E1 and E2: deleting
the edge e from T , we get two trees T1 and T2; let E1 be edges that occur in leaves of T1,
E2 be edges that occur in leaves of T2. The width of e-separation is the number of vertices
of G incident to edges from both E1 and E2. The width of branch decomposition T is the
maximum width of e-separation over all e ∈ ET . The branchwidth of G, denoted by bw(G),
is the minimum width among all branch decompositions of G.

▶ Theorem 2.11 ([28, Theorem 5.1]). For any graph G, max(bw(G), 2) ≤ tw(G) + 1 ≤
max(

⌈ 3
2 bw(G)

⌉
, 2).
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Tseitin formulas. Let G = (V,E) be a graph. Let c : V → {0, 1} be a charge function. A
Tseitin formula T(G, c) depends on the propositional variables xe for e ∈ E. For each vertex
v ∈ V we define the parity condition of v as Pv :=

(∑
e∈E(v) xe ≡ c(v) mod 2

)
. The Tseitin

formula T(G, c) is the conjunction of parity conditions of all the vertices:
∧

v∈V Pv. Tseitin
formulas are represented in CNF as follows: we represent Pv in CNF in the canonical way
for all v ∈ V .

When we write about substitutions to a Tseitin formula, we often identify variables and
edges that correspond to them.

Assume that G consists of connected components H1, H2, . . . ,Ht. Then the Tseitin
formula T(G, c) is equivalent to the conjunction

∧t
i=1 T(Hi, c). In the last formula we abuse

the notation since c is defined not only on the vertices of Hi and, thus, we implicitly use the
corresponding restriction on the set of vertices.

Let c1 : V1 → {0, 1}, c2 : V2 → {0, 1} be charge functions. We denote by c1 + c2 the charge
function (c1 + c2) : V1 ∪ V2 → {0, 1} such that

(c1 + c2)(v) =


c1(v), if v ∈ V1 \ V2;
c2(v), if v ∈ V2 \ V1;
c1(v) + c2(v) mod 2, if v ∈ V1 ∩ V2.

If V1 and V2 do not intersect, we can also write c1 ⊔ c2 meaning the same charge function
c1 + c2. By 1v, we denote the charge function 1v : {v} → {0, 1} such that 1v(v) = 1.

▶ Lemma 2.12 (Folklore, see, e.g., [31]). A Tseitin formula T(G, c) is satisfiable if and only if
for every connected component C(U,EU ) of the graph G, the condition

∑
u∈U c(u) ≡ 0 mod 2

holds.

Note that if a connected component C consists of an isolated vertex v, then either c(v) = 1
and T(G, c) is unsatisfiable, or c(v) = 0 and T(G, c) = T(G \ v, c). In other words, adding
zero-charged isolated vertices does not change a Tseitin formula.

▶ Lemma 2.13 (Folklore). Let G = (V,E) be a graph, T(G, c) be satisfiable, σ be a full
assignment for the set of variables of T(G, c). Then the number of parity conditions falsified
by σ is even.

Proof. See Appendix A for the proof. ◀

▶ Lemma 2.14 (Folklore). The result of the substitution xe := b to T(G, c) where b ∈ {0, 1}
is a Tseitin formula T(G′, c′) where G′ = G− e and c′ differs from c on the endpoints of the
edge e by b and equals c for every other vertex.

▶ Lemma 2.15 (Folklore, see, e.g., [23, Lemma 2.3]). Let G = (V,E) be a connected graph
and let c1, c2 : V → {0, 1} be charge functions. If Tseitin formulas T(G, c1) and T(G, c2)
are both satisfiable or both unsatisfiable, then one of them can be obtained from another by
replacing some variables with their negations.

▶ Lemma 2.16 ([17, Lemma 2]). If a Tseitin formula T(G, c) is satisfiable, then it has
2|E|−|V |+#G satisfying assignments.

▶ Lemma 2.17 ([18, Lemma 5.5]). Let G = (V,E) be a connected graph and G′ = (V ′, E′)
be a connected subgraph of G with E′ ̸= ∅ that is obtained from G by the deletion of some
vertices and edges. For every unsatisfiable Tseitin formula T(G, c) there exists an assignment
ρ on variables E \ E′, such that ρ does not falsify any clause of T(G, c).
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6:8 Tight Bounds for Tseitin Formulas

▶ Lemma 2.18 (Folklore, see, e.g., [18, Lemma 5.2]). Let G be a 2-connected graph and
T(G, c) be unsatisfiable. Then T(G, c) is a minimally unsatisfiable formula, i.e. removing
any of its clauses makes it satisfiable.

▶ Lemma 2.19 ([12, Lemma 24]). Let H be a topological minor of G. If a satisfiable Tseitin
formula T(G, c) has a DNNF of size s, then any satisfiable formula T(H, c′) also has a
DNNF of size s.

▶ Theorem 2.20 ([23, Theorem 1.9]). Let T(G, c) be a satisfiable Tseitin formula. Then the
minimum size of OBDD computing T(G, c) is at least 2Ω(tw(G)).

3 OBDD(∧, reordering)

3.1 Lower Bound
In this section, we prove the following theorem.

▶ Theorem 3.1. Let G be a connected graph and T(G, c) be an unsatisfiable Tseitin formula.
Then any OBDD(∧, reordering) refutation of T(G, c) has a size of at least 2Ω(tw(G)).

We say that a graph G is a subdivision of H if H can be obtained from G by several
suppression operations. We say that a graph G is almost 3-connected if it is a subdivision of
a 3-connected graph H.

First, we prove Theorem 3.1 only for almost 3-connected graphs.

▶ Theorem 3.2. Let G be an almost 3-connected graph and T(G, c) be an unsatisfiable
Tseitin formula. Then any OBDD(∧, reordering) refutation of T(G, c) has a size of at least
2Ω(tw(G)).

Let us show how Theorem 3.2 implies Theorem 3.1.

Proof of Theorem 3.1. Let S be the minimal size of OBDD(∧, reordering) refutation of
T(G, c).

If tw(G) ≤ 2, then the theorem is trivial. Otherwise, by Theorem 2.10, there exists a
3-connected topological minor H of G such that tw(G) = tw(H). Consider a sequence of
operations that transforms G to H , where all edge and vertex deletions precede suppressions.
Let us denote by G′ the graph obtained from G after the application of all edge and vertex
deletions. By Lemma 2.17 there exists a partial assignment ρ with support corresponding to
the edges that are in G but not in G′ such that ρ does not falsify any clause of T(G, c). It is
easy to see that T(G, c)|ρ coincides with T(G′, c′) for some c′ and T(G′, c′) is unsatisfiable.
By Lemma 2.4, there exists OBDD(∧, reordering) refutation of T(G′, c′) of size at most S.

Since H is obtained from G′ by several suppressions, G′ is almost 3-connected. Hence,
by Theorem 3.2, S ≥ 2Ω(tw(G′)). Since H is a minor of G′ and G′ is a minor of G, by
Lemma 2.7 we have tw(G) ≥ tw(G′) ≥ tw(H) = tw(G). Thus, tw(G′) = tw(G) and, hence,
S ≥ 2Ω(tw(G)). ◀

In order to complete the proof of Theorem 3.1, we have to prove Theorem 3.2.
Let G be a subdivision of H. Notice that for every vertex u of H there exists a vertex u′

from G that is transformed to u. We call such vertices u′ main vertices; we call all other
vertices of G (that are not main) interior vertices. If vertices u and v are adjacent in H,
then corresponding main vertices u′ and v′ are connected by a path in G (possibly of length
1) that is entirely transformed to the edge (u, v). We call such paths in G as long edges.
Notice that all endpoints of long edges are main vertices, and all other vertices of long edges
are interior.
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For every subgraph H ′ of H , we define a corresponding subgraph G′ of G in the following
way. The set of vertices of G′ are 1) main vertices of G that correspond to the vertices of H ′,
and 2) interior vertices of long edges corresponding to the edges of H ′. The set of edges of
G′ consists of all edges from long edges corresponding to edges of H ′. It is easy to see that
G′ is a subdivision of H ′.

It is easy to see that every almost 3-connected graph is 2-connected. However, the
stronger statement holds.

▶ Lemma 3.3. Let G be an almost 3-connected graph. Let u and v be two vertices that do
not belong to the same long edge. Then the graph G \ {v, u} is connected.

Proof. See Appendix B for the proof. ◀

Proof of Theorem 3.2. If ∆(G) > tw(G)/10, then formula T(G, c) has at least 2tw(G)/10

clauses and since G is 2-connected, by Lemma 2.18 all these clauses should be used in a
refutation. Hence, any OBDD(∧, reordering) refutation of T(G, c) has a size of at least
2tw(G)/10. So we can assume that ∆(G) ≤ tw(G)/10.

Let G is a subdivision of a 3-connected graph H.
Consider an OBDD(∧, reordering) refutation of T(G, c) that has the minimal possible

size. The last line in the refutation is an identically false OBDD. If this line represents
a clause of the initial formula, then G has an isolated vertex and since G is connected, it
consists of one vertex, in this case the statement is trivial. Since the refutation is minimal,
the last line can not be obtained by the reordering rule. Hence, the last line is obtained by
the conjunction rule: D1 ∧D2 = , where D1 and D2 have the same order that we denote
by π. Notice that by the minimality of the refutation, both D1 and D2 are satisfiable.

For every i ∈ {1, 2}, Di is the conjunction of several clauses of T(G, c). Since Di is
satisfiable, this conjunction does not contain all clauses. Let Ai ⊆ V be a set of vertices such
that there is a clause from their parity conditions that is not included in Di. Notice that
Ai ̸= ∅ for i ∈ {1, 2}.

We consider two cases.

First case. Assume that every two vertices v ∈ A1 and u ∈ A2 belong to the same long
edge of G.

▷ Claim 3.4. There exists a subgraph G′ of G such that tw(G′) ≥ tw(G) − max(3,∆(G) − 1)
and at least one of the sets A1 and A2 does not intersect with the set of vertices of G′.

Proof. If A2 contains an interior vertex of a long edge, then all vertices from A1 belong to
this long edge. Let x and y be the endpoints of this long edge. Let H ′ = H \ {x, y} and G′

be a subgraph of G corresponding to H ′. Let us estimate tw(G′):

tw(G′) ≥ tw(H ′) ≥ tw(H) − 2 ≥ tw(G) − 3.

In the first inequality we use Lemma 2.7, in the second one we use Lemma 2.6 and in the
third one we use Lemma 2.8. Notice also that the set of vertices of G′ does not intersect
with A1. The case in which A1 contains an interior vertex of a long edge is analogous.

Now assume that A1 and A2 consist of only main vertices, so we may assume that A1
and A2 are vertices of H. Let u be a vertex from A2. Then in the graph H every vertex
from A1 is either adjacent to u or equal to u, hence |A1| ≤ ∆(H) + 1 ≤ ∆(G) + 1. Then we
delete from G all vertices from A1 and get G′. The set of vertices of G′ does not intersect
with A1 and tw(G′) ≥ tw(G) − ∆(G) − 1 by Lemma 2.6. ◁
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W.l.o.g. we assume that the set of vertices of G′ does not intersect with A1. Let σ be a
satisfying assignment of D1 and let σ′ be the restriction of σ to the all edges in E(G) \E(G′).
Let us denote F := D1|σ′ .

Notice that F computes a satisfiable Tseitin formula T(G′, c′) for some charging function
c′. By Theorem 2.20, |F | ≥ 2Ω(tw(G′)). tw(G′) ≥ tw(G) − max(3,∆(G) − 1), and we already
know that ∆(G) ≤ tw(G)/10, hence tw(G′) ≥ 0.9 tw(G) − 3. Since F is obtained by an
application of a substitution from D1, by Lemma 2.1, |D1| ≥ |F |. Hence, |D1| ≥ 2Ω(tw(G)).

Second (main) case. Assume that there exist v ∈ A1 and u ∈ A2 that do not belong to
the same long edge of G.

▶ Theorem 3.5 ([29, Theorem 3.2]). Let G be a 2-connected graph and v, u are two vertices
from G. Then there is a path p connecting v and u such that tw(G \ V (p)) ≥ c tw(G), where
V (p) is the set of vertices of the path p and c > 0 is an absolute constant.

Let p be a path between u and v in the graph G given by Theorem 3.5. We know that
tw(G \ V (p)) ≥ c tw(G) for some constant c > 0. Since v and u do not belong to the same
long edge, the distance between them in G is at least 2. By Lemma 3.3, the graph G \ {v, u}
is connected.

▶ Lemma 3.6. Let G = (V,E) be a 2-connected graph, v, u ∈ V , the distance between v

and u be at least 2 and G \ {v, u} be connected. Let p be a path between v and u, define
G0 = G \ V (p).

Let T(G, c) be an unsatisfiable Tseitin formula, CNF formulas φ1 and φ2 be the con-
junctions of several clauses of T(G, c) such that φ1 and φ2 are satisfiable and φ1 ∧ φ2 is
unsatisfiable. Let φ1 does not contain a clause from the parity condition of v of formula
T(G, c) and φ2 does not contain a clause from the parity condition of u.

Then there exists such partial assignments α1 and α2 such that φ1|α1 ∧φ2|α2 = T(G0, c0)
and T(G0, c0) is satisfiable.

Using Lemma 3.6 we now complete the second case of the proof and, thus, we complete
the whole proof of Theorem 3.2. Indeed, let φ1 and φ2 be the conjunctions of clauses
included in D1 and D2 respectively. By the choice of p, tw(G0) ≥ c tw(G), hence, the size
of any OBDD computing φ1|α1 ∧ φ2|α2 is at least 2Ω(c tw(G)) by Theorem 2.20. Hence, by
Lemma 2.2 at least one of φ1|α1 or φ2|α2 requires π−OBDD of size at least 2Ω(c tw(G))/2,
hence by Lemma 2.1 at least one of D1 and D2 has a size of at least 2Ω(c tw(G))/2.

Proof of Lemma 3.6. Let Cv be a clause from the parity condition of v that does not appear
in φ1 and Cu be a clause from the parity condition of u that does not appear in φ2. Let ev

be an edge of p incident to v and eu be an edge of p incident to u. Notice that ev ≠ eu, since
the distance between v and u is at least 2. We denote by V (p) the set of vertices of p, and
by E(p) the set of edges of p.

Partial assignments α1 and α2 will have the same support corresponding to all edges
incident to vertices of V (p). Partial assignments α1 and α2 differ exactly on E(p) and
coincide on all other edges. We will define αi in several steps. In the first and the second
steps, we construct a partial assignment σ that is defined on the set of edges incident to v or
u except ev and eu. In the third and fourth steps, we construct an assignment to edges of p.
In the fifth step, we conclude with the construction of αi, and in the final step we verify that
substitutions αi satisfy the required properties.
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1. Construction of σ. We define an assignment σ with support E(v) ⊔ E(u) \ E(p) such
that it does not satisfy Cv and Cu. Such σ exists since E(u) and E(v) are disjoint.

2. Application of σ. Consider the Tseitin formula T(G, c + 1v). It is satisfiable since
T(G, c) is unsatisfiable and G is connected. By Lemma 2.14, T(G, c+ 1v)|σ is also a Tseitin
formula; let us denote it by T(G′, c′ + 1v).

We claim that T(G′, c′ + 1v) is satisfiable. By the condition of the lemma, G \ {v, u}
is connected. G′ is connected since both v and u have in G′ one edge connecting them
with G \ {v, u}. The formula T(G, c+ 1v) is satisfiable and since the number of connected
components does not increase after applying σ, the result of the substitution is also satisfiable.

Analogously define T(G′, c′ + 1u) := T(G, c+ 1u)|σ. Notice that G′ and c′ are the same
as above.

3. Construction of ρ1 and ρ2. Consider arbitrary satisfying assignment of T(G′, c′ + 1v)
and let ρ1 be its restriction to E(p). We also define a partial assignment ρ2 with the same
support such that for all e ∈ E(p), ρ2(xe) = 1 − ρ1(xe).

4. Satisfiability of the conjunction. Let us define ψ1 := φ1|σ∪ρ1 and ψ2 := φ2|σ∪ρ2 . We
claim that the conjunction of ψ1 ∧ ψ2 is satisfiable.

The formula φ1 is a subformula of T(G, c), so if we remove from φ1 all clauses of the
parity condition of v, then it will be a subformula of T(G, c+ 1v). By the construction of σ,
Cv is the only clause from the parity condition of v in T(G, c) that is not satisfied by σ. But
Cv is not included in φ1, hence φ1|σ does not contain clauses of the parity condition of v.
Hence, φ1|σ is a subformula of T(G, c+ 1v)|σ = T(G′, c′ + 1v). Thus, ψ1 is a subformula of
T(G′, c′ + 1v)|ρ1 .

Analogously, ψ2 is a subformula of T(G′, c′ + 1u)|ρ2 .
We claim that Tseitin formulas T(G′, c′ + 1v)|ρ1 and T(G′, c′ + 1u)|ρ2 coincide. To prove

it, it is sufficient to verify that for each vertex from V (p), its charges in both formulas are
equal.

Consider a vertex w ∈ V (p). If w ∈ V (p) \ {v, u}, then (c′ + 1v)(w) = (c′ + 1u)(w).
Assignments ρ1 and ρ2 change the charge of w in the same way. Indeed, let e1 and e2 be edges
of p incident to w, then ρ2(xe1) + ρ2(xe2) = (1 − ρ1(xe1)) + (1 − ρ1(xe2)) = ρ1(xe1) + ρ1(xe2)
(mod 2).

If w = v, then (c′ + 1v)(v) = 1 − c′(v) and ρ1(ev) = 1 − ρ2(ev), then the charge of v in
the formula T(G′, c′ + 1v)|ρ1 equals (1 − c′(v)) + (1 − ρ2(ev)) = c′(v) + ρ2(ev) (mod 2), and
that is the charge of v in the formula T(G′, c′ + 1u)|ρ2 . The case w = u is analogous.

Thus, we have that ψ1 ∧ψ2 is a subformula of the satisfiable formula T(G′, c′ + 1v)|ρ1 , so
ψ1 ∧ ψ2 is satisfiable.

5. Construction of β. We define a partial assignment β on the edges of G that are not in
E(v) ∪ E(u) ∪ E(p) and incident to vertices of V (p). Let β be such that T(G′, c′ + 1v)|ρ1∪β

is satisfiable. Let αi := σ ∪ ρi ∪ β for i ∈ {1, 2}. Notice that T(G, c+ 1v)|α1 = T(G0, c0) is a
satisfiable formula for some c0.

6. Final step. On step 4 we showed that φ1|σ∪ρ1 ∧ φ2|σ∪ρ2 ⊆ T(G, c + 1v)|σ∪ρ1 . Hence,
φ1|α1 ∧ φ2|α2 ⊆ T(G, c+ 1v)|α1 Let us show that φ1|α1 ∧ φ2|α2 = T(G, c+ 1v)|α1 .
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Consider some w ∈ V \V (p), let Cw|α1 be a clause from the parity condition of the vertex
w in the formula T(G, c + 1v)|α1 . Notice that α1 and α2 assign the same values to edges
incident to w, hence Cw|α1 = Cw|α2 .

Cw|α1 ∈ T(G, c + 1v)|α1 , then Cw ∈ T(G, c + 1v), hence Cw ∈ T(G, c) (since w ̸= v).
The formula φ1 ∧ φ2 ⊆ T(G, c) is unsatisfiable and G is 2-connected, hence, by Lemma 2.18
every clause of T(G, c) appears in at least one of the formulas φ1 or φ2. If Cw ∈ φ1, then
Cw|α1 ∈ φ1|α1 . If Cw ∈ φ2, then Cw|α2 ∈ φ2|α2 . ◀

◀

▶ Remark 3.7. Notice that in the proof of Theorem 3.1 we use not very much specific about
OBDDs. Namely, we use only Lemmas 2.1, 2.2, 2.4 and for a lower bound on the size of
OBDD we use Theorem 2.20.

In the recent work [13], de Colnet and Mengel introduce so-called str-DNNF(∧, r)
refutations that are defined similarly to OBDD(∧, reordering) refutations, but use structured
DNNFs instead of OBDDs. OBDD is a partial case of str-DNNF, an order of variables in
OBDD corresponds to a vtree (variable tree) in str-DNNF. “r” stands for the restructuring
and it is the extension of the reordering rule.

We claim that Theorem 3.1 also holds for str-DNNF(∧, r) refutations: there are lemmas
analogous to Lemma 2.1, Lemma 2.2, Lemma 2.4 (see [26, Theorem 1], [13, Lemma 3]); and
for a lower bound on the size of DNNF, one should use Theorem 4.1 (proved in Section 4)
instead of Theorem 2.20.

▶ Corollary 3.8. Let G be a graph and T(G, c) be an unsatisfiable Tseitin for-
mula, H1, H2, . . . ,Hk be all unsatisfiable connected components of G. Then any
OBDD(∧, reordering) refutation of T(G, c) has a size of at least 2Ω(t), where t =
mini∈[k] tw(Hi).

Proof. See Appendix B for the proof. ◀

3.2 Almost Automatability
▶ Theorem 3.9. Let T(G, c) be unsatisfiable Tseitin formula based on graph G = (V,E), and
there is an OBDD(∧, reordering) refutation for it of size S. Then one can construct tree-like
OBDD(∧) in time SO(log |V |)poly(|T(G, c)|).

We use the following lemma.

▶ Lemma 3.10 ([18, Corollary 6.3]). Let T(G, c) be an unsatisfiable Tseitin formula based
on a graph G = (V,E) and P be a path decomposition of G. Given T(G, c) and P , one can
construct a tree-like OBDD(∧) refutation of size O(|E||V |2w(P ) + |T(G, c)|2) in time that is
polynomial of sizes of the input and the output.

Proof of Theorem 3.9. Assume that G is connected. By Theorem 2.9, one can obtain a
tree decomposition of width O(tw(G)) in time 2O(tw(G))|V |. Using Lemma 2.5, we construct
a path decomposition of G of width O(tw(G) log |V |). Using Lemma 3.10, we build a
tree-like OBDD(∧) refutation in time at most poly

(
|T(G, c)|, 2tw(G) log |V |) using this path

decomposition.
Now consider the case when G is not necessarily connected and its unsatisfiable connected

components are {H1, . . . ,Hk}. For each component Hi, we compute an approximation ti
of its treewidth using Theorem 2.9: tw(Hi) ≤ ti ≤ α tw(Hi) for some constant α ≥ 1. We
make it in

∑k
i=1 2O(tw(Hi)) ≤ 2O(tw(G))|V | time. Then we choose Hi with the smallest ti, let
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it be Ha. We construct a tree-like OBDD(∧, reordering) refutation of T(Ha, c) as above in
time poly

(
|T(Ha, c)|, 2ta log |V (Ha)|). By Corollary 3.8, S ≥ 2Ω(t), where t = mini∈[k] tw(Hi),

so S ≥ 2Ω(ta).
Thus, the running time is at most SO(log |V |)poly(|T(G, c)|). ◀

4 Bounds on DNNF and Regular Resolution

The main result of this section is the following theorem:

▶ Theorem 4.1. Let T(G, c) be satisfiable and D be a DNNF computing T(G, c). Then
|D| ≥ 2Ω(tw(G)).

The following reduction from DNNF to regular resolution theorem was proved by de
Colnet and Mengel [12].

▶ Theorem 4.2 ([12, Theorem 8]). Let T(G, c) be an unsatisfiable Tseitin formula where
G is connected and let S be the size of its smallest resolution refutation. Then for every
satisfiable Tseitin formula T(G, c′) there exists a DNNF of size O(S × |V (G)|) computing it.

Theorem 4.2 and Theorem 4.1 imply the following theorem.

▶ Theorem 4.3. Let G = (V,E) be a connected graph and T(G, c) be an unsatisfiable formula.
Then any regular resolution refutation of T(G, c) has a size of at least 2Ω(tw(G)).

Proof. See Appendix C.1 for the proof. ◀

In Appendix C.2, we also prove a matching upper bound.

▶ Theorem 4.4. Let G = (V,E) be a graph and T(G, c) be a satisfiable Tseitin formula.
Then there exists a DNNF of size at most 2O(tw(G)) · |E| computing T(G, c).

Proof sketch. We consider a nice tree decomposition T with “introduce edge” nodes. We
construct a DNNF D such that for every node t ∈ T with bag Xt and for every charge
function f : Xt → {0, 1} there exists a node dt,f ∈ D that computes T(Gt, ct), where Gt is a
subgraph of G corresponding to the subtree of t, and ct acts on Xt as f and on the other
vertices as c. We make it by bottom-up induction on the T . The root of T gives a node in D
that computes T(G, c). ◀

4.1 Rectangle game
De Colnet and Mengel [12] proposed a game to prove DNNF lower bounds. For simplicity,
we describe it only in a special case when the computed function is a Tseitin formula.

Let X be a set of propositional variables. (X1, X2) is called a variable partition if
X1 ⊔X2 = X and X1, X2 are not empty. If X is a set of variables of a Tseitin formula T(G, c)
based on a graph G = (V,E), then every variable partition (X1, X2) naturally corresponds
to an edge partition (E1, E2).

A (combinatorial) rectangle for a variable partition (X1, X2) of a variable set X is defined
to be a set of full assignments of form R = A×B where A ⊆ {0, 1}X1 and B ⊆ {0, 1}X2 . A
rectangle R respects a Boolean function f : {0, 1}X → {0, 1} if R ⊆ sat(f), i.e. R consists
only of satisfying assignments of f .

We define the adversarial multi-partition rectangle cover game for a satisfiable Tseitin
formula T(G, c) with a set of variables X to be played as follows: two players, Charlotte and
Adam, construct in several rounds a set R of combinatorial rectangles that respect T(G, c)
and cover the set sat(T(G, c)).
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The game starts with R = ∅ and consists of several rounds. On each round Charlotte
chooses an input a ∈ sat(T(G, c)) and a branch decomposition T of G. Then Adam chooses
an edge e of T and let (E1, E2) be the e-separation. Then Charlotte chooses a rectangle R
for the corresponding partition of variables of T(G, c) that respects T(G, c) and covers a,
and adds R to R. This completes the round.

The game is over when sat(T(G, c)) is covered by R. The adversarial multi-partition
rectangle complexity of T(G, c), denoted by aR(T(G, c)) is the minimum number of rounds
in which Charlotte can finish the game, whatever the choices of Adam are.

▶ Theorem 4.5 ([12, Theorem 16]). Let D be a complete DNNF computing a satisfiable
Tseitin formula T(G, c). Then |D| ≥ aR(T(G, c)).

In the next subsection, we prove the following lemma:

▶ Lemma 4.6. Let T(G, c) be a satisfiable Tseitin formula where G is a 3-connected graph.
Then aR(T(G, c)) ≥ 2Ω(bw(G)).

Let us prove Theorem 4.1 using this lemma.

Proof of Theorem 4.1. Let S be the minimum size of a DNNF computing T(G, c). If
tw(G) ≤ 2, then the statement is trivial. Otherwise, by Theorem 2.10, there is a 3-connected
graph G′ such that G′ is a topological minor of G and tw(G′) = tw(G). By Lemma 2.19,
there is a DNNF of size at most S computing a satisfiable T(G′, c′). By Lemma 2.3, there is a
complete DNNF of size S′ ≤ SO(1) computing T(G′, c′). By Theorem 4.5, S′ ≥ aR(T(G, c)).
By Lemma 4.6, aR(T(G, c)) ≥ 2Ω(bw(G)). Note that bw(G) = Θ(tw(G)) by Theorem 2.11.

Thus, S′ ≥ aR(T(G, c)) ≥ 2Ω(tw(G)); hence, S ≥ 2Ω(tw(G)). ◀

4.2 Proof of Lemma 4.6
Our goal is to prove the inequality aR(T(G, c)) ≥ 2Ω(tw(G)) for a 3-connected graph G (i.e.
to prove Lemma 4.6). The plan of the proof is the following. We will describe a strategy for
Adam. The goal of Adam is to play such that every rectangle R chosen by Charlotte has a
small size, so a large number of such rectangles is required to cover sat(T(G, c)). We show
that there exists a formula T(G′, c′) such that R is a subset of sat(T(G′, c′)) and that Adam
can play in such a way that the number of satisfying assignments of T(G′, c′) is small, hence
|R| is also small.

Let G = (V,E) be a graph with edges colored in two colors: E = E1 ⊔ E2; edges in E1
are colored with the first color and edges in E2 are colored with the second one. We call
a vertex v ∈ V bicolored, if there are edges of both colors that are incident to it; we call a
set A ⊆ V bicolored if all vertices in it are bicolored (it is not necessary that all bicolored
vertices are in A).

Let us construct a new graph Split(G,E1, E2, A) = (V ′, E′): we split each node v in A

into two fresh nodes and direct each edge e incident to v to one of the copies depending on
the color of e. More formally, let

V ′ = V \A ∪ {vi | i ∈ {1, 2} and v ∈ A};

E′ = {(fi(v), fi(u)) | i ∈ {1, 2} and (v, u) ∈ Ei}, where fi(v) =
{
vi, v ∈ A

v, v ̸∈ A
.

▶ Lemma 4.7 (Generalization of Lemma 18 and Lemma 21 from [12]). Let G = (V,E) be a
graph, E = E1 ⊔ E2 be a coloring of the edges in two colors, and A ⊆ V be a bicolored set.



D. Itsykson, A. Riazanov, and P. Smirnov 6:15

Let T(G, c) be a satisfiable Tseitin formula, R ⊆ sat(T(G, c)) be a rectangle w.r.t. to the
partition (E1, E2). Then for a graph G′ = Split(G,E1, E2, A) and a charge function c′ such
that T(G′, c′) is satisfiable, the following holds: |R| ≤ |sat(T(G′, c′))| = 2|E|−(|V |+|A|)+#G′ .

Proof. See Appendix C.1 for the proof. ◀

In [12] this statement is proven for the case when A is an independent set, but this restriction
actually is not used in the proof. In appendix, we prove this lemma for arbitrary bicolored A

explicitly.
Lemma 4.7 yields an upper bound for the size of Charlotte’s rectangle if the set of

bicolored vertices is large enough. However, we have a summand #G′ in the exponent.
In [12] the authors make sure that #G′ = 1 restricting A to be a specific independent set.
We weaken this condition and simply make sure that #G′ is not too large, which makes it
possible for us to pick a larger set A (and we do not require that A is an independent set).

Proof of Lemma 4.6. To prove the lower bound on aR, we show a winning strategy for
Adam. Let a be an assignment and T be a branch decomposition picked by Charlotte. By
definition of the branchwidth, there exists a cut of T that yields a partition of the edges
E(G) = E1 ⊔E2 such that there are at least bw(G) bicolored vertices. Adam chooses such a
cut, let B be the set of bicolored vertices. Then Charlotte picks a rectangle R respecting
the partitions (E1, E2). We will show that |R| ≤ |sat(T(G, c))| 2−Ω(bw(G)), hence, there are
at least 2Ω(bw(G)) rounds. We denote N = |sat(T(G, c))| = 2|E|−|V |+1. Our goal is to show
that |R| ≤ 2−Ω(bw(G))N .

For a graph F , we denote by degF (v) the number of different neighbors of v except for v
itself (it differs from the usual degree of v since we count all parallel edges only once and do
not count self-loops at all).

Let H be a subgraph of G induced by vertices B. We consider the following set of
low-degree vertices: B≤2 = {v ∈ B | degH(v) ≤ 2}. We consider two cases depending on
whether B≤2 is large or not.

First case: B≤2 is large. Assume that |B≤2| ≥ |B|/100. B≤2 contains an independent (in
H and consequently in G) set I of size at least |B≤2|/(2 + 1). Observe that I is bicolored as
a subset of a bicolored set B.

▶ Lemma 4.8 ([12, Lemma 22]). Let G = (V,E) be a 3-connected graph, E = E1 ⊔ E2 be a
coloring of the edges in two colors, A ⊆ V be an independent set in G and bicolored.

Then there exists S ⊆ A such that |S| ≥ |A|/3 and Split(G,E1, E2, S) is connected.

Applying this lemma to I, we get a set S of size at least |I|/3 such that Split(G,E1, E2, S)
is connected. Application of Lemma 4.7 to S yields the inequality |R| ≤ 2|E|−(|V |+|S|)+1 =
2−|S|N . |S| ≥ |I|/3 ≥ |B≤2|/9 ≥ |B|/900 ≥ bw(G)/900 which completes the proof in the
first case.

Second case: B≤2 is small. Now assume that |B≤2| < |B|/100. Let G′ =
Split(G,E1, E2, B), B′

i = {vi | v ∈ B} for i ∈ {1, 2} and B′ = B′
1 ⊔ B′

2 be the set of
copies of vertices from B in G′. Let H ′ be a subgraph of G′ induced by vertices of B′.
Observe that degH(v) = degH′(v1) + degH′(v2) for every v ∈ B.

Note that if we add an edge (v1, v2) for each v ∈ B in graph G′, then it becomes connected
since G is connected. Hence, each connected component C of G′ intersects B′. We call an
intersection of C and B′ as the imprint of C on B′. We are going to bound the number of
connected components in G′ by estimating the sizes of these imprints.
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6:16 Tight Bounds for Tseitin Formulas

Let v ∈ B′ and v ∈ C, where C is a connected component of G′. Denote by h(v) = |C∩B′|
the size of the imprint of the component C. Let w(v) = 1/h(v) be a weight of a vertex
v ∈ B′. Notice that the sum of weights

∑
v∈B

(
w(v1) + w(v2)

)
equals the number of connected

components in G′.
Fix a node v ∈ B which has been split into v1 and v2. W.l.o.g. we assume that

h(v1) ≥ h(v2). Let us consider the following cases:

h(v2) = 1. Observe that degG′(v2) ≥ 1 (otherwise v is not incident to any edge from E2).
Thus the connected component of v2 in G′ contains some vertices except v2; let us denote
the set of these vertices as X. The imprint of this component, by the assumption, contains a
single vertex. Then, if v is removed from G the vertices of X become not reachable from
the rest of the vertices of G. It is easy to see that there are vertices in G being not in
X ∪ {v}: consider the neighbors of v that do not belong to X, which exist since v is bicolored.
Therefore, G is not 2-connected, which is a contradiction, so this case is impossible.

h(v2) = 2 and h(v1) = 2. Observe that for every node u ∈ B′ the inequality h(u) ≥
degH′(u) + 1 holds, so degH′(v1) + degH′(v2) + 2 ≤ h(v1) + h(v2) = 4, i.e. degH(v) =
degH′(v1) + degH′(v2) ≤ 4 − 2 = 2. Then we have v ∈ B≤2. There are at most |B|/100 such
nodes v. The weight in this case equals w(v1) + w(v2) = 1/2 + 1/2 = 1.

h(v2) ≥ 2 and h(v1) ≥ 3. Then w(v1) + w(v2) ≤ 1/2 + 1/3 = 5/6.
Now the number of connected components of G′ can be estimated as follows:

#G′ =
∑
v∈B

(
w(v1) + w(v2)

)
≤ 1 × |B|/100 + (5/6) × |B| < 0.9|B|.

Applying Lemma 4.7 to B we get that

|R| ≤ 2|E|−(|V |+|B|)+0.9|B| = 2−0.1|B|−1 · 2|E|−|V |+1 ≤ 2−0.1 bw(G)−1N = 2−Ω(bw(G))N. ◀

The statement. The content of this statement had to be truncated due to de facto
introduced censorship in Russia. Nevertheless, the authors express their condolences to all
the victims of the events taking place in Ukraine.
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A Proofs for Section 2 (Preliminaries)

▶ Lemma 2.13 (Folklore). Let G = (V,E) be a graph, T(G, c) be satisfiable, σ be a full
assignment for the set of variables of T(G, c). Then the number of parity conditions falsified
by σ is even.

Proof. Let A ⊆ V be a set of vertices with falsified parity conditions. Consider the sum
S =

∑
v∈V

∑
e∈E(v) σ(xe) ≡

∑
v∈A(1 − c(v)) +

∑
v ̸∈A c(v) ≡ |A| +

∑
v∈V c(v) ≡ |A| (mod 2),

where the last congruence holds since T(G, c) is satisfiable. On the other hand, S ≡ 0
(mod 2) since for each edge e the summand σ(xe) appears in the sum twice. ◀

B Proofs for Section 3 (OBDD(∧, reordering))

▶ Lemma 3.3. Let G be an almost 3-connected graph. Let u and v be two vertices that do
not belong to the same long edge. Then the graph G \ {v, u} is connected.

Proof. Let G is a subdivision of a 3-connected graph H. Since u and v do not belong to
the same long edge, every interior vertex is connected in G \ {v, u} with some non-deleted
main vertex. So it is sufficient to prove that all non-deleted main vertices are in the same
connected component in G \ {v, u}.
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The graph G \ {v, u} is obtained from G by deletion of two vertices. We may look on the
deletion of an interior vertex from a long edge in G as on the deletion of the corresponding
edge in H. We also look on the deletion of a main vertex in G as on the deletion of the
corresponding vertex in H. Since H is 3-connected, then it remains to be connected after
removing of either two vertices, or two edges, or one vertex and one edge. Hence, all
non-deleted main vertices of G \ {v, u} belong to one connected component. ◀

In order to handle not only connected graphs, we need to show that OBDD(∧, reordering)
satisfies the strong feasible disjunction property [25].

▶ Lemma B.1. Let φ(x⃗) and ψ(y⃗) be two CNF formulas with disjoint sets of variables. If
there is an OBDD(∧, reordering) refutation of φ ∧ ψ of size S, then at least one of φ or ψ
has an OBDD(∧, reordering) refutation of size at most S.

Proof. Consider the smallest OBDD(∧, reordering) refutation of φ ∧ ψ; its size is at most
S. The last OBDD in this refutation is φ′ ∧ ψ′, where φ′ is a subformula φ and ψ′ is a
subformula of ψ. Since variables of φ′ and ψ′ are disjoint, then at least one of φ′ and ψ′ is
unsatisfiable.

W.l.o.g. assume that φ′ is unsatisfiable. All previous OBDDs in the refutation are
satisfiable, for each OBDD D in the refutation we substitute the values of variables y⃗ that
satisfies all clauses of ψ included in D. The result of this substitution is equivalent to the
part of D that contains only clauses from φ.

By Lemma 2.1 such substitution does not increase the size of D. After all such substitutions
we obtain a correct OBDD(∧, reordering) refutation of φ of size at most S. ◀

▶ Corollary 3.8. Let G be a graph and T(G, c) be an unsatisfiable Tseitin for-
mula, H1, H2, . . . ,Hk be all unsatisfiable connected components of G. Then any
OBDD(∧, reordering) refutation of T(G, c) has a size of at least 2Ω(t), where t =
mini∈[k] tw(Hi).

Proof. Let S be the size of an OBDD(∧, reordering) refutation of T(G, c). Let
Hk+1, . . . ,Hk+m be all satisfiable connected components of G, where m ≥ 0. Notice that the
sets of variables of T(Hi, c) are disjoint for different i ∈ [k +m]. By k +m− 1 applications
of Lemma B.1 we get that for some i ∈ [k] there exists an OBDD(∧, reordering) refutation
of T(Hi, c) of size S. By Theorem 3.1, S is at least 2Ω(tw(Hi)). ◀

C Proofs for Section 4 (Bounds on DNNF and Regular Resolution)

C.1 Lower Bound
▶ Theorem 4.3. Let G = (V,E) be a connected graph and T(G, c) be an unsatisfiable formula.
Then any regular resolution refutation of T(G, c) has a size of at least 2Ω(tw(G)).

Proof. Consider a regular resolution refutation of T(G, c), let S be its size.
By Theorem 4.1 there exists a constant α > 0 such that any DNNF computing T(G, c)

has a size of at least 2α tw(G). By Theorem 4.2, S is at least 2α tw(G)/|V | = 2α tw(G)−log |V |.
If α tw(G) − log |V | ≥ α tw(G)/2, then S ≥ 2α tw(G)/2 = 2Ω(tw(G)).

Otherwise, α tw(G) − log |V | < α tw(G)/2, i.e. log |V | > α tw(G)/2. A resolution
refutation must use at least one clause of each vertex v ∈ V (otherwise it is also a refutation
of satisfiable T(G, c+ 1v)), so its size S ≥ |V | = 2log |V | > 2α tw(G)/2 = 2Ω(tw(G)). ◀
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▶ Lemma 4.7 (Generalization of Lemma 18 and Lemma 21 from [12]). Let G = (V,E) be a
graph, E = E1 ⊔ E2 be a coloring of the edges in two colors, and A ⊆ V be a bicolored set.

Let T(G, c) be a satisfiable Tseitin formula, R ⊆ sat(T(G, c)) be a rectangle w.r.t. to the
partition (E1, E2). Then for a graph G′ = Split(G,E1, E2, A) and a charge function c′ such
that T(G′, c′) is satisfiable, the following holds: |R| ≤ |sat(T(G′, c′))| = 2|E|−(|V |+|A|)+#G′ .

Proof. Let σ = (σ1, σ2) ∈ R, where σi assigns values to {xe | e ∈ Ei} for i ∈ {1, 2}.
Let v ∈ A be bicolored. We denote cσ

i (v) =
∑

e∈E(v)∩Ei

σi(xe) mod 2. Observe that

cσ
1 (v) + cσ

2 (v) = c(v), since σ is a satisfying assignment of T(G, c). Since R is a rectangle, for
any σ′ = (σ′

1, σ
′
2) ∈ R the condition cσ′

i (v) = cσ
i (v) holds for i ∈ {1, 2}. Thus, cσ

i does not
depend on σ, so we define ci(v) = cσ

i (v) for each i ∈ {1, 2} and v ∈ A.
Now let us consider the graph G′ = Split(G,E1, E2, A). We define the charging function

c′ as c′(vi) = ci(v) for v ∈ A and i ∈ {1, 2}, and as c′(v) = c(v) for v ̸∈ A.
Let τ ∈ R, define a full assignment τ ′ of variables of T(G′, c′) in the following way:

τ ′(x(fi(v),fi(u))) = τi(x(v,u)) for (v, u) ∈ Ei. Observe that τ ′ is a satisfying assignment
of T(G′, c′) by the construction of c′. Thus, for each τ ∈ R, there is a corresponding
τ ′ ∈ sat(T(G′, c′)), and the correspondence function is injective. Hence, |R| ≤ sat(T(G′, c′)).

Finally, by Lemma 2.16, |sat(T(G′, c′))| = 2|E|−(|V |+|A|)+#G′ . ◀

C.2 Upper Bound
In this subsection, we prove an upper bound on the size of the smallest DNNF that computes
a satisfiable Tseitin formula.

Let T = (VT , ET ) be a tree decomposition of G = (V,E), and {Xt}t∈VT
be its bags. T

is called an extended version of nice tree decomposition (ENDT) [9, Section 7.3.2], if the
following conditions hold:
1. There is a distinguished node r ∈ VT such that Xr = ∅. We call r the root of T and

assume that T is rooted.
2. Every t ∈ VT has one of the following types:

a. t is a leaf node: t has no children and Xt = ∅;
b. t introduces vertex v ∈ V : t has exactly one child s and Xt = Xs ⊔ {v};
c. t forgets vertex v ∈ V : t has exactly one child s and Xs = Xt ⊔ {v};
d. t introduces edge (v, u) ∈ E: t has exactly one child s, the vertices v, u ∈ Xs, and

Xt = Xs;
e. t is a join node: t has exactly two children s1 and s2, Xt = Xs1 = Xs2 .

3. Every edge e ∈ E is introduced exactly once in T .

Since ENTD is also a plain tree decomposition, each vertex v ∈ V is forgotten exactly
once in ENTD.

▶ Lemma C.1 ([9, Section 7.3.2]). Let G be a graph without parallel edges and self-loops,
and T be its tree decomposition T of width k. Then one can construct an ENTD of width at
most k and size at most O(k|V (G)|) in poly(|V (G)|, |V (T )|) time.

▶ Theorem 4.4. Let G = (V,E) be a graph and T(G, c) be a satisfiable Tseitin formula.
Then there exists a DNNF of size at most 2O(tw(G)) · |E| computing T(G, c).

Proof. Since T(G, c) is satisfiable, all isolated vertices have zero charges, so we can delete
them from the graph. So we can assume that V = O(E). Also, we can assume that there
are no self-loops since they do not change a Tseitin formula.
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Let G′ = (V,E′) be a graph obtained from G as follows: for each v, u ∈ V , if there are
several parallel edges between v and u, we delete all of them except one. By Lemma C.1,
there exists an ENTD T ′ for graph G′ with w(T ′) = tw(G′) and |T ′| = O(tw(G′)|V |). Note
that tw(G′) = tw(G).

Now we construct ENTD for G from T ′ in the following way: if t ∈ T ′ introduces edge
e = (v, u), we replace t with a path of nodes that introduce all parallel edges between
v and u in G. The width of T is tw(G′) = tw(G) and its size is at most |T ′| + |E| ≤
O(tw(G′)|V | + |E|) = O(tw(G)|V | + |E|).

For each t ∈ T , we denote by Gt = (Vt, Et) a subgraph of G such that Vt and Et are the
sets of vertices and edges that are introduced in the subtree of t. Notice that Gr = G.

We claim that there exists a DNNF D of size 2O(tw(G))|T | such that for every node
t ∈ T for every charge function f : Xt → {0, 1} there exists a node dt,f ∈ D that computes
φt,f := T(Gt, f ⊔ c|Vt\Xt

). Moreover, the subcircuit of a node dt,f uses only variables
corresponding to the edges of Gt. Then the subcircuit of dr,f∅ is the required DNNF
computing T(G, c), where f∅ is the function with an empty domain.

We consider the nodes of T in such an order that the distance to the root of T does not
increase. For each considered t ∈T, we add to D at most 2α tw(G) nodes for some constant
α. Then for each charge function f : Xt → {0, 1} we select a node dt,f of D such that dt,f

computes φt,f . Every new ∧-node in D will be decomposable, so D stays DNNF. Initially,
D is an empty DNNF.

Assume that we consider a node t of T and a charge function f : Xt → {0, 1}. There are
several cases.

t is a leaf node. Vt = ∅, thus f is a function with an empty domain and φt,f is identically
true, so add to D a gate labeled with constant 1 and let this gate be dt,f .

t introduces vertex v. Let s be the child of t.
If f(v) = 1, then the formula φt,f is unsatisfiable since v is isolated in Gt. We add to D

a gate labeled with constant 0 and let this gate be dt,f .
If f(v) = 0, then φt,f = φs,f |Xs

, since adding zero-charged isolated vertex does not change
Tseitin formula. We do not add any new nodes in D and define dt,f := ds,f |Xs

.

t forgets vertex u. Let s be the child of t. Gt = Gs, so φt,f = φs,f⊔c|{u} . We do not add
any new nodes in D and define dt,f := ds,f⊔c|{u} .

t introduces edge e = (v, u). Let s be the child of t. By Lemma 2.14, the result of the
substitution xe := b to φt,f for b ∈ {0, 1} is φs,f+b·1v+b·1u . We add to D at most five gates
and build a subcircuit dt,f := (¬xe ∧ ds,f ) ∨ (xe ∧ ds,f+1v+1u

). Notice that dt,f computes
(¬xe ∧ φs,f ) ∨ (xe ∧ φs,f+1v+1u), hence, it computes φt,f . Observe that new ∧-gates are
decomposable since e is not in Gs.

t is a join node. Let s1, s2 be the children of t. Vs1 ∩Vs2 = Xt since every v ∈ V is forgotten
exactly once in T . Since each edge is introduced in T only once, Es1 and Es2 are disjoint.
We add to D 2|Xt|+1 nodes and build a subcircuit dt,f :=

∨
g : Xt→{0,1}

ds1,g ∧ ds2,f+g. All new

∧-gates are decomposable since Es1 and Es2 are disjoint. Given that for all f : Xt → {0, 1},
dsi,f computes φsi,f , it is easy to see that dt,f computes φt,f .

Now we estimate the size of constructed DNNF D. For each node t ∈ T and each function
f : Xt → {0, 1} we add at most max(2|Xt|+1, 5) ≤ 2|Xt|+3 nodes to the DNNF, so in total we
have at most |T | · 22w(T )+3 nodes. Since w(T ) = tw(G) and |T | ≤ O(tw(G)|V | + |E|), the
size of the resulting DNNF is 2O(tw(G)) (tw(G)|V | + |E|) = 2O(tw(G))|E|. ◀
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Abstract
This paper applies machine learning (ML) to solve quantified satisfiability modulo theories (SMT)
problems more efficiently. The motivating idea is that the solver should learn from already solved
formulas to solve new ones. This is especially relevant in classes of similar formulas.

We focus on the enumerative instantiation – a well-established approach to solving quantified
formulas anchored in the Herbrand’s theorem. The task is to select the right ground terms to be
instantiated. In ML parlance, this means learning to rank ground terms. We devise a series of
features of the considered terms and train on them using boosted decision trees. In particular, we
integrate the LightGBM library into the SMT solver cvc5. The experimental results demonstrate
that the ML-guided solver enables us to solve more formulas than the base solver and reduce the
number of quantifier instantiations. We also do an ablation study on the features used in the machine
learning component, showing the contributions of the various additions.
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1 Introduction

Solving formulas containing quantifiers in the context of Satisfiability Modulo Theories (SMT)
is famously difficult. This difficulty is inherent since quantifiers lead to undecidability or high
computational complexity [15, 23]. Nevertheless, quantifiers are indispensable in practical
problems. Notably, in software verification, they are used to express properties of memory,
e.g., that an array is sorted. This paper tackles the question: Can machine learning (ML)
make SMT solvers more efficient in the context of quantifiers?

The potential of ML is to enable the solver to learn from problem instances that it has
already solved. In contrast, current SMT solvers only take into account one formula during
solving. However, integrating ML into this context is not straightforward. We are facing two
main challenges:
1. ML operates in an approximate setting, while SMT is anchored in a rigorous background

where inference steps need to follow the logic in question. This means the solver inference
steps must be followed and the ML integrated into the solver framework.
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Figure 1 Schematic of the SMT solver with machine learning guidance for quantifier instantiation.

2. SMT solvers make millions of decisions for a single problem. How can ML be integrated
without dramatically slowing down the solver?

This paper proposes a design that enables ML to steer the state-of-the-art SMT solver
cvc5 [2]1 in quantifier instantiation (see Figure 1).

A general technique to handle quantifiers in SMT is to gradually instantiate the quantified
sub-formulas with ground terms until obtaining contradiction. For instance the formula
(∀x f(x) > x) ∧ (∀y f(y) < 0) is readily refuted by instantiating both x and y with 0.

The terms to be used in instantiations may be chosen either by making use of syntactic
properties, e.g. by e-matching [11], or by utilizing semantic properties, e.g. model-based
quantifier instantiation [16]. Interestingly, the complexity of these techniques may not always
pay off: simple enumerative instantiation of terms can often give better results [36, 19]. For
all of these techniques, the most important challenge is a large number of possible terms that
can be chosen for instantiation, especially in later stages of solving.

In recent years, ML has been applied in countless settings, from computer vision [22] to
natural language processing [12]. There is also work to learn decision-making for first-order
theorem proving, cf. [18], but the use of ML for SMT guidance still has large untapped
potential.

In this work, we use machine learning to improve the performance of cvc5 in real-time, by
learning a scoring function for terms that guides the quantifier instantiation process. This
addresses our first challenge, i.e., how to use an inherently approximate method within SMT.
The second challenge of avoiding dramatic slowdown by ML within the solver is achieved by
the choice of features, ML model, and its tight integration into the solver.
This paper has the following primary contributions.
1. We design an integration of ML guidance for quantifier instantiation in the context of

SMT. In particular, the enumerative instantiation is guided by ML during the run of the
solver, while learning from existing solutions to already solved problems.

2. We implement the proposed method in cvc5 and the implementation shows a significant
increase in the number of solved instances and lowers the number of instantiations needed
for many proofs.

2 Background

Throughout the paper we assume familiarity with first-order logic, in particular, with
satisfiability modulo theories (SMT) [6]. Formulas with no quantifiers, called ground formulas,
are solved using the DPLL(T) paradigm [29]. DPLL(T) abstracts first-order logic atoms
as propositional variables enabling the use of a SAT solver to reason about the Boolean
structure of the formula and theory solvers to reason about theories.

1 cvc5 is a successor to CVC4 [4, 2].
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SMT solvers reason about quantifiers by instantiating with ground terms to strengthen
the ground part of the formula. Effectively, a quantified sub-formula or quantified expression
(∀x1 . . . xn ϕ) is a source of lemmas of the form (∀x1 . . . xn ϕ) ⇒ ϕ{x1 7→ t1, . . . , xn 7→ tn},
where ϕ is quantifier-free and ti are ground terms. For instance, ∀x f(x) > 0 may be
instantiated as (∀x f(x) > 0) ⇒ f(0) > 0. For simplicity, assume that quantifiers are
removed on preprocessing by Skolemization.

This approach results in a loop that moves back and forth between a ground solver and
the instantiation module; see Figure 1. The ground solver only sees quantifiers as propositions
that either should hold or not. Once the ground solver finds a satisfying assignment for
the ground part of the formula, control is handed over to the instantiation module, which
generates new instances of the quantified sub-formulas that currently should hold. This
strengthens the ground part of the formula and the process repeats. Our contribution is to
provide ML advice for the instantiation module with the aim of suggesting instantiations that
lead to unsatisfiability in the ground solver.

There is a bevy of methods for choosing instantiations. For decidable fragments, dedicated
approaches exist, e.g., for bit-vectors or linear arithmetic [37, 13, 26, 7]. General quantifiers
are most notably tackled by e-matching, based on syntactic properties of the terms [11] and
model-based [16] or conflict-based [38] instantiation, relying on the semantics of the formula.
Niemetz et al apply syntax-guided instantiation term generation [27].

The instantiation method we focus on here is enumerative instantiation. While the
method is probably the most straightforward one, it has good performance on many SMT
problem categories and adds to the robustness of the solver [36].

2.1 Enumerative Instantiation
Herbrand’s theorem [17] guarantees that for an unsatisfiable first-order logic formula, fi-
nitely many instantiations are sufficient to obtain an unsatisfiable ground part, and, these
instantiations only need to use the Herbrand universe. Completeness is not guaranteed in
theories (e.g. ∀x :R x2 ̸= 2). However, the application of the theorem in SMT is justified as
it provides a viable way to deal with the complex problem of quantifier instantiation.

Reynolds et al. invoke a stronger variant of Herbrand’s theorem that enables a more
practical method for quantifier instantiation [36]. It is sufficient to consider only the terms
already within the ground part of the formula generated so far. This insight leads to the
enumerative instantiation strategy, the technique we augment with machine learning guidance
in this work. For a formula G ∧ ∀x1 . . . xn ϕ, with G ground, collect all ground terms T in
G and strengthen G by an instantiation of ϕ by an n-tuple t1, . . . , tn with ti ∈ T ; repeat
the process until G becomes unsatisfiable or until resources are exhausted. The tuples are
enumerated systematically to guarantee fairness.

As a motivational (toy) example consider the following conjunctive set of formulas within
the logic of uninterpreted functions and linear integer arithmetic (UFLIA).

{f(d) > f(d + 2), c ≤ 0 ∨ ∀x f(x) < f(x + 1)︸ ︷︷ ︸
q

}

For the ground solver, the quantifier is abstracted as a Boolean constant q and the instantiation
module is responsible for adding lemmas of the form q ⇒ f(t) < f(t + 1) for some ground
term t. Consider a context where the solver decides that ¬(c ≤ 0), which forces q to be true.
Ideally, in this situation the solver instantiates x first with d and then with d + 1, resulting
in the following steps:

SAT 2022
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Figure 2 Schematic example of the term enumeration process with term tuple ordering based on
the sum of term rankings. The task of the ML model is to take features based on the quantified
formula, the variable, the terms, and the context to score the terms, thus changing the term ranking
to deliver better instantiations. In cases where multiple quantifiers have to be instantiated at the
same time, we instantiate with term tuples, which are ordered by the sum of the rankings of the
individual terms.

ground formula additional ground terms
{c ≤ 0 ∨ q, f(d) > f(d + 2)} {c, 0, d, d + 2, f(d), f(d + 2)}
{q ⇒ f(d) < f(d + 1)} {d + 1, f(d + 1)}
{q ⇒ f(d + 1) < f(d + 2)} {d + 2, f(d + 2)}

From transitivity of >, the ground part gives a contradiction for the current context,
forcing q to false and c ≤ 0 to true. Already this small example shows the difficulties we
are facing. For instance, instantiating with the term f(d + 2) results in q ⇒ f(f(d + 2)) <

f(f(d + 2) + 1), which not only is unhelpful but also produces a harder ground instance.
Individual instantiations lead to the addition of new ground terms into a sequence. We

refer to the position of a term in the sequence as its age; in the above example, the term d has
age 0. Terms added by the same instantiation are in the same phase; in the above example,
the terms d + 1, f(d + 1) are added in phase 2.

As an additional filter, cvc5 uses a technique called relevant domain, introduced by Ge
and de Moura [16]. Intuitively, a term becomes relevant for a certain quantified variable
if it appears in the same position as the variable, e.g., if f(x) appears in the quantified
formula and there is a ground term f(t), the sub-term t is relevant for x; this is further
closed by equality. By default, cvc5 first considers only instantiations by terms from the
relevant domain and only after that moves on to the rest. Formulas with multiple quantified
sub-formulas are solved by instantiating the sub-formulas independently but in a fair manner.

3 Learning Ordering of Terms

When using the enumerative instantiation strategy, the SMT solver uses an ordering of the
available terms (by default, this is primarily based on the age of the terms) and enumerates
terms in this order, trying instantiations. As shown in Figure 2, when there are multiple
quantifiers that need to be instantiated with a tuple of terms, the solver uses the sum of the
rankings of the individual terms to determine the ranking of the term tuple [19].
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Cvc5 considers one quantified expression at a time. In this work, we also only consider
the reranking of terms for a single variable at a time.2 Thus, at each decision point of the
quantifier module, we consider the current quantified expression Q, the variable V, the term
T, and the wider context Context, containing all other quantified expressions and the ground
part of the problem. Featurization is then viewed as a function F : (Q, V, T, Context)→ Rn.

The machine learning heuristic’s task is to reorder the term candidate lists for each
quantifier so that more useful instantiations are tried earlier (see Figure 2). For this, we use
a scoring function and rank the candidates according to this score. This scoring function
S : F → [0, 1] takes as its input the features obtained by applying the featurization F to a
tuple (Q, V, T, Context).

The returned score is intended to reflect how likely it is that term T was used to instantiate
variable V in quantified expression Q with the context Context in the final proof. The training
data for the ML model is based on previously found proofs, so that we can extract a label
for each tuple (Q, V, T, Context), based on what decision was made in a known proof of the
problem. This label is 1 if the instantiation that the tuple represents was used in a successful
proof (which we will call a positive example) or 0 otherwise. During solving, the scoring
function S is applied to each candidate term. The terms are then sorted according to their
score by stable sort, i.e., equally scored terms remain in their original order (see Figure 2).

The scoring function S is implemented as an ML-model. Specifically, we experimented
with a logistic regression model and with gradient boosted decision trees (GBDT). In contrast
to popular neural network methods, these methods are sufficiently fast to run at solving
time within the solver loop [40]. In the initial experiments, the boosted trees performed
significantly better than logistic regression, thus we keep it for the rest of our experiments.

GBDT uses an ensemble of decision trees, where decisions of all the individual trees are
aggregated into a more reliable decision. Gradient boosted trees are widely used in machine
learning applications. In particular, this algorithm is one of the most successful approaches in
machine learning competitions [30]. They have also been used for machine learning guidance
in first-order logic [18, 33]. After training, we use this ensemble of decision trees to predict
the label of each candidate term. Ideally, the trees predict 1 if the candidate leads to a proof
and 0 if it does not. In practice, the prediction of the model is a float number between 0 and
1, which can be interpreted as a probability. We used the library LightGBM [21], a fast and
efficient implementation of the GBDT algorithm.

3.1 Featurization
The GBDT algorithm makes decisions based on a representation of the state of the solver,
the relevant quantified expression and the term that is being considered. This representation
of the data is called the featurization of the data. There are several categories of features
with different properties. First, we list them here, afterwards, there are subsections with
the details of the features in that category. Note that we use the single-letter abbreviations
following the categories to denote them in figures in later sections. The designed features
provide a simple characterization of the training examples. However, they are extracted
using existing, efficiently implemented mechanisms of cvc5, which makes the process fast
enough. All these design decisions enable us to perform ML prediction online, during the
proof search. In Section 4.3.3, we show an ablation study, where impacts of each feature
category for the performance of the solver can be observed.

2 The enumeration still creates tuples of terms to instantiate quantified expressions with multiple variables.
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Table 1 Short description of feature categories. The abbreviations are later used to concisely
refer to these feature categories.

Category Name Description Abbreviation

Procedural Features Data from the solver, such as the age of
terms, number of times a term was tried. p

Bag-of-words Features Amounts of nodes of certain type in
quantified expression or term. b

Context Features The parent symbols of variables and the
parents of the head symbols in candidate terms. c

Numeral Features The minimum and maximum number used in
quantified expression or term. n

Parent Features
(Parent Label Propagation)

Terms that are necessary to create the
final proof term are also labeled as
positive examples.

P

3.1.1 Procedural Features

The first category of feature is the set of procedural features, properties of the solving process
that can be quickly calculated within cvc5. Several of these features were explained in
Section 2.1. In this category are the age and phase of the term. In addition to these, the
features varFrequency, tried and depth are used. VarFrequency indicates how many times the
variable (V ) under consideration appears in the quantified expression (Q). The tried feature
indicates how many times this term (T ) was already tried within this quantified expression.
The depth is simply the syntactic depth of the term.

3.1.2 Bag of Words (BOW) Features

The Bag of Words features represent the number of occurrences of symbols in the given
quantified expression and term. In our design, uninterpreted symbols are treated anonymously
and interpreted symbols non-anonymously. This means that any interpreted symbol, such as
+ , will get its own feature whose value is the number of occurrences of the symbol in the
formula. Uninterpreted symbols, i.e., those that were introduced by the user are collapsed
into representative classes. For instance, all function symbols are represented by one class.
The numerals (interpreted constants) are a special case. While these are interpreted, there
are infinitely many of them and they therefore cannot have separate features, and therefore
are also collapsed into a single nodetype in this feature category. However, in the Numeral
Features (Section 3.1.4), we deal with numerals in a more semantic way.

For the calculation of BOW we use the abstract syntax tree (AST) of cvc5. For every
symbol appearing in terms and formulas cvc5 determines its kind. These kinds include, e.g.,
variable, skolem, not, and, plus, forall, and many others. We use these syntactic kinds to
define a bag-of-words-type featurizer BOW(x), where x is a term or a quantified formula, and
the information returned by BOW consists of counts of kinds of symbols appearing in x. For
example, BOW(∀x (2 + x = skl1 + 3)) = {forall : 1, variable: 1, const : 2, skolem : 1, plus : 2}.
Non-occurring kinds are set to 0 in this representation. We remark that cvc5 represents
formulas as directed acyclic graphs, rather than trees, which is also reflected here, i.e., any
repeated sub-formula is counted only once.
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Figure 3 Schematic representation of the context features. The variable context aggregates which
symbols occur as the parent of the variable in the current quantified expression. The term head
symbol context aggregates which symbols occur in the ground term registry as parents of the head
symbol of the candidate term under consideration.

3.1.3 Context Features
The third category of features is the set of context features (see Figure 3). There are two
types of context features used. The first is the variable context, which aggregates information
about which symbols are used as parents of the variable in the current quantified expression.
The second type is the term head symbol context, which contains information about which
symbols are parents of the head symbol of the current candidate term in the ground term
registry of the solver: this gives information about the whole problem, even across quantified
expressions. The feature vectors are sparse, in the sense that most nodetypes will not show
up in every context: most of the possible features will be 0. In the figure we have simplified
mostly to the symbols that do appear, but for the ML predictor many features are 0.

3.1.4 Numeral Features
While in the BOW Features the numerals in the problems are all mapped to one single
nodetype, this is not optimal. Especially because the benchmark problems we test on are
integer arithmetic problems, giving the machine learning component some information about
which numbers are in the formula should be useful. To allow the machine learning system
to do some elementary comparison operations on the terms it needs to decide the score of,
we add 4 additional features, which are the minimum and maximum number in the current
quantified expression (Q) and the current candidate term (T). When there are no nodes of
numeral type in Q or T, we fill in the features with a fixed combination of numbers where
the minimum is higher than the maximum, so that it can be distinguished from the rest of
the cases.

3.1.5 Parent Label Propagation
The last setting in our algorithm concerns the parents of the proof terms. Note that this
is a different kind of setting than the features before. Here we are concerned about which
candidate terms are counted as positive examples (that is to say, for which the score function
should predict 1) and which are negative examples (for which the prediction should be 0).

When the base solver is run and produces a proof, a set of instantiations is obtained that
leads to a contradiction. However, these terms are created by iterations of the enumeration
loop, creating more and more terms from the Herbrand universe. It may be the case that
these final instantiations cannot be created in one iteration. We may need more than 1
instantiation to create the final instantiated term that solves the problem. For example
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∀x 2  * ( x + 1 ) > x2 
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Figure 4 Example instantiation process that shows the difference between a term that constitutes
a proof and the process of getting to the point where it is possible to instantiate that term within
the cvc5 enumeration setup.

in Figure 4, we see that although instantiating with x 7→ 6 will expose the contradiction,
the ground term 6 is not available at the beginning of solving. Instantiating with 0 at the
beginning makes the term 2 available. Instantiating with 2 makes the term 6 available, which
leads to a contradiction. To reflect this, we propagate the positive label of these instantiations
(i.e. 6) to the parent instantiations, i.e., the instantiations that were done to create the final
instantiation candidate terms, 2 and 0 in the example from Figure 4.

4 Experimental Evaluation

The SMT solver we augment with ML-guided enumerative instantiation is cvc5. It implements
multiple techniques for quantifier instantiation (see Section 2). Due to the inherent difficulty
of the overall problem, it is not the case that one technique would be better than another
one. On the contrary, the techniques exhibit a high degree of orthogonality in terms of
the number of solved instances [36, 19]. Therefore, it is meaningful to focus on improving
the techniques independently of one another. In our scenario, we let the solver use the
enumeration technique combined with the relevant domain heuristic (Section 2.1); all the
other techniques are explicitly turned off, which also lets us more clearly isolate the effect of
machine learning guidance.

We refer to cvc5 with this baseline strategy as the base solver. We remark that this setup
alone is already a very strong solver, often outperforming more complex techniques, as shown
in the literature [19]. The objective of the evaluation is to compare the base solver with the
base solver augmented with ML guidance.

A crucial prerequisite to training a strong ML model is to have a sizeable, high-quality
set of training examples. They can be collected by running the solver on available problems
and by recording which instantiations were positive (appeared in a proof) and which were
negative (redundant).

Note that the notion of a positive or negative example is not strict here since a single
problem may have multiple alternative proofs resulting in different sets of positives and
negatives. Moreover, the solver may arrive at a given proof in multiple ways, performing
the same set of useful instantiations but different sets of redundant ones, which results in a
different collections of negative examples.

Based on these observations, it is clear that in order to collect a rich and illustrative set of
training examples, it is beneficial to run the solver on a given set of problems multiple times
in varied ways, which will result in multiple alternative proofs and proof searches. Thus,
we establish the following methodology for collecting the training data. First, an unguided
solver is run on a given set of problems. The data recorded from these proof attempts give
an initial set of training examples, which is used to train an initial ML-model. Then, the
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Algorithm 1 Incremental solving-training feedback-loop ended with solving holdout problems.

Require: target problems: Ptarget, holdout problems: Pholdout, number of iterations: N ,
grid of hyper-parameters: Hgrid

1: M ← {} ▷ empty initial machine-learning model
2: D ← {} ▷ empty initial set of training examples
3: for i← 0 to N − 1 do
4: L← Solve(Ptarget, M) ▷ solve target problems, save proofs and statistics
5: D ← D ∪ ExtractTrainingExamples(L) ▷ update training data
6: H← GridSearch(D, Hgrid) ▷ find a good set of training hyper-parameters
7: M ← TrainModel(D, H) ▷ train a new model on all training examples
8: Solve(Pholdout, M) ▷ solve holdout problems

solver – this time guided by the ML-model – is run again on the problems. This gives new
training examples augmenting the database. Solving and training may be interleaved an
arbitrary number of times. It constitutes a positive feedback loop – in each iteration, the
solver is guided by a new, different, and hopefully stronger ML-model which results in a
growing and varied training set. A similar looping-style approach was already used in the
context of automated theorem proving [33, 41].

In the evaluation, we focus on two separate, but equally important, goals:
1. the cumulative goal: solve automatically as many of the problems as possible over time.

This is done by running the ML-guided solver multiple times over them and improving it
by training the ML model on data collected across the runs. In this setting we gradually
solve more problems, that the base solver could not prove.

2. the single-instance goal : evaluate the ability of the learning model to improve the solver
on unseen problems.

The importance of the single-instance goal is clear – this is how traditionally improvement
in SMT is measured, i.e., how many more problem instances are solved. Here we emphasize
that the cumulative goal is just as important. Indeed, in many cases users wish to solve a
group of formulas and are happy to leave the solver work on them for an extended period
of time. This is particularly true for groups of similar formulas. This might be the case
for example for verification conditions coming from a certain piece of software that is being
verified. In such scenarios, the user is not interested if the SMT solver solves many instances
in a competition but is interested in how many instances are solved from this particular set.

Note that in a traditional setting it is unclear how to improve on the cumulative goal.
In contrast, an ML-guided SMT solver naturally has the opportunity to generalize from
previously solved (easier) problems to the harder ones.

4.1 Experimental Setting

To assess the performance of our method for both these goals, we use the looping-style
approach described above, additionally splitting the initial set of problems into target set
and holdout set. The problems from the targets that are used to gradually collect training
examples for training the ML model to be used in the next iteration. The cumulative
goal is measured by how many more instances are gradually sold from the target set. The
single-instance goal is measured by the base solver with the solver guided by the ML-model
all obtained in the last iteration.
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The looping procedure is presented in Algorithm 1. The function Solve(P, M) runs the
solver over problems in P , using the ML-model M for guidance. When M = {}, in the initial
round 0, Solve(P, M) runs the solver with the standard, age-based ordering of the terms in
place of the ML-guidance. In the experiments, the number of iterations N is set to 20.

The used ML model (LightGBM) has multiple hyper-parameters governing its training,
which potentially significantly influence the predictive performance of the model and therefore
should be tuned [43]. We fix a set of several important parameters and candidate values for
them (Hgrid). These are the following: learning_rate: 0.01, 0.05, 0.1, num_leaves: 16, 64,
256, max_bin: 16, 64, 256.

After each update of the training set in the loop, a grid-search is used (function Grid-
Search) to establish the best hyper-parameters (H) for the next training (according to
the AUC metric [14] on a random subset of validation examples). The number of trees in
LightGBM model is an important parameter, however we do not include this parameter in
the grid search and just fix its value to 100. Increasing the number of trees typically improves
the “offline” ML performance metrics, however, it also slows down producing the predictions,
which in turn may decrease the number of solutions found within a given time limit.

A large majority of the instantiations tried during the proof attempts are redundant,
which results in a significant disproportion between numbers of the positive and the negative
examples being collected. To expose the ML-model more to the positives, we under-sample
the negatives so that its number is kept below 10 × number of positives.

In experiments, the ML-guided solver is compared to the base solver. However, when
considering the cumulative number of problems solved across multiple iterations, one should
investigate whether the extra problems solved are really due to the learned strategy and not
only due to the randomness injected into the process. Thus, to perform an ablation study,
we additionally compare the ML-guided solver with a randomized solver. It is the same
as the base solver with the following exception: it uses the predefined, age-based ordering
additionally swapping each term randomly with a term next to it in the ranking with the
probability 0.1. This parameter is selected heuristically: we want to have a solver which is
similar to the well-performing, base solver, and at the same time is non-deterministic to some
degree. Our initial experiments also indicate that deviating too much from the age-based
ordering is detrimental to the solver: choosing a totally random order leads to a significant
decrease in the number of solved instances (around 30%).

In experiments, we fix a timeout of 60 s per one proof attempt for all the solvers. Note that
the ML-guided solver spends a non-negligible amount of time just on producing predictions
from the ML-model, which means that it will be able to perform fewer steps in its proof
searches than the unguided solver. However, to have a realistic evaluation scenario, we give
the same timeout for each solver, with the outlook that the ML-guided solver will compensate
for the slowdown with its learned strategy.

4.2 Data for Evaluation
For evaluation, we use six benchmarks from SMT-LIB [5]: (1) UFLIA boogie, (2) UFLIA
grasshopper, (3) UFLIA tokeneer, (4) UFNIA sledgehammer, (5) UFNIA Preiner, (6) UFNIA
vcc havoc.

UFNIA and UFLIA refer here to two different SMT logics: non-linear and linear in-
teger arithmetic, respectively, with uninterpreted function symbols. (1) originates from
various problems from formal verification formulated in an intermediate verification language
Boogie [3]. (2) is a benchmark derived from a software verification project concerning
heap-manipulating programs [35]. (3) was derived from a security verification project for
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biometric identification software [24]. (4) originates from Sledgehammer, a component of
the Isabelle/HOL interactive theorem prover that enables applying SMT to discharge goals
arising in interactive proofs [8]. The Sledgehammer problems come from various areas
of mathematics and computer science. (5) was a project on verifying rewriting rules for
bit-vectors irrespective of bit-width [28]. (6) are benchmarks taken from the VCC C program
verifier [10] and HAVOC [42], a heap-aware verifier for C programs.

Some of the problems from these benchmarks may be solved without performing any
instantiations. They are filtered out as not relevant for our evaluation. Then, the sizes of
the benchmarks are: UFLIA boogie: 1005, UFLIA grasshopper: 382, UFLIA tokeneer: 257,
UFNIA sledgehammer: 1329, UFNIA Preiner: 3897, UFNIA vcc havoc: 760. Each of the
benchmarks is randomly split into target and holdout parts (Ptarget, Pholdout) of sizes 75%
and 25%, respectively.

4.3 Results and Discussion
This section presents the results of the evaluation of the ML-guided solver with one initial
solving iteration performed by the unguided, base solver, and 19 training-solving iterations.
Because of the non-deterministic nature of the training procedure, each loop with the
ML-guided and the randomized solvers is run 3 times and the presented results are averaged.

The presentation of the results is divided into three subsections. The first two are
concerned with the cumulative and single-instance goals (see introduction to Section 4). The
last subsection presents an ablation study evaluating the importance of the different groups
of features (see Subsection 3.1).

4.3.1 Cumulative Goal
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Figure 5 Numbers of problems solved (y-axis) in the looping evaluation across twenty iterations
(x-axis) for six benchmarks. Dashed lines refer to numbers of problems solved in a given iteration;
solid lines refer to cumulative number of problems solved in a given iteration and all past iterations.

Figure 5 shows the number of solved instances for the considered families across the
iterations of the loop (see Algorithm 1). All, except for the last two, families demonstrate a
clear advantage of using ML-guidance. When focusing on the cumulative goal (solid lines),
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Table 2 Target problems solved cumulatively across all 20 iterations of the training-solving loop
by the randomized and the ML-guided solvers.

Randomized ML-guided Improvement (%) Number of problems

UFLIA boogie 41.0 157.6 284.4 754
UFLIA grasshopper 159.0 183.3 15.3 287
UFLIA tokeneer 83.0 90.0 8.4 193
UFNIA sledgehammer 243.5 258.0 6.0 997
UFNIA Preiner 1228.3 1245.7 1.4 4776
UFNIA vcc havoc 513.0 515.7 0.5 570

both the ML-guided and the randomized solver exhibit diminishing returns – eventually they
plateau. However, in the case of a randomized solver, a plateau occurs typically far earlier
than in the ML-guided case. This is likely explained by the ability of the ML-guidance to
keep inventing new approaches inspired by newly solved problems. In contrast, randomization
very quickly hits the wall since the original heuristic used by the base solver is already good.
This is further supported by the observation that the learned ML-model solves an increasing
number of the overall instances, whereas the randomized one solves roughly the same number
of problems in every iteration. More detailed numbers can be found in Table 2.

The last two families (UFNIA-Preiner, UFNIA-vcc-havoc) do not show any significant
improvements with ML-guidance. Possibly, this might be that we are simply too close to
the limits of what the solver can do in this configuration and other quantifier instantiation
methods need to be also considered (see discussion on the future work in Section 6). On the
contrary, UFLIA-boogie shows an exceptional improvement with ML-guidance and shows no
improvement by randomization.

4.3.2 Single-Instantiation Goal
Here we compare the base solver with the ML-guided solver using the ML-model obtained in
the last iteration of the evaluation loop. These results are calculated on the holdout set –
meaning, on a set of problems that were not used for training of the ML-model. Two types
of metrics are considered. First, we consider the number of instantiations that the solver
needed to do to solve the given problem – effectively, this is the abstract time, measuring
the quality of the guidance. Second, we consider the actual CPU time needed to solve the
problem. Figure 6 shows the results for these two metrics in two separate scatterplots. More
detailed numbers can be found in Table 3.

Table 3 Holdout problems solved by the base and ML-guided solvers.

Base ML-guided Improvement (%) Number of problems

UFLIA boogie 11 43.0 290.9 251
UFLIA grasshopper 59 66.6 12.9 95
UFLIA tokeneer 25 30.0 20.0 64
UFNIA sledgehammer 63 59.3 -5.8 332
UFNIA Preiner 383 394.3 3.0 1592
UFNIA vcc havoc 175 145.6 -16.8 190
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Figure 6 Comparison of number instantiations (left) and solving times (right) in log scale, where
each point is a testing problem. Points in dark gray stripes were solved by only one of the solvers.

The results for the number of instantiations clearly speak for ML-guidance as vast majority
of the points are below the diagonal. Further, the histograms for the ML-guided solver shows
a more even distribution of values, whereas the base solver is mainly stacked on timeouts. In
the case of time-evaluation, we still see a large portion of the instances under the diagonal
and the histogram is also more tilted towards lower values. However, we also do see some
worsening in terms of time. This is not entirely surprising because ML-guidance comes
at a price because the ML-model needs to be evaluated for each considered term in every
instantiation step. This is also a likely explanation for the worsening in the havoc family.
Nevertheless, given the highly positive results in terms of number of instantiations, better
engineering of the ML guidance has the potential of further improving these results.

4.3.3 Ablation Study
In this subsection we look at the importance of the different types of features that were
used to train the ML-model (see Subsection 3.1). For this we consider the boogie family
where ML-guidance had the most effect and therefore enables us to clearly observe the
effect of the different features. Since it would be impractical to try all combinations of the
features, we use the standard ablation approach, i.e., removing one feature type at a time
and observe the effect of this removal. The results are shown in Figure 7 and Table 4. The
ablation study relates two very clear messages. Firstly, the full set of features outperforms
all the other configurations. Importantly, the full set of features is also the best one on the
unseen problems (holdout set). Secondly, the performance is significantly worse without
the procedural features. This is definitely an interesting observation because the procedural
features depend on the previous decisions of the solver, e.g., the number of times a term
has been used so far. This observation indicates that is important for the ML-guidance to
“understand” its old decisions and therefore serves as a guideline for future research.
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Figure 7 Ablation analysis for different sets of features. The dataset used here is UFLIA boogie,
and the solid lines refer to the cumulative numbers of solved problems. The letters in the names of
runs refer to abbreviations in Table 1.

Table 4 UFLIA boogie problems solved with the ML-guided solver using different sets of features.

Features Solved cumulatively, in target Solved, in holdout

bncP 69.0 13.3
p 126.6 21.0
pP 132.6 27.6
pbnP 134.0 32.0
pbnc 145.3 33.3
pbncP 149.0 36.0

4.3.4 Training and Predicting Time
The time of training a single LightGBM model is negligible in comparison to the solving
time and it is in the order of minutes (it grows as more training examples are collected, but
it was below 10 minutes for all benchmark sets and iterations).

The total time required to run a full loop of 20 training-solving iterations (including the
hyper-parameter tuning) on 1 family depends on the number and complexity of problems in
each set. We ran all the loops parallelizing across 20 cores, and the total time for running
one loop was between 3 and 30 hours. To optimize this, one could apply early stopping when
observing diminishing returns.

5 Related Work

In recent years, machine learning has been widely applied in automated theorem proving.
Both gradient boosted trees and graph neural networks have been applied for premise selection
and guidance of the automated theorem prover E [18, 34] as well as in a reinforcement learning
setting for connection-style provers [20]. ML guidance was also used in the context of SAT
solving [40, 25]. In the context of SMT, ML has been mostly used outside of the solver. ML
advice was used to predict the best SMT solver out of a given portfolio and problem [39, 32].
Similarly, FastSMT uses ML to design strategies for the SMT solver Z3 [1], where the BOW
representation shows to be most successful, strengthening our choice of this representation.
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An unpublished technical report by Ouraou et al. [31] describes an attempt to apply
ML for quantifier instantiation in the SMT solver VeriT [9]. The report concludes that
the attempt was overall unsuccessful. This approach filters out instantiation terms deemed
redundant by the ML model. Further, a different set of features, more expensive, is considered.
In contrast, we apply stable ordering on the existing terms, which enables us to piggyback
on the existing good performance of the solver. Indeed, in our approach, if ML scores some
term candidates equally, they are kept in the same order as in the base solver and candidates
are never removed from the pool. Our choice of features lets us calculate quickly the ML
predictions online without being detrimental to the solving time.

6 Conclusions and Future Work

The paper designs an ML guidance of quantifier instantiation in the context of SMT for
problems with quantifiers. Quantifiers are a particularly interesting target for ML because
they typically cause undecidability and therefore represent an inherent challenge for auto-
mated solvers. In the presented approach, the ML advice influences the solver by ordering
the candidate terms to be considered for quantifier instantiations. The right choice of
instantiations is crucial for solving with quantifiers. Indeed, one particular formula is often
solved by a handful of instantiations in one ordering and it times-out after hundreds of
thousands of instantiations in another. The challenge we are facing here is both conceptual
and technological. At the conceptual level, the right set of features needs to be designed. At
the technological level, we need an integration of ML predication into the solver that does
not hinder the performance of the solver (ML prediction is run on each candidate term).

The experimental evaluation shows that our approach rises to the challenge. When run
on a set of formulas, cumulatively ML-guidance enables solving significantly more problems
than randomizing the solver. Improvements are also seen on a holdouts set (a set on which
the solver was not trained). ML advice enables us to solve more problems and reduce the
number of instantiations needed. The effect is most pronounced in the considered boogie
benchmark, where the final ML-model enables to solve nearly 3 times more testing problems,
and during training it accumulates more than 3 times more solved instances compared to a
randomized solver. We also achieve improved performance on the grasshopper, sledgehammer
and tokeneer benchmarks. In some families, we have seen worsening in the holdout set,
which could partially be explained by the CPU time overhead of running ML prediction.
This indicates that it would pay off to better engineer the predictor so that this overhead is
reduced. In an ablation study on the boogie benchmark, we show that each of our feature
categories contributes to the final results.

This paper shows that ML has the potential of boosting SMT solving and it opens a
number of opportunities for future work. Further ML models may be proposed for specific
logics (our method is generic). Direct interaction between quantifiers could be taken into
account. Rather than predicting an order of terms on a single variable, the ML model could
predict good combinations for tuples of variables. Last but not least, ML advice could be
applied to the other quantifier instantiation methods that are in use in the SMT field.

References
1 Mislav Balunovic, Pavol Bielik, and Martin T. Vechev. Learning to solve SMT formulas. In

Samy Bengio, Hanna M. Wallach, Hugo Larochelle, Kristen Grauman, Nicolò Cesa-Bianchi,
and Roman Garnett, editors, Advances in Neural Information Processing Systems 31: Annual
Conference on Neural Information Processing Systems 2018, NeurIPS 2018, December 3-8,
2018, Montréal, Canada, pages 10338–10349, 2018. URL: https://proceedings.neurips.
cc/paper/2018/hash/68331ff0427b551b68e911eebe35233b-Abstract.html.

SAT 2022

https://proceedings.neurips.cc/paper/2018/hash/68331ff0427b551b68e911eebe35233b-Abstract.html
https://proceedings.neurips.cc/paper/2018/hash/68331ff0427b551b68e911eebe35233b-Abstract.html


7:16 Towards Learning Quantifier Instantiation in SMT

2 Haniel Barbosa, Clark W. Barrett, Martin Brain, Gereon Kremer, Hanna Lachnitt, Makai
Mann, Abdalrhman Mohamed, Mudathir Mohamed, Aina Niemetz, Andres Nötzli, Alex
Ozdemir, Mathias Preiner, Andrew Reynolds, Ying Sheng, Cesare Tinelli, and Yoni Zohar.
cvc5: A versatile and industrial-strength SMT solver. In Dana Fisman and Grigore Rosu,
editors, Tools and Algorithms for the Construction and Analysis of Systems - 28th International
Conference, TACAS 2022, Held as Part of the European Joint Conferences on Theory and
Practice of Software, ETAPS. Springer, 2022. doi:10.1007/978-3-030-99524-9_24.

3 Michael Barnett, Bor-Yuh Evan Chang, Robert DeLine, Bart Jacobs, and K. Rustan M. Leino.
Boogie: A modular reusable verifier for object-oriented programs. In Formal Methods for
Components and Objects, 4th International Symposium, FMCO, volume 4111, pages 364–387.
Springer, 2005. doi:10.1007/11804192_17.

4 Clark W. Barrett, Christopher L. Conway, Morgan Deters, Liana Hadarean, Dejan Jovanović,
Tim King, Andrew Reynolds, and Cesare Tinelli. CVC4. In Computer Aided Verification
– 23rd International Conference, CAV, volume 6806, pages 171–177. Springer, 2011. doi:
10.1007/978-3-642-22110-1_14.

5 Clark W. Barrett, Leonardo Mendonça de Moura, Silvio Ranise, Aaron Stump, and Cesare
Tinelli. The SMT-LIB initiative and the rise of SMT - (HVC 2010 award talk). In Hardware
and Software: Verification and Testing - 6th International Haifa Verification Conference, HVC,
volume 6504, page 3. Springer, 2010. doi:10.1007/978-3-642-19583-9_2.

6 Clark W. Barrett and Cesare Tinelli. Satisfiability modulo theories. In Handbook of Model
Checking, pages 305–343. Springer, 2018. doi:10.1007/978-3-319-10575-8_11.

7 Nikolaj Bjørner and Mikoláš Janota. Playing with quantified satisfaction. In 20th In-
ternational Conferences on Logic for Programming, Artificial Intelligence and Reasoning
– Short Presentations, LPAR, volume 35, pages 15–27. EasyChair, 2015. URL: https:
//easychair.org/publications/paper/jmM, doi:10.29007/vv21.

8 Jasmin Christian Blanchette, Sascha Böhme, and Lawrence C. Paulson. Extending sledge-
hammer with SMT solvers. J. Autom. Reason., 51(1):109–128, 2013. doi:10.1007/
s10817-013-9278-5.

9 Thomas Bouton, Diego Caminha Barbosa De Oliveira, David Déharbe, and Pascal Fontaine.
veriT: An open, trustable and efficient SMT-solver. In Automated Deduction – CADE-22,
22nd International Conference on Automated, volume 5663, pages 151–156. Springer, 2009.
doi:10.1007/978-3-642-02959-2_12.

10 Markus Dahlweid, Michal Moskal, Thomas Santen, Stephan Tobies, and Wolfram Schulte. Vcc:
Contract-based modular verification of concurrent c. In 2009 31st International Conference
on Software Engineering-Companion Volume, pages 429–430. IEEE, 2009.

11 David Detlefs, Greg Nelson, and James B. Saxe. Simplify: A theorem prover for program
checking. J. ACM, 52(3):365–473, 2005. doi:10.1145/1066100.1066102.

12 Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. BERT: Pre-training of
deep bidirectional transformers for language understanding. In Conference of the North Amer-
ican Chapter of the Association for Computational Linguistics: Human Language Technologies,
NAACL-HLT, 2019. doi:10.18653/v1/n19-1423.

13 Azadeh Farzan and Zachary Kincaid. Strategy synthesis for linear arithmetic games. Proc.
ACM Program. Lang., 2(POPL):61:1–61:30, 2018. doi:10.1145/3158149.

14 Tom Fawcett. An introduction to ROC analysis. Pattern Recognit. Lett., 27(8):861–874, 2006.
doi:10.1016/j.patrec.2005.10.010.

15 Michael J. Fischer and Michael O. Rabin. Super-exponential complexity of presburger
arithmetic. In Texts and Monographs in Symbolic Computation, pages 122–135. Springer
Vienna, 1998. doi:10.1007/978-3-7091-9459-1_5.

16 Yeting Ge and Leonardo Mendonça de Moura. Complete instantiation for quantified formulas in
satisfiability modulo theories. In Computer Aided Verification, 21st International Conference,
CAV, pages 306–320, 2009. doi:10.1007/978-3-642-02658-4_25.

https://doi.org/10.1007/978-3-030-99524-9_24
https://doi.org/10.1007/11804192_17
https://doi.org/10.1007/978-3-642-22110-1_14
https://doi.org/10.1007/978-3-642-22110-1_14
https://doi.org/10.1007/978-3-642-19583-9_2
https://doi.org/10.1007/978-3-319-10575-8_11
https://easychair.org/publications/paper/jmM
https://easychair.org/publications/paper/jmM
https://doi.org/10.29007/vv21
https://doi.org/10.1007/s10817-013-9278-5
https://doi.org/10.1007/s10817-013-9278-5
https://doi.org/10.1007/978-3-642-02959-2_12
https://doi.org/10.1145/1066100.1066102
https://doi.org/10.18653/v1/n19-1423
https://doi.org/10.1145/3158149
https://doi.org/10.1016/j.patrec.2005.10.010
https://doi.org/10.1007/978-3-7091-9459-1_5
https://doi.org/10.1007/978-3-642-02658-4_25


M. Janota, J. Piepenbrock, and B. Piotrowski 7:17

17 Jacques Herbrand. Recherches sur la théorie de la démonstration. Doctorat d’état, La Faculté
des Sciences de Paris, 1930.

18 Jan Jakubův, Karel Chvalovský, Miroslav Olšák, Bartosz Piotrowski, Martin Suda, and
Josef Urban. ENIGMA Anonymous: Symbol-independent inference guiding machine (system
description). In Automated Reasoning – 10th International Joint Conference, IJCAR, volume
12167, pages 448–463. Springer, 2020. doi:10.1007/978-3-030-51054-1_29.

19 Mikoláš Janota, Haniel Barbosa, Pascal Fontaine, and Andrew Reynolds. Fair and adventurous
enumeration of quantifier instantiations. In Formal Methods in Computer-Aided Design, 2021.

20 Cezary Kaliszyk, Josef Urban, Henryk Michalewski, and Miroslav Olšák. Rein-
forcement learning of theorem proving. In Advances in Neural Information Pro-
cessing Systems 31: Annual Conference on Neural Information Processing Sys-
tems, NeurIPS, 2018. URL: https://proceedings.neurips.cc/paper/2018/hash/
55acf8539596d25624059980986aaa78-Abstract.html.

21 Guolin Ke, Qi Meng, Thomas Finley, Taifeng Wang, Wei Chen, Weidong Ma, Qiwei Ye, and
Tie-Yan Liu. LightGBM: A highly efficient gradient boosting decision tree. In Advances
in Neural Information Processing Systems 30: Annual Conference on Neural Information
Processing Systems, pages 3146–3154, 2017. URL: https://proceedings.neurips.cc/paper/
2017/hash/6449f44a102fde848669bdd9eb6b76fa-Abstract.html.

22 Alex Krizhevsky, Ilya Sutskever, and Geoffrey E. Hinton. ImageNet classification
with deep convolutional neural networks. In Advances in Neural Information Pro-
cessing Systems 25: 26th Annual Conference on Neural Information Processing Sys-
tems, pages 1106–1114, 2012. URL: https://proceedings.neurips.cc/paper/2012/hash/
c399862d3b9d6b76c8436e924a68c45b-Abstract.html.

23 James Donald Monk. Mathematical logic, volume 37. Springer Science & Business Media,
2012.

24 Yannick Moy and Angela Wallenburg. Tokeneer: Beyond formal program verification. Embedded
Real Time Software and Systems, 24, 2010.

25 Saeed Nejati, Ludovic Le Frioux, and Vijay Ganesh. A machine learning based splitting
heuristic for divide-and-conquer solvers. In Principles and Practice of Constraint Programming
– 26th International Conference, CP, volume 12333, pages 899–916. Springer, 2020. doi:
10.1007/978-3-030-58475-7_52.

26 Aina Niemetz, Mathias Preiner, Andrew Reynolds, Clark W. Barrett, and Cesare Tinelli.
Solving quantified bit-vectors using invertibility conditions. In Computer Aided Verification –
30th International Conference, CAV 2018, Held as Part of the Federated Logic Conference, FloC
2018, volume 10982, pages 236–255. Springer, 2018. doi:10.1007/978-3-319-96142-2_16.

27 Aina Niemetz, Mathias Preiner, Andrew Reynolds, Clark W. Barrett, and Cesare Tinelli.
Syntax-guided quantifier instantiation. In Tools and Algorithms for the Construction and
Analysis of Systems – 27th International Conference, TACAS 2021, Held as Part of the
European Joint Conferences on Theory and Practice of Software, ETAPS, volume 12652, pages
145–163. Springer, 2021. doi:10.1007/978-3-030-72013-1_8.

28 Aina Niemetz, Mathias Preiner, Andrew Reynolds, Yoni Zohar, Clark Barrett, and Cesare
Tinelli. Towards bit-width-independent proofs in SMT solvers. In International Conference
on Automated Deduction, pages 366–384. Springer, 2019.

29 Robert Nieuwenhuis, Albert Oliveras, and Cesare Tinelli. Solving SAT and SAT modulo
theories: From an abstract Davis–Putnam–Logemann–Loveland procedure to DPLL(T ). J.
ACM, 53(6):937–977, 2006. doi:10.1145/1217856.1217859.

30 Eniola Olaleye. How to win any ML contest, 2021. Published as https://medium.com/
machine-learning-insights/how-to-win-any-ml-contest-244a12c62f30.

31 Danieli El Ouraou, Pascal Fontaine, and Cezary Kaliszyk. Machine learning for instance
selection in SMT solving, 2019. URL: https://members.loria.fr/delouraoui/links/
instanceselection_paper.pdf.

SAT 2022

https://doi.org/10.1007/978-3-030-51054-1_29
https://proceedings.neurips.cc/paper/2018/hash/55acf8539596d25624059980986aaa78-Abstract.html
https://proceedings.neurips.cc/paper/2018/hash/55acf8539596d25624059980986aaa78-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/6449f44a102fde848669bdd9eb6b76fa-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/6449f44a102fde848669bdd9eb6b76fa-Abstract.html
https://proceedings.neurips.cc/paper/2012/hash/c399862d3b9d6b76c8436e924a68c45b-Abstract.html
https://proceedings.neurips.cc/paper/2012/hash/c399862d3b9d6b76c8436e924a68c45b-Abstract.html
https://doi.org/10.1007/978-3-030-58475-7_52
https://doi.org/10.1007/978-3-030-58475-7_52
https://doi.org/10.1007/978-3-319-96142-2_16
https://doi.org/10.1007/978-3-030-72013-1_8
https://doi.org/10.1145/1217856.1217859
https://medium.com/machine-learning-insights/how-to-win-any-ml-contest-244a12c62f30
https://medium.com/machine-learning-insights/how-to-win-any-ml-contest-244a12c62f30
https://members.loria.fr/delouraoui/links/instanceselection_paper.pdf
https://members.loria.fr/delouraoui/links/instanceselection_paper.pdf


7:18 Towards Learning Quantifier Instantiation in SMT

32 Nikhil Pimpalkhare, Federico Mora, Elizabeth Polgreen, and Sanjit A. Seshia. Medleysolver:
Online SMT algorithm selection, 2021. doi:10.1007/978-3-030-80223-3_31.

33 Bartosz Piotrowski and Josef Urban. ATPboost: learning premise selection in binary setting
with ATP feedback. In Automated Reasoning – 9th International Joint Conference, IJCAR
2018, Held as Part of the Federated Logic Conference, FloC, volume 10900, pages 566–574.
Springer, 2018. doi:10.1007/978-3-319-94205-6_37.

34 Bartosz Piotrowski and Josef Urban. Stateful premise selection by recurrent neural networks.
In LPAR 2020: 23rd International Conference on Logic for Programming, Artificial Intelligence
and Reasoning, Alicante, Spain, May 22-27, 2020, volume 73, pages 409–422. EasyChair, 2020.
URL: https://easychair.org/publications/paper/g38n, doi:10.29007/j5hd.

35 Ruzica Piskac, Thomas Wies, and Damien Zufferey. GRASShopper. In International Conference
on Tools and Algorithms for the Construction and Analysis of Systems. Springer, 2014.

36 Andrew Reynolds, Haniel Barbosa, and Pascal Fontaine. Revisiting enumerative instantiation.
In Tools and Algorithms for the Construction and Analysis of Systems, volume 10806, pages
112–131, 2018. doi:10.1007/978-3-319-89963-3_7.

37 Andrew Reynolds, Tim King, and Viktor Kuncak. Solving quantified linear arithmetic
by counterexample-guided instantiation. Formal Methods Syst. Des., 51(3):500–532, 2017.
doi:10.1007/s10703-017-0290-y.

38 Andrew Reynolds, Cesare Tinelli, and Leonardo Mendonça de Moura. Finding conflicting
instances of quantified formulas in SMT. In Formal Methods in Computer-Aided Design,
FMCAD, pages 195–202. IEEE, 2014. doi:10.1109/FMCAD.2014.6987613.

39 Joseph Scott, Aina Niemetz, Mathias Preiner, Saeed Nejati, and Vijay Ganesh. MachSMT: A
machine learning-based algorithm selector for SMT solvers. In Tools and Algorithms for the
Construction and Analysis of Systems – 27th International Conference, TACAS 2021, Held as
Part of the European Joint Conferences on Theory and Practice of Software, ETAPS, volume
12652, pages 303–325. Springer, 2021. doi:10.1007/978-3-030-72013-1_16.

40 Daniel Selsam and Nikolaj Bjørner. Guiding high-performance SAT solvers with unsat-core
predictions. In Mikoláš Janota and Inês Lynce, editors, Theory and Applications of Satisfiability
Testing – SAT 2019 – 22nd International Conference, SAT 2019, Lisbon, Portugal, volume
11628, pages 336–353. Springer, 2019. doi:10.1007/978-3-030-24258-9_24.

41 Josef Urban, Geoff Sutcliffe, Petr Pudlák, and Jiří Vyskočil. MaLARea SG1 – machine
learner for automated reasoning with semantic guidance. In Automated Reasoning, 4th
International Joint Conference, IJCAR 2008, volume 5195, pages 441–456. Springer, 2008.
doi:10.1007/978-3-540-71070-7_37.

42 Julien Vanegue and Shuvendu Lahiri. Towards practical reactive security audit us-
ing extended static checkers. In IEEE Symposium on Security and Privacy (Oak-
land’13), May 2013. URL: https://www.microsoft.com/en-us/research/publication/
towards-practical-reactive-security-audit-using-extended-static-checkers/.

43 Soner Yildirim. How to tune the hyperparameters for better performance, 2020. Published as
https://towardsdatascience.com/how-to-tune-the-hyperparameters-for-better-
performance-cfe223d398b3.

https://doi.org/10.1007/978-3-030-80223-3_31
https://doi.org/10.1007/978-3-319-94205-6_37
https://easychair.org/publications/paper/g38n
https://doi.org/10.29007/j5hd
https://doi.org/10.1007/978-3-319-89963-3_7
https://doi.org/10.1007/s10703-017-0290-y
https://doi.org/10.1109/FMCAD.2014.6987613
https://doi.org/10.1007/978-3-030-72013-1_16
https://doi.org/10.1007/978-3-030-24258-9_24
https://doi.org/10.1007/978-3-540-71070-7_37
https://www.microsoft.com/en-us/research/publication/towards-practical-reactive-security-audit-using-extended-static-checkers/
https://www.microsoft.com/en-us/research/publication/towards-practical-reactive-security-audit-using-extended-static-checkers/
https://towardsdatascience.com/how-to-tune-the-hyperparameters-for-better-performance-cfe223d398b3
https://towardsdatascience.com/how-to-tune-the-hyperparameters-for-better-performance-cfe223d398b3


Introducing Intel® SAT Solver
Alexander Nadel ! Ï

Intel Corporation, Haifa, Israel

Abstract
We introduce Intel® SAT Solver (IntelSAT) – a new open-source CDCL SAT solver, written from
scratch. IntelSAT is optimized for applications which generate many mostly satisfiable incremental
SAT queries. We apply the following Incremental Lazy Backtracking (ILB) principle: in-between
incremental queries, backtrack only when necessary and to the highest possible decision level. ILB
is enabled by a novel reimplication procedure, which can reimply an assigned literal at a lower level
without backtracking. Reimplication also helped us to restore the following two properties, lost in
the modern solvers with the introduction of chronological backtracking: no assigned literal can be
implied at a lower level, conflict analysis always starts with a clause falsified at the lowest possible
level. In addition, we apply some new heuristics. Integrating IntelSAT into the MaxSAT solver
TT-Open-WBO-Inc resulted in a significant performance boost on incomplete unweighted MaxSAT
Evaluation benchmarks and improved the state-of-the-art in anytime unweighted MaxSAT solving.
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1 Introduction

The results of recent SAT competitions demonstrate a substantial progress in the performance
of Conflict-Driven-Clause-Learning (CDCL) SAT solvers [15] on non-incremental benchmarks.
However, some of the most widely-used SAT-based algorithms, such as state-of-the-art
MaxSAT [8] and model checking [21, 25] algorithms, need solving a series of related SAT
instances, which require the underlying SAT solver to be incremental [22,49]. Surprisingly, it
was recently shown in [32] that a state-of-the-art SAT solver RLNT exhibits no significant
performance gains over Glucose 3.0 [4], released in 2013, on three prominent incremental SAT
applications (with mostly satisfiable, mostly unsatisfiable and mixed SAT queries), despite
RLNT being substantially more efficient on SAT competition benchmarks.

We introduce Intel® SAT Solver (IntelSAT) – a new open-source CDCL SAT solver,
written from scratch in C++20. Unlike other modern solvers, IntelSAT is optimized for
incremental SAT applications which generate many mostly satisfiable SAT queries. A
prominent example of such an application is anytime unweighted MaxSAT (included, under
the name Satisfiability-based MaxSAT, in the three applications, analyzed in [32]).

MaxSAT [8] is a well-studied and widely-used optimization problem. Given a Boolean
formula F and a linear Pseudo-Boolean function Ψ, a MaxSAT solver returns a model
(solution) to F which minimizes Ψ. In unweighted MaxSAT, Ψ has degree 1. In anytime
MaxSAT, the solver is required to generate a series of solutions improving w.r.t Ψ. Anytime-
ness can be crucial, especially in industrial usage, where an approximate solution can often
do, while reaching a timeout without any solution is not an option [1, 30,34,41–43].

The baseline algorithm for anytime MaxSAT is Linear Search SAT-UNSAT (LSU) [10]. For
unweighted MaxSAT, the leading solvers SATLike-c [17,33] and TT-Open-WBO-Inc [44–46]
combine LSU with Mrs. Beaver [40] and Polosat [43] algorithms. The resulting flow tends to
generate a lot of mostly satisfiable incremental SAT queries sharing many of the assumptions
with few clauses added in-between.
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In addition to [32], there is also the following evidence for the lack of performance progress
in SAT solving for anytime unweighted MaxSAT. The anytime MaxSAT solver SATLike-c [33]
was submitted to the latest MaxSAT Evaluation 2021 (MSE’21) in two versions, the difference
being the SAT solver used for the initial SAT query – the SAT Competition 2020 winner
Kissat [12] or the older Glucose 4.1. The Glucose-based version performed better and won
both relevant (60- and 300-second unweighted incomplete) categories.

We introduce and apply in IntelSAT the following Incremental Lazy Backtracking (ILB)
principle: in-between incremental queries, backtrack only when necessary and to the highest
possible decision level. In contrast, a standard incremental solver processes new input clauses
and solving requests only at decision level 0. ILB is intended to save unnecessary recreation
of the same or similar trail [37, 50,57] under the similar incremental queries.

Consider a situation, when the user provides a new input clause C at level ą 0, where
C contains one satisfied literal l while the rest are falsified, and l is assigned at a decision
level higher than the other literals in C. We call such a clause a missed lower implication.
Intuitively, l should have been implied in C. Handling missed lower implications turned
out to be the main challenge in supporting ILB. We solved it with our novel reimplication
procedure, which fixes missed lower implications iteratively without backtracking.

Independently of ILB, with reimplication, we were able to design Boolean Constraint
Propagation (BCP) so as to ensure the following two properties:
(a) lowest implication: no assigned literal can be implied at a lower decision level (that is,

no missed lower implications exist after BCP), and
(b) lowest conflict: in case of a conflict, a clause falsified at the lowest possible decision level

is returned.
These properties trivially hold without Chronological Backtracking (CB) [50], but were lost
in modern CB-enabled solvers, since those propagate simultaneously at several decision levels.
To support reimplication and our BCP procedure, we modified core BCP invariants and
implemented the trail as a doubly linked list (rather than the standard stack).

Furthermore, we apply new heuristics in different solver components, including: query-
driven tuning (tune various heuristics, based on the SAT query type), subsumption-based
flipped clause filtering (conflict analysis) and incremental score reboot (decision heuristic).

Integrating IntelSAT into the anytime MaxSAT solver TT-Open-WBO-Inc resulted in a
significant performance boost on MaxSAT Evaluation 2020 (MSE’20) and MSE’21 benchmarks
and improved the state-of-the-art in anytime unweighted MaxSAT solving.

We would like to emphasize that IntelSAT’s algorithms are applicable not only in the
context of anytime unweighted MaxSAT. Specifically, both BCP with reimplication and
subsumption-based flipped clause filtering are expected to help generic SAT solving, while
query-driven tuning and incremental score reboot are relevant for generic incremental SAT
solving. We leave integrating our algorithms into other solvers and testing their impact on
additional applications to future work.

The rest of this paper is organized as follows. Sect. 2 presents preliminaries. Sect. 3
introduces core IntelSAT algorithms, focusing on reimplication, BCP and their correctness.
Sect. 4 highlights some of the other algorithms and heuristics. Sect. 5 is about experimental
results. Sect. 6 concludes our work. Appendix A completes the correctness proofs.

2 Preliminaries

A literal l is either a Boolean variable v or its negation ␣v; l is called positive in the former
case and negative in the latter. We denote var(v)=var(␣v)=v. A clause is a disjunction of
literals. The SAT solver maintains each clause C “

“

c1, c2, . . . , c|C|

‰

as an ordered sequence
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of literals (of pairwise different variables). We denote clauses by capital letters and their
literals by the corresponding small letters. For a clause C, we denote C’s sub-sequence
“

ci, ci`1, . . . , c|C|

‰

by Cri...s (where i ě 1 and Cri...s is empty if i ą |C|). When the literal
order is irrelevant, we use curly brackets in the clause definition: C “

␣

c1, c2, . . . , c|C|

(

. A
clause C subsumes the clause D, if @ci P C : ci P D, in which case D is implied by C.

The solver maintains the current assignment σ, which, for every variable v, holds its
current value σpvq P tU,J,Ku. A literal/variable l is assigned iff σpvarplqq ‰ U , otherwise it
is unassigned. Given an assigned variable v, its assigned literal litpvq is v/␣v, if σpvq “ J{K,
respectively. A variable v is satisfied/falsified iff σpvq “ J{K, respectively. A negative literal
␣v is satisfied/falsified iff v is falsified/satisfied, respectively. Assigning a negative literal
␣v the value J{K amounts to assigning K{J to v, respectively. Flipping a literal l, assigned
J{K, means unassigning it and then assigning it K{J, respectively. A literal l is non-falsified,
if σpvarplqq ‰ K. Given a clause C, #J(C)/#K(C)/#U(C)/#NF(C) stand for the number
of C’s literals, which are satisfied/falsified/unassigned/non-falsified, respectively.

▶ Definition 1 (Unit, Unisat, Falsified). A clause C is unit iff #UpCq “ 1 and #KpCq “
|C| ´ 1. C is unisat iff #JpCq “ 1 and #KpCq “ |C| ´ 1. C is falsified iff #KpCq “ |C|.

2.1 Incremental CDCL SAT Solving Review
Since Minisat [22], the two basic API functions of an incremental CDCL SAT solver are
AddClause(Clause C) and Solve(Literals A).

The solver maintains the current decision level (current level) d, initialized to 0. Whenever
a variable v is assigned, it is associated with its decision level (level) dlpvq ď d (where
dlp␣vq ” dlpvq). We assume an order relation between assigned literals and variables,
induced by their levels (e.g., literal l is higher than literal q iff dlplq ą dlpqq).

If |C| ą 1, AddClause(C) adds the given clause C to the set of clauses F and other
data structures. If |C| “ 1, the literal c1 is assigned J at level 0.

Solve(A) returns the satisfiability status (SAT or UNSAT) of the formula F ^A, where
A is a set (conjunction) of the so-called assumptions, which hold only for the current Solve
invocation. Solve carries out backtrack search. Any newly assigned literal l is pushed to:
(a) the trail, which contains all the assigned literals, and
(b) the propagation stack Π, which contains literals to be propagated by Boolean Constraint

Propagation (BCP).

2.1.1 Boolean Constraint Propagation (BCP)
For every literal l P Π, BCP propagates l’s value as follows.

BCP visits any clause which might become unit as the result of l’s assignment. Assume
that a unit clause C is identified; assume WLOG that c1 is the only unassigned literal in
C. Then, BCP assigns c1 :“ J (also pushing c1 to Π), in which case we say that c1 is
implied in the parent clause C. The algorithm sets dlpc1q to maxlpCr2...sq, where maxlpDq is
the maximal level amongst D’s assigned literals or 0 if D is empty. Then, BCP continues
propagating l. BCP might also encounter a falsified clause C, in which event we say that a
conflict at conflict level maxlpCq occurs, and BCP returns C.

Since Chaff [38], to identify unit and falsified clauses efficiently, the algorithm watches
two literals in every clause C, where the watched literals (watches) are the first two literals in
the clause: c1 and c2. For every literal l, the solver maintains its Watch List (WL): WLplq.
Since [19], every WLplq element is a pair xh ‰ l P C, Cy containing a clause C where l is
watched and l’s cached literal h P C : h ‰ l, denoted by hpl, Cq. To propagate ␣l, BCP goes

SAT 2022
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over WLplq. Assume some xh, Cy P WLplq is visited. If h is satisfied, BCP skips the satisfied
clause, thus saving potential cache misses. Otherwise, C is visited and tested for being unit
or falsified. BCP ensures that, by its end, the following WL invariants hold for every C and
i P t1, 2u (if a conflict interrupts BCP, the invariants might be broken for unvisited clauses,
but backtracking following conflict analysis, reviewed in Sect. 2.1.2, restores them):
(a) ci is non-falsified or hpci, Cq is satisfied, or
(b) ci is falsified and dlpciq ě maxlpCr2...sq and @j ą 2 : cj is falsified.

2.1.2 Solve
Solve(A) starts off by running BCP. In case of a conflict, there is a global contradiction,
hence the solver will return UNSAT from that moment on. Otherwise, Solve embarks
on the backtrack search. At each new level d, Solve heuristically chooses an unassigned
decision variable v and assigns it either J or K, where litpvq is called the decision literal at
level d. If unassigned assumptions exist, an unassigned assumption is always chosen as the
next decision literal. This simple strategy ensures that Solve satisfies all the assumptions,
whenever possible. If a falsified assumption is discovered, the solver returns UNSAT.

BCP is invoked after every decision. If there is no conflict, the solver moves on to a
new level d ` 1, otherwise it enters conflict analysis. An iteration of the conflict analysis
loop derives the so-called asserting learnt clause D, where it holds that: D is implied by F ,
D is falsified and dlpd1q “ d ą dlpd2q ě maxlpDr2...sq. The algorithm adds D to F (unless
|D| “ 1) and backtracks to level b, where b P rdlpd2q, dlpd2q ` 1, . . . , d´ 1s (if |D| “ 1, assume
dlpd2q “ 0). If CB is not applied, b always equals dlpd2q.

Backtracking to level e unassigns all the literals assigned at levels ą e and removes them
from the trail. It also updates d to e. In addition, if CB is applied, backtracking reassigns any
out-of-order literals (that is, literals whose level ă e), which are then repropagated by the
next BCP. The WL invariants are maintained under backtracking with no action required.

After backtracking, D becomes unit and d1 is assigned J, followed by BCP. Normally,
conflict analysis loop goes on until BCP does not identify a conflict anymore, in which case
the solver increments d and continues to a new decision. Otherwise, the conflict analysis
loop might derive a global contradiction or conclude that an assumption is flipped, in which
cases the solver returns UNSAT.

After Solve is completed, the solver backtracks to the global decision level 0 and waits
for new clauses and incremental invocations.

3 Core CDCL Algorithms in Intel® SAT Solver

This section introduces our implementation of the core CDCL algorithms. Specifically,
Sects. 3.1 and 3.2 are about Solve and AddClause, respectively. Sect 3.3 makes the case
for reimplication. Sect 3.4 presents our formal framework. Sects. 3.5 and 3.6 introduce our
reimplication and BCP algorithms, respectively. We provide arguments for the correctness
of our algorithms while presenting them, yet complete the proofs in Appendix A.

3.1 Solve
Our implementation of Solve is mostly standard. The differences stem from applying ILB.

First, consider the end of a Solve invocation. If the result is SAT, we do not backtrack.
Assume now that a falsified assumption l is discovered by BCP. We let BCP complete the
propagation. If no conflict follows, we return UNSAT without backtracking. Otherwise, if a
falsified clause C is discovered, we backtrack to level maxlpCq ´ 1 to make sure the trail is
consistent with F and return UNSAT.
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Now consider the beginning of a non-initial Solve(A) invocation. Observe that if one
or more of the first decision literals appear in A, backtracking can be saved. Let k be the
lowest level, whose decision literal does not appear in A. We backtrack to level k ´ 1 instead
of 0. For an example, consider Fig. 1a (ignore Fig. 1’s caption for now, except for the first
sentence after the title). It shows a trace of a satisfiable SAT solver invocation without
conflicts over the formula C “ t␣l1, l2, l3u ^D “ t␣l3, l4u. Assume there are no new input
clauses until the next invocation Solve(tl3, l1u). We backtrack to level 1 (rather than 0),
since the assumption l1 already serves as the first decision literal. The impact of backtracking
to level k´ 1 instead of 0 is similar to that of trail savings [28], except that our scheme works
independently of whether any skipped literals (l1 in our case) were previously assumptions
or just happened to be chosen as first decision literals by the variable decision heuristic.

3.2 AddClause
ILB requires enabling AddClause(C) at an arbitrary level. We still ensure that the WL
invariants hold for C by the end of function as follows.

If #NFpCq ą 1, we safely watch any two non-falsified literals. If C is unit, we watch the
unassigned literal l and a falsified ci : dlpciq ě maxlpCq, and then assign l at maxl(C). If C

is falsified, we backtrack to maxl(C)-1 to unassign one or more of C’s literals and proceed as
above. Let now C be unisat (recall Def. 1), where the satisfied literal is l. We watch l. If
there exists ci ‰ l : dlpciq ě maxlpCq, ci is also watched. The only remaining non-trivial case
led us to introducing reimplication, which we apply to complete AddClause.

3.3 The Case for Reimplication
Def. 2 formalizes the notion of a missed lower implication. Intuitively, if a missed lower
implication clause C exists, its satisfied literal l P C could be implied in C at a level lower
than its current level dlplq.

▶ Definition 2 (Missed Lower Implication). A clause C is a Missed Lower Implication (Lower
Implication) iff C is unisat and, assuming ci is the satisfied literal in C, it holds that:
@j ‰ i : dlpciq ą dlpcjq, where 1 ď i, j ď |C|.

3.3.1 AddClause
Assume AddClause is provided with a missed lower implication C, where, WLOG, the
satisfied literal is c1. To eliminate the lower implication, an ILB-driven solution could
backtrack to dlpc1q ´ 1 to make C unit, assign c1 at maxlpCq and propagate by rerunning
BCP. However, that would unassign intermediate decision levels. Our key observation is
that one can abstain from backtracking and propagating altogether. Instead, we fix C by
reassigning c1 in C at maxlpCr2...sq. Fixing might generate more missed lower implications
and break the WL invariants for some clauses. Our reimplication procedure, introduced in
Sect. 3.5, iteratively fixes the new lower implications and restores the WL invariants.

To handle reimplication (and CB) efficiently, IntelSAT implements the trail as a doubly
linked list (rather than the standard stack) with pointers to the end of each decision level
and to the list’s beginning. This allows us to easily remove literals from anywhere in the
trail and append literals to the end of any level.

Fig. 1 presents an example of handling a lower implication in AddClause.

SAT 2022
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3.3.2 BCP
Our BCP procedure uses reimplication to ensure lowest implication and lowest conflict (recall
Sect 1). Fig. 2 shows how lower implications are handled in a standard solver vs. IntelSAT.

Fig. 2 illustrates that CB might cause the solver learn a weaker clause, subsumed by one
that would be learnt without CB for the same conflict. This is because, with CB, the solver
does not meet the lowest implication property: unlike IntelSAT, it does not decrease the
levels of the assigned literals by reimplying them in lower implications whenever required,
while there are no missed lower implications if CB is not used. For example, in Fig. 2, the
analysis of the second conflict by the CB-enabled solver involves two decision levels instead
of one (since l3 is not reimplied in the lower implication H), which results in learning the
clause L “ tl4,␣l3u instead of M “ tl4u, where M would be learnt by both a standard solver
without CB and IntelSAT with CB (since IntelSAT applies reimplication).

Fig. 2 also illustrates that BCP may discover more than one conflict. Pre-CB solvers
stopped at the first conflict due to lack of a better heuristic [24]. With CB, BCP can identify
several conflicts at different levels, but the current solvers still stop at the first conflict, even if
it is not a lowest one. Note that reassignment and repropagation of out-of-order literals after
backtracking guarantees that lower conflicts are discovered by the conflict analysis loop before
taking any further decisions (and that implications are not missed). However, while working
correctly, current CB-enabled solvers learn unnecessary clauses and lose time due to their
failure to always start conflict analysis with a lowest conflict. Reimplication enables BCP
restoring the lowest conflict property and makes out-of-order literal management obsolete.

l4@2 : D

l3@2 : C

␣l2@2
l1@1

(a) C “ t␣l1, l2, l3u ^D “ t␣l3, l4u.

l4@1 : D

l3@1 : C

␣l2@1 : E

l1@1

(b) C ^D ^ pE “ t␣l2,␣l1u).

Figure 1 Reimplication in AddClause. Fig. 1a shows a solver invocation trace (without any
conflicts), given the clauses C “ t␣l1, l2, l3u ^D “ t␣l3, l4u, where l@x means that l is the decision
literal at level x and l@x : C means that l was implied at level x in the parent clause C. The solver
returns SAT, but, in the ILB-driven IntelSAT, it does not backtrack. Assume it receives a new
input clause E “ t␣l2,␣l1u. E is a lower implication, since it has one satisfied literal ␣l2, while the
rest (␣l1 only here) are falsified at a level lower than dlp␣l2q. In our case, ␣l2 is a decision literal,
which should now be reimplied at level 1. This can be accomplished by either backtracking to level
1, implying ␣l2 in E and propagating or, instead, by applying our novel reimplication procedure. In
our simple case, both alternatives result in the same trace, shown in Fig. 1b.

3.4 Formal Framework
The correctness of CDCL SAT solvers has been proven in several different frameworks [37,
39,51] (e.g., [39] proves it with or without CB). However, all the proofs implicitly assume
that BCP never misses falsified clauses (for correctness) and unit clauses (for performance),
which, after the introduction of cached literals and CB, is no longer self-evident. To argue
that, in IntelSAT, BCP terminates, does not miss falsified and unit clauses and guarantees
lowest implication and lowest conflict, we need to introduce a formal framework.
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(a) Conflict.

␣l4@1 : I

l3@2 : C

l2@2
l1@1

(b) CB.

l2@2
l3@1 : H

␣l4@1 : I

l1@1

(c) IntelSAT.

Figure 2 Reimplication in BCP. A SAT solver is invoked over F , which includes C “ t␣l2, l3u,
D “ t␣l1,␣l4, l5u, E “ t␣l1,␣l4,␣l5u and H “ tl4, l3u. Consider the conflict in Fig. 2a. The
algorithm will learn I “ t␣l1,␣l4u. Hence, ␣l4 will be implied at level 1 after backtracking. Assume
a solver which implements CB [50] is used (we refer to it simply as CB throughout this example).
CB backtracks to level 2 and places ␣l4 after the literals assigned at level 2, as shown in Fig. 2b.
At this point, H becomes a missed lower implication: l3 could have been implied in H at level 1,
instead of its current implication in C at level 2. However, CB continues using C as l3’s parent.
Instead, IntelSAT places ␣l4 at the end of level 1 (using our doubly linked list trail) and runs BCP,
which identifies H as a lower implication and invokes reimplication to create the trace in Fig. 2c.
Assume now that the following two clauses also belong to F : J “ t␣l3, l4, l5u and K “ t␣l3, l4,␣l5u.
There will be a conflict immediately after propagating ␣l4 for both CB and IntelSAT. CB will
learn L “ tl4,␣l3u, while IntelSAT will learn M “ tl4u, which subsumes L. Assume now that, in
addition to J and K, the clauses N “ t␣l2, l4, l6u and P “ t␣l2, l4,␣l6u also belonged to F . In this
case, there would be two potential conflicts after propagating ␣l4. For IntelSAT, the two potential
learnt clauses would be M or Q “ t␣l2, l4u. IntelSAT would choose M , since it occurs at a lower
level. CB would stop at the first (arbitrary) conflict.

We disallow missed lower implications through strengthening the WL invariant for cached
literals as follows: if a falsified watch l has a satisfied cached literal h, then h can no longer be
higher than l. Def. 3 formally defines a ci-stable/stable clause (where we make the following
standard assumption, satisfied by construction: @C P F : C appears once and only once in
WLpc1q and WLpc2q; see Appendix A for further details).

▶ Definition 3 (ci-Stable Clause, Stable Clause). For i P t1, 2u, a clause C is ci-Stable if:
(a) σpciq ‰ K, or
(b) D xh, Cy P WLpciq : σphq “ J and dlphq ď dlpciq.
A clause C is Stable iff @i P t1, 2u : C is ci-Stable.

Our algorithms ensure that, by the end of BCP without a conflict, all the clauses are
stable. However, we need to allow some intermediate exceptions.

A clause ceases to be ci-stable when an unassigned watch ci is assigned K. In this case,
we request ci to register for BCP, that is, ␣ci is to be added to the propagation stack Π.

▶ Definition 4 (ci-BCP-Registered). For i P t1, 2u, a clause C is ci-BCP-Registered if
␣ci P Π.

Intuitively, it is safe for a clause C to become ci-BCP-Registered, since BCP will visit C

while propagating ␣ci and make C ci-stable, if possible, or, otherwise, discover that C is
falsified. Hence, if a clause is either ci-stable or ci-BCP-Registered, we call it ci-BCP-Safe.

▶ Definition 5 (ci-BCP-Safe, BCP-Safe). For i P t1, 2u, a clause C is ci-BCP-Safe if C

is either ci-stable or ci-BCP-Registered. A clause C is BCP-Safe if @i P t1, 2u : C is
ci-BCP-Safe.
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A lower implication C is not ci-stable for the falsified watch ci. We store lower implications
in a dedicated stack ΛR, so that reimplication could fix them one by one (where some clauses
in ΛR could already be inadvertently fixed). Def. 6 lists the five conditions under which a
clause is considered to be registered for reimplication.

▶ Definition 6 (Reimplication-Registered). A clause C is Reimplication-Registered if:
(a) C P ΛR, and
(b) C is unisat, and
(c) σpc1q “ J, and
(d) hpc2, Cq “ c1, and
(e) dlpc2q ě maxlpCr3...sq.

The conditions in Def. 6 are intended to ensure that a reimplication-registered clause is
either already BCP-Safe or is a fixable lower implication; see Cor. 7.

▶ Corollary 7 (Fixing). A reimplication-registered clause C is either:
(a) BCP-Safe, or
(b) a lower implication, in which case C can be fixed to become BCP-Safe by applying

Reassign(c1, C, dlpc2q); see Alg. 1, line 4, where fixing lowers (the level of) c1.

Finally, we store any falsified clauses in a stack ΛF to ensure they are not missed by BCP.
Def. 8 defines clauses registered for falsification.

▶ Definition 8 (Falsification-Registered). A clause C is Falsification-Registered if C P ΛF and
C is falsified.

3.5 Reimplication
Reimply, shown in Alg. 1, line 14, eliminates any lower implications and guarantees that
all the non-falsification-registered clauses are BCP-Safe. It removes one clause R P ΛR at a
time in a while-loop until ΛR becomes empty. Each while-loop iteration fixes R, if required,
which makes R BCP-Safe, but might render other clauses in WLp␣r1q BCP-Unsafe. Hence,
the algorithm goes over WLp␣r1q and ensures every clause is either reimplication-registered
(to be handled later by our loop), falsification-registered or BCP-Safe.

Notably, Reimply never modifies the assignment σ, but only the levels and the parents
of assigned literals. In addition, Reimply might decrease the levels of assigned literals, but it
never increases them. Finally, during Reimply, some levels might “collapse” and disappear
(if their decision literal is reimplied at a lower level).

Lemma 9 is pivotal for arguing about Reimply’s correctness; see Appendix A.1 for further
details. We show that Lemma 9 holds while presenting Reimply below.

▶ Lemma 9 (Reimply Loop Invariants). The following are two loop invariants for the
while-loop in Alg. 1, line 15:
1. Every clause C P F zΛR is either BCP-Safe or falsification-registered.
2. Every clause C P ΛR is reimplication-registered.

We assume the invariants hold at the beginning of a while-loop iteration and show that
they also hold at its end. Each iteration removes one clause R from ΛR. By Cor. 7 and our loop
invariant, R is either BCP-Safe or a fixable lower implication. Line 17 skips R, if it is BCP-
Safe (optionally, one could also skip R, if r1 “ q1 for Q P ΛR : maxlpQr2...sq ď maxlpRr2...sq).
Otherwise, line 18 fixes R (recall Cor. 7).
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Algorithm 1 Reimply and Other Functions.
1: function Assign(Literal l, Parent clause P, Decision level dl)
2: if l “ ␣varplq then σpvarplqq :“ K else σpvarplqq :“ J
3: Π.push_back(l);dlplq :“ dl; Parentpvarplqq :“ P
4: function Reassign(Literal l, Parent clause P, Level dl)
5: dlpvarplqq :“ dl; Parentpvarplqq :“ P
6: function Swap(Clause C, c1ďiď|C|, c1ďjď|C|) tt :“ ci; ci :“ cj ; cj :“ tu

7: function UpdateWatched(C, o P tc1, c2u, n P C)
8: Swap(C, o, n) Ź if n P tc1, c2u, the two lines below update hpn, Cq to the other watch
9: if n R tc1, c2u then WLpoq :“ WLpoqz x_, Cy else WLpnq :“ WLpnqz x_, Cy

10: WLpnq “ WLpnq Y
␣@

ciPt1,2u : ci ‰ n, C
D(

11: function Backtrack(b)
12: while dlplq ą b for the last literal in the trail l do σpvarplqq :“ U

13: d :“ b

14: function Reimply
15: while ΛR is not empty do
16: Clause R :“ ΛR.back(); ΛR.pop()
17: if R is BCP-Safe then continue Ź Otherwise, R is a lower implication
18: Reassign(r1, R, dlpr2q) Ź Fixing R to make it BCP-Safe
19: if ␣r1 P Π then continue
20: for xh, Cy P WLp␣r1q do Ź By the end of the iteration, C will either be BCP-Safe or

reimplication-registered or falsification-registered
21: if C P ΛR or C P ΛF then continue
22: if h is satisfied at dlphq ď dlpr1q then continue Ź No clause visit!
23: if c1 ‰ h then UpdateWatched(C, c1, h)
24: if Di ą 2 : σpciq ‰ K then x :“ i else x :“ a : @j ą 1 : dlpcaq ě dlpcjq

25: UpdateWatched(C, c2, cx) Ź Assigns hpc2, Cq :“ h, even if c2 ” cx

26: if C is a lower implication then ΛR.push_back(C)

Reassigning r1 to fix R might render a BCP-Safe clause C BCP-unsafe, but only if the
falsified literal ␣r1 is watched by C (it can be easily verified that lowering an unwatched or
satisfied literal has no such impact). Hence, we visit every pair xh, Cy P WLp␣r1q and make
sure C is BCP-Safe, reimplication-registered or falsification-registered.

Line 19 skips visiting ␣r1’s WL if ␣r1 P Π, since, by Def. 4, all the clauses in WLp␣r1q

are ␣r1-BCP-Registered, hence they are still BCP-Safe after the reassignment. Intuitively,
they can be skipped, since BCP will visit them anyway.

Otherwise, we go over every pair xh, Cy P WLp␣r1q. If C is already in ΛR, it is skipped at
line 21, since it will be visited later by our loop. Line 21 also skips any falsification-registered
clauses (those will be handled by BCP). Otherwise, if the cached literal h is already satisfied
not higher than r1, C can be skipped, since it remains BCP-Safe (line 22). Note that clause
visit is not required in these cases.

In the remaining case, we visit C. Lines 23–25 fix C’s watches to enable rendering C

either BCP-Safe or reimplication-registered. Specifically, line 23 ensures the first watch c1
has the satisfied literal h. Line 24 sets x to the current index of the second watch-to-be: a
non-falsified literal, if one exists, or, otherwise, a highest falsified literal. Line 25 updates the
second watch.

Finally, line 26 pushes C to ΛR, if C is a lower implication. By construction, C becomes
either BCP-Safe or reimplication-registered.
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3.6 Boolean Constraint Propagation (BCP)

We introduce our BCP algorithm starting with falsified clause processing. Consider Def.10,
which categorizes falsification-registered clauses. Note that fake clauses have only one highest
literal l. When such clauses are encountered by a standard CB-enabled solver, it backtracks,
flips l and reruns BCP, as elaborated in [37,50].

▶ Definition 10 (Contradicting, Backtrack-Contradicting, Fake). A falsification-registered
clause C is Backtrack-Contradicting if at least two literals in C are assigned at level maxlpCq.
A backtrack-contradicting clause C is Contradicting if maxlpCq “ d (recall that d is the
current decision level). A falsified clause C is Fake if it is not backtrack-contradicting.

Our BCP algorithm guarantees that all the falsified clauses (if any) are contradicting after
BCP (thus, it does not miss falsified clauses and ensures lowest conflict). To that end, BCP
registers all the falsified clauses for falsification by pushing them to ΛF , where, normally, all
the falsification-registered clauses are contradicting. They might cease being contradicting
on two occasions:
(a) if ΛF is non-empty and Reimply is invoked, since Reimply might lower the literals in

falsification-registered clauses, or
(b) after a new non-contradicting falsified clause is discovered and added to ΛF .
In both these cases, we invoke the function F2C.

3.6.1 F2C

F2C, shown in Alg.2, line 1 makes every falsification-registered clause either BCP-Safe or
contradicting.

Line 2 returns, if all the falsification-registered clauses are already contradicting or no
falsification-registered clauses exist. Lines 3–5 watch two highest literals in every falsification-
registered clause to facilitate rendering them BCP-Safe following backtracking.

Assume there are no fake clauses. Line 7 backtracks to the lowest possible level, such
that at least one backtrack-contradicting clause still exists. Observe that this operation
renders every backtrack-contradicting clause either BCP-Safe (by unassigning both watches)
or contradicting. Hence, we can now remove any BCP-Safe clauses from ΛF and return
(line 9).

From now on, assume there is at least one fake clause. If any backtrack-contradicting
clauses exist, line 7 still backtracks rendering every backtrack-contradicting clause either
BCP-Safe or contradicting. After the backtracking, a fake clause may still be falsified;
otherwise, it may have become unit or BCP-Safe.

Assume any falsified fake clauses remain. Line 11 turns at least one of them unit and the
rest either unit or BCP-Safe by backtracking to the highest possible level ensuring no falsified
clauses in ΛF . Backtracking also renders any contradicting clauses BCP-Safe. Line 12 flips
the now unassigned literal in every unit clause in ΛF . At this point, all the clauses in F ,
including those in ΛF , become BCP-Safe. Hence, line 13 empties ΛF , and F2C returns.

If no falsified fake clauses remain after backtracking at line 7, backtracking at line 11
is skipped. Hence, at least one contradicting clause remains. We still need to flip the now
unassigned literal in any fake-turned-unit clauses in ΛF at line 12, which also renders these
clauses BCP-Safe. Therefore, F2C returns with only contradicting clauses in ΛF , the rest
having been turned BCP-Safe.
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Algorithm 2 Boolean Constraint Propagation (BCP).
1: function F2C
2: if all the falsification-registered clauses are contradicting or ΛF is empty then return

3: for C P ΛF do
4: UpdateWatched(C, c1, ci P C : dlpciq “ maxlpCq)
5: UpdateWatched(C, c2, ci P Cr2...s : dlpciq “ maxlpCr2...sq)
6: if DC P ΛF : C is backtrack-contradicting then
7: Backtrack(lowest possible level, such that DC P ΛF : C is backtrack-

contradicting)
8: if there were no fake clauses in the beginning then
9: Remove any BCP-Safe clauses from ΛF and return

10: if DC P ΛF : C is falsified then
11: Backtrack(highest possible level, such that EC P ΛF : C is falsified)
12: for C P ΛF : C is unit do Assign(c1, C, dlpc2q)
13: Remove any BCP-Safe clauses from ΛF

14: function BCP
15: Reimply()
16: while Π is not empty do
17: l :“ Π.back(); Π.pop()
18: if ␣l is non-falsified then continue
19: for xh, Cy P WLp␣lq do
20: if c2 ‰ ␣l then Swap(C, c1, c2) Ź Ensure c2 ” ␣l for simplicity
21: if h is satisfied at dlphq ď dlplq then continue
22: if #NFpCr3...sq ą 0 then Ź A non-falsified unwatched literal exists
23: Let ci P Cr3...s be a non-falsified literal in Cr3...s

24: UpdateWatched(C, c2, ci)
25: else Ź Now all the literals in Cr2...s are falsified
26: if c1 is falsified then Ź C is falsified
27: ΛF .push_back(C)
28: if C is not contradicting then
29: F2C()
30: Π.push_back(l)
31: break
32: else Ź C is unit or unisat
33: UpdateWatched(C, c2, ci P Cr2...s : dlpciq “ maxlpCr2...sq)
34: if c1 is unassigned then Ź C is unit
35: Assign(c1, C, dlpc2q) Ź Implication
36: else if dlpc1q ą dlpc2q then Ź Reimplication
37: ΛR.push_back(C)
38: Π.push_back(l)
39: Reimply()
40: F2C()
41: break
42: if ΛF is empty return J else return any C P ΛF
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3.6.2 BCP
BCP (Alg. 2, line 14) starts by invoking Reimply to fix any reimplication-registered clauses.
The main while-loop (line 16) propagates literals in Π. An iteration starts with fetching the
currently propagated literal l and skipping it if ␣l is non-falsified, followed by a for-loop
(line 19), which goes over WLp␣lq to propagate l.

Assume WLOG c2 ” ␣l (guaranteed by line 20). Every for-loop iteration ensures that,
by its end, the currently visited clause C will either be c2-stable or contradicting.

If the cached literal is satisfied not higher than l, the clause is skipped being c2-stable
(line 21). Lines 22–24 handle the easy case, when there is a non-falsified unwatched literal.
Otherwise, all the literals, but possibly c1, are falsified.

If c1 is falsified (line 26), C is falsified. We register C for falsification and, if C is not
already contradicting, invoke F2C to render C BCP-Safe (if C is fake) or contradicting (if C

is backtrack-contradicting). F2C might modify WLp␣lq, hence it is safer to repropagate l

later. Thus, we re-register l for BCP and break the loop.
The only remaining case is when C is either unit or unisat (line 32). Line 33 updates

c2 to the highest literal in Cr2...s and assigns hpc2, Cq :“ c1. If C is unit, we imply c1 in C

rendering C c2-stable. Otherwise, C is unisat. If dlpc1q ď dlpc2q, C is already c2-stable, in
which case we are done. Otherwise, C is a lower implication. We register C for reimplication
(line 37) and invoke Reimply to fix it, but not before re-registering l for BCP (line 38) to
guarantee correctness, since, otherwise, the yet unvisited clauses in WLp␣lq would not be
BCP-Safe. Finally, we invoke F2C and break the loop, since l will be repropagated later.

BCP returns either J (no conflict) or an arbitrary contradicting clause. Appendix A.3
argues for the correctness of BCP.

4 IntelSAT’s Algorithms and Heuristics

First, we mention some of the algorithms we are not using: we do not differentiate between
satisfiable and unsatisfiable stages [52], since we expect most of the queries to be satisfiable;
inprocessing [16] and vivification [35] are too heavy; rephasing [13,18] would be overridden by
anytime MaxSAT’s TORC polarity selection heuristic [41,44]; trail saving [29] and all-UIP
recording [23] had been implemented, but did not improve the performance in our setting.

Next, we describe some of IntelSAT’s algorithms and heuristics, including the novel
query-driven tuning, subsumption-based flipped clause filtering and incremental score reboot.

4.1 Query-driven Tuning
Modern SAT solvers often switch between different heuristics within the same solver
component, where the criterion for switching is carefully chosen, based on empirical data.
For example, [31] compares various criteria for switching between decision heuristics in a
MapleCOMSPS [36]-grounded SAT solver, driven by run-time, conflict count and propagation
count and converges to a deterministic conflict count-driven criterion. Another example is a
restart count-driven criterion regulating the all-UIP conflict clause recording algorithm [23].

We found that tuning various heuristics per SAT query type (that is, Solve query
type) is often beneficial in our setting. One can distinguish between three types of SAT
queries in SAT-based anytime unweighted MaxSAT algorithms: initial, short-incremental –
an incremental query with the conflict threshold of 1000 (used by Mrs. Beaver and Polosat),
and normal-incremental (used by LSU). Below, we provide several examples of choosing the
heuristic, based on the current SAT query type. Sect. 5 demonstrates the positive impact of
query-driven tuning on the performance of IntelSAT within the backtracking heuristic.
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4.2 Conflict Analysis
We always record the standard asserting 1UIP clause [38,55], enhanced by minimization [9,56]
and binary resolution [2, 4]. We also apply on-the-fly subsumption [26,27] during the 1UIP
clause generation.

In addition, we apply an enhanced version of flipped recording [20,39,53]. Specifically,
we sometimes record the Latest-Flipped-1UIP (LF1) clause–the 1UIP clause w.r.t a fake
decision level, created by marking the latest literal flipped by conflict analysis as a decision.
Our algorithm is outlined below.

If a flipped literal exists, we generate (but not yet record) an LF1 clause L. Then, we
apply our subsumption-based flipped clause filtering–a seemingly minor but nevertheless
a performance-crucial improvement: we abandon LF1 recording, if L is subsumed by the
standard 1UIP clause (note that the standard 1UIP variable might belong to L). Otherwise,
L is recorded after it is enhanced by minimization and binary resolution.

4.3 Decision Heuristic
We apply the Exponential Variable State Independent Decaying Sum (EVSIDS) variable
decision heuristic [4, 11, 22] (see [14] for EVSIDS review). Recall that whenever a variable is
visited during conflict analysis, EVSIDS adds the value p1{fqi to its score, where f is the
so-called variable activity decay factor and i is the current conflict number. We increase f

by 0.01 every 5000th conflict starting at 0.95 until it reaches 0.99.
Furthermore, we apply the following new incremental score reboot heuristic: we re-

initialize f to 0.95 before every normal-incremental query (observe the query driven-tuning).
Our heuristic causes the scores to increase by a larger factor at the beginning of such queries,
which, intuitively, simulates a score reboot.

4.4 Backtracking and Restarting
Let score-based backtracking be the backtracking heuristic, which backtracks to the level
containing the variable with the highest EVSIDS score [37]. We apply score-based back-
tracking, if the gap between the current level d and the would-be Non-Chronological
Backtracking (NCB) level e is higher than T , where T “ 0 for normal-incremental queries and
T “ 100 for the two other query types (observe the query driven-tuning again). Otherwise,
we apply NCB. In addition, if the resulting backtrack level is lower than that of the highest
assumption la, we always backtrack to dlplaq instead.

We use local restarts [54] on top of a simple arithmetic restart strategy (with the conflict
threshold of 1000).

4.5 Clause Deletion
Since COMiniSatPS [52], most solvers divide the learnt clauses into 3 tiers–Core, Tier2 and
Local–based on their LBD score [3]. Clauses are considered for deletion only from Local,
where the clauses are sorted by activity: the lower the clause is, the more likely it is to be
deleted. Clauses are moved between the tiers, based on their activity; see [31] for details.

For simplicity, we maintain the learnt clauses in a single tier. We simulate a tiered
strategy by changing the sorting criterion as follows.
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Let l(C) be the LBD score of clause C and a(C) be C’s activity score. Then C ą D iff:
(a) lpCq ă 16 and lpDq ě 16, or
(b) lpCq ě 16 and lpDq ě 16 and apCq ě apDq, or
(c) lpCq ă 16 and lpDq ă 16 and (lpCq{11 ă lpDq{11 or (lpCq{11 “ lpDq{11 and apCq ě

apDq)), where division is truncated.

Additionally, clauses with the LBD score of 2 or lower are never deleted.

5 Experimental Results

IntelSAT is available on github under the open-source MIT license [48]. We have integrated
IntelSAT into TT-Open-WBO-Inc-21 [46]–the runner-up in both the relevant (60- and 300-
second unweighted incomplete) categories at MSE’21 [7] (downloadable at [47]).

We used two benchmark sets from the incomplete unweighted categories of MSE’20 [6]
and MSE’21, respectively. Similarly to MSE’21, we compared solvers by their average score,
where, given the linear Pseudo-Boolean function to minimize Ψ and the model µ, the score
per instance is: (1 + the best known result) / (1 + Ψpµq). Note that the higher the score is,
the better. We took the best known results for the MSE’20 and MSE’21 sets from [5] and [7]
(in the detailed per-benchmark results), respectively.

We ran the solvers for 300 seconds and measured the average score at the following
intervals (to simulate different timeouts): 60, 120, 180, 240 and 300 seconds. For all the
experiments we used machines with 32Gb of memory running Intel® Xeon® processors of
3Ghz CPU frequency.

The first goal of our experiments was to analyze the impact of IntelSAT on the
performance of TT-Open-WBO-Inc-21 and compare the resulting MaxSAT solver to other
leading unweighted anytime MaxSAT solvers. To that end, we launched the following solvers:
(a) the default TT-Open-WBO-Inc-21 with Glucose 4.1 (TT21G),
(b) TT-Open-WBO-Inc-21 with IntelSAT (TT21I),
(c) SATLike-c (SL21): the winner of MSE’21,
(d) SATLike-c-20 (SL20): the winner of MSE’20.

Our second goal was to study the impact of a number of heuristics on TT21I by disabling
each and running the resulting TT21I version, including:
(a) NoILB: disable ILB by backtracking to 0 before Solve and AddClause,
(b) NoFLP: disable flipped recording,
(c) NoFLPFilt: disable subsumption-based flipped clause filtering,
(d) NoInSR: disable incremental score reboot,
(e) BtT0 and BtT100: apply backtracking with T “ 0 and T “ 100, respectively, for all the

queries (to study the impact of query-driven tuning; recall that the default version uses
different T ’s for normal-incremental queries vs. the other two query types).

The results are summarized in Table 1. Our main conclusions are as follows:
1. TT21I outperforms TT21G and both the MSE’20 and MSE’21 winners SL20 and SL21,

respectively, on the MSE’20 set for every timeout and on the MSE’21 set starting with
the 180 second timeout.
To understand the results, recall that all the solvers we have used apply the following
high-level flow:
(a) Run SAT to the get the initial model µ.
(b) Invoke SATLike–a Stochastic Local Search (SLS) algorithm [17]–to improve µ (where

SL20, TT21G and TT21I use an identical version of SATLike, while SL21 has some
undocumented novelties).

(c) Switch to the main SAT-based flow to improve µ further.
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Table 1 Experimental Results Summary.

Solver MSE’20 MSE’21
300 240 180 120 60 300 240 180 120 60

TT21I .953 .944 .933 .914 .880 .941 .933 .901 .874 .837
TT21G .933 .923 .911 .899 .874 .912 .901 .888 .872 .837
SL21 .918 .913 .900 .887 .866 .913 .910 .897 .874 .843
SL20 .908 .900 .890 .877 .849 .908 .892 .884 .863 .815
NoILB .931 .925 .916 .902 .870 .922 .911 .886 .865 .839
NoFLP .950 .938 .924 .901 .868 .915 .903 .882 .862 .826
NoFLPFilt .931 .925 .918 .899 .869 .915 .902 .882 .857 .818
NoInSR .941 .935 .925 .909 .871 .926 .917 .893 .875 .833
BtT0 .935 .921 .915 .901 .864 .921 .901 .885 .867 .821
BtT100 .943 .936 .928 .913 .874 .924 .910 .888 .867 .836

For the smaller timeouts, the relatively mild impact of IntelSAT on MSE’20 set and the
lack of impact on MSE’21 set is observed because, initially, the performance and quality
are dominated by SLS, where the arbitrary quality of the initial SAT model is also a
factor. As the time goes by, the SAT solver performance is becoming the dominant factor,
hence our results are an evidence that IntelSAT improves the state-of-the-art in SAT for
unweighted anytime MaxSAT.

2. ILB is essential, though, surprisingly, NoILB slightly outperforms the default TT21I for
the 60-second timeout on the MSE’21 set.

3. Flipped recording is helpful across the board, where the contribution of subsumption-based
flipped clause filtering is crucial.

4. Incremental score reboot is useful everywhere, with one surprising exception of the
120-second timeout on the MSE’21 set.

5. The results of BtT0 and BtT100 demonstrate the critical contribution of query-driven
tuning to the performance of our backtracking heuristic and TT21I.

6 Conclusion

We introduced Intel® SAT Solver (IntelSAT) – a new open-source SAT solver, written
from scratch, optimized for applications generating many mostly satisfiable incremental SAT
queries, such as anytime unweighted MaxSAT.

IntelSAT applies Incremental Lazy Backtracking (ILB), based on a novel reimplication
procedure, which can reimply an assigned literal at a lower level without backtracking.

With reimplication, we were able to restore the following two properties, lost in modern
solvers with the introduction of chronological backtracking:
(a) lowest implication: no assigned literal can be implied at a lower level (that is, no missed

lower implications exist after BCP), and
(b) lowest conflict: in case of a conflict, a clause falsified at the lowest possible level is

returned.

In addition, we applied and empirically verified the usefulness of new heuristics, including
query-driven tuning, subsumption-based flipped clause filtering and incremental score reboot.

Integrating IntelSAT into the MaxSAT solver TT-Open-WBO-Inc resulted in boosting
TT-Open-WBO-Inc’s performance on incomplete unweighted MaxSAT Evaluation benchmarks
and improving the state-of-the-art in anytime unweighted MaxSAT solving.

SAT 2022
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A Correctness Proofs

Lemma 11 captures the following assumption we have been and continue to use implicitly:
every clause C P F appears once and only once in the WL of each of its watched literals
c1 and c2, and there is nothing else is the WL’s (assuming that clauses of size ă 2 are not
added to F ).

▶ Lemma 11 (WL Correctness). If L is the set of all the literals, then:
(a) @C P F : @i P t1, 2u : D xh ‰ ci P C, Cy P WLpciq, and
(b)

ř

lPL |WLplq| “ 2ˆ |F |.

Proof. By construction. ◀

Lemma 12 states that the set of ci-stable clauses is closed under our straightforward
backtracking implementation Backtrack (Alg. 1, line 11).

▶ Lemma 12 (ci-Stable Set Closure under Backtrack). For i P t1, 2u, a ci-stable clause C

remains ci-stable after Backtrack.

Proof. The only non-trivial case is when the watch ci (WLOG, let it be c1) is falsified, in
which case the cached literal hpc1, Cq must be satisfied not higher than c1. Since Backtrack
unassigns literals in decreasing order, it is guaranteed that it either unassigns c1 or, otherwise,
hpc1, Cq remains satisfied at dlpc1q. ◀

A.1 Reimply
Lemmas 13 and 14 argue for termination and soundness of Reimply.

▶ Lemma 13 (Reimply Termination). If every C P ΛR is reimplication-registered, Reimply
terminates and empties ΛR.

Proof. Consider one iteration of the loop in Alg. 1, line 15. If it is discontinued at line 17, the
iteration reduces the size of ΛR. Otherwise, R is not BCP-Safe and, by Cor. 7, Reassign()
at line 18 lowers r1. The size of ΛR and the level of every literal are lower bounded by 0,
where literal levels are never increased. Hence, eventually, ΛR will be emptied and Reimply
will terminate. ◀

▶ Lemma 14 (Reimply Soundness). If every clause C P F is either BCP-Safe or falsification-
registered or reimplication-registered and every C P ΛR is reimplication-registered at the
beginning of Reimply, then every clause C P F will be BCP-Safe or falsification-registered
after Reimply.

Proof. Implied by Lemma 9 (recall Sect. 3.5), since:
1. Our condition ensures that Lemma 9’s loop invariants hold at the beginning of the first

while-loop iteration, and
2. By Lemma 13, ΛR is emptied, hence all the clauses, except for any falsification-registered

clauses, must become BCP-Safe. ◀

A.2 F2C
We start off with Cor. 15, which follows from Lemma 12 and the fact that Backtrack does
not change the status of ci-BCP-Registered clauses.
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▶ Corollary 15 (BCP-Safe Closure under Backtrack). Any BCP-Safe clause remains
BCP-Safe after Backtrack.

Lemma 16 argues about the soundness of F2C, while the remaining lemmas will be useful
for proving BCP correctness.

▶ Lemma 16 (F2C Soundness). Every BCP-Safe clause remains BCP-Safe after F2C. Every
falsification-registered clause becomes either BCP-Safe or contradicting.

Proof. Any BCP-Safe clauses will remain BCP-Safe, since F2C does not modify such clauses
explicitly, while backtracking is safe by Cor. 15. As we have demonstrated while presenting
F2C, F2C renders any falsification-registered clauses removed from ΛF BCP-Safe, while the
remaining falsification-registered clauses are contradicting. ◀

▶ Lemma 17 (Backtracking in F2C). If there is at least one non-contradicting falsification-
registered clause at the beginning of F2C, then F2C decreases the current decision level d.

Proof. Line 2 is skipped, since there is at least one non-contradicting falsification-registered
clause. If some of the falsification-registered clauses are non-fake, backtracking at line 7
decreases d. Otherwise, backtracking at line 11 decreases d. ◀

▶ Lemma 18 (F2C Properties). If ΛF is non-empty at the beginning of an F2C invocation,
then, by the end of F2C, it is either that:
1. There exists at least one contradicting clause, or
2. There exists a lowered flipped literal l, that is, an assigned literal l which was assigned
␣σplq at a higher level at the beginning of F2C.

Proof. Assume ΛF is non-empty at the beginning of an F2C invocation.
If all the falsification-registered clauses are contradicting, the algorithm returns at line 2

meeting our lemma’s condition 1. Otherwise, if there are no fake clauses, it backtracks so as
to leave at least one contradicting clause in ΛF and returns, as required.

Assume now there are some fake clauses.
If after backtracking at line 7 any falsified clauses remain, line 11 renders at least one of

them unit. Line 12 completes the flipping of the now unassigned literal in that unit clause,
which is now assigned lower than previously by construction, as required by condition 2.

Finally, if no falsified fake clauses remain after backtracking at line 7, backtracking at
line 11 is skipped. Hence, at least one contradicting clause remains, fulfilling condition 1. ◀

A.3 BCP
The next two lemmas establish invariants for BCP’s for-loop and while-loop, respectively.
In both lemmas, we show that if the corresponding invariants hold at the beginning of an
iteration, they also hold at its end.

▶ Lemma 19 (BCP For-Loop Invariant). The following are two loop invariants for the for-loop
in Alg. 2, line 19:
1. Every C P F is either BCP-Safe or contradicting, except that any unvisited C : x_, Cy P

WLp␣lq might be ␣l-unstable (where, if the algorithm breaks the loop, all the clauses
C : x_, Cy P WLp␣lq are considered visited), and

2. ΛR is empty.

SAT 2022
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Proof. While presenting the algorithm, we have demonstrated that the currently visited
clause C becomes BCP-Safe or contradicting by the end of the for-loop iteration. The rest of
the clauses are modified only during F2C and Reimply.

Consider the F2C invocation at line 29. By Lemma 16, it leaves BCP-Safe clauses
BCP-Safe and renders any falsification-registered clauses either BCP-Safe or contradicting.
The remaining potentially ␣l-unstable unvisited clauses in WLp␣lq are rendered ␣l-BCP-
Registered (thus ␣l-BCP-Safe) explicitly at line 30, so one can safely break the loop.

Consider the Reimply invocation at line 39. We render all the remaining clauses in
WLp␣lq BCP-Safe explicitly just before invoking Reimply by registering l for BCP (line 38).
In addition, by our loop invariant, ΛR is empty before adding C at line 37, and C becomes
reimplication-registered by construction. Hence, by Lemma 14, all the clauses are either
BCP-Safe or falsification-registered after Reimply, which is immediately followed by an
F2C invocation (line 40) to make all the clauses BCP-Safe or contradicting. By Lemma 13,
Reimply empties ΛR as required. ◀

▶ Lemma 20 (BCP While-Loop Invariant). The following are two loop invariants for the
while-loop in Alg. 2, line 16:
1. Every C P F is either BCP-Safe or contradicting, and
2. ΛR is empty.
Additionally, any single while-loop iteration terminates.

Proof. If our iteration is discontinued at line 18, the invariants still hold, since, although
clauses in WLp␣lq become non-␣l-BCP-Registered, they are ␣l-stable and thus BCP-Safe,
since ␣l is non-falsified. Other clauses and ΛR are not modified.

Otherwise, the algorithm reaches the for-loop, where Lemma 19’s invariants hold, since
our lemma ensures that ΛR is empty and every C P F is either BCP-Safe or contradicting
with the exception of the clauses in WLp␣lq, which might have become ␣l-unsafe, as required.
Hence, Lemma 19’s invariants still hold at the end of the for-loop iteration.

The for-loop terminates, since only Reimply and F2C might modify WLp␣lq, but we
break the for-loop immediately after applying these functions. By construction, the for-loop
terminates after visiting all the clauses in WLp␣lq (if the algorithm breaks the for-loop, all
the clauses in WLp␣lq are considered visited by Lemma 19). Therefore, by Lemma 19, all
the clauses are either BCP-Safe or contradicting and ΛR is empty by the end of the for-loop,
and thus by the end of our while-loop iteration, which also terminates, as required. ◀

Our main Theorem 21 argues that BCP is correct.

▶ Theorem 21 (BCP Correctness). If every C P F zΛR is BCP-Safe and every C P ΛR is
reimplication-registered, then BCP terminates when every clause C P F is either stable or
contradicting.

Proof. BCP starts with invoking Reimply. Reimply terminates and empties ΛR by
Lemma 13. It also renders all the clauses BCP-Safe or falsification-registered by Lemma 14.
In our case, all the clauses must be BCP-Safe, since Reimply does not modify the assignment
σ, and there are no falsification-registered clauses before Reimply. Hence, Lemma 20’s
invariants hold at the beginning of the first while-loop iteration.

If the while-loop terminates, our theorem holds, since applying Lemma 20 iteratively
renders all the clauses BCP-Safe or contradicting, where, for the loop to terminate, Π must
be empty, thus all the clauses are stable or contradicting.

It is left to show that the while-loop terminates, where every single iteration terminates
by Lemma 20.
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Observe that the algorithm might reduce the current decision level d and unassign
variables only when Backtrack is applied by F2C. However, this can occur only a finite
number of times, since d is never increased and is lower bounded by 0.

Assume the algorithm reached the point, when d does not change and no variable is
unassigned anymore. Each iteration decreases |Π| at line 17. We show that |Π| can only
be increased for a finite number of times. Assign pushes to Π, but the variables are not
unassigned anymore, hence there is a finite number of potential assignments. Line 30 could
push to Π, but only after invoking F2C in the presence of a non-contradicting falsification-
registered clause, which, by Lemma 17, would decrease d. Finally, line 38 might push to Π,
however the number of such operations is also finite, since Reimply is bound to lower c1 to
fix the reimplication-registered clause C, but the levels of variables are never increased and
are lower bounded by 0. ◀

Theorem 21 guarantees that, if every clause is either BCP-Safe or a reimplication-registered
missed lower implication at the beginning, there are no missed unit clauses and no missed
lower implications (since all the non-falsified clauses after BCP are stable). In addition, every
falsified clause must be contradicting, therefore the lowest conflict property is guaranteed.
Any falsified clause must belong to ΛF , therefore falsified clauses are not missed.

One could argue that the above properties would have held if BCP, e.g., had simply
backtracked to level 0. We sketch a proof that BCP makes progress.

By Theorem 21, there are no unit clauses after BCP, hence, if BCP does not backtrack,
it propagates all the unit clauses. By construction, BCP may backtrack only in F2C.
Hence, by Lemma 18, each time BCP backtracks, it either flips a literal at a lower level
(and propagates it by Theorem 21) or maintains at least one contradicting clause. These
arguments demonstrate that every time BCP backtracks, it makes progress by either flipping
a literal at a lower level and propagating (similarly to conflict analysis loop) or by simply
maintaining a contradicting clause C, where, in the latter case, if no backtracking and flipping
occurs later in BCP, the conflict analysis loop will use C to backtrack, flip at a lower level
and invoke BCP once again to propagate. Formalizing the arguments further would require
extending our formal framework to reason about the whole CDCL SAT solving algorithm,
which is outside of the scope of this paper.
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The seminal Satisfiability Coding Lemma of Paturi, Pudlák, and Zane is a coding scheme for
satisfying assignments of k-CNF formulas. We generalize it to give a coding scheme for implicants
and use this generalized scheme to establish new structural and algorithmic properties of prime
implicants of k-CNF formulas.

Our first application is a near-optimal bound of n ·3n(1−Ω(1/k)) on the number of prime implicants
of any n-variable k-CNF formula. This resolves an open problem from the Ph.D. thesis of Talebanfard,
who proved such a bound for the special case of constant-read k-CNF formulas. Our proof is
algorithmic in nature, yielding an algorithm for computing the set of all prime implicants – the Blake
Canonical Form – of a given k-CNF formula. The problem of computing the Blake Canonical Form
of a given function is a classic one, dating back to Quine, and our work gives the first non-trivial
algorithm for k-CNF formulas.
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1 Introduction

State-of-the-art algorithms for k-SAT [17, 7] draw on an understanding of the structure
of satisfying assignments of k-CNF formulas. In particular, progress in the design of fast
k-SAT algorithms has benefited from an understanding of when satisfying assignments are
close together and when they are far apart. Roughly speaking, it is useful to understand
how many such assignments are “isolated” from others and “how isolated” they are. The
following definitions make precise the notion of a satisfying assignment’s degree of isolation
from other satisfying assignments:

▶ Definition 1. A clause C of a CNF formula is critical for a variable xi and with respect
to a satisfying assignment if flipping the value assigned to xi makes C false.

▶ Definition 2. A satisfying assignment of a CNF formula is j-isolated if j variables have
critical clauses.

Consider the hypercube graph with vertex set {0, 1}n where there is an edge between
u and v if they have Hamming distance 1. If we associate assignments on n variables to
elements of {0, 1}n in the natural way, a j-isolated satisfying assignment corresponds to a
vertex of the hypercube with j neighboring vertices which are not satisfying assignments.
For example, in Figure 1, the satisfying assignment 0000 is 2-isolated since it has just 2
non-satisfying neighbors, 1000, and 0010. Furthermore, the clause C = ¬x1 ∨ x3 ∨ x4 is
critical for x1 with respect to 0000 since C is true under the assignment 0000 but not 1000.
Similarly, x1 ∨ x2 ∨ ¬x3 is critical for x3 with respect to 0000.
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φexample = (x1 ∨ x2 ∨ ¬x3) ∧ (¬x1 ∨ x2 ∨ ¬x4) ∧ (¬x1 ∨ ¬x2 ∨ ¬x4) ∧ (¬x1 ∨ x3 ∨ x4)

Figure 1 Satisfying assignments of φexample (drawn in green).

To understand the structure of j-isolated satisfying assignments, one can provide an
encoding of them:

▶ Definition 3. A prefix-free encoding of a set S over an alphabet Σ is a map f : S → Σ∗

such that for no distinct x, y ∈ S is f(x) a prefix of f(y).

▶ Definition 4. A randomized, prefix-free encoding of a set S over an alphabet Σ is a map
F : S → Σ∗ which is sampled uniformly at random from a family F of prefix-free encodings
f : S → Σ∗. The expected encoding length of s ∈ S is Ef∼F [|f(s)|].

The seminal Satisfiability Coding Lemma of Paturi, Pudlák, and Zane [19] gives an
encoding scheme for j-isolated satisfying assignments of k-CNF formulas:

▶ Theorem 5 (Satisfiability Coding Lemma). There exists a randomized, prefix-free encoding
ENCk

PPZ(φ, σ) over the alphabet {0, 1}, such that any j-isolated satisfying assignment σ of a
k-CNF φ has expected encoding length at most n− j/k.

This lemma yields a bound on the number of j-isolated satisfying assignments and an
O(|φ|) · 2n(1−Ω(1/k)) time algorithm for k-SAT; obtaining an improved runtime of the form
O(|φ|) · 2n(1−ω(1/k)) remains a central open problem in complexity theory.

1.1 Our main result: A coding lemma for implicants
In this work, we generalize the PPZ Satisfiability Coding Lemma from satisfying assignments
to the more general notion of implicants and use it to prove new results on the structure of
satisfying assignments of k-CNF formulas.

▶ Definition 6. Given a boolean function φ, an implicant of φ is a set of literals I whose
conjunction implies φ. That is, every assignment that satisfies all the literals in I also
satisfies φ. The size of an implicant is its cardinality.
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It will be convenient for us to view an implicant I as an map {x1, ..., xn} 7→ {0, 1, ∗}, by
defining for i ∈ [n]

I[xi] =


0 if ¬xi ∈ I

1 if xi ∈ I

∗ otherwise.

For example, every term in a DNF φ is an implicant of φ. As another example, {¬x1, x2} =
01**, is an implicant of size two for φexample in Figure 1 since each of 0100, 0101, 0110, 0111
are satisfying.

▶ Definition 7. Variables mapped to 1 or 0 are fixed by I, and variables mapped to ∗ are free.
When all variables are fixed, the implicant I is simply a satisfying assignment; otherwise, we
say that I is a partial implicant.

▶ Definition 8. An assignment J agreeing with I on I’s fixed variables is called a completion
of I.

Our goal of generalizing the Satisfiability Coding Lemma to implicants motivates the
following definitions of critical clauses and j-isolation for implicants:

▶ Definition 9. Fix an implicant I of a CNF formula φ. A clause C of φ is critical for
a variable xi with respect to I if I maps the literal involving xi in C to 1 and every other
literal in C to 0 or ∗. The implicant I is j-isolated if j variables have critical clauses.

Recall that if I is a satisfying assignment and C is critical for xi, flipping the value of
xi makes I into a falsifying assignment. On the other hand, if I is a partial implicant and
C is critical for xi, flipping the value of xi makes some completion J of I into a falsifying
assignment; indeed, let J be the completion of I that assigns 0 to all literals in C except for
the literal containing xi.

We give an encoding ENCk which generalizes the encoding ENCk
PPZ from j-isolated

assignments to all j-isolated implicants:

▶ Theorem 10 (Implicant Coding Lemma). There exists a randomized, prefix-free encoding
ENCk(φ, I) over the alphabet {0, 1, ∗}, such that any j-isolated implicant I of a k-CNF φ

has expected encoding length at most n− j/k.

We use Theorem 10 to study prime implicants of CNF formulas.

1.2 Applications of Theorem 10: Prime Implicants of k-CNF formulas
▶ Definition 11. A prime implicant is an implicant I, such that no strict subset of I is an
implicant.

To study prime implicants, we exploit a simple fact relating j-isolated implicants and
size-j prime implicants, which is shown in the appendix:

▶ Fact 12. Fix a k-CNF φ. A size-j prime implicant of φ is j-isolated, but the converse is
not generally true.

Prime implicants reveal information about the structure of the satisfying solutions of
Boolean formulas. Indeed, if we associate assignments on n variables to vertices of the
hypercube graph Qn, then the prime implicants of a Boolean formula φ correspond to

SAT 2022
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subcubes of solutions not contained within a larger subcube. More specifically, a size-j
implicant corresponds to a (n − j)-cube of satisfying assignments. As an example, in
Figure 1, {x1, x3,¬x4} = 1*10 is a prime implicant of size 3, however, the implicant
{¬x1, x2, x3} = 011* is not prime, since the subset {¬x1, x2} = 01** is also an implicant.

We apply our implicant coding lemma to understand two basic questions regarding prime
implicants, the first structural and the second algorithmic:
◦ First, how many prime implicants can a function have?
◦ Second, how quickly can one enumerate all prime implicants of a given function?
We study these questions as they relate to k-CNFs, giving near-optimal answers in both
cases, and extending our results to m-clause CNFs and monotone k-CNFs.

1.2.1 Background and context
Historically, both questions have received a great deal of interest. Concerning the first question,
extremal bounds for the class of all n-variable functions are fairly well-understood. Let
#PrimeImplicants(φ) denote the number of prime implicants of a function φ. A classic result
of Chandra and Markowsky shows a universal bound of #PrimeImplicants(φ) ≤ O(3n/

√
n)

for every n-variable boolean function φ [2]. Even earlier work of Dunham and Fridshal
provides a near-matching lower bound, constructing an n-variable function that has Ω(3n/n)
prime implicants [5].

Turning to the second question, the algorithmic problem of obtaining the disjunction of
all prime implicants of a given function φ, called the Blake Canonical Form (BCF) of φ, is
also well-studied. Unlike a minimal equivalent DNF, the BCF of a formula is unique. Umans
showed obtaining a minimal DNF to be Σ2-complete [28], and a classic and well-known
approach to obtaining a minimal DNF, the Quine-McClusky algorithm [14, 20, 22], proceeds
by generating and then paring down the BCF. This algorithm obtains the BCF by converting
the arbitrary formula to a CNF, drawing up a table of satisfying assignments, and finding
prime implicants by iterated consensus. Alternative methods of obtaining the BCF include
a reduction to integer or 0-1 programming [12, 16] and the use of SAT-solvers, directly
or through a generalization [4, 9, 11]. While some of these approaches have been studied
empirically, none offers any runtime guarantees better than the trivial bound of O(|φ| · 3n)
associated with an exhaustive search.

Prime implicants and the BCF have recently been of interest in the field of explainable
AI, an important area of research that seeks to understand and interpret the decisions of
complex machine learning models. Let f : {0, 1}n → {0, 1} be a binary classifier with n

Boolean features, let x ∈ {0, 1}n be an input to the classifier, and let f(x) be the decision of
f on x. Then, if f(x) = 1, a prime implicant of f that has x as a completion is viewed as an
explanation of f ’s “decision” to label x with 1; similarly, if f(x) = 0, a prime implicant of ¬f
that has x as a completion is viewed an explanation of f ’s “decision” to label x with 0 ([25],
definition 5). An implicant I is viewed as a sufficient explanation for the model’s decision,
since toggling the features not contained in I does not change the model’s decision. Prime
implicants are then the simplest sufficient explanations, because no prime implicant can be
made shorter. Darwiche and Hirth build on this work to define the notion of a necessary
reason (i.e. explanation) for a decision, as well as a notion of decision bias [3]. Especially
relevant to this paper’s discussion is the same author’s definition of a complete reason (i.e.
explanation) for the decision made by a classifier f ; Darwiche and Hirth define this to be the
disjunction of all simplest sufficient explanations (prime implicants), i.e. the BCF. Further
work in explainable AI computes these explanations (prime implicants) for certain machine
learning models such as Neural Networks [9], Bayesian Networks [25], Boosted Trees [10],
and monotone machine learning models [13].
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1.2.2 Our results
We focus on understanding these questions in the case where φ is represented as a k-CNF
formula, and show that our implicant coding lemma gives near-optimal answers to both. The
problem of bounding the number of prime implicants for k-CNF formulas was first considered
in the Ph.D. thesis of Talebanfard [26], who gave a non-trivial upper bound for read-r k-CNF
formulas, i.e. those in which each variable occurs in at most r clauses:

▶ Theorem 13 (Talebanfard [26]). Let φ be an n-variable read-r k-CNF formula. Then

#PrimeImplicants(φ) ≤ 3n(1−1/(rk)).

To prove Theorem 13, Talebanfard [26] himself generalized the Satisfiability Coding
Lemma to (d, k)-CSPs, constraint satisfaction problems in which variables can take d values
and each constraint has at most k variables. Given a read-r k-CNF formula, Talebanfard
generates a (3, rk)-CSP with isolated solutions that correspond exactly to prime implicants
in the original formula. For constant-read k-CNFs, this gives a bound of 3n(1−Ω(1/k)). In the
conclusion of his thesis, Talebanfard asked whether this bound in fact holds for all k-CNF
formulas, with no restriction on read. In [27], Talebanfard remarked that to answer this
question, one would need to develop a generalization of the Satisfiability Coding Lemma that
“can treat isolated solutions and prime implicants in general as the same objects.”

This is precisely what our implicant coding lemma achieves, and thus our first main
application is an affirmative answer to Talebanfard’s question:

▶ Theorem 14. There is a universal constant c > 0 such that for all n-variable k-CNF
formulas φ,

#PrimeImplicants(φ) ≤ n · 3n(1−c/k).

Theorem 14 is near-optimal, as [26] also shows the existence of a k-CNF formula with
3n(1−O(log k)/k) prime implicants. (The construction of this formula is based on the lower
bound construction of [5] discussed above.)

While Talebanfard showed Theorem 13 by generalizing the Satisfiability Coding Lemma
to (d, k)-CSPs and mapping prime implicants of an input formula φ to isolated solutions of
a corresponding (d, k)-CSP, we show that the Satisfiability Coding Lemma has a simple and
direct generalization to j-isolated partial implicants, namely Theorem 10, from which the
above result follows directly. Our approach is more straightforward than the one taken by
Talebanfard. Indeed, there is no need to generate an auxiliary formula; while Talebanfard
generates a CSP and bounds the isolated solutions of the CSP, we simply bound the j-isolated
implicants of φ directly and observe that this is also a bound on the size-j prime implicants
of φ. Moreover, unlike Talebanfard’s generalized encoding, our encoding operates directly on
prime implicants, and as a result, our proof of Theorem 14 is algorithmic in nature; we are
able to leverage known de-randomization techniques to give an algorithm for enumerating
the prime implicants of a given k-CNF formula, an algorithm which is the first to provide a
non-trivial performance guarantee:

▶ Theorem 15. There is a universal constant c > 0 and a deterministic algorithm which,
given as input an n-variable k-CNF formula φ, computes the Blake Canonical Form of φ in
time

O(|φ| · n2k+2 · 3n(1−c/k)).

The runtime of this algorithm is similarly near-optimal, given the aforementioned existence
of a k-CNF formula with 3n(1−O(log k)/k) prime implicants.
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Extensions: m-clause CNFs and monotone k-CNFs. We also give extensions of our results
to m-clause CNFs and monotone k-CNFs (those in which no variable is negated). For m-clause
CNFs, we give a similar bound and algorithm, where logm takes the place of k in the above
results. For monotone k-CNFs, we obtain better bounds on the number of prime implicants
and the runtime of our algorithm for k-CNFs, replacing the 3 in the base of the exponent by 2.
This yields an upper-bound on the minimum DNF size of monotone k-CNF formulas, and we
find that when k = o(n/ log(n)), for large n our bound is tighter than the best-known bound
of 2n(1−1/(100k)), due to Miltersen, Radhakrishnan and Wegner [15]. Notably, the latter
bound is shown using Håstad’s switching lemma [23], which, like PPZ’s Satisfiability Coding
Lemma, underlies a number of results in complexity theory. By extending the Satisfiability
Coding Lemma to give an encoding for partial implicants, we allow comparison between the
Satisfiability Coding Lemma and Håstad’s switching lemma, showing that the Satisfiability
Coding Lemma is “more powerful” in this context, in the sense that its extension yields a
tighter bound.

1.3 Overview of Proofs

We now give a prose overview of the ideas underlying our results. We begin with our encoding
ENCk for implicants, which generalizes the Satisfiability Coding Lemma’s encoding ENCk

PPZ
for satisfying assignments. For context and background, we give a brief description of the
latter. At a high level, the encoding ENCk

PPZ iterates through the variables in uniform
random order, writing down their values in the encoding and plugging in I[xi] for the i-th
variable xi in φ on iteration i. The formula φ is simplified with each iteration: clauses
containing 1 (i.e. satisfied clauses) and literals assigned 0 (i.e. falsified literals) are deleted.
The important exception is when xi appears as a unit clause – a clause comprising either xi

or its negation – appears in φ. The simple but key observation is that the value for xi does
not have to be included in the encoding in this case since the decoder will be able to infer
how xi must be assigned to satisfy the unit clause. This saves precious space.

In more detail, if a variable xi with a critical clause C comes after all variables in C in
the random ordering, we are guaranteed that C simplifies to a unit clause comprising only
the variable xi in this process. The probability that a variable xi comes after all variables in
a clause of length k is 1/k. With j isolated variables, at least j/k of them are eventually
unit clauses in expectation, leading to the expected encoding length of n− j/k.

Our encoding ENCk proceeds similarly, except now over the alphabet {0, 1, ∗}, and when
I[xi] = ∗, we delete literals xi and ¬xi from φ and append ∗ to the encoding. The analysis of
our encoding relies on our generalized notion of a critical clause being defined specifically so
as to provide an analogous guarantee: a variable xi with a critical clause C has probability
at least 1/k of coming after all variables in C, in which case it need not be recorded.

Since every size-j prime implicants is j-isolated, our encoding algorithm gives rise to a
bound on the total number of prime implicants of a k-CNF formula. We first bound the
number of size-j prime implicants, #PrimeImplicantsj(φ), for each j by 3n(1−c/k) for some
universal constant c, and then sum over j ∈ [n]. Our encoding algorithm also gives rise to
an algorithm for generating the Blake Canonical Form. An inefficient strategy is to decode
every ternary string of length at most n− j/k using every permutation of variables, since
every prime implicant is encoded as some such string for some such permutation. We obtain
our near-optimal algorithm by showing that our guarantees on encoding length only requires
k-wise independent permutations rather than fully random ones.
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2 Implicant Coding Lemma

In this section, we prove Theorem 10. We first state our encoding and decoding algorithms
in prose, following up with formal presentations and a proof of the lemma.

The encoder ENCk
π(φ, I) is parameterized by a random permutation π, which it uses to

relabel the variables in φ and I. We initialize the encoding to be the empty string and then,
for each i ∈ [n], do the following. If xi is in some unit clause of φ, do nothing. Otherwise,
append the value to which xi is mapped to the encoding. We then replace φ with φ(i, I), the
result of substituting I[xi] for xi in φ. Thus if xi is free, all literals containing it are deleted,
and if xi is fixed, all literals which contain xi and are mapped to 0 are deleted, and all other
literals containing xi are mapped to 1, so that their clauses are satisfied and thus deleted.
Formally:

Algorithm 1 Encoding algorithm ENCk
π(φ, I) for k-CNFs.

relabel φ and I according to π
initialize an empty string y
φ0 = φ

for i in 1,...,n do
if xi not in a unit clause in φi−1 then

append I[xi] to y
end
φi = φi−1(i, I)

end
return y

The decoder DECk
π(φ, y) again relabels φ according to π, and then for each i ∈ [n] does

the following. If there is no unit clause, simply read the value for xi off of the encoding
y. Otherwise, if there is a unit clause containing a literal xi or ¬xi, the decoder sets the
variable xi to satisfy the clause instead of reading another value from the encoding. In both
cases, the decoder assigns the variable xi and simplifies the formula φ before proceeding to
the next iteration. Formally:

Algorithm 2 Decoding algorithm DECk
π(φ, y) for k-CNFs.

relabel φ according to π
ψ0 = φ

J = empty implicant
for i in 1,...,n do

if xi not a unit clause of ψi−1 then
J [xi] = read next symbol of y

else
J [xi] = 1 if unit clause is xi and 0 if the unit clause is ¬xi

end
ψi = ψi−1(i, J)

end
Relabel J according to π−1

return J

SAT 2022
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We now prove Theorem 10:

Proof.
Prefix-free. To show this, we will show that the decoding algorithm inverts the encoding
algorithm. That is, DECk

π(φ,ENCk
π(φ, I)) = I for all implicants I of φ. Fix such an implicant

I and its encoding y = ENCk
π(φ, I). It suffices to show by induction that the following hold

at the beginning of iteration i.
1. The restriction of I to the first i− 1 variables is precisely the value of J constructed by

DECk
π(φ, y) so far.

2. The encoder and decoder have inspected the same number of characters in the encoding,
moving from left to right.

3. φi−1 = ψi−1.

The base case holds trivially. Assuming the claims hold at the start of iteration i, we
will prove the claims hold at the start of iteration i+ 1. Consider the ith iteration. By the
inductive hypothesis φi−1 = ψi−1, so both the encoding and decoding algorithms move into
the same case, depending on the presence of a unit clause.

In the if case, the encoder adds the encoding precisely the value used by the decoder,
by the inductive hypothesis on the second claim. This establishes the first claim. Both the
encoder and decoder use one character of the encoding, so the second claim holds as well.
The third claim then follows from the first claim and the fact that φi−1 = ψi−1.

In the else case, since I is an implicant, only one of xi and ¬xi can be a unit clause
in ψi−1 = φi−1. Therefore this uniquely (and correctly) determines the value used by the
decoder, establishing the first claim. Neither the encoder nor the decoder uses a character of
the encoding, so the second claim holds as well. Finally, the third claim follows from the
first claim and the inductive hypothesis on the third claim.

Therefore at the end of iteration i, or the beginning of iteration i+ 1, each claim holds,
completing the induction.

Encoding length. It suffices to show that for any j-isolated implicant I, the expected
encoding length of I under ENCk

π over uniformly random permutations π is at most n− j/k.
For then, to establish Theorem 10, one defines ENCk to sample π uniformly at random and
run ENCk

π.
Let I be any j-isolated implicant of φ, and π be a uniformly random permutation on [n].

If in the ordering after application of π, a variable xi comes after all other variables appearing
in its critical clause, then on iteration i, this clause remains unsatisfied and is a unit clause
containing xi. Thus ENCk

π passes over the variable xi, saving space by not adding I[xi] to
the encoding. The probability that xi comes after all other variables in its critical clause is
at least 1/k, there being at most k variables in the clause and π being uniform. Since I is
j-isolated, there are at least j critical clauses, so that by linearity of expectation, at least
j/k fixed variables are skipped, giving an encoding of expected length at most n− j/k. ◀

It will serve later discussion to have a bound on the runtime of these algorithms:

▶ Lemma 16. ENCk
π and DECk

π each run in time O(|φ| · n).

Proof. We consider only ENCk
π, as the proof for DECk

π is the same. It suffices to show that
each of the iterations i for i ∈ [n] takes time O(|φ|). On iteration i, we attempt to determine
whether the variable xi appears in a unit clause of φi−1 and update the formula. Each of
these can be done with a linear scan through the formula, requiring time |φi−1| ≤ |φ|. ◀
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3 Bounding the Number of Prime Implicants for k-CNFs

Let φ be any k-CNF. In this section, we use our encoding lemma to give a new upper bound
on #PrimeImplicants(φ). Our bound implies that for all n and all k ≥ 2,

#PrimeImplicants(φ) ≤ n · 3n(1−.358/k).

Our bound requires the following key fact, the proof of which is deferred to the appendix.

▶ Fact 17. If ENC is a prefix-free encoding of S into strings formed from the alphabet {0,1,*},
and ENC has average code length ℓ, then |S| ≤ 3ℓ.

Since size-j prime implicants are j-isolated, together with Theorem 10, the above fact
gives a bound on #PrimeImplicantsj(φ), the number of size-j prime implicants of φ:

▶ Lemma 18. Let φ be a k-CNF. #PrimeImplicantsj(φ) ≤ 3n−j/k.

Proof. By Theorem 10, the average description length of a j-isolated implicant (over the
random choice in permutation) is at most n − j/k. This is also true when the average is
taken over all j-isolated implicants and all permutations. Hence, there exists a permutation π
such that the average description length under the coding ENCk

π is at most n− j/k when the
average is taken over all j-isolated implicants. Then as ENCk

π is prefix-free, from Fact 17, the
number of j-isolated implicants, and hence prime implicants of size j, is at most 3n−j/k. ◀

We now bound the total number of prime implicants for a k-CNF φ. Our bound invokes
the 3-ary entropy function H3(x) = x log3(2) − x log3(x) − (1 − x) log3(1 − x):

▶ Theorem 14. Let φ be a k-CNF. Let c ∈ [0, 2/3] satisfy H3(c) ≤ 1 − c/k. Then

#PrimeImplicants(φ) ≤ [n(1 − c) + 1] · 3n(1−c/k).

In particular, for all k ≥ 2, we can take c = 0.358.

Proof of Theorem 14. Let φ be a k-CNF. If j ≥ cn, by Lemma 18,

#PrimeImplicantsj(φ) ≤ 3n−j/k ≤ 3n(1−c/k).

Thus∑
j≥nc

#PrimeImplicantsj(φ) ≤ n(1 − c) · 3n(1−c/k). (1)

For j < nc, we observe that #PrimeImplicantsj(φ) is at most the number of ways of choosing
locations for j fixed variables and then assigning them, so that∑

j<nc

#PrimeImplicantsj(φ) ≤
∑

j<nc

(
n

j

)
· 2j ≤ 3n·H3(c), (2)

the final inequality following from a familiar bound on the volume of a Hamming ball of
radius nc (see, for example, Proposition 3.3.3 in [6]). Together, inequalities (1) and (2) imply
the first result in the statement of the theorem, given our choice of c.

To see that the second statement in the theorem follows from the first, we observe that
our choice of c is increasing in k, so that the desired bound holds for c with H3(c) ≤ 1 − c/2,
and this is satisfied for c = .358. ◀
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4 Obtaining Prime Implicants of k-CNFs

This section gives a deterministic algorithm for obtaining all the prime implicants of a k-CNF.
The proof proceeds by a now-familiar method of de-randomization that can be applied to
randomized algorithms which, like the encoding algorithm given in Section 2, depend only
on k-wise (not fully) independent random choices; the method is discussed for example in
Noga Alon and Joel Spencer’s The Probabilistic Method [1], and it is used in Daniel Rolf’s
deterministic algorithm for unique k-SAT [24] and in Paturi, Pudlák, and Zane’s deterministic
algorithm for k-SAT [18].

We begin by noting that one can quickly check whether a given implicant is prime. The
proof of this fact is deferred to the appendix:

▶ Fact 19. Fix a k-CNF φ. One can confirm in time O(|φ| · n) that a partial assignment I
is a prime implicant.

We now give an algorithm for finding all size-j prime implicants. At a high level, the
idea is to try to decode every string s in {0, 1, ∗}n−j/k+1 using every permutation π. This
works because for each size-j prime implicant I, there is some permutation π such that ENCk

π

maps I to a prefix of some such s, and the encoding is prefix-free. The only problem is that
there are many permutations π; to make the algorithm faster, we will pick a smaller set of
permutations π that gives the same guarantee. We include in the appendix a proof of the
following standard fact:

▶ Fact 20. Fix k and a prime power N . There exist random variables X1, ...., XN uniformly
distributed over N which are k-wise independent, defined over a probability space of size Nk.

▶ Lemma 21. There exists a set Π of permutations of size O(n2k) such that for any size-j
prime implicant I, the expected encoding length of ENCk

π over π ∈ Π is at most n− j/k + 1.

Proof. Let N be the smallest power of 2 greater than n2. Use Fact 20 to obtain X1, ..., XN

that are k-wise independent and uniformly distributed over [N ]. Keep only X = (X1, ..., Xn)
and discard the rest.

Define a permutation πX : [n] → [n] such that πX(i) maps i to Xi’s rank in {X1, ..., Xn},
where ties are broken by the subscripts of the variables:

πX(i) = |{Xj : Xj < Xi}| + |{Xj : Xj = Xi and j ≤ i}|.

Without loss of generality, suppose x1 is a critical variable with a critical clause containing
the variables x1, x2, ..., xk. Note that x1 appears last in this clause with respect to πX if
X1, ..., Xk are distinct and X1 > Xi for i ∈ [k]. Thus the likelihood that x1 comes last in
the critical clause according to πX is at least

P[X1, ..., Xk distinct] · P[X1 > X2, ..., Xk|X1, ..., Xk distinct].

Since X1, ..., XN are k-wise independent and uniformly distributed over [N ], it follows
that (X1, ..., Xk) is distributed uniformly over [N ]k. Thus, Pr[Xi = Xj ] = 1/N for distinct
i, j ∈ [k]. By a union bound over all pairs, we have Pr[X1, ..., Xk are all distinct] ≥ 1 − k2

N .
Furthermore, conditioned on X1, ..., Xk being distinct, the probability that X1 > X2, ..., Xk

is 1/k. Thus the likelihood that x1 comes last in the critical clause is at least 1
k (1 − k2

N ). By
linearity of expectation, the expected coding length is then at most

n− j

k

(
1 − k2

N

)
≤ n− j

k
+ jk

n2 ≤ n− j

k
+ 1.

Let Π contain all possible πX, of which there are Nk = O(n2k). ◀
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We now consider the faster version of the naive algorithm described above and bound its
runtime:

Algorithm 3 Find size-j prime implicants of a k-CNF.

PI = ∅
Π = the permutations given by Lemma 21
for π ∈ Π and s ∈ {0, 1, ∗}n−j/k+1 do

I = DECk
π(s)

if I is a prime implicant then
add I to the set PI

end
end
Return PI

▶ Lemma 22. The above algorithm runs in time O(|φ| · n2k+1 · 3n−j/k).

Proof. By Lemmas 16 and 19, we repeat O(|φ|·n) operations for O(n2k·3n−j/k) iterations. ◀

We can now show Theorem 15:

▶ Theorem 15. Let φ be a k-CNF. Then for H3(c) ≤ 1 − c/k, we deterministically obtain
the BCF in time

O(|φ| · n2k+2 · 3n(1−c/k)).

Proof of Theorem 15. It suffices to show that one can find all size-j prime implicants in
time O(|φ| · n2k+1 · 3n(1−c/k)), since summing over j ∈ [n] then gives the desired result. As
in the proof of Theorem 14, we consider two cases. If j ≥ nc, we use Algorithm 3 and apply
Lemma 22. Otherwise, j < nc. Then we enumerate over all partial implicants with at most
j fixed coordinates, and, using Fact 19, check if each is a prime implicant. To do this for all
j < nc takes time

O(|φ| · n) ·
∑

j<nc

(
n

j

)
· 2j ≤ O(|φ| · n) · 3n(1−c/k),

by the same reasoning used in the proof of Theorem 14. ◀

5 Extensions

In this section, we lay out extensions of our results to m-clause and monotone CNFs.

5.1 m-clause CNFs

We give a coding lemma for m-clause CNFs using a width-reduction technique of Hirahara [8]

▶ Lemma 23. There exists a randomized, prefix-free encoding ENCm(φ, I) over the alphabet
{0, 1, ∗}, such that any j-isolated implicant I of an m-clause formula φ has expected encoding
length at most n− j/k + 1, where k = 2+log3(m)

1−log3(2) .

SAT 2022
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As before, we first describe each algorithm in prose, following up with a more formal
presentation. Fix an m-clause CNF φ, and j-isolated implicant I. Set k = 2+log3(m)

1−log3(2) . For a
clause C, denote by Ck the truncation of C to the first k variables in C (with respect to
the ordering induced by π) and denote by φk the conjunction of Ck for all clauses C in φ.
Notice that φk is a k-CNF.

The encoding algorithm, ENCm
π , is a recursive procedure. In the base case, I is an

implicant of φk. We then set the encoding to be 1 ◦ ENCk
π(φk, I) where the 1 is used to mark

the case split. We will argue that I must be at least j-isolated with respect to φk and thus
we can use the ENCk

π to guarantee an expected encoding length of at most n− j/k

In the recursive case, I is not an implicant of φk. Here we select some clause Ck
i such

that I does not assign any literal in Ck
i to 1. We then communicate the case split, the (index

of) the selected clause, and the assignments I makes to the variables in the selected clause.
Formally, we append to our encoding 0 ◦ ⟨i⟩3 ◦ ⟨Ck

i , I⟩3, where ⟨Ck
i , I⟩3 is some canonical,

ternary representation of Ck
i , with I[xi] substituted for each variable xi in Ck

i . Note that
our choice in Ck

i ensures that I assigns all the literals in Ck
i to 0 or ∗ which requires at

most k log3(2) ternary digits to represent. Finally, we simplify the formula by assigning all
the variables in Ck

i according to I (as is done in ENCk) and call the encoding algorithm
recursively on the simplified formula and the remaining partial assignment. Letting S denote
the variables appearing in Ck

i , we let I|S denote the restriction of I to the set S, I|S̄ denote
the restriction of I to the variables not in S, and φ(I|S) denote the simplified formula.

Algorithm 4 Encoding algorithm ENCm
π (φ, I) for m-clause CNFs.

initialize an empty string y
let C1, ..., Cm enumerate the clauses in φ

if I is an implicant of φk then
append 1 ◦ ENCk

π(φk, I) to y
break

else
fix some truncated clause Ck

i such that I does not assign any variable in Ck
i to 1.

let S contain the variables appearing in Ck
i

append 0 ◦ i ◦ ⟨Ck
i , I⟩3 ◦ ENCm

π (φ(I|S), I|S̄) to y

The decoding algorithm DECm
π inverts the encoding as follows. It reads the first bit to

determine which case split was taken during the encoding. If it was 1, then simply return
DECk

π(φk, y). If it was 0, read i and I’s assignments to Ck
i from the next log3(m) and

k log3(2) bits respectively. From this, we can determine I’s assignments to the k variables in
Ck

i . Then, we simplify φ using these assignments and make a recursive call on the simplified
formula and the remainder of the encoding.

Algorithm 5 Decoding algorithm DECm
π (φ, y) for m-clause CNFs.

initialize an empty implicant I
case = read first bit of y
if case = 1 then

return DECk
π(φk, y)

else
i = read the next log3(m) symbols of y
fill I by the partial assignment defined by the next k log3(2) symbols
recursively call DECm

π (φ(I), y)
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Proof of Lemma 23. First we will show the following.

▷ Claim 24 (Base case). If I is an implicant of φk, then it must be j′-isolated for j′ ≥ j

▷ Claim 25 (Recursive case). If I is not an implicant of φk, there is some clause Ck
i with

exactly k literals such that if S is the set of variables appearing in Ck
i , I|S̄ is a j′-isolated

implicant of φ(I|S) for j′ ≥ j − k.

For Claim 24, let C be a critical clause for xi in φ with respect to I. Then I maps every
literal to 0 or ∗ except the literal in C involving xi. Since I is still an implicant of φk, Ck

must contain this literal. Furthermore, since literals may only be deleted from C to get Ck,
the literal involving xi remains the only literal assigned 1 by I. Thus, Ck is again critical for
xi in φk with respect to I. Since critical clauses remain critical, at least j variables have
critical clauses in φk and thus I is a j′-isolated implicant of φk for j′ ≥ j.

For Claim 25, let Ck
i be a clause such that I does not assign any variable in Ck

i to 1.
Since I is an implicant of φ, there was a literal in Ci that was assigned 1, which is now
missing. Thus, Ci originally had more than k literals and the truncation Ck

i has exactly k
literals. Let S be the variables appearing in Ck

i . Let C be a critical clause for some variable
xj /∈ S of φ. Since xj is not assigned in φ(I|S), and the rest of the variables are assigned
consistently with I, C remains critical for xj in φ(I|S). Since |S| = k, and there were j
variables with critical clauses in φ, there are at least j − k variables with critical clauses in
φ(I|S) with respect to I|S̄ .

This concludes the proof of the two claims. We will now show that ENCm
π is prefix-free

and has the desired expected encoding length.

Prefix-free. We will show that DECm
π (φ,ENCm

π (φ, I)) = I for all implicants I of φ. The
recursive case is inverted by DECm

π since the ordering of the clauses and variables are fixed.
Then, ENCm

π eventually reaches the base case since k variables are removed at every recursive
call and I remains an implicant of φ at the start of each call to ENCm

π step by Claim 25.
The base case follows from the result on ENCk

π.

Encoding length. We claim by induction on the number of recursive calls that the length
of the encoding is in expectation (with respect to π) at most n− j/k + 1. For the base case,
by Claim 24, we have that I is a j′-isolated implicant of φk where j′ ≥ j, so the encoding
length is 1 more than the expected encoding length of ENCk

π(φk, I), which by Theorem 10 is
at most n− j′/k ≤ n− j/k, as required.

If there is a recursive call, by Claim 25, we have that φ(I|S) is a formula with n − k

variables, and I|S̄ is a j′-isolated implicant of φ(I|S) with j′ ≥ j − k. Then by the inductive
hypothesis, the average encoding length of I|S̄ is at most n− k − (j − k)/k + 1. Thus, the
average encoding length of I in this case is at most

1 + log3(m) + k log3(2) + (n− k) − (j − k)/k + 1
= 1 + log3(m) + k log3(2) + n− k − j/k + 2
= n− j/k + 1,

where the last equality follows from our choice of k, which gives

log3(m) + k log3(2) − k + 2 = 0. ◀

Let #PrimeImplicantsj(φ) denote the number of size-j prime implicants. As in the
k-CNF case, we get a bound from the encoding lemma, together with Fact 17:
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▶ Lemma 26. For an m-clause CNF, we have #PrimeImplicantsj(φ) ≤ 3n−j/k+1, where
k = 2+log3(m)

1−log3(2) .

We then repeat the analysis in the proof of Theorem 14:

▶ Theorem 27. Let φ be an m-clause CNF, k = 2+log3(m)
1−log3(2) and H3(c) = 1 − c/k. For

m-clause CNFs with m ≥ 3,

#PrimeImplicants(φ) ≤ [n(1 − c) + 1] · 3n(1−c/k)+1.

Replacing the decoder DECk
π with DECm

π in the k-CNF construction gives immediately:

▶ Theorem 28. Let φ be an m-clause CNF. Let k = 2+log3(m)
1−log3(2) , and H3(c) = 1 − c/k. We

deterministically obtain the BCF in time

O(|φ| · n2·k+2 · 3n(1−c/k)+1).

5.2 Monotone k-CNFs
We get a tighter bound and a faster algorithm in the monotone case, using the following fact,
the proof of which is deferred to the appendix.

▶ Fact 29. If φ is monotone, every prime implicant assigns every variable to either 1 or ∗.

It follows from this fact that 0 never appears in any encoding of a prime implicant in the
monotone case. We thus achieve a shorter encoding length, using the following analog of
Fact 17 shown by Paturi, Pudlák and Zane [19]:

▶ Fact 30. If ENC is a prefix-free encoding of S into strings formed from the alphabet
{1,*}, and ENC has average code length ℓ, then |S| ≤ 2ℓ.

Applying this to the analysis of our encoding scheme, we get the following.

▶ Corollary 31. For a monotone k-CNF, the number of size-j prime implicants is at most
2n−j/k.

▶ Theorem 32. If φ is a monotone k-CNF and c ∈ (0, 1/2] is such that H2(c) ≤ 1 − c/k,
then

#PrimeImplicants(φ) ≤ n · 2n(1−c/k).

In particular, for all k ≥ 2, one can take c = .282.

Proof. We will show that #PrimeImplicantsj(φ) ≤ 2n(1−c/k) for each j. If j ≥ cn, then
Corollary 31 gives

#PrimeImplicantsj(φ) ≤ 2n(1−c/k).

Otherwise, j < cn. In this case we use the fact that there are at most
(

n
j

)
prime implicants;

prime implicants for monotone formulas contain only 1 and ∗, we only need to pick j out of
n variables to assign 1. Using an entropy bound on the binomial coefficient,

#PrimeImplicantsj(φ) ≤
(
n

j

)
≤ 2H2(c)·n.

By our choice in c, #PrimeImplicantsj(φ) ≤ 2n(1−c/k). ◀
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Denote by dnfsize(φ) the size of the shortest DNF equivalent to φ. We now show that
Theorem 32 also gives a bound on the dnfsize for monotone k-CNFs. To that end, we recall
that an essential prime implicant is one with a completion which is the completion of no
other prime implicant, and we use an observation due to Quine [21], the proof of which is
deferred to the appendix.

▶ Fact 33. If φ is a monotone formula, then:
1. All prime implicants of φ are essential.
2. The Blake Canonical Form of φ is the shortest DNF equivalent to φ

Combining Fact 33 and Theorem 32 yields:

▶ Corollary 34. If φ is a monotone k-CNF, then dnfsize(φ) ≤ n · 2n(1−c/k), for c = 0.282.

Thus when k = o(n/ log(n)), for large enough n the factor of n is negligible, and the
above bound is tighter than the best-known bound of 2n(1−1/(100k)), shown by Miltersen,
Radhakrishnan and Wegner [15]. We note that one can also obtain Corollary 31 from
the Satisfiability Coding Lemma; since every prime implicant is essential and so maps to
some unique satisfying assignment, the satisfying assignments can be partitioned by their
j-sensitivity and then bounded using the lemma. However, unlike the Satisfiability Coding
Lemma, our construction gives rise to an algorithm for obtaining the minimal DNF of a
monotone k-CNF. Indeed, the construction used in the general k-CNF case and the analysis
in Theorem 32 yield:

▶ Theorem 35. Let φ be a monotone k-CNF. Then for c ∈ (0, 1/2] such that H2(c) = 1−c/k,
we deterministically obtain the BCF (or, equivalently, the minimal DNF) in time

O(|φ| · n2k+1 · 2n(1−c/k)).

In particular, for all k ≥ 2, one can take c = .282.
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A Proofs of Facts

In this appendix, we include proofs of the facts used in the paper.

Proof of Fact 12. To see that I is j-isolated, note that each of variables xi for which
I[xi] ∈ {0, 1} must have some critical clause, since otherwise all clauses in which xi appears
are twice satisfied, so that the set of literals I \ {xi} is an implicant, contradicting the
primality of I. To see that the converse is not generally true, consider J = {xi} ∪ I for any
size-j prime implicant I and any xi ̸∈ I. Then J is j′-isolated for some j′ ≤ j, and J is not
a prime implicant, and in particular is not a size-j ′ prime implicant. ◀

Proof of Fact 17. Let ℓI denote the length of ENC(I) for I ∈ S. Then ℓ =
∑

I∈S ℓI/|S| is
the average encoding length. Since ENC is prefix-free, the events EI of rolling a three-sided die
and stopping upon generating I are disjoint, and their probabilities sum to 1:

∑
I∈S 3−ℓI ≤ 1.

We wish to show that ℓ ≥ log3 |S|:

ℓ− log3 |S| =
∑
I∈S

1
|S|

(ℓI − log3 |S|) = −
∑
I∈S

1
|S|

(log3 3−ℓI + log3 |S|)

= −
∑
I∈S

1
|S|

log3(|S|3−ℓI ) ≥ − log3

(∑
I∈S

3−ℓI

)
≥ 0,

where the penultimate inequality follows from concavity of log. ◀

Proof of Fact 19. We wish to check whether a partial assignment I is a prime implicant of
φ. First, compute φ(I), the result of replacing each variable xi in φ with I[xi]. Then, iterate
over all clauses in φ(I). If any clause in φ(I) is all 0’s, reject I, which is not a satisfying
assignment; otherwise, delete all 0’s appearing in the clause. If a clause contains only one
literal which is assigned to 1, this is a critical clause for the variable xi mentioned in that
literal; delete this clause (which is satisfied) entirely, and add xi to a set S.

After these deletions, we are left with a CNF formula φ̃. Because all variables appearing
in φ̃ are free and we have deleted clauses from φ satisfied by I and the literals which are
assigned 0 by I, it follows that I is an implicant if and only if φ̃ is a tautology. Now, φ̃
is a tautotology if and only if each of its disjunctive clauses is a tautology, and one can
easily check whether any such clause C is a tautology: simply ensure that for each literal ℓ
mentioned in the disjunction C, some literal equivalent to its negation of ℓ is also mentioned
in C. Thus one can check whether I is an implicant. To check whether I is a prime implicant,
simply confirm that S contains all variables fixed by I; if not, reject I, which fixes variables
that do not have critical clauses.

In total this takes time O(|φ|+n·log n), where the linear term corresponds to computation
of φ(I) and iteration over all clauses, and the remaining term corresponds to operations on
S. We will only be needing the looser bound of O(|φ| · n). ◀

Proof of Fact 20. Let F be a finite field of N elements. Sample uniform c0, ...ck−1 ∈ F. Let
Xα =

∑
i ciα

i. There are Nk choices of coefficients, and k-wise independence follows by
Lagrange interpolation. ◀

Proof of Fact 29. Let I be an implicant of φ. It suffices to show that if ¬xi ∈ I for some
i, the assignment I ′ = I \ {¬xi} is a smaller implicant of φ. Indeed, let J be some total
assignment agreeing with I ′ on its fixed variables. If Ji = 0, then J agrees with I well, and
so satisfies φ. Otherwise, Ji = 1, then J ⊕ i satisfies I, and hence φ, and J ⊕ i ≤ J , so by
monotonicity, J again satisfies φ, as required. ◀
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Proof of Fact 33. Let φ be any monotone formula. We show the first statement, as the
second follows immediately. Let I be some prime implicant of φ, viewed as a set of un-negated
literals. Let σ be the total assignment that assigns everything in I to 1 and every other
variable 0. We claim that no other prime implicant covers σ. Indeed, let J be a prime
implicant that covers σ; we will show that J ⊆ I. If not, there is some variable i such that
xi ∈ J , and xi /∈ I, but then J does not cover σ because σ is the ith variable assigned 0.
Thus we have that J ⊆ I, as I was prime, it must be the case that J = I, which shows that
the only prime implicant that covers σ is I. ◀
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1 Introduction

Various applications can be naturally expressed as quantified Boolean formulas (QBF) and
QBF solvers have become powerful tools in recent years. However different solvers act in
radically different ways, thus universally verifying the results of these solvers is difficult but
highly desired. The proof system QRAT has been proposed as a universal checking format
for QBF solvers and preprocessors. However, while QRAT appears to be strong enough
for many modern techniques [2, 4, 11, 12], it was shown that unless P = PSPACE its proof
complexity is asymmetrical on true and false QBFs [3], meaning that it may be harder to
prove a formula true than its negation false. While the asymmetry is not as serious as an
unconditional lower bound, it does make us question the longevity of the format.

In order to fix this we must look for alternatives, but we do not want to sacrifice any
of QRAT’s strengths. This unfortunately makes it hard (unless P = PSPACE) for most
other known QBF proof systems to simulate QRAT. Nonetheless, in this paper we find a
proof system able to capture QRAT’s full power, that does not share QRAT’s asymmetry
problems. We show a p-simulation of QRAT by a theory-motivated sequent calculus, known
as G, created by Krajíček and Pudlák [16].

G is a sequent system, this means that lines take the form Γ ⊢ ∆, where Γ and ∆ are
sets of formulas in the appropriate logic. By appropriate logic in G we mean the formulas
are QBFs. However sequent calculi are based in QBF theory and do not follow the normal
conventions used in QBF solving, so the formulas in Γ and ∆ can be non-prenex and contain
free variables. Throughout a G proof the line (sequents) can be operated on with sound
unary and binary rules, as well as simple axioms.

What allows G to simulate QRAT (where other QBF calculi cannot), is the way the
sequent rules are generalised for G are, in fact, quite general, using the non-determinism
on the level of QBFs. For example, if A ⊢ B and B ⊢ C are known implications, G allows
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you to “cut” the QBF B and derive A ⊢ C. A similar thing happens when introducing
quantifiers in G. Since branching occurs backwards in the proof they can be considered as
non-deterministic choices needed to construct the proof. The fact that B here is a full QBF
and not just a propositional formula gives it additional power (and is used in our simulation).

In terms of cut rules, QRAT on the other hand, seems to be of intermediate strength as
it would appear that the non-deterministic objects are propositional circuits. In this regard,
QRAT is similar to the QBF proof system Extended Frege+∀-Red. However, what sets
QRAT apart from weaker systems is that it uses a stronger universal reduction rule compared
to Extended Frege+∀-Red: extended universal reduction (EUR). This rule is the reason as
to why QRAT breaks an very common property of QBF proof systems known as strategy
extraction [3], which allows extraction of circuits witnesses to the quantified variables. We
give EUR the most attention in our simulation argument.

Without EUR, QRAT has efficient strategy extraction for false QBFs [2]. Strategy
extraction for true QBF is always possible in QRAT since EUR ends up being useless for
true formulas [7]. This is precisely the reason why QRAT is asymmetric on true and false. It
is also the reason that every other rule except EUR can be simulated by using a strategy
extraction technique, writing the circuit construction for QRAT rules explicitly in G and
then formally proving them. But for the hardest part, simulating the EUR rule, it is strictly
necessary to use all the QBF level non-determinism that G can manage.

EUR works by utilising the theory of dependency schemes, which helps alleviate some
of the linearity when dealing with how quantifiers are ordered. The relationship between
dependency schemes and other QBF techniques is somewhat mysterious, and we hope that
our result also sheds some light on these. Any simulation proof using a sound calculus
is automatically a soundness argument and therefore we show another soundness proof
for QRAT. This means that our simulation on the EUR rule ends up formalising how the
dependencies work. In particular we provide a new soundness idea for dependency schemes
using resolution paths, which is what EUR uses.

2 Overview of contributions

A p-simulation of g by f means that there is a polynomial time mapping from proofs in g

to proofs in f . In this paper, we show that G simulates QRAT, which by transitivity can
simulate other systems (see Figure 1). We believe this sets the most important condition
for future universal QBF checking formats. If we want f to be the next major step up in
universal checking formats, then ideally f should p-simulate G.

While G has many rules, many of them are straightforward and do little more than
represent the definition of Boolean operations. Using these rules to capture the complex
reasoning in QRAT, requires some work. Essentially, another soundness argument has to be
made for QRAT but formalised entirely in G. Our p-simulation proof therefore takes up the
entirety of this paper. There are, however, some fundamental ideas that allow the proof of
p-simulation to happen, which we will mention here.

2.1 Simulation by strategy extraction
Many QBF proof systems have the strategy extraction property, which means that the proof
can tell us (in polynomial time) a set of functions (represented by circuits) that can be
used to calculate the correct witnesses for the quantified variable. The existential strategies
(called Skolem functions) satisfy a true QBFs, and the universal strategies (called Herbrand
functions) falsify false QBFs.
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Q-Res

QU-Res∀Exp+Res LD-Q-Res

Ext. Frege+ ∀-Red

QRAT

G

Figure 1 Simulation structure for QBF calculi, the lack of relation implies a conditional or
unconditional lower bound.

If you have a proof system f and a proof system g that has strategy extraction, then one
method for proving that f p-simulates g is to take a g-proof, extract the circuits via strategy
extraction and then construct an f -proof validating the circuits as witnesses. This technique
first saw use putting extended Frege+ ∀-Red into a normal form [1] and later was adapted
to show a number of simulations by extended Frege+∀-Red [4].

This is the idea behind our G p-simulation of QRAT’s six rules: ATA, ATE, QRATA,
QRATE, QRATU and EUR . In Section 4, we use the strategy extraction procedures from [2,7]
to observe how the use of each of the first five QRAT rules builds a strategy circuit. We use
this strategy building technique to give us two main theorems:

▶ Theorem 1. Given an instance of either the ATE, ATA, QRATA, QRATE rules in QRAT,
we can derive in a polynomial size G proof a QBF sequent that represents the soundness of
that step.

▶ Theorem 2. Given an instance of the QRATU rule in QRAT, we can derive in a polynomial
size G proof a QBF sequent that represents the soundness of that step.

2.2 Formalising independence
Formalising strategy extraction does not work for the only remaining rule- EUR. Instead, in
order to simulate EUR it is necessary as we do in Section 5 to formalise what makes EUR
sound, namely independence.

▶ Theorem 3. Given a QBF Πϕ, where ϕ is a propositional formula in conjunctive normal
form, we can formalise the independence relation between clauses of ϕ with respect to Π, in
QBF sequents. Furthermore, if independence is calculated in the same way as in EUR then
these QBF sequents can be proven in polynomially many G steps.

Since this is a formalisation argument, the proof provides some insight into how and why
the dependency scheme works, there is potential here to use a similar proof to verify the
soundness of future dependency schemes.

Using QBF witnesses for EUR. While strategy extraction for circuits is not possible for
EUR, EUR still preserves whether a QBF is true or false and therefore whether Skolem or
Herbrand functions exist. Instead of expressing the strategies via propositional circuits and
using them to create witnesses, we create witnesses out of QBFs. Using QBFs instead of
circuits is adequate for our G proofs because we can make cuts and instantiations with QBFs.
In Section 5.2 we find the correct QBF witnesses and we can cut with the sequent from
Theorem 3 to show that this gives us p-simulation of EUR.

SAT 2022
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▶ Theorem 4. Given an instance of the EUR rule in QRAT, we can derive in a polynomial
size G proof a QBF sequent that represents the soundness of that step.

And finally, our main theorem is that G p-simulates QRAT. In other words, if QRAT has
a proof that QBF Ψ is true, one can construct a G proof of sequent ⊢ Ψ and if QRAT has a
proof that Ψ is false, one can construct a G proof of sequent Ψ ⊢.

▶ Theorem 5. G p-simulates QRAT.

The proof of this follows directly from the short proofs from the various theorems as one
can use the cut rule to chain all the sequents together.

3 Preliminaries

Quantified Boolean formulas. Quantified Boolean Formulas (QBF) extend propositional
logic with quantifiers ∀, ∃ that work on propositional atoms [13]. We use notation A[x/y] to
replace all instances of term y with term x in A. The standard QBF semantics is that ∀xΨ
is satisfied by the same Boolean assignments as Ψ[0/x] ∧Ψ[1/x] and ∃xΨ is satisfied by the
same Boolean assignments as Ψ[0/x] ∨Ψ[1/x].

For QRAT, we consider QBFs in PCNF form Πϕ with ϕ being a conjunction of clauses.
The prefix Π is arranged in a linear order (we use x <Π y to denote x is left of y). For
prefixes Π and Π′ let Π ⊆ Π′ mean for every variable ∃x in Π, ∃x is in Π′, and for every
variable ∀y in Π, ∀y is in Π′. And if a and b are variables in Π with a ≤Π b then a ≤Π′ b.
Literal inherit the prefix ordering as a pre-order.

If the prefix Π quantifies all variables in ϕ, then we say Πϕ is closed. A closed prenex QBF
may be thought of as a game between two players. One player is responsible for assigning
values to the existentially quantified variables, and the other responsible for the universally
quantified variables. The existential player wins the game if the formula evaluates to true
once all assignments have been made, the universal player wins if the formula evaluates to
false. The players take turns to make assignments according to the quantifier prefix, so the
order of the prefix dictates the turns of the game.

A strategy for the universal player on QBF Πϕ is a method for choosing assignments for
each universal u that depends only on variables earlier than u in Π. For each individual u
we call a function that gives a winning strategy for the universal player a Herbrand function.
The dual concept for the existential player is the Skolem function.

Clausal proofs. A proof system is a polynomial time function that maps proofs to theorems.
Proof system f is said to p-simulate proof system g if there is a polynomial time mapping τ
from g proofs to f proofs such that for each g-proof π, f(τ(π)) = g(π).

In propositional logic, a literal is a variable (x) or its negation (¬x), a clause is a
disjunction of literals and a formula in conjunctive normal form (CNF) is a conjunction of
clauses. For a literal l, we denote its basic variable as var(l), if l = var(l) then l̄ = ¬var(l),
and if l = ¬var(l) then l̄ = var(l). For a clause C, C̄ represents the conjunction

∧
c∈C c̄, each

c̄ can be thought of as a singleton clause. It is natural to understand a CNF as a set of
clauses, and a clause as a set of literals. As such we will use notation C ∈ ϕ to indicate
that CNF ϕ has the clause C in its matrix. Similarly l ∈ C indicates that clause C contains
literal l. Set notation is also used to define sub-clauses and sub-formulas.

Unit propagation. Unit propagation simplifies a CNF ϕ by building a partial assignment
and applying it to ϕ. It builds the assignment by satisfying any literal that appears in a
singleton (unit) clause. Doing so may negate opposite literals in other clauses and result in
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them effectively being removed from that clause. In this way, unit propagation can create
more unit clauses and can keep on propagating until no more unit clauses are left. We denote
by ϕ ⊢1 ⊥ that unit propagation derives the empty clause from ϕ. Unit propagation is used
heavily to check the rules of DRAT and QRAT.

3.1 The rules of QRAT

Note here that QRAT is slightly improved from [8], but this only means the simulation
presented in this paper is stronger.

▶ Definition 1. Fix a prefix Π, assume that Π is strictly ordered. Now consider a clause D
and a literal l (not necessarily in D) we define, OlD = {k ∈ D | k <Π l, k ∈ D}, I lD = {k ∈
D | k >Π l, k ∈ D}. OlD is called the outer clause and I lD is called the inner clause.

The first rule ATA/ATE is a simple propositional implication using unit propagation.

▶ Definition 2 (Asymmetric Tautology Addition/Elimination (ATA)/(ATE)). Let ϕ be a CNF
with Π a prefix. Let C be a clause not in ϕ. Let Π′ be a prefix including the variables of C
and ϕ, Π ⊂ Π′.

Suppose ϕ ∧ C̄ ⊢1 ⊥. Then we can make the following inferences.

Πϕ (ATA)
Π′ϕ ∧ C

Πϕ ∧ C (ATE)Πϕ

The next rules, QRATA and QRATE, deal with adding or removing a clause, but this
time the Skolem function for a particular existential literal l changes as a result of this rule.
This means that QRATA and QRATE preserve truth but do not necessarily preserve the
strategies.

▶ Definition 3 (Quantified Resolution Asymmetric Tautology Addition/Elimination (QRATA/E)).
Let Πϕ be a PCNF with closed prefix Π and CNF matrix ϕ. Let C be a clause not in ϕ. Let
Π1 and Π2 be disjoint prefixes and x a variable such that Π ⊆ Π1∃xΠ2. The difference in
prefix is simply to allow new variables coming from C ∨ l.

If there is existential literal l, with var(l) = x such that for every D ∈ ϕ with l̄ ∈ D,
ϕ ∧ C̄ ∧ l̄ ∧ ŌlD ⊢1 ⊥, then we can derive:

Πϕ (QRATA w.r.t. l)
Π1∃xΠ2ϕ ∧ (C ∨ l)

Π1∃xΠ2ϕ ∧ (C ∨ l)
(QRATE w.r.t. l)Π1∃xΠ2ϕ

▶ Example 4. ∀x∃y(x∨y)∧(x̄∨ȳ) is true, so it has a QRAT proof. To prove ∀x∃y(x∨y)∧(x̄∨ȳ)
in QRAT we need to remove all the clauses. QRATE can remove (x̄ ∨ ȳ) wrt to literal ȳ
as the only clause with y in it is (x ∨ y) and the condition (x ∨ y) ∧ x̄ ∧ x ∧ y ⊢1 ⊥ holds.
When (x∨ y) is the only clause left we can use QRATE wrt to literal y since the condition is
vacuously true (there are no clauses left with ȳ in them). We are left with the empty CNF
which confirms our starting QBF true.

The next rule QRATU removes a literal from a clause, the condition is similar to that of
QRATA/QRATE but uses a universal literal instead of an existential one.
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▶ Definition 5 (Quantified Resolution Asymmetric Tautology Universal (QRATU)). Let Π1∃xΠ2ϕ

be a PCNF with closed prefix Π1∀uΠ2 and CNF matrix ϕ. Let C∨ l be a clause with universal
literal l, with var(l) = u.

If for every D ∈ ϕ with l̄ ∈ D, ϕ ∧ C̄ ∧ ŌlD ⊢1 ⊥, then we can derive

Π1∀xΠ2ϕ ∧ (C ∨ l)
(QRATU w.r.t. l)Π1∀xΠ2ϕ ∧ C

The definition of the final rule: Extended Universal Reduction (EUR) reduces an universal
variable like in QRATU but is based on the resolution paths rather than the asymmetric
tautology framework. With resolution paths, the idea is to ask the question: can these two
clauses both appear in the same connected proof? The reason we talk about paths is we
consider clauses as vertices on a graph where vertices are connected by an edge if they share
a variable and the literals are in opposite polarities, in other words an edge represents that a
resolution can happen between the clauses.

The resolution path between two clauses is a path in this graph. From a clause C we can
define the set of vertices reachable via resolution paths as C. To get the best results, only
particular literals are permitted to use as pivots path. We disallow reusing the same variable
twice in succession. E.g. If we start with clause x ∨ y we can add ȳ ∨ z to C, but we should
not use ȳ as the next pivot, as the introduction of this clause removes it via resolution. In
Definition 6 we treat this formally by keeping a set of usable literals L. Note here that we
are slightly deviating from the original definition in QRAT’s introduction. Originally, it was
defined using the version of resolution path that allowed the pivot variable to be immediately
re-used. This is in fact weaker than in Definition 7, as we get more dependencies. But
Definition 7 is in line with the intention of EUR which is to exploit independence to make
reductions.

We also take into consideration the situation in QBF, in dependency schemes we only
consider resolution paths on existential variables and only at certain levels. Instead of talking
about existential variables and quantification orders we give a set of variables S for which
we only consider resolution paths on, and build the theory from that.

▶ Definition 6. Consider a CNF ϕ and subset χ of clauses in ϕ and a subset S of variables.
L(ϕ, χ,S) lists the S-literals on the resolutions paths from χ and C(ϕ, χ,S) lists the clauses
on the the resolution paths from χ. These are found using an iterative procedure until
reaching a fix-point.
Initialisation. We start with the clauses in χ and the S literals in those clauses. L(ϕ, χ,S)←
{l | there is C ∈ χ s.t. l ∈ C, var(l) ∈ S} and C(ϕ, χ,S)← χ.
Adding a clause. If there if some D such that p̄ ∈ D and p ∈ L(ϕ, χ,S), then we can
update L(ϕ, χ,S) and C(ϕ, χ,S). L(ϕ, χ,S)← L(ϕ, χ,S) ∪ {q ∈ D | q ≠ p̄, var(q) ∈ S} and
C(ϕ, χ,S)← C(ϕ, χ,S) ∪ {D}. We continue this until we reach fix-point, in other words for
all p ∈ L(ϕ, χ,S) if D ∈ ϕ and p̄ ∈ D, then {q ∈ D | q ̸= p̄, var(q) ∈ S} ⊂ L(ϕ, χ,S) and
D ∈ C(ϕ, χ,S). Fix-point is reached in polynomial time.

In QBF we use the resolution path to talk about connected Q-Resolution [14] proofs,
and since Q-Resolution only resolves on existential pivots we need only to consider paths
through existential variables. The lack of resolution path is used to show independence of
clauses with opposing universal literals. So if all clauses with u in it cannot be connected via
a resolution path to clauses with ū, then the universal player is free to choose whatever value
of u, as whether there is a refutation is independent of the choice of clauses. We also only
need to consider resolution paths using existential variables to the right of u in the prefix, as
the question is whether there will be a refutation once the universal player has made their
move.



L. Chew and M. J. H. Heule 10:7

The theory of resolution paths is used in QRAT, specifically in the EUR rule which
allows a clause C ∨ u to be strengthened to C when u is a universal variable and there is no
D ∈ C(ϕ ∧ C,C,S) with ¬u in it, S being the set of inner existential variables with respect
to u.

▶ Definition 7. Let Π1∀uΠ2ϕ be a PCNF with closed prefix Π1∀uΠ2 and CNF matrix ϕ.
Let C ∨ l be a clause with universal literal l, with var(l) = u.

If the resolution path C(ϕ ∧C,C,S) contains no clause D such that l̄ ∈ D, when S is the
set of existential variables right of l in the prefix (i.e. in Π2), then we can derive

Π1∀lΠ2ϕ ∧ (C ∨ l)
(EUR)

Π1∀lΠ2(ϕ ∧ C)

A QRAT search starts with a closed prenex CNF Ψ and uses the six QRAT rules to
modify the QBF. A search is a proof of the truth of Ψ if it removes all clauses and we are
left with an empty CNF and proves the falsity of Ψ if it adds an empty clause. The six rules
are only required in search mode, once we have determined whether a QBF is true or false
the rules can be relaxed. QRAT proofs of truth are allowed to add any clause arbitrarily,
and QRAT proofs of falsity are allowed to arbitrarily delete a clause [9].

▶ Example 8. Take the false QBF ∃x∀u∃y(x ∨ u ∨ y) ∧ (x̄ ∨ ū ∨ y) ∧ (ȳ). There are no
resolution paths in the variables right of u that connect clauses (x ∨ u ∨ y) and (x̄ ∨ ū ∨ y).
The only paths from each join to (ȳ) but are unable to reuse the same literal to connect the
opposing clause. This means that (x ∨ u ∨ y) can be reduced to (x ∨ y) via EUR and then
(x̄ ∨ ū ∨ y) can be reduced to (x̄ ∨ y) by the same argument. The empty clause can be added
with the ATA rule as (x ∨ y) ∧ (x̄ ∨ y) ∧ (ȳ) ⊢1 ⊥.

3.2 The sequent system G
Let Γ and ∆ each be sets of logical formulas1. A sequent Γ ⊢ ∆ expresses that any Boolean
assignment that satisfies every formula in Γ also satisfies at least one formula in ∆. Sequents
can be used for propositional logic, first order logic and QBF. In QBF we have to be careful
about how we talk about assignments, because there are many examples in the QBF literature
where assignments are over bound variables. When we are talking about how sequents work,
the assignments ignore bound variables, ∀uΨ(u) has the same satisfying assignments as
Ψ(0) ∧Ψ(1), the variable u is ignored.

In a G sequent Γ ⊢ ∆. Γ and ∆ are sets of QBFs, note here that these QBFs are not
necessarily in prenex form and they are also not necessarily closed, so they may contain a
mix of bound and free variables. The rules of G are given in Figure 2.

▶ Example 9. The QBF ∀x∃y(x ∨ y) ∧ (¬x ∨ ¬y) is true as seen in Example 4. There are
no free variables, but we nevertheless understand it to be true under all assignments. The
sequent ⊢ ∀x∃y(x ∨ y) ∧ (¬x ∨ ¬y) represents this and can be proved from the rules of G.
We can start with axiom z ⊢ z and use the negation and disjunction rules in LK [5] to get
sequent ⊢ z ∨ ¬z and similarly we can get ⊢ ¬z ∨ ¬¬z, LK has a conjunction rule to put
these together and we can continue in G.

1 Classically, sequents work on ordered multisets, but have exchange and contraction rules that make it
the same as sets. The multiset version adds only polynomially many lines to derivations and we are
interested in polynomial simulation, so we present a p-equivalent system here.
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All rules from LK. [5]

Γ ⊢ Σ, A A, Λ ⊢ ∆ (cut)
Γ, Λ ⊢ Σ, ∆

A(B), Γ ⊢ Σ
(∀ ⊢)

∀xA(x), Γ ⊢ Σ
Γ, ⊢ Σ, A(p)

(⊢ ∀)
Γ ⊢ Σ, ∀xA(x)

A(p), Γ ⊢ Σ
(∃ ⊢)

∃xA(x), Γ ⊢ Σ
Γ, ⊢ Σ, A(B)

(⊢ ∃)
Γ, ⊢ Σ, ∃xA(x)

A, B are QBFs and Γ, Λ, Σ, ∆ are sets of QBFs,
Variable p does not appear free on the lower sequents in (∃ ⊢), (⊢ ∀).

The free variables of B are not bound in A in (∀ ⊢), (⊢ ∃).

Figure 2 Rules of the sequent calculus G [16].

⊢ (z ∨ ¬z) ∧ (¬z ∨ ¬¬z)
(⊢ ∃)

⊢ ∃y(z ∨ y) ∧ (¬z ∨ ¬y)
(⊢ ∀)

⊢ ∀x∃y(x ∨ y) ∧ (¬x ∨ ¬y)

As we can observe, this proof is cut-free. This means it has to build up the sequents
starting from the innermost connectives, working its way outward. Because this formula is
small without many variables, the proof is also small, but cut becomes more practical in
larger more complicated formulas.

The most important thing to notice about this proof is that (¬z) is used as the witness
in (⊢ ∃) to quantify y. Since there is only one QBF and it is on the right hand side, the
witness also tells us the Skolem function. For (⊢ ∃) we do not have to quantify all instances
of ¬z into y.

After we apply (⊢ ∃), we have sequent ⊢ ∃y(z ∨ y) ∧ (¬z ∨ ¬y). This sequent should be
read as: in all assignments to the free variables (z is only free variable left), the sequent
⊢ ∃y(z ∨ y)∧ (¬z ∨¬y) is true. It is intuitive to see how (⊢ ∀) soundly applies here, replacing
z with x and giving us the final QBF. In this example we used variable z to eventually
become the variable x. In later examples and proofs, to avoid renaming every variable we
will sometimes use the same symbols for variables before and after they are quantified.

▶ Example 10. Given a set of free variables X suppose we have a CNF ϕ(X) and we quantify
the X variables with a prefix Π, consider a set of variables X ′ with |X ′| = |X| and then let
Π′ be the X ′ version of Π. Similarly define X ′′ and Π′′.

Πϕ(X) ⊢ Π′ϕ(X ′) can be proven in G by starting with ϕ(X) ⊢ ϕ(X) and adding the X
variables when quantifying the left hand side variables and X ′ variables when quantifying
the right hand side variables. Π′′ϕ(X ′′) ⊢ Π′ϕ(X ′) and Πϕ(X) ⊢ Π′′ϕ(X ′′) can be proved
in a similar way and through G’s connective rules we can get sequent Πϕ(X) ∨Π′′ϕ(X ′′) ⊢
Π′ϕ(X ′) ∧Π′′ϕ(X ′′). This allows the sequent to be expressed entirely on the left hand side
as (Πϕ(X)∨Π′′ϕ(X ′′))∧ (¬Π′ϕ(X ′)∨¬Π′′ϕ(X ′′)) ⊢. This sequent expresses little more than
the law of non-contradiction for QBF but we can add more quantifiers to make it interesting.

We can use (∀ ⊢) with witness Π′′ϕ(X ′′) to turn it into the universal variable z to get
∀z(Πϕ(X) ∨ z) ∧ (¬Π′ϕ(X ′) ∨ ¬z) ⊢. Expressed in PCNF (and G is able to change to this
PCNF ) this becomes an instance of the Select family of QBFs which have PSPACE-hard
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strategies [3]. The formulas looks like ∀zΠΠ̄′∃T (ϕ(X) ∨ z) ∧ (ϕ̄(X ′, T ) ∨ ¬z). Π̄′ switches
the quantifiers used but retains the same order and ϕ̄(X ′, T ) expresses ¬ϕ(X ′) using Tseitin
variables T . The ∨z and ∨¬z are distributed throughout all the clauses in order to make
this a PCNF.

In the original Select formulas, the prefix ΠΠ̄′ is readjusted so the variables of Π and Π̄′

are interleaved. This does not affect the semantics, but allows every Select formula to have a
short refutation in QRAT. The way do that is to reduce z and ¬z literals. Since the ϕ(X)
clauses and ϕ̄(X ′, T ) clauses do not share any literals there is no resolution path between
them and every z and ¬z can be reduced with EUR. What we are left with is a formula in
the Duality family which has short refutations in Extended Frege+∀-Red which QRAT is
able to simulate [3].

Even for very basic tautologies G proofs require many lines, and we will see in our
simulation that although the simulation is polynomial, it uses considerably more lines. To
simplify our explanation, and avoid reinventing the wheel, we omit certain steps, particularly
in propositional logics as we are focused mainly on QBF.

▶ Lemma 11. The following substitutions can be made in short G proofs, based on logical
equivalence laws:

Double negation
De Morgan’s laws
Distributive laws
We can treat “,” on the left part of a sequent as interchangeable with “∧”
We can treat “,” on the right part of a sequent as interchangeable with “∨”

Proof. We can get these rules from the known power of LK , the propositional fragment of
G. LK is known to p-simulate Frege systems [15]. And the laws of equivalence can be used
as axioms in a Frege system. ◀

The next lemmas show us common applications of the quantifier rules.

▶ Lemma 12. Given QBFs A and B and a prefix Π = Q1x1, . . . ,Qnxn containing variables
that may or may not be in A or B, if we can derive the sequent A ⊢ B in an m length proof,
we can derive the sequent ΠA ⊢ ΠB in a O(m+ |Π|) length proof.

Proof. We define Πi = Qn−i+1xn−i+1, . . . ,Qnxn and we define Ai and Bi in the reverse
order starting with An = A and Bn = B. Let y1 . . . yn be propositional variables. We define
Ai−1 = Ai[yn−i+1/xn−i+1] and Bi−1 = Bi[yn−i+1/xn−i+1].
Induction hypothesis: ΠiAi ⊢ ΠiBi has G proof of length 2i+m.
Base case: When i = 0, Πi is empty so we can use the proof of A ⊢ B, however we replace
the variables in the steps of the proof so that we get A0 ⊢ B0.
Inductive step: If Qn−i = ∃, then we apply (⊢ ∃) using yi+1 as the term that we replace
with bound variable xi+1 in Bn−i+1, now yi+1 no longer appears on the right part of the
sequent, only appearing on the left part where we can use (∃ ⊢) to quantify An−i+1 replacing
yi+1 with xi+1.

Symmetrically, if Qn−i = ∀, then we apply (∀ ⊢) using yi+1 as the term that we replace
with bound variable xi+1 in An−i+1, now yi+1 no longer appears on the left part of the
sequent, only the right part, where we can use (⊢ ∀) to quantify Bn−i+1 replacing yi+1
with xi+1.

Once we reach i = n we get ΠA ⊢ ΠB and we have only used 2|Π|+m steps. ◀
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▶ Corollary 13. For any propositional formulas A and B, and quantifier prefix Π there are
short G proofs of Π(A ∧B) ⊢ ΠA.

▶ Lemma 14. For any QBF ϕ with free variables x and y, the sequent Π∃x∃yϕ ⊢ Π∃y∃xϕ
has a short G proof.

Proof. While quantifying the right hand side using (⊢ ∃) for x and then y, after this we
can use (∃ ⊢) to add the quantifiers for y and then x on the left hand side. The remaining
quantifiers can be added via the same method as Lemma 12. ◀

▶ Lemma 15. For any QBF ϕ where the variable x does not occur. If A,B ∈
{Π∃xϕ,Πϕ,Π∀xϕ} then A ⊢ B has a short G proof.

Proof. We start with sequent ϕ ⊢ ϕ we can use any of (⊢ ∀), (∀ ⊢), (⊢ ∃), (∃ ⊢) as x and y

do not appear anywhere in ϕ. Then Lemma 12 allows us to add Π. ◀

4 Using strategies to simulate QRAT rules

In this section we use strategy extraction to show a G simulation of rules ATA, ATE, QRATA,
QRATE and QRATU. Since, G does not allow empty disjunctions or conjunctions, we treat
⊥ as the empty disjunction and ⊤ as the empty conjunction.

▶ Theorem 1. Given a CNF ϕ closed under prefix Π, suppose that the QRAT rules
QRATA/ATA can add C to ϕ, or the QRAT rules QRATE/ATE can remove C from
ϕ∧C. Then the sequent Πϕ ⊢ Π′ϕ∧C has a polynomial size G proof. Where Π′ contains all
variables from Π and any additional variables from C.

Sketch Proof. For ATA and ATE, ϕ ⊢ ϕ ∧C is a propositional sequent provable in LK . We
simply add the quantifiers with Lemma 12.

For QRATA and QRATE, the side condition is that if any outer clauses are falsified we
know C can be satisfied with the same strategy. However if all outer clauses are satisfied, then
it is safe to play l to true to satisfy C. Therefore let l′ = l ∨

∧l̄∈D
D∈ϕO

l
D using the definition

of outer clauses. ϕ ⊢ (ϕ ∧ C)[l′/l] is a valid propositional sequent because l′ represents how
to modify the Skolem function for l on ϕ to make it a Skolem function when adding C [7].
After proving the propositional sequent in LK , we add the quantifiers with Lemma 12, but
when we arrive at quantifying l we use l′ as the witness term for (⊢ ∃). ◀

▶ Example 16. Suppose we have QBF ∀x∃y(¬x ∨ ¬y) and we want to add clause (x ∨ y).
In QRAT this is a single line. In G the simulation given by Theorem 1 is as follows (note we
will not detail derivations using Lemma 11). We use y′ = y ∨¬x. So first we show Lemma 19
that the existing clause ¬x ∨ ¬y allows y to be substituted by y′.

¬x ⊢ ¬x (⊢ ¬)⊢ ¬x,¬¬x (L. 11)⊢ ¬x ∨ ¬¬x (• ⊢)¬x ∨ ¬y ⊢ ¬x ∨ ¬¬x ¬x ∨ ¬y ⊢ ¬x ∨ ¬y (⊢ ∧)
¬x ∨ ¬y ⊢ (¬x ∨ ¬y) ∧ (¬x ∨ ¬¬x)

(L. 11)
¬x ∨ ¬y ⊢ ¬x ∨ (¬y ∧ ¬¬x)

(L. 11)
¬x ∨ ¬y ⊢ ¬x ∨ ¬(y ∨ ¬x)

Next we show Lemma 20 that the new clause x ∨ y′ is implied by this substitution.
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¬x ⊢ ¬x (¬ ⊢)¬x,¬¬x ⊢ (• ⊢)¬x ∨ ¬y,¬x,¬y,¬¬x ⊢ (⊢ ¬)¬x ∨ ¬y ⊢ ¬¬x,¬¬y,¬¬¬x (L. 11)¬x ∨ ¬y,⊢ x ∨ y ∨ ¬x

And finally we takes these two clauses together and add the quantifiers, quantifying over
y′ = y ∨ x on the right hand side.

¬x ∨ ¬y ⊢ ¬x ∨ ¬(y ∨ ¬x) ¬x ∨ ¬y, ⊢ x ∨ y ∨ ¬x
(⊢ ∧)

¬x ∨ ¬y ⊢ (¬x ∨ ¬(y ∨ ¬x)) ∧ (x ∨ y ∨ ¬x)
(⊢ ∃)

¬x ∨ ¬y ⊢ ∃y′(¬x ∨ ¬y′) ∧ (x ∨ y′)
(∃ ⊢)

∃y(¬x ∨ ¬y) ⊢ ∃y′(¬x ∨ ¬y′) ∧ (x ∨ y′)
(∀ ⊢)

∀x∃y(¬x ∨ ¬y) ⊢ ∃y′(¬x ∨ ¬y′) ∧ (x ∨ y′)
(⊢ ∀)

∀x∃y(¬x ∨ ¬y) ⊢ ∀x∃y′(¬x ∨ ¬y′) ∧ (x ∨ y′)

We now do the same for QRATU, but with Herbrand functions.

▶ Theorem 2. Given a CNF ψ = ϕ ∧ (C ∨ l) closed under prefix Π, suppose that the QRAT
rule QRATU can reduce C ∨ l to C. Then the sequent Πϕ∧ (C ∨ l) ⊢ Πϕ∧C has a polynomial
size G proof.

Sketch Proof. Let l′ = l ∧
∨l̄∈D
D∈ϕ Ō

l
D using the definition of outer clauses. We show in

LK that ϕ[l′/l], C ∨ l′ ⊢ C, using QRATU condition and definition of l′, this is formally
proving the correctness of Herbrand strategy extraction for QRATU [2]. We then add the
quantifiers with Lemma 12, but when we arrive at quantifying l we use l′ as the witness term
for (∀ ⊢). ◀

The problem of strategies for EUR. In [3] it was shown that strategy extraction for EUR is
not possible for circuits (under complexity assumptions), so using propositional witnesses as
in Theorem 1 and 2 will not work. But we have not yet used a key property of G- witnesses
with quantifiers. We will give a QBF witness for EUR in Section 5.2, but in order to have
any hope of using it we must do some G formalisation of the dependency condition that
allows EUR to work.

5 Resolution path independence

5.1 Resolution paths
We recap the reflexive resolution dependency scheme used in QRAT. S is the set of variables
with allowable pivots. C(ϕ, χ,S) is the set of ϕ-clauses connected to χ via resolution path
on S pivots. This is the most difficult part of QRAT for G to simulate, therefore we give it
the most attention. This is also the rule that allows QRAT to be stronger than Herbrand
strategy extraction [3]. The way to show a simulation of EUR is to formalise the property of
resolution path independence into a sequent.

▶ Theorem 3. For any CNF ϕ with a subset χ1 and let C = C(ϕ, χ1,S), where S is the set
of existential variables of a prefix Π. G can prove the sequent Π

∧
D∈CD,Π(ϕ\χ1) ⊢ Πϕ in a

polynomial size proof.

Proof. Define the following:
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ϕ1 contains all clauses in all resolution paths of χ1. (ϕ1 =
∧
D∈C(ϕ,χ1,S) D.)

χ2 contains the remaining clauses not reachable via resolution paths from χ1. (χ2 = ϕ\ϕ1.)
ϕ2 closes χ2 under resolution paths. (ϕ2 =

∧
D∈C(ϕ,χ2,S) D.)

L1 is all outgoing literals on res. paths from χ1. (L1 = L(ϕ, χ1,S).)
L2 is all outgoing literals on res. paths from χ2. (L2 = L(ϕ, χ2,S).)

Overlapping Clauses. Note that the existence of a resolution path between clauses of ϕ;
D1 and D2, is symmetric. By definition, clauses of χ2 are not in ϕ1, but also clauses of χ1
are not in ϕ2. However resolution paths are not necessarily transitive, C could have a path
to D and D could have a path to E, but if the literal used to enter D from C is the same
literal to exit D to get to E that paths cannot be conjoined. This means ϕ1 and ϕ2 (which
we can also think of as sets of clauses) are not necessarily disjoint.

First we observe that if there is some D ∈ ϕ1 ∩ ϕ2 then there is a unique “entry” literal
z ∈ D, var(z) ∈ S such that z̄ ∈ L(ϕ, χ1,S) and z̄ ∈ L(ϕ, χ2,S), in other words z̄ is an
outgoing literal in both sets of paths.

We can prove this because there must be at least one S-literal z̄ ∈ L(ϕ, χ1,S) that puts
D ∈ C(ϕ, χ1,S) via z ∈ D and there must be at least one S-literal z̄′ ∈ L(ϕ, χ2,S) that puts
D ∈ C(ϕ, χ2,S) via z′ ∈ D. If z ̸= z′, then z′ we can construct a path between χi and χj
by reaching D from a path χ1 using literal z to enter D and reverse the path from χ2 to D,
now using z′ to exit D.

Finding Existential Witnesses. We want to show a sequent with two QBFs on the left
hand side that use the same quantified variables, but in order to do this we have to treat the
variables as different before they are quantified. For each x ∈ L we use x1 and x2. For the
right hand side we need terms that act as existential witnesses, we can assign each S-literal
a propositional term l′ in the literals l1, l2 but the expression depends on l and l̄’s inclusion
in the sets L1 and L2

If an S-literal l is in L1 its negation cannot be in L2 and vice versa, otherwise there
would be a resolution path between χ1 and χ2.

If either l or l̄ are in L1 and neither l nor l̄ are in L2 then let l′ = l1

If either l or l̄ are in L2 and neither l nor l̄ are in L1 then let l′ = l2

If l is in L1 ∩ L2 then l̄ /∈ L1 ∪ L2, define l′ = l1 ∨ l2

If l̄ is in L1 ∩ L2 then l /∈ L1 ∪ L2, define l′ = ¬(l̄1 ∨ l̄2)

l′ preserves negation. We use each term l′ on the right hand side to replace for l, these
we will use as witnesses for (⊢ ∃), but to do this we will first need ϕ1

1, ϕ
2
2 ⊢ ϕ′, where f1 is

formula f with all S-literals l replaced by l1, f2 is f with all S-literals l replaced by l2 and
f ′ is f with all S-literals l replaced with term l′.

Proving ϕ1
1, ϕ

2
2 ⊢ ϕ′ requires our observation on entry literals. Without loss of generality

if a clause D ∈ ϕ is only in ϕ1 and not ϕ2, then D′ = D1 and it is straightforward to prove
ϕ1

1, ϕ
2
2 ⊢ D1 since D1 ∈ ϕ1

1. However if D ∈ ϕ1 ∩ ϕ2 then D = K ∨ z where z is the unique
entry literal and we let K be the sub-clause of remaining literals. z̄ must be in L1 ∩ L2 so
z′ = ¬(z̄1∨ z̄2). Every S-literal k in K is also in L1∩L2 so k′ = k1∨k2. D′ = K ′∨¬(z̄1∨ z̄2).

From strengthening the left hand side LK can prove ϕ1
1 ⊢ K1 ∨ z1 and ϕ2

2 ⊢ K2 ∨ z2. The
right hand sides can be weakened to get ϕ1

1 ⊢ K ′ ∨ z1 and ϕ2
2 ⊢ K ′ ∨ z2, respectively. Using

the distributive law we can get ϕ1
1, ϕ

2
2 ⊢ K ′ ∨ ¬(z̄1 ∨ z̄2).
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We take all these individual sequents together into a conjunction and get ϕ1
1, ϕ

2
2 ⊢ ϕ′. We

can strengthen ϕ2
2 to ϕ2 \ χ2

1 on the left hand side since clauses from χ1 cannot appear in ϕ2.
We end up with ϕ1

1, ϕ
2 \ χ2

1 ⊢ ϕ′.

Adding the Quantifiers. We now add the quantifiers from innermost to outermost. When
we need to quantify a universal variable y we require universal quantifiers ∀y for both of the
formulas on the left hand side. (∀ ⊢) requires a witness and each time we can just use y itself,
then we simply use variable y for (⊢ ∀) on the right hand side. For existential variables x we
first quantify the right hand side using the term x′. Now for the left hand side variable xi
only appears in one of the two formulas, so we can use that to quantify ∃x for each. Adding
in all the quantifiers grants us Πϕ1,Π(ϕ\χ1) ⊢ Πϕ as required. ◀

5.2 Extended Universal Reduction

Consider using universal reduction to reduce Πϕ ∧ (C ∨ l) into Πϕ ∧ C. The condition in
standard universal reduction is that all literals y ∈ C are quantified to the left of l in prefix
Π, i.e y <Π l. For the soundness, we can observe how Herbrand functions are preserved
moving backwards in the proof.

We have to show that if there is a Herbrand function σl for the succedent then there is a
Herbrand function σ′

l for the antecedent. The domain of this Herbrand function is x⃗l the
variables left of l in the prefix. We let σ′

l(x⃗l) = 0 whenever C is falsified, and σ′
l(x⃗l) = σl(x⃗l)

otherwise.
We note that σ′

l for standard UR the universal player never downgrades her outcome,
when ¬C she always guarantees her victory, either winning where she would have won
otherwise or winning when she would have lost otherwise, when C is true she plays according
σl and, since all the outcomes are now the same, she also does not downgrade her game.

In EUR we cannot use the condition ¬C as it may contain variables to the right of l, but
there is a similar situation where the universal player can safely set l to 0. If she knows she
can play her remaining moves such that the existential player cannot satisfy every clause
without l̄ in them, then it does not matter if she satisfies all the clauses with l̄ in them by
setting l to 0. She only has to guarantee her victory on a subset of clauses that do not
contain l̄. According to our EUR condition, that subset can precisely be C(ϕ ∧ C,C,S), the
set of clauses in the resolutions paths from C, where S is all existential variables right of l.

In order to play this she requires foresight of the outcome for the remaining moves. For
this reason it cannot be used to build a circuit strategy. However, Herbrand functions can
still be made by using quantifiers on the variables right of l. Let Π2 ⊂ Π be the part of the
prefix strictly right of l. If we have Herbrand function σl for Πϕ ∧ C we can find another
Herbrand function:

σ′
l(x⃗l) =

{
0 if ¬Π2(

∧
D∈C(ϕ∧C,C,S) D[⊥/l])

σl(x⃗l) otherwise.

σ′
l(x⃗l) is a valid Herbrand function for Πϕ ∧ C, but how is it also valid for Πϕ ∧ C ∨ l?

This is due to the essential independence condition that is required for EUR. If under some
assignment to the free variables Π2(

∧
D∈C(ψ,C,S) D[⊥/l]) is true but Π2(ϕ ∧ C) is false, then

Theorem 3 tells us Π2ϕ must be false, so C becomes irrelevant to the refutation.
We have to show this all formally in G. We will prove as much as we can before using

Theorem 3.

SAT 2022
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▶ Lemma 17. Let ∀uΠ2ψ be a QBF with Π2 a prefix, u a variable and ψ = ϕ ∧C ∨ l, where
C is a clause and ϕ a CNF and literal l has variable u. Let S denote the set of all existential
literals in Π2. Let C be a shorthand for C(ψ,C ∨ l,S) and assume that there is no D ∈ C

with l̄ in D. Let ∆ be a shorthand for Π2(
∧
D∈CD[⊥/l]). Let l′ be the formula l ∧∆. Then

the following are provable in polynomial size G proofs.
(A) ∀uΠ2ψ ⊢ ∆.
(B) ∀uΠ2ψ ⊢ Π2ϕ ∧ (C ∨ l′).
(C) ∀uΠ2ψ ⊢ Π2(ϕ ∧ C),Π2(

∧
D∈CD).

Proof of A. We start with
∧
D∈CD[⊥/l] ⊢

∧
D∈CD[⊥/l].∧

D∈CD[⊥/l] ⊢
∧
D∈CD[⊥/l]

(∧ ⊢)
ϕ[⊥/l] ∧ (C ∨ ⊥) ⊢

∧
D∈CD[⊥/l]

By Lemma 12 we can add the Π2 on both sides. And finally by using (∀ ⊢) rule over a
constant symbol ⊥ (or ⊤ if l = ū), we get sequent ∀uΠ2(ϕ ∧ C ∨ l) ⊢ Π2(

∧
D∈CD[⊥/l]). ◀

Proof of B. Let l′ = l ∧ Π2(
∧
D∈CD[⊥/l]) we have to show what the substitution [l′/l] can

prove for every clause D ∈ ϕ.

1. For any D ∈ ϕ with l, l̄ /∈ D we have D ⊢ D.
2. For any D ∈ ϕ with l ∈ D, we have D[l′/l] ⊢ D.
3. For any D ∈ ϕ with l̄ ∈ D, we have D[l′/l] ⊢ D,¬∆.

To show these we do the following:
1. D ⊢ D is an axiom of G.
2. Let D = K ∨ l, note that l′ is just a strengthening of l so K ∨ l′ ⊢ K ∨ l comes out of

weakening.

l ⊢ l (⊢ ∨)
l ⊢ K ∨ l (∧ ⊢)
l′ ⊢ K ∨ l

K ⊢ K (⊢ ∨)
K ⊢ K ∨ l (∨ ⊢)

K ∨ l′ ⊢ K ∨ l

3. Let D = K ∨ l̄, this makes the sequent we wish to prove K ∨ ¬(l ∧∆) ⊢ K ∨ l̄,¬∆ which
is an application of Lemma 11.

Now we take a conjunction of all cases of 1,2 and 3 along with C∨l′ and get ϕ[l′/l]∧C∨l′ ⊢
ϕ∧C∨l′,¬∆. We can use the negation rule to bring ∆ to the LHS. Which allows us to cut with
Lemma 17A to get ∀uΠ2ψ, ϕ[l′/l]∧ (C ∨ l′) ⊢ ϕ∧ (C ∨ l′). We can quantify both sides by Π2
using the technique from Lemma 12 to get ∀uΠ2(ϕ∧C∨ l),Π2(ϕ[l′/l]∧C∨ l′) ⊢ Π2(ϕ∧C∨ l′).
Using u′ as the term (where u′ = l′ if u = l and ū′ = l′ if ū = l) Π2(ϕ[l′/l] ∧ C ∨ l′) can be
quantified universally to get ∀uΠ2(ϕ ∧ C ∨ l) ⊢ Π2(ϕ ∧ C ∨ l′). ◀

Proof of C. Using l′ = l ∧Π2(
∧
D∈CD[⊥/l]), we make the following derivation.

∆ ⊢ ∆ (∧ ⊢)
l′ ⊢ ∆ (⊢ •)
l′ ⊢ ∆, C

C ⊢ C (⊢ •)
C ⊢ ∆, C (∨ ⊢)

C ∨ l′ ⊢ ∆, C

C ⊢ C (• ⊢)
C, ϕ ⊢ C

ϕ ⊢ ϕ (• ⊢)
C, ϕ ⊢ ϕ (⊢ ∧)

C, ϕ ⊢ ϕ ∧ C
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C ∨ l′ ⊢ ∆, C C, ϕ ⊢ ϕ ∧ C (cut)
ϕ,C ∨ l′ ⊢ ϕ ∧ C,∆ (Lemma 11)
ϕ ∧ C ∨ l′ ⊢ ϕ ∧ C,∆

Now we quantify the Π2 variables using the same technique as Lemma 12 to get Π2(ϕ ∧
C ∨ l′) ⊢ Π2(ϕ ∧ C),∆. In order to simplify the right hand side even further, for every
D ∈ C we take axioms D[⊥/l] ⊢ D[⊥/l] and since l̄ does not appear in D, we can always
obtain D[⊥/l] ⊢ D by weakening the right hand side. We can weaken the left hand side
to

∧
D∈CD[⊥/l] and get the conjunction

∧
D∈CD[⊥/l] ⊢

∧
D∈CD. By Lemma 12 we get

∆ ⊢ Π2(
∧
D∈CD), this we can use to cut with our sequent.

Π2(ϕ ∧ C ∨ l′) ⊢ Π2(ϕ ∧ C),∆ ∆ ⊢ Π2(
∧
D∈CD)

Π2(ϕ ∧ C ∨ l′) ⊢ Π2(ϕ ∧ C),Π2(
∧
D∈CD)

We can simply cut with Lemma 17B to get ∀uΠ2ψ ⊢ Π2(ϕ ∧ C),Π2(
∧
D∈CD). ◀

Were we to show ∀uΠ2ψ ⊢ Π2(ϕ ∧ C), proving EUR’s sequent in G would be a matter
of adding the remaining quantifiers with Lemma 12. ∀uΠ2ψ ⊢ Π2(ϕ ∧ C),Π2(

∧
D∈CD) is

almost what we need, the only disagreement is when ∀uΠ2ψ is true, Π2(ϕ ∧ C) is false and
Π2(

∧
D∈CD) is true. If that occurs, then we can apply Theorem 3 and use it to tell us Π2ϕ

must be false. However, ∀uΠ2ψ cannot possibly be true if Π2ϕ is false meaning this situation
does not occur and we effectively have ∀uΠ2ψ ⊢ Π2(ϕ ∧ C). We can formalise this in G.

▶ Theorem 4. Let ϕ be a CNF with Π a prefix. Suppose that the QRAT rule EUR can reduce
clause C∨l to C, where C is a clause and l is a literal. Then the sequent Πϕ∧(C∨l) ⊢ Πϕ∧C
has a polynomial size G proof.

Proof. Let Π = Π1∀uΠ2, where u = var(l). Let C be shorthand for C(ϕ ∧ C,C,S) with S
denoting all ∃ literals in Π2. Lemma 17 gets us most of the way through this proof, but we need
to use Theorem 3 with PCNF Π2(ϕ∧C) with χ1 = C to obtain Π2ϕ,Π2

∧
D∈CD ⊢ Π2(ϕ∧C).

We use (∀ ⊢) to gain ∀uΠ2(ϕ∧C∨l) ⊢ Π2(ϕ∧C∨l), and Corollary 13 to gain Π2(ϕ∧C∨l) ⊢
Π2ϕ. We cut these two with our sequent from Theorem 3 to get ∀uΠ2(ϕ∧C∨l),Π2(

∧
D∈CD) ⊢

Π2(ϕ∧C). Now we use Lemma 17 to gain ∀uΠ2(ϕ∧C∨ l) ⊢ Π2(ϕ∧C),Π2(
∧
D∈CD). Cutting

these two sequents together removes Π2(
∧
D∈CD) and gets us ∀uΠ2(ϕ ∧ C ∨ l) ⊢ Π2(ϕ ∧ C).

We can add the remaining quantifiers with Lemma 12. ◀

6 Conclusion

▶ Theorem 5. G p-simulates QRAT.

We have finally proven that G p-simulates QRAT, but this is only the beginning of the
search for a new checking format for QBF. In our opinion, G is not suitable in a practical
setting. The simulation we present needs a number of complicated steps to simulate just
single steps in QRAT (see Example 16). This is especially true when dealing with proofs
that are largely propositional (as QBF solvers often use SAT solvers as black boxes), for
SAT. Furthermore, G works in non-prenex non-CNF formulas and any actual implementation
would diverge from a more DIMACS orientated format. In DRAT extended Resolution and
QRAT, each line can be simply represented as an uncomplicated sequence of integers, where
it is much more difficult to do so with G.

SAT 2022
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The advantage of G is that we cut and instantiate by full QBFs, In propositional logic,
propositional cuts are done are simulated by use of the extension rule which can represent
a propositional circuit as a variable then a simple resolution step effectively cuts that
propositional circuit. With this DRAT and Extended Resolution can simulate the most
powerful known propositional systems. For outside of G, most QBF proof systems are still
stuck on propositional circuits (using extension variables).

The next step in our search should be to find out how or if extension variables can be
used to represent full QBFs, in order to simulate G. The hard part of this will be simulating
the non-prenex QBFs. Non prenex QBF solvers have recently seen some interest [10,17], so
getting a practical proof system that has a way of handling them would be very beneficial.

In regards, to the converse, whether QRAT simulates G. For true QBF there is a
conditional separation, since strategies can be extracted from proofs of True QBF, and for G
this is not possible unless P=PSPACE. The family for this conditional separation being the
negations of the Select family. For false QBFs, whether refutational QRAT simulates G is
open.

While a genuine QBF-cut extended variable systems may exists and could be used in
practice, improvements in the direction of Propagation Redundancy [6] would likely exist
and we would want to develop QBF systems further along these lines.
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A Appendix

In Figure 3 we list all the rules of G including propositional rules. We add additional lemmas
that we only use for the full proofs in this section.

A.1 Proof of Theorem 1
We break the proofs of simulation up into new lemmas. Because we do not care too much
about the order of clauses in a CNF we can afford to be ambiguous to whether (•∧ ⊢) or
(∧• ⊢) is used in a proof so we just use (∧ ⊢) to signify this. Similarly we can use (⊢ ∨) in
this way. Firstly we show how we can turn unit propagation into a proof of a useful sequent
in G.

▶ Lemma 18. If conjunctive normal form formula ϕ can be shown to be contradictory via
unit propagation, then the sequent ϕ ⊢ has a polynomially bounded proof in G. (Recall that
an empty right hand side of a sequent is equivalent to the empty disjunction).

Proof. We can prove this by induction on the number of unit clauses needed to derive a
contradiction.

Inductive Hypothesis: If CNF ϕ can be shown to be a contradiction in m many unit
propagation steps, then there is G proof of sequent ϕ ⊢ in O(m) many lines.

Base Case: Suppose we reach a contradiction using unit literals x and x̄ we can represent
this with G sequent x, x̄ ⊢, weaken the left side of the sequent to whatever we want, adding
the remaining clauses.

Induction Step: Suppose we have a CNF ϕ and a unit clause l, divide ϕ into three parts, ϕl
contains clauses of the form C∨ l, ϕl̄ contains clauses of the form C∨ l̄ and ϕ0 contains clauses
C where l /∈ C and l̄ /∈ C. Suppose via the induction hypothesis that ϕl, ϕ0,

∧
C∨l̄∈ϕl̄

C ⊢ is
proven in G. Then we use LK rules to show ϕ ⊢ ◀
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(⊢)
A ⊢ A

(⊥ ⊢)
⊥ ⊢

(⊢ ⊤)
⊢ ⊤

Γ ⊢ Σ (• ⊢)
∆, Γ ⊢ Σ

Γ ⊢ Σ (⊢ •)
Γ ⊢ Σ, ∆

Γ ⊢ Σ, A (¬ ⊢)
¬A, Γ ⊢ Σ

A, Γ ⊢ Σ (⊢ ¬)Γ ⊢ Σ, ¬A

A, Γ ⊢ Σ (•∧ ⊢)
B ∧ A, Γ ⊢ Σ

A, Γ ⊢ Σ (∧• ⊢)
A ∧ B, Γ ⊢ Σ

Γ ⊢ Σ, A Λ ⊢ ∆, B (⊢ ∧)
Γ, Λ ⊢ Σ,∆, A ∧ B

Γ ⊢ Σ, A (⊢ •∨)Γ ⊢ Σ, B ∨ A

Γ ⊢ Σ, A (⊢ ∨•)Γ ⊢ Σ, A ∨ B
A, Γ ⊢ Σ B, Λ ⊢ ∆ (∨ ⊢)

A ∨ B, Γ, Λ ⊢ Σ, ∆

Γ ⊢ Σ, A A, Λ ⊢ ∆ (cut)
Γ, Λ ⊢ Σ, ∆

A(B), Γ ⊢ Σ
(∀ ⊢)

∀xA(x), Γ ⊢ Σ
Γ, ⊢ Σ, A(p)

(⊢ ∀)
Γ ⊢ Σ, ∀xA(x)

A(p), Γ ⊢ Σ
(∃ ⊢)

∃xA(x), Γ ⊢ Σ
Γ, ⊢ Σ, A(B)

(⊢ ∃)
Γ, ⊢ Σ, ∃xA(x)

A, B are QBFs and Γ, Λ, Σ, ∆ are sets of QBFs,
Variable p is not free on the lower sequents in (∃ ⊢), (⊢ ∀).
The free variables of B are not bound in A in (∀ ⊢), (⊢ ∃).

Figure 3 Rules of the sequent calculus G [16].

The QRAT rules modify existing Skolem functions in order to preserve the truth of QBFs
when changing the formula. Imagine we already have a strategy for existential literal l in a
CNF ϕ, let us modify that strategy so now it returns true whenever all outer clauses OlD
for clauses D with l̄ ∈ D ∈ ϕ are true and just play the same in all other cases. What we
will show is that G can confirm formally that this will still be a winning ∃-strategy if it was
before.

▶ Lemma 19. Let ϕ be a CNF and for literal l define l′ = l ∨
∧l̄∈D
D∈ϕO

l
D where OlD is some

subset of D, with l̄ /∈ OlD, (we have no prefix yet in the propositional setting) then ϕ ⊢ ϕ[l′/l].

Proof. Let us consider each clause in ϕ. There are three cases for the sequents we want to
prove.
1. K ⊢ K for l, l̄ /∈ K, K ∈ ϕ.
2. K ∨ l ⊢ K ∨ l ∨

∧l̄∈D
D∈ϕO

l
D, for K ∨ l ∈ ϕ.

3. K ∨ l̄ ⊢ K ∨ ¬(l ∨
∧l̄∈D
D∈ϕO

l
D), for K ∨ l̄ ∈ ϕ.
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We now prove each case:
1. Achieved by the axiom in G.
2. We can take K ∨ l ⊢ K ∨ l and weaken the right side with

∧l̄∈D
D∈ϕO

l
D.

3. We can prove this by a derivation in G (or LK ).

Therefore if ϕ is not the empty CNF we can gain the conjunction ϕ ⊢ ϕ[l′/l]. If ϕ is the
empty CNF then ⊥ ⊢ ⊥ suffices. ◀

l′ = l ∨
∧l̄∈D
D∈ϕO

l
D is actually the modification of the Skolem function that allows QRATA

to happen [7]. We show using a G sequent that under the QRATA condition it is sound to
add the new clause.

▶ Lemma 20. Let l′ = l∨
∧l̄∈D
D∈ϕO

l
D, and for all D ∈ ϕ, l̄ ∈ D we have that ϕ,¬(C ∨ l∨OlD)

is a contradiction via unit propagation. G can derive a polynomial size proof of ϕ ⊢ C ∨ l′.

Proof. For each D ∈ ϕ, l̄ ∈ D, the sequent ϕ, C̄, l̄, ŌlD ⊢ can be proved in G using Lemma 18.
We can use rule (⊢ ¬) and Lemma 11 to get ϕ ⊢ C ∨ l ∨ OlD. If there are more than one
D ∈ ϕ, l̄ ∈ D we can take a conjunction, using (⊢ ∧) to get ϕ ⊢ C ∨ l∨

∧l̄∈D
D∈ϕO

l
D, as required.

If ϕ is the empty CNF, there are no D ∈ ϕ such that l̄ ∈ D. If there are no D ∈ ϕ such
that l̄ ∈ D, then l′ = l ∨ ⊤, so instead we start with ⊢ ⊤ weakening the right hand side and
strengthening the left hand side to get ϕ ⊢ C ∨ l ∨ ⊤. ◀

▶ Theorem 1. Given a CNF formula ϕ closed under prefix Π, suppose that the QRAT rules
QRATA/ATA can add C to ϕ, or the QRAT rules QRATE/ATE can remove C from ϕ ∧ C.
Then the sequent Πϕ ⊢ Π′ϕ∧C has a polynomial size G proof. Where Π′ contains all variables
from Π and any additional variables from C.

Proof. Suppose that C is added via ATA or removed via ATE, this means that the unit
propagation ϕ, C̄ ⊢1 ⊥ holds. Using Lemma 18 gives a short G proof of ϕ, C̄ ⊢.

We then continue using propositional rules to get ϕ ⊢ ϕ ∧ C and Lemma 12 to get
Πϕ ⊢ Πϕ ∧ C.

Suppose that C = C ′ ∨ l is added via QRATA or removed via QRATE and also suppose
there is existential literal l, with var(l) = x such that for every D ∈ ϕ with l̄ ∈ D, ϕ∧C̄∧ŌlD ⊢1
⊥. Let Π′ = Π1∃xΠ2, then the sequent we need to prove is Π1∃xΠ2ϕ ⊢ Π1∃xΠ2ϕ ∧ (C ′ ∨ l).

Let l′ = l ∨
∧l̄∈D
D∈ϕO

l
D using the definition of outer clauses. We will eventually use l′ as

a witness for (⊢ ∃) in G. But firstly, we can use Lemmas 19 and 20 to get ϕ ⊢ ϕ[l′/l] and
ϕ ⊢ (C ∨ l′) in a short proof. We can then proceed in a G proof utilising Lemma 12.

ϕ ⊢ ϕ[l′/l] ϕ ⊢ C ′ ∨ l′
(⊢ ∧)

ϕ ⊢ ϕ[l′/l] ∧ (C ′ ∨ l′)
(Lemma 12)

Π2ϕ ⊢ Π2ϕ[l′/l] ∧ (C ′ ∨ l′)
(⊢ ∃)

Π2ϕ ⊢ ∃xΠ2ϕ ∧ (C ′ ∨ l)
(∃ ⊢)

∃xΠ2ϕ ⊢ ∃xΠ2ϕ ∧ (C ′ ∨ l)
(Lemma 12)

Π1∃xΠ2ϕ ⊢ Π1∃xΠ2ϕ ∧ (C ′ ∨ l)

When using QRATE and ATE Π′ = Π but for QRATA and ATA C could contain variables
not in Π. However we can derive Πϕ ⊢ Π′ϕ using Lemma 15 and then use the cut rule. ◀
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A.2 Proof of Theorem 2

▶ Lemma 21. Let ϕ be a CNF and l′ = l ∧
∨l̄∈D
D∈ϕ Ō

l
D, where OlD ⊂ D, l̄ /∈ OlD, then

ϕ[l′/l] ⊢ ϕ.

Proof. We need to show three different implications on clauses in ϕ.
1. K ⊢ K for l, l̄ /∈ K.
2. K ∨ l ∧

∨l̄∈D
D∈ϕ Ō

l
D ⊢ K ∨ l.

3. K ∨ ¬(l ∧
∨l̄∈D
D∈ϕ Ō

l
D) ⊢ K ∨ l̄.

These can be proven in the following ways:
1. Achieved by the axiom rule (⊢) in G.
2. We can take K ∨ l ⊢ K ∨ l and conjunct the left side with

∨l̄∈D
D∈ϕ Ō

l
D.

3. If OlK is empty then we prove ⊥ ⊢ K ∨ l̄ using (⊢ •) on ⊥ ⊢, otherwise we take OlK ⊢ OlK
and weaken the right hand side with (⊢ ∨) to get OlK ⊢ K ∨ l̄.

K ∨ l̄ ⊢ K ∨ l̄ (⊢ •)
K ∨ l̄ ⊢ K ∨ l̄, Ol

K

Ol
K ⊢ Ol

K (⊢ •)
Ol

K ⊢ K ∨ l̄, Ol
K (• ⊢)∧l̄∈D

D∈ϕ
Ol

D ⊢ K ∨ l̄, Ol
K

(∨ ⊢)
K ∨ l̄ ∨

∧l̄∈D

D∈ϕ
Ol

D ⊢ K ∨ l̄, Ol
K

K ∨ l̄ ∨
∧l̄∈D

D∈ϕ
Ol

D ⊢ K ∨ l̄, Ol
K Ol

K ⊢ K ∨ l̄
(cut)

K ∨ l̄ ∨
∧l̄∈D

D∈ϕ
Ol

D ⊢ K ∨ l̄
(L. 11)

K ∨ ¬(l ∧
∨l̄∈D

D∈ϕ
Ōl

D) ⊢ K ∨ l̄

We can repeatedly use the (⊢ ∧) rule to get ϕ[l′/l] ⊢ ϕ. In the case that ϕ is the empty
CNF, ⊤ ⊢ ⊤ suffices. ◀

In QRATA we showed in Lemma 20 we could add the new clause when written in terms
of the Skolem function, here we show that we can make a QRATU reduction when written
in terms of the new Herbrand function.

▶ Lemma 22. Let ϕ be a CNF and l′ = l ∧
∨l̄∈D
D∈ϕ Ō

l
D where OlD ⊆ D, l̄ /∈ OlD, and for every

D ∈ ϕ with l̄ ∈ D, ϕ ∧ ¬C ∧ ŌlD is a contradiction via unit propagation. Then ϕ,C ∨ l′ ⊢ C
has a short proof in G.

Proof. For any D ∈ ϕ with l̄ ∈ D, ϕ, C̄, ŌlD is a contradiction via unit propagation and so
we can use Lemma 18 to get a short proof of sequent ϕ, C̄, ŌlD ⊢ and thus with Lemma 11,
(⊢ ¬) and double negation rule ϕ, ŌlD ⊢ C. If there is at least one D ∈ ϕ with l̄ ∈ D, we can
use (∨ ⊢) repeatedly to get ϕ,

∨l̄∈D
D∈ϕ Ō

l
D ⊢ C. We then continue in G (or just using LK rules)

to get ϕ,C ∨ l ∧
∨l̄∈D
D∈ϕ Ō

l
D ⊢ C. If there are no clauses D ∈ ϕ with l̄ ∈ D then l′ = l ∧⊥ and

ϕ,C ∨ l ∧ ⊥ ⊢ C is easy to derive in LK . ◀

▶ Theorem 2. Given a CNF formula ψ = ϕ ∧ (C ∨ l) closed under prefix Π, suppose that
the QRAT rule QRATU can reduce C ∨ l to C. Then the sequent Πϕ ∧ (C ∨ l) ⊢ Πϕ ∧C has
a polynomial size G proof.



L. Chew and M. J. H. Heule 10:21

Proof. Let Π = Π1∀xΠ2 with x = var(l). Let l′ = l ∧
∨l̄∈D
D∈ϕ Ō

l
D using the definition of outer

clauses. ϕ[l′/l] ⊢ ϕ and ϕ,C ∨ l′ ⊢ C by Lemmas 22 and 21 and yield ϕ[l′/l], C ∨ l′ ⊢ C
by cut.

ϕ[l′/l], C ∨ l′ ⊢ C
ϕ[l′/l] ⊢ ϕ

(• ⊢)
ϕ[l′/l], C ∨ l′ ⊢ ϕ

(⊢ ∧)
ϕ[l′/l], C ∨ l′ ⊢ ϕ ∧ C

(Lemma 11)
ϕ[l′/l] ∧ (C ∨ l′) ⊢ ϕ ∧ C

(Lemma 12)
Π2ϕ[l′/l] ∧ (C ∨ l′) ⊢ Π2ϕ ∧ C (∀ ⊢)
∀xΠ2ϕ ∧ (C ∨ l) ⊢ Π2ϕ ∧ C (⊢ ∀)
∀xΠ2ϕ ∧ (C ∨ l) ⊢ ∀xΠ2ϕ ∧ C (Lemma 12)

Π1∀xΠ2ϕ ∧ (C ∨ l) ⊢ Π1∀xΠ2ϕ ∧ C

◀

A.3 Proof of Theorem 5
▶ Theorem 5. G p-simulates QRAT.

Proof. True QBF. If Ψ is a true QBF and we have a QRAT proof πQRAT. We show that we
can obtain a G proof πG of ⊢ Ψ in polynomial time from πQRAT.

πQRAT is a sequence of lines L0 . . . Lm using steps ATE, QRATE and clause addition.

Induction Hypothesis (on increasing i): We can obtain a polynomial size G proof of Li ⊢ Ψ.

Base Case: (i = 0) The first QBF L0 in a QRAT proof is the initial QBF which here is Ψ.
Ψ ⊢ Ψ is an axiom in G.

Inductive Step: We derive the sequent Li+1 ⊢ Li depending on the QRAT rule.
Clause addition: If we add clause C to CNF ϕ (under prefix Π) we use Corollary 13 to
gain sequent: Πϕ ∧ C ⊢ Πϕ
ATE: If we remove clause C from CNF ϕ (under prefix Π) we use Theorem 1 to gain
sequent: Πϕ\{C} ⊢ Πϕ
QRATE: If we remove clause C from CNF ϕ (under prefix Π)we use Theorem 1 to gain
sequent: Πϕ\{C} ⊢ Πϕ

Since we have Li ⊢ Ψ by the induction hypothesis we use the cut rule to get Li+1 ⊢ Ψ.

Final Case: For the final line Lm we have the empty CNF. By the induction hypothesis we
have Πϕ ⊢ Ψ, where Πϕ is Lm−1. The only difference for this final step is that we have to
deal with the empty CNF, but this is not difficult to deal with. We represent Lm as Π⊤.
Using Theorem 1 we can get Π⊤ ⊢ Π⊤ ∧ ϕ.

To complete the proof we do the following G steps:

⊢ ⊤ (L. 12)
⊢ Π⊤ Π⊤ ⊢ Π⊤ ∧ ϕ (cut)

⊢ Π⊤ ∧ ϕ

ϕ ⊢ ϕ (•∧ ⊢)
⊤ ∧ ϕ ⊢ ϕ (L. 12)Π⊤ ∧ ϕ ⊢ Πϕ (cut)

⊢ Πϕ

And finally cut ⊢ Πϕ with Πϕ ⊢ Ψ and we have ⊢ Ψ.

SAT 2022
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Family of false QBF. If Ψ is a false QBF and we have a QRAT proof πQRAT. We show
that we can obtain a G proof πG of Ψ ⊢ in polynomial time from πQRAT.

πQRAT is a sequence of lines L0 . . . Lm using steps ATA, QRATA, QRATU, EUR and
clause deletion.

Induction Hypothesis: We can obtain a polynomial size G proof of Ψ ⊢ Li.

Base Case: (i = 0) The first QBF L0 in a QRAT proof is the initial QBF which here is Ψ.
Ψ ⊢ Ψ is an axiom in G.

Inductive Step: We derive the sequent Li ⊢ Li+1 depending on the QRAT rule.
Clause deletion: If we delete clause C from CNF ϕ (under prefix Π) we use Corollary 13
to gain sequent: Πϕ ⊢ Πϕ\{C}
ATA: If we add clause C to CNF ϕ (under prefix Π) we use Theorem 1 to gain sequent:
Πϕ ⊢ Πϕ ∧ C.
QRATA: If we add clause C to CNF ϕ (under prefix Π) we use Theorem 1 to gain sequent:
Πϕ ⊢ Πϕ ∧ C.
QRATU: If we remove literal l from clause C in CNF ϕ (under prefix Π) we use Theorem 2
to gain sequent: Πϕ ⊢ Πϕ\{C ∨ l} ∧ C.
EUR: If we remove literal l from clause C in CNF ϕ (under prefix Π) we use Theorem 4
to gain sequent: Πϕ ⊢ Πϕ\{C ∨ l} ∧ C.

We use the cut rule to cut Πϕ to get Ψ ⊢ Li+1.

Final Case: For the final line Lm we have the empty clause. By the induction hypothesis
we also have Ψ ⊢ Πϕ, The final line either adds an empty clause via ATA, or reduces a
singleton universal literal l using EUR or QRATA.

If the empty clause is added via ATA we can use Lemma 18 to gain Πϕ ⊢ and then use
cut to get Ψ ⊢. If we use EUR or QRATU there is universal variable u with literal l such
that Π = Π1∀uΠ2. ◀



Should Decisions in QCDCL Follow Prefix Order?
Benjamin Böhm #

Friedrich Schiller Universität Jena, Germany

Tomáš Peitl #

TU Wien, Vienna, Austria

Olaf Beyersdorff #

Friedrich Schiller Universität Jena, Germany

Abstract
Quantified conflict-driven clause learning (QCDCL) is one of the main solving approaches for
quantified Boolean formulas (QBF). One of the differences between QCDCL and propositional CDCL
is that QCDCL typically follows the prefix order of the QBF for making decisions.

We investigate an alternative model for QCDCL solving where decisions can be made in arbitrary
order. The resulting system QCDCLANY is still sound and terminating, but does not necessarily
allow to always learn asserting clauses or cubes. To address this potential drawback, we additionally
introduce two subsystems that guarantee to always learn asserting clauses (QCDCLUNI-ANY) and
asserting cubes (QCDCLEXI-ANY), respectively.

We model all four approaches by formal proof systems and show that QCDCLUNI-ANY is expo-
nentially better than QCDCL on false formulas, whereas QCDCLEXI-ANY is exponentially better than
QCDCL on true QBFs. Technically, this involves constructing specific QBF families and showing
lower and upper bounds in the respective proof systems.

We complement our theoretical study with some initial experiments that confirm our theoretical
findings.

2012 ACM Subject Classification Theory of computation Ñ Proof complexity

Keywords and phrases QBF, CDCL, proof complexity, lower bounds

Digital Object Identifier 10.4230/LIPIcs.SAT.2022.11

Related Version Full Version: https://eccc.weizmann.ac.il/report/2022/040/

Supplementary Material Software (Source Code): https://github.com/fslivovsky/qute
archived at swh:1:dir:6363a9fc5093a36739e1ad5d8c59ef0fde5351ea

Funding Tomáš Peitl: Austrian Science Fund FWF, grant no. J4361-N.
Olaf Beyersdorff : Carl-Zeiss Foundation and DFG grant BE 4209/3-1.

1 Introduction

SAT solving was revolutionised in the late 1990s by the advent of conflict-driven clause
learning (CDCL), which has since been the dominating paradigm in propositional SAT
solving [23, 24, 35]. A few years later, the CDCL approach was lifted to the computationally
even harder setting of quantified Boolean formulas (QBF) in the form of quantified CDCL
(QCDCL) [36]. Though a number of competing approaches to QBF solving exist (cf. [7] for
a recent overview), QCDCL is one of most competitive. State-of-the-art implementations
include DepQBF [21] and Qute [27].

In comparison to the propositional case, QCDCL poses additional technical challenges,
stemming from partitioning the variables into existential and universal (SAT can be viewed
as using only existential variables) and the dependencies between the variables imposed by
the quantifier prefix. The presence of universal variables entails additional rules for unit
propagation (universal reductions), while the variable dependencies imposed by the prefix are
typically observed by decision heuristics in the sense that QCDCL follows the prefix order in
decision making. The latter is arguably the most severe restriction when transitioning from
CDCL to QCDCL. Another difference between CDCL and QCDCL arises from the fact that
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unlike in SAT, a satisfying assignment to the QBF matrix does not imply that the QBF is
true. Instead, this is witnessed by additionally learning cubes (i.e., conjunctions of literals,
also called terms) and producing a cube verification for true QBFs.

Though CDCL and QCDCL are very efficient in practice and in particular on industrial
instances (cf. [31] for an overview of QBF solving applications and [15,22] for experimental
studies of solver performance), their success and their inherent limitations are not at all
well-understood from a theoretical perspective. The main theoretical approach is through
proof complexity [9]. For SAT it is known that CDCL – viewed as a non-deterministic
procedure – is equivalent to propositional resolution [1, 3, 29]. In particular, resolution
refutations can be efficiently extracted from CDCL runs, whereby lower bounds for resolution
proof size imply lower bounds for CDCL running time. However, when using CDCL with
practical decision heuristics such as VSIDS [25], the model becomes exponentially weaker
than resolution [34].

The situation is even more intricate in QBF. Again, from QCDCL runs, proofs can be
efficiently extracted in the format of long-distance Q-Resolution [2, 36].1 However, QCDCL
– even as a non-deterministic procedure – is exponentially weaker than long-distance Q-
Resolution and exponentially incomparable to the simpler system of Q-Resolution [6]. Thus
it is very interesting, both from a theoretical and practical perspective, to gauge the precise
power of QCDCL.

In this paper we introduce and investigate QCDCL models that drop the requirement of
making variable decisions along the prefix order. Though it has been recently shown that
following the prefix order in QCDCL is not needed for correctness2, existing prefix-relaxing
techniques do not exploit this as much as they could. Dependency schemes [20,28,30,32] work
with the assumption that the prefix has to be observed, but notice that certain parts (often
called spurious dependencies) can be relaxed in preprocessing. With dependency learning [27],
a more recent, orthogonal technique, instead of calculating dependencies upfront the solver
assumes independence until it runs into a problem, from which it learns a dependency on the
fly (dependency learning can be combined with schemes [26]). These strategies are executed
differently: with dependency schemes the solver can fully rely on the relaxed prefix and use
it for decisions, propagation, and clause/cube learning alike; with dependency learning the
solver can only use the relaxed prefix for decisions and propagation and must learn clauses
and cubes with the original prefix in order to detect dependencies. However, both approaches
share the restriction that once dependencies are found, decisions must respect them.

Our contributions. We propose a new QCDCL model where decisions can ignore quantific-
ation entirely; only propagation and clause/cube learning use the prefix information.

When suggesting a new model for solving, there are at least two possible approaches:
(1) to give a formal account of the model, prove its correctness, and theoretically quantify
the gains on running time; or (2) provide an implementation and experimentally evaluate its
practical performance. In this paper, our main focus is to contribute towards (1). While we
also perform some initial proof-of-concept experiments, an extensive practical evaluation of
the competitiveness of the approach is left for future work (cf. the conclusion).3

1 For practical solving, more succinct proof checking formats are used, both for CDCL [13] and QCDCL [14].
2 It is needed for QDPLL [10,12], but not for QCDCL (cf. also [6]).
3 It appears to us that in SAT solving, theoretical analysis has so far been mainly carried out in retrospect,

after practical solving developments had already taken place. However, we also see a case for theoretical
research providing a-priori guidance for practical developments.
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Specifically, our contributions are as follows:

1. Formal proof complexity models for QCDCL using arbitrary decisions. We provide
a formal proof-complexity model for QCDCL with arbitrary decisions. This follows a
recent line of research to formalise and rigorously analyse QCDCL from a proof complexity
perspective [6, 8].

Our most general model QCDCLANY allows arbitrary decisions. Care has to be taken to
ensure that we can always learn new clauses and cubes, as otherwise termination of proof
search is no longer guaranteed. We ensure this by adding a simple new constraint condition
(NCC), which forbids making decisions that immediately falsify a clause or satisfy a cube
(which is already trivially impossible in prefix-observing QCDCL).

A potential further drawback of not following prefix order is that we can no longer
guarantee to learn asserting clauses or cubes. In order to address this, we introduce two
subsystems of QCDCLANY – termed QCDCLUNI-ANY and QCDCLEXI-ANY – that allow to always
learn asserting clauses and cubes, respectively. We prove that all three systems are sound,
complete, and terminating.

2. Exponential separations between the QCDCL models. The main contribution of this
paper lies in proving that both QCDCLUNI-ANY and QCDCLEXI-ANY allow for exponentially shorter
proofs than the prefix-following QCDCL model. The resulting simulation order is depicted in
Figure 2.

To show this we construct two QBF families that exponentially separate the systems.
Both employ general constructions – using a “twin” and a “reverse” construction – that could
potentially be used for further formulas. Technically, we use the recently developed lower
bound approach via the gauge of QBFs [8]. However, different from previous work [6,8], which
only considered clause learning, our lower bounds work against a more realistic QCDCL
system that uses both clause and cube learning. Interestingly, the separation of QCDCLUNI-ANY

from QCDCL works on false QBFs, while the separation of QCDCLEXI-ANY from QCDCL uses
true QBFs. The latter is the first dedicated QBF proof-complexity lower bound on true
formulas.4 In fact, we provide a general method how to transform hardness of false QBFs
into hardness of true formulas.

3. Proof-of-concept experiments. Though this is not our main focus, we provide initial
experiments that confirm our theoretical findings. These experiments are only meant to
illustrate that our approach is in principle superior to plain QCDCL, without considering the
impact of other techniques like preprocessing or dependency learning, etc. (cf. the discussion
of future work in the conclusion).

Organisation. The remainder of this paper is organised as follows. We start in Section 2
with reviewing QBF preliminaries. In Sections 3 and 4 we introduce and formally model
the new QCDCL versions. Their proof-complexity analysis and the separations are proven
in Section 5. Section 6 describes our proof-of-concept experiments and Section 7 outlines
further work.

4 Also in SAT, basically all lower bounds are for unsatisfiable formulas.
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2 Preliminaries

Propositional and quantified formulas. Variables x and negated variables x̄ are called
literals. We denote the corresponding variable as varpxq :“ varpx̄q :“ x.

A clause is a disjunction of literals and a cube is a conjunction of literals. We will sometimes
interpret clauses and cubes as sets of literals on which we can perform set-theoretic operations.

A unit clause pℓq is a clause that consists of only one literal. The empty clause consists
of zero literals, denoted pKq. We sometimes paraphrase pKq as a unit clause with the “empty
literal” K. A clause C is called tautological if tℓ, ℓ̄u Ď C for some literal ℓ. If C is a set of
literals with the same property, then we will also call it tautological.

We define a unit cube of a literal ℓ, denoted by rℓs, and the empty cube rJs with “empty
literal” J. A cube D is contradictory if tℓ, ℓ̄u Ď D for some literal ℓ. If C is a clause or a
cube, we define varpCq :“ tvarpℓq : ℓ P Cu. The negation of a clause C “ ℓ1 _ . . ._ ℓm is the
cube ␣C :“ C :“ ℓ̄1 ^ . . .^ ℓ̄m.

A (total) assignment σ of a set of variables V is a non-tautological set of literals such
that for all x P V there is some ℓ P σ with varpℓq “ x. A partial assignment σ of V is an
assignment of a subset W Ď V . A clause C is satisfied by an assignment σ if C X σ ‰ H.
A cube D is falsified by σ if ␣D X σ ‰ H. A clause C that is not satisfied by σ can be
restricted by σ, defined as C|σ :“

Ž

ℓPC,ℓ̄Rσ ℓ. Similarly we can restrict a non-falsified cube
D as D|σ :“

Ź

ℓPDzσ ℓ. Intuitively, an assignment sets all its literals to true.
A CNF (conjunctive normal form) is a conjunction of clauses and a DNF (disjunctive

normal form) is a disjunction of cubes. We restrict a CNF (resp. DNF) ϕ by an assignment
σ as ϕ|σ :“

Ź

CPϕ non-satisfied C|σ (resp. ϕ|σ :“
Ž

DPϕ non-falsified D|σ). For a CNF (DNF) ϕ
and an assignment σ, if ϕ|σ “ H, then ϕ is satisfied (falsified) by σ.

A QBF (quantified Boolean formula) Φ “ Q¨ϕ consists of a propositional formula ϕ, called
the matrix, and a prefix Q. A prefix Q “ Q1

1V1 . . .Q1
sVs consists of non-empty and pairwise

disjoint sets of variables V1, . . . , Vs and quantifiers Q1
1, . . . ,Q1

s P tD,@u with Q1
i ‰ Q1

i`1 for
i P rs´ 1s. For a variable x in Q, the quantifier level is lvpxq :“ lvΦpxq :“ i, if x P Vi. For
lvΦpℓ1q ă lvΦpℓ2q we write ℓ1 ăΦ ℓ2, while ℓ1 ďΦ ℓ2 means ℓ1 ăΦ ℓ2 or lvΦpℓ1q “ lvΦpℓ2q.

For a QBF Φ “ Q ¨ ϕ with ϕ a CNF (DNF), we call Φ a QCNF (QDNF). We define
CpΦq :“ ϕ (resp. DpΦq :“ ϕ). Φ is an AQBF (augmented QBF), if ϕ “ ψ _ χ with CNF ψ

and DNF χ. Again we write CpΦq :“ ψ and DpΦq :“ χ.
We restrict a QCNF (QDNF) Φ “ Q ¨ ϕ by an assignment σ as Φ|σ :“ Q|σ ¨ ϕ|σ, where

Q|σ is obtained by deleting all variables from Q that appear in σ. Analogously, we restrict
an AQBF Φ “ Q ¨ pψ _ χq as Φ|σ :“ Q|σ ¨ pψ|σ _ χ|σq.

If L is a set of literals (e.g., an assignment), we can get the negation of L, which we define
as ␣L :“ L :“ tℓ̄| ℓ P Lu.

(Long-distance) Q-resolution and Q-consensus. Let C1 and C2 be two clauses (cubes)
from a QCNF (QDNF) or AQBF Φ. Let ℓ be an existential (universal) literal with varpℓq R
varpC1q Y varpC2q. The resolvent of C1 _ ℓ and C2 _ ℓ̄ over ℓ is defined as

pC1 _ ℓq
ℓ
’Φ pC2 _ ℓ̄q :“ C1 _ C2

(resp. pC1 ^ ℓq
ℓ
’Φ pC2 ^ ℓ̄q :“ C1 ^ C2q.

Let C :“ ℓ1 _ . . ._ ℓm be a clause from a QCNF or AQBF Φ such that ℓi ďΦ ℓj for all
i ă j, i, j P rms. Let k be minimal such that ℓk, . . . , ℓm are universal. Then we can perform
a universal reduction step and obtain

red@
ΦpCq :“ ℓ1 _ . . ._ ℓk´1.
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Analogously, we perform existential reduction on cubes. Let D :“ ℓ1^ . . .^ ℓm be a cube
of a QDNF or AQBF Φ with ℓi ďΦ ℓj for all i ă j, i, j P rms. Let k be minimal such that
ℓk, . . . , ℓm are existential. Then redD

ΦpDq :“ ℓ1 ^ . . .^ ℓk´1.
If it is clear that C is a clause or a cube, we can just write redΦpCq or even redpCq, if the

QBF Φ is also obvious. We will write redpΦq “ redΦpΦq, if we reduce all clauses and cubes
of the AQBF Φ according to its prefix.

As defined by Kleine Büning et al. [19], a Q-resolution (Q-consensus) proof π from a QCNF
(QDNF) or AQBF Φ of a clause (cube) C is a sequence of clauses (cubes) π “ pCiq

m
i“1, such

that Cm “ C and for each Ci one of the following holds:
Axiom: Ci P CpΦq (resp. Ci P DpΦqq;
Resolution: Ci “ Cj

x
’Φ Ck with x existential (universal), j, k ă i, and Ci non-tautological

(non-contradictory);
Reduction: Ci “ red@

ΦpCjq (resp. Ci “ redD
ΦpCjq) for some j ă i.

We call C the root of π. In [2], an extension of Q-resolution (Q-consensus) proofs to
long-distance Q-resolution (long-distance Q-consensus) proofs was introduced by replacing the
resolution rule by

Resolution (long-distance): Ci “ Cj

x
’ Ck with x existential (universal) and j, k ă i. The

resolvent Ci is allowed to contain tautologies such as u_ ū (resp. u^ ū), if u is universal
(existential). If there is such a universal (existential) u P varpCjq X varpCkq, then we
require x ăΦ u.

Furthermore, a Q-resolution (Q-consensus) or long-distance Q-resolution (long-distance
Q-consensus) proof π from Φ of the empty clause pKq (the empty cube rJs) is called a
refutation (verification) of Φ. In that case, Φ is called false (true). We will sometimes
interpret π as a set of clauses (or cubes).

A proof system S p-simulates a system S1, if every S1 proof can be transformed in
polynomial time into an S proof of the same formula.

3 Our QCDCL models

To analyse the complexity of QCDCL procedures, we need to fully formalise them as proof
systems. This approach was initiated in [6] and [8], and we follow that framework. We will
only sketch this formalization here.

We store all relevant information of a QCDCL run in trails. Since QCDCL uses several
runs and potentially also restarts, a QCDCL proof will typically consist of many trails.

▶ Definition 1 (trails). A trail T for a QCNF or AQBF Φ is a (finite) sequence of pairwise
distinct literals from Φ, including the empty literals K and J. In general, a trail has the form

T “ ppp0,1q, . . . , pp0,g0q; d1, pp1,1q, . . . , pp1,g1q; . . . ; dr, ppr,1q, . . . , ppr,grqq, (1)

where the di are decision literals and ppi,jq are propagated literals. A trail T has run into a
conflict if K P T or J P T .

We write x ăT y if x, y P T and x is left of y in T . We will use x ďT y if x ăT y or
x “ y.

Each propagated literal ppi,jq belongs to an antecedent clause (for existential literals)
or cube (for universal literals) anteT pppi,jqq that became unit at the point we made the
propagation. We will denote the trail up to (and excluding) the propagation ppi,jq as T ri, js.
The subtrail up to the decision di is denoted by T ri, 0s.
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11:6 Should Decisions in QCDCL Follow Prefix Order?

We state some general facts about trails and antecedent clauses/cubes one should keep in
mind.
▶ Remark 2. Let T be a trail, ℓ P T a propagated literal and A :“ anteT pℓq.

If ℓ is existential, then ℓ P A and for each existential literal x P A with x ‰ ℓ we need
x̄ ăT ℓ.
If ℓ is universal, then ℓ̄ P A and for each universal literal u P A with u ‰ ℓ̄ we need
u ăT ℓ.

An essential element of QCDCL is clause and cube learning. This guarantees to make
“progress” after each trail (at least under some conditions that we will specify later).

▶ Definition 3 (learnable constraints). Let T be a trail for Φ of the form (1) with ppr,grq P

tK,Ju. Starting with anteT pKq (resp. anteT pJq) we reversely resolve over the antecedent
clauses (cubes) that were used to propagate the existential (universal) variables, until we stop
at some arbitrarily chosen point. The clause (cube) we so derive is a learnable constraint.
We denote the set of learnable constraints by LpT q.

We can also learn cubes from trails that did not run into conflict. If T is a total assignment
of the variables from Φ, then we define the set of learnable constraints as the set of cubes
LpT q :“ tredD

ΦpDq|D Ď T and D satisfies CpΦqu.

In QCDCL, our goal is to make “progress” in each run/trail. Thus, we have to ensure
that we can always learn new clauses or cubes from a constructed trail. Since we want to
work with QCDCL models that do not necessarily follow the prefix order for decision making,
it is not guaranteed that we can even learn new constraints from each trail. As we will show
later, we need the following condition to prevent such a situation, which could easily lead to
a loop in practical solving.

▶ Definition 4. A trail T for a formula Φ fulfils the New Constraint Condition (NCC for
short), if for each decision di the formula redpΦ|T ri,0sYtdiuq does not contain the empty clause
or cube.

Intuitively, this means that a decision must not lead to a conflict immediately. It will
become clear later, why we can always find a decision that does not violate the NCC. In fact,
classical QCDCL automatically fulfils this condition.

We will now formally define our four QCDCL proof systems, namely QCDCL, QCDCLANY,
QCDCLUNI-ANY, and QCDCLEXI-ANY.

▶ Definition 5 (QCDCL proof systems). Let S be one of QCDCL, QCDCLANY, QCDCLUNI-ANY,
QCDCLEXI-ANY. An S proof ι from a QCNF Φ “ Q ¨ ϕ of a clause or cube C is a sequence of
triples

ι :“ rpTi, Ci, πiqs
m
i“1,

where Cm “ C, each Ti is a trail for Φi (we define Φi as the updated formula Φ before the
ith trail) that fulfils the NCC, each Ci P LpTiq is one of the constraints we can learn from
each trail, and πi is the long-distance Q-resolution or long-distance Q-consensus proof of Ci

from Φi that we obtain by performing the steps in Definition 3. We will denote the set of
trails in ι as Tpιq.

The four systems differ in how decisions are made:
QCDCL: For each decision di we have that lvΨ|T ri,0s

pdiq “ 1. I.e., decisions are level-
ordered.
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QCDCLANY: Decisions can be made arbitrarily as long as the NCC is fulfilled.
QCDCLUNI-ANY: An existential decision di can only be made if all universal variables that
are quantified left of di were already assigned in T . Universal decisions can be made in
any order as long as the NCC is fulfilled.
QCDCLEXI-ANY: A universal decision di can only be made if all existential variables that
are quantified left of di were already assigned in T . Existential decisions can be made in
any order as long as the NCC is fulfilled.

After each trail, we will backtrack to some arbitrary previous point in the trail and continue
to decide or propagate from that point.

If C “ Cm “ pKq, then ι is called an S refutation of Φ. If C “ Cm “ rJs, then ι is
called an S verification of Φ. The proof ends once we have learned pKq or rJs.

If C is a clause, we can stick together the long-distance Q-resolution derivations from
tπ1, . . . , πmu and obtain a long-distance Q-resolution proof from Φ of C, which we call Rpιq.
Similarly, if C is a cube, we can stick together the long-distance Q-consensus derivations and
obtain a long-distance Q-consensus proof Rpιq from Φ of C.

The size of ι is defined as |ι| :“
řm

i“1 |Ti|. Obviously, we have |Rpιq| P Op|ι|q.

Our formalisation above is based on [6, 8]. However, since in the present paper cube learning
is always included, our plain model QCDCL now includes clause and cube learning (while
in [6, 8], QCDCL denotes a system with just clause learning, but without learning cubes).

The concept behind the two models QCDCLUNI-ANY and QCDCLANY was already introduced
in [6] (albeit defined slightly differently, they were called QCDCLASS-R-ORD

RED and QCDCLANY-ORD
NO-RED

in those papers). However, since we include cube learning now, our models here match
practical solving much better.
▶ Remark 6. In QCDCL, decision making can never violate the NCC if we create the trails
“naturally” (i.e., decisions are only made if and only if there are no more propagations on the
same decision level left, and conflicts must be detected immediately if there are any).

We still have to make sure to fulfil NCC when backtracking, though. We will explain
later how this is achieved.

The next result states simulations between systems, cf. Figure 2. They all follow by
definition.

▶ Proposition 7. Each QCDCL proof is also a QCDCLUNI-ANY and QCDCLEXI-ANY proof, and
each QCDCLUNI-ANY or QCDCLEXI-ANY proof is also a QCDCLANY proof.

4 Learning asserting constraints

We recall the notion of an asserting clause (or cube). The concept originates from SAT
solving [24], but directly lifts to QBF [12,36]. Intuitively, asserting constraints are learnable
constraints that become unit after backtracking. We give a more liberal definition as we do
not refer to specific asserting constraints (such as UIP clauses).

▶ Definition 8 (asserting constraints). Let T be a trail for a QCNF Φ that contains r decision
literals. A clause (cube) C P LpT q is called asserting, if there exists some point ri, js such
that red@

ΦpC|T ri,jsq is a unit clause (resp. redD
ΦpC|T ri,jsq is a unit cube). Furthermore, we

require that we backtrack by at least one decision level, i.e., i ă r or j “ 0.

Learning asserting clauses might be advantageous as it guarantees new unit propagations
after backtracking to a suitable point. In addition, asserting clauses are always new.
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11:8 Should Decisions in QCDCL Follow Prefix Order?

▶ Proposition 9. If T is a trail in a QCDCLUNI-ANY (resp. QCDCLEXI-ANY) proof of a formula
Φ, and if K P T (resp. J P T ), then there exists a new asserting or empty clause (cube)
C P LpT q.

Furthermore, if C is non-empty, there exists a point ri, js in the trail to which we can
backtrack after learning C such that the NCC continues to hold.

A similar result holds for the any-order model, albeit with the difference that we might
not be able to learn asserting constraints. But at least we can guarantee to learn a new
clause/cube.

▶ Proposition 10. If T is a trail in a QCDCLANY proof for a formula Φ, that has run into a
conflict or in which we assigned all variables, then LpT q contains a new clause or cube C
that is not contained in Φ. Further, if C is non-empty, there exists a point ri, js in the trail
to which we can backtrack after learning C such that the NCC continues to hold.

▶ Remark 11. To illustrate the importance of the NCC, we give an example of a QCDCLANY

trail – violating the NCC – from which we cannot learn a new clause. Consider the trail
T “ px,Kq for the false QCNF @uDx ¨ pu_xq^ pu_ x̄q^ pū_xq^ pū_ x̄q. The trail violates
the NCC, as we got a conflict directly after the decision x. The only learnable clause is
anteT pKq “ ū_ x̄, which is obviously already known.

Another example illustrates the case where we can learn a new clause but no asserting
clause. Let the trail be U :“ px, y; u, z̄,Kq for the false QCNF @uDx, y, z ¨ px̄_ yq ^ px_ yq ^
pu_ ȳ _ z̄q ^ pū_ ȳ _ z̄q ^ pu_ ȳ _ zq ^ pū_ ȳ _ zq. There are two new clauses we could
learn: ū_ ȳ or ū_ x̄. None of the two can become unit after backtracking since we used the
decision heuristic for QCDCLEXI-ANY, although we followed the NCC.

As a special case we obtain for our base model QCDCL the following situation.

▶ Corollary 12. [Folklore, cf. [20]] If T is a trail in a QCDCL proof for a formula Φ, that
has run into a conflict, then LpT q contains an asserting or empty clause or cube. If T has
not run into a conflict, but we have assigned all variables in T , then LpT q contains at least
a new cube C.

Furthermore, if C is non-empty, there exists a point ri, js in the trail to which we can
backtrack after learning C such that the NCC continues to hold.

Figure 1 provides an overview of the four systems and their ability to learn asserting
clauses and cubes. As a consequence of always learning new constraints, we infer that our
models are all complete and terminating proof methods.

▶ Theorem 13. QCDCL, QCDCLANY, QCDCLUNI-ANY and QCDCLEXI-ANY are sound and complete
proof systems.5 Additionally, as long as we follow the rules of decision making (especially the
NCC), we will always learn the empty clause or cube at some point, no matter what decisions
were made.

5 I.e., they are proof systems for the language of false and true QBFs in the setting of [11]. Technically, in
order not to trivialise the notion of such a proof system, we could consider proof systems for the language
L of the marked union of true and false QBFs, i.e., L “ t0Φ | Φ is a false QBFuYt1Φ | Φ is a true QBFu.
In this way, L is still PSPACE complete.
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asserting clauses only new clauses

asserting cubes QCDCL QCDCLEXI-ANY

only new cubes QCDCLUNI-ANY QCDCLANY

Figure 1 Overview of guaranteed learnable constraints after a trail conflict in the corresponding
models.

5 Separations of QCDCL systems

In this section, we will exponentially separate our three new models – where decisions do
not necessarily follow the prefix order – from the plain model QCDCL. We omit some of the
proofs.We will use the gauge lower bound technique, introduced in [8], which we will first
review. This technique works on Σb

3 QCNFs. To ease notation, we will assume that prefixes
of Σb

3 QCNFs have the form DX@UDT , for sets of literals X,U, T , and we will use the notions
of X-, U - and T -variables and -literals. Further, we define certain types of clauses:

X-clauses consist of X-literals only (analogously we define U-clauses and T-clauses),
XT-clauses consist of at least one X- and at least one T -literal, but no U -literals,
XUT-clauses consist of at least one X-, U - and T -literal, respectively.

The gauge lower bound method works for a specific class of Σb
3 QCNFs with the XT-

property.

▶ Definition 14 ([6]). We say that Φ fulfills the XT-property, if CpΦq contains no XT-clauses,
no T-clauses that are unit (or empty) and no two T-clauses from CpΦq are resolvable.

The XT-property extends to entire QCDCL proofs, as stated in the next lemma.

▶ Lemma 15 ([6]). If Φ is a Σb
3 QCNF that fulfills the XT-property, then it is not possible

to derive XT-clauses or new T-clauses via long-distance Q-resolution from Φ.

The gauge lower-bound method from [8] uses the next two notions of fully reduced and
primitive proofs (they were implicit in [8] and stated explicitly in [5]).

▶ Definition 16 (fully reduced proofs [5, 8]). A long-distance Q-resolution refutation π of a
QCNF Φ is fully reduced, if for each clause C P π that contains universal literals that are
reducible, the reduction step is performed immediately and C is not used otherwise in the
proof.

Fully reduced proofs are not much of a limitation. In fact, all long-distance Q-resolution
proofs that we extract from a QCDCL run are already fully reduced by default. Also, we can
always shorten a given long-distance Q-resolution proof by making it fully reduced.

▶ Definition 17 (primitive proofs [5,8]). A long-distance Q-resolution proof π from a Σb
3 formula

is primitive, if there are no two XUT-clauses in π that are resolved over an X-variable.

Unlike the fully reduced property, not all proofs extracted from QCDCL are primitive, in
general.

Our lower bound method will not work for all QCDCL proofs, but needs fully reduced
primitive Q-resolution proofs, which are better suited for a proof-complexity analysis. Later,
the challenge will be to show that certain extracted proofs from QCDCL are primitive. Note
that fully reduced primitive long-distance Q-resolution proofs are always Q-resolution proofs.

The main measure for the lower bound technique is the gauge of a formula, defined in [8].
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▶ Definition 18 ([8]). Let Φ be a Σb
3 QCNF with prefix DX@UDT . We define WΦ as the set

of all Q-resolution proofs π from Φ of X-clauses Cπ, such that π consists of resolutions over
T -literals and reductions only. We define

gaugepΦq :“ mint|Cπ| : Cπ is the root of some π PWΦu.

Intuitively, gaugepΦq is the minimal number of X-literals that are piled up during the
process of deriving an X-clause without using resolutions over X-literals. In other words: to
get rid of all T -literals from Φ, we have to pile up at least gaugepϕq many different X-literals.

All notions we introduced so far are combined into the following lower bound method:

▶ Theorem 19 ([8]). Each fully reduced primitive Q-resolution refutation of a Σb
3 QCNF Φ

that fulfils the XT-property has size 2ΩpgaugepΦqq.

Our goal is to find formulas that separate QCDCL from QCDCLUNI-ANY and QCDCL from
QCDCLEXI-ANY, respectively. We start with the latter.

5.1 Separation on true formulas
The advantage of QCDCLEXI-ANY (compared to QCDCL) is to decide existential literals out of
order while still learning asserting cubes. Since cubes are important for verifications of true
formulas, it makes sense to use true QBFs for the separation.

First, we discuss two generic modifications for QBFs. The twin construction doubles all
universal variables. For all clauses with universal variables a copy is created in the twin
variables.

▶ Definition 20 (twin formulas). Let Φ “ DX@UDT ¨CpΦq be a QCNF. Let U “ tu1, . . . , umu

and let v1, . . . , vm be variables not occuring in Φ. Then the twin formula of Φ is the QCNF
TwinΦ defined as

TwinΦ :“ DX@pU Y tv1, . . . , vmuqDT ¨ CpΦq ^
ľ

CPCpΦq

Cru1{v1, . . . , um{vms,

where ui{vi indicates that all occurrences of ui are substituted by vi.

The second modification is the reversion of a formula.

▶ Definition 21. If Φ “ Q1V1Q2V2 . . .QkVk ¨
Źm

j“1 Cj is a QCNF with Qi P tD,@u and
disjoint sets of variables Vi for i “ 1, . . . , k, then the reversion RevpΦq of Φ is the QCNF

Q1
1V1Q1

2V2 . . .Q1
kVk@wDc1, . . . , cm ¨ pc̄1 _ . . ._ c̄mq ^

m
ľ

j“1

ľ

ℓPCj

pℓ̄_ w _ cjq ^ pℓ̄_ w̄ _ cjq

where Q1
i “ @ if Qi “ D, and Q1

i “ D if Qi “ @, and w, c1, . . . , cm are new variables not
contained in Φ.

It is easy to prove that there exists a duality between the truth values of Φ and RevpΦq.

▶ Lemma 22. If Φ is a QCNF, then RevpΦq is true if and only if Φ is false.

We will use the reversion to lift hardness from false to true QCNFs. To verify a true
formula, we need to create a proof using cubes. We will show that RevpΦq is designed such
that its initial cubes are basically the negated axiom clauses of Φ. Thus, a verification of
RevpΦq can be transformed into a refutation of Φ.
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Our reversion was inspired by the notion of the negation from [18]. The only change we
made is adding the variable w. We did this to prevent a direct connection between an X-
or U -block and an auxiliary variable cj from the last block. Our lower bound technique is
based on the fact that on certain formulas we cannot have direct connections (hence: cannot
directly propagate) between outer and inner quantifier blocks. The added variable w helps
to maintain this property.

The next two results shows how we can transform verifications of RevpΦq into refutations
of Φ by interpreting the cubes from the verification as negated clauses of a refutation.

▶ Lemma 23. Let Φ “ Q ¨
Źm

j“1 Cj be a QCNF and let σ be an assignment that satisfies
CpRevpΦqq. Then there exists some C P CpΦq with C Ď σ.

▶ Proposition 24. If Φ is a false QCNF and ρ is a long-distance Q-consensus verification of
RevpΦq, then ρ can be transformed into a fully reduced long-distance Q-resolution refutation π

of Φ with |π| ď |ρ|.
More precisely, for each clause C P π there is a cube C 1 P ρ with C Ď C 1. Furthermore,

for each two clauses C,D that are resolved in π, the corresponding cubes C 1, D1 are resolved
in ρ, as well.

For our next results, we need an even stronger property than the XT-property: We
require, that clauses from the formula contain at least one U - and T -literal.

▶ Lemma 25. If Φ is a Σb
3 QCNF, in which all clauses contain at least one U - and T -literal,

then Φ fulfils the XT-property.

We combine the results above and obtain a new lower bound technique for true formulas,
which builds on the gauge technique for false formulas.

▶ Theorem 26. Let Φ be a false Σb
3. Additionally, let all clauses C P CpΦq contain at least

one U - and one T -literal. If the QCNF TwinΦ needs fully reduced primitive Q-resolution
refutations of size s, then QCDCL verifications for RevpTwinΦq also need size s.

Proof. Let ι be a QCDCL verification for RevpTwinΦq. We will show that there exists a fully
reduced primitive Q-resolution refutation π for TwinΦ with |π| ď |Rpιq|.

Let π be the long-distance Q-resolution refutation of TwinΦn as described in Proposition
24. Then π is fully reduced. We will show that π is primitive.

Assume not. Then there are two XUT-clauses B1, B2 P π that are resolved over some
x P X. By the construction of π described in Proposition 24, we can find two cubes
D1, D2 P Rpιq such that varpDiq X U ‰ H and varpDiq X T ‰ H for i “ 1, 2 which are
resolved over x. One of these cubes was an antecedent cube for x in some trail T P Tpιq, say
D1 “ anteT pxq (that means x̄ P D1).

In particular, there is some T -literal t P D1 such that t ăT x because D1 must become
unit. Remember that t is universal in RevpTwinΦq and we can only reduce cubes existentially.
Then either t was a regular decision, or a propagation.

Case 1: t was decided.

This is only possible if all U -variables were assigned before. Hence, for each u P U there
is a literal ℓu with varpℓuq “ u and ℓu ăT t ăT x. Because decisions have to be level-ordered
in QCDCL, all ℓu had to have been propagated.

Let ℓu be the leftmost U -literal in T . Consider its antecedent clause A :“ anteT pℓuq.
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▷ Claim. If ℓu is the leftmost U -literal in T , then there exists an i P t1, . . . ,mu such that
ci P varpanteT pℓuqq (where c1, . . . , cm are the variables from RevpTwinΦq as in Definition 21).

We want to create a contradiction by applying the claim, for which we need to show that
A does not contain any literal from tcr, c̄r| r “ 1, . . . ,mu.

Assume that there is such a literal. That means we can find the leftmost literal c P
tcr, c̄r| r “ 1, . . . ,mu in T , hence c ăT ℓu ăT t ăT x. Now, c cannot have been a
decision since decisions must be level-ordered. That means that c has been propagated
by an antecedent clause F :“ anteT pcq. Because c was leftmost, F cannot be the clause
c̄1 _ . . ._ c̄m. It is easy to see that F then has to contain either w or w̄ by the structure of
a reversion (see Definition 21). W.l.o.g. let w P F . Then we need w̄ ăT c ăT ℓu. Because of
the quantification order, w̄ cannot be a decided literal. Hence w̄ must have been propagated
by some antecedent cube E :“ anteT pw̄q. Let ρ be the subproof of E from Rpιq. Then there
exists an initial cube G P ρ with w P G, which is not getting resolved away in ρ. Furthermore,
G is also an initial cube in Rpιq. By Lemma 23, there exists some H P CpTwinΦq such that
H Ď G. Since each clause of Φ contains a U -literal, there is such a U -literal v P H Ď G and
also v P E because it cannot be resolved or reduced away. This means we need v ăT w̄ ăT ℓu,
which is a contradiction to the choice of ℓu.

We have now shown that A does not contain any cr, c̄r, r P t1, . . . ,mu. However, this is
impossible by our claim. We conclude that Case 1 cannot occur.

Case 2: t was propagated.

Proof sketch. We can prove that the antecedent cube J :“ anteT ptq contains at least one
U -literal ℓ due to our precondition that all clauses from Φ contain at least one U -literal.
Therefore, T must contain a leftmost U -literal. By repeating the argument from Case 1,
this leads to a contradiction and therefore, Case 2 does not occur either.

We get a contradiction regarding our assumption that π was not primitive. ◀

We now construct specific QBFs that meet the conditions of Theorem 26. We already
know from [8] that the equality formulas Eqn of [4] have linear gauge and therefore need
exponential-size fully reduced primitive Q-resolution refutations. However, not all clauses
from Eqn contain a U -literal. We modify the formulas by adding an artificial U -literal p to
the relevant clauses:

▶ Definition 27. The QCNF ModEqn consists of the prefix Dx1, . . . , xn@u1, . . . , un, pDt1, . . . , tn
and the matrix xi _ ui _ ti, x̄i _ ūi _ ti, p_ t̄1 _ . . ._ t̄n, p̄_ t̄1 _ . . ._ t̄n for i “ 1, . . . , n.

Neither this nor the Twin modification changes the gauge of the formulas. Hence we get:

▶ Proposition 28. It holds gaugepTwinModEqnq “ n. Hence, TwinModEqn needs exponential-
size fully reduced primitive Q-resolution refutations.

Proof. Since all axiom clauses contain T -literals, we have to get rid of them somehow. The
only four clauses that contain T -literals in a negative polarity are the clauses p_ t̄1_ . . ._ t̄n,
p̄ _ t̄1 _ . . . _ t̄n, q _ t̄1 _ . . . _ t̄n and q̄ _ t̄1 _ . . . _ t̄n, where q is the copy of p. Hence,
we have to use at least one of them in order to derive an X-clause. In particular, we have
to resolve over each ti. The only four clauses in which ti occurs in a positive polarity are
xi _ ui _ ti, x̄i _ ūi _ ti, xi _ vi _ ti and x̄i _ v̄i _ ti, where vi is the copy of ui. In each case
we will pile up xi or x̄i for each resolution over ti. Therefore, our X-clause at the end will
contain at least n different X-literals.

Hence gaugepTwinModEqnq “ n. The second claim then follows from Theorem 19. ◀
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The lower bound for the true QBFs then follows with Theorem 26.

▶ Corollary 29. RevpTwinModEqnq needs exponential-size QCDCL verifications.

We now use a direct construction to show that RevpTwinModEqnq is easy for QCDCLEXI-ANY.

▶ Proposition 30. RevpTwinModEqnq has polynomial-size QCDCLEXI-ANY verifications.

Proof sketch. We first learn those cubes that are negated clauses of ModEqn (we do not need
to learn the copies) by suitably choosing our decisions. Afterwards, we can basically follow
the short QCDCLUNI-ANY proof for Eqn from [6] (note that the model was named differently
there), where all quantifiers are flipped and cubes are learnt instead of clauses. ◀

▶ Corollary 31. QCDCL and QCDCLEXI-ANY are exponentially separated on true formulas.

5.2 Separation on false formulas
For separating QCDCL and QCDCLUNI-ANY, we recall the completion principle CRn of [17].

▶ Definition 32 ([17]). The false QCNF CRn consists of the prefix DX@UDT with

X :“ txpi,jq| i, j P rnsu, U :“ tuu, T :“ tai, bi| i P rnsu

and the matrix

xpi,jq _ u_ ai x̄pi,jq _ ū_ bj ā1 _ . . ._ ān b̄1 _ . . ._ b̄n

for i, j “ 1, . . . , n.

For the lower bound, we will use the modification TwinCRn. As we show, cube learning
becomes rather useless with the Twin modification. This fact helps us to ensure that QCDCL
refutations of TwinCRn are primitive, and thus we can apply the gauge lower-bound method.

Similarly as in Proposition 28 we can compute the gauge.

▶ Lemma 33. It holds gaugepTwinCRnq “ n.

The main work is to check that QCDCL refutations of TwinCRn are primitive.

▶ Proposition 34. If ι is a QCDCL refutation of TwinCRn, then Rpιq is fully reduced and
primitive.

Applying Theorem 19 then yields the lower bound.

▶ Corollary 35. TwinCRn needs exponential-sized QCDCL refutations.

On the other hand, TwinCRn is easy for QCDCLUNI-ANY. Basically, we can simulate the
Q-resolution refutation of CRn from [16], because we can decide universal literals out of order.

▶ Proposition 36. TwinCRn has polynomial-sized QCDCLUNI-ANY refutations.

Proof. For each k “ 1, . . . , n we construct the trail

Tk :“ px̄p1,kq; . . . ; x̄pn,kq; ū, a1, . . . , an,Kq

with antecedent clauses

anteTk
paiq “ xpi,kq _ u_ ai, anteTk

pKq “ ā1 _ . . ._ ān,

for i “ 1, . . . , n.
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Resolving ā1_ . . ._ ān over each anteTk
paiq gives us the clause Ek :“ xp1,kq_ . . ._xpn,kq,

which we will learn. Note that the trails and the learned clauses will not affect each other,
hence the order in which we construct these n trails does not matter. Next, we construct
the trails U1, . . . ,Un´1 (in that order). From each Uk we learn the clause Ck :“ ū _ bk.
While constructing Uk, we assume that C1, . . . , Ck´1 were already learned. Then, Uk looks
as follows:

Uk :“ pu, b1, . . . , bk´1; v; b̄k, x̄p1,kq, . . . , x̄pn,kq,Kq

with antecedent clauses

anteUk
pbjq “ Cj , anteUk

px̄pi,kqq “ x̄pi,kq _ ū_ bk, anteUk
pKq “ Ek,

for i “ 1, . . . , n and j “ 1, . . . , k ´ 1. Resolving Ek over each anteUk
px̄pi,kqq leads to the

learnable clause Ck. Having learned the clauses C1, . . . , Cn´1, we continue with the trail V ,
which will be the last one. It looks as follows:

V :“ pu, b1, . . . , bn´1, b̄n, x̄p1,nq, . . . , x̄pn,nq,Kq

with antecedent clauses

anteVpbjq “ Cj , anteVpb̄nq “ b̄1 _ . . ._ b̄n, anteVpx̄pi,nqq “ x̄pi,nq _ ū_ bn,

anteVpKq “ En,

for i “ 1, . . . , n and j “ 1, . . . , n´ 1. Since we only made a universal decision, we can learn
the empty clause pKq from V by resolving over everything.

Thus we constructed a QCDCLUNI-ANY refutation using 2n` 1 trails. ◀

▶ Corollary 37. QCDCL and QCDCLUNI-ANY are exponentially separated on false formulas.

We combine both separations into our main result:

▶ Theorem 38.
a) QCDCLUNI-ANY is exponentially stronger than QCDCL on false formulas.
b) QCDCLEXI-ANY is exponentially stronger than QCDCL on true formulas.
c) QCDCLANY is exponentially stronger than QCDCL both on false and true formulas.

Besides TwinCRn, we can find further separations between QCDCL and QCDCLUNI-ANY.
The QCNFs MirrorCRn were introduced in [5] as a modification of CRn, where it was shown
that the formula is hard for several variants of QCDCL, including our base model QCDCL. It
is notable that the matrix of MirrorCRn is unsatisfiable, and therefore we will never perform
cube learning.

6 Experiments

One of the aspirations of proof complexity is to explain and predict solver behaviour, in
particular running time. In this section, we evaluate how well our proof-complexity results
transfer to the “real world” of QCDCL implemented in a solver.

For our experiments we picked the QCDCL solver Qute [27], and implemented each of the
aforementioned QCDCL variants – QCDCLUNI-ANY, QCDCLEXI-ANY, and QCDCLANY (Qute could
already run in a mode that corresponds to QCDCL). In order to ensure compliance with the
NCC (Definition 4), we needed to adapt some of Qute’s internal data structures, and so for
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the sake of a fair comparison we also report on a version called QCDCL3: algorithmically
plain QCDCL but with the new data structures that are required for the other variants (up
to 3 watched literals rather than the usual 2, hence the name).

We evaluated each QCDCL variant on the first 100 formulas from each separation
family – TwinCR, MirrorCR, and RevpTwinModEqnq – running the solver with a time limit
of 600 seconds on each individual formula on a machine with two 16-core Intel® Xeon®
E5-2683 v4@2.10GHz CPUs and 512GB RAM running Ubuntu 20.04.3 LTS on Linux 5.4.0-48,
organizing the computation with the help of GNU Parallel [33].

In Figures 3 and 4 we plot running times of the different QCDCL versions as a function
of n. Any gaps in the plotted lines indicate the solver timed out at 600 seconds for that
particular formula. In general, the proof complexity results are closely mirrored in solver
performance, though there is occasionally a bit of surprise.

In Figure 3, we see that for TwinCR the configuration QCDCLUNI-ANY is best and scales
reasonably well up to n “ 100. But there are also gaps – for some reason the solver’s
heuristics appear to be fooled for some particular formulas and fail to navigate towards the
short proof. Overall, QCDCLUNI-ANY manages to solve 87 out the first 100 TwinCR formulas.
QCDCLANY, which should theoretically be at least as good as QCDCLUNI-ANY, comes a distant
second and fails to solve anything beyond n “ 16. QCDCLEXI-ANY appears to be off to a good
start, but also quickly loses breath solving nothing after n “ 10. The two vanilla variants
QCDCL and QCDCL3 scale exponentially all the way as they should.

The picture on the related MirrorCR formulas (Figure 3 below) is boring in comparison
and perfectly corresponds to our theoretical results. The two variants that have short
proofs – QCDCLUNI-ANY and QCDCLANY – are also fast in practice, and everything else is dead
exponential.

Finally, RevpTwinModEqq in Figure 4 paint a picture somewhat similar to TwinCR, though
with a different set of peculiarities. The best variant is QCDCLEXI-ANY, and unlike QCDCLUNI-ANY

on TwinCR, it solves all formulas up to n “ 100 very fast. The second best is QCDCLANY,
but once again it drops out relatively early (last solved is n “ 26) in spite of its theoretical
superiority. An interesting thing seems to happen to QCDCLUNI-ANY, which appears to be
helplessly off to an exponential path, but somehow recovers and solves n “ 15, 16 fast, only
to completely drop out afterwards. The two vanilla variants QCDCL and QCDCL3 are again
dead exponential, as they should be.

The recurring theme in Figures 3 and 4 is that the theoretically strongest system QCDCLANY

is outperformed by the specialized version for each formula type. One appealing explanation
would be that the specialized systems QCDCLUNI-ANY and QCDCLEXI-ANY profit from their ability
to guarantee learning asserting clauses and cubes respectively. But this does not appear to
be the real reason: QCDCLANY also (like QCDCLUNI-ANY) learns almost exclusively asserting
clauses on TwinCR (96% on average, more than 99% in over 70% of cases), and similarly
QCDCLANY (like QCDCLEXI-ANY) learns almost exclusively asserting cubes on RevpTwinModEqq
(98% on average, more than 99% in over 70% of cases). Thus, the advantage of the specialized
systems is unlikely to be explicable solely by the quantity of asserting constraints, but rather
by their quality. This is also supported by the erratic performance of several of the variants
on both TwinCR and RevpTwinModEqq – it appears that in many cases, there is a short run,
but it is hard for the solver to discover. Investigating this properly will probably require
much more detailed experiments, which we leave to future work.
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7 Conclusion

We have laid the theoretical foundations for new flavours of QCDCL with the ability to
ignore all quantification order for decisions. In this paper we focused on proof complexity,
showing exponential advantage for the new systems over vanilla QCDCL. We complemented
this with a proof-of-concept implementation in Qute, which validates the feasibility of our
approach. Our preliminary experiments on crafted formulas already raise some interesting
questions about poor solver performance on theoretically easy formulas.

In future work we plan to significantly advance on the practical front. This means
polishing and possibly improving the implementation technically, and performing an extensive
experimental evaluation: on industrial formulas from recent QBF Evaluations (both PCNF
and circuits), combining the approaches presented here with other state-of-the-art techniques
like Qute’s native dependency learning (and possibly dependency schemes), and using
preprocessors, to name a few. We would also like to dive deeper into the analysis of how
learning asserting constraints affects solver performance.
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A Appendix

QCDCLUNI-ANY QCDCLEXI-ANY

QCDCL

QCDCLANY

Figure 2 Hasse diagram of the simulation order of QCDCL proof systems. Solid lines represent p-
simulations and exponential separations. Waved lines represent p-simulations, for which separations
are not known.
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Abstract
We explore a maximum satisfiability (MaxSAT) based approach to bi-objective optimization. Bi-
objective optimization refers to the task of finding so-called Pareto-optimal solutions in terms of
two objective functions. Bi-objective optimization problems naturally arise in various real-world
settings. For example, in the context of learning interpretable representations, such as decision rules,
from data, one wishes to balance between two objectives, the classification error and the size of
the representation. Our approach is generally applicable to bi-objective optimizations which allow
for propositional encodings. The approach makes heavy use of incremental Boolean satisfiability
(SAT) solving and draws inspiration from modern MaxSAT solving approaches. In particular, we
describe several variants of the approach which arise from different approaches to MaxSAT solving.
In addition to computing a single representative solution per each point of the Pareto front, the
approach allows for enumerating all Pareto-optimal solutions. We empirically compare the efficiency
of the approach to recent competing approaches, showing practical benefits of our approach in the
contexts of learning interpretable classification rules and bi-objective set covering.
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1 Introduction

Recent years have witnessed significant progress in Boolean satisfiability (SAT) based
optimization, maximum satisfiability (MaxSAT) solving in particular [8]. Much like the
success of SAT solvers, MaxSAT allows for succinctly encoding a wide range of NP-hard
real-world optimization problems, and modern MaxSAT solvers today can scale up to finding
provably optimal solutions to instances of very significant size.

As typical for constraint optimization solvers, MaxSAT allows for finding optimal solutions
with respect to a single cost function. However, various real-world settings give rise to multiple,
often conflicting objectives [17]. In such multi-objective settings, the answer to the question of
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what constitutes an optimal solution becomes less evident. A standard notion of “optimality”
in the multi-objective case is that of Pareto optimality (also called Pareto efficiency in some
contexts) [7]. Intuitively, a Pareto-optimal solution is one which cannot be improved wrt any
single objective without making it worse wrt another objective.

In this work, we focus in particular on bi-objective optimization, that is, the task of
finding the Pareto-optimal solutions – or in other words, computing a representative solution
for each point on the so-called the Pareto front – under two conflicting objectives. While the
handle on the solutions of interest can quickly become hard to grasp when the number of
objectives is increased, bi-objective problems naturally arise in the real-world. One topical
setting is that of learning interpretable classifiers [27, 37, 22, 30, 40, 21, 51, 52, 24] such
as decision rules (or other logically-oriented representations) from data. In this context,
interpretability – often understood as the size of a representation, with the intuition that the
smaller the representation, the easier it is for humans to interpret – is intrinsically conflicting
with the objective of accurately representing the data at hand; hence the two objectives of
minimizing size of the representation and minimizing classification error give naturally rise
to combinatorial bi-optimization problems.

In this work, we develop an approach to SAT-based bi-objective optimization. More
precisely, the approach we develop, which can be viewed as an instantiation of the lexicographic
method [31] via SAT solving, allows for taking advantage of advances in MaxSAT solving
algorithms. Instead of using MaxSAT solvers as black-boxes, however, we make use of
incremental SAT solving [15, 33] directly in implementing the approach. As the approach
allows for making use of a MaxSAT algorithm of choice, we study the effectiveness of different
algorithmic choices, both solution-improving (sometimes called SAT/UNSAT) [8, 11, 16]
and core-guided [34, 5, 38, 23] variants. The approach allows for computing representatives
for each point on the Pareto front in an ordered fashion, and extends naturally also to
enumerating all solutions at each point of the Pareto front. In terms of earlier work on
SAT-based multi-objective optimization, it should be noted that we go beyond the multi-
level setting [32] of lexicographic optimization which assumes a preference order among the
objectives.

What comes to competing approaches, we implement for the exact same setting two
recent approaches: enumeration of so-called P -minimal solutions [47] (as arguably the closest
one to ours) originally proposed in the context of SAT-based constraint optimization [28],
and an implicit hitting set style approach in the flavour of the recently-proposed Seesaw
approach [26] (for more discussion on related work, see Section 5). While there are no evident
standard benchmark sets in the context of multi-objective optimization, we empirically
evaluate the performance of these approaches in two problem settings, learning Pareto-
optimal interpretable decision rules (as a generalization of settings for which MaxSAT-based
solutions have been proposed [30]) and bi-objective set covering (as earlier considered in the
work presenting enumeration of P -minimal solutions [47]). The empirical results suggest that
our approach outperforms these competing approaches and that its efficiency is impacted by
the choice of the integrated MaxSAT algorithm within the approach.

2 Preliminaries

For a Boolean variable x there are two literals, the positive x and the negative ¬x. A clause
C is a set of (disjunction over) literals and a CNF formula F is a set of (conjunction over)
clauses. The set of variables and literals appearing in F are var(F ) and lit(F ), respectively.
A truth assignment τ maps Boolean variables to 1 (true) or 0 (false). The semantics of
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F ={As-CNF

( ∑
x∈OI∪OD

x ≥ 3

)
,

(i1 ∨ i2), (i2 ∨ i3),
(d1 ∨ d2), (d2 ∨ d3)}

OD ={d1, d2, d3}
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Figure 1 Left: An example CNF formula F and two objectives OI and OD. Right: the solution
space of F wrt OI and OD. The solutions τo

1 and τo
2 (solid points) are Pareto-optimal, while τ c

i for
i = 1, . . . , 4 are not.

truth assignments are extended to a negated variable ¬v, a clause C and a formula F in the
standard way: τ(¬v) = 1− τ(v), τ(C) = max{τ(l) | l ∈ C}, and τ(F ) = min{τ(C) | C ∈ F}.
When convenient, we view assignments τ over a set var(F ) of variables as sets of literals
τ = {l | l ∈ var(F ), τ(l) = 1} ∪ {¬l | l ∈ var(F ), τ(l) = 0}. An assignment τ for which
τ(F ) = 1 is a solution to F . A CNF formula F is satisfiable if it has solutions, otherwise
it is unsatisfiable. In this work, wlog we assume that all CNF formulas we deal with are
satisfiable. For a set L of literals and a bound k ∈ N, As-CNF

(∑
l∈L l ≥ k

)
denotes a CNF

formula that encodes the linear inequality
∑

l∈L l ≥ k.
An objective O is a multiset of literals. The value O(τ) of a truth assignment τ under O

is O(τ) =
∑

l∈O τ(l), i.e., the number of the literals in O that τ assigns to 1. Treating O as
a multiset allows for representing objective functions with non-unit coefficients by adding a
literal multiple times.

Given a CNF formula F , two objectives O1, O2 ⊂ lit(F ) and solutions τ1, τ2 to F , we
say that τ1 dominates τ2 if (i) Oi(τ1) ≤ Oi(τ2) for i = 1, 2, and (ii) either O1(τ1) < O1(τ2)
or O2(τ1) < O2(τ2). A solution τ is Pareto-optimal if no other solution dominates it. The
Pareto front of F wrt O1, O2 consists of all solutions of F that are Pareto-optimal wrt O1
and O2. When the objectives are clear from context, we will simply say that a solution τ is
a Pareto-optimal solution of F . The pair (O1(τ), O2(τ)) of a Pareto-optimal τ is a Pareto
point (of F wrt O1 and O2). Note that there may be multiple solutions that correspond to
the same Pareto point. We consider the task of computing a representative solution for each
Pareto point as well as the task of enumerating all solutions in the Pareto front.

▶ Example 1. An example CNF formula F and two objectives OI and OD are shown on the left
in Figure 1. The solution space is illustrated on the right. The two solid dots correspond to the
two Pareto points of F wrt OI and OD. Examples of Pareto-optimal solutions corresponding
to these points are τo

1 = {d1, d3, i2,¬d2,¬i1,¬i3} and τo
2 = {i1, i3, d2,¬i2,¬d1,¬d3}.

An important property of Pareto-optimal solutions to bi-objective problems is summarized
by the next observation.

▶ Observation 2 (Adapted from [20]). Sorting the Pareto-optimal solutions of F wrt increasing
values of O1 amounts to sorting them wrt decreasing values of O2, and vice-versa.

▶ Example 3. Consider the CNF formula F , the objectives OI and OD and the two
Pareto-optimal solutions τo

1 and τo
2 from Figure 1 and Example 1. By the definition of Pareto-

optimality, lowering the value of one objective of a Pareto-optimal solution has to increase
the value of the other; we have OI(τo

1 ) = 1 < 2 = OI(τo
2 ) and OD(τo

1 ) = 2 > 1 = OD(τo
2 ).
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Algorithm 1 BiOptSat: MaxSAT-based bi-objective optimization.
Input: CNF formula F , objectives OI and OD.
Output: Either one or all Pareto-optimal solution corresponding to each Pareto point of F .

1: InitSATsolver(F )
2: (res, τ)← isSAT(∅) {Invokes the SAT solver on the formula.}
3: if res = UNSAT then
4: return “no solutions”
5: bD ←∞, bI ← 0
6: while res = SAT do
7: (bI, τ)← Minimize-Inc(bD, OI(τ)) {Maintains Tot(OI) (or similar)}
8: (bD, τ)← Solution-Improving-Search(bI, OD(τ)) {Builds Tot(OD)}
9: yield τ {Optionally: yield EnumSols(bD, bI)}

10: (res, τ)← isSAT({⟨OD < bD⟩})

Incremental SAT Solving under Assumptions [15, 33]. When the underlying CNF formula
F is clear from context, the call isSAT(A) invokes a SAT solver on the formula under the
assumptions specified by the set A of literals. The call either returns “satisfiable” (SAT)
and a solution τ ⊃ A, or “unsatisfiable” (UNSAT) and a subset As ⊂ {¬l | l ∈ A} such that
F ∧

∧
l∈As

(¬l) is unsatisfiable, i.e., an unsatisfiable core of F .

Totalizers. Given a set L of n input literals and a bound k = 1, . . . , n, the (incremental)
totalizer encoding [9, 35] produces a CNF formula Tot(L, k) that defines a set {⟨L <

1⟩, . . . , ⟨L < k⟩} ⊂ var(Tot(L, k)) of output literals that – informally speaking – count the
number of literals in L assigned to true by solutions to Tot(L, k): If τ is an assignment that
satisfies Tot(L, k), then τ(⟨L < b⟩) = 1 if

∑
l∈L τ(l) < b. The incremental totalizer supports

both increasing the bound k and adding new input literals without having to rebuild the
whole formula: we have that Tot(L, k) ⊂ Tot(L, k′) and Tot(L, k) ⊂ Tot(L ∪ L′, k) hold
for any bound k′ > k and set L′ of literals. If the bound k is clear from context or k = |L|
we will simply write Tot(L). Additionally, we use ⟨L ≤ b⟩ as a shorthand for the literal
⟨L < b + 1⟩. We note that the assignments of the auxiliary variables of the totalizer encoding
are functionally defined by the assignment of the input and output variables. As such we will
leave them out from the solutions we describe in favour of brevity and clarity of examples.

3 The Approach

We detail the MaxSAT-based approach to bi-objective optimization developed in this work
together with its variants.

3.1 Overview of the Algorithm
Algorithm 1, which we refer to as BiOptSat, details our framework for computing the
Pareto-optimal solutions of a given CNF formula F wrt two given objectives OI and OD.
The framework is an instantiation of the general lexicographic optimization method [31]
instantiated with a SAT solver. More specifically, all subroutines of the procedure are
implemented using a single instantiation of a SAT solver that is invoked incrementally and
preserved (i.e., not reset) during the whole search. BiOptSat maintains the bounds bI
and bD on the two objectives OI and OD, respectively. In each iteration, the value of bI
is set to the smallest value for which there is a still-undiscovered Pareto-optimal solution
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τ for which OI(τ) = bI by the Minimize-Inc procedure. The value of bD is then set to
OD(τ) by the Solution-Improving-Search procedure. In case one wishes to enumerate
all Pareto-optimal solutions (in contrast to a single representative solution for each Pareto
point), the EnumSols procedure then enumerates all Pareto-optimal solutions τo for which
OI(τo) = bI and OD(τo) = bD.

Importantly, since the value of OI is always minimized first, the value bI returned each
iteration is monotonically increasing. We therefore call OI the increasing objective. By
Observation 2, this means that the sequence of values bD is monotonically decreasing, leading
us to calling OD decreasing. By these observations, BiOptSat performs search in an ordered
fashion along the Pareto front.

In detail, given a CNF formula F and two objectives OI and OD, the search of BiOptSat
in Algorithm 1 starts by initializing a SAT solver with all clauses in F on Line 1. Satisfiability
(i.e., the existence of any Pareto-optimal solutions) is checked by invoking the SAT solver on
its internal formula without assumptions via the isSAT(∅) function (Line 2). If the formula is
unsatisfiable, there are no Pareto-optimal solutions and the algorithm terminates. Otherwise,
τ is an assignment that satisfies the formula. Before the main enumeration procedure starts,
the bounds bI and bD on OI and OD are set to 0 and ∞, respectively.

The main search loop (Lines 6–10) iterates as long as there are Pareto-optimal solutions
of F that have not been enumerated yet. This is the case if there is a solution τ for which
OD(τ) < bD, which is checked by invoking the SAT solver under the assumption ⟨OD < bD⟩
on Line 10. In the beginning of each main loop iteration, the procedure Minimize-Inc is
employed to minimize the increasing objective, i.e., to compute the smallest value bI for
which there is a solution τ for which OD(τ) < bD and OI(τ) = bI (Line 7). We assume that
Minimize-Inc maintains a way to enforce that OI(τ) < k, e.g., through a totalizer Tot(OI),
and that BiOptSat and all of its subroutines have access to a set of assumptions to enforce
this bound for any k.

Next, the algorithm employs solution-improving search [8, 11, 16] to minimize the de-
creasing objective, i.e., to compute the smallest bD for which there is a solution τ for which
OD(τ) = bD and OI(τ) = bI (Line 8). The totalizer Tot(OD, OD(τ)) is built at the first
time this subroutine is invoked. Building the totalizer at this point allows for only building
it up to bound OD(τ), since all Pareto-optimal solutions are known to have at most that
value for OD. Solution-improving search works by – starting from k = OD(τ) – iteratively
invoking the SAT solver under the assumptions {⟨OD < k⟩, ⟨OI ≤ bI⟩} for decreasing values
of k until the solver reports UNSAT, and returns bD and a solution τ for which OD(τ) = bD
and OI(τ) = bI. At this point we know that there is no solution of F that dominates τ , so
τ is returned as Pareto-optimal on Line 9. If one wants to enumerate all solutions τo that
correspond to the Pareto point (bI, bD), the EnumSols procedure repeatedly invokes the SAT
solver with the assumptions {⟨OD ≤ bD⟩, ⟨OI ≤ bI⟩} and blocks each found solution until no
more solutions are found.

▶ Example 4. Invoke BiOptSat on the CNF formula F and objectives OI, OD detailed in
Figure 1. The search starts by invoking a SAT solver on F . The call returns a solution, say
τ c

1 = {i1, i2, i3, d1, d2, d3} for which OI(τ c
1 ) = OD(τ c

1 ) = 3. The first iteration of the main
search loop starts with a call to Minimize-Inc. This returns bI = 1 and (e.g.) the solution τ c

3 =
{i2, d1, d2, d3,¬i1,¬i3, } for which OI(τ c

3 ) = 1 and OD(τ c
3 ) = 3. BiOptSat then proceeds to

the Solution-Improving-Search subroutine that initializes a totalizer Tot(OD, 3). The
first call to the SAT solver is made under the assumptions A = {⟨OI ≤ 1⟩, ⟨OD < 3⟩}. The
query is satisfiable. Say that the solver returns the solution τo

1 = {d1, d3, i2,¬i1,¬i3,¬d2}.
Then, the solver is invoked with the assumptions A = {⟨OI ≤ 1⟩, ⟨OD < 2⟩}. The query is
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unsatisfiable, so the procedure returns the Pareto-optimal τo
1 and bD = OD(τo

1 ) = 2. At the
end of the iteration, the SAT solver is queried under the assumption {⟨OD < 2⟩}. As the
query is satisfiable, the solver returns, e.g., the solution τ c

4 = {d2, i1, i2, i3,¬d1,¬d2} and the
algorithm starts a new iteration.

The next iteration of BiOptSat proceeds similarly to the first. The procedure Minimize-
Inc returns bI = 2 and, e.g., the solution τo

2 = {i1, i3, d2,¬d1,¬d3,¬i2}. Solution-
Improving-Search cannot improve on the decreasing objective, so the solution τo

2 is proven
to be Pareto-optimal. At the end of the iteration, on Line 10 the SAT solver is invoked under
the assumption {⟨OD < 1⟩}. The solver returns unsatisfiable, terminating the algorithm.

3.2 Approaches to Minimizing the Increasing Objective
We consider five different instantiations of the Minimize-Inc procedure for minimizing the
increasing objective, inspired by MaxSAT algorithms.

SAT-UNSAT. SAT-UNSAT is a variant of solution-improving search that is used for minim-
izing OD. The procedure gets as input the current bound bD on OD and the value OI(τ)
obtained by the solution τ computed during the last SAT solver call. Since the last call is
made on Line 10 under the assumption ⟨OD < bD⟩, the solution τ will have OD(τ) < bD.
As such, the value OI(τ) is an upper bound for the smallest value of OI obtained by any
solution τ ′ having OD(τ ′) < bD.

The procedure SAT-UNSAT maintains the totalizer Tot(OI) and begins by checking, if the
current upper bound on that totalizer is at least OI(τ), extending it if not. Then the SAT
solver is iteratively invoked under the assumptions {⟨OD < bD⟩, ⟨OI < k⟩} for decreasing
values of k starting from OI(τ). The procedure terminates when the query is unsatisfiable,
after which the value of k and the solution obtained during the final satisfiable call are
returned as bI and τ .

▶ Example 5. Consider the invocation of BiOptSat detailed in Example 4. We detail
the invocation of Minimize-Inc instantiated as SAT-UNSAT. The full progression of the
search of BiOptSat with Minimize-Inc instantiated as SAT-UNSAT is illustrated in Figure 1.
In the first iteration, SAT-UNSAT is invoked with bD = ∞ and OI(τ) = 3. At this point,
the totalizer over OI has not been built, so the procedure starts by adding Tot(OI, 3) to
the solver. The first call to the SAT solver is made under the assumptions {⟨OI < 3⟩},
since bD = ∞ and therefore no assumption constraining OD is needed. The query is
satisfiable, the solver returns, e.g., the solution τ c

2 = {d1, d2, d3, i1, i2,¬i3}. In the next
iteration, the set of assumptions is {⟨OI < 2⟩}. The query is again satisfiable, returning,
e.g., the solution τ c

3 = {d1, d2, d3, i2,¬i1,¬i3}. The SAT solver is then invoked under the
assumptions {⟨OI < 1⟩}. Now the query is unsatisfiable, so the procedure terminates and
returns τ c

3 and bI = 1. In the second (and last) iteration of BiOptSat, SAT-UNSAT is
invoked with bD = 2 and OI(τ) = 3. The first call to the SAT solver is made under the
assumptions {⟨OD < 2⟩, ⟨OI < 3⟩}. The query is satisfiable and the solver returns, e.g., the
solution τo

2 = {i1, i3, d2,¬d1,¬d3,¬i2}. SAT-UNSAT invokes the SAT solver again under the
assumptions {⟨OD < 2⟩, ⟨OI < 2⟩}. The query is unsatisfiable, so the procedure returns
bI = 2 and τo

2 .

UNSAT-SAT. UNSAT-SAT takes a similar approach to SAT-UNSAT search but searches for
the smallest value by lower-bounding instead of upper-bounding. It also maintains a totalizer
Tot(OI). For finding the next solution, the bound k is set to the last known value of
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bI and the solver is then iteratively queried for a new solution under the assumptions
{⟨OI ≤ k + 1⟩, ⟨OD < bD⟩}. If the query is unsatisfiable, the bound k is increased by 1 and
the solver is queried again. The search ends once the solver returns satisfiable and in this
case, the solution, and the bound are returned. Since the bound of this lower bounding
search procedure will only monotonically increase, it is enough if the totalizer Tot(OI) is at
every step built up to the bound k + 1 and extended to the next bound in the next iteration.
This way, the SAT solver is always loaded with a minimum number of clauses.

MSU3. MSU3 implements a core-guided approach [34, 5], maintaining a set Act ⊂ OI
of active objective literals and a totalizer Tot(Act) built over them. Initially, Act = ∅,
i.e., all literals of OI are inactive. Informally speaking, an inactive literal l ∈ OI \ Act is
assumed to the value 0 in every invocation of the SAT solver until it is returned as part
of a core. More precisely, on input bD and OI(τ), the algorithm starts from the value
bI computed in the previous iteration and invokes the SAT solver under the assumptions
A = {⟨Act ≤ bI⟩, ⟨OD < bD⟩} ∪ {¬l | l ∈ OI \ Act}. If the query is unsatisfiable, the SAT
solver returns a core As ⊂ {¬l | l ∈ A}. Next, the bound bI is increased by one, the inactive
literals in As are added to Act and the totalizer Tot(Act) is extended. The procedure
continues until the SAT solver returns satisfiable, and a solution τ which sets OI(τ) ≤ bI
and OD(τ) < bD. At that point the value bI is the minimum value of OI(τ) subject to
OD(τ) < bD. This is because the value of bI is increased monotonically, and the solver
returned unsatisfiable in the second-to-last iteration.

For enforcing ⟨OI ≤ b⟩ when employing MSU3, consider an invocation of MSU3(bD, OI(τ))
made during BiOptSat and assume it returns the tuple (bI, τ). In the next call to
Solution-Improving-Search, the number of literals in OI set to 1 needs to be restric-
ted to at most bI. Since the totalizer maintained by MSU3 only has Act ⊂ OI as inputs, we
do not have access to an output literal of form ⟨OI ≤ bI⟩. Instead, we use the assumptions
{⟨Act ≤ bI⟩} ∪ {¬l | l ∈ OI \ Act}, i.e., restrict the number of literals in Act set to 1 to bI
and assume the value of each inactive literal l ∈ OI \ Act to 0. In the following proposition,
we prove that doing so does not remove any Pareto-optimal solutions from consideration.

▶ Proposition 6. Let τ be a Pareto-optimal solution of F for which OI(τ) = bI. Then
τ(l) = 0 for all l ∈ OI \ Act.

Proof (Sketch). Since, bI was returned by MSU3, we know that there is a Pareto-optimal τo

for which OI(τo) = bI and OD(τo) < bD. By the properties of cores, we also know that any
solution τ s of F for which OD(τ s) < bD assigns at least bI literals in Act to 1. Thus, any τn

that assigns τn(l) = 1 for an inactive literal l ∈ OI \ Act will have OI(τn) > bI. ◀

▶ Example 7. Consider the invocation of BiOptSat detailed in Example 4. Here we detail
the invocations of Minimize-Inc instantiated as MSU3. In the first iteration of BiOptSat,
MSU3 is invoked with bD =∞ and OI(τ) = 3. Initially, the set Act = ∅ of active literals is
empty, so the first call to the SAT solver is made under the assumptions A = {¬i1,¬i2,¬i3}.
The query is unsatisfiable and the solver returns, e.g., As = {i1, i2}. The literals in As

are marked as active and the totalizer Tot(Act) is initialized. The SAT solver is then
invoked under the assumptions A = {¬i3, ⟨Act ≤ 1⟩}. The query is satisfiable so the solver
returns (e.g.) the solution τ c

3 = {d1, d2, d3, i2,¬i1,¬i3} and bI = 1. In the next iteration of
BiOptSat, MSU3 is invoked with bD = 2 and OI(τ) = 2. The set Act = {i1, i2} is kept from
the previous iterations, so the first call to the SAT solver is made under the assumptions
A = {¬i3, ⟨Act ≤ 1⟩, ⟨OD < 2⟩}. The query is unsatisfiable. If i3 is a part of the core As

returned by the solver, it is marked as active and the totalizer Tot(Act) extended accordingly.
Next, the SAT solver is invoked under the assumptions A = {⟨Act ≤ 2⟩, ⟨OD < 2⟩}. The
call returns SAT, obtaining the solution τo

2 = {i1, i3, d2,¬d1,¬d3,¬i2} and bI = 2.
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OLL. OLL is another core-guided procedure (originally proposed in the context of ASP [2]
and also successfully applied in MaxSAT [38, 23]) that handles the cardinality constraint
over the literals in OI differently to MSU3. Instead of a single totalizer over all literals in Act,
a separate totalizer is built for every core returned after the unsatisfiable SAT solver calls.
In each iteration, the assumptions given to the SAT solver consist of (i) the inactive literals
of OI, (ii) the outputs of previously built totalizers corresponding to the lowest number of
input literals that should be assigned to 1 in any possible satisfying assignment and (iii) the
bound ⟨OD < bD⟩. The procedure terminates when the SAT solver returns a solution τ .
Similarly to MSU3, the assumptions for enforcing a bound on OI in the other subroutines of
Algorithm 1 need to be adapted when using OLL.

MSHybrid. MSHybrid is a hybrid between MSU3 and SAT-UNSAT, with the following intuition.
If MSU3 reaches the stage where all literals of the objective are active, its search will become
equivalent to UNSAT-SAT. However, SAT-UNSAT search may be a significantly better approach
compared to UNSAT-SAT. If this is the case, MSU3 might have an advantage over SAT-UNSAT as
long as not all literals are active, but as soon as all literals are active, it looses its advantage.
Furthermore, if a problem instance has literals in OI that are not constrained by F , these
literals will never appear in any core making MSU3 behave like UNSAT-SAT even before the
totalizer is fully built.

With this intuition, we propose MSHybrid, a – to the best of our understanding – previously
unstudied variant that starts with MSU3 search and switches over to SAT-UNSAT as soon
as a certain percentage of the literals in OI have been added to the totalizer Tot(Act).
Before switching over to SAT-UNSAT, the remaining literals are added to the totalizer to
build Tot(OI), which is needed for SAT-UNSAT. With this, the advantages of both MSU3 and
SAT-UNSAT can in the best case be combined.

▶ Example 8. Consider the invocation of BiOptSat detailed in Example 4. We detail the
invocations of Minimize-Inc instantiated as MSHybrid. Since MSHybrid starts out as MSU3,
the first invocation starts by following the description in Example 7. Assume MSHybrid is
configured to switch as soon as 50% of the literals in OI are active. This is reached when
the core As = {i1, i2} is returned and i1, i2 become active. At this moment, MSHybrid stops
the MSU3 search procedure, finishes building Tot(OI) by adding i3 to Tot(Act), and starts
SAT-UNSAT search as in the first iteration detailed in Example 5. Since the second iteration
is after the switch to SAT-UNSAT, it will be identical to the second iteration in Example 5.

3.3 Refinements
We consider a number of refinements to BiOptSat.

Lazily building Tot(OD). Assume that BiOptSat is invoked on a CNF formula F and a pair
of overlapping objectives OI and OD for which OI∩OD ̸= ∅ with Minimize-Inc instantiated
as MSU3 or OLL. Let Act be the set of active literals of OI as maintained by Minimize-Inc.
Lazy building of Tot(OD) refers to only having (OD \OI) ∪ (Act ∩OD) as input to the
totalizer (incrementally extending the totalizer as the set Act grows), and assuming the
value of each literal l ∈ (OD ∩ OI) \ Act to 0 in each SAT call made during invocations
of Solution-Improving-Search. The soundness of doing so follows by an argument very
similar to the one we made in Proposition 6.

Lazy building of Tot(OD) requires a minor adaption to the termination criterion of
BiOptSat (i.e., Algorithm 1). As the totalizer maintained by Solution-Improving-Search
might not have all literals of OD as inputs, the algorithm does not have a (straight-forward)
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way of checking if there exists a solution τ for which OD(τ) < bD. However, the lack of
further Pareto-optimal solutions is instead detected in the next call to Minimize-Inc by the
SAT solver returning a core that only contains the assumption used for bounding the value
of OD.

Domain-Specific Solution Blocking. If multiple representatives of the same Pareto point
are of interest, the procedure EnumSols needs to block all obtained solutions. While this
can be done in a straight-forward manner on the CNF-level, we will in later sections give
examples of how domain-specific knowledge can be used in order to derive stronger clauses
that block not only a specific solution obtained, but also other, symmetric solutions.

Refinements to Core-Guided Variants. Our implementation of the variants BiOptSat
with MSU3 or OLL make use of refinements commonly used in core-guided MaxSAT solving.
More specifically, we employ core minimization [23] (either exact or heuristic) and core-
exhaustion [23, 4]. Given a core As returned by the SAT solver, heuristic core minimization
refers to reinvoking the SAT solver with {¬l | l ∈ As} as the assumptions hoping that the
solver returns a smaller set of assumptions. Exact core minimization refers to iteratively
finding a minimal unsatisfiable subset by attempting to remove each assumption separately.
Core exhaustion is an OLL specific technique that seeks to improve the lower bound of each
totalizer being added.

4 Experiments

We implemented all variants and refinements of BiOptSat described in Section 3 in C++.
The open-source implementation and empirical data are available at https://bitbucket.
org/coreo-group/bioptsat. Our implementations of MSU3 and OLL were inspired by their
implementations in Open-WBO [36], the other variants were implemented from scratch. We
used CaDiCaL v1.5.2 [12] as the internal SAT solver. We also reimplemented the competing
approaches P -minimal and Seesaw (see Sect. 4.2), since no reference implementations were
available. For ParetoMCS, we used the publicly-available Sat4j-based [11] implementation
from https://gitlab.ow2.org/sat4j/moco. We evaluate the relative runtime performance
of the BiOptSat variants against these two competing approaches, as well as the impact of
the specific refinements (recall Section 3.3; employed as applicable, by default with heuristic
core minimization) to BiOptSat on their runtime performance. As a parametric detail, in
its default MSHybrid is configured to switch between MSU3 and SAT-UNSAT once 70% of the
literals in OI have been added to Tot(Act). In preliminary experiments we observed that
this threshold is low enough to prevent the MSU3 search phase from behaving like UNSAT-SAT.
Furthermore, varying the threshold slightly does not have significant impact on performance.
All experiments were run on 2.60-GHz Intel Xeon E5-2670 machines with 64-GB RAM in
RHEL under a 1.5-hour per-instance time and 16-GB memory limit.

4.1 Benchmarks
For the experiments, we consider two bi-objective optimization problems as benchmark
domains: learning of interpretable decision rules and the bi-objective set covering problem.

Learning Interpretable Decision Rules (LIDR). Recently, a variety of SAT and MaxSAT-
based approaches have been developed for learning interpretable classifiers from data [22,
30, 40, 21, 51, 52, 24]. The two objectives of minimizing size (“the smaller, the more
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interpretable”) and classification error (when there is no perfect classifier, as typical for
real-world data) are conflicting, hence giving naturally rise to bi-objective optimization
problems. Here we consider learning of interpretable decision rules as a representative
benchmark domain from this line of work, building on the encoding presented in [30]. In
short, here a decision rule is a binary classifier in the form of a CNF formula over Boolean
features. In [30] a linear combination of the two objectives, using a parameter λ ≥ 0, was
proposed in order to directly apply a MaxSAT solver to find decision rules under a pre-fixed
value for λ. While this allows for finding a Pareto-optimal decision rule under a specific
value of λ, MaxSAT solving multiple times under different choices of λ does not guarantee
finding a representative Pareto-optimal decision rule for each Pareto point [31]. In contrast,
here we address directly the problem of computing all Pareto-optimal solutions wrt the two
objectives. For a given set of n data samples over m features, the encoding uses two sets of
variables: sj

l for l = 1, . . . , k, j = 1, . . . , m and ηi for i = 1, . . . , n for a specific number k of
clauses in the decision rules to be learned, with the interpretation that sj

l = 1 iff the jth
feature is included in the lth clause of the decision rule, and ηi = 1 if the ith data sample is
misclassified.

We represent the sample with index i with a Boolean class yi and the Boolean features xj
i

where j = 1, . . . , m. With this, the encoding is ¬ηi → (yi ↔
∧k

l=1
∨m

j=1(xj
i ∧sj

l )). We use this
encoding, literals sj

l as OI and literals ηi as OD. This corresponds to finding Pareto-optimal
solutions wrt the size of the decision rule as the total number of literals and its classification
error. (In preliminary experiments we observed that using the classification error as the
increasing objective leads to worse performance.) Since decision rules in CNF contain many
symmetric solutions obtained by changing the order of clauses, we add additional clauses
to the encoding to break these symmetries by enforcing a lexicographic ordering on the
bit-strings representing the clauses; see Appendix A for details.

As the basis of benchmark instances, we used 24 standard UCI [14] and Kaggle datasets
used in [30]; see Appendix B for details. We randomly and independently sampled subsets
of n ∈ {50, 100, 1000, 5000, 10000} data samples from the datasets, four of each size (when
applicable), resulting in a total of 372 datasets. All experiments on these datasets were run
with the encoding from [30] configured to learn CNF decision rules consisting of two clauses.

When enumerating multiple solutions corresponding to the same Pareto point, the blocking
clauses for BiOptSat (as well as the P -minimal approach compared to in the experiments)
can be strengthened to find solutions mapping to distinct rules: blocking over the variables
sj

l is sufficient and blocks multiple symmetric solutions that only differ in the assignment to
auxiliary variables. Furthermore, making use of the algorithm-specific fact that BiOptSat is
guaranteed to enumerate Pareto-optimal solutions in order of increasing size, for BiOptSat
it is sufficient to block a solution over all sj

l that are assigned to false.

Bi-Objective Set Covering. In the set covering problem, given a collection S of subsets of
a set of elements {1, . . . , n}, the task is to find a smallest possible subset C of the elements
{1, . . . , n} such that C covers all sets in S, i.e., C∩S ̸= ∅, ∀S ∈ S. In the weighted bi-objective
set covering problem we consider here, two integer weights ce

1 and ce
2 are associated with

each element e. The two objectives are to minimize
∑

e∈C ce
1 and

∑
e∈C ce

2. When encoding
bi-objective set covering in propositional logic, every set S ∈ S forms one clause in the
encoding, i.e., the clauses are {le | e ∈ S} with le being a literal representing if element e

is in C. Furthermore, the integer values for the cost ce associated with element e can be
represented by adding le to the objective set ce times. Note that multi-objective set covering
was also used originally in an empirical evaluation of the P -minimal approach [47].
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We generated two types of bi-objective set covering problem instances: (i) using a fixed
probability p for an element appearing in a set (SetCovering-EP), and (ii) using fixed set
cardinality s, with elements in a set chosen uniformly at random without replacement
(SetCovering-SC). We generated both types of instances using combinations of the following
parameters: number of elements n ∈ {100, 150, 200}, number of sets m ∈ {20, 40, 60, 80},
element probability p ∈ {0.1, 0.2} and set cardinality s ∈ {5, 10}. For each combination, we
generated five instances, leading to 120 instances of each type. The integer cost values c for
the two objectives were chosen uniformly at random from the range c ∈ [1, 100]. We note
that – since both objectives are randomly generated by the same process – the two objectives
can be swapped without a noticeable impact on overall runtime performance of solvers when
run on many instances.

The blocking clauses used in BiOptSat for enumerating all Pareto-optimal solutions
can be strengthened also for set covering. Due to the fact that BiOptSat is guaranteed
to enumerate the Pareto-optimal solutions so that one of the objectives will monotonically
decrease, it is enough to block in BiOptSat the solution over all le that are assigned to true.

4.2 Competing Approaches
We consider in our experiments two competing SAT-based approaches for enumerating
Pareto-optimal solutions.

P -minimal. The approach perhaps closest to ours is solving multi-objective constraint
optimization problems by enumerating so-called P -minimal solutions [47, 28]. We were unable
to obtain an implementation of the approach from the authors. For a fair comparison with
BiOptSat, we hence reimplemented the approach similarly as BiOptSat. In more detail,
the P -minimal approach corresponds to enumerating the solutions of F W = F ∧Tot(OI) ∧
Tot(OD) that are subset-minimal wrt the set of outputs of the totalizers. More precisely, if
P is the set of output literals of Tot(OI)∧Tot(OD), then the goal is to enumerate solutions
τm such that no other solution τ has {b | b ∈ P ∧ τ(b) = 0} ⊊ {b | b ∈ P ∧ τm(b) = 0}. The
procedure for enumerating such solutions (detailed in [28]) works by (i) using a solver to
obtain any solution τ of F W, (ii) iteratively minimizing the subset of variables of P set to
true by the solution, and, once a minimal solution τm has been found, (iii) adding the clause
(⟨OI < k1⟩ ∨ ⟨OD < k2⟩) containing the output variables corresponding to the lowest index
set to true by τm.

▶ Example 9. Consider the CNF formula F and two objectives OI and OD from Figure 1.
P -minimal starts by building two totalizers Tot(OI) and Tot(OD) and invoking the SAT
solver on F W = F ∧ Tot(OI) ∧ Tot(OD). The query is satisfiable, assume the first
solution obtained is τ c

1 = {i1, i2, i3, d1, d2, d3}. In order to subset-minimize τ c
1 , the clause

(⟨OI < 3⟩ ∨ ⟨OD < 3⟩) is added to the SAT solver, and the solver is invoked again under the
assumptions {⟨OI ≤ 3⟩, ⟨OD ≤ 3⟩}. The added clause blocks τ c

1 and all solutions dominated by
τ c

1 from the search space. Assume the next solution obtained is τ c
5 = {d1, d3, i1, i3,¬d2,¬i2}.

Again, a clause (⟨OI < 2⟩ ∨ ⟨OD < 2⟩) is added, and the SAT solver is queried with
assumptions {⟨OI ≤ 2⟩, ⟨OD ≤ 2⟩}. The query is satisfiable. Assume the solution obtained
is τo

2 = {i1, i3, d2,¬i2,¬d2,¬d3}. P -minimal then adds the clause (⟨OI < 2⟩ ∨ ⟨OD < 1⟩)
and invokes the solver again under the assumptions {⟨OI ≤ 2⟩, ⟨OD ≤ 1⟩}. The query is
unsatisfiable, which proves that τo

2 is Pareto-optimal. To find a next Pareto-optimal solution,
the solver is queried without any assumptions for a new solution to start the minimization
process from.
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Note that P -minimal has no guarantee on the order that the solutions are enumerated in.
Intuitively, when an intermediate solution τ is found, the following SAT solver call either
provides another solution that dominates τ , or proves that τ is Pareto-optimal.

In our implementation we extended P -minimal to the task of enumerating all solutions
on the Pareto front. Specifically, we add a new relaxation variable r to the clause added in
each iteration for use as an assumption to enumerate all solutions at that Pareto point in
a standard way. If the next call provides a solution that dominates the previous one, we
harden the clause added in the previous iteration by adding ¬r as a unit clause. Also, once
all solutions for a Pareto point are enumerated, the clause is hardened.

Seesaw. Seesaw [26] was recently proposed as a framework for bi-objective optimization as
a generalization of the so-called implicit hitting set approach [13, 25, 45, 19, 44]. In contrast
to our work, a main ingredient in Seesaw is the idea of treating one of the objectives as a black
box. This allows for – but also requires – problem-specific instantiations of the black box; no
generic Seesaw implementation applicable generally to bi-objective optimization is available.
That said, to enable a comparison with (an instantiation of) Seesaw, we instantiated the
approach for the LIDR problem. (For bi-objective set covering, both objectives are monotone
over the chosen cover. As such, instantiating Seesaw is not feasible because the refined core
extraction method from [26] cannot be used, resulting in Seesaw enumerating all possible
solutions of the input formula.)

While the original paper presents Seesaw in general terms, in our context the Seesaw
algorithm computes Pareto-optimal solutions of a CNF formula F by maintaining a collection
C of subsets of OI that are called cores. Informally speaking, every solution τ that improves
on OD needs to assign at least one literal from each core to 1. The algorithm works iteratively
by computing a hitting set hs ⊂ OI, i.e., a subset-minimal set of literals of OI that intersects
with each core in C, and then a solution τ that sets τ(o) = 1 for each o ∈ hs and τ(o) = 0
for each o ∈ OI \ hs and for which OD(τ) is the smallest possible value for all such solutions
if one exists. The iteration then extracts a new core that hs does not intersect with. The
Pareto-optimal solutions of F are identified by the size of the hitting set increasing. More
precisely, if the hitting set is found to increase from size |hs| to size |hs2| with |hs2| > |hs|,
the solution τ found with a hitting set of size |hs| that has the smallest minimal value OD(τ)
is Pareto-optimal [26].

We instantiated Seesaw for LIDR by using misclassifications as the objective over which
cores are extracted and the integer programming solver CPLEX v20.10 for computing a
hitting set hs over these cores. In the second step, the number of literals in the smallest rule
misclassifying the examples in hs or a subset of it is found. This function is implemented as
a solution-improving search in CaDiCaL. This instantiation was chosen because finding the
smallest rule misclassifying hs is an anti-monotone function and the refined version of core
extraction presented in [26] can therefore be used, making Seesaw feasible in the first place.

Note that, in contrast to BiOptSat and P -minimal, extending Seesaw as it is presented
in [26] to support the enumeration of all Pareto-optimal solutions seems non-trivial. For
a non-formal intuition note that, while Seesaw is guaranteed to find at least one solution
obtaining the objective values of each Pareto-optimal point, the non-deterministic hitting set
computation might steer the algorithm past other solutions that obtain the same values.

ParetoMCS. In [49, 48, 50] an approach for computing Pareto-optimal solutions via so-
called Pareto-minimal correction sets (ParetoMCSes) was proposed. Using our notation, the
approach works by enumerating all subsets S ⊂ (OI∪OD) for which (i) F ∧

∧
l∈(OI∪OD)\S(¬l)
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Figure 2 Runtime comparison of variants of BiOptSat and competitors for LIDR; the plot on
the right shows a magnification for comparing the best-performing approaches.

is satisfiable and (ii) F ∧
∧

l∈(OI∪OD)\S′(¬l) is unsatisfiable for all S′ ⊊ S. Let S be the
collection of all such sets. The computation of S corresponds to MCS enumeration to which
numerous algorithms have been proposed [10, 39, 42]. The Pareto-optimal solutions are
obtained by extracting the solutions satisfying F ∧

∧
l∈(OI∪OD)\S(¬l) for all S ∈ S and

removing the dominated ones [49]. The ParetoMCS approach to multi-objective optimization
is approximative in that it can only guarantee that a solution is Pareto-optimal once the full
set S has been computed. In contrast, every minimal solution found during the P -minimal
approach of [47] and every solution returned by the EnumSols subroutine of Algorithm 1 is
immediately known to be Pareto-optimal.

▶ Example 10. Consider the CNF formula F and two objectives OI and OD from Example 1.
The ParetoMCS enumeration procedure will return the solution τ = {d1, d3, i1, i3,¬d2,¬i2}
since no solution τs of F has {x ∈ OI ∪OD | τs(x) = 1} ⊊ {d1, d3, i1, i3}. The fact that the
solution τ is not Pareto-optimal can only be discovered when a solution that dominates it is
enumerated. However, there are no guarantees on when such a dominating solution is found.
This means that τ is guaranteed to be Pareto-optimal only after all solutions in S have been
enumerated.

We refer to this approach of enumerating Pareto-optimal solutions as ParetoMCS for
short and only consider an instance solved once all MCSes have been enumerated and the
solutions therefore have been proven optimal.

4.3 Results
We start with a comparison of the runtime performance of different variants of BiOptSat,
P -minimal and (for LIDR) Seesaw. For LIDR, Figure 2 shows the number of instances
solved (x-axis) for different per-instance time limits (y-axis) for the task of computing a
single representative solution for each Pareto point. The best-performing approaches are
the BiOptSat variants MSHybrid, SAT-UNSAT, UNSAT-SAT and MSU3 solving 223 instances,
while P -minimal solves 219 instances. All variants of BiOptSat outperform P -minimal
to some extent. Seesaw and ParetoMCS, solving only 123 and 34 instances, respectively,
within the resource constraints, are clearly outperformed by BiOptSat. Figure 3 shows
a similar comparison for the two variants of bi-objective set covering. Here MSHybrid is
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Table 1 Solved instances by approach and benchmark family.

Instance Type SAT-UNSAT UNSAT-SAT MSU3 OLL MSHybrid P -minimal

single all single all single all single all single all single all

Decision Rules 223 215 223 215 223 215 222 213 223 215 219 213
SetCovering-EP 77 75 71 71 71 70 58 58 83 81 71 68
SetCovering-SC 35 35 29 29 36 36 34 34 40 40 38 26

the best-performing variant of BiOptSat, outperforming P -minimal: P -minimal solved 71
(resp. 38) fixed element probability (resp., fixed set cardinality) instances, whereas MSHybrid
solved 83 (resp. 40) instances. ParetoMCS did not solve a single one of the set covering
instances while Seesaw cannot be feasibly instantiated for this benchmark domain. Similar
plots for the task of enumerating all solutions on the Pareto front are provided in Appendix C.
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Figure 5 Instance runtime comparisons for the two refinements lazily building the totalizer for
the decreasing objective (left) and exact core minimization (right).

The numbers of solved instances for the well-performing approaches are summarized
in Table 1, both for enumerating a single representative solution per Pareto point and
for enumerating all Pareto-optimal solutions. MSHybrid is the best-performing BiOptSat
variant overall, outperforming P -minimal in all cases. The performance difference is greater
when enumerating all Pareto-optimal solutions. For more details, Figure 4 (left) shows a
per-instance runtime comparison between MSHybrid and P -minimal. We note that P -minimal
did not solve a single instance that was not solved by MSHybrid. In general, MSHybrid was
outperformed by P -minimal on only 31 instances while MSHybrid solved 297 instances in less
time. Both BiOptSat and our implementation of P -minimal make fully incremental use of
the SAT solver, never resetting it during search. This suggests that the advantage BiOptSat
has over P -minimal lies in the search of BiOptSat being more structured. Figure 4 (right)
shows a runtime comparison between enumerating a single representative solution per Pareto
point and enumerating all Pareto-optimal solutions with MSHybrid. Overall, the approach
scales well also for the latter task, although there understandably is an overhead when the
number of solutions required to be enumerated grows significantly; this is the case for LIDR
where some instances have more than 10, 000 solutions per Pareto point. This is in contrast
to the set covering instances, which tend to have only a single (or few) solutions per Pareto
point.

Finally, we evaluated the impact of the proposed refinements on the runtime efficiency
of the best-performing approach, MSHybrid. Figure 5 shows the impact of lazily building
Tot(OD) (left) and exact vs heuristic core minimization (right). Lazily building Tot(OD)
has no evident impact on LIDR, as expected (the literals from OD do not appear in OI and
Tot(OD) can therefore not be lazily built). For fixed set cardinality set covering, however,
we see a strong positive effect. Heuristic core minimization appears to have a positive
effect on LIDR as well as on harder set covering instances, although the difference to exact
minimization is smaller than that of lazily building Tot(OD).

5 Related Work

We overview other most closely related approaches proposed for multi-objective constraint
optimization.
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There is earlier work on SAT-based lexicographic optimization [18, 6, 32]. Given a CNF
formula F and two objectives O1 and O2, a solution τ dominates another solution τ s in
the lexicographic sense if (a) O1(τ) < O1(τ s), or (b) O1(τ) = O1(τ s) and O2(τ) < O2(τ s).
Informally speaking, in contrast to Pareto-optimality, lexicographic optimization imposes an
explicit preference over the objectives and asks to compute a solution that minimizes O1 using
O2 as a tie-breaker. The problem is closely related to the so-called multi-level optimization
problem. In particular, both can be cast as a single objective weighted optimization problem
and solved with a MaxSAT solver [6, 32]. In fact, many modern MaxSAT solvers exploit
multilevel properties of input instances in order to improve search efficiency [41, 3].

Beyond SAT-based approaches, multi-objective optimization has been studied in other
declarative optimization paradigms. For example, in constraint programming, a filtering
algorithm for the bi-objective Pareto constraint was proposed [20]. The resulting search
algorithm is similar to ParetoMCS in that it maintains a set S of solutions that do not
dominate each other. When a new solution is found, any solution it dominates is removed
from S. Multi-objective optimization has also been studied in the context of mixed integer
programming (see, e.g., [43, 29, 46, 1]). Our focus in this work was to develop MaxSAT-based
bi-objective optimization problems, especially suited for problems naturally represented in
propositional logic, such that the ones we employed in our empirical evaluation.

6 Conclusions

We proposed an approach to bi-objective optimization based on tightly integrating algorithmic
ideas from the realm of MaxSAT solving, allowing for instantiations through the integration
of different MaxSAT solving algorithms. The approach allows for provably finding all Pareto-
optimal solutions. Search in the approach is performed in an ordered way along the Pareto
front, which allows for, e.g., employing tighter blocking of earlier found solutions. The
approach is generally applicable to bi-objective optimizations which allow for propositional
encodings. As examples of such problems, we empirically evaluated several variations and
refinements of the approach on two different types of bi-objective optimization problem
domains, namely, learning interpretable decision rules from data and bi-objective set covering.
Going beyond variants based on well-known MaxSAT solving algorithms, we proposed a
hybrid variant of the approach employing both core-guided and solution-improving search.
We showed empirically that the hybrid variant achieves the best performance, surpassing
also the efficiency of two recent competing approaches.
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A Symmetry Breaking in the Decision Rule Encoding

To not enumerate multiple decision rules that only differ in the order of their clauses,
we added the following symmetry breaking clauses to the encoding from [30]: The idea
behind the symmetry breaking is that the bit-strings τ(s1

l )τ(s2
l ) . . . τ(sm

l ) are forced to be
in lexicographic ordering. In addition to the s variables, we introduce variables ej

l for
j = 1, . . . , m and l = 2, . . . , k that represent whether the bit-strings of the clauses with
index (l − 1) and l are equal for the first j bits. The semantics of this representation are
encoded as follows: e1

l ↔ (s1
l−1 ↔ s1

l ) and ej
l ↔ (ej−1

l ∧ (sf
l−1 ↔ sj

l )) for j = 2, . . . , m. The
lexicographic ordering is then enforced by adding the constraints ¬e1

l → (s1
l−1 ∧ ¬s1

l−1) and
(ej−1

l ∧ ¬ej
l )→ (sj

l−1 ∧ ¬sj
l ) for j = 2, . . . , m, enforcing that the bit with the smallest index

in which the clauses differ should be 1 in the clause with index (l − 1) and 0 in the clause
with index l.

B Details About the Datasets Used for Decision Rule Learning

Table 2 summarizes the datasets used in the empirical evaluations, including their origin
and statistics, as well as the sizes of CNF formulas obtained from them with the encoding
from [30]. The original files were downloaded from the UCI Machine Learning Repository [14]
and from Kaggle (https://www.kaggle.com). Links to the original datasets as well as the files
we used will are available with the implementation. We randomly and independently sampled
subsets of n ∈ {50, 100, 1000, 5000, 10000} data samples from the datasets, four of each size
(when applicable), resulting in a total of 372 datasets, and discretized the data as in [30]:
categorical features are one-hot encoded, continuous features discretized by comparing to a
collection of thresholds.

In addition to the name and the source of the datasets, the table shows the number of
data samples as well as the number of features before and after discretization. The last two
columns give some statistics on the formulas generated with the encoding from [30] for two
clauses based on the full datasets. We report both the number of clauses and the number of
variables in these formulas.

For the decision rule instances, the instance that took the longest time to solve that did
not time out for the MSHybrid variant was a subset of 100 examples of the Connect 4 dataset.
The CNF formula for this dataset has 678 variables and 4152 clauses. The largest instance
in terms of the number of examples that our algorithm was able to find a representative
for every Pareto point for was a subset of the Travel Insurance dataset with 10000 samples.
When looking at the number of features, the largest solvable dataset was a subset of the
Twitter dataset with 50 examples and 1511 discretized features.

C Additional Empirical Detail

Figure 6 shows how many instances could be solved for a specific time limit for the decision
rule learning benchmarks. In this case, all approaches (except for Seesaw) enumerate all
solutions for each Pareto point. Figure 7 shows the same for the set covering benchmarks.
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Abstract
The development of practical approaches to efficiently reasoning over pseudo-Boolean constraints
has recently increasing attention as a natural generalization of Boolean satisfiability (SAT) solving.
Analogously, solvers for pseudo-Boolean optimization draw inspiration from techniques developed
for maximum satisfiability (MaxSAT) solving. Recently, the first practical solver lifting the implicit
hitting set (IHS) approach – one of the most efficient approaches in modern MaxSAT solving – to
the realm of PBO was developed, employing a PB solver as a core extractor together with an integer
programming solver as a hitting set solver. In this work, we make practical improvements to the
IHS approach to PBO. We propose the integration of solution-improving search to the PBO-IHS
approach, resulting in a hybrid approach to PBO which makes use of both types of search towards an
optimal solution. Furthermore, we explore the potential of different variants of core extraction within
PBO-IHS – including recent advances in PB core extraction, allowing for extracting more general
PB constraints compared to the at-least-one constraints typically relied on in IHS – in speeding up
PBO-IHS search. We show that the empirical efficiency of PBO-IHS – recently shown to outperform
other specialized PBO solvers – is further improved by the integration of these techniques.
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1 Introduction

Pseudo-Boolean (PB) constraints, i.e., linear inequalities over binary variables with integer
coefficients, offer a natural approach to modeling various types of NP-hard real-world
problems [5]. Viewed as natural generalizations of conjunctive normal form clauses, liftings
of conflict-driven CDCL search [34, 26] for deciding the satisfiability of a given set of PB
constraints have been developed [18]. This line of work is motivated further by the fact that
natively reasoning on the level of PB constraints allows for implementing proof systems that
are stronger than the resolution proof system underlying CDCL [18, 6, 33, 7]. Furthermore,
generalizing conflict-driven search to the realm of PB allows for PB solving under assumptions
and thereby the extraction of unsatisfiable cores (inconsistent assignments over literals of
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interest) on the PB-level [14]. Practical approaches to unsatisfiable core extraction for sets
of pseudo-Boolean constraints allow for a variety of possible ways of going from deciding
satisfiability to pseudo-Boolean optimization (PBO) [6, 33, 4, 32]. In particular, recent
developments in lifting ideas from modern maximum satisfiability (MaxSAT) solving to PBO
– also known as 0-1 integer programming – have proven to yield effective solving approaches to
PBO as alternatives to classical integer programming solving techniques. As generalizations
of some of the most successful MaxSAT solving approaches, these recent developments include
both core-guided PBO solvers [14] and, most recent, instantiations of the so-called implicit
hitting set approach (IHS) in the realm of PBO [35].

In this work, we focus on the recently-proposed implicit hitting set approach to PBO,
implemented in the PBO-IHS solver [35]. The implicit hitting set approach is a relatively
generic solving paradigm that has seen successful practical instantiations in various settings
concerning finding optimal solutions to NP-hard optimization problems [11, 12, 23, 31, 22,
19, 30, 24]. The IHS approach is an iterative lower-bounding approach at heart, based on
accumulating unsatisfiable cores of a problem declaration (using an unsatisfiability core
extractor for the declaration language at hand) and finding hitting sets over the accumulated
set of unsatisfiable cores (typically using an integer programming solver), until ruling out a
most-recent optimal hitting set (using assumptions) yields a solution satisfying the rest of
the constraints. As shown in [35], the recent PBO-IHS solver implementing an IHS approach
to PBO has proven empirically effective, surpassing other specialized approaches to PBO
– including recent developments in core-guided PBO solving – in efficiency and at times
surpassing even the efficiency of commercial integer programming systems.

Motivated by these recent developments, in this work we study possibilities of further
improving the performance of PBO-IHS through integrating additional search techniques to
the solver. In particular, firstly, we propose the integration of solution-improving search to the
PBO-IHS approach, resulting in a hybrid approach to PBO making use of both types of search
towards an optimal solution. In itself, solution-improving search [4, 32, 13], also known as
model-improving search in the realm of MaxSAT [28, 2], is an upper-bounding approach that
finds better solutions using a decision oracle until the currently known best solution is proven
to be optimal. Integrating solution-improving search heuristically within the PBO-IHS search
loop gives a guarantee that the current upper bound solution is improved. The improved
bound can subsequently be made use of by IHS search techniques. Secondly, we explore
the potential of variants of core extraction within PBO-IHS for improving the efficiency of
PBO-IHS. Whereas the earlier version of PBO-IHS made use of MiniSat-style conflict analysis,
resulting in SAT-like unsatisfiable cores – specifically, at-least-one cardinality constraints –
we study the impact of making use of recent advances in PB core extraction which allow for
natively extracting unsatisfiable cores expressed as more general PB constraints [14], as well
as ways of making use of both types of cores. Furthermore, we study the impact of obtaining
multiple cores per search iteration through lightweight assumption shuffling on the runtime
efficiency of PBO-IHS. As an end-result, we provide a performance-boosted PBO-IHS solver
with state-of-the-art performance on a wide range of standard benchmarks.

2 Preliminaries

A binary variable x has the domain {0, 1}. A literal l over a variable x is either x or x ≡ (1−x),
in both cases the variable var(l) = x of l is x. A pseudo-Boolean (PB) constraint (or simply
constraint, for short) C is a 0-1 integer linear inequality

∑
i aili ≥ B over literals li, with the

bound B and each coefficient ai integer constants. The set of variables appearing in C is
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denoted by var(C). We assume w.l.o.g. that each constraint C is in normalized form, i.e.,
that each variable appearing in C is distinct and that the coefficients ai and bound B are
non-negative. An assignment τ : var(C)→ {0, 1} is extended to literals by τ(l) = 1− τ(l).
Such an assignment τ satisfies C (denoted by τ(C) = 1) if

∑
i aiτ(li) ≥ B and falsifies C

otherwise. When convenient we view an assignment τ over a set X of variables as the set of
literals τ = {x | x ∈ X ∧ τ(x) = 1} ∪ {x | x ∈ X ∧ τ(x) = 0}.

A PB formula F = {C1, . . . , Cn} is a set of PB constraints. We denote by var(F ) the
set of variables appearing in the constraints of F . An assignment τ : var(F )→ {0, 1} is a
solution to F if it satisfies each constraints in F . We use τ(F ) = 1 to denote that τ is a
solution to F ; τ(F ) = 0 denotes that τ is not a solution to F .

An instance I = (F, O) of the pseudo-Boolean optimization problem (PBO) consists
of a PB formula F and an objective function O ≡

∑
i wili where each li is a literal over a

variable var(li) ∈ var(F ) and wi its non-negative integer coefficient. We will sometimes
abuse notation and treat O as either a set of literals or a set of coefficient-literal tuples,
i.e., write l ∈ O and (w, l) ∈ O to denote that O contains a literal l or the term wl.
The set of variables appearing in O is denoted by var(O). The value of O under an
assignment τ : var(O)→ {0, 1} is O(τ) =

∑
i wiτ(li). The set of solutions to I consists of

the assignments that are solutions to F . A solution τ is optimal if it minimizes O(τ) over all
solutions to I. The cost of the optimal solutions of I is denoted by O(I). The PBO problem
asks to find an optimal solution to a given PBO instance.

The algorithm for computing optimal solutions to PBO instances that we focus on makes
use of so-called core constraints and hitting sets. A constraint C is a core constraint of
a PBO instance I = (F, O) if (i) the variables of C consist only of variables in O (i.e.,
var(C) ⊂ var(O)) and (ii) all solutions of I satisfy C.

▶ Example 1. Consider the PBO instance I = (F, O) with F = {a1 + (1−x1) ≥ 1, a2 + (1−
x2) ≥ 1, x1 +x3 ≥ 1, x2 +(1−x3) ≥ 2} and O ≡ a1 +a2. The solution τ = {a1, a2, x1, x2, x3}
is an example of an optimal solution to I, and has cost O(τ) = O(I) = 2. The constraints
a1 + a2 ≥ 1 and a1 + a2 ≥ 2 are examples of core constraints of I. This can be seen by
verifying that no solution τs of F assigns τs(a1) = τs(a2) = 0.

Given a set C of core constraints of a PBO instance, we say that an assignment
γ : var(O) → {0, 1} that satisfies C is a hitting set of C. A hitting set γo is optimal if
O(γo) ≤ O(γ) holds for each hitting set γ of C. The term hitting set stems from an important
special case of core constraints, namely, those of form C =

∑
l ≥ 1. A set of such constraints

can be viewed as an instance of the classical hitting set problem: each such constraint is
satisfied by setting at least one of the literals in C to 1, thus hitting that constraint. The
PBO-IHS algorithm we focus on in this work makes use of the well-known fact that hitting
sets provide lower bounds on O(I), stated formally as follows.

▶ Proposition 2 (See e.g. [35]). Let γo, C and I be as above. Then O(γo) ≤ O(I).

3 The PBO-IHS Implicit Hitting Set Approach to PBO

In this work, we study ways of improving the performance of the recently-proposed PBO-IHS
implicit hitting set approach to pseudo-Boolean optimization [35].

Algorithm 1 details the PBO-IHS algorithm for computing an optimal solution to a PBO
instance I given as input. The algorithm works by iteratively refining an upper bound UB
and a lower bound LB on the optimal cost O(I) of I. The algorithm also maintains a
witness for the upper bound UB in the form of an assignment τbest for which O(τbest) = UB.
The search terminates when LB = UB at which point τbest is returned as a provably-optimal
solution.

SAT 2022



13:4 Improvements to the IHS Approach to PBO

Algorithm 1 The PBO-IHS algorithm for PBO.

1 PBO-IHS(I)
Input: A PBO instance I = (F, O)
Output: An optimal solution τ

2 (τbest , sat?)← PB-Solve(F );
3 if not sat? then
4 return "no feasible solutions";
5 UB ← O(τbest); LB ← 0;
6 C ← SeedConstraints(F, var(O));
7 while true do
8 (γ, opt?)← ComputeHittingSet(O, UB, C);
9 if opt? then LB ← O(γ);

10 if UB = LB then break ;
11 C ← C ∪ ReducedCostFixing(O, τbest , C);
12 C ← C ∪ ExtractCores(γ, UB, τbest , I);
13 if UB = LB then break;
14 return τbest

Min-Hs(O, C):
minimize:

∑
(w,l)∈O

w · l

subject to:

C ∀C ∈ C

l ∈ {0, 1} ∀(w, l) ∈ O

return:
{l | l set to 1 in opt. soln}∪
{l | l set to 0 in opt. soln}

Figure 1 IP for computing an
optimal hitting set over core con-
straints.

In more detail, when invoked on a PBO instance I = (F, O), a PB solver is invoked on F

(Line 2). If F is found to be unsatisfiable, there are no solutions to the PBO instance and
the search terminates (Line 4). If F is satisfiable, the PB solver returns a solution τbest of I.
The upper bound UB on O(I) is initialized to O(τbest) and the lower bound LB is initialized
to 0 (Line 5). The set C of so-far accumulated core constraints of I is initialized to consist
of all constraints C of F for which var(C) ⊂ var(O), i.e., all constraints that only contain
literals over variables in the objective function (Line 6; this is the so-called constraint seeding
step, for more see [35]).

The main search loop of PBO-IHS consists of Lines 7-13. Each iteration of the main
search loop starts with the computation of a hitting set over C (Line 8). In more detail, the
procedure ComputeHittingSet computes a hitting set γ of C that is either optimal or has
cost lower than the current upper bound UB. Such γ is computed by invoking an integer
programming solver on the integer program Min-Hs(O, C) (detailed in Figure 1) representing
the hitting set problem over C with O as the objective function. The integer programming
solver is ran until an incumbent solution is reached that is either optimal or has cost lower
than UB. The procedure returns the hitting set γ as well as a boolean opt? indicating
whether γ is an optimal hitting set of C. If γ is optimal, then O(γ) ≤ O(I) by Proposition 2.
Hence in this case the lower bound LB is updated (Line 9). If the upper and lower bounds
match, the search terminates at Line 10.

In case the upper and lower bounds do not match at this point, the ReducedCostFixing
procedure is invoked in an attempt to fix the values of yet-not-fixed variables in I (and
thereby also in Min-Hs(O, C)) via the reduced cost fixing technique [9, 10, 27], similarly as
employed in the context of IHS for maximum satisfiability [1], based on the current bounds
information and so-called reduced costs obtained without extract overhead from the latest
IP solver invocation (Line 11). The iteration ends with a core extraction step through
ExtractCores (Line 12) using a PB solver to extract core constraints of I that are not
satisfied by the current γ. This step also provides a solution to I, which may improve on the
current upper bound UB. This is why the termination criterion is checked on Line 13 before
the next iteration.
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Algorithm 2 Extracting multiple core constraints from a single hitting set.

1 ExtractCores(γ, UB, τbest , I = (F, O))
2 Cn ← ∅; W ← {(x, w) | x = var(l) ∧ (l, w) ∈ O};
3 while true do
4 γA ← {l | l ∈ γ ∧W(l) > 0};
5 (sat?,K, τ)← PB-SolveUnderAssumptions

(
F, γA);

6 if (sat?) then
7 if O(τ) < UB then τbest ← τ ; UB ← O(τ);
8 return Cn;
9 else

10 Cn ← Cn ∪ K;
11 for C ∈ K do
12 wC = minx∈var(C){W(x)};
13 for x ∈ var(C) do W(x)←W(x)− wC ;

The ExtractCores subroutine is detailed as Algorithm 2. Given a hitting set γ over
C, the procedure iteratively invokes a PB solver on I under a set γa ⊂ γ of assumptions
(viewed here as a set of literals) via the procedure PB-SolveUnderAssumptions on Line 5.
This PB solver call provides either a set K of core constraints of I that are not satisfied by
γ, or a solution τ to I for which γa ⊂ τ . In the first case, the set of assumptions is refined
and the loop reiterated. In the latter case, the cost of the solution O(τ) is compared to the
current UB which is updated if needed. For refining the set of assumptions between solver
calls, the procedure makes use of weight-aware core extraction (WCE) originally proposed
in the context of core-guided MaxSAT solving [3]. WCE generalizes the so-called disjoint
cores technique – iteratively computing a set of variable-disjoint core constraints – by taking
into account the weights of literals. Initially, a temporary weight W(x) of each variable
x ∈ var(O) is initialized according to the coefficient of the corresponding literal in O. After
extracting a core constraint C, the weight of each variable x ∈ var(C) is lowered by the
minimum weight of each variable appearing in C. In the next iteration, the set of assumptions
is refined to contain the literals of non-negative temporary weights. Notice that on each
invocation of Line 13, the temporary weight of at least one variable is lowered to 0 or less.
As such, the size of the set γa of assumptions is decreased in each iteration, which implies
the termination of ExtractCores.

4 Improvements to PBO-IHS

With details on the PBO-IHS approach in place, in this section we detail further refinements
to the PBO-IHS algorithm. In particular, we propose the integration of solution-improving
search into the PBO-IHS main search loop, with the potential of obtaining further improved
upper bounds and thereby speeding up search. Furthermore, we consider alternative strategies
for extracting core constraints with a PB solver, including making use of recent developments
which allow for obtaining more general core constraints than the clausal (at-least-one
cardinality) constraints employed originally in PBO-IHS.

SAT 2022
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Algorithm 3 The PBO-IHS algorithm with integrated solution-improving search.

1 PBO-IHS+SIS(I)
Input: A PBO instance I
Output: An optimal solution τ

2 (τbest , sat?)← PB-Solve(I);
3 if not sat? then return “no feasible solutions”;
4 UB ← O(τbest); LB ← 0;
5 C ← SeedConstraints(I, C);
6 while true do
7 (γ, opt?)← ComputeHittingSet(O, UB, C);
8 if opt? then LB ← O(γ);
9 if UB = LB then break;

10 if Schedule-SIS() then SIS(UB, τbest , O, sis-bound);
11 if UB = LB then break;
12 C ← C ∪ ReducedCostFixing(O, UB, C);
13 C ← C ∪ ExtractCores(γ, UB, τbest , I);
14 if UB = LB then break;
15 return τbest

4.1 Integrating Solution-Improving Search into PBO-IHS

We start with the integration of solution-improving search into PBO-IHS. Solution-improving
search (SIS; also known as model-improving search) has shown to be an effective approach to
MaxSAT solving [28, 2], along with the core-guided and IHS approaches and has also been
applied in PBO [4, 32, 13]. Here we propose to integrate SIS into PBO-IHS, resulting in
essentially what can be considered an IHS-SIS hybrid for PBO.

Given a PBO instance I = (F, O) and a current upper bound UB on O(I), solution-
improving search invokes a PB solver on the instance F ∪ {

∑
(w,l)∈O w · l < UB}, querying

for a solution to I with better cost than UB. If the result is satisfiable, the solver provides a
solution τ for which O(τ) < UB. Thereby the current upper bound UB is improved. If the
result is unsatisfiable, O(I, τ) ≥ UB holds for all solutions τ of I, proving that O(I) = UB.
While SIS is a complete algorithm for PBO in the sense that it will eventually compute an
optimal solution if a PB solver is invoked iteratively under an increasingy strict UB, here a
main motivation for integrating SIS into PBO-IHS is that each iteration of SIS either finds
an optimal solution to I, or lowers the known upper bound on O(I). The improved bound
can then in turn be exploited by the other parts of the PBO-IHS algorithm.

Algorithm 3 details PBO-IHS+SIS, the PBO-IHS algorithm with integrated solution-
improving search. The necessary changes to the base algorithm are highlighted in blue. After
computing a hitting set and potentially updating the current lower bound, Algorithm 3
makes a heuristic decision using Schedule-SIS on whether to enter into a solution-improving
search phase at this stage (Line 10). When entering the solution-improving search phase,
SIS is employed until either an optimal solution for I is found or a resource-limit sis-bound
allocated to SIS at this iteration is exceeded. (We study the impact of different resource limits
and heuristic choices for Schedule-SIS in the empirical part of this work.) The procedure
SIS updates the upper bound and the best known model τbest if it finds an improved solution.
Underlining the benefits of SIS, note that even if a SIS invocation is not able to prove the
optimality of a solution computed (i.e., even though SIS would find an optimal solution, the
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next unsatisfiable PB solver call querying for an even better solution, could be terminated
early due to the resource-limit), it may still be able to provide a solution that turns out to be
optimal by simply afterwards checking that the cost of the best solution obtained from SIS
matches the current lower bound maintained by PBO-IHS that is obtained though hitting
set computation. This will allow PBO-IHS integrated with SIS to terminate on Line 11.

4.2 Extracting Core Constraints
In addition to the integration of SIS into PBO-IHS, we explore potential improvements to
core extraction in PBO-IHS. After reviewing the PB-SolveUnderAssumptions algorithm
used in the original version of PBO-IHS [35], we consider an alternative, more general strategy
for extracting core constraints with a conflict-driven PB solver supporting assumptions [18],
which allows for extracting more general core constraints. Furthermore, we consider a
lightweight approach to extracting multiple cores via a single PB solver call using what we
refer to as assumption shuffling.

4.2.1 Conflict-Driven PB Solving
For understanding the similarities and differences between the core extraction approaches
we consider, we start with an overview of the so-called conflict-driven constraint learning
paradigm for pseudo-Boolean solving. For a more detailed description of conflict-driven PB
search, we refer the reader to [18].

Given a formula F and a set γ of assumptions (viewed as a set of literals) the goal of
a conflict-driven PB-solver is to compute an extension τ ⊃ γ that is a solution to F or –
more central to our discussion – to prove that no such extension exists. During search, a
conflict-driven PB solver maintains a working formula F w ⊃ F (initialized to F ), and an
ordered sequence (a trail) ρ of literals such that the first |γ| literals of ρ are the literals in γ

in some order. We say that a literal l is assigned to 1 by ρ if l ∈ ρ and to 0 if l ∈ ρ, and
otherwise that l is unassigned by ρ. The PB solver attempts to extend ρ into a solution to
F by alternating between decision and propagation steps, much alike CDCL SAT solvers.
A propagation step consists of extending ρ with a literal l for which there is a constraint
C ∈ F w that, informally speaking, would be falsified by ρ if it was extended with l instead.
We say such l is propagated and its reason reason(l) is the constraint C. If no literals
can be propagated, the trail is instead extended by heuristically selecting a literal l that is
unassigned by ρ. Such l is called a decision literal.

The decision and propagation steps continue until the current trail ρ either (a) constitutes
a solution to F w ⊃ F or (b) falsifies some constraint D ∈ F w. In case (a) ρ is a solution to F

under the assumptions γ. In case (b) the algorithm next performs conflict analysis to learn a
new constraint C ′ that is falsified by the current trail, but satisfied by any solutions of F .
The new constraint is added to F w before backjumping i.e., removing enough literals from
the trail for C ′ not to be falsified anymore. If conflict analysis learns a constraint Cconfl

and the search backjumps to a trail containing only assumptions and propagated literals
which still falsify the constraint, the search terminates since then there are no solutions of F

that extend γ. At this point core constraints of the PB-instance at hand can be extracted by
performing conflict analysis on Cconfl. The following subsections detail different strategies
for doing so.

We note that this description of the conflict driven paradigm in PB is somewhat simplified.
Actual implementations of such solvers make use of the fact that a PB constraint can be
falsified already before all literals in it are assigned. This requires some non-trivial alterations
to conflict analysis in order to guarantee that invariants required for correctness hold.
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4.2.2 Clausal Cores
Consider a call to PB-SolveUnderAssumptions made during Algorithm 2 under which the PB
solver is invoked on the constraints F of a PBO instance I = (F, O) under a set γ ⊂ lit(O)
of assumptions. If γ cannot be extended to a solution to F , the solver learns a conflict PB
constraint Cconfl that is falsified by the assumptions γ and any literals propagated by them.
The method for extracting core constraints employed in [35] proceeds by – starting from
κ = lit(Cconfl) – iteratively exchanging each propagated literal l ∈ κ by the negations of
the literals in the reason for l, i.e., lit(reason(l)) \ {l}. As Cconfl is falsified, the negation
of each literal in Cconfl is either an assumption or a propagated literal. The procedure stops
when only assumption literals remain. At that point var(κ) ⊂ var(γ) ⊂ var(O) and the
constraint

∑
l∈κ l ≥ 1 is satisfied by all solutions of I. Thus it is a core constraint of I. The

core
∑

l∈κ l ≥ 1 extract is always an at-least-one constraints and hence, similar to cores in
SAT, can be expressed as a single CNF clause. We refer to this approach to core constraint
extraction as Clausal-Cores.

4.2.3 More General PB Cores
The second – and more general – method of extracting cores works by directly reasoning on
the PB constraints, and is earlier implemented in a core-guided PBO solver [14]. However,
it should be noted that in the context of core-guided search, the more general PB core
constraints obtained are still rounded to obtain an at-least-k cardinality constraint for some
k ∈ N. In contrast, here we will employ the more general cores as generalized hitting set
constraints in the context of PBO-IHS.

Starting from C = Cconfl, the approach applies the so-called generalized resolution
rule [21, 15] in the realm on PB on each propagated literal l ∈ lit(C) and its reason reason(l)
in order to obtain a new constraint D that is satisfied by any assignment that satisfies both C

and reason(l) and does not contain the literal l. The process then sets C = D and continues
until C does not contain propagated literals. At this point, var(C) ⊂ var(γ) ⊂ var(O) and
C is satisfied by all solutions of I. Thus C is a core constraint of the PBO instance at hand.
As this approach to extracting core constraints can result in general PB constraints, we refer
to it as PB-Cores.

▶ Example 3. Consider the PBO instance I from Example 1 and let γ = {a1, a2}. Assume
that the PB solver is invoked on I under the assumptions γ. The assumptions propagate x1
and x2 and (e.g.) x3. The trail ⟨a1, a2, x1, x2, x3⟩ falsifies the constraint x2 + x3 ≥ 2 so the
solver enters conflict analysis and learns for example the constraint C = x1 + x2 ≥ 2. After
backtracking, the assumptions {a1, a2} propagate x1 with the reason reason(x1) = a1+x1 ≥ 1
and x2 with the reason reason(x2) = a2 + x2 ≥ 1. The trail ⟨a1, a2, x1, x2⟩ falsifies C so the
search terminates and returns UNSAT.

The Clausal-Cores core extraction method now initializes κ = lit(C) = {x1, x2}. It
then iteratively processes both literals in κ, first replacing x1 by a1 and then x2 by a2. At
this point κ = {a1, a2} contains only assumptions, so the core constraint a1 + a2 ≥ 1 is
learned.

In contrast, the PB-Cores core extraction method initially resolves C with reason(x1)
on x1 to obtain C ′ = a1 + x2 ≥ 2. Then it resolves C ′ with reason(x2) on x2 in order to
obtain the stronger core constraint a1 + a2 ≥ 2.

Note that PB-Cores core extraction method is indeed a generalization of Clausal-Cores:
Clausal-Cores can be viewed as a special case of PB-Cores that treats every PB constraint
in the inference (resolution) steps as a clause, an idea which has been explored for general
PB solving already in [4].
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4.2.4 More Cores via Assumption Shuffling
Assumption shuffling allows for extracting multiple core constraints after the final conflict
analysis performed by Clausal-Cores and PB-Cores. The intuition underlying assumption
shuffling is that the final constraint Cconfl learned by the PB solver might be falsified by
(the literals propagated by) several different subsets of the current assumptions γ. The
specific core constraint obtained during conflict analysis depends then on which constraints
are marked as reasons for the propagated literals. This in turn depends on the order in which
the assumption literals are added to the trail. As such, an inexpensive way of attempting
to learn more than one core constraint is to permute the order in which assumptions are
added to the trail and reperforming the final conflict analysis step (either with PB-Cores
or Clausal-Cores). Since the PB solver has already learned a constraint Cconfl that is
falsified by the assumptions regardless of which order they are added to the trail, each
permutation and core constraint extraction can be done in polynomial time. Essentially
this is a lightweight way of extracting potentially multiple core constraints per PB-solver
call within PBO-IHS, and thereby also potentially tightening the hitting set instance more
quickly. We call this technique assumption shuffling.

▶ Example 4. Assume that the PB solver is invoked under the assumptions γ = {a1, a2, a3}
and the solver learns the constraints {a1+x ≥ 1, a2+x ≥ 1, a3+y ≥ 1} and Cconfl ≡ x+y ≥ 1.

The constraint is falsified both by γ1 = {a1, a3}, and γ2 = {a2, a3} as both propagate the
literals {x, y}. Propagating γ1 (i.e. a1 before a2) obtains the core constraint a1 + a3 ≥ 1
regardless of the core extraction method used. In contrast, propagating γ2 (a2 before a1)
obtains the core constraint a2 + a3 ≥ 1.

5 Empirical Evaluation

To evaluate the ideas and techniques described in the previous section, we implemented them
into the original version of PBO-IHS. In this section we report on an extensive empirical
evaluation of the impact of these techniques on the efficiency of PBO-IHS.

The experiments were run on computing nodes with 8-core Intel Xeon E5-2670 2.6-GHz
CPUs and 64-GB RAM under a per-instance 3600-second time and 16-GB memory limit.

5.1 Implementation
The PBO-IHS solver is implemented in Python, using Roundingsat version 2 [18] (commit
1476bf0bcd) as the PB solver and IBM ILOG CPLEX version 12.8 via its C++ API for
hitting set computation. The open-source implementation and empirical data are available
available at https://bitbucket.org/coreo-group/pbo-ihs-solver/. We implemented
solution-improving search into PBO-IHS using a separate instantiation of the PB solver
RoundingSAT. This is due to the fact that, as we observed in preliminary experimentation,
the upper-bounding constraints enforced for solution-improving search can cause unnecessary
runtime overheads in core extraction if the same PB solver instantiation would be used for
both the core extraction and SIS steps.

The Clausal-Cores strategy for extracting cores, employed originally in PBO-IHS, is
implemented by extending Roundingsat to include an analyzeFinal function similar to the
one implemented in MiniSat-like SAT solvers [16, 17]. We implemented the PB-Cores core
extraction strategy into PBO-IHS by using the core extraction implementation from [14],
with the modification that we disabled the final rounding step applied in [14] to obtain a
cardinality constraint (necessary for employing the core in the core-guided PBO setting [14]).
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In the evaluation, we consider the following variants of PBO-IHS.
PBO-IHS:CLAUSAL: the original PBO-IHS implementation, as presented in [35] (using the
Clausal-Cores core extraction strategy).
PBO-IHS:CLAUSAL+SIS: PBO-IHS:CLAUSAL with integrated solution-improving search.
PBO-IHS:PB: PBO-IHS:CLAUSAL using PB-Cores instead of Clausal-Cores as the core
constraint extraction strategy.
PBO-IHS:PB+SIS: PBO-IHS:PB with integrated solution-improving search.
PBO-IHS:CLAUSAL&PB: PBO-IHS:CLAUSAL using both Clausal-Cores and PB-Cores core
constraint extraction step strategies (with separate WCE steps for each strategies).
PBO-IHS:CLAUSAL&PB+SIS: PBO-IHS:CLAUSAL&PB with integrated solution-improving
search.

All variants employ assumption shuffling for extracting several cores at each iteration.
The default parameters used are the following: assumptions are shuffled 5 times (to obtain 5
cores); the resource-limit parameter resource-bound for SIS per main search loop iteration
was enforced as the time limit of at most 30 seconds; and as an implementation of the
Schedule-SIS heuristic for triggering SIS (recall Algorithm 3), we trigger SIS whenever the
lower bound LB has not improved during the last 5 main search loop iterations. We will
separately provide empirical evidence on the impact of the parameter, showing that these
default choices appear to be suitable for good overall performance.

5.2 Competing Approaches
A comprehensive empirical evaluation of the original version of PBO-IHS was presented
in [35] using the same empirical setup and computing hardware as used for the experiments
reported here. The earlier empirical evaluations showed that PBO-IHS outperforms other
competing specialized approaches to PBO (including Open-WBO [25], Sat4J [4], NaPS [32],
Roundingsat (RS) [18], RS/lp [13] and RS/oll, also known as HYBRID [14]) and also that
PBO-IHS provides complementary performance when compared with CPLEX [8]. We refer
the reader to [35] for more details.

Since the closest competitor among the specialized PBO solvers in terms of runtime
performance was shown to be RS/lp [13], we also report on its performance for reference here.
RS/lp is an implementation of (pure) solution-improving search that periodically invokes a
linear programming (LP) solver on the LP relaxation of the instance being solved. The LP
calls are used for deriving more conflicts withing the conflict-driven procedure implemented
in RoundingSAT. (For example, if there are no feasible solutions to the LP relaxation of the
instance under the current partial assignment, then there will not be any feasible solutions
to the PB instance either.)

5.3 Benchmarks
We use the same set of benchmarks as in the work reporting on the original version of
PBO-IHS [35]. In particular, we use all benchmarks from Pseudo-Boolean Competition 2016
[29] (as the most recent instantiation of the competition) and all 0-1 integer programs from
the MIPLIB 2017 library [20] and earlier MIPLIB releases, filtering out all unsatisfiable
benchmarks, benchmarks without objective functions and benchmarks with very large (≥ 264)
coefficients. The filtered set contains 8456 benchmarks from the Pseudo-Boolean competition
and 252 benchmarks from MIPLIB, respectively. A breakdown of the full benchmark set into
domains is detailed as part of Table 1. Furthermore, following the approach of used in [35],
due to the fact that the number of benchmarks per domain included in the benchmark set
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Figure 2 Effect of solution improving search and different core extraction strategies on the
sampled (left) and full (right) benchmark sets.

varies significantly depending on the domain, we sampled at random (without repetition)
from each problem domain 30 instances (or all of the instances from the domain, if the
domain included less that 30 instances) for the experiments. The sampled benchmark set
contains in total 1786 benchmarks. Unless explicitly stated otherwise, the results reported
on in this section are with respect to the sampled benchmark set. This allows us to present
e.g. so-called runtime distributions over all benchmarks without fear of any single benchmark
domain dominating the results and conclusions drawn. We note that, as shown in [35], the
empirical results can be expected to be robust with respect to different random samplings.

5.4 Results: Impact of SIS and Core Extraction Strategies
We first consider the impact of SIS and different core extraction strategies on the runtime
performance of PBO-IHS, using default parameters. Figure 2 (left: sampled benchmark set,
right: full set) shows the number of benchmarks solved (y-axis) under different per-instance
time limits (x-axis) for the different variants of PBO-IHS. Focusing on the sampled benchmark
set, we observe that the integration of SIS has a clear performance boosting effect on PBO-IHS.
This holds regardless of the choice of core extraction strategy. PBO-IHS:PB+SIS solves the
greatest number of instances among the variations. Compared to the integration of SIS, the
different core extraction strategies result in – perhaps even surprisingly – similar performance,
suggesting that the more general core constraints do not appear to be significantly beneficial
for overall performance when considering a balanced sample of benchmarks from all domains.

There are, however, benchmark domains on which the core extraction strategies have a
significant impact. In particular, as shown in Figure 2 right for the full set of benchmarks,
dominated by few domains of significant size, PBO-IHS:PB+SIS using the PB-Cores strategy
and SIS significantly outperforms the other PBO-IHS variants (and also surpassing RS/lp –
which PBO-IHS regardless of the variant outperforms on the balanced set of benchmarks).
Table 1 provides a more detailed breakdown of these results per benchmark domain and offers
an explanation for the good performance of PBO-IHS:PB+SIS: the PB-Cores core extraction
strategy and SIS together significantly improve performance in particular on the BA and
NG domains, two of the three largest domains in terms of number of benchmarks. As
employing PB-Cores does not result in noticeably worse performance that Clausal-Cores on
any problem domain, PB-Cores is the preferred core constraint extraction strategy (note also
that the combination of the two strategies appears to consistently lead to weaker performance
then either of the individual strategies – likely due to the overhead involved in applying
both).
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Table 1 Comparison of specialized PBO solver per benchmark domain: number of solved instances
(#) and cumulative runtimes over solved instances in seconds (cum.)

clausal cores (CP21) clausal cores + SIS PB cores PB cores + SIS PB & clausal cores RS/lp
Domain (#instances) # cum. # cum. # cum. # cum. # cum. # cum.
10orplus/9orless (156) 156 23670 156 6125 156 6378 156 6275 156 18616 154 55344
caixa (24) 24 64 24 32 24 33 24 33 24 42 24 70
rand.*list (118) 118 2296 118 1200 118 1222 118 1220 118 1803 118 692
area_* (59) 51 11784 50 6513 55 8661 55 11487 56 7874 54 16176
trarea_ac (18) 18 7751 18 2508 18 2524 18 2701 18 2550 16 3722
aries-da_nrp (70) 32 10413 34 19124 31 7600 33 8244 31 5712 43 15442
BA (1440) 20 30038 124 159568 78 79760 406 533565 52 72832 588 472938
NG (960) 0 0 0 0 8 18261 74 130170 1 1791 48 115499
MANETs (150) 25 21152 26 31446 20 10110 21 13585 25 21192 40 23547
BioRepair (30) 30 262 30 222 30 207 30 213 30 240 30 3258
Metro (30) 27 12595 29 11116 22 21867 28 2078 23 14373 30 1795
ShiftDesign (30) 9 9060 9 1850 17 15996 17 16370 9 9751 18 12824
Timetabling (30) 28 8768 27 6960 26 2820 27 10265 28 5981 23 15419
EmployeeScheduling (14) 0 0 0 0 0 0 0 0 0 0 0 0
golomb-rulers (34) 12 4212 12 4965 12 5149 12 5010 12 4608 12 1216
bsg (60) 5 16 10 607 6 1470 10 838 7 709 10 465
mis/mds (120) 57 15335 55 10350 54 5223 54 7646 54 8732 45 3853
course-ass (6) 1 6 3 29 2 9 3 14 1 1 3 33
decomp (10) 0 0 0 0 0 0 0 0 0 0 0 0
data (68) 11 2163 14 1423 11 1136 16 1133 12 2884 13 4044
dt-problems (60) 60 113 60 34 60 35 60 34 60 70 60 2
domset (15) 0 0 0 0 0 0 0 0 0 0 0 0
factor (186) 186 342 186 166 186 122 186 118 186 202 186 2
factor-mod-B (225) 225 344 225 173 225 166 225 199 225 251 225 60
fctp (35) 12 499 12 651 12 648 12 646 12 649 5 940
featureSubscription (20) 20 303 20 329 20 289 20 792 20 239 20 8106
frbXX-XX-opb (40) 6 11343 6 9032 6 9025 6 9024 6 8986 0 0
flexray (9) 4 50 4 90 4 87 4 88 4 90 4 393
fome (3) 0 0 0 0 0 0 0 0 0 0 0 0
graca (100) 84 40593 77 49457 76 21482 72 55416 84 26730 31 21769
haplotype (8) 7 4023 8 2212 6 1486 8 5529 6 602 8 2385
garden (7) 6 76 6 48 6 47 6 48 6 50 5 1
hw32/hw64/hw128 (27) 10 12063 9 10233 7 3134 7 3102 7 3210 8 3470
jXXopt (2040) 1579 64191 1579 75181 1575 59765 1575 58216 1574 55900 1589 51821
keeloq_tasca (4) 4 54 4 57 4 78 4 26 4 63 4 33
kullmann (7) 3 3016 3 2942 3 2933 3 2926 3 2909 1 2
lion9-single-obj (1513) 1487 120526 1489 133582 1487 108929 1488 134095 1486 89779 1412 113829
logic-synthesis (74) 71 708 71 665 71 650 71 650 71 669 61 11647
miplib/neos (79) 38 10631 40 10323 39 9868 41 13818 41 10596 37 8377
miplib/other (405) 156 38501 166 88369 156 51454 163 59089 159 45063 147 36264
unibo (36) 8 5342 10 9219 9 5596 10 8154 9 5573 3 228
market-split (20) 1 1167 1 3600 0 0 0 0 0 0 4 342
opb/graphpart (31) 24 5211 25 8550 24 4657 24 6924 24 5121 12 435
opb/autocorr_bern (43) 8 2089 9 5053 9 5048 9 5056 9 5047 4 3594
opb/sporttournament (22) 11 3121 11 1240 11 1238 11 1597 11 1307 4 23
opb/edgecross (19) 12 3984 12 2591 12 2581 12 2809 12 4333 6 2899
opb/pb (8) 0 0 0 0 0 0 0 0 0 0 0 0
opb/faclay (10) 1 960 1 3278 1 3273 1 3268 1 3248 0 0
opb/other (6) 1 2 1 0 1 1 1 1 1 1 1 0
primes/aim (48) 46 234 46 194 46 188 46 189 46 200 48 4
primes/jnh (16) 16 53 16 40 16 37 16 37 16 42 16 19
primes/ii (41) 34 5230 33 1582 33 1657 33 1573 33 1577 23 6874
primes/par (30) 20 422 20 266 20 265 20 265 20 269 20 15
primes/other (13) 5 938 5 1089 5 1088 5 1085 5 1078 6 452
routing (15) 15 26 15 12 15 12 15 12 15 18 15 7
radar (12) 12 77 12 85 12 64 12 63 12 65 6 71
synthesis-ptl-cmos (10) 10 16 10 7 10 7 10 7 10 9 9 135
testset (6) 6 8 6 4 6 4 6 3 6 5 6 0
ttp (8) 2 10 2 6 2 20 2 3 2 15 2 0
vtxcov (15) 0 0 0 0 0 0 0 0 0 0 0 0
wnq (15) 0 0 0 0 0 0 0 0 0 0 0 0

Total: 8708 4814 495850 4939 684400 4863 484356 5286 1125708 4843 453657 5257 1020531
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Table 2 Effect of different SIS-related parameters on the number of solved instances.

Number of solved instances
# seeds full benchmark set

Parameter value ≥ 5 ≥ 1 ≥ 10

no SIS (baseline) 892 903 888 4860

resource-bound (s) 10 923 930 918 5242
30 929 936 925 5282
60 923 928 913 5276
90 923 927 915 5274
180 919 923 909 5247

#iter 5 929 936 925 5282
10 926 933 921 5240
25 922 929 916 5167
50 916 925 913 5081

bound LB 929 936 925 5282
UB 927 935 923 5274
LB&UB 924 932 920 5285

We also observe synergetic benefits of employing both PB-Cores and SIS on specific
domains: employing SIS together with PB-Cores increases the number of benchmarks solved
in the NG domain by 66, while employing SIS together with Clausal-Cores does not increase
the number of solved instances. In the BA domain, SIS increases the number of solved
benchmarks by 328 when using PB-Cores, compared to 104 when using Clausal-Cores.

5.5 Results: Impact of SIS Parameters
Next, we consider the impact of the parameters involved in scheduling SIS: how often to
invoke solution improving search (Schedule-SIS of Algorithm 3), and the time limit enforced
on SIS per iteration (the resource-bound parameter of Algorithm 3).

For an in-depth investigation, we used 10 different random samplings of the full benchmark
set (as described in Section 5.3). We report the number of benchmarks solved in at least 1
(virtual best performance), 5 (median number of solved instances), and 10 (i.e., all) of the
sampled benchmark sets.

For the time limit enforced on SIS invocations, we considered 10, 30, 60, 90, 180 seconds,
keeping the default parameter for when to schedule SIS. For scheduling SIS, recall that the
default SIS trigger is that the search stagnated in terms of non-improving lower bound LB for
5 main search loop iterations. Here we consider two alternative stagnation criteria: (i) UB
(instead of LB) does not improve, and (ii) neither UB nor LB improves for 5 iterations. We
also consider varying the number of iterations after which to trigger SIS if bounds-information
is stagnated, considering as the iteration-threshold the values 10, 25, and 50 in addition to
the default value 5. For the experiments, we varied individually the time limit, stagnation
criterion and iteration-threshold, keeping the other parameters in the default values.

The results are shown in Table 2. For the resource-bound parameter, we observe that
enforcing a 30-second bound on the individual SIS calls results in the largest number of
instances solved. The number of solved benchmark decreases when the time limit is increased.
This suggests that it is indeed important to limit the runtime resources allocated to SIS. For
the number of iterations allowed before triggeting SIS at stagnation (#iter in the table), we
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Figure 3 Runtime division between solution improving search (SIS), hitting set computation
(MCHS) and core extraction for PBO-IHS:PB+SIS (left) and PBO-IHS:CLAUSAL+SIS (right).

clearly observe that detecting stagnation early and employing SIS for improving the current
upper bound is beneficial for overall performance. Finally, for the stagnation criterion (bound
in the table), we observe that best-performance is indeed achieved when solely using LB for
detecting stagnation; this is inline with the intuition that the base PBO-IHS algorithm (as a
pure IHS approach) is mainly a lower-bound based algorithm, which SIS can improve on by
providing tighter upper bound information.

5.6 Results: Runtime Division among Core Extraction, MCHS and SIS
Next we consider how the overall runtimes of PBO-IHS with integrated SIS divide among the
three main phases of PBO-IHS, namely, core extraction, hitting set computation (MCHS),
and SIS. Figure 3 shows a distribution of the percentage of runtimes spent in the three phases
for PBO-IHS:PB+SIS (left) and PBO-IHS:CLAUSAL+SIS (right) over the sampled benchmark
set. The benchmarks are sorted by increasing fraction of the total time spent in SIS by
PBO-IHS:PB+SIS, i.e., when using the PB-Cores core extraction strategy.

First, we observe the two plots are very similar, suggesting that the choice of the core
extraction strategy does not influence the runtime distributions significantly. That said,
using Clausal-Cores appears to somewhat increase the percentage of time spent on core
extraction on instances on which PBO-IHS:PB+SIS spends a noticeable fraction of the runtime
in SIS. Second, we observe that time spent in SIS is significant for only a minority of the
benchmarks, suggesting that the base PBO-IHS algorithm does not stagnate significantly on
a majority of the instances. However, the earlier discussed runtime comparison suggests that
SIS does have a significant positive impact on instances it consumes a greater percentage of
the overall runtime. Thirdly, we observe that the percentage of runtime spent in hitting set
computation varies significantly between different instances.

5.7 Results: Impact of Assumption Shuffling
Finally, we evaluate the impact of assumption shuffling as a lightweight way of obtaining
several cores on the runtime performance of PBO-IHS:PB+SIS. For this experiment, we varied
the number of shuffles between 1 (no shuffling), 5 (default), 10, and 20. As seen from Figure 4
assumption shuffling improves on the number of solved instances, regardless of the choice
between the number of shuffles (5, 10, or 20). The number of shuffles appears less significant
in terms of the number of solved instances. However, it appears that a smaller number of
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Figure 4 The effect of varying the number of assumption shuffles in each core extraction call

over the sampled (left) and full (right) benchmark set.

shuffles may be enough and even better than a greater number; we suspect that this has to
do with the fact that, as the number of shuffles is increased, the size of the minimum-cost
hitting set instance becomes larger faster. This effect is especially noticeable over the full
benchmark set (shown in the right side Figure 4) where 20 shuffles leads to noticeably fewer
solved instances.

6 Conclusions

A first instantiation PBO-IHS of the implicit hitting set approach in the context of pseudo-
Boolean optimization was recently developed and shown to outperform earlier specialized PBO
solvers. In this work we studied ways of further improving the overall runtime performance
of PBO-IHS. In particular, we propose the integration of solution-improving search (SIS) to
PBO-IHS, essentially obtaining a hybrid IHS-SIS approach to PBO, and showed that this
hybrid pushes the empirical performance of PBO-IHS significantly further. We also studied
the impact of different core constraint extraction strategies as a central part of IHS search,
including the employments of recent advances in PB core extraction, which allows for making
use of more general core constraints, resulting in solving a generalized form of the hitting set
problem within PBO-IHS. In addition to SIS, the refined core extraction strategies proved to
provide performance-improvements in particular benchmark domains. We also extensively
evaluated the runtime impact of different parameters involved in the integration of SIS and
core extraction. All in all, the new version of PBO-IHS resulting from this work can be
considered a competitive exact solver for PBO.
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Abstract
Boolean satisfiability (SAT) solvers allow for incremental computations, which is key to efficient
employment of SAT solvers iteratively for developing complex decision and optimization procedures,
including maximum satisfiability (MaxSAT) solvers. However, enabling incremental computations on
the level of constraint optimization remains a noticeable challenge. While incremental computations
have been identified to have great potential in speeding up MaxSAT-based approaches for solving
various real-world optimization problems, enabling incremental computations in MaxSAT remains to
most extent unexplored. In this work, we contribute towards making incremental MaxSAT solving
a reality. Firstly, building on the IPASIR interface for incremental SAT solving, we propose the
IPAMIR interface for implementing incremental MaxSAT solvers and for developing applications
making use of incremental MaxSAT. Secondly, we expand our recent adaptation of the implicit
hitting set based MaxHS MaxSAT solver to a fully-fledged incremental MaxSAT solver in terms
of implementing the IPAMIR specification in full, and detail in particular how, in addition to
weight changes, assumptions are enabled without losing incrementality. Thirdly, we provide further
empirical evidence on the benefits of incremental MaxSAT solving under assumptions.
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1 Introduction

Beyond one-shot search for satisfiability, incremental use of of Boolean satisfiability (SAT)
solvers [12, 22] is a key contributing factor in the successful employment of SAT solvers as
“practical NP-oracles” in a range of applications and as the basis for developing complex
decision, search and optimization procedures [4, 17, 13, 19, 11]. Incrementality allows for
maintaining solver state, including learned clauses and heuristic scores, between consecutive
solver calls on related SAT instances, and altering the instance at hand by adding clauses
and forcing a partial assignment for the next solver call through so-called assumptions. The
IPASIR application programming interface (API) has been developed as a standard for
building incremental applications of SAT [5].
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Maximum satisfiability (MaxSAT) [4] is the natural optimization extension of SAT.
The constraints underlying an optimization problem are encoded in MaxSAT as “hard”
propositional clauses, which all solutions must satisfy. The objective function at hand is
encoded using weighted “soft” clauses, with the weights standing for the objective function
coefficients, the aim being to find an optimal solution, i.e., an assignment that minimizes the
sum of the weights of the soft clauses it falsifies. MaxSAT is one of the successes of incremental
SAT solving: most if not all modern MaxSAT solvers make heavy use of incremental SAT,
typically using assumptions for iteratively extracting unsatisfiable cores, i.e., subsets of the set
of soft clauses that together with the hard clauses are unsatisfiable [29, 16, 9, 26, 1, 2]. However,
in various real-world settings incremental MaxSAT solving would be beneficial for more
efficiently finding optimal solutions to a sequence of related MaxSAT instances [20, 7, 33, 30].
For example, in different types of timetabling problems, changes to the available resources
(such as e.g. availability of classrooms, changes to the curriculum and the like in university
timetabling) may render a previously obtained optimal timetabling invalid, and it would
be beneficial to be able to incrementally compute a new optimal solution [18, 10]. The
availability of resources and other changes in constraints would require the ability to add or
remove previous hard or soft clauses, or the ability to call a MaxSAT solver with different
assumptions. As another example, changes to the weights of soft clauses would be beneficial to
handle incrementally; one application scenario for this is in the context of learning classifiers
where MaxSAT has been employed for implementing AdaBoost [15].

Although achieving truly incremental computations in declarative optimization remains
a challenge, MaxSAT is a promising paradigm when it comes to achieving high levels of
incrementality, in particular due to many state-of-the-art solvers performing unsatisfiability-
based search (via iterative unsatisfiable core extraction) instead of solution-improving search
towards finding better and better solutions. However, despite the potential of incremental
MaxSAT solving, so far only partial solutions in terms to “true” incrementality have been
proposed [32, 27].

In this work, we make several contributions towards making incremental MaxSAT solving
a reality. Firstly, we outline the various forms of incrementality called for in MaxSAT
solving, and – extending on IPASIR for incremental SAT – propose an API for incremental
MaxSAT. The API, named IPAMIR, provides a common interface for implementing support
for incremental computations in MaxSAT solvers as well as for application developers making
use of future incremental MaxSAT solvers. The interface is also at center stage in MaxSAT
Evaluation 2022 (https://maxsat-evaluations.github.io/2022/), with the introduction
of the incremental track. Secondly, we develop what we believe to be a first openly-available
incremental MaxSAT solver in its generality. The solver supports all functionality specified
in IPAMIR. Extending further a recent adaptation of the successful MaxHS implicit hitting
set (IHS) style MaxSAT solver [8, 6] that so-far supports changing weights of soft clauses
incrementally [27], we integrate further functionalities to the solver, including support for
incrementally handling MaxSAT solver calls under assumptions. The choice of extending
MaxHS in particular is motivated by the fact that the IHS approach does not alter the input
formula during computations like the so-called core-guided approaches do, which makes it a
prime candidate for developing support for incrementality. Thirdly, complementing previous
evidence on the benefits of supporting incrementality under changes to soft clause weights [27],
we provide empirical evidence that support for incremental computations under different
sets of assumptions is similarly promising in terms of speeding up solving of sequences of
interrelated MaxSAT instances.

https://maxsat-evaluations.github.io/2022/
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2 Maximum Satisfiability

For a Boolean variable x, there are two literals x and ¬x. For a set L of literals, the
set ¬L consists of their negations. A clause C is a disjunction of literals and a CNF
formula F a conjunction of clauses. We will mostly view a clause as a set of literals and
a formula as a set of clauses. The set of variables of a clause C and a CNF formula F

are var(C) = {x | x ∈ C or ¬x ∈ C} and var(F ) =
⋃

C∈F var(C), respectively. The set
lit(F ) of literals of a CNF formula F is lit(F ) =

⋃
C∈F C. A (truth) assignment τ maps

Boolean variables to 1 (true) or 0 (false). Truth assignments extend to literals l, clauses
C and formulas F in the standard way: τ(¬l) = 1 − τ(l), τ(C) = max{τ(l) | l ∈ C} and
τ(F ) = min{τ(C) | C ∈ F}.

An instance F = (FH ,FS , w) of (weighted partial) MaxSAT consists of two CNF formulas,
the hard clauses FH and the soft clauses FS , and a weight function w : FS → N that assigns
a positive weight to each soft clause. An assignment τ that satisfies FH (i.e., for which
τ(FH) = 1 is a solution of F , its cost cost(F , τ) =

∑
C∈FS

w(C)(1− τ(C)) is the sum of
weights of the soft clauses it falsifies. A solution τ is optimal if cost(F , τ) ≤ cost(F , τ ′)
holds for any solution τ ′ of F . The cost of optimal solutions of F is denoted by cost(F).
When convenient, we treat a solution τ as the set of literals the assignment satisfies, i.e, as
τ = {l | τ(l) = 1}.

Normalized Form
From now on, we will assume that all MaxSAT instances are in what we call normalized
form. Specifically, for a MaxSAT instance F = (FH ,FS , w), we assume each soft clause
C ∈ FS is a unit clause of form C = (¬b) containing the negation of a literal b. The
assumption can be made w.l.o.g. since any soft clause C can be extended with a fresh
variable b /∈ var(FH ∧FS) (depending on the context, sometimes called a relaxation variable,
reification variable, blocking variable, or assumption variable in the literature) to form the
hard clause C ∨ b and the soft clause (¬b). The set FL of soft literals contains all literals b for
which (¬b) ∈ FS . By extending the weight function w to soft literals by w(b) = w((¬b)) the
cost of a solution τ can equivalently be expressed as cost(F , τ) =

∑
b∈FL

τ(b)w(b). Instead
of the classical way of viewing MaxSAT in terms of hard and soft clauses, we will from now
on adopt the equivalent view of treating a MaxSAT instance F = (FH ,FL, w) as a set FH

of hard clauses, a set FL of soft literals and a weight function w : FL → N.

MaxSAT under Assumptions
A set A of assumptions is a set of literals such that x /∈ A or ¬x /∈ A holds for any variable
x. Solving a MaxSAT instance F under a set of assumptions refers to computing an optimal
solution to the MaxSAT instance F ∧A = (FH ∧

∧
l∈A(l),FL, w).

▶ Example 1. Consider the MaxSAT instance F = (FH ,FL, w) with FH = {(b1 ∨ x), (¬x ∨
b2), (¬z), (z∨ y∨ b3∨ b4), (¬y∨ b3∨ b4)}, FL = {b1, b2, b3, b4} and w(b1) = w(b3) = w(b4) = 1
and w(b2) = 2. The solution τ = {b1,¬b2, b3,¬b4,¬x, y,¬z} is an optimal solution of F ,
with cost(F , τ) = cost(F) = 2.

3 Incremental MaxSAT

The goal of incremental MaxSAT solving is to solve a sequence of related MaxSAT instances.
The input to an incremental MaxSAT solver is a sequence of MaxSAT instances (F1, . . . ,Fk).
However, this sequence need not be predefined, and instead, a next instance may be adaptively
formed: for all i = 1, . . . , k − 1 the instance F i+1 may depend on the optimal solutions
τ1, . . . , τi of the previous instances in the sequence.

SAT 2022
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A next instance F i+1 is obtained from F i by applying a set of changes to F i. We consider
the following types changes to a MaxSAT instance F = (FH ,FL, w).

Adding hard clauses. Given a clause C, add it to the hard clauses of F :
addHard(F , C) = (FH ∪ {C},FL, w).
Adding soft literals. Given a variable b ̸∈ FL with weight wb, add it to the set of soft
literals of F : addSoft(F , b, wb) = (FH ,FL ∪ {b}, w ∪ {b 7→ wb}).
Changing the weight of a soft literal. Given a literal b ∈ FL with weight wb, change its
weight in F to wb:
changeWeight(F , b, wb) = (FH ,FL, (w \ {b 7→ w(b)}) ∪ {b 7→ wb}).

Let us shortly describe a few use cases for these types of changes. MaxSAT-based CEGAR
algorithms (e.g. [21, 28]) iteratively add hard or soft clauses in order to refine the search
space. Recalling that a soft clause C may be added via the hard clause C ∨ b with b as a soft
literal, addHard and addSoft cover these types of applications. In turn, changeWeight
has proven useful e.g. in implementing MaxSAT-based AdaBoost [15, 27].

Any number of these changes may be performed to transform F i to F i+1. In addition, we
allow for enforcing assumptions on the variables of an instance. This means that, in addition
to F i, at each iteration the input instance contains given a set of assumption literals Ai. The
goal at iteration i to solve the instance F i ∧Ai. Note that assumptions allow for simulating
the removal of hard clauses and hardening soft clauses. Removing a soft literal can in turn
be simulated by setting its weight to zero.

▶ Example 2. Consider the MaxSAT instance F from Example 1. Suppose we solve it under
the assumptions A = {x}, that is, enforcing that τ(x) = 1 must hold for any solution of
F . Now τ = {¬b1, b2, b3,¬b4, x, y,¬z} is an optimal solution of F under the assumptions A,
with cost(F ∧A, τ) = 3. Note that if we view the hard clause b1 ∨ x as a normalized soft
clause x with weight w(b1), by assuming {¬b1} we effectively harden the soft clause x, which
in this case achieves the same result as assuming {x}. Now suppose we instead consider the
instance F ′ = changeWeight(F , b1, 0) which sets the weight of the first soft literal to zero.
An optimal solution of F ′ is τ ′ = {b1,¬b2, b3,¬b4,¬x, y,¬z} with cost cost(F ′, τ ′) = 1.
Note how assigning its weight to 0 effectively removes b1 as a soft literal.

4 IPAMIR: Interface for Incremental MaxSAT Solving

We continue by describing IPAMIR (Re-entrant Incremental MaxSAT solver API), as our
proposal for a generic interface for incremental MaxSAT solving. We build heavily on
IPASIR [5], the standard interface for incremental SAT solving. The IPAMIR interface is
available in open source at https://bitbucket.org/coreo-group/ipamir/. Examples of
its usage are also provided in the repository in the app directory.

The functions specified by IPAMIR are listed in Figure 1. The functions ipamir_init,
ipamir_release, ipamir_assume, ipamir_solve, and ıpamir_set_terminate are identical
to their IPASIR counterparts [5]. Generalizing on IPASIR and its ipasir_add function,
we distinguish between adding hard clauses via ipamir_add_hard and soft literals via
ipamir_add_soft_lit. Note that as in IPASIR, ipamir_add_hard adds literals into a
clause one at a time, and the current clause is finalized with zero (as in the DIMACS
formats). The ipamir_add_soft_lit function declares the given literal as a soft literal with
the given weight, represented as a 64-bit unsigned integer, implementing addSoft. If the
argument literal in question has already been declared soft, ipamir_add_soft_lit changes
its weight to the given weight, thereby also implementing changeWeight. We declare the
function ipamir_val_obj to extract the cost, i.e., the value of the objective function, of
the current solution, and ipamir_val_lit to extract the value of a literal, corresponding to
ıpamir_val in IPASIR.

https://bitbucket.org/coreo-group/ipamir/
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// Construct a MaxSAT solver and return a pointer to it.
void * ipamir_init ();
// Deallocate all resources of the MaxSAT solver .
void ipamir_release (void * solver );
// Add a literal to a hard clause or finalize the clause with zero.
void ipamir_add_hard (void * solver , int32_t lit_or_zero );
// Add a weighted soft literal .
void ipamir_add_soft_lit (void * solver , int32_t lit , uint64_t weight );
// Assume a literal for the next solver call.
void ipamir_assume (void * solver , int32_t lit );
// Solve the MaxSAT instance under the current assumptions .
int ipamir_solve (void * solver );
// Compute the cost of the solution .
uint64_t ipamir_val_obj (void * solver );
// Extract the truth value of a literal in the solution .
int32_t ipamir_val_lit (void * solver , int32_t lit );
// Set a callback function for terminating the solving procedure .
void ipamir_set_terminate (void * solver , void * state ,

int (* terminate )( void * state ));

Figure 1 Functions declared in the IPAMIR header.

The function ipamir_solve invokes a MaxSAT solver on a MaxSAT instance defined
by calls to ipamir_add_hard and ipamir_add_soft_lit under the current assumptions
defined by calls to ipamir_assume. Upon termination it returns a code corresponding to the
state of the solver. If the search is interrupted before determining whether a solution exists,
the state of the solver is changed to INPUT and ipamir_solve returns 0. If no solution
exists, the state of the solver is changed to UNSAT and ipamir_solve returns 10. If the
search is interrupted via ipamir_set_terminate but a solution (not necessarily optimal) has
been found, the state of the solver is changed to SAT and ipamir_solve returns 20. If an
optimal solution is found, the state of the solver is changed to OPTIMAL and ipamir_solve
returns 30. Finally, if the solver is in the state ERROR, ipamir_solve returns 40. The
solver enters state ERROR if a sequence of IPAMIR function calls have been made which the
solver does not support (e.g., using assumptions, changing weights of soft literals). The state
transitions are depicted in Figure 2. Note that in contrast to IPASIR [5], we distinguish
between OPTIMAL and SAT. Furthermore, as a current design choice, the dedicated ERROR
state is included in order to accommodate solvers which do not implement IPAMIR in full.

5 Incremental Implicit Hitting Set based MaxSAT Solving

We describe an extension of the implicit hitting set based MaxSAT algorithm that implements
the IPAMIR interface in full in an incremental way. In particular, we build on the recent
extension of the state-of-the-art IHS solver MaxHS [8, 6] to support incremental computation
under changes to weights [27], to allow incremental computations w.r.t. all functionality
of IPAMIR. A major aspect of this extension is enabling incremental MaxSAT solving
under assumptions. We start with an overview of the IHS approach to MaxSAT solving to
the extent necessary, and then detail how we adapt it to incremental computations under
assumptions and what implementation-level changes to MaxHS are necessary for achieving
full incrementality.

5.1 The Implicit Hitting Set Approach to MaxSAT
The IHS algorithm for MaxSAT makes use of unsatisfiable cores and hitting sets. For a
MaxSAT instance F = (FH ,FL, w), a (an unsatisfiable) core is a clause C that is entailed by
FH and for which lit(C) ⊂ FL. In other words, C is a core if it is satisfied by all solutions
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Figure 2 IPAMIR solver states and state transitions.

of F and only contains soft literals of F . Note that this definition is equivalent to the more
standard one of a core being a set of soft clauses which is unsatisfiable together with the
hard clauses, since FH ∧

∧
(¬b)∈κ(¬b) is unsatisfiable for a subset κ ⊂ FS if and only if FH

entails the clause
∨

(¬b)∈κ b. (Our definition actually better captures how cores are expressed
in MaxSAT solvers making use of cores.)

For a set C of cores, a hitting set hs ⊂ FL is a set of soft literals that has non-empty
intersection with each κ ∈ C (each κ viewed as a set of literals). The cost of a hitting set
hs is cost(F , hs) =

∑
b∈hs w(b). A hitting set hsm is minimum-cost if cost(F , hsm) ≤

cost(F , hs).
IHS MaxSAT solvers [8, 31, 6] rely on the well-known fact that hitting sets over sets of

cores of a MaxSAT instance provide lower bounds on the optimal cost of the instance. More
formally, let hs be a minimum-cost hitting set over a set C of cores of an instance F . Then
cost(F , hs) ≤ cost(F).

Algorithm 1 details IHS, a basic implicit hitting set algorithm to computing an optimal
solution to a given MaxSAT instance F . The algorithm alternates between core extraction
(the Extract-Cores subroutine) and hitting-set computation (the Min-Hs subroutine). The
former extracts cores of F and accumulates them in the set C. Upon termination, the
Extract-Cores subroutine also returns a (not necessarily optimal) solution τ of F that is
used to refine the upper bound ub on cost(F). The latter subroutine computes a minimum-
cost hitting set over C. The cost cost(F , hs) of such a hitting set hs is a lower bound on
cost(F). The algorithm terminates once lb = ub and returns τbest , the found solution for
which cost(F , τbest) = ub and which is guaranteed to be an optimal solution.

In more detail, on input F = (FH ,FL, w) the upper and lower bounds ub and lb are
initialized to ∞ and 0, respectively, on Line 2. Further, the best known model τbest is
initialized to ∅ and a set C of cores of F (represented as sets of soft literals) to ∅ on Line 3.
The main search loop (Lines 4-11) iterates while lb < ub. During each iteration of the loop,
a minimum-cost hitting set hs over C is computed on Line 5 by solving the integer program
detailed in Figure 3 via the procedure Min-Hs(FL, C), representing negative soft literals
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Algorithm 1 MaxSAT solving via implicit hitting sets.

1 IHS(F)
Input: An instance F = (FH ,FL, w)
Output: An optimal solution τ

2 lb ← 0; ub ←∞;
3 τbest ← ∅; C ← ∅;
4 while (true) do
5 hs← Min-Hs(FL, C);
6 lb = cost(F , hs);
7 if (lb = ub) then break;
8 (K, τ)← Extract-Cores(FH ,FL, hs);
9 if (cost(F , τ) < ub) then

τbest ← τ ; ub ← cost(F , τ);
10 if (lb = ub) then return τbest ;
11 C ← C ∪K;

minimize
∑

b∈FL

w(b) · b

subject to∑
b∈κ b ≥ 1 ∀κ ∈ C

b ∈ {0, 1} ∀b ∈ FL

Figure 3 An integer program for
computing a hitting set over a set
C of cores of an instance F .

¬x ∈ FL in the standard way as the term (1−x). The cost cost(F , hs) is used for updating
the lower bound lb on cost(F) on Line 6. Since no cores are removed from C during the
execution of IHS, cost(F , hs) is non-decreasing over the iterations.

After updating the lower bound, the termination criterion is checked on Line 7. If ub = lb,
the algorithm terminates and returns the current best solution τbest as optimal. Otherwise,
the core extraction step Extract-Cores is invoked on Line 8. The procedure employs the
assumption interface offered by most modern SAT solvers to extract previously unseen cores
of F in the form of a disjoint set K of cores such that each κ ∈ K is a subset of FL \ hs.
When no more such cores can be found, the SAT solver also provides a solution τ of F . The
current upper bound ub is updated to the cost cost(F , τ) if applicable on Line 9. If the
updated bounds match, the algorithm terminates on Line 10. Otherwise, the new cores in K

are added to C and the loop reiterated.

An important intuition for understanding the IHS algorithm is that all cores in K are
disjoint from the hitting set hs and are thus not hit by hs. Adding the new cores to C results
in hs not being a hitting set over C in subsequent iterations. The algorithm terminates in
the worst-case after having accumulated all cores of the input instance.

▶ Example 3. Consider an invocation of IHS on the MaxSAT instance F from Example 1.
Initially C = ∅ so the first call to Min-Hs returns hs = ∅ which updates lb = cost(F , hs) =
0. As ub = ∞ ̸= 0 = lb, the algorithm continues to the core extraction step. As-
sume the Extract-Cores subroutine returns K = {{b1, b2}, {b3, b4}} and the solution
τ = {b1, b2, b3, b4, x,¬y,¬z}. The algorithm then updates ub = cost(F , τ) = 5. As
lb = 0 < 5 = ub the set K is added to C and the algorithm reiterates. In the next iteration
C = {{b1, b2}, {b3, b4}} so Min-Hs computes (for example) the hitting set hs = {b1, b3}. The
lower bound lb is then updated to cost(F , hs) = 2 < 5 = ub before invoking the next core
extraction step. This time around, the first SAT solver call in Extract-Cores is done with
the (solver) assumptions {¬b | b ∈ FL \ hs} = {¬b2,¬b4}. The result is SAT, the solver
returns the solution τ = {b1, b3,¬b2,¬b4,¬x,¬z, y}. The procedure Extract-Cores then
terminates, after which IHS updates ub = cost(F , τ) = 2. Since ub = lb, the algorithm
terminates and returns τ as an optimal solution of F .
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Algorithm 2 Incremental MaxSAT solving under assumptions.

1 IHS-assumptions(F , cond-C, A)
Input: An instance F = (FH ,FL, w), a set A of assumptions, a set cond-C of

conditional cores
Output: An optimal solution τ under the assumptions A

2 lb ← 0; ub ←∞; τbest ← ∅; C ← ∅;
3 for κa ∈ cond-C do
4 κ← κa \ ¬A;
5 if κa ∩A = ∅ ∧ (κ ⊂ FL) then C ← C ∪ {κ};
6 while (true) do
7 hs← Min-Hs(FL, C);
8 lb = cost(F , hs);
9 if (lb = ub) then break;

10 (K, τ)← Extract-Cores-Assumptions(FH ,FL, A, hs);
11 if (cost(F , τ) < ub) then τbest ← τ ; ub ← cost(F , τ);
12 if (lb = ub) then return τbest ;
13 for κa ∈ K do
14 cond-C ← cond-C ∪ {κa};
15 C ← C ∪ {κa \ ¬A};

Abstract Cores

The technique of abstract cores is a recently-proposed improvement to IHS [6]. An abstract
core is a compact representation of a large – potentially exponential – number of regular
cores. An abstraction set ab ⊂ FL is a subset of n soft literals that are augmented with
count variables ab.c[1] . . . ab.c[n]. Informally speaking, the count variables count the number
of variables in ab set to true. More precisely, the definition of the count variable ab.c[k] is the
constraint ab.c[i]↔

∑
b∈ab b ≥ i. An abstract core of an instance F w.r.t. a collection AB of

abstraction sets is then a clause κ that (i) contains only soft literals or count variables and
(ii) is entailed by the conjunction of hard clauses of F and the definitions of count variables.

An IHS algorithm using abstract cores, IHS-abscores, extracts both abstract and regular
cores during search. Additionally it maintains and dynamically updates a collection AB
of abstraction sets over which the abstract cores are then extracted. The abstraction sets
are computed based on a graph G that initially has the soft literals as nodes and an edge
between any two literals with the same weight that have been found in a core together. The
weight of each edge in G between the nodes n1 and n2 is the number of times that the literals
corresponding to n1 and n2 have appeared in cores together. The abstraction sets are then
computed by clustering G and using the clusters as abstraction sets. The intuition here
is that we wish two literals that often appear in cores together (and are as such in some
sense related) to be included in the same abstraction set. During search the quality of the
abstraction sets in AB is monitored. If the extracted (abstract) cores are not driving up the
lb computed by Min-Hs(FL, C), then the graph G is reclustered by merging the nodes in the
current clusters and then re-clustering the graph.

5.2 Implicit Hitting Sets for Solving MaxSAT under Assumptions
Algorithm 2 details IHS-assumptions, our extension of the IHS algorithm to incremental
MaxSAT solving under assumptions. The main differences to IHS (Algorithm 1) are high-
lighted in blue. We note that a straightforward extension of IHS to MaxSAT solving under
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assumptions would be to add the clauses {(l) | l ∈ A} to the hard clauses of the instance.
Doing so would, however, prevent incremental invocations as the SAT solver would need to
be reset when removing assumptions between iterations.

Our approach for circumventing the need to reset the SAT solver is based on a concept
we call conditional cores. A conditional core of a MaxSAT instance F = (FH ,FL, w) w.r.t. a
set A of assumptions is a clause κa containing soft literals and negated assumptions (i.e.,
κa ⊂ ¬A ∪ FL) that is entailed by FH . The restriction rest(κa) = κa \ ¬A of a conditional
core κa is obtained by removing the negated assumptions from it.

Given a MaxSAT instance F = (FH ,FL, w) and a set A of assumptions, IHS-assumptions
maintains a set C containing the restriction of conditonal cores of F w.r.t. A. Similarly
as IHS, IHS-assumptions alternates between hitting set computation and core extraction
steps. During the hitting set computation steps, a minimum-cost hitting set hs is computed
over the restriction of conditional cores in C exactly as in IHS (notice that each such
restriction is a subset of FL). The core extraction steps Extract-Cores-Assumptions
then extract more cores by iteratively invoking a SAT solver on the clauses of FH with
Solver-A = ({¬b | b ∈ FL \ hs} \ {l | l ∈ FL ∩ ¬A}) ∪ A as the (solver) assumptions. If
the result is “satisfiable”, the solver returns a model τ ⊃ A which is feasible for the
MaxSAT instance under the set of assumptions A. If the result is “unsatisfiable”, the solver
returns a subset κ ⊂ ¬Solver-A, i.e., a conditional core. At the end of each iteration the
restriction rest(κa) of each κa computed during Extract-Cores-Assumptions is added to
C. Additionally, all conditional cores are added to a set cond-C to be stored in between
iterations.

The correctness of IHS-assumptions follows from the fact that FH entails a conditional
core κa if and only if FH ∧

∧
l∈A(l) entails its restriction rest(κa). In other words, every

conditional core of F w.r.t. the assumptions A is a (standard) core of the instance (FH ∧
A,FL, w). In fact, given a clause C entailed by FH and a set A of assumptions, C is a
conditional core w.r.t. A if and only if (C \¬A) ⊂ FL. This allows for initializing the set C by
the restrictions of conditional cores computed in previous iterations that are also conditional
cores w.r.t. the current set of assumptions (Lines 3-5 of Algorithm 2).

The concept of conditional cores extends to abstract cores: an abstract conditional core
w.r.t. a set of assumptions A is a clause that (i) contains soft literals, count variables or
negations of literals in A and (ii) is entailed by FH and the definitions of the count variables.

▶ Example 4. Consider an invocation of IHS-assumptions on the MaxSAT instance F
from Example 1 under the assumptions A = {x}. For clarity, here we will ignore the
set cond-C. Initially C = ∅, so the first hitting set hs = ∅, As such lb = cost(F , hs) =
0 < ∞ = ub, so the algorithm invokes Extract-Cores-Assumptions(FH ,FL, {x}, ∅). The
procedure extracts conditional cores of F by invoking a SAT solver under the assumptions
Solver-A = {¬b | b ∈ FL \ hs} ∪ A = {¬b1,¬b2,¬b3,¬b4, x}. The result is “unsatisfiable”.
Assume the solver returns the conditional core κa = {¬x, b2}. The next solver call is made
under the assumptions Solver-A = {¬b1,¬b3,¬b4, x}. The result is again “unsatisfiable” and
the solver returns the (conditional) core {b3, b4}. The third solver call returns “satisfiable” and
(for example) the solution τ = {¬b1, b2,¬b3, b4, x, y,¬z} so Extract-Cores-Assumptions
terminates. The upper bound is updated by ub = cost(F , τ) = 3 and the restrictions of
each conditional core added to C. In the next iteration C = {{b2}, {b3, b4}} and the Min-Hs
procedure returns (for example) hs = {b2, b3}. This hitting set updates the lower bound to
lb = cost(F , hs) = 3 = ub so the algorithm terminates and returns τ as an optimal solution
to F under A.
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5.3 Implementing IPAMIR Functionality in the MaxHS Solver
With the necessary concepts in place, we now describe our implementation of the IPAMIR
functions within the state-of-the-art IHS MaxSAT solver MaxHS [8, 6], resulting in a truly
incremental MaxSAT solver. We extend further on our previous extension of MaxHS which
was focused on enabling incremental computations w.r.t. changeWeight (partially covering
ipamir_add_soft_lit), described in [27]. It should be noted that the current version of
MaxHS goes well beyond this basic description of IHS, employing a variety of runtime
improving techniques [3, 6, 9] and implementation-level “tricks”. As we develop a concrete
incremental extension of MaxHS, it is important to consider in more detail some of these
techniques – in particular, some of these techniques can result in incorrectness if not carefully
taken into account in an incremental extension of MaxHS.

Managing Variables

MaxHS implements a class for managing different variables depending on their type: original,
soft, count (for implementing abstract cores). We extend this to allow for setting an
existing variable to a soft literal (to allow for using ipamir_add_soft_lit after solving)
and creating new variables (to allow for using ipamir_add_hard and ipamir_assume after
solving). We also extend variable types to cover user-provided assumptions. This way we
can straightforwardly check whether a literal in a core reported by the SAT solver is a
user-provided assumption, never removing it from the assumptions given to the SAT solver.
Similarly, restrictions of conditional cores are easily computed this way.

Internal SAT Solver and MUS Extractor

We extend the internal SAT solver to allow for performing unit propagation on the user-
provided assumption literals. This allows for sharing the derived soft literals to solvers
computing minimum hitting sets, namely CPLEX as an IP solver and a greedy hitting set
solver. In addition to fixed truth values the SAT solver derives from the formula, user-
provided assumption literals and ones derived from them via unit propagation are also
considered fixed values during an iteration. In MaxHS these fixed values are used for, e.g.,
removing redundant assumptions from SAT solver calls and computing an initial lower bound.
Extracted conditional cores containing assumptions can be soundly minimized using the
internal minimal unsatisfiable core extractor. However, we do not immediately return a unit
conflict if a literal in the core has been fixed due to assumptions, unlike if it has been fixed
otherwise.

Reduced Cost Fixing

MaxHS determines whether a soft literal can be fixed using so-called reduced costs extracted
from the optimal solution of the LP relaxation of the hitting set problem [3]. As noted
in [27], this is incorrect under changes to the weights in a MaxSAT instance. Similarly, due
to supporting user-provided assumptions via ipamir_assume, the opposite of a literal that
has been fixed via reduced costs could be assumed, leading to an empty conflict. However,
the fixing of variables based on the reduced costs of the current hitting set problem can
be implemented correctly using assumptions. In particular, if a soft literal is fixed due to
reduced costs, instead of adding the corresponding unit clause to the SAT solver, we add it
to the set of user-provided assumptions. As assumptions are cleared after each solve call,
reduced cost fixings become reverted between iterations.
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Abstract Cores

The abstraction sets employed for abstract cores in the incremental MaxHS are computed on
a graph structure whose nodes correspond to the soft literals of the instance. The weight
of an edge between two nodes n1 and n2 indicates the number of times a conditional core
containing both a literal corresponding to n1 and a literal corresponding to n2 has been
extracted. When building an abstraction set, MaxHS attempts to compute a lower bound
k ≥ 1 on the number of count variables assigned to 1 by any solutions of the instance.
(This resembles the so called core-exhaustion technique employed by core-guided MaxSAT
solvers [16].) In the incremental version, we perform this step independently of the current
assumptions. In other words, we compute lower bounds on abstraction sets that hold for
any solution of the instance, not only solutions that satisfy the current assumptions. As a
consequence, any assignments obtained during this lower-bounding phase need not satisfy the
assumptions and as such might not be feasible solutions to the current iteration. Even so, the
intuition here is that the benefits of computing lower bounds usable also in future iterations
outweigh the drawbacks of not obtaining feasible solutions for the current instance. Finally,
as detailed in [27], changing the weights of any soft literals invalidates any abstraction sets
that now contain literals with differing weights. We allow the soft literals in any invalidated
abstraction sets to be reintroduced into the graph in order to possibly be assigned to future
abstraction sets.

Conditional Core Database

To store conditional cores, we use an additional SAT solver instance to which all conditional
cores are added as clauses. When extracting a set of cores to be added to the IP solver, we
perform unit propagation using current user-provided assumptions. Afterwards we check each
clause remaining in the database. Each clause that at this point only contains soft literals
or count variables is added to the IP solver. The intuition here is that unit propagation
simulates the computation of the relaxation of each conditional core in the database wrt
the current set of assumptions. Note however that using unit propagation rather than a
straight-forward application of the definitions (as is done on Lines 3-5 of Algorithm 2) can
allow for the computation of more and smaller valid cores.

▶ Example 5. Let A = {x,¬b2} be the set of assumptions to be propagated on the data-
base containing the clauses {{¬x, b1}, {¬x, y, b2}, {¬b1, b3, b4}, {¬y, b5, b6}} that represent
conditional cores found in earlier iterations. Assume that each bi for i = 1, . . . , 4 is a soft
literal and x and y are other (non count) literals. After running unit propagation to fix-
point, the database contains the clauses {{b1}, {y}, {b3, b4}, {b5, b6}}. From these the clauses
{b1}, {b3, b4} and {b5, b6} are obtained as valid cores to add to the IP solver. In contrast,
checking if rest(C) = C \ ¬A contains only soft literals for each clause in the database
would give the cores {b1} and {¬b1, b3, b4}.

Each valid core obtained after unit propagation is added to the IP solver and the greedy
hitting set solver whenever they are reinitialised, which in turn happens at the start of
each iteration prior to which new soft literals have been declared or assumptions have been
provided.

IPAMIR Wrapper

Before ipamir_solve is called, ipamir_add_hard and ipamir_add_soft_lit operate on the
internal WCNF data structure. When ipamir_solve is called for the first time, simplification
on the WCNF is invoked and the MaxSAT solver is initialized. After this, implementing the
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IPAMIR functions requires more attention. Since ipamir_add_hard, ipamir_add_soft_lit,
and ipamir_assume make use of external literals, we map them to internal ones, making
sure that literals which have been fixed by simplification are handled correctly. That is,
if the literal has been fixed to true, we skip the clause, soft literal, or the assumption;
if to false, we skip it from the clause (for ipamir_add_hard), increase the base cost (for
ipamir_add_soft_lit), or set the UNSAT flag to true (for ipamir_assume). Now, the
internal hard clause added using ipamir_add_hard can be directly added to the internal
SAT solver. If the added hard clause is falsified under the current model, the upper bound is
set to ∞. The lower bound is set to 0.

To add a new soft literal via ipamir_add_soft_lit, no changes to the SAT solver
are necessary. Instead, the literal is declared as a soft literal in the corresponding data
structures. However, if the user calls ipamir_add_soft_lit with a negative literal ¬x after
ipamir_solve has been called, since MaxHS does not support negative soft literals, we
instead add a binary hard clause b ∨ ¬x with a fresh variable b, which is declared soft. If
ipamir_add_soft_lit is called with a soft literal that has already been declared, we instead
make use of the weight changing procedure implemented previously [27].

Finally, user-provided assumptions added via ipamir_assume are stored in a separate
container which the main solving procedure has access to.

WCNF Simplification

Finally, we note that MaxHS employs by default several simplification techniques which are
applied to the input formula before calling the solving procedure. We overview the effect of
these simplification techniques on the implementation of incremental functions.

Weight-based hardening of soft clauses. MaxHS attempts to harden soft clauses based on
their (high) weight. This is not directly applicable in incremental MaxSAT solving. For
example, a hardened unit soft clause added via ipamir_add_soft_lit can be assumed
false using ipamir_assume. This is also the case for changing weights [27]. Similarly
to [27], we disable this functionality in the simplification procedure. In contrast, at the
beginning of each solve call, we check which soft clauses can be hardened given the current
assumptions and weights. Similarly as for reduced cost fixing, we add the corresponding
soft literal forcing a soft clause to be satisfied to the current set of assumption literals.

Unit propagation and equality detection. MaxHS performs two rounds of unit propagation
(on the hard clauses) and equality detection (on the hard and soft clauses), and eliminates
pure literals between these rounds. Pure literal elimination is not directly applicable
for incremental solving: for example, the negation of the literal can be assumed via
ipamir_assume or used in a hard clause via ipamir_add_hard. Thus, this feature is
disabled. To allow for using literals which have been eliminated due to unit propagation,
we remember which units have been derived. Similarly, to allow for using literals which
have been replaced by their equal representative, we remember which equalities have
been detected.

Finally, variables are remapped from external variables to internal variables. We make
use of these mappings when adding hard clauses, soft literals and assumptions. Additional
techniques have been discussed from the perspective of changing weights in [27].
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6 Empirical Evaluation

We turn to an empirical evaluation comparing the runtime efficiency of our incremental
MaxHS extension called iMaxHS (available in open source) to that of the the MaxSAT
Evaluation 2021 version of MaxHS on which our incremental extension is based on. For
the experiments, the original non-incremental MaxHS was run in default settings. The
experiments were run on machines with 8-core 2.60-GHz Intel Xeon E5-2670 CPUs and
57-GB RAM under Red Hat Enterprise Linux 8.5. A per-instance timeout limit of 7200
seconds (2 hours) and a memory limit of 16 GB was enforced. Specifically, the 7200-second
time limit is for solving a specific MaxSAT instance n times with n different assumptions
A1, . . . ,An. For both the incremental and non-incremental solver, we record the solving time
tk of each iteration k. The kth iteration as well as all subsequent ones are considered timed
out if

∑k
i=1 ti > 7200 seconds.

6.1 Benchmarks
As benchmarks we used all 1184 instances from the complete tracks of MaxSAT Evaluation
2021, including both weighted and unweighted instances and covering a wide range of different
(non-random) problem domains. For each MaxSAT Evaluation 2021 instance, we construct
an incremental benchmark, constituting of 20 MaxSAT solver calls, each under a different set
of assumptions. Each set of assumptions is obtained by hardening each soft clause uniformly
at random with probability p = 1/100. All in all, starting from the 1184 MaxSAT Evaluation
instances, this results in a total of 23680 iterations overall. As the original non-incremental
MaxHS does not support assumptions, we instead add the hardened soft clauses directly as
hard clauses for each iteration of a benchmark. To focus the comparison on actual runtime
effects rather than potentially over-emphasizing parsing times of the original MaxHS, we
exclude the WCNF parsing times from the CPU times when reporting the results.

6.2 Results
In the default version of iMaxHS, we initialize the set of conditional cores by solving the
original instance (without assumptions) for a maximum of 100 seconds (for the release version,
this time limit is a user-controlled option). In addition, we perform the initial disjoint phase
– where an initial set of disjoint cores are extracted before calling the hitting set solver –
only once per benchmark. If this initial phase is completed during initialization, we do not
perform it again during solver calls for assumptions. To investigate the impact of different
parameter choices in iMaxHS in addition to comparing its runtime performance in its default
settings to the performance of the original non-incremental MaxHS, we consider three further
configurations of iMaxHS.

iMaxHS-noi: does not perform the initialization phase (where the original instance is
solved without assumptions).
iMaxHS-noc: does not make use of conditional cores, instead using only cores found
during initialization.
iMaxHS-dja: performs the initial disjoint phase at each iteration.

Figure 4 (left) shows a per-iteration runtime comparison between the default configuration
of iMaxHS (x-axis) and MaxHS (y-axis). Points are colored by the iteration index: the
more blue a point, the earlier the iteration; the more yellow, the later the iteration. We
observe that iMaxHS outperforms MaxHS overall, with the exception of the first iteration
taking approximately 100 seconds on some instances which MaxHS solves quickly. This is
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Figure 4 Left: Per-iteration runtime comparison of iMaxHS and MaxHS; blue points correspond
to earlier iterations and yellow points to later ones. Right: Mean runtime per-iteration for MaxHS
and different configurations of iMaxHS.
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Figure 5 Cactus plots (number of solved instances for a CPU time limit) for different iterations.

due to the runtime allocation of 100 seconds for the initialization phase in iMaxHS. Overall,
there are 6450 timeouts for iMaxHS against 6821 timeouts for MaxHS. Figure 4 (right)
shows a runtime comparison of different configurations of iMaxHS and MaxHS in terms of
mean solving time per each iteration over all benchmarks. Timeouts are included as the
timeout limit (7200 seconds). We observe that already after 2 iterations, incrementality
of iMaxHS starts to pay off. The gap between iMaxHS and the non-incremental MaxHS
increases significantly with the number of iterations for the benefit of iMaxHS. Interestingly,
comparing iMaxHS and iMaxHS-dja, it appears that performing the initial disjoint phase is
somewhat detrimental to the performance. This may indicate that cores extracted during
the initial disjoint phase are somewhat similar to the later extracted cores, resulting in an
unnecessary runtime overhead for iMaxHS-dja. The iMaxHS-noc configuration exhibits
weaker performance when compared to the other incremental configurations. This suggests
that conditional cores gathered during earlier iterations are essential for making use of
incrementality.
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Finally, Figure 5 shows the number of solved instances at iterations k = 2, 5, 10 for
different per-instance time limits. The benefits of incrementality are clear already at the
second iteration (Figure 5 left): all incremental versions – especially the default iMaxHS –
exhibit faster runtimes than MaxHS on average. Comparing iMaxHS to iMaxHS-noi, the
benefit of initialization is clear at k = 2, as the default iMaxHS is faster on average. We also
observe that iMaxHS-noc is on average slower than all other configurations especially on the
harder instances. The benefits of incrementality become increasingly clear as more iterations
are made. On the fifth iteration (Figure 5 center) iMaxHS is significantly faster than MaxHS.
We observe that iMaxHS-dja is significantly slower than iMaxHS, again confirming that
performing the initial disjoint phase only once is beneficial for overall performance. iMaxHS-
noc is clearly not competitive with other versions of iMaxHS, emphasizing the importance
of conditional cores. Finally, the picture remains similar when comparing the fifth and tenth
iterations (Figure 5 right).

7 Related Work

There is some earlier work on enabling incrementality in MaxSAT solving, although in much
more restricted ways as what we develop in this work. In [32] the authors investigate a
restricted form of incremental MaxSAT that only allows adding hard and soft clauses in the
context of core-guided MaxSAT, in particular for the classical Fu-Malik algorithm [14]. Since
adding clauses does not invalidate any cores, the algorithm can preserve all of the found cores
between iterations. The authors suggest to periodically restart the search – thus removing
all discovered cores – to improve performance. We believe that it would be non-trivial to
extend the algorithm of [32] to support the full IPAMIR interface (i.e., assumptions and
changing weights).

A lazy grounding framework for solving large MaxSAT instances was presented in [21].
The idea is to solve a large instance F by solving a sequence of instances consisting of different
subsets of the clauses in F . The paper proposes a variety of ways of selecting which clauses to
lazily include in the next instance of the sequence. To the best of our understanding, however,
the implementation experimented with does not make use of any forms of incrementality on
the MaxSAT-level but instead resets the MaxSAT solver between each iteration.

Finally, we note that so-called incremental cardinality constraints commonly applied in
modern core-guided MaxSAT solvers [25, 24, 23] refer to incrementality on the SAT-level,
allowing the core transformations in the core-guided approach to be performed without
reseting the internal SAT solver. This is different from enabling incremental computations
on the MaxSAT-level, i.e., incrementally solving a sequence of related MaxSAT instances
under various types of changes.

8 Conclusions

Incremental computations are today widely supported by SAT solvers, and are a key to
the employment of SAT solvers as practical NP oracles in various applications. In analogy,
enabling truly incremental computations for solving sequences of related optimization problem
instances has the potential for major performance improvements. In this work, we made
several contributions towards incremental MaxSAT solving. Building on the IPASIR interface
from the realm of SAT, we proposed the IPAMIR interface as a standard for supporting
incremental functionality in MaxSAT solvers and for developing applications of incremental
MaxSAT solving. Extending the successful implicit hitting set approach to MaxSAT solving

SAT 2022
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as a prime candidate for enabling incremental computations, we provided what we believe
to be the first openly-available incremental MaxSAT solver in its generality. In particular,
iMaxHS supports the full range of functionality specified by IPAMIR. Complementing recent
empirical evidence on the benefits of incremental computations under changes to soft clause
weights, we provided empirical evidence on the potential of incrementally solving the same
MaxSAT instances under varying sets of assumptions.

In terms of further work, in the specific context of IHS-based MaxSAT solving there is
potential for improving the performance of our current incremental extension of MaxHS by
a more in-depth study of e.g. different heuristic choices and implementation-level aspects.
More generally, we hope and believe IPAMIR offers a basis for developing truly incremental
functionality into MaxSAT solvers more widely, with a promising line of development in
further extending the reach of MaxSAT as a paradigm of choice to solving combinatorial
optimization problems. This also opens up various non-trivial research questions, such as the
challenge of enabling strong preprocessing and other forms of extended reasoning techniques
in incremental MaxSAT solving.

References

1 Mario Alviano, Carmine Dodaro, and Francesco Ricca. A MaxSAT algorithm using cardinality
constraints of bounded size. In Qiang Yang and Michael J. Wooldridge, editors, Proceedings
of the Twenty-Fourth International Joint Conference on Artificial Intelligence, IJCAI 2015,
Buenos Aires, Argentina, July 25-31, 2015, pages 2677–2683. AAAI Press, 2015. URL:
http://ijcai.org/Abstract/15/379.

2 Carlos Ansótegui, Frédéric Didier, and Joel Gabàs. Exploiting the structure of unsatisfiable
cores in MaxSAT. In Qiang Yang and Michael J. Wooldridge, editors, Proceedings of the
Twenty-Fourth International Joint Conference on Artificial Intelligence, IJCAI 2015, Buenos
Aires, Argentina, July 25-31, 2015, pages 283–289. AAAI Press, 2015. URL: http://ijcai.
org/Abstract/15/046.

3 Fahiem Bacchus, Antti Hyttinen, Matti Järvisalo, and Paul Saikko. Reduced cost fixing in
MaxSAT. In J. Christopher Beck, editor, Principles and Practice of Constraint Programming
- 23rd International Conference, CP 2017, Melbourne, VIC, Australia, August 28 - September
1, 2017, Proceedings, volume 10416 of Lecture Notes in Computer Science, pages 641–651.
Springer, 2017. doi:10.1007/978-3-319-66158-2_41.

4 Fahiem Bacchus, Matti Järvisalo, and Ruben Martins. Maximum satisfiability. In Armin
Biere, Marijn Heule, Hans van Maaren, and Toby Walsh, editors, Handbook of Satisfiability,
Second Edition, volume 336 of Frontiers in Artificial Intelligence and Applications, chapter 24,
pages 929–991. IOS Press, 2021. doi:10.3233/FAIA201008.

5 Tomás Balyo, Armin Biere, Markus Iser, and Carsten Sinz. SAT Race 2015. Artificial
Intelligence, 241:45–65, 2016. doi:10.1016/j.artint.2016.08.007.

6 Jeremias Berg, Fahiem Bacchus, and Alex Poole. Abstract cores in implicit hitting set
MaxSat solving. In Luca Pulina and Martina Seidl, editors, Theory and Applications of
Satisfiability Testing - SAT 2020 - 23rd International Conference, Alghero, Italy, July 3-
10, 2020, Proceedings, volume 12178 of Lecture Notes in Computer Science, pages 277–294.
Springer, 2020. doi:10.1007/978-3-030-51825-7_20.

7 Alessandro Cimatti, Alberto Griggio, Bastiaan Joost Schaafsma, and Roberto Sebastiani. A
modular approach to MaxSAT modulo theories. In Matti Järvisalo and Allen Van Gelder,
editors, Theory and Applications of Satisfiability Testing - SAT 2013 - 16th International
Conference, Helsinki, Finland, July 8-12, 2013, Proceedings, volume 7962 of Lecture Notes in
Computer Science, pages 150–165. Springer, 2013. doi:10.1007/978-3-642-39071-5_12.

http://ijcai.org/Abstract/15/379
http://ijcai.org/Abstract/15/046
http://ijcai.org/Abstract/15/046
https://doi.org/10.1007/978-3-319-66158-2_41
https://doi.org/10.3233/FAIA201008
https://doi.org/10.1016/j.artint.2016.08.007
https://doi.org/10.1007/978-3-030-51825-7_20
https://doi.org/10.1007/978-3-642-39071-5_12


A. Niskanen, J. Berg, and M. Järvisalo 14:17

8 Jessica Davies and Fahiem Bacchus. Solving MAXSAT by solving a sequence of simpler SAT
instances. In Jimmy Ho-Man Lee, editor, Principles and Practice of Constraint Programming
- CP 2011 - 17th International Conference, CP 2011, Perugia, Italy, September 12-16, 2011,
Proceedings, volume 6876 of Lecture Notes in Computer Science, pages 225–239. Springer,
2011. doi:10.1007/978-3-642-23786-7_19.

9 Jessica Davies and Fahiem Bacchus. Postponing optimization to speed up MAXSAT solving.
In Christian Schulte, editor, Principles and Practice of Constraint Programming - 19th
International Conference, CP 2013, Uppsala, Sweden, September 16-20, 2013, Proceedings,
volume 8124 of Lecture Notes in Computer Science, pages 247–262. Springer, 2013. doi:
10.1007/978-3-642-40627-0_21.

10 Emir Demirovic. SAT-based approaches for the general high school timetabling problem.
In Carles Sierra, editor, Proceedings of the Twenty-Sixth International Joint Conference on
Artificial Intelligence, IJCAI 2017, Melbourne, Australia, August 19-25, 2017, pages 5175–5176.
ijcai.org, 2017. doi:10.24963/ijcai.2017/747.

11 Bruno Dutertre. An empirical evaluation of SAT solvers on bit-vector problems. In François
Bobot and Tjark Weber, editors, Proceedings of the 18th International Workshop on Satis-
fiability Modulo Theories co-located with the 10th International Joint Conference on Auto-
mated Reasoning (IJCAR 2020), Online (initially located in Paris, France), July 5-6, 2020,
volume 2854 of CEUR Workshop Proceedings, pages 15–25. CEUR-WS.org, 2020. URL:
http://ceur-ws.org/Vol-2854/paper1.pdf.

12 Niklas Eén and Niklas Sörensson. Temporal induction by incremental SAT solving. Electronic
Notes in Theoretical Computer Science, 89(4):543–560, 2003. doi:10.1016/S1571-0661(05)
82542-3.

13 Katalin Fazekas, Armin Biere, and Christoph Scholl. Incremental inprocessing in SAT solving.
In Mikolás Janota and Inês Lynce, editors, Theory and Applications of Satisfiability Testing
- SAT 2019 - 22nd International Conference, SAT 2019, Lisbon, Portugal, July 9-12, 2019,
Proceedings, volume 11628 of Lecture Notes in Computer Science, pages 136–154. Springer,
2019. doi:10.1007/978-3-030-24258-9_9.

14 Zhaohui Fu and Sharad Malik. On solving the partial MAX-SAT problem. In Armin Biere
and Carla P. Gomes, editors, Theory and Applications of Satisfiability Testing - SAT 2006, 9th
International Conference, Seattle, WA, USA, August 12-15, 2006, Proceedings, volume 4121 of
Lecture Notes in Computer Science, pages 252–265. Springer, 2006. doi:10.1007/11814948_25.

15 Hao Hu, Mohamed Siala, Emmanuel Hebrard, and Marie-José Huguet. Learning optimal
decision trees with MaxSAT and its integration in AdaBoost. In Christian Bessiere, editor,
Proceedings of the Twenty-Ninth International Joint Conference on Artificial Intelligence,
IJCAI 2020, pages 1170–1176. ijcai.org, 2020. doi:10.24963/ijcai.2020/163.

16 Alexey Ignatiev, António Morgado, and João Marques-Silva. RC2: an efficient MaxSAT
solver. Journal on Satisfiability, Boolean Modeling and Computation, 11(1):53–64, 2019.
doi:10.3233/SAT190116.

17 Miyuki Koshimura, Hidetomo Nabeshima, Hiroshi Fujita, and Ryuzo Hasegawa. Minimal
model generation with respect to an atom set. In Nicolas Peltier and Viorica Sofronie-
Stokkermans, editors, Proceedings of the 7th International Workshop on First-Order Theorem
Proving, FTP 2009, Oslo, Norway, July 6-7, 2009, volume 556 of CEUR Workshop Proceedings.
CEUR-WS.org, 2009. URL: http://ceur-ws.org/Vol-556/paper06.pdf.

18 Alexandre Lemos, Pedro T. Monteiro, and Inês Lynce. Minimal perturbation in university
timetabling with maximum satisfiability. In Emmanuel Hebrard and Nysret Musliu, editors,
Integration of Constraint Programming, Artificial Intelligence, and Operations Research -
17th International Conference, CPAIOR 2020, Vienna, Austria, September 21-24, 2020,
Proceedings, volume 12296 of Lecture Notes in Computer Science, pages 317–333. Springer,
2020. doi:10.1007/978-3-030-58942-4_21.

SAT 2022

https://doi.org/10.1007/978-3-642-23786-7_19
https://doi.org/10.1007/978-3-642-40627-0_21
https://doi.org/10.1007/978-3-642-40627-0_21
https://doi.org/10.24963/ijcai.2017/747
http://ceur-ws.org/Vol-2854/paper1.pdf
https://doi.org/10.1016/S1571-0661(05)82542-3
https://doi.org/10.1016/S1571-0661(05)82542-3
https://doi.org/10.1007/978-3-030-24258-9_9
https://doi.org/10.1007/11814948_25
https://doi.org/10.24963/ijcai.2020/163
https://doi.org/10.3233/SAT190116
http://ceur-ws.org/Vol-556/paper06.pdf
https://doi.org/10.1007/978-3-030-58942-4_21


14:18 Incremental Maximum Satisfiability

19 Florian Lonsing and Uwe Egly. Evaluating QBF solvers: Quantifier alternations matter. In
John N. Hooker, editor, Principles and Practice of Constraint Programming - 24th International
Conference, CP 2018, Lille, France, August 27-31, 2018, Proceedings, volume 11008 of Lecture
Notes in Computer Science, pages 276–294. Springer, 2018. doi:10.1007/978-3-319-98334-9_
19.

20 Ravi Mangal, Xin Zhang, Aditya Kamath, Aditya V. Nori, and Mayur Naik. Scaling relational
inference using proofs and refutations. In Dale Schuurmans and Michael P. Wellman, editors,
Proceedings of the Thirtieth AAAI Conference on Artificial Intelligence, February 12-17, 2016,
Phoenix, Arizona, USA, pages 3278–3286. AAAI Press, 2016. URL: http://www.aaai.org/
ocs/index.php/AAAI/AAAI16/paper/view/12466.

21 Ravi Mangal, Xin Zhang, Aditya V. Nori, and Mayur Naik. Volt: A lazy grounding framework
for solving very large MaxSAT instances. In Marijn Heule and Sean A. Weaver, editors, Theory
and Applications of Satisfiability Testing - SAT 2015 - 18th International Conference, Austin,
TX, USA, September 24-27, 2015, Proceedings, volume 9340 of Lecture Notes in Computer
Science, pages 299–306. Springer, 2015. doi:10.1007/978-3-319-24318-4_22.

22 Joao Marques-Silva, Ines Lynce, and Sharad Malik. Conflict-driven clause learning SAT solvers.
In Handbook of Satisfiability, volume 336 of Frontiers in Artificial Intelligence and Applications,
chapter 4, pages 133–182. IOS Press, 2021. doi:10.3233/FAIA200987.

23 Ruben Martins, Saurabh Joshi, Vasco M. Manquinho, and Inês Lynce. Incremental cardinality
constraints for MaxSAT. In Barry O’Sullivan, editor, Principles and Practice of Constraint
Programming - 20th International Conference, CP 2014, Lyon, France, September 8-12, 2014,
Proceedings, volume 8656 of Lecture Notes in Computer Science, pages 531–548. Springer,
2014. doi:10.1007/978-3-319-10428-7_39.

24 Ruben Martins, Saurabh Joshi, Vasco M. Manquinho, and Inês Lynce. On using incremental
encodings in unsatisfiability-based MaxSAT solving. Journal on Satisfiability, Boolean Modeling
and Computation, 9(1):59–81, 2014. doi:10.3233/sat190102.

25 Ruben Martins, Vasco M. Manquinho, and Inês Lynce. Open-WBO: A modular MaxSAT
solver. In Carsten Sinz and Uwe Egly, editors, Theory and Applications of Satisfiability Testing
- SAT 2014 - 17th International Conference, Held as Part of the Vienna Summer of Logic,
VSL 2014, Vienna, Austria, July 14-17, 2014, Proceedings, volume 8561 of Lecture Notes in
Computer Science, pages 438–445. Springer, 2014. doi:10.1007/978-3-319-09284-3_33.

26 Nina Narodytska and Fahiem Bacchus. Maximum satisfiability using core-guided MaxSAT
resolution. In Carla E. Brodley and Peter Stone, editors, Proceedings of the Twenty-Eighth
AAAI Conference on Artificial Intelligence, July 27 -31, 2014, Québec City, Québec, Canada,
pages 2717–2723. AAAI Press, 2014. URL: http://www.aaai.org/ocs/index.php/AAAI/
AAAI14/paper/view/8513.

27 Andreas Niskanen, Jeremias Berg, and Matti Järvisalo. Enabling incrementality in the
implicit hitting set approach to MaxSAT under changing weights. In Laurent D. Michel,
editor, 27th International Conference on Principles and Practice of Constraint Programming,
CP 2021, Montpellier, France (Virtual Conference), October 25-29, 2021, volume 210 of
LIPIcs, pages 44:1–44:19. Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2021. doi:
10.4230/LIPIcs.CP.2021.44.

28 Andreas Niskanen and Matti Järvisalo. Strong refinements for hard problems in argumentation
dynamics. In Giuseppe De Giacomo, Alejandro Catalá, Bistra Dilkina, Michela Milano, Senén
Barro, Alberto Bugarín, and Jérôme Lang, editors, ECAI 2020 - 24th European Conference
on Artificial Intelligence, 29 August-8 September 2020, Santiago de Compostela, Spain, August
29 - September 8, 2020 - Including 10th Conference on Prestigious Applications of Artificial
Intelligence (PAIS 2020), volume 325 of Frontiers in Artificial Intelligence and Applications,
pages 841–848. IOS Press, 2020. doi:10.3233/FAIA200174.

https://doi.org/10.1007/978-3-319-98334-9_19
https://doi.org/10.1007/978-3-319-98334-9_19
http://www.aaai.org/ocs/index.php/AAAI/AAAI16/paper/view/12466
http://www.aaai.org/ocs/index.php/AAAI/AAAI16/paper/view/12466
https://doi.org/10.1007/978-3-319-24318-4_22
https://doi.org/10.3233/FAIA200987
https://doi.org/10.1007/978-3-319-10428-7_39
https://doi.org/10.3233/sat190102
https://doi.org/10.1007/978-3-319-09284-3_33
http://www.aaai.org/ocs/index.php/AAAI/AAAI14/paper/view/8513
http://www.aaai.org/ocs/index.php/AAAI/AAAI14/paper/view/8513
https://doi.org/10.4230/LIPIcs.CP.2021.44
https://doi.org/10.4230/LIPIcs.CP.2021.44
https://doi.org/10.3233/FAIA200174


A. Niskanen, J. Berg, and M. Järvisalo 14:19

29 Tobias Paxian, Sven Reimer, and Bernd Becker. Dynamic polynomial watchdog encoding
for solving weighted MaxSAT. In Olaf Beyersdorff and Christoph M. Wintersteiger, editors,
Theory and Applications of Satisfiability Testing - SAT 2018 - 21st International Conference,
SAT 2018, Held as Part of the Federated Logic Conference, FloC 2018, Oxford, UK, July 9-12,
2018, Proceedings, volume 10929 of Lecture Notes in Computer Science, pages 37–53. Springer,
2018. doi:10.1007/978-3-319-94144-8_3.

30 Matthew Richardson and Pedro M. Domingos. Markov logic networks. Machine Learning,
62(1-2):107–136, 2006. doi:10.1007/s10994-006-5833-1.

31 Paul Saikko, Jeremias Berg, and Matti Järvisalo. LMHS: A SAT-IP hybrid MaxSAT solver.
In Nadia Creignou and Daniel Le Berre, editors, Theory and Applications of Satisfiability
Testing - SAT 2016 - 19th International Conference, Bordeaux, France, July 5-8, 2016,
Proceedings, volume 9710 of Lecture Notes in Computer Science, pages 539–546. Springer,
2016. doi:10.1007/978-3-319-40970-2_34.

32 Xujie Si, Xin Zhang, Vasco M. Manquinho, Mikolás Janota, Alexey Ignatiev, and Mayur
Naik. On incremental core-guided MaxSAT solving. In Michel Rueher, editor, Principles and
Practice of Constraint Programming - 22nd International Conference, CP 2016, Toulouse,
France, September 5-9, 2016, Proceedings, volume 9892 of Lecture Notes in Computer Science,
pages 473–482. Springer, 2016. doi:10.1007/978-3-319-44953-1_30.

33 Xin Zhang, Ravi Mangal, Aditya V. Nori, and Mayur Naik. Query-guided maximum
satisfiability. In Rastislav Bodík and Rupak Majumdar, editors, Proceedings of the 43rd
Annual ACM SIGPLAN-SIGACT Symposium on Principles of Programming Languages,
POPL 2016, St. Petersburg, FL, USA, January 20 - 22, 2016, pages 109–122. ACM, 2016.
doi:10.1145/2837614.2837658.

SAT 2022

https://doi.org/10.1007/978-3-319-94144-8_3
https://doi.org/10.1007/s10994-006-5833-1
https://doi.org/10.1007/978-3-319-40970-2_34
https://doi.org/10.1007/978-3-319-44953-1_30
https://doi.org/10.1145/2837614.2837658




Weighted Model Counting with Twin-Width
Robert Ganian #

Algorithms and Complexity Group, TU Wien, Austria

Filip Pokrývka #

Masaryk University, Brno, Czech Republic

André Schidler #

Algorithms and Complexity Group, TU Wien, Austria

Kirill Simonov #

Algorithms and Complexity Group, TU Wien, Austria

Stefan Szeider #

Algorithms and Complexity Group, TU Wien, Austria

Abstract
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is fixed-parameter tractable when parameterized by the certified signed twin-width of F plus k.
We show that this result is tight: it is neither possible to drop the bound k nor use the vanilla
twin-width instead if one wishes to retain fixed-parameter tractability, even for the easier problem
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signed twin-width on various classes of CNF formulas.
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1 Introduction

In many cases, it is not sufficient to determine whether a propositional formula is satisfiable,
but we also need to determine the number of models. This Model Counting problem
arises in several areas of artificial intelligence, among others in the context of probabilistic
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reasoning [1,14,25], and is often studied in a weighted setting, where each literal has a weight
and each model contributes a weight that is equal to the product of the weights of its literals.
Here, we will go a step further and consider a natural generalization of these problems called
Bounded-ones Weighted Model Counting (BWMC), where we are additionally provided a
bound k on the input and are only asked to count models with at most k literals sets to true.

Model Counting is known to be #P-complete already when all variables have the
weight 1 [27] and remains #P-hard even for monotone 2CNF formulas and Horn 2CNF
formulas [20]. Hence standard syntactical restrictions do not suffice to achieve tractability,
not even for this restricted case of BWMC.

A more successful approach for tackling model counting problems is based on structural
restrictions, which focus on exploiting the interactions between variables and/or clauses by
considering suitable graph representations of the input formula. The two most popular graph
representations used in this context are the primal graph and the incidence graph1 (sometimes
called the variable interaction and variable-clause interaction graphs, respectively) [23].
Typically, one aims at identifying structural properties of these graphs – measured by an
integer parameter k – which can be exploited to obtain so-called fixed-parameter algorithms
for a considered problem, which are algorithms whose worst-case running time is upper-
bounded by f(k) · nO(1) for some computable function f and inputs of size n. Within the
broader context of parameterized complexity theory [6, 8], we then say that the problem is
fixed-parameter tractable w.r.t. the considered parameter(s).

The arguably most classical results that arise from this “parameterized” approach to
propositional satisfiability and Model Counting are the fixed-parameter algorithms w.r.t.
the treewidth of the primal and incidence graphs [15,22,23]. These were then followed by
the fixed-parameter tractability of the problem w.r.t. the signed clique-width [10] and signed
rank-width [12], as well as other results which combine structural restrictions with syntactic
ones [13]; all of these results can be seen as a push in the overarching aim of identifying the
“broadest,” i.e., most general properties of graphs that suffice for fixed-parameter tractability.
It is worth noting that all of these algorithmic results can be adapted to also solve BWMC.

Recently, Bonnet et al. [5] discovered a fundamental graph parameter called twin-width
that is based on a novel type of graph decomposition called a contraction sequence. They
showed that bounded twin-width generalizes many previously known graph classes for which
first-order model checking (an important meta-problem in computational logic) is tractable;
most notably, it is upper-bounded on graphs of bounded clique-width as well as on planar
graphs [5]. In this sense, it provides a “common generalization” of both of these (otherwise
very diverse) notions. In spite of its recent introduction, twin-width has already become the
topic of extensive research [2–4,9].

Contributions. With this paper, we embark on investigating the utilization of twin-width
for the propositional satisfiability problem (SAT) and, more generally, BWMC. We begin
by noting that, similarly to the case of clique-width, it is impossible to exploit the “vanilla”
notion of twin-width, even for SAT. Indeed, as will become clear in Section 5, neither
BWMC nor SAT is fixed-parameter tractable when parameterized by the vanilla twin-width
of their primal or incidence graph representations. Hence, inspired by previous work on SAT
using clique-width [10] and rank-width [12], we develop a notion of signed twin-width of
CNF formulas that is based on the incidence graph representation along with new bipartite
contraction sequences.

1 Definitions are provided in Section 2.
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As our main algorithmic result, we establish the following:

▶ Theorem 1. BWMC is fixed-parameter tractable when parameterized by k plus the
twin-width of a signed contraction sequence provided on the input.

We show that this result is essentially tight in the sense that to retain fixed-parameter
tractability, it is neither possible to replace the use of “signed” twin-width with vanilla
twin-width as introduced by Bonnet et al. [5], nor use the primal graph representation, nor
drop k as a parameter. Our results are summarized in Table 1.

Table 1 Overview of results. The fixed-parameter tractability applies to BWMC, while all lower
bounds hold already for the problem of deciding whether a model exists.

Signed twin-width Vanilla twin-width Primal twin-width

k is parameter FPT (Theorem 1) W[1]-hard (Pr. 13) W[2]-hard (Pr. 10)
k is unrestricted paraNP-hard (Pr. 11) paraNP-hard (Pr. 11) paraNP-hard (Pr. 11)

Apart from establishing our main algorithmic result and the accompanying lower bounds
highlighted above, we also prove that incidence graphs of bounded signed twin-width are
a strictly more general class than both planar incidence graphs and incidence graphs of
bounded signed clique-width. In fact, for the latter case, our proof also yields an improved
bound on the vanilla twin-width for graphs of bounded clique-width compared to that of
Bonnet et al. [5].

We complement our theoretical findings with a brief experimental evaluation, where
we compare the signed clique-width, signed twin-width, and treewidth of CNF formulas.
For this comparison, we utilize SAT encodings that determine the exact value of these
parameters [16,18,24,26]. For signed twin-width, we had to adapt the respective encoding to
signed graphs and used the bipartiteness of the incidence graph to compute larger instances
than would be possible with the plain encoding. Surprisingly, even though the signed twin-
width could, in theory, be (at most a constant factor) larger than both treewidth and signed
clique-width, in all of the experiments, it turned out to be smaller than these two other
parameters.
Statements where proofs are provided in the full version are marked with ⋆.

2 Preliminaries

We assume a basic knowledge of common notions used in graph theory [7]. For an integer
n > 0 we denote the set {1, . . . , n} by [n]. All graphs considered in this paper are simple.
For two vertices u, v ∈ V (G) we denote by uv the edge with endpoints u and v.

Following the terminology of [5], we call the following operation a contraction of two
vertices u and v: introduce a new vertex w into the graph whose neighborhood consists
of all the neighbors of u and v, and remove u and v from the graph. This definition of a
contraction is distinguished from the more commonly used term “edge contraction” that
corresponds to the same operation but requires u and v to be adjacent.

Satisfiability and Weighted Model Counting. We consider propositional formulas in
conjunctive normal form (CNF), represented as sets of clauses over a variable set var. That
is, a literal is a (propositional) variable x or a negated variable x, a clause is a finite set of
literals not containing a complementary pair x and x, and a formula is a finite set of clauses.
We use var(F ) to denote the variables of F .
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A truth assignment (or assignment, for short) is a mapping τ : X → {0, 1} defined on
some set X of variables in a formula F . We extend τ to literals by setting τ(x) = 1 − τ(x)
for x ∈ X. An assignment τ : X → {0, 1} satisfies a formula F if every clause of F contains
a literal z such that τ(z) = 1. A truth assignment τ : var(F ) → {0, 1} that satisfies F is a
model of F , and let M(F ) be the set of all models of F .

Let w be a weight function that maps each literal of F to a real. The weight of an
assignment τ is the product over the weights of its literals, i.e., w(τ) =

(
Πv∈τ−1(1)(w(v)

)
·(

Πv∈τ−1(0)(w(¬v)
))

. Another property of assignments that will be useful for our con-
siderations is the number of variables set to 1 by the assignment, which we define as
ones(τ) = |τ−1(1)|. Our main problem of interest is defined as follows:

Bounded-ones Weighted Model Counting (BWMC)

Input: A formula F with a weight function w and an integer k.
Task: Compute

∑
π∈M(F ) ∧ ones(π)≤k

w(π).

We note that the Weighted Model Counting problem precisely corresponds to
BWMC when we set k = |var(F )| and to Model Counting when we additionally also set
each literal to a weight of one. When describing our lower bounds, it will also be useful to
consider a simpler decision problem called Bounded-ones SAT (BSAT), which takes as
input a formula F and integer k and asks whether the formula admits a satisfying assignment
with at most k variables set to 1. In other words, BSAT is the restriction of BWMC to the
case where each literal has a weight of one and where we only need to decide whether the
output is ≥ 1 or 0; this problem precisely corresponds to SAT when we set k = |var(F )|.

The (signed) incidence graph of F , denoted here by GF , is an edge-labeled graph defined
as follows: V (GF ) = F ∪var(F ) and E(GF ) = {ab | a ∈ F ∧b ∈ var(F )∧{b, b}∩a ̸= ∅}. The
edge set is partitioned into the set of positive edges E+(GF ) = {ab | a ∈ F ∧b ∈ var(F )∧b ∈ a}
and the set of negative edges E−(GF ) = {ab | a ∈ F ∧ b ∈ var(F ) ∧ b ∈ a}. We will later
also use the primal graph of F for comparison; the vertex set of the primal graph is the set
of all variables, and two variables a, b are connected by an edge if and only if there is at least
one clause containing literals of both variables.

Twin-width. Twin-width was introduced by Bonnet, Kim, Thomassé, and Watrigant [5];
in what follows, we recall the basic concepts and notations introduced there. A trigraph is
defined by a triple (V (G), E(G), R(G)) where E(G) and R(G) are both sets of edges with
endpoints in V (G), called (usual) black edges and red edges. We call G a d-trigraph if the
maximum degree in a subgraph induced by R(G) is at most d. A trigraph is red-connected if
it is connected and remains connected after removing all black edges.

For a trigraph G and vertices u, v ∈ V (G), we define the trigraph G/u, v obtained
by contracting u, v into a single vertex w. Specifically, V (G/u, v) = V (G) \ {u, v} ∪ {w},
G − {u, v} = G/u, v − {w}, and the edges incident to w are as follows: for a vertex
x ∈ V (G/u, v) \ {w},

wx ∈ E(G/u, v) if and only if ux ∈ E(G) and vx ∈ E(G),
wx /∈ E(G/u, v) ∪ R(G/u, v) if and only if ux /∈ E(G) ∪ R(G) and vx /∈ E(G) ∪ R(G),
wx ∈ R(G/u, v) otherwise.

We say that G/u, v is a contraction of G, and if both are d-trigraphs, G/u, v is a d-contraction
of G. A graph G is d-collapsible if there exists a sequence of d-contractions that contracts G

to a single vertex. The minimum d for which G is d-collapsible is the twin-width of G, denoted
tww(G).
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Signed Clique-Width and Clique-Width Expressions. In Section 3 we draw connections
between twin-width and signed clique-width, and here we introduce the basic definitions for
the latter. For a positive integer k, we let a k-graph be a graph whose vertices are labeled by
[k]. For convenience, we consider a graph to be a k-graph with all vertices labeled by 1. We
call the k-graph consisting of exactly one vertex v (say, labeled by i) an initial k-graph and
denote it by i(v).

The (signed) clique-width of a signed graph G is the smallest integer k such that G can
be constructed from initial k-graphs by means of iterative application of the following four
operations:
1. Disjoint union (denoted by ⊕);
2. Relabeling: changing all labels i to j (denoted by ρi→j);
3. Positive edge insertion: adding positive edges from each vertex labeled by i to each vertex

labeled by j (i ̸= j; denoted by η+
i,j);

4. Negative edge insertion: adding negative edges from each vertex labeled by i to each
vertex labeled by j (i ̸= j; denoted by η−

i,j).
A construction of a k-graph G using the above operations can be represented by an algebraic
term composed of ⊕, pi→j , η+

i,j and η−
i,j (where i ̸= j and i, j ∈ [k]). Such a term is called

a k-expression defining G, and we often view it as a tree with each node labeled with the
appropriate operation. Conversely, we call the k-graph that arises from a k-expression its
evaluation. The clique-width of a signed graph G is the smallest integer k such that G can
be defined by a k-expression, which we then also call a clique-width expression of G.

Parameterized Complexity. Next, we give a brief and rather informal review of the most
important concepts of parameterized complexity. For an in-depth treatment of the subject,
we refer the reader to other sources [6, 8, 11,17,23]. (⋆)

The instances of a parameterized problem can be considered as pairs (I, k) where I is
the main part of the instance and k is the parameter of the instance; the latter is usually a
non-negative integer. A parameterized problem is fixed-parameter tractable (FPT) if instances
(I, k) of size n (with respect to some reasonable encoding) can be solved in time f(k)nc

where f is a computable function and c is a constant independent of k. Such algorithms are
called fixed-parameter algorithms.

All our lower bounds will be obtained already for the simpler BSAT problem, allowing
us to restrict our attention to decision problems. Since this is NP-complete, the strongest
form of parameterized intractability one can establish for a parameterization of BSAT is
paraNP-hardness, which means that the parameterized problem remains NP-hard even for
a fixed constant value of the considered parameter. A weaker notion of intractability is
provided by the complexity classes W[1] or W[2]; while W[2] is believed to be a superclass
of W[1], both W[1]-hardness and W[2]-hardness exclude fixed-parameter tractability under
well-established complexity assumptions [6]. It is perhaps worth noting that the whole
W-hierarchy (which contains the complexity classes W[1], W[2],. . . ,W[P]) is itself defined
through a weighted satisfiability problem that is similar in spirit to BSAT [8].

3 The Twin-Width of Signed Graphs

Motivated by the incidence graph of a formula, we define a signed graph to be a graph G

distinguishing two sets of edges E+(G) and E−(G) (positive and negative edges) over
the same set of vertices V (G). We assume these two sets of edges to be disjoint, i.e.,
E+(G) ∩ E−(G) = ∅, so each pair of vertices u, v ∈ V (G) is either positively-adjacent,
negatively-adjacent or non-adjacent. A signed graph G is bipartite if the set of vertices V (G)
can be partitioned into two independent sets.
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We now proceed to define the twin-width for signed graphs based on contractions,
analogously to how twin-width is defined for graphs [5] defines. First, we have to incorporate
red edges in a signed graph, representing “errors” that were created during contractions. Let
G be a signed trigraph which contains, in addition to E+(G) and E−(G), an additional set
R(G) of edges called the red edges. A signed trigraph G′ is a contraction of G if there exist
vertices u, v ∈ V (G) and a vertex w ∈ V (G′) such that G \ {u, v} = G′ \ {w} and all vertices
x ∈ V (G′) \ {w} satisfy the following:

wx is a positive edge if both ux and vx are positive,
wx is a negative edge if both ux and vx are negative,
w and x are non-adjacent if u and x are non-adjacent and v and x are non-adjacent,
otherwise, wx is a red edge.

A contraction sequence of a signed graph G is a sequence of signed trigraphs G =
Gn, Gn−1, . . . , G1 = K1, where Gi has i vertices and Gi is a contraction of Gi+1. A
contraction sequence of a signed graph G is called a d-sequence if each vertex in each signed
graph of the sequence has red degree at most d. The twin-width of a signed graph is the
minimal such d over all contraction sequences of G; we call this the signed twin-width of G.
Later on, it will also be useful to compare this signed twin-width to the twin-width of the
underlying unsigned graph for G; to avoid any ambiguities, we refer to this parameter as the
unsigned twin-width of G.

One useful way of viewing the contraction sequence is through vertex partitions. Let
G be a signed graph, and consider a partition V ′ of V (G). Intuitively, each set of vertices
X ∈ V ′ corresponds to a vertex in the contracted graph that represents vertices in V (G)
that were contracted into X. The set of positive, negative, and red edges over V ′ is then
defined as follows.

X, Y ∈ V ′ are positively-adjacent, if each vertex x ∈ X is positively-adjacent to each
vertex y ∈ Y .
X, Y ∈ V ′ are negatively-adjacent, if each vertex x ∈ X is negatively-adjacent to each
vertex y ∈ Y .
X, Y ∈ V ′ are non-adjacent, if each vertex x ∈ X is non-adjacent to each vertex y ∈ Y .
X, Y ∈ V ′ are red-adjacent otherwise.

In this way, each signed graph Gi in a contraction sequence of G can be treated as a
vertex partition of V (G), where each vertex v ∈ V (Gi) is a subset of vertices of V (G) that
were contracted into v.

Bipartite contraction sequences. In this section we define bipartite sequences of contrac-
tions, which are a core feature in the definition of the signed twin-width of formulas. In this
context, they are helpful as they allow us to keep variable and clause vertices separate.

▶ Definition 2. Let G be a bipartite graph with vertex partition A, B ⊆ V (G), A ∩ B = ∅,
A ∪ B = V (G). A d-sequence of G is a bipartite d-sequence of G, if each contraction in the
sequence contracts two vertices from the same part (either A or B).

Observe that each graph in a bipartite d-sequence is bipartite and a bipartite d-sequence
of maximal length ends with G2, where we can no longer contract. At this point, we can
formalize our parameter of interest:

▶ Definition 3. For a formula F with signed incidence graph G, let the signed twin-width
of F be the minimal d such that G has a bipartite d-sequence ending in a two-vertex graph.
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Below, we show that the restriction to bipartite contraction sequences is not only natural
in the context of incidence graph representations of formulas but also “essentially harmless”
in terms of the parameter’s behavior.

▶ Lemma 4. Let G be a bipartite signed graph G and G = Gn, . . . , G1 be a d-sequence. Then
a bipartite (d + 2)-sequence G = G′

n, . . . , G′
2 can be computed in linear time.

Proof. Suppose G = Gn, Gn−1, . . . , G1 = K1 is a d-sequence of n-vertex bipartite graph G,
with vertex partition A, B. Each vertex u of Gi is a set of vertices u(G) of Gn that contracted
into u. Consider the following algorithm which constructs a bipartite (d + 2)-sequence G′

i

along with a mapping m of indices between these sequences, which is necessary due to the
fact that there will not be a one-to-one correspondence between trigraphs in sequence G′

and in G; m will map the index j of the trigraph we are currently processing in G′ to a
corresponding index i in G.

Initially, we set G′
n = Gn. For each Gi starting with i := n − 1 and ending with i := 1,

denote w the newly created vertex in Gi and u, v the vertices of Gi+1 that contracted to w.
The set of vertices w(G) can be split into wA = w(G) ∩ A and wB = w(G) ∩ B, and the sets
uA, uB , vA, vB are defined analogously. We can proceed depending on the number of empty
sets among uA, uB , vA, vB .

Two sets are empty. Then both u and v belong to one part. If they are in the same
part, it is safe to contract them as w is also contained in one part. We append G′

j to the
contraction sequence, set m(j) = i, and proceed to the next trigraph by decrementing
both i and j. Otherwise a contraction is not possible; we do not change the sequence of
G′ but continue processing the next graph in G, decrement i.
One set is empty. Without loss of generality, assume vB is the empty set (if not, swap
the labels between u, v or A, B). In this case, we construct the graph G′

j where uA, vA

have been contracted and append it to G′, set m(j) = i, and proceed to the next trigraph
by decrementing both i and j.
All four sets are non-empty. We call this operation a double step, since two contractions
are required. Firstly, we contract the A-parts (uA and vA) to construct a first trigraph
G′

j . We add this trigraph to the sequence G′, set m(j) = i and decrement j. Next, we
proceed analogously for the new value of j: we contract the B-parts (uB and vB), add
this new trigraph to the sequence G′, and once again set m(j) = i. Finally, we proceed
to the next trigraph by decrementing both i and j.

Obviously, the time complexity of the algorithm described above is linear; we merely
process the input sequence and at each graph in the sequence we add either zero, one or two
graphs into the output sequence.

What remains to be shown is that G′ is a bipartite (d + 2)-sequence. First, it is obviously
a bipartite sequence, since at each step we contracted only A-parts and B-parts of vertices
being contracted in sequence of G, and since G1 is single vertex x, G′

2 contains two vertices
xA and xB . Next, we turn our attention to the red degrees.

▷ Claim 5. Let j ∈ [n] such that m(j) ̸= m(j − 1) (i.e., G′
j is not an intermediate graph in a

double step). Let x ∈ V (Gm(j)) be a vertex in a trigraph in the original sequence. Then xA

has red degree at most d in G′
j \ xB , and conversely xB has red degree at most d in G′

j \ xA.

Proof. We prove the claim for xA only, since the situation for xB is fully symmetrical.
Suppose xA has red degree more than d in G′

j \ xB. This means that there are at least
d + 1 vertices in the B-part of G′

j \ xB that are red-adjacent to xA (there are no red edges
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inside the A-part and inside the B-part). Each vertex bi in the red neighborhood of xA is
then a B-part of some vertex of Gm(j); let us denote these vertices as ui. Now, each ui is
red-adjacent to x in Gm(j), because bi is a red neighbor of xA, and by contracting more
vertices with xA and ui, the red edge does not disappear. That makes the red-degree of x at
least d + 1 in Gm(j), which contradicts the input sequence of G being a d-sequence. ◁

As an immediate corollary of Claim 5, we obtain unless G′
j is an intermediate graph in a

double step, all vertices in G′
j have red degree at most d + 1.

It remains to check intermediate graphs produced in the middle of double steps. In this
case, there are two contractions in the sequence G′, while there is a single corresponding
contraction in G. Thus, it might happen that after the first contraction in the A-part, we
introduce a new red edge to a vertex that will be contracted in the second contraction in the
B-part. For all other vertices, Claim 5 applies analogously. Furthermore, the same argument
also upper-bounds the red degree of the vertices in the A-part that are being contracted, but
here we must consider the graph G′

j \ {uB , vB} which yields a total upper-bound of d + 2 on
all red degrees in G′. ◀

We remark that twin-width also admits a more general definition over matrices, where its
definition on graphs coincides with the use of the matrix definition on the adjacency matrix
of the graph [5]. In this context, the signed twin-width of a formula F could equivalently be
stated as the twin-width of a “signed” bipartite adjacency matrix of the (signed) incidence
graph, where the edge labels in the graph are represented as different values in the matrix.

Comparison to Existing Measures. Bonnet et al. [5] showed that any proper minor-closed
graph class has bounded twin-width. Therefore, in particular, planar graphs and graphs of
bounded genus have bounded twin-width. While, strictly speaking, this result considers only
graphs and not signed graphs, the subsequent work [2] provides a way to lift these bounds to
signed graphs. (⋆)

▶ Proposition 6 (Corollary of Theorem 10 [5] and Theorem 12 [2]). Let G be a signed graph
and G′ be the corresponding unsigned graph. If G′ has twin-width d and does not contain
Kt,t as a subgraph then the signed twin-width of G is at most 22O(dt) .

▶ Corollary 7. The class of all planar signed graphs has bounded signed twin-width.

However, in the above it is crucial that the graph class in question is sparse. For arbitrary
graphs one should not expect to derive a signed twin-width bound from a twin-width bound
of the unsigned graph. For example, cliques have bounded twin-width, but by assigning signs
to edges of the clique one may obtain an arbitrary binary structure. On the other hand, the
bounds on twin-width based on other width measures can be extended to bounds on signed
twin-width based on a signed version of the corresponding width measure. In what follows
we show that bounded signed clique-width implies bounded signed twin-width.

▶ Proposition 8 (⋆). Let a graph G have a clique-width of d. Then G has a twin-width
of at most 2d. Moreover, if G is a signed graph with a signed clique-width of d, the signed
twin-width of G is at most 2d.

Proof Sketch. We process the clique-width expression in a leaves-to-root fashion, during
which we maintain the following invariant: all the vertices in the subexpression that have
the same label are contracted into a single vertex. Thus, after processing each operation,
the subexpression corresponds to at most d vertices in the current graph in the contraction
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sequence, and no edges that go from the vertices of the subexpression to the outside, are red.
Originally, no vertices are contracted, and by the time the whole expression is processed all
vertices are contracted into one. It now remains to consider the three types of operations.

In an edge insertion node, no contractions occur as no vertices change labels. Moreover,
the edges introduced correspond to exactly one edge in the current contraction sequence
graph, and that edge is black since only vertices that have the same label were contracted
together. In a relabeling node i → j, we contract the vertices that represent labels i and j in
the current subexpression. No outside edges become red as afterwards in the expression these
vertices are treated identically, and inside the subexpression there are at most d vertices,
thus the red degree in the subgraph corresponding to the subexpression does not exceed d.
Finally, in a disjoint union node, we consecutively contract the vertices corresponding to
the same label in the two disjoint parts. Analogously to the previous case, no outside edges
become red. Since the whole subexpression corresponds to at most 2d vertices at this point,
the red degree is at most 2d in each of the intermediate graphs. ◀

Moreover, twin-width strictly dominates clique-width: for example, the n × n grid has
constant twin-width, but unbounded clique-width as n grows [5]. The same holds for signed
versions: signed clique-width clearly remains unbounded while the twin-width bound of
Bonnet et al. [5] holds irrespectively of edge signs.

▶ Proposition 9 (Theorem 4, [5]). For every positive integers d and n, the d-dimensional
n-grid has twin-width at most 3d. The same holds for the signed twin-width of any orientation
of the grid.

Proof. It suffices to observe that [5] shows the bound for the case where all edges of the
grid are red, thus the bound immediately transfers to grids with black edges where signs are
arbitrary. ◀

In fact, even mim-width – a more general parameter than clique-width – is unbounded
on n × n grids. In general, however, twin-width and mim-width are incomparable as, e.g.,
interval graphs have mim-width one and unbounded twin-width [2]. While mim-width has
also been used to solve variants of SAT [21], it does not yield fixed-parameter algorithms for
these problems.

4 Fixed-Parameter Algorithm for BWMC Parameterized by
Twin-Width

For a formula F with signed incidence graph G, recall that the signed twin-width of F

be the minimal red degree over all bipartite contraction sequences of G. This section is
dedicated to our main technical contribution, which is a fixed-parameter algorithm for WMC
parameterized by k plus the signed twin-width of the input formula. We note that since a
fixed-parameter algorithm for computing contraction sequences is not yet known, we will
adopt the assumption that such a sequence is provided in advance.

▶ Theorem 1. BWMC is fixed-parameter tractable when parameterized by k plus the
twin-width of a signed contraction sequence provided on the input.

Proof Sketch. We begin by invoking Lemma 4 on the input sequence, which constructs a
signed bipartite (tww(G) + 2)-sequence Gn, . . . , G2 of G in linear time. The core of the proof
will be a dynamic programming procedure which will proceed along this sequence where, on
a high level, for each graph Gi we will compute a record that will allow us to provide an
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output for the WMC problem once we reach G2. To this end, we will dynamically compute
records for Gn, Gn−1,. . . , G2. Our records will consist of a mapping from so-called profiles
to reals, where each profile will correspond to a set of assignments of var(F ) which “behave
the same” on the level of Gi.

Formally, a profile for a signed trigraph Gi is a tuple of the form (T, P, M, ℓ, Q), where:
T ⊆ V (Gi) that induce a red-connected subgraph of Gi of size at most k(d2 + 1),
partitioned into Tcla ⊆ Vcla(Gi) and Tvar ⊆ Vvar(Gi),
P ⊆ Tvar where |P | ≤ k,
M ⊆ P ,
ℓ ≤ k, and
Q ⊆ Tcla.

Intuitively, our records will only need to store information about parts of Gi which are
red-connected subgraphs, since – as we will see later – the uniformity of black edges allows
us to deal with them without dynamic programming. Furthermore, since the number of
“ones” is bounded by k, it will suffice to store information only about local parts of each
red-connected subgraph, and for each such subgraph we will consider a separate T . For
each fixed T , we will then keep track of all possible variable-vertices in Tvar where positive
assignments occur (via P ), which of these also contain negative assignments (via M), how
many ones we have used up so far in this choice of T (via ℓ), and which clause-vertices in
Tcla are already satisfied by variables in Tvar (via Q).

To formalize this intuition, we will use the notion of realizability. Consider a profile
(T, P, M, ℓ, Q) of Gi, and let ST

var be the set of all variables in Vvar(Gn) which are contracted
to Tvar, similarly let ST

cla be the set of all clauses in Vcla(Gn) which are contracted to Tcla.
We say that (T, P, M, ℓ, Q) is realizable by an assignment ν of ST

var if and only if:
R1 for each vertex u ∈ P , at least one variable v ∈ V (Gn) collapses to u and ν(v) = 1,
R2 for each vertex u ∈ M , at least one variable v ∈ V (Gn) collapses to u and ν(v) = 0,
R3 for each vertex u ∈ P \ M all variables v ∈ V (Gn) collapsing to u satisfy ν(v) = 1,
R4 exactly ℓ variables v ∈ ST

var satisfy ν(v) = 1.
R5 if c ∈ Q, then every clause of ST

cla collapsing to clause-vertex c is satisfied by ν.
R6 if c /∈ Q, then at least one clause of ST

cla collapsing to c is unsatisfied by ν.

For each Gi, let Profiles(Gi) be the set of all profiles of Gi. For each profile τ =
(T, P, M, ℓ, Q) ∈ Profiles(Gi), let α(τ) = {ν : ST

var → {0, 1} | τ is realizable by ν} be the
set of all assignments which are, intuitively, captured by this profile. Next, we will use w(τ)
to denote the sum of the weights of all these assignments; formally, w(τ) =

∑
ν∈α(τ) w(ν).

Then the record for Gi, denoted RGi , is the mapping Profiles(Gi) → R which maps each
profile τ ∈ Profiles(Gi) to w(τ).

Denote t = k(d2 + 1) as an upper-bound of |T |. We start by upper-bounding the
size of the records. Specifically, we show that |Profiles(Gi)| ≤ si where si is defined as
i(d2t−2 + 1)

(
t
k

)
2k+t(k + 1). Using [3, Lemma 8], the number of possible red-connected sets

T , where T ⊆ V (Gi) and |T | ≤ t is upper-bounded by i(d2t−2 + 1). There are at most
(

t
k

)
possible choices for the set P since |P | ≤ k and P ⊆ Tvar ⊆ T . Since M ⊆ P , there are 2k

possible choices of M . For ℓ, we have k + 1 possibilities because 0 ≤ ℓ ≤ k. For the last
component Q, there are at most 2t possible choices since Q ⊆ Tcla ⊆ T .

Moreover, for Gn we can construct RGn
as follows: for each v ∈ Vvar(Gn), we will have

two profiles ({v}, {v}, ∅, 1, ∅) and ({v}, ∅, ∅, 0, ∅), while for each v ∈ Vcla(Gn) we will have
a single profile ({v}, ∅, ∅, 0, ∅). The first two profiles will be mapped to w({v 7→ 1}) and
w({v 7→ 0}), respectively, while the last profile will be mapped to 0.
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Once we obtain the record for G2, we can output the solution for the WMC instance as
follows. First, we observe that if G2 does not contain a red edge, then every variable in the
input formula F occurs in every clause of F in the same way, which implies that |cla(F )| ≤ 1
and the instance is trivial. So, without loss of generality we can assume that G2 contains
a red edge, and let Profiles′(G2) be the restriction of Profiles(G2) to tuples where the
first component T contains precisely two vertices. From the definition of the records, it now
follows that

∑
π∈M(F ) ∧ ones(π)≤k w(π) =

∑
τ∈Profiles′(G2) RG2(τ).

It remains to show how to compute w(τ) for each profile τ = (T, P, M, ℓ, Q) of Gi

assuming that the record for profiles in Gi+1 is already computed. There are two possible
cases, depending whether Gi is the result of contracting clause vertices or variable vertices
of Gi+1. In both cases, denote by x, y ∈ V (Gi+1) the vertices that are contracted into
z ∈ V (Gi). Let τ = (T, P, M, l, Q) be a profile for Gi+1. If z ̸∈ T then τ is also a valid profile
for Gi+1, and we conclude by setting RGi

(τ) = RGi+1(τ) = w(τ). Thus, in the following we
assume that z ∈ T .

Let T1, . . . , Tm be the red-connected components of (T \ {z}) ∪ {x, y} in Gi+1. Note that
m ≤ d + 2 since each component contains either x, y, or a red neighbor of z. First, let us
observe that one of the following two cases must occur: either for every Tj obtained for the
current choice of T it holds that |Tj | ≤ k(d2 + 1) (which we call the Standard Case), or
|T | = k(d2 + 1) and m = 1 and T1 = T \ {z} ∪ {x, y} (referred to as the Large-Profile Case).

The Standard Case. Here, for each Tj there is at least one and at most
(|Tj |

k

)
2k+|Tj |(k + 1)-

many profiles in Profiles(Gi+1), and we branch over all such profiles for each Tj . We obtain
a set of profiles τ1, . . . , τm where for each j ∈ [m], τj = (Tj , Pj , Mj , ℓj , Qj) is a profile of
Gi+1 as |Tj | ≤ k(d2 + 1). We only proceed if the following consistency conditions between τ

and τ1, . . . , τm hold. First, we state conditions that are defined outside of x, y, z.
CC1 P \ {z} =

⋃m
i=1 Pj \ {x, y}.

CC2 M \ {z} =
⋃m

i=1 Mj \ {x, y}.
CC3 ℓ =

∑m
i=1 ℓj .

CC4 Q \ {z} = (
⋃m

j=1 Qj \ {x, y}) ∪ B, where B is the set of clauses in Tcla \ {z} satisfied by
Tvar \ {z} ∪ {x, y} via a black edge in Gi+1. Specifically, a clause c ∈ Tcla \ {z} belongs
to B if there is a variable v ∈

⋃m
j=1 Pj such that vc ∈ E+(Gi+1), or there is a variable

v ∈
⋃m

j=1(Tj)var \ (P \ M) such that vc ∈ E−(Gi+1).
Moreover, we put special conditions depending on the type of the contraction that obtained
Gi. Recall that since we consider only bipartite contraction sequences, x, y, z are all vertices
of the same type, either variables or clauses. Let a, b ∈ [m] be such that x ∈ Ta, y ∈ Tb (a
and b are not necessarily distinct).
CC5 If x, y, z are variable vertices, z ∈ P \ M if and only if x ∈ Pa \ Ma and y ∈ Pb \ Mb;

z /∈ P if and only if x /∈ Pa and y /∈ Pb; otherwise z ∈ M .
CC6 If x, y, z are clause vertices, z ∈ Q if and only if x ∈ Qa or is satisfied by Tvar via a

black edge in Gi+1, and y ∈ Qb or is satisfied by Tvar via a black edge in Gi+1.
We say that τ1, . . . , τm are consistent with τ if T1, . . . , Tm are defined as above, and all of
CC1–6 hold. Finally, we set

RGi(τ) =
∑

τ1,...,τm

consistent with τ

m∏
j=1

w(τj). (1)

Since for each i ∈ [m], w(τj) is already computed in RGi+1(τj), we can indeed compute the
sum above.
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The Large-Profile Case. Here, we do not have profiles on T1 in Profiles(Gi+1), as
|T1| = |T | + 1 > k(d2 + 1). However, we can compute the record for τ using suitable profiles
for Gi+1 of smaller size. We elaborate below.

We branch over the choice of a “profile” τ1 = (T1, P1, M1, ℓ1, Q1) consistent with τ .
(Strictly speaking, a profile must have smaller size, but the consistency conditions are defined
irrespectively of that.) It is easy to see that there are only constantly many consistent
profiles as it only remains to determine how the vertices x and y belong to the sets P1, M1
(if variables are contracted) or Q1 (if clauses are contracted). Let v be the vertex with the
maximum distance over the red edges from the set P1 in T1. By this choice, T ′ = T1 \ {v}
remains red-connected. We consider profiles of Gi+1 of the form (T ′, P1, M1, ℓ, Q′), where Q′

is one of the suitable subsets of Q1 \ {v} that will be specified later.
If v is a clause vertex, we only consider Q′ = Q1 \ {v}. We check whether v is satisfied by

a black positive edge from P1, or by a negative black edge from T ′
var \ (P1 \ M1), or by a red

edge. In the latter case, we check explicitly whether variables that are contracted into the
red neighborhood of v satisfy all clauses contracted to v when set to zero. Next, we check
whether all clauses of v are satisfied if and only if v ∈ Q1. If this equivalence holds, we add
to RGi(τ) the value RGi+1(τ ′), where τ ′ = (T ′, P, M, ℓ, Q \ {v}). If the checks above fail for
all τ1, then the profile τ is not realizable.

If v is a variable vertex, we go through all possible subsets Q′ ⊆ Q1 and check whether
the profile τ ′ = (T ′, P, M, ℓ, Q′) is realizable. If so, then we also check whether all clauses in
Q1 \ Q′ are satisfied and all clauses not in Q1 are not satisfied by setting the variables of v

to 0. If all conditions hold, we add RGi+1(τ ′) to RGi(τ) computed so far.
At this point, it remains to argue the correctness of the computation in both cases (⋆)

and provide the claimed bound on the running time.

Running time. The number of profiles for Gi is bounded by si, and si ≤ sn. Let t = k(d2+1)
be the upper bound on the size of a profile. To compute the record for a single profile in Gi,
we iterate through all possible tuples of consistent profiles.In the Large-Profile Case, we need
to perform checks over all vertices contracted to a clause or a variable vertex, which can be
done in time O(n2). This could happen at most O(2t) times, since we might iterate through
all possible subsets of Q in the profile. Thus we obtain the upper bound of O(2tn2) for
processing a single profile. In the Standard Case, the number of tuples of consistent profiles
is upper-bounded by f(k, d) =

(
t+1

k

)
· 2k+t+1 · (k + 1)d+2. This holds since T1, . . . , Tm is

fixed for a particular profile τ of Gi, and it only remains to decide the sets Pj , Mj , Qj , and
the values ℓj . There are at most

(
t+1

k

)
choices for all sets Pj as all of the profiles are disjoint

and contain at most t + 1 vertices, and at most k of them can belong to any of Pj in total.
After fixing Pj , there are at most 2k choices for the sets Mj as for each j ∈ [m], Mj ⊂ Pj .
At most 2t+1 choices exist for deciding which clauses be part of the sets Qj . Finally, for each
j ∈ [m], 0 ≤ ℓj ≤ k, so the number of choices for ℓj is upper-bounded by (k + 1)d+2.

Hence, RGi
can be computed in time O(si · (f(k, d) + 2tn2)) = O(sn · (f(k, d) + 2tn2)).

Since the length of the contraction sequence is n − 2 ≤ n, this results in the overall running
time bound of O(n · sn · (f(k, d) + 2tn2)) = n4 · dO(kd2). ◀

5 Tightness

In this section, we show that our main result (Theorem 1) is tight, in the sense that it is not
possible to strengthen any of the parameterizations if one wishes to retain fixed-parameter
tractability. Our hardness results even hold for BSAT, which merely asks whether a given
CNF formula has a satisfying assignment that sets at most k variables to True.
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1. BWMC parameterized by k plus the twin-width of the primal graph is W[2]-hard
(Proposition 10).

2. BWMC parameterized by the signed twin-width alone is paraNP-hard (Proposition 11).
3. BWMC parameterized by k plus the unsigned twin-width is W[1]-hard (Proposition 13).

The proofs of these claims are provided in the full version.

▶ Proposition 10 (⋆). BSAT (and hence BWMC) parameterized by k is W[2]-hard, even
when restricted to formulas whose primal graphs have twin-width zero and even assuming
that an optimal contraction sequence is provided on the input.

▶ Proposition 11 (⋆). BSAT (and hence BWMC) parameterized by the signed twin-width
is paraNP-hard, even assuming that an optimal bipartite contraction sequence is provided on
the input. The same also holds if we replace the signed twin-width with the vanilla twin-width
of the incidence graph (i.e., where signs are ignored), or the twin-width of the primal graph.

To establish the third claim, we first show that an edge subdivision of a clique has twin-
width bounded by the size of the original clique. Note that we do not assume any additional
properties of this subdivision – each edge could be subdivided an arbitrary number of times.
We remark that this result provides an upper bound that complement the asymptotic lower
bounds developed in earlier work on twin-width [2, Section 6].

▶ Lemma 12 (⋆). Let d ≥ 2 and G be a graph obtained by an arbitrary sequence of subdivisions
of the edges in the complete graph Kd. Then the twin-width of G is at most d − 1.

▶ Proposition 13. BSAT (and hence BWMC) is W[1]-hard when parameterized by k plus
the twin-width of the incidence graph, even assuming that an optimal contraction sequence
for the incidence graph is provided on the input.

Proof. A graph G is balanced d-partite if V (G) is the disjoint union of d sets V1, . . . , Vd, each
of the same size, such that no edge of G has both endpoints in the same set Vi. The following
problem is well-known to be W[1]-complete when parameterized by d [19].

Partitioned Clique
Input: A balanced d-partite graph G.
Question: Does G have a d-clique?

Let G be a balanced d-partite graph for d ≥ 2 with d-partition V1, . . . , Vd. We write
Vi = {vi

1, . . . , vi
n}, for 1 ≤ i ≤ d. We construct a CNF formula F which has a satisfying

assignment that sets ≤ d variables to true if and only if G has a d-clique. As the variables of
F we take the vertices of G. F consists of d + |E(G)| many clauses: For each 1 ≤ i ≤ d we
add the clause Ci = Vi, which asserts that at least one variable from each set Vi must be set
to true. Each satisfying assignment that sets at most d variables to true will therefore set
exactly one variable from each Vi to true, 1 ≤ i ≤ d. For each pair of vertices u, v with u ∈ Vi

and v ∈ Vj and uv /∈ E(G) we add the clause Cu,v = (Vi \ {u}) ∪ (Vj \ {v}) ∪ {¬u, ¬v}},
which asserts that for each satisfying assignment that sets at most d variables to true, cannot
set u and v to true if uv /∈ E(G). We conclude that, indeed F has a satisfying assignment
that sets ≤ d variables to true if and only if G has a d-clique.

It remains to show that the twin-width of the (unsigned) incidence graph I of F is
bounded by a function of d. We observe that each set Vi and each set Fi,j = { Cu,v | u ∈
Vi, v ∈ Vj , uv /∈ E(G) } is a module of I. Hence we can contract each of these modules into a
single vertex, obtaining a new graph I ′ which is a subdivision of Kd. By Lemma 12, I ′ has
(signed) twin-width at most d − 1. ◀
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6 Experiments

In our experiments, we compute the signed twin-width, signed clique-width, and treewidth of
several SAT instances generated with the tool CNFGen2 and 100 instances from the uniform
random benchmark set uf20-91 3. We used the respective SAT-encodings [16, 18, 24, 26]
to compute the widths for the instances. Signed clique-width and treewidth were chosen
because of being prominent and general examples of structural parameters which yield the
fixed-parameter tractability of SAT and model counting [23].

We adapted the encoding for twin-width to signed graphs of formulas and added an
improvement that can compute the signed twin-width of formulas with larger incidence
graphs. In particular, the SAT encoding uses variables and clauses to represent all possible
contraction steps. With bipartite contraction sequences, it is possible to reduce the total
number of admissible steps significantly. On a high level, we observed a significant performance
improvement due to not needing to consider all possible contraction steps.

We used two types of instances in our experiments: hard instances from proof complexity
and random k-SAT instances. We generated all families of formulas available with CNFGen
such that the resulting signed graph had at most 125 vertices. Where available, we varied the
parameters to see how the widths develop with the change in the parameter. We generated
most of the random k-SAT instances with CNFGen; all of these instances use 15 variables
and a varying number of literals per clause and clauses. For each choice of parameters, we
generated 10 different instances and report the average. Apart from our generated instances,
we use the publicized instance set uf20-91, which contains 1000 random 3-SAT instances
with 20 variables and 91 clauses, of which we randomly selected 100 instances.

Table 2 shows the results of our experiments. For signed twin-width, we start from a
greedy upper bound and can therefore provide an upper bound whenever we cannot compute
or verify the exact value of signed twin-width.

The results show that the signed twin-width never exceeds the treewidth. Interestingly, it
turned out that computing the signed clique-width using the best known SAT-encoding [18]
is much harder than computing the signed twin-width. Therefore, we can compare the two
widths only on very few instances, and the signed twin-width is smaller on all these instances.

7 Concluding Remarks

We have provided an exhaustive investigation of how twin-width can be used in SAT solving
and model counting and have developed the notion of signed twin-width for formulas. Our
complexity-theoretic results follow up on the classical line of research that investigates the
complexity of SAT and its extensions from the viewpoint of variable-clause interactions. On
the empirical side, we have computed the exact signed twin-width of several formulas and
compared these values to those of treewidth and signed clique-width.

In future work, it would be interesting to investigate whether there is a structural
parameter that generalizes signed clique-width and can yield fixed-parameter algorithms for
SAT alone; in the case of twin-width, we show that this is not possible (Proposition 11).
Moreover, while the fixed-parameter tractability established in Theorem 1 should be viewed
as a classification result, it would be interesting to see whether the ideas developed there
could be used to inspire improvements to existing heuristics for SAT.

2 https://massimolauria.net/cnfgen/
3 https://www.cs.ubc.ca/~hoos/SATLIB/benchm.html

https://massimolauria.net/cnfgen/
https://www.cs.ubc.ca/~hoos/SATLIB/benchm.html
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Table 2 Experimental results comparing signed twin-width (tww), signed clique-width (cw) and
treewidth (tw). Random instances are named such that the first number is the number of variables,
the second the number of literals per clause, and the third the number of clauses. For random
instances, each row represents a set of 10 generated instances. Signed twin-width values marked
with an * are only an upper bound.

Instance |V | |E| Signed tww Signed cw tw

P
ro

of
C

om
pl

ex
ity

cliquecolor5 130 225 *6.0 - -
count4 22 36 3.0 7.0 4.0
count5 45 80 4.0 - 7.0
count6 81 150 *5.0 - 10.0
matching4 22 36 3.0 7.0 4.0
matching5 45 80 4.0 - 7.0
matching6 81 150 *5.0 - 10.0
order4 46 96 5.0 - 9.0
order5 95 220 *7.0 - -
parity5 45 80 4.0 - 7.0
parity6 81 150 *5.0 - 10.0
parity7 133 252 *6.0 - -
pidgeon4 34 48 4.0 6.0 4.0
pidgeon5 65 100 *4.0 - 5.0
subsetcard9 121 252 *6.0 - -
tseitin9 90 288 4.0 - 7.0
tseitin10 100 320 4.0 - 9.0
tseitin11 110 352 4.0 - 7.0

k
-R

an
do

m

uf15_2_15 28.0 30.0 *3.0 4.0 2.0
uf15_2_30 45.0 60.0 *3.8 6.2 4.0
uf15_2_45 60.0 90.0 *4.0 - 6.3
uf15_2_65 80.0 130.0 *4.2 - 7.6
uf15_2_80 95.0 160.0 *5.0 - 8.5
uf15_2_95 110.0 190.0 *5.0 - 9.4
uf15_2_110 125.0 220.0 *5.0 - 9.8
uf15_3_15 30.0 45.0 3.4 7.1 4.9
uf15_3_30 45.0 90.0 *4.9 - 8.0
uf15_3_45 60.0 135.0 *5.0 - 10.0
uf15_3_65 80.0 195.0 *6.0 - 11.5
uf15_3_80 95.0 240.0 *7.0 - 11.7
uf15_3_95 110.0 285.0 *7.0 - 12.5
uf15_3_110 125.0 330.0 *7.2 - 12.5
uf15_5_15 30.0 75.0 5.0 11.4 9.6
uf15_5_30 45.0 150.0 6.9 - 12.3
uf15_5_45 60.0 225.0 *7.9 - 13.2
uf15_5_65 80.0 325.0 *9.0 - 13.8
uf15_5_80 95.0 400.0 *9.3 - 14.0
uf15_5_95 110.0 475.0 *10.0 - 14.0
uf15_5_110 125.0 550.0 *10.0 - 14.0
uf15_7_15 30.0 105.0 6.0 14.1 12.6
uf15_7_30 45.0 210.0 8.0 - 13.8
uf15_7_45 60.0 315.0 *9.0 - 14.0
uf15_7_65 80.0 455.0 *10.0 - 14.0
uf15_7_80 95.0 560.0 *11.0 - 14.0
uf15_7_95 110.0 665.0 *11.0 - 14.0
uf15_7_110 125.0 770.0 *11.5 - 14.0
uf15_10_15 30.0 150.0 6.7 15.3 13.9
uf15_10_30 45.0 300.0 9.0 - 14.0
uf15_10_45 60.0 450.0 *10.0 - 14.0
uf15_10_65 80.0 650.0 *11.0 - 14.0
uf15_10_80 95.0 800.0 *12.0 - 14.0
uf15_10_95 110.0 950.0 *12.0 - 14.0
uf15_10_110 125.0 1100.0 *12.0 - 14.0
uf20_3_91 111.0 273.0 *7.7 - 14.5
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1 Introduction

Boolean satisfiability (SAT) solving has witnessed striking improvements over the last couple
of decades, starting with the introduction of conflict-driven clause learning (CDCL) [44, 48],
and this has led to a wide range of applications including large-scale problems in both
academia and industry [9]. The conflict-driven paradigm has also been successfully exported
to other areas such as maximum satisfiability (MaxSAT), pseudo-Boolean (PB) solving,
constraint programming (CP), and mixed integer linear programming (MIP). As modern
combinatorial solvers are used to attack ever more challenging problems, and employ ever
more sophisticated heuristics and optimizations to do so, the question arises whether we can
trust the results they produce. Sadly, it is well documented that state-of-the-art CP and
MIP solvers can return incorrect solutions [1, 17, 29]. For SAT solvers, however, analogous
problems [11] have been successfully addressed by the introduction of proof logging, requiring
that solvers should be certifying [46] in the sense that they output machine-verifiable proofs
of their claims that can be verified by a stand-alone proof checker.

A number of different proof logging formats have been developed for SAT solving, including
RUP [34, 58], TraceCheck [8], DRAT [35, 36, 62], GRIT [19], and LRAT [18]. Since 2013
the SAT competitions [56] require solvers to be certifying, with DRAT established as the
standard format. It would be highly desirable to have such proof logging also for stronger
combinatorial solving paradigms, but while methods such as DRAT are extremely powerful
in theory, the limitation to a clausal format makes it hard to capture more advanced forms
of reasoning in a succinct way. A more fundamental concern is that it is not clear how
these proof logging methods should deal with input that is not presented in conjunctive
normal form (CNF). One way to address this problem could be to allow extensions to the
DRAT format [2], but another approach pursued in recent years is to develop stronger proof
logging methods based on more expressive formalisms such as binary decision diagrams [4],
algebraic reasoning [39, 40, 41, 53], pseudo-Boolean reasoning [26, 31, 32], and integer linear
programming [15, 24].

Our Contribution. In this work, we consider the use of CDCL for pseudo-Boolean solving,
where the pseudo-Boolean input (i.e., a 0-1 integer linear program) is translated to CNF
and passed to a SAT solver, as pioneered in MiniSat+ [23]. The two solvers NaPS [49, 55]
and Open-WBO [50, 45] using this approach were among the top performers in the latest
pseudo-Boolean evaluation [52]. While DRAT proof logging can certify unsatisfiability of the
translated formula, it cannot prove correctness of the translation, not only since there is no
known method of carrying out PB reasoning efficiently in DRAT (except for constraints with
small coefficients [13]), but also, and more fundamentally, because the input is not in CNF.

We demonstrate how to instead use the cutting planes proof method [16], enhanced with
a rule for introducing extension variables [33], to show that the CNF formula resulting from
the translation can be derived from the original pseudo-Boolean constraints. Since this
method is a strict extension of DRAT , we can combine the proof for the translation with
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Figure 1 Proof logging workflow for pseudo-Boolean solving (our contribution in blue boldface).

the SAT solver DRAT proof log (with appropriate syntactic modifications). In this way we
achieve end-to-end verification of the pseudo-Boolean solving process using the proof checker
VeriPB [60], as illustrated in Figure 1.

One challenge when certifying PB-to-CNF translations is that there are many different
ways of encoding pseudo-Boolean constraints into CNF (as catalogued in, e.g., [51]), and
it is time-consuming (and error-prone) to code up proof logging for every single encoding.
However, many of the encodings can be understood as first designing a circuit to evaluate
whether the PB constraint is satisfied, and then writing down a CNF formula enforcing the
computation of this circuit. An important part of our contribution is that we develop a
general proof logging method for a wide class of such circuits. The pseudo-Boolean format
used for proof logging makes it easy to derive 0-1 linear inequalities describing the circuit
computations, and once this has been done the clauses in the CNF translation can simply
be obtained by so-called reverse unit propagation (RUP) [34, 58], obviating the need for
complicated syntactic proofs. We have applied this method to the sequential counter [57],
totalizer [3], generalized totalizer [38] and binary adder network [23, 61] encodings, and report
results from an empirical evaluation.

We note that a stronger result would be to certify equivalence of the original pseudo-
Boolean formula F and the translated CNF formula F ′, in the sense that (a) any satisfying
assignment α to F could be extended to an assignment α′ also to the new variables introduced
during translation that would satisfy F ′, and that (b) any satisfying assignment α′ to F ′ also
satisfies F . The tools we develop can reach this more ambitious goal in principle, but since
some additional technical problems arise along the way we have to leave this as future work.

Outline of This Paper. After discussing preliminaries in Section 2, we illustrate our method
for the sequential counter encoding in Section 3. Section 4 presents the general framework,
and we discuss how to apply it to adder networks in Section 5 (but due to space constraints,
most of the details, and all discussion of the totalizer and generalized totalizer encodings,
are deferred to Appendices A and B.) We report data from our experimental evaluation in
Section 6 and conclude with a discussion of some directions for future research in Section 7.

2 Preliminaries

Let us start with a review of some standard material that can also be found in, e.g., [14, 33].
A literal ℓ over a Boolean variable x is x itself or its negation x, where variables can be
assigned values 0 (false) or 1 (true), so that x = 1− x. For notational convenience, we
define x

.= x (where we use .= to denote syntactic equality). We write [n] = {1, 2, . . . , n} to
denote the n first positive integers, and sometimes write x⃗ = {xi | i ∈ [n]} to denote a set
of variables, where the size n of the set understood from context (or is not important). A
pseudo-Boolean (PB) constraint is a 0-1 linear inequality

C
.=

∑
iaiℓi ≥ A , (1)

SAT 2022
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which without loss of generality we always assume to be in normalized form [5]; i.e., all
literals ℓi are over distinct variables and the coefficients ai and the degree (of falsity) A are
non-negative integers. The normalized form of the negation of the pseudo-Boolean constraint
C in (1) is the constraint

¬C
.=

∑
iaiℓi ≥

∑
iai −A + 1 (2)

(encoding that the sum of the coefficients of falsified literals in C is so large that coefficients of
satisfied literals can contribute at most A− 1). We use equality constraints C

.=
∑

iaiℓi = A

as syntactic sugar for the pair of inequalities Cgeq .=
∑

iaiℓi ≥ A and C leq .=
∑

i−aiℓi ≥ −A

(with the latter converted to normalized form). We write
∑

iaiℓi ▷◁ A for ▷◁∈ {≥,≤, =}
for constraints that are either inequalities or equalities. A pseudo-Boolean formula is a
conjunction F =

∧
j Cj of PB constraints. A cardinality constraint is a PB constraint with

all coefficients equal to 1. If the degree is also 1, then ℓ1 + · · ·+ ℓk ≥ 1 is equivalent to the
(disjunctive) clause ℓ1∨· · ·∨ℓk, and so CNF formulas are just special cases of pseudo-Boolean
formulas.

A (partial) assignment ρ is a (partial) function from variables to {0, 1}. Applying ρ

to a constraint C as in (1) yields the constraint C↾ρ obtained by substituting values for
all assigned variables, shifting constants to the right-hand side, and adjusting the degree
appropriately, and for a formula F we define F↾ρ=

∧
j Cj↾ρ. The constraint C is satisfied

by ρ if
∑

ρ(ℓi)=1 ai ≥ A (or, equivalently, if the restricted constraint C↾ρ has a non-positive
degree and is thus trivial). An assignment ρ satisfies F

.=
∧

j Cj if it satisfies all Cj , in which
case F is satisfiable. A formula without satisfying assignments is unsatisfiable. Two formulas
are equisatisfiable if they are both satisfiable or both unsatisfiable.

Cutting planes as defined in [16] is a method for iteratively deriving new constraints C

implied by a PB formula F . If C and D are previously derived constraints, or are axiom
constraints in F , then any positive integer linear combination of these constraints can be
derived. (By a linear combination of two equality constraints C and D, we mean the identical
linear combinations of Cgeq and Dgeq and C leq and Dleq, respectively.) We can also add
literal axioms ℓi ≥ 0 to a previously derived constraint. For a constraint

∑
i ai · ℓi ≥ A in

normalized form, we can use division by a positive integer d to derive
∑

i ⌈ai/d⌉ℓi ≥ ⌈A/d⌉,
dividing and rounding up the degree and coefficients, and it is sometimes convenient to also
include a saturation rule deriving

∑
i min{ai, A} · ℓi ≥ A from

∑
i ai · ℓi ≥ A. We remark

that the soundness of the division and saturation rules as stated depends on the constraints
being presented in normalized form.

For PB formulas F , F ′ and constraints C, C ′, we say that F implies or models C, denoted
F |= C, if any assignment satisfying F must also satisfy C, and we write F |= F ′ if F |= C ′

for all C ′ ∈ F ′. It is clear that any collection of constraints F ′ derived (iteratively) from F

by cutting planes are implied in this sense, and cutting planes is an implicationally complete
method in the sense that any implied constraint can also be derived syntactically.

A constraint C is said to unit propagate the literal ℓ under ρ if C↾ρ cannot be satisfied
unless ℓ is set to true. During unit propagation on F under ρ, we extend ρ iteratively by
assignments to any propagated literals until an assignment ρ′ is reached under which no
constraint C ∈ F is propagating, or under which some constraint C propagates a literal that
has already been assigned to the opposite value. The latter scenario is called a conflict, since
ρ′ violates the constraint C in this case. We say that F implies C by reverse unit propagation
(RUP), and that C is a RUP constraint with respect to F , if F ∧ ¬C unit propagates to
conflict under the empty assignment. It is not hard to see that F |= C holds if C is a RUP
constraint, but the opposite direction is not necessarily true.
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(a) Logic circuit of single component. (b) Circuit for 4 input literals counting up to 4.

Figure 2 Circuit representation of the sequential counter encoding.

In addition to deriving constraints C that are implied by F , we will also need a way
of adding so-called redundant constraints D having the property that F and F ∧ D are
equisatisfiable. For this purpose we will use the reification rules – special cases of the
redundance rule in [33] – saying that we can introduce the reified constraints

z ⇒
∑

iaiℓi ≥ A
.= Az +

∑
iaiℓi ≥ A (3a)

z ⇐
∑

iaiℓi ≥ A
.=

(∑
iai −A + 1

)
· z +

∑
iaiℓi ≥

∑
iai −A + 1 (3b)

provided that z is a fresh variable that is not in the formula and has not appeared previously
in the derivation.

A moment of thought reveals that the constraint (3a) says that if z is true, then
∑

iaiℓi ≥ A

has to hold, and this explains the notation z ⇒
∑

i aiℓi ≥ A introduced for this constraint.
In an analogous fashion, the constraint (3b) says that if

∑
iaiℓi ≥ A holds, then z has to be

true. We will write z ⇔
∑

i aiℓi ≥ A for the conjunction of the constraints (3a) and (3b).
Adding such reification constraints preserves equisatisfiability, since any satisfying assignment
to F can be extended by setting the fresh variable z as required to satisfy the implications.

3 Certified CNF Translation Using the Sequential Counter Encoding

To give a concrete illustration of our approach for proving the correctness of translations of
pseudo-Boolean constraints, in this section we consider how to convert cardinality constraints∑n

i=1 ℓi ▷◁ k to CNF using the sequential counter encoding [57]. This encoding is based on a
circuit summing up the input bits one by one, with intermediate variables si,j for i ∈ [n]
and j ∈ [i] evaluating to true if and only if

∑i
t=1 ℓt ≥ j. The variables si,j can be computed

inductively as in Figure 2a by the formula

si,j ↔ ((ℓi ∧ si−1,j−1) ∨ si−1,j) (4)

saying that si,j is true either if the first i− 1 literals add up to j − 1 and the ith literal is
true, or if already the first i − 1 literals add up to j. The circuit constructed in this way,
shown in Figure 2b, can be partitioned into n blocks, where the ith block computes the
variables si,j for j ∈ [i] from the ith input bit ℓi and the variables si−1,j in the previous
block. Identifying such blocks in the circuit is a key component in our method for proving
that the CNF translation is correct.

SAT 2022
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For the sequential counter circuit, we obtain the CNF encoding of the constraint∑n
i=1 ℓi ▷◁ k by translating each component in Figure 2a (as described by Equation (4)) to

the clausal constraints

ℓi + si−1,j−1 + si,j ≥ 1 (5a)
si−1,j + si,j ≥ 1 (5b)

ℓi + si−1,j + si,j ≥ 1 (5c)
si−1,j−1 + si,j ≥ 1 (5d)

for i ∈ [n] and j ∈ [i]. For all i we set si,0 = 1 and simplify, so that constraint (5a) turns
into ℓi + si,1 ≥ 1 and constraint (5d) is satisfied and disappears. We also set si−1,i = 0, so
that (5c) becomes ℓi + si,i ≥ 1 and (5b) is satisfied and disappears.

Once clauses (5a)–(5d) have been generated for all circuit components, we obtain a
greater-than-or-equal-to-k constraint by adding the unit clause sn,k ≥ 1. Analogously,
a less-than-or-equal-to-k constraint is enforced using the clause sn,k+1 ≥ 1. A common
optimization, known as k-simplification, is to omit clauses corresponding to the computation
of variables si,j for j > k + 1, as such variables are not relevant for deciding whether the
cardinality constraint is true or not.

As a preparation for our proof logging discussions, let us study the variables si,j in more
detail, ignoring k-simplification for now. Since si,j is true if and only if

∑i
t=1 ℓt ≥ j holds,

for all i ∈ [n] we should be able to deduce∑i
j=1ℓj =

∑i
j=1si,j . (6)

However, the sequential counter circuit computes the variables si,j in the ith block using
only the variables si−1,j from the previous block and the literal ℓi, and so if we only reason
locally about the ith block what we can derive is the equality

ℓi +
∑i−1

j=1si−1,j =
∑i

j=1si,j . (7)

If we look at the variables on wires entering and exiting the ith block of the circuit, we see
that Equation (7) specifies that the sum of the inputs is equal to the sum of the outputs. If
we represent the circuit in Figure 2b as a graph with every block contracted into a single node
and the literals ℓi in the cardinality constraint collected into another separate node, then
every ith block node has an incoming edge from the literals node and (for i > 1) another edge
from the (i− 1)st block node, and an outgoing edge to the (i + 1)st block node (or, for i = n,
to a special sink node that we can also introduce). If we label the incoming edges by ℓi and∑i−1

j=1 si−1,j and the outgoing edge by
∑i

j=1 si,j , as shown in Figure 3a, then we can view (7)
as saying that for all vertices in the graph the sum of the labels of input edges should be
equal to the sum of the output edge. We will refer to this as a preservation equality. What is
not at all obvious from this particular example, but what we will show in later sections, is
that many CNF translations of pseudo-Boolean constraints can be represented as graphs
with preservation equalities in a similar way, though sometimes with larger coefficients in the
linear combinations of the literals. And, jumping ahead a bit, our main contribution in this
paper is a generic proof logging method that will certify correctness for any CNF encoding
that can be represented in this graph framework with preservation equalities.

To see how such a graph representation might be useful, note that by traversing the
graph and doing a telescoping sum of the preservation equalities for all nodes we can easily
derive (6). From this, in turn, it is clear that a constraint on the input variables

∑n
j=1ℓi ▷◁ k

implies the same constraint on the output variables, and formally this can be obtained by
one final telescoping sum step combining

∑n
j=1ℓi ▷◁ k and

∑n
j=1ℓi =

∑n
j=1sn,j to get
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(a) Graph without k-simplification.

(b) Graph with k-simplification for k = 1.

Figure 3 Graph representation of the sequential counter encoding.

∑n
j=1sn,j ▷◁ k . (8)

Another important property of the variables si,j is that they do not just take any values
satisfying (7), but are ordered – since si,j encodes

∑i
t=1 ℓt ≥ j, it follows that si,j cannot be

true unless also si,j′ is true for all j′ < j. This can be expressed by ordering constraints

si,j ≥ si,j+1 i ∈ [n] , j ∈ [i− 1] , (9)

which are semantically implied by the circuit encoding.
Taking this view of the circuit encoding, the task of certifying the correctness of

the CNF translation becomes surprisingly simple. If we can derive the pseudo-Boolean
constraints (7)–(9), then it can be verified that the clauses of the sequential counter encoding
(i.e., (5a)–(5d) plus sn,k+1 ≥ 1 and/or sn,k ≥ 1) all follow by reverse unit propagation. This
is so since when asserting the clauses to false, the ordering constraints (9) will propagate
enough variables si,j for (7) to be falsified.

To see how to obtain the constraints (7)–(9), note that we already discussed above how
to derive (8) by a telescoping sum over constraints (7), which is straightforward to do with
standard cutting planes rules. To get constraints on the form (7), we can use reification to
define the meaning of the variables si,j by constraints

si,j ⇔ ℓi +
∑i−1

j=1si−1,j ≥ j (10)

(with notation as introduced in (3a)–(3b) in Section 2). If we do this in increasing order
for i and j, then si,j is fresh in (10) and so these are valid derivation steps. From the
constraints (10) we can then derive (7) and (9) as illustrated in the next example.

▶ Example 1. Let us consider how to derive the preservation equality

ℓ3 + s2,1 + s2,2 = s3,1 + s3,2 + s3,3 (11)

SAT 2022
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for block 3 in Figure 3a. We want s3,j to be true precisely when ℓ3 + s2,1 + s2,2 ≥ j for
j = 1, 2, 3, and we can enforce this by reification steps as in (10), which results in constraints

s3,1 + ℓ3 + s2,1 + s2,2 ≥ 1 (12a)
2s3,2 + ℓ3 + s2,1 + s2,2 ≥ 2 (12b)
3s3,3 + ℓ3 + s2,1 + s2,2 ≥ 3 (12c)
3s3,1 + ℓ3 + s2,1 + s2,2 ≥ 3 (12d)
2s3,2 + ℓ3 + s2,1 + s2,2 ≥ 2 (12e)
s3,3 + ℓ3 + s2,1 + s2,2 ≥ 1 (12f)

when written out explicitly in pseudo-Boolean form.
By design, the constraints (12a)–(12f) implies (11). By the implicational completeness of

cutting planes there is a derivation of this fact, i.e., of the two pseudo-Boolean inequalities

s3,1 + s3,2 + s3,3 + ℓ3 + s2,1 + s2,2 ≥ 3 (13a)
s3,1 + s3,2 + s3,3 + ℓ3 + s2,1 + s2,2 ≥ 3 (13b)

encoding the equality (11). To construct such a derivation, we first derive (13a) by processing
the constraints (12a)–(12c) in order while maintaining the invariant∑i

j=1s3,j + ℓ3 + s2,1 + s2,2 ≥ i , (14)

where i is the number of processed constraints. We start with (12a), for which the invariant
holds, and add (12b) and divide by 2 to obtain s3,1 + s3,2 + ℓ3 + s2,1 + s2,2 ≥ 2. Multiplying
the latter constraint by 2, adding it to (12c), and finally dividing by 3 results in the
constraint (13a) as desired. The derivation of (13b) is completely analogous, except we
process (12d)–(12f) in reverse order. That is, we first add (12f) and (12e) and divide by 2 to
get s3,1 + s3,2 + ℓ3 + s2,1 + s2,2 ≥ 2, and then multiply this constraint by 2, add to (12d),
and divide by 3 to obtain our target constraint (13b).

For the ordering constraints (9), which in normalized form are written as

s3,j + s3,j+1 ≥ 1 , (15)

we first add (12d) and (12b) to get 3s3,1 + 2s3,2 ≥ 2, which when divided by 3 becomes
s3,1 + s3,2 ≥ 1. In the same way, adding (12e) and (12c) yields 2s3,2 + 3s3,3 ≥ 2, which we
divide by 3 to obtain s3,2 + s3,3 ≥ 1. This concludes our example.

To obtain the encoding with k-simplification, the most naive approach would be to simply
omit the clauses enforcing correct values for the variables si,j that are not used. However,
this could incur a significant overhead in the proof logging when k is small, as we would
always introduce O

(
n2)

intermediate variables instead of the O(kn) variables actually used
in the final encoding. To avoid this overhead, we can introduce “overflow variables” si,k+2
that do not encode that the first i bits sum to k + 2 but instead ensure that the equality

ℓi +
∑k+1

j=1 si−1,j =
∑k+2

j=1 si,j (16)

holds. To maintain the equality of sums over incoming and outcoming edges in our graph
representation, we label the edge to the next block by

∑k+1
j=1 si,j instead of

∑i
j=1 si,j , and

introduce an additional edge going directly to the sink with the label si,k+2 (see Figure 3b).
Note that without the additional variable si,k+2 we could not guarantee equality, as we would
have k + 2 literals on the left-hand side and only k + 1 variables on the right-hand side.
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▶ Example 2. To apply k-simplification for k = 1 to Figure 3a, the output from block 3 to
block 4 should only contain the sum of the two variables s3,1 + s3,2. To preserve equality of
the sums of inputs and outputs, we add an edge from block 3 to the sink labelled s3,3 as in
Figure 3b.

When using k-simplification, we can derive an analogue of (6) by a telescoping sum of all
preservation equalities (16) yielding

∑n
i=1

(
ℓi +

∑k+1
j=1 si−1,j

)
=

∑n
i=1

(∑k+2
j=1 si,j

)
, which

simplifies to
∑n

i=1 ℓi =
∑n

i=1 si,k+2 +
∑k+1

j=1 sn,j .

4 A General Framework for Certifying CNF Translations

As discussed in the introduction, there is a rich selection of encodings of pseudo-Boolean
constraints in CNF. In this section, we develop a unified framework to provide proof logging
for a wide range of different translations. Our approach is to represent encodings as directed
graphs with preservation equalities between the incoming and outgoing edges of each node,
as in our example in Figure 3, so that all clauses in the encoding can be obtained by reverse
unit propagation from (telescoping sums over) these equalities. In this way, the whole proof
logging task is reduced to considering a few generic ways of deriving preservation equalities.
Let us start with a formal definition of the graph representation.

▶ Definition 3 (Arithmetic Graph). Let ai, ci be integers, ℓi Boolean literals, and oi Boolean
variables. An arithmetic graph with input

∑
i aiℓi and output

∑
i cioi is a directed multi-graph

G = (V, E) that satisfies the following conditions:
1. Every edge e ∈ E has a label of the form

∑
i be

i ye
i for each edge e ∈ E, where be

i are
integers and ye

i Boolean variables.
2. There is a unique source node s that has only outgoing edges, and these edges are labelled

by input literals ℓi in such a way that
∑

i aiℓi =
∑

(s,v)=e∈E

∑
i be

i ye
i .

3. There is a unique sink t that has only incoming edges, and these edges are labelled by
output variables oi in such a way that

∑
i cioi =

∑
(v,t)=e∈E

∑
i be

i ye
i .

4. For all other nodes, which we refer to as the inner nodes, the preservation equality∑
(u,v)=e∈E

∑
i

be
i ye

i =
∑

(v,w)=e∈E

∑
i

be
i ye

i , (17)

saying that the sum of the incoming edges equals the sum of the outgoing edges, can be
derived using cutting planes with reification over variables on outgoing edges.

The rest of this section will be devoted to discussing how preservation equalities (17) can
be derived for different types of pseudo-Boolean expressions. Before doing so, let us just
note for the record that if we have an arithmetic graph for an encoding of a pseudo-Boolean
constraint, then by a telescoping argument as in Section 3 we can derive that the same
constraint applies to the output of the graph.

▶ Proposition 4. Given an arithmetic graph with input
∑

i aiℓi and output
∑

i cioi and a PB
constraint

∑
i aiℓi ▷◁ k for ▷◁∈ {≥,≤, =}, we can derive

∑
i cioi ▷◁ k using cutting planes.

Proof. By item 4 in Definition 3, we can derive preservation equalities (17) for all inner
nodes in the graph. By making a graph traversal and adding all these equalities together (i.e.,
adding separately all greater-than-or-equal constraints and all less-than-or-equal constraints,
as explained in Section 2), we obtain

∑
i aiℓi =

∑
i cioi, and combining this with

∑
i aiℓi ▷◁ k

yields
∑

i cioi ▷◁ k as desired. ◀
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Algorithm 1 General algorithm for translating PB constraints to CNF with proof logging.
1: procedure translate_and_certify(C, f, G, F )
2: ▷ input: pseudo-Boolean constraint C of the form

∑n
i=1 aiℓi ▷◁ k, with ▷◁∈ {≥,≤, =}

3: ▷ input: arithmetic graph G = (V, E) with input
∑

i aiℓi and output
∑

i cioi

4: ▷ input: function f that takes a node and derives its preservation equality
5: ▷ input: set of clauses F with CNF encoding to be derived
6: sum constraints f(v) for v ∈ V in topological order to obtain

∑
i aiℓi =

∑
i cioi

7: combine
∑

i aiℓi =
∑

i cioi and C to obtain
∑

i cioi ▷◁ k

8: derive each clause in the CNF encoding F with reverse unit propagation (RUP)

Once the bound on the input literals is translated to a bound on the output variables,
all clauses of the CNF encoding will follow by reverse unit propagation. This results in the
general proof logging method shown in Algorithm 1. Note that the nodes of the graph should
be traversed in topological order when deriving the preservation equalities– this is so that
the variables used in the reification steps are all fresh.

Let us now discuss three different ways of representing values of natural numbers that
are used in preservation equality for inner nodes. Perhaps the most straightforward way to
encode a number j with domain A = {0, 1, . . . , m} ⊆ N0 with Boolean variables is to write j

in unary with variables zi so that j =
∑

i∈[m] zi. In such an encoding we can also require,
using constraints zi ≥ zi+1, that the variables zi are ordered so that zi is true if and only
if j ≥ i. This means that listing the variables in reverse order zm, zm−1, . . . , z1 yields the
number j written in unary (after a prefix of zeros). This is known as the order encoding, and
this type of representation is used in the sequential counter [57] and totalizer [3] encodings.
We can certify the correctness of this encoding as stated in the next proposition (where we
defer all proofs in what follows to Appendix A due to space constraints).

▶ Proposition 5 (Unary Sum). For literals ℓi and fresh variables zi, i ∈ [n], the constraints∑n
i=1ℓi =

∑n
i=1zi (18a)

zi ≥ zi+1 i ∈ [n− 1] (18b)

can be derived in O(n) steps in cutting planes with reification.

A concrete illustration of how these derivations can be done was given in Example 1 (with
ℓ3, s2,1, and s2,2 playing the roles of the literals ℓi and s3,j , j ∈ [3], being the fresh variables).

When encoding the value of a number j that can only take a small number of values in
a large range, it is wasteful to introduce variables for all values in the range. For example,
if j ∈ {0, 50, 75}, then the first 50 variables in a full unary representation are either all
true or all false, but will never take different values. In such cases we can instead use what
we will refer to as a sparse unary encoding, where in our example j ∈ {0, 50, 75} would be
represented as 50 · z50 + 25 · z75, where we enforce z50 ≥ z75. More formally, for a (finite)
domain A ⊆ N0 and variables z⃗ = {zi | i ∈ A ∪ {∞}} we define

sparse(z⃗, A) .=
∑

i∈A\{0}(i− pred(i, A)) · zi , (19a)

where pred(i, A) = max{j ∈ A ∪ {0} | j < i}, and we also use constraints

zi ≥ zsucc(i,A) i ∈ A \ {max (A)} (19b)

to enforce that the variables zi are ordered, where succ(i, A) = min{j ∈ A | j > i}. This
representation is used in the sequential weight counter [37] and generalized totalizer [38]
encodings, and we can certify correctness for it as stated next.
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▶ Proposition 6 (Sparse Unary Sum). Let A, B ⊆ N0 be given with sparse encodings
sparse(x⃗, A) and sparse(y⃗, B) as in (19a)–(19b). Then for E = {i + j | i ∈ A, j ∈ B}
and fresh variables z⃗ we can derive

sparse(x⃗, A) + sparse(y⃗, B) = sparse(z⃗, E) (20a)
zi ≥ zsucc(i,E) i ∈ E \ {max (E)} (20b)

in cutting planes with reification using O(|A| · |B|) steps.

As in the case of the unary sum in Proposition 5, adding the constraints (20a)–(20b)
maintains equisatisfiability, because the fresh variables z⃗ are free to take values so that the
constraints are satisfied. The general idea is again to introduce z⃗ via reification, but the rest
of the proof of Proposition 6 gets a bit more complicated – we have to perform a brute-force
search on the possible combinations of values for A and B, showing that the equality holds
in all cases, and provide a proof log for the correctness of this backtracking search.

If we perform sums repeatedly as in Proposition 6, then the size of the domain can
double in every step in the worst case, leading to an exponential explosion (this happens,
for instance, if all values in the domains are distinct powers of 2). The third encoding we
consider addresses this worst-case scenario by using a binary encoding j =

∑⌊log2(m)⌋
i=0 2i · zi.

To compute the binary representation, it is sufficient – as we will discuss next in Section 5 –
to compose multiple full adders, which compute the sum of up to three input bits, using a
binary adder circuit as described in [23].

▶ Proposition 7. For literals ℓ1, ℓ2, ℓ3 and fresh variables c, s, we can derive the equality

ℓ1 + ℓ2 + ℓ3 = 2c + s (21)

in cutting planes with reification using O(1) steps.

Again, it should be clear that this maintains equisatisfiability, since the carry-out bit c

and sum bit s can be set appropriately. To derive (21) we first reify

c⇔ ℓ1 + ℓ2 + ℓ3 ≥ 2 (22a)
s⇔ ℓ1 + ℓ2 + ℓ3 + 2c ≥ 3 (22b)

and then multiply (22a) by 2, add (22b), and divide the result by 3. To show how this
works for the ⇒-direction of the reification, 2 times (22a) is 4c + 2ℓ1 + 2ℓ2 + 2ℓ3 ≥ 4, adding
3s + ℓ1 + ℓ2 + ℓ3 + 2c ≥ 3 as in (22b) yields 6c + 3s + 3ℓ1 + 3ℓ2 + 3ℓ3 ≥ 7, and dividing by 3
gives us 2c + s + ℓ1 + ℓ2 + ℓ3 ≥ 3 as desired. We refer the reader to [33] for more details.

5 Certifying the Binary Adder Network Encoding

The idea behind the binary adder encoding [23] is to use an adder network to compute the
value of

∑
i aiℓi as a binary number

∑bits
i=0 2ioi, where bits =

⌊
log2(

∑
i ai)

⌋
is the required bit

width, and then compare this to the right-hand side constant in the constraint
∑

i aiℓi ▷◁ k.
To recapitulate the algorithm for adder network construction in [23], let us say that

a 2m-bit is a literal representing the numerical value 2m and that a 2m-bucket is a queue
of 2m-bits. We use [m]2 to denote the binary representation of a natural number m. The
algorithm starts by initializing each 2m-bucket with all literals ℓi in

∑
i aiℓi ▷◁ k such that

the 2m-bit of
[
ai

]
2 is 1. Then for m in increasing order we repeat the following procedure:

While there are at least 2 elements in the 2m-bucket, dequeue three bits x, y, z, or set z = 0 if

SAT 2022
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Algorithm 2 Construction of adder network [23]. Procedure full_adder adds full adder to network.
1: procedure adder_network(b)
2: ▷ input: vector of buckets b

3: for i from 0 to b.size() do
4: while bi.size()≥ 2 do
5: if bi.size() = 2 then
6: (x, y)← bi.dequeue()
7: (c, s)← full_adder(x, y, 0)
8: else
9: (x, y, z)← bi.dequeue()

10: (c, s)← full_adder(x, y, z)
11: bi.enqueue(s)
12: bi+1.enqueue(c)

source

Adder

Adder Adder Adder

sink

20-bit 21-bit 22-bit 23-bit

x1 + x3 + x4

x5

s1

s2

2c1

2c2

2s3

4c3

4x1 + 4x2

4s4
8c4

Figure 4 Layout of arithmetic graph for adder network encoding of 5x1 + 4x2 + x3 + x4 + x5.

there are exactly 2 bits left. Use x, y, and z as input for a new full adder with fresh variables
c and s as output (these are just placeholder names), and insert s in the 2m-bucket and c in
the 2m+1-bucket (possibly creating a new bucket). See Algorithm 2 for the pseudocode.

The arithmetic graph is obtained from the adder network by representing each full adder
by a node. Each inner node constructed from a 2m-bucket has 3 input edges with labels
2m · x, 2m · y, and 2m · z and 2 output edges with labels 2m · s and 2m+1 · c. An example for
the PB expression 5x1 + 4x2 + x3 + x4 + x5 is shown in Figure 4. The preservation equality
can be derived using Proposition 7 and multiplying the resulting equality x + y + z = 2c + s

by 2m to obtain 2m · x + 2m · y + 2m · z = 2m+1 · c + 2m · s. When the construction algorithm
ends, each 2m-bucket has at most one 2m-bit left, and we connect the corresponding edges
to the sink, resulting in an output of the form

∑bits
i=0 2i · oi. If the 2i-bucket is empty, oi is

fixed to 0.
Each full adder of the network is encoded to CNF using clauses

x + y + z + s ≥ 1 x + y + z + s ≥ 1
y + z + c ≥ 1 x + y + z + s ≥ 1 y + z + c ≥ 1 x + y + z + s ≥ 1
x + z + c ≥ 1 x + y + z + s ≥ 1 x + z + c ≥ 1 x + y + z + s ≥ 1
x + y + c ≥ 1 x + y + z + s ≥ 1 x + y + c ≥ 1 x + y + z + s ≥ 1

(23)

which are all RUP with respect to the preservation equality x + y + z = 2c + s.
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To compare the constant k in the PB constraint with the output of the circuit, we encode
a bitwise comparison x⃗ ≥ y⃗ for bit vectors x⃗ and y⃗, where x⃗ = obits · · · o1o0 and y⃗ = [k]2
or vice versa, depending on whether we want to encode

∑n
i=1 aiℓi ≥ k or

∑n
i=1 aiℓi ≤ k,

respectively. For
∑n

i=1 aiℓi = k, comparisons for both directions are performed. If the sizes of
the two vectors are different, the shorter vector is padded with 0, after which the constraints

xi + yi +
∑bits

j=i xjyj + xjyj ≥ 1 i = 0, 1, . . . , bits (24)

are added to the CNF encoding. Since either x⃗ or y⃗ is a vector of constant bits, the
constraints (24) are indeed clauses. If for a fixed index i we have that x⃗ and y⃗ differ in
some coordinate j > i, then

∑bits
j=i+1 xjyj + xjyj ≥ 1 holds, and the ith clause is satisfied.

Otherwise, if xi = 1 or yi = 0 we have xi + yi ≥ 1 and the clause is again satisfied, which is
in order since the comparison x⃗ ≥ y⃗ cannot fail for the 2i-bit if all more significant bits are
equal. If none of these cases apply, then the clause reduces to xiyi + xiyi ≥ 1. This enforces
that it must not be the case that all more significant bits are equal but that xi = 0 and
yi = 1, because if so we have x⃗ < y⃗. The clauses (24) are RUP with respect to the constraint∑bits

i=0 2i · oi ▷◁ k, which we obtain from the arithmetic graph using Proposition 4. To see this,
note that asserting (24) to false will set all 2j-bits for j > i equal but the 2i-bits to opposite
values, which immediately falsifies

∑bits
i=0 2i · oi ▷◁ k.

6 Experimental Evaluation

To evaluate the proof logging methods developed in this paper, we have implemented certified
translations to CNF for the sequential counter [57], adder network [23], totalizer [3], and
generalized totalizer [38] encodings in a tool VeritasPBLib. This tool takes a pseudo-
Boolean formula in OPB format [54] and returns a CNF translation with a proof logging
certificate. We have employed the verifier VeriPB [60] to check the certificate returned
by VeritasPBLib, and have used the solver Kissat [42], in a lightly modified version
outputting DRAT proofs in pseudo-Boolean format,1 to solve the CNF formula. Finally, we
have conjoined the certificates from the CNF translation and the SAT solving and verified
the end-to-end pipeline with VeriPB. See [30] for source code and experimental data.

The experiments were conducted on Amazon EC2 r5.large instances (2 vCPU) with
Intel(R) Xeon(R) Platinum 8259CL CPU @ 2.50GHz CPUs, 16 GB of memory, and gp2
volumes. We ran one process on each instance with a memory limit of 15 GB and a time
limit of 7,200 seconds for verifying the proof with VeriPB, and a time limit of 1,800 seconds
for CNF translation with VeritasPBLib and SAT solving with Kissat. We gave additional
time for verification, which tends to be slower than solving the problem.

To evaluate VeritasPBLib, we collected 1,803 pseudo-Boolean formulas from the
PB 2016 Evaluation.2 These instances can be partitioned into formulas with (1) only
clauses (279 instances), (2) clauses and cardinality constraints (772 instances), (3) clauses
and general PB constraints (444 instances), and (4) clauses, cardinality and general PB
constraints (308 instances). Since this work targets the verification of formulas with non-
clausal constraints, we excluded the 279 pure CNF formula instances, as those can already be
certified with existing techniques. Our evaluation aimed to answer the following questions:

1 This modified version of Kissat with pseudo-Boolean proof logging is available at https://gitlab.
com/MIAOresearch/kissat_fork.

2 These pseudo-Boolean benchmarks are available at http://www.cril.univ-artois.fr/PB16/.
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Table 1 Number of translated, solved and verified instances for each encoding.

Translation Solving

Category #Inst Encoding #CNF #Veri #Solved #Verified
SAT UNSAT SAT UNSAT

Card 772 Sequential 772 772 139 480 133 479
Totalizer 772 772 139 475 130 474

PB 444 Adder 444 444 179 167 178 165
GTE 425 414 164 162 150 151

Card+PB 308 Seq+Adder 306 296 134 152 128 151

1. Can we use our end-to-end framework to verify the results of CDCL-based pseudo-Boolean
solving, and how efficient is the verification?

2. How long does verification of the proof logging take when compared to the translation of
the pseudo-Boolean formula to CNF?

End-to-End Solving and Verification. Table 1 shows how VeritasPBLib can be used to
generate a CNF formula that can be solved by Kissat and verified by VeriPB. For instances
with cardinality constraints (Card), we use the sequential and totalizer encodings to translate
those constraints to CNF. For instances with general PB constraints (PB), we translate such
constraints using the adder network and generalized totalizer (GTE) encodings. Finally, for
instances with both cardinality and general PB constraints (Card+PB), we use the sequential
encoding for cardinality constraints and the adder network encoding for PB constraints,
henceforth denoted by Seq+Adder . Even though other combinations of cardinality and
PB encodings could be explored, the goal of this work is not to find the best performing
encodings but to show that we can verify the final result for a variety of encodings.

The column #CNF shows for how many instances VeritasPBLib successfully generated
the CNF translation, which is almost all. The exceptions are 19 instances using GTE and
2 instances using the Seq+Adder encoding. In those cases, the number of clauses generated
is too large and exceeds the resource limits used in our evaluation.

The column #Veri under Translation shows results for VeriPB verification of the
translation certificate from VeritasPBLib. Except for a few instances for GTE and
Seq+Adder yielding large proofs, VeriPB is successful. Note that if the translation check
passes, then this guarantees that the CNF encoding does not remove any solutions of the PB
formula.

The columns #Solved and #Verified under Solving show how many instances can be
solved by Kissat, and from those how many can be verified by VeriPB. If a satisfiable
formula is verified, this means that all clauses learned by Kissat are also valid for the original
pseudo-Boolean formula, as is the satisfying assignment found. If an unsatisfiable formula is
verified, then a correct proof of unsatisfiability for the PB formula has been produced.

We can verify 99% of the solved unsatisfiable instances, which shows that the current
proof-of-concept approach is already practical in this setting. For satisfiable formulas we can
verify 95% of the solved instances. However, even when VeriPB does not terminate within
the timeout limit, we can still certify that the satisfying assignment found by the SAT solver
is valid for the original PB formula. We note that there is still ample room for performance
improvements in VeriPB proof checking – in particular, when it comes to verifying the
DRAT proofs produced by the SAT solver, which do not even use pseudo-Boolean reasoning,
but are simply clausal proofs syntactically rewritten in pseudo-Boolean format. Making
VeriPB faster at validating such proofs would further increase the number of instances that
could be verified, but work in that direction is orthogonal to the contributions of this paper.
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(a) Cardinality formulas.
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(b) General pseudo-Boolean formulas.

Figure 5 Comparison between CNF file size and proof logging file size in KiB.

Translation and Verification. Turning our focus to the certified translation only, our
experiments show that the average overhead in running time for proof logging is a factor
of 2–3 for all encodings except GTE , which incurs around a factor 5 in overhead. However,
since translation is fast for the majority of instances (see Figure 6), the additional overhead
of proof logging is not an issue when translating the pseudo-Boolean formulas to CNF.

This overhead can be explained by the proofs being larger than the generated CNF
formulas, as shown in Figure 5. For most instances the proof size seems to be within
a constant factor of the CNF formula size, but for a collection of crafted vertex cover
problems [25] the sequential counter encoding turns out to require proofs of super-linear
size. These instances contain a constraint enforcing a constant fraction of the literals in the
formula to be false, which is a worst-case scenario for the sequential counter encoding. While
the number of clauses in the CNF translation is still linearly related to the number of steps
in the proof, each reification step in the unary sum derivation in Proposition 5 introduces a
constraint of linear size, making the total proof size quadratic. It would be desirable to find
a more efficient derivation that only requires linear proof size.

Figure 6 compares the time for VeritasPBLib to generate the CNF translation and
VeriPB to verify it. The verification overhead is far from negligible, but not unreasonable.
Over all encodings, for 75% of benchmarks verification takes at most 49 times longer than
translation, and for 98% of benchmarks at most 100 times longer. While some overhead is
natural, since the translation algorithm can just output a claimed proof while the verifier
needs to perform the calculations to actually check it, our experiments indicate the need to
improve the efficiency both of the verifier and of the proof logging methods used.

7 Concluding Remarks

In this work, we develop a general framework for certified translations of pseudo-Boolean
constraints into CNF using cutting-planes-based proof logging. Since our method is a strict
extension of DRAT , the proof for the translation can be combined with a SAT solver DRAT
proof log to provide, for the first time, end-to-end verification for CDCL-based pseudo-
Boolean solvers. Our use of the cutting planes method is not only crucial to deal with the
pseudo-Boolean format of the input, but the expressivity of the 0-1 linear constraints also
allows us to certify the correctness of the translation to CNF in a concise and elegant way.

SAT 2022
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(b) General pseudo-Boolean formulas.

Figure 6 Comparison between CNF translation and verification of corresponding proof logging.

While there is still room for performance improvements in proof logging and verification,
the experimental evaluation shows that our approach is feasible in practice. We believe that
the generality of our method, which expresses the proof logging steps in terms of simple
operations on a graph representation of the PB-to-CNF translation, is an important aspect
of our work. However, it should be noted that for some sorting network encodings found to
be particularly efficient in [23], such as the odd-even merge sorters [6] used in MiniSat+, we
do not yet know of a nice way of capturing them in the framework developed in this paper.
The same problem applies to encodings based on binary decision diagrams BDDs [12], and
we leave this as future work.

As discussed already in the introduction, our paper does not quite reach the goal of
certifying equivalence of the original pseudo-Boolean formula F and the CNF translation F ′.
In one direction, it is clear that as long as F ′ is derived from F using cutting planes with
reification, any satisfying assignment α to F yields a unique extended assignment α′ ⊇ α

satisfying F ′ by giving all newly introduced variables the values determined by the reification
rules (3a)–(3b). In the other direction, however, we do not formally establish that the CNF
translation F ′ is as strong as the original pseudo-Boolean formula F in the sense that any
satisfying assignment α′ for F ′ is guaranteed to also satisfy F . As a quick technical detour,
one way of achieving such guarantees would be, after having derived all clauses in F ′, to erase
all constraints in F using the “checked deletion” rule in [10], and to only allow standard,
implicational, cutting planes rules in the proof that the deleted constraint can be rederived
from what is left in the constraint database. This is certainly doable in principle, but we
currently know of no clean and simple way to formalize this in our graph-based translation
framework. The problem of certifying equivalence of the original formula and the translation
is therefore another topic that we have to leave as future research.

Concluding this section, we wish to emphasize that we view pseudo-Boolean decision
problems as only a first step, and believe that the techniques in this paper should also be
sufficient to support proof logging for MaxSAT solvers, including derivation of clauses added
during core extraction and objective function reformulation in core-guided solving [28, 47].
While designing efficient proof logging for MaxSAT approaches such as implicit hitting sets
(IHS) [20] and abstract cores [7] seems more challenging, we are still hopeful that our work
could lead to a unified proof logging method not only for SAT-based optimization but
also for pseudo-Boolean solving and optimization using cutting-planes-based reasoning as
in [21, 22, 27, 43].



S. Gocht, R. Martins, J. Nordström, and A. Oertel 16:17

References

1 Özgür Akgün, Ian P. Gent, Christopher Jefferson, Ian Miguel, and Peter Nightingale. Meta-
morphic testing of constraint solvers. In Proceedings of the 24th International Conference on
Principles and Practice of Constraint Programming (CP ’18), volume 11008 of Lecture Notes
in Computer Science, pages 727–736. Springer, August 2018.

2 Seulkee Baek, Mario Carneiro, and Marijn J. H. Heule. A flexible proof format for SAT
solver-elaborator communication. In Proceedings of the 27th International Conference on Tools
and Algorithms for the Construction and Analysis of Systems (TACAS ’21), volume 12651 of
Lecture Notes in Computer Science, pages 59–75. Springer, March–April 2021.

3 Olivier Bailleux and Yacine Boufkhad. Efficient CNF encoding of Boolean cardinality con-
straints. In Proceedings of the 9th International Conference on Principles and Practice of
Constraint Programming (CP ’03), volume 2833 of Lecture Notes in Computer Science, pages
108–122. Springer, September 2003.

4 Lee A. Barnett and Armin Biere. Non-clausal redundancy properties. In Proceedings of the
28th International Conference on Automated Deduction (CADE-28), volume 12699 of Lecture
Notes in Computer Science, pages 252–272. Springer, July 2021.

5 Peter Barth. A Davis-Putnam based enumeration algorithm for linear pseudo-Boolean op-
timization. Technical Report MPI-I-95-2-003, Max-Planck-Institut für Informatik, January
1995.

6 Kenneth E. Batcher. Sorting networks and their applications. In Proceedings of the Spring
Joint Computer Conference of the American Federation of Information Processing Societies
(AFIPS ’68), volume 32, pages 307–314, April 1968.

7 Jeremias Berg, Fahiem Bacchus, and Alex Poole. Abstract cores in implicit hitting set MaxSat
solving. In Proceedings of the 23rd International Conference on Theory and Applications of
Satisfiability Testing (SAT ’20), volume 12178 of Lecture Notes in Computer Science, pages
277–294. Springer, July 2020.

8 Armin Biere. Tracecheck. http://fmv.jku.at/tracecheck/, 2006.
9 Armin Biere, Marijn J. H. Heule, Hans van Maaren, and Toby Walsh, editors. Handbook of

Satisfiability, volume 336 of Frontiers in Artificial Intelligence and Applications. IOS Press,
2nd edition, February 2021.

10 Bart Bogaerts, Stephan Gocht, Ciaran McCreesh, and Jakob Nordström. Certified symmetry
and dominance breaking for combinatorial optimisation. In Proceedings of the 36th AAAI
Conference on Artificial Intelligence (AAAI ’22), February 2022. To appear.

11 Robert Brummayer, Florian Lonsing, and Armin Biere. Automated testing and debugging of
SAT and QBF solvers. In Proceedings of the 13th International Conference on Theory and
Applications of Satisfiability Testing (SAT ’10), volume 6175 of Lecture Notes in Computer
Science, pages 44–57. Springer, July 2010.

12 Randal E. Bryant. Graph-based algorithms for Boolean function manipulation. IEEE Trans-
actions on Computers, C-35(8):677–691, August 1986.

13 Randal E. Bryant, Armin Biere, and Marijn J. H. Heule. Clausal proofs for pseudo-Boolean
reasoning. In Proceedings of the 28th International Conference on Tools and Algorithms for
the Construction and Analysis of Systems (TACAS ’22), volume 13243 of Lecture Notes in
Computer Science, pages 443–461. Springer, April 2022.

14 Samuel R. Buss and Jakob Nordström. Proof complexity and SAT solving. In Armin Biere,
Marijn J. H. Heule, Hans van Maaren, and Toby Walsh, editors, Handbook of Satisfiability,
volume 336 of Frontiers in Artificial Intelligence and Applications, chapter 7, pages 233–350.
IOS Press, 2nd edition, February 2021.

15 Kevin K. H. Cheung, Ambros M. Gleixner, and Daniel E. Steffy. Verifying integer programming
results. In Proceedings of the 19th International Conference on Integer Programming and
Combinatorial Optimization (IPCO ’17), volume 10328 of Lecture Notes in Computer Science,
pages 148–160. Springer, June 2017.

SAT 2022

http://fmv.jku.at/tracecheck/


16:18 Certified CNF Translations for Pseudo-Boolean Solving

16 William Cook, Collette Rene Coullard, and György Turán. On the complexity of cutting-plane
proofs. Discrete Applied Mathematics, 18(1):25–38, November 1987.

17 William Cook, Thorsten Koch, Daniel E. Steffy, and Kati Wolter. A hybrid branch-and-
bound approach for exact rational mixed-integer programming. Mathematical Programming
Computation, 5(3):305–344, September 2013.

18 Luís Cruz-Filipe, Marijn J. H. Heule, Warren A. Hunt, Matt Kaufmann, and Peter Schneider-
Kamp. Efficient certified RAT verification. In Proceedings of the 26th International Conference
on Automated Deduction (CADE-26), volume 10395 of LNCS, pages 220–236. Springer, 2017.

19 Luís Cruz-Filipe, Joao Marques-Silva, and Peter Schneider-Kamp. Efficient certified resolution
proof checking. In Proceedings of the 23rd International Conference on Tools and Algorithms
for the Construction and Analysis of Systems (TACAS ’17), volume 10205 of LNCS, pages
118–135. Springer, 2017.

20 Jessica Davies and Fahiem Bacchus. Solving MAXSAT by solving a sequence of simpler SAT
instances. In Proceedings of the 17th International Conference on Principles and Practice of
Constraint Programming (CP ’11), volume 6876 of Lecture Notes in Computer Science, pages
225–239. Springer, September 2011.

21 Jo Devriendt, Ambros Gleixner, and Jakob Nordström. Learn to relax: Integrating 0-1 integer
linear programming with pseudo-Boolean conflict-driven search. Constraints, 26(1–4):26–55,
October 2021. Preliminary version in CPAIOR ’20.

22 Jo Devriendt, Stephan Gocht, Emir Demirović, Jakob Nordström, and Peter Stuckey. Cutting
to the core of pseudo-Boolean optimization: Combining core-guided search with cutting planes
reasoning. In Proceedings of the 35th AAAI Conference on Artificial Intelligence (AAAI ’21),
pages 3750–3758, February 2021.

23 Niklas Eén and Niklas Sörensson. Translating pseudo-Boolean constraints into SAT. Journal
on Satisfiability, Boolean Modeling and Computation, 2(1-4):1–26, March 2006.

24 Leon Eifler and Ambros Gleixner. A computational status update for exact rational mixed
integer programming. In Proceedings of the 22nd International Conference on Integer Pro-
gramming and Combinatorial Optimization (IPCO ’21), volume 12707 of Lecture Notes in
Computer Science, pages 163–177. Springer, May 2021.

25 Jan Elffers, Jesús Giráldez-Cru, Jakob Nordström, and Marc Vinyals. Using combinatorial
benchmarks to probe the reasoning power of pseudo-Boolean solvers. In Proceedings of the
21st International Conference on Theory and Applications of Satisfiability Testing (SAT ’18),
volume 10929 of Lecture Notes in Computer Science, pages 75–93. Springer, July 2018.

26 Jan Elffers, Stephan Gocht, Ciaran McCreesh, and Jakob Nordström. Justifying all differences
using pseudo-Boolean reasoning. In Proceedings of the 34th AAAI Conference on Artificial
Intelligence (AAAI ’20), pages 1486–1494, February 2020.

27 Jan Elffers and Jakob Nordström. Divide and conquer: Towards faster pseudo-Boolean solving.
In Proceedings of the 27th International Joint Conference on Artificial Intelligence (IJCAI ’18),
pages 1291–1299, July 2018.

28 Zhaohui Fu and Sharad Malik. On solving the partial MAX-SAT problem. In Proceedings of the
9th International Conference on Theory and Applications of Satisfiability Testing (SAT ’06),
volume 4121 of Lecture Notes in Computer Science, pages 252–265. Springer, August 2006.

29 Xavier Gillard, Pierre Schaus, and Yves Deville. SolverCheck: Declarative testing of constraints.
In Proceedings of the 25th International Conference on Principles and Practice of Constraint
Programming (CP ’19), volume 11802 of Lecture Notes in Computer Science, pages 565–582.
Springer, October 2019.

30 Stephan Gocht, Ruben Martins, Jakob Nordström, and Andy Oertel. Experimental repository
for “Certified CNF translations for pseudo-Boolean solving”. Available at https://doi.org/
10.5281/zenodo.6610581, June 2022.

31 Stephan Gocht, Ross McBride, Ciaran McCreesh, Jakob Nordström, Patrick Prosser, and
James Trimble. Certifying solvers for clique and maximum common (connected) subgraph
problems. In Proceedings of the 26th International Conference on Principles and Practice of
Constraint Programming (CP ’20), volume 12333 of Lecture Notes in Computer Science, pages
338–357. Springer, September 2020.

https://doi.org/10.5281/zenodo.6610581
https://doi.org/10.5281/zenodo.6610581


S. Gocht, R. Martins, J. Nordström, and A. Oertel 16:19

32 Stephan Gocht, Ciaran McCreesh, and Jakob Nordström. Subgraph isomorphism meets
cutting planes: Solving with certified solutions. In Proceedings of the 29th International Joint
Conference on Artificial Intelligence (IJCAI ’20), pages 1134–1140, July 2020.

33 Stephan Gocht and Jakob Nordström. Certifying parity reasoning efficiently using pseudo-
Boolean proofs. In Proceedings of the 35th AAAI Conference on Artificial Intelligence
(AAAI ’21), pages 3768–3777, February 2021.

34 Evgueni Goldberg and Yakov Novikov. Verification of proofs of unsatisfiability for CNF
formulas. In Proceedings of the Conference on Design, Automation and Test in Europe
(DATE ’03), pages 886–891, March 2003.

35 Marijn J. H. Heule, Warren A. Hunt Jr., and Nathan Wetzler. Trimming while checking
clausal proofs. In Proceedings of the 13th International Conference on Formal Methods in
Computer-Aided Design (FMCAD ’13), pages 181–188, October 2013.

36 Marijn J. H. Heule, Warren A. Hunt Jr., and Nathan Wetzler. Verifying refutations with
extended resolution. In Proceedings of the 24th International Conference on Automated
Deduction (CADE-24), volume 7898 of Lecture Notes in Computer Science, pages 345–359.
Springer, June 2013.

37 Steffen Hölldobler, Norbert Manthey, and Peter Steinke. A compact encoding of pseudo-
Boolean constraints into SAT. In Proceedings of KI 2012: Advances in Artificial Intelligence,
the 35th Annual German Conference on AI, volume 7526 of Lecture Notes in Computer Science,
pages 107–118. Springer, 2012.

38 Saurabh Joshi, Ruben Martins, and Vasco M. Manquinho. Generalized totalizer encoding for
pseudo-Boolean constraints. In Proceedings of the 21st International Conference on Principles
and Practice of Constraint Programming (CP ’15), volume 9255 of Lecture Notes in Computer
Science, pages 200–209. Springer, August–September 2015.

39 Daniela Kaufmann, Paul Beame, Armin Biere, and Jakob Nordström. Adding dual variables
to algebraic reasoning for circuit verification. In Proceedings of the 25th Design, Automation
and Test in Europe Conference (DATE ’22), pages 1435–1440, March 2022.

40 Daniela Kaufmann and Armin Biere. AMulet 2.0 for verifying multiplier circuits. In Proceedings
of the 27th International Conference on Tools and Algorithms for the Construction and Analysis
of Systems (TACAS ’21), volume 12652 of Lecture Notes in Computer Science, pages 357–364.
Springer, March–April 2021.

41 Daniela Kaufmann, Mathias Fleury, and Armin Biere. The proof checkers Pacheck and
Pastèque for the practical algebraic calculus. In Proceedings of the 20th Conference on Formal
Methods in Computer-Aided Design (FMCAD ’20), pages 264–269, September 2020.

42 Kissat SAT solver. http://fmv.jku.at/kissat/.
43 Daniel Le Berre and Anne Parrain. The Sat4j library, release 2.2. Journal on Satisfiability,

Boolean Modeling and Computation, 7:59–64, July 2010.
44 João P. Marques-Silva and Karem A. Sakallah. GRASP: A search algorithm for propositional

satisfiability. IEEE Transactions on Computers, 48(5):506–521, May 1999. Preliminary version
in ICCAD ’96.

45 Ruben Martins, Vasco M. Manquinho, and Inês Lynce. Open-WBO: A modular MaxSAT
solver. In Proceedings of the 17th International Conference on Theory and Applications of
Satisfiability Testing (SAT ’14), volume 8561 of Lecture Notes in Computer Science, pages
438–445. Springer, July 2014.

46 Ross M. McConnell, Kurt Mehlhorn, Stefan Näher, and Pascal Schweitzer. Certifying al-
gorithms. Computer Science Review, 5(2):119–161, May 2011.

47 António Morgado, Federico Heras, Mark H. Liffiton, Jordi Planes, and João P. Marques-
Silva. Iterative and core-guided MaxSAT solving: A survey and assessment. Constraints,
18(4):478–534, October 2013.

48 Matthew W. Moskewicz, Conor F. Madigan, Ying Zhao, Lintao Zhang, and Sharad Malik.
Chaff: Engineering an efficient SAT solver. In Proceedings of the 38th Design Automation
Conference (DAC ’01), pages 530–535, June 2001.

SAT 2022

http://fmv.jku.at/kissat/


16:20 Certified CNF Translations for Pseudo-Boolean Solving

49 NaPS (Nagoya pseudo-Boolean solver). https://www.trs.cm.is.nagoya-u.ac.jp/projects/
NaPS/.

50 Open-WBO: An open source version of the MaxSAT solver WBO. http://sat.inesc-id.pt/
open-wbo/.

51 Tobias Philipp and Peter Steinke. PBLib – a library for encoding pseudo-Boolean constraints
into CNF. In Proceedings of the 18th International Conference on Theory and Applications of
Satisfiability Testing (SAT ’15), volume 9340 of Lecture Notes in Computer Science, pages
9–16. Springer, September 2015.

52 Pseudo-Boolean competition 2016. http://www.cril.univ-artois.fr/PB16/, July 2016.
53 Daniela Ritirc, Armin Biere, Manuel Kauers, A Bigatti, and M Brain. A practical polynomial

calculus for arithmetic circuit verification. In 3rd International Workshop on Satisfiability
Checking and Symbolic Computation (SC2 ’18), pages 61–76, 2018.

54 Olivier Roussel and Vasco M. Manquinho. Input/output format and solver requirements for
the competitions of pseudo-Boolean solvers. Revision 2324. Available at http://www.cril.
univ-artois.fr/PB16/format.pdf, January 2016.

55 Masahiko Sakai and Hidetomo Nabeshima. Construction of an ROBDD for a PB-constraint
in band form and related techniques for PB-solvers. IEICE Transactions on Information and
Systems, 98-D(6):1121–1127, June 2015.

56 The international SAT Competitions web page. http://www.satcompetition.org.
57 Carsten Sinz. Towards an optimal CNF encoding of Boolean cardinality constraints. In

Proceedings of the 11th International Conference on Principles and Practice of Constraint
Programming (CP ’05), volume 3709 of Lecture Notes in Computer Science, pages 827–831.
Springer, October 2005.

58 Allen Van Gelder. Verifying RUP proofs of propositional unsatisfiability. In 10th International
Symposium on Artificial Intelligence and Mathematics (ISAIM ’08), 2008. Available at
http://isaim2008.unl.edu/index.php?page=proceedings.

59 Dieter Vandesande, Wolf De Wulf, and Bart Bogaerts. QMaxSATpb: A certified MaxSAT
solver. Manuscript, 2022.

60 VeriPB: Verifier for pseudo-Boolean proofs. https://gitlab.com/MIAOresearch/VeriPB.
61 Joost P. Warners. A linear-time transformation of linear inequalities into conjunctive normal

form. Information Processing Letters, 68(2):63–69, 1998.
62 Nathan Wetzler, Marijn J. H. Heule, and Warren A. Hunt Jr. DRAT-trim: Efficient checking

and trimming using expressive clausal proofs. In Proceedings of the 17th International
Conference on Theory and Applications of Satisfiability Testing (SAT ’14), volume 8561 of
Lecture Notes in Computer Science, pages 422–429. Springer, July 2014.

A Derivations for Proof Logging Building Blocks

In this appendix we provide the missing technical details for Section 4. Let us start by
explaining our proof logging notation, which is similar to what is used in VeriPB proof files.

The proof is constructed line by line using the proof_log(·) function, with each call to
this function adding a new pseudo-Boolean constraint derived from previous lines in the
proof. Every constraint in the proof gets a unique identifier, and we can write down cutting
planes derivations of new constraints in reverse polish notation using these identifiers to refer
to previous constraints. For example, given previously derived constraints with identifiers
C and D, calling “proof_log(pol C 2 d D 3 * + s)” divides C by 2 (and rounds up),
multiplies D by 3, adds the two constraints obtained in this way, applies saturation, and
returns the resulting constraint. A reverse unit propagation (RUP) constraint C can be
added using ‘proof_log(rup C)’. The syntax we use for deriving a constraint by reification is
“proof_log(red z ⇒ C ; z 0)” and “proof_log(red z ⇐ C ; z 1)” (where this somewhat
cryptic notation is due to that reification is a special case of the redundance rule in [33]).
We use “▷” to denote comments in the pseudocode.
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Algorithm 3 Deriving a unary sum over fresh variables zi.

1: procedure derive_unary_sum(C ′)
2: ▷ input: C ′ of the form

∑n
i=1ℓi =

∑n
i=1 zi and describing the constraint to be derived

3: ▷ the zi variables need to be fresh, the left-hand side is the sum to be encoded
4: for j from 1 to k do
5: Dgeq

j , Dleq
j ← reify(zj ⇔

∑n
i=11 · ℓi ≥ j) ▷ Step 3.1: introduce variables

6: Cgeq ← derive_sum(Dgeq
1 , Dgeq

2 , . . . , Dgeq
n ) ▷ Step 3.2: derive

∑n
i=1ℓi ≥

∑n
i=1zi

7: C leq ← derive_sum(Dleq
n , Dleq

n−1, . . . , Dleq
1 ) ▷ Step 3.3: derive

∑n
i=1ℓi ≤

∑n
i=1zi

8: for i from 1 to k − 1 do
9: derive_ordering(Dleq

i , Dgeq
i+1) ▷ Step 3.4: derive zi ≥ zi+1, i ∈ [n− 1]

10: return Cgeq, C leq

Algorithm 4 Reify
∑n

i=1aiℓi ≥ j using the fresh variable zj .

1: procedure reify(zj ⇔
∑n

i=1aiℓi ≥ j)
2: Cgeq ←

∑n
i=1aiℓi + jzj ≥ j ▷ zj ⇒

∑n
i=1aiℓi ≥ j

3: proof_log(red Cgeq ; zj 0)
4: C leq ←

∑n
i=1aiℓi + (

∑n
i=1 ai − j + 1)zj ≥

∑n
i=1 ai − j + 1 ▷ zj ⇐

∑n
i=1aiℓi ≥ j

5: proof_log(red C leq ; zj 1)
6: return Cgeq, C leq

A.1 Deriving Unary Sum Constraints
Deriving the unary sum constraints∑n

i=1ℓi ≥
∑n

i=1zi (25a)∑n
i=1ℓi ≤

∑n
i=1zi (25b)

zi ≥ zi+1 i ∈ [n− 1] (25c)

in Proposition 5 for fresh variables zj is described in Algorithm 3, which is split into four steps.
Step 3.1 is to introduce the fresh variables zj as reifications of the constraints

∑n
i=1ℓi ≥ j,

which is shown in Algorithm 4 for the more general case of arbitrary positive coefficients.
In Step 3.2 the lower bound (25a) is derived using Algorithm 5 maintaining the invariant∑n

i=1ℓi +
∑j

i=1 zi ≥ j. For the base case j = 1, the invariant is equivalent to the reification
constraint z1 ⇒

∑n
i=1ℓi ≥ 1, which in normalized form is

∑n
i=1ℓi + z1 ≥ 1 and hence this

case is covered. For the inductive step, to go from j to j + 1 we multiply the invariant by j

and add the reification constraint zj+1 ⇒
∑n

i=1ℓi ≥ j + 1, which is
∑n

i=1ℓi + (j + 1)zj+1 ≥
j + 1 in normalized form, to get (j + 1)

∑n
i=1ℓi + j

∑j
i=1 zi + (j + 1)zj+1 ≥ j2 + j + 1.

Note that j2 + j + 1 = (j + 1)2 − j and hence division by j + 1 and rounding up yields∑n
i=1ℓi +

∑j
i=1 zi + zj+1 ≥ j + 1, i.e., the invariant for j + 1. For j = k + 1 the invariant is

the normalized form of (25a).
In Step 3.3 the upper bound (25b) is again derived using Algorithm 5, except that the

constraints are processed in reverse order (just as in Example 1 on page 7).
In Step 3.4 the ordering constraint is derived in Algorithm 6, using the reification

constraints: We add the constraints used for reification, that is zj+1 ⇒
∑n

i=1aiℓi ≥ j + 1 and
zj ⇐

∑n
i=1aiℓi ≥ j. In normalized form these two constraints are (j + 1)zj+1 +

∑n
i=1aiℓi ≥

j +1 and (m−j +1)zj +
∑n

i=1aiℓi ≥ m−j +1, where m =
∑n

i=1 ai. Adding both constraints
together yields (m− j + 1)zj + (j + 1)zj+1 ≥ 2 and we get the desired ordering constraint
after division by a large enough number, such as m.
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Algorithm 5 Derive sum of reification variables.
1: procedure derive_sum(D1, . . . , Dn)
2: ▷ input: Dj is of the form

∑n
i=1 ℓi + jzj ≥ j

3: C ← D1
4: for j from 2 to n do ▷ Invariant: C :

∑n
i=1ℓi +

∑j
i=1 zi ≥ j

5: proof_log(pol C j − 1 * Dj + j d)
6: C ← ((j − 1) · C + Dj)/j

7: return C

Algorithm 6 Deriving an ordering constraint zA ≥ zB from the reification constraints.
1: procedure derive_ordering(C, D)
2: ▷ input: C is of the form zA ⇒

∑n
i=1aiℓi ≥ A

3: ▷ input: D is of the form zB ⇐
∑n

i=1aiℓi ≥ B

4: divisor ←
∑n

i=1 ai

5: ▷ derive zA ≥ zB if A < B

6: proof_log(pol C D + divisor d)

A.2 Deriving Sparse Unary Sum Constraints
Let us now prove Proposition 6 by presenting and analyzing Algorithm 7, which given two
numbers in sparse unary representation derives their sum. Just as for the unary sum, we
start in Step 7.1 by introducing the required fresh variables via reification. However, we
only need to introduce the variables with index in E. If k-simplification is used, then also
variables with index bigger than k need to be introduced, as without them equality cannot
be derived. The ordering constraints can be derived as before using Algorithm 6.

In Step 7.2 we introduce a variable zeq which is true if and only if the equality to be
derived is true. Since an equality is actually two inequalities, we need to introduce separate
variables zgeq, zleq for each inequality and then combine them into zeq.

In Step 7.3 we derive zeq ≥ 1 by checking all combinations of values in A and B, which
requires O(|A| · |B|) steps. Asymptotically, this is the same number of steps required to
compute which elements are in E, so this is still linear in the time needed to construct the
encoding.

In Step 7.4 we use that zeq ≥ 1 and hence zgeq = zleq = 1, which allows us to derive
sparse(x⃗, A) + sparse(y⃗, B) ≥ sparse(z⃗, E) and sparse(x⃗, A) + sparse(y⃗, B) ≤ sparse(z⃗, E) by
removing zgeq and zleq from the constraints introduced in Step 7.2.

Algorithm 8 describes in detail how to derive zeq ≥ 1 by checking all combinations of
values in A and B. Let us illustrate how the algorithm works with an example. Let A = {0, 2}
and B = {0, 2, 4}. After the first iteration of the outer loop in Algorithm 8 the clauses

x2+y2+ zeq ≥ 1 (26a)
x2+y2+y4+zeq ≥ 1 (26b)
x2+ y4+zeq ≥ 1 (26c)

have been derived. Deriving (26a) by RUP sets x2 = y2 = zeq = 0. This causes the ordering
constraints to propagate all variables in x⃗ and y⃗. As all x⃗ and y⃗ variables are set, the
reification constraints introduced in Step 7.1 will cause all z⃗ variables to propagate. As the
constraints reified in Step 7.2 are satisfied, zgeq = zleq = 1 is propagated and hence zeq should
be 1. However, we already set zeq to 0, which is a contradiction showing that (26a) can be
derived. Deriving the other clauses works analogously.
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Algorithm 7 Deriving a sparse unary sum over fresh variables z⃗.

1: procedure derive_sparse_unary_sum(C ′)
2: ▷ input: C ′ of the form sparse(x⃗, A) + sparse(y⃗, B) = sparse(z⃗, E) and describing the

constraint to be derived such that A, B ⊆ N, E = {i + j|i ∈ A, j ∈ B}
3: ▷ Step 7.1: Introduce variables as reification and derive ordering.
4: for j ∈ E \ {0} do
5: Dgeq

j , Dleq
j ← reify(zj ⇔ sparse(x⃗, A) + sparse(y⃗, B) ≥ j)

6: for i ∈ E \ {0, max (E)} do
7: derive_ordering( Dleq

i , Dgeq
succ(i,E)) ▷ derive zi ≥ zsucc(i,E)

8: ▷ Step 7.2: : reify constraint to be derived
9: Cgeq, _← reify(zgeq ⇔ sparse(x⃗, A) + sparse(y⃗, B) ≥ sparse(z⃗, E))

10: C leq, _← reify(zleq ⇔ sparse(x⃗, A) + sparse(y⃗, B) ≤ sparse(z⃗, E))
11: reify(zeq ⇔ zgeq + zleq ≥ 2)
12: ▷ Step 7.3: derive that zeq ≥ 1
13: try_all_values(sparse(x⃗, A), sparse(y⃗, B), zeq)
14: ▷ Step 7.4: derive constraint to be derived from its reification
15: M ← max(A) + max(B) ▷ Coefficient so that reification variables get eliminated.
16: D ← zgeq ≥ 1
17: proof_log(rup D); proof_log(pol Cgeq D M * +)
18: Cgeq ← Cgeq + M ·D
19: D ← zleq ≥ 1
20: proof_log(rup D); proof_log(pol C leq D M * +)
21: C leq ← C leq + M ·D
22: return Cgeq, C leq

If we add all clauses in (26) together, we are left with 3x2 + 3zeq ≥ 1, which is saturated
to obtain x2 + zeq ≥ 1. Analogously, in the second iteration we derive x2 + zeq ≥ 1, which
added to the result of the first iteration yields 2zeq ≥ 1 and using saturation we get zeq ≥ 1.

A.3 Deriving Binary Adder Network Constraints
Algorithm 9 provides the details for the derivation of (and proof logging for) the preservation
equality (21) for a single binary full adder, and this establishes Proposition 7.

B Certifying the Totalizer and Generalized Totalizer Encodings

The totalizer and generalized totalizer encoding accumulate the input in the form of a
balanced binary tree. The totalizer encodes cardinality constraints and uses the order
encoding to represent values, while the generalized totalizer encodes general pseudo-Boolean
constraints and uses a sparse representation. An example of an arithmetic graph for the
generalized totalizer encoding is shown in Figure 7. The nodes are combined in form of a
binary tree, where we ensure that the value is preserved for each inner node. To perform
k-simplification, the arithmetic graph has additional edges that go directly to the sink node.
The formal definition of the arithmetic graph for the (generalized) totalizer encoding is as
follows.

▶ Definition 8 (Arithmetic graph for the generalized totalizer encoding). Given a linear
sum

∑
i aiℓi over n variables, let G be a binary tree with edges directed towards the root r,

leaves si for i ∈ [n] and an additional sink node t with an edge (r, t). The edge (si, v)

SAT 2022



16:24 Certified CNF Translations for Pseudo-Boolean Solving

Algorithm 8 Given a reified sparse unary sum, derive that the reification variable is true.
1: procedure fix(sparse(x⃗, A), a)
2: return xa + xsucc(a,A) ▷ replace x0 by 1 and x∞ by 0
3: procedure try_all_values(sparse(x⃗, A), sparse(y⃗, B), zeq)
4: Couter ← 0 ≥ 0
5: for i ∈ A do
6: Cinner ← 0 ≥ 0
7: for j ∈ B do
8: ▷ a (respectively b) is the value encoded by sparse(x⃗, A) (sparse(y⃗, B))
9: ▷ encode that (a = i ∧ b = j)⇒ zeq

10: D ← fix(sparse(x⃗, A), i) + fix(sparse(y⃗, B), j) + zeq ≥ 1
11: proof_log(rup D); proof_log(pol Cinner D +)
12: Cinner ← Cinner + D

13: proof_log(pol Couter Cinner s +)
14: Couter ← Couter + saturate(Cinner)
15: proof_log(pol Couter s)
16: Couter ← saturate(Couter)
17: return Couter ▷ Couter is now zeq ≥ 1

Algorithm 9 Proof logging for the encoding of a single full adder.
1: procedure full_adder(x, y, z)
2: Dgeq

carry, Dleq
carry ← reify(c⇔ x + y + z ≥ 2)

3: Dgeq
sum, Dleq

sum ← reify(s⇔ x + y + z + 2c ≥ 3)
4: Dgeq ← (2 ·Dgeq

carry + Dgeq
sum)/3

5: proof_log(pol Dgeq
carry 2 * Dgeq

sum + 3 d)
6: Dleq ← (2 ·Dleq

carry + Dleq
sum)/3

7: proof_log(pol Dleq
carry 2 * Dleq

sum + 3 d)
8: return Dgeq, Dleq, c, s ▷ D is the preservation equality of the full adder

is labelled with aixi. For an inner node v with two incoming edges labelled sparse(x⃗, A)
and sparse(y⃗, B), the outgoing edge is labelled sparse(z⃗, E), where z⃗ are fresh variables and
E = {i+j | i ∈ A, j ∈ B}. All si are combined into a single source node. For k-simplification
we split sparse(z⃗, E) =

∑
i∈E aizi into

∑
i≤succ(k,E) aizi and

∑
i>succ(k,E) aici.

To see that this graph is an arithmetic graph, we only need to check that we can derive
the preservation equality for each inner node. We can use Proposition 6 to derive the required
preservation equality. Proposition 6 also requires to have ordering constraints on the input
literals. However, it is easy to see by an inductive argument that the ordering constraints on
the literals can also be derived as we process the nodes in topological order. For the base
case, edges from source nodes only contain a single literal, which is vacuously ordered. For
inner nodes we get the ordering constraints by applying Proposition 6. If E contains all
integers between 0 and max(E), we can use Proposition 5 to derive the preservation equality,
which requires O(|E|) steps instead of O(|A| · |B|) steps and hence reduces overhead.
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source

sink

x1 x2 x3 x4 2x5 2x6 2x7 2x8

z11 + z12 z21 + z22 2z32 + 2z34 2z42 + 2z44

z51 + z52 + z53 2z62 + 2z64

∑7

i=1
z7i

z54 2z66 + 2z68

Figure 7 Layout of the arithmetic graph for the generalized totalizer encoding of x1 + x2 + x3 +
x4 + 2x5 + 2x6 + 2x7 + 2x8 ≤ 2. Edges introduced for k-simplification are colored cyan.

For each inner node in the graph with incoming edge labels sparse(x⃗, A) and sparse(y⃗, B),
the (generalized) totalizer encoding contains the clauses

xi + yj + zi+j ≥ 1 i ∈ A, j ∈ B (27a)
xsucc(i,A) + ysucc(j,B) + zsucc(i+j,E) ≥ 1 i ∈ A, j ∈ B (27b)

for succ(i, A) = min{j | j ∈ A ∪ {∞}, j > i} (where compared to Section 4 we have added an
element ∞) and for x0, y0 replaced by 1 and x∞, y∞, z∞ by 0, with ensuing simplification.

For the proof logging of the CNF encoding we can simply add all clauses using reverse
unit propagation. A RUP check of (27a) will assign xi = yj = 1 and zi+j = 0. The ordering
constraints on x⃗, y⃗ will propagate variables in x⃗, y⃗ to true so that sparse(x, A) + sparse(y, B)
has a value of at least i + j, while the ordering constraints on z⃗ will propagate variables in z⃗

to false so that sparse(z, E) can only take a value strictly less than i + j. This will violate the
preservation equality sparse(z, E) = sparse(x, A) + sparse(y, B), showing that (27a) is indeed
a RUP clause. Deriving the clause (27b) works analogously.

To enforce a pseudo-Boolean constraint
∑

i aiℓi ▷◁ k, we first derive a bound on the
output of the arithmetic graph

∑
i cioi ▷◁ k, using Proposition 4. Then we can derive unit

clauses on the output via reverse unit propagation.
To encode

∑
i aiℓi ≥ k or

∑
i aiℓi ≤ k the unit clause zsucc(k−1,E) ≥ 1 or zsucc(k,E) ≥ 1

is added, respectively. This clause is RUP, as the derived sum
∑

i cioi has a value of at
most k − 1 or at least k + 1 and thus the constraint

∑
i cioi ≥ k or

∑
i cioi ≤ k is falsified,

respectively. To encode
∑

i aiℓi = k both unit clauses are added.
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Changing Partitions in Rectangle Decision Lists
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Abstract
Rectangle decision lists are a form of decision lists that were recently shown to have applications
in the proof complexity of certain OBDD-based QBF-solvers. We consider a version of rectangle
decision lists with changing partitions, which corresponds to QBF-solvers that may change the
variable order of the OBDDs they produce. We show that even allowing one single partition change
generally leads to exponentially more succinct decision lists. More generally, we show that there
is a succinctness hierarchy: for every k ∈ N, when going from k partition changes to k + 1, there
are functions that can be represented exponentially more succinctly. As an application, we show a
similar hierarchy for OBDD-based QBF-solvers.
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1 Introduction

Decision lists are a classical formalism for encoding Boolean functions. Intuitively, they
consist of a list of lines of the form “if Li(X) then ci” where Li(X) is a condition on the
input variables X and ci is a constant from {0, 1}. To evaluate a decision list on an input,
one traverses the lines from the first to the last line and checks the respective condition
Li(X). As soon as one meets a condition Li(X) that evaluates to true, one stops this process
and returns the corresponding value ci. Decision lists were originally introduced by Rivest in
learning theory [22] and have since then been studied in different areas.

There are different types of decision lists, depending on which form the conditions Li(X)
have. In the classical work of Rivest [22] they are terms of width k which already makes
the model powerful enough to strictly generalize k-DNF, k-CNF and k-decision trees. Other
works consider different classes of functions as the Li(X), e.g. linear threshold functions [8, 24],
bounded depth circuits [2], and combinatorial rectangles [15, 21].

In recent years, decision lists have become important in the context of proof complexity of
quantified Boolean formulas (QBF). The idea is that for several proof systems, one can from
a refutation of an input formula efficiently extract a winning strategy of the universal player
that is encoded as a decision list. The type of the decision list depends on the respective
proof system, see e.g. [1, 2, 3]. Since the length of the decision list depends on the size of the
refutation, lower bounds on decision lists then translate to lower bounds for proofs in the
proof system at hand.

In this paper, we focus on so-called rectangle decision lists, i.e., decision lists in which all
of the Li(X) are combinatorial rectangles, so functions of the form Li(X) = r1

i (X1) ∧ r2
i (X2)

where (X1, X2) is a partition of X into sets of equal size and r1
i , r2

i are arbitrary Boolean
functions in X1 and X2, respectively. Rectangle decision lists were originally introduced in
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communication complexity theory [15, 21]1. Recently, they were also considered in QBF
proof complexity in [19] where they were used to show lower bounds to certain OBDD-based
proof systems.

While in settings from communication complexity it makes sense to assume that the
partition (X1, X2) is part of the problem statement and is thus fixed from the outside and
the same throughout the decision list, this is not the case in the QBF setting: the solvers
modeled by the OBDD-based proof system can freely choose the variable order of the OBDDs
they construct. On the side of the decision lists, this results in a choice of the partition
(X1, X2) that is used throughout the proof. Thus, to show lower bounds, unlike in [15, 21]
which considered one fixed partition, in [19] it was shown that there are functions for which
all possible balanced partitions decision lists must be long. This yields lower bounds for
solvers that choose the variable order of the OBDDs optimally at the beginning and then
work with that order throughout their run.

While this is in fact what the QBF-solver QBDD [20] does, this result is somewhat
unsatisfying since it does not use the full power of modern practical OBDD-libraries: state-
of-the-art OBDD-implementations like CUDD [23] allow reordering the variables of OBDDs.
So it is conceivable to implement OBDD-based solvers for QBF that adapt the variable order
throughout their run when this appears useful. Could this make the resulting solvers more
powerful?

This paper answers the above question positively: even if we allow only one change of
the variable order in the computation of the solver, this leads to exponentially faster runtime
on some formulas. More generally, we show that for every constant k ∈ N, allowing k + 1
variable order changes yields exponential runtime savings over k variable order changes. We
show this by using the translation of lower bound questions for OBDD-based QBF-solvers
into lower bounds for rectangle decision lists from [19]. In this translation, every variable
order change on the OBDDs becomes a potential partition change in the decision list. Thus,
we study lower bounds for rectangle decision lists with changing partitions and show that
their length decreases exponentially for some functions whenever one additional partition
change is allowed.

Note that different partitions for rectangles have been studied before in so-called multi-
partition communication complexity. In particular, there is a strict hierarchy with respect
to the number of partitions in that setting as well [10]. Since rectangle decision lists are
easily seen to simulate multi-partition communication protocols, our lower bound results
for fixed k are qualitatively stronger than those of [10], even though the dependence on k

is far better in [10] and k is not needed to be constant there. Other related work is found
in [6] which considers refutation lower bounds in an OBDD-based proof system for SAT that
allows variable order changes. As it is common for lower bounds for QBF-systems based on
strategy extraction, see e.g. [1, 2, 3], we do not take into account the cost of reasoning inside
NP but only measure the hardness that stems from the addition of quantifiers. Thus, our
results are incomparable to those of [6].

Structure of the paper

We start with some preliminaries and necessary background in Section 2. In Section 3, we
showcase our approach by separating rectangle decision lists with a single partition change
from those with none. The lower bound in this part of the paper is relatively easy with the

1 Note that while those papers introduced the concept of rectangle decision lists they did not use that
name which seems to first have been introduced independently in [8] and in [12]
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results from [19] but can be seen as a warm-up for the more technical bounds later on. In
Section 4, we develop the general technique for lower bounds for rectangle decision lists with
partition changes. Afterwards, in Section 5, we show how to use this technique to prove that
there is a strict hierarchy for rectangle decision lists with respect to the number of partition
changes. In Section 6, we apply our techniques to QBF proof systems.

2 Preliminaries

Graphs

We assume that the reader knows some basic graph theory, see e.g. [9]. All graphs in this
paper are finite and have no self-loops but in some cases parallel edges. Given a graph
G = (V, E) and a partition (V1, V2) of V , we denote by E(V1, V2) the set of edges in E

that have one end-point in V1 and the other in V2. By G[V1, V2] we denote the bipartite
subgraph of G with vertex set V and edge set E(V1, V2). We call a graph G = (V, E) a
(c, d)-expander if all vertices of G have degree bounded by d and for every vertex set V ′ ⊆ V

with |V ′| ≤ |V |/2 we have |E(V ′, V \ V ′)| ≥ c|V ′|. If the exact values of c and d are not
important or clear from the context, we simply speak of a class of expander graphs. It is
well-known that for every d ≥ 3 there is a constant c > 0 such that there is an infinite class
of expander graphs, see e.g. [14] for background on this.

Boolean Functions

We use standard notation for Boolean functions, i.e., functions f : {0, 1}n → {0, 1} for some
n ∈ N. In particular, as usual, ∧ denotes conjunction, ∨ disjunction, and ⊕ exclusive or.

An assignment of a set X of variables is a mapping τ : X → {0, 1} of variables to truth
values. Given assignments τ : X → {0, 1} and σ : Y → {0, 1} such that X and Y are
disjoint, we let τ ∪ σ denote the assignment of X ∪ Y such that (τ ∪ σ)(x) = τ(x) if x ∈ X

and (τ ∪ σ)(x) = σ(x) if x ∈ Y . The result of applying an assignment τ to formula φ and
propagating constants is denoted φ[τ ].

A partition (X1, X2) of the variable set X is called balanced if |X1| = |X2|. Unless stated
explicitly otherwise, we assume in the remainder of this paper that all variable partitions are
balanced. A combinatorial rectangle on variable set X respecting the partition (X1, X2) of
X is defined to be a function R(X) that can be written as

R(X) = R1(X1) ∧ R2(X2)

where R1 and R2 are arbitrary Boolean functions depending only on X1 and X2, respectively.
When writing the value table of R as a matrix where rows are indexed by assignments to
X1 and columns are indexed by assignments to X2, then, after arranging the rows and
columns in such a way that models of R1(X1), resp. R2(X2), are listed as consecutive rows,
resp. columns, the models of R form a rectangle in the matrix, which explains the name
of the concept. Due to this representation, we call the models of R1 and R2 the rows and
columns of R, respectively. In a slight abuse of notation, it is often convenient to identify
combinatorial rectangles with their set of models R−1(1) in which case we simply write
R = R1 × R2. We say that a Boolean function f has the monochromatic rectangle R if
R ⊆ f−1(0) or R ⊆ f−1(1).

SAT 2022
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Rectangle Decision Lists

A rectangle decision list L in variables X is a sequence (R1, c1), . . . , (Rℓ, cℓ) where every Ri

is a combinatorial rectangle in X and ci ∈ {0, 1} is a constant. The Boolean function
fL computed by L is defined as follows: given an assignment τ to X, for i = 1, . . . , ℓ we
evaluate Ri on τ . Let i∗ be the first index such that Ri∗(τ) = 1, then the value computed by
fL on τ is ci∗ . For this to be well-defined, we assume that Rℓ is the constant 1-function. We
say that ℓ is the length of L and denote it by |L|. If all rectangles Ri respect the partition
Π = (X1, X2) of X, we say that L respects Π. We say that L has k partition changes if there
are exactly k indices i ∈ [ℓ − 1] such that the partition of Ri is different from that of Ri+1.

Given a rectangle decision list L and a partial assignment τ to a subset Y of X, one can
construct from L a rectangle decision list L′ that computes the function one gets from fL

by fixing the variables in Y according to τ . The list L′ is constructed by simply fixing all
rectangles of L according to τ and thus |L′| ≤ |L|.

We generally assume that rectangle decision lists respect a balanced partition Π, but in
some cases it will be convenient to allow for some slight imbalance. The following observation
shows that this cannot decrease the length of the decision lists by much.

▶ Observation 1. Let L be a rectangle decision list respecting a partition Π = (X1, X2) such
that |X1| = |X2| + k. Then for every subset X ′ ⊆ X1 with |X ′| = k/2 we have that there is a
rectangle decision list L′ respecting (X1 \ X ′, X2 ∪ X ′) computing the same function fL such
that |L′| ≤ 2k/2|L|.

Proof (sketch). For every rectangle Ri in L and every assignment τ to X ′, consider the
sub-rectangle Ri

τ containing the models that are consistent with τ . Clearly, Ri can be
partitioned into at most 2k/2 such Ri

τ , so we can substitute (Ri, ci) by 2k/2 entries (Ri
τ , ci).

But since the models of (Ri
τ ) all take the same values on X ′, the rectangle Ri

τ can also be
rewritten to respect (X1 \ X ′, X2 ∪ X ′). ◀

In lower bounds, we often tacitly ignore slight imbalances in partitions due to Observation 1.
We will use the following relation between the length of rectangle decision lists and size of
monochromatic rectangles from [15] which we slightly reformulate.

▶ Theorem 2. Let f be a function in variables X and let Π be a balanced partition of X.
If f has a rectangle decision list with partition Π of length s, then f has a monochromatic
rectangle with partition Π of size at least 1

4es 2|X| where e ≈ 2.718 denotes Euler’s number.

The inner product function IPn in variables Xn := {x1, . . . , xn} and Yn := {y1, . . . , yn} is
defined as the inner product of the two-element field, so

IPn(Xn, Yn) :=
⊕
i∈[n]

xi ∧ yn.

We use a generalization of the inner product function IP with respect to an underlying graph
structure from [19, 13], see also [17, Chapter 5.8]. So let X be a set of Boolean variables and
let G be a graph with vertex set X and edge set E. Then we define

IPG(X) :=
⊕

xy∈E

x ∧ y.

Note that with this definition IP = IPMn
where Mn is a matching with n edges. For the

statement of the following lemma, recall that a matching is induced if it can be obtained as
the subgraph induced by the endpoints of its edges. We will use the following result from [19].
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▶ Lemma 3. Let G = (X, E) be a graph with n vertices. Let {e1, . . . , em} be an induced
matching of G and let (X1, X2) be a partition of X such that for every ei we have ei ∈
E(X1, X2). Then every monochromatic rectangle of IPG respecting the partition (X1, X2)
has size at most 2n−m.

Ordered Binary Decision Diagrams

Ordered binary decision diagrams (short OBDDs) are a classical representation of Boolean
functions [5]. we only give a very short introduction here; see [25] for a textbook treatment.

Let X be a set of variables and π an ordering of X. An OBDD on variables X with
variable order π is defined to be a directed acyclic graph B with one source s and two
sinks labeled 0 and 1, called the 0- and 1-sink respectively. All non-sink nodes are labeled
with variables from X such that on every path P in B the variables appear in the order π.
Moreover, all non-sink nodes have two outgoing edges, one labeled with 0, the other with 1.
The size of B, denoted by |B|, is defined as the number of nodes in B. For every assignment τ

to X, the OBDD B computes a value B(τ) as follows: starting in the source, we construct a
path by taking for every node v labeled by a variable x the edge labeled with τ(x). We
continue until we end up in a sink, and the label of the sink is the value of B on τ denoted
by B(τ). This way B computes a Boolean function and every Boolean function can be
computed by an OBDD. The OBDD B is called complete if on every source-sink path P all
variables in X appear as node labels. The width of a complete OBDD B is defined as the
maximal number of nodes that are labeled with the same variable.

▶ Observation 4. There is a polynomial time algorithm that, given an OBDD B, computes
an equivalent complete OBDD B′. Moreover, |B′| ≤ (|X| + 1)|B|.

The algorithm for Observation 4 can e.g. be found in the proof of [25, Lemma 6.2.2].
OBDDs can be combined by arbitrary binary Boolean functions efficiently, see e.g. [25,

Chapter 3]:

▶ Lemma 5. Let f : {0, 1}2 → {0, 1} be a binary Boolean function. Then there is an
algorithm that, given two OBDDs B1 and B2 with order π over the variable set X, computes
in time polynomial in |B1| + |B2| an OBDD B with order π such that B computes on every
assignment τ : X → {0, 1} the value B(τ) := f(B1(τ), B2(τ)). In particular, the size of B is
polynomial in that of B1 and B2.

OBDDs are well-known to be canonical in the sense that, for fixed variable order π, there
is a unique minimal representation of any Boolean function f by an OBDD with order π, see
again [25, Chapter 3] for background and proofs of this.

▶ Lemma 6. Let f be a Boolean function on variables X and let π be a variable order of X.
Then there is a unique OBDD (up to isomorphism) of minimal size with order π computing f .
Moreover, given an OBDD with order π representing f , this unique OBDD can be computed
in polynomial time. The same is true for complete OBDDs.

We always assume that OBDDs are minimized with the help of the algorithm of Lemma 6.

▶ Lemma 7 ([7]). Let B be an OBDD of width w and let Y be a subset of the variables in B.
Then there is an OBDD B′ of width 2w that encodes ∃Y.B with the same variable order as B.
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Quantified Boolean Formulas

We consider quantified Boolean formulas (QBF) in prefix conjunctive normal form (PCNF),
i.e., in the form Φ = Q1x1 . . . Qnxn.C1 ∧ . . . ∧ Cm where the Qi are quantifiers ∃ or ∀ and
the Cj are clauses. We call Q1x1 . . . Qnxn the prefix of Φ and C1 ∧ . . . ∧ Cm the matrix.

We write DΦ(xi) = {x1, . . . , xi−1} for the set of variables that come before xi in the
quantifier prefix. A variable xi is existential if Qi = ∃, and universal if Qi = ∀. We write
var∃(Φ) for the set of existential variables, var∀(Φ) for the set of universal variables, and
var(Φ) for the set of all variables occurring in Φ. A universal strategy for a PCNF Φ is a
family f⃗ = {fu}u∈var∀(Φ) of functions fu : [var(Φ)] → {0, 1} such that fu(τ) = fu(σ) for any
assignments τ and σ that agree on DΦ(u). If f⃗ is a universal strategy and τ : var∃(Φ) → {0, 1}
an assignment of existential variables, we write τ ∪ f⃗(τ) for the assignment of var(Φ) such that
(τ ∪ f⃗(τ))(x) = τ(x) for existential variables x ∈ var∃(Φ) and (τ ∪ f⃗(τ))(u) = fu(τ ∪ f⃗(τ))
for universal variables u ∈ var∀(Φ). A universal strategy f⃗ is a universal winning strategy for
Φ if τ ∪ f⃗(τ) falsifies the matrix of Φ for every assignment τ of the existential variables. A
QBF is false if it has a universal winning strategy, and true otherwise.

3 Rectangle decision lists with more than one order are exponentially
shorter

In this section, we will see that even allowing one partition change in a rectangle decision
list allows for exponentially shorter lists. We show this with the following function: let
G = (X, E) be a (c, 3)-expander graph where the vertex set X consists of the variables of
the function we will construct. Using Vizing’s theorem, see [9, Section 5.3], we know that
there is a valid edge coloring χ of G with at most 4 colors, say, {1, 2, 3, 4}. Now set

E1 := {e ∈ E | χ(e) ∈ {1, 2}} and E2 := {e ∈ E | χ(e) ∈ {3, 4}}

and define the two graphs G1 := (X, E1) and G2 := (X, E2). The function we will consider
is then

fG := (z ∧ IPG1(X)) ∨ (¬z ∧ IPG2(X))

where z is a fresh variable not in X.

▶ Proposition 8. fG has a constant size rectangle decision list with one variable partition
change.

Proof. We will start with a simple observation:

▷ Claim 9. There is a variable partition Π1 such that IPG1(X) has a constant length
rectangle decision list.

Proof. All vertices in X are incident to at most 2 edges in G1. So G1 consists of a collection
of cycles and paths. First, consider an order π′ of X such that for each component the
vertices appear in a contiguous sequence. Let (X ′

1, X ′
2) be the partition of X that we get by

cutting X into two parts in the middle of π′. Then there is a most one component C of G1
that has vertices in both X ′

1 and X ′
2. Sorting C in DFS order then yields an order π and a

corresponding partition (X1, X2) such that there are at most two edges e1, e2 between X1
and X2 in G1.

To complete the proof of the claim, we explain now how to compute IPG1(X) with the help
of few rectangles. Let e1 = x1y1 and e2 = x2y2. Then, given an assignment τ to X, we can
decide if τ satisfies IPG1(X) from the values IPG1[X1](τ), IPG1[X2](τ), τ(x1), τ(x2), τ(y1), τ(y2).
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Note that the set of assignments τ ′ that coincides with τ on all these values is a rectangle
with partition (X1, X2) and these rectangles are monochromatic with respect to fG and
partition the space of all assignments to X. Moreover, on half of the 32 resulting rectangles
IPG1 evaluate to 1. As a consequence, we can construct a rectangle decision list respecting
(X1, X2) by iteratively testing for containment in one of the 16 rectangles on which IPG1

evaluates to 1 and reject if the input is in none of them. ◁

With Claim 9, we get partitions Π1 and Π2 such that IPG1(X) has a constant length
decision list with respect to the partition Π1 and IPG2(X) has a constant length decision
list with partition Π2. By construction, in both of the constructed decision list, all outputs
but that of the last (default) rectangle are 1. Thus, we get constant size decision lists of
z ∧ IPG1(X) and ¬z ∧ IPG2(X) by adding the variable z and fixing it to 1, respectively 0, in
all rectangles. We get a decision list for fG by deleting the last default line from the list for
IPG1(X) and concatenating IPG2(X) to it. ◀

We next show that if we allow no variable order changes, then rectangle decision lists for
fG are exponentially long.

▶ Proposition 10. For every balanced partition (X1, X2), every rectangle decision list for fG

respecting the order (X1, X2) has size 2Ω(|X|).

Proof. Fix a partition (X1, X2). Then, because G is an expander graph, there are Ω(|X|)
edges between X1 and X2. Call this set of edges E′. Assume w.l.o.g. that |E′∩E1| ≥ |E′∩E2|,
so |E′ ∩ E1| = Ω(|X|).

Now consider a (X1, X2)-rectangle decision list for fG. By fixing in all rectangles the
variable z to 1, we get a (X1, X2)-rectangle decision list for IPG1(X) without increasing the
size of the list.

Now greedily extract from E′ ∩E1 an induced matching M . Since the degree of all vertices
in G1 is at most 2, we have |M | = Ω(|X|). Using Lemma 3, we get that any monochromatic
rectangle of IPG1(X) respecting the partition has size at most 2|X|−Ω(|X|). Plugging this into
Theorem 2, we get

2|X|−Ω(|X|) ≥ 1
4es

2|X|

where s is the length of the rectangle decision list. It follows that s = 2Ω(|X|) as claimed. ◀

4 Lower Bounds for Lists with Partition Changes

In this section, we will develop a lower bound technique for rectangle decision lists that also
works when some partition changes are allowed. The main problem when trying to generalize
the proof of Section 3 is that the argument of the proof of Theorem 2 breaks down when
allowing even a single partition change. This is because a rectangle R for a partition Π1
might not contain any big rectangles anymore when considered with respect to a different
partition Π2. To avoid this problem, we develop a new lower bound technique that can play
the role of Theorem 2 when some partition changes can occur. Since bounds on rectangle
sizes seem to be not quite strong enough to show such a lower bound, we base it on the more
restrictive notion discrepancy which we introduce first.
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4.1 Discrepancy
Discrepancy of Boolean functions is a well-known tool in communication complexity, in
particular in randomized models, see e.g. [18, Chapter 3]. Here we will consider a variant
of discrepancy with respect to different partitions of the variables. To this end, we make
some definitions. Let f : {0, 1}n → {0, 1} be a Boolean function. As usual, we define the
discrepancy of a rectangle R with respect to the function f and a probability distribution µ

of inputs to f as

Discµ(R, f) :=
∣∣∣∣Pr

µ
(f(x) = 1 and x ∈ R) − Pr

µ
(f(x) = 0 and x ∈ R)

∣∣∣∣
where x is chosen randomly according to the distribution µ. Now we define the discrepancy
of f for the partition Π and the distribution µ as

Discµ(f, Π) := max
R

(Discµ(R, f))

where the maximum is over all rectangles respecting the partition Π. We will exclusively
work with the uniform distribution so we leave out the subscript µ and get

Disc(R, f) =
∣∣|f−1(1) ∩ R| − |f−1(0) ∩ R|

∣∣ /2n

and

Disc(f, Π) := max
R

(Disc(R, f)) .

We now give a bound on the discrepancy of the graph inner product function IPG. It
turns out that, as for the size of monochromatic rectangles in Lemma 3, the discrepancy
is bounded exponentially in the size of an induced matching between the two sides of the
considered partition.

▶ Lemma 11. Let G = (X, E) be a graph with n vertices. Let {e1, . . . , em} be an induced
matching of G and let Π = (X1, X2) be a partition of X such that for every ei one of the
end points is in X1 and one is in X2. Then

Disc(IPG, Π) ≤ 2−m/2.

The proof of Lemma 11 is very similar to that of Lemma 3, so we sketch it in Appendix A.

4.2 Rectangles in Partial Functions
It will be useful to consider partial functions which we model as functions f : {0, 1}n →
{0, 1, ∗}. Here, as usual, 1 and 0 stand for true and false, respectively, while ∗ denotes
inputs on which f is undefined. We say that a Boolean function f ′ is consistent with f if
f(a) = f ′(a) whenever f(a) ∈ {0, 1}. Essentially, the Boolean functions consistent with f

are all functions we can get from f by defining all undefined values. As a special case, we
say that a rectangle R is consistent with f if f(R) ⊆ {0, ∗} or f(R) ⊆ {1, ∗}. Note that we
assume in this that R is a Boolean function and in particular is not partial.

We will use the following simple observation.

▶ Lemma 12. Let f : {0, 1}n → {0, 1} be a Boolean function with discrepancy d. Let f̃ be a
partial Boolean function with at most u undefined values such that f is consistent with f̃ .
Then any rectangle consistent with f̃ has size at most 2nd + 2u.
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Proof. Let R be a rectangle consistent with f̃ . Assume w.l.o.g. that f(R) ⊆ {1, ∗}. Then
we bound the size of R as follows:

|R| = |f−1(1) ∩ R| + |f−1(0) ∩ R|
≤ 2nDisc(R, f) + 2|f−1(0) ∩ R|
≤ 2nd + 2u

The first step is true because by definition of discrepancy we have |f−1(1)∩R|−|f−1(0)∩R| ≤
2nDisc(R, f). In the second step we use that, since R is consistent with f̃ , all values in
|f−1(0) ∩ R| must be undefined in f̃ . ◀

4.3 Lower Bounds for Functions with Small Discrepancy

We can now formulate and prove the main result of of this section which shows that
discrepancy can be used to show lower bounds for decision lists with partition changes.

▶ Proposition 13. Let f : {0, 1}n → {0, 1} be computed by a rectangle decision list with k − 1
partition changes using the k partitions Π1, . . . , Πk. Assume that for every i ∈ [k] we have
Disc(f, Πi) ≤ 2−cn. Then the length of the rectangle decision list is at least Ω(2

cn

(k−1)2k−1 ).

Proof. Let f be computed by the decision list (R1, c1), . . . , (Rt, ct). Assume that the
partitions Π1, . . . , Πk are used in that order in the decision list.

We will iteratively construct a big rectangle R̄ that is consistent with a partial function f̄

that is consistent with f and has relatively few unknown values. The idea is similar to
that in [15] but more complicated due to the partition changes. We think of the rectangles
R1, . . . , Rt as organized in phases: rectangle Ri is in phase j if it is with respect to the
partition Πj .

We construct a rectangle R̄i iteratively for all i ∈ [t] such that ⋃
j≤i:Ri,Rj in same phase

Rj

 ∩ R̄i = ∅. (1)

Moreover, we construct for every phase j ∈ [k] a partial function f j that is consistent
with f . We start by setting f1 := f .

We now construct the R̄i. If Ri is the first rectangle in phase j, we check if |Ri| >

(2t + 1)j−12n− cn

2j−1 . If so, we set R̄ = Ri, f̄ = f̄j and stop. Otherwise, if Ri has less than
(2t + 1)j−12(n− cn

2j−1 )/2 rows, we set R̄i to be the rectangle we get from {0, 1}n by deleting
the rows of Ri. Otherwise, Ri has less than (2t + 1)j−12(n− cn

2j−1 )/2 columns which we then
delete from {0, 1}n to get R̄i.

By construction, the property (1) is satisfied: the only rectangle Rj that is in the same
phase as Ri and has j ≤ i is in fact Ri. But since we deleted either all rows or all columns
of Ri in the construction of R̄i, the intersection is empty.

If Ri is not the first rectangle in the phase, then we have already constructed R̄i−1 which
has the same partition Πj as Ri. Note that Ri ∩ R̄i−1 is a rectangle. We proceed similarly
to before but consider Ri ∩ R̄i−1 instead of Ri: if |Ri ∩ R̄i−1| > (2t + 1)j−12n− cn

2j−1 , we set
R̄ = Ri ∩ R̄i−1 and f̄ := fj . Otherwise, we delete the lines or columns of Ri ∩ R̄i−1 from
R̄i−1, whichever are less, to construct R̄i.
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Finally, we define fj for j > 1 inductively as the partial function we get from fj−1 by
making all entries of all lines and columns that have ever been deleted in the construction
of the R̄i in an earlier phase take the value ∗. Obviously, f and fj are consistent for all
j ∈ [k]. Let us analyze how many inputs to f̄j evaluate to ∗. In the worst case, we have
deleted columns or rows in t steps of the construction. The undefined values in fj are from
the deletions of rows and columns in phases 1, . . . , j − 1. The highest number of rows or
columns deleted for one such Ri is in phase j − 1 and is (2t + 1)j−22(n− cn

2j−2 )/2 there, so in
that step at most 2n/2(2t + 1)j−22(n− cn

2j−2 )/2 = (2t + 1)j−22n− cn

2j−1 values have been set to ∗.
So fj has at most u := t(2t + 1)j−22n− cn

2j−1 undefined values.
Now assume that R̄ and f̄ are assigned in phase j which happens by construction if

we have that the first rectangle Ri in phase j satisfies |Ri| > (2t + 1)j−12n− cn

2j−1 or a later
rectangle Ri in the phase j satisfies |Ri ∩ R̄i−1| > (2t + 1)j−12n− cn

2j−1 . Then in any case we
get that

|R̄| > (2t + 1)j−12n− cn

2j−1 ≥ 2n−cn + 2u ≥ 2nDisc(f, Πj) + 2u. (2)

Now assume w.l.o.g. that ci = 1, i.e., the rectangle Ri assigns the value 1 to all inputs that
end up at this test during the evaluation of the decision list and satisfy Ri. We claim that
the function

f(x, y) :=
{

1, if (x, y) ∈ R̄

∗, otherwise

is consistent with f̄ . Assume this were not the case. Then there must be an element (x, y) ∈ R̄

on which f̄(x, y) = 0, so this value must be assigned in the test for a rectangle Ri′ that is
tested before Ri. Assume first that this happens in the same phase j. Then R̄ ⊆ R̄i ⊆ R̄i′ .
But by (1), the rectangle Ri′ can then not be responsible for assigning any value in R̄. So the
rectangle Ri′ must be in an earlier phase j′ < j. But note that when constructing R̄i′ , we
have by (1) deleted all entries of Ri′ . Thus, in f̄i we have the value ∗ for the corresponding
inputs which is a contradiction to f̄ taking the value 0 there. But then we get a contradiction
with Lemma 12 and (2), because the rectangle f̄ is too big. It follows that R̄ and f̄ can
never be assigned in the construction.

As a consequence, the construction of the R̄i goes through to the end. Reasoning as
before, all non-*-values in R̄t must have the same value. As a consequence, we get with
Lemma 12 that

|R̄t| ≤ 2nDisc(f, Πk) + 2u ≤ 2n−nc + 2t(2t + 1)k−22n− cn

2k−1 .

Reasoning as for the number of unknown values in fj before, we also know that R̄t is
constructed from {0, 1}n by deleting in at most t rounds at most (2t + 1)k−22n− cn

2k−1 values
each. From this we get

|R̄t| ≥ 2n − t(2t + 1)k−22n− cn

2k−1 .

Putting this together, it follows that

2n − t(2t + 1)k−22n− cn

2k−1 ≤ 2n−nc + 2t(2t + 1)k−22n− cn

2k−1

⇒2n − 2n−nc

2n− cn

2k−1
≤ (3t)k−1

⇒1
32

cn

(k−1)2k−1 − 1
3 ≤ t. ◀



S. Mengel 17:11

5 Separating the Hierarchy for Partition Changes

In this section, we will use Proposition 13 to show that increasing the number k of partition
changes allowed in a rectangle decision list makes them exponentially more succinct. To this
end, we will need functions that have small discrepancy when considered for any set of k

partitions but as soon as we allow k + 1 partitions, they become easy. The functions that we
will consider are constructed from such of the form IPG for carefully chosen graphs.

To construct these graphs, let us make some additional definitions. Given two graphs G1
and G2 on the same vertex set V , denote by G1 + G2 the graph that we get by taking the
union of the edge sets of G1 and G2.

▶ Proposition 14. For every k ∈ N there is a constant c such that for every n ∈ N large
enough, there are k + 1 graphs G1, . . . , Gk+1 on a vertex set V of size n with the following
properties:

no graph Gi has any parallel edges,
every vertex in every Gi has degree at most 2, and
for every k partitions (V 1

1 , V 1
2 ), . . . , (V k

1 , V k
2 ) of V there is a graph Gi such that for every

j ∈ [k] the bipartite graph Gi[V j
1 , V j

2 ] has an induced matching of size cn.

Proof. Let V be a vertex set that is big enough. We choose all graphs Gi randomly in
the so-called configuration model which we briefly describe next. Let d be even. Then a
random d-regular multi-graph in the configuration model is chosen by first considering the
set W := V × [d] and choosing a random matching of W which we call the edges of the
configuration. We then get a multigraph by projecting the edges of the configuration to V .
It is known that almost every 4-regular multi-graph chosen in the configuration model is an
expander, see [4], i.e., with probability going to 1 for n → ∞ a graph chosen in this model is
an (α, 4)-expander for some constant α > 0.

An alternative way to construct a random 4-regular graph is to choose two random
2-regular graphs G1, G2 in the configuration model and take their sum G1 + G2; call this
the sum model. It is known that the configuration model and the sum model are contiguous,
which intuitively means that both of them have asymptotically the same properties almost
surely, see [16, Chapter 9] for exact definitions and details on this. In particular, since
graphs chosen in the configuration model are (α, 4)-expanders for some constant α > 0 with
probability going to 1 for n → ∞, the same is true for graphs chosen randomly in the sum
model. From this convergence, it follows that there is a constant n0 such that for a random
graph with at least n0 vertices chosen in the sum model the probability of not being an
(α, 4)-expander is bounded by the constant 1

10(k+1)2 .
We now choose the graphs G1, . . . , Gk+1 that were promised in the statement of the

proposition as random 2-regular graphs in the configuration model with more than n0 vertices.
Applying the union bound, we get the following bound on the sum graphs Gi + Gj :

Pr(∃i, j ∈ [k + 1], i ̸= j : Gi + Gj is not an (α, 4)-expander)

≤
∑

i,j∈[k+1],i ̸=j

Pr(Gi + Gj is not an (α, 4)-expander) ≤ (k + 1)2 1
10(k + 1)2 = 1

10 .

So with probability at least .9 all sums Gi + Gj with i, j ∈ [k + 1], i ̸= j are (α, 4)-expanders.
We assume in the remainder that this is the case for our graphs Gi.

By definition, the degree bound of the Gi is clear. We next show the third item of the
claim. We first show that there is a Gi such that for every j ∈ [k] the induced bipartite
graph Gi[V j

1 , V j
2 ] has at least α|V |/3 edges. By way of contradiction, assume that this were
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not the case, so for every Gi there is a (V j
1 , V j

2 ) such that Gi[V j
1 , V j

2 ] has less than α|V |/3
edges. Then there is a j such that there are two graphs Gi1 , Gi2 such that Gi1 [V j

1 , V j
2 ] and

Gi2 [V j
1 , V j

2 ] have at most α|V |/3 edges which contradicts Gi1 + Gi2 being an (α, 4)-expander.
So there is a graph Gi such that for every j we have that Gi[V j

1 , V j
2 ] has at least α|V |/3

edges. It only remains to greedily extract an induced matching from each Gi[V j
1 , V j

2 ] which
due to the fact that Gi has bounded degree is of size linear in α|V |/3.

The only problem we still have to take care of is that the graphs Gi might have parallel
edges. Because of the degree bound between each pair of vertices, there are at most two
parallel edges. Deleting one of them reduces the number of edges in the induced matchings
by at most half which completes the proof. ◀

▶ Theorem 15. For every constant k ∈ N and n ∈ N sufficiently big, there is a Boolean
function fn,k in n + k + 1 variables such that

fn,k can be computed by a rectangle decision list of length O(k) with k partition changes,
but
any rectangle decision list with k − 1 partition changes computing fn,k has length 2Ω(n).

Proof. Let G1, . . . , Gk+1 be graphs on a vertex set X with the properties guaranteed by
Proposition 14. The function we consider is

f(X, Y ) :=
∨

i∈[k+1]

yi ∧ IPGi
(X)

where Y := {y1, . . . , yk+1}.
Reasoning as in Claim 9, we see that for all i ∈ [k+1] there is a variable partition such that

IPGi(X) and thus yi ∧ IPGi(X) has a constant length rectangle decision list. Concatenating
these decision lists yields one of length O(k) computing f . This proves the first claim.

For the second claim, consider any rectangle decision list with at most k − 1 partition
changes computing f . Let (X1

1 , X1
2 ), . . . , (Xk

1 , Xk
2 ) be the partitions used. Then, by Pro-

position 14, there is an i ∈ [k + 1] such that for every j ∈ [k] the graph Gi[Xj
1 , Xj

2 ] has an
induced matching of size cn for some constant c only depending on k. Fixing the variables
y1, . . . , yk+1 in the right way, we get from the rectangle decision list for f one for IPGi

of the
same length and with the same partitions. By Lemma 11 we get that

Disc(f, (Xj
1 , Xj

2)) ≤ 2−cn/2.

Plugging this into Proposition 13, we get that the rectangle decision list for IPGi
and thus

that for f must be of length 2Ω(n), which completes the proof. ◀

6 Application to QBF Proof Complexity

In this section, we will present a consequence of the results developed above for certain QBF
proof systems. We consider an extension of the proof systems introduced in [19] that models
the behavior of certain OBDD-based QBF-solvers. We show that in this setting there is a
similar hierarchy as in Theorem 15 for refutations in an extension of these proof systems
that allows changing variable orders in derivations.

6.1 OBDD-Refutations with Reordering
In this section, we introduce the model that we will consider in the remainder of this paper.
We work with the proof system introduced in [19] that uses OBDDs as lines in derivations
as follows: let Φ = Q1x1 . . . Qnxn.C1 ∧ . . . ∧ Cm be a PCNF. A derivation of an OBDD Lk
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from Φ is a sequence L1, . . . , Ls of OBDDs such that for all i ∈ [m] the OBDD Li is equivalent
to the clause Ci and for i > m the OBDD Li is derived by one of the following rules:
1. conjunction (∧): Li represents Lj ∧ L′

j for j, j′ < i.
2. projection (∃): Li represents ∃x.Lj for some x ∈ var(Lj) and j < i.
3. entailment (|=): Li is entailed by Li1 , . . . , Lir

, for i1, . . . ir < i.
4. universal reduction (∀): Li represents Lj [u/c], where j < i, u is a universally quantified

variable that is rightmost among variables in Lj and c ∈ {0, 1}.

Here, Lj [u/c] denotes the OBDD obtained from Lj by removing each node labeled with
variable u and rerouting all incoming edges to its neighbor along the c-labeled edge (effectively
substituting c for u).

In [19] it is explained how the above system corresponds to practical solvers like the
QBDD-solver of [20] in the sense that lower bounds for the proof system give lower bounds
for the runtime of the solver. In [19], it is assumed that the variable order of all OBDDs in a
derivation is the same – which corresponds to the fact that the QBDD-solver uses a fixed
variable order in each run. Since we want to model QBF-solvers that are allowed to change
variable orders, we introduce a new rule:
5. reordering (r): Li is equivalent to a line Lj where j < i but has a different variable

order.

We assume that, whenever applying the rules 1.–4., all OBDDs mentioned in those rules
have the same variable order. As a consequence, whenever we want to change the variable
order in a derivation, we have to do so by explicitly using rule 5. In the following, we assume
only a bounded number of different variable orders are used in derivations. To this end, we
make the following definition: Let L1, . . . , Ls be a derivation. We say that it has k variable
order changes if there are k indices i ∈ [s − 1] such that the variable order of Li is different
from that of Li+1. We denote by r≤k the reordering rule from above restricted to the case in
which there are at most k variable changes allowed in a derivation.

The size of a derivation L1, . . . , Ls is
∑

i∈s |Ls|, i.e., the sum of the sizes of all occurring
OBDDs. The derivation is called a refutation if Ls ≡ 0. For every subset of rules S ⊆
{∧, ∃, ∀, r, rk}, the proof system OBDD(S) is the restriction of the proof system from above to
the rules in S. Of particular interest in [19] were OBDD(∧, ∃, ∀) and OBDD(∧, ∃, ∀, |=): the
former is a formalization of the practical solver QBDD [20] while the latter is the strengthening
that allows “free” reasoning in NP and for which any lower bound is thus due to genuine
hardness due to adding quantification. We here will study the fragments OBDD(∧, ∃, ∀, r≤k)
and OBDD(∧, ∃, ∀, |=, r≤k) which add up to k variable order changes in derivations. Note
that it was shown in [19] that the systems OBDD(∧, ∃, ∀) and OBDD(∧, ∃, ∀, |=) are sound,
so in particular only false PCNF allow refutations, and it is easy to see that this remains
true when allowing changes of variable orders.

6.2 Statement of the Hierarchy for OBDD-Refutations and the
Separating Functions

The main aim of this section is the following hierarchy with respect to the number of variable
order changes.

▶ Theorem 16. For every constant k ∈ N and n ∈ N sufficiently big, there is a Boolean
function Φ in O(n) variables and size O(kn) such that

Φ has an OBDD(∧, ∃, ∀, r≤k)-refutation of polynomial size, but
every OBDD(∧, ∃, ∀, |=, r≤k−1)-refutation of Φ has length 2Ω(n).
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We remark that in Theorem 16 the lower bound is for the stronger model with entailment
(|=) while the upper bound does not use it. To prove Theorem 16, we again consider the
graphs G1, . . . , Gk+1 from Proposition 14. We here use them to define a separating function
for OBDD-refutations with an increasing number of variable order changes. Remember
that X is the underlying vertex set of all the Gi and thus the variable set of the IPGi

. Let
y1, . . . , yk+1, z be additional variables not appearing in X. We use the following observation
as a building block.

▶ Observation 17. There is a constant w such that for every i ∈ [k + 1], there is a CNF-
encoding ϕi of yi ∨ (IPGi

̸= z) with auxiliary variables and an order πi of the variables of ϕi

such that every sub-formula of ϕi has an OBDD-representation of width at most w and with
order πi.

The proof of Observation 17 is not hard but somewhat tedious, so we defer it to Appendix B.
For every i ∈ [k + 1], let Zi denote the set of auxiliary variables used in the construction

of ϕi and let Z := Z1 ∪ . . . ∪ Zk+1. Assume that for all i, i′ ∈ [k + 1] with i ̸= i′, the sets Zi

and Zi′ are disjoint. We now define the matrix of the PCNF we want to construct as

M(X, y1, . . . , yk+1, z, Z) := (¬y1 ∨ . . . ∨ ¬yk+1) ∧
∧

i∈[k+1]

ϕi.

Then the separating formula Φ is defined as

∃y1 . . . yk+1∃X∀z∃Z.M(X, y1, . . . , yk+1, z, Z).

We will use Φ to prove Theorem 16 in the next two sections.

6.3 The Upper Bound
In this section, we show the upper bound of Theorem 16. We start with the following Lemma.

▶ Lemma 18. There is a constant w such that for every i, there exists a variable order
πi such that ϕi has a polynomial length OBDD(∧, ∃, ∀)-derivation with variable order πi

from the clauses of ϕi. Moreover, the width of all intermediate results of this refutations
represented as OBDDs with order πi is at most w.

Proof. We use the variable order πi from Observation 17. We first represent all clauses of ϕi

by an OBDD with this variable order. Then we conjoin these OBDDs of all clauses in an
arbitrary order. Since we know that all sub-formulas of ϕi have an OBDD-representation
of width w, we know that all intermediate results we get have width at most w and thus
polynomial size. The same is true for the end result, the representation of ϕi. ◀

▶ Lemma 19. For every i, there is a variable order πi such that there is an OBDD(∧, ∃, ∀)-
derivation of yi from Φ with the order πi and of polynomial size.

Proof. We first use Lemma 18 to derive an OBDD-representation of ϕi of width w. In the
next step, we project away the variables in Zi. The result of this is an OBDD B representing
yi ∨ (IPGi

̸= z). Since ϕi has width at most w, from Lemma 7, we get that B and all
intermediate results have width at most 2w and thus size polynomial in n.

In the next step, we apply universal reduction twice on B to get the OBDDs B[z/0] ≡
yi ∨ IPGi

and B[z/1] ≡ yi ∨ ¬IPGi
. Since universal reduction does not increase the size of

an OBDD, the overall derivation has polynomial size. We then use one conjoining step to
compute B[z/0] ∧ B[z/1] ≡ (yi ∨ IPGi

) ∧ (yi ∨ ¬IPGi
) ≡ yi. ◀
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We are now ready to prove the upper bound of Theorem 16.

▶ Lemma 20. There is a polynomial size OBDD(∧, ∃, ∀, r≤k)-refutation of Φ.

Proof. For every i ∈ [k + 1], we use a variable order πi to derive yi from Φ in polynomial
size with the help of Lemma 19. Assume that yk+1 was the last of the yi derived this way.
Note every yi has a constant size OBDD-representation with order πk+1, so we can reorder
the variables of the representations of yi to πk+1. We then conjoin all the representations of
the yi with that of ¬y1 ∨ . . . ∨ ¬yk+1 to derive 0 as desired. Overall, we make a polynomial
number of derivation steps and all intermediate results have polynomial size, so the overall
size of the refutation is polynomial in n, as desired. Finally, remark that we have to change
the variable order only k times. ◀

6.4 The Lower Bound
In this section, we will show that if we allow an OBDD-refutation of Φ to only make k − 1
variable order changes, the refutation must be of exponential size. Our result uses a variant
of strategy extraction from [19], see also [1, 2, 3] for more on this technique for lower bounds
in the QBF-setting.

▶ Proposition 21. Let Ψ be a PCNF. If Ψ has a OBDD(∧, ∃, ∀, r≤k−1)-refutation of size s,
then there is a universal winning strategy for Ψ whose functions can all be represented by
rectangle decision lists of length s2 with k − 1 partition changes.

We remark that Proposition 21 in [19] was only shown for the case without any partition
changes. However, it is immediate from the proof that variable order changes translate
directly into partition changes in the construction. For completeness, we show Proposition 21
in Appendix C.

▶ Lemma 22. Every OBDD(∧, ∃, ∀, |=, rk−1)-refutation of Φ has size 2Ω(n).

Proof. From an OBDD(∧, ∃, ∀, r≤k−1)-refutation of size s, by Proposition 21 we get a
rectangle decision list L of length s2 that represents the winning strategy fz for the only
universal variable z in Φ. Note that fz depends only on DΦ(z) = {y1, . . . , yk+1} ∪ X.

Since we assume that the refutation is a OBDD(∧, ∃, ∀, |=, rk−1)-refutation, by Proposi-
tion 21 there are at most k − 1 partition changes in the rectangle decision list L for fz; let
(V 1

1 , V 1
2 ), . . . , (V k

1 , V k
2 ) denote the partitions. By Proposition 14, there is a graph Gi such

that for every j ∈ [k] we have that the graph G[V j
1 , V j

2 ] has an induced matching of size αn

for some constant α.
Now fix some of the variables as follows: set yi = 0 and all other yj = 1. Denote the

corresponding restriction of fz by f ′
z. By definition of winning strategies, we have that f ′

z is
such that for every assignment τ to X ∪ Z, the formula we get from M(X, y1, . . . , yk+1, z, Z)
by fixing the yj as described evaluates to 0 under the assignment τ ∪fz(τ). But the assignment
to the yj satisfies the clause ¬y1 ∧ . . . ∧ ¬yk+1 and all ϕj except ϕi, so what remains of the
matrix is IPGi ̸= z. In order to not satisfy this, f ′

z must thus compute IPGi .
Now from L we get a rectangle decision list L′ by restricting in all rectangles the values of

the yj according to the way we fixed them above and then projecting away the corresponding
variables. This does not increase the length of the decision list and keeps the partitions roughly
balanced. Call the corresponding partitions (V̄ 1

1 , V̄ 1
2 ), . . . , (V̄ k

1 , V̄ k
2 ), then by Lemma 11,

Disc(IPGi
) ≤ 2−α′n

for some constant α′ > 0. By Proposition 13, we get that L′ and thus also L has length 2Ω(n)

as claimed. ◀
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7 Conclusion

We have shown that rectangle decision lists in general become far more succinct when the
underlying partition is allowed to change along the list. More precisely, whenever one more
partition change is allowed, there are functions that can be expressed with exponentially
shorter lists. We have also lifted this to OBDD-refutations for QBF. It follows that in
principle one can construct OBDD-based QBF-solvers that are exponentially faster than the
QBDD-solver from [20] by changing the variable order in a run. However, in practice there is
of course the question of when the variable order should be changed and which order should
be taken. A first natural idea in this direction might be to adapt the known reordering
heuristics for OBDD construction, see e.g. [25, Chapter 5.8] for an overview.

It would be interesting to see if one can still show lower bounds for rectangle decision
lists when no bound on the number k of partition changes is assumed. Note that the lower
bound in Proposition 13 breaks down as soon as k is logarithmic in n, so the techniques
presented here do not directly help in this setting. Considering that it is known how to prove
lower bounds in the related model of multi-partition communication complexity [10], such
bounds might be within reach of current lower bound techniques.
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A Proof of Lemma 11

When fixing all variables not incident to any edge ei according to a partial assignment τ ,
we get a function fτ in the variables {x1, . . . , xm} ∪ {y1, . . . , ym} where we assume for every
i ∈ [m] that ei = xiyi. As in the proof of Lemma 3 in [19], fτ is essentially IPm up to flipping
the output and the sign of some inputs. Let R be the rectangle with partition (Xm, Ym)
that maximizes

∣∣|IP−1
m (1) ∩ R| − |IP−1

m (0) ∩ R|
∣∣. Then it follows that for every τ and every

rectangle R̄ respecting Π we have∣∣|f−1
τ (1) ∩ R̄| − |f−1

τ (0) ∩ R̄|
∣∣ ≤

∣∣|IP−1
m (1) ∩ R| − |IP−1

m (0) ∩ R|
∣∣ .
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We then get for every rectangle R̄ respecting Π that

Disc(R̄, IPG) =
∣∣|IP−1

G (1) ∩ R̄| − |IP−1
G (0) ∩ R̄|

∣∣ /2n

=

∣∣∣∣∣∑
τ

|f−1
τ (1) ∩ R̄| −

∑
τ

|f−1
τ (0) ∩ R̄|

∣∣∣∣∣ /2n

≤
∑

τ

∣∣|f−1
τ (1) ∩ R̄| − |f−1

τ (0) ∩ R̄|
∣∣ /2n

≤ 2n−2m
∣∣|IP−1

m (1) ∩ R| − |IP−1
m (0) ∩ R|

∣∣ /2n

= 2−2m
∣∣|IP−1

m (1) ∩ R| − |IP−1
m (0) ∩ R|

∣∣
= Disc(R, IPm)

≤ 2−m/2

where we use in the last line that the discrepancy of IPm is known to be 2−m/2.

B Proof of Observation 17

Remember that we want to encode

yi ∨ (IPGi ̸= z)

where Gi is a graph such that all vertices have degree at most 2 and IPGi
(X) =

⊕
xy∈E x ∧ y.

In our construction, it will be helpful to use the notion of pathwidth of a graph. So consider
a graph G = (V, E). A path decompostion of G is defined to be a sequence B1, . . . , Bs of
so-called bags where Bi ⊆ V for all i ∈ [s] with the following properties:

for every v ∈ V there is an i ∈ [s] such that v ∈ Bi,
for every e = uv ∈ E there is an i ∈ [s] such that {u, v} ⊆ Bi, and
for every i, j ∈ [s] with i ≤ j, if v ∈ Bi ∩ Bj then for all k with i ≤ k ≤ j we have v ∈ Bj .

The width of a path decomposition is defined as maxi∈[s](|Bi| − 1). The pathwidth of G is
the minimal width of a path decomposition of G.

We will first encode IPGi
as follows: because of the degree bound, we know that Gi

consists of a union of paths and cycles. It follows that Gi has a path decomposition B1, . . . , Bs

of width 2. Let V r :=
⋃

i∈[r] Bi and let Gr
i be the graph Gi[V r] induced by Vr in Gi. We

inductively construct a CNF-formula Fr with auxiliary variables z1, . . . , zr and of size O(r)
such that for every assignment τ to X, there is exactly one extension of τ to a model τ ′ of Fr

and τ ′(zr) is the value of IPGr
i
(τ). For r = 1, this is easy to do, since the number of variables

and edges is constant. For the induction step, observe that the additional clauses for Fr only
need to contain zr−1, zr and the variables in Br−1 and Br. In particular, it follows that there
is a linear size CNF-encoding F of IPGi

whose models compute the value of that function in
a variable zn.

Define the primal graph of a CNF-formula F to be the graph whose vertices are the
variables in F and whose edge set contains an edge xy if and only if x and y appear in a
common clause of F . Define for every i ∈ [s − 1] new bags B′

i := Bi ∪ Bi+1 ∪ {zr−1, zr}.
Then B′

1, . . . , B′
s−1 is a path decomposition of width at most 7 of the primal graph of F .

Next, add two clauses that force z ̸= zn. Finally, add yi to all clauses of the resulting
formula. Call the result ϕi. Note that ϕi encodes yi ∨ (IPGi

̸= z) as required. Moreover,
since adding two variables increases the pathwidth by at most two, the primal graph of ϕi

has pathwidth at most 9. Now using the fact that taking subgraphs does not increase the
pathwidth of a graph and that all CNF-formulas whose primal graph has pathwidth k have
OBDD-representations of width O(2k), see [11], completes the proof.
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C Strategy extraction

In this section, we show how to perform strategy extraction for OBDD-proof systems with
changes of variable orders, proving Proposition 21. Instead of directly extracting rectangle
decision lists, we make an intermediate step using OBDD-decision lists which we define next.

▶ Definition 23. An OBDD-decision list of length s is a sequence (L1, c1), . . . , (Ls, cs) where
the ci ∈ {0, 1} are truth values and the Li are OBDDs, and Ls computes the constant
function 1. Let V be the set of variables occurring in the circuits Li. The decision list
computes a function f : {0, 1}V → {0, 1} as follows. Given an assignment τ : V → {0, 1}, let
i = min{1 ≤ j ≤ s | Lj(τ) = 1}. Then we have f(τ) = ci. The width of the OBDD-decision
list is the maximal width of the Li. We say that there are k variable order changes in the
decision list if there are k indices i ∈ [s − 1] for which the variable order of Li and Li+1
differ.

The next result states that OBDD-decision lists can be efficiently extracted from OBDD-
refutations.

▶ Proposition 24. There is a linear-time algorithm that takes an OBDD(∧, ∃, ∀, |=, r)-
refutation of length s of a PCNF formula Φ and outputs a family of OBDD-decision lists of
length at most s and width at most w computing a universal winning strategy for Φ, where w

is the width of the refutation. Moreover, if there are at most k variable order changes in the
refutation, then the same is true in each of the OBDD-decision lists.

Proof. Let R = L1, . . . , Ls be an OBDD-refutation of a PCNF formula Φ. For each
universal variable u, the algorithm is going to compute an OBDD decision list Lu as
follows. Let Li1 = Lj1 [u/c1], Li2 = Lj2 [u/c2], . . ., Liℓ

= Ljℓ
[u/cℓ] be the lines of R

obtained by universal reduction of variable u in their order of appearance in R, that
is, i1 < i2 < . . . < iℓ and 1 ≤ jr < ir ≤ k for each r ∈ [ℓ]. The decision list is
Lu = (¬Li1 , c1), (¬Li2 , c2), . . . , (¬Liℓ

, cℓ), (1, 1). These lists can be constructed in linear
time by scanning the proof line by line and adding the pair (¬Li, c) to the decision list Lu

whenever Li = Lj [u/c] is derived from Lj by universal reduction (recall that OBDDs can be
negated simply by swapping the 0 and 1 sinks).

We claim that the Boolean functions f⃗ = {fu}u∈var∀(Φ) computed by the decision lists
Lu represent a winning universal strategy for Φ. We begin by observing that, for every
assignment τ of the existential variables, there is a unique assignment f⃗(τ) of the universal
variables such that τ ∪ f⃗(τ) is consistent with f⃗ : the OBDDs in each decision list Lu only
contain variables that precede u in the quantifier prefix, so that each function fu only depends
on these variables and no circular dependencies can arise. The assignment f⃗(τ) can be
computed simply by following the order of universal variables in the quantifier prefix.

Let m denote the number of clauses of Φ. We now prove, by downward induction on
i for m ≤ i ≤ s, that φi is falsified by any assignment τ that is consistent with f⃗ , where
φi =

∧i
j=1 Lj denotes the conjunction of proof lines up to i. Since φm is logically equivalent

to the matrix of Φ, this implies that f⃗ is a universal winning strategy. The base case i = s is
trivial as Ls ≡ 0 is falsified under any assignment τ ∪ f⃗(τ). For the induction step, assume
that the assignment τ ∪ f⃗(τ) falsifies φi for each assignment τ of the existential variables.
We consider two cases:
1. If Li is derived using conjunction, projection, entailment, or reordering, then φi−1 |= Li,

so any assignment that falsifies Li must falsify φi−1 as well. In combination with the
induction hypothesis, this tells us that the assignment τ ∪ f⃗(τ) falsifies φi−1 for each
assignment τ of the existential variables.
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2. Otherwise, the line Li = Lj [u/c] is derived from Lj with j < i by universal reduction.
Towards a contradiction, assume that there is an assignment τ of the universal variables so
that τ ∪ f⃗(τ) satisfies φi−1 but falsifies Li. Consider the decision list Lu. By construction,
it contains the pair (¬Li, c), and since φi−1 is satisfied by τ ∪ f⃗(τ), the OBDD ¬Lir

is falsified for each pair (¬Lir
, cir

) that precedes (¬Li, c) in Lu. Since Li is falsified by
τ ∪ f⃗(τ), the OBDD ¬Li is satisfied and thus fu(τ ∪ f⃗(τ)) = c. But Li = Lj [u/c] is
falsified, so Lj must be falsified as well, a contradiction.

Observing that the variable orders appearing in Lu also appear in R and the order in
which they appear is the same, completes the proof. ◀

▶ Lemma 25. If there is an OBDD-decision list of length s and width w computing a function
f : {0, 1}V → {0, 1}. Let π1, . . . , πk be the variable orders of the OBDDs used in that order,
and let for every i ∈ [k] the pair (Xi, Yi) of variable sets be a partition of V such that Xi

is the set of variables appearing in a prefix of πi. Then there is a rectangle decision list of
length w(s − 1) + 1 computing f with partitions π1, . . . , πk appearing also in that order.

The proof of Lemma 25 makes use of the following well-known connection between OBDD
and rectangles, see e.g. [18].

▶ Theorem 26. Let g be a function in variables X computed by a π-OBDD of width w. Let
X1 be a prefix of the variable order π and let X2 := X \ X1. Then g(X) =

∨w
i=1 Ri(X),

where every Ri is rectangle with partition (X1, X2).

Proof of Lemma 25. Let (L1, c1), . . . , (Ls, cs) be an OBDD-decision list of length s and
width w computing function f : {0, 1}V → {0, 1}, and let (Xi, Yi) be partitions of V as in
the statement of the lemma. By Theorem 26, each OBDD Lj for 1 ≤ j < s with variable
order πi is equivalent to a disjunction

∨w
j=k Rjk(V ) of rectangles with respect to (Xi, Yi).

We construct a rectangle decision list by replacing each pair (Lj , cj) for 1 ≤ j < s by the
sequence (Rj1, cj), . . . , (Rjw, cj). We can simply append (Ls, cs) to this sequence since the
constant Ls trivially is a rectangle. The resulting rectangle decision list computes f and has
length w(s − 1) + 1. Moreover, it makes k − 1 partition changes and the partitions it uses
are (X1, Y1), . . . (Xk, Yk) in that order. ◀

Combining Proposition 24 and Lemma 25 directly yields Proposition 21.
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1 Introduction

Quantum computing [32] has recently gained far-reaching interest in academia and industry
due to the potential advantage in efficiency compared to classical computers for many
practically relevant problems. There are several important problems in computer science
and related fields such as physics, chemistry, and mathematics, for which it is known that
quantum algorithms offer significant improvements over classical algorithms [9, 22, 24, 35, 37].
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problems in circuit design are, amongst others, compilation [2, 23, 38], synthesis [16, 20, 34],
technology mapping [29, 40, 42], simulation [10, 26, 50], and verification [11, 41, 48]. Many
of these problems have high worst-case complexity – some have even been proven to be
NP-complete [6] or QMA-complete1 [25]. Hence, efficient methods to tackle practically
relevant instances are needed.

In the classical realm, solvers for Boolean Satisfiability (SAT, [3]) are one of the key means
to efficiently solve design tasks for the realization of classical circuits [4, 7, 17, 19, 27, 28, 43].
All of these SAT-based approaches rely on symbolically encoding the functionality of a given
(classical) circuit into a propositional formula which (enriched by further constraints encoding
the design objective) is passed to a SAT solver. Because of the remarkable improvements
of SAT solvers in the past decades, modern solvers are able to efficiently reason over large
formulas and therefore compute the desired design solutions.

Having this power of efficient logical reasoning at hand, it is natural to wonder whether
the prospects of SAT-based solutions can also be materialized for the complex design
tasks outlined above for quantum circuits. However, while encoding a classical circuit is
rather straight-forward (each signal is represented by a propositional variable; gates are
symbolically encoded through corresponding propositional formulas), quantum circuits rely
on so-called qubits that do not only assume discrete values 0 and 1, but also superpositions
(i.e., complex-valued linear combinations) of both – creating an infinitely large state space
even for a single qubit. Quantum-mechanical phenomena such as entanglement [32] further
complicate the representation of states. This raises the question whether a generalization of
SAT encodings for quantum circuits is possible and, furthermore, if there exist SAT-based
approaches similar to those that have become one of the most established techniques in the
classical realm2.

In this work, we tackle these questions. More precisely, we
provide a problem analysis and discussion on the limitations of (straight-forward) adap-
tations of classical SAT techniques to encode the functionality of quantum circuits,
propose a new generalized encoding that can be used to encode arbitrary quantum
circuits and show that this increased capability comes at a certain price due to the sheer
complexity of representing quantum states,
identify classes of quantum circuits for which the proposed generalized encoding can be
constructed efficiently, and
provide an empirical analysis on the scalability of the proposed satisfiability encoding and
demonstrate its feasibility through experimental evaluations based on a proof-of-concept
implementation.

With this work, we lay the foundation for further research towards leveraging powerful
classical SAT techniques for quantum computing. In contrast to the classical realm and
due to the inherent complexity of quantum states and operations, our work indicates that
dedicated classes of quantum circuits will need to be considered in order to formulate efficient
and scalable SAT encodings for design tasks involving quantum circuits.

The remainder of this work is organized as follows: Section 2 introduces the necessary
background to keep this work self-contained. Then, Section 3 reviews how a SAT encoding
for classical circuits is derived and how it can be adapted to (certain) quantum circuits.

1 The complexity class QMA is the quantum analogue to the classical complexity class NP [5].
2 In the domain of quantum computing, first SAT-based approaches tackling a particular combinatorial

problem have successfully been proposed (e.g., in [40, 42]). To the best of our knowledge, no complete
SAT encoding for the functionality of quantum circuits exists. Current techniques are either limited to
reversible circuits [46, 48] (an important subclass of quantum circuits) or quantum circuits prohibiting
entanglement [45] (one of the core traits of quantum computing).
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Based on that, Section 4 describes a generalized SAT encoding and discusses its limitations.
Afterwards, Section 5 shows how to overcome these limitations for certain classes of quantum
circuits. Section 6 summarizes our empirical analysis, before Section 7 concludes the paper.

2 Background

In this section, we briefly review the main concepts of quantum computing needed throughout
the rest of this work. While the individual descriptions are kept brief, we refer the interested
reader to [32] for a detailed introduction.

In classical computing, the fundamental unit of information is a bit, which can assume
any of the Boolean values 0 or 1. The analogue in the quantum realm is called quantum
bit (or qubit), which cannot only assume any of the computational basis states |0⟩ or |1⟩
but also arbitrary complex-valued linear combinations (superposition) of these states. More
specifically, the state |φ⟩ of a single qubit is described as |φ⟩ = α0 |0⟩+α1 |1⟩ with α0, α1 ∈ C
and |α0|2 +|α1|2 = 1. The complex-valued factors αi are called amplitudes and it is convenient
to represent the state of a quantum system by a vector of amplitudes (the state vector), i.e.,
|φ⟩ ≡

[
α0 α1

]⊤. The postulates of quantum mechanics state that the state vector cannot
be observed directly. Instead, measuring a qubit collapses its state to one of the (classical)
basis states |i⟩ – each with probability |αi|2.

▶ Example 1. Consider the plus and minus states |+⟩ and |−⟩ which are represented by
the state vectors 1/

√
2

[
1 1

]⊤ and 1/
√

2
[
1 −1

]⊤, respectively. Both states describe an
equal superposition of the computational basis states. Measuring them yields either |0⟩ or |1⟩
– each with a probability of |±1/

√
2|2 = 0.5.

The basis states of an n-qubit system are formed by the tensor product (denoted ⊗ in
the following) of single-qubit states, i.e., |in−1⟩ ⊗ · · · ⊗ |i0⟩ ≡ |in−1 . . . i0⟩ ≡ |

∑n−1
j=0 2jij⟩ ≡ |i⟩

with in−1, . . . , i0 ∈ {0, 1} and i ∈ {0, . . . , 2n − 1}. Any n-qubit state |φ⟩ is then described
as an arbitrary superposition of these basis states, i.e., |φ⟩ =

∑2n−1
i=0 αi |i⟩ with αi ∈ C

and
∑2n−1

i=0 |αi|2 = 1. Again, this is conveniently represented by the state vector, i.e.,
|φ⟩ ≡

[
α0...0 . . . α1...1

]⊤. One of the most fundamental differences of quantum states to
classical states is that the individual qubits of a system can be entangled, i.e., their state can
no longer be considered separately (as e.g., for computational basis states), but has to be
considered as a whole.

▶ Example 2. The four Bell states |Φ±⟩ = 1/
√

2(|00⟩ ± |11⟩) and |Ψ±⟩ = 1/
√

2(|01⟩ ± |10⟩)
are one of the most prominent examples of entangled quantum states. Consider, for example,
the |Φ+⟩ state and assume that the first of its qubits is measured. The measurement collapses
the state and leaves the system either in the state |00⟩ or |11⟩ – each with a probability of
|±1/

√
2|2 = 0.5. Consequently, the state of the second qubit is completely determined by the

measurement result of the first qubit – without ever being “touched”.

Similarly to how classical operations and logic gates are applied to the bits of a classical
system, quantum operations or quantum gates can be used to change the state of a quantum
system. To this end, a quantum operation acting on k qubits is described by a complex-valued
unitary3 matrix U ∈ C2k×2k .

3 A matrix U ∈ C2k×2k

is unitary if U†U = UU† = I, where U† is the complex-conjugate of U and I
denotes the identity matrix.
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|0⟩
|0⟩

H |Φ+⟩
|0⟩
|1⟩

H |Ψ+⟩
|1⟩
|0⟩

H |Φ−⟩
|1⟩
|1⟩

H |Ψ−⟩

Figure 1 Generation of Bell states.

▶ Example 3. One of the most fundamental single-qubit quantum operations are the Pauli
gates X, Y , and Z, the phase gate S, as well as the Hadamard gate H, which are described by

X =
[
0 1
1 0

]
, Y =

[
0 −i

i 0

]
, Z =

[
1 0
0 −1

]
, S =

[
1 0
0 i

]
, H = 1√

2

[
1 1
1 −1

]
.

Some useful identities are Z = SS, X = HZH, and Y = iXZ. An important example of
a two-qubit operation is the controlled-NOT or CNOT operation, which flips the state of a
designated target qubit if the designated control qubit is in state |1⟩. We write CNOT c,t for a
CNOT gate controlled on qubit qc and targeted at qubit qt. The corresponding 4 × 4 matrix is
given by diag(I, X)4.

Applying a quantum operation to the quantum state |φ⟩ corresponds to the matrix-vector
product of the respective matrix U with the state vector representing |φ⟩ – yielding a new
quantum state |φ′⟩5. A quantum circuit corresponds to a sequence of quantum gates or
operations that are applied to a certain state.

▶ Example 4. Similarly to the classical case, quantum circuits can be illustrated as diagrams
where horizontal lines correspond to qubits and gates on the lines correspond to operations
acting on the qubits. Figure 1 illustrates how the four Bell states from Example 2 can be
generated by starting with any two-qubit computational basis state |ij⟩ ∈ {|00⟩ , |01⟩ , |10⟩ , |11⟩}
and applying a single-qubit Hadamard operation (illustrated as a box labelled H) to one of the
qubits, followed by a CNOT operation controlled on the same qubit (with • and ⊕ indicating
the control and the target qubit, respectively).

3 From Encoding Classical Circuits to Quantum Circuits

In this section, we briefly review how classical circuits and corresponding problems are usually
encoded as SAT instances and how these techniques can directly be translated to quantum
circuits. Based on that, we discuss the resulting implications and limitations that form the
motivation for this work.

3.1 Classical Circuits
In order to obtain a SAT encoding symbolically representing the functionality of a classical
circuit, each signal s of the circuit (representing inputs, intermediate signals, and outputs
of the circuit) is represented by a corresponding Boolean variable xs. Then, for each
gate g (representing a Boolean operator) of the circuit, a corresponding set of functional
constraints relating the input and the output signals of g is introduced. By further adding

4 We use diag(I, X) to denote the block matrix
[
I 0
0 X

]
5 Technically, for the multiplication to make sense, any operation acting only on k < n qubits must be

extended to the full system size by forming appropriate tensor products with identity matrices before
performing the multiplication.
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a

b

c

∧
d ⊕

e

(a) Classical Circuit.

Signal Representation Constraints

xs for s ∈ {a, b, c, d, e} xd = xa ∧ xb

xe = xd ⊕ xc

(b) SAT encoding.

Figure 2 Classical circuit and corresponding SAT encoding.

constraints to the original SAT formulation of the circuit, e.g., miter structures [7] for
verification or formulations for justifying and propagating faults in Automatic Test Pattern
Generation (ATPG, [17, 19, 28, 43]), a multitude of circuit design tasks can be formulated
as SAT instances. Moreover, SAT instances of circuits are frequently used to compute
counterexamples, i.e., to show that certain unwanted assignments to the signal variables may
occur during the computation of the circuit.

▶ Example 5. Consider the classical circuit shown in Figure 2a. It consists of two gates,
three primary inputs, and a single primary output. In order to encode this circuit, the signals
a, b, c, d, e are represented as Boolean variables xa, xb, xc, xd, xe, respectively. For each logical
gate, a corresponding functional constraint representing its functionality is added, as shown
in Figure 2b.

The main question now is: How can this encoding technique be adapted to the domain of
quantum computing?

3.2 Quantum Circuits
While each signal in a classical circuit can only assume the value 0 or 1, the state of a
qubit is generally described as an arbitrary, complex-valued superposition of states, i.e.,
|φ⟩ = α0 |0⟩ + α1 |1⟩. As such, one faces the rather grim perspective of an infinitely-valued
logic for even encoding the state of a single qubit. Consequently, encoding the state vector
|φ⟩ of a qubit in a quantum circuit (which is the analogue to the signal s in a classical circuit)
in a straight-forward fashion is infeasible in general.

However, in practice the number of unique quantum states throughout a quantum
computation can be upper bounded since in most cases, the input of a quantum circuit is
chosen from a fixed set of states, e.g., computational basis states |i⟩ ∈ {|0 . . . 0⟩ , . . . , |1 . . . 1⟩}.
In fact, most quantum algorithms assume the initial state to be the all-zero state |0 . . . 0⟩6.
Assuming that a computation may start out in any of v values, the number of different states
that are produced by the gates of a quantum circuit G = g0, . . . , g|G|−1 is upper bounded by
2|G| · v. This fact follows from the simple observation that every gate of the circuit can at
most double the number of states (by transforming a state |φ⟩ to a new state |φ′⟩).

Thus, a structural analysis of the complete circuit allows to determine the set of unique
quantum states that might occur in a quantum circuit and, accordingly, encode them using
a multi-valued logic (in contrast to the binary encoding for classical circuits, as shown
in Example 5). This has already been recognized in [45], showing that, whenever the
individual qubits can be considered separately, quantum circuits can be treated similarly to
classical circuits. An example illustrates the idea:

6 This is a reasonable assumption, since any initial quantum state can be generated from the all-zero
state |0 . . . 0⟩ by prepending the actual quantum circuit with a state preparation circuit, e.g., the |+⟩
state can be generated from the |0⟩ state by applying a Hadamard gate.
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{
|0⟩ = [0]10
|1⟩ = [1]10

}a

{
|0⟩ = [0]10
|1⟩ = [1]10

}b

H

H

{
|+⟩ = [2]10
|−⟩ = [3]10

}c

{
|+⟩ = [2]10
|−⟩ = [3]10

}d

X

{
|+⟩ = [2]10

− |−⟩ = [4]10

}e

Figure 3 Structural analysis of a simple quantum circuit.

▶ Example 6. Consider the simple two-qubit quantum circuit composed of three gates shown
in Figure 3 and assume that both qubits may either assume the input value |0⟩ or |1⟩. Since
both qubits do not interact over the course of the circuit, the circuit can be split into five
signals – labelled a to e – in analogy to the classical circuit from Example 5. It is easy to
compute that

H |0⟩ = |+⟩ , H |1⟩ = |−⟩ , X |+⟩ = |+⟩ , and X |−⟩ = − |−⟩ . (1)

This simple analysis reveals that there are only five unique states for this particular arrange-
ment: |0⟩, |1⟩, |+⟩, |−⟩, and − |−⟩. As a consequence, each of the quantum circuit’s signals s

can be encoded using ⌈log2(5)⌉ = 3 Boolean variables xs
2xs

1xs
0. In a similar fashion as in

Example 5, the circuit’s signals can be related via functional constraints based on Equation 1.

3.3 Discussion

In general, the feasibility of such an encoding for quantum circuits stands and falls with the
feasibility of a structural analysis, i.e., the viability of representing and evolving the state of
the quantum system. In Example 6, this is feasible since the circuit only involves individual
qubits that do not interact. This kind of analysis extends to the case, where the state of the
entire system can always be described as a product state. A product state is a quantum state
where the state of the whole system is described as the product of the states of the individual
qubits, i.e., |φ⟩ = |φn−1⟩ ⊗ · · · ⊗ |φ0⟩ with each |φi⟩ being an arbitrary single qubit state for
i from 0 to n − 1. An important subclass of quantum circuits possessing this property are
reversible circuits7 [18], which effectively represent bijective Boolean functions and form a
dedicated research area on their own.

However, while restricting the potential quantum states to product states allows to
efficiently analyze the respective circuits, this restriction prohibits a fundamental quantum
mechanical phenomenon to be employed: entanglement. As reviewed in Section 2, two qubits
being entangled means that their state cannot be considered separately anymore but has
to be considered as a whole. Entanglement is one of the core traits that allows quantum
algorithms to surpass classical algorithms for certain applications, e.g., Shor’s algorithm
for factoring integers is exponentially faster on a quantum computer than on a classical
computer [37]. Hence, different strategies are needed to replicate the ongoing success of SAT
in classical circuit and system design also for quantum circuits.

7 This assumes that the initial state of the circuit is a classical state, i.e., chosen from the computational
basis.
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|00⟩ = [0]10
|01⟩ = [1]10
|10⟩ = [2]10
|11⟩ = [3]10



u
H 

|+0⟩ = [4]10
|+1⟩ = [5]10
|−0⟩ = [6]10
|−1⟩ = [7]10



v 
|Φ+⟩ = [8]10
|Ψ+⟩ = [9]10
|Φ−⟩ = [10]10
|Ψ−⟩ = [11]10



w

Blocking Constraints Functional Constraints
[xu]2 ≤ 3 ([xu]2 = 0) ⇔ ([xv]2 = 4) ([xv]2 = 4) ⇔ ([xw]2 = 8)
[xv]2 ≤ 7 ([xu]2 = 1) ⇔ ([xv]2 = 5) ([xv]2 = 5) ⇔ ([xw]2 = 9)
[xw]2 ≤ 11 ([xu]2 = 2) ⇔ ([xv]2 = 6) ([xv]2 = 6) ⇔ ([xw]2 = 10)

([xu]2 = 3) ⇔ ([xv]2 = 7) ([xv]2 = 7) ⇔ ([xw]2 = 11)

Figure 4 Structural analysis and resulting encoding for the Bell circuit from Figure 1.

4 Generalized Encoding

In order for the encoding of a quantum circuit to support entanglement, qubits can no
longer be considered individually. As a result, the qubits in a quantum circuit no longer
represent individual signals (as in the case of classical circuits or in Example 6) but are
bundled together. This creates a structure where signals are interleaved with the gates of the
circuit and serves to generalize the encoding from the previous section. Again, an example
illustrates the idea:

▶ Example 7. Consider again the scenario from Example 4 and assume we want to perform
a structural analysis on the Bell circuit.

Instead of the two different initial states for each qubit in Example 6 (|0⟩ and |1⟩), the
analysis starts off considering four different states of both qubits (|00⟩ |01⟩, |10⟩, and |11⟩).
Then, the state transitions can be computed in a similar fashion as in Equation 1:

(H ⊗ I) |φ⟩ =


|+⟩ ⊗ |0⟩ if |φ⟩ = |00⟩
|+⟩ ⊗ |1⟩ if |φ⟩ = |01⟩
|−⟩ ⊗ |0⟩ if |φ⟩ = |10⟩
|−⟩ ⊗ |1⟩ if |φ⟩ = |11⟩

CNOT 1,0 |φ⟩ =


|Φ+⟩ if |φ⟩ = |+⟩ ⊗ |0⟩
|Ψ+⟩ if |φ⟩ = |+⟩ ⊗ |1⟩
|Φ−⟩ if |φ⟩ = |−⟩ ⊗ |0⟩
|Ψ−⟩ if |φ⟩ = |−⟩ ⊗ |1⟩

(2)

Overall, twelve states have to be distinguished in this case. Consequently, for each signal s,
⌈log2(12)⌉ = 4 Boolean variables xs

3xs
2xs

1xs
0 are necessary to properly encode the circuit.

Let [xs]2 denote the interpretation of the variables of the signal s as a binary number, i.e.,
[xs]2 =

∑3
i=0 2ixs

i = [k]10 for some k ∈ {0, . . . , 24 − 1} in decimal representation. Then,
the valid assignments to each of the signal variables and the functional constraints based on
Equation 2 can be described by the equations shown on the bottom of Figure 4.

As the previous example shows, a generalization of the encoding from Section 3 indeed
allows to incorporate entanglement. In particular, the proposed encoding can be viewed as a
two-step procedure:

First, a structural analysis of the circuit is performed to determine the number of unique
states that need to be encoded. This analysis starts off with a set of v possible input states
{|φ0⟩ , . . . , |φv−1⟩} which are given as an input. Then, the first gate of the circuit g0 (with
corresponding matrix U0) is applied to all states in the initial set of states – yielding a new
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set of states {|φ′
0⟩ , . . . , |φ′

v−1⟩}, where |φ′
i⟩ = U0 |φi⟩ for i from 0 to v − 1. This procedure is

then continued for every gate, until the whole circuit has been processed. Over the course
of this process, a separate set S is used to track the unique states. As already discussed
in Subsection 3.2, a maximum of 2|G| · v unique states can result from such an analysis.
However, as we will see later in Section 6, the number of unique states is typically much
lower in practice.

If the first step revealed that there are |S| unique states, m = ⌈log2(|S|)⌉ Boolean variables
are needed to encode every signal s in the circuit. Thus, the state space of a quantum circuit
G with |G| gates is encoded using a total of m · (|G| + 1) bits, i.e.,

xs = xs
m−1 . . . xs

0 for s = s0, . . . , s|G|.

Since |S| might not be a power of two, some of the assignments of the signal variables xs

do not correspond to valid values. Let [xs]2 again denote the interpretation of the variables
of the signal s as a binary number, i.e.,

[xs]2 =
m−1∑
i=0

2ixs
i = [k]10

for some k ∈ {0, . . . , 2m − 1} in decimal representation. Then, so-called blocking constraints
are introduced to limit the assignments of the signal variables, i.e.,

∀s ∈ G : [xs]2 < |S|.

In addition, the value of the first signal s0 is restricted to one of the v (unique) input states,
i.e.,

[xs0 ]2 < v.

In order to complete the encoding, the circuit’s signals have to be related to each other.
Assume that gate gi ∈ G with input signal si and output signal si+1 maps the kth unique
state |φk⟩ to the lth unique state |φl⟩. Then, the following functional constraint is added:

[xsi ]2 = [k]10 ⇐⇒ [xsi+1 ]2 = [l]10.

Eventually, the final encoding is obtained by taking the conjunction over all constraints.
In contrast to the approach described in Subsection 3.2 – which directly translates

encoding techniques of classical circuits to quantum circuits and, in the process, is limited to
only a small fraction of quantum circuits – the generalized encoding proposed above indeed
allows to encode the functionality of arbitrary quantum circuits. However, this comes at a
price (“there is no free lunch”8):

Consider an n-qubit quantum circuit and assume that each of the qubits can either be in
the |0⟩ or |1⟩ state. Then, incorporating entanglement into the encoding, i.e., no longer
treating qubits in an isolated fashion, leads to an exponential growth of the potential
state space – instead of two states per qubit (as in Example 6), suddenly 2n states (all of
the n-qubit computational basis states) need to be considered and encoded.
As reviewed in Section 2, the state of an n-qubit quantum system is generally characterized
by 2n complex-valued amplitudes. Hence, the complexity of representing and manipulating
each of the states (i.e., its amplitudes) grows exponentially with respect to the number of
qubits – one of the core phenomena that makes simulating quantum circuits on classical
computers incredibly hard.

8 Adapted from a common version in complexity theory and optimization [47].
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This seems like a very grim situation – not only does the encoding result in an exponentially
large state space, but also in an exponentially large size of the representation of each individual
state. Since, as stated earlier, most quantum algorithms actually assume the initial state to
be the all-zero state |0 . . . 0⟩, only a single initial state needs to be considered in these cases.
However, even then, the exponential size of the states’ representation remains a roadblock.
In the following, we show that this dark picture considerably lightens up when not dealing
with arbitrary quantum circuits but rather focusing on particular classes of quantum circuits.

5 Overcoming the Limitations for Certain Classes of Quantum Circuits

As argued in the previous section, an encoding for arbitrary circuits is not feasible in the
quantum case due to the sheer complexity of representing quantum states – rendering the
structural analysis the dominant source of complexity in the encoding. In the following, we
demonstrate that an efficient encoding is possible for certain (restricted, yet still important)
classes of quantum circuits. One of the most natural examples, Clifford circuits, is discussed
first. Afterwards, we elaborate on other classes of quantum circuits the generalized encoding
can be adapted to and briefly discuss merits and drawbacks for each class.

5.1 Clifford Circuits and the Stabilizer Formalism

Clifford circuits [32], i.e., quantum circuits generated by the set of gates {H, S, CNOT}, form
one of the most important classes of quantum circuits. This is because

1. they describe interesting quantum mechanical phenomena such as entanglement, telepor-
tation, and superdense coding [32],

2. they are heavily used in quantum error correcting codes [13, 36, 39], and

3. according to the Gottesman-Knill Theorem [21], they can be simulated in polynomial
time and space on a classical computer using the stabilizer formalism.

The main idea of the stabilizer formalism is to represent a quantum state by a set of oper-
ators that identify the state uniquely, instead of representing the state by a complex-valued
vector of amplitudes. A unitary operator U is said to stabilize a state |φ⟩ if U |φ⟩ = |φ⟩, i.e.,
|φ⟩ is an eigenvector of U with eigenvalue 1.

▶ Example 8. Recall the definition of the Pauli matrices X = [ 0 1
1 0 ] and Z =

[ 1 0
0 −1

]
. It

holds that Z |0⟩ = |0⟩, i.e., the zero state is stabilized by the Pauli Z operator. Furthermore,
it holds that X |+⟩ = |+⟩, i.e., the plus state is stabilized by the Pauli X operator.

Quantum states that can be produced from the all-zero state |0 . . . 0⟩ by applying Clifford
gates are frequently called stabilizer states. It can be shown that any n-qubit stabilizer
state |φ⟩ can be uniquely described by n Pauli tensor products of the form ±Pi,0Pi,1 . . . Pi,n−1
with Pi,j ∈ {I, X, Y, Z} for i, j = 0, . . . , n−1. These n-qubit Pauli operators are the generators
of the group of stabilizers that stabilize a particular state, i.e., any operator U stabilizing |φ⟩
can be generated from these Pauli operators. Since two bits are needed for each generator to
specify each of the n Pauli matrices and one bit for the sign, n(2n + 1) bits are needed in
total to uniquely describe the state |φ⟩.
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▶ Example 9. This idea is most conveniently represented via the so-called stabilizer tableau [1,
21]. For any n-qubit state, the tableau consists of n rows for the generators and 2n + 1
columns identifying each generator – which can be grouped as

 x0,0 x0,n−1 z0,0 z0,n−1 r0

xn−1,0 xn−1,n−1 zn−1,0 zn−1,n−1 rn−1

, where

xi,j =
{

1 Pi,j = X or Y

0 otherwise

zi,j =
{

1 Pi,j = Z or Y

0 otherwise

and ri = 1 if the ith generator has negative phase for i, j = 0, . . . , n − 1.

The Gottesman-Knill theorem states that the generators of a stabilizer state can be
updated in polynomial time after the application of Clifford gates. To this end, the following
rules for updating the corresponding tableau are used where ⊕ denotes a bitwise XOR
operation:

H on qj : ∀i = 0, . . . , n − 1: ri = ri ⊕ xi,jzi,j and swap xi,j and zi,j ,
S on qj : ∀i = 0, . . . , n − 1: ri = ri ⊕ xi,jzi,j and zi,j = zi,j ⊕ xi,j , and
CNOT with control qc and target qt : ∀i = 0, . . . , n − 1: ri = ri ⊕ xi,czi,t(xi,t ⊕ zi,c ⊕ 1),
xi,t = xi,t ⊕ xi,c, and zi,c = zi,c ⊕ zi,t.

▶ Example 10. Consider the situation from Example 7. Then, the initial tableau is given by[
0 0 1 0 0
0 0 0 1 0

]
, corresponding to generators { ZI, IZ } =̂ |00⟩ .

Applying an H gate to q1 leads to the updated tableau

[ x1 z1

0 0 1 0 0
0 1 0 0 0

]
, corresponding to generators { ZI, IX } =̂ |+0⟩ .

Finally, applying a CNOT with control q1 and target q0 results in the final tableau

[xt xc zt zc

0 0 1 1 0
1 1 0 0 0

]
, corresponding to generators { ZZ, XX } =̂ |Φ+⟩ .

Using this stabilizer tableau (rather than exponentially large complex-valued vectors of
amplitudes), the individual state representations remain polynomial – since, as demonstrated
above, O(n2) bits suffice to uniquely describe a stabilizer state. Hence, instead of directly
formalizing the quantum states in the generalized encoding described in Section 4 (as
shown in Example 7), the respective stabilizer generators can be encoded (in the signal
variables xs) and related to each other by functional constraints. That is, each of the k unique
generators computed in the pre-processing step is encoded using m = ⌈log2(k)⌉ variables
xs = xs

m−1 . . . xs
0 such that different assignments to the variables symbolically encode the

different generators. Furthermore, respective functional constraints relating the generators
to each other are added as described in Section 4.

As a result, SAT-based solutions (e.g., for equivalence checking) for this central class of
quantum circuits with an undoubtedly wide range of applications can be efficiently realized.
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5.2 Beyond Clifford Circuits
While Clifford circuits constitute an important class of quantum circuits, it is well known that
they are not universal for quantum computing [32], i.e., not every quantum computation can
be realized using only H, S, and CNOT (it has even been proclaimed that Clifford circuits
are not universal for classical computation [1]). Hence, to formulate efficient and scalable
SAT encodings for design tasks involving non-Clifford gates, further dedicated classes of
quantum circuits need to be considered. As discussed earlier, the feasibility of the generalized
encoding proposed in this work depends on the viability of representing and evolving the
state of the quantum system. To this end, several data-structures, and methods with the
capability of efficiently simulating certain classes of quantum circuits have been proposed.
Some of the most important examples are:

Dense Arrays: As witnessed in Section 3, product states, i.e., multi-qubit states where
each qubit can be considered in an isolated fashion, can be effectively described by
linearly-sized vectors (with respect to the number of qubits).
Hash Maps [26]: Many state vectors that occur during the simulation of a quantum
circuit are sparse due to some structure in the algorithm or even the underlying problem.
Thus, such states can be efficiently handled using hash maps instead of storing the dense
state vector explicitly.
Decision Diagrams [14, 30, 33, 49]: They take the idea of exploiting sparsity one step
further by also taking advantage of any redundancies present in the underlying represen-
tation. To this end, the representation of a quantum state is recursively decomposed and
sub-parts only differing by a constant factor are identified with each other – eventually
forming a directed, acyclic graph with complex-valued edge weights. Whenever the
number of nodes in the decision diagram can be kept low, an efficient representation is
obtained.
Tensor Networks [15]: Intuitively, tensors can be seen as generalization of matrices and
tensor networks are a generalization of quantum circuits that have a similar diagrammatic
representation. In quantum many-body physics (where, e.g., the collective behavior of
interacting particles is studied), it generally holds that particles close to another interact
strongly, while particles at a distance hardly interact. This induces a notion of topological
locality that naturally motivates modeling such systems as tensor networks. Whenever,
the dimensions of the tensors and their connections can be kept in check, again, an
efficient representation results.
Stabilizer Rank Methods [8]: The idea of these methods is to decompose a generic quantum
circuit into (multiple) stabilizer/Clifford circuits that, as shown in Subsection 5.1, can be
efficiently simulated, and adequately combining the respectively obtained results. Their
performance scales with the number of non-Clifford gates. Hence, as long as this number
is low, circuits can be handled efficiently.

Overall, if there is an efficient method to conduct a structural analysis of the quantum
circuit in question, the generalized encoding proposed in this work can be used to yield a
corresponding SAT formulation. In this fashion, design tasks for a large variety of quantum
circuits can be tackled with SAT.

6 Experimental Evaluation

In the following, we provide an empirical analysis on the scalability of the proposed generalized
encoding applied to Clifford circuits and demonstrate the feasibility of the pre-processing
and construction algorithms for a precise design task (namely equivalence checking). To this
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Figure 5 Scaling of the proposed SAT encoding algorithm applied to Clifford circuits. Runtime
scales as O(n2) and O(|G|) with n and |G| denoting the number of qubits and gates, respectively.
The number of clauses is constant in the number of qubits and otherwise scales as O(|G|).

end, the generalized encoding proposed in Section 4 has been implemented in C++ on top of
the JKQ quantum toolkit [44] using the SAT (SMT) solver Z3 [31]. We used Clifford circuits
as a representative class of quantum circuits, since, as described in Subsection 5.1, this
class of circuits is central in quantum computation and can be used to apply the proposed
generalized encoding efficiently. The resulting implementation and evaluation is publicly
available at github.com/cda-tum/qusat. All experiments were conducted on a machine
with an 2.8 GHz Intel i7-1165G7 CPU and 32 GiB RAM running Ubuntu 20.04.

6.1 Scalability With Respect to Number of Qubits and Gates
In a first series of evaluations, we investigated how fast the encoding for Clifford circuits can
be constructed and how many SAT clauses (as reported by Z3) are required with respect to
the number of qubits as well as the number of gates. To this end, we randomly generated
Clifford circuits with growing numbers of qubits and gates. Since the circuits are generated
randomly, we sample ten circuits with the same parameters and then plot the mean of
the computed values to obtain a representative set of results. Without loss of generality,
we consider the all-zero state as the single input state. The obtained results are depicted
in Figure 5.

The top-left graph shows the time needed (in ms) to construct a SAT instance using the
proposed encoding, given a Clifford circuit. This includes the time needed to pre-process
the circuit (i.e., to conduct the structural analysis) and to construct the corresponding Z3
instance. The graph indicates that the runtime of the proposed algorithm scales quadratically
in the number of qubits (which can be attributed to the quadratic size of the stabilizer
tableau).

The top-right graph depicts the number of SAT clauses constructed by Z3 with respect to
the number of qubits. As expected, these functions have constant behaviour in the number
of qubits, since, in general, the number of clauses does not depend on that number. However,
the number of qubits remains a dominant factor for the feasibility of the structural analysis.

github.com/cda-tum/qusat
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Figure 6 Number of unique generators (states) in Clifford circuits.

The bottom two graphs show the runtime and the number of clauses with respect to the
number of gates. These results indicate that both, the time needed to construct the encoding
and the number of clauses, grow linearly with respect to the number of gates (which can be
attributed to the tableau update rules being linear). Even circuits with 10 000 gates and 127
qubits only roughly take 10 s to encode.

6.2 Scalability With Respect to Number of Generators

As discussed in Subsection 3.2, a maximum of 2|G| · v unique states needs to be distinguished
in order to encode a particular quantum circuit with v initial input states in the worst-case.
Then, assuming that there are m unique states, a total of ⌈log2(m)⌉ bits are needed to
encode each signal of the circuit. In a second series of evaluations, we investigated how
the number of unique states (or, in this case, the number of unique generators) evolves in
practice with respect to the number of qubits and the number of gates in Clifford circuits.
As in the previous experiments and without loss of generality, we assume that v = 1 and
that all computations start out in the all-zero state |0 . . . 0⟩.

For the experiments, we randomly generated Clifford circuits for one, two, and three qubits
with a growing number of gates. Again, we sample ten circuits with the same parameter
set and consider the means of the computed values to obtain a representative sample. The
respectively obtained results are shown in Figure 6, which also includes a graph for the
worst-case complexity 2|G|.

It can be seen that the actual number of unique generators in Clifford circuits is very
small compared to the worst-case behavior, e.g., there are at most 6 different single-qubit
stabilizer states and 360 two-qubit stabilizer states. This can be explained by the fact that
the size of the stabilizer tableau used to describe particular states inherently limits the
number of different states that can occur for a given number of qubits. As a consequence, at
most ⌈log2(6)⌉ = 3 bits per signal are needed in the single-qubit case, while a maximum of
⌈log2(360)⌉ = 9 bits is needed for the two-qubit case – independent of the number of gates.

SAT 2022
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6.3 Application: Equivalence Checking
In a final series of evaluations, we demonstrate the applicability of the proposed encoding to
the task of verifying the equivalence of two quantum circuits (in particular, Clifford circuits).
To check whether two circuits are equivalent, we construct a miter structure [7], i.e., the
same input is applied to both circuits and the outputs are fed into XOR gates, which are
then ORed to produce the single output of the miter. The task for the SAT solver is to find
a variable assignment for which the miter’s output evaluates to one. Whenever this is the
case, i.e., the solver returns satisfiable, both circuits have been shown to be non-equivalent
and the variable assignment provides the counterexample.

For the experiments we again generated random Clifford circuits with a growing number
of qubits. In a first batch of experiments, we use the same circuit twice and pass the resulting
miter structure to the SAT solver (Equivalent Instances). To also test non-equivalent
instances, a random single-gate error has been introduced in the second realization of the
circuit, i.e., a random gate is removed (Non-Equivalent Instances). In order to detect this
non-equivalence, sixteen random input states have been considered for all instances. Based
on [12], this amount of input states is almost guaranteed to detect these kinds of errors.

The results are shown in Table 1. To this end, the first two columns list the number
of qubits n and the number of gates |G|. Then, the runtime for the pre-processing and
SAT instance construction tprep, the runtime for the Z3 solver tsol , and the number of
conflicts (as reported by Z3) for both, equivalent as well as non-equivalent instances. These
results indicate that even for instance with millions of gates, the respective instances can be
constructed in the matter of around 600 s and solved (i.e., verified) within less than 20 s.

7 Conclusions and Outlook
In this work, we investigated the problem of constructing satisfiability encodings for quantum
circuits. With the goal of establishing efficient SAT formulations for important classes of
quantum circuits, we proposed a generalized encoding that can, in principle, be applied
to any quantum circuit. Since quantum states and circuits require exponentially large
representations in general, we identified classes of quantum circuits to which the proposed
encoding can be applied in order to obtain efficient satisfiability formulations.

To highlight the practical relevance of the proposed encoding, we considered Clifford
circuits, a central class of quantum circuits. Our experimental evaluations showed that,
for this class of circuits, the proposed encoding can be constructed in an efficient and
scalable manner. The resulting satisfiability formulation can even be generated for large
circuit instances with more than one hundred qubits and more than one million quantum
gates. Modern SAT solvers can then easily solve the instances produced by the proposed
encoding technique in a matter of seconds even for numbers of qubits which are currently
near the maximum number of qubits in actually available quantum computers. Therefore,
we demonstrated that the proposed formulation can be used to solve highly relevant circuit
design tasks for large quantum circuits – as exemplarily showcased by the design task of
equivalence checking.

In the future, it will be interesting to apply the generalized encoding to further classes of
circuits for which the proposed encoding can, in principle, be constructed efficiently, e.g.,
those described in Subsection 5.2, and analyze the expressiveness of these circuit classes and
the respective scalability of the proposed encoding. Furthermore, it will be interesting to
start exploring the myriad of design tasks that can now be tackled using SAT techniques.
For all these endeavors, we believe the work summarized in this paper provides a very strong
foundation.
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Table 1 Equivalence checking for random Clifford circuits with growing number of qubits.

Circuit Equivalent Instances Non-Equivalent Instances

n |G| tprep [s] tsol [s] Confl. tprep [s] tsol [s] Confl.

4 31 730 3.32 4.46 4 3.28 4.22 12
8 73 682 6.15 6.44 29 5.71 7.94 248

12 116 712 10.07 6.58 28 9.74 7.61 7
16 159 094 15.88 6.78 32 14.13 5.59 0
20 201 092 21.88 7.23 77 19.64 5.84 7
24 242 964 30.04 19.55 294 26.08 12.86 409
28 283 878 36.94 6.74 388 36.39 6.78 6
32 326 492 43.28 4.68 353 38.40 6.42 7
36 370 466 57.46 6.60 27 50.02 6.16 6
40 411 944 69.09 6.85 27 61.87 6.06 8
44 454 908 84.46 7.45 37 75.20 5.70 0
48 497 702 98.99 16.46 458 88.49 5.65 0
52 537 808 110.03 6.37 26 90.47 7.10 72
56 581 668 127.31 7.87 210 127.96 6.11 8
60 624 326 154.88 7.46 38 127.09 5.98 7
64 666 372 168.69 8.19 248 146.94 5.39 7
68 708 072 188.80 6.64 31 148.91 8.28 173
72 751 056 211.98 18.82 423 171.36 8.76 346
76 792 770 221.63 5.78 29 211.90 6.08 9
80 834 440 259.55 6.78 41 232.48 6.24 10
84 877 294 263.19 10.95 332 275.78 6.00 0
88 918 338 297.66 5.21 26 275.32 5.79 8
92 960 228 347.95 7.62 105 305.41 5.33 8
96 1 004 426 355.85 7.70 184 287.92 5.72 0

100 1 045 466 405.66 7.74 270 325.89 6.95 0
104 1 089 230 417.63 6.38 30 409.73 6.26 0
108 1 129 920 447.50 7.26 400 442.26 6.49 8
112 1 171 906 487.94 6.85 40 453.64 5.64 6
116 1 214 050 516.56 6.33 26 490.41 6.35 8
120 1 254 944 573.97 7.22 40 507.70 6.41 7
124 1 300 580 579.71 5.68 25 586.58 5.99 0

n: Number of qubits |G|: Number of gates
tprep: Pre-processing and SAT instance construction time tsol : Z3 solving time

Confl.: Number of conflicts in Z3 DPLL solving
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Abstract
In the maximum satisfiability problem (max-sat) we are given a propositional formula in conjunctive
normal form and have to find an assignment that satisfies as many clauses as possible. We study the
parallel parameterized complexity of various versions of max-sat and provide the first constant-time
algorithms parameterized either by the solution size or by the allowed excess relative to some
guarantee (“above guarantee” versions). For the dual parameterized version where the parameter is
the number of clauses we are allowed to leave unsatisfied, we present the first parallel algorithm
for max-2sat (known as almost-2sat). The difficulty in solving almost-2sat in parallel comes
from the fact that the iterative compression method, originally developed to prove that the problem
is fixed-parameter tractable at all, is inherently sequential. We observe that a graph flow whose
value is a parameter can be computed in parallel and use this fact to develop a parallel algorithm
for the vertex cover problem parameterized above the size of a given matching. Finally, we study
the parallel complexity of max-sat parameterized by the vertex cover number, the treedepth, the
feedback vertex set number, and the treewidth of the input’s incidence graph. While max-sat is
fixed-parameter tractable for all of these parameters, we show that they allow different degrees of
possible parallelization. For all four we develop dedicated parallel algorithms that are constructive,
meaning that they output an optimal assignment – in contrast to results that can be obtained by
parallel meta-theorems, which often only solve the decision version.
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1 Introduction

Maximum satisfiability problems ask us to find solutions for constraint systems that satisfy
as many constraints as possible. The perhaps best-studied version is max-sat, where the
constraint system is a propositional formula in conjunctive normal form, and the goal is
to find an assignment that satisfies the largest number of clauses possible. The problem
is NP-complete even restricted to formulas with at most two literals per clause [23]. It is
also the canonical complete problem for the optimization class MaxSNP and, thus, a central
topic in the research of approximation algorithms [38]. Many real-world problems can be
encoded as max-sat instances, which led to the successful development of exact solvers
(see Chapter 23 and 24 in [7]). Following the positive example of sat solvers, these tools
became ever better over the last decades – regularly breaking alleged theoretical barriers
in practice. In search of an explanation for this phenomenon, theoreticians studied the
parameterized complexity of max-sat [2, 14, 18, 31, 35, 41], which resulted in new concepts
such as parameterization above a guarantee [34] or dual parameterizations [40].
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With membership in the class para-P (or FPT) of fixed-parameter tractable problems
settled for many variants of max-sat, a new question has surfaced both in theoretical and
practical research over the last decade: Which problems admit parallel fpt-algorithms, i. e.,
which problems lie in para-NC, the parameterized version of NC? The vertex cover problem
is the poster child for such a problem as it lies even in para-AC0, which is the smallest
commonly studied parameterized class and can be thought of as “solvable with fpt-many
parallel processing units in constant time” [3]. Many of the important tools underlying
fpt-theory, such as search trees, graph decompositions, or kernelizations, have been adapted
to the parallel setting by different research groups [1, 3, 10, 39].

In this paper we study the parallel complexity of maximum satisfiability problems for
various parameterizations. We show that the parallel fpt-toolkit can be used to establish
parallel algorithms for max-sat parameterized by the solution size or parameterized above
some guarantee. We also develop dedicated algorithms for the problem parameterized by
the structural parameters treewidth, feedback vertex set number, treedepth, and vertex cover
number and observe an ever higher level of achievable parallelization. Our most technical
contribution is a parallel algorithm for pk-almost-2sat, which is max-2sat for the dual
parameterization where we try to satisfy at least m − k clauses in a given 2cnf formula
(m is always the number of clauses, n the number of variables, k a positive integer parameter,
and “p-” indicates a parameterized problem with the index being the parameter; variables
occurring in problem names such as in dsat are fixed constants). This problem has stubbornly
resisted all known techniques in the parallel fpt-toolkit: First, one cannot use algorithmic
meta-theorems that are often used to show membership in para-NC. The algorithmic meta-
theorems for second-order logic [4] fail as the underlying incidence graphs generally do not
have bounded treewidth, and those for first-order logic [11, 21, 39] fail as the satisfiability of
a 2cnf formula is not first-order definable. Second, the central tool for showing that it lies in
para-P, namely iterative compression [40, 41], is – as the name suggests – highly sequential.

We develop new tools that go beyond the established toolkits and involve two ideas. First,
we make a simple, but non-trivial, observation concerning the parallel computation of graph
flows. While computing graph flows is P-complete [27] and, thus, most likely not paralellizable
and while even computing a 0-1-flow in parallel is a long standing open problem [33], we
observe that computing a flow of parameter value k can be done in k consecutive rounds of a
parallel Ford-Fulkerson [22] step. The second idea is more complex, as we study a seemingly
different problem: vertex cover, but not with the sought size of the vertex cover as the
parameter, but with the (smaller and hence less restrictive) parameter “integrality excess
of the lp.” An fpt-reduction from parameterized almost-2sat to this vertex cover version
is well known [40]. To compute vertex covers for this “looser” parameter in parallel, we
combine results by Iwata, Oka and Yoshida [31] on the properties of the Hochbaum network
underlying the linear program and apply the earlier-mentioned observations on graph flows.

Contribution I. We settle the parallel complexity of max-sat for the canonical parameters
k (solution size) and g (solution size minus ⌈ m

2 ⌉): pk-max-sat ∈ para-AC0, but pg-max-sat
is para-TC0-complete. If we assume that clauses have size exactly d (max-edsat), we show
that an “above average version” lies in para-AC0 as well – a version that is known to be
para-NP-hard if the size of the clauses is unbounded.

Contribution II. We study variants of pk-almost-sat, i. e., of max-sat parameterized
dually, and present, for the first time, parallel algorithms for this problem on various classes
of cnfs. The main achievement is a para-NC algorithm for the problem restricted to 2cnfs.
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Contribution III. The structural parameters vertex cover number, treedepth, feedback vertex
set number, and treewidth are partially ordered, meaning that graphs of bounded vertex
cover number have bounded treedepth and so on. It is known that max-sat is in para-P
parameterized by any of these, but the sequential algorithms tend to hide beneficial properties
gained by more restrictive parameterizations. We show that we obtain a higher level of
parallelization for larger parameters (reaching from para-TC0 and para-TC0↑, over para-TC1↑,
up to para-AC2↑). Additionally, our algorithms are constructive (they output an optimal
assignment), which is in contrast to existing parallel meta-theorems.

Table 1 provides an overview of all results presented within this manuscript.

Table 1 Variations of the maximum satisfiability problem studied within this paper. The lower
bounds are the trivial ones, while the upper bounds are proven in the referenced theorems or lemmas.
If the result is marked as constructive, a corresponding optimal assignment can be produced (this
either is proven directly, or the presented algorithm can be modified in an obvious way). The blue
headlines indicate the technique used to obtain the results.

Complexity Bound
Problem Lower Upper Clause Size Construct. Reference

Can Be Solved Using Color Coding
pk,t-max-δ-circuit-sat para-AC0 para-AC0 unbounded ✓ Theorem 3.2
pk-max-sat para-AC0 para-AC0 unbounded ✓ Corollary 3.3
pk-max-nae-sat para-AC0 para-AC0 unbounded ✓ Corollary 3.3
pk,d,x-max-exact-sat para-AC0 para-AC0 ≤ d ✓ Corollary 3.3
pk,d-max-dnf para-AC0 para-AC0 ≤ d ✓ Corollary 3.3
pg-max-sat-above-half para-TC0 para-TC0 unbounded ✗ Theorem 3.5

Can Be Solved Using Algebraic Techniques
pg-max-edsat-above-average para-AC0 para-AC0 = d ✗ Lemma 3.7

Can Be Solved Using Graph Flows
pk-almost-nae-2sat para-L para-NL↑ ≤ 2 ✓ Theorem 4.2
pk-almost-2sat para-NL para-NL↑ ≤ 2 ✓ Theorem 4.2

Can Be Solved Using Graph Extensions
pk-almost-nae-sat(2) para-L para-L unbounded ✗ Theorem 4.24
pk-almost-sat(2) para-L para-L unbounded ✗ Theorem 4.24

Can Be Solved Using Reduction to Vertex Cover
pk-almost-dnf para-AC0 para-AC0 unbounded ✓ Theorem 4.27
pk-min-sat para-AC0 para-AC0 unbounded ✓ Lemma 4.28

Can Be Solved Using Dynamic Programming
pvc-partial-max-sat para-TC0 para-TC0 unbounded ✓ Theorem 5.1
ptd-partial-max-sat para-TC0 para-TC0↑ unbounded ✓ Theorem 5.1
pfvs-partial-max-sat para-L para-TC1↑ unbounded ✓ Theorem 5.1
ptw-partial-max-sat para-L para-AC2↑ unbounded ✓ Theorem 5.1

As byproducts, we establish results that may be of independent interest: First, we present
an alternative characterization of the “up-classes”. Second, we lower the complexity of the
feedback vertex set problem to para-L↑, which is obtained “by iterating a para-L computation
parameter-many times.” Third, we obtain para-NC algorithms for problems that can be
reduced to pk-almost-2sat which includes, in particular, the odd cycle transversal problem
(can we make a given graph bipartite by deleting k vertices?).
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Related Work. The parameterized complexity of max-sat is an active field of research
dating back the pioneering work by Mahajan and Raman [34]. Since then, parameterized
algorithms for ever looser parameters have been found [13, 15, 29] or their existence has been
refuted [14]. This research has also branched out into the study of preprocessing algorithms [25,
26], parameterized heuristics [42], and algorithms utilizing structural decompositions [18, 28].
However, to the best of our knowledge, not yet to parallel parameterized algorithms.

While research on parallel fixed-parameter algorithms dates back to the early 1990s to
the study of the space complexity of parameterized problem [8] (via the inclusion chain
NC1 ⊆ L ⊆ NL ⊆ AC1), a systematic study of parallel fixed-parameter algorithms started
only in the last decade [19]. Since then, a toolbox has been compiled that contains algorithmic
meta-theorems both for monadic second-order logic [4] and for first-order logic [11, 21, 39].

Organization of this Paper. After some preliminaries in the next section, we study max-sat
parameterized by the solution size and parameterized above a guarantee in Section 3. We
continue and study max-sat variants with a dual parameterization in Section 4. The largest
and technical most involved part here is a parallel algorithm for pk-almost-2sat. Finally,
we consider structural parameterizations of max-sat in Section 5 and establish a connection
between the level of parallelization we can achieve and the used parameter.

2 Background on Parameterized Problems and Classes

Propositional Logic and MaxSAT. We assume an infinite supply of propositional variables
x1, x2, . . . and call a variable x or its negation ¬x a literal. A propositional formula in
conjunctive normal form (a cnf) ϕ is a conjunction of disjunctions of literals, for instance
ϕ = (x1 ∨x2 ∨¬x2)∧ (x1)∧ (x1)∧ (x2 ∨x2). We write vars(ϕ) for the set of variables in ϕ and
clauses(ϕ) for the multiset of clauses, which are the sets of literals in the disjunctions, e. g.,
clauses(ϕ) =

{
{x1, x2,¬x2}, {x1}, {x1}, {x2}

}
. We denote |vars(ϕ)| by n and |clauses(ϕ)|

by m (so n = 2 and m = 4 in the example), and let m∅ be the number of empty clauses.
An assignment β : vars(ϕ) → {0, 1} maps every variable of ϕ to a truth value. It satisfies

a literal ℓ if ℓ = x and β(x) = 1 or if ℓ = ¬x and β(x) = 0. Furthermore, it satisfies a
clause C (denoted by β |= C) if it satisfies at least one literal in it; it nae-satisfies a clause if
it additionally falsifies at least one literal (“not-all-equal-satisfies”).

The max-sat problem asks, given a cnf ϕ and a number k, whether there is an assign-
ment β that satisfies at least k clauses. If β satisfies all m clauses, then β |= ϕ, i. e., β is a
model of ϕ. Variations are obtained by modifying the condition of a clause being satisfied,
e. g., in max-nae-sat we seek an assignment that nae-satisfies at least k clauses.

Graphs, Networks, and Flows. In this paper, graphs are pairs G = (V,E) of finite sets of
vertices and edges. In this context, n denotes |V | and m denotes |E|. For undirected graphs,
edges are two-element subsets of V , for directed graphs (digraphs) E ⊆ V × V . A walk in G

of length p is a sequence (v0, . . . , vp) of vertices vi ∈ V with (vi, vi+1) ∈ E (or {vi, vi+1} ∈ E

for undirected graphs) for all i ∈ {0, . . . , p− 1}. A path is a walk in which all vertices (and
hence all edges) are distinct. A cycle is a walk of length at least 3 in which all vertices are
distinct expect for the first and last, which must be identical. For a set S ⊆ V we write
G− S for the graph induced on the set V \ S. For an undirected graph G the neighborhood
N(v) of a vertex v is the set {u ∈ V | {u, v} ∈ E }, the degree of v is |N(v)|.

We think of digraphs G = (V,E) with two designated vertices s, t ∈ V as networks, and we
always assume that in networks between any two different vertices u and v at most one edge
is present (either (u, v) or (v, u)) – if this is not the case we may simply subdivide each edge.
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A 0-1-flow from s to t in G is a mapping f : E → {0, 1} such that for all v ∈ V \ {s, t} we
have

∑
(u,v)∈E f(u, v) =

∑
(v,w)∈E f(v, w). The value |f | of a flow is defined as the amount

|f | =
∑

(s,v)∈E f(s, v) −
∑

(w,s)∈E f(w, s) of flow leaving the source (or, equivalently, arriving
at the target). For a flow f in a network G, the residual graph Rf = (V,Ef ) contains all
edges of G that are not part of the flow and all reversed edges of the flow:

Ef = { (u, v) ∈ E | f(u, v) = 0 } ∪ { (v, u) ∈ V × V | f(u, v) = 1 }.

Standard Parameterized Problems and Complexity Classes. A parameterized problem is a
set Q ⊆ Σ∗ × N. In an instance (w, k) we call w the input (typically a cnf in this paper)
and k the parameter. For instance, pk-max-sat = {(ϕ, k) | ϕ has an assignment satisfying
at least k clauses}. We indicate the parameter as a subscript to the leading “p”.

A parameterized function is a mapping F : Σ∗ × N → Σ∗ × N such that the output
parameter is bounded in terms of the input parameter, i. e., there is a function b : N → N with
k′ ≤ b(k) whenever F (w, k) = (w′, k′). The characteristic function χQ of a parameterized
problem Q maps (w, k) ∈ Q to (1, 0) and (w, k) /∈ Q to (0, 0).

In parameterized complexity theory, the class para-P (also known as FPT) takes the role
of P in classical complexity theory. A parameterized problem Q is in para-P if there is an
algorithm that decides whether (w, k) ∈ Q holds in time f(k) · nO(1) for some computable
function f . A parallel parameterized algorithm is able to decide the same question by a
logarithmic-time-uniform1 family of unbounded fan-in circuits of depth O(logi n) for some
fixed i (note that the depth does not depend on k) and size f(k) · nO(1). The problem is
then in the class para-ACi or, in the presence of threshold gates, para-TCi. Define para-NC
as the union of all these para-ACi classes or, equivalently, the union of all para-TCi classes.

Up-Classes. The “up-arrow notation” was originally introduced in the context of parame-
terized circuit classes [3] to denote circuits that arise from taking a circuit of a certain depth
(like log n) and then allow “parameter-dependent-many layers” of such circuits (resulting in a
depth like f(k) log n). In this paper, we define the notation as the “closure of a parameterized
function class under parameter-dependent-many iterations of linear functions,” which yields
the same circuit classes, but also yields natural “up-versions” of para-L and para-NL. In
detail, we take a parameterized function class and allow the functions in it to be applied to
an input not just once, but rather “parameter-dependent-many times.” One must be a bit
careful, though, to ensure that the intermediate results do not get too large. We require that
the function we apply iteratively causes only a linear increase in the output size. For this,
let us call a parameterized function F linear if |F (w, k)| ≤ f(k) · |w| for some computable f .

▶ Definition 2.1. Let para-FC be a class of parameterized functions. A parameterized
function F lies in para-FC↑ if there are (1) an “initial” function I ∈ para-FC, (2) a linear
“iterator” function L ∈ para-FC, and (3) a computable “iteration number” function r : N → N,
such that F (w, k) = Lr(k)(I(w, k)), where Lr is the r-fold composition (or iteration) of L
with itself. A problem lies in para-C↑ if its characteristic function lies in para-FC↑.

The following lemma shows that the definition is a generalization of the original definition
of para-ACi↑ as the class of problems decidable by circuits of depth f(k) · O(logi n) and
size f(k) · nO(1), see [3]. The lemma implies the chain of inclusions shown in Figure 1.

1 Details about uniformity will not be of importance in our study. We refer the interested reader to [3, 6, 9]
and abbreviate “logarithmic-time-uniform” with “uniform” in the following.
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para-AC0 para-TC0 para-NC1 para-L para-NL para-AC1

para-AC0↑ para-TC0↑ para-NC1↑ para-L↑ para-NL↑ para-AC1↑

para-AC2

Figure 1 Inclusions among parallel parameterized complexity classes within para-P. An arrow
from A to B means A ⊆ B, and a dashed arrow indicates A ⊊ B. The inclusions between the two
rows follow from arguments for the up-classes [3] and the other inclusions follow from the standard
inclusion chain AC0 ⊊ TC0 ⊆ L ⊆ NL ⊆ AC1 ⊆ AC2 ⊆ P.

▶ Lemma 2.2. A problem Q is in para-ACi↑ (in the sense of Defintion 2.1) iff Q can be
decided by a family of Boolean circuits of depth f(k) ·O(logi n) and size f(k) ·nO(1) for some
computable function f .

The advantage of our (new, more complex) definition of up-classes is that it naturally
yields the classes para-L↑ and para-NL↑ based on para-FL and para-FNL, the parameterized
versions of FL and FNL. These latter classes contain all functions F : Σ∗ → Σ∗ such that a
Turing machine (deterministic for L, non-deterministic for NL) with a read-only input tape
and a write-only output tape produces F (w) on input w ∈ Σ∗ using only O(log |w|) cells on
its work tape (in the non-deterministic case, all halting computations must lead to F (w) on
the output tape). It is worth noting that both FL and FNL are closed under composition (the
Immerman-Szelepcsényi Theorem is needed for FNL) and that they only contain functions F
with |F (w)| ≤ |w|O(1). The parameterized function classes are defined analogously, only
they contain parameterized functions F : Σ∗ × N → Σ∗ × N and the machines may use
f(|w|) + O(log |w|) cells on the work tape on input (w, k) for some computable function
f : N → N. Note that the maximum length of F (w) is now f ′(|w|) · |w|O(1) for some other
computable function f ′. These classes are also closed under composition.

▶ Theorem 2.3. A size-k feedback vertex set can be computed in para-FL↑, if one exists.

▶ Lemma 2.4. para-FNL↑↑ = para-FNL↑.

3 MaxSAT Variants Parameterized by Solution Size

A natural parameterization of a problem such as max-sat is to take as parameter k the
size of the sought solution. It is well-known that the corresponding problem pk-max-sat
is in para-P [34]. We prove in Section 3.1 that the problem lies in para-AC0 and that this
result generalizes to a broader range of problems. It is also known that a version with less
restrictive parameter is in para-P as well [34]: pg-max-sat-above-half asks whether there
is an assignment that satisfies at least ⌈ m−m∅

2 ⌉ + g clauses, where m is the total number of
clauses and m∅ the number of empty clauses in the input. We show in Section 3.2 that this
problem is strictly harder than pk-max-sat, as it is complete for para-TC0.

3.1 Maximum Bounded-Circuit Satisfiability
We consider four variants of max-sat, where we maximize the number of clauses

for pk-max-sat in which at least one literal is true;
for pk-max-nae-sat in which at least one literal is true and one is false;
for pk,d,x-max-exact-sat in which exactly x of the d literals are true;
for pk,d-max-dnf in which all of the d literals are true.
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All of these problems are special cases of Problem 3.1 below. For its definition, we say that a
Boolean function f : {0, 1}n → {0, 1} is t-robust if for every point x ∈ {0, 1}n with f(x) = 1
there is a set of at most t indices such that f(y) = 1 for any y ∈ {0, 1}n that equals x on
these indices. For instance, a clause on d literals is 1-robust, while a term (a conjunction of
literals) is d-robust. We are interested in the following promise problem:

▶ Problem 3.1 (pk,t-max-δ-circuit-sat).
Instance: Integers k and t, AC-circuits C1, . . . , Cm, all connected to the same n input

variables x1, . . . , xn, all with a single output gate, and all of depth at most δ.
Parameter: k + t

Question: Is there an assignment from the input variables to {0, 1} such that at least k
circuits evaluate to 1?

Promise: All circuits compute a t-robust function.

▶ Theorem 3.2. pk,t-max-δ-circuit-sat ∈ para-AC0.

▶ Corollary 3.3. The problems pk-max-sat, pk-max-nae-sat, pk,d,x-max-exact-sat, and
pk,d-max-dnf are in para-AC0.

3.2 Maximum Satisfiability Above Guarantee
The solution size is a very restrictive parameter for problems such as max-sat, because every
instance has relatively large solutions. In particular, let ϕ be a cnf with m clauses of which
m∅ are empty. Then ϕ always has an assignment that satisfies at least ⌈ m−m∅

2 ⌉ clauses: Pick
an arbitrary assignment β and observe that either β or its bitwise complement satisfies half
of the clauses [34]. Hence, pk-max-sat is only interesting for large k and to obtain efficient
parallel algorithms, we require a smaller parameterizations.

We start with a problem of the form Q = {(w, k) | opt(w) ≤ k}, where opt(w) is some
property to be evaluated. The new problem has the form Q′ =

{(
(w, π), g

)
| π is an easily

checkable proof for opt(w) ≥ γ(π), and opt(w) ≤ γ(π) + g
}

. Here, γ(π) is called the
guaranteed lower bound proved by π or just the guarantee. For Q = pk-max-sat the situation
is particularly easy, we can take as proof π a tautology (since there is nothing to prove
in this case) and set γ(π) = ⌈ m−m∅

2 ⌉. Note that Q′ is conceptionally harder than Q: An
fpt-algorithm for Q′ must find a (possibly large) optimal solution, but may only use time
f(g) · nO(1) for a (possibly small) difference g.

▶ Problem 3.4 (pg-max-sat-above-half).
Instance: A cnf ϕ with m clauses of which m∅ are empty, and a difference g ∈ N.
Parameter: g
Question: Is there an assignment that satisfies at least ⌈ m−m∅

2 ⌉ + g clauses?

Algorithms for above-guarantee parameterizations have led to a number of algorithmic
breakthroughs, for instance in the design of algorithms for almost-2sat [35], linear-time
fpt-algorithms [31], or stricter parameterizations of vertex-cover [24]. One of these break-
throughs was pg-max-sat-above-half ∈ para-P [34]. The following theorem sharpens this
result by placing pg-max-sat-above-half in para-TC0. This also pinpoints the intuition
that above-guarantee parameterizations are conceptionally harder than their standard coun-
terparts, as we obtain that pg-max-sat-above-half is strictly harder than pk-max-sat
(since para-AC0 ⊊ para-TC0).

▶ Theorem 3.5. pg-max-sat-above-half is ≤para-AC0

tt -complete for para-TC0.
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This result is also tight in the sense that relaxing the parameterization further leads to
an intractable problem: Let r1, . . . , rm be the number of literals in the clauses of a cnf ϕ,
then E(ϕ) :=

∑m
i=1(1 − 2−ri) is the expected number of clauses satisfied by a random truth

assignment. It is well-known that an assignment that satisfies at least E(ϕ) clauses can be
found in polynomial time [14]. However, the problem pg-max-sat-above-average, which
asks whether we can satisfy at least E(ϕ) + g clauses, is intractable:

▶ Fact 3.6 ([14]). pg-max-sat-above-average is para-NP-complete.

This result requires clauses of arbitrary size. If all clauses contain exactly d distinct
and non-complementary literals, the problem becomes fixed-parameter tractable [2]. Note
that E(ϕ) = (1 − 2d)m holds in this case. The corresponding algorithm is quite simple
and can directly be parallelized (however, it requires non-trivial results about algebraic
representations of formulas that were proven in [2]; see also Section 9.2 in [16] for details).

▶ Lemma 3.7. pg-max-edsat-above-average ∈ para-AC0.

4 Dual Parameterizations for Variants of MaxSAT

We saw that max-sat can be solved in parallel when parameterized by the solution size.
However, since max-sat instances always only have large solutions, we moved on to seeking
solutions of size ⌈ m−m∅

2 ⌉ + g and then of size E(ϕ) + g for parameter g. We saw that the
complexity increases, but also that parallel parameterized algorithms are still possible for
most variants. Now, we consider dual parameterizations where the sought solution size
is m−k. The corresponding problem is called pk-almost-sat or, if the input formula comes
from a family Φ, pk-almost-Φ. These problems are even harder and in order to solve them,
we must, in particular, be able to decide Φ for inputs with k = 0:

▶ Observation 4.1. If Φ is a family of propositional formulas such that deciding satisfiability
for Φ is hard for a complexity class C, then pk-almost-Φ is hard for para-C.

Hence we have that pk-almost-3sat is para-NP-hard, pk-almost-horn is para-P-
hard, and pk-almost-2sat is para-NL-hard. However, the observation does not provide
any hint on upper bounds, e. g., it is not clear whether pk-almost-2sat ∈ para-NL.
Since we are interested in parallel algorithms, we study families of formulas that can
be decided in subclasses of P: pk-almost-nae-2sat and pk-almost-2sat in Section 4.1
(nae-2sat ∈ L and 2sat ∈ NL), pk-almost-nae-sat(2) and pk-almost-sat(2) in Sec-
tion 4.2 (nae-sat(2) ∈ L and sat(2) ∈ L), and pk-almost-dnf in Section 4.3 (dnf ∈ AC0).

4.1 Dual Parameterization for Krom Formulas
Our first result about dual parameterizations is the technically most involved part:

▶ Theorem 4.2. pk-almost-nae-2sat and pk-almost-2sat both lie in para-NL↑.

The proof of the theorem is based on the well-known equivalence between pk-almost-2sat
and another member of the family of above-guarantee problems (see Section 3.2):

▶ Problem 4.3 (pg-vc-above-matching).
Instance: A graph G = (V,E), a matching M ⊆ E, a difference g ∈ N.
Parameter: g
Question: Is there a set S ⊆ V with |S| ≤ |M | + g and e ∩ S ̸= ∅ for every e ∈ E?
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While it is known that pk-vertex-cover ∈ para-AC0 (Theorem 4.5 in [3]), we will need
the rest of this section to prove the following theorem:

▶ Theorem 4.4. pg-vc-above-matching ∈ para-NL↑.

Theorem 4.2 follows directly with the following lemma, which shows that the required
well-known reductions [17, 35] can, firstly, be implemented in para-FAC0 and, secondly, the
last reduction can also compute the necessary matching as part of its output.

▶ Lemma 4.5.

pk-almost-nae-2sat ≤para-AC0

m pk-almost-2sat ≤para-AC0

m pg-vc-above-matching.

4.1.1 A Parallel Algorithm to Compute 0-1-Flows
Our algorithm behind Theorem 4.4 will heavily rely on repeated flow computations. Maximum
flows can be computed in polynomial time with, say, the Ford–Fulkerson algorithm [22].
However, computing the value of a weighted maximum flow is P-complete [27], and whether
we can compute a 0-1-flow in parallel is a long standing open problem [33]. It is worth
noting that a maximum 0-1-flow can be computed in randomized NC via a reduction to the
maximum matching problem in bipartite graphs [33]. Unfortunately, this reduction is not
parameter-preserving and, thus, we may not apply parameterized matching algorithms [5].

Our objective in this section is to show that a flow of value k can be computed in parallel;
more precisely, that there is a function in para-FNL↑ mapping ((G, s, t), k) to a 0-1-flow of
value k from s to t, if it exists, and otherwise to a maximum flow (formally, the output of
a parameterized function must be a pair where the second component is a new parameter
value, but we will not need this here and just silently assume that this value is set to, say, 0).

Computing Paths in FNL. It is well-known that the reachability problem in digraphs is
the canonical complete problem for NL and, thus, it may seem trivial that we should be able
to compute paths in FNL. However, being able to tell whether there is a path form s to t is
not the same as actually finding such a path: For instance, it is known that in tournaments
(digraphs with exactly one edge between any pair of vertices) reachability lies in AC0, the
distance problem is NL-complete, and constructing a path longer than the shortest path by a
factor of 1 + ϵ can be done in deterministic logarithmic space [37] – meaning that reachability
and path construction can have vastly different complexities. Nevertheless:

▶ Lemma 4.6. There is a function in FNL that maps (G, s, t) to a shortest path from s to t,
provided it exists.

Computing 0-1-Flows in para-FNL↑. The most important operation in the Ford–Fulkerson
algorithm is the computation of an augmenting path. An iterated application of Lemma 4.6
therefore allows us to compute a small flow:

▶ Theorem 4.7. There is a parameterized function in para-FNL↑ that maps ((G, s, t), k) to
a flow from s to t in G of value k, if it exists, or to a maximum flow otherwise.

Let pk-flow =
{(

(G, s, t), k
)

| there is a 0-1-flow f from s to t in G with |f | ≤ k
}

be
the corresponding parameterized decision problem.

▶ Corollary 4.8. pk-flow ∈ para-NL↑.
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The following corollary observes that instead of starting with the empty flow we can also
start with an arbitrary flow f and augment it k times:

▶ Corollary 4.9. There is a parameterized function in para-FNL↑ that maps ((G, s, t, f), k),
where f is an s-t-flow in G, to an s-t-flow f ′ in G of value |f | + k, if it exists, or to a
maximum flow otherwise.

▶ Remark 4.10. While Theorem 4.7 and the corollaries 4.8 and 4.9 only speak about 0-1-flows,
it is easy to see that the same techniques can be used to compute flows in networks with fixed
constant capacities: just replace each edge with capacity c by c parallel edges and divide
each of these edges with a fresh vertex afterwards. In particular, Corollary 4.9 can also be
used to augment half-integral flows in networks with fixed maximum capacity.

4.1.2 Linear Programs for Vertex Cover and Matching
To prove Theorem 4.4, we will study a more general problem and obtain the theorem as a
simple corollary: Instead of using matchings as proofs for lower bounds for the vertex cover
problem, we use fractional solutions of LP-relaxations. Let us fix some notations: For a
linear program Π let vars(Π) be the set of variables occurring in Π. A solution for Π is an
assignment α : vars(Π) → Q that satisfies all inequalities, and the solution value (or just
value) |α| of α is the value of the optimization function under α. An optimal solution is an
assignment that has the minimum (or maximum) solution value over all possible assignments.
We say an assignment α is integral if α : vars(Π) → N for all x ∈ vars(Π); α is half-integral if
all α(x) are half-integral, meaning α(x) = i/2 for some i ∈ N; otherwise α is fractional. Let
optQ(Π), optN/2(Π), and optN(Π) denote the optimal value of a fractional, half-integral, and
integral solution for Π, respectively. We are interested in the following two linear programs:

▶ Definition 4.11 (Linear Program ΠVC(G) for Vertex Cover of a Graph G = (V,E)).
Minimize

∑
v∈V

xv subject to xu + xv ≥ 1 for all {u, v} ∈ E,
0 ≤ xv ≤ 1 for all v ∈ V .

▶ Definition 4.12 (Linear Program ΠM(G) for Matching of a Graph G = (V,E)).
Maximize

∑
e∈E

ye subject to
∑

v∈e
ye ≤ 1 for all v ∈ V ,

0 ≤ ye ≤ 1 for all e ∈ E.

A vertex cover of G naturally corresponds to an integral solution αN of ΠVC(G) and a
matching corresponds to an integral solution βN of ΠM(G) (the index “N” emphasizes that
the solution is integral). In particular, optN(ΠVC(G)) and optN(ΠM(G)) are the sizes of a
minimum vertex cover and a maximum matching of G, respectively. The programs are dual
to each other, which implies that their optimal fractional solutions have the same value.

▶ Fact 4.13 (Nemhauser-Trotter Theorem [36], [16, Chapter 2]). Let G = (V,E) be a graph.
Then ΠVC(G) and ΠM(G) have solutions α and β, respectively, with the following properties:
1. optQ(ΠVC(G)) = |α| = |β| = optQ(ΠM(G)),
2. α and β are half-integral,
3. there is an optimal integral solution γ for ΠVC(G) such that for v ∈ V with α(xv) ̸= 1/2

we have γ(xv) = α(xv) (that is, γ equals α on its integral part).

Fact 4.13 implies that the following (in)equalities hold, where αN and αN/2 are arbitrary
integral and half-integral solutions for ΠVC(G) and βN and βN/2 correspondingly for ΠM(G):

|βN|

|βN/2|

optN(ΠM(G)) (∗)︷ ︸︸ ︷
optN/2(ΠM(G)) optN/2(ΠVC(G))

(∗∗)︷ ︸︸ ︷
optN(ΠVC(G)) |αN|

|αN/2|

≤ ≤

= ≤
≤

≤ ≤ (1)
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The parameter of pg-vc-above-matching is the difference between the upper left
value |βN|, which is the size of some matching of G, and (∗∗), which is the size of a minimum
vertex cover of G. When working with linear programs, it is natural to work with a different
(“better”) parameter, namely the difference between the lower left value |βN/2| and (∗∗):

▶ Problem 4.14 (pg-vc-above-relaxed-matching).
Instance: A graph G = (V,E), a half-integral solution βN/2 for ΠM(G), and a number g.
Parameter: g
Question: Is there a set S ⊆ V with |S| ≤ |βN/2| + g and e ∩ S ̸= ∅ for every e ∈ E?

4.1.3 An FPT-Algorithm for Solving VC Above Half-Integral Matching
Let us briefly review how one usually shows pg-vc-above-relaxed-matching ∈ para-P:
Step 0: Computing an Optimal Half-Integral Solution. Compute an optimal half-integral

solution α for ΠVC(G) in polynomial-time (|α| has the value (∗) in (1)).
Step 1: Reduction to the All-1/2-Solution. We turn α into an “all-1/2-solution,” meaning

that α(xv) = 1/2 holds for all vertices. To achieve this, we use Fact 4.13, which tells us
that vertices v ∈ V with α(xv) = 0 are not part of an optimal vertex cover while vertices
with α(xv) = 1 are. Thus, we can delete all these vertices and continue with the same
parameter g (the integrality excess does not change). Note that α restricted to the new
graph (which we still call G) is constantly 1/2, which we denote as α ≡ 1/2.

Step 2: Making the All-1/2-Solution Unique. Now α ≡ 1/2 is an optimal solution, but
there may be other optimal half-integral solutions. (For instance, the all-1/2-solution is
an optimal solution for any even cycle, but so is the integral solution α(i) = (i mod 2).)
We can check in polynomial time whether α is the unique optimal solution as follows:
Test for every xv whether optQ(ΠVC(G)) = optQ(ΠVC(G− {v})) + 1. If so, there is an
optimal solution other than α that assigns 1 to xv. We remove v from G using Fact 4.13,
leave g untouched, and repeat until the all-1/2-solution is the only optimal solution.

Step 3: Branching. Suppose we knew that some vertex v ∈ V is part of an optimal vertex
cover of G. Then optN(G− {v}) = optN(G) − 1 while optQ(G− {v}) = optQ(G) − 1/2.
This means that the integrality excess of G− {v} is reduced by 1/2 compared to G. Of
course, we do not know which vertices are part of an optimal vertex cover, but we can
find them using branching: Pick an arbitrary edge {u, v} ∈ E and recursively run the
whole algorithm (starting from Step 1 once more) for G− {u} and G− {v}, but now for
the parameter g − 1/2 (the parameter should actually be an integer, but it is convenient
for the recursion to allow integers divided by 2 as parameters in this setting).

It is now easy to see that the depth of the search tree of the above algorithm is 2g, so the
total runtime is 4g · nO(1).

4.1.4 A Parallel Algorithm for VC Above Half-Integral Matching
In this section we parallelize the different steps sketched above for solving Problem 4.14.
This yields the following theorem, of which Theorem 4.4 is a corollary:

▶ Theorem 4.15. pg-vc-above-relaxed-matching ∈ para-NL↑.

While steps 1 and 3 are easy to parallelize (search trees can be traversed in parallel),
steps 0 and 2 are not. They either involve open problems (like computing optimal solutions
for ΠVC(G) in parallel) or are very sequential (like the iterative removal of vertices in step 2).
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Parallelizing Step 0: Computing an Optimal Half-Integral Solution. Given a half-integral
solution β of ΠM(G), we wish to compute an optimal half-integral solution α of ΠVC(G).
A para-P-machine could just ignore β and solve the linear program, but we only have a
para-NL↑-machine. The core idea we use was developed by Iwata, Oka, and Yoshida [31]
in the context of a linear-time algorithm: One can encode an (optimal) solution of ΠM(G)
into a (maximum) flow in the so-called Hochbaum network. More crucially, we can obtain an
(optimal) solution for ΠM(G) and ΠVC(G) from a (maximum) flow in this network.

In detail, for a graph G = (V,E) the Hochbaum network is the digraph H = (V ′, E′)
with V ′ consisting of V1 = { v1 | v ∈ V } and V2 = { v2 | v ∈ V } plus the two vertices s
and t. The edge set is E′ = { (s, v1) | v ∈ V } ∪ { (u1, v2) | {u, v} ∈ E } ∪ { (v2, t) | v ∈ V },
i. e., from s we get to all vertices in V1, then we can cross from u1 to v2 exactly if {u, v} ∈ E

(and then also from v1 to u2), and from all vertices in V2 we can get to t.

▶ Fact 4.16 ([30, 31]). Let G = (V,E) be a graph and H = (V ′, E′) be its Hochbaum network.
1. If β is a solution of ΠM(G), then the mapping fβ(s, v1) = fβ(v2, t) =

∑
w∈N(v) β(y{v,w})

and fβ(u1, v2) = fβ(v1, u2) = β(y{u,v}) is an s-t-flow with |fβ | = 2|β| in H.
2. If f is an s-t-flow in H, then βf (y{u,v}) = 1

2
(
f(u1, v2) + f(v1, u2)

)
is a solution for

ΠM(G) with |βf | = |f |/2.

Note that, in particular, β is an optimal solution of ΠM(G) iff fβ is maximal and, vice
versa, f is a maximal flow iff βf is an optimal solution. Figure 2 illustrates these definitions
and the interplay between solutions for ΠM(G) and flows in the corresponding Hochbaum
network. Since the translation between flows and solutions is computationally easy, we freely
switch between flows and solutions for ΠM(G) as needed.

Graph G = (V,E) Hochbaum network H = (V ′, E′)

a

b

c

d

e

1/2

1/2

1/2

0

0

1

a1

b1

c1

d1

e1

a2

b2

c2

d2

e2

s t

1/2

1/2

1/2

1/2

1/2
1/2

1

1

1
1
1
1
1

1
1
1
1
1

Figure 2 The left side shows a graph G = (V, E) on five vertices V = {a, b, c, d, e}. On the edges
a half-integral solution β of ΠM(G) of value optN/2(ΠM(G)) = 2.5 is illustrated. The two red edges
constitute an optimal integral solution for ΠM(G). The right side shows the Hochbaum network
H = (V ′, E′) corresponding to G. The edges are labeled with a maximum flow fβ of value |fβ | = 5
that corresponds to β. The integral solution (the red maximum matching) corresponds to the flow
of value four that sends one unit over every red edge (which is not maximal).

▶ Lemma 4.17. There is a function in para-FNL↑ that maps ((G, β), g), consisting of a
graph G, a half-integral solution β of ΠM(G), and a number g, to an optimal half-integral
solution β′ of G, provided such a solution with |β′| ≤ |β| + g exists.
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Lemma 4.17 provides a reduction rule for pg-vc-above-relaxed-matching: We can
map ((G, β), g) to ((G, β′), g − |β′| + |β|) such that β′ is optimal. Since we will often use
triples (G,H, f) where G = (V,E) is a graph, H = (V ′, E′) is its Hochbaum network, and f

is a maximum flow in H, let us call such a triple a graph-Hochbaum-flow triple.
We now have a way of computing an optimal solution β′ for ΠM(G), but for the next

steps of our algorithm, we need a half-integral solution α of ΠVC(G). Fortunately, there is
another observation that shows how a maximum flow f can be used to derive an optimal
solution αf for ΠVC(G) (note that this solution is trivially half-integral):

▶ Fact 4.18 ([30, 31]). Let (G,H, f) be a graph-Hochbaum-flow triple. Let X ⊆ V ′ be the
set of vertices reachable from s in the residual network Rf . Then

αf (xv) =


0 if v1 ∈ X and v2 ̸∈ X,
1 if v1 ̸∈ X and v2 ∈ X,
1/2 otherwise,

is an optimal solution for ΠVC(G).

▶ Lemma 4.19. There is a function in FNL that maps (G, β), consisting of a graph and an
optimal half-integral solution of ΠM(G), to an optimal half-integral solution α of ΠVC(G).

Together, Lemmas 4.17 and 4.19 clearly allow us to perform Step 0 of the computation
(namely the computation of an optimal solution α of ΠVC(G)) using a para-FNL↑-machine.

Parallelizing Step 1: Reduction to the All-1/2-Solution. The next step turns the half-
integral solution α into an all-1/2-solution by deleting all vertices v for which α(xv) ̸= 1/2.
Clearly, this can be done in parallel. Note that here we really need an optimal solution α of
ΠVC(G) rather than a solution β of ΠM(G): Only α tells us which vertices can be removed.

Parallelizing Step 2: Making the All-1/2-Solution Unique. The sequential method de-
scribed in Section 4.1.3 for implementing Step 2 is exactly that: highly sequential. It is not
difficult to construct a graph for which the number of iterations used by this method is linear
in the graph size – just consider a large matching: The all-1/2-solution is an optimal solution,
but in each iteration of Step 2 only one edge will be removed from the graph. Even worse,
after the removal of a vertex it might be necessary to recompute the optimal solution α.

For a parallel algorithm, we need some further insights from the work of Iwata, Oka, and
Yoshida [31]. Let us start with some definitions, which adapt their ideas to our context:

▶ Definition 4.20. Let (G,H, f) be a graph-Hochbaum-flow triple. A set S ⊆ V ′ is loose if
the following holds:
1. S is a strongly connected component of the residual graph Rf = (V ′, E′

f ).
2. { v ∈ V | v1 ∈ S } and { v ∈ V | v2 ∈ S } are disjoint.

We call a loose set removable, if the following holds additionally:
3. There are no edges leaving S in Rf , i. e., no edges (x, y) ∈ E′

f with x ∈ S and y /∈ S.

▶ Definition 4.21. Let (G,H, f) be a graph-Hochbaum-flow triple and S ⊆ V ′ be a removable
set. Removing S yields the following triple (G−S , H−S , f−S):
1. G−S = G− { v ∈ V | v1 ∈ S ∨ ∃w ∈ N(v)(w1 ∈ S) },
2. H−S = H − S,
3. f−S is the flow induced on the vertices of H−S.
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Intuitively, (G−S , H−S , f−S) should also be a graph-Hochbaum-flow triple and this is
the case, at least if α ≡ 1/2 is an optimal solution:

▶ Fact 4.22 ([31, Corollary 4.2 and the subsequent discussion]). Let (G,H, f) be a graph-
Hochbaum-flow triple such that α ≡ 1/2 is an optimal solution of ΠVC(G).
1. If there is no removable set S, then α ≡ 1/2 is the only optimal solution for ΠVC(G).
2. If there is a removable set S, then (G−S , H−S , f−S) is a graph-Hochbaum-flow triple and

G−S has the same integrality excess as G.

While the fact tells us which vertices we should remove from G, it does not tell us which
will be part of the vertex cover. This can easily be fixed, however: When S is removed, we
can set β(xv) = 0 for all v1 ∈ S and β(xv) = 1 for all v ∈ V for which there is a w ∈ N(v)
with w1 ∈ S, see the discussion after Lemma 4.6 in [31] for details.

Using Fact 4.22, an NL-machine can test whether α ≡ 1/2 is the only optimal solution
of ΠVC(G) by looking for a removable S. Furthermore, the machine can iteratively remove
such sets until the all-1/2-solution is the only optimal half-integral solution. This may seem
similarly sequential as the repetitive removal of vertices in Step 2, but it turns out that we
can remove everything in a single run:

▶ Lemma 4.23. There is a function in FNL that gets a graph-Hochbaum-flow triple (G,H, f)
as input and outputs the graph-Hochbaum-flow triple (G−, H−, f−) resulting from iteratively
removing removable sets as long as they exist.

Parallelizing Step 3: Branching. As mentioned earlier, the branching step is easy to
parallelize, as the two children in the search tree can be explored in parallel. Branching
also fits nicely into our framework of the up-class para-FNL↑, which arises from parameter-
dependent-many iterations of a linear function in para-FNL: In each iteration a list of
instances is on the input tape and this list is mapped to at most twice as many new instances
on the output tape, but with a reduction of the parameter in all these instances.

This completes our description of Theorem 4.4. A formal proof that glues together all
the ingredients developed within this section can be found in the technical report.

4.2 Dual Parameterization When Every Variables Occur at Most Twice

A formula ϕ is in cnf(2) if it is a cnf and every variable occurs at most twice (variables may
occur positively and negatively, and clauses may be arbitrary large). Johannsen showed that
the satisfiability problem and the nae-satisfiability problem for cnf(2) formulas are complete
for L [32]. We extend this result and observe that the logspace algorithms can be modified
such that they solve the corresponding maximization problem: Given a cnf(2) formula ϕ,
they output the maximum number of simultaneously satisfiable clauses. Combined with
Observation 4.1 we obtain:

▶ Theorem 4.24. pk-almost-nae-sat(2) and pk-almost-sat(2) are complete for para-L.

▶ Lemma 4.25. There is a function in FL that maps cnf(2) formulas ϕ to the maximum
number of simultaneously satisfiable clauses of ϕ.

▶ Lemma 4.26. There is a function in FL that maps cnf(2) formulas ϕ to the maximum
number of simultaneously nae-satisfiable clauses of ϕ.
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4.3 Dual Parameterization for Formulas in Disjunctive Normal Form
Testing whether a dnf is satisfiable can be done in polynomial time (even in AC0), in contrast,
deciding whether we can satisfy k terms simultaneously (i. e., max-dnf) is NP-complete [20].
In this section we study max-dnf with a dual parameterization: pk-almost-dnf asks
whether a given dnf ϕ has an assignment that satisfies at least m− k terms.

▶ Theorem 4.27. pk-almost-dnf ∈ para-AC0.

The proof of the theorem boils down to the following reduction and the subsequent lemma.
Construct a cnf ψ from ϕ by simply negating every term, i. e., if (ℓ1 ∧ · · · ∧ ℓd) is a term in ϕ,
we add (¬ℓ1 ∨ · · · ∨ ¬ℓd) as clause to ψ. Observe that every assignment that satisfies a term
in ϕ does not satisfy the correspond clause in ψ. Hence, there is an assignment satisfying
at least m− k terms in ϕ if there is an assignment that satisfies at most k clauses in ψ. In
other words, we have reduced pk-almost-dnf to pk-min-sat.

▶ Lemma 4.28. pk-min-sat ∈ para-AC0.

5 Structural Parameterizations for Partial MaxSAT Variants

The most general incarnation of max-sat is the partially weighted version: We are given a
cnf ϕ and a weight function ω : clauses(ϕ) → N ∪ {∞}, in which we call clauses C soft if
ω(C) < ∞ and hard otherwise. The goal is to find among all assignments β : vars(ϕ) → {0, 1}
that satisfy all hard clauses the one that maximises the sum of the satisfied soft clauses. We
refer to the decision version, in which a target sum is given, as partial-max-sat.

The usual approach to identify tractable fragments of partial-max-sat is to use struc-
tural parameters, see [18] for an overview. Structural parameters are defined over the incidence
graph of the input formula ϕ, which is the bipartite graph on vertex set vars(ϕ) ∪ clauses(ϕ)
that contains an edge between x ∈ vars(ϕ) and C ∈ clauses(ϕ) if either x ∈ C or ¬x ∈ C.

Natural parameters are the vertex cover number, the treedepth, the feedback vertex set
number, or the treewidth of the incidence graph. See Figure 3 for an overview of how these
parameters are related. It is well-known that partial-max-sat is in para-P parameterized
by any of these, which follows quite directly from optimization versions of Courcelle’s
Theorem [12]. By the parallel version of this theorem [4] its follows that partial-max-sat
lies in para-AC2↑ if parameterized by both, the structural parameter and the solution size.

In the remainder of this section we develop handcrafted algorithms for all four structural
parameters that (i) work independently of the solution size (it does not have do be a
parameter), (ii) work with arbitrary weights, and (iii) are constructive in the sense that
an optimal assignment is output. Figure 3 reveals intriguing connections between these
parameters to the degree of parallelism we can achieve – a detail that is usually concealed in
the study of sequential para-P algorithms.

▶ Theorem 5.1. pvc-partial-max-sat ∈ para-TC0, ptd-partial-max-sat ∈ para-TC0↑,
pfvs-partial-max-sat ∈ para-TC1↑, ptw-partial-max-sat ∈ para-AC2↑.

6 Conclusion and Outlook

We presented a comprehensive list of parallel fixed-parameter algorithms for variations of
max-sat. As highlight we presented the first parallel algorithms for pk-almost-nae-2sat
and pk-almost-2sat, which implies parallel fpt-algorithms for various problems such as the
odd cycle transversal problem.
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The central method for proving that the latter problem is fixed-parameter tractable – the
iterative compression method – seems to be inherently sequential. Interestingly, our parallel
algorithm builds on another method that seems inherently sequential in general, namely the
computation of maximum flows. However, using properties of the Hochbaum network allowed
us to break the computation of a maximum flow into a series of small flow computations,
which we then can perform in parallel using fpt-many parallel processing units.

We remark that from a complexity-theoretic point of view, pk-almost-2sat is a harder
problem than pk-almost-nae-2sat as the former is easily seen to be hard for para-NL while
the latter is easily seen to lie in para-WL (see [19] for a discussion of these classes), which
suggests that the problems have different complexity. As open problem we thus leave the
question of whether pk-almost-nae-2sat ∈ para-L↑ holds (which would imply that the odd
cycle transversal problem lies in this class, too). While we know of no complexity-theoretic
assumption that would contradict this, our proofs make heavy use of finding augmenting
paths in networks and these networks seem to be inherently directed.

para-TC0 O(1)twin cover vertex cover

para-TC0↑ f(k)

vertex integrity

treedepth

para-TC1↑ f(k) log nfeedback vertex set

para-TC2↑ f(k) log2 ntreewidth

W[1] intractable

para-NP intractable

neighborhood diversity

modularwidth shrubdepth

odd cycle transversal

cliquewidth

Structural Graph ParameterComplexity Class Parallel Time Using
f(k) · nO(1) Processors

Figure 3 A Hasse diagram of the major structural graph parameters. An arrow from A to B

here means that for any graph G the parameter B is upper-bounded by a function in A. Each node
corresponds to the complexity of partial-max-sat parameterized by the corresponding value of
the input’s incidence graph. The emphasized entries are the results proven in Theorem 5.1. The
remaining parameters are briefly discussed in the technical report.
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Abstract
Pedant is a solver for Dependency Quantified Boolean Formulas (DQBF) that combines propositional
definition extraction with Counterexample-Guided Inductive Synthesis (CEGIS) to compute a model
of a given formula. Pedant 2 improves upon an earlier version in several ways. We extend the
notion of dependencies by allowing existential variables to depend on other existential variables.
This leads to more and smaller definitions, as well as more concise repairs for counterexamples.
Additionally, we reduce counterexamples by determining minimal separators in a conflict graph, and
use decision tree learning to obtain default functions for undetermined variables. An experimental
evaluation on standard benchmarks showed a significant increase in the number of solved instances
compared to the previous version of our solver.
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1 Introduction

The last decades showed steady progress in propositional satisfiability (SAT) solving [13, 14, 9].
This lead to the application of SAT solving to problems of various domains, ranging from
AI planning [23], over software verification [17] to electronic design automation [32]. In
many of these problems – such as AI planning – SAT solving is used to deal with problems
beyond NP [23]. As a consequence of this, the propositional encodings of these problems
can grow superpolynomially in the size of the original problem. This motivates research on
decision procedures for logics that allow more succinct encodings, such as Quantified Boolean
Formulas (QBF) or Dependency Quantified Boolean Formulas (DQBF).

Quantified Boolean Formulas (QBF) extend propositional logic by universal and existential
quantification over truth values. A QBF is true if it has a model, which is a family of Boolean
functions (Skolem functions) that satisfies the underlying propositional formula for each
assignment to the universally quantified variables. The arguments of these functions are
implicitly determined by the structure of the quantifier nesting. Evaluating QBF is PSPACE-
complete [31]. Hence, it is believed to be a much harder problem as SAT. On the other
hand, QBF allow more succinct encodings for a wide range of problems [25]. In practice this
advantage may outweigh the disadvantage of slower decision procedures.

Dependency Quantified Boolean Formulas (DQBF) are a generalization of QBF, where
each existentially quantified variable is equipped with a set of dependencies. The dependencies
are subsets of universally quantified variables and determine the possible arguments of Skolem
functions. While evaluating DQBF is NEXPTIME-complete [19], DQBF allow to succinctly
encode the existence of Boolean functions subject to a set of constraints, equivalence checking
of partial circuit designs and bounded synthesis [21, 10, 8].
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The DQBF solver Pedant combines the extraction of propositional definitions [27] with
Counter-Example Guided Inductive Synthesis (CEGIS) [30, 29, 16] to construct a candidate
model. It can generate certificates for true DQBF with almost no overhead.

This tool paper presents Pedant 2, the successor of Pedant [22], and describes a series
of new features:

Extended dependencies allow existentially quantified variables as arguments of Skolem
functions when dependencies are suitably nested. Their introduction leads to the detection
of additional defined Skolem functions as well as more concise definitions.
A refined counterexample reduction procedure based on minimal separators in a conflict
graph results in more compact rules to repair counterexamples.
Default functions obtained by decision tree learning are used instead of default values for
undetermined existential variables.

In addition, Pedant 2 comes with several minor improvements such as the support for
Aiger [4] certificates for true DQBF.

The remainder of the paper is structured as follows. After briefly covering basic concepts
in Section 2, we will discuss the underlying algorithm in Section 3. Subsequently, we will
describe the above improvements in Section 4. We discuss experimental results in Section 5
before concluding with an outlook on future work in Section 6.

2 Preliminaries

We use standard notation for propositional logic and refer the reader to the Handbook of
Satisfiability [5] for an introduction to SAT. For propositional definability we refer the reader
to [18, 27].

We only consider Dependency Quantified Boolean Formulas (DQBF) in Prenex Conjunctive
Normal Form (PCNF). A DQBF Φ = Q.φ in PCNF consists of a quantifier prefix Q and a
matrix φ. The quantifier prefix Q has the shape ∀u1 . . . ∀un∃e1(D1) . . . ∃em(Dm), where the
variables ui and ej are pairwise distinct. We refer to the variables u1, . . . , un as the universal
variables and e1, . . . , em as the existential variables. Moreover, each Di shall be a subset of
the universal variables. We denote the set Di as the dependencies of ei. The matrix φ is
a propositional formula in CNF, where each variable is either universally or existentially
quantified in Q.

Given a set X of variables, we write [X] for the set of assignments of X. Let Φ be a
DQBF and F be a set of functions {fe1 , . . . , fem

} such that fei
: [Di] → {true, false}

for 1 ≤ i ≤ m. For an assignment σ to the universal variables we denote the existential
assignment {e1 7→ fe1(σ|D1

), . . . , em 7→ fem(σ|Dm
)} by F (σ). F is a model (or a winning

∃-strategy) for Φ if, for each assignment σ to the universal variables, the assignment σ ∪F (σ)
satisfies the matrix φ. A DQBF is true, if it has a model, and false otherwise.

3 Counterexample-Guided DQBF Solving

In this section we will recap the previously presented CEGIS algorithm [22] in Algorithm 1.
For the remaining part of this paper let Φ be some DQBF with matrix φ and existential
variables E. Moreover, for each e ∈ E we denote the dependencies of e by D(e).

The core idea of Algorithm 1 is to incrementally construct candidate Skolem functions.
In order to do so we try to obtain counterexamples with respect to the candidate model and
use them to refine the candidate model. For this purpose we first try to compute definitions
for the existential variables in terms of their dependencies. These definitions either describe
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Skolem functions or the DQBF is false. Thus, we set the candidate Skolem functions for
the defined variables according to their definition. Throughout the remaining steps of the
algorithm these functions will not be changed. Note that in contrast to the original algorithm,
here we only compute definitions at the beginning. This change was motivated by the
observation that in practice most often we do not find definitions for variables that were
undefined initially.

For the undefined variables we initially set the candidate Skolem function to some default
value. Then we try to iteratively construct a Skolem function for these variables. For
this purpose we check if we can find a counterexample to the current candidate under an
assignment for the arbiter variables – which is initially empty. This means we check if we
can find an assignment that satisfies the negation of the matrix and that is consistent with
the current candidate model. If we cannot find such a counterexample, our candidate Skolem
functions are indeed proper Skolem functions, which means that the DQBF is true.

Otherwise, we obtain a counterexample σ. In general, we are not interested in the complete
counterexample, instead we want to reduce it. For this purpose we apply assumption-based
SAT solving [7]. This means we check the satisfiability of the matrix under σ. As this SAT
check yields that the formula is unsatisfiable under the given assumptions, we can compute a
set of failed assumptions. We then use this set as a reduced counterexample, denoted by σ̂.
Subsequently, we will refer to this approach for reducing counterexamples as reduction by
core extraction.

To repair the counterexample we apply two techniques. First, we check if it suffices to
change the assignment for a single existential variable e. This is the case if the reduced
counterexample only contains a single existential variable. To rule out the current coun-
terexample in subsequent iterations we now add a forcing clause to the candidate model. A
forcing clause represents an implication that asserts that under the projection of σ̂ to D(e)
the variable e must be assigned to ¬σ(e).

If we cannot introduce a forcing clause we do not know a priori which existential variables
in the counterexample need to be assigned differently. In order to get control over the
assignments of these existential variables we introduce arbiter clauses. This means we
introduce for each variable e in σ̂ a new auxiliary variable a – which we call arbiter variable –
and arbiter clauses a ∨ ¬σ|D(e) ∨ ¬e and ¬a ∨ ¬σ|D(e) ∨ e. Note that we used the original
counterexample and not the reduced one for introducing the arbiter clause. By fixing
the assignment for the arbiter variable we can thus fix the assignment of the associated
existential variable under the assignment σ|D(e). To rule out the current counterexample for
the subsequent iterations we first obtain a clause C of arbiter literals by negating the arbiter
assignment. Next, we add for each existential variable e in σ̂ the associated arbiter variable
a to C if σ̂ contains ¬e, respectively ¬a if σ̂ contains e. Then we add C to a SAT solver.
If the clauses of arbiter literals can be satisfied, we know that we can find an assignment
to the arbiter variables that deals with all encountered counterexamples. By using such a
satisfying assignment as the arbiter assignment for the next iteration we ensure that we will
not encounter the same counterexample again. If the clauses cannot be satisfied then every
assignment to the arbiter variables entails a counterexample. This means that the DQBF is
false.

4 Improvements

In this section we will discuss several improvements to the base algorithm presented in the
last section.

SAT 2022
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Algorithm 1 Solving DQBF by CEGIS and Definition Extraction.

1: procedure Solve(Φ)
2: model ← ComputeDefinitions()
3: initializeDefaults(model)
4: arbiterFormula, arbiterAssignment ← ∅
5: loop
6: if checkModel(model , arbiterAssignment) then
7: return true
8: σ ← getCounterExample(model , arbiterAssignment)
9: σ̂ ← getCore(model , σ) ▷ get failed assumptions

10: if hasForcingClause(σ) then
11: addForcingClause(model , σ̂)
12: continue
13: failedArbiters ← Clausify(σ̂|A) ▷ A the arbiter variables
14: for ℓ ∈ σ̂|E do
15: a← addArbiter(model , ℓ, σ|D(var(ℓ))
16: addArbiterLiteral(failedArbiters, a)
17: arbiterFormula ← arbiterFormula ∪ {failedArbiters}
18: if arbiterFormula is satisfiable then
19: arbiterAssignment ← getModel(arbiterFormula)
20: else
21: return false

4.1 Extended Dependencies
One can often obtain more and more compact definitions by allowing definitions of existential
variables not only in terms of their dependencies but also other existential variables. We
illustrate this with the following example:

▶ Example 1. Consider the DQBF ∀u1∀u2 ∃e1(u1)∃e2(u1, u2). (e2 ⇔ (e1 ∧ u2)) ∧ (e1 ∨ u1),
where neither e1 nor e2 is defined in terms of its dependencies. But we can see that e2 is
defined by e1 ∧ u2.

In order to make use of this we introduce extended dependencies. The extended dependencies
of an existential variable e – denoted as ED(e) – contain besides the dependencies D(e) also
all the existential variables whose dependencies are contained in D(e). To also take variables
with the same dependencies into account, we introduce some ordering <E on the existential
variables. In Pedant 2 we order the existential variables according to their index in the
DQDIMACS input. If two variables e1 and e2 have the same dependencies, we add e1 to
ED(e2) if e1 <E e2. Additionally, if we find a definition ψ for a variable e we also add e to
the extended dependencies of all variables that contain var(ψ).

Replacing dependencies with extended dependencies improves our solver in two ways.
First this allows us to compute more and also more compact definitions – as we have seen
in the above example. Second this also means that more counterexamples can be resolved
by forcing clauses. Remember that in Algorithm 1 we add a forcing clause whenever we
only have a single existential variable in the reduced counterexample. By using extended
dependencies we can introduce a forcing clause whenever there is an existential variable in
the reduced counterexample that contains all the other existential variables in its extended
dependencies. The two improvements mentioned above mean that Skolem functions may not
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only use universal variables from the dependencies but also existential variables from the
extended dependencies. As the used setup allows to replace each existential variable e in a
Skolem function by the application of the Skolem function for e, we can still obtain Skolem
functions that only depend on D(e).

4.2 Counterexample Reduction
We have already discussed that we want small counterexamples. While counterexamples can
be reduced by core extraction, this approach is suboptimal in the sense that the generated
reduced counterexamples are not guaranteed to be minimal. In order to obtain a minimal
counterexample, a minimal set of failed assumptions could be computed in the core extraction.
This can be done by a SAT solver like Picosat [2].

In general the computation of minimal sets of failed assumptions is relatively costly.
Additionally, we want to impose certain properties on the reduced counterexamples – which
we will discuss below. For this reason we present an alternative technique for reducing
counterexamples that is based on computing a minimal separator in a conflict graph – our
notion of a conflict graph is closely related to implication graphs in SAT [5].

If we find a counterexample that is consistent with the current candidate model and
that falsifies the matrix, then it falsifies some clause C in the matrix. We want to analyze
why this clause was falsified. This is done by considering the conflict graph. The conflict
graph is a directed graph that contains a vertex for each universal, existential and arbiter
variable. Moreover, if the assignment of an existential variable e is entailed by some rule (i.e.
a definition, a forcing clause or an arbiter clause) then the conflict graph contains an edge
for each variable v in this rule to e. Subsequently, we refer to the variables in C as conflict
variables. Moreover, we call the variables that are connected to a conflict variable and only
have outgoing edges but no incoming edges, source variables.

Based on the conflict graphs we can now give two properties a reduced counterexample
shall have. First, the reduced counterexample shall be a separator of the conflict variables
and the source variables. This is motivated by the consideration that otherwise the reduced
counterexample would be consistent with the candidate model but also satisfy the clause C.
Second, we want to ensure that at least one existential source is contained in the reduced
counterexample. We know that the assignments of all non-source existentials are entailed by
some rule, thus in order to fix the current counterexample we have to assign the existential
sources differently.

Next we distinguish between two cases. First, suppose it suffices to assign a single literal
in the sources differently to rule out the counterexample. This means we can obtain a forcing
clause for a variable e from the sources. To reduce the counterexample we compute a minimal
separator of the source and the conflict variables subject to the following constraints:

The forced variable e shall be contained in the separator.
Every other existential variable in the separator shall be contained in ED(e).

To compute the separator we use the Boykov-Kolmogorov max-flow algorithm [6]. In the
second case it does not suffice to assign a single variable differently, this means we have to
introduce arbiter clauses. As we do not know which existential variable needs to be assigned
differently we use the set of all sources as a reduced counterexample.

4.3 Default Functions
As mentioned above we use default values in order to fix the assignments of undefined
variables in case no forcing clause, respectively no arbiter clause applies. Subsequently, we
generalize these default values by suitably chosen functions. Actually, we could use any
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function that complies with the dependencies to fix the assignment of an existential variable,
as defaults only come into play if no other rule applies. We try to obtain a good guess by
using decision tree learning based on counterexamples seen so far (cf. Manthan [12]).

For each existential variable e we use a decision tree, whose sample space is given by the
set of all assignments to the dependencies of e. The labels for the samples are either true
or false and indicate whether the variable e shall be assigned to true or false. The function
computed by the decision tree then gives the default function.

We only use counterexamples for decision tree learning if the counterexample can be
fixed by a forcing clause for the variable e. In this case we use the projection of the
counterexample to the dependencies of e as a sample and label it with ¬σ(e) – where σ
denotes the counterexample. We only use counterexamples in this case because only if we
have a forcing clause we know how to assign e and thus know how to label the sample.

As we want to incrementally train the tree we use Hoeffding trees1 [15] to represent the
decision trees. Hoeffding trees are decision trees that do not keep track of the complete
samples in the tree. Instead, they have in each leaf a counter for each possible label. If a
sample is added to the tree, it first classifies the sample to the appropriate leaf and increases
the corresponding counter. If the new sample changed the majority class in the node, then
the label of this leaf is changed. Moreover, a suitable evaluation function like information
gain is used to determine whether a split shall be applied.

We illustrate the usage of default functions with the following example:

▶ Example 2. Let n be some positive integer then consider the DQBF

∀u1 . . . ∀un ∃e1(u1, . . . , un)∃e2(u2, . . . , un).
(e1 ⇔ XOR(u1, . . . , un)) ∧ (u1 ∨ u2 ∨ e1 ∨ ¬e2) ∧ (¬u1 ∨ ¬u2 ∨ e1 ∨ e2).

While e1 has a definition e2 does not. In this example, we will get a large number of
counterexamples: A lower bound for the number of counterexamples is given by the number
of assignments that assign an even number of universal variables to true, u1 and u2 to true
and e2 to false. Each counterexample gives a forcing clause. Moreover, we can see that in each
counterexample where we have ¬e2 we also have u2, respectively that in counterexamples with
e2 we have ¬u2. Thus, after a sufficiently large number of counterexamples the decision tree
learning will introduce a split for u2. We thus obtain the default function f(u2, . . . , un) = u2.
By using this function we can then immediately show that the formula evaluates to true.
Thus, learned default functions can reduce the number of conflicts.

4.4 Further Improvements
Besides the major changes we described until now Pedant 2 also implements minor changes.
Aiger Certificates. As a core idea of our algorithm is the refinement of candidate Skolem

functions, Pedant 2 can compute certificates for true DQBF with almost no overhead.
In the previous version only certificates in the form of DIMACS CNF formulas could
be generated. In the current version also certificates given as circuits in the AIGER
format [4] are supported.

Preprocessing. The experimental evaluation in [22] showed that for certain formulas the
preprocessing of formulas can be advantageous for our solver. This motivated the idea of
pruning the dependencies of a given formula by means of the Reflexive Resolution Path

1 Note that our setup does not fulfil the requirement of independent samples. Thus, the Hoeffding trees are
not necessarily asymptotically arbitrarily close to a decision tree learned by traditional batch learning.
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Table 1 Solved Instances QBFEVAL’20 DQBF Track.

DQBDD HQS Pedant Pedant2

Family Total Solved PAR2 Solved PAR2 Solved PAR2 Solved PAR2

Balabanov 34 14 2175.3 18 1880.4 14 2281.6 18 1958.6
Bloem 90 34 2278.8 33 2298.4 37 2163.8 41 1976.0
Kullmann 50 50 32.5 36 1100.5 33 1397.8 50 78.3
Scholl 90 83 283.3 81 406.2 81 362.0 85 207.7
Tentrup 90 85 249.0 79 481.5 15 3047.7 86 236.2

All 354 266 928.2 247 1146.1 180 1833.6 280 814.4

Dependency Scheme (RRS) [33, 28]. We decided to incorporate this preprocessing step
directly into our solver. This is motivated by the consideration that on the one hand
the introduction of arbiter clauses prefers small dependencies but on the other hand the
computation of definitions and the search for forcing clauses prefers large dependencies.
By adding the preprocessing step directly to Pedant 2, it has a direct access both to the
original dependencies and to the pruned dependencies.

Usage of other SAT Solvers. In the previous version of the solver we did only support
the SAT solver CaDiCaL [3] as backend solver. The current version of the solver also
supports the solver Glucose [1]. Moreover, we provide an interface which allows to
easily extend our solver such that also other SAT solvers can be used.

5 Experimental Evaluation

In this section we will on the one hand give a comparison of Pedant 2 with other state-of-
the-art DQBF solvers and on the other hand we will illustrate the impact of the presented
techniques by giving a small ablation study. For evaluating the solvers we used instances
from the DQBF track of QBFEVAL’20 [20]. To compare the solvers we use on the one
hand the number of solved instances within a given timeout and on the other hand the
PAR2 score2. For all experiments described below we used a cluster with Intel Xeon E5649
processors at 2.53 GHz running 64-bit Linux. The presented results are based on single runs
of the respective solvers where we imposed a time and memory limit of 1800 seconds and
8 GB, by using RunSolver [24]. We run each solver with its default configuration, except
for the evaluations for the ablation study where we used the appropriate configurations to
disable the respective features.

We compared Pedant 2 with the previous version of Pedant [22], the DQBF solver
DQBDD 1.2 [26] and the solver HQS 2 [11]. The results are given in Table 1. In particular
these results show that Pedant 2 could significantly improve on the instances from the
Tentrup family. Not only Pedant 2 could solve more instances than all the other solvers, it
could also generate certificates for all true DQBF. We validated these certificates by using a
tool which is available as part of the Pedant 2 system.

The results for the ablation study are given in Table 2. We compare four different
configurations:

2 The Penalized Average Runtime (PAR) is the average runtime, with the time for each unsolved instance
calculated as a constant multiple of the timeout.

SAT 2022
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Table 2 Solved Instances QBFEVAL’20 DQBF Track – Ablation Study.

Pedant noSep + noML noML Pedant2

Family Total Solved PAR2 Solved PAR2 Solved PAR2 Solved PAR2

Balabanov 34 14 2281.6 20 1776.0 18 1957.3 18 1958.6
Bloem 90 37 2163.8 31 2385.7 41 1979.7 41 1976.0
Kullmann 50 33 1397.8 40 816.9 50 76.2 50 78.3
Scholl 90 81 362.0 75 604.3 80 402.7 85 207.7
Tentrup 90 15 3047.7 24 2785.3 86 220.2 86 236.2

All 354 180 1833.6 190 1754.3 275 860.4 280 814.4

1. Disable extended dependencies, separator-based counterexample reduction and machine
learning. Due to their deep integration into Pedant 2, extended dependencies cannot
be disabled. For this reason this configuration is represented by the previous version of
Pedant.

2. Disable machine learning and separator-based counterexample reduction.

3. Disable machine learning.

4. Default configuration.
The table shows that the technique with the by far most significant impact is the separator-
based counterexample reduction. Still, we have to remember that the separator based
counterexample reduction requires the usage of extended dependencies. Thus, the significance
of using extended dependencies is not fully captured in the table. A closer analysis of the
results shows that in most of the instances that could not be solved by Pedant 2 there is
only a relatively small number of forcing clauses. For this reason no, respectively only few
shallow decision trees, can be learned. Thus, with a more reliable source for samples for the
decision trees, the learning of default functions may further improve the solver.

6 Conclusion

We detailed several improvements introduced in Pedant 2. Jointly, these resulted in
significantly improved performance on benchmark instances compared to the initial release.
In particular, the combination of extended dependencies and counterexample reduction lead to
many counterexamples being resolved by forcing clauses. Generally, fixing a counterexample
through a forcing clause is more efficient than the introduction of arbiter variables, since
only a single candidate Skolem function is modified. However, it requires that variables
occurring in a counterexample have dependencies than can be linearly ordered. While
this is the case for many benchmark formulas, it appears to be less common in “genuine”
DQBF instances, where counterexamples often involve multiple existential variables with
incomparable dependency sets. In such cases, Pedant 2 still has to create arbiter variables
that define the values of existential variables for complete assignments of their dependency
sets, negating the effect of counterexample reduction. Finding a more efficient way of dealing
with such counterexamples is the most important challenge for future work.
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Abstract
A packing k-coloring of a graph G = (V, E) is a mapping from V to {1, ..., k} such that any pair
of vertices u, v that receive the same color c must be at distance greater than c in G. Arguably
the most fundamental problem regarding packing colorings is to determine the packing chromatic
number of the infinite square grid. A sequence of previous works has proved this number to be
between 13 and 15. Our work improves the lower bound to 14. Moreover, we present a new encoding
that is asymptotically more compact than the previously used ones.
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1 Introduction

Automated reasoning techniques have been successfully applied to a wide variety of coloring
problems, ranging from the classical computer assisted proof of the Four Color Theorem [1]
establishing that 4 colors are enough to color any planar graph, to partial progress on the
Hadwiger-Nelson problem [16] of computing the chromatic number of the graph with vertex
set R2 and edges between points at euclidean distance exactly 1, and computing Ramsey-like
numbers [12] that characterize the minimum size required for a graph to guarantee that all
its colorings will contain certain local structures. In this context, this article’s main focus
is the use of automated reasoning techniques for improving the best known bounds on the
packing chromatic number of the infinite square grid. The notion of packing coloring was
introduced in the seminal work of Goddard et al. [8]1, and has been extensively studied
since [3]. Let us now jump to its definition.

▶ Definition 1. Given a graph G = (V,E), a packing k-coloring is a mapping φ : V →
{1, . . . , k} such that for any pair of distinct nodes u, v ∈ V and any color c ∈ {1, . . . , k} it
holds that φ(u) = φ(v) = c =⇒ dist(u, v) > c.

1 It was originally presented under the name of broadcast coloring, motivated by the problem of choosing
broadcast frequencies for radio stations in a non-conflicting way [8], but the literature has preferred the
name packing coloring since [3].
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Table 1 Historical summary of the bounds known for χρ(Z2).

Year Citation Lower bound Upper bound

2002 Goddard et al. [8] 9 23
2002 Schwenk [13] 9 22
2009 Fiala et al. [7] 10 23
2010 Soukal and Holub [17] 10 17
2010 Ekstein et al. [5] 12 17
2015 Martin et al. [10] 13 16
2017 Martin et al. [11] 13 15
2022 Our work 14 15

Note that the standard notion of coloring can be stated as requiring φ(u) = φ(v) = c =⇒
dist(u, v) > 1, which shows that packing colorings are a natural generalization. Moreover,
the notion of chromatic number can be analogously defined for packing colorings as follows.

▶ Definition 2. Given a graph G = (V,E), define its packing chromatic number χρ(G) as
the minimum value of k such that G admits a packing k-coloring.

For any k ≥ 4, the problem of determining whether a graph G admits a packing 4-coloring
is known to be NP-hard [3].

▶ Example 3. Consider the infinite graph with vertex set Z and with edges between
consecutive integers, which we denote as Z1. A packing 3-coloring is illustrated in Figure 1.
On the other hand, by simple examination one can observe that it is impossible to obtain a
packing 2-coloring for Z1.

1 3 1 2 1 3 1 2· · · · · ·

Figure 1 Illustration for a packing 3-coloring for Z1.

Example 3 shows that χρ(Z1) = 3. Interestingly, the question of computing χρ(Z2),
where Z2 is the graph with vertex set Z×Z and edges between orthogonally adjacent points,
has been open since the introduction of packing colorings by Goddard et al. [8]. The first
bounds obtained were 9 ≤ χρ(Z2) ≤ 23 [8], and before this work, the best bounds known
where 13 ≤ χρ(Z2) ≤ 15 by Martin et al. [11]. A summary of the progress until present is
illustrated in Table 1. In what follows, we detail our approach to obtain a lower bound of 14,
and present a theoretically compact encoding as well. For a survey in packing colorings, the
reader can refer to that of Brešar et al. [3].

2 Direct Encoding and Basic Symmetry Breaking

Besides the lower bound of 10 proved by Fiala et al. [7], all other lower bounds have been
proved with the help of computers. Among these, only that of Martin et al. [11] (i.e., the
current best bound) was proved with the aid of SAT solvers. Our work continues along
this line.

Proving lower bounds for the packing chromatic number of an infinite graph usually relies
on the following trivial proposition.
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▶ Proposition 4 ([8]). Let G be a graph, and H be a sub-graph of G. Then χρ(H) ≤ χρ(G).

For example, Martin et al. conclude that χρ(G) ≥ 13 by proving that a certain graph
H ⊂ Z2 (which consists on a 14× 14 grid, with the number 9 forced in position (7, 12)) does
not admit a packing 12-coloring, thus implying that χρ(Z2) ≥ χρ(H) > 12.

The direct encoding for determining whether a finite graph H = (V,E) admits a packing
k-coloring for some k is as follows.
1. Create variables xv,i for each v ∈ V and 1 ≤ i ≤ k, stating that vertex v receives color i.
2. Create a clause

xv,1 ∨ xv,2 ∨ . . . ∨ xv,k−1 ∨ xv,k

for each vertex v ∈ V , implying that every vertex will be assigned at least some color.
3. For each pair of vertices u, v and color i ∈ {dist(u, v), . . . , k}, create a clause

xu,i ∨ xv,i

forbidding that both u and v get color i.

Let us now denote by B(v, n) := {u ∈ V (Z2) | dist(u, v) ≤ n} the n-radius ball in Z2,
and recall that |B(v, n)| = 2n2 + 2n+ 1 = O(n2) for any v. Therefore, to encode whether a
given ball Bn := B((0, 0), n) admits a packing k-coloring, the direct encoding requires O(n2k)
variables, and its number of clauses is

O(n2) +
k∑

i=1

∣∣{(u, v) ∈ V (Bn)2 | 0 < dist(u, v) ≤ i
}∣∣

= O(n2) +
k∑

i=1

∑
u∈V (Bn)

|{v ∈ V (Bn) \ {u} | dist(u, v) ≤ i}| /2

= O(n2) +
k∑

i=1
n ·O(i2) = O(n2 + nk3).

Moreover, let Bn,k represent whether Bn admits a packing k-coloring. Then, let Dn,k be
the SAT instance created with the direct encoding for Bn,k, and let D+

n,k be equal to Dn,k

but forcing its central vertex to be assigned color min(n, k), choice that we justify later on.
Namely, adding the unit clause x(0,0),min(n,k). Figure 2 illustrates a satisfying assignment
for D+

3,7.

▶ Proposition 5. If χρ(Z2) ≥ min(n, k) for some pair (n, k), and D+
n,k is unsatisfiable, then

χρ(Z2) ≥ k + 1.

Proof. If k ≤ n argue as follows. Assume, expecting a contradiction, that Z2 admits a
packing k-coloring φ. As χρ(Z2) ≥ k, every φ must assign at least one vertex v ∈ V (Z2) to
color k (otherwise φ would be a packing (k − 1)-coloring). Now, note that no other vertex
besides v can receive color k in B(v, n), and thus φ restricted to B(v, k) provides a satisfiable
assignment for D+

n,k, which contradicts the hypothesis. On the other hand, if k > n, assume
a packing k-coloring φ, and as χρ(Z2) ≥ n, there must exist a vertex v ∈ Z2 such that
φ(v) ≥ n. Let v be such that φ(v) ≥ n is minimized. Then, consider the ball B(v, n) and
note that either φ(v) = n or otherwise φ(v) > n and thus {u ∈ B(v, n) | φ(u) = n} = ∅,
by minimality of φ(v). In either case, φ restricted to B(v, n), but assigning color n to v,
provides a satisfiable assignment for D+

n,k. ◀

SAT 2022



21:4 The Packing Chromatic Number of the Infinite Square Grid Is at Least 14

3

1

2

1

1

2

1

1

7

1

5

1

1

6

1

4

1

1

2

1

1

2

1

11

Figure 2 Illustration of a satisfying assignment for D+
3,7.

As we trivially have that if Dn,k is unsatisfiable then χρ(Z2) ≥ k, one can prove for
example that χρ(Z2) ≥ 12 by showing that both D4,7 and D+

7,11 are unsatisfiable instances.
While this endeavor took Ekstein et al. [5] 120 days of brute force computation, admittedly
with hardware from 2009, a current personal computer is able to prove the unsatisfiability
of D4,7 and D+

7,11 in less than an hour by using some further optimizations we will present
later. Intuitively, the reason to force min(n, k) in the center is that it is the smallest color we
can assign that guarantees no more occurrences besides the center. As in packing colorings
smaller colors have densities (i.e., fractions of the vertices receiving said colors) that are
greater or equal than those of higher colors [3], forcing a color c to appear only once is more
useful the smaller c is, as we are reducing from a higher original density. Note as well that, as
opposed to the previous work that used rectangles to provide lower-bounds [5, 11], our basic
shape is an ℓ1-ball. Let us present an intuitive reason for why this is a good idea. Consider
the following property: a subgraph H ⊂ Z2 is said to be (n, k)-single, for n ≤ k if there is a
vertex v ∈ V (H) such that assigning color n to v guarantees that in no packing k-coloring of
H other vertex u ̸= v can be assigned color n. Now note that, for any pair (n, k), it happens
that Bn is the smallest (n, k)-single graph in terms of its number of vertices.

In order to quantitatively understand effect of using ℓ1-balls instead of squares, as well as
the difference between D+

n,k and Dn,k, we study the time required to prove a given lower
bound χρ(Z2) ≥ k with each of them, under the same hardware. We will use notation Sn

to refer to the square grid of n × n, and Sn,k to the direct encoding for Sn with k colors.
Moreover, to understand the impact of forcing, let us define S+

n,k to be equal to Sn,k, but with
an added unit clause enforcing that the value at the center of the grid, namely at position
(⌊n/2⌋, ⌊n/2⌋) to contain value min(k, ⌊n/2⌋).

Table 2 presents results comparing the runtime of the different alternatives. It can be
appreciated that although there is not a significant difference between shapes alone, the
forcing creates a substantial difference. This can be interpreted as a rather trivial form of
symmetry breaking. Empirically we found that ℓ1-balls appeared to work better with the
further optimizations we introduce, and thus we stick with them.

2.1 Experimental Setup
In terms of software, experiments from Table 2 were ran on state-of-the-art solver CaDiCaL [2],
while experiments with cube-and-conquer, as those in Table 3 and Table 4 were ran using
iLingeling because it supports incremental solving [9]. In terms of hardware, all our
experiments were run in the Bridges2 cluster of the Pittsburgh Supercomputing Center [4],
which has the following specifications:
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Table 2 Comparison of basic approaches for showing lower bounds on χρ(Z2) using CaDiCaL.

lower-
bound Requires UNSAT of (# vertices) Time

Square Square +
force ℓ1-ball ℓ1-ball +

force Square Square
+ force ℓ1-ball ℓ1-ball +

force
5 S4,4 (16) S+

4.4 (16) D2,4 (13) D+
1,4 (5) 0.00s 0.00s 0.00s 0.00s

6 S5,5 (25) S+
5,5 (25) D3,5 (25) D+

2,5 (13) 0.00s 0.00s 0.01s 0.00s
7 S5,6 (25) S+

5,6 (25) D4,6 (41) D+
3,6 (25) 0.04s 0.04s 0.04s 0.01s

8 S6,7 (36) S+
6,7 (36) D4,7 (41) D+

4,7 (41) 0.22s 0.04s 0.20s 0.06s
9 S7,8 (49) S+

7,8 (49) D5,8 (61) D+
4,8 (41) 7.00s 0.28s 7.56s 0.28s

10 S9,9 (81) S+
8,9 (64) D6,9 (85) D+

5,9 (61) 147.52s 11.82s 159.21s 12.22s
11 S10,10 (100) S+

9,10 (81) D7,10 (113) D+
5,10 (61) 2.56hrs 324.49s 3.03hrs 229.76s

12 S12,11 (144) S+
11,11 (121) D8,11 (145) D+

6,11 (85) >24hrs 4.92hrs >24hrs 5.76hrs

Two AMD EPYC 7742 CPUS, each with:
64 cores
2.25-3.40GHz
256MB L3
8 memory channels

512GB of RAM
NVMe SSD (3.84TB)
Mellanox ConnectX-6 HDR Infiniband 200Gb/s Adapter.

3 Proving that 14 is a Lower Bound

Given that runtime increases exponentially with respect to the number of colors (see Table 2),
to solve instance D+

12,13 within a reasonable amount of time, say 48hrs of computation
(including parallelism), we required some further optimizations.

In particular, we followed the cube-and-conquer approach [9]. In a nutshell, cube-and-
conquer is based on constructing a tautological DNF formula ϕ = C1 ∨ . . . ∨ Cm, with cubes
C1, . . . , Cm, and then using the following identity for any formula ψ:

SAT(ψ) ⇐⇒ SAT(ψ ∧ ϕ) ⇐⇒ SAT
(

m∨
i=1

(ψ ∧ Ci)
)
.

This equivalence means that we can solve instance ψ by solving a certain numbers of
instances of the form ψ ∧ Ci. These instances, if the cubes Ci are properly designed, should
be much easier to solve than the original instance ψ. Moreover, it is clear from its definition
that this approach is well-suited for parallel computation.

Let us now describe the construction of cubes that we used, which is also presented as
pseudocode in Algorithm 1. Let F and d be fixed integers. Then, our cubes will be based on
forcing up to F colors in the ball B((0, 0), d). More precisely, consider an instance D+

n,k, and
let c = min(n, k) be the color forced at the center. Then, let K = {k, k − 1, . . . , k − F} \ {c}
the set of the F highest colors without considering the one forced at the center. Now, for
every value f ∈ {F, . . . , 0}, we will create cubes forcing f colors in the following way. For
every ordered set O = (o1, . . . , of ) consisting of f vertices in B((0, 0), d) \ {(0, 0)}, and every
permutation k1, . . . , kf of every subset K ′ ⊆ K, |K ′| = f , create a cube that forces each
vertex oi to receive color ki, and that asserts as well that colors in K \K ′ are not assigned
to any vertex in B((0, 0), d).

SAT 2022
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Figure 3 Illustration of a cube for instance D+
5,9. The ball B((0, 0), 3) is colored with light gray,

and notation 7 is used to indicate that a given cell is forced to not contain color 7.

▶ Example 6. Figure 3 illustrates a cube created for solving the instance D+
5,9, with

parameters F = 4 and D = 3. In particular K = {6, 7, 8, 9}, and the illustrated cube
corresponds to f = 3, K ′ = {6, 8, 9} and O = ((−1, 2), (1, 1), (0,−1)).

Algorithm 1 CubeConstruction(n, k, d, F ).

1.1 K ← {k, k − 1, . . . , k − F} \ {min(n, k)}
1.2 cubes← ∅
1.3 for f ∈ {F, F − 1, . . . , 0} do
1.4 for O ⊆ B((0, 0), d) \ {(0, 0)}, |O| = f do
1.5 for K ′ ∈ Permutations(K, f) do

▷ Assume Permutations(K, f) returns a list with all the different f -sized ordered sets
of K.

1.6 cube← ∅
1.7 for i ∈ {1, . . . , f} do
1.8 (a, b)← oi

1.9 k ← K ′
i

1.10 cube← cube ∪ {x(a,b),k}
1.11 for t ∈ K \K ′ do
1.12 for v ∈ B((0, 0), d) \O do
1.13 cube← cube ∪ {¬xv,t}

1.14 cubes← cubes ∪ {cube}

Let us prove that this construction forms indeed a tautology, while we also point out that
we checked with a SAT-solver that the generated cubes for the instance we ran form indeed
a tautology.

▶ Lemma 7. The construction of cubes presented in Algorithm 1 results in a tautology.

Proof. Consider the cube constructed when f takes value 0. That cube states that no
vertex v ∈ B((0, 0), d) receives any color in K. If that cube holds, then the DNF is satisfied.
Otherwise, some vertices in B((0, 0), d) must receive colors in K. Let

K∗ = {k ∈ K | ∃v ∈ B((0, 0), d), xv,k = 1},
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Figure 4 Illustration of symmetry breaking for cube generation. The principal octant is colored
with light red, and the cells in its intersection with B((0, 0), 3) \ {(0, 0)} are colored with dark red.

and note that K∗ is non empty because the cube associated to value f = 0 does not hold.
Then, let O∗ be an ordered list of vertices getting different colors in K∗. As |K| = F , we
have |K∗| ≤ F , and thus O∗ contains at most F vertices. These implies that some cube
is generated exactly with the values f = |K∗|, K ′ = K∗ and O = O∗, and is by definition
satisfied, thus satisfying the DNF. ◀

3.1 Symmetry Breaking
To further optimize performance, there is a simple kind of symmetry breaking we can apply.
Indeed, note that the ℓ1-ball presents a natural symmetry with respect to 4 different axis,
which will allows to asymptotically reduce the number of cubes to consider by a factor of 8.

More precisely, it suffices to consider cubes in which the largest number forced appears
in a particular octant, namely {(i, j) | i ≥ 0, j ≥ 0, i ≥ j}. Thus, we can simply optimize
Algorithm 1 by considering only cubes whose largest forced color lies in said octant. This is
illustrated in Figure 4. Despite its simplicity, this form of symmetry breaking had not been
used in the past to the best of our knowledge.

3.2 Number of Generated Cubes
The number of cubes generated by Algorithm 1 is an important parameter of our approach;
more cubes usually imply that each cube is easier to solve, up to a certain point at which
the sheer number of cubes becomes the dominant factor in runtime and thus performance
decreases. Moreover, this analysis can become even more complex in the presence of parallel
computation.

First, let us analyze the number of cubes asymptotically. Directly from Algorithm 1 it
follows that the number of cubes for a given value of f is exactly(

|B((0, 0), d) \ {0, 0}|
f

)(
|K|
f

)
f ! =

(
2d2 + 2d

f

)(
F

f

)
f !,

and thus the total number of cubes is
F∑

f=0

(
2d2 + 2d

f

)(
F

f

)
f !.

To obtain a simpler expression we can use the standard bound
(

a
b

)
≤ (ea/b)b, and note that

f = F is the largest term in the sum, which implies that previous formula is asymptotically
bounded above by F (e2(2d2 + 2d)F ) ≤ F (3ed)2F .

SAT 2022
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Table 3 Illustration of the effect of the different parameters in the number of cubes, and the
derived runtime, for instance D+

5,10. Symmetry breaking is abbreviated as SB.

d F # cubes # cubes
w. SB Time cubes w/o SB Time cubes w/ SB

total average max total average max
2 2 157 40 126.71s 0.80s 12.35s 36.53s 0.91s 10.09s
2 3 1753 439 145.86s 0.08s 2.75s 38.43s 0.08s 2.56s
2 4 18001 4501 183.23s 0.01s 0.48s 45.48s 0.01s 0.33s
3 2 601 126 213.10s 0.35s 1.32s 45.25s 0.33s 1.47s
3 3 13873 2891 400.37s 0.02s 0.39s 82.90s 0.02s 0.25s
3 4 307009 63961 1204.19s 0.00s 0.24s 199.41s 0.00s 0.05s

Table 4 Illustration of the effect of the different parameters in the number of cubes, and the
derived runtime, for instance D+

7,11. Symmetry breaking is abbreviated as SB. All instances were
ran on a 128 cores machine.

d F
# cubes
w. SB Time w. SB

Total Wall clock Avg. cube Max cube
2 2 40 3280.3s 1995.7s 82.4s 1994.6s
2 3 439 2845.0s 607.0s 6.7s 599.6s
2 4 4501 3038.5s 197.2s 0.7s 180.1s
2 5 42256 3549.1s 47.5s 0.08s 20.8s
3 2 126 3141.0s 298.5s 26.6s 297.3s
3 3 2891 3772.1s 79.6s 1.3s 51.5s
3 4 63691 6332.4s 59.9s 0.1s 8.6s
3 5 1354726 13216.4s 122.3s 0.01s 2.6s

By applying the symmetry breaking procedure described in Section 3.1, this is further
reduced by a constant factor that converges to 8 asymptotically. Table 3 presents the
number of cubes generated under different parameters for instance D+

5,10, while Table 4
presents results for instance D+

6,11. Note that the best sequential time for D+
6,11 with our

cube-and-conquer approach is 2845 seconds, which represents more than a 5x improvement
with respect to the sequential execution shown in Table 2. Moreover, the speed-up we obtain
from parallelism is almost linear (i.e., best possible), as 128 cores allow for the best parallel
runtime to be a 60x improvement over the best sequential runtime (47s vs. 2845s).

Based on these experiences, we approached D+
12,13 by setting F = 5 and d = 3. Our

rationale for this is twofold. On the one hand, it can be appreciated from comparing Table 3
and Table 4 that, as the instance to solve gets larger, the value of d + F for its optimal
parameters increase. For example, for instance D+

6,11, the best combinations are d = 2, F = 5
followed by d = 3, F = 4, so the optimal value of d+ F appears to be 7. More in general the
runtime of in-parallel execution can be dominated by the time of the hardest cubes, and thus
reducing said time usually improves wall clock time. Both the increase of F and d contribute
towards this goal. On the other hand, it is clear in Table 4 that the total execution time gets
larger, and at d = 3, F = 6 there are more than 100 million cubes, thus making the total
execution time unmanagable.
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3.3 Partioning the Last Cube
In order to tackle D+

12,13 we introduced yet another optimization. One can see in practice
that the cubes constructed by Algorithm 1 get progressively harder as f is decreasing. In
particular, the cube in which f = 0, and thus the only condition the cube imposes is that
no vertex in B((0, 0), d) receives a color in K, is usually the one that takes the most time
to solve. Especially in the context of parallel execution, runtime can be dominated by the
time it takes to solve the hardest cube, which motivates us to reduce its difficulty. For this
purpose we introduced a last optimization that we refer to as last cube partitioning that is
described next.

The cube constructed by Algorithm 1 with f = 0 is stating that there is a coloring in
which no vertex in B((0, 0), d) receives a color in K. Such a coloring can be conditioned on
whether it assigns the largest color outside of K to some vertex in B((0, 0), d) or not. If it
does not, then we can condition on whether it assigns the second largest color outside of
K to some vertex in in B((0, 0), d), and so on. This way, the hardest cube is broken into
|B((0, 0), d)| cubes, of which |B((0, 0), d) \ {(0, 0)}| consist of forcing the largest color outside
of K to the different positions in B((0, 0), d) \ {(0, 0)}, and the last one (which can be broken
down in the same fashion), states that colors in K ∪ {max(Kc)} are not assigned to any
vertex in B((0, 0), d) \ {(0, 0)}. We empirically found that doing two steps of this recursive
partitioning was enough to replace the last cube by a series of cubes that take less than a
second each. Part of our future work includes further experimentation with this optimization.

3.4 Solving D+
12,13

Using all optimizations discussed so far, included symmetry breaking, we were able to solve
instance D+

12,13 in less than 48 hours. As our symmetry breaking process has not been formally
verified yet (which we leave for future work), we also solved every cube associated to D+

12,13,
increasing total runtime by a factor of 5. As it was known before that χρ(Z2) ≥ 13 [11], we
use Proposition 5 together with the unsatisfiability result obtained for D+

12,13 to prove our
main theorem.

▶ Theorem 8. χρ(Z2) ≥ 14.

Let us now present some data regarding the execution over instance D+
12,13. Because

of parallelization over 128 cores (see Section 2.1), we report both the total execution time
(meaning the sum of the time every single cube took) and wall clock time. Considering
symmetry breaking, there were a total of 1354741 many cubes. The total execution time was
3200hrs., while wall clock time was 45hrs. Moreover, the average time spent per cube was
only 8.50s., while the hardest cube took 30hrs. Figure 5 shows how progress (in terms of the
number of cubes solved) evolves over time. Figure 6 shows statistics on the time spent per
cube.

4 A Recursive Encoding

This section presents a boolean encoding for Bn,k that is much more asymptotically compact
than Dn,k, and how to combine it with the direct encoding to obtain one that is either
equally or more compact than the direct one in any case.

▶ Theorem 9. There is an encoding Cn,k for Bn,k that uses O(n2k lg k) variables and clauses.

SAT 2022
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Figure 5 Depiction of the fraction of cubes solved over total execution time. A red dashed line
at 359 hours shows the point at which almost all cubes with f = 5 have been solved.

The encoding, which we shall call recursive encoding, is composed of two different kinds
of variables:

xv,t representing that vertex v gets color t. (v ∈ Bn, t ∈ [k]).
fv,t,r representing that no vertex in B(v, 2r) gets color t. (v ∈ Bn, t ∈ [k], r ∈ [lg2(2k)]).

Note immediately that the number of variables matches the promised bound. Just as the
direct encoding, we require for every vertex v a clause stating that it will receive at least one
color. The fundamental difference with the direct encoding will be in the way that conflicts
are handled. We want to enforce that xv,t implies no vertex in B(v, t) \ {v} receives color t.
For this purpose we will use a constant number of the fv,t,r variables, for an appropriate set
of choices for v and r.

Let us start by enforcing that the fv,t,r variables achieved their desired semantic. We can
do so by defining fv,t,r in terms of the x variables for r = 1, and then using the following
recursive implication:

f(i,j),t,r −→ f(i−2r−1,j),t,r−1 ∧ f(i+2r−1,j),t,r−1 ∧ f(i,j−2r−1),t,r−1 ∧ f(i,j+2r−1),t,r−1,

which is illustrated in Figure 7.
With the goal of simplifying the exposition, let us introduce variables wv,t,r that will not

be part of the actual encoding, and thus can be understood as shorthands for an expression
we will define later. Semantically, wv,t,r represents that no vertex in B(v, r) gets color t.

▶ Lemma 10. For a fixed vertex v and color t, it is possible to encode that no vertex in
B(v, t) \ {v} receives color t with using only O(1) clauses, without counting the clauses
defining the fv,t,r variables described above.

Proof. First, if t ≤ 2, using the direct-encoding for this satisfies the statement. We will
thus assume t ≥ 3. As the construction will depend on the parity of t, Figure 8 illustrates a
decomposition for odd values of t, while Figure 9 illustrates a decomposition for even values
of t.

By using at most 12 variables wv,t,r, we can enforce that no vertex in B(v, t) \ {v}
receives color t. In particular, let v = (i, j) ∈ V (Z2). Then, enforce 4 constraints of the
form w(i+∆i,j+∆j),t,⌊ t−1

2 ⌋ for (∆i,∆j) ∈ {(−1, 0), (1, 0), (0,−1), (0, 1)}, we call these primary



B. Subercaseaux and M. J. H. Heule 21:11

[0
s
,
3.

6s
]

(3
.6

s
,
7.

6s
]

(7
.6

s
,
16

.3
s
]

(1
6.

3,
34

.8
s
]

(3
4.

8s
,
74

.3
s
]

(7
4.

3s
,
15

8.
4s

]
(1

58
.4

s
,
33

7.
7s

]
(3

37
.7

s
,
72

0.
0s

]
(7

20
.0

s
,
15

34
.7

s
]

(1
53

4.
7s

,
32

71
.6

s
]

(3
27

1.
6s

,
1.

9h
]

(1
.9

h
,
4.

1h
]

(4
.1

h
,
8.

8h
]

(8
.8

h
,
18

.7
h

]
(1

8.
7h

,
40

h
]

101

103

105

Time to solve

N
um

be
r

of
cu

be
s

Figure 6 Categorization of the time spent per cube. The times are separated into 14 intervals in
a geometric progression from 0 seconds up to 40 hours, and for each interval the number of cubes
whose solution time lies within the interval is displayed.

Figure 7 Illustration for r = 3 of the recursive decomposition for the f variables.

constraints. Now, to fill in the gaps between the regions, we will enforce secondary constraints.
Let us first define t′ = (⌊t/2⌋+ 1)/2 and t′′ = ⌊(t− 1)/2⌋, and now we proceed to detail the
secondary constraints:
1. w(i−⌊t′⌋,j−⌈t′⌉),t,t′′

2. w(i−⌈t′⌉,j+⌊t′⌋),t,t′′

3. w(i+⌊t′⌋,j−⌈t′⌉),t,t′′

4. w(i+⌈t′⌉,j+⌊t′⌋),t,t′′

Assuming the wv,t,r constraints enforce the semantic of forbidding color t in B(v, r),
then the previous decomposition does indeed enforce exactly that no vertex in B(v, t) \ {v}
receives color t for odd values of t.

However, if t is even, as illustrated in Figure 9, we will need 4 new constraints, that we
can call tertiary constraints, and simply enforce that the 4 vertices orthogonally adjacent to
v do not receive color t.

SAT 2022
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(a) Illustration of the primary constraints. (b) Illustration of the primary and secondary
constraints.

Figure 8 Illustration of an odd decomposition for t = 7.

It remains to get rid of the assumption about the wv,t,r variables. This assumption is in
fact not too strong, as each wv,t,r constraint can be enforced through 4 clauses using the
fv,t,r variables. If r = 2p, then wv,t,r is semantically equal to fv,t,p and nothing needs to
be done. Otherwise, let r∗ be the largest power of 2 that is smaller than r. Observe that
r∗ ≥ r/2. Then, if v = (i, j), we can define wv,t,r as

wv,t,r ←→
∧

(∆i,∆j)∈{(−1,0),(1,0),(0,1),(0,−1)}

f(i+∆i(r−r∗), j+∆j(r−r∗)),t,p∗ .

As the whole-decomposition of the condition we wish to enforce uses 8 of the w constraints,
each of which will be enforced through 4 clauses using the f variables, this requires a total
of 32 clauses if t is odd, and 36 clauses if t is even. ◀

We can see now that the total number of clauses matches the promised bound. Indeed,
each fv,t,r only requires 4 clauses to be properly defined, incurring into O(n2k lg k) clauses,
each vertex v requires 1 big clause stating it gets at least a color, incurring into O(n2) clauses,
and the result of Lemma 10 implies that each variable xv,t avoids conflicts in B(v, t) through
a constant number of clauses, incurring into O(n2k) clauses. Thus we conclude that the
recursive encoding uses O(n2k lg k) variables and clauses.

4.1 Compact Encoding
Although the recursive encoding presented above requires asymptotically fewer clauses, it
has a larger constant factor than the direct encoding, and thus it only improves the size of
the encoding from a given point onwards. That is, for every size n, there exists a value ρ(n),
such that it is more efficient to encode conflicts for colors above ρ(n) recursively. If ρ(n) > k,
then the direct encoding is best for a given Bn,k. This allows to define the compact encoding
as that in which conflicts are encoded recursively only for colors in which this improves with
respect to the direct encoding. Guaranteeing that the number of clauses created by the
compact encoding for Bn,k is at most that of the direct encoding for Bn,k.

4.2 Comparing the Encodings
Table 5 compares the number of variables and clauses for different r × r grids with k colors.
We chose to implement the recursive encoding over grids instead of ℓ1-balls for simplicity of
implementation. It can be observed that the compact encoding improves the most in larger
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(a) Illustration of the primary constraints. (b) Illustration of the primary and second-
ary constraints.

(c) Illustration of the primary, secondary
and tertiary constraints.

Figure 9 Illustration of an even decomposition for t = 6.

instances, such as when trying to prove a lowerbound of 13 or 14. In our experiments up to
13, the compact encoding does not provide a significant speed up in terms of runtime, and
thus so far its interest is mostly theoretical.

5 Directed Graphs for Handling Infinite Trees

Another family of infinite graphs for which the packing chromatic number has been studied is
that of infinite perfect n-ary trees Tn [3]. It was shown by Sloper that χρ(T2) = 7, and that
χρ(Tn) =∞ for n ≥ 3. Moreover, Fiala and Golovach have shown that computing χρ(T ) is
NP-hard for an arbitrary tree T [6]. We will show in this section how χρ(T2) = 7 can be

Table 5 Comparison of the size of the instances generated by the direct, recursive, and compact
encodings.

(r, k) Direct encoding Recursive encoding Compact encoding
# variables # clauses # variables # clauses # variables # clauses

(7, 8) 392 10325 10072 29573 392 10325
(9, 9) 729 27009 17629 54450 729 27009

(10, 10) 1000 44848 25389 78960 1000 44848
(12, 11) 1584 90520 37521 123220 1584 90520
(14, 12) 2352 165088 53005 182544 24256 148508
(17, 13) 3757 327161 76081 277006 39037 245866
(23, 14) 7406 823841 119906 481979 99906 451799

SAT 2022
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Figure 10 Illustration of the construction for T ′
4.

established through automated reasoning. Proving χρ(T2) ≥ 7 is not hard, as it is enough
to consider the first 9 levels of T2 (i.e., the subgraph consisting of all vertices at distance
at most 8 from the root), to obtain a sub-graph of T2 that cannot be colored with 6 colors.
This instance, under the direct encoding, is sufficiently small to be solved in less than 0.1
seconds with CaDiCaL.

However, proving χρ(T2) ≤ 7 requires a new technique. On the one hand, the upper
bounds for χρ(Z2) have been computed by adding toroidal constraints to square subgrids
of Z2 [11]. This approach cannot be trivially replicated for the case of T2. On the other
hand, the original proof by Sloper does not use a solver, but rather a standard mathematical
argument over a coloring pattern that we suspect was found manually [15].

Even though T2 is an undirected graph, we will use a finite directed graph T ′
ℓ as a proxy

to show upper bounds on χρ(T2). The directed graph T ′
ℓ has vertex set equal to the first

ℓ levels of T2, directed edges in both directions between pairs of vertices (u, v) that are
also connected in T2, and finally directed edges from every leaf u to the root of the tree.
The construction is illustrated in Figure 10. The reason we need directed edges instead of
undirected edges is that otherwise, if two different leaves u, v were connected to the root
(which is fundamental for the coloring to be extendable to T2), they would be at distance 2,
whereas their actual shortest path is the one going through their lowest common ancestor in
the tree. Now, let us consider a tree Tℓ consisting of a root node r, from which two copies of
T ′

ℓ hang. We will encode a packing k-coloring for Tℓ in the following way.
1. Each vertex v, except for r, defines a variable xv,t for each color t ∈ [k].
2. For every vertex that is not r, we create a clause stating that it has to receive at least

one color, exactly as in the previous encodings.
3. Consider an isomorphism π that goes from the left copy of T ′

ℓ that hangs from r, to the
right copy, and enforce now that for every vertex v in the left copy, v and π(v) receive
the same color. That is, xv,t ⇐⇒ xπ(v),t, ∀t ∈ [k].

4. Create clauses for avoiding conflicts exactly as in the direct encoding, recalling that the
distance between two vertices is now defined as the length of the shortest directed path
between them.

Now, the following lemma applies the construction to upper bound χρ(T2).

▶ Lemma 11. Let Iℓ,k be instance resulting from the encoding described above. If Iℓ,k is
satisfiable, then χρ(T2) ≤ k.

Proof sketch. Assume Iℓ,k is satisfiable, which induces a packing k-coloring ϕ of the copies
of T ′

ℓ in Iℓ,k. We will obtain a packing k-coloring for T2 from ϕ. First note that T2 can be
defined recursively as a root from which 2 copies of T2 hang. By expanding this recursive
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structure ℓ times, we can say T2 consists of a binary tree of ℓ levels, such that from each
leaf there are 2 copies of T2 hanging. It suffices to color the first ℓ levels of T2 according to
ϕ, and then recurse over each copy of T2 hanging from a leaf in the ℓ level. Now, in order
to see that this coloring is actually correct we need to verify that it does not create any
conflicts between the colors any pair of vertices receive. Indeed, note that the base case of
the recursion cannot create any conflicts as ϕ is a valid packing k-coloring for T ′

ℓ . Then,
between two copies of Tn that hang from leaves at the ℓ-th level of Tn there cannot be any
conflicts either, as any said conflict would have also been a conflict between the copies of T ′

ℓ

in Iℓ,k. ◀

6 Discussion and Future Work

Although we have managed to reduce the possible values of χρ(Z2) to {14, 15}, determining
χρ(Z2) will probably require further techniques. We have studied the impact of different
factors on the runtime of lower bounds: the basic shape of finite graphs to consider, the
impact of different forms of symmetry breaking, and the cube-and-conquer parallelization
approach. Proving upper bounds for this problem through local search appears to be much
easier than proving lower bounds (e.g., proving the best known upper bound, 15, requires
only a few minutes of computation in a personal computer). However, local search is not
able to find a solution for D+

14,14, which make us conjecture that χρ(Z2) = 15, and our future
work is focused on proving this. One direction of work is studying whether the compact
encoding can play a role for proving a lower bound of 15, or in finding a tiling pattern smaller
than the 72× 72 grid presented by Martin et al. [11]; although its large constant factor makes
it current performance comparable to the direct encoding, part of our future work includes
studying whether the same recursive principle, but under a more efficient decomposition of
ℓ1-balls, can result in a practical speed-up. Another line of work is to compare our approach
with the Linear Programming-based approach of Shao and Vesel [14]. In particular, we plan
to study whether our approach can improve bounds for the packing chromatic number of
distance graphs. Finally, as shown in Section 5, automated reasoning techniques are suitable
for other classes of graphs as well, and thus several of the open problems presented in the
survey of Brešar et al. [3] could be approached with our techniques.
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Abstract
The Merge Resolution proof system (M-Res) for QBFs, proposed by Beyersdorff et al. in 2019,
explicitly builds partial strategies inside refutations. The original motivation for this approach was
to overcome the limitations encountered in long-distance Q-Resolution proof system (LD-Q-Res),
where the syntactic side-conditions, while prohibiting all unsound resolutions, also end up prohibiting
some sound resolutions. However, while the advantage of M-Res over many other resolution-based
QBF proof systems was already demonstrated, a comparison with LD-Q-Res itself had remained
open. In this paper, we settle this question. We show that M-Res has an exponential advantage over
not only LD-Q-Res, but even over LQU+-Res and IRM, the most powerful among currently known
resolution-based QBF proof systems. Combining this with results from Beyersdorff et al. 2020, we
conclude that M-Res is incomparable with LQU-Res and LQU+-Res.

Our proof method reveals two additional and curious features about MRes: (i) M-Res is not
closed under restrictions, and is hence not a natural proof system, and (ii) weakening axiom clauses
with existential variables provably yields an exponential advantage over MRes without weakening.
We further show that in the context of regular derivations, weakening axiom clauses with universal
variables provably yields an exponential advantage over M-Res without weakening. These results
suggest that M-Res is better used with weakening, though whether M-Res with weakening is closed
under restrictions remains open. We note that even with weakening, M-Res continues to be simulated
by eFrege + ∀red (the simulation of ordinary M-Res was shown recently by Chew and Slivovsky).

2012 ACM Subject Classification Theory of computation → Proof complexity

Keywords and phrases QBF, proof complexity, resolution, weakening, restrictions

Digital Object Identifier 10.4230/LIPIcs.SAT.2022.22

Acknowledgements We thank Olaf Beyersdorff, Joshua Blinkhorn and Tomáš Peitl for interesting
discussions about the power of M-Res. Part of this work was done at Schloss Dagstuhl Leibniz
Centre for Informatics (seminar 20061).

1 Introduction

Testing satisfiability of CNF formulas (the propositional SAT problem) is NP-complete and
is hence believed to be hard in the worst case. Despite this, modern SAT solvers routinely
solve industrial SAT instances with hundreds of thousands or even millions of variables in
close to linear time [31, 13, 24]. Recently some mathematics problems, some of which were
open for almost a century, have been solved by employing SAT solvers (see [21] for a survey).
This apparent disconnect between theory and practice has led to a more detailed study of
the different solving techniques.

Most successful SAT solvers use a non-deterministic algorithm called conflict-driven
clause learning (CDCL) [28, 25], which is inspired by and an improvement of the DPLL
algorithm [18, 17]. The solvers use some heuristics to make deterministic or randomized
choices for the non-deterministic steps of the CDCL algorithm. The CDCL algorithm (and
the resulting solvers) can be studied by analysing a proof system called resolution. Resolution
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contains a single inference rule, which given clauses x∨A and x∨B, allows the derivation of
clause A∨B [11, 26]. To be more precise, from a run of the CDCL algorithm (or a solver) on
an unsatisfiable formula, resolution refutations of the same length (as the run of the solver)
can be extracted. This means that refutation size lower bounds on resolution translate to
runtime lower bounds for the CDCL algorithm and the solvers based on it. See [24] for more
on CDCL based SAT solvers and [13] for their connection to resolution.

With SAT solvers performing so well, the community has set sights on solving Quantified
Boolean formulas (QBFs). Some of the variables in QBFs are quantified universally, allowing
a more natural and succinct encoding of many constraints. As a result, QBF solving has
many more practical applications (see [27] for a survey). However, it is PSPACE-complete [29]
and hence believed to be much harder than SAT.

The main way of tackling QBFs is by adapting resolution (and CDCL based solvers)
to handle universal variables. There are two major ways of doing this, which have given
rise to two orthogonal families of proof systems. Reduction-based systems allow dropping
a universal variable from a clause if some conditions are met – proof systems Q-Res and
QU-Res [23, 20] are of this type. In contrast, expansion-based systems eliminate universal
variables at the outset by expanding the universal quantifiers into conjunctions, giving a
purely propositional formula – proof systems ∀Exp + Res and IR [22, 9] are of this type. It
was soon observed that, under certain conditions, producing a clause containing a universal
variable in both polarities (to be interpreted in a special way, not as a tautology) is not
only sound but also very useful for making proofs shorter [33, 19]. This led to new proof
systems of both types: reduction-based systems LD-Q-Res, LQU-Res and LQU+-Res [2, 3],
and expansion-based system IRM [9].

Since all these proof systems degenerate to resolution on propositional formulas, lower
bounds for resolution continue to hold for these systems as well. However such lower bounds
do not tell us much about the relative powers and weaknesses of these systems. QBF proof
complexity aims to understand this. This is done by finding formula families which have
polynomial-size refutations in one system but require super-polynomial size refutations in
the other system. For example, among the reduction-based and expansion-based resolution
systems, LQU+-Res and IRM respectively are the most powerful and are known to be
incomparable [3, 9].

In this paper, we study a proof system called Merge Resolution (M-Res). This system was
proposed in [6] with the goal of circumventing a limitation of LD-Q-Res. The main feature of
this system is that each line of the refutation contains information about partial strategies for
the universal player in the standard two-player evaluation game associated with QBFs. These
strategies are built up as the proof proceeds. The information about these partial strategies
allows some resolution steps which are blocked in LD-Q-Res. This makes M-Res very powerful
– it has short refutations for formula families requiring exponential-size refutations in Q-Res,
QU-Res, ∀Exp + Res, and IR, and also in the system CP + ∀red introduced in [10]. However,
the authors of [6] did not show any advantage over LD-Q-Res – the system that M-Res was
designed to improve. They only showed advantage over a restricted version of LD-Q-Res, the
system reductionless LD-Q-Res. In a subsequent paper [7], limitations of M-Res were shown
– there are formula families which have polynomial-size refutations in QU-Res, LQU-Res,
LQU+-Res and CP+∀red, but require exponential size refutations in M-Res. This, combined
with the results from [6], showed that M-Res is incomparable with QU-Res and CP + ∀red.
More recently, it has been shown that eFrege + ∀red proof system p-simulates M-Res [15].
On the solving side, M-Res has recently been used to build a solver, though with a different
representation for strategies [12].
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∀Exp + Res

IR

IRM

M-Res

M-ResW∃ M-ResW∀

M-ResW∃∀

LD-Q-Res

Q-Res

QU-Res

LQU-Res

LQU+-Res

eFrege + ∀red

MM Natural

NN Unnatural

MM Unknown

A B A p-simulates B

A B A p-simulates B;
B does not simulate A

A B B does not simulate A

Figure 1 Relations among resolution-based QBF proof systems, with new results and observations
highlighted using thicker lines. In addition, regular M-ResW∀ strictly p-simulates regular M-Res.
(i) Lines from a big grey box mean that the line is from every proof system within the box. (ii) The
missing relations follow from transitivity, otherwise the systems are incomparable.

In this paper, we show that M-Res is indeed quite powerful, answering one of the main
questions left open in [6]. We show that there are formula families which have polynomial-size
refutations in M-Res but require exponential-size refutations in LD-Q-Res. In fact, we show
that there are formula families having short refutations in M-Res but requiring exponential-
size refutations in LQU+-Res and IRM – the most powerful resolution-based QBF proof
systems. Combining this with the results in [7], we conclude that M-Res is incomparable
with LQU-Res and LQU+-Res; see Theorems 3.6 and 3.12.

The power of M-Res is shown using modifications of two well-known formula families:
KBKF-lq [3] which is hard for M-Res [7], and QUParity [9] which we believe is also hard. The
main observation is that the reason making these formulas hard for M-Res is the mismatch
of partial strategies at some point in the refutation. This mismatch can be eliminated if
the formulas are modified appropriately. The resultant formulas, called KBKF-lq-split and
MParity, have polynomial-size refutations in M-Res but require exponential-size refutations
in IRM and LQU+-Res respectively.

We observe that the modification of KBKF-lq is actually a weakening of the clauses.
This leads to an observation that weakening adds power to M-Res. Weakening is a rule
that is sometimes augmented to resolution. This rule allows the derivation of A ∨ x from A,
provided that A does not contain the literal x. The weakening rule is mainly used to make
resolution refutations more readable – it can not make them shorter [1]. The same holds for
all the known resolution-based QBF proof systems with the exception of M-Res – allowing
weakening can make M-Res refutations exponentially shorter. We distinguish between two

SAT 2022
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types of weakenings, namely existential clause weakening and strategy weakening. Both these
weakenings were defined in the original paper [6] in which M-Res was introduced. However,
these weakenings were used only for Dependency-QBFs (DQBFs); in that setting they are
necessary for completeness. The potential use of weakening for QBFs was not explicitly
addressed. Here, we show that existential clause weakening adds exponential power to
M-Res; see Theorem 4.1. We do not know whether strategy weakening adds power to M-Res.
However, we show that it does add exponential power to regular M-Res; see Theorem 4.5.
At the same time, weakening of any or both types does not make M-Res unduly powerful; we
show in Theorem 4.13 that eFrege + ∀red polynomially simulates (p-simulates) M-Res even
with both types of weakenings added. This is proven by observing that the p-simulation of
M-Res in [15] can very easily be extended to handle weakenings.

Another observation from our main result is that M-Res is not closed under restrictions.
Closure under restrictions is a very important property of proof systems. For a (QBF)
proof system, it means that restricting a false formula by a partial assignment to some of
the (existential) variables does not make the formula much harder to refute. Note that a
refutation of satisfiability of a formula implicitly encodes a refutation of satisfiability of all
its restrictions, and it is reasonable to expect that such refutations can be extracted without
paying too large a price. This is indeed the case for virtually all known proof systems to
date. Algorithmically, CDCL-based solvers work by setting some variables and simplifying
the formula [24]. Without closure under restrictions, setting a bad variable may make the
job of refuting the formula exponentially harder. Because of this reason, proofs systems
which are closed under restrictions have been called natural proof systems [4]. We show in
Theorem 4.14 that M-Res, with and without strategy weakening, is unnatural. We believe
this would mean that it is hard to build QBF solvers based on it. On the other hand, we
do not yet know whether it remains unnatural if existential clause weakening or both types
of weakenings are added. We believe that this is the most important open question about
M-Res – a negative answer can salvage it.

Our results are summarized in Figure 1.

2 Preliminaries

The sets {1, 2, . . . , n} and {m,m+ 1, . . . , n} are abbreviated as [n] and [m,n] respectively. A
literal is a variable or its negation; a clause is a disjunction of literals. We will interchangeably
denote clauses as disjunctions of literals as well as sets of literals.

A Quantified Boolean Formula (QBF) in prenex conjunctive normal form (p-cnf), denoted
Φ = Q.ϕ, consists of two parts: (i) a quantifier prefix Q = Q1Z1, Q2Z2, . . . , QnZn where
the Zi are pairwise disjoint sets of variables, each Qi ∈ {∃, ∀}, and Qi ̸= Qi+1; and (ii) a
conjunction of clauses ϕ with variables in Z = Z1 ∪ · · · ∪ Zn. In this paper, when we say
QBF, we mean a p-cnf QBF. The set of existential (resp. universal) variables of Φ, denoted
X (resp. U), is the union of Zi for which Qi = ∃ (resp. Qi = ∀).

The semantics of a QBF is given by a two-player evaluation game played on the QBF.
In a run of the game, the existential player and the universal player take turns setting the
existential and the universal variables respectively in the order of the quantification prefix.
The existential player wins the run of the game if every clause is set to true. Otherwise
the universal player wins. The QBF is true (resp. false) if and only if the existential player
(resp. universal player) has a strategy to win all potential runs, i.e. a winning strategy.

For a formula Φ and a partial assignment ρ to some of its variables, Φ↾ρ denotes the
restricted formula resulting from setting the specified variables according to ρ.
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▶ Definition 2.1. A QBF proof system P is closed under restrictions if for every false
QBF Φ and every partial assignment ρ to some existential variables, the size of the smallest
P -refutation of Φ↾ρ is at most polynomial in the size of the smallest P -refutation of Φ.

▶ Remark 2.2. Sometimes a stricter definition is used, requiring that a refutation of Φ↾ρ be
constructible in polynomial time from every refutation of Φ. We will prove that M-Res is not
closed under restrictions for the weaker definition (and hence also for the stricter definition).

▶ Definition 2.3 ([4]). A proof system is natural if it is closed under restrictions.

Merge Resolution
Merge Resolution (M-Res) is a proof system for refuting false QBFs. Its definition is a bit
technical and can be found in [6]. We give an informal description, see [7] for a slightly longer
but still informal description.

Each line of an M-Res refutation consists of an ordered pair – the first element of the
pair is a clause C over the existential variables; and the second part is a set of functions
{Mu | u ∈ U}, one for each universal variable. The function for a particular universal variable
u takes as input an assignment to the existential variables to the left of u in the quantifier
prefix and outputs an assignment for u. Each function is stored as some deterministic
branching program [32] (also called merge-map here) computing the function.

In a refutation, each axiom A is converted into a clause, merge-map pair where C is the
maximal sub-clause of A with existential variables, and the merge-maps falsify each universal
literal in A (constant merge-maps) and leave other universal variables unassigned (trivial
merge-maps). Given two lines L1 = (x ∨A, {Mu

1 | u ∈ U}) and L2 = (x ∨B, {Mu
2 | u ∈ U}),

we can derive (A ∨B, {Mu
3 | u ∈ U}) provided the merge-maps Mu

1 and Mu
2 satisfy certain

conditions. These conditions specify that for each u preceding x in the prefix, either at least
one of Mu

1 or Mu
2 is trivial, or Mu

1 and Mu
2 are isomorphic (and hence compute the same

function). If the rule is applicable, the resultant merge-map Mu
3 is a combination of Mu

1 and
Mu

2 . To be precise, for each u ∈ U ,
if Mu

1 is trivial, then Mu
3 = Mu

2 ;
else if Mu

2 is trivial, then Mu
3 = Mu

1 ;
else if Mu

1 is isomorphic to Mu
2 , then Mu

3 = Mu
1 ;

else if x precedes u in the quantifier prefix, then Mu
3 is the following branching program:

if x = 0, then go to Mu
1 , otherwise go to Mu

2 . (In this, if Mu
1 and Mu

2 have some nodes
in common, these nodes are not duplicated in Mu

3 . This makes Mu
3 a branching program

rather than a decision tree, and prevents an exponential blowup).

The following invariant is maintained at each line Li = (Ci, {Mu
i | u ∈ U}) of the refut-

ation: for every existential assignment α falsifying Ci, if β = {u = Mu
i (α) | u ∈ U}, then

the assignment α ∪ β falsifies at least one axiom [6]. The end goal is to derive a line whose
existential clause part is □, i.e. the empty clause – implying that the given QBF is false.

For concreteness, we reproduce a simple example from [6]:

▶ Example 2.4. For the QBF family
∃x, ∀u, ∃t. (x ∨ u ∨ t) ∧ (x ∨ u ∨ t) ∧

(
x ∨ u ∨ t

)
∧

(
x ∨ u ∨ t

)
, here is an M-Res refutation.

x ∨ t, u = 0 x ∨ t, u = 1
t, u = x

x ∨ t, u = 0 x ∨ t, u = 1
t, u = x

□, u = x

(To be pedantic, each line should contain the merge-map for u. For simplicity, we avoid it
here, describing only the function computed by the merge-map.)
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3 Power of Merge Resolution

In this section, we prove that neither IRM nor LQU+-Res simulates M-Res.

3.1 Advantage over IRM
To show that M-Res is not simulated by IRM, we use a variant of the well-studied KBKF
formula family. This family was first introduced in [23], and along with multiple variants, has
been a very influential example in showing many separations. In particular, it was used to
prove that LD-Q-Res is strictly stronger than Q-Res [19]. The variant KBKF-lq was defined
in [3] and used to show that LD-Q-Res does not simulate QU-Res. In [7], KBKF-lq was also
shown to require exponentially large M-Res refutations. We reproduce the definition of this
family below and then define two further variants that will be useful for our purpose.

▶ Definition 3.1 ([3]). KBKF-lq[n] is the QBF with the quantifier prefix
∃d1, e1, ∀x1, . . . , ∃dn, en, ∀xn, ∃f1, . . . , fn and with the following clauses:

A0 =
{
d1, e1, f1, . . . , fn

}
Ad

i =
{
di, xi, di+1, ei+1, f1, . . . , fn

}
Ae

i =
{
ei, xi, di+1, ei+1, f1, . . . , fn

}
∀i ∈ [n− 1]

Ad
n =

{
dn, xn, f1, . . . , fn

}
Ae

n =
{
en, xn, f1, . . . , fn

}
B0

i =
{
xi, fi, fi+1, . . . fn

}
B1

i =
{
xi, fi, fi+1, . . . fn

}
∀i ∈ [n− 1]

B0
n = {xn, fn} B1

n = {xn, fn}

We now define two new formula families: KBKF-lq-weak and KBKF-lq-split.

▶ Definition 3.2. KBKF-lq-weak has the same quantifier prefix as KBKF, and all the
A-clauses of KBKF-lq, but it has the following clauses instead of B0

i and B1
i :

weak-B0
i = di ∨B0

i

weak-B1
i = di ∨B1

i

}
∀i ∈ [n]

▶ Definition 3.3. KBKF-lq-split has all variables of KBKF-lq and one new variable t quan-
tified existentially in the first block, so its quantifier prefix is ∃t, ∃d1, e1, ∀x1, . . . , ∃dn, en, ∀xn,

∃f1, . . . , fn. It has all the A-clauses of KBKF-lq, but the following clauses instead of B0
i

and B1
i :

split-B0
i = t ∨B0

i

split-B1
i = t ∨B1

i

T 0
i =

{
t, di

}
T 1

i =
{
t, di

}

 ∀i ∈ [n]

▶ Lemma 3.4. KBKF-lq-weak has polynomial-size M-Res refutations.

Proof. Let L′′
i denote the M-Res-resolvent of weak-B0

i and weak-B1
i . It has only one non-

trivial merge-map, setting xi = di. Starting with A0, resolve in sequence with Ae
1, Ad

1, Ae
2,

Ad
2, and so on up to Ae

n, Ad
n to derive the line with all negated f literals and merge-maps

computing xi = di for each i. Now sequentially resolve this with L′′
1 , L′′

2 , up to L′′
n to obtain

the empty clause. It can be verified that none of these resolutions are blocked, and the final
merge-maps compute the winning strategy xi = di for each i.

The refutation is pictorially depicted below. The abbreviations A0, A
d
i ,weak-B0

i etc. will
denote the clause, merge-map pair corresponding to the respective axioms.
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A0 Ae
1

Le
1 Ad

1

Ld
1

Ld
n−1 Ae

n

Le
n Ad

n

L′
1

weak-B0
1 weak-B1

1

L′′
1

L′
2

L′
n

weak-B0
n weak-B0

n

L′′
n

(□, {x1 = d1, . . . , xn = dn})

Here Le
i , L

d
i , L

′
i, L

′′
i , for all i ∈ [n], are the following lines, with only non-trivial merge-maps

written explicitly:
Le

1 =
({
d1, d2, e2, f1, . . . , fn

}
, {x1 = 1}

)
Le

i =
({
di, di+1, ei+1, f1, . . . , fn

}
, {x1 = d1, . . . , xi−1 = di−1, xi = 1}

)
for all i ∈ [2, n− 1]

Le
n =

({
dn, f1, . . . , fn

}
, {x1 = d1, . . . , xn−1 = dn−1, xn = 1}

)
Ld

i =
({
di+1, ei+1, f1, . . . , fn

}
, {x1 = d1, . . . , xi = di}

)
for all i ∈ [n− 1]

L′
i =

({
fi, . . . , fn

}
, {x1 = d1, . . . , xn = dn}

)
for all i ∈ [n]

L′′
i =

({
fi, fi+1, . . . fn

}
, {xi = di}

)
for all i ∈ [n− 1]

L′′
n = ({fn} , {xn = dn}) ◀

Observe that the extra di variable in weak-B0
i and weak-B1

i (in contrast to B0
i and B1

i in
KBKF-lq) allows us to resolve these two lines. This gives the clause L′′

i whose merge-map
computes xi = di. This merge-map is isomorphic to the merge-map for xi in the line derived
by resolving the Ai lines. This isomorphism allows the polynomial-size refutation.

▶ Lemma 3.5. KBKF-lq-split has polynomial-size M-Res refutations.

Proof. For each i ∈ [n] and k ∈ {0, 1}, resolving split-Bk
i and T k

i yields weak-Bk
i . This gives

us the KBKF-lq-weak formula family which, as shown in Lemma 3.4, has polynomial-size
M-Res refutations. ◀

▶ Theorem 3.6. IRM does not simulate M-Res.

Proof. The KBKF-lq-split formula family witnesses the separation. By Lemma 3.5, it has
polynomial size M-Res refutations. Restricting it by setting t = 0 gives the family KBKF-lq,
which requires exponential size to refute in IRM, [9]. Since IRM is closed under restrictions
(Lemma 11 in [9]), KBKF-lq-split also requires exponential size to refute in IRM. ◀

3.2 Advantage over LD-Q-Res, LQU-Res and LQU+-Res
To show that LQU+-Res does not simulate M-Res, we define a new formula family called
MParity, as a modification of the QParity formula family [9].

Let us first give a brief history of QParity and other formulas based on it. This was first
defined in [9] and was used to show that Q-Res does not p-simulate ∀Exp + Res [9] and
LD-Q-Res [16]. (A subsequent elegant argument in [5] reproved its hardness for QU-Res and
CP + ∀red.) The variant LQParity, also defined in [9], was used to show that LD-Q-Res does
not p-simulate ∀Exp + Res. Finally, the variant QUParity, built by duplicating the universal
variable of LQParity, was used to show that LQU+-Res does not p-simulate ∀Exp + Res.
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We give the definition of QParity, informally describe the variants LQParity and QUParity,
and then define our new variant MParity. We use parityc (y1, y2, . . . , yk) as a shorthand
for the following conjunction of clauses:

∧
S⊆[k], |S|≡1(mod 2) ((∨i∈Syi) ∨ (∨i/∈Syi)). Thus

parityc (y1, y2, . . . , yk) is satisfied by assignment a1, . . . , ak iff a1 + a2 + · · · + ak ≡ 0 (mod 2).

▶ Definition 3.7. QParityn is the following QBF:

∃x1, . . . , xn, ∀z, ∃t1, . . . , tn.

 ∧
i∈[n+1]

ζi


where each ζi contains the following clauses:

For i = 1, each C ∈ parityc (x1, t1).
For all i ∈ [2, n], each C ∈ parityc (ti−1, xi, ti).
For i = n+ 1, the clauses {tn, z} and

{
tn, z

}
.

With the same quantifier prefix, replacing each clause C of QParity that does not contain z

with the two clauses C ∨ z and C ∨ z gives the family LQParity.
To obtain QUParity, the universal variable is duplicated. That is, the block ∀z is replaced

with the block ∀z1, z2. Each clause of the form C∪{z} in LQParity is replaced with the clause
C ∪ {z1, z2}, and each clause of the form C ∪ {z} is replaced with the clause C ∪ {z1, z2}.

The short LD-Q-Res refutation of QParity (from [16, p. 54]) relies on the fact that most
axioms do not have universal variable z. This enables steps in which a merged literal z∗ is
present in one antecedent but there is no literal over z in the other antecedent. LQParity
is created from QParity by replacing each clause C not containing z by two clauses C ∨ z

and C ∨ z. Since, every axiom of LQParity (and hence also each derived clause) now has
a literal over z, we can no longer resolve clauses containing the merged literal z∗ with any
other clause. This forbids the creation of merged literals, which in turn, forbids all possible
short refutations. The same problem seems to occur in M-Res also – though M-Res allows
resolution steps if the merge-maps are isomorphic, we do not know of any way of making
them isomorphic. This leads us to define the new variant MParity. We notice that if the
formula family is modified appropriately, we can indeed make the merge-maps isomorphic,
and additionally throwing in the modifications of LQParity and QUParity does not destroy
this feature. This leads us to define the modified family MParity.

▶ Definition 3.8. MParityn is the following QBF:

∃
i,j∈[n]

ai,j , ∃x1, . . . , xn, ∀z1, z2, ∃t1, . . . , tn.

 ∧
i∈[n+1]

ψi


where each ψi contains the following clauses:

For i = 1, for all C ∈ parityc (x1, t1), the clauses
A0

1,C = C ∪ {z1, z2, a1,n} and A1
1,C = C ∪ {z1, z2, a1,n}

For all i ∈ [2, n− 1], for all C ∈ parityc (ti−1, xi, ti), the clauses
A0

i,C = C ∪ {z1, z2, ai,n} and A1
i,C = C ∪ {z1, z2, ai,n}.

For i = n, for all C ∈ parityc (tn−1, xn, tn), the clauses
A0

i,C = C ∪ {z1, z2} and A1
i,C = C ∪ {z1, z2}.

For i = n+ 1, the clauses {tn, z1, z2} and
{
tn, z1, z2

}
.

For all i ∈ [n− 1], the following clauses:

B0
i,j = {ai,j , xj , ai,j−1} , B1

i,j = {ai,j , xj , ai,j−1} ∀j ∈ {n, n− 1, . . . , i+ 2}
B0

i,i+1 = {ai,i+1, xi+1} , B1
i,i+1 = {ai,i+1, xi+1}
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We can adapt the LD-Q-Res refutation of QParity to an M-Res refutation of MParity.
We describe below exactly how this is achieved. The proof has two stages. In the first stage,
the a variables are eliminated. The role of these ai,j variables and the B-clauses is to build
up complex merge-maps meeting the isomorphism condition, so that subsequent resolution
steps are enabled. In the second phase, the LD-Q-Res refutation of QParity is mimicked,
eliminating the t variables.

(In the proofs below, notice that each line contains a single merge-map. This is done
because the merge-maps for z1 and z2 in every line are same. So, we write them only once
to save space.)

For i ∈ [n+ 1], let gi be the function ⊕j≥ixj , and let hi denote its complement. (The
parity of an empty set of variables is 0; thus gn+1 = 0 and hn+1 = 1.) Let M1

i (resp. M0
i ) be

the smallest merge-map which queries variables in the order xi, . . . , xn and computes the
function gi (resp. hi). Note that both these merge-maps have 2(n− i) + 1 internal nodes and
two leaf nodes labelled 0 and 1.

The main idea is to replace the constant merge-maps in the axioms of A0
i,C and A1

i,C by
the merge-maps M0

i+1 and M1
i+1 – the clause, merge-map pairs so generated will be denoted

by ψ̃i (and are defined below). These merge-maps will allow us to pass the isomorphism
checks later in the proofs.

For i ∈ [n], let ψ̃i be the following sets of clause, merge-map pairs:

ψ̃i =
{(
C,M b

i+1
)

| C ∈ parityc(ti−1, xi, ti), b ∈ {0, 1}
}

∀i ∈ [2, n]

ψ̃1 =
{(
C,M b

2
)

| C ∈ parityc(x1, t1), b ∈ {0, 1}
}

▶ Lemma 3.9. For all i ∈ [n], ψi ⊢M-Res ψ̃i. Moreover the size of these derivations is
polynomial in n.

Proof. At i = n, ψ̃n is the same as ψn so there is nothing to prove.
Consider now an i ∈ [n − 1]. For each b ∈ {0, 1} and each C ∈ parityc (ti−1, xi, ti) (if

i = 1, omit ti−1), the clause Ab
i,C ∈ ψi yields the line (C ∪ {ai,n},M1−b

n+1). Resolving each
of these with each of Bd

i,n for d ∈ {0, 1}, we obtain four clauses that can be resolved in two
pairs to produce the lines (C ∪ {ai,n−1},M b

n). (See the derivation at the end of this proof.)
Repeating this process successively for j = n, n − 1, . . . , i + 2, using the clause pairs Bd

i,j

with the previously derived clauses, we can obtain each (C ∪ {ai,j},M b
j+1). In each stage,

the index j of the variable ai,j present in the clause decreases, while the merge-map accounts
for one more variable. Finally, when we use the clause pairs Bd

i,i+1, the ai,i+1 variable is
eliminated, variables xi+1, . . . , xn are accounted for in the merge-map, and we obtain the
lines (C,M b

i+1), corresponding to the clauses in ψ̃i.
The derivation at one stage is as shown below.

(
C ∪ {ai,j} , M1

j+1
) B0

i,j︷ ︸︸ ︷
({ai,j , xj , ai,j−1} , ∗)(

C ∪ {xj , ai,j−1} , M1
j+1

) (
C ∪ {ai,j} , M0

j+1
) B1

i,j︷ ︸︸ ︷
({ai,j , xj , ai,j−1} , ∗)(

C ∪ {xj , ai,j−1} , M0
j+1

)(
C ∪ {ai,j−1} , M1

j

)
(
C ∪ {ai,j} , M1

j+1
) B1

i,j︷ ︸︸ ︷
({ai,j , xj , ai,j−1} , ∗)(

C ∪ {xj , ai,j−1} , M1
j+1

) (
C ∪ {ai,j} , M0

j+1
) B0

i,j︷ ︸︸ ︷
({ai,j , xj , ai,j−1} , ∗)(

C ∪ {xj , ai,j−1} , M0
j+1

)(
C ∪ {ai,j−1} , M0

j

)
◀
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In the second phase, we successively eliminate the t variables in stages.

▶ Lemma 3.10. The following derivations can be done in M-Res in size polynomial in n:
1. For i = n, n− 1, . . . , 2,

(
{ti} ,M1

i+1
)
,
({
ti

}
,M0

i+1
)
, ψ̃i ⊢

(
{ti−1} ,M1

i

)
,
({
ti−1

}
,M0

i

)
.

2.
(
{t1} ,M1

2
)
,
({
t1

}
,M0

2
)
, ψ̃1 ⊢

(
□,M1

1
)
.

Proof. For i ≥ 2, the derivation is as follows:({
ti−1, xi, ti

}
, M1

i+1
) (

{ti} , M1
i+1

)(
{ti−1, xi} , M1

i+1
) (

{ti−1, xi, ti} , M0
i+1

) ({
ti

}
, M0

i+1
)(

{ti−1, xi} , M0
i+1

)(
{ti−1} , M1

i

)
({

ti−1, xi, ti

}
, M1

i+1
) (

{ti} , M1
i+1

)({
ti−1, xi

}
, M1

i+1
) ({

ti−1, xi, ti

}
, M0

i+1
) ({

ti

}
, M0

i+1
)({

ti−1, xi

}
, M0

i+1
)({

ti−1
}

, M0
i

)
The derivation at the last stage is as follows:({

x1, t1
}

, M1
2
) (

{t1} , M1
2
)(

{x1} , M1
2
) (

{x1, t1} , M0
2
) ({

t1
}

, M0
2
)(

{x1} , M0
2
)(

□, M1
1
)

◀

We can now conclude the following:

▶ Lemma 3.11. MParity has polynomial size M-Res refutations.

Proof. We first use Lemma 3.9 to derive all the ψ̃i. Next, we start with
(
{tn} ,M1

n+1
)

and({
tn

}
,M0

n+1
)
, the lines corresponding to the clauses in ψn+1. From these lines and ψ̃n, we

derive
(
{tn−1} ,M1

n

)
and

({
tn−1

}
,M0

n

)
, using Lemma 3.10. We continue in this manner

deriving
(
{ti} ,M1

i+1
)

and
({
ti

}
,M0

i+1
)

for i = n − 2, n − 3, . . . , 1. From
(
{t1} ,M1

2
)

and({
t1

}
,M0

2
)
, we derive

(
□,M1

1
)

using ψ̃1 using Lemma 3.10. ◀

▶ Theorem 3.12. LD-Q-Res does not p-simulate M-Res; and LQU-Res and LQU+-Res are
incomparable with M-Res.

Proof. We showed in Lemma 3.11 that the MParity formulas have polynomial size M-Res
refutations. We will now show that MParity requires exponential size LQU+-Res refutations.
We first note that QUParity requires exponential size LQU+-Res refutations [9]. We further
note that LQU+-Res is closed under restrictions (Proposition 2 in [3]). Since restricting
the MParity formulas by setting ai,j = 0, for all i, j ∈ [n], gives the QUParity formulas, we
conclude that MParity requires exponential size LQU+-Res refutations. Therefore LQU+-Res
does not simulate M-Res. Since LQU+-Res p-simulates LD-Q-Res and LQU-Res, these two
systems also do not simulate M-Res.

In [7] it is shown that M-Res does not simulate QU-Res. (The separating formula is in
fact KBKF-lq.) Since LQU-Res and LQU+-Res p-simulate QU-Res [3] and the simulation
order is transitive, it follows that M-Res does not simulate LQU-Res and LQU+-Res.

Hence LQU-Res and LQU+-Res are incomparable with M-Res. ◀

▶ Remark 3.13. In these proofs, note that the hardness for LQU+-Res and IRM was proven
using restrictions. But the same did not apply to M-Res – a restricted formula being hard
for M-Res does not mean that the original formula is also hard. This means that M-Res is
not closed under restrictions, and is hence unnatural.
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▶ Remark 3.14. Another observation is that the clauses of the KBKF-lq-weak formula family
are weakenings of the clauses of KBKF-lq. Since KBKF-lq requires exponential-size M-Res
refutations but KBKF-lq-weak has polynomial-size M-Res refutations, we conclude that
weakening adds power to M-Res.

4 Role of weakenings, and unnaturalness

4.1 Weakenings
Let (C, {Mu | u ∈ U}) be a line. Then it can be weakened in two different ways [6]:

Existential clause weakening: C ∨ x can be derived from C, provided it does not contain
the literal x. The merge-maps remain the same. Similarly, C ∨ x can be derived if x ̸∈ C.
Strategy weakening: A trivial merge-map (∗) can be replaced by a constant merge-map
(0 or 1). The existential clause remains the same.

Adding these weakenings to M-Res gives the following three proof systems:
M-Res with existential clause weakening (M-ResW∃),
M-Res with strategy weakening (M-ResW∀), and
M-Res with both existential clause and strategy weakening (M-ResW∃∀).

In the remainder of this subsection, we will study the relation among these systems.
First, we note that existential clause weakening adds exponential power.

▶ Theorem 4.1. M-ResW∃ is strictly stronger than M-Res.

Proof. Since M-ResW∃ is a generalization of M-Res, M-ResW∃ p-simulates M-Res.
The KBKF-lq formulas can be transformed into the KBKF-lq-weak formulas in M-ResW∃

using a linear number of applications of the existential weakening rule. The transformed
KBKF-lq-weak formulas have polynomial size M-Res (and hence M-ResW∃) refutations,
Lemma 3.4. Thus the KBKF-lq formulas have polynomial size M-ResW∃ refutations. Since
the KBKF-lq formulas require exponential size M-Res refutations [7], we get the desired
separation. ◀

Next we observe that a lower bound for M-Res from [7] can be lifted to M-ResW∀.

▶ Lemma 4.2. KBKF-lq requires exponential size refutations in M-ResW∀.

Proof. We observe that the M-Res lower bound for KBKF-lq in [7] works with a minor
modification. In [7, Lemma 21], item 3 says that Mxi = ∗. However a weaker condition
Mxi ∈ {∗, 0, 1} is sufficient for the lower bound. With this modification, we observe that the
remaining argument carries over, and hence the lower bound also works for M-ResW∀. ◀

This tells us that strategy weakening is not as powerful as existential weakening.

▶ Theorem 4.3. M-ResW∀ does not simulate M-ResW∃; and M-ResW∃∀ is strictly stronger
than M-ResW∀.

Proof. We showed that the KBKF-lq formulas require exponential size refutations in
M-ResW∀ (Lemma 4.2) but have polynomial size refutations in M-ResW∃ and M-ResW∃∀
(proof of Theorem 4.1). Therefore M-ResW∀ does not simulate M-ResW∃ and M-ResW∃∀.
Since M-ResW∃∀ p-simulates M-ResW∀, M-ResW∃∀ is strictly stronger than M-ResW∀. ◀

The next logical question is whether strategy weakening adds power to M-Res. We do
not know the answer. However, we can answer this for the regular versions of these systems.

SAT 2022



22:12 QBF Merge Resolution Is Powerful but Unnatural

▶ Definition 4.4. A refutation (in M-Res, M-ResW∃, M-ResW∀ or M-ResW∃∀) is called
regular if each variable is resolved at most once along every path.

▶ Theorem 4.5. Regular M-ResW∀ is strictly stronger than regular M-Res.

To prove this theorem, we will use a variant of the Squared-Equality (Eq2) formula family,
called Squared-Equality-with-Holes (H-Eq2(n)). Squared-Equality, defined in [6], is a two-
dimensional version of the Equality formula family [5], and has short regular tree-like M-Res
refutations. It was used to show that the systems Q-Res, QU-Res, reductionless LD-Q-Res,
∀Exp + Res, IR and CP + ∀red do not p-simulate M-Res. We recall its definition below:

▶ Definition 4.6. Squared-Equality (Eq2(n)) is the following QBF family:

∃
i∈[n]

xi, yi, ∀
j∈[n]

uj , vj , ∃
i,j∈[n]

ti,j .

(
∧

i,j∈[n]
Ai,j

)
∧B

where

B = ∨i,j∈[n]ti,j,
For i, j ∈ [n], Ai,j contains the following four clauses:

xi ∨ yj ∨ ui ∨ vj ∨ ti,j , xi ∨ yj ∨ ui ∨ vj ∨ ti,j ,

xi ∨ yj ∨ ui ∨ vj ∨ ti,j , xi ∨ yj ∨ ui ∨ vj ∨ ti,j

We observe that the short M-Res refutation of Eq2(n) crucially uses the isomorphism
of merge-maps. For each i, j ∈ [n], the four clauses in Ai,j are resolved to derive the line
(ti,j , {ui = xi, vj = yj}). These lines are then resolved with the line

(
∨i,j∈[n]ti,j , {∗, · · · , ∗}

)
to derive the line (□, {ui = xi, vj = yj | ∀i, j ∈ [n]}). The resolutions over the ti,j variables
are possible only because the merge-maps are isomorphic. If we modify the clauses of Eq2 such
that the merge-maps produced from different Ai,j are non-isomorphic, then the refutation
described above is forbidden. This is the motivation behind the Squared-Equality-with-Holes
(H-Eq2) formula family defined below. It is constructed from Eq2 by removing some of
the universal variables from the Ai,j clauses. The resulting QBF family remains false but
different Ai,j lead to different merge-maps. We believe that this QBF family is hard for
M-Res, but we have only been able to prove the hardness for regular M-Res, and hence the
separation is between the regular versions of M-Res and M-ResW∀.

The variant identifies regions in the [n] × [n] grid, and changes the clause sets Ai,j

depending on the region that (i, j) belongs to. We can use any partition of [n] × [n] into
two regions R0, R1 such that each region has at least one position in each row and at least
one position in each column; call such a partition a covering partition. One possible choice
for R0 and R1 is the following: R0 = ([1, n/2] × [1, n/2]) ∪ ([n/2 + 1, n] × [n/2 + 1, n]) and
R1 = ([1, n/2] × [n/2 + 1, n]) ∪ ([n/2 + 1, n] × [1, n/2]). We will call R0 and R1 two regions
of the matrix.

▶ Definition 4.7. Let R0, R1 be a covering partition of [n] × [n].
Squared-Equality-with-Holes (H-Eq2(n)(R0, R1)) is the following QBF family:

∃
i∈[n]

xi, yi, ∀
j∈[n]

uj , vj , ∃
i,j∈[n]

ti,j .

(
∧

i,j∈[n]
Ai,j

)
∧B

where
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B = ∨i,j∈[n]ti,j,
For (i, j) ∈ R0, Ai,j contains the following four clauses:

xi ∨ yj ∨ ui ∨ vj ∨ ti,j , xi ∨ yj ∨ ui ∨ ti,j ,

xi ∨ yj ∨ vj ∨ ti,j , xi ∨ yj ∨ ti,j

For (i, j) ∈ R1, Ai,j contains the following four clauses:

xi ∨ yj ∨ ti,j , xi ∨ yj ∨ vj ∨ ti,j ,

xi ∨ yj ∨ ui ∨ ti,j , xi ∨ yj ∨ ui ∨ vj ∨ ti,j

(We do not always specify the regions explicitly but merely say H-Eq2.)

▶ Lemma 4.8. H-Eq2(n) requires exponential size refutations in regular M-Res.

Before proving this, we show how to obtain Theorem 4.5.

Proof of Theorem 4.5. Since regular M-ResW∀ is a generalization of regular M-Res, it
p-simulates regular M-Res.

Using strategy weakening, we can get Eq2 from H-Eq2 in a linear number of steps. Since
Eq2 has polynomial-size refutations in regular M-Res, we get polynomial-size refutations
for H-Eq2 in regular M-ResW∀. On the other hand, Lemma 4.8 gives an exponential lower
bound for H-Eq2 in regular M-Res. Therefore regular M-ResW∀ is strictly stronger than
regular M-Res. ◀

It remains to prove Lemma 4.8. This is a fairly involved proof, but in broad outline and
in many details it is similar to the lower bound for Eq2 in reductionless LD-Q-Res ([6]).

The size bound is trivially true for n = 1, so we assume that n > 1. Let Π be a Regular
M-Res refutation of H-Eq2(n). Since a tautological clause cannot occur in a regular M-Res
refutation, we assume that Π does not have a line whose clause part is tautological.

Let us first fix some notation. Let X = {x1, . . . , xn}, Y = {y1, . . . , yn}, U = {u1, . . . , un},
V = {v1, . . . , vn}, and T = {ti,j | i, j ∈ [n]}. For lines L1, L2, etc., the respective clauses and
merge-maps will be denoted by C1, C2 and M1, M2 etc. For a line L in Π, ΠL denotes the
sub-derivation of Π ending in L. Viewing Π as a directed acyclic graph, we can talk of leaves
and paths in Π. For a line L of Π, let Uci(L) = {(i, j) | Ai,j ∩ leaves(ΠL) ̸= ∅}.

We first show some structural properties about Π. The first property excludes using
many axioms in certain derivations.

▶ Lemma 4.9. For line L = (C,M) of Π, and i, j ∈ [n], if ti,j ∈ C, then Uci(L) = {(i, j)}.

Proof. Since the literal ti,j only occurs in clauses in Ai,j , so leaves(L) ∩ Ai,j ̸= ∅, hence
Uci(L) ⊇ {(i, j)}.

Now suppose Uci(L) > 1. Let (i′, j′) be an arbitrary element of Uci(L) distinct from
(i, j). Pick a leaf of ΠL using a clause in Ai′,j′ , and let p be a path from this leaf to L

and then to the final line of Π. Both ti,j and ti′,j′ are necessarily used as pivots on this
path. Assume that ti,j is used as a pivot later (closer to the final line) than ti′,j′ ; the other
case is symmetric. Let Lc = res(La, Lb, ti′,j′) and Lf = res(Ld, Le, ti,j) respectively be the
positions where ti′,j′ and ti,j are used as resolution pivots on this path (here La and Ld are
the lines of path p, hence ti′,j′ ∈ Ca and ti,j ∈ Cd). Then Cb has the negated literal ti′,j′ ;
hence B ∈ leaves(Lb). Since ti,j ∈ B but ti,j /∈ Ld, ti,j is used as a resolution pivot in the
derivation ΠLd

. This contradicts the fact that Π is regular. ◀
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The next property is the heart of the proof, and shows that paths with B at the leaf
must have a suitable wide clause.

▶ Lemma 4.10. On every path from
(
∨i,j∈[n]ti,j , {∗, · · · , ∗}

)
(the line for axiom clause B)

to the final line, there exists a line L = (C,M) such that either X ⊆ var(C) or Y ⊆ var(C).

Proof. With each line Ll = (Cl,Ml) in Π, we associate an n×n matrix Nl in which Nl[i, j] = 1
if ti,j ∈ Cl and Nl[i, j] = 0 otherwise.

Let p = L1, . . . , Lk be a path from
(
∨i,j∈[n]ti,j , {∗, · · · , ∗}

)
to the final line in Π. Since

Π is regular, each ti,j is resolved away exactly once, so no clause on p has any positive ti,j
literal. Let l be the least integer such that Nl has a 0 in each row or a 0 in each column.
Note that l ≥ 2 since N1 has no zeros. Consider the case that Nl has a 0 in each row; the
argument for the other case is identical. We will show in this case that X ⊆ var(Cl). We
will use the following claim:

▷ Claim 4.11. In each row of Nl, there is a 0 and a 1 such that the 0 and 1 are in different
regions (i.e. one is in R0 and the other in R1).

We proceed assuming the claim. We want to prove that X ⊆ var(Cl). Suppose, to the
contrary, there exists i ∈ [n] such that xi /∈ var(Cl). We know that there exist j1, j2 ∈ [n] such
that Nl[i, j1] = 0 and Nl[i, j2] = 1; and either (i, j1) ∈ R0 and (i, j2) ∈ R1, or (i, j1) ∈ R1 and
(i, j2) ∈ R0. Without loss of generality, we may assume that (i, j1) ∈ R0 and (i, j2) ∈ R1.

We know that on path p, there is a resolution with pivot ti,j1 before Ll and a resolution
with pivot ti,j2 after Ll. Let the former resolution be Lc = res(La, Lb, ti,j1) where Lb is on
path p, and let the latter resolution be Lf = res(Ld, Le, ti,j2) where Le is on path p. Since
Π is a regular refutation, ti,j1 ∈ Ca, ti,j1 ∈ Cb and ti,j2 ∈ Cd, ti,j2 ∈ Ce. Thus along path p

these lines appear in the relative order B,Lb, Lc, Ll, Le, Lf ,□.

▷ Claim 4.12. xi ∈ Cc.

Proof. By Lemma 4.9, Uci(Ld) = {(i, j2)}, or equivalently leaves(Ld) ⊆ Ai,j2 . Since (i, j2) ∈
R1, no clause in Ai,j2 has literal ui. Hence Mui

d ∈ {∗, 1}. Furthermore, if Mui

d = ∗, then
xi ∈ Cd. Since the pivot for resolving Ld and Le is ti,j2 , this would imply that xi ∈ Cf .

By a similar argument, we can conclude that (i) leaves(La) ⊆ Ai,j1 , (ii) Mui
a ∈ {∗, 0},

and (iii) if Mui
a = ∗, then xi ∈ Cc.

If Mui

d = ∗ and Mui
a = ∗, then xi ∈ Cf and xi ∈ Cc. So xi must be used twice as pivot,

contradicting regularity.
If Mui

d = ∗ and Mui
a = 0, then xi ∈ Cf and ΠLa

uses some clause containing xi to make
the merge-map for ui non-trivial. Thus xi ∈ ΠLa , xi ̸∈ Ll by assumption, xi ∈ Lf . Hence xi

is used twice as pivot, contradicting regularity.
Hence Mui

d = 1. Since the resolution at line Lf is not blocked, Mui
e ∈ {∗, 1}. But Le is

derived after, and using, La. Since merge-maps don’t get simpler along a path, Mui
a ∈ {∗, 1}.

It follows that Mui
a = ∗. Hence xi ∈ Cc. ◁

Since xi /∈ Cl, xi has been used as a resolution pivot between Lc and Ll on path p. Let
Lw = res(Lu, Lv, xi) be the position on path p where xi is used as pivot (since the refutation
is regular, such a position is unique). Let Lv be the line on path p. By regularity of the
refutation, xi ∈ Lu and xi ∈ Lv.

As observed at the outset, Lw is on path p and so does not contain a positive t literal.
Since Cw is obtained via pivot xi, this implies that Cu also does not contain a positive t
literal. Since all axioms contain at least one t variable but only B contains negated t literals,
so B ∈ leaves(Lu).
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Let q be a path that starts from a leaf using B, passes through Lu to Lw, and then
continues along path p to the final clause. Since the refutation is regular, Nv = Nu = Nw.
Hence Nv[i, j1] = 0 i.e. ti,j1 /∈ Cv. This implies that ti,j1 is used as resolution pivot before
Lv on path q.

We already know that ti,j2 is used as a pivot after line Ll on path p, and hence on path q.
Arguing analogous to Claim 4.12 for path p but with respect to path q, we observe that xi

belongs to at least one leaf of Lu. Since xi ∈ Cu and since the refutation is regular, xi is not
used as a resolution pivot before Cu on path q. This implies that xu ∈ Cu. We already know
that xi ∈ Cu, since it contributed the pivot at Lw. This means that Cu is a tautological
clause, a contradiction.

It remains to prove Claim 4.11.

Proof of Claim 4.11. We already know that Nl has a 0 in each row. We will first prove that
Nl also has a 1 in each row. Aiming for contradiction, suppose that Nl has a full 0 row r.
Since l ≥ 2, Nl−1 exists. Note that, by definition of resolution, there can be at most one
element that changes from 1 in Nl−1 to 0 in Nl. Since Nl−1 does not have a 0 in every
column, it does not contain a full 0 row. Hence, the unique element that changed from 1 in
Nl−1 to 0 in Nl must be in row r. Thus all other rows of Nl−1 already contain the one 0 of
that row in Nl. Since n ≥ 2, Nl−1 also has at least one 0 in row r; thus Nl−1 has a 0 in each
row, contradicting the minimality of l.

Since R0 and R1 form a covering partition, it cannot be the case that all the 0s and 1s of
any row are in the same region Rb; that would imply that R1−b does not cover the row. ◁

With the claim proven, the proof of Lemma 4.10 is now complete. ◀

We can finally prove Lemma 4.8. This part is identical to the corresponding part of the
proof of Theorem 28 in [6]; we include it here for completeness.

Proof of Lemma 4.8. For each a = (a1, . . . , an) ∈ {0, 1}n, consider the assignment σa to
the existential variables which sets xi = yi = ai for all i ∈ [n], and ti,j = 1 for all i, j ∈ [n].
Call such an assignment a symmetric assignment. Given a symmetric assignment σa, walk
from the final line of Π towards the leaves maintaining the following invariant: for each line
L = (C, {Mu | u ∈ U ∪ V }), σa falsifies C. Let pa be the path followed. By Lemma 4.10,
this path will contain a line L = (C, {Mu | u ∈ U ∪ V }) such that either X ⊆ var(C) or
Y ⊆ var(C). Let us define a function f from symmetric assignments to the lines of Π as
follows: f(a) = (C, {Mu | u ∈ U ∪ V }) is the last line (i.e. nearest to the leaves) on pa such
that either X ⊆ var(C) or Y ⊆ var(C). Note that, for any line L of Π, there can be at most
one symmetric assignment a such that f(a) = L. This means that there are at least 2n lines
in Π. This gives the desired lower bound. ◀

4.2 Simulation by eFrege + ∀red
It was recently shown that eFrege + ∀red p-simulates all known resolution-based QBF proof
systems; in particular, it p-simulates M-Res [15]. We observe that this p-simulation can be
extended in a straightforward manner to handle both the weakenings in M-Res. Hence we
obtain a p-simulation of M-ResW∃, M-ResW∀ and M-ResW∃∀ by eFrege + ∀red.

▶ Theorem 4.13. eFrege + ∀red strictly p-simulates M-ResW∃, M-ResW∀ and M-ResW∃∀.

Proof. The separation follows from the separation of the propositional proof systems resolu-
tion and eFrege [30]. We prove the p-simulation below.
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It suffices to prove that eFrege + ∀red p-simulates M-ResW∃∀. The proof is essentially
same as that of the p-simulation of M-Res in [15], but with two additional cases for the
two weakenings. So, we will briefly describe that proof and then describe the required
modifications.

Let Π be an M-ResW∃∀ refutation Π of a QBF Φ. The last line of this refutation gives
a winning strategy for the universal player; let us call this strategy S. We will first prove
that there is a short eFrege derivation Φ ⊢ ¬S. Then, as mentioned in [15], the technique of
[8, 14] can be used to derive the empty clause from ¬S using universal reduction.

We will now describe an eFrege derivation Φ ⊢ ¬S. Let Li = (Ci, {Mu
i | u ∈ U}) be the

ith line of Π. We create new extension variables: su
i,j is the variable for the jth node of Mu

i .
If node j is a leaf of Mu

i labeled by constant c, then su
i,j is defined to be c. Otherwise, if

Mu
i (j) = (x, a, b), then su

i,j is defined as su
i,j ≜

(
x∧ su

i,a

)
∨

(
x∧ su

i,b

)
. The extension variables

for u will be to its left in the quantifier prefix.
We will prove that for each line Li of Π, we can derive the formula Fi ≜ ∧u∈Ui

(u ↔
su

i,r(u,i)) → Ci; where r(u, i) is the index of the root of merge-map Mu
i , and Ui is the set of

universal variables for which Mu
i is non-trivial.

Our proof will proceed by induction on the lines of the refutation.
The base case is when Li is an axiom; and the inductive step will have three cases

depending on which rule is used to derive Li: (i) resolution, (ii) existential clause weakening,
or (iii) strategy weakening. The proof for the base case and the resolution step case is as
given in [15]. We give proofs for the other two cases below:

Existential clause weakening: Let line Lb = (Cb, {Mu
b | u ∈ U}) be derived from line

La = (Ca, {Mu
a | u ∈ U}) using existential clause weakening. Then Cb = Ca ∨ x for some

existential literal x such that x /∈ Ca, and Mu
b = Mu

a for all u ∈ U . By the induction
hypothesis, we have derived the formula Fa ≜ ∧u∈Ua(u ↔ su

a,r(u,a)) → Ca. We have to
derive the formula Fb ≜ ∧u∈Ub

(u ↔ su
b,r(u,b)) → Cb = ∧u∈Ub

(u ↔ su
b,r(u,b)) → Ca ∨ x.

Since Mu
b = Mu

a for each u, there is a short eFrege + ∀red derivation of the formula
su

a,j ↔ su
b,j for each u ∈ Ui, and each node j of Mu

a . This allows us to replace variable
su

a,j by su
b,j in Fa. As a result, we get the formula F ′

b ≜ ∧u∈Ub
(u ↔ su

b,r(u,b)) → Ca. Now,
using an inference of the form p → q ⊢ p → q ∨ r, we obtain the formula Fb.
Strategy weakening: Let line Lb = (Cb, {Mu

b | u ∈ U}) be derived from line La =
(Ca, {Mu

a | u ∈ U}) using strategy weakening for a variable v. Then Cb = Ca, Mu
b = Mu

a

for all u ∈ U \ {v}, and Mv
a = ∗, Mv

b is a constant, say d. Similar to the above case, we
start with the inductively obtained Fa and replace each su

a,j with su
b,j to obtain a formula

F ′
b ≜ ∧u∈Ub\{v}(u ↔ su

b,r(u,b)) → Cb. With a final inference of the form p → q ⊢ p∧r → q,
we can then add (v ↔ sv

b,r(v,b)) to the conjunction to obtain Fb. ◀

4.3 Unnaturalness

In this section, we observe that M-Res and M-ResW∀ are unnatural proof systems, i.e. they
are not closed under restrictions.

▶ Theorem 4.14. M-Res and M-ResW∀ are unnatural proof systems.

Proof. The KBKF-lq-split formula family has polynomial-size refutations in M-Res (and
M-ResW∀), as seen in Lemma 3.5. The restriction of this family obtained by setting t = 0 is
exactly the KBKF-lq formula family, which, as shown in Lemma 4.2, is exponentially hard
for M-ResW∀ and hence also for M-Res. ◀



M. Mahajan and G. Sood 22:17

5 Conclusion and future work

M-Res was introduced in [6] to overcome the weakness of LD-Q-Res. It was shown that
M-Res has advantages over many proof systems, but the advantage over LD-Q-Res was
not demonstrated. In this paper, we have filled this gap. We have shown that M-Res has
advantages over not only LD-Q-Res, but also over more powerful systems, LQU+-Res and
IRM. We have also looked at the role of weakening – that it adds power to M-Res. On the
negative side, we have shown that M-Res with and without strategy weakening is unnatural –
which we believe makes it useless in practice.

For the system to still be useful in practice, one will have to prove that it can be made
natural by adding existential weakening or both weakenings. This, in our opinion, is the
most important open question about M-Res.
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Abstract
Stochastic Boolean Satisfiability (SSAT) generalizes quantified Boolean formulas (QBFs) by allowing
quantification over random variables. Its generality makes SSAT powerful to model decision or
optimization problems under uncertainty. On the other hand, the generalization complicates the
computation in its counting nature. In this work, we address the following two questions: 1) Is there
an analogy of quantifier elimination in SSAT, similar to QBF? 2) If quantifier elimination is possible
for SSAT, can it be effective for SSAT solving? We answer them affirmatively, and develop an SSAT
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1 Introduction

Stochastic Boolean satisfiability (SSAT) [27] generalizes the satisfiability of the well-known
quantified Boolean formula (QBF). In addition to the standard exist-quantifiers, a variable
in SSAT can be specified as a random variable with a probability for it to be valuated to
True through the random-quantifier. The SSAT formulas provide a convenient language to
encode decision or optimization problems under uncertainty. Various applications have been
studied, e.g., probabilistic planning [25], trust management [9], belief network inference [25],
probabilistic design verification [20], fairness evaluation of machine learning models [10],
solving partially observable Markov decision processes (POMDPs) [31], etc. Although the
decision version of SSAT is PSPACE-complete, the same computational complexity as QBF,
it is considered more challenging than pure propositional reasoning due to its intrinsic
characteristics of counting.

Despite their broad applications, SSAT solvers are much underdeveloped compared to
QBF solvers. Among the existing SSAT solvers, there are special-form solvers, such as
reSSAT [22] for solving random-exist quantified SSAT formulas, ComPlan [13], maxcount [8]
and erSSAT [23] for solving the exist-random quantified SSAT formulas, a.k.a., the E-
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MAJSAT problem [24]. There are also general-form solvers, which impose no restriction
on the quantification levels, such as DC-SSAT [26] and ClauSSAT [6]. In this work, we are
primarily concerned with solving general SSAT formulas.

The existing SSAT solvers exploit various techniques from SAT, QBF and knowledge
compilation domains. E.g., DPLL SAT search is adopted in [26], QBF clause selection [14] is
applied in [6], knowledge compilation is used [13]. To the best of our knowledge, quantifier
elimination in SSAT has not been studied previously. Quantifier elimination is a common
technique in QBF rewriting and preprocessing. Essentially, the quantifiers of a QBF can
be eliminated via formula expansion or formula composition [15]. AIGSolve [29] is a QBF
solver relying on quantifier elimination. However, extending quantifier elimination to SSAT
is not as trivial because of the random-quantifiers. In this work, we present a framework
to perform quantifier elimination in SSAT. Through the proposed quantifier elimination,
an SSAT formula with an arbitrary number of quantification levels can be rewritten into
a quantifier-free formula such that the satisfying probability of the SSAT formula can be
derived by a linear-time model counting on the quantifier-free formula. We further develop an
SSAT solver, named ElimSSAT, based on quantifier elimination. Experiments on a variety of
benchmarks demonstrate the strength of ElimSSAT compared to the state-of-the-art solvers.

The rest of the paper is organized as follows. Section 2 first provides the essential
preliminaries. After the motivation and intuition are explained in Section 3, the quantifier
elimination in SSAT is formulated in Section 4. The overall algorithm of quantifier elimination
for SSAT solving is presented in Section 5. Section 6 discusses implementation issues and
enhancements. The experimental evaluation is performed in Section 7, and conclusions are
drawn in Section 8.

2 Preliminaries

As notational convention, the Boolean domain B = {⊤,⊥}, or {1, 0}, where ⊤, or 1, and ⊥,
or 0, denote Boolean values True and False, respectively. Boolean connectives are denoted
with “∧” (sometimes omitted) for conjunction, “∨” for disjunction, “→” for implication,
“↔” for biconditional, and “¬” for negation. A literal is a variable or the negation of a
variable. A clause is a disjunction of literals; a cube is a conjunction of literals. A conjunctive
normal form (CNF) formula is a conjunction of clauses. As a Boolean formula uniquely
determines a Boolean function, in this work we refer to Boolean formulas and Boolean
functions interchangeably.

An assignment α over a set of variables X is a mapping from X to B and alternatively
represented as a cube, e.g., the assignment x1 = 1, x2 = 0 is alternatively represented as
x1¬x2. The set of all assignments over X is denoted as [[X]]. An assignment is full if every
x ∈ X is mapped to some Boolean value; otherwise, it is partial. The value of variable x ∈ X
in an assignment α is denoted by α(x). Given a formula φ and a full assignment α over
variables X, let φ[α] denote the valuation of φ by substituting every occurrence of variables
x ∈ X in φ with α(x). For a full assignment α, if φ[α] = ⊤, then α is a satisfying assignment
of φ. A satisfying assignment of a given Boolean formula is often referred to as a model. A
Boolean formula is satisfiable if it has a model; otherwise, it is unsatisfiable. Given a formula
φ and a (full or partial) assignment α, substituting every x ∈ X with α(x) in φ yields a new
formula, denoted as φ|α, which is referred to as the cofactor of φ with respect to α.
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2.1 Model Counting
Given a Boolean formula (often in CNF) φ over variable X, the model counting problem
asks to count the number, denoted #φ, of solutions of φ.

▶ Definition 1. Two Boolean formulas/functions are called counting equivalent if they
possess the same number of satisfying assignments.

Two extended variants of model counting, namely, weighted model counting and projected
model counting, are closely related to SSAT. The former allows different solutions being
counted differently by imposing different weights on different variables. The latter permits
counting the number of different solutions with respect to a specified subset of variables.

2.2 Stochastic Boolean Satisfiability
A stochastic Boolean satisfiability (SSAT) formula can be expressed in the prenex form as

Φ = Q1X1, . . . , QnXn.φ, (1)

where quantifier Qi ∈ {∃,

R

}, Qi ̸= Qi+1, variable set Xi ̸= ∅, and φ is a quantifier-free
Boolean formula. The quantifier part is referred to as the prefix and the Boolean formula is
referred to as the matrix, which is commonly expressed in CNF. In addition to the well-known
existential quantifier ∃, the random quantifier

Rpi on variable xi indicates xi = ⊤ (resp. ⊥)
with the probability pi ∈ [0, 1] (resp. 1− pi). For variable x ∈ Xi, the quantification level of
x equals i. The formula Φ of Eq. (1) is said to have n quantification levels.

For the semantics of an SSAT formula Φ, it is interpreted with the satisfying probability
computed by the following rules. Let x be the outermost quantified variable in Φ.
1. Pr[⊤] = 1,
2. Pr[⊥] = 0,
3. Pr[Φ] = max{Pr[Φ|¬x],Pr[Φ|x]}, for x being existentially quantified, and
4. Pr[Φ] = (1− p) Pr[Φ|¬x] + pPr[Φ|x], for x being randomly quantified with probability p.
Note that the cofactor Φ|x on an SSAT formula Φ with prefix π and matrix φ corresponds to
a new SSAT formula Φ′ with prefix π′ same as π expect for the quantifier of x being removed
and matrix φ′ = φ|x.

We remark that an SSAT formula Φ in which the probabilities of random quantifiers
represented in binary fractions can be converted in linear time to a new SSAT formula Φ′

such that Pr[Φ′] = Pr[Φ] and all random quantifiers are specified with probability 0.5. This
conversion can be done similar to converting a weighted model counting problem into an
unweighted model counting problem as was done in [20]. E.g.,

∃x1,

R0.75x2, ∃x3,

R0.25x4.φ

= ∃x1,

R0.5y2, z2, ∃x2, x3,

R0.5y4, z4, ∃x4.φ ∧ (¬x2 ↔ (y2 ∧ z2)) ∧ (x4 ↔ (y4 ∧ z4))

Although an SSAT formula with irrational probability values cannot be precisely converted
into one with a probability value of 0.5 only, the conversion can be approximated within a
given precision. In the sequel, unless otherwise stated we assume that the probabilities of
random quantifiers have been converted to 0.5 and omit specifying the probability.

SSAT is closely related to model counting. Specifically, for an SSAT formula

R

X.φ of
only one level of random quantifiers with arbitrary probability values, it corresponds to the
weighted model counting problem. Furthermore, if the probabilities are normalized to 0.5, it
is equivalent to (unweighted) model counting. Also, for an SSAT formula

R

X1, ∃X2.φ of two
levels of random-exist quantifiers, it corresponds to the projected (weighted) model counting
problem.

SAT 2022
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3 Motivation and Intuition

By Rule 4 of the SSAT semantics, when p = 0.5, the probability Pr[Φ] = 0.5(Pr[Φ|¬x] +
Pr[Φ|x]). For Φ =

R

X.φ with X = {x1, . . . , xn}, the probability Pr[Φ] is simply (0.5)n ·#φ,
that is, a model counting problem.

To eliminate random quantifiers of an SSAT formula, one important task is to represent
the counting results after quantifier elimination. One approach may be to use binary numbers
of n+ 1 bits to represent the 2n + 1 possible counting results, i.e., 0, 1, . . . , 2n, for a formula
with n variables. However, as an SSAT formula involves not only random quantifiers but
also exist quantifiers, the binary number representation may not be ideal to perform the
subsequent elimination of exist quantifiers. Rather than representing the model count with a
binary number, we devise a mechanism of bookkeeping the counting results using a n-variable
Boolean function with the settlement property defined as follows.

▶ Definition 2. A Boolean function f over variables X = {x1, . . . , xn} is called settled
with respect to the variable order (x1, . . . , xn), for x1 (resp. xn) being the most (resp. least)
significant bit, if the implication f |α → f |β holds for any assignments α and β on X with
their respective binary coded numbers Nα and Nβ satisfying Nα > Nβ.

∃x1

R

x2

R

x2

R

x3

R

x3

R

x3

R

x3

10 1101 01

(a)

∃x1

x∗
2 x∗

2

x∗
3 x∗

3x∗
3 x∗

3

11 0111 00

(b)

x∗
2

x∗
3 x∗

3

1 01 1

(c)

Figure 1 Decision trees under the process of quantifier elimination.

To illustrate, consider the SSAT formula

Φ = ∃x1,

R

x2, x3.φ, , (2)

for φ = (x1∨¬x3)∧ (¬x1∨x2∨x3). The decision tree of Φ is shown in Figure 1(a), where the
dashed and solid edges correspond to Else and Then branches, respectively, of a decision
node.

First, by eliminating the innermost random quantifiers, the two cofactors φ|¬x1 and φ|x1

are settled with respect to the variable order (x2, x3) while their model counts are preserved.
The corresponding decision tree is shown in Figure 1(b). In the sequel, we reuse the names
of the random quantified variables and annotate them with superscript “*” for the variables
of the settled functions. The resulting SSAT formula becomes

Φ′ = ∃x1.φ
′, (3)

for φ′ = (x1 ∨ ¬x∗
2) ∧ (¬x1 ∨ ¬x∗

2 ∨ ¬x∗
3), where x∗

2 and x∗
3 are free variables.

Second, we eliminate the remaining exist quantifier of variable x1 from Φ′ of Eq. (3).
Note that the max operation, i.e., max{Pr[Φ′|¬x],Pr[Φ′|x]}, of Rule 3 of the SSAT semantics
reduces to the standard disjunction operation, i.e., φ′|¬x ∨ φ′|x, when the inner random
quantifiers has been eliminated and represented with settled functions. It yields the final
quantifier-free formula

φ′′ = ¬x∗
2 ∨ ¬x∗

3, (4)

of a settled function, whose decision tree is shown in Figure 1(c).
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Lastly, the model count of φ′′ in Eq. (4) can be determined by a binary search strategy
to find the number Nα of assignment α such that φ′′|α = ⊤ and φ′′|β = ⊥ for Nβ = Nα + 1.
That is, α = x∗

2¬x∗
3 which represents number 3. Therefore, Pr[Φ] = (0.5)2 · 3.

4 Quantifier Elimination of SSAT Formula

We elaborate the elimination of random- and exist-quantifiers for SSAT solving.

4.1 Elimination of Random-Quantifier
In the above exposition, one of the most critical issues to be addressed is how to settle a
function while maintaining its model count. We eliminate random-quantifiers via function
settlement with in-place sorting as follows.

▶ Problem Statement 1. Given a Boolean function f(X,Y ) over variable sets X and Y ,
we are concerned with settling f to f ′ with respect to Y under a fixed order such that f |α
and f ′|α are counting equivalent for any assignment α on variables X.

To achieve the stated function settlement, we rely on an implicit approach to sorting the
satisfying solutions inside function f . Let Sort(f, Y ) be the procedure that sorts in an
ascending order of the function values of f |α∧β for any assignment α on X variables with
respect to the binary numbers Nβ coded by the assignment β of Y variables.

▶ Proposition 3. Given a function f(X,Y ) and an order of Y variables, Sort(f, Y ) yields a
new function f ′ such that f ′|α is settled and counting equivalent to f |α for any assignment α
on the X variables.

We note that Sort(f, Y ) can done by iteratively sorting f with respect to the Y variables
one at a time in the order of ym, ym−1, . . . , y1. For example, the Boolean function f of
formula

(x ∨ y ∨ z)(x ∨ ¬y ∨ ¬z)(¬x ∨ y ∨ z)(¬x ∨ y ∨ z)(¬x ∨ y ∨ ¬z)

can be settled with respect to the ordered variables (x, y, z) through three iterations of
sorting from z, to y, and then x. The corresponding truth tables in sorting f are shown in
Table 1. In Columns 3-5, each block is sorted independently, and the satisfying assignments
are moved to the top of each block.

Table 1 Function settlement through sorting.

x y z f Sort(f, {z}) Sort(f, {y, z}) Sort(f, {x, y, z})
0 0 0 0 1 1 1
0 0 1 1 0 1 1
0 1 0 1 1 0 1
0 1 1 0 0 0 1
1 0 0 0 0 1 0
1 0 1 0 0 1 0
1 1 0 1 1 0 0
1 1 1 1 1 0 0

As eliminating random-quantifiers of an SSAT formula correspond to model counting,
function settlement provides an effective representation of the counting results.

SAT 2022
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4.1.1 Function Settlement with Implicit Sorting
To compute Sort(f, Y ) for a given function f(X,Y ), we resort to an implicit approach based
on the data-oblivious sorting algorithm Bitonic Sort [2], a well-known sorting network. Before
introducing the implicit construction, we first present the explicit counterpart for illustration.
In our context, the bitonic sorting network is composed of 1-bit Boolean sorters, whose
operations are depicted in Figure 2, where a sorter or comparator (represented by a vertical
wire that connects two horizontal wires) has two inputs y1, y2 (the left two terminals) and two
outputs z1, z2 with z1 = y1 ∨ y2 (the upper-right terminal) and z2 = y1 ∧ y2 (the lower-right
terminal). To sort the function values of an n-variable Boolean function, a 2n-input and
2n-output bitonic sorter is required. We adopt the normalized bitonic sorting network [28]
for our implementation. Figure 3 shows a normalized bitonic sorter for sorting the function
values of a 3-input Boolean function f(x, y, z). After the sorting, the True function values
are pushed upward above the False function values while the number of True values at
the outputs remains the same as that at the inputs. It, therefore, does achieve the desired
properties of function settlement and counting equivalence.

0
0

0
0

(a)
1
0

0
1

(b)
0
1

0
1

(c)
1
1

1
1

(d)

Figure 2 Operations of the 1-bit Boolean sorter.

f(1, 1, 1)
f(1, 1, 0)
f(1, 0, 1)
f(1, 0, 0)
f(0, 1, 1)
f(0, 1, 0)
f(0, 0, 1)
f(0, 0, 0)

f ′(1, 1, 1)
f ′(1, 1, 0)
f ′(1, 0, 1)
f ′(1, 0, 0)
f ′(0, 1, 1)
f ′(0, 1, 0)
f ′(0, 0, 1)
f ′(0, 0, 0)

Figure 3 Bitonic sorter for sorting the function values of a 3-input Boolean function.

The above exposition provides an explicit way of sorting the function values of a given
function for the purpose of function settlement. However, it is impractical to enumerate
the 2n function values of an n-variable Boolean function and sorting them explicitly. To
avoid the exponential blow-up, we rely on implicit sorting instead. In general, an implicit
bitonic sorter for sorting f with respect to the ordered variable set (x1, . . . , xn) can be
constructed by Algorithm 1 with λ = n for the third input argument. By observing the
repetitive structure of the normalized bitonic sorting network, we can construct a bitonic
sorter using the building blocks marked in orange (resp. red) as shown in Figure 3. We refer
to their corresponding operations as the OrangeBlockTransform (resp. RedBlockTransform) in
Algorithm 1. Figures 4 and 5 provide the implicit constructions of OrangeBlockTransform and
RedBlockTransform, respectively. In Figure 4, the orange-block transformation on variable y
(resp. x) is shown on the left (resp. right). In Figure 5, the orange-block transformation on
variable z (resp. y) is shown on the left (resp. right). The four formulas listed below these
four sorters implicitly summarize the corresponding transformations. These formulas in their
general form for function f(x1, . . . , xn) can be expressed as follows.
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Algorithm 1 BSort(f, (x1, . . . , xn), λ).

1 for i← λ to 1 do
2 f := OrangeBlockTransform(f, xi);
3 for j ← i + 1 to n do
4 f := RedBlockTransform(f, xj);
5 end
6 end
7 return f ;

f(1, 1, 1)

f(1, 1, 0)

f(1, 0, 1)

f(1, 0, 0)

f(0, 1, 1)

f(0, 1, 0)

f(0, 0, 1)

f(0, 0, 0)

f(1, 1, 1) ∧ f(1, 0, 0)

f(1, 1, 0) ∧ f(1, 0, 1)

f(1, 0, 1) ∨ f(1, 1, 0)

f(1, 0, 0) ∨ f(1, 1, 1)

f(0, 1, 1) ∧ f(0, 0, 0)

f(0, 1, 0) ∧ f(0, 0, 1)

f(0, 0, 1) ∨ f(0, 1, 0)

f(0, 0, 0) ∨ f(0, 1, 1)

f ′(x, y, z) = (¬y ∧ (f(x, 0, z) ∨ f(x, 1, ¬z)))
∨(y ∧ (f(x, 0, ¬z) ∧ f(x, 1, z)))

f(1, 1, 1)

f(1, 1, 0)

f(1, 0, 1)

f(1, 0, 0)

f(0, 1, 1)

f(0, 1, 0)

f(0, 0, 1)

f(0, 0, 0)

f(1, 1, 1) ∧ f(0, 0, 0)

f(1, 1, 0) ∧ f(0, 0, 1)

f(1, 0, 1) ∧ f(0, 1, 0)

f(1, 0, 0) ∧ f(0, 1, 1)

f(0, 1, 1) ∨ f(1, 0, 0)

f(0, 1, 0) ∨ f(1, 0, 1)

f(0, 0, 1) ∨ f(1, 1, 0)

f(0, 0, 0) ∨ f(1, 1, 1)

f ′(x, y, z) = (¬x ∧ (f(0, y, z) ∨ f(1, ¬y, ¬z)))
∨(x ∧ (f(0, ¬y, ¬z) ∧ f(1, y, z)))

Figure 4 Orange-block transformation on variable y (left) and x (right) of function f(x, y, z).

OrangeBlockTransform(f, xi) yields f ′(x1, . . . , xn) equal to

(¬xi ∧ (f(x1, . . . , xi−1, xi = 0, xi+1, . . . , xn) ∨ f(x1, . . . , xi−1, xi = 1,¬xi+1, . . . ,¬xn)))∨
(xi ∧ (f(x1, . . . , xi−1, xi = 0,¬xi+1, . . . ,¬xn) ∧ f(x1, . . . , xi−1, xi = 1, xi+1, . . . , xn)))

(5)

RedBlockTransform(f, xi) yields f ′(x1, . . . , xn) equal to

(¬xi ∧ (f(x1, . . . , xi−1, xi = 0, xi+1, . . . , xn) ∨ f(x1, . . . , xi−1, xi = 1, xi+1, . . . , xn))) ∨
(xi ∧ (f(x1, . . . , xi−1, xi = 0, xi+1, . . . , xn) ∧ f(x1, . . . , xi−1, xi = 1, xi+1, . . . , xn))) (6)

▶ Proposition 4. Eq. (5) and Eq. (6) correctly implement OrangeBlockTransform and
RedBlockTransform, respectively.

Notice that in quantifier elimination for SSAT formulas with multiple quantification
levels, we have to resort the variables for inner quantification levels. For example, eliminating
the quantifiers of formula

R

X, ∃Y,

R

Z.f(X,Y, Z) corresponds to Sort(∃Y.Sort(f, Z), (X,Z∗)).
That is, first eliminate Z by Sort(f, Z) yielding a quantifier-free formula f ′(X,Y, Z∗). Then
eliminate Y for ∃Y.f ′(X,Y, Z∗) yielding a quantifier-free formula f ′′(X,Z∗). Finally, elimi-
nate X for

R

X.f ′′(X,Z∗) by Sort(f ′′, (X,Z∗)). Observe that f ′′ is already partially sorted
on variables Z∗. To skip redundant sorting, the argument λ in Algorithm 1 is herein used to
explicitly specify the starting point for the loop in line 1.

For implicit sorting for function f over n variables, Algorithm 1 requires O(n2) trans-
formations. Because each transformation has four appearances of f , in the worse case the
formula or circuit of f may grow four times after each transformation. Therefore, the formula
may grow in O(4n2). However, in practice the four copies of f share a significant amount of
structural similarity and often can be simplified substantially.

SAT 2022
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f(1, 1, 1)

f(1, 1, 0)

f(1, 0, 1)

f(1, 0, 0)

f(0, 1, 1)

f(0, 1, 0)

f(0, 0, 1)

f(0, 0, 0)

f(1, 1, 1) ∧ f(1, 1, 0)

f(1, 1, 0) ∨ f(1, 1, 1)

f(1, 0, 1) ∧ f(1, 0, 0)

f(1, 0, 0) ∨ f(1, 0, 1)

f(0, 1, 1) ∧ f(0, 1, 0)

f(0, 1, 0) ∨ f(0, 1, 1)

f(0, 0, 1) ∧ f(0, 0, 0)

f(0, 0, 0) ∨ f(0, 0, 1)

f ′(x, y, z) = (¬z ∧ (f(x, y, 0) ∨ f(x, y, 1)))
∨(z ∧ (f(x, y, 0) ∧ f(x, y, 1)))

f(1, 1, 1)

f(1, 1, 0)

f(1, 0, 1)

f(1, 0, 0)

f(0, 1, 1)

f(0, 1, 0)

f(0, 0, 1)

f(0, 0, 0)

f(1, 1, 1) ∧ f(1, 0, 1)

f(1, 1, 0) ∧ f(1, 0, 0)

f(1, 0, 1) ∨ f(1, 1, 1)

f(1, 0, 0) ∨ f(1, 1, 0)

f(0, 1, 1) ∧ f(0, 0, 1)

f(0, 1, 0) ∧ f(0, 0, 0)

f(0, 0, 1) ∨ f(0, 1, 1)

f(0, 0, 0) ∨ f(0, 1, 1)

f ′(x, y, z) = (¬y ∧ (f(x, 0, z) ∨ f(x, 1, z)))
∨(y ∧ f((x, 0, z) ∧ f(x, 1, z)))

Figure 5 Red-block transformation on variable z (left) and y (right) of function f(x, y, z).

4.2 Elimination of Exist-Quantifier
Function settlement paves a convenient way to existential quantification as the following
proposition asserts.

▶ Proposition 5. Given a function f(X,Y ), let f ′(X,Y ∗) = Sort(f, Y ). Then
∃X.f ′(X,Y ∗) =

∨
α∈[[X]] f

′|α.

That is, the max operation of exist-quantification in SSAT can be reduced to the simple
disjunction operation.

For quantifying n exist-variables, in the worse case the formula or circuit of f may grow
exponentially in O(2n). However, in practice the 2n copies of f may share a significant
amount of structural similarity and often can be simplified substantially.

5 Algorithm

With the aforementioned quantifier elimination techniques, we can combine them for SSAT
solving based on the following proposition.

▶ Proposition 6. Given the SSAT formula Φ = ∃X1,

R

Y1, . . . , ∃Xk,

R

Yk.φ for non-empty
Xi’s and Yi’s with the exception of X1 and Yk possibly empty, the probability

Pr[Φ] = Pr[∃X1,

R

Y1, . . . ,

R

Yk−1, ∃Xk.φ
(k)],

= Pr[∃X1,

R

Y1, . . . , ∃Xk−1,

R

Yk−1.ψ
(k)],

...
= Pr[∃X1.φ

(1)],
= Pr[ψ(1)],

= #ψ(1)

2|Y |

where φ(i) = Sort(ψ(i+1), (Yi, Y
∗

i+1 . . . , Y
∗

k )), ψ(i) =
∨

α∈[[Xi]] φ
(i)|α, ψ(k+1) = φ, and Y =⋃

i Yi.

The proposition naturally translates into the procedure of Algorithm 2. For the input SSAT
formula Φ, recall our assumption that all the probabilities of the random quantifiers in Φ
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have been converted to 0.5. Also, we assume the variable sets Xi’s are ordered. The n
levels of quantifiers are iteratively eliminated from the innermost level to the outermost
one. Depending on the quantifier type, the corresponding quantifier elimination technique
presented in Section 4 is applied. In line 6, λ of Algorithm 1 is set to |Xi| to avoid resorting
the partially sorted variables Y as discussed in Section 4.1.1. In line 7, Y is updated by
appending Y to X∗

i . After all quantifiers being eliminated, the final quantifier-free formula
that corresponds to a settled function can be model counted to derive the satisfying probability
of Φ. We further elaborate how model counting can be done on settled functions.

Algorithm 2 Quantifier Elimination Based SSAT Solving.

input : SSAT formula Φ = Q1X1, . . . , QnXn.ϕ

output : Satisfying probability of Φ
1 Y := ∅;
2 for i← n to 1 do
3 if Qi = ∃ then
4 φ := ExistElim(φ,Xi);
5 else
6 φ := BSort(φ, (Xi, Y ), |Xi|);
7 Y := Append(X∗

i , Y );
8 end
9 end

10 Pr := ModelCount(φ)
2|Y | ;

11 return Pr;

5.1 Model Counting for Settled Function
Given a settled function f over ordered variables (y1, . . . , yn), the model counting problem
corresponding to finding the satisfying assignment α largest in terms of the corresponding
binary coded number Nα. Finding the minimum or maximum satisfying assignment in a
general setting is also known as the lexicographic Boolean satisfiability (LEXSAT) problem [18].
For a settled function, LEXSAT can be done efficiently as shown in Algorithm 3. It first tests
whether f is unsatisfiable by checking f |α = ⊥ for Nα = 0 in lines 1-4. It then iteratively
flips variable yi for i from 1 to n to locate the largest Nα making f |α = ⊤ in lines 5-10. The
final count Nα + 1 is returned in line 11. The computation is done in O(mn) for m being
the formula size of f .

6 Implementation Issues and Enhancement Techniques

We detail implementation issues and enhancement techniques for the proposed SSAT solving.

6.1 Boolean Formula Representation
We exploit And-Inverter Graphs (AIGs) [19] and Binary Decision Diagrams (BDDs) as
the main data structures to represent Boolean functions. BDDs are very efficient when
computing existential elimination and generating sorted functions using Algorithm 1, while
AIGs are more scalable in handling complex and large Boolean functions. Consequently,
when solving an SSAT instance, we start by building a BDD of the matrix with an empirically

SAT 2022
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Algorithm 3 Model Counting for Settled Boolean Function.

input : A settled function f over ordered variable set Y = (y1, . . . , yn)
output : Model count of f

1 α :=
∧

i ¬yi;
2 if f |α = ⊥ then
3 return 0;
4 end
5 for i← 1 to n do
6 α := Flip(α, yi);
7 if f |α = ⊥ then
8 α := Flip(α, yi);
9 end

10 end
11 return Nα + 1;

decided number of nodes as the limit. If the number of nodes exceeds the limit in the
process of building BDDs, we assume the formula is too complicated and AIGs are used
as an alternative. After eliminating a level of exist-quantifiers or random-quantifiers, the
new formula may potentially become easier to represent by BDDs because of the removal of
some variables or because of the simplification of the function. Since building BDDs with the
pre-defined limit on node counts is not a very time-consuming task, we tried converting AIGs
into BDDs after each quantifier elimination. We remark that AIGSolve [29] also adopts this
strategy. We observe that most solvable cases are convertible to BDDs after some iterations
of quantifier elimination and those that cannot be converted often struggle in the later stage
of elimination and thus exceed the time-out limit.

Since most SSAT formulas are in the prenex CNF form, directly translating them into
AIGs may result in inefficient circuit representation because many variables in CNF formulas
are functionally defined by other variables but they are treated as primary inputs of the AIG.
In our implementation, we take advantage of the interpolation-based gate extraction [32] to
alleviate the problem. It helps derive compact AIGs from CNF formulas and thus reduce the
runtime for quantifier elimination.

6.2 Elimination of Exist-Quantifiers using Boolean Functional Synthesis
When representing the matrix formula with an AIG, elimination of exist-quantifiers by
disjunctive expansion may cause the AIG size to increase rapidly. Our practical experi-
ence suggests that disjunctive expansion often has poor performance and only works for
small instances. We solve this problem by using function composition for exist-quantifier
elimination [15], and exploit Boolean functional synthesis tools for good scalability.

Given an existentially quantified Boolean formula ∃Y.F (X,Y ) over the set of variables
X and Y , the problem of Boolean functional synthesis [16, 17] is to compute a vector
of Boolean functions Ψ = (ψ1, . . . , ψ|Y |), referred to as the Skolem function vector, such
that ∃Y.F (X,Y )↔ F (X,Ψ(X)). The existentially quantified formula can be computed by
substituting the original variables in the set yi ∈ Y by the generated Skolem function ψi ∈ Ψ.

Several approaches have been proposed to address the scalability issue of this problem.
We mainly consider three prominent tools in this paper. R2F [16] uses AIGs as the underlying
data structure and exploits interpolation to determinize the given Boolean relation. CADET [30]
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lifts the QBF solving algorithm incremental determinization to perform Boolean functional
synthesis. Manthan [11, 12] uses a data-driven method by generating a set of training data
with the help of constraint sampling and learns the candidate Skolem functions with decision
trees. While the candidate functions might be incorrect, Manthan applies proof-guided
refinement until all generated functions can be used as a valid Skolem function vector. As
both Manthan and CADET require converting AIGs to CNF formulas, the conversion may
deteriorate their effectiveness. For future work, we plan to try other Boolean functional
synthesis tools, e.g., [1], that work directly on AIGs.

Among the three considered tools, R2F is a natural choice for us since it shares the same
data structure as our solver. On the other hand, the performance of R2F highly depends
on the size of the interpolant which may still cause the size of the AIG to increase out of
control. For the other two tools working on CNF formulas, we observe that CADET is very
efficient on easier benchmarks while Manthan can handle hard instances and produce smaller
Skolem functions. Our implementation for exist-quantifier elimination is a hybrid approach
combining these tools. We first try to solve the formula using CADET with a short time-out
limit. If the runtime of CADET exceeds the limit, we switch to R2F and carefully monitor the
size of the AIG. Manthan is used only if we observe that the AIG size becomes too large in
the process of R2F computation. Nevertheless, most of the unsolvable instances fail because
Manthan requires too many iterations of refinement. We notice that the current publicly
available version of Manthan does not use self substitution to handle the Skolem function
after a certain number of refinements. In future work, we plan to integrate R2F into the
refinement procedure of Manthan to achieve better scalability.

6.3 Bitonic Sorting
In general, computing partially sorted functions using bitonic sort is not the bottleneck of
the proposed algorithm because most SSAT instances have fewer random-variables than
exist-variables. Nevertheless, there still exist families of benchmarks that require carefully
implemented bitonic sorting to be easily solvable. For example, for the conformant planning
benchmark set Sand-Castle, the BDDs of the formulas can be built in the early quantifier
elimination stage but the node count of the BDD quickly grows in the process of performing
Algorithm 1. We solve this problem by heuristically adjusting the ordering of the BDD.
Observe that in the ith iteration of the loop in Algorithm 1, the function values of f are sorted
with respect to variables xn−i+1, . . . , xn. The heuristics for BDD reordering is to group
sorted variables to remove identical nodes. Accordingly, we move the sorted variables on top
of the BDD variable ordering after each outer-loop iteration in Algorithm 1, then perform
the traditional BDD reordering algorithm to further reduce the number of nodes. We observe
that the number of nodes can be greatly reduced compared to performing reordering directly.
As for bitonic sorting on AIG, we notice that we may create a large amount of functionally
equivalent nodes in the process of bitonic sort. Consequently, we use SAT sweeping with a
small number of conflict limits on the satisfiability solver to reduce the AIG size by merging
some of the easily identified functionally equivalent nodes.

6.4 Projected Model Counting on Partially Sorted Function
Observe that if the outermost level is existentially quantified, the problem is reduced to
projected model counting if all other quantification levels have been eliminated. Surely we
can perform existential elimination on the last quantification level, but as mentioned in
Section 6.2, performing exist-quantifier elimination on AIGs can be costly. Hence, we may
directly solve the projected model counting problem on a partially sorted function of the
form ∃X.Sort(f, Y ).

SAT 2022
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Table 2 Performance comparison of SSAT solvers.

DC-SSAT ClauSSAT ElimSSAT
Solved 193 203 242
PAR-2 3378.12 3192.46 2356.06

Uniquely Solved 18 16 46

The target here is trying to find the assignment α of variable set Y with the largest
binary coded value Nα such that f |α has a satisfying solution. This can solved by checking
the satisfiability of f |α, in contrast to checking the value of f |α in Algorithm 3. The process
requires |Y |+ 1 calls to a satisfiability checker. Based on our experience, this strategy can be
more efficient compared to solving a Boolean functional synthesis problem. This enhancement
works particularly well for the E-MAJSAT instances, where projected model counting can be
applied after the innermost random-quantifiers being eliminated.

7 Experimental Results

The proposed SSAT solver, named ElimSSAT, was implemented in C++ within the ABC
system [4] and is available at https://github.com/NTU-ALComLab/elimssat. We used the
ABC built-in AIG package, CUDD [33], and Minisat-2.2 [7] for AIG manipulation, BDD
manipulation, and SAT solving, respectively. We compared the performance of ElimSSAT
with the state-of-the-art general SSAT solvers ClauSSAT [6] (under its best performing option
-sguwc) and DC-SSAT [26]. All experiments were conducted on a Linux machine with Intel
Xeon 2.1 GHz CPU and 256 GB RAM. We used Benchexec[3] as the benchmarking framework
for reliable resource measurement. A runtime limit of 3600 seconds and memory limit of 32
GB were imposed on each instance for every solver. In the rest of the discussion, we use the
Penalized Average Runtime PAR-2 score to compare each solver, where an unsolved instance
is given the penalty of 2 times the time-out limit.

We evaluate the solver performance on 20 different benchmark families with a total of 357
SSAT formulas, which were taken from those used in ClauSSAT [6]. Because ElimSSAT requires
SSAT formulas with normalized probability 0.5 on random variables, we approximated the
SSAT formulas for ElimSSAT using WMCRewriting [20] with 4-bit precision while DC-SSAT
and ClauSSAT took the original formulas for solving. (We note that DC-SSAT and ClauSSAT
performed similarly on formulas with original and approximated probabilities.) Table 2
reports the number of solved cases within runtime and memory limit and the PAR-2 score of
each solver. As seen, ElimSSAT outperformed the state-of-the-art solvers by solving 242 out of
357 instances while DC-SSAT and ClauSSAT solved 193 and 203 cases, respectively. ElimSSAT
also dominated previous work in terms of the PAR-2 score 2356.06 in contrast to 3378.12 of
DC-SSAT and 3192.46 of ClauSSAT. For the number of uniquely solved instances, ElimSSAT
can solve 46 cases that are not solvable by any of prior solvers DC-SSAT and ClauSSAT.
Figure 6 shows the cactus plot that compares the runtime performance of different SSAT
solvers. The x-axis represents the number of solved benchmarks and the y-axis represents
the runtime in seconds. The plot suggests that ElimSSAT can solve easier benchmarks within
a short time while having better scalability than other solvers.

A pairwise comparison with the other solvers is summarized in Table 3, where the row
Less shows the number of formulas that can be solved by the competing solver but not
ElimSSAT, the row More shows the number of formulas that can be solved by ElimSSAT
but not the competing solver. As can be seen, DCSSAT and ClauSSAT can solve 28 and 26

https://github.com/NTU-ALComLab/elimssat
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Figure 6 ElimSSAT versus state-of-the-art solvers in runtime behavior.

Table 3 ElimSSAT versus state-of-the-art solvers in relative solving performance.

DCSSAT ClauSSAT

ElimSSAT Less 28 26
More 75 66

formulas, respectively, that ElimSSAT cannot solve. Most of these cases are multi-level SSAT
formulas where ElimSSAT struggled to perform existential elimination by Boolean functional
synthesis [11]. On the other hand, ElimSSAT can solve 75 and 66 formulas that were not
solved by DCSSAT and ClauSSAT, respectively.

It is worth mentioning that in the above experiments ElimSSAT actually solved harder
instances than the other two solvers because WMCRewriting complicated the formulas. To
assess the effects of formula complication due to WMCRewriting, we modified the original 357
formulas by making all the random variables have probability 0.5 so that no WMCRewriting
is required and all solvers work on exactly the same set of benchmarks. Table 4 shows the
new results. ElimSSAT can solve up to 266 cases with PAR-2 score as 2067.89. Comparing
Tables 2 and 4, we found that the efficiency of ElimSSAT was improved while the other two
solvers did not benefit from the simplified probability values. This phenomenon suggests the
potential advantage of ElimSSAT on solving instances of unbiased probabilities.

Table 4 Performance comparison of SSAT solvers on modified 0.5-probability benchmarks.

DC-SSAT ClauSSAT ElimSSAT
Solved 193 203 266
PAR-2 3368.66 3192.46 2067.89

For the experiment of Table 2, we examine the solver performance on specific benchmarks
in Table 5. For each of the benchmarks, the prefix information is given in the #blk column,
where we use Σi (resp. Πi) to denote the outermost quantifier is exist (resp. random) and i

quantification levels in total. The runtime and the computed satisfying probability are given
for each solver in columns T and Pr, where symbol “-” indicates a time-out or memory-out
case. Since ClauSSAT can report the upper bound and lower bound even if it fails to give
the exact answers before time-out, we report the upper bound in column UB and lower
bound in column LB. Some interesting aspects of ElimSSAT are also shown in the table, with
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Table 5 Solver comparison on specific benchmarks.

benchmarks DC-SSAT ClauSSAT ElimSSAT
formula #blk Pr T UB LB T Pr T E R
ev-pr-4x4

5-...-lg Σ5 1 0.93 1 1 3.36 1 640.66 0 BDD
7-...-lg Σ7 1 4.41 1 0 - - - 0 AIG

Connect2
3x3_w Σ11 0.2689 0.05 0.2689 0.2689 2.09 0.2828 89.86 11 BDD
3x4_w Σ13 0.1474 0.09 0.1474 0.1474 7.24 0.1706 281.07 13 BDD
Adder

2-unsat Σ3 0.9998 0.98 0.9998 0.9998 43.86 0.9999 0.58 3 BDD
4-unsat Σ3 - - 1 1 226.69 1 1142.73 3 BDD
Arbiter

depth-23 Π48 - - 1 0.9999 - - - 0 AIG
depth-24 Π50 - - 1 0.2607 - - - 0 AIG
Counter

cnt03e Σ7 - - 1 0.9942 - 1 1.45 7 BDD
cnt03r Σ7 - - 1 0.9930 - 1 3.69 7 BDD

k_ph_p
4 Σ5 - - 0.9681 0.9681 562.17 0.9656 3.91 5 BDD
5 Σ5 - - 1 0 - 0.9993 76.40 5 BDD

QIF
pwd Σ3 - - 1 0 - 1 1.91 3 BDD

reverse2 Σ3 - - 1 0 - 1 232.63 3 BDD
conformant
empty...-10 Σ3 - - 1 0.5469 - 1 58.77 2 AIG
empty...-19 Σ3 - - 1 0.75 - 0.875 162.46 2 AIG

ToiletA
10_01.12 Σ3 - - 1 0.0313 - 0.0313 154.59 2 AIG
10_01.13 Σ3 - - 1 0.0625 - 0.0625 142.38 2 AIG

sand-castle
14 Σ3 0.9918 0.68 1 0.9912 - 0.9926 2199.20 3 BDD
15 Σ3 0.9999 1.38 1 0.9934 - - - 1 BDD

PEC
c1908-re Π2 0.0007 242.88 - - - 0.0007 0.43 2 BDD
c3540-re Π2 - - 0.0034 0.0034 4.61 0.0034 0.55 2 BDD

stracomp
x75.9 Π2 - - 1 1 601.26 - - 0 AIG

x75.14 Π2 - - 1 1 463.05 - - 0 AIG

the column E indicates the number of eliminated quantifier blocks and R shows the final
representation for Boolean function when complete solving or terminated due to runtime
or memory limit. We only reported certain families with at most 2 formulas due to the
page limit; other families are either too hard or too easy for all solvers. Families 1-6 listed
in the table are multi-level benchmarks converted from QBFLIB by substituting random
quantifiers for universal quantifiers with p randomly chosen in [0, 1]. The next 5 families
and the last 2 families are E-MAJSAT and random-exist SSAT families, respectively, where
family 7 encodes the quantitative information flow (QIF) problem; families 8-10 encode the
conformant planning problems; families 11 encode the probability equivalence checking[20]
problem and family 12 encodes the strategic companies problem[5].
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Table 6 Comparison between ElimSSAT with projected model counting and ElimSSAT without
projected model counting.

w/ projected MC w/o projected MC
Solved 121 106
PAR-2 2163.42 2745.11

As can be seen, ElimSSAT struggled the most in the multi-level benchmarks where
existential elimination on AIG spent too much time. For families such as ev-pr-4x4 and
arbiter, ElimSSAT cannot even finish the innermost quantifier elimination. More advanced
preprocessing techniques may be further development to assist ElimSSAT to solve these
challenging benchmarks. If the BDD of a formula can be built after some levels of quantifier
elimination, such as families Counter and k_ph_p, ElimSSAT may solve it efficiently. On
the other hand, search-based solvers like DC-SSAT can deal with some of these families
quite well by outperforming other solvers on families ev-pr-4x4 and Connect2. For the
E-MAJSAT benchmarks, DC-SSAT performed very well on the sand-castle families. On
the other hand, ElimSSAT dominates other solvers in terms of runtime and solved several
cases that could not be solved previously. One of the reasons is the enhancement proposed
in Section 6.4. We can observe that for the families ToiletA and conformant, ElimSSAT
can solve the formulas after two levels of quantifiers being eliminated and by leaving the
last level of exist-quantifiers for projected model counting. In contrast, ClauSSAT performs
the best in some of the random-exist SSAT families such as stracomp. In addition, for a
large percentage of the benchmarks, ClauSSAT can achieve quite a tight bound even for the
unsolvable instances for all solvers such as family arbiter. ClauSSAT can be a preferred
approximate solver for hard instances.

We evaluate the benefit of performing projected model counting, mentioned in Section 6.4,
on the outermost exist-quantification level by evaluating the 164 E-MAJSAT instances. From
Table 6, we can see that with projected counting turned on, we can solve 15 more E-MAJSAT
instances and the PAR-2 score dropped significantly from 2745.11 to 2163.42.

Table 7 shows the usage of different tools when performing existential elimination in
ElimSSAT. The row Used indicates the number of instances used with the tools and Solved
indicates the number of successfully solved instances. We note that the number of failed
cases in CADET (resp. R2F) may not be exactly the same as the number of Used cases in R2F
(resp. Manthan) because a case may be time-out or memory-out in the CADET (resp. R2F)
phase. We use CADET with a 100-second time-out to filter out the easy instances. Despite
given a short period of runtime, CADET still performed well by solving 159 out of the 314
instances. R2F is used in 154 instances, while 81 instances solved successfully, others exceed
total time limit or the AIG size becomes too large to handle. Manthan can only handle 2 of
the 58 instances, but these instances should be exceptionally hard since they also failed in
R2F and CADET. As we expect, existential elimination using BDDs is the most efficient and is
used the most in ElimSSAT.

Table 7 Performance of different tools used for exist-quantifier elimination in ElimSSAT.

BDD CADET R2F Manthan
Used 488 314 154 58

Solved 488 159 81 2
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8 Conclusions

We developed a new approach to solving SSAT formulae using quantifier elimination. With
the usage of BDDs and AIGs and the help of modern Boolean functional synthesis tools, the
prototype solver ElimSSAT demonstrates the superiority of the proposed framework compared
to prior works. For future work, we would like to develop SSAT preprocessing techniques
and hybrid methods for existential elimination. Also, it would be interesting to extend the
current framework to dependency SSAT (DSSAT) [21] solving.
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Abstract
Quantified Conflict-Driven Clause Learning (QCDCL) solvers for QBF generate Q-resolution proofs.
Pivot variables in Q-resolution must be existentially quantified. Allowing resolution on universally
quantified variables leads to a more powerful proof system called QU-resolution, but so far, QBF
solvers have used QU-resolution only in very limited ways. We present a new version of QCDCL
that generates proofs in QU-resolution by leveraging propositional unit propagation. We detail how
conflict analysis must be adapted to handle universal variables assigned by propagation, and show
that the procedure is still sound and terminating. We further describe how dependency learning can
be incorporated in the algorithm to increase the flexibility of decision heuristics. Experiments with
crafted instances and benchmarks from recent QBF evaluations demonstrate the viability of the
resulting version of QCDCL.
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1 Introduction

Sustained improvements in the performance of propositional satisfiability (SAT) solvers [16]
is enabling a growing number of applications in formal verification and other areas [5, 10, 44].
In some of these applications, SAT oracles are used to solve problems that are hard for
complexity classes beyond NP. Such problems presumably do not to have polynomial SAT
encodings, which can result in prohibitive space requirements. A potential solution lies in
the development of decision procedures for more succinct target logics such as Quantified
Boolean Formulas (QBF). Satisfiability testing of QBF’s is PSPACE-complete [40], and
many problems have natural QBF encodings [38]. While there has been progress in the
performance of QBF solvers, they have not reached the level of maturity seen in SAT solvers.
Where conflict-driven clause learning (CDCL) is clearly the dominant paradigm in SAT
solving, there are different approaches to QBF solving that appear to be orthogonal [29]. At
a high level, these fall into two classes. One class consists of solvers that use SAT oracles for
propositional reasoning and reduce QBF solving to a sequence of SAT calls on a propositional
abstraction [12,21–23,35,42]. The second class is comprised of solvers that seek to lift CDCL
from propositional reasoning to quantified CDCL (QCDCL) [27, 33, 46, 47].1 This work
reexamines a core component of QCDCL.

A key factor in the success of CDCL SAT solvers is an efficient implementation of unit
propagation (UP) [32]. The traditional analogue of unit propagation in QCDCL solvers
is quantified unit propagation (QUP), which combines UP and universal reduction, a proof

1 This classification is not exhaustive, and there are solvers that combine both aspects [31]. Moreover, pre-
processing is crucial for the performance of abstraction-based QBF solvers, and many QBF preprocessing
techniques are generalized from SAT [20].

© Friedrich Slivovsky;
licensed under Creative Commons License CC-BY 4.0

25th International Conference on Theory and Applications of Satisfiability Testing (SAT 2022).
Editors: Kuldeep S. Meel and Ofer Strichman; Article No. 24; pp. 24:1–24:16

Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

mailto:fs@ac.tuwien.ac.at
https://orcid.org/0000-0003-1784-2346
https://doi.org/10.4230/LIPIcs.SAT.2022.24
https://github.com/fslivovsky/miniQU
https://creativecommons.org/licenses/by/4.0/
https://www.dagstuhl.de/lipics/
https://www.dagstuhl.de


24:2 Quantified CDCL with Universal Resolution

rule that allows for an innermost universal variable to be removed from a clause [25]. QUP
leads to more propagation than UP, but it has certain drawbacks. First and foremost, it
complicates clause learning: applying a natural conflict analysis procedure results in clauses
that are (syntactically) tautological [46]. The fact that such clauses can be useful in proof
search is surprising, and it remained mysterious until the underlying proof system was
studied under the name of long-distance Q-resolution [2]. By now it is well understood
that tautological literals are syntactic placeholders for partial strategy functions [3, 6, 11, 41].
Since long-distance Q-resolution is a stronger proof system than Q-resolution, QCDCL
with tautological learned clauses can solve certain classes of formulas that are otherwise
intractable, but experiments suggest that tautological clauses are less useful in common
benchmarks [15]. Tautologies can be eliminated from learned clauses by recursively resolving
out existential literals and applying universal reduction [19], but this can result in clause
learning taking exponential time [17]. So-called QPUP learning avoids this pathological
case, but still requires additional resolution steps to remove tautologies [30]. Another, albeit
minor, disadvantage of QUP is that it is more difficult to implement. In particular, in a
two-watched-literal-scheme [32] the watched literals cannot be treated independently if the
underlying variables have different quantifier types.

In this paper, we propose a modified version of QCDCL that uses propositional unit
propagation instead of QUP. It not only avoids the disadvantages of QUP described above, but,
by propagating variables regardless of their associated quantifier, is able to generate resolution
proofs in which both existentially and universally quantified variables appear as pivots. That
is, its underlying proof system is QU-resolution, which is known to be exponentially separated
from both Q-resolution [17] and long-distance Q-resolution [4]. Conflict analysis must be
adjusted to deal with existentially quantified variables propagated by terms, but is simplified
in that tautological clauses are no longer a concern. We implemented our new version of
QCDCL on top of MiniSat [14] and performed an experimental analysis. Our prototype
demonstrated non-trivial use of QU-resolution by quickly solving formulas from the KBKF
family [25], which is known to be hard for Q-resolution [8, 25], and the KBKF-LD family,
which is hard for long-distance Q-resolution [4]. Further experiments on benchmark instances
from recent QBF evaluations [34] demonstrate the potential of using propositional unit
propagation with QCDCL.

The remainder of this paper is structured as follows. Section 2 covers standard concepts
and definitions used in the rest of the paper. In Section 3, we review the QCDCL algorithm.
Section 4 details how it can be modified to use propositional unit propagation and generate
QU-resolution proofs. In Section 5, we present an experimental evaluation of a prototype
implementation. We conclude in Section 6 with a discussion of our findings.

Related Work

We briefly discuss prior applications of QU-resolution and propositional unit propagation in
search-based QBF solving. If the matrix of a QBF is propositionally unsatisfiable, then so
is the QBF. This kind of existential abstraction was used to improve backtracking search
algorithms [37]. If a SAT solver finds that the set of clauses at a node of the search tree
is unsatisfiable, the node can be pruned. Otherwise, a satisfying assignment can guide
decisions in the subtree. Existential abstraction was similarly integrated into QCDCL as a
proof rule for deriving new clauses [31]. In this context, it was observed that the resolution
derivation generated by the SAT solver is a QU-resolution derivation. It was even shown
that the addition of existential abstraction to Q-resolution results in a proof system that
simulates QU-resolution [31]. In both these approaches, the existential abstraction changes
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at every node in the search tree, and calling the SAT solver each time may result in a
significant overhead. QU-resolution can also be used to simulate failed literal detection for
QBF [17,18,28]. A version of QCDCL with propositional unit propagation was recently shown
to simulate Q-resolution [7]. That work relies on a model of QCDCL as a (non-deterministic)
proof system, and unit propagation is restricted to existentially quantified variables.

2 Preliminaries

We assume a countably infinite set of propositional variables. A literal is a variable x or a
negated variable ¬x. A clause is a finite disjunction (∨) of literals, and a term is a finite
conjunction (∧) of literals. Clause are tautological and terms contradictory if they contain a
variable and its negation. We sometimes consider clauses and terms as sets of literals. A
CNF (conjunctive normal form) formula is a finite conjunction of non-tautological clauses,
and a DNF (disjunctive normal form) formula is a finite disjunction of non-contradictory
terms. An (truth) assignment of a set X of variables is a mapping τ : X → {0, 1} of variables
to truth values. We extend assignments to mappings of literals to truth values by setting
τ(¬x) := 1 − τ(x). A literal ℓ is satisfied by the assignment τ if τ(ℓ) = 1, and falsified if
τ(ℓ) = 0. A clause is satisfied if one of its literals is satisfied, and falsified if all of its literals
are falsified. Similarly, a term is falsified if one of its literals is falsified, and satisfied if each
of its literals is satisfied. A CNF formula is satisfied if all of its clauses are satisfied, and
falsified if one of its clauses is falsified. A DNF formula is satisfied if one of its terms is
satisfied, and falsified if all of its terms are falsified.

A quantified Boolean formula (QBF) in prenex CNF form is a pair Φ = Q.φ, consisting
of a (quantifier) prefix Q and a CNF formula φ, called the matrix of Φ. The quantifier prefix
is a sequence Q1x1 . . . Qnxn, where the xi are pairwise different variables and Qi ∈ {∀, ∃}.
A variable xi is existential if Qi = ∃, and universal if Qi = ∀. We assume that QBF’s are
closed, that is, each variable occurring in φ also occurs in the quantifier prefix. The prefix
induces an ordering on its variables as xi < xj if i < j. When xi < xj we say that xi is outer
to xj and xj is inner to xi. The quantifiers induce a sequence X1, . . . , Xl of sets of variables,
called quantifier blocks, appearing in maximal, contiguous subsequences Qixi . . . Qjxj such
that Qk = Qi for each i ≤ k ≤ j. The truth value V(Φ) of a QBF Φ = Q.φ can be inductively
defined as follows. If Φ contains no variables then V(Φ) = 0 if φ contains the empty clause,
and V(Φ) = 1 otherwise. When Q = Q1x1 . . . Qnxn with n ≥ 1, we distinguish two cases. If
Q1 = ∀, then V(Φ) = 1 if V(Φ[¬x1]) = 1 and V(Φ[x1]) = 1, and V(Φ) = 0 otherwise. Here,
Φ[ℓ] denotes the QBF Q′.φ[ℓ] where Q′ = Q2x2 . . . Qnxn and φ[ℓ] is obtained from φ by
removing each clause that contains ℓ and removing x1 from all remaining clauses. If Q1 = ∃,
we let V(Φ) = 1 if V(Φ[¬x1]) = 1 or V(Φ[x1]) = 1, and V(Φ) = 0 otherwise. A QBF Φ is
true (or satisfiable) if V(Φ) = 1, otherwise it is false (or unsatisfiable).

Q-Resolution

We consider several variants of the Q-resolution proof system [25]. Derivations in these
systems are sequences of clauses where each clause is derived by an axiom or from clauses
appearing earlier in the sequence using one of the proof rules. A refutation is derivation
of the empty clause. The proof rules of QU-resolution [17] are shown in Figure 1. The
original Q-resolution proof system is obtained by restricting pivot variables x in the resolution
rule to existential variables. Q-resolution is sound and (refutationally) complete, that is,
a QBF has a Q-resolution refutation if, and only if, it is false [25], and the same holds for
QU-resolution [17].
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(Axiom)
C

C ∨ u/¬u
(∀-Reduction)

C

In the axiom rule, C is a clause from the matrix. Universal reduction (∀-reduction)
allows the removal of a universal variable u or its negation ¬u if u is inner to each
variable occurring in C.

C1 ∨ x ¬x ∨ C2 (Resolution)
C1 ∪ C2

The resolvent clause C1 ∪ C2 must be non-tautological.

Figure 1 The rules of QU-resolution [17].

In Q-resolution and QU-resolution, resolvents must be non-tautological. This requirement
can be slightly relaxed so that tautological clauses can be derived in certain cases. This leads
to so-called long-distance Q-resolution (LDQ-resolution) [2].

3 Quantified CDCL

In this section, we describe a generic version of quantified CDCL following the original
presentation [46, 47]. Pseudocode is shown in Listing 1. QCDCL is a backtracking search

Listing 1 Schematic QCDCL algorithm.

1 def QCDCL():
2 while True:
3 conflict = propagate()
4 if conflict is not None:
5 # Propagation falsified a clause or satisfied a term.
6 learnt, backtrack_level = analyze(conflict)
7 if learnt.empty():
8 return learnt.isTerm()
9 else:

10 backtrack(backtrack_level)
11 attach(learnt)
12 else:
13 # No conflict, branch on an unassigned variable.
14 decide()

algorithm that maintains a sequence of literals, called the trail, which induces a partial
assignment of the input variables. The trail is empty initially and extended during search
by unit propagation and decisions. Unit propagation identifies a clause that simplifies to a
unit clause (ℓ) under the current trail assignment and appends ℓ to the trail. By default,
this includes the application of universal reduction [13,46]. We refer to this combination as
quantified unit propagation (QUP) to distinguish it from propositional unit propagation (UP).
Propagating a unit clause may lead to further unit clauses that must be propagated, and this
process is repeated until no unit clauses remain or a clause simplifies to the empty clause. In
the former case, the algorithm proceeds with a decision, which takes an unassigned variable x
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Listing 2 QCDCL conflict analysis with long-distance Q-resolution.

1 def analyze(C):
2 while not C.empty() and not isAsserting(C):
3 l = lastPropagatedExistential(C)
4 D = reason(l)
5 C = resolveAndReduce(C, D, l)
6 backtrack_level = secondHighestDecisionLevel(C)
7 return C, backtrack_level

and appends one of the literals x, ¬x to the trail. In propositional CDCL, this can be any
unassigned variable. In QCDCL, decision variables are typically chosen from the leftmost
quantifier block of the prefix (after applying the trail assignment), but there are techniques
that allow for more flexibility [27, 33]. The alternation of decisions and unit propagation
partitions the trail into decision levels. Decision level 0 consists of literals assigned by unit
propagation before any decision has been made, and each decision increases the decision
level by one.

A conflict occurs when unit propagation finds a falsified clause. Conflict analysis, which
we will describe in more detail below, takes a conflict as a starting point to derive a new
learnt clause using Q-resolution or long-distance Q-resolution (or, as we will later see, QU-
resolution). If the learnt clause is empty, QCDCL has found a refutation and the input
QBF is false. Otherwise, all literals with decision level greater than a certain backtrack level
returned by conflict analysis are removed from the trail, and the learnt clause is added to
the formula.

So far, we have only considered clauses from (or derived from) a CNF representation of
the matrix. QCDCL simultaneously operates on terms from a DNF representation of the
matrix in a completely dual manner. Unit propagation includes the (falsifying) assignment
of universal literals occurring in unit terms, and if a term is satisfied, conflict analysis derives
a new learnt term. When the matrix of a QBF is given in CNF, the terms in the DNF
representation may be derived by model generation [19] or simply by Tseitin transformation
of the negated matrix [24]. We will ignore these details and simply assume that the matrix
is given as both CNF and DNF such that every complete assignment either falsifies a clause
or satisfies a term. Further, to simplify the presentation, we will typically only describe
algorithms for the clausal representation of the matrix (for terms, the roles of existential and
universal variables are switched).

Listing 2 shows pseudocode for the conflict analysis routine in QCDCL with QUP and long-
distance Q-resolution (cf. [15]). Starting from a clause C that was falsified by propagation,
it derives a clause that is either empty or asserting. In the case of QUP, a clause is asserting
if it contains a unique existential variable (the asserting variable) at the maximum decision
level among existential variables in the clause, and any universal variable appearing in the
clause that is outer to the asserting variable belongs to a lower decision level. Furthermore,
the decision level of the asserting variable must be greater than 0 (if it is 0 the empty clause
can be derived). An asserting clause becomes a unit clause (with respect to QUP) after
backtracking to the second highest decision level present in the clause (or 0 if there is no
such decision level) and propagates the asserting variable.

The conflict clause C itself cannot be asserting, as otherwise the asserting variable would
have been propagated at a lower decision level. Until it arrives at an asserting clause (or
the empty clause), conflict analysis repeatedly derives a new clause as follows. It finds the
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existential literal ℓ ∈ C that was last falsified by propagation, then resolves C with the
clause D that was the reason for propagating ¬ℓ, and applies universal reduction to the
resolvent. The reason clause is such that it simplified to the unit clause (¬ℓ) under a partial
trail assignment.

This always leads to an empty or asserting clause, because eventually, any existential
variables remaining in the derived clause must have been assigned by a decision. In particular,
the innermost variable must be an existential decision variable e. If the clause would contain
a universal variable u that is unassigned or assigned at a higher decision level, then the
variable u would have been unassigned at the time when variable e was picked as a decision
variable. But this is impossible if the solver follows the decision policy described earlier.

4 QCDCL with Propositional Unit Propagation

In this section, we describe how to modify QCDCL to use propositional unit propagation,
starting with a version that uses Q-resolution as its underlying proof system (Section 4.1).
Propositional unit propagation is weaker than the combination of propositional unit prop-
agation and universal reduction commonly used in QCDCL solvers, but it allows for the
propagation of universal variables, which leads to a version of QCDCL that generates
QU-resolution proofs (Section 4.2).

4.1 Propagation and Learning with Q-Resolution
A simple way of integrating propositional unit propagation with QCDCL is to stop propagating
when detecting a unit clause (u) that contains a single universal literal u. Instead of assigning
u := 1, propagation assigns u := 0 (at the current decision level) and reports a conflict. We
can still use the algorithm shown in Listing 2 for clause learning, but the definition of an
asserting clause must be adapted as follows. The asserting variable is now the unique variable
at maximum decision level among all variables in the clause, and it must be existential and
at a decision level greater than 0.

Clauses derived during conflict analysis cannot be tautological, since the universal literals
occurring in both premises of a resolution step are falsified by the trail assignment. Again,
conflict analysis always terminates with a clause that is empty or asserting, since the innermost
existential variable will eventually be a decision, so that outer universal variables must have
been assigned at a lower decision level.

Note that, even though tautological clauses are no longer a concern, conflict analysis may
still have to proceed beyond the last decision variable (even if it is existential), since the
derived clause may contain universal variables that were propagated by terms. These cannot
be removed by resolution and must instead be taken care of by universal reduction, which
in turn requires that “blocking” existential variables inner to these universal variables be
resolved out. Such blocking variables can be assigned at any decision level due to propagation,
and may lead to conflict analysis visiting earlier decision levels.

4.2 Propagation and Learning with QU-Resolution
To get QU-resolution as the underlying proof system, we modify the algorithm described in
the previous subsection by allowing the propagation of universal unit clauses (respectively,
existential unit terms). That is, upon detecting a unit clause (u) where u is a universal literal,
the algorithm proceeds by assigning u := 1, and a conflict arises only when unit propagation
falsifies a clause.
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Allowing unit propagation of variables regardless of their associated quantifier requires
several modifications to conflict analysis. First, since unit propagation of clauses can now
assign universal variables, the asserting variable is no longer required to be existential. That
is, a clause is considered asserting if there is a unique variable at maximum decision level
greater than 0. While the clause is not empty or asserting, it has to contain a falsified
existential literal (otherwise, universal reduction would have derived the empty clause). More
generally, there has to be a literal ℓ in the current clause that was last falsified by propagation,
not including universal literals that were propagated by terms (which are to be removed by
universal reduction). If literal ℓ was propagated by a clause D, a new clause is derived as
the resolvent of C and D, followed by universal reduction. Note that the pivot may be a
universal variable.

Otherwise, literal ℓ is an existential literal propagated by a term D. Such a literal can be
removed neither by universal reduction nor by resolution, so conflict analysis cannot derive
an asserting clause. Noting that an existential variable propagated by a term is the dual of a
universal variable propagated by a clause, we proceed by reverting to the strategy from the
previous subsection: the term D is considered satisfied, and conflict analysis restarts with
the term D as the conflict term. Pseudocode for the new conflict analysis routine is shown
as Listing 3. A detailed example is presented at the end of this section.

4.3 Soundness and Termination
Soundness of the above variants of QCDCL follows from soundness of QU-resolution: the
algorithms return false if the empty clause was derived by QU-resolution, or true if the
empty term was derived by the dual proof system for terms. For termination, first observe
that decisions and propagation always leads to a conflict. Second, conflict analysis always
terminates. This is because variables are visited and resolved in reverse trail order, so that
no variable is resolved twice, and the trail index of pivot variables decreases in each step.2

If conflict analysis does not terminate with an empty clause or term (in which case the
algorithms terminate immediately), it derives an asserting clause (or term). Since this clause
is a unit clause at an earlier decision level than the one at which the conflict occurred, and it
propagates an assignment of the asserting variable that differs from its assignment on the
current trail, it cannot occur among the original or previously learnt clauses. So each clause
derived by learning is new, and since there are at most 3n (non-tautological) clauses that
can be derived from a QBF with n variables, the algorithms must terminate eventually.

4.4 Adding Dependency Learning
The above arguments for why QCDCL conflict analysis arrives at an asserting clause rely
on a particular policy for choosing decision variables. Specifically, it was assumed that only
variables from the outermost quantifier block (with assigned variables removed from the
prefix) are considered as decision variables. It has frequently been observed that this policy
is needlessly restrictive, and many techniques have been proposed to enable more liberal
decision heuristics (see [27, 33] and the references therein). So-called dependency learning is
a lazy approach that assumes variables can be assigned in any order until conflict analysis
fails to derive an asserting clause [33]. When that happens, a pair (x, y) of variables is added

2 Note that when conflict analysis is reset due to an existential literal ℓ propagated by a term D, literal ℓ
(which was assigned last among variables in D) is not selected as the next pivot, since only satisfied
literals in D are considered, and ℓ was set to false by unit propagation.

SAT 2022



24:8 Quantified CDCL with Universal Resolution

Listing 3 QCDCL conflict analysis with QU-resolution.

1 def analyze(C):
2 while not C.empty() and not isAsserting(C):
3 l = getPivot(C)
4 D = reason(l)
5 if not C.isClause() == D.isClause():
6 # Variable at maximum DL cannot be removed.
7 # Restart analysis with conflict clause/term D.
8 C = D
9 continue

10 C = resolveAndReduce(C, D, l)
11 backtrack_level = secondHighestDecisionLevel(C)
12 return C, backtrack_level
13

14 def getPivot(C):
15 # Pivot literals must be false if C is a clause or
16 # true if C is a term.
17 pivot_value = C.isTerm()
18 candidates = [l for l in C if value(l) == pivot_value]
19 # Moreover, pivots l must have been assigned by propagation
20 # of a unit clause or term, which is stored as reason(l).
21 candidates = [l for l in candidates if reason(l) is not None]
22 # Universal variables propagated by terms must be removed
23 # by universal reduction, so we exclude them.
24 irreducible = existential if C.isClause() else universal
25 pivots = [l for l in C if varType(var(l)) == irreducible or
26 C.isClause() == reason(l).isClause()]
27 # Choose the variable that was assigned last.
28 return max(pivots, key = trailIndex)

to a dependency relation, and variable y is only considered eligible for decision once x has
been assigned. This technique was originally introduced for QCDCL with long-distance
Q-resolution, but it can be easily adapted to the versions of QCDCL with propositional
unit propagation presented here. Instead of assuming that an existential decision variable e

cannot block reduction of a universal variable u due to the decision policy, we detect such
cases, introduce a dependency (u, e), and backtrack to undo the decision level corresponding
to variable e. Unlike in QCDCL with long-distance Q-resolution, propagation does not need
to take dependencies into account, and no further changes are necessary. Termination is still
ensured since a dependency is added whenever no asserting clause can be derived, and the
decision policy will eventually revert to the strict policy based on the prefix order.

We conclude this section with an example illustrating a run of the new QCDCL algorithm
with dependency learning and QU-resolution as a proof system.

▶ Example 1. Let Φ = ∃e2, e3∀a1∃e4.φ be the KBKF-LD [4] formula for n = 1, where

φ = (e2 ∨ a1 ∨ ¬e4)︸ ︷︷ ︸
C1

∧ (e3 ∨ ¬a1 ∨ ¬e4)︸ ︷︷ ︸
C2

∧ (a1 ∨ e4)︸ ︷︷ ︸
C3

∧ (¬a1 ∨ e4)︸ ︷︷ ︸
C4

∧ (¬e2 ∨ ¬e3 ∨ ¬e4)︸ ︷︷ ︸
C5

.
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Initially, there are no dependencies and the trail e2@1, ¬e4@2 is obtained by decisions.3
Clause C3 then propagates a1, and the resulting trail e2@1, ¬e4@2, a1@2(C3) falsifies C4.
Conflict analysis finds a1 as pivot variable with C3 as a reason. Resolving C4 with
C3 derives the unit clause C6 = (e4), which is asserting and leads to the algorithm
backtracking to decision level 0 and propagating e4.

Starting from e4@0, the decision a1 and subsequent propagations result in the trail
e4@0(C6), a1@1, e3@1(C2), ¬e2@1(C5). This trail satisfies the matrix, and the correspond-
ing term (¬e2 ∧ e3 ∧ a1 ∧ e4) serves as a starting point for conflict analysis. Existential
reduction derives the term (¬e2 ∧ e3 ∧ a1), which is not asserting since all three variables
are assigned at decision level 1. The existential variables e2, e3 were propagated by clauses
and cannot be removed by term resolution (also known as consensus), so existential
reduction must be used instead. In particular, the outermost variable e2 must be removed.
However, reduction cannot be applied due to the blocking universal decision variable a1.
The algorithm learns the dependency (e2, a1), and backtracks to decision level 0.

Next, the decision ¬e2 leads to the trail e4@0(C6), ¬e2@1, a1@1(C1), e3@1(C2), so that
conflict analysis again starts at the term (¬e2 ∧ e3 ∧ a1). As in the previous conflict,
variable e2 must be removed by existential reduction, but in this case, the blocking
universal variable a1 was propagated by clause C1. Conflict analysis cannot derive a
term and instead restarts with C1 as a conflict clause. Literal a1 is not considered as a
potential pivot since it is satisfied by the trail assignment, and variable e2 is a decision
variable, so e4 is chosen as a pivot. Resolving C1 with C6 = (e4) and applying universal
reduction, the algorithm derives the unit clause C7 = (e2).

The algorithm arrives at the trail e4@0(C6), e2@0(C7), ¬e3@0(C5), ¬a1@0(C2) by prop-
agation, which satisfies the matrix and leads to the initial term (e2 ∧ ¬e3 ∧ ¬a1) by
existential reduction. Again, conflict analysis cannot derive a term because the blocking
universal variable a1 was propagated by a clause. Resuming conflict analysis at clause C2,
variable e3 is chosen as a pivot with reason clause C5. Resolving C2 and C5 results in the
clause (¬e2 ∨ ¬a1 ∨ ¬e4). Further resolving with the unit clauses C7 = (e2) and C6 = (e4)
and applying universal reduction derives the empty clause, so the algorithm reports that
the QBF Φ is false.

5 Implementation and Experiments

We implemented QCDCL with propositional unit propagation on top of MiniSat [14] in
a system named MiniQU.4 The performance of MiniQU was evaluated in two sets of
experiments. First, we ran the solver on crafted instances that are provably hard to solve
for Q-resolution and even LDQ-resolution [4], to determine whether MiniQU can find short
proofs by leveraging QU-resolution. In the second experiment, we compared the system with
the best publicly available solvers using instances from recent QBF evaluations [34]. All
experiments were run on a cluster with Intel Xeon E5649 processors at 2.53 GHz running
64-bit Linux, with a memory limit of 8 GB.

3 We write trails as sequences ℓ1@dl1(C1), . . . , ℓi@dlj(Ci) of literals with their associated decision level
and, if assigned by propagation, their reason clause/term.

4 https://github.com/fslivovsky/miniQU
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5.1 Implementation

MiniQU supports the following propagation modes and underlying proof systems: UP with
Q-resolution (Q), UP with QU-resolution (QU), and QUP with long-distance Q-resolution
(LDQ). Being based on MiniSat, the solver inherits many of its characteristics, such as the
restart policy, the decision heuristic (restricted by learned dependencies or prefix order), and
an aggressive clause (and term) cleaning strategy. We briefly list a few relevant features and
design choices:

MiniQU accepts QDIMACS (prenex CNF) and QCIR (prenex non-CNF) formulas.

For QDIMACS, initial terms are obtained by model generation [19] when all variables
are assigned without conflict.

Clause and term cleaning is performed based on the literal blocks distance (LBD) [1] and
activity, rather than activity alone. As in MiniSat, half of the learned clauses and terms
are removed. Clauses and terms with LBD at most 2 are kept indefinitely.

Dependency learning is supported in Q-mode and QU-mode, and dependencies are
reset every 20 restarts. For technical reasons, dependency learning is not supported in
LDQ-mode.

5.2 Experiments with Crafted Instances

To determine whether MiniQU in QU-mode takes advantage of QU-resolution, we performed
experiments with classes of formulas that have short QU-resolution refutations but no short
proofs in Q-resolution or long-distance Q-resolution. For this purpose, we used two variants
of the KBKF family of formulas introduced by and named after Kleine Büning, Karpinski,
and Flögel [25]. Instances from these families were generated with the QBFFam5 tool [9].
In both cases, we used parameter values between n = 5 and n = 60, and ran MiniQU in
five different configurations: Q-mode with (Q-dl) and without (Q) dependency learning,
QU-mode with (QU-dl) and without (QU) dependency learning, as well as LDQ-mode. The
time limit for each run was set to 600 seconds.

We first considered the original KBKF class, which has short QU-resolution [17] and
LDQ-resolution [15] refutations, but requires Q-resolution proofs of exponential size [8, 25].
The left plot in Figure 2 clearly shows that the running time of MiniQU in Q-mode grew
exponentially with the parameter n. By contrast, the solver was able to find short refutations
in LDQ-mode and QU-mode. Notably, in QU-mode this was the case only when dependency
learning was active. There was also a clear gap between LDQ-mode and QU-mode, with
LDQ-mode honing in on short proofs more reliably.

Second, we ran a similar experiment on the KBKF-LD family, which has short proofs in
QU-resolution but requires exponential LDQ-resolution proofs (and therefore also exponential
Q-resolution proofs) [4]. The right plot of Figure 2 shows an exponential growth in running
time exhibited by MiniQU in Q-mode and LDQ-mode. In QU-mode, the solver found short
refutations of these instances. Unlike in the first experiment, this was the case regardless of
whether dependency learning was active. In fact, for larger values of n, the running times
were lower and showed less variance without dependency learning.

5 https://github.com/marseidl/qbffam

https://github.com/marseidl/qbffam
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Figure 2 Running time (y-axis) of MiniQU in different modes on instances from the KBKF (left)
and KBKF-LD (right) families, for different values of n (x-axis).

5.3 Experiments with QBF Evaluation Benchmarks

To assess whether QCDCL with propositional unit propagation is viable on standard bench-
marks, we ran MiniQU alongside publicly available solvers on families from the 2019 and
2020 QBF evaluations [34]. For each run, we set a time limit of 900 seconds and capped
memory at 8 GB using RunSolver [36].

We first considered the union of the QBF evaluation 2019 and 2020 prenex non-CNF
(QCIR) benchmark sets comprising 504 instances. Out of these, 40 instances had to be
removed due to incorrect encodings that caused parsing errors, leaving 464 instances. Again,
we ran MiniQU in five different configurations arising from the available propagation modes
and dependency learning switched on and off.

Table 1 (left) shows a comparison with the solvers QuAbS [42], QFun [21], GhostQ [26],
and Qute [33]. Figure 3 displays these results as a cumulative solved instances plot. MiniQU
solved the most instances in LDQ-mode, closely followed by Q-mode with dependency learning.
In these configurations, the solver’s results were on a par with QuAbS and QFun. Fewer
instances were solved in QU-mode. Dependency learning improved the number of solved
formulas in both Q-mode and QU-mode.

Next, we considered the union of the QBF evaluation 2019 and 2020 prenex CNF
(QDIMACS) sets totaling 716 instances. These were first preprocessed by HQSPre [45]
using default settings and a timeout of 600 seconds. We subsequently removed instances for
which preprocessing timed out or that were solved by preprocessing, leaving 455 instances. On
these remaining (preprocessed) formulas, we ran MiniQU alongside the solvers CAQE [35],
DepQBF [27], and RAReQS [22]. Results are shown in Table 1 (right) and Figure 4.

MiniQU solved notably fewer instances than the two abstraction solvers. However, it
was able to solve more instances than DepQBF in all but one configuration. Again, the
configurations using QU-mode solved the fewest instances. Curiously, unlike in the previous
experiment, dependency learning reduced the number of solved instances.

We initially suspected that the lower number of solved instances in QU-mode might be due
to an overhead caused by frequent resets of conflict analysis (Line 5 in Listing 3), resulting in
fewer learned clauses and terms. To get a sense of raw performance, we compared the number

SAT 2022
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Prenex non-CNF (QCIR)

Solver # SAT UNSAT

QuAbS 261 150 111
QFun 257 143 114
miniLDQ 256 150 106
miniQ-dl 254 152 102
GhostQ 252 137 115
miniQ 244 149 95
miniQU-dl 243 145 98
miniQU 214 136 78
Qute 181 101 80

Prenex CNF (PCNF)

Solver # SAT UNSAT

CAQE 228 92 136
RAReQS 196 75 121
miniQ 176 65 111
miniQ-dl 175 62 113
miniLDQ 166 63 103
miniQU 161 57 104
DepQBF 150 60 90
miniQU-dl 137 45 92

Table 1 Results for prenex non-CNF (left) and prenex CNF (right) benchmarks. For each solver,
the number of solved instances (#), the number of solved true instances (SAT), and the number of
solved false instances (UNSAT) are reported.

101

102

103

104

105

101 102 103 104 105

Conflicts / s (miniQU-dl)

C
on

fli
ct

s 
/ 

s 
(m

in
iQ

-d
l)

101

102

103

104

105

101 102 103 104 105

Conflicts / s (miniQU-dl)

C
on

fli
ct

s 
/ 

s 
(m

in
iL

D
Q

)

Benchmark
PCNF

QCIR

Figure 5 Comparison of conflicts per second on instances with timeouts between different modes.

of conflicts per second on instances that caused a timeout in Q-mode and QU-mode, as well
as in LDQ-mode and QU-mode. Figure 5 (left side) shows that Q-mode and QU-mode are
fairly evenly matched, contradicting our hypothesis that QU-mode slows down learning. At
the same time, Figure 5 shows (right side) a substantial difference between LDQ-mode and
QU-mode, with the number of conflicts in QU-mode exceeding those in LDQ-mode by about
one order of magnitude on many instances.

6 Discussion

This paper introduced new versions of QCDCL that leverage propositional unit propagation.
The experimental results presented in the previous section showcase the potential of these
algorithms. QCDCL with QU-resolution as the underlying proof system was able to find short
proofs of crafted formulas that are unavailable to other versions of QCDCL. Unfortunately,
this advantage did not translate to improved performance on standard benchmark sets.
However, a simpler version of the algorithm with Q-resolution as its underlying proof system

SAT 2022



24:14 Quantified CDCL with Universal Resolution

performed very well, which suggests that the main challenge is proof search, rather than the
strength of the underlying proof system. This is consistent with the excellent performance of
the solver CAQE, whose traces correspond to a restricted version of Q-resolution [43].

Aside from performance, simplicity is a reason to adopt propositional unit propagation
in QCDCL. For instance, it was possible to port clause minimization as implemented in
MiniSat [39] to our system with minimal changes (with the caveat that universal reduction
is currently not taken into account). We hope that a simplified QCDCL algorithm will allow
for SAT techniques to be more easily integrated with solvers, and encourage experimentation.

Finally, there is a good theoretical argument in favor of these new QCDCL algorithms: it
was recently shown that, as a non-deterministic proof system, QCDCL with propositional
unit propagation is able to p-simulate Q-resolution, provided that the decision heuristic
can ignore the variable order in the quantifier prefix [7]. In principle, such liberal decision
policies are also supported by our new versions of QCDCL, through a fortuitous interaction of
propositional unit propagation with dependency learning. Unlike in the original version [33],
learned dependencies play no role in unit propagation, and can only result from out-of-order
decisions where conflict analysis was unable to derive an asserting clause. Dependencies
are added to ensure that the decision heuristic does not keep making the same “mistake”
indefinitely, but this could possibly be achieved by other means, such as randomization.
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Abstract
We present an extension of the OptiLog Python framework. We fully redesign the solvers module to
support the dynamic loading of incremental SAT solvers with support for external libraries. We
introduce new modules for modelling problems into Non-CNF format with support for Pseudo
Boolean constraints, for evaluating and parsing the results of applications, and we add support for
constrained execution of blackbox programs and SAT-heritage integration. All these enhancements
allow OptiLog to become a swiss knife for SAT-based applications in academic and industrial
environments.
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1 Introduction

In the last twenty years, the efficiency of SAT engines (solvers) has experimented a great
success. Actually, they have become the core engines of other higher-level engines: #SAT
(Sharp-SAT), MaxSAT (Maximum Satisfiability), QBF (Quantified Boolean Formulas),
PBO (Pseudo-Boolean Optimization), SMT (Satisfiability Modulo Theories), Model finding,
Theorem proving, ASP (Answer Set Programming), LCG (Lazy Clause Generation), CSP
(Constraint Satisfaction Problems), etc.

Despite the tremendous success of SAT applications in several domains, the access to
these resources by members of other research communities, industrial environments, and
students of undergraduate courses has been rather limited due to the absence of friendly
frameworks. The same story applies to other areas of computer science.

The Python programming language [40], thanks to its simplicity, has dramatically
turned the situation around, becoming the middleware to interconnect many scientific
libraries through Python bindings such as Numpy [24], Pandas [41], scikit-learn [38], Pytorch
[37], Keras [13], etc. This interconnection has definitely allowed to develop more complex
applications and to indirectly justify further the individual utility of each library.

In Constraint Programming we also find several Python applications or bindings such as
CPLEX [25], Gurobi [23], OR-Tools [21], COIN-OR [14], SCIP [19], Z3 [15], PySMT [20],
cnfgen [27], PySAT [26], PyPbLib [32], SAT Heritage [5], OptiLog [2], etc.
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In this paper, we focus on a new release of the OptiLog Python framework [2] for SAT-
based applications with significant contributions. The idea is to make of OptiLog the tool of
choice to support researchers, practitioners, or students along all the development process
that involves modelling the problem, implementing a solving approach, tuning the overall
approach, and evaluating its effectiveness. OptiLog covers all these steps. Moreover, thanks
to its versatility, it can be used to develop other systems not necessarily related to SAT
problems.

The paper is structured as follows: in Section 2 we present the general architecture of
the new OptiLog framework. In Section 3, we present the new Modelling module to define
problems. In Section 4 we describe how the Solvers module has been completely redesigned.
Next, in section 5 we introduce the new BlackBox module to execute external tools within
OptiLog. In Section 6 we describe the new additions to the Tuning module. In Section 7 we
describe the new Running module to execute experiments and parse the results. Finally, we
conclude with Section 8, providing some closing thoughts and future work.

We provide as supplementary material (also available from the OptiLog’s documenta-
tion [31]) a case study with full detail that covers all the steps of the development process.

2 OptiLog Framework Architecture

OptiLog [2] was designed as a Python library for rapid prototyping of SAT-based systems.
However, we will see that it provides features (such as the running and tuning modules) that
can be used in other scenarios not necessarily only for developing constraint programming
systems. In particular, OptiLog provided four main modules for its end-user API: The
Formula module, the PB Encoder module (renamed as Encoder Module), the SAT solver
module, and the Automatic Configuration (AC) module (renamed as Tuning module).

In this paper, we extend OptiLog’s end-user API to ease its usage in education and
industry by providing three new modules: a higher-level modelling language within the
Modelling module, a Running module that simplifies the execution of experiments and their
analysis, and a BlackBox Module that eases the integration of third-party tools. Additionally,
the original Solvers module, which allows executing within OptiLog the C++ libraries of
incremental SAT solvers, has been completely redesigned. Also, the Tuning module that
allows the interconnection with automatic configurators has been extended and integrated
with the new Running module.

OptiLog is the evolution of our PyPbLib [32] package, which is also used by PySAT [26].
OptiLog is now also available through PyPi [18]:

$ pip install optilog

Figure 1 shows the new architecture we propose for OptiLog, a full description on the
current architecture can be found in the OptiLog manual [31]. This architecture supports
the user along the development process:
1. Model the problem into a more richer and compact formalism (combining Non-CNF

Boolean and Pseudo-Boolean expressions) through the Modelling module. And, translate
the model into a formalism supported by constraint programming solvers, e.g. Boolean
formulas in Conjunctive Normal Form (CNF) or Weighted CNF, thanks to the Formula
and Encoders modules.

2. Implement the solving algorithmic approach through: (i) the Solvers module that
allows using External Libraries such as libraries of incremental C++ SAT solvers and,
(ii) the BlackBox module to execute External Tools such as generators, preprocessors,
feature extractors, binaries of other solvers (such as the SAT solvers available from SAT
Heritage [6]), or any other system command, etc.
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3. Tune both the encoding and solving choices from a holistic point of view, through
the Tuning module, to increase the effectiveness of their interconnection on a given
training set.

4. Evaluate the resulting system on a test set thanks to the Running module.

In the following, we describe with further detail the new contributions.

Figure 1 OptiLog’s architecture.

3 Modelling Module

This module provides a rich and compact formalism to model problems. In particular, this
module allows modelling problems with non-CNF Boolean and Pseudo Boolean expressions
that can be automatically transformed into the SAT formula provided by the Formulas
module. The non-CNF expressions are translated into SAT using the Tseitin transformation.
The Pseudo-Boolean expressions are normalized [1] translated into SAT with the additional
use of the Encoders Module. The goal is to come up with a richer formalism, that frees the
user from reimplementing typical transformations to SAT, yet close enough to the formalism
accepted by the solvers in OptiLog. We think that OptiLog can be further used by other
Tools with higher formalism such as Minizinc [34], i.e, sort of OptiLog FlatZinc.

1 a = Bool(’a’)
2 b = Bool(’b’)
3 c = Bool(’c’)
4 e1 = ~a + ~b + ~c < 2
5 e2 = ~(a & b & c)
6 e3 = e1 & e2
7 e4 = If(a, b ^ c)
8 p1 = Problem(e1, name=’p1’)
9 p2 = Problem(e2, name=’p2’)

10 p3 = Problem(e3, name=’p3’)
11 p4 = Problem(e4, name=’p4’)
12 t = TruthTable(p1, p2, p3, p4)
13 t.print()

Figure 2 Basic example of a problem
definition.

| a | b | c | p1 | p2 | p3 | p4 |
+---+---+---+----+----+----+----+
| 0 | 0 | 0 | 0 | 1 | 0 | 1 |
| 0 | 0 | 1 | 0 | 1 | 0 | 1 |
| 0 | 1 | 0 | 0 | 1 | 0 | 1 |
| 0 | 1 | 1 | 1 | 1 | 1 | 1 |
| 1 | 0 | 0 | 0 | 1 | 0 | 0 |
| 1 | 0 | 1 | 1 | 1 | 1 | 1 |
| 1 | 1 | 0 | 1 | 1 | 1 | 1 |
| 1 | 1 | 1 | 1 | 0 | 0 | 0 |

Figure 3 Truth table representation for
p1, p2, p3 and p4.

In Figure 2, we can see a little example of the new modelling formalism. We first define
the Boolean variables that will appear in the formula (lines 1-3). These variables have to be
labelled with an identifier.

Then, in line 4 we create our first expression to encode the constraint ¬a + ¬b + ¬c < 2.
In general, we can directly use the Python logic operators (∼, &, |, ∧) and their counterparts
(Not, And, Or, Xor) to create Boolean expressions and the Python arithmetic operators
(+, −,*, <, <=, >=, >, ==) to create Pseudo-Boolean expressions. We can also use the If,
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Iff classes to create implications and double implications1. Lines 5 and 7 encode the
constraints ¬(a ∧ b ∧ c) and a → (b ⊕ c) respectively, whereas in line 6 we encode the
conjunction of expressions e1 and e2.

Finally, in lines 8-11 we transform the created expressions to instances of the class Problem.
A Problem represents the conjunction of a set of expressions. In this case, we add a single
expression to each Problem, and we name each of the problems to reference them later.

In line 12, as an example of how this package can be used for also for educational purposes,
we create the truth table for our four problems and we print them in line 13 producing the
output shown in Figure 3. This is very useful not only to teach any introductory course on
propositional logic but also to double-check some small formulas.

Lines 14-19 in Figure 4 show how we can use a SAT solver to obtain a solution for our
problem. First of all, we need to translate our formula into CNF DIMACS format [16] which
is the input format for SAT solvers. In line 14, we create an instance of the SAT solver
Glucose41. Then, in line 16, we add the clauses forming our CNF formula to the SAT solver
and execute the solver in line 17. If the input instance is satisfiable we can obtain a model
and decode that model according to the labels of our variables. The resulting model is finally
printed in line 19 obtaining the output: P3 solution: [a, b, ∼c].

13 (...)
14 s = Glucose41()
15 p3_cnf = p3.to_cnf_dimacs()
16 s.add_clauses(p3_cnf.clauses)
17 s.solve()
18 solution = cnf.decode_dimacs(s.model())
19 print(’P3 solution:’, solution)

Figure 4 Example on how to solve p3 and extract its model.

Now, we can also query whether problem p4 is a logic consequence of p3 (p3 entails p4),
i.e., ¬a + ¬b + ¬c < 2, ¬(a ∧ b ∧ c) |= a → (b ⊕ c) which is equivalent to ask whether the
conjunction of all the premises and the negation of the consequence, i.e., (¬a + ¬b + ¬c <

2) ∧ ¬(a ∧ b ∧ c) ∧ ¬(a → (b ⊕ c)) is unsatisfiable. Figure 5 shows how to do it in OptiLog.

19 (...)
20 s = Glucose41()
21 p5_cnf = Problem(e3 & ~e4).to_cnf_dimacs()
22 s.add_clauses(p5_cnf.clauses)
23 print(’Is p5 Satisfiable:’, s.solve())

Figure 5 Logic consequence example.

Since the logic consequence is valid the SAT solver reports the formula is unsatisfiable:
Is p5 Satisfiable: False.

In the OptiLog documentation[31], we can find a more complex application of OptiLog
to model, solve, tune and run the SlitherLink problem2. There exist other modelling python
libraries that can be used to model problems. For example, CPMpy [22] is a library that
allows the representation of matrix-related constraints using Numpy arrays [24]. pyAiger is a
circuit-oriented modelling library to model combinatorial circuits. Although it shares some
similarities with OptiLog’s Modelling module, it lacks some of its higher-level features such
as Pseudo-Boolean expressions support. As future work, we will integrate these libraries into
OptiLog to be used within the Modelling module.

1 These two classes do not naturally map to any Python operator.
2 Also in the appendix attached to this submission.
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4 Solvers Module

The solvers module has been completely redesigned with a more modular philosophy that
allows dynamic solver loading and a more flexible compilation pipeline:
1. Release of the iSAT interface: Within this version the python framework OptiLog is

able to use External Libraries provided they implement a given interface. In particular,
OptiLog releases the iSAT C++ interface to the developer community [30] and welcomes
solver developers to make their C++ SAT solvers compliant with this interface. Now, a
SAT solver compiled with the interface as a shared object (.so file) can be dynamically
loaded into OptiLog. At [30] GitHub repository several examples of solvers implementing
the iSAT interface can be found.

2. Dynamic Solver loading: On import, OptiLog will automatically bind all its incorpor-
ated solvers and the user-provided ones. A user may include a new SAT solver by setting
the OPTILOG_SOLVERS environment variable to the path where the .so files added by the
user are located.

3. Out of the box SAT solver integration: OptiLog integrates several state-of-the-art
SAT solvers as .so files that can be directly used in Python: Cadical 1.0.2 and Cadical
1.5.2 [12], Glucose 4.1 and Glucose 3.0 [7], Picosat [10], Minisat [17] and Lingeling 18 [11].
Unlike in PySAT these solvers can be also parameterized from OptiLog.

4. Fast and Flexible Development: This new way of managing External Libraries
allows fast integration of the solvers by decoupling the solvers from the framework itself.
Moreover, now solver developers are in control of the compilation pipeline, which allows
them to link or include external libraries and modules. On the other hand, PySAT requires
solver developers to implement their interface with a full binding through Python’s C API
and a corresponding Python wrapper class, forcing developers to have extensive knowledge
of Python’s C API. OptiLog’s approach is simpler and less error-prone by removing code
repetition and does not require solver developers to have Python knowledge.
Since the last release, we have also expanded the capabilities of the interface. Now with
automatic support for bz2 compression, solver cloning, SIGINT handling, and multithread
support:

5. Signal handling and multithread support: OptiLog is able to handle SIGINT signals
while providing multithread support by releasing the Global Interpreter Lock (GIL)
before calling solve or propagate, while PySAT cannot handle signals when multithread
support is enabled. This may be a bottleneck for complex SAT-systems where one thread
is executing a SAT solver and other threads are dedicated to other tasks. In this case,
PySAT can not manage signals sent to the SAT solver.
Moreover, OptiLog handles SIGINT signals gracefully, allowing multiple SIGINT signals
to be caught and handled, meanwhile, PySAT implementation blocks and does not throw
exceptions after the first signal.

6. Support for Solver cloning: We have added support for solver cloning. Solver cloning
allows solvers to copy their current state and create a new solver object that is equivalent
to the original. Cloning can involve replicating the internal state of all the data structures
of the solver. The goal is that we can guarantee that the search in the new solver will
evolve exactly as in the original solver at the point where the cloning was performed.

7. Efficient formula loading: In contrast with PySAT, our formula loading methods
are implemented directly in C++, which allows very efficient loading. These formulas
may be loaded into Formula objects or directly into the solvers, avoiding the inefficient
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representation in Python. OptiLog provides support for .cnf and .wcnf files that may be
compressed with gz or bz2. Here we can find a comparison in runtime speed between
PySAT and OptiLog. The benchmark instantiates a Glucose 4.1 solver and loads the
hard clauses of every WCNF instance in the Incomplete Weighted track of the MaxSat
Evaluation 2021. The graph below shows the mean of the loading times of the 33
uncompressed instances that took more than 30 seconds to load on PySAT. OptiLog was
able to load all the instances with less than 12GB of RAM, while PySAT required 36GB.
Their average size of the instances in number of clauses is 34.5M, while their average
size in MB for uncompressed, compressed in .gz, and in .bz2 is 1055.5 MB, 176.37 MB,
and 102.7 MB respectively. Additionally, the largest instance that we used had 132.7M
clauses, and a size of 3.7GB, 501MB, 200MB for its uncompressed version, compressed
with .gz, and .bz2 respectively.
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5 BlackBox Module

Executing External tools such as: generators, preprocessors, feature extractors, binaries of
other solvers, or any other system command, usually becomes a very ad-hoc and contrived
procedure. These are the main contributions:

1. Execution and configuration of External Tools: We have developed the BlackBox
module that allows the execution and parsing of arbitrary programs while running in a
memory and time-constrained environment with the help of the runsolver tool [39]. These
black boxes are also integrated with the Tuning module so that they can be automatically
configured (see section 6). We also provide utilities to parse the output of the execution
of these programs with regular expressions.

2. Integration with Satex: We have further merged the Blackbox module with SAT
Heritage [6]. This allows OptiLog to run any SAT solver developed in SAT Competitions
[9] since 2000. We are in the process of collecting the configurable parameters for these
solvers to enable the tuning of them. We have integrated the wrapper wSatex (see
Figure 1) that acts as a bridge for the SAT Heritage Docker Images. With this wrapper,
OptiLog can call solvers from all the SAT competitions and automatically parse their
output. Solvers can be called with .cnf files or by using the CNF formula, which will
transparently use memory files that do not write to disk for a more efficient resource
usage.
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6 Tuning Module

This module allows the user to define a configuration scenario to tune a given application
(solver, algorithm, function, blackbox, etc). With this scenario OptiLog automatically
generates all the files and resources to run independently an automatic configurator (tuner)
3 (see example in the supplementary material). These are the new features we have added:
1. Automatic deployment of the winning configuration. We have also simplified the

user interaction with the tuning process. Now, the winning configuration reported by
the tuner can be automatically recovered. The user can now get a new instance of the
application properly set to the wining configuration and ready to be executed.

2. Automatic configuration of BlackBoxes. Thanks to the addition of the BlackBox
module, we now allow to automatically configure any of the executables that the BlackBox
module can handle (see section 5). We follow the same interface that we use to configure
Python functions and iSAT solvers, as it can be seen in Figure 6. This addition opens
the door to use OptiLog to ease the configuration process of any External tool and be
applied in other research communities, education programs, or industrial environments.

Configurable

BlackBox

SystemBlackBoxSatexBlackBox

iSAT

...Cadical152Glucose41

Figure 6 Diagram of the Configurable classes in OptiLog.

As we can see in the example on the Slitherlink problem in the documentation and
the supplementary material, by applying the tuner GGA[3] we are able to solve 25% more
instances and we decrease the PAR10 metric by 66%.

7 Running Module

To evaluate the performance of an application (e.g. SAT-based system) we typically evaluate
it on test data-sets (e.g. set of SAT instances) and analyze the results according to some
metric. In this context, a task is the evaluation of the application on a particular data-set.

In this work, we have also extended OptiLog to tackle this tedious and error-prone step
by providing an automatic procedure. This procedure submits all these tasks to (potentially)
any execution environment, collects and parses the output of these tasks, and aggregates the
results. These are the main features of the new Running module:
1. Execution scenario. An execution scenario is defined by: (i) the application(s), (ii)

the data-sets (e.g. SAT instances) that will be used, (iii) the execution limits (CPU,
memory. . . ), and (iv) a submitter script.

2. Running the scenario. In order to execute the scenario, OptiLog will call a submitter
script supplied by the user. OptiLog provides example scripts for executing locally (using
Task Spooler [29]) and in a High Performance Cluster (using Sun Grid Engine [33]), and
potentially on the cloud (currently under development). Note that OptiLog remains
agnostic against execution platforms, thus allowing the user to provide ad-hoc scripts for
custom execution environments without hassle. Upon execution, the logs for each task
will be stored in the scenario directory.

3 We currently support GGA [3] and SMAC [28].
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3. Parsing and aggregating results. Optilog also provides tools to extract information
of the logs, once the experiment has finished. It will read the raw output of each task and
will parse the information that the user specifies using filters. The information is then
presented to the user as a Pandas [41] dataframe. We decided to use this data structure
as, over the years, it has become the de facto standard by data scientists. Its flexibility,
as well as the large support from third-party tools (such as visualization tools), allows
the user to extract insights from the results of the experiment painlessly.
A filter is defined by:

The regular expression for the value to be extracted.
If we want to retrieve all the matches of the regular expression.
If we want to store the timestamp from when the value was reported.
A name for the value. This will correspond to a column in the dataframe.

In particular, for SAT-based solvers that follow a standardized output format, we provide
some templates. Currently, we support SAT solvers and MaxSAT solvers that conform to
the DIMACS output format used by the SAT competition [9] and MaxSAT evaluation [8].
For example, the SAT template comes with filters to detect the satisfiability of a formula
and its model. The MaxSAT filter also detects the cost.

Competition organizers, research groups, etc. have already their own tools, less or more
automatized, to carry out their experiments. This is a very time-consuming part, error-prone
of the research process and a non-negligible task of software engineering. Even in the same
research group or community different individuals reinvent the wheel systematically when it
has to do with managing experiments.

OptiLog aims to provide a common baseline so that we can all build on top and mitigate
the impact of this step in the development process. Moreover, having this common base we
enforce the reproducibility and trust on experimental results.

8 Conclusions and Future Work

We have presented new extensions for the framework OptiLog which opens a new range
of applications. These new applications range from supporting researchers, educators, and
practitioners to create more ambitious end-to-end applications cases where SAT plays a key
role. OptiLog allows to focus our energy on modelling and solving problem issues while still
being able to carry out comprehensive experimental studies involving also tuning steps.

As future work, we plan to enrich the OptiLog framework. From a more technical
perspective, we plan to extend it with support for distributed algorithms (including cloud
computing) and a new module for metaheuristic algorithms. From a more educational point
of view, we will generate a database of course assignments with instructions for educators
and students including autograders.

References
1 Amir Aavani. Translating pseudo-boolean constraints into cnf. In Karem A. Sakallah and

Laurent Simon, editors, Theory and Applications of Satisfiability Testing - SAT 2011, pages
357–359, Berlin, Heidelberg, 2011. Springer Berlin Heidelberg.

2 Carlos Ansótegui, Jesus Ojeda, António Pacheco, Josep Pon, Josep M. Salvia, and Eduard
Torres. Optilog: A framework for sat-based systems. In Chu-Min Li and Felip Manyà, editors,
Theory and Applications of Satisfiability Testing - SAT 2021 - 24th International Conference,
Barcelona, Spain, July 5-9, 2021, Proceedings, volume 12831 of Lecture Notes in Computer
Science, pages 1–10. Springer, 2021. doi:10.1007/978-3-030-80223-3_1.

https://doi.org/10.1007/978-3-030-80223-3_1


J. Alòs, C. Ansótegui, J. M. Salvia, and E. Torres 25:9

3 Carlos Ansótegui, Josep Pon, and Meinolf Sellmann. Boosting evolutionary algorithm
configuration. Annals of Mathematics and Artificial Intelligence, 2021. doi:10.1007/
s10472-020-09726-y.

4 Carlos Ansótegui, Josep Pon, Meinolf Sellmann, and Kevin Tierney. Pydgga: Distributed gga
for automatic configuration. In Chu-Min Li and Felip Manyà, editors, Theory and Applica-
tions of Satisfiability Testing – SAT 2021, pages 11–20, Cham, 2021. Springer International
Publishing.

5 Gilles Audemard, Loïc Paulevé, and Laurent Simon. SAT heritage: A community-driven effort
for archiving, building and running more than thousand SAT solvers. In Luca Pulina and
Martina Seidl, editors, Theory and Applications of Satisfiability Testing - SAT 2020 - 23rd
International Conference, Alghero, Italy, July 3-10, 2020, Proceedings, volume 12178 of Lecture
Notes in Computer Science, pages 107–113. Springer, 2020.

6 Gilles Audemard, Loïc Paulevé, and Laurent Simon. Sat heritage: A community-driven effort
for archiving, building and running more than thousand sat solvers. In Luca Pulina and
Martina Seidl, editors, Theory and Applications of Satisfiability Testing – SAT 2020, pages
107–113, Cham, 2020. Springer International Publishing.

7 Gilles Audemard and Laurent Simon. Predicting learnt clauses quality in modern sat solvers.
In Proceedings of the 21st International Jont Conference on Artifical Intelligence, IJCAI’09,
pages 399–404, San Francisco, CA, USA, 2009. Morgan Kaufmann Publishers Inc.

8 Fahiem Bacchus, Jeremias Berg, Matti Järvisalo, and Ruben Martins, editors. MaxSAT
Evaluation 2021: Solver and Benchmark Descriptions. Department of Computer Science
Report Series B. Department of Computer Science, University of Helsinki, Finland, 2021.

9 Tomáš Balyo, Nils Froleyks, Marijn Heule, Markus Iser, Matti Järvisalo, and Martin Suda,
editors. Proceedings of SAT Competition 2021: Solver and Benchmark Descriptions. Depart-
ment of Computer Science Report Series B. Department of Computer Science, University of
Helsinki, Finland, 2021.

10 Armin Biere. Picosat essentials. Journal on Satisfiability, Boolean Modeling and Computation,
4(2-4):75–97, 2008.

11 Armin Biere. Lingeling, plingeling and treengeling entering the sat competition 2013. Proceed-
ings of SAT competition, 2013:1, 2013.

12 Armin Biere, Katalin Fazekas, Mathias Fleury, and Maximillian Heisinger. CaDiCaL, Kissat,
Paracooba, Plingeling and Treengeling entering the SAT Competition 2020. In Tomas Balyo,
Nils Froleyks, Marijn Heule, Markus Iser, Matti Järvisalo, and Martin Suda, editors, Proc. of
SAT Competition 2020 – Solver and Benchmark Descriptions, volume B-2020-1 of Department
of Computer Science Report Series B, pages 51–53. University of Helsinki, 2020.

13 Francois Chollet et al. Keras, 2015. URL: https://github.com/fchollet/keras.
14 COIN-OR Foundation. Computational infrastructure for operations research. https://www.

coin-or.org/, 2016.
15 Leonardo De Moura and Nikolaj Bjørner. Z3: An efficient SMT solver. In International

conference on Tools and Algorithms for the Construction and Analysis of Systems, pages
337–340. Springer, 2008.

16 dimacs.rutgers.edu. Dimacs cnf suggested format, 2021. URL: http://www.cs.ubc.ca/~hoos/
SATLIB/Benchmarks/SAT/satformat.ps.

17 Niklas Eén and Niklas Sörensson. An extensible sat-solver. In Enrico Giunchiglia and Armando
Tacchella, editors, Theory and Applications of Satisfiability Testing, pages 502–518, Berlin,
Heidelberg, 2004. Springer Berlin Heidelberg.

18 Python Software Fundation. Python package index - pypi. URL: https://pypi.org/.
19 Gerald Gamrath, Daniel Anderson, Ksenia Bestuzheva, Wei-Kun Chen, Leon Eifler, Maxime

Gasse, Patrick Gemander, Ambros Gleixner, Leona Gottwald, Katrin Halbig, Gregor Hendel,
Christopher Hojny, Thorsten Koch, Pierre Le Bodic, Stephen J. Maher, Frederic Matter,
Matthias Miltenberger, Erik Mühmer, Benjamin Müller, Marc E. Pfetsch, Franziska Schlösser,
Felipe Serrano, Yuji Shinano, Christine Tawfik, Stefan Vigerske, Fabian Wegscheider, Dieter
Weninger, and Jakob Witzig. The SCIP Optimization Suite 7.0. ZIB-Report 20-10, Zuse
Institute Berlin, March 2020.

SAT 2022

https://doi.org/10.1007/s10472-020-09726-y
https://doi.org/10.1007/s10472-020-09726-y
https://github.com/fchollet/keras
https://www.coin-or.org/
https://www.coin-or.org/
http://www.cs.ubc.ca/~hoos/SATLIB/Benchmarks/SAT/satformat.ps
http://www.cs.ubc.ca/~hoos/SATLIB/Benchmarks/SAT/satformat.ps
https://pypi.org/


25:10 OptiLog V2: Model, Solve, Tune and Run

20 Marco Gario and Andrea Micheli. Pysmt: a solver-agnostic library for fast prototyping of
smt-based algorithms. In SMT Workshop 2015, 2015.

21 Google. Google OR-Tools. https://developers.google.com/optimization, 2021.
22 T. Guns. Increasing modeling language convenience with a universal n-dimensional array,

CPpy as python-embedded example. In The 18th workshop on Constraint Modelling and
Reformulation at CP (ModRef 2019), 2019. URL: https://github.com/CPMpy/cpmpy.

23 Gurobi Optimization. Gurobi. https://www.gurobi.com/, 2021.
24 Charles R. Harris, K. Jarrod Millman, Stéfan J. van der Walt, Ralf Gommers, Pauli Virtanen,

David Cournapeau, Eric Wieser, Julian Taylor, Sebastian Berg, Nathaniel J. Smith, Robert
Kern, Matti Picus, Stephan Hoyer, Marten H. van Kerkwijk, Matthew Brett, Allan Haldane,
Jaime Fernández del Río, Mark Wiebe, Pearu Peterson, Pierre Gérard-Marchant, Kevin
Sheppard, Tyler Reddy, Warren Weckesser, Hameer Abbasi, Christoph Gohlke, and Travis E.
Oliphant. Array programming with NumPy. Nature, 585(7825):357–362, September 2020.
doi:10.1038/s41586-020-2649-2.

25 IBM. IBM ILOG CPLEX. https://www.ibm.com/products/ilog-cplex-optimization-
studio, 2021.

26 Alexey Ignatiev, Antonio Morgado, and Joao Marques-Silva. PySAT: A Python toolkit for
prototyping with SAT oracles. In SAT, pages 428–437, 2018.

27 Massimo Lauria, Jan Elffers, Jakob Nordström, and Marc Vinyals. Cnfgen: A generator of
crafted benchmarks. In Serge Gaspers and Toby Walsh, editors, Theory and Applications of
Satisfiability Testing - SAT 2017 - 20th International Conference, Melbourne, VIC, Australia,
August 28 - September 1, 2017, Proceedings, volume 10491 of Lecture Notes in Computer
Science, pages 464–473. Springer, 2017.

28 Marius Lindauer, Katharina Eggensperger, Matthias Feurer, André Biedenkapp, Difan Deng,
Carolin Benjamins, Tim Ruhkopf, René Sass, and Frank Hutter. Smac3: A versatile bayesian
optimization package for hyperparameter optimization, 2021. arXiv:2109.09831.

29 Lluis Batlle i Rossell. Task spooler man page, 2021. URL: http://manpages.ubuntu.com/
manpages/xenial/man1/tsp.1.html.

30 Logic and Optimization Group. OptiLog C++ Interface for Python bindings. https://github.
com/optilog/OptiLogFrameworkInterface. Accessed: 2022-02-26.

31 Logic and Optimization Group. OptiLog official documentation, 2022. URL: http://ulog.
udl.cat/static/doc/optilog/html/index.html.

32 Logic Optimization Group. PyPBLib: PBLib Python3 bindings. https://pypi.org/project/
pypblib/, 2018. Described in OptiLog [2].

33 W. Gentzsch (Sun Microsystems). Sun grid engine: Towards creating a compute power grid. In
Proceedings of the 1st International Symposium on Cluster Computing and the Grid, CCGRID
’01, page 35, USA, 2001. IEEE Computer Society.

34 Nicholas Nethercote, Peter J. Stuckey, Ralph Becket, Sebastian Brand, Gregory J. Duck,
and Guido Tack. Minizinc: Towards a standard cp modelling language. In In: Proc. of
13th International Conference on Principles and Practice of Constraint Programming, pages
529–543. Springer, 2007.

35 Nikoli. Nikoli’s slitherlink webpage, 2021. URL: https://www.nikoli.co.jp/en/puzzles/
slitherlink.html.

36 The pandas development team. pandas-dev/pandas: Pandas, February 2020. doi:10.5281/
zenodo.3509134.

37 Adam Paszke, Sam Gross, Francisco Massa, Adam Lerer, James Bradbury, Gregory Chanan,
Trevor Killeen, Zeming Lin, Natalia Gimelshein, Luca Antiga, Alban Desmaison, Andreas Kopf,
Edward Yang, Zachary DeVito, Martin Raison, Alykhan Tejani, Sasank Chilamkurthy, Benoit
Steiner, Lu Fang, Junjie Bai, and Soumith Chintala. Pytorch: An imperative style, high-
performance deep learning library. In H. Wallach, H. Larochelle, A. Beygelzimer, F. d'Alché-
Buc, E. Fox, and R. Garnett, editors, Advances in Neural Information Processing Systems 32,
pages 8024–8035. Curran Associates, Inc., 2019.

https://developers.google.com/optimization
https://github.com/CPMpy/cpmpy
https://www.gurobi.com/
https://doi.org/10.1038/s41586-020-2649-2
https://www.ibm.com/products/ilog-cplex-optimization-studio
https://www.ibm.com/products/ilog-cplex-optimization-studio
http://arxiv.org/abs/2109.09831
http://manpages.ubuntu.com/manpages/xenial/man1/tsp.1.html
http://manpages.ubuntu.com/manpages/xenial/man1/tsp.1.html
https://github.com/optilog/OptiLogFrameworkInterface
https://github.com/optilog/OptiLogFrameworkInterface
http://ulog.udl.cat/static/doc/optilog/html/index.html
http://ulog.udl.cat/static/doc/optilog/html/index.html
https://pypi.org/project/pypblib/
https://pypi.org/project/pypblib/
https://www.nikoli.co.jp/en/puzzles/slitherlink.html
https://www.nikoli.co.jp/en/puzzles/slitherlink.html
https://doi.org/10.5281/zenodo.3509134
https://doi.org/10.5281/zenodo.3509134


J. Alòs, C. Ansótegui, J. M. Salvia, and E. Torres 25:11

38 F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blondel,
P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau, M. Brucher,
M. Perrot, and E. Duchesnay. Scikit-learn: Machine learning in Python. Journal of Machine
Learning Research, 12:2825–2830, 2011.

39 Olivier Roussel. Controlling a solver execution: the runsolver tool. JSAT, 7:139–144, November
2011. doi:10.3233/SAT190083.

40 Guido Van Rossum and Fred L. Drake. Python 3 Reference Manual. CreateSpace, Scotts
Valley, CA, 2009.

41 Wes McKinney. Data Structures for Statistical Computing in Python. In Stéfan van der
Walt and Jarrod Millman, editors, Proceedings of the 9th Python in Science Conference, pages
56–61, 2010. doi:10.25080/Majora-92bf1922-00a.

42 Takayuki Yato. On the np-completeness of the slither link puzzle. IPSJ SIGNotes ALgorithms,
74:25–32, 2000.

A Preliminaries

▶ Definition 1. A literal is a propositional variable x or a negated propositional variable ¬x.
A clause is a disjunction of literals. A formula in Conjunctive Normal Form (CNF) is a
conjunction of clauses.

▶ Definition 2. A truth assignment for an instance ϕ is a mapping that assigns to each
propositional variable in ϕ either 0 (False) or 1 (True). A truth assignment is partial if the
mapping is not defined for all the propositional variables in ϕ.

▶ Definition 3. A truth assignment I satisfies a literal x (¬x) if I maps x to 1 (0); otherwise,
it is falsified. A truth assignment I satisfies a clause if I satisfies at least one of its literals;
otherwise, it is violated or falsified. A truth assignment that satisfies all the clauses of a
CNF formula is a model.

▶ Definition 4. The SAT problem asks whether there exists a model for a CNF formula. If
that is the case, the formula is said to be satisfiable, otherwise it is unsatisfiable.

▶ Definition 5. An unsatisfiable core is a subset of clauses of a SAT instance that is
unsatisfiable.

▶ Definition 6. Let A and B be SAT instances. A |= B denotes that A entails B, i.e. all
assignments satisfying A also satisfy B. It holds that A |= B iff A ∧ ¬B is unsatisfiable.

▶ Definition 7. A pseudo-Boolean (PB) constraint is a Boolean function of the form∑n
i=1 qili ⋄k, where k and the qi are integer constants, li are literals, and ⋄ ∈ {<, ≤, =, ≥, >}.

A Cardinality (Card) constraint is a PB constraint where all qi are equal to 1.

B Example: Modelling, Solving, Tuning and Running the Slitherlink
Problem using OptiLog

In these sections, we show how to model, solve, tune and run a concrete problem using
OptiLog. We focus on the Slitherlink problem, originally invented by Nikoli [35] which was
shown to be NP-Compete in [42]. We assume that OptiLog is installed, and runsolver [39]
exists in the PATH. For more implementation details see the official documentation [31].
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Modelling the Slitherlink problem

In the Slitherlink problem, we are given an n × m grid. A cell in the grid can be empty or
contain a number between 0 and 3. Each cell has 4 associated edges (its borders). The goal
is to select a set of edges among all cells such that: (1) if a cell has a number k, then k of its
edges have to be selected; and (2) the selected edges form exactly one cycle that does not
cross itself.

Figure 7 Problem representation (left) and solution (right).

In Figure 7 we can see an example of the Slitherlink problem and its only correct solution.
Figure 8 shows the code needed to model the problem into a SAT instance. We generate a
Problem (line 2) instance where the constraints are added (lines 7, 13). Then, we convert
this Problem to a CNF formula (line 14). Notice that this model is not taking into account
the fact that there has to be exactly one cycle.

1 def encode_slitherlink(sl):
2 p = Problem()
3 # Vertex Constraints: ensure the path is contiguous
4 for i in range(sl.m + 1):
5 for j in range(sl.n + 1):
6 edges = sl.vertex_edges(i, j) # edges that intersect at vertex i,j
7 p.add_constr((Add(edges) == 0) | (Add(edges) == 2))
8 # Cell Constraints
9 for j, row in enumerate(sl.cells):

10 for i, cell in enumerate(row):
11 if cell == None: continue
12 edges = sl.cell_edges(i, j)
13 p.add_constr(Add(edges) == cell)
14 return p.to_cnf_dimacs()

Figure 8 Encoding to SAT for the Slitherlink problem.

Solving the Slitherlink problem

In this section, we describe an incremental SAT-based solving approach (implemented in
function solve_slitherlink of Figure 9) for the Slitherlink problem. We use the encoding
described in the previous section to obtain a solution to the CNF formula generated in line 3
that guarantees that for each cell exactly the amount of edges described by the number
associated with the cell are selected and they form a continuous path.
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1 def solve_slitherlink(instance, seed):
2 sl = SlitherLink(instance)
3 cnf = encode_slitherlink(sl)
4 s = Cadical()
5 s.set(’seed’, seed)
6 s.add_clauses(cnf.clauses)
7 while s.solve() is True:
8 n_cycles = sl.manage_cycles(s, cnf)
9 if n_cycles > 1: continue

10 print(’s YES’, flush=True)
11 return cnf.decode_dimacs(s.model())
12 print(’s NO’, flush=True)
13
14 def manage_cycles(self, solver, cnf):
15 model = solver.model()
16 cycles = self.find_cycles(cnf.decode_dimacs(model))
17 if len(cycles) > 1:
18 for cycle in cycles:
19 clause = [~edge for edge in cycle]
20 solver.add_clause(cnf.to_dimacs(clause))
21 return len(cycles)

Figure 9 Incremental SAT-based approach to solve the Slitherlink problem.

Lines 4 to 6 instantiate the SAT solver with a seed, where the clauses generated in
Figure 8 are added. Then, we iteratively query the SAT solver (line 7) to provide a solution
(a model). In line 8, we call manage_cycles that checks the number of cycles reported by the
SAT solver solution and adds to the SAT solver the clauses that forbid these cycles in the
solution. Then, if only one cycle was found we are done and we have found a solution. We
return the solution once decoded the model provided by the SAT solver (line 11). Otherwise,
we will exit the main loop (line 7) if there is not a solution with just one cycle and we report
the problem has no solution.

Tuning with OptiLog

Now that we have concluded the modelling and solving part for the Slitherlink problem, we
can try to improve its performance by tuning our algorithm. In particular, we found that
the Cadical SAT solver has a total of 146 discrete finite domain parameters that would be of
interest to configure. In order to do so, we will use OptiLog’s Tuning module.

The first thing we need to do is to update the solve_slitherlink function to receive a
Cadical SAT solver with its parameters already set, which we achieve by using CfgCls from
the Tuning module, as shown in line 2 of Figure 10.

1 @ac
2 def solve_slitherlink(instance, seed, Solver: CfgCls(Cadical)):
3 sl = SlitherLink(instance)
4 cnf = encode_slitherlink(sl)
5 s = Solver()
6 s.set("seed", seed)
7 s.add_clauses(cnf.clauses)
8 (...)

Figure 10 Modifications in solve_slitherlink to configure the Cadical SAT solver.
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Introducing this change to the function signature does not produce any change to how it
was called before4, so there is no need to modify any of the calls to solve_slitherlink.

Then, we can proceed to create an automatic configuration scenario as shown in Figure 11.
In this example, we will use the GGAConfigurator class to generate the scenario files for
PyDGGA [3, 4]. The following configuration describes a GGA scenario with a PAR10
score5, a memory and time limits for execution of 6GB and 300s respectively, and a total
configuration time limit of 4 hours. The configurator will be trained on a set of 100 random
instances different to the ones used to evaluate its performance. Finally, we generate the
scenario at the directory gga_scenario.

1 from optilog.tuning.configurators import GGAConfigurator
2 from optilog.blackbox import ExecutionConstraints
3 from slitherlink import solve_slitherlink
4
5 time_limit = 300
6 configurator = GGAConfigurator(
7 solve_slitherlink, global_cfgcalls=[solve_slitherlink],
8 input_data="instances/training/*.txt", run_obj="runtime",
9 data_kwarg="instance", seed_kwarg="seed", seed=1,

10 cost_min=0, cost_max=10 * time_limit,
11 tuner_rt_limit=60 * 60 * 4,
12 constraints=ExecutionConstraints(memory=f’6G’, wall_time=time_limit),
13 )
14 configurator.generate_scenario("./gga_scenario")

Figure 11 Script to generate the tuning scenario for GGA.

We configured Cadical with PyDGGA 1.5.8 on a computer cluster with Intel Xeon Silver
4110 CPUs at 2.1GHz cores with 4 parallel processes each. Once the automatic configuration
process has finished, we can automatically extract the best configuration found by GGA by
using the GGAParser functionality of OptiLog’s Tuner module, as shown in Figure 12.

1 from optilog.tuning.configurators.utils import GGAParser
2
3 parser = GGAParser("<GGA output log>")
4 parser.save_configs("./configs", "./gga_scenario", name="best-conf")

Figure 12 Script to parse the best configuration found by the GGA tuner.

This function extracts the best configuration found by GGA and creates the executable
./configs/best-conf.sh with the function solve_slitherlink properly set to the best
configuration. With this final step we have all the required pieces to evaluate and compare
the final performance of our approach by using the OptiLog’s Running module.

Running Experiments
We are interested on comparing the performance of the default configuration with the
tuned configuration of our solve_slitherlink function. To achieve that we will create an
execution scenario by using OptiLog’s Running module, as shown in Figure 13.

First, we describe the settings of our scenario. In particular, we will run the default
configuration by executing the slitherlink.py file, and the tuned configuration found by
GGA (with the wrapper generated by the Tuning module). The problem instances are

4 Although we added a new parameter, CfgCls will automatically add a default value.
5 PAR10 score for a given time limit T is a hybrid measure, defined as the average of the runtimes for

solved instances and of 10 × T for unsolved instances.
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1 from optilog.running import SolverRunner
2 from optilog.blackbox import ExecutionConstraints
3
4 runner = SolverRunner(
5 solvers={"default": "slitherlink.py", "gga": "./configs/best-conf.sh"},
6 tasks="./instances/test/*.txt", scenario_dir=f"./default_running",
7 submit_file="./enque.sh",
8 constraints=ExecutionConstraints(memory=f’6G’, wall_time=300),
9 slots=1, seeds=[1, 2, 3], unbuffer=False, runsolver=False,

10 )
11 runner.generate_scenario()

Figure 13 Execution scenario for the Slitherlink problem.

located by expanding the glob ./instances/test/*.txt. Other execution constraints such
as the time and memory limits can be set, as well as the number of slots. A list of seeds is
provided to the seeds parameter such that each experiment will be executed for each of the
seeds.

OptiLog provides a computing-agnostic running environment. The submit_file para-
meter points to the script that launches each task6 to the computing backend.

Finally, the method generate_scenario() in line 11 of Figure 13 creates an scenario
directory containing all the necessary settings to run the experiments (by default it will create a
directory called default_running). Then, the user can easily run these experiments by using
the optilog-scenario command provided by OptiLog. Unless a specific directory for storing
the logs is indicated using the logs parameter, the directory ./default_running/logs will
be automatically created.

Processing Experimental Results
We include in OptiLog a new functionality within the Running module to automatically
process the logs of the experiments. Figure 14 shows the code to parse the logs for the
Slitherlink problem and its output.

1 >>> from optilog.running import ParsingInfo, parse_scenario
2
3 >>> pi = ParsingInfo()
4 >>> pi.add_filter("res", r"^s (.+)", timestamp=True)
5 >>> df = parse_scenario("./default_running", parsing_info=pi)
6
7 >>> def solved(col): return (col == "YES").sum() / col.shape[0]
8 >>> def parK(col, k=10): return col.fillna(1000 * 300 * k).mean()
9

10 >>> def stats(df, solver):
11 ... print("* Pctg solved:", df[(solver, "res")].agg(solved))
12 ... print("* PAR10:", df[(solver, "time_res")].agg(parK), end="\n\n")
13
14 >>> stats(df, "default")
15 * Pctg solved: 0.51
16 * PAR10: 1541310.3933333333
17 >>> stats(df, "gga")
18 * Pctg solved: 0.87
19 * PAR10: 520862.7966666667

Figure 14 Log processing for the Slitherlink experiment in Figure 13.

6 We provide some example scripts for submitting jobs on OptiLog’s official documentation [31].
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The experiments are parsed line by line following a set of filters that are described with
a ParsingInfo object. A ParsingInfo object is instantiated (line 3), where we add filters
(line 4) to parse the ouptut (specifically ’s YES’ or ’s NO’ lines), and also records the time
at which the result is reported in milliseconds. The parse_scenario function (line 5) parses
the result of the experiments and returns a Pandas [36] dataframe with the parsed data.

Lines 7-12 process the experiment results by using some basic Pandas functions. Finally,
lines 14-19 show the final results of our experiments. In particular, we found that the
automatic configuration of the solve_slitherlink function allows us to solve about 25%
more instances than the default configuration, and improves the PAR10 score by about 66%.
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Abstract
Core-guided solvers are among the best performing algorithms for solving maximum satisfiability
problems. These solvers perform a sequence of relaxations of the formula to increase the lower
bound on the optimal solution at each relaxation step. In addition, the relaxations allow generating
a large set of minimal cores (MUSes) of the original formula. However, properties of these cores
in relation to the optimization objective have not been investigated. In contrast, minimum hitting
set based solvers (MaxHS) extract a set of cores that are known to have properties related to the
optimization objective, e.g., the size of the minimum hitting set of the discovered cores equals
the optimum when the solver terminates. In this work we analyze minimal cores and minimum
correction sets (MinCSes) of the input formula and its sub-formulas that core-guided solvers produce.
We demonstrate that a set of MUSes that a core-guided algorithm discovers possess the same key
properties as cores extracted by MaxHS solvers. For instance, we prove the size of a minimum hitting
set of these cores equals the optimal cost. We also show that it discovers all MinCSes of special
subformulas of the input formula. We discuss theoretical and practical implications of our results.
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1 Introduction

The MaxSat problem takes a set of inconsistent constraints as an input. The goal is to find a
solution that minimizes the number of violated constraints. There are a number of successful
applications of MaxSat technologies in real-world applications, including software package
upgrade and debugging, bioinformatics, timetabling, planning, and scheduling [24, 16, 15, 18].

The past decade has witnessed a significant performance leap in MaxSat solving al-
gorithms, which now scale to millions of Boolean constraints. There are two state-of-the-art
families of MaxSat solvers that perform well on industrial instances [13, 10, 23, 14, 3, 11, 7].
The first one is the MaxHS family of solvers that employ hitting set computations as a
sub-routine [11, 4, 7]. The idea is to gradually unveil the structure of unsatisfiable cores of
the original formula and explore ways to fix them using the minimum hitting set formulation.
Correctness of the algorithm relies on several properties of these cores, e.g. the size of the
minimum hitting set of the discovered cores equals the optimum when MaxHS terminates.

The second type of solvers is called core-guided solvers [12, 19, 17, 13]. These solvers
perform a sequence of relaxations of the original formula using cardinality constraints and
formula transformations (relaxations). These transformations are driven by inconsistencies
of relaxed formulas. It has been shown that, similar to MaxHS solvers, core-guided solvers
implicitly discover a set of minimal unsatisfiable cores of the original formula. However, in
contrast to MaxHS solvers, little is known about how the discovered cores relate to the optimal
cost. Research on investigating characteristics of intermediate relaxed formulas produced by
core-guided solvers is sparse with a few exceptions. For example, Morgado et al. [20] show
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that when a core-guided solver terminates all solutions of the relaxed formula correspond
exactly to minimum correction sets of the input formula. A relation between cores of the
original formulas and transformed formulas was demonstrated in [6].

In this work we focus on properties of relaxed formulas produced by core-guided solvers.
More concretely, we perform our analysis through the lens of unsatisfiable cores and correction
sets of original (sub)formulas that can be obtained from these relaxed formulas during
executions. Our first set of results show that cores of the original formula that core-guided
solvers extract have the same key properties as the core structure obtained by MaxHS solvers.
We carry out a detailed analysis of relaxed formulas obtained by core-guided solvers to
prove these properties. This is an interesting result, as it shows that there is an intrinsic
connection between these two search paradigms that operate in very different ways. Our
second set of results is to analyze both core-related and correction-set-related characteristics
of relaxed formulas. Finally, we discuss theoretical and practical implications of our findings.
For example, we argue that minimal cores extracted by a core-guided solver can be used as
an alternative certificate for the optimal solution. We demonstrate that these cores can be
used to rewrite cardinality constraints to reduce the total number of relaxation variables, or
improve the minimization procedure of unsatisfiable subsets obtained at each iterations.

2 Background

Basic definitions. A maximum satisfiability problem consists of a set of soft clauses Fs =
{C1, . . . , Cm} and a set of hard clauses Fh = {Cm+1, . . . , Cm+m′} over a set of Boolean
variables. We denote vars(ψ) a set of variables in clauses of ψ. W.l.o.g., we assume that
Fh is SAT and Fs ∧ Fh is UNSAT. A literal l is either a variable x ∈ vars(Fs ∪ Fh) or its
negation x. A clause C is a disjunction of literals (l1 ∨ · · · ∨ ln). It is often useful to treat
clause literals as a set instead of a disjuction. Thus, l ∈ C means that C contains a disjunct
l, and the intersection C1 ∩ C2 is the disjunction of literals that are both in C1 and C2. An
assignment I is a mapping vars(Fs ∪Fh) 7→ {0, 1}. A clause C is satisfied by an assignment,
I(C) = 1, iff I(l) = 1 for some l ∈ C, otherwise C is falsified by I and I(C) = 0. A set
of clauses Fs is satisfied by an assignment, I(Fs) = 1, iff I(C) = 1 for all C ∈ Fs. I is a
solution of MaxSat if it satisfies all hard clauses Fh. I is an optimal solution if it minimizes
the number of violated clauses.

We define important subsets of clauses for unsatisfiable formulas: a minimal unsatisfiable
core and a minimum correction set.

▶ Definition 1 (Core). An unsatisfiable core is a subset of clauses core ⊆ Fs such that
core ∧ Fh is unsatisfiable.

▶ Definition 2 (Correction Set). A correction set is a subset of clauses cs ⊆ Fs such that
Fh ∧ (Fs \ cs) is satisfiable.

▶ Example 3. Suppose we have four soft clauses Fs : {(x1), (x̄1), (x2), (x̄1 ∨ x̄2)}. An example
of a core is core = {(x1), (x̄1), (x2)} as it is an unsatisfiable subset of clauses. An example of
a correction set is cset = {(x̄1), (x2)}, since if we remove these clauses the remaining formula,
{(x1), (x̄1 ∨ x̄2)}, is satisfiable. ⌟

▶ Definition 4 (Minimal Core). A core is minimal, or MUS, if no proper subset is a core.

▶ Definition 5 (Minimum Correction Set). A correction set is minimum, or MinCS, if no
other correction set has a smaller cardinality.
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Iteration 0

Iteration 1

Iteration 2

Iteration 3

Figure 1 Iteration 0: the cores structure in Example 7 represented as a hyper-graph. Each
hyper-edge (a rectangle) corresponds to a core. Iterations 1-3: a visualization of an execution of PM1

from Example 10. It shows how unsatisfiable subsets of the original problem evolve as PM1 relaxes
the formula.

The notions of minimum cores and minimal correction sets can also be defined, but we do
not use them in this paper.

▶ Example 6. Continue with Example 3. An example of a minimal core is MUS =
{(x1), (x̄1)}. An example of a minimum correction set is MinCS = {(x1)}. ⌟

Next, we introduce our running example.

▶ Example 7 (Running example). Consider a MaxSat problem with 8 soft clauses Fs =
{C1, . . . , C8}. We assume that there are hard clauses Fh but we do not need to specify them.
Suppose there are 5 minimal cores:

{{C1, C3}, {C2, C4}, {C6, C8}, {C7, C8}, {C3, C4, C5, C6, C7}}.

There are several MinCSes here, e.g. {C1, C4, C8}. Hence, the optimal solution is 3 in this
case. Figure 1 (“Iteration 0”) visualizes this example with a graph where each soft clause
corresponds to a node. Each core is a hyper-edge highlighted using a rectangle. ⌟

The core-guided solvers introduce relaxation variables b that are added to the original
clauses. For example, an original clause C1 can be replaced with C = (C1 ∨ b2 ∨ b3), where
b2, b3 are relaxation variables. We denote C without relaxation variables as C⇓ and the set of
relaxation variables in C as rel(C), so (C1 ∨ b2 ∨ b3)⇓ = C1 and rel(C1 ∨ b2 ∨ b3) = {b2, b3}.
Note that C = C⇓ ∪ rel(C). Let ψ be a formula that contains relaxed clauses. We denote
the set of original clauses that are contained in ψ as ψ⇓: ψ⇓ = {C⇓ | C ∈ ψ}.

Next, we introduce two oracle procedures all-mus(ψ) and all-mincs(ψ) that enumerate
all minimal cores and minimum correction sets for a given sub-formula ψ respectively.
Standard enumeration algorithms can be used to implement these procedures [5, 15, 22].

all-mus(ψ) ={S | S ⊆ ψ⇓, S ∧ Fh is UNSAT and S is minimal}
all-mincs(ψ) ={T | T ⊆ ψ⇓, (ψ⇓ \ T ) ∧ Fh is SAT and T is minimum}

Note that if ψ is a relaxed formula produced by a core-guided solver, we project ψ to the
original clauses ψ⇓ before cores/correction sets are enumerated by these oracles. Next we
introduce hitting sets, which is a central notion in the MaxHS algorithm.
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▶ Definition 8. Let S = {S1, . . . , Sk} be a set of sets of items, where U = ∪k
i=1Si is the

universe of items. HS is a hitting set iff HS ⊆ U and HS ∩ Si ̸= {}, i ∈ [1, k]. A minimum
hitting set, MinHS, is a hitting set of the smallest cardinality.

There is a well-known duality between minimal cores and minimal correction sets. Each
minimal core hits each minimal correction set and vice versa [24].

3 Two MaxSAT algorithms

We describe standard versions of MaxHS and PM1 algorithms for solving MaxSat [11, 12].
We investigate how these algorithms behave given an input MaxSat formula ψ. Given a
MaxSat algorithm and an input formula ψ, we refer to the trace of all data-structure values
during the algorithm execution on ψ as an execution of the algorithm. This includes all cores
that the algorithm finds, all transformations of relaxed formulas, cardinality constraints, etc.

Algorithm 1 MaxHS.
Input: Fs, Fh

Output: optcost

1 i = 0, h-coresi = {}
2 while true do
3 hsi = MinHS(h-cores)
4 lbi = |hsi|
5 (r, coresi) = min-cores-maxhs(Fs ∧ Fh, hsi)
6 if r then
7 return lbi

8 h-coresi+1 = h-coresi ∪ coresi

9 i = i + 1

Algorithm 2 PM1.
Input: Fs, Fh

Output: optcost

1 i = 0, F i
s = Fs, cards0 = {}, p-coresi = {}

2 while true do
3 (r, mi, I) = SolveSAT(F i

s ∧ Fh ∧ cardsi)
4 if r then
5 break
6 F i+1

s , cardsi+1, p-coresi+1 =

7 Relax(F i
s , mi, cardsi, p-coresi )

8 i = i + 1, lbi = i
9 return i

Algorithm 3 Relax.

Input: F i
s , mi, cardsi, p-coresi

Output: F i+1
s , cardsi+1, p-coresi+1

1 mi,⊖ = mi, mi = {}, B = {}

2 p-cores-metai = cores-pm(mi,⊖)

3 p-coresi+1 = p-coresi ∪ p-cores-metai

4 for Ck ∈ mi,⊖ do
5 B = B ∪ {bi

k} where bi
k is fresh

6 mi = mi ∪ {(Ck ∨ bi
k)}

7 F i+1
s = (F i

s \ mi,⊖) ∪ mi

8 cardi+1 := (
∑

bi
k

∈B
bi

k = 1)

9 cardsi+1 = cardsi ∪ cardi+1

10 return F i+1
s , cardsi+1, p-coresi+1

Algorithm 4 cores-pm.

Input: m⊖

Output: p-cores-meta
1 p-cores-meta = {}
2 if |mcard(m⊖)| = 0 then
3 p-cores-meta = {MinimizeCore(m⊖ ∧ Fh)}
4 return p-cores-meta
5 sols = solutions(mcard(m)).
6 for I ∈ sols(mcard(m⊖)) do
7 Im(m⊖) = {C⇓ | C ∈ m⊖, C ∩ I = ∅}
8 κ = MinimizeCore(Im(m⊖) ∧ Fh)
9 p-cores-meta = p-cores-meta ∪ {κ}

10 return p-cores-meta

The minimum hitting set-based approach. Algorithm 1 shows pseudo-code for the MaxHS
algorithm. MaxHS works by iteratively retrieving the cores of the input formula. The solver
starts with an empty set of encountered cores h-cores0 (line 1). At each iteration it finds a
minimum hitting set of these cores, hsi (line 3). We assume that these cores are minimal.
This requirement does not affect properties of MaxHS but it is more convenient to analyze this
version. Next, the algorithm checks if hsi is a minimum correction set of the formula. If so,
it terminates. Otherwise, it extracts a set of cores that are not hit by hsi, which explain why
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Table 1 Execution of MaxHS from Example 9.

i h-coresi hsi coresi

0 h-cores0 = {} {} {C7, C8}
1 h-cores0 ∪ {C7, C8} {C7} {C6, C8}
2 h-cores1 ∪ {C6, C8} {C8} {C1, C3}
3 h-cores2 ∪ {C1, C3} {C1, C8} {C2, C4}
4 h-cores3 ∪ {C2, C4} {C1, C4, C8} {}

hsi is not a correction set (line 5). It adds these newly discovered minimal cores to h-coresi

(line 8) and proceeds to the next iteration. We refer to h-coresi as a core structure as it
stores discovered minimal cores collected up to the i’th step.

▶ Example 9. Consider an execution of MaxHS on Example 7. Table 1 shows an execution
of the algorithm. Initially, the core structure is empty h-cores0 = {}, MinHS is empty,
hs0 = {}. First we find a core {C7, C8} and extend the core structure. For simplicity, we
assume that only one core is discovered at each iteration. We find the next minimum hitting
set, in this example it is {C7}, and continue until we find a MinHS that is also a correction
set of the formula. In this execution the size of hs4 is 3. The second column shows how the
core structure evolves over the iterations. ⌟

The core structure h-coresi discovered by Algorithm 1 is a key component of the
algorithm. From a theoretical point of view, we know that the minimum hitting set of
these cores allows computing the optimal cost. Moreover, from the practical viewpoint, the
sequence of cores it finds affects how quickly the size of the minimum hitting set increases.

The core-guided approach. Algorithm 2 shows the standard PM1 algorithm [12] (we ignore
parts highlighted in blue for now). The algorithm starts with the strengthening phase, which
checks for a solution with zero cost by hardening all soft clauses. If the resulting formula in
UNSAT, we get a subset of unsatisfied clauses m. During the relaxation phase, the Relax
procedure (Algorithm 3) takes m and relaxes it by adding one fresh variable to each clause
in the core (Algorithm 3, line 6). Finally, it adds a cardinality constraint cardi+1 so that
the sum of the relaxation variables added at this step is equal to 1 and move to the next
iteration. Note that the introduced cardinality constraints are hard constraints, but we keep
them in a separate set of constraints for convenience.

We deviate from common notational conventions when referring to unsatisfiable subsets.
We use metas to refer to unsatisfiable cores found by PM1. The standard name for mi is
“an unsatisfiable core”, as indeed, mi is a core of the corresponding relaxed formula. Our
convention is motivated by reserving the notion of “core” for cores of the original formula,
while meta refers to an unsatisfiable subset of relaxed formulas F i

s . Sometimes, we need to
explicitly refer to a meta before it is relaxed. We use mi,⊖ for the unsatisfiable core before
relaxation (Algorithm 3, line 1).

▶ Example 10. Table 2 shows a possible execution of PM1 on Example 7 (we omit text
highlighted in blue). The second column shows metas obtained at each step. The third
column shows the corresponding relaxed versions of these metas. Finally, the last column
shows cardinality constraints introduced at each step. Figure 1 visualizes how unsatisfiable
subsets of the original formula are evolving as the algorithm progresses. We recall that each
box highlights an unsatisfiable subset. The algorithm terminates in 3 steps. The first meta
that the algorithm finds is m0,⊖ = {C3, C4, C5, C6, C7}. Each clause in m0,⊖ is relaxed with
a fresh variable (see the “relaxed meta” column, i = 0). A cardinality constraint is added
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to the set of cardinality constraints (
∑7

j=3 b
1
j = 1) and the algorithm moves to the next

iteration. Interestingly, upon relaxation of m0,⊖, all original cores evolve into new larger
unsatisfiable subsets (see Figure 1,Iteration 1). The algorithm completes in 3 steps as the
optimal solution is 3. ⌟

Table 2 Execution of PM1 from Example 10.

meta relaxed meta cardinality
i mi,⊖ mi cardi+1

0 {C3, C4, C5, C6, C7} {C3 ∨ b1
3, C4 ∨ b1

4, C5 ∨ b1
5, C6 ∨ b1

6, C7 ∨ b1
7}

∑7
j=3 b1

j = 1
p-cores-meta0 = {{C3, C4, C5, C6, C7}}

p-cores1 = p-cores-meta0 = {{C3, C4, C5, C6, C7}}
1 {C6 ∨ b1

6, C7 ∨ b1
7, C8} {C6 ∨ b1

6 ∨ b2
6, C7 ∨ b1

7 ∨ b2
7, C8 ∨ b2

8}
∑8

j=6 b2
j = 1

p-cores-meta1 = {{C7, C8}, {C6, C8}}
p-cores2 = p-cores1 ∪ p-cores-meta1 =
{{C3, C4, C5, C6, C7}, {C7, C8}, {C6, C8}}

2 {C3 ∨ b1
3, C4 ∨ b1

4, C1, C2} {C3 ∨ b1
3 ∨ b3

3, C4 ∨ b1
4 ∨ b3

4, C1 ∨ b3
1, C2 ∨ b3

3}
∑4

j=1 b3
j = 1

p-cores-meta2 = {{C4, C2}, {C1, C3}}
p-cores3 = p-cores2 ∪ p-cores-meta2 =

{{C3, C4, C5, C6, C7}, {C7, C8}, {C6, C8}, {C4, C2}, {C1, C3}}

4 MaxHS cores structure

In this section we discuss properties of the core structure, h-coresi, that MaxHS extracts
during execution of Algorithm 1. MaxHS works on the original formula and explicitly builds
up the cores structure h-coresi. We focus on well-known properties of the algorithm [11].

Given an input formula Fs ∧ Fh, we consider the sequence of sets of minimal cores
S = [cores0, . . . , coresk], s.t. coresi−1 ⊂ coresi, i ∈ [0, k], where coresi is a set of
minimal cores of Fs ∧ Fh. We refer to the ith element in the sequence as S[i] = coresi. We
call S a core-trace as these sets of MUSes are produced by solvers. Recall that all-mus(Fs)
is the set of all MUSes of Fs ∧ Fh (see Section 2).

We consider an UNSAT formula with soft clauses Fs and its core-trace S produced by an
algorithm, i.e. MaxHS or PM1 in our study. We assume that the optimal cost of Fs is opt and
lbi is the lower bound on the optimal cost that the algorithm derives at the ith step. We
define the following properties of S = [cores0, . . . , coresk].

▶ Property 1. S is incomplete iff S[k] ⊊ all-mus(Fs).

▶ Property 2. S is MinHS-monotonic iff ∀i ∈ [0, k] |MinHS(S[i])| ≥ lbi.

▶ Property 3. S[k] is an optimality certificate iff |MinHS(S[k])| = opt.

Let S = [h-cores0, . . . , h-coresk] be a core-trace of a MaxHS execution.

▶ Theorem 11. There exists a MaxSat formula ψ and a core-trace S of MaxHS execution
on ψ such that Property 1 holds. Properties 2–3 hold for every execution of MaxHS.

Proof. Properties 2–3 follow from correctness of MaxHS. Example 9 proves Property 1. ◀

We summarize these properties in Table 3 for MaxHS (the first column). Informally, they
mean that as MaxHS progresses, it finds a sequence of subsets of all minimal cores. Sets of
MUSes grow in size, so their |MinHS| is monotonic. Finally, the size of a minimum hitting
set of all discovered cores is equal to the optimal cost. Example 9 shows an example of a
core-trace. Namely, we have:
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S = [h-cores0 = {}, h-cores1 = {{C7, C8}}, h-cores2 = {{C7, C8}, {C6, C8}}, . . .].

The core structure h-coresi plays a critical role in MaxHS not only from a theoretical
perspective but also from a practical standpoint, e.g., we prefer to (a) discover a small
structure if possible and (b) extract cores that increase the size of MinHS at each step.

5 PM1 cores structure

Table 3 Properties of the core structures obtained by MaxHS and PM1.

MaxHS PM1
S = [h-cores0, . . . , h-coresk] S = [p-cores0, . . . , p-coresopt]

Property 1 2� S[k] ⊊ all-mus(Fs) 2� S[opt] ⊊ all-mus(Fs)
Property 2 2� |MinHS(S[i])| ≥ lbi 2� |MinHS(S[i])| ≥ lbi

Property 3 2� |MinHS(S[k])| = opt 2� |MinHS(S[opt])| = opt

In this section we demonstrate that core-guided solvers reveal a core structure of the
original formula enjoying properties similar to the core structure h-cores that MaxHS discovers.
This result is important as it establishes a strong connection between MaxHS and PM1. We
call a counterpart of h-cores discovered by PM1 as p-cores. We prove that p-cores possess
the same properties as h-cores, listed in Table 3.

Algorithm 4 shows a pseudo-code for our cores extraction procedure. It is a modification
of the algorithm in [22]. We introduce a few additional notions. Let ψ ⊆ F i

s . We denote
mcard(ψ) the set cardinality of constraints that overlap with relaxation variables in ψ:

mcard(ψ) = {card ∈ cards | vars(card) ∩ rel(ψ) ̸= {}},

where cards is a set of all introduced cardinality constraints.

▶ Example 12. Consider m2,⊖ from Example 10, mcard(m2,⊖) = {card1} as vars(card1) ∩
rel(m2,⊖) = {b1

3, b
1
4}. Note that if we consider the same meta after the relaxation, we

get mcard(m2) = {card1, card3} as vars(card1) ∩ rel(m2) = {b1
3, b

1
4} and vars(card3) ∩

rel(m2) = {b3
1, . . . , b

3
4}. ⌟

We consider solutions of cardinality constraints that PM1 introduces. Let I be a solution
of mcard(ψ) represented as a set of literals.

▶ Example 13. Consider m2,⊖ from Example 12, mcard(m2,⊖) = {card1}. A possible solution
of mcard(m2,⊖) is I = {b1

3, b̄
1
4, b̄

1
5, b̄

1
6, b̄

1
7}, where b1

3 = 1 and others are set to 0. ⌟

Define a Im-projection (miss-projection), Im(ψ), as follows

Im(ψ) = {C⇓ | C ∈ ψ,C ∩ I = ∅}.

Intuitively, Im(ψ) is a subset of clauses of the original formula that are not satisfied by the
solution I. We also define a Ih-projection (hit-projection), Ih(ψ), as follows

Ih(ψ) = {C⇓ | C ∈ ψ,C ∩ I ̸= ∅}.

Intuitively, Ih(ψ) is a subset of clauses of the original formula that are satisfied by solution I.

SAT 2022
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Iteration 0

Iteration 1

Iteration 2

Iteration 3

Figure 2 A visualization of the core extraction process from m1,⊖ in Example 15 for solutions I

and J .

▶ Example 14. Consider the solution I from Example 13: I = {b1
3, b̄

1
4, b̄

1
5, b̄

1
6, b̄

1
7}. In this case,

Im(m2,⊖) = {C4, C5, C6, C7} as these clauses are not relaxed by I in m2,⊖. Ih(m2,⊖) = {C3}
as C3 is relaxed by I. ⌟

Now, we describe a procedure to extract a core structure by PM1. PM1 produces one meta
mi per iteration. For each discovered mi, core extraction is performed individually using
Algorithm 4. Algorithm 4 takes a meta before relaxation, mi,⊖ (Algorithm 3, line 2), as an
input m⊖. It finds a set of cardinality constraints mcard(m⊖). If mcard(m⊖) is empty then
we just minimize m⊖ and return. Otherwise, we go over solutions of mcard(m⊖). For each
solution I, we build Im(m⊖). According to [6], Im(m⊖) is a core of the original formula and
we extract a minimal core from each Im(m⊖). We assume that MinimizeCore returns some
minimal core of Im(m⊖) ∧ Fh (Algorithm 4, line 8). We use p-coresi to store discovered
cores (Algorithm 3, line 3). By construction, p-coresi contains all minimal cores that have
been collected up to iteration i using Algorithm 4. We can again consider a sequence of
core structures S = [p-cores0, . . . , p-coresopt], e.g., S[opt] = p-coresopt that is generated
by PM1.

▶ Example 15. Consider an execution from Example 10. At the initial step, mcard(m0,⊖) =
{}, as vars(m0,⊖) does not contain relaxation variables (see Table 2, the second column
with mi,⊖). Hence, we learn a minimal core {C3, C4, C5, C6, C7}. In the next step we
consider m1,⊖ = {C6 ∨ b1

6, C7 ∨ b1
7, C8}. We have vars(card1) ∩ rel(m1,⊖) = {b1

6, b
1
7}. So,

mcard(m1,⊖) = {card1} (see Table 2, the third column with cardi). We only consider
solutions that set variables in the intersection, b1

6 or b1
7, to one. Hence, we have two solutions:

I = {b1
6, b̄

1
3, . . . , b̄

1
5, b̄

1
7} and J = {b1

7, b̄
1
3, . . . , b̄

1
6}. Therefore,

Im(m1,⊖) = {C7, C8} and Jm(m1,⊖) = {C6, C8} are corresponding miss-projections and
{C7, C8} and {C6, C8} are two corresponding minimal cores.

Figure 2 visualizes this process. It shows how each solution maps a meta to a core of
the original formula. In the final step we consider m2,⊖ = {C3 ∨ b1

3, C4 ∨ b1
4, C1, C2}. We

have vars(card1) ∩ rel(m2,⊖) = {b1
3, b

1
4}. So, mcard(m2,⊖) = {card1}. Hence, we have two

solutions that set variables in the intersection, b1
3 or b1

4, to one.
I = {b1

3, b̄1
4, . . . , b̄1

7} and J = {b1
4, b̄1

3, . . . , b̄1
7}. Therefore,

Im(m2,⊖) = {C4, C1, C2}, Jm(m2,⊖) = {C3, C1, C2} are corresponding miss-projections;
{C4, C2} and {C3, C1} are two corresponding minimal cores.

In total we discovered 5 cores. We also summarize the cores extraction process in Table 2
(see text highlighted in blue). ⌟

For the rest of the paper, we assume that PM1 calls Algorithm 4 for each discovered meta.
The code of PM1 highlighted in blue is used to store cores that Algorithm 4 finds for each mi,⊖.
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Figure 3 The sequences of metas M in Example 18 represented as a hyper-graph G2(M). Each
node corresponds to an original clause. Each meta-edge (a rectangle) corresponds to a meta mi.

Consider the sequence of p-coresi. It is a sequence of sets of minimal cores by construction:
[p-cores0, . . . , p-coresopt], where p-coresi−1 ⊂ p-coresi. So, this sequence forms a core-
trace of PM1.

▶ Example 16. Example 10 shows a core-trace produced by PM1 on the running ex-
ample. Namely, S = [p-cores0 = {}, p-cores1 = {{C3, C4, C5, C6, C7}}, p-cores2 =
{{C3, C4, C5, C6, C7}, {C7, C8}, {C6, C8}}, . . .]. ⌟

Our first result is Theorem 17 that is counterpart of Theorem 11: the core structure
p-cores has the same properties as h-cores. Let S = [p-cores0, . . . , p-coresopt] be a
core-trace of a PM1 execution.

▶ Theorem 17. There exists a MaxSat formula ψ and a core-trace S of PM1 execution on
ψ such that Property 1 holds. Properties 2–3 hold for every execution of PM1.

Table 3 restates properties for p-coresis for PM1 (the second column).
To see that Property 1 holds we consider our running example and assume that we

find disjoint metas: m0,⊖ = {C1, C3}, m1,⊖ = {C2, C4}, and m2,⊖ = {C6, C8}. In this case,
p-cores2 = {{C1, C3}, {C2, C4}, {C6, C8}}, so PM1 discovers 3 out of 5 minimal cores. The
next section is devoted to establishing Properties 2–3.

6 Analysis of covers of metas

To establish Properties 2–3, we need to analyze the execution of PM1 at each step and prove
a few properties for intermediate subformulas, i.e., mi and related formulas. We recall that
PM1 produces one mi per step. Hence, if we consider a step i, we have a sequence of metas
accumulated: M = [m0, . . . , mi]. We call M a meta-trace of PM1.

It will also be useful to define a new hyper-graph structure over M similar to core
structures from Figure 1. Starting with M, build a new sequence of projected metas that
contains sets of original clauses M⇓ = [m0

⇓, . . . , m
i
⇓]. Then build a m-structure hyper-graph

Gi(M) with vertices that are clauses in
⋃i

j=0 mj
⇓ and hyper-edges {mj

⇓ | 0 ≤ j ≤ i}. When
mj

⇓ is used as a hyper-edge, we refer to it as mj-edge.

▶ Example 18. Consider metas in Example 10. We have three metas: M = [m0, m1, m2].
Figure 3 shows the corresponding G2(M) graph. Consider, for instance, m1 = {C6 ∨ b1

6 ∨
b2

6, C7 ∨ b1
7 ∨ b2

7, C8 ∨ b2
8}. We have m1

⇓ = {C6, C7, C8}. Hence, we have a meta-edge m1 over
nodes {C6, C7, C8} (Figure 3, the m1 rectangle). ⌟

We define a cover over a meta m. A similar notion was used for subformula optimization
in [1].
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▶ Definition 19. A cover of mp, cv(mp) in the graph Gi(M) is a set of metas mj ∈ M that
are reachable from mp-edge in the graph via overlapping meta-edges.

▶ Example 20. Consider metas in Example 10. We have three metas: M = [m0, m1, m2]. In
G2(M), we have cv(mi) = {m0, m1, m2}, i ∈ [0, 2]. ⌟

The next observation follows from the construction of a cover.

▶ Observation 21. Consider the ith iteration and a meta-trace M = [m0, . . . , mi]. A cover
cv(mp), mp ∈ M, is a maximal connected component in Gi(M) at the ith iteration.

Next observation is that the number of cardinality constraints over clauses in cv(m) is
equal to the number of metas in the cover. In contrast, this property does not hold for
individual metas as we might have multiple cardinality constraints over clauses in a single m.

▶ Observation 22. ∀m ∈ M the following holds |cv(m)| = |mcard(cv(m))|, where
mcard(cv(m)) = ∪mp∈cv(m)mcard(mp).

Next, we rewrite M = [m0, . . . , mi] as a sequence of covers. First, we obtain a sequence
[cv(m0), . . . , cv(mi)]. If two metas mj and mr belong to the same cover then cv(mj) = cv(mr)
(see Example 20). Hence, we remove all duplicates leaving cv(mj), where j is the largest
index of meta in the cover. So we rewrite M as cv(M) = [cv(mj1), . . . , cv(mjp)]. Note that
this rewriting preserves all metas, i.e.,

⋃
m∈M M =

⋃p
k=1 cv(mjk ), so we just partition them.

▶ Example 23. Consider Example 10. We have M = [m0, m1, m2]. First, we rewrite cv(M) =
[cv(m0), cv(m1), cv(m2)]. As cv(m0) = cv(m1) = cv(m2), cv(M) = [cv(m2)]. Indeed, we have a
single connected component in the graph in Figure 3. ⌟

Finally, we define

p-cores(mi) = p-cores-metai (from Algorithm 3, line 2) and
p-cores(cv(mi)) = ∪mj∈cv(mi)p-cores-metaj .

In other words, minimal cores of a cover is a union of all minimal cores discovered by
cores-pm for each meta in the cover. The next observation states that cardinality constraints
in mcard(cv(m)) relax only clauses in metas of this cover:

▶ Observation 24. ∀card ∈ mcard(cv(m)) we have vars(card) ⊆ rel(cv(m)).

Proof. Follows from Observation 21. ◀

Next we show how to relate a cover of mi in Gi(M) and covers from previous step
in Gi−1(M \ {mi}). Let M′ = M \ {mi} = [m0, . . . , mi−1] be a sequence of metas at the
(i − 1)th step. We define a new sequence of covers in Gi−1(M′) that overlap with mi:
cvs(M′, mi) = {cv(mj) ∈ cv(M′) | rel(mi) ∩ rel(cv(mj)) ̸= {}}. The next properties follow
from the definition of a cover and are useful for the induction argument.

▶ Proposition 25. Let M and M′ = M\{mi} be sequences of metas at the (i)th and (i−1)th

steps. The following holds

Gi(M) = Gi−1(M′) ∪ {mi-edge} (1)

p-cores(cv(mi)) = p-cores(mi) ∪
⋃

cv(mj)∈cvs(M′,mi)

p-cores(cv(mj)) (2)

|mcard(cv(mi))| = |{cardi}| +
∑

cv(mj)∈cvs(M′,mi)

|mcard(cv(mj))| (3)
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Intuitively, Proposition 25 (2) reflects the fact that when a new meta-edge is added to
the graph it creates a new connected component. It merges a set of disjoint connected
components in Gi−1(M′) that overlap with it. Note that the set cvs(M′, mi) contains exactly
the covers that correspond to these connected components to be merged. Therefore, we can
partition cores of the cover p-cores(cv(mi)) into groups: newly discovered cores p-cores(mi)
and cores in covers cv(M′) that mi-edge overlaps with. Similarly, Proposition 25 (3) says that
the number of cardinality constrains can be computed as the sum of cardinality constraints
of relevant covers in cvs(M′, mi) and the last cardinality constraint added at the ith step.

Lemma 26 is key to establishing Properties 2-3. It says that we need to analyze MinHS
of minimal cores of a cover cv(mi) and the number of cardinality constraints that overlap with
metas in cv(mi) on relaxation variables. Informally, |MinHS(p-cores(cv(mi)))| characterizes
the quality of the discovered core structure of PM1, while |mcard(cv(mi))| specifies the number
of relaxation steps relevant to cv(mi). The lemma establishes that the size of the minimum
hitting set of discovered minimal cores in the cover is at least the number of relaxation steps
to clauses in cv(mi).

▶ Lemma 26. ∀m ∈ M the following holds |MinHS(p-cores(cv(m)))| ≥ |mcard(cv(m))|.

Proof. Sketch We prove by induction on the number of iterations. The induction hypothesis
ensures

|MinHS(p-cores(cv(mj)))| ≥ |mcard(cv(mj))| ∀cv(mj) ∈ cvs(M′, mi) follows from I.H.

We need to consider two cases in the induction step. The first case is when for some
mj , the inequality from the induction hypothesis is strict: |MinHS(p-cores(cv(mj)))| >
|mcard(cv(mj))|. In this case we can ignore newly discovered minimal cores p-cores(mi) as
argued by:

|MinHS(p-cores(cv(m)))|
≥ |MinHS(

⋃
cv(mj)∈cvs(M′,mi) p-cores(cv(mj)))| by Proposition 25 (2)

=
∑

cv(mj)∈cvs(M′,mi) |MinHS(p-cores(cv(mj)))| by disjointness of covers cv(mj)
≥ 1 +

∑
cv(mj)∈cvs(M′,mi) |mcard(cv(mj))| by I.H. and strictness assumption

= mcard(cv(mi)) by Proposition 25 (3)

The second case is when all inequalities are tight: |MinHS(p-cores(cv(mj)))| =
|mcard(cv(mj))|, ∀cv(mj) ∈ cvs(M′, mi). In this case, we need to show that newly discovered
cores p-cores(mi) must push the minimum size of a hitting set over the core structure at
the previous step (∪cv(mj)∈cvs(M′,mi)p-cores(cv(mj))) by 1. The full argument is given in
the appendix. ◀

▶ Theorem 27. Let S = [p-cores0, . . . , p-coresopt] be a core-trace of a PM1 execution.
Property 2 holds for every execution of PM1.

Proof. Consider again a meta-trace M = [m0, . . . , mi] and recall our re-writing via a sequence
of covers cv(M) = [cv(mj1), . . . , cv(mjp)].

|MinHS(p-coresi)|
= |MinHS(∪cv(mj)∈cv(M)p-cores(cv(mj))| as cores can be split into the union
=

∑
cv(mj)∈cv(M) |MinHS(p-cores(cv(mj))| by disjointness of covers cv(mj)

≥
∑

cv(mj)∈cv(M) |mcard(cv(mj))| by Lemma 26
=

∑i
j=0 cardj as all introduced cards are included

in mcard(cv(mj))s by Observation 24
= lbi as we add one card per iteration ◀
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Figure 4 A cores structure in Lemma 29. Figure 5 A meta structure in Lemma 29.

▶ Theorem 28. Let S = [p-cores0, . . . , p-coresopt] be a core-trace of a PM1 execution.
Property 3 holds for every execution of PM1.

Proof. From Theorem 27 it follows |MinHS(p-coresopt)| ≥ lbopt = opt. Moreover,
|MinHS(p-coresopt)| ≤ opt by definition. ◀

7 Analysis of metas

We focus on individual metas produced by algorithm PM1. As metas are key objects in
PM1 execution, there is a lot of work on understanding what a good meta is (e.g., disjoint
or cardinality-minimal), different encodings of cardi are investigated, etc. [11, 17, 9, 2, 8].
However, we show that as a standalone object, a meta has strictly weaker properties compared
to a cover of meta (shown in Section 6), e.g., Lemma 26, Observation 24.

The next lemma explains why metas are not very useful standalone objects to consider
in our study. The amount of relaxation that clauses in a meta get via cardinality constraints
in PM1 does not reflect the size of the minimum hitting set of discovered minimal cores of m.

▶ Lemma 29. There exists an execution of PM1 producing a sequence of metas M and m ∈ M
such that |MinHS(p-cores(m))| < |mcard(m)|.

Proof. Consider the example in Figure 4. We have five clauses, Fs = ∧5
i=1Ci and four

minimal cores is shown in Figure 4. The next table shows a possible execution.

meta relaxed meta cardinality
i mi,⊖ mi cardi+1

0 {C3, C4, C2} {C3 ∨ b1
3, C4 ∨ b1

4, C2 ∨ b1
2}

∑4
i=2 b1

i = 1
1 {C1, C2 ∨ b1

2, C3 ∨ b1
3, C5} {C1 ∨ b2

1, C2 ∨ b1
2 ∨ b2

2, C3 ∨ b1
3 ∨ b2

3, C5 ∨ b2
5}

∑
i∈{1,2,3,5} b2

i = 1

Consider M = {m0, m1} (See Figure 5 for the meta structure). We focus on the second
meta m1. To enumerate cores, p-cores considers m1,⊖ = {C1, C2 ∨ b1

2, C3 ∨ b1
3, C5} (m1 before

relaxation) and the corresponding cardinality constraints: mcard(m1,⊖) = {card1}. We have
two solutions of the cardinality constraint, so we have:

I = {b1
2, b̄

1
3} ⇒ Im = {C1, C3, C5} ⇒ κ = {C1, C3, C5}

I = {b̄1
2, b

1
3} ⇒ Im = {C1, C2, C5} ⇒ κ = {C1, C2}

Note that p-cores(m1) = {{C1, C3, C5}, {C1, C2}} by definition and
|MinHS(p-cores(m1))| = |{C1}| = 1. However, |mcard(m1)| = |{card1, card2}| = 2. ◀

In other words, Lemma 29 states that Lemma 26 does not hold for metas.
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8 Analysis of MinCS

In this section we consider minimum correction sets of the original formulas or its sub-formulas
that PM1 produces. We recall that solutions of F opt

s ∧ Fh, as this final relaxed formula is
satisfiable, are exactly minimum correction sets of the original formula [20]. Our goal is to
focus on intermediate steps, so we consider subformulas of Fs ∧Fh, and analyze how solutions
of cardinality constraints relate to minimum correction sets of these subformulas.

We will focus on covers of metas as we found these to have more potential for
practical use. Next we define how to extract minimal correction sets from a formula
cv(m). Let ψ = ∪m′∈cv(m)m′ be a set of all clauses in cv(m), cv⇓(m) = ψ⇓ and SOLS =
SOLUTIONS(mcard(cv(m))). We define p-sets as a set of minimum correction sets extrac-
ted from solutions:

p-sets(cv(m)) =
⋃

I∈SOLS
{π | Ih(ψ) contains a MinCS of ψ⇓ ∧ Fh, and

π := ChooseMinCS(Ih(ψ))}

where ChooseMinCS(Ih(ψ)) chooses some subset of Ih(ψ) that is a minimum correction set
for ψ⇓ ∧ Fh if it exists.

▶ Example 30. Consider M = [m0, m1] from Example 10. We get cv(m1) =
{m0, m1} and mcard(cv(m1)) = {card1, card2}. There are a lot of solutions for these
two cardinality constraints. However, solutions that contribute to p-sets(cv(m1))
are such that their hit-projection belongs to the following set: Ih(cv(m1)) ∈
{{C6, C7}, {C8, C3}, {C8, C4}, {C8, C5}, {C8, C6}, {C8, C7}}. E.g., I = {b1

6, b
2
7} ∪ {b̄ | b ∈

vars(card1 ∧ card2) \ {b1
6, b

2
7}} gives Ih(cv(m1)) = {C6, C7}. ⌟

Effectively, we consider solutions of mcard(cv(m)) and get a minimum correction set
per hit-projection if it exists. We now establish when p-sets(cv(m)) contains all minimum
correction sets.

▶ Proposition 31. For all metas m ∈ M we have that if |mcard(cv(m))| = |MinCS(cv⇓(m))|
then p-sets(cv(m)) = all-mincs(cv(m)).

Proof. Introduce shorthand s := |MinCS(cv⇓(m))|. Consider again ψ = ∪m′m′ ∈ cv(m).
Suppose that the order in which metas are added to ψ is [mj1 , . . . , mjs ], m = mjs . Recall
Observation 22, that |cv(m)| = |mcard(cv(m))|, hence, |cv(m)| = s. We run a core-guided
algorithm on ψ⇓ as a standalone formula. There is an execution of the algorithm that
finds the same metas, [mj1 , . . . , mjs ], and the same cardinality constraints are introduced.
We obtain a formula ψs ∧ Fh that must be SAT. The reason for this is that there exists
a minimum correction set of ψs

⇓ ∧ Fh of size s by our assumption. Hence, correctness of
PM1 guarantees that the resulting formula is SAT. According to [20], solutions of ψs ∧ Fh

correspond to its minimum correction sets. Namely, clauses that are relaxed by auxiliary
variables form a minimum correction set for each solution. ◀

▶ Example 32. We continue with Example 30. We recap cv(m1) = {m0, m1}
and mcard(cv(m1)) = {card1, card2}. Then, |mcard(cv(m1))| = 2, cv⇓(m1) =
{m0

⇓, m
1
⇓} = {C3, . . . , C8}. There are three cores in this sub-formula, namely,

{{C6, C8}, {C7, C8}, {C3, C4, C5, C6, C7}}. Hence, |MinCS(cv⇓(m1))| = |mcard(cv(m1))| = 2
and the precondition of Proposition 31 holds. Note that {C6, C7}, {C8, C3}, {C8, C4},
{C8, C5}, {C8, C6}, and {C8, C7} are exactly minimum correction sets of cv⇓(m1). Hence,
p-sets(cv(m)) = all-mincs(cv(m)). ⌟
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Figure 6 Core structure in Proposition 33. Figure 7 meta structure in Proposition 33.

The next proposition highlights another contrast between metas and its cover. If a meta
m⊖ is minimal then relaxing this meta guarantees that its relaxed version m is satisfiable,
namely m ∧ Fh is SAT. We shows that this property does not hold for covers.

▶ Proposition 33. ∃m ∈ M such that |mcard(cv(m))| < |MinCS(cv⇓(m))| even if each m ∈ M
is minimal.

Proof. Consider an example in Figure 6. There are 8 soft clauses in a formula Fs : ∧8
i=1Ci.

Figure 6 shows the core structure. Consider the following execution for the first three steps.

meta relaxed meta
i mi,⊖ mi

0 {C5, C6, C7, C8} {C5 ∨ b1
5, C6 ∨ b1

6, C7 ∨ b1
7, C8 ∨ b1

8}
1 {C1, C2, C3, C4} {C1 ∨ b2

1, C2 ∨ b2
2, C3 ∨ b2

3, C4 ∨ b2
4}

2 {∪8
k=5{Ck ∨ b1

k} ∪4
k=1 {Ck ∨ b2

k}} {∪8
k=5{Ck ∨ b1

k ∨ b3
k} ∪4

k=1 {Ck ∨ b2
k ∨ b3

k}}

Consider M = {m0, m1, m2} (see Figure 7). We focus on m2. We compute cv(m2) =
{m0, m1, m2}. Note that cv⇓(m2) = Fs. There are 6 cores in cv⇓(m2), it contains all cores. The
minimum correction set of cv⇓(m2) is of size 4. However, |mcard(cv(m2))| = 3. ◀

9 Discussion

We discuss theoretical and potential practical implications and limitations of our results. Our
first set of results is summarized in Table 3. The first implication of these properties is that
there is a connection in the way MaxHS and PM1 explore the search space. It shows that both
algorithms explicitly (MaxHS) or implicitly (PM1) explore the core structure of the original
formula. Moreover, properties of these core structures are the same. Another interesting
observation is that Properties 1–3 are well-known for h-cores, and correctness of the MaxHS
algorithm relies on these properties. In contrast, correctness of PM1 does not depend on
Properties 1–3 as it is based on correctness of the cost-preserving transformation of the
relaxation step. However, our results demonstrate that p-cores can be seen as an alternative
certificate for the optimal solution that PM1 outputs. Another theoretical implication follows
from Proposition 31. Given a precondition, our minimal correction set extraction procedure
finds all minimal correction sets of a subformula cv⇓(m). This result hints that covers of metas
are interesting objects to consider in their own right. For example, it might be beneficial to
perform a meta cover exhaustion procedure to speed up search. We consider more potential
practical implications using a set of use-cases in Appendix B.
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Next we discuss limitations of our results. Namely, whether it is possible to extend these
results to other core-guided solvers, like OLL-based solvers, e.g. RC2 [13], and PMRes [21].
First, we discuss Algorithm 4. This algorithm can be adjusted to work with both RC2 and
PMRes. RC2 introduces soft cardinality constraints to relax the formula. Therefore, at the
ith iteration, i < opt, every solution of active cardinality constraints has to be refuted by a
core of the original formula, otherwise the current relaxed formula is satisfiable. Similarly,
PMRes rewrites the formula at each step by introducing new variables and clauses. These
new variables and clauses form a set of Boolean circuit constraints (an interested reader can
find examples of visualizations of constraints introduced by RC2 and PMRes as circuit-like
structures in [2]). At the ith iteration, i < opt, every solution of these circuit constraints
has been refuted by a core of the original formula. So, in summary, Algorithm 4 can be
integrated in RC2 and PMRes and generate cores of the original formula. Second, we discuss
Theorem 17. We note that our proofs rely on a specific property of PM1. Namely, consider a
solution J of mcard(cv(mi,⊖)), a clause Ck in mi,⊖ and a relaxation variable bi

k of Ck at the
ith iteration. Then J ∪ {bi

k} is a solution of mcard(cv(mi)) = mcard(cv(mi,⊖)) ∪ cardi. In
other words, we can relax any clause of mi in addition to clauses relaxed by J and it is a valid
solution of mcard(cv(mi)). This is used in Lemma 34, Appendix A,for example. However,
this property does not hold for RC2, as its cardinality constraints enforce an upper bound on
the number of clauses that can be relaxed for different subsets of clauses in cv(mi). Similarly,
PMRes’s constraints might not guarantee the property above. To summarize, it is matter
of future research to determine if Theorem 17 holds for RC2 and PMRes algorithms.

10 Related work

There are a few lines of work related to our results. A relaxation and strengthening framework
for minimal correction sets enumeration was proposed in [20]. The authors showed that
solutions of the last relaxed formula correspond to exactly minimum correction sets of the
input formula. We extended this result by demonstrating new properties about solutions of
relaxed subformulas of the original formula. In [6], a connection between metas of relaxed
formulas and cores of the original formula was identified. Namely, they showed that solutions
of cardinality constraints can be used to extract cores of the original formula. In this work,
we establish important properties of these extracted cores. Finally, in [22], minimal cores and
minimal correction sets enumeration procedure was proposed that is based on theoretical
results from [20, 6]. In our work, we use a conceptually similar enumeration procedure for
minimal cores, while our contribution is to prove properties of the enumerated cores.

11 Conclusion and Future Work

In this work we investigate properties of intermediate formulas that core-guided solvers
generate during execution. We showed a number of interesting properties that reveal a
relation between these formulas and minimal cores and minimum correction sets of the
original (sub-)formulas. The main direction for future work is to investigate how these
properties can be used to speed up MaxSat in practice. One challenge is that the minimal
cores extraction procedure is computationally expensive. We require enumerating all solutions
of cardinality constraints as we find one MUS per solutions. As the solver proceeds, the
number of solutions grows exponentially. Therefore, it is interesting to identify whether we
can consider subsets of solutions or to perform enumeration more efficiently. For example,
in the scenario for compressing a core, it is sufficient to enumerate solutions that produce
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a large set of disjoint cores. Another direction to investigate is how our results can better
guide the search procedure. For example, would it be more efficient to drive search to keep
a number of disjoint covers or to grow a single cover at each step by adding metas to this
cover? Finally, we plan to investigate how our results can be extended to core-guided solvers
that use soft cardinality constraints for the relaxation step [17, 13].
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A Analysis of covers of metas (missing proofs)

We recall few notations. We define p-cores(cv(m)) = ∪mj∈cv(m)cores-pm(mj,⊖). In other
words, minimal cores of a cover is a union of all minimal cores discovered by cores-pm
for each meta in the cover. Similarly, mcard(cv(m)) = ∪mj∈cv(m)mcard(mj) and its solution
Ih(cv(m)) = Ih(∪mj∈cv(m)mj).

We work with minimum hitting sets of minimal cores p-cores. A hitting set H is defined
as a set of clauses. A solution I of mcard is a set of literals and Ih is defined as the subset
relaxed clauses in m. Hence, we can define a subset relation between H and Ih.

▶ Lemma 34. Consider a meta-trace M = [m0, . . . , mi], m = mi. Let H be a minimum hitting
set of minimal cores in p-cores(cv(m)). There is a solution I of mcard(cv(m)) such that
Ih(cv(m)) ⊆ H.

Proof. We prove by induction on mi.
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Base case. In the base case, M = [m0]. We have cv(m0) = {m0}. Hence, p-cores(cv(m0)) =
p-cores(m0). In turn, |mcard(m0,⊖)| = 0, as rel(m0,⊖) = {} – no relaxation variables have
been introduced at this point. So, we compute κ = MinimizeCore(m0,⊖ ∧ Fh) (Algorithm 4,
line 3). So, p-cores(m0) = {κ}. The minimum hitting set H of p-cores(cv(m)) must contain
a clause in κ to hit this minimal core κ. Suppose, Ck ∈ H and Ck ∈ κ.

We construct a solution I of mcard(cv(m0)) that satisfies the statement. As cv(m0) = {m0},
mcard(cv(m0)) = mcard(m0) = {card1}.

Note that the cardinality constraint card1 can be used to relax any clauses in m0 as each
clause is relaxed in m0, i.e. Ck ∈ m0,⊖ is replaced with Ck ∨ b1

k during the relaxation. Consider
a solution I s.t. b1

k ∈ I. Then, Ih(cv(m0)) = Ih(m0) = {Ck} and Ih(m0) ⊆ H.

Induction step. Suppose, the proposition holds for i− 1 steps. Consider the ith step. Let
H be a minimum hitting set of p-cores(cv(mi)). By induction, we know that there is a
solution I of mcard(cv(mj)) such that Ih(cv(mj)), j < i, s.t. Ih(cv(mj)) ⊆ H.

We recall that by Proposition 25( 2)–(3), we have

p-cores(cv(mi)) = p-cores(mi) ∪
⋃

cv(mj)∈cvs(M′,mi)

p-cores(cv(mj)),

|mcard(cv(mi))| = |{cardi}| +
∑

cv(mj)∈cvs(M′,mi)

|mcard(cv(mj))|,

where M′ = [m0, . . . , mi−1].
Constructing a solution I of mcard(cv(mi)). We construct a desired solution of mcard(cv(mi)).
Let Ij be a solution of mcard(cv(mj)), where cv(mj) ∈ cvs(M′, mi). By the induction
hypothesis, we have that Ih

j (cv(mj)) ⊆ H. Note that solutions Ij , cv(mj) ∈ cvs(M′, mi)
contain disjoint sets of literals, so we can concatenate Ij to obtain a solution J such that
Jh(∪cv(mj)∈cvs(M′,mi)cv(mj)) ⊆ H by construction.

Note that J ∈ solutions(mcard(cv(mi,⊖))) as mcard(cv(mi,⊖)) =
∪cv(mj)∈cvs(M′,mi)mcard(cv(mj)). There is a minimal core κ in p-cores(mi) such
that J does not relax as mi is UNSAT. H must hit the core κ by definition of a minimum
hitting set. Let Ck ∈ H ∩ κ. Note, all clauses in mi are relaxed by cardi+1 (see Algorithm 3,
line 6), e.g. Ck is transformed to Ck ∨ bi

k. So, we can form a solution I = J ∪ {bi
k} of

mcard(cv(mi)), and get that Ih(cv(mi)) ⊆ H. ◀

Proof of Lemma 26. We prove by induction on mi.

Base step. In the base case, we consider the first cover cv(m0). It must contain a single
meta m0 and m0

⇓ must be a core of the original formula, cv(m0) = {m0}. Hence,
p-cores(cv(m0)) = p-cores({m0}) = {κ}, where κ = MinimizeCore(m0,⊖).
|cards(cv(m0))| = |cards(m0)| = |{card1}| = 1

Any MinHS of a minimal core κ is of size at least 1, so the proposition holds.

Induction step. Suppose the result holds for i− 1 steps. Consider mi that we obtained at
the ith step. By the induction hypothesis for all mj ∈ M′ the following holds. Note that a
cover cv(mj) is computed in the graph Gj(Mj), Mj = [m0, m1, . . . , mj ].

|MinHS(p-cores(cv(mj)))| ≥ |mcard(cv(mj))| ∀mj ∈ M′.
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Consider again cv(mj) ∈ cvs(M′, mi). The inequality above holds for cv(mj) in the
corresponding graph Gj(Mj), where Mj = [m0, m1, . . . , mj ]. However, as mj is the last meta
added to this cover cv(mj) up to step i− 1, so cv(mj) in Gj(Mj) is identical to cv(mj) in the
graph Gi−1(M′). So, we derive

|MinHS(p-cores(cv(mj)))| ≥ |mcard(cv(mj))| ∀cv(mj) ∈ cvs(M′, mi).

We need to consider two cases in the induction step. The first case is when for some
mj , the inequality from the induction hypothesis is strict: |MinHS(p-cores(cv(mj)))| >
|mcard(cv(mj))|. In this case we can ignore newly discovered minimal cores p-cores(mi) as
argued by the chain of inequalities:

|MinHS(p-cores(cv(m)))|
≥ |MinHS(

⋃
cv(mj)∈cvs(M′,mi) p-cores(cv(mj)))| by Proposition 25 (2)

=
∑

cv(mj)∈cvs(M′,mi) |MinHS(p-cores(cv(mj)))| by disjointness of covers cv(mj)
≥ 1 +

∑
cv(mj)∈cvs(M′,mi) |mcard(cv(mj))| by I.H. and strictness assumption

= mcard(cv(mi)) by Proposition 25 (3)

In the second case all inequalities are tight:

|MinHS(p-cores(cv(mj)))| = |mcard(cv(mj))|, ∀cv(mj) ∈ cvs(M′, mi).

In this case, we have∑
cv(mj)∈cvs(M′,mi)

|MinHS(p-cores(cv(mj)))| =
∑

cv(mj)∈cvs(M′,mi)

|mcard(cv(mj)))| ⇔

|MinHS(∪cv(mj)∈cvs(M′,mi)p-cores(cv(mj)))| = |mcard(cv(mi)))| − 1.

In other words, the size of minimum hitting set of ∪cv(mj)∈cvs(M′,mi)p-cores(cv(mj))) is
equal to |mcard(cv(mi)))| − 1.

We need to show that adding p-cores(mi) to ∪cv(mj)∈cvs(M′,mi)p-cores(cv(mj)) increases
the size of its minimum hitting set by one. We prove by contradiction.

Suppose there is a minimum hitting set H of p-cores(cv(mi)) of size |mcard(mi))| − 1.
Consider a cover cv(mj), cv(mj) ∈ cvs(M′, mi). We know that |mcard(cv(mj)))| =
|MinHS(p-cores(cv(mj)))| by our assumption. By Lemma 34, there is a solution of
mcard(cv(mj)), Ij , such that Ih

j (cv(mj)) ⊆ H. As these covers are disjoint, we concatenate
solutions for all covers to obtain J that is a solution of ∪cv(mj)∈cvs(M′,mi)mcard(mj) and
Jh(∪cv(mj)∈cvs(M′,mi)cv(mj)) ⊆ H . However, |Jh(∪cv(mj)∈cvs(M′,mi)cv(mj))| = |mcard(mi)|−
1 by definition. Hence, Jh(∪cv(mj)∈cvs(M′,mi)cv(mj)) = H as |H| = |mcard(mi)| − 1.

As J is a solution of ∪cv(mj)∈cvs(M′,mi)mcard(mj), there must be a minimal core κ in
p-cores(mi) that proves that J cannot relax all cores in mi

⇓, otherwise mi would not be an
unsatisfiable subset. Hence, as Jh(∪cv(mj)∈cvs(M′,mi)cv(mj)) = H, H is not a hitting set of
p-cores(cv(mi)). This leads to a contradiction and we show that MinHS(p-cores(cv(mi))) ≥
1 +

∑
cv(mj)∈cvs(M′,mi) |mcard(cv(mj))|. ◀

B Potential practical scenarios

▶ Scenario 1 (Compressing a core structure). Consider Example 7. Now, we assume that this
problem is a subformula from a larger problem. Consider the execution of Algorithm 4 from
Table 2 described in Example 15. We recall that Algorithm 4 extracts cores from three metas
as shown in Table 2. So,

p-cores3 = {{C1, C2}, {C3, C4}, {C6, C8}, {C7, C8}, {C3, C4, C5, C6, C7}}.
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If we analyze a core structure, we can see that there are three disjoint cores, H =
{{C1, C3}, {C2, C4}, {C7, C8}}. As MinHS(H) is three we can replace card1, card2, card3

form Table 2 with three new cardinality constraints, one per disjoint core, and proceed.
This compression significantly simplifies the set of cardinality constraints, we get 3 binary
cardinality constraints instead of 3 constraints with large scopes. Such reductions are very
important for core-guided solvers.

We can generalize this example. Suppose we are at the ith step. By analysing cores in
p-coresi, we find i − p disjoint cores, where p is small, p ∈ [0, 2] for instance. We can
replace i cardinality constraints with i− p constraints, and reduce the lower bound by p. It
requires redoing p steps but it might still be beneficial if we reduce the number of relaxation
variables significantly due to compression of the first i− p steps. ⌟

▶ Scenario 2 (Towards Cutting Planes). Consider a special case when we have a
clique of minimal cores. For instance, we have a subformula ψ with three cores
{{C1, C2}, {C2, C3}, {C1, C3}}. A typical execution of a core-guided solver discovers
m0,⊖ = {C1, C2} and relaxes it. Then it discovers m1,⊖ = {C1 ∨ b1

1, C2 ∨ b1
2, C3}

and relaxes it. Algorithm 4 finds p-cores-meta0 = {{C1, C2}} on seeing m0,⊖ and
p-cores-meta1 = {{C2, C3}, {C1, C3}} on seeing m1,⊖, respectively. Hence, p-cores2 =
{{C1, C2}, {C2, C3}, {C1, C3}}. We conclude that we have a clique of cores of size 3. So we
can introduce a stronger constraint b1 +b2 +b3 = 2 together with {C1 ∨b1, C2 ∨b2, C3 ∨b3}. ⌟

▶ Scenario 3 (Minimization of a meta). Consider again Example 7. Consider the execution
where m0 = {C3 ∨b1

3, C4 ∨b1
4, C5 ∨b1

5, C6 ∨b1
6, C7 ∨b1

7}, as before, and we get meta m1,⊖ = {C3 ∨
b1

3, C4 ∨b1
4, C5 ∨b1

5, C6 ∨b1
6, C7 ∨b1

7, C8}. Algorithm 4 takes m1,⊖ and returns p-cores-meta1 =
{{C6, C8}, {C7, C8}}, for example. Note that clauses C3, C4 and C5 are not in any minimal
core in p-cores-meta1. Hence, we can remove {C3 ∨ b1

3, C4 ∨ b1
4, C5 ∨ b1

5} from m1,⊖ to reduce
the meta size. To see this, we note that for all I, I ∈ solutions(mcard(m1,⊖)), we have a
core κ ∈ p-cores-meta1 s.t. κ ⊆ Im by construction of p-cores-meta1. The set of clauses
m′ = {C|C ∈ m1,⊖ and C⇓ ∈ clauses(p-cores-meta1)} is UNSAT. ⌟

We note that developing a tool that performs core enumeration is not trivial in practice.
The main reason is that Algorithm 4 is computationally expensive as the algorithm is going
over all solutions of mcard(m) and the number of solutions can be large. Therefore, it requires
development of new heuristics that reduce the number of enumerated solutions of cardinality
constrains and/or cores.
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1 Introduction

Satisfiability solvers are powerful tools that are used in a wide range of applications, including
hardware and software verification [15,33]. When used in practice, the runtime of solvers can
vary significantly: while for some applications solvers take just a few milliseconds, for others
they require large amounts of time, often several hours or even days. Especially in the latter
case, being able to stop a solver and resume its computation at a later point – possibly even
on different hardware – opens up multiple opportunities.

For example, a user performing long-running SAT jobs on their computer can benefit
from the ability to resume a job at any time (instead of having to start from scratch) in
case it failed, e.g., due to power outage or other kinds of hardware failure. Similarly, in a
cloud environment where software must be resilient against hardware failures, and where the
runtime of jobs is often restricted (e.g., in serverless environments such as AWS Lambda [3]),
being able to migrate the state of a solver to a different compute architecture enables
significant flexibility in architecting and hosting SAT solvers.
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But better fault-tolerance and increased flexibility are not the only benefits of migrating
solver state. If the state is stored in a solver-agnostic way, we can combine multiple solvers to
solve a single problem, e.g., by having them take turns. Finally, another possible application
is the efficient scheduling of parallel SAT jobs on restricted hardware by assigning (multiple)
limited time intervals to each job: this reduces resource contention by preventing hard jobs
from using up all resources while still allowing them to make progress.

The above are just a few of the many opportunities offered by state migration. In this
paper, we therefore propose effective mechanisms for storing and restoring (migrating) solver
state. There are a variety of possible implementation mechanisms that one can pursue to
implement state migration, including OS- and VM-level techniques for freezing a solver
process, extensions to solvers to store all or fragments of the solver state, and reconstruction
techniques based on the proof trace produced by the solver. We examine the range of possible
mechanisms and focus on two approaches.

The first approach stores a minimal representation of the solver state: the redundant and
irredundant clauses as well as the reconstruction stack necessary to reconstruct a satisfying
assignment. The second approach involves restoring the solver state directly from the proof
log. In order to restore the state, we describe extensions to the commonly-used DRAT proof
format [36], called Dual DRAT (DDRAT), that enable solution reconstruction and soundness
for both SAT and UNSAT results. With this extended proof format, there does not need to be
an explicit state serialization – the proof functions as a write-ahead log of the state, making it
resilient to compute-resource failures and process terminations. It also has potential benefits
for debugging solvers by pinpointing where a proof (of either satisfiability or unsatisfiability)
fails. We implement the first approach on top of the solver CaDiCaL [8], and both approaches
on top of MapleSat [39] (the distribution Maple_LCM_Dist_ChronoBT, which won the main
track of the SAT Competition 2018). As MapleSat is an advanced descendant of MiniSat [17],
our approaches can be implemented analogously on top of well-known related solvers (e.g.,
MiniSat and variants of MapleSat, Glucose [1], or MergeSat [41]).

We conduct an evaluation of our approaches from the perspective of efficiency, considering
the time to store and restore state as well as the overall effect on solving time and number of
solved problems. We also examine both approaches in terms of ease of implementation and
integration with MapleSat and CaDiCaL. We find that the store/restore mechanisms perform
slightly differently on each solver: For MapleSat, both approaches can lead to a degradation
of performance whereas for CaDiCaL, migrating the state leads to a surprising performance
improvement. Even though we did not concern ourselves with improving solver efficiency, we
believe our experiments reveal that “hard restarts”, where a solver forgets everything except
its current clause sets, can lead to a significant performance increase.

The main contributions of this paper are as follows:
Two solver-agnostic approaches to storing and restoring solver state that allow greater
flexibility in hosting, migrating, and combining SAT solvers.
An extension of the DRAT proof format, called Dual DRAT, that allows the extraction
of solver state from proofs, with only a small overhead over the standard DRAT format.
An evaluation of both techniques against monolithic solvers on a range of benchmarks.
Empirical evidence that hard restarts can improve solver performance significantly.

The rest of the paper is organized as follows. In Section 2, we present the background
required to understand our paper and discuss related work. In Section 3, we outline the
problems involved with migrating solver state and overview possible solutions. We present
our concrete approaches for solver-state migration in detail in Sections 4 and 5. In Section 6,
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we present an empirical evaluation of our approaches before concluding with final remarks
and an outlook for future work in Section 7. Supplemental material accompanying this paper
can be found at https://github.com/amazon-research/cadical.

2 Background and Related Work

Propositional satisfiability has been studied for many years; for a comprehensive overview,
see [11]. We first present the basics and afterwards the most important related work.

We consider propositional formulas in conjunctive normal form (CNF), which are defined
as follows. A literal is either a variable x (a positive literal) or the negation x̄ of a variable x

(a negative literal). The complement l̄ of a literal l is defined as l̄ = x̄ if l = x and as l̄ = x if
l = x̄. For a literal l, we denote the variable of l by var(l). A clause is a finite disjunction of
the form (l1 ∨ · · · ∨ ln) where l1, . . . , ln are literals. A formula is a finite conjunction of the
form C1 ∧ · · · ∧ Cm where C1, . . . , Cm are clauses. For example, (x ∨ ȳ) ∧ (z) ∧ (x̄ ∨ z̄) is a
formula consisting of the clauses (x ∨ ȳ), (z), and (x̄ ∨ z̄). Formulas can be viewed as sets of
clauses, and clauses can be viewed as sets of literals.

A truth assignment (or assignment for short) is a function from a set of variables to the
truth values 1 (true) and 0 (false). A literal l is satisfied by an assignment α if l is positive
and α(var(l)) = 1 or if l is negative and α(var(l)) = 0. A literal l is falsified by an assignment
if its complement l̄ is satisfied by the assignment. A clause C is satisfied by an assignment α

if α satisfies at least one of C’s literals. A formula F is satisfied by an assignment α if α

satisfies all of F ’s clauses, in which case α is a model of F . Given two assignments α and ω,
the composition α ◦ ω of α and ω is defined as α ◦ ω(x) = ω(x) if ω assigns a truth value to
x and α ◦ ω(x) = α(x) otherwise. We sometimes denote assignments by the sequences of
literals they satisfy, i.e., we write xȳ to denote the assignment that assigns 1 to x and 0 to y.

A formula is satisfiable if there exists an assignment that satisfies it, otherwise it is unsat-
isfiable. Two formulas are logically equivalent if they are satisfied by the same assignments;
they are equisatisfiable if they are either both satisfiable or both unsatisfiable. A SAT solver
is a computer program that takes as input a propositional formula and decides whether
or not the formula is satisfiable. In case the formula is satisfiable, a solver can output a
satisfying assignment; in case the formula is unsatisfiable, a solver can output a proof of
unsatisfiability. We discuss proofs in more detail in Section 5.

There are two main techniques for parallelizing SAT problems: portfolio-based approaches
and divide-and-conquer approaches. In portfolio-based approaches (c.f. [2, 7, 9, 20,21,27,38,
45, 48]), multiple solvers or solver configurations all attempt to solve the same problem, and
the portfolio completes as soon as one of the solvers finishes the problem. Some portfolio
solvers use clause sharing to share conflict clauses between the solvers, allowing progress
from one solver to be used by other solvers within the portfolio. Sharing conflict clauses
involves similar engineering to the state-migration techniques described in this paper. The
winner of the last two SAT-competition cloud tracks [5, 6], mallob [44], uses this approach.
Portfolio solvers have also been used to parallelize SMT [14,31,47].

Divide-and-conquer approaches partition the search space into multiple – sometimes
millions or even billions of – subproblems [23,27, 30,42]. A particularly successful approach
is cube-and-conquer, which uses look-ahead techniques to partition the search space and
then solves each of the subproblems using CDCL [27]. For various hard combinatorial
problems [24,26], cube-and-conquer can realize linear-time speedups, even when running on
thousands of cores. Such scaling cannot be achieved with portfolio-based approaches. Some
techniques combine divide-and-conquer with portfolio/clause sharing, e.g. [32].

SAT 2022
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· · ·Formula Solver1 Solver2 Solvern−1 Solvern

S1

S1 S2 Sn−2

Sn−1

Sn−1

Figure 1 Storing and restoring solver state in external storage while solving a single SAT problem.

Recent work has examined how to use cloud resources and serverless computing to scale
SAT solving. Ozdemir et al. [43] examine the use of divide-and-conquer parallel algorithms
on AWS Lambda in a tool called gg-SAT. When a Lambda node approaches a timeout, it
splits the problem to run on several more Lambda nodes (the timeout and the splitting factor
are configurable). Solver state is discarded at the timeout, so the approach is orthogonal to
our idea of migrating state; it may be possible to combine both in the future. This work is
in turn built on gg [19], a tool for process management and I/O for serverless computing.

Our approaches increase the complexity of the solver. To ensure correctness, we support
proof logging in an extension of the commonly-used DRAT format [29,36,46]. We use two
extensions. The first adds information to the proof to validate the results on satisfiable
formulas by producing solutions for the original formula, similar to solution reconstruction [18,
36]. This extension is similar to dual proofs for quantified Boolean formulas [13, 28]. The
second extension adds weight to clauses in the proof. With this information it is possible
to identify and extract the most performance-critical information when migrating state via
proofs. Both extensions can also easily be used for stronger proof systems than DRAT [25].

3 Migrating Solver State

Our goal is to solve a given SAT problem over multiple solver runs, potentially involving
multiple different solvers on multiple compute architectures. For example, we want to run a
solver on a problem until a timeout is reached; at that point, we terminate the solver and
start another solver – possibly on a different machine – that continues solving the problem. In
case the second solver finishes before its timeout, we return a solution, otherwise we continue
by starting yet another solver run, and we keep doing so until the formula is eventually
solved. The main problem we need to address in order to reach our goal is to migrate the
state of a SAT solver, i.e., to serialize it and store it such that it can be subsequently re-used
to continue solving, as shown in Figure 1.

3.1 Which State to Migrate?
A naïve approach to migrating solver state would be to store the complete state of a solver
process, including the stack, heap, etc. This is known as application checkpointing, and while
there have been attempts to implement application-independent solutions (like Berkeley
Lab Checkpoint/Restart for LINUX [22]), the approach depends strongly on the underlying
compute architecture, making it a suboptimal choice on generic cloud infrastructure.

We want an infrastructure-independent solution that achieves sound and efficient solver
performance across multiple runs. Consider two contrasting approaches:
1. Store virtually all internal data structures of a solver.
2. Store only a “minimum viable subset” of the data structures.
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vector<Flags> ftab; // variable and literal flags
vector<int64_t> btab; // enqueue time stamps for queue
vector<int64_t> gtab; // time stamp table to recompute glue
vector<Occs> otab; // table of occurrences for all literals
vector<int> ptab; // table for caching probing attempts
vector<int64_t> ntab; // number of one-sided occurrences table
vector<Bins> big; // binary implication graph
vector<Watches> wtab; // table of watches for all literals

Figure 2 An excerpt from the state declarations inside CaDiCaL’s source code.

The first approach stores not only the obvious pieces of state such as clause sets, scores of
heuristics, and phases, but a multitude of other data structures maintained by a solver. This
has the advantage that a subsequent solver loading this information can continue exactly
where the previous solver left off. However, modern solvers are immensely complex; for
example, in the case of CaDiCaL, the internal state involves more than 90 interdependent
data structures (an excerpt is shown in Figure 2) that must be properly serialized. This
approach has substantial disadvantages: it is solver-specific, brittle to data-structure changes,
requires a maximal amount of storage and time to store and restore solver data structures,
and adds solver maintenance overhead for any change to the data structures.

As an alternative, we consider approaches that store only a small fragment of the entire
solver state. In the next section, we define a “minimum viable subset” of solver state (we do
not use the term minimal in a formal sense but rather in a vague sense of “practicality”); the
resulting approach is not only almost solver independent but also achieves surprisingly good
performance. In addition, as this subset of state is so succinct, we do not necessarily need to
store it explicitly at the end of a solver run. In Section 5, we show how a small modification
of the DRAT proof format allows a solver to store it continuously in its proof trace.

4 Migrating Solver State by Explicitly Writing Solver State

In this section, we describe the fragment of solver state necessary to achieve soundness and
acceptable performance over multiple solver runs, and we discuss practical considerations
for how it can be stored and restored. This fragment must obviously include the current
clause set maintained by the solver. However, if we are not only interested in a simple
SAT/UNSAT answer but also in a satisfying assignment (in case of SAT), storing only the
clause set is insufficient to achieve soundness. An additional piece of solver state, the so-called
reconstruction stack, is required for solution reconstruction of SAT results.

4.1 Solution Reconstruction
SAT solvers routinely perform clause-set simplifications that preserve equisatisfiability but
not necessarily logical equivalence. Even though these simplifications do not impact the
solver’s ultimate verdict on the formula’s satisfiability, they can weaken a formula enough to
admit assignments that do not satisfy the original formula. Some solvers, like MiniSat [17],
perform such simplifications only at the beginning, as preprocessing (see [12] for details),
whereas other solvers, like CaDiCaL and Kissat [9], also perform them during solving, as
so-called inprocessing. Example 1 illustrates the impact of these simplifications on a simple
formula.

SAT 2022
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▶ Example 1. Consider the formula (x ∨ y) ∧ (x̄ ∨ ȳ) ∧ (ȳ). A solver might conclude that
the deletion of the clause (x ∨ y) does not affect the satisfiability of the formula and thus
remove it (e.g., via the technique of blocked-clause elimination [35]). The resulting formula
(x̄ ∨ ȳ) ∧ (ȳ) is satisfied by the assignment α = x̄ȳ. However, α falsifies (x ∨ y) and is thus
not a valid model of the original formula.

To deal with this problem, solvers that perform such simplifications must maintain
information that allows them to turn a solution of the simplified formula into a valid solution
of the original formula. This process of restoring a solution is known as solution reconstruction,
and the data structure maintaining the required information is called the reconstruction
stack [34]. Hence, if we aim to solve a formula over multiple solver runs, and if we are
interested in a valid satisfying assignment, we also need to store the reconstruction stack.

Formally, the reconstruction stack is a sequence of pairs ⟨C, ω⟩, where C is a clause and
ω (called the witness) is a set of literals such that C ∩ ω ̸= ∅. Intuitively, the clauses on the
stack represent clauses that were deleted from the formula, and the witnesses contain literals
that should be made true during solution reconstruction in case their corresponding clause is
not satisfied by the current assignment. Algorithm 1 formalizes this intuition [18].

Algorithm 1 Solution-Reconstruction Algorithm.
function ReconstructSolution(assignment α, reconstruction stack σ)

while σ is non-empty do
⟨C, ω⟩ ← σ.pop() \\ Get the top pair from the stack.
if α falsifies C then α← α ◦ ω \\ Make the literals of ω true.

▶ Example 2. Consider Example 1 again. When deleting the clause (x ∨ y), the solver
can push the pair ⟨(x ∨ y), {x}⟩ on the reconstruction stack. When performing solution
reconstruction with the assignment x̄ȳ and the reconstruction stack σ = ⟨(x∨y), {x}⟩, it then
obtains the assignment xȳ, which does indeed satisfy the original formula (x∨y)∧(x̄∨ ȳ)∧(ȳ).

In Example 2, making x true does not falsify the original formula (if it did, solution
reconstruction would fail). In practice, solvers use only simplification techniques that ensure
this, and there are many subtleties involved with maintaining a correct reconstruction stack.
We do not discuss these subtleties here and instead refer to the existing literature [12,34].

4.2 A Minimum Viable Subset of Solver State

We have seen that in addition to storing the clauses of a solver, storing the reconstruction stack
is required for soundness. Considering soundness alone, we could ignore learned/redundant
clauses. For efficiency, however, we include them too; but we must make sure that subsequent
solver runs can distinguish them from the irredundant clauses. The reason is that CDCL
solvers eagerly remove learned clauses, which is unproblematic because they are implied by
the irredundant clauses. Removing some learned clauses improves performance by keeping
the size of the clause database small. To judge the quality of learned clauses, solvers usually
rely on the literal-block distance (LBD) [1], so we include the LBDs with the learned clauses.
This leaves us with the following minimum viable subset of solver state: (1) irredundant
clauses, (2) redundant clauses and their LBDs, and (3) the reconstruction stack.
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4.3 Migrating Minimum Viable Solver State: Practical Considerations
We implemented dedicated serialization and deserialization routines on top of CaDiCaL and
MapleSat.

At the end of a solver run (when a solver has finished or a time limit has been reached),
the solvers write minimum viable state to separate files, one for irredundant clauses, one
for redundant clauses, and one for the reconstruction stack. At the beginning of a solver
run, they can also accept as input a file with redundant clauses and LBDs in addition to the
irredundant clauses. Our implementations can serialize their state in a binary format and in
a plain-text format. We define both formats in Appendix A.

Both solvers depend on the invariant that learned clauses do not contain falsified literals
(i.e., literals whose complements have been derived as unit clauses, or equivalently, literals
that are false at decision level 0). Thus, when adding learned clauses at the beginning of
a solver run, we must remove these literals. In the spirit of the robustness principle (often
worded as “be conservative in what you send, be liberal in what you accept”), we remove
falsified literals both when storing clause sets and when restoring them.

For solution reconstruction, we use a dedicated script that takes a truth assignment
(in competition format, as printed by the solvers) and a serialized reconstruction stack,
and outputs the assignment obtained by applying Algorithm 1. This allows us to use the
reconstruction stacks of previous solver runs to transform an assignment returned by a final
solver call into an assignment of the original input formula.

Our experimental evaluation in Section 6 shows that – compared to solving a formula in
a single run – this approach leads to mixed impact on the performance of MapleSat and to a
surprising performance increase for CaDiCaL. Before presenting the results of our evaluation,
however, we consider an alternative approach to storing the minimum viable state.

5 Migrating Solver State Using Proofs

The previous approach requires time to store solver state at the end of a run. In addition,
it fails when a solver terminates unexpectedly. A more radical approach allows the state
of the solver to be reconstructed at any time by using the proof trace as a write-ahead log
that maintains the solver state. Most state-of-the-art solvers adhere to the DRAT proof
format [46], so we build on DRAT in the following.

Intuitively, a DRAT proof of a formula is a sequence of clause additions and deletions that
– when applied to the original formula – give rise to an “accumulated formula” maintained by
the solver. More formally, a proof is a sequence of pairs ⟨m, C⟩, where m ∈ {a, d} and C is a
clause. If m = a, the pair is an addition, and if m = d, it is a deletion. Given a propositional
formula F0 and a DRAT proof ⟨m1, C1⟩, . . . , ⟨mn, Cn⟩, the accumulated formula at point i

(1 ≤ i ≤ n) is defined as follows:

Fi =
{

Fi−1 ∪ {Ci} if mi = a
Fi−1 \ {Ci} if mi = d

For a proof to qualify as a valid DRAT proof, it is required that for each addition ⟨a, Ci⟩, the
clause Ci has the RAT property [36] with respect to the clause set Fi−1. The RAT property
is a specific syntactic criterion ensuring that the addition of Ci preserves satisfiability. The
specifics of the RAT property are irrelevant to our approach. In fact, our approach works
with any other syntactic criterion that preserves satisfiability and thus applies also to proof
systems like the blocked-clause proof system [37] or PR [25].

SAT 2022
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In practical SAT solving, a DRAT proof is stored either in plain text or in a dedicated
binary format. Example 3 shows a DRAT proof, its accumulated formula, and a serialization
of the proof in the plain-text DRAT format.

▶ Example 3. Consider the formula F = {(x ∨ y), (x̄ ∨ y), (x ∨ ȳ), (x̄ ∨ ȳ)}. The sequence
⟨a, (y)⟩, ⟨d, (x ∨ y)⟩, ⟨a, (ȳ)⟩ is a DRAT proof of F . The accumulated formula after the
first addition is the formula F ∪ {(y)} = {(x ∨ y), (x̄ ∨ y), (x ∨ ȳ), (x̄ ∨ ȳ), (y)}. The
accumulated formula after the subsequent deletion is the formula {(x̄∨y), (x∨ ȳ), (x̄∨ ȳ), (y)}.
Assuming that the variables x and y are respectively assigned the numbers 1 and 2,
the plain-text version of the formula in DIMACS and the proof in DRAT format are as follows:

DIMACS

p cnf 2 4
1 2 0

-1 2 0
1 -2 0

-1 -2 0

DRAT

2 0
d 1 2 0

-2 0

Observe that in the plain-text DRAT format – analogous to the DIMACS format – lines
end with a 0. Deletions are preceded by a d while additions are not preceded by a symbol.
Note that we do not require proofs to end with the empty clause.

The accumulated formula of a proof trace represents the most relevant piece of state
maintained by the solver, namely its current clause set. Thus, if a solver attempted to solve
a formula without finishing, the proof trace can be used to reconstruct the accumulated
formula, which can be passed to a new solver instance to continue.

This idea of extracting an accumulated formula from a proof is indeed the main idea
behind the approach we present in the following. However, as we discussed in Section 4,
extracting only a single clause set alone is not sufficient to ensure soundness and acceptable
performance. To achieve these goals, we need to extend the proof format slightly to enable
solution reconstruction and a separation of the accumulated formula into a redundant and
an irredundant clause set.

5.1 Dual DRAT: A Simple Extension of the DRAT Format
In the following, we introduce two slight modifications of the DRAT format that equip proofs
with enough information to extract the reconstruction stack and to separate the clause set into
irredundant and redundant clauses. For clause deletions we add a witness that can be used
for solution reconstruction (Section 4.1); for clause additions we add a non-negative integer
that indicates the usefulness of the clause and that allows us to distinguish redundant clauses
from irredundant ones. Although we consider both modifications of DRAT in combination,
they could be applied independently too. We start with a formal definition of proofs in our
format before discussing how to serialize these proofs in practice.

▶ Definition 4 (Dual DRAT Proof). A Dual DRAT (DDRAT) proof is a sequence of triples
⟨m, C, ω⟩, where m ∈ {a, d}, C is a clause, and ω is either a non-negative integer (if m = a)
or a set of literals (if m = d).

The non-negative integers added to clause-addition steps are meant to indicate the quality of
a clause – the lower the value, the more important the clause. In practice, we use the value 0
for irredundant clauses and the literal-block distance for redundant clauses.
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▶ Example 5. The following sequence of triples is a DDRAT proof: ⟨a, x ∨ y, 1⟩,
⟨d, x ∨ y ∨ z, ∅⟩, ⟨d, x̄ ∨ ȳ, {x̄}⟩, ⟨a, v ∨ w, 0⟩.

Given a DDRAT proof, we extract an accumulated state in the form of (1) an irredundant
formula F , (2) a redundant formula R, and (3) a reconstruction stack σ.

▶ Definition 6 (Accumulated Formulas). Let F0 and R0 be propositional formulas, and let
⟨m1, C1, ω1⟩, . . . , ⟨mn, Cn, ωn⟩ be a DDRAT proof. The accumulated irredundant formula Fi

and the accumulated redundant formula Ri (1 ≤ i ≤ n) are defined as follows:

Fi =


Fi−1 ∪ {Ci} if mi = a and ωi = 0
Fi−1 if mi = a and ωi ̸= 0
Fi−1 \ {Ci} if mi = d

Ri =


Ri−1 if mi = a and ωi = 0
Ri−1 ∪ {Ci} if mi = a and ωi ̸= 0
Ri−1 \ {Ci} if mi = d

In line with the original definition of DRAT, we define a DDRAT proof as valid if for every
clause addition ⟨a, Ci, ωi⟩, the clause Ci is a RAT with respect to the formula Fi−1 ∪Ri−1.
As mentioned earlier, the RAT property is not relevant to our approach and so we are not
going to discuss it further.

▶ Definition 7 (Accumulated Reconstruction Stack). Let ⟨m1, C1, ω1⟩, . . . , ⟨mn, Cn, ωn⟩ be a
DDRAT proof and let σ0 be a (possibly empty) sequence of pairs ⟨C, ω⟩. The accumulated
reconstruction stack σi is defined as follows:

σi =
{

σi−1 · ⟨Ci, ωi⟩ if mi = d and ωi ̸= ∅
σi−1 otherwise

▶ Example 8. Let F0 = {(ū), (u∨ v ∨w), (x̄∨ ȳ), (x∨ y ∨ z), (x∨ y ∨ z̄)}, let R0 = ∅, and let
σ0 be the empty sequence ϵ. Consider the proof from Example 5. After the first addition
⟨a, x∨ y, 1⟩, R1 = {(x∨ y)} while F1 = F0 and σ1 = σ0. After the deletion ⟨d, x∨ y∨ z, ∅⟩ we
get F2 = F1\{(x∨y∨z)} while R2 = R1 and σ2 = σ1. The subsequent deletion ⟨d, x̄∨ ȳ, {x̄}⟩
gives F3 = F2 \ {(x̄ ∨ ȳ)}, R3 = R2 and σ3 = ⟨(x̄ ∨ ȳ), {x̄}⟩. Finally, after the addition
⟨a, v ∨ w, 0⟩, we end up with F4 = F3 ∪ {(v ∨ w)} = {(ū), (u ∨ v ∨ w), (x ∨ y ∨ z̄), (v ∨ w)},
R4 = R3 = {(x ∨ y)}, and σ4 = σ3 = ⟨(x̄ ∨ ȳ), {x̄}⟩.

In practical SAT solving, we can serialize a DDRAT proof in plain-text format by
serializing irredundant-clause additions just as in DRAT. For redundant-clause additions,
we start with an l (lower-case L, for learned clause) and first add the LBD as usefulness
score before listing the literals. For deletions, we append the witness literals after the clause
literals – as the witness must intersect with the deleted clause, we don’t need an additional
symbol to separate the witness literals from the other literals, but we require the first literal
of the clause and the first literal of the witness to coincide (we thus know that the clause has
ended and the witness has started as soon as the first literal repeats). Deletions with empty
witnesses are thus serialized the same way as in DRAT.

▶ Example 9 (Plain-Text Serialization of a DDRAT Proof). The following proof is the
plain-text serialization of the proof from Example 5, obtained by respectively mapping the
variables v, w, x, y, z to the integers 1, 2, 3, 4, 5:

DDRAT

l 1 3 4 0 // add (x | y) as redundant clause with LBD 1
d 3 4 5 0 // delete (x | y | z), empty witness
d -3 -4 -3 0 // delete (-x | -y), witness is {-x}
1 2 0 // add (v | w) as irredundant clause
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Note that a DDRAT proof serialized as above can be easily transformed into an ordinary
DRAT proof. The resulting proof can then be checked with a proof checker like drat-trim [46].
Note also that proofs of multiple solver runs can be concatenated to obtain a proof of the
original formula. If a solver produces a DDRAT proof, we can easily extract its clause sets
and its reconstruction stack.

5.2 Producing Dual DRAT Proofs: Practical Considerations
As proof of concept, we extended the SAT solver MapleSat to enable the serialization of
DDRAT proofs.

Most importantly, witnesses must be added to clause deletions that do not preserve
logical equivalence. In addition, we believe that for performance it is crucial to ensure a
close correspondence between the accumulated clause sets of the proof and the clause sets
maintained internally by the solver – we must thus make sure that the accumulated clause
sets do not contain clauses that are not actually retained by the solver (e.g., because their
deletions were not logged in the proof). As discussed below, ensuring this for MapleSat
required some effort. Designing a proof format based on FRAT [4], which forces solvers to
be more careful with what they log, could thus lead to a fruitful alternative to DDRAT. The
following changes to MapleSat were required:

Serializing witnesses for bounded variable elimination: The solver performs bounded
variable elimination [16] in a preprocessing step. This leads to clause deletions that do not
preserve logical equivalence. When creating the proof, we thus must add the witnesses
(the literals of the eliminated variables) for each of these clause deletions.
Logging clause deletions from the parsing phase: When parsing the input formula from a
DIMACS file, the solver ignores trivially satisfied clauses. To remove these clauses from
the accumulated clause sets, we add proof logging for the corresponding deletions.
Adding unit clauses for locked-clause deletions: The solver regularly deletes satisfied
clauses. For clauses involved in top-level propagations (so-called locked clauses), we add
the corresponding unit clauses to the proof (as done by MergeSat).
Adding clause deletions: The solver regularly performs clause minimization as an inpro-
cessing step [40]. In the original code, when a clause was minimized, the new clause was
added to the proof but (presumably for performance reasons) the corresponding deletion
of the original clause was not logged. We add proof logging of these deletions.
Reading redundant clause sets: As discussed in Section 4.3, when reading redundant
clause sets from input files, we must remove falsified literals from all clauses.

Finally, there are two slight details that we omitted for the sake of simplicity: In practice,
accumulated clauses sets of proofs are not viewed as ordinary sets but as multisets.1 This
means that for each clause deletion, we only delete a single occurrence of the clause (instead of
all occurrences). Moreover, although Definition 6 does not add the LBDs to the accumulated
redundant formula, we store them with the clauses when extracting state from a proof.

Apart from minor implementation details, these changes allowed us to extract clause
sets and reconstruction stacks from the proofs produced by the solver, and to start sub-
sequent solver runs with these clause sets. Applying the solution-reconstruction algorithm
(Algorithm 1) led to valid solutions of satisfiable formulas, and concatenating the proofs and
converting them to ordinary DRAT led to verified proofs of unsatisfiable formulas.

1 https://github.com/marijnheule/drat-trim

https://github.com/marijnheule/drat-trim
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5.3 Advantages and Disadvantages of the Proof-Based Approach
The most obvious disadvantage of the proof-based approach is that we need to parse all of a
proof (of the previous run) to extract the clause sets and the reconstruction stack. While
this is costly, it removes the time required to explicitly store the state at the end of a run.
In our experiments (Section 6), the proof-based approach still takes significantly longer than
the alternative approach from Section 4. However, because the proof is written to disk
continuously as a write-ahead log, the proof-based approach has the advantage of being
robust to unexpected terminations of the solver.

Our implementation work on MapleSat revealed that adding support for DDRAT to a
solver is non-trivial and requires several careful changes. On the bright side, these format
extensions can provide debugging support for incorrect SAT results (similar to how DRAT
improved debugging UNSAT results), which may lead to better solver implementations.

6 Evaluation

In this section, we present an evaluation of our approaches for migrating solver state. We
start by defining the experimental setup and then present and discuss the results.

6.1 Experimental Setup
Our experiment attempts to simulate the behavior of two kinds of solver migration in the
cloud: in the first case, we consider an initial run on a serverless compute platform followed
by a migration to a long-running dedicated compute platform. This simulates an environment
in which we solve the easy cases using serverless resources and use managed computing
resources to solve harder problems. In the second case, we consider repeated use of serverless
resources until a problem is solved.

For all experiments, we set the timeout for migration to 500 seconds. The choice of 500
seconds is not arbitrary; it was chosen because – at the time of writing – the shortest timeout
for calls of serverless functions of the three big cloud providers is 540 seconds. With this
experiment we thus mimic the case where we start a solver run as part of a serverless function
call but (40 seconds before the timeout) determine that the solver will likely not finish in
time; we thus stop it and continue solving on another compute instance. As overall timeout,
we use 5000 seconds per problem, which was the timeout in the SAT Competition 2021.

We consider three experimental settings:
1. Single Run: Run a solver on the benchmarks with a timeout of 5000 seconds per instance.

This setting does not involve state migration and serves as a baseline for comparison.
2. Double Run: Run a solver until a timeout of 500 seconds, then start a second solver

that reads the state from the first solver and runs until an overall timeout (including the
time to store and restore state) of 5000 seconds. This setting describes migration from a
serverless platform to dedicated computing resources.

3. Multi Run: Run a solver until a timeout of 500 seconds, then migrate state to another
solver that runs again for 500 seconds. Repeat such 500 seconds runs until the formula is
solved, with an overall time limit of 5000 seconds.

We perform an experiment with the full benchmark suite from the SAT Competition
2021 (400 formulas), using the following solver variants:
1. The original, unmodified CaDiCaL (version 1.5.2).
2. The original, unmodified MapleSat.
3. Our variant of CaDiCaL that stores state explicitly at the end of a run.
4. Our variant of MapleSat that stores state explicitly at the end of a run.
5. Our variant of MapleSat that stores state in the proof trace.

SAT 2022
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Table 1 Overview of solved instances per experiment. Black numbers describe median solved
instances over 5 runs, and gray ranges describe the min and max solved over 5 runs.

Solver Variant Experiment Solved SAT UNSAT
CaDiCaL Original Single Run 270 [270, 270] 131 [131, 131] 139 [139, 139]

CaDiCaL Dump Double Run 274 [271, 277] 130 [127, 135] 144 [142, 146]

CaDiCaL Dump Multi Run 279 [275, 280] 134 [131, 135] 145 [144, 146]

MapleSat Original Single Run 245 [244, 250] 108 [108, 112] 137 [134, 138]

MapleSat Dump Double Run 246 [244, 255] 113 [110, 117] 133 [133, 138]

MapleSat Dump Multi Run 217 [215, 221] 100 [97, 103] 117 [113, 119]

MapleSat Proof Double Run 241 [238, 244] 108 [107, 113] 133 [129, 133]

MapleSat Proof Multi Run 222 [220, 225] 108 [104, 108] 114 [114, 120]

CaDiCaL+Maple Dump Double Run 276 [274, 277] 128 [127, 129] 148 [146, 149]

CaDiCaL+Maple Dump Multi Run 280 [278, 283] 132 [131, 136] 148 [146, 148]

Maple+CaDiCaL Dump Double Run 273 [270, 278] 128 [126, 135] 145 [143, 145]

Maple+CaDiCaL Dump Multi Run 278 [277, 280] 132 [130, 133] 146 [145, 148]

In addition, we consider combinations of solvers, in the following way:
6. Alternate CaDiCaL (var. 3) and MapleSat (var. 4) at each timeout, starting with CaDiCaL.
7. Alternate CaDiCaL (var. 3) and MapleSat (var. 4) at each timeout, starting with MapleSat.

We perform single-run experiments with unmodified versions of CaDiCaL and MapleSat
(variants 1 and 2), and we perform double-run and multi-run experiments with all other
variants (variants 3-7). For variants 6 and 7, where we combine both solvers, one solver starts
the first run, afterwards either the other solver runs until the overall timeout (double run) or
the two solvers take turns (multi run). We refer to the combination where CaDiCaL performs
the first run (variant 6) as CaDiCaL+Maple and to the combination where MapleSat performs
the first run (variant 7) as Maple+CaDiCaL. Each solver in the experiment produces proofs in
binary format. To account for runtime variance induced by migrating state, we perform five
independent runs per combination of experiment setting and solver variant/combination.

The experiments were performed on Amazon EC2 m5d.metal bare metal instances. Each
instance is powered by AWS-custom Intel Xeon Scalable (Skylake) processors (96 vCPUs per
instance), has 384 GiB memory and four SSDs with 900 GB of storage each. The instances
run Amazon Linux 2, and for each experiment we ran 24 parallel processes per instance.

6.2 Results
Table 1 contains an overview of the numbers of solved instances per solver variant and
experiment. As we performed five runs per experiment, the numbers in the table represent
for each row the solved instances of the median run, i.e., the run for which there were two
other runs that performed better and two other runs that performed worse in terms of overall
solved instances.

In the table, Dump stands for the solver variants that store their state explicitly at the
end of a solver run (the approach from Section 4), and Proof stands for the solver variant
that stores its state as part of the proof trace (the approach from Section 5).

Even though the number of solved instances is a good performance indicator, it does not
tell the full story. As an extreme example, consider a benchmark set where on each problem
solver A either takes less than 2500 seconds or times out (taking more than 5000 seconds).
In this setting, if solver B took exactly twice the time of solver A, it would still solve the
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Figure 3 Cactus plot for all solver variants and experiments (median runs).
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Figure 4 Distribution of runtimes for the instances solved by CaDiCaL in the double-run setting
(state migration after 500 seconds). Left: satisfiable instances. Right: unsatisfiable instances.

exact same number of problems as A, giving the wrong impression that B was as efficient
as A. To give a better indication of the actual solver runtime, Figure 3 shows a cactus plot
for all combinations of experiments and solvers. Each curve represents the performance of a
specific solver (or solver combination) in a specific experimental setting (single run, double
run, or multi run). For each time (x-axis), the number on the y-axis denotes the number
of problems for which the solver took at most that time to solve it. For example, a y-value
of 110 at x = 1000 says that there were 110 problems for which the solver took at most
1000 seconds (each) to solve. Note that the solving time in Figure 3 includes the time spent
on storing and reading the solver state. Appendix C contains additional cactus plots that
separate the runs, making it easier to distinguish solvers.

As mentioned earlier, migrating solver state induces variance to the runtime, which is the
reason why we performed multiple runs per experiment. To illustrate the run-time variance,
we generated plots of the runtimes for the double-run experiment with the solver variant
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Figure 5 Left: MapleSat state store+restore time when storing state explicitly (purple triangles)
and proof process time when restoring state from proof (yellow circles) by formula size after the first
500 seconds run. Right: MapleSat proof process time by proof size after the first 500 seconds run.

of CaDiCaL that stores state explicitly at the end of a run (Figure 4). Notice that there is
considerably more variance on the satisfiable instances than on the unsatisfiable instances.
The median runtime for each problem is shown in purple, and the runtimes of the other
four runs are shown in yellow. The diagrams look similar for MapleSat (see Figure 8 in
Appendix D).

6.2.1 Time Spent on Storing and Restoring State

Figure 5 compares the time MapleSat spent on explicitly storing and restoring solver state
with the time required (by a dedicated tool) for extracting solver state from a proof in the
proof-based approach. We measured this time after the first run in the double-run experiments
with MapleSat (data is from the median runs in terms of overall solved instances; notice
that time and formula size are in log scale). The time required for storing and restoring state
with CaDiCaL is given in Figure 9 in Appendix E.

Note that for the proof-based approach, the state is stored continuously as part of the
proof trace, so we did not measure the storing time explicitly. For our experiments, we
implemented a dedicated tool that processes a proof trace, extracts the clause sets and the
solution-reconstruction stack, and writes them to separate files. The time shown in the plots
is the time that our tool spent on reconstructing both the clause sets and the reconstruction
stack in memory, excluding the time it spent on writing them to disk. We considered this
fair for comparison because a solver could be extended to parse the proof directly (without
writing to disk) if more efficiency is desired.

With MapleSat, explicitly storing and restoring state never takes more than about 10
seconds, and much less than that in the majority of cases. For the proof-based approach,
restoring state takes less than about 100 seconds in most cases, but on some problems it
takes even more than that. Notice the time spent on explicitly storing and restoring state
is strongly correlated with the size of the input formula. In the proof-based approach, the
restore time is strongly correlated with the size of the proof trace.
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6.3 Discussion

Our experiments show that migrating solver state leads to mixed results for MapleSat, where
in the double-run experiment our approaches perform about the same as when solving a
formula in a single run with the original solver, but in the multi-run setting they perform
considerably worse. The proof-based approach performs similarly to the approach that stores
state explicitly, even though it spends more time on restoring state.

For CaDiCaL, where we implemented only the approach that stores state explicitly (and
not in the proof), migrating state does not only perform on par with solving a formula in a
single run but actually leads to more solved instances and better runtimes.

The combinations of the two solvers also perform well in our experiments. In fact, it is
the combination of CaDiCaL and MapleSat in the multi-run setting, where both solvers take
turns, that performed best in the experiment. This is especially interesting since MapleSat
performed considerably worse than CaDiCaL in the experiments where solvers performed on
their own. Three of the problems were only solved by a combination of the two solvers but
not in any of the experiments involving only a single solver.

Our experiments indicate that hard restarts – like the ones we perform when migrating
solver state, where only the clause sets and the LBDs are preserved – can improve the overall
solving time significantly. Note that the usual restarts performed by CDCL solvers keep
more state (e.g., phases and parts of the trail) than just the clause sets [10].

Migrating solver state generally (both for MapleSat and CaDiCaL) increases the variance
in solving time, where especially on the satisfiable instances it can lead to huge differences.
This could be explained by the fact that luck plays a greater role on satisfiable instances,
where a good guess can make a huge difference, than on unsatisfiable instances, where a
proof has to be derived laboriously by examining the entire search space.

Finally, observe that there is a strong correlation between store/restore time and formu-
la/proof size. Storing state explicitly at the end of runs is much faster than restoring state
from proofs, but for both approaches the time spent on storing and restoring state is mostly
negligible compared to the overall solving time.

7 Conclusion and Future Work

We have examined mechanisms to migrate solver state across different computational resources.
This allows us to stop and resume solvers at any point in time, and even to migrate from one
solver to another. In a large experiment, we found that the cost in terms of time and storage
necessary to migrate state was reasonable and in many cases even led to an unexpected
performance improvement. This indicates that hard restarts, where a solver forgets everything
except its clause sets, can lead to significant increases in solver performance.

For future work, we hope to extend our approach to support incremental solving, where
we can store solver state – after solving an increment – for later retrieval. This would allow
us to cache incremental problems, which may be useful for a variety of explorations of hard
SAT problems. For example, one could imagine approaches such as gg-SAT [43] in which
computations that time out are migrated using incremental queries that split the subformulas,
preserving the learned clauses from the base problem. This approach could also lead to a
variety of interesting portfolio approaches: for example, we could “late bind” parallelism,
migrating an initial query to several solvers, permuting clauses, changing seeds, etc. We hope
our paper serves as a starting point for a broader discussion on migrating solver state that
will lead both to better proof formats and to fruitful alternative approaches.
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A Formats for State Serialization

We propose both a plain-text format and a binary format for the irredundant clauses,
redundant clauses (with their usefulness scores), and the reconstruction stack.

A.1 Plain-Text State Format

A.1.1 Irredundant Clauses
Irredundant clauses are serialized in the common DIMACS format, which we summarize here
for the sake of completeness. A DIMACS file starts with a header line of the following form:

p cnf #number-of-variables #number-of-clauses

After the header line, all clauses are listed, literal by literal, with positive integers representing
positive literals, and negative integers representing negative literals. Each clause must go to
its own line ending with 0. Lines that start with the symbol c represent comments and are
thus ignored.

▶ Example 10. Let F = (x2 ∨ x̄3) ∧ (x̄1) ∧ (x1 ∨ x̄4). The DIMACS encoding of F is as
follows:

DIMACS

c this line is a comment
p cnf 4 3
2 -3 0
-1 0
1 -4 0
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A.1.2 Redundant Clauses
Redundant clauses are serialized in a similar way as in DIMACS, with the only difference
that files do not contain a header and that for each clause, the literals are preceded by the
usefulness score.

▶ Example 11. Let R = {⟨(x2 ∨ x̄3), 1⟩, ⟨(x̄1), 1⟩, ⟨(x1 ∨ x̄4), 2⟩} be a redundant-clause set,
i.e., a set of pairs where the first element is a clause and the second element is the clause’s
usefulness score. The plain-text encoding of R is as follows:

Plain-Text Redundant Clauses

1 2 -3 0
1 -1 0
2 1 -4 0

A.1.3 Reconstruction Stack
We serialize a reconstruction stack by listing one clause-witness pair per line (we first list the
literals of the clause and then the literals of the witness), ending each line with a 0. Similar
to deletions in DDRAT, we require the first literal of the witness to coincide with the first
literal of the clause. The stack is serialized bottom-to-top (i.e., earlier pairs in the sequence
are serialized earlier in the file).

▶ Example 12. Let σ = ⟨(x2∨x̄3), {x2, x̄3}⟩, ⟨(x̄1), {x̄1}⟩, ⟨(x1∨x̄4), {x̄4}⟩ be a reconstruction
stack, i.e., a sequence of clause-witness pairs. The plain-text encoding of σ is as follows:

Plain-Text Reconstruction Stack

2 -3 2 -3 0
-1 -1 0
-4 1 -4 0

A.2 Binary State Format
We propose binary formats that rely on the same integer encoding that is used for encoding
literals in the binary DRAT format.2

A.2.1 Integer Encoding
Literals are identified by signed integers that are first mapped to unsigned (positive) integers
and then serialized as variable-length byte strings (using an encoding known as variable-length
quantity). The mapping of signed integers to positive integers is defined as follows:

u(n) =
{

2n if n > 0
−2n + 1 if n ≤ 0

Positive integers are then serialized as variable-length byte strings where the most-significant
bit of each byte indicates whether the byte is the last byte in a sequence or whether there
are more bytes to follow (to be precise, the most significant bit of a byte is 0 if and only if

2 https://www.cs.utexas.edu/~marijn/drat-trim/

https://www.cs.utexas.edu/~marijn/drat-trim/
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the byte is the last byte in the sequence). The remaining seven bits of each byte then encode
the actual number in big-endian (i.e., earlier bytes are more significant). More precisely,
given an integer n, we can split the conventional binary representation of u(n) into a finite
sequence wm . . . w0 of seven-bit words such that:

u(n) = w0 + 27w1 + 214w2 + · · ·+ 27mwm

In our binary integer format, the number n is now serialized as the byte sequence

nB = 1wm . . . 1w21w10w0

Note that for a given seven-bit word w, we denote by 0w the byte obtained by setting the
most significant bit to 0 and then appending the bits of w. For example, if w is represented
by the seven bits 1000000, then 0w = 01000000, and similarly 1w = 11000000.

▶ Example 13. Let n = 979. Then, u(n) = 2 × 979 = 1958. The conventional binary
representation of 1958 is 11110100110. We can now split this bit string into the two seven-bit
words w1 = 0001111 = 15 and w0 = 0100110 = 38 such that 1958 = w0 +27w1 = 38+27×15.
Thus, we obtain the two-byte encoding 979B = 1w10w0 = 10001111 00100110.

▶ Example 14. Let n = −979. Then, u(n) = −2×−979 + 1 = 1959, which is 11110100111
in conventional binary. Thus, w1 = 0001111 = 15 and w0 = 0100111 = 39, resulting in the
two-byte encoding −979B = 1w10w0 = 10001111 00100111.

A.2.2 Irredundant Clauses: Binary DIMACS
For the irredundant clauses, we define a binary DIMACS format. A binary DIMACS file
starts with 0x00, i.e., with a 0-byte (this initial 0-byte allows a solver/parser to identify the
file as a binary DIMACS file) and is then followed by a sequence of clauses where each clause
is represented by a sequence of integers (in the binary format defined in Section A.2.1) that
is followed by 0x00. Similar to DIMACS, positive literals are mapped to positive integers
and negative literals are mapped to negative integers before they are encoded.

▶ Example 15. Let F = (x2 ∨ x̄3) ∧ (x̄1) ∧ (x1 ∨ x̄4). The binary DIMACS encoding of F is
the byte sequence 0x00 2B −3B 0x00 −1B 0x00 1B −4B 0x00, which boils down to:

Binary DIMACS

0x00 0x04 0x07 0x00 0x03 0x00 0x02 0x09 0x00

Note that in contrast to the plain-text DIMACS format, we do not require a binary
DIMACS file to explicitly mention the number of clauses or the number of variables.

A.2.3 Redundant Clauses
Redundant clauses are serialized in a similar way as irredundant clauses. Files start with a
0-byte and then list the clauses, with the only difference being that we precede the literals of
a clause with the binary encoding UB of its usefulness score.

▶ Example 16. Let R = {⟨(x2∨x̄3), 2⟩, ⟨(x̄1), 1⟩, ⟨(x1∨x̄4), 1⟩} be a redundant-clause set. The
binary encoding of R is the byte sequence 0x00 2B 2B −3B 0x00 1B −1B 0x00 1B 1B −4B 0x00,
which boils down to:

Binary Redundant Clauses

0x00 0x04 0x04 0x07 0x00 0x02 0x03 0x00 0x02 0x02 0x09 0x00
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A.2.4 Reconstruction Stack

For reconstruction stacks in binary format, we do not start files with a 0-byte. This allows
for straight-forward concatenation of multiple reconstruction-stack files, which is often useful.
Apart from that, the binary format is analogous to the plain-text format: Each clause-witness
pair is serialized by first listing the literals (now in binary format) of the clause and then the
literals of the witness, whereby the first literal of the witness must also be the first literal of
the clause. We also add a 0-byte after each pair.

▶ Example 17. Let σ = ⟨(x2∨x̄3), {x2, x̄3}⟩, ⟨(x̄1), {x̄1}⟩, ⟨(x1∨x̄4), {x̄4}⟩ be a reconstruction
stack, i.e., a sequence of clause-witness pairs. The binary encoding of σ is the byte sequence
2B −3B 2B −3B 0x00 −1B −1B 0x00 −4B 1B −4B 0x00, which boils down to:

Binary Reconstruction Stack

0x04 0x07 0x04 0x07 0x00 0x03 0x03 0x00 0x09 0x02 0x09 0x00

B Binary DDRAT Format

In the binary DDRAT format, additions of irredundant clauses and deletions without witnesses
are serialized in the exact same way as in binary DRAT. Additions of redundant clauses and
deletions with witnesses are defined by introducing a separate starting symbol for both of
them.

Additions of irredundant clauses start with the byte 0x61 (ASCII for the character ‘a’),
followed by the binary encoding of the clause’s literals, and ending with the zero-byte
0x00.
Additions of redundant clauses start with the byte 0x72 (ASCII for the character ‘l’),
followed by the binary encoding UB of the clause’s usefulness score U , then the binary
encoding of the clause’s literals, and finally the zero-byte 0x00.
Deletions start with the byte 0x64 (ASCII for the character ‘d’), followed by the binary
encoding of the clause’s literals. If the witness is non-empty, the clause’s literals are
followed by the binary-encoded literals of the witness, whereby the first literal of the
clause and the first literal of the witness must be the same. Finally, deletions end with
the zero-byte 0x00.

▶ Example 18. Consider the DDRAT proof from Example 5: ⟨a, x ∨ y, 1⟩, ⟨d, x ∨ y ∨ z, ∅⟩,
⟨d, x̄ ∨ ȳ, {x̄}⟩, ⟨a, v∨w, 0⟩. Assuming that the variables v, w, x, y, z are respectively identified
by the integers 1, 2, 3, 4, 5, the binary DDRAT encoding of this proof is the byte sequence
0x72 1B 3B 4B 0x00 0x64 3B 4B 5B 0x00 0x64 −3B −4B −3B 0x00 0x61 1B 2B 0x00, which boils
down to:

Binary DDRAT

0x72 0x02 0x06 0x08 0x00 0x64 0x06 0x08 0x0A 0x00 0x64 0x07 0x09 0x07 0x00
0x61 0x02 0x04 0x00
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Figure 6 Cactus plot excluding the combinations of two solvers (median runs).

0 1,000 2,000 3,000 4,000 5,000
0

100

200

300

CPU Time in Seconds

S
ol
ve
d
In
st
an

ce
s

cadical-maple multi-run
maple-cadical multi-run
cadical-maple double-run
maple-cadical double-run
cadical-original single-run
maple-original single-run

Figure 7 Cactus plot for solver combinations and single runs of original solvers (median runs).
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D Runtime Plots for MapleSat
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Figure 8 Distribution of runtimes for the instances solved by MapleSat in two runs (state is
stored explicitly between runs). Left: satisfiable instances. Right: unsatisfiable instances.
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Figure 9 CaDiCaL state store+restore time by formula size after 500 seconds run.
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Abstract
We present and evaluate d4Max, an exact approach for solving the Weighted Max#SAT problem.
The Max#SAT problem extends the model counting problem (#SAT) by considering a tripartition
of the variables {X, Y, Z}, and consists in maximizing over X the number of assignments to Y that
can be extended to a solution with some assignment to Z. The Weighted Max#SAT problem is an
extension of the Max#SAT problem with weights associated on each interpretation. We test and
compare our approach with other state-of-the-art solvers on the challenging task in probabilistic
inference of finding the marginal maximum a posteriori probability (MMAP) of a given subset
of the variables in a Bayesian network and on exist-random quantified SSAT benchmarks. The
results clearly show the overall superiority of d4Max in term of speed and number of instances solved.
Moreover, we experimentally show that, in general, d4Max is able to quickly spot a solution that is
close to optimal, thereby opening the door to an efficient anytime approach.
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1 Introduction

Weighted model counting is a fundamental task that consists in computing the number
of weighted models of a given propositional formula, typically in CNF. Model counting is
computationally hard (#P-complete), and actually much harder in practice than satisfiability
(the SAT problem). Weighted projected model counting is an extension of weighted model
counting, that also considers a set of propositional variables Y to be forgotten. The objective
is then to compute the weighted model count of the quantified Boolean formula ∃Y.Φ over
its variables (i.e., the variables occurring in Φ but not in Y ). These tasks are of tremendous
importance to many problems, including probabilistic inference [52, 13, 2], explainable AI [43],
planning [44, 19, 6], reliability [21], verification [22, 29], among others.

Real world scenarios often require reasoning in an uncertain environment, which leads to
the use of PP oracles [24]. PP is the class of decision problems solvable by a probabilistic
Turing machine in polynomial time, with an error probability of less than one half for all
instances. Toda [57] showed that #P and PP are equally powerful when used as oracles,
indicating that the class PP is closely related to #P. For many relevant problems in AI
such as calculating maximum a posteriori hypotheses (MAP) [45], explainable AI [61], and
probabilistic conformant planning [38], NPPP oracles are often necessary. As highlighted by
Torán [58], NPPP class can be thought as the class of problems which consists in guessing a
proof of polynomial size and verifying it using a PP oracle.
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E-MajSAT [38] is one prototypical example of the NPPPproblems. It asks for a given
CNF formula Φ over X ∪ Y whether there exists an assignment to variables in X such that
half of its extensions satisfies Φ. In [48], Knot Pipatsrisawat and Adnan Darwiche introduced
an optimization version of E-MajSAT, called functional E-MajSAT, that asks for a complete
assignment τ of X such that the weighted model count of Φ conditioned by τ is maximal.
On top of considering an optimization version of E-MajSAT, functional E-MajSAT also
considers weights over variables of Y . Recently, Fremont et al. [23] proposed an unweighted
extension of E-MajSAT, called Max#SAT, that introduces a set of variables to be forgotten.
Given a CNF formula Φ over X ∪ Y ∪ Z, Max#SAT asks for a complete assignment τ of X

so that the projected model count of ∃Z.Φ conditioned by τ is maximal.

In this paper we introduce the WeightedMax#SAT problem, which generalizes both
functional E-MajSAT and Max#SAT problems and can be formulated as an Exist-Random-
Exist quantified SSAT problem. Given a CNF formula Φ over X ∪ Y ∪ Z and a weight
function over literals of Φ, it asks for a complete assignment τ of X such that the weighted
projected model count of ∃Z.Φ conditioned by τ is maximal. It extends both Max#SAT and
functional E-MajSAT, as it considers a set of variables to be forgotten, as well as a weight
function that is not limited to probabilities on variables. Considering unrestricted weight
functions (weights still represented with a linear number of bits) increases the expressiveness
of the language, and consequently allows the use of different encodings [8].

To tackle the WeightedMax#SAT problem in practice, we present a top-down tree-search
procedure based on the model counter d4, called d4Max. The solver given in this paper
extends the preliminary Max#SAT solver introduced in [3] by considering a weight function
in the problem definition, which is necessary for several concrete applications s.t. probabilistic
database, verification, XAI, . . . We also add the requirements to efficiently turn d4Max into
an anytime approach. These conditions can also be used to answer the decision version of
WeightedMax#SAT, that asks whether there exists an assignment τ of X such that the
weighted projected model count of ∃Z.Φ conditioned by τ is greater than some threshold.

For our experiments we first consider as a case study the inference query of MMAP on
Bayesian Networks (BN) [47] (and Markov Networks (MN)), which asks to find the most
probable combination of values of a set of random variables in a BN (or MN). In order to
evaluate how efficient is d4Max on this problem, we first encode MMAP benchmarks into
WeightedMax#SAT instances. We use a BN to CNF translator, based on the encoding
presented in [13], which associates with an input graphical model (either a BN or a MN) a
CNF formula and a weight map. For comparison purpose we use the state-of-the-art inference
tool merlin. Because MMAP instances can be naturally encoded as Exist-Random SSAT
problems, we also consider the solvers erSSAT [35] and ClauSSat [15] in our evaluation. The
empirical results obtained show that d4Max is quite competitive on the MMAP instances
in comparison to the SSAT solvers and the dedicated tool merlin. As a second test bed,
we consider Exist-Random SSAT application formulas used in [35]. We show that d4Max
outperforms erSSAT and ClauSSat on these benchmarks (which merlin can not handle).
Finally, we experimentally show that in general, d4Max is able to quickly spot a solution
close to the optimal, thereby being a quite efficient anytime solver.

The rest of the paper is organized as follows. After some formal preliminaries (Section 2),
the WeightedMax#SAT problem is presented in Section 3. Section 4 describes d4Max, our
exact WeightedMax#SAT solver, alongside an anytime version. An empirical evaluation is
provided in Section 5, before the conclusion section (Section 6).
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2 Preliminaries

Let X be a set of Boolean variables {x1, . . . , xm}. A literal ℓ is a variable x or its negation.
A clause is a disjunction of literals (ℓ1 ∨ . . . ∨ ℓc) and a term is a conjunction of literals
(ℓ1 ∧ . . .∧ ℓt). A unit clause contains only one literal. A propositional formula in Conjunctive
Normal Form (CNF) is a conjunction of clauses. Clauses and terms will be denoted by lower
greek letters (α, τ, . . .) while CNF formulas will be represented by upper ones (Φ, Ψ, . . .).
V ar(Φ) is the set of variables occurring in Φ and Lit(Φ) is its set of literals. Lit(X) would
also denote the set of literals we can build over the set of variables X. For convenience, we
will write Φ(X) to represent that Φ is defined on the set of variables X.

▶ Example 1. Let Φ = (x1∨¬y1)∧(x1∨¬y2)∧(x1∨y1∨y2∨¬y3)∧(¬x1∨¬y1∨y2)∧(¬x1∨
y1∨¬y2)∧ (¬x1∨x2∨¬y3)∧ (¬x1∨¬z1) be a CNF formula. V ar(Φ) = {x1, x2, y1, y2, y3, z1}
and Lit(Φ) = {x1, x2, y1, y2,¬x1,¬y1,¬y2,¬y3,¬z1}.

An interpretation or an assignment τ is a mapping from variables to {true, false} and
can be represented either as a set of literals or as a term. A literal ℓ (resp. ¬ℓ) with
V ar(ℓ) = x is satisfied when τ(x) = true (resp. τ(x) = false). An interpretation is complete
when all variables from a formula are assigned, otherwise it is partial. A clause is satisfied
when one of its literals is satisfied. An interpretation that satisfies all clauses from a CNF
formula is called a model. The Boolean Satisfiability Problem (SAT) is the decision problem
determining whether a model of a CNF formula exists [1]. We denote by 2V ar(Φ) the set
of all interpretations of a CNF formula Φ, and by Mod(Φ) the set of all models, with
Mod(Φ) = {τ ∈ 2V ar(Φ) | τ |= Φ}, |= denoting logical entailment.

▶ Example 2 (Example 1 cont’d). The models of Φ are:
{¬x1,¬x2,¬y1,¬y2,¬y3,¬z1} {¬x1,¬x2,¬y1,¬y2,¬y3, z1} {x1,¬x2, y1, y2,¬y3,¬z1}
{¬x1, x2,¬y1,¬y2,¬y3, z1} {¬x1, x2,¬y1,¬y2,¬y3,¬z1} {x1, x2, y1, y2, y3,¬z1}
{x1,¬x2,¬y1,¬y2,¬y3,¬z1} {x1, x2,¬y1,¬y2, y3,¬z1} {x1, x2, y1, y2,¬y3,¬z1}
{x1, x2,¬y1,¬y2,¬y3,¬z1}

Given a CNF formula Φ(X, Y ), with X and Y two disjoint sets of variables, ∃Y.Φ is a
quantified Boolean formula denoting (up to logical equivalence, denoted by ≡) the most
general consequence of Φ which is independent from the variables of Y [37]. In consequence,
Mod(∃Y.Φ) = {τ ∈ 2X | ∃τ ′ ∈ 2Y and τ ∧ τ ′ |= Φ}, i.e., the number of assignments to X

such that there exists an extension to Y that satisfies Φ.

▶ Example 3 (Example 1 cont’d). The models of ∃z1.Φ are listed below:
{¬x1,¬x2,¬y1,¬y2,¬y3} {x1,¬x2, y1, y2,¬y3} {¬x1, x2,¬y1,¬y2,¬y3}
{x1, x2, y1, y2, y3} {x1,¬x2,¬y1,¬y2,¬y3} {x1, x2,¬y1,¬y2, y3}
{x1, x2, y1, y2,¬y3} {x1, x2,¬y1,¬y2,¬y3}

If a variable x ∈ X is not in V ar(Φ(X)), then it is said to be free. The conditioning
of a CNF formula Φ by a consistent term τ is the CNF formula Φ|τ , obtained from Φ by
removing all satisfied clauses (which contain a literal ℓ ∈ τ) and all occurrences of ¬ℓ. If a
clause becomes empty, then Φ is falsified. The unit propagation of a unit clause (ℓ) is the
conditioning of Φ on ℓ, which results into an equisatisfiable formula Φℓ, meaning that Mod(Φ)
and Mod(Φ|ℓ) have the same size. The Boolean Constraint Propagation (BCP) [64, 41] is the
algorithm that, given a CNF formula, returns an equivalent CNF closed under propagation,
i.e., it does not contain unit clauses.

▶ Example 4 (Example 1 cont’ed). Φ|¬x1 = (¬y1) ∧ (¬y2) ∧ (¬y3) is the formula obtained
after conditioning Φ by the literal ¬x1. In Φ|¬x1 the variables x2 and z1 are free.
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Given a CNF formula Φ(X), the counting problem #SAT [26] returns the number of
models of Φ over X, denoted by ∥ Φ ∥. Given a quantified CNF formula ∃Y.Φ(X, Y ), Y

being the set of variables to be forgotten, the projected model counting problem #∃SAT
[63] is to compute the number of assignments over X that have at least one extension to Y

that satisfies Φ(X, Y ), which we denote by ∥ ∃Y.Φ(X, Y ) ∥. Naturally, if all variables from Φ
are in Y , then the problem #∃SAT boils down to solve the SAT problem.

▶ Example 5 (Example 1 cont’d). ∥ Φ ∥= 10 and ∥ ∃z1.Φ ∥= 8.

To distinguish relevant literals from irrelevant ones, a weight function ω : 2Lit(Φ) → R+
∗

gives for each literal a weight. In unweighted CNF formulas, all literals have a weight of one,
meaning that they have the same relevance. Given a weighted CNF formula Φ, the weight of
a model τ of Φ, denoted ω(τ), is the product of weights of Lit(τ). The problem of Weighted
Model Counting (WMC) [52], denoted by ∥ Φ ∥ω, is to compute the weighted model count
∥ Φ ∥ω=

∑
τ∈2V ar(Φ) ω(τ), with τ |= Φ. The Weighted Projected Model Counting (WPMC)

problem, denoted by ∥ ∃Y.Φ(X, Y ) ∥ω, extends WMC by computing the weighted model count
regarding a set of variables Y to forget, i.e., ∥ ∃Y.Φ(X, Y ) ∥ω=

∑
τ∈2X ω(τ) with τ |= ∃Y.Φ.

Let us remark that for existentially quantified variables Y , the weight function assigns 1 to
Lit(Y ).

▶ Example 6 (Example 1 cont’d). Let us consider the following weight function ω:
ω(x1) = 1 ω(¬x1) = 1 ω(x2) = 1 ω(¬x2) = 2 ω(y1) = 0.5 ω(¬y1) = 0.5
ω(y2) = 0.5 ω(¬y2) = 0.5 ω(y3) = 2 ω(¬y3) = 1 ω(z1) = 1 ω(¬z1) = 1

Given the weight function ω, we have ω(¬x1, x2,¬y1,¬y2,¬y3, z1) = 0.25, ∥ Φ ∥ω= 4 and
∥ ∃z1.Φ({x1, x2, y1, y2, y3}, {z1}) ∥ω= 3.25.

Weighted model counting is computationally hard (#P-complete [59]), and actually much
harder in practice than satisfiability (the SAT problem). Despite this difficulty, much effort
has been spent in the last decade in developing new algorithms for model counting (either exact
[51, 27, 56, 16, 7, 31, 42, 40, 17, 33, 50, 53, 34, 30, 20, 9] or approximate [55, 25, 11, 12, 60, 54])
which prove practical for larger and larger instances (see https://mccompetition.org/).
Most exact counters are tree-search algorithms exploring the whole space of propositional
interpretations and take advantage of several dedicated techniques. More precisely, these
counters work by recursively branching on a variable x until either a contradiction (non-
chronological backtracking) is reached or the formula is satisfied, relying on the simple
observation that Φ = (x∧Φ|x)∨ (¬x∧Φ|¬x) (Shannon expansion), which translates in terms
of model counting into ∥ Φ ∥=∥ Φ|x ∥ + ∥ Φ|¬x ∥. To avoid visiting all possible branches, the
computed values are memorized so that if the algorithm is recursively called on a subformula
that has already been seen during computation, the number of models of this subformula is
directly returned by the cache (component caching). Another improvement of this algorithm
is based on the observation that if Φ = Φ1 ∧ Φ2 with V ar(Φ1) ∩ V ar(Φ2) = ∅ (disjoint
component analysis), then ∥ Φ ∥=∥ Φ|x ∥ × ∥ Φ|¬x ∥, which allows to significantly reduce
the number of recursive calls. This algorithm can be turned into a projected model counter
algorithm by only branching on projected variables and by associating the constants 0 or 1
to the subformulas that only contain existentially quantified variables (0 if the subformula is
unsatisfiable, 1 otherwise). For weighted model counting, it is enough to slightly modify the
branching rule by considering weights, i.e., ∥ Φ ∥ω= ω(x)× ∥ Φ|x ∥ω +ω(¬x)× ∥ Φ|¬x ∥ω.

https://mccompetition.org/
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3 The Weighted Max#SAT problem

In this section we propose to unify both the functional E-MajSAT [48] and the Max#SAT [23]
problems under a new problem, called the Maximum Weighted Model Counting problem
(WeightedMax#SAT for short). Let us first introduce what are functional E-MajSAT and
Max#SAT problems.

Given a CNF formula Φ, MajSAT(Φ) asks whether a propositional formula is satisfied
by a majority of assignments (2n−1 + 1 for a formula containing n variables). This problem,
an extension of the SAT problem, is the PP-complete problem of reference. Given a CNF
formula Φ(X, Y ), X and Y being disjoint, E-MajSAT(Φ(X, Y )) [38] asks whether there
exists an assignment τ to X such that the majority of complete assignments to Y satisfies
the formula Φ conditioned on τ . E-MajSAT is an NPPP-complete problem [38, 46] and is a
special case of the stochastic satisfiability (SSAT) problem [39].

▶ Example 7 (Example 1 cont’d). Φ is satisfied by 10 assignments, which do not constitute
the majority of assignments (that is 33 models). Thus, MajSAT(Φ) is false. Given X =
{y1, y2, y3} and Y = {x1, x2, z1}, τ = {¬y1,¬y2,¬y3} is a solution for E-MajSAT(Φ(X, Y )).
Indeed, Φ|τ = (¬x1 ∨ ¬t1) is satisfied by 6 assignments (the majority being 5 assignments).

In [48] the authors propose an optimization version of E-MajSAT, called functional
E-MajSAT. In this extension, variables are partitioned into choice variables X and chance
variables Y , that are assigned respectively by the user and by the nature. Given a weight
function ω that assigns probabilities on chance variables, functional E-MajSAT(Φ(X, Y ), ω)
asks for the assignment τ to X that maximizes the weighted model count of Φ|τ , which
corresponds to the maximum probability of the functional E-MajSAT problem on Φ(X, Y ).

▶ Example 8 (Example 1 cont’d). Let us split V ar(Φ) into X = {x1, x2, z1} and Y =
{y1, y2, y3}. ω is the weight function such that ω(y1) = 0.6, ω(y2) = 0.5, ω(y3) = 0.1
(we have ω(¬yi) = 1 − ω(yi)). ∥ Φ|{x1,x2,¬z1} ∥ω= 1.5 is the maximum probability of the
functional E-MajSAT problem on Φ(X, Y ) over ω.

In [23] the authors propose an extension of functional E-MajSAT, called Max#SAT.
Given a formula Φ over disjoint sets of variables X, Y , and Z, the Max#SAT problem is
to maximize over X the number of assignments to Y that have an extension over Z which
satisfies Φ. Contrarily to functional E-MajSAT, variables are all unweighted and some
variables can be forgotten, which can be indispensable to model some concrete problems.

We can now formally define the Maximum Weighted Model Counting problem (Weighted-
Max#SAT), which generalizes both functional E-MajSAT and Max#SAT problems.

▶ Definition 9 (WeightedMax#SAT problem). Given a propositional formula Φ(X, Y, Z)
over disjoint sets of variables X, Y , and Z, and a weight function ω over Lit(X ∪ Y ),
the WeightedMax#SAT problem is to determine an assignment τ to X that maximizes
∥ ∃Z.Φ(X, Y, Z)|τ ∥ω.

▶ Example 10 (Examples 1 and 6 cont’d). Let us split V ar(Φ) into X = {x1, x2},
Y = {y1, y2, y3} and Z = {z1}. τ = {x1, x2} is an optimal solution for both
Max#SAT(Φ(X, Y, Z)) (∥ ∃z1.Φ|τ ∥= 4) and WeightedMax#SAT(Φ(X, Y, Z), ω) (∥
∃z1.Φ|τ ∥ω= 1.5).

For a given functional E-MajSAT problem (Φ(X, Y ), ω), it is easy to determine, using a
WeightedMax#SAT oracle, a solution by considering the propositional formula Φ(X, Y, ∅)
and the exactly same weight function ω. Similarly, we can translate a given Max#SAT
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problem Φ(X, Y, Z) into a WeightedMax#SAT problem by considering the weight function
that assigns 1 on each literal. A solution for a given WeightedMax#SAT problem (Φ(X, Y, Z),
ω) will be represented by a couple ⟨τ, c⟩, where τ is an assignment of X that maximizes
∥ ∃Z.Φ(X, Y, Z)|τ ∥ω and c is the weighted model count associated to τ . When convenient,
the notation WMax#SAT(Φ(X, Y, Z), ω) will also be used to represent a solution. We
introduce three operators to combine solutions together: ×, ÷, >, and the function max:
⟨τ1, c1⟩ × ⟨τ2, c2⟩ = ⟨τ1 ∪ τ2, c1 × c2⟩;
⟨τ1, c1⟩ ÷ ⟨τ2, c2⟩ = ⟨τ1 \ τ2, c1/c2⟩;
⟨τ1, c1⟩ > ⟨τ2, c2⟩ is true when c1 > c2;
max(⟨τ1, c1⟩, ⟨τ2, c2⟩) = (c1 > c2) ? ⟨τ1, c1⟩ : ⟨τ2, c2⟩.

4 An Exact Weighted Max#SAT Approach

In this section, we propose an algorithm to solve exactly the WeightedMax#SAT problem
in practice. First, we focus on the case where an optimal solution is required. Afterwards,
we show how this algorithm can be enhanced to become an anytime solver able to handle
the decision problem associated to the WeightedMax#SAT problem.

4.1 Solving Exactly the WeightedMax#SAT Problem
Given a propositional formula Φ(X, Y, Z) over disjoint sets of variables X, Y , and Z, and a
weight function ω over Lit(X∪Y ), our approach takes advantage of the following observations:
1. If x ∈ X then

WMax#SAT(Φ(X, Y, Z), ω) = max(WMax#SAT((Φ ∧ x)(X, Y, Z), ω),
WMax#SAT((Φ ∧ ¬x)(X, Y, Z), ω))

2. If Φ is not satisfiable, then WMax#SAT(Φ(X, Y, Z), ω) = ⟨τ ∈ 2X , 0⟩
3. If X = ∅, then WMax#SAT(Φ(X, Y, Z), ω) = ⟨∅, ∥ ∃Z.Φ ∥ω⟩
4. If ℓ is unit in Φ and V ar(ℓ) ∈ X, then

WMax#SAT(Φ(X, Y, Z), ω) = ⟨ℓ, ω(ℓ)⟩ ×WMax#SAT(Φ|ℓ(X \ {V ar(ℓ)}, Y, Z), ω)
5. If x ∈ X is free in Φ(X, Y, Z), then

WMax#SAT(Φ(X, Y, Z), ω) = ⟨ℓ, ω(ℓ)⟩ × WMax#SAT(Φ(X \ {x}, Y, Z), ω)
with ℓ = x if ω(ℓ) ≥ ω(¬ℓ) and ℓ = ¬x otherwise

6. If ℓ is unit in Φ and V ar(ℓ) ∈ Y , then
WMax#SAT(Φ(X, Y, Z), ω) = ⟨∅, ω(ℓ)⟩× WMax#SAT(Φ|ℓ(X, Y \ {V ar(ℓ)}, Z), ω)

7. If y ∈ Y is free in Φ(X, Y, Z), then
WMax#SAT(Φ(X, Y, Z), ω) = WMax#SAT(Φ(X, Y \ {y}, Z), ω) × ⟨∅, ω(y) + ω(¬y)⟩

8. If Φ(X, Y, Z) ≡ Φ1(X1, Y1, Z1) ∧ Φ2(X2, Y2, Z2) with V ar(Φ1) ∩ V ar(Φ2) = ∅, then
WMax#SAT(Φ(X, Y, Z), ω) = WMax#SAT(Φ1(X1, Y1, Z1), ω)

× WMax#SAT(Φ2(X2, Y2, Z2), ω)
Let us give the intuition of why these observations hold, with the help of the following
example:

▶ Example 11. Let ∃Z.Φ(X, Y, Z) = (a∨ b)∧ (a∨ c∨d)∧ (¬a∨ c∨d)∧ (¬a∨¬c∨¬d)∧ (¬a∨
¬c ∨ d) ∧ (e ∨ f) be a weighted projected CNF formula, with X = {a, b, e}, Y = {c, f} and
Z = {d}, and ω the weight function such that ω(a) = 0.4, ω(b) = 0.3, ω(c) = 0.7, ω(e) = 0.3,
ω(f) = 0.5 (wih ω(ℓ) = 1− ω(¬ℓ)). The tree depicted in Figure 1 represents a possible trace
of d4Max regarding ∃Z.Φ(X, Y, Z).

By definition, if x belongs to X, then the variable x must be assigned in the solu-
tion. Let ⟨τx, cx⟩ and ⟨τ¬x, c¬x⟩ evaluate the two possible situations for x, with ⟨τx, cx⟩ =
WMax#SAT((Φ ∧ x)(X, Y, Z), ω) and ⟨τ¬x, c¬x⟩ = WMax#SAT((Φ ∧ ¬x)(X, Y, Z), ω).
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Figure 1 Possible trace of d4Max regarding the formula given in Example 11.

It is clear that an optimal solution for WMax#SAT(Φ(X, Y, Z), ω) should maximize the
number of the weighted model count, that is ⟨τx, cx⟩ if cx > c¬x and ⟨τ¬x, c¬x⟩ otherwise
(see the operator max in Section 3). Concerning Observation 2, since the weight function only
assigns strictly positive values to literals, if Φ is unsatisfiable, then whatever the assignment
to X is, the weighted model count will be zero (i.e., ⟨τ ∈ 2X , 0⟩ is a solution). Observation 3
is a direct consequence of the WeightedMax#SAT definition. Because weights are strictly
positive, Observation 4 can be obtained from Observations 1 and 2. If x ∈ X is free in
Φ(X, Y, Z), then Φ ∧ x ≡ Φ ∧ ¬x. Let ⟨τ, c⟩ = WMax#SAT(Φ(X \ {x}, Y, Z), ω). Since x is
free in Φ, then WMax#SAT((Φ∧x)(X, Y, Z), ω) = ⟨τ ∧x, c×w(x)⟩. Consequently, choosing
the literal of x that is maximal regarding ω constructs an optimal solution (Observation 5).
Since unit literals and free variables from Y and Z can be accumulated and considered only
when the set of optimization variables is empty, we directly get that Observations 6 and 7
are correct.

▶ Example 12 (Example 11 cont’d). As in ∨3 there is no more X variables, we know
that ω1 is equal to 0 (Observation 2, no extension to Z satisfies Φ1|{a,c}), and that ω2
is equal to ω(c) (Observation 3). Then, as b is free, ω(Ψ1|a) is equal to (ω1 + ω2) ×
ω(¬b) = 0.49, as per Observation 5 and as ω(¬b) > ω(b). Likewise, there is no more X

variables in ∨4 and whatever the valuation of c, there exists an extension to d that satisfies
Ψ1|¬a. Thus, as b is propagated to true when a is fixed to false to ensure the satisfiability
of Φ1, ω(Φ¬a) = (ω3 + ω4) × ω(b) = 0.3 (Observation 4). As in ∨1, a belongs to X,
ω(∨1) = max(ω(Φa)×ω(a), ω(Φ¬a)×ω(¬a)) = max(0.196, 0.18) (Observation 1). Thus, the
solution returned by ∨1 is {a ∧ ¬b, 0.196}. Concerning Φ2, ω5 is equal to ω(f) + ω(¬f) = 1
(Observation 7, f being free) and ω6 to ω(f) (Observation 6, f being fixed). Then, as in ∨1,
ω(Φ2) = max((Φ2|e × ω(e), Φ2|¬e × ω(¬e)) = max(0.3, 0.35) (Observation 1, e ∈ X). The
solution returned by ∨2 is {¬e, 0.35}.

Regarding Observation 8, let us suppose that Φ(X, Y, Z) can be split into two connected
components Φ1(X1, Y1, Z1) and Φ2(X2, Y2, Z2), i.e., Φ ≡ Φ1 ∧Φ2 and V ar(Φ1) ∩ V ar(Φ2) =
∅. Let us consider two optimal solutions for the corresponding subproblems: ⟨τ1, c1⟩ =
WMax#SAT(Φ1(X1, Y1, Z1), ω) and ⟨τ2, c2⟩ = WMax#SAT(Φ2(X2, Y2, Z2), ω). We already
know that connected components can be leveraged for weighted projected model counting.
Then, ∥ ∃Z.Φ|τ1∧τ2 ∥ω= c1 × c2. Let ⟨τ ′

1 ∧ τ ′
2, c⟩ = WMax#SAT(Φ(X, Y, Z), ω) with

V ar(τ ′
1) ∩ X2 = V ar(τ ′

2) ∩ X1 = ∅ and suppose, for sake of contradiction, that c > c1× c2.
Since Φ1(X1, Y1, Z1) and Φ2(X2, Y2, Z2) do not share any variables, c = c′

1 × c′
2 = ∥

∃Z1.Φ(X1, Y1, Z1)|τ ′
1
∥ω × ∥ ∃Z2.Φ(X2, Y2, Z2)|τ ′

2
∥ω. Then, c > c1 × c2 means either c′

1 > c1
or c′

2 > c2. Without loss of generality, let us suppose that c′
1 > c1. Thus, ⟨τ ′

1, c′
1⟩ is a

solution for WMax#SAT(Φ1(X1, Y1, Z1), ω) and would be strictly better than ⟨τ1, c1⟩, which
contradicts the fact that ⟨τ1, c1⟩ is an optimal solution for WMax#SAT(Φ1(X1, Y1, Z1), ω).
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Algorithm 1 d4Max.

Input: Φ(X, Y, Z): a CNF formula, and ω a weight function over Lit(Φ).
Output: ret = ⟨τ, c⟩ s.t. τ is an optimal WeightedMax#SAT solution for the given
input, with c =∥ ∃Z.Φ|τ ∥ω the weighted model count obtained.

Global variables: best = ⟨β, b⟩ is the best solution found so far (it is initialized to
⟨∅,−1⟩), and scale = ⟨σ, s⟩ is a partial solution (it is initialized to ⟨∅, 1⟩).

1 if Φ is unsat then return ⟨τ ∈ 2X , 0⟩
2 (Φ′, µ) ← BCP (Φ)
3 m← ω(µ∩Lit(X∪Y ))×

∏
x∈X\V ar(Φ′) max(w(x), w(¬x))×

∏
y∈Y \V ar(Φ′) w(y)+w(¬y)

4 α← µ ∩ Lit(X)
5 α← α ∪ {ℓ | x ∈ X \ V ar(Φ′) with ℓ = x if w(ℓ) ≥ w(¬ℓ) and ℓ = ¬x otherwise}
6 ret← ⟨∅, 1⟩
7 if cache[Φ′] ̸= ∅ then ret←cache[Φ′]
8 else if V ar(Φ′) ∩ X = ∅ then ret← ⟨∅, ∥ ∃Z.Φ′ ∥ω⟩

else
9 saveScale← scale; scale← scale× ⟨α, m⟩

10 {Φ1, . . . , Φj} ← connectedComponent(Φ′)
11 if j > 1 then
12 map← dig({Φ1, . . . , Φj},(X, Y, Z), ω) // with map[Φi] = soli
13 scale← scale×map[Φ1]× . . .×map[Φj ]
14 for Φi ∈ {Φ1, . . . , Φj} do
15 scale← scale÷map[Φj ]
16 current← d4Max(Φi(X ∩ V ar(Φi), Y ∩ V ar(Φi), Z ∩ V ar(Φi)), ω)
17 scale← scale× current

18 ret← ret× current

else
19 v ← selectVar(V ar(Φ′) ∩X)
20 ⟨τ1, c1⟩ ← d4Max((Φ′ ∧ v)(X ∩ V ar(Φ′), Y ∩ V ar(Φ′), Z ∩ V ar(Φ′), ω)
21 ⟨τ2, c2⟩ ← d4Max((Φ′ ∧ ¬v)(X ∩ V ar(Φ′), Y ∩ V ar(Φ′), Z ∩ V ar(Φ′), ω)
22 ret← max(⟨τ1, c1⟩, ⟨τ2, c2⟩)
23 cache[Φ′]← ret

24 scale← saveScale

25 if ret× ⟨α, m⟩ × scale > best then best← ret× ⟨α, m⟩ × scale

26 return ret× ⟨α, m⟩

▶ Example 13 (Examples 11 and 12 cont’d). Previously, we compute that the solutions for
Φ1 and Φ2 are respectively equal to {a ∧ ¬b, 0.196} and {¬e, 0.35}. As Φ ≡ Φ1 ∧ Φ2 and
V ar(Φ1) ∪ V ar(Φ2) = ∅, we have, thanks to Observation 8, WMax#SAT(Φ(X,Y ,Z), ω) =
{a ∧ ¬b ∧ ¬e, 0.196× 0.35}.

Based on the model counter d4 [33], d4Max is a top-down tree-search algorithm which is
decomposed into two parts. As long as the current formula contains variables from X, we
branch on such variables leveraging Observation 1. Once X is empty (line 8), we fall into
the observation 3 and compute the assignment that maximizes ∥ ∃Z.Φτ ∥ω.

Algorithm 1 provides the pseudo-code of d4Max that solves exactly WeightedMax#SAT
(we leave for the next subsection the blue part of the algorithm which concerns the anytime
version). It takes as an input a CNF Φ(X, Y, Z) and a weight function ω over the literals
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of Φ. (X, Y, Z) forms a partition of V ar(Φ), with X, Y and Z respectively the optimization,
counting, and existentially quantified variables. It returns a term τ , corresponding to an
assignment to X, and the projected number of weighted models of ∃Z.Φ|τ over Y .

First, at line 1, one tests whether the formula Φ is satisfiable (this case meets Observa-
tion 2). If not, whatever the interpretation considered on X is, the corresponding weighted
model count would be equal to zero and d4Max would return ⟨τ ∈ 2X , 0⟩. BCP simplifies
Φ at line 2 and returns Φ′, the formula obtained after applying unit propagation over Φ,
alongside the unit literals µ which were propagated. Since all variables that became free
during propagation are not returned by BCP, we need to retrieve them to compute the
correct solution (for both the weight model count and the term). Propagated literals that
belong in X or Y also need to be considered in the returned solution. Consequently, we
compute a multiplicative factor m (line 3) that is obtained from the observations 4–7 and
that considers both unit literals (ω(µ ∩ Lit(X ∪ Y ))) and free variables (the remaining
part). This multiplicative factor is then used to get the correct count when the solution is
returned by d4Max (line 26). Similarly, thanks to the observations 4 and 5, we compute a
term α that will be concatenated with the solution returned by d4Max to get the correct
solution (lines 4–5).

Afterwards, we initialize ret = ⟨∅, 1⟩ (line 6), a temporary variable which serves to store
the result returned at line 26. We use a cache to avoid computing once more an already
encountered subformula (line 7). More precisely, each time a new value of ⟨τ, c⟩ is computed
for a given input Φ, it is memoized in a hash table (Φ being the key and ⟨τ, c⟩ the associated
value). Thus, if Φ′ has already been cached, cache[Φ′] can be reused and then ret is set
accordingly (line 7). As we ensure that the formula is satisfiable (line 1), we can not have
cache inconsistency [52, 10], that makes the formula memoized line 23 usable.

Next, if the set of optimization variables is empty, we take advantage of Observation 3 to
directly construct a solution by calling a weighted projected model counter on Φ′ (line 8).

Finally, we consider the case where V ar(Φ′)∩X ̸= ∅ (lines 9–23). We first take advantage
of the dynamic decomposition of d4. If Φ can be partitioned into disjoint subformulas
{Φ1, . . . , Φd}, then regarding the observation 8, each subformula Φi is treated separately and
their solutions aggregated afterwards (lines 11–18). More precisely, connectedComponent
partitions Φ′ into a set of disjoint connected components at line 10. If there are more than
one component, then at lines 11–18, ret is used to aggregate solutions of all subcomponents.
If Φ′ can not be partitioned into more than one component (j = 1), a variable v from
V ar(Φ′) ∩X is selected (line 19). In our experiments the heuristic VSADS is used [52]. We
compute via two recursive calls to d4Max the solutions for either conditioning Φ′ by v or ¬v

(lines 20 and 21). As pointed out by Observation 1, the optimal solution is equal to the one
having the higher weighted model count (line 22). At line 26, we return the current result
stored in ret by extending its term with α and by multiplying its number of models by m.

4.2 An Anytime Weighted Max#SAT Solver
The previous subsection left the blue part of Algorithm 1 undescribed. However, it is
primordial whether we want to turn d4Max into an anytime solver. Without it, we can not
update from anywhere in the search space the current best solution found as we would need
to wait for the completion of the recursion, preventing the anytime aspect.

Even if an optimal solution of the input formula is returned at line 26 of Algorithm 1, it
can not be considered as an optimal solution of the original problem as it misses information
given at the end of the recursion. First, information about which literals are assigned or
which variables are free is lost when d4Max is recursively called. To recover this information
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Algorithm 2 dig.

Input: {Φ1, . . . , Φj}: a set of satisfiable CNF formulas, (X, Y, Z) a partition of
propositional variables, and ω a weight function over Lit(Φi).

Output: map = {Φ1 : ⟨τ1, c1⟩, . . . , Φj : ⟨τj , cj⟩} s.t. ∀Φi, τi ∈ 2X∩V ar(Φi) and
ci =∥ ∃Z.Φi(X ∩ V ar(Φi), Y ∩ V ar(Φi), Z ∩ V ar(Φi))|τi

∥ω.

1 map← {}
2 for Φi ∈ {Φ1, . . . , Φj} do
3 τi ← solve(Φi) ∩ Lit(V ar(Φ) ∩X)
4 map[Φi]← ⟨τi, ∥ ∃Z.Φi(X ∩ V ar(Φi), Y ∩ V ar(Φi), Z ∩ V ar(Φi))|τi

∥ω⟩
5 return map

we need to aggregate to a global variable, called scale and initially set to ⟨∅, 1⟩, the partial
solutions ⟨α, m⟩ that are extracted from the free variables and the unit literals of the input
formula (lines 3–5 of Algorithm 1). Nevertheless, even if scale now gives enough information
to retrieve the context for the considered formula, it is still possible that ret, updated with
the information contained in scale, is greater than the optimal solution. Indeed, if the
formula has been previously partitioned into disjointed components, the current solution only
concerns the current component and not the global formula. Let us illustrate this situation
with the formula of Example 1 and the weight function given in Example 6.

In Algorithm 1, if we first branch on x1 and call d4Max on (Φ∧x1), then we get the following
two connected components {{(x2 ∨¬y3)}, {(¬y1 ∨ y2), (y1 ∨¬y2)}} and scale = ⟨x1, 1⟩. Let
us consider first the component {(x2∨¬y3)}, then the optimal solution for this formula would
be ⟨x2, 3⟩, which becomes ⟨x1 ∧ x2, 3⟩ when updated with the context. Clearly this solution
is greater than the optimal solution which is equal to 1.5 for this problem (Example 10).
This situation occurs because the weight function can assign values in [0, 1] to literals. Thus,
we need to consider all the connected components to obtain a complete solution.

To overcome this issue, that arises when considering connected components, we consider
suboptimal solutions on the connected components that have not yet been checked. By
updating scale accordingly, it lets us consider solutions that are complete and thus which can
be used to update the best solution found so far. The function dig, described in Algorithm 2,
constructs a map that respects this requirement. Given a set of satisfiable CNF formulas, a
partition of variables and a weight function, this function computes a map that associates
for each given CNF formula a suboptimal solution. It begins by initializing an empty map
(line 1), that will be filled in within the for loop (lines 2–4) and finally returned at line 5.
For each CNF formula Φi, a suboptimal solution is computed and saved in the returned
map. First, a model of Φi is obtained by calling a SAT solver via the function call solve(Φi)
(line 3) and narrowed afterwards to the literals of V ar(Φi)∩X to produce the assignment τi.
Finally, a weighted projected model counter is called to get the weight model count ci of Φi

associated with τi in order to map with Φi the (potentially suboptimal) solution ⟨τi, ci⟩.
Now, let us continue the description of Algorithm 1. Besides the input/output variables,

we consider two global variables: best, used to store the best solution found so far and
initialized to ⟨∅,−1⟩, and scale the suboptimal solution described before, which is used to
test if the current solution can be completed with a better solution than best (line 25). At line
9, scale is saved in saveScale and updated with the information about propagated literals and
free variables from BCP. In order to keep up to date the variable for the caller, scale is reset to
its initial value (line 24). The remaining blue part revolves around the connected component
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management. We first compute a map that associates for each formula a suboptimal solution,
by calling dig (line 12), and we update scale by aggregating all the computed potentially
suboptimal solutions (line 13). Then, when a formula Φi is considered, we remove from
scale the contribution of the suboptimal solution map[Φi] (line 15). Consequently, when
d4Max is recursively called on the ith component (line 16), scale only contributes for the
other connected components. Because the solution computed line 16 is optimal, we can use
it to update scale (line 17) and to improve the suboptimal solution used for the remaining
connected components.

Let us remark that, in Algorithm 2, it would be possible to promote literals with high
weights by modifying the polarity heuristic of the SAT solver in such a way that the solver,
when deciding the phase of the selected variable, branches first on the literal with the highest
weight. However, we have decided to keep the solver unchanged and to leave this lead for
future works. Nonetheless, we chose to exploit this idea in Algorithm 1 by considering first
the best literal (regarding the weight function) when calling recursively d4Max (lines 20–21).
This is the version we ran for the experiments presented in the next section.

5 Experimental Evaluation

In order to evaluate d4Max, we consider benchmarks that model the problem of searching
for the marginal maximum a posteriori hypothesis (MMAP) in probabilistic inference, as
well as Exist-Random SSAT formulas. The experiments have been conducted on Intel Xeon
E5-2643 (3.3 GHz) bi-processors with 64 GiB RAM. A time-out of thirty minutes and a
memory-out of 32 GiB have been considered on each instance. The source code of d4Max,
the benchmarks used, and logs of empirical results are available in supplementary materials.

On MMAP benchmarks, we compare d4Max with the inference tool merlin (https:
//github.com/radum2275/merlin), that implements state-of-the-art exact and approximate
algorithms for probabilistic inference over Bayesian networks and Markov random fields.
merlin takes upon entry instances respecting the UAI competition format, as well as two
input files: one taking the evidence (in our case an empty set) and the other the selected
MAP variables. We selected MMAP among the different probabilistic inference tasks it
supports and the exact algorithm bte for Bucket Tree Elimination [28]. We also consider
the SSAT solvers erSSAT (https://github.com/NTU-ALComLab/ssatABC) and ClauSSat (https:
//github.com/NTU-ALComLab/ClauSSat) for both MMAP and Exist-Random SSAT formulas.
ClauSSat is executed using the option sguwc that enables all optimization techniques. erSSat
is run sequentially using its default parameters. However, an underflow problem occuring
whenever the probabilities are too small (which was our case) lead us to prefer the model
counter Cachet [51], rather than using BDDs, to compute weighted model counts. This issue
has also been pointed out by the github community. For d4Max, the branching heuristic used
depends on the problem. Concerning MMAP benchmarks, we chose the VSADS heuristic [52],
a well-established heuristic in model counters. For SSAT instances, the DLCS heuristic,
which prioritizes variables that appear in more clauses, is used. The heuristic best selects
the polarity to explore first of the maximizing variable chosen in decision nodes, taking into
account the best solution found so far. Otherwise, default parameters are used.

MMAP Formulas

We considered 1190 weighted constraint networks from the Compile!Project (http://www.
cril.univ-artois.fr/kc/benchmarks.html), corresponding to Bayesian networks or random
Markov fields in the UAI competition format. They are gathered into seven data sets (see
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https://www.ics.uci.edu/~dechter/softwares/benchmarks/UAI08 for more details about the
benchmarks), as follows: bn2o (BN, 18), diagnose (BN, 100), grids2 (BN, 320), linkage (RN,
22), promedas (RN, 238), BN, relational (395), UAI06 (RN, 97).

In the following we present the experimental protocol we use to generate MMAP
benchmarks from Bayesian networks (BN). Since Markov networks are, in essence, quite
similar to Bayesian networks, the protocol would be the same. Given a BN and an assignment
(called an evidence) on some variables, the MAP query is to find the configuration of a
selected subset of MAP variables with the highest probability. The MMAP estimation, in
addition, marginalizes a set of (hidden) variables, which means it averages their probability.

In our experiments, we searched for the most probable configuration among all possible
combinations (i.e., without any evidence), of a subset of variables taken randomly from
the original set of MAP variables. Obviously, this problem is computationally harder than
one single #SAT query, as per each computation the associated probability is computed.
Therefore, there is no need to consider all instances for which a single weighted model
counting fails within 10 minutes. Thus, we retrieved all instances whose weighted model
count was successfully computed by d4 given this time limit. We also gather instances the
inference tool merlin solved1. Finally, 861 instances were considered, d4Max and merlin
having solved respectively 763 and 359 instances.

For each network, we first randomly selected four different sets of random variables,
containing respectively 20%, 40%, 60% of the initial set, and a fixed-size set of 10 variables.
These campaigns will be denoted p20, p40, p60 and f10. Then, a total of 3444 instances were
considered for this first experimentation. Afterwards, as d4Max takes as input weighted CNF
instances, we translated the graphical models into CNF formulas and weight maps with
the translator bn2cnf [8]. The random variables are encoded using a logarithmic boolean
representation of the domains [8] and the conditional probability tables (CPTs) are translated
into SAT using the classic encoding presented in [13].

Considering the WeightedMax#SAT instances, for a given BN problem encoded into SAT
using bn2cnf, we put into X the propositional variables that represent the selected MAP
variables. All remaining propositional variables (meaning those used to encode the remaining
random variables and those added to represent CPTs) are put into Y . For this problem the
set Z is always empty. Concerning the weight function ω, we simply use the one generated
by bn2cnf. That is, for each variable x used to encode random variables ω(x) = ω(¬x) = 1,
and for each propositional variable encoding CTP probabilities ω(x) + ω(¬x) = 1.

In order to take advantage of the two SSAT solvers2, we convert MMAP problems into
functional E-MajSAT problems by splitting the variables into MAP variables, that will be
considered as existentially quantified, and the others variables, that will be considered as
randomized quantified. About the randomized quantifiers, we consider for each variable x

used to encode random variables Pr(x) = Pr(¬x) = 0.5, and for each propositional variable
encoding CTP probabilities Pr(x) + Pr(¬x) = 1.

For each instance, we measured the time in seconds required by all solvers to find the best
configuration. We also retrieve the best solutions found to ensure the exactness of all solvers,
but we will not include them in the following figures. Table 1 summarizes the number of
instances considered per each family, as well as the number of instances solved per each
solver and per each campaign.

1 For this selection phase, erSSAT and ClauSSat were not considered as they have the same behavior as
d4 on weighted counting problems.

2 In [48], the authors proposed a branch-and-bound solver for functional E-MajSAT problems, that
exploits upper bounds computed from d-DNNF [18] representation of the given formula. Unfortunately,
this software is no more maintained and the authors were not able to provide us a version we could use
for our experiments.

https://www.ics.uci.edu/~dechter/softwares/benchmarks/UAI08
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Table 1 Summary of the number of solved inputs per each family and per each campaign.

Benchmark d4Max merlin erSSAT ClauSSat
Family #I p20 p40 p60 f10 p20 p40 p60 f10 p20 p40 p60 f10 p20 p40 p60 f10
bn2o 18 0 0 0 0 17 6 0 18 0 0 0 0 0 0 0 0
diagnose 100 0 0 0 0 0 0 5 100 0 0 0 0 0 0 0 0
grids2 244 73 74 76 77 0 0 21 56 0 0 0 0 0 0 0 7
linkage 5 0 0 0 0 0 0 0 4 0 0 0 0 0 0 0 0
promedas 91 44 26 21 25 8 17 23 25 6 6 3 16 1 1 1 1
relational 384 256 257 269 383 1 1 1 103 105 123 65 306 1 1 1 1
UAI06 19 5 6 6 5 15 11 5 15 3 1 0 1 0 0 0 0

As can be seen, the results show that d4Max outperforms the SSAT solvers erSSAT and
ClauSSat whatever the campaign or the family considered. Specifically, d4Max is able to
solve all the benchmarks solved by ClauSSat. erSSAT seems better than ClauSSat, which is
quite surprising since ClauSSat is a more recent version of erSSAT with additional features.
However, as it will be pointed out in the next paragraph, erSSAT appears to be incorrect since
it can return solutions that are not optimal. For 6 ouf of 8 instances solved by ClauSSAt,
erSSAT returns a different satisfying probability than d4Max and ClauSSat. Nevertheless,
regardless the correctess of erSSAT, d4Max solves more instances than erSSAT and in quicker
times. We can note that both SSAT solvers seem to behave similarly to d4Max, solving
instances from the same families with a better rate when few variables are existentially
quantified (f10).

Concerning the comparison with the dedicated tool merlin, we show that d4Max and
merlin solve different families of instances, as stated in Figures 2. Only campaigns p20 (Fig.
2a) and f10 (Fig. 2b) are figured, as there is no significant distinction between p20 and
campaigns p40 and p60. More precisely, d4Max and merlin only solve the same 184 instances:
14 for p20, 21 for p40, 19 for p60 and 130 for f10. Both solvers completed more instances in
f10 than in other campaigns. However, we can note that in general, merlin either succeeds
within 10 seconds or fails. Thus, the solving times of merlin are significantly lower than
d4Max’s, but merlin, no matter the campaign, also solves less instances that d4Max.

We remark that while merlin solves all bn2o benchmarks when there are less than 25%
of selected MAP variables and all diagnose instances in campaign f10, d4Max solves none
(as both SSAT solvers). It may be due to an encoding problem. bn2o networks consist
of noisy-OR relations between nodes distributed in two layers [32] and diagnose instances
are hand-built and relatively large with approximately 200-300 nodes that assume causal
independence, i.e., noisy-MAX relations. In [36], authors state that instances containing
noisy-OR and noisy-MAX relations are intractable for weighted model counters if the encoding
used does not exploit their semantics, which was not the case here. Thus, it may explain why
d4Max could not solve these two families. We could also note that merlin scores among its
longer solving times for bn2o instances, with in average 105 seconds against an handful for
others families. In general, merlin has difficulties to solve instances whenever the number
of MAP variables is large, and could only solve diagnose instances when the number of
selected variables was fixed at ten (against between 41-66, 82-132 and 122-198 variables for
respectively p20, p40 and p60 campaigns).

Both d4Max and merlin perform relatively well on small instances of the family UAI06,
excepted for graph coloring instances that none solves. Beside in campaign p60, merlin
completed more instances than d4Max in this category. Concerning the grids benchmarks,
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(a) Campaign p20. (b) Campaign f10.

Figure 2 Comparative of solved inputs for d4Max and merlin.

they are separated into three groups depending on the fraction of deterministic variable,
i.e. variables that are deterministic functions of their parents. merlin solves some instances
for the first two groups (50% and 75%), mainly on f10, but none for the last one (90%).
d4Max solves less instances for 50% and 75% instances but completes the major part of the
90% grids, the remaining unsolved ones being the larger grids that were encoded with more
than 2000 propositional variables. As other instances in the first two categories with less
variables were unsolved, we can suppose that determinism was the major key to be solved by
d4Max. As for linkage instances, there are relatively large in terms of MAP and propositional
variables, and only four out of the 88 were solved by merlin for the last campaign (f10).
Behaviors for promedas benchmarks were similar for both tools, with the completed instances
being the ones with few MAP and CNF variables.

The main discrepancy in the results remains with relational instances, in particular with
blockmap and students ones. d4Max nearly solves all in mere seconds, while merlin completes
none for p20, p40 and p60, only succeeding students family in f10. In the same way, only an
handful of mastermind benchmarks were solved by both solvers on the first three campaigns
while all of them were solved by d4Max in f10 and 36 for merlin (out of 128). All relational
instances have high levels of determinism, the main difference between blockmap and students
with masterminds benchmarks being the ratio of the level of CPT parameters to the number
of variables, higher for the two firsts [14].

Then, experiments show that although d4Max is generic and not dedicated for MMAP
problem, it stays rather competitive and solves more instances than merlin, albeit less
rapidly. Furthermore, d4Max seems to scale better than merlin, which solves for the most
part when the set of maximizing variables was small. But, determinism rather seems to be
important for d4Max, and a customized encoding for noisy-OR and noisy-MAX relations may
be required to permit d4Max to solve more families.

Exist-Random Formulas

We considered all Exist-Random and Exist-Random-Exist formulas from the collection of
SSAT instance (https://github.com/NTU-ALComLab/ssat-benchmarks), excepted for random
k-CNF formulas. In Table 2, the first family (MaxCount) encodes maximum satisfiabilty,

https://github.com/NTU-ALComLab/ssat-benchmarks
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quantitative information flow and problem synthesis into Exist-Random SSAT; the second
family encodes the maximum probabilistic equivalence (MPEC); and the four last families
encode planning problems (Conformant, Sand-Castle, Tiger and ToiletA).

Table 2 Summary of the number of solved Exist-Random SSAT inputs per each family.

Benchmark
Family #I d4Max erSSAT ClauSSat

MaxCount 26 8 9 1
MPEC 60 11 40 4
Conformant 24 2 1 2
Sand-Castle 25 22 15 11
Tiger 5 4 3 2
ToiletA 77 61 43 49

In general, whenever the numbers of variables and clauses are large (more than a thousand
of each, mainly in MaxCount, MPEC and Conformant families), no solver found a solution.
On smaller benchmarks (Sand-Castle, Tiger and ToiletA from the planning family), with at
most a few hundred of variables, solvers are relatively efficient. Let us observe that d4Max
clearly outperforms ClauSSat since it solves all the instances solved by ClauSSat, and in
quicker times. Concerning erSSat, the evaluation is more complicated. Indeed, on several
instances (indicated in italics in Figure 2), the results found by erSSAT either differ from the
solutions given by d4Max and ClauSSAT or are erroneous. In the first case, we only compare
the results when all three solvers terminated and consider significant discrepancies that do
not revolve around approximation (for exemple 0.9772288[. . . ] against 9.772290e−01). This
issue, erSSAT disagreeing with d4Max and ClauSSat about the model counts, arises for two
MaxCount instances, one Conformant benchmark and 34 ToiletA instances. The second case
concerns benchmarks whose model counts are equal to 1, i.e., benchmarks where there exists
an assignment over the variables of X such that any assignment over the variables of Y can
be extended into a model. In such a case, we can check for the correctness of the solvers
on these instances by replacing all randomized quantifiers with universal quantifiers and
by using a QBF solver (in our case, DepQBF (https://lonsing.github.io/depqbf/)). If the
QBF solver returns unsatisfiable, then the solvers that return a model count equal to 1 are
incorrect. Following this protocol, we observe than erSSAT is incorrect on all benchmarks
from the MPEC family it solves. It is important to point out that on all the benchmarks
d4Max and ClauSSAT return a model count equal to 1, then the QBF version of the formula
is well satisfiable. Thus, the relative effectiveness of erSSAT regarding the Exist-Random
instances should be balanced with its discrepancies. When we compare d4Max with erSSAT
when all solvers agree on the solutions (mainly on the Sand-Castle family), d4Max is quicker
than erSSAT.

In the next section, we will evaluate d4Max anytime approach, to check if its longer
resolution times can be compensated by its quickness to find a solution close to the optimal.

Evaluating d4Max Anytime Approach

In this part we want to evaluate how fast d4Max picks a solution whose weight model count
is close to the optimal. To do so, we can not use any instance whose solution is unknown as
we need to compare the solutions found with the optimal one. Therefore, we only consider
benchmarks d4Max was able to solve and for each instance, we record whenever a better
solution is found and its quality, i.e., how close it is to the optimal in terms of percentage.

SAT 2022
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At first, in addition to retrieve the time (in seconds) required to compute the optimal
weight model count final, we also wanted to check when intermediate weight models counts
reached at least 90% and 95% of final. However, experiments show that weight model counts
rarely went through these levels and directly reached 100% of final instead. We denote by
best the first solution that reaches 100%. We can note that precision settings prevent from
differentiating weighted model counts past the fiftieth digit. Therefore, a weight model count
stamped 100% could, in fact, be slightly lower than the optimal one.
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Figure 3 Quality evolution of solutions generated by d4Max.

Figure 3a shows for two instances (from the families grids2 and blockmap) the times
when new better solutions have been computed, as well as their quality. For both instances,
d4Max spotted a solution really close to the optimal well before the timeout. It found a good
solution at 438.45 seconds for blockmap and at 99.46 seconds for grids2, while their complete
times were respectively 937 and 824.98 seconds, meaning that at least half the time was
dedicated into scanning the remaining of the search space. Prior levels were 67% and 81%,
thus missing 90% and 95% stages. Figure 3b resumes for all instances solved by d4Max the
times in seconds it took to find the first solution at 100% (best) and to complete the search
(final). Experiments show that for 1469 out of 1613 instances, a good solution was found
under 100 seconds. For all instances whose final time is relatively long (>100 seconds): 50%
of them can have their final time cut at least by half, and 25% have a good enough solution
in at most 10% of the final time. Thus, d4Max benefits from becoming an anytime solver, as
for the major part, there is no need to wait for the completion of the algorithm. When a
good estimation of the optimal solution is known before the execution, a threshold can also
be set up to stop the search as soon as d4Max finds a solution that exceeds it.

We also looked at MMAP instances d4Max failed to solve but merlin completed. As
merlin outputs are less precise that d4Max’s, we could not generate percentages as in the
previous experiment, but we still can easily observe that d4Max and merlin have different
fields of expertise: d4Max was not able to draw near the solution, reaching, at most, 10% of
the optimal weight model counting.

6 Conclusion and Future Work

In this paper, we defined the WeightedMax#SAT problem, which generalizes both Max#SAT
and functional E-MajSAT problems. We presented an exact algorithm d4Max, a top-down
tree-search procedure based on the sequential counter d4 that computes the assignment, to a
given set of variables, which maximizes the weighted projected model count. Additionally, we
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proposed an alternative algorithm in order to make d4Max an anytime WeightedMax#SAT
solver. In our experiments, we first compared d4Max with the state-of-the-art inference tool
merlin on the MMAP query on Bayesian and Markov networks. Results shown that d4Max,
although not dedicated to this problem, is quite competitive and may be more scalable
than merlin. Additionally to the MMAP instances, we also considered exist-random SSAT
benchmarks to evaluate the effectiveness of d4Max against state-of-the-art SSAT solvers. Our
results clearly demonstrated the superiority of d4Max on the considered benchmarks. We
also shown how d4Max benefits from having an anytime approach.

As a next step, we plan to evaluate d4Max on other applications in areas such as probabil-
istic programming, explainable AI and probabilistic model checking. For the anytime version
of d4Max, we plan to investigate dedicated branching heuristics that could help converge
more rapidly towards an optimal solution. An option would be to leverage Multi-Armed
bandit techniques exploiting policy, such that EXP3 [5], UBC1 [4] or Thompson Sampling
[49], to estimate the best branch to explore. It would be also interesting to take advantage
of the best of the works presented in [48, 23, 60, 62], i.e., to exploit upper bounds that could
be computed approximately, in order to prune some parts of the search space.
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Abstract
In several real-world problems, it is often the case that the goal is to optimise several objective
functions. However, usually there is not a single optimal objective vector. Instead, there are many
optimal objective vectors known as Pareto-optima. Finding all Pareto-optima is computationally
expensive and the number of Pareto-optima can be too large for a user to analyse. A compromise
can be made by defining an optimisation criterion that integrates all objective functions.

In this paper we propose several SAT-based algorithms to solve multi-objective optimisation
problems using the leximax criterion. The leximax criterion is used to obtain a Pareto-optimal
solution with a small trade-off between the objective functions, which is suitable in problems where
there is an absence of priorities between the objective functions. Experimental results on the
Multi-Objective Package Upgradeability Optimisation problem show that the SAT-based algorithms
are able to outperform the Integer Linear Programming (ILP) approach when using non-commercial
ILP solvers. Additionally, experimental results on selected instances from the MaxSAT evaluation
adapted to the multi-objective domain show that our approach outperforms the ILP approach using
commercial solvers.
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1 Introduction

In many real-world problems such as Virtual Machine Consolidation [46], trip planning [50],
automated program repair [70] or Package Upgradeability [39], there are several objective
functions to minimise. The challenge with having more than one objective function is that
the objective functions may be conflicting. Decreasing one objective function may lead to
an increase of another objective function. Despite this trade-off, it is possible to discard
feasible solutions for which there exists another feasible solution that is able to decrease all
objective functions at the same time. For example, suppose we have two objective functions
f1 and f2 and two feasible solutions α, α′ with objective vectors (f1(α), f2(α)) = (10, 10) and
(f1(α′), f2(α′)) = (20, 20). In this case there is no trade-off and α is clearly preferred over
α′. This motivates the well-known notion of Pareto-optimality. A Pareto-optimal solution is
such that there does not exist another feasible solution that decreases all objective functions
at the same time.
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When solving a Multi-Objective Boolean Optimisation problem, one can try to enumerate
or approximate the set of Pareto-optima (also known as Pareto frontier) and leave it to an
expert to choose one of those solutions. The expert does not have to analyse all Pareto-optima,
since there are criteria to select a representative subset of Pareto-optimal solutions [33]. A
different approach is to transform the multi-objective problem into a single-objective one by
using a linear combination of the objective functions. However, defining the weight for each
objective function is often unclear for users.

One can also compute a Pareto-optimal solution that is minimal according to a certain
order. For example, in the lexicographic order [52], users define priorities to the objective
functions. In this case, an optimal solution corresponds to minimising the highest priority
objective function, then the second highest priority objective function, and so on. For
instance, the vector (20, 50) is lexicographically smaller than the vector (40, 30), assuming
an order of priorities from left to right. However, defining a lexicographic order corresponds
to selecting one feasible solution from the extremes of the Pareto frontier. As a result, the
lexicographic-optimum will likely be very unbalanced, i.e. some objective functions will have
very small values and other objective functions will have very large values.

Unlike the lexicographic order, the leximax relation tends to provide a small trade-off
between the several objective functions. Moreover, the leximax relation does not require the
user to predefine an order of priority between the objective functions. Hence, computing
a leximax-optimal solution is suitable in problems where there is an absence of priorities
between the objective functions. In practice, the leximax-optimum corresponds to minimising
the maximum value among all objective functions, then the second maximum of the objective
functions, and so on. Therefore, besides minimising the worst value among all objective
functions, the solution found using the leximax criterion is usually balanced. Thus, leximax
is a natural criterion for solving problems where an order among the objective functions is
not defined, returning a balanced solution with good performance. Finally, observe that the
lexicographic-optimum and the leximax-optimum are both a Pareto-optimum [28].

In this paper, we propose several SAT-based leximax optimisation algorithms. The main
contributions of our work are:
1. new incremental SAT-UNSAT and UNSAT-SAT leximax optimisation algorithms,
2. the use of unsatisfiable cores to improve the performance of UNSAT-SAT leximax

optimisation algorithms,
3. dynamical construction of the CNF representation of the objective functions, and
4. an extensive empirical evaluation of our algorithms on the Multi-Objective Package

Upgradeability Optimisation problem [49] and on randomly generated multi-objective
instances based on the MaxSAT Evaluation 2021 benchmarks [55].

This paper is organised as follows. In Section 2 we formally define the Multi-Objective
Boolean Optimisation problem using the leximax criterion and highlight related work in
Multi-Objective Boolean Optimisation and leximax optimisation. Section 3 describes the
new SAT-based leximax optimisation algorithms. In Section 4 we evaluate our leximax
optimisation algorithms against other state of the art leximax optimisation algorithms.
Finally, Section 5 summarises the main contribution of our work.

2 Background

This paper assumes the standard definitions and notation of propositional logic, including the
notions of Boolean variable, literal, clause, conjunctive normal form (CNF) and the Boolean
satisfiability (SAT) problem [16]. Given a set of m literals l1, . . . , lm and respective coefficients
ω1, . . . , ωm ∈ N, a Pseudo-Boolean (PB) expression is a weighted sum of literals

∑m
i=1 ωi · li.

Given an integer k ∈ N, a linear PB constraint has the form
∑m

i=1 ωi · li ▷◁ k, ▷◁ ∈ {≤,≥, =}.
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▶ Definition 1 (Multi-Objective Boolean Optimisation problem (MOBO)). An instance of
MOBO is defined by a vector f(X) = (f1(X), . . . , fn(X)) of n PB expressions and a set
of PB constraints defined over a set X of Boolean variables. We assume, without loss of
generality, that each objective function is a weighted sum of Boolean variables, with positive
weights.

▶ Definition 2 (Objective vector). Let α : X → {0, 1} be a complete assignment that satisfies
all PB constraints in a Multi-Objective Boolean Optimisation instance. Given an assignment
α and objective functions f = (f1, . . . , fn), the vector f⃗(α) = (f1(α), . . . , fn(α)) is called the
objective vector where fi(α) is the value of function fi considering the assignment α.

▶ Definition 3 (Pareto-optimal). Let a⃗ = (a1, . . . , an) ∈ Nn and b⃗ = (b1, . . . , bn) ∈ Nn. We
write a⃗ ≺Par b⃗, if for all i ∈ {1, . . . , k}, ai ≤ bi and there exists j ∈ {1, . . . , k} such that
aj < bj. A feasible solution α is Pareto-optimal if there does not exist another feasible
solution α′ such that f⃗(α′) ≺Par f⃗(α).

▶ Example 4. Consider two objective vectors (20, 20, 20) and (40, 40, 40). In this case we
have that (20, 20, 20) ≺Par (40, 40, 40).

▶ Example 5. Consider two objective vectors (20, 20, 20) and (10, 40, 40). In this case, we
have that (20, 20, 20) ̸≺Par (10, 40, 40) and (10, 40, 40) ̸≺Par (20, 20, 20). That is, the two
vectors are not comparable using the relation ≺Par.

▶ Definition 6 (Lexicographically optimal). Let a⃗ = (a1, . . . , an) ∈ Nn and b⃗ = (b1, . . . , bn) ∈
Nn. We define the lexicographic relation, ≺lexico, as follows. We write a⃗ ≺lexico b⃗ whenever
there exists i ∈ {1, . . . , n} such that ai < bi and, for all j ∈ {1, . . . , i− 1}, aj = bj . A feasible
solution α is lexicographically optimal if there does not exist a feasible solution α′ such that
f⃗(α′) ≺lexico f⃗(α).

▶ Example 7. We have that (10, 40, 40) ≺lexico (20, 20, 20), since 10 < 20.

Observe that the lexicographic relation is a strict total order. Thus, there exists exactly
one lexicographically optimal objective vector.

▶ Proposition 8. Every lexicographically optimal solution is Pareto-optimal [28].

▶ Definition 9 (Leximax-optimal). Let a⃗ = (a1, . . . , an) ∈ Nn and b⃗ = (b1, . . . , bn) ∈ Nn. The
leximax relation ≺leximax is defined as follows. Let a⃗↓ denote the n-tuple with the elements of
a⃗ sorted in decreasing order. We call the i-th component of a⃗↓ the i-th maximum of a⃗. The
tuples a⃗ and b⃗ are leximax-indistinguishable if a⃗↓ = b⃗↓. We write a⃗ ≺leximax b⃗, if a⃗↓ ≺lexico b⃗↓.
A feasible solution α is leximax-optimal if there does not exist a feasible solution α′ such that
f⃗(α′) ≺leximax f⃗(α).

▶ Example 10. We have that (20, 20, 20) ≺leximax (10, 40, 40), since the following holds for
their sorted versions: (20, 20, 20) ≺lexico (40, 40, 10).

The leximax relation is not trichotomous, since any permutation of the components of
a vector is indistinguishable (e.g. (10, 20)↓ = (20, 10)↓). However, since the lexicographic
relation is a strict total order, there is exactly one leximax-optimal sorted objective vector.
Any permutation of the values of a leximax-optimal objective vector is also leximax-optimal.
So there are at most n! leximax-optimal objective vectors, where n is the number of objectives.

▶ Proposition 11. Every leximax-optimal solution is Pareto-optimal [28].
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Algorithm 1 ILP-based leximax optimisation algorithm.

Input: Integer Linear Programming constraints C and objective functions f1, . . . , fn.
Output: A leximax-optimal solution of the problem, α.

1 for i← 1 to n do
2 C ← C ∪ {0 ≤ ri

j ≤ 1 : j = 1, . . . , n}
3 C ← C ∪ {fj ≤ vi + ri

jM : j = 1, . . . , n}
4 C ← C ∪

{∑n
j=1 ri

j ≤ i− 1
}

5 α← min(vi, C)
6 C ← C ∪ {vi = α(vi)}
7 return α

Related Work in Multi-Objective Boolean Optimisation

There are several frameworks based on stochastic search in order to approximate MOBO [24,
71]. These stochastic solvers can sometimes be complemented with the selective integration
of constraint solvers [36, 69].

In recent years, several SAT-based algorithms have been proposed that enumerate all
Pareto-optimal solutions. For instance, Neves et al. [68] showed that one can find all Pareto-
optimal solutions by enumerating all Minimal Correction Subsets of a Boolean formula.
Moreover, Soh et al. [67] show that there is a one to one correspondence between p-minimal
models and Pareto-optimal solutions. More recently, a hitting set based approach has also
been proposed [40] for Multi-Objective optimisation with two objective functions where one
function is a black box.

There are several algorithms and applications using lexicographic optimisation [52]. In
Answer Set Programming, the tool asprin [19, 7] uses a general algorithm that computes
optimal solutions according to several criteria, including Pareto-optimal, lexicographically
optimal and minmax-optimal solutions. In the context of leximax optimisation of discrete
problems, we highlight the work of Bouveret and Lemaître [18]. One of the algorithms has
been adapted to Integer Linear Programming (ILP) and is implemented in the Package
Upgradeability solver mccs [56, 35, 57].

The pseudo-code is shown in Algorithm 1. Given the problem constraints C and the n

objective functions, the algorithm iteratively solves single-objective ILP instances. It iterates
over the number of objective functions n, and in each iteration, i, it finds the value of the i-th
maximum of the objective vector, using the integer variable vi. To find the i-th maximum it
defines n new Boolean variables ri

1, . . . , ri
n (line 2) in order to relax the constraints on the

maximum value of each objective function (line 3). The idea is that for all objective functions
fj , j = 1, . . . , n, we have that fj ≤ vi is enforced if and only if ri

j is false. Observe that the
constant M must be large enough so that fj ≤ vi + M is trivially satisfied (e.g., M can be an
upper bound of f1, . . . , fn). Note also that in the first iteration all objective functions must
be bounded by the first maximum. In the second iteration, only n− 1 objective functions
are bounded by the second maximum. In general, in the i-th iteration, n− i + 1 objective
functions are bounded by the i-th maximum. This is achieved with the constraint in line 4
that limits the number of relaxation variables that can be assigned to true. The minimisation
of vi subject to C is done through an ILP solver call in line 5. At the end of iteration i, a
constraint is added that fixes the value of the i-th maximum to the optimum found by the
ILP call (line 6).
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3 Algorithms for Leximax Optimisation

In the following sections, we present the new SAT-based leximax optimisation algorithms.
The algorithms are constructed by adapting the ILP Algorithm 1 to the Boolean domain, by
using several techniques available in the MaxSAT solving literature. In Section 3.1, we show
how the ILP-based algorithm can be adapted to the Pseudo-Boolean domain by replacing each
ILP solver call by an iterative search on the value of the objective function, using linear search
SAT-UNSAT, UNSAT-SAT and binary search [45, 44, 3, 29]. In Section 3.2, we describe the
SAT-based algorithms that result from the encoding of the Pseudo-Boolean constraints to
CNF [27, 42, 37, 11, 1]. We focus on the translation through sorting networks [27]. Finally,
in Sections 3.3 and 3.4, we present the algorithms based on an UNSAT-SAT search using
unsatisfiable cores, also a technique already studied in the context of MaxSAT [51, 4, 23].
We refer to the literature on MaxSAT solving for more details on these algorithms [58, 8].

3.1 Iterative Pseudo-Boolean Algorithm
The ILP-based approach for leximax optimisation presented in Algorithm 1 can be adapted
to only use Boolean variables. In particular, one can replace each ILP solver call with an
iterative PB solving procedure that refines lower bounds and/or upper bounds on the i-th
maximum, i = 1, . . . , n. In this case, the constraints fj ≤ vi + ri

jM (line 3) are changed
to fj ≤ k + ri

jM , j = 1, . . . , n, where k ∈ N. Then, instead of calling an ILP solver and
minimising vi, we repeatedly solve a PB satisfiability instance until the minimum value
of k is found. For instance, one can use a linear search SAT-UNSAT procedure where, in
each iteration i, a sequence of satisfiable PB instances are solved. Whenever a new feasible
solution is found, a tighter upper bound UB on the value of the i-th maximum is determined.
In the next PB instance, this value is decreased, by setting k to UB− 1, and adding the PB
constraints fj ≤ k + ri

jM , j = 1, . . . , n. When the optimal value of the i-th maximum is
found, we fix it by adding fj ≤ k + ri

jM , j = 1, . . . , n to the set of hard constraints, where k

equals the optimal value of the i-th maximum. Note that this linear search SAT-UNSAT
can also be replaced with a linear search UNSAT-SAT or a binary search procedure. With
linear search UNSAT-SAT, we start with k = 0 and increase its value until the PB instance
becomes satisfiable.

▶ Example 12. Consider a MOBO instance with the following hard constraints H

H = x1 + x2 ≥ 1 ∧ x4 + x5 ≥ 1 ∧ x3 + x6 ≥ 1.

Suppose we have the following two objective functions to minimise:

f1 = x1 + x2 + x3; f2 = x4 + x5 + x6.

In this example, we show the execution of the PB-based linear search SAT-UNSAT algorithm
on this instance using the leximax criterion. We begin by minimising max(f1, f2). First, we
call the PB solver on the hard constraints H. Any feasible solution α provides us with an upper
bound on the value of max(f1, f2). In this case, our upper bound is UB = max(f1(α), f2(α)).
Next, we check if there exists another feasible solution such that max(f1, f2) < UB. Suppose
we have a satisfiable assignment α where all variables are assigned value 1 and the objective
vector of α is (3, 3). Hence, UB = 3. We solve the PB instance with the following constraints:

H ∧ x1 + x2 + x3 ≤ 2 ∧ x4 + x5 + x6 ≤ 2.

SAT 2022



29:6 SAT-Based Leximax Optimisation Algorithms

The instance is satisfiable and suppose we have a new solution α′ where x2 and x4 are
assigned to 0, while the other variables are assigned value 1. In this case, the objective vector
is (2, 2). Then, we update the upper bound of max(f1, f2) to UB = 2. Once more, we check
if there is a feasible solution such that max(f1, f2) < UB, by solving the PB instance with
constraints:

H ∧ x1 + x2 + x3 ≤ 1 ∧ x4 + x5 + x6 ≤ 1.

The formula is unsatisfiable. We conclude that the current value of the upper bound, 2, is
the minimum value of max(f1, f2). Next, we run the second iteration, where we minimise
the second maximum. First, we fix the value of max(f1, f2) to the optimum, 2, by adding to
H the PB constraints:

x1 + x2 + x3 ≤ 2 ∧ x4 + x5 + x6 ≤ 2.

From the previous objective vector (2, 2) we obtain an upper bound on the second maximum
of (f1, f2) of UB = 2. We define two new Boolean variables, r1 and r2, such that, the PB
constraint fj ≤ UB − 1 is enforced if and only if rj is false, j = 1, 2. Hence, a new call is
made with additional PB constraints:

H ∧ x1 + x2 + x3 ≤ 1 + Mr1 ∧ x4 + x5 + x6 ≤ 1 + Mr2 ∧ r1 + r2 ≤ 1, (1)

where M is a large constant. The value of M must be large enough so that when rj is true
the constraints fj ≤ UB − 1 + Mrj do not restrict more than the remaining constraints,
j = 1, 2. For example, M can be 2, since fj ≤ 2, for j = 1, 2, because we have fixed the value
of the first maximum.

The formula (1) is satisfiable. Let α′′ be a satisfiable assignment to (1) with variables
x1, x3, x4, r1 assigned value 1 and the remaining variables assigned value 0. In this case we
have the objective vector (2, 1) and the new upper bound for the second maximum is 1.
Finally, a new call is made on the following formula:

H ∧ x1 + x2 + x3 ≤ 0 + Mr1 ∧ x4 + x5 + x6 ≤ 0 + Mr2 ∧ r1 + r2 ≤ 1.

Since this formula is unsatisfiable, then α′′ is a leximax-optimal solution. Note that having
x1, x4, x6 assigned value 1 is also a leximax-optimal solution with the objective vector (1, 2).

3.2 Iterative SAT-based Algorithm using Sorting Networks
The algorithm described in the previous section uses a PB solver. However, one can replace
the PB solver with a SAT solver. For that, all constraints of the MOBO instance must be
translated to CNF using one of the many available encodings [9, 66, 6, 62, 37, 12, 10, 27, 2].

Besides the original PB constraints, one also needs to encode into CNF the additional
constraints added during the search procedure. First, note that a cardinality constraint is
added on the relaxation variables (see line 4 in Algorithm 1). These cardinality constraints
are usually small, since the size is bounded by the number of objective functions.

Finally, one also needs to deal with the constraints that bound the value of the objective
functions. For that, we use an encoding based on sorting networks [43, 27]. In the following,
we assume the objective functions to be cardinality expressions for ease of explanation. In
case we have a PB expression, a unary encoding from PB to CNF could be used.

Instead of encoding to CNF constraints of the form fj ≤ k + Mri
j , where fj is the

objective function and ri
j is the relaxation variable, we encode to CNF constraints of the

form fj ≤ k. As a result, the relaxation of these constraints is dealt with in a different way,
without requiring a large constant M .
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Figure 1 Schematic depiction of the encoding of the 1st iteration of the SAT-based algorithm.

Figure 1 illustrates our encoding for finding the first maximum for three objective functions.
The encoding starts by adding to the set of hard of constraints, H, a sorting network encoding
the expression for each objective function. Therefore, for each objective function fj , we get
fresh Boolean variables o1,j , . . . , omj ,j , corresponding to the output of the sorting network
of fj , j = 1, . . . , n, where mj is the value of fj when all its variables are true. Hence,
fj =

∑mj

i=1 oi,j , and o1,j , . . . , omj ,j is sorted in increasing order. Effectively, we obtain unary
representations of the value of the objective functions. If a given variable ov,j is true, this
means that the value of objective function fj is at least mj − v + 1. Otherwise, if ov,j is false,
then the value of objective function fj is smaller than mj − v + 1.

An important property of the sorting network encoding is that the componentwise
disjunction between the outputs of the sorting networks gives us max(f1, . . . , fn). For
example, the componentwise disjunction between the sorted vectors (0, 1, 1) and (0, 0, 1)
is (0 ∨ 0, 1 ∨ 0, 1 ∨ 1) = (0, 1, 1), which corresponds to the vector with the largest number
of ones. Then, we add fresh Boolean variables y1, . . . , ym such that (y1, . . . , ym) is the
sorted vector of the componentwise disjunction, where m = max(m1, . . . , mn). The PB
constraints enforcing that the i-th maximum is upper bounded by k are replaced by the
unit clause ¬ym−k, if k < m. In the case of Figure 1, we have three objective functions
f1 = x1 + x2 + x3, f2 = x4 + x5 + x6, f3 = x7 + x8 + x9.

In the iterations where i > 1, it is necessary to consider that some objective functions are
relaxed. Hence, for each objective function fj , we add fresh Boolean variables si

1,j , . . . , si
mj ,j ,

j = 1, . . . , n. In addition, we add to H clauses enforcing that if ri
j is false (i.e. objective

function fj is not relaxed when finding the i-th maximum), then (si
1,j , . . . , si

mj ,j) is equal to
(o1,j , . . . , omj ,j), for j = 1, . . . , n. Finally, instead of doing the componentwise disjunction
between the outputs of the sorting networks, we do it between the new vectors (si

1,j , . . . , si
mj ,j),

j = 1, . . . , n. Note that the relaxation variables allows some of these vectors to assume
arbitrary values. However, since we are minimising, those vectors can safely be assigned to
false and will not affect the componentwise disjunction. As a result, the vector resulting from
the componentwise disjunction, (yi

1, . . . , yi
m), will correspond to the maximum of n− i + 1

objective functions. Figure 2 illustrates the encoding used for the second iteration. The
next iterations follow the same schema. Observe that the sorting networks do not have to
be rebuilt between iterations. The encoding of the objective function expressions using the
sorting networks is done only once.
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Figure 2 Schematic depiction of the encoding of the 2nd iteration of the SAT-based algorithm.

Algorithm 2 Core-guided leximax optimisation algorithm.

Input: A set of hard constraints H and objective functions f1, . . . , fn.
Output: A leximax-optimal solution α.

1 X ←
⋃n

j=1{¬x : x ∈ fj}
2 for i← 1 to n do
3 H ← H∪

{∑n
j=1 ri

j ≤ i− 1
}

4 LB← 0
5 repeat
6 (st, α, C)← SAT(H ∪

{(
EncodeCNF(fj ≤ LB) ∨ ri

j

)
: j = 1, . . . , n

}
∪ X )

7 if st = False then
8 if C ∩ X = ∅ then LB← LB + 1
9 else X ← X \ C

10 until st

11 H ← H∪ {
(
EncodeCNF(fj ≤ LB) ∨ ri

j

)
: j = 1, . . . , n}

12 return α

3.3 Core-guided Algorithm
In this section, we present the structure of our core-guided algorithm for leximax Boolean
optimisation. The main goal of the core-guided algorithm is to only consider a subset of the
variables in each objective function, thus improving the performance of each call.

Given a CNF formula φ, we assume that a call to a SAT solver to check the satisfiability
of φ returns a triple (st, α, C), where st is a Boolean that is true if and only if φ is satisfiable.
If φ is satisfiable, then α contains a satisfying assignment. Otherwise, if φ is unsatisfiable,
then C contains an unsatisfiable subformula (also known as an unsatisfiable core) of φ.

Algorithm 2 shows the pseudocode of the core-guided algorithm. First, we define a set X
with unit clauses that are the negation of the variables in all objective functions f1, . . . , fn.
As in Algorithm 1, we iterate over the number of objective functions and in each iteration we
find the smallest i-th maximum considering n− i + 1 objective functions. The main difference
between Algorithm 1 and Algorithm 2 is that, in each iteration, we perform an UNSAT-SAT
search procedure on the value of the i-th maximum initially assuming all variables in the
objective functions are false, i.e. initially all are set to the optimum value. For finding the
minimum i-th maximum, we start with a lower bound LB of 0 (line 4). Then, a SAT call
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bounds the value of the non-relaxed objective functions to LB. If the formula in line 6 is
unsatisfiable and it does not depend on the assumed values in X , then we can safely increase
the lower bound (line 8). Otherwise, we remove from X the unit clauses that appear in the
unsatisfiable core C (line 9). At the end of iteration i, the variable LB contains the smallest
possible value for the i-maximum of the objective functions. Hence, we can fix this value
(line 11).

3.4 SAT-based Core-guided Algorithm with Sorting Networks
Algorithm 2 can be implemented using different CNF encodings for bounding the objective
functions (lines 6 and 11). In this section, we detail Algorithm 2 using the sorting networks
representation proposed in Section 3.2.

Note that in the core-guided algorithm proposed in Algorithm 2, the CNF encoding of
PB constraints that bound the objective functions is simplified due to the unit clauses in the
set X that fix the values of some variables. In developing this algorithm, the same technique
using sorting networks from Section 3.2 can be used to encode the objective functions, and
use the set X to unit propagate the fixed values from the input of the sorting networks to the
output. However, we propose to improve on this. Instead of representing the entire objective
functions in the beginning of the algorithm, we propose to construct sorting networks only
for the objective variables that are not negated in X . As a result, the sorting networks are
built dynamically and incrementally. At first, the sorting networks are empty and grow as
more variables from the objective functions are removed from X due to the unsatisfiable
cores found during the SAT calls.

Using dynamic sorting networks raises some challenges. There are two main options for
growing the sorting networks: (1) build a new sorting network from scratch or (2) grow the
previous sorting network incrementally. However, the first case of rebuilding the sorting
network might result in losing incremental SAT solving between iterations. An alternative
would be to add a new blocking variable to the entire encoding of a sorting network and
control if a given sorting network is active or not using the blocking variable and SAT
solver assumptions. Nevertheless, this last alternative still implies rebuilding the sorting
networks and the size of the SAT formula might become too large to handle efficiently.
Due to these drawbacks, we propose to reuse the sorting network and make it grow in an
incremental fashion. The incremental encoding to CNF has been the subject of previous
research work [27, 53] but it is new in the context of leximax optimisation.

Consider there is a sorting network that encodes some objective function and a new
set of variables is to be added. In that case, we can build a sorting network for the new
variables and apply a merge encoding between both sorting networks. Figure 3 illustrates
the proposed schema for growing a sorting network where the Batcher’s odd-even merge
construction [13, 43] can be used.

A sorting network with k inputs with Batcher’s odd-even merge sorting network uses
Θ(k(log(k))2) comparators. There are no known constructions that produce sorting networks
with smaller size complexity that can be used in practice. Thus, a sorting network with k

inputs is encoded with Ω(k(log(k))2) clauses.
There are situations where the proposed sort-and-merge approach may lead to a larger

growth of the number of comparators (and thus the number of clauses) than expected. The
issue is that if, each time we obtain a new unsatisfiable core, we remove the variables from
X and add them straight away to the sorting networks, the number of comparators may
grow with k2, instead of k(log(k))2. The odd-even merge construction produces Θ(k log(k))
comparators when merging two sequences of size k, and produces Θ(k) comparators when
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Figure 3 General schema of growing a sorting network using sort and merge.

merging two sequences with size k and 1. Therefore, the odd-even merge sorting network,
which works by recursively sorting two subsequences and then merging them, only produces
Θ(k(log(k))2) comparators when, in each recursive step, the sequence is cut in half. However,
if we have the scenario of merging a sequence of k − 1 elements and a sequence of 1 element,
the final sorting network will contain Θ(k2) comparators. In the core-guided algorithm
proposed in Algorithm 2, in the worst case, the unsatisfiable cores contain exactly one of the
clauses in X . As a result, it is possible to end up with sorting networks with k inputs having
Θ(k2) comparators.

In order to try to limit the worst-case scenario where the encoding of the objective
functions becomes quadratic, we propose to delay the merge process between the previous
sorting network and the new variables to be added. Hence, when an unsatisfiable core is
identified in the SAT call (line 6 of Algorithm 2), we remove from X the clauses in the core,
but the respective variables are not immediately added to the sorting networks. Instead,
the variables from the clauses in the unsatisfiable core are added to a set S. Next, the SAT
solver is repeatedly called with a smaller set X of unit clauses. For each new unsatisfiable
core C, clauses from C ∩ X are removed from X and their respective variables are added to
S. When the SAT call becomes satisfiable, then we add the variables in S to the sorting
networks and the set S is emptied.

This procedure consists in finding as many cores as possible of a formula that are disjoint
with regard to X . From now on, we refer to this strategy as the disjoint cores strategy. The
use of disjoint cores is another idea borrowed from the MaxSAT solving literature [22, 14].
Note that this option may reduce the number of times the sorting networks are extended
during the algorithm’s execution. When extending the sorting networks by sort-and-merge,
the disjoint cores strategy can prevent the worst case quadratic growth of the number of
comparators.

▶ Example 13. This example focuses solely on the delay of including literals from unsatisfiable
cores into the sorting network representation of the objective functions.

Consider a MOBO instance with hard clauses H and two objective functions:

f1 = x1 + x2 + x3 + x4; f2 = x5 + x6 + x7 + x8.

Assume at some point in the execution of the core-guided algorithm with dynamic sorting
networks {x1, x2} and {x5, x6} are in the sorting networks and X = {¬x3,¬x4,¬x7,¬x8}.
Suppose we are minimising max(f1, f2) and the lower bound is currently 1. The next call to
the SAT solver is testing if there exists a feasible solution for the following formula:

H ∧
∧
l∈X

l ∧ x1 + x2 ≤ 1 ∧ x5 + x6 ≤ 1. (2)
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Assume the formula is unsatisfiable and the core C is such that C ∩ X = {¬x3}. In this case,
X is updated to {¬x4,¬x7,¬x8}. There are two options. The first option is to add x3 to
the sorting network of f1 and continue with the algorithm by calling the SAT solver on the
formula

H ∧
∧
l∈X

l ∧ x1 + x2 + x3 ≤ 1 ∧ x5 + x6 ≤ 1. (3)

However, as previously explained, this option may lead to an undesirable growth of the
number of clauses in the objective function CNF representation. Hence, using the disjoint
cores strategy, x3 is not added to the sorting network right away. Instead we store x3 in a
set S, but we still remove ¬x3 from X . Then, we test once again if (2) is true, but now x3
can be true because it is no longer in X .

Assume the formula is still unsatisfiable and the new unsatisfiable core C is such that
C ∩ X = {¬x7}. We remove ¬x7 from X and add x7 to S, so now S = {x3, x7} and
X = {¬x4,¬x8}. We check again the formula (2) where x7 can now be true. Assume the
formula is still unsatisfiable and the new core C is such that C ∩ X = {¬x4}. Then, ¬x4 is
removed from X and x4 is added to S. Assume that (2) becomes satisfiable. Notice that
this does not mean the optimal solution has been found, as max(f1, f2) may not be 1 for the
feasible solution. We need to add the variables in S to the sorting networks and then check
if there exists a feasible solution such that

H ∧
∧
l∈X

l ∧ x1 + x2 + x3 + x4 ≤ 1 ∧ x5 + x6 + x7 ≤ 1, (4)

with X = {¬x8}. If the formula (4) is unsatisfiable, we repeat the previous steps of removing
literals from X (in this case only ¬x8 is left) until the formula becomes satisfiable.

4 Evaluation

This section evaluates the proposed SAT-based algorithms for leximax optimisation. Besides
comparing the different strategies of our algorithms, we compare against the state of the
art ILP-based approach. The algorithms based on Constraint Programming [18] are not
included since we were unable to find a publicly available implementation.

4.1 Use Case: Package Upgradeability
The Package Upgradeability problem is an NP-complete problem [26] that arises when a user
of a software system (e.g. Linux distributions) wants to install, remove or upgrade software
packages. In the final installation, for each package pi that is installed, all its dependencies
must be satisfied and there cannot be any other installed package pj such that pi and pj are
conflicting. In addition, the user can define several objective functions to be minimised, such
as the number of newly installed packages, the number of removed packages, or the number
of not up-to-date packages. Therefore, the Package Upgradeability problem can be modelled
as a MOBO formula. Furthermore, it is often the case that the user is unable to define a
proper order of preferences among the several objectives. Hence, our evaluation is focused
on finding a leximax-optimal solution for the Package Upgradeability problem.

There are several Package Upgradeability solvers that rely on encodings to Answer Set
Programming [31], Maximum Satisfiability [41, 38], Pseudo-Boolean Optimisation [5] and
ILP [57, 35]. However, most tools only compute lexicographically optimal solutions of the
problem. Only mccs [56, 57] (version 1.1) is able to compute leximax-optimal solutions, using
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the ILP-based algorithm described in Algorithm 1. mccs can be used with different ILP
solvers. Hence, we configured and tested mccs with the following ILP solvers: CPLEX [21]
(version 12.10.0), Gurobi [34] (version 9.0.3), SCIP [30, 65] (version 7.0.1), Cbc [20] (version
devel, build Jan 14 2021), GLPK [32] (version 4.65) and lpsolve [47] (version 5.5.2.5).

4.2 Implementation and Benchmarks
The new SAT-based algorithms and the existing ILP-based algorithm were implemented
in a tool for leximax optimisation that is publicly available [17]. In the implementation of
the SAT-based algorithms, the Batcher’s odd–even merge procedure [13, 43] was used for
constructing and merging sorting networks. The sorting network encoding of MiniSat+ [27]
was used without coefficient decomposition and interconnected sorting networks since we
focus on solving unweighted instances (e.g. Package Upgradeability). To evaluate the SAT-
based algorithms on the Package Upgradeability domain, the packup [41, 38, 64] Package
Upgradeability solver was linked with our tool. The algorithms were evaluated using the
incremental SAT solving library of CaDiCaL [15] (version 1.3.1).

The Package Upgradeability solvers, packup and mccs, were executed on a set of 142
Package Upgradeability benchmarks [48] from the Mancoosi International Solver Compet-
ition [49]. The objective functions defined in the Mancoosi competition are the following:
removed, notuptodate, changed, unsat_recommends and new. For each of the 142 benchmarks
we generated instances considering all 26 combinations of two, three, four and five objective
functions, resulting in 3692 instances. Of the 3692 instances, 122 instances correspond to
unsatisfiable instances or instances that are reduced to the single-objective case. As a result,
the final benchmark set contains 3570 instances to find a leximax-optimal solution.

In order to broaden the experimental evaluation, we adapted a subset of benchmark
instances from the MaxSAT Evaluation 2021 [55] to the multi-objective domain. From
the 561 benchmarks of the unweighted track of the MaxSAT Evaluation 2021, we selected
100 instances that encode problems from different domains, such that the MaxSAT solver
Open-WBO [54, 63] outperforms Gurobi within a 10 s timeout. For each of those benchmarks,
a MOBO instance was generated by keeping the same set of constraints and by randomly
partitioning the original set of soft clauses into multiple sets of soft clauses. We considered
partitions into two, three and four objective functions, resulting in a set of 300 instances [59].

All algorithms were executed on a single thread, with 180 seconds CPU time limit for the
Package Upgradeability instances and 3600 seconds CPU time limit in the case of MaxSAT-
based instances. The experiments were run on Intel(R) Xeon(R) E5-2630 v2 CPU 2.60GHz
machines with Debian Linux operating system with 4 GB memory limit for each instance.

4.3 Evaluation of the SAT-based Algorithms
This section analyses the performance of the different versions of the proposed SAT-based
algorithms on the set of Package Upgradeability benchmarks.

First we describe the abbreviations used when presenting the results for these versions.
There are three versions of Algorithm 1 using the SAT encoding as described in Section 3.2,
each corresponding to different types of search for the i-th maximum: the linear search
SAT-UNSAT algorithm is linear-su, linear search UNSAT-SAT is linear-us and binary
search is binary. There are several versions of the core-guided algorithm proposed in
Section 3.4. The version where the sorting networks are rebuilt with non-incremental SAT
solving is named core-rebuild. If the sorting networks are rebuilt, but using incremental
SAT solving then we use core-rebuild-incr. If the objective functions are statically built
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Figure 4 Run times of SAT-based algorithms on Package Upgradeability instances (180 seconds).
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Figure 5 Cactus plots of the sum of the number of wires of the sorting networks (on the left)
and the number of clauses (on the right) at the time of the last SAT call.

at the beginning of the algorithm we use core-static. The version with dynamic sorting
networks that extends the objective functions by sorting the new variables and merging with
the previous sorting network is core-merge. If the additional disjoint cores strategy is used,
then the algorithms’ names are appended with ‘-dc’.

Figure 4 shows a cactus plot with the run times of solved Package Upgradeability instances
by SAT-based algorithms. Among the different versions of the iterative SAT-based algorithm,
the best performing was the binary search. Nevertheless, despite being able to solve more
instances within the time limit of 180 seconds, it is usually slower than the UNSAT-SAT
search when this approach is able to solve the instance. For example, the plot clearly shows
that the number of instances solved by the binary search within 20 seconds is much smaller.

The results from Figure 4 also show that the core-guided approach using the proposed
incremental merge of sorting networks is the best performing algorithm. Moreover, delaying
the merge operation by using the disjoint cores strategy results in a significant performance
boost. Observe that the disjoint cores strategy also greatly improves the algorithms that
rebuild the sorting networks (both the incremental and non-incremental versions).

To better understand the difference in the performance of the algorithms, we analyse the
number of wires of the sorting networks and the number of clauses of the formula. Figure 5
contains two cactus plots. Both plots correspond to the Package Upgradeability benchmarks.
The plot on the left shows the total number of wires of the last sorting networks produced
by each algorithm. The plot on the right shows the number of clauses of the last call to the
SAT solver. As expected, using dynamic sorting networks allows to significantly reduce the

SAT 2022
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Figure 6 Run times of solved instances on Package Upgradeability benchmarks (left) and
generated multi-objective instances based on the MaxSAT Evaluation 2021 (right).

number of wires of the sorting networks when compared with the static representation of the
objective functions. This occurs because not all variables are represented in the objective
functions. The goal is that the reduction in the number of wires allows a reduction in the
number of comparators and ultimately in the number of clauses. Indeed, we observe a
significant reduction in the number of clauses with dynamic sorting networks, except for
core-rebuild-incr, because it does not delete the previous sorting network encodings, and
core-merge, because of the growth of the number of comparators when merging. Since there
are many small unsatisfiable cores, the growth in core-merge tends to approximate the
worst case scenario explained in Section 3.4. Due to this growth on the size of the formula,
core-rebuild-incr and core-merge exceeded the 4 GB memory limit in around 30% and
4% of the instances, respectively. The right plot of Figure 5 clearly shows the impact of using
the disjoint cores strategy, resulting in a significant reduction in the size of the final sorting
networks. Note that core-merge-dc and core-rebuild-incr-dc both use incremental SAT
solving, and produce a similar number of clauses. However, the sort-and-merge approach
proved to be more effective than the rebuild approach, as core-merge-dc solved more
instances with overall faster run times than core-rebuild-incr-dc.

4.4 Comparison with ILP solvers
This section provides a comparison between the best performing core-guided SAT approach
core-merge-dc and the iterative ILP algorithm when using different ILP solvers.

Figure 6 shows the cactus plots of the run times of solved instances, for each solver. On
the left we the results for the Package Upgradeability benchmarks and on the right the
results on the instances generated from the MaxSAT Evaluation 2021.

In the case of Package Upgradeability, the overall results show that when using commercial
solvers Gurobi and CPLEX, the iterative ILP approach solves more instances. However, the
plot also shows that our approach can outperform the iterative ILP algorithm when using
non-commercial solvers in both the number of instances and run-times. We note that in
many real-world cases, such as the Package Upgradeability problem in open-source Linux
distributions, the usage of commercial solvers is not feasible.

On the MaxSAT Evaluation 2021 instances, we tested the ILP approach using commercial
solvers Gurobi and CPLEX. These results suggest that our proposed algorithm can potentially
outperform the ILP commercial solvers in other application domains, e.g. the Placement
Fixer problem, which is not well-suited for ILP, because of the type of constraints [61].
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Figure 7 Run times of core-merge-dc and the ILP solvers on Package Upgradeability benchmarks,
with an optimal maximum of the objective vector ≤ 99 on the left and ≥ 100 on the right.

Figure 7 shows two cactus plots that provide an analysis on the algorithms’ performance
depending on the values in the leximax-optimal objective vector in the Package Upgradeability
instances. The plot on the left shows the run times for instances where the largest value in
the leximax-optimal solution is smaller than 100. On the other hand, the plot on the right
shows the run times for instances where the largest value is larger than or equal to 100.

Observe that when the largest value is smaller than 100, core-merge-dc has a similar
performance to the iterative ILP algorithm when using commercial solvers CPLEX or Gurobi
and clearly outperforms non-commercial solvers. On the other hand, the iterative ILP
algorithm has a stronger performance for larger values in the leximax-optimal solution.
This occurs since our core-guided approach is slower to converge in these situations [25].
Nevertheless, in the context of package upgradeability, it is often the case that real-world users
perform incremental adjustments to a current installation. Hence, in these situations, optimal
solutions tend to have a small cardinality and our proposed core-merge-dc algorithm excels
in those scenarios.

5 Conclusions

This paper introduces the first SAT-based leximax optimisation algorithms. Besides iterative
SAT-based algorithms, we also propose a new core-guided algorithm for leximax optimisation.
The algorithms are built upon the effective encoding of PB constraints to CNF and a CNF
encoding to determine the maximum value among several objective functions. Moreover,
we explore the translation of PB constraints to CNF using sorting networks. We use a
merging technique that allows to dynamically and incrementally extend the representation
of objective functions. Additionally, a strategy based on the identification of disjoint cores
in the core-guided algorithm allows to delay the merging process, thus resulting in a more
effective encoding of the objective functions.

An experimental evaluation is carried out on the Multi-Objective Package Upgradeability
Optimisation problem and on generated MOBO instances based on the MaxSAT Evaluation
benchmarks. The core-guided algorithm outperforms the iterative ILP algorithm when using
non-commercial solvers on the Package Upgradeability benchmarks. The results on the
MaxSAT Evaluation instances suggest that our SAT-based algorithms may be competitive
with the ILP algorithm with commercial solvers on other application domains.

As a future direction of research, we highlight the integration of our leximax optimisation
algorithms with incomplete algorithms, such as Polosat [60], in the same way they are
currently integrated to MaxSAT solvers. Another interesting direction of research is the
development of hybrid approaches using SAT and ILP solvers for leximax optimisation, e.g.
by adapting the approach of the MaxSAT solver MaxHS [22].
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Abstract
Although propositional model counting (#SAT) was long considered too hard to be practical,
today’s highly efficient solvers facilitate applications in probabilistic reasoning, reliability estimation,
quantitative design space exploration, and more. The current trend of solvers growing more capable
every year is likely to continue as a diverse range of algorithms are explored in the field. However,
to establish model counters as reliable tools like SAT-solvers, correctness is as critical as speed.

As in the nature of complex systems, bugs emerge as soon as the tools are widely used. To
identify and avoid bugs, explain decisions, and provide trustworthy results, we need verifiable results.
We propose a novel system for certifying model counts. We show how proof traces can be generated
for exact model counters based on dynamic programming, counting CDCL with component caching,
and knowledge compilation to Decision-DNNF, which are the predominant techniques in today’s
exact implementations. We provide proof-of-concepts for emitting proofs and a parallel trace checker.
Based on this, we show the feasibility of using certified model counting in an empirical experiment.
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1 Introduction

Propositional model counting, also known as #SAT, asks to output the number of satisfy-
ing assignments of a propositional formula. The problem is canonical for the complexity
class #P [59, 52, 1]. While #SAT was long considered impractical, the field has seen consid-
erable advances in recent years and highly efficient solvers emerged, capable of solving larger
problems each year [8, 48, 43, 44, 55, 15, 21]. The applications of these solvers are vast. In
artificial intelligence and reasoning, model counting is key when using logic-based reasoning
for symbolic quantitative tasks [11, 3]. Model counters are becoming a standard tool for
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answering quantitative queries on theories [22], in domains like configuration analysis [57],
probabilistic reasoning [1, 45], explainable artificial intelligence [56, 2], risk analysis [62, 17],
answer set programming [47, 20, 40], or plausibility [13].

In fields such as explainability, risk analysis, or verification, we need to be able to trust
the output of a model counter. Similar to SAT solvers, model counters are highly efficient,
but complex software systems making it hard to trust their outputs. As in any complex
system [29], subtle implementation errors may easily remain undiscovered. In fact, in the
course of this research, we spotted such an error in the model counter sharpSAT [58], which
also serves as a basis for several other implementations, like Ganak [55] and Dsharp [46]:
If preprocessing is disabled, the solver does not propagate unit clauses present in the input
formula. In some cases, this leads to illegal assignments to their variables and wrong model
counts. This highlights that even a widely used solver can hide implementation errors,
especially in lesser-used code paths.

▶ Example 1 (Spotted Bug in sharpSAT). Consider a formula consisting of two unit clauses
F = (a) ∧ (b). It is easy to see that this formula has exactly one model. However, without
preprocessing, sharpSAT produces a model count of 4. Since input unit clauses are not
propagated, a and b are considered unconstrained during component analysis.

Since verifying entire complex solvers, which are constantly enhanced by algorithmic
innovations, is currently effectively impossible, researchers came up with a way to certify
outputs from SAT solvers [4, 5, 38]. The idea is simple but extremely effective. The solver
emits a trace during solving in a specific proof system focusing on simple constructs. In that
way, decisions made by a solver can be externally verified. The tool to prove correctness of
the trace can itself be fully verified and remains stable – even if the solver changes. While
one might not be able to verify all techniques in the solver, one can ensure that every step
is correct by verifying simple mathematical properties on the trace. This led to incredible
stability improvements in the solvers, in particular for complex parts such as inprocessing [38].
However, propositional proof systems are tailored towards unsatisfiability [9] and there is no
obvious way to encode a count in a sequence of existing clausal proofs [32], as enumerating
models quickly becomes infeasible. So far no generic proof system for model counting exists.

In model counting, we are interested in properties that are between satisfiability and
equivalence of the formulas. Mathematical combinatorics and number theory already provides
us with basic tools to establish counting proofs [33]. One possible principle is double-counting,
which checks whether two different approaches return the same answer. However, while the
diversity of algorithms for model counting makes correlated errors in two different solvers
less likely, there may still be a common conceptual error. In addition, double-counting limits
us to instances for which more than one solver returns a count. Another classical principle is
to establish a proof by bijection. Two sets are shown to have the same number of members
by exhibiting a bijection, i.e., a one-to-one correspondence, between them. We employ the
principle of proofs by bijection and establish a system that is tailored to practical model
counting. To this end, we formalize systematic search space splitting, which is a common
technique in model counting, and employ existing clausal proofs for unsatisfiability.

Contributions. Our main contributions are as follows:
1. We propose a novel proof system for certifying propositional model counts in practice.
2. We show how proof traces can be generated efficiently for exact model counters based

on dynamic programming, counting version of CDCL with component caching, and
knowledge compilation to Decision-DNNF.

3. We provide proof-of-concept software for emitting proofs from model counters and a
parallel trace checker. Based on this, we show the feasibility of using certified model
counting in an empirical experiment.
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Related Works. Over time, various proof systems were developed for certifying SAT solver
outputs [30, 38, 61, 10], among them the popular format DRAT [61]. These approaches aim
to show unsatisfiability as a satisfying assignment can anyways be checked efficiently. While
there is no general method for verifying exact model counts, outputs of knowledge compilers
can be validated by equivalence checking [6, 7]. One approach is to label unsatisfiable sub-
formulas, during knowledge compilation, with a clause indicating the cause of the conflict [6].
This allows checking equivalence to a formula in conjunctive normal form (CNF) in polynomial
time under restricted conditions. Since it conflicts with component caching employed in
knowledge compilers like D4 [44] and Dsharp [46], more recent works introduce a more
flexible notion of syntactical equivalence [7]. While knowledge compilers, counting version of
CDCL-based algorithms, and dynamic programming-based solving techniques are related [37],
the two latter techniques are not accommodated in the certification approach from above.
For example, the best performing solver of the 2021 Model Counting Competition did not
use knowledge compilations [42]. Furthermore, the notion of equivalence used for certifying
knowledge compilations is stronger than needed for preserving correctness of counting. In
consequence, we expect that certain counting-specific simplifications cannot be formulated
within this framework. Model counting on Decision-DNNFs can easily be done in terms
of complexity [12], but technically the result is not verified. Hence, errors in the counting
step will not be caught by checking equivalence to the input formula. Finally, we would like
to mention that our focus is on exact model counting. Some modern counting techniques
rely on probabilistic exact counting or approximate counting, which is incredibly valuable
for scalable counting of very large instances in applications where the exact count is of less
relevance. For approximate counting, the idea is to reduce the solution space uniformly to
a small number of samples. By varying the number and length of randomly chosen XOR
constraints and the number of repetitions, approximate counting can produce arbitrarily
tight bounds with arbitrarily high confidence. Here, our approach is not meaningful, already
existing techniques for certifying XOR constraints can be used [50, 31] instead.

2 Preliminaries

We assume that the reader is familiar with basic notions on functions, set theory, computa-
tional complexity [49], and propositional logic [41].

Propositional Satisfiability and Model Counting (#SAT). A literal ℓ is a propositional
variable v or its negation ¬v. Conversely, we refer to the variable v of literals v and
¬v by var(v) := v and var(¬v) := v, respectively. We assume ¬¬v to be equivalent
to writing v and, for a set L of literals, let ¬L := {¬v | v ∈ L}. A finite set C of
literals is called a clause, interpreted as a disjunction of literals. We say that clause C

is unit if |C| = 1. We refer by vars(C) to the variables occurring in a finite set C of
literals, i.e., vars(C) := {var(ℓ) | ℓ ∈ C}. A formula F in conjunctive normal form (CNF)
is a finite set of clauses, interpreted as a conjunction of clauses. Unless otherwise stated,
we assume that formulas are in CNF. We let vars(F ) denote the variables occurring in a
formula, i.e., vars(F ) :=

⋃
C∈F vars(C). An assumption is a set A of literals. We let the unit

clauses Â for an assumption A be the formula Â := {{ℓ} | ℓ ∈ A}, i.e., the formula enforcing
assumption A. A restriction of a set of literals A to set V of variables is A|V := A∩(V ∪¬V ).
Such a restriction can be applied to assumptions and clauses. A restriction of a formula F to
set V of variables is {C|V | C ∈ F}, i.e., the formula with each of the clauses in F restricted
to V. A (partial) assignment is a function α : V → {0, 1} which maps variables from a set V

SAT 2022
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to values {0, 1}. For the negation of a variable v ∈ V , we define α(¬v) := 1 − α(v). By 2V

we denote the set of all total assignments α : V → {0, 1}, by α−1(b) the preimage of α for
b ∈ {0, 1}, and by dom(α) := V its domain. A restriction α|V of an assignment α to a set V

of variables is the partial assignment that assigns variables v ∈ V ∩ dom(α) to α(v) and is
undefined otherwise. For a formula F , we let F [α] := {C \ α−1(0) | C ∈ F, C ∩ α−1(1) = ∅}
be the formula F under assignment α. An assignment α falsifies F if ∅ ∈ F [α]; α satisfies F

if F [α] = ∅. Note that assignment α can falsify F , satisfy F , or neither (unless α is total).
Later, the definitions are used precisely as stated for α over any set V of variables. Further,
α satisfies a clause C if {C} is satisfied. An assignment α is called a model of a formula F

if dom(α) = vars(F ) and α satisfies F . Note that for an assumption A, we can satisfy Â

trivially by assignment τA, where for a variable v ∈ V, τA(v) := 1 if v ∈ A and τA(v) := 0 if
¬v ∈ A. We let Mod(F ) be the set {α | α ∈ 2V , α satisfies F, V = vars(F )}, i.e., the set of
all models of a formula F over variables vars(F ). Then, |Mod(F )| is the model count of F .
While the SAT problem asks whether |Mod(F )| ≥ 1, the model counting problem, or #SAT for
short, asks to output |Mod(F )|. In addition, for a tuple T = (F, V ) consisting of formula F

and set V of variables and assumption A, we let ModA(T ) := {α | α ∈ 2V , α satisfies F ∪ Â}
be the models of T under assumption A. Intuitively, tuple T = (F, V ) represents formula F

restricted to variables V if V ⊂ vars(F ) or adding unconstrained variables to F if V ⊃ vars(F ).
Then, the model count for T under assumption A is |ModA(T )|. Finally, a formula F entails
a clause C, written as F |= C, if all models of F satisfy C.

Certified SAT Solving. Certified results are common in SAT solving [30, 35, 28] and support
of a standardized format is mandatory for solvers taking part in the competition [28]. Popular
formalisms like DRAT [35] and RUP are examples of the more general notion of propositional
proof systems [9]. Let Σ be an alphabet, L ⊆ Σ∗ be language, and TAUT be the class of
all propositional formulas that are tautological, encoded in a fixed alphabet. In general, a
proof system is a polynomial-time computable function s : Σ∗

1 → Σ∗ with range L that maps
from words over a proof alphabet Σ1 to words in L. For a formula F , if s(x) = F then
x ∈ Σ1 is called a proof in system s. A propositional proof system is a proof system for TAUT.
Usual properties are completeness asking that every propositional tautology has a proof
in system s and soundness asking that if a propositional formula has a proof in system s

then it is a tautology. Further, proofs need to be verifiable in polynomial time of their size.
Intuitively, propositional proof systems concern certificates of membership in TAUT for a
given formula. Since SAT solving usually works on CNF formulas as input, practical focus is
on clausal proofs. Clausal proofs are sequences of clauses, where each clause is entailed by
the original formula [32]. A clausal proof is called a refutation, or proof of unsatisfiability,
if it contains the empty clause. The input formula is unsatisfiable if the empty clause is
derived in this sequence. Proof variants are based on clauses that have the RUP (reverse unit
propagation) [30] and RAT (resolution asymmetric tautology) property. These proof formats
share verifiability in polynomial time in the size of the proof and input formula and can be
tightly coupled with modern solving techniques. The popular DRAT proof system uses a
more general redundancy property based on extended resolution instead of entailment [35].

3 From Clausal Proofs Towards Certifying #SAT

By basic constructions, we can use propositional proof systems to establish correctness of
an outputted model count. To this end, we systematically enumerate models and add the
negation of a found model to the formula, thereby forbidding it. After solving outputs that
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all models were found, we can prove that no more models exist by using clausal proofs of
unsatisfiability. Alternatively, we can establish equivalence using propositional proof systems
when solving by means of knowledge compilation. In both cases we use decision-based
proof systems for an actual function problem. Clearly, propositional proof systems lack
the capability of reasoning about sets of models and their cardinality, instead, we can only
reason about individual yes/no decisions. It is easy to see that enumerating models quickly
becomes infeasible and an equivalence-based approach works only for very specific techniques.
Moreover, a decision-based approach is not how modern model counters reason. Instead,
they commonly split the search space into sub-problems where solutions can be considered
independently, so-called components, as illustrated on a high level in the example below.

▶ Example 2 (Refutations are Insufficient for Counting). Consider formula F = (a∨ b)∧ (c∨d),
which has 9 models. In detail, there are 3 assignments to a and b that satisfy (a ∨ b) and 3
assignments to c and d to satisfy (c ∨ d). Since both clauses share no variables, we can freely
combine the satisfying assignments for each clause. Hence, we obtain 3 · 3 = 9 models.

Example 2 states a reasoning technique that cannot be expressed concisely in a clausal
proof. In fact, we miss notions to express the combination of both sub-problems and lack the
capability of reasoning about sets of models and their cardinalities. Consequently, we are
interested in a natural approach to obtain certifiably correct results for practical propositional
model counters. From a more theoretical perspective, we design a proof system for counting
where the computable function has range N0. The challenging part is to define a system
that is simple, but expressive enough that certificates can be generated by diverse model
counting algorithms with low overhead. Mathematical combinatorics and number theory
already provides us with basic tools to establish counting proofs [33]. A classical concept in
proofs is to establish relations between sets using bijections, i.e., a one-to-one correspondence.
Two sets have the same number of elements if there is a bijection between them.

▶ Example 3. Consider again Example 2. We can easily show that there is a bijective
mapping between the set obtained from the Cartesian product of models of both clauses
and the set of models of the formula F , i.e., Mod(F ) = Mod(a ∨ b) × Mod(c ∨ d). Hence, the
model count of formula F can simply be expressed as the product of the cardinality of both
sets, i.e., |Mod(F )| = |Mod(a ∨ b)| · |Mod(c ∨ d)|.

Below, we formalize systematic search space splitting, which is common among all
exact model counting approaches. Then, we establish general reasoning rules based on
this technique and we combine it with established techniques on clausal proofs for TAUT.
The overall principle remains. Solvers output certificates, which can be easily verified by a
program (checker). Correctness of the checker needs to be audited for fully verified results.

3.1 Search Space Splitting
State-of-the-art model counters split the input instance into sub-instances and combine
the results – even implicitly in knowledge compilation-based or dynamic programming-
based counters. Figure 1 visualizes solution space exploration and operations that modern
solvers use to combine solutions of sub-instances. Intuitively, we observe the following
principles: (i) Solvers split the search space along an assumption, e.g., a decision literal.
The corresponding reasoning operation is a composition of disjoint sets of models for a
sub-instance. (ii) Solvers identify sub-instances that are independent or overlap in such a
way that their models can be combined in a database-like join. (iii) Under some restrictions,
models of a sub-instance can be extended to models of a larger one by adding a stricter
assumption. (iv) There are sub-instances that do not have any models.
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l1

l2 l3 ¬l4

◦

◦◦
◦◦

¬l2 l5 . . .

l1

¬l1

join of independent
sub-instances

composition of splits

extension of sub-instances

Figure 1 Visual representation of operations used by #SAT solvers when exploring the solution
space. Splits in the search space are composed, independent sub-instances are joined and sub-
instances are extended by assigning new variables.

Next, we introduce components as a formal notion for sub-instances and claims as
statements talking about the model count of components under an assumption. Intuitively,
a component consists of a subset of the input formula and a selection of variables.

▶ Definition 4 (Component and Sub-components). A component C = (F, V ) consists of
a formula F and a set V of variables. We say that a component Cs = (Fs, Vs) is a sub-
component of C if Fs ⊆ F and Vs ⊆ V .

The set of models of a component can be restricted by an assumption, i.e., a set of unit
literals. Then, models can be represented by stating the component and assumption, which
we can directly use for counting. We call such a statement a claim, which represents a partial
result. The following example illustrates sets of models for components under assumptions.

▶ Example 5. Consider formula F = (a ∨ b) ∧ (c ∨ d) from Example 3 and corresponding
component C = (F, vars(F )). Recall that without an assumption, F has 9 models. If we
add assumption A1 = {a, ¬b}, then ModA1(C) = {{a 7→ 1, b 7→ 0, c 7→ 1, d 7→ 0}, {a 7→ 1, b 7→
0, c 7→ 0, d 7→ 1}, {a 7→ 1, b 7→ 0, c 7→ 1, d 7→ 1}}, hence |ModA1(C)| = 3. With assumption
A2 = {¬a, ¬b} we have ModA2(C) = ∅.

▶ Definition 6 (Claim). Let C = (F, V ) be a component. A claim I = (C, A, c) over C consists
of an assumption A with vars(A) ⊆ V and a count c ∈ N0. I is correct if c = |ModA(C)|.

Working with claims over components avoids naive enumeration of models, which we can
see in the following example.

▶ Example 7. Consider a formula F with a large number of clauses and variables. Further, we
have two disjoint components C1 = (F1, V1) and C2 = (F2, V2) in formula F (i.e., F1 ∩ F2 = ∅
and V1 ∩ V2 = ∅). Using claims, we succinctly express that any two of the models can
be combined into a model of a larger component C = (F1 ∪ F2, V1 ∪ V2): If (C1, ∅, c1) and
(C2, ∅, c2) are correct claims, then (C, ∅, c1 · c2) is correct, regardless of c1 and c2. In contrast,
enumeration would quickly become infeasible in practice, since the individual components
may have exponentially many models.

3.2 (Re-)combining Claims of Search Spaces
As already demonstrated by the previous example, we can model search space splitting
of modern model counters by the combination of claims. In general, however, it is not
guaranteed that we do not over- or undercount when combining claims. Hence, we consider
properties of sets of claims that dictate which claims can be combined correctly.
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Avoid Overcounting. First, we demonstrate a case where overcounting occurs.

▶ Example 8. Let C = ({{a, b, c}, {a, ¬d}}, {a, b, c, d}) be a component, (C, {a, b}, 4) and
(C, {a, d}, 4) be claims of C. Then, both claims count the model {a 7→ 1, b 7→ 1, c 7→ 1, d 7→ 1},
i.e., they overlap and cannot be simply combined without overcounting.

Consequently, we consider non-overlapping sets of claims, which prevents overcounting.

▶ Definition 9 (Non-overlapping and Uniform Claims). Let C = (F, V ) be a component and S

be a set of claims over C.
Then, S is non-overlapping if, for every two distinct claims (C, A1, c1) and (C, A2, c2) in
set S, we have ModA1(C) ∩ ModA2(C) = ∅.
Let U ⊆ V . If vars(A′) = U for every (C, A′, c′) ∈ S, we call S uniform for U .

Observe that uniformness is a special case of non-overlapping that is easier to verify.

▶ Observation 10 (⋆1). Let C = (F, V ) be a component, U ⊆ V a set of variables, and S a set
of claims over C. If S is uniform for U and all claims in S are correct, S is non-overlapping.

Provably Prevent Undercounting. While non-overlapping sets of claims prevent overcount-
ing, we also need to ensure the absence of further models to prevent undercounting. Before
we show how to avoid this, we briefly illustrate undercounting below.

▶ Example 11. Consider a component C = ({{a, b, c}, {a, ¬d}}, {a, b, c, d}) and claims
I1 = (C, {a, d}, 4), I2 = (C, {a, ¬d}, 4) of C. I1 and I2 are non-overlapping, but cannot
correctly be combined to I = (C, ∅, 8), because models with a 7→ 0 are counted by neither I1
nor I2. However, adding a third claim (C, {¬a, ¬d}, 3) is sufficient to cover C exhaustively,
since there are no models with a 7→ 0 and d 7→ 1.

To prove that undercounting does not occur, we need to ensure that a set of claims covers
the models of a component exhaustively. Note that this is different from a single claim with
zero models, which states that its component is unsatisfiable under an assumption. Rather,
exhaustiveness can be seen as unsatisfiability with exceptions.

▶ Definition 12 (Exhaustive Claims). Let C = (F, V ) be a component and S a set of claims
over C. For an assumption A, we call S exhaustive for A if for every model α ∈ ModA(C)
there is a claim (C, A′, c′) ∈ S with α satisfies Â′ and A ⊆ A′.

Unfortunately, already the task of checking exhaustiveness is hard.

▶ Proposition 13 (⋆,Exhaustiveness of Claims is co-NP Hard). Let S be a set of claims for a
component C = (F, V ) that is uniform for U ⊆ V and A be an assumption with vars(A) ⊆ U .
Then, it is co-NP-complete to decide whether S is exhaustive for A.

Despite this result, we later show that exhaustiveness can be established efficiently for the
surveyed solver implementations. This is not a contradiction, since #SAT is known to be in
#P [59], and thus at least as hard as decision problems in NP and co-NP. Hence, when using
intermediate results from the solving process for exhaustiveness checking, the “hardness” lies
in computing this intermediate information. However, if a set of claims is uniform, we can
show exhaustiveness, using well-known constructs from SAT. Next, we create a shortcut for
exhaustiveness of sets of claims, formalized in the notion of an absence of models statement.

1 Proofs of statements marked with ⋆ can be found in Appendix A.
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▶ Definition 14 (Absence of Models Statement). Let C = (F, V ) be a component, S be a
set of claims that is uniform for U ⊆ V , and A be an assumption where we have A ⊆ A′

for every claim (C, A′, c) ∈ S. Then, given a clausal proof ∆, we call A = (C, A, U, ∆)
an absence of models statement. Such a statement A is correct if ∆ is a refutation of
Â ∪ {C|V | C ∈ F} ∪ {¬A′ | (C, A′, c′) ∈ S}.

Intuitively absence of models can be seen as acting complementarily to claims. To state
that a component under some assumption is unsatisfiable, except for a set of claims, we
employ the well-established concepts of unsatisfiability proofs in SAT solving. Indeed this is
sufficient for exhaustiveness.

▶ Lemma 15 (⋆,Absence of Models). Let A = (C, A, U, ∆) be an absence of models statement
and S be a set of claims for component C that is uniform for U and we have A ⊆ A′ for
every claim (C, A′, c) ∈ S. If A is correct for S, then S is exhaustive for A.

Non-overlapping and Exhaustive Claims. To avoid both over- and undercounting, we
combine the properties non-overlapping and exhaustive. We say that a non-overlapping set
of claims that is exhaustive for A is composable to A.

▶ Example 16. Consider a component C = ({{a, b, c}, {a, ¬d}}, {a, b, c, d}) and a set S of
claims of C with assumptions {a, d}, {a, ¬d}, and {¬a, ¬d}. Since the assumptions are
distinct and S is uniform for U = {a, d}, S is non-overlapping. Since C has no model with
a 7→ 0 and d 7→ 1, S is exhaustive for ∅. To prove this, we can easily find a refutation ∆ for
{{. . . }, {a, ¬d}} ∪ {{¬a, ¬d}, {¬a, d}, {a, d}}. Hence, we can construct a correct absence of
models statement (C, ∅, U, ∆) and know that S is composable to ∅.

Note that we can restrict a set of claims that is uniform for U and is composable to
some assumption, to a subset with a stricter assumption. This subset remains composable to
that stricter assumption. Hence, a single absence of models statement can be used to show
composability for multiple subsets of such a set of claims.

▶ Observation 17 (Composable Subset). Let S be a set of claims for a component C = (F,

V ), that is composable to A and uniform for U . Let As be an assumption with A ⊂ As and
vars(As) ⊆ U . Then, SAs

:= {(C, A′, c′) ∈ S | As ⊆ A′} is composable to As.

3.3 Inference Rules for Model Counting
To reproduce the reasoning of a solver, we use a trace, which is a finite sequence of steps. Each
step is either a claim, which represents a set of models, or an absence of models statement.

▶ Definition 18 (Model Counting Trace). A model counting trace T = ⟨s1, . . . , sn⟩ for a
given formula F is a finite sequence of steps si, which is either a claim or an absence of
model statement. A trace T is complete for F if there is a claim I = (C, ∅, c) in T for a
component C = (F, vars(F )). A trace T is correct if all claims in T are correct.

Next, we establish inference rules, which allow us to mechanically verify correctness of a
combination of partial results succinctly expressed by claims. We denote a rule as premises
and inference separated by a double rule. Intuitively, these rules establish the correctness
of a claim by combining claims of sub-components or claims with stronger assumptions.
We bring the combination of claims in line with splitting the search space by composition,
join, and extension, as visualized in Figure 1. The resulting basic inference rules are model,
composition, join, and extension. Composition itself is backed up by exhaustiveness, thereby
using the sufficient absence of models statement via clausal proofs.
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Inferring Exactly One Model Claims. First, we cover the base case of exactly one model,
claiming exactly one model for a component under a (total) assumption A. There, no further
claim is needed to check its correctness. Indeed, since a model is a total assignment over the
variables of the given component (F, V ), it suffices to check whether the formula F of the
component is satisfied by assumption A. As a result, we obtain the following simple rule.

τA satisfies F

((F, dom(τA)), A, 1)

▶ Lemma 19 (⋆,Exactly One Model). Let C = (F, V ) be a component and (C, A, 1) be a claim
for C with vars(A) = V . The claim is correct if and only if τA satisfies F .

Inferring Composition Claims. Next, we discuss the composition inference rule. If we have
a set S of correct claims of a component that is composable to an assumption A, we can
directly infer a claim with the more general assumption A. Intuitively, we derive a more
general statement from a set of more specific claims. A matching absence of models statement
represents proof that S meets the necessary conditions to avoid undercounting, i.e., that S

is exhaustive for A. The absence of models statement contains a resolution refutation (see
Def 14). However, by Observation 10 such a statement also implies that S is non-overlapping,
thereby avoiding overcounting as well. Therefore, the following rule assumes composability
of every claim (C, Ai, ci) in S as a requirement.

Claims S = {(C, A1, c1), . . . , (C, An, cn)} are correct, U = vars(A1) = · · · = vars(An)
Absence of models statement (C, A, U, ∆) is correct for S

(C, A, Σ1≤i≤nci)

▶ Lemma 20 (⋆,Composition or Unsatisfiability). Let C = (F, V ) be a component, I = (C, A, c)
be a claim with assumption A, S be a set of claims over C that is composable to A, and
c :=

∑
(C,A′,c′)∈S c′. If every claim in S is correct, then I is correct, i.e., |ModA(C)| = c.

Note that if S = ∅, composition states that the current component is unsatisfiable
under assumption A. Extending Example 16, the following example illustrates inference by
composition of a composable set of claims.

▶ Example 21. Consider a component C = (F, V ) with F = {{a, b, c}, {a, ¬d}} and V =
{a, b, c, d}. Recall from Example 16, that a set S of claims with assumptions {a, d}, {a, ¬d},
and {¬a, ¬d}, is composable to ∅. By composition, we infer claim (C, ∅, 11), as shown below.

set S:
c A
4 { a d }
4 { a ¬d }
3 { ¬a ¬d }

composed claim:
c A

11 ∅

In addition, we know that ∅ is composable to A = {¬a, d}. By composition, we infer a claim
(C, A, 0). This is equivalent to stating that C is unsatisfiable under assumption A.
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Inferring Join Claims. If the models of two components are independent, we can combine
them arbitrarily to models of a joint component. The join rule generalizes this idea allowing
models to overlap, thereby assuming correct claims ((F1, V1), A1, c1) and ((F2, V2), A2, c2).

((F1, V1), A1, c1) and ((F2, V2), A2, c2) are correct
A1 ∪ A2 is consistent and V1 ∩ V2 ⊆ vars(A1 ∪ A2)
∀i ∈ {1, 2}, C ∈ Fi : vars(C) ∩ ((V1 ∪ V2) \ Vi) = ∅

((F1 ∪ F2, V1 ∪ V2), A1 ∪ A2, c1 · c2)

In case of overlapping components, the variables shared by the joined components must
be constrained by the inferred assumption and the clauses of one component must not further
constrain the set of models of the other.

▶ Lemma 22 (⋆,Join). Let C = (F, V ) be a component; I = (C, A, c) be a claim; C1 = (F1, V1)
and C2 = (F2, V2) be sub-components of C with F = F1∪F2, V = V1∪V2, and V1∩V2 ⊆ vars(A)
where every C ∈ Fi has vars(C) ∩ (V \ Vi) = ∅. If I1 = (C1, A|V1 , c1) and I2 = (C2, A|V2 , c2)
are correct claims over C1 and C2 and c = c1 · c2, then I is correct, i.e., |ModA(C)| = c.

Note that if the model count of either joined claim is zero, the joint count is zero, regardless
of the other claim. The following example illustrates joins with overlapping assumptions.

▶ Example 23. Consider components C1 = (F1, V1) and C2 = (F2, V2) with F1 = {{a, b, c}},
V1 = {a, b, c}, F2 = {{a, ¬d}}, and V2 = {a, d}. The tables below represent claims for both
components, along with claims for a third component C = (F1 ∪ F2, V1 ∪ V2). All claims of C
are inferred from claims of sub-components C1 and C2 using Lemma 22.

claims of C1:
c A
2 { a b }
2 { a ¬b }
2 { ¬a b }
1 { ¬a ¬b }

claims of C2:
c A
2 { a }
1 { ¬a }

claims of C:
c A
4 { a b }
4 { a ¬b }
2 { ¬a b }
1 { ¬a ¬b }

Extension. Similar to extending models to assign additional variables, we can extend a
claim to a larger component by adding additional literals to its assumption. We formalize
this in the following rule, whereby we assume a correct claim ((F ′, V ′), A′, c).

((F ′, V ′), A′, c) is correct
τA satisfies F \ F ′, where F ⊇ F ′ and A|V ′ = A′ and V ′ ⊆ V

∀C ∈ F ′ : τA|V \V ′ does not satisfy C

((F,V), A, c)

Since we infer a claim with the same count as the extended claim, introduced variables must
be constrained by the extended assumption, models extended according to the assumption
must satisfy the larger component, and no additional models may be introduced.

▶ Lemma 24 (⋆,Extension). Let C = (F, V ) be a component, I = (C, A, c) be a claim, C′ = (F ′,

V ′) be a sub-component of C, and I ′ = (C′, A|V ′ , c) be a correct claim. If V \ V ′ ⊆ vars(A),
τA satisfies F \F ′, and τA|V \V ′ does not satisfy C for every clause C ∈ F ′, then I is correct.
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In principle, one might ask why we cannot add arbitrary literals to the assumption when
extending a claim. However, every model of a claim I ′ requires a corresponding model in
the extended claim I. We ensure this by enforcing that clauses that are only in the larger
component C, are satisfied by the literals added to the assumption. Conversely, every model
of the claim I, when restricted to the variables of C′, must be a model of I ′. Intuitively, this
establishes a sufficient one-to-one correspondence between the models of I and I ′.

▶ Example 25. We extend a component C′ = (F ′, V ′) with F ′ = {{a, b, c}} and V ′ = {a, b}
to the component C = (F, V ) with F = {{a, b, c}, {{a, ¬d}} and V = {a, b, c, d}. The tables
below list claims for both components, where the claims of C can be verified by Lemma 24
(extension). Note that the extended assumption must include ¬c to satisfy extension.

claims of C′:
c A
1 { a b }
1 { a ¬b }
1 { ¬a b }

claims of C:
c A
1 { a b ¬c d }
1 { a b ¬c ¬d }
1 { a ¬b ¬c d }
1 { a ¬b ¬c ¬d }
1 { ¬a b ¬c ¬d }

▶ Remark 26. Let C = (∅, ∅) be a component. Since Mod∅(C) = {∅}, claim I = (C, ∅, 1) is
correct. Thus, a claim satisfying exactly one model can be expressed as an extension of I.

3.4 Proofs for Model Counting
Above, we established principles for reasoning on correctness of claims based on claims
obtained during search space splitting. These principles allow us to construct proofs for
#SAT. Specifically, we aim for traces that are proofs for model counting where each step can
be inferred from the preceding steps. To this end, we introduce MICE steps that employ the
inference rules as given in Section 3.1.

▶ Definition 27 (MICE Proof Step). Let T = ⟨s1, . . . , sn⟩ be a model counting trace for a
given formula F and S = {s1, . . . , sn}. We say sr /∈ S is a Model-counting Induction by
Claim Extension (MICE) step from S if either condition below is satisfied:

sr is an absence of models statement (C, A, U, ∆) that is correct for {(C, A′, c′) | (C, A′, c′) ∈
S, A ⊆ A′, vars(A′) = U} (cf., Lemma 15);
sr is a claim of exactly one model; (cf., Lemma 19);
sr is a claim joining two claims I1, I2 ∈ S (cf., Lemma 22);
sr is a claim extending another claim I ∈ S (cf., Lemma 24); or
sr is a claim (C, A, c) by composing a set S′ ⊆ S of claims and there is an absence of
model statement (C, A, U, ∆) correct for S′, hence S′ is composable to A (cf., Lemma 20).

This leads to our central definition of when a model counting trace is actually a MICE proof.

▶ Definition 28 (MICE Proofs). Let T = ⟨s1, . . . , sn⟩ be a model counting trace that is
complete for a given formula F . If every si in T is a MICE step from {s1, . . . , si−1}, then T

is a MICE proof.

Indeed, MICE proofs are sound, i.e, suitable for proving the model count of a given
formula. Furthermore, when restricting model counting to MICE proofs we do not loose
completeness, i.e., a MICE proof exists for any formula.

SAT 2022
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Algorithm 1 Simple Trace Correctness Checking.

Input: A model counting trace T = ⟨s1, . . . , sn⟩
Output: “Correct” if T is a MICE proof, “Incorrect” otherwise

1 for i ∈ {1, . . . , n} do
2 P := {s1, . . . , si−1} ▷ Set of predecessors.
3 if si is an absence of models statement (C, A, U, ∆) then
4 S := {(C, Aj , c) ∈ S | Aj ⊇ A, vars(Aj) = U}
5 FE := Â ∪ {C|V | C ∈ F} ∪ {¬A′ | (C, A′, c′) ∈ S}
6 if ∆ is refutation of FE then continue
7 else if si is a claim (C, A, c) with C = (F, V ) then
8 if vars(A) = V and c = 1 and τA satisfies F then continue ▷ Lemma 19
9 else if si is correct by joining sj , sk ∈ P then continue ▷ Lemma 22

10 else if si is correct by extending sj ∈ P then continue ▷ Lemma 24
11 else if P contains some (C, A, U, ∆) then
12 S := {(C, Aj , c) ∈ S | Aj ⊇ A, vars(Aj) = U}
13 if si is correct by composition of S then continue ▷ Lemma 20

14 return Incorrect ▷ Step verification failed.
15 return Correct

▶ Theorem 29 (⋆,Soundness & Completeness). Given formula F , component C=(F, vars(F )).
Soundness: If T is a MICE proof containing claim (C, ∅, c), then F has c many models.
Completeness: There exists a MICE proof T that is complete for F .

4 Verifying Model Counting Traces

Having established model counting traces, we design an algorithm that can verify whether a
trace is correct and complete. Further, we demonstrate that model counting traces can be
verified efficiently, i.e., we can check whether such a trace is a MICE proof in polynomial time
in the size of the trace and the input formula. By Theorem 29, MICE proofs are sufficient.
In the following, we discuss a simple polynomial-time algorithm for checking correctness of
counting traces. We focus on correctness, because completeness can easily be checked by
linearly searching a trace for a relevant claim.

Consider Algorithm 1, which takes as input a trace T and outputs either “Correct” or
“Incorrect”. For each step si in T = ⟨s1, . . . , sn⟩, we check if si is a MICE step from its
predecessors P = {s1, . . . , si−1} by testing each case in Definition 27 sequentially. If no
case applies to si, we terminate with “Incorrect”. After processing all steps in T we output
“Correct”. Algorithm 1 outputs “Correct” if and only if the trace is a MICE proof.

▶ Proposition 30 (⋆,Polynomial-Time Correctness Checking). Given a model counting trace T ,
Algorithm 1 runs in polynomial time in the size of T .

5 Practical Considerations and Preliminary Evaluation

In this section, we briefly explain practical improvements, solver integration, and provide
preliminary data on using our certificates for model counting. We implemented Algorithm 1
and call it sharpCheck, which is open-source and available on github:vroland/sharptrace.
For space reasons, we will describe the improvements such as identifiers for components

https://github.com/vroland/sharptrace
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Figure 2 Number of solved instances with and without tracing for sharpSAT, DPDB, and D4.
Of the instances solved with tracing, we show the number of traces verified given the same timeout.

allowing us to restrict the search for claims to a single component in an extended version. If
we assume that for one assumption, there exists only one claim in a component with that
assumption, claims can be verified in parallel in any order.

Additionally, we can ensure that a refutation for an assumption A′ has to be checked only
once by allowing to reference an absence of models step in a more general assumption A,
which follows directly from Observation 17.

5.1 Solver Integration
For practical use, we integrate MICE traces into existing techniques for exact model counting.
Our approach works for generating traces in exact model counting when using a counting
version of CDCL with component caching [54], dynamic programming [53, 24, 34, 16], or
knowledge compilation [12, 44]. For each technique, we provide a conceptual description and
an implementation. We directly augmented two solvers with tracing capabilities and compile
Decision-DNNFs outputted by knowledge compilers into MICE traces. Our implementations
are proof-of-concepts relying on existing SAT solvers for generating clausal proofs.

sharpSAT The solver uses a counting version of CDCL with component caching for model
counting [58]. It serves as basis for several model counters, e.g., Dsharp [46] or GANAK [55].
The implementation emits traces directly during the solving process. Refutations for
absence of models are efficiently extracted during conflict analysis. Our implementation
is available online at https://github.com/vroland/sharpSAT/tree/proof-trace.

DPDB The solver implements dynamic programming algorithms on TDs using database man-
agement systems [26]. We extended the model counting implementation to translate result
tables into claims and use miniSAT [18] to generate refutations. Our implementation is
available online at https://github.com/vroland/dp_on_dbs/tree/sharpsat_proof.

D4 For prototype on knowledge compilation, we generate traces from the Decision-DNNF
while using miniSAT for refutations. We consider D4 due to its performance in a past
competition [21]. We believe that modifying D4 would result in faster trace outputs, but
is out of scope for our prototypical considerations. However, we will provide conceptual
details for modifying a knowledge compiler in an extended version.
Our implementation is available online at https://github.com/vroland/nnf2trace.

5.2 Empirical Evaluation
To demonstrate the capability of our approach and estimate the overhead of traces in practice,
we conducted a preliminary evaluation on 400 instances of varying hardness and size.

SAT 2022
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Table 1 Performance of solving and trace checking. #· refers to number of instances, t the sum
of instance runtimes, size the total proof size, O without tracing, T with tracing, and V checking.

(a) Number of solved instances.

Solver #O #T #V

sharpSAT 141 67 66
DPDB 137 78 65
D4 172 15 15

(b) Runtimes for verified instances and total proof size.

Solver # tO[h] tT [h] tV [h] size[GB]

sharpSAT 66 0:24:19 2:56:01 3:24:14 233
DPDB 65 0:23:27 2:44:45 1:29:28 17
D4 15 0:01:13 0:23:28 0:00:46 1

Design of Experiment. We draw a small empirical experiment to study the following
questions: (Q1) Is there significant impact when solving with traces by compared solving
without emitting traces? (Q2) Can we verify traces in a reasonable time? (Q3) Does the
technique help to find bugs?

Instances. We considered sets of instances from Tracks 1 and 2 of the Model Counting
Competition 2020 [21]. For Track 2, we removed the weights. Instances are available on a
public data repository [23].

Hardware, Measure, and Restrictions. All solvers run on a server with two physical
Intel Xeon Silver 4112CPUs, where each of these 16 runs at 2.60GHz and has access to
128GB RAM. Results are gathered on Ubuntu 18.04 LTS powered on kernel 4.15.0-135 with
hyperthreading disabled. We allow a solving time of 600 seconds per instance. Since we do
not implement traces directly into D4, we apply timeout to the combined runtime of D4
and the trace generation. We execute solvers sequentially, one at a time, limiting available
memory to the maximum available on the system. Checking of the traces runs in parallel
on 16 cores with a timeout of 600 seconds per instance. We follow guidelines for empirical
evaluations [60, 27, 25].

Limitations. All implementations are prototypical and are not optimized towards efficiency.
Traces currently do not support pre-processing.

Performance of Solving with Trace Outputs
Towards answering the question on the impact of traces on solving time, we consider the
number of solved instances with and without proof logging within the considered timeout.
We survey the number of solved instances in Figure 2 and provide more details in Table 1.
sharpSAT and DPDB solved a similar number of instances when outputting traces. However,
when comparing the number of solved instances with and without trace output, outputting
traces reduced the number of instances to half. For D4, we could generate traces only for a
small number of instances in the available time. In Table 1b, we list the size of proofs. For
sharpSAT, we can see that proofs grow quite large.

Discussion. To explain the results in more detail, we consider each solver individually.
For sharpSAT, most overhead in generating trace outputs is introduced by I/O functions
and serializing the output, which can be determined from profiling the solver. Currently,
component definitions are only implicitly stored and have to be re-constructed. Refutations
can directly be constructed within sharpSAT. For DPDB, fetching large intermediate
results from the database and passing them to miniSAT to generate refutations causes
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significant overhead. For Decision-DNNFs, we currently need to construct a high number of
refutations, which requires to call an external solver resulting in a notable overhead. We
believe that this can be done directly inside a knowledge compiler. In comparison to DPDB,
there is a much higher number of refutations, however, refutations are of much smaller size.

Summary. Overall, the results show that we are capable of generating traces with common
solving techniques in practice. However, emitting proof traces results in significantly lower
performance of the solvers. In fact, within the same timeouts, only half of the instances
could be solved. Generating traces from Decision-DNNFs is not yet suitable as generating
refutations for absence of models suffer notable overhead, which might be already outputted
during solving. Still, our prototypes hopefully serve as a basis for future implementations.

Performance of Verifying Traces
Next, we consider the question of whether traces can be verified in a reasonable time.
Therefore, we consider the number of verified instances in comparison to the number of solved
instances with traces logging within the considered timeout. Figure 2 illustrates an overview
of the number of verified traces by sharpCheck and Table 1 provides additional details.
For sharpSAT, all but one trace could be verified within the timeout. The remaining trace
takes ≈ 750 seconds to verify on our system. Similarly, a large portion of DPDB traces could
be verified. The traces generated from Decision-DNNFs were all verified. For sharpSAT,
verifying proofs takes more total runtime than running sharpSAT with tracing.

Discussion. When verifying traces from sharpSAT, most time is spent on parsing and
validating the integrity of the trace, due to their size. Then, claims and refutations are
checked very quickly. In contrast, the traces emitted by DPDB are more compact and
most time is spent on verifying refutations. In dynamic programming algorithms, large
sets of claims are composed resulting in large refutations in absence of model steps. When
traces have more than 106 refutation steps in total, checking often timed out. We expect
improvement from adding deletion information to refutations, like in DRAT.

Summary. When comparing accumulated runtimes for solving and checking in Table 1b, we
see that checking MICE traces is not only efficient in theory, but also in practice. Still, we
expect that checking performance can be further improved when certified counting matures.

Finding Bugs
During our experiments, we noticed a bug in sharpSAT, which we already outlined in
Example 1. If preprocessing is disabled, unit clauses are violated and the solver outputs
a wrong model count. The MICE trace allowed us to pinpoint the actual origin of the
issue. Furthermore, we discovered that outputting traces may interfere with the two watched
literals scheme used in sharpSAT. This resulted in wrong counts for some benchmark
instances. We located and fixed the bug using MICE traces. Despite these bugs, which show
up only under certain conditions, we did not discover major issues. This confirms common
mathematical intuition that double counting already improves correctness. In addition, it
supports observations made in the Model Counting Competition 2020 that current model
counters are quite robust. However, the situation might look different as soon as preprocessing
is included and if only one model counter gives a solution similar to SAT solving [39, 36].
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6 Conclusion and Future Work

Model counters are key tools for symbolic quantitative reasoning. Exact model counters need
to be trustworthy, in particular, in fields such as explainability, risk analysis, or verification.
While proof logging and verification approaches exist for SAT, a common proof system for
exact model counting was missing. Previous approaches to correctness were either limited
to a specific counting algorithm by establishing equivalence or could only be used to show
correctness of steps in approximate counting. In this paper, we propose a novel approach to
certified #SAT based on traces that capture the solution space exploration during solving. We
show that clausal proofs used for certifying unsatisfiability in SAT solvers are insufficient for
#SAT. Instead, we propose a system for certifying outputs from propositional model counters
practice, where we use clausal proofs as basic building blocks. We demonstrate that our
approach can be applied to solvers based on CDCL variants with component caching, dynamic
programming on tree decompositions, and knowledge compilation to Decision-DNNFs. We
provide prototypes for each solving technique and a tool for automated trace checking.
Finally, we illustrate preliminary results for certified model counting in actual solvers.

Our work opens up a wide variety of directions. A prime candidate for future investigations
is an efficient integration into knowledge compilers and dynamic programming-based solving
that uses more sophisticated data structures [14]. Further, establishing more general, but
efficiently verifiable, inference rules may facilitate integration into solvers. Here, stronger
proof techniques might come in handy [19, 31]. Beyond simple model counting, extending
counting traces to weighted model counting or projected model counting, which is highly
relevant in practical applications, seems to be a natural step for future considerations. Finally,
although our implementation to verify traces is conceptually simple, an efficient, formally
verified implementation might be interesting for highly sensitive applications.
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A Omitted Proofs

(Re-)combining Claims of Search Spaces
▶ Observation 10. Let C = (F, V ) be a component, U ⊆ V a set of variables, and S a set of
claims over C. If S is uniform for U and all claims in S are correct, S is non-overlapping.

Proof. Recall that since S is uniform for U , we have vars(A) = U for all claims (C, A, c) in
S. Then, for every assignment α that is total over V , there is exactly one assumption A

with vars(A) = U and α satisfies Â. Assume all claims in S are correct. Since there is one
correct count for a component and assumption, no two claims in S have the same assumption.
Hence, for every total assignment α to V , there is exactly one matching assumption over
variables U , thus there is at most one claim (C, A, c) in S with α ∈ ModA(C). ◀
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▶ Proposition 13 (Exhaustiveness of Claims is co-NP Hard). Let S be a set of claims for a
component C = (F, V ) that is uniform for U ⊆ V and A be an assumption with vars(A) ⊆ U .
Then, it is co-NP-complete to decide whether S is exhaustive for A.

Proof. We show co-NP-completeness of deciding exhaustiveness of a set of claims S for an
assumption A by polynomial-time reduction from (hardness) and to (completeness) UNSAT,
which is a co-NP-complete problem. UNSAT asks to decide whether a given formula is
unsatisfiable, i.e., it is the complement of SAT.

To show hardness, we provide a polynomial-time reduction from UNSAT: Let r be a
function that maps a formula F to an instance of the exhaustiveness problem that asks
whether the set S = ∅ is exhaustive for component C = (F, vars(F )) and assumption ∅. We
know that F is in UNSAT if and only if Mod∅(C) = ∅. By Definition 12, that is the case if
and only if S = ∅ is exhaustive for the assumption ∅. Hence, F is in UNSAT if and only if
S = ∅ is exhaustive for ∅. Since r(F ) can be computed in polynomial time in the size of a
formula F , r is a reduction from UNSAT to the exhaustiveness problem.

For showing membership in co-NP and thus co-NP-completeness, let C = (F, V ) be a
component, U ⊆ V a set of variables, and A an assumption with vars(A) ⊆ U , and S a
set of claims of component C with assumptions over variables U . Then, a function r that
outputs the formula FE := Â ∪ {C|V | C ∈ F} ∪ {¬A′ | (C, A′, c′) ∈ S} from S, C, and A is
a reduction to UNSAT by Lemma 15: From Definition 14 and Lemma 15 follows that if there
is a refutation for FE , i.e. FE is unsatisfiable, S is exhaustive for A.

Finally, we show that r is computable in polynomial time in the size of S, C, and A. It is
easy to see that the inputs to r can be encoded as strings of symbols and comparison and
inversion of literals can be performed in polynomial time. We first output Â from A. Then,
we output {C|V | C ∈ F}, where we need O(|C| · |V |) steps per clause C ∈ F . Finally, we
output ¬A′ for every (C, A′, c′) ∈ S, taking polynomial time in the size of S. Hence, the
function r is a reduction to UNSAT and computable in polynomial time.

Since UNSAT can be reduced to exhaustiveness of a uniform set of claims and vice versa
in polynomial time, the exhaustiveness problem is co-NP complete. ◀

▶ Lemma 15 (Absence of Models). Let A = (C, A, U, ∆) be an absence of models statement
and S be a set of claims for component C that is uniform for U and we have A ⊆ A′ for
every claim (C, A′, c) ∈ S. If A is correct for S, then S is exhaustive for A.

Proof. Let C = (F, V ). Recall that A is correct if ∆ is a refutation of E = Â ∪ {C|V | C ∈
F} ∪ {¬A′ | (C, A′, c′) ∈ S}. For proof of contradiction, assume S is not exhaustive for A.
Then, there is a model α ∈ ModA(C), but there is no claim with assumption Ae in S, such
that τAe

= α|U . Since α ∈ ModA(C), assignment α satisfies Â ∪ {C|V | C ∈ F}. Hence,
assignment α must falsify {¬A′ | (C, A′, c′) ∈ S}, or else E is satisfiable and ∆ is not a
refutation. However, since no claim with Ae is in S, α satisfies ¬A′ for all assumptions A′ of
claims in S by construction. Thus, α satisfies E, which contradicts that ∆ be a refutation.
Hence, if ∆ is a refutation for E and hence A is correct, S is exhaustive for A. ◀

Inference Rules and Proof Traces for Model Counting
▶ Lemma 19 (Exactly One Model). Let C = (F, V ) be a component and (C, A, 1) be a claim
for C with vars(A) = V . The claim is correct if and only if τA satisfies F .

Proof. Consider the assignment α = τA. Since vars(A) = V , assignment α is total over V

and ModA(C) ⊆ {α}. Consequently, τA satisfies F if and only if we have ModA(C) = {α}
and |ModA(C)| = 1. ◀
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▶ Lemma 20 (Composition or Unsatisfiability). Let C = (F, V ) be a component, I = (C, A, c)
be a claim with assumption A, S be a set of claims over C that is composable to A, and
c :=

∑
(C,A′,c′)∈S c′. If every claim in S is correct, then I is correct, i.e., |ModA(C)| = c.

Proof. Since S is composable to A, it is exhaustive for A and non-overlapping. Further,
by exhaustiveness for A, for all models α in ModA(C), there is a claim (C, A′, c) in S with
α ∈ ModA′(C). Hence, ModA(C) =

⋃
(C,A′,c′)∈S ModA′(C). Since S is also non-overlapping,

the assignments in ModA′(C) are mutually disjoint. Thus, if every claim in S is correct, we
have |ModA(C)| =

∑
(C,A′,c′)∈S c′ = c. ◀

▶ Lemma 22 (Join). Let C = (F, V ) be a component; I = (C, A, c) be a claim; C1 = (F1, V1)
and C2 = (F2, V2) be sub-components of C with F = F1∪F2, V = V1∪V2, and V1∩V2 ⊆ vars(A)
where every C ∈ Fi has vars(C) ∩ (V \ Vi) = ∅. If I1 = (C1, A|V1 , c1) and I2 = (C2, A|V2 , c2)
are correct claims over C1 and C2 and c = c1 · c2, then I is correct, i.e., |ModA(C)| = c.

Proof. We distinguish two cases.
Case (I), c1 = 0 or c2 = 0. Then, ModA|V1

(C1) = ∅ or ModA|V2
(C2) = ∅, since the

sub-component claims are correct. Assume c1 = 0. Then, for every possible assignment
over V1, a clause C ∈ F1 exists that is not satisfied. But, because vars(C) ∩ (V \ V1) = ∅,
C cannot be satisfied by an assignment over V \ V1. Thus, C cannot be satisfied by any
assignment over V2. Hence, |ModA(C)| = 0 = c. If c2 = 0, the proof works similar.

Case (II), c1 ̸= 0 and c2 ̸= 0. We will show that f : α 7→ (α|V1 , α|V2) is a bijection from
ModA(C) into the set J = ModA|V1

(C1)×ModA|V2
(C2), similarly as in related work [53]. Since

|J | =
∣∣∣ModA|V1

(C1)
∣∣∣ ·

∣∣∣ModA|V2
(C2)

∣∣∣ = c1 · c2, we then conclude that |ModA(C)| = c1 · c2.
First, we establish that f is a mapping from ModA(C) to J . For any α ∈ ModA(C), α|V1

is in ModA|V1
(C1) because clauses F1 cannot contain literals of variables that are in V \ V1.

Hence, clauses in F1 must be satisfied by literal assignments in α that are also in α|V1 . By
the same reasoning, we have α|V2 ∈ ModA2(C2).

Further, f is injective, because for every αi, αj ∈ ModA(C) with f(αi) = f(αj), we have
that αi|V1 = αj |V1 and αi|V2 = αj |V2 . Then, since V1 ∪ V2 = V , αi = αj . To see that
f is surjective, let (α1, α2) ∈ J . Then, the assignment α = α1 ∪ α2 is consistent, since
V1 ∩ V2 ⊆ vars(A) and A is consistent by definition. Since α1 satisfies every clause F1 α2
satisfies every clause F2, and α is consistent, α satisfies every clause in F1 ∪ F2 = F . In
consequence, α ∈ ModA(C).

Finally, because the sub-component claims are correct, we have |J | = c1 · c2 = c. This
concludes the proof. ◀

▶ Lemma 24 (Extension). Let C = (F, V ) be a component, I = (C, A, c) be a claim, C′ = (F ′,

V ′) be a sub-component of C, and I ′ = (C′, A|V ′ , c) be a correct claim. If V \ V ′ ⊆ vars(A),
τA satisfies F \F ′, and τA|V \V ′ does not satisfy C for all clauses C ∈ F ′, then |ModA(C)| =
c.

Proof. We show that |ModA|V ′ (C′)| = |ModA(C)| = c by proving that the function f : α 7→
α|V ′ is a bijective mapping from model ModA(C) of claim I to models ModA|V ′ (C′) of I ′.

To see that f is a valid mapping, we show that if α is a model of C, α|V ′ also satisfies
F ′. For α|V ′ to not satisfy F ′, there must be a clause C ∈ F ′ that is satisfied by a literal
l of a variable in V \ V ′. Since we require that V \ V ′ ⊆ vars(A), l is in A|V \V ′ . However,
then τA|V \V ′ satisfies C, which is not allowed. Thus, we have α|V ′ ∈ ModA|V ′ (C′) for all
α ∈ ModA(C) and f is a valid mapping.

To show that f is injective, consider αi, αj ∈ ModA(C), where f(αi) = f(αj) = αi|V ′ =
αj |V ′ . Then, since there is exactly one assignment γ = τA|V \V ′ over variables V \ V ′ where
γ satisfies Â, we have αi = αi|V ′ ∪ γ = αj |V ′ ∪ γ = αj .
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For surjectivity, let β ∈ ModA|V ′ (C′) be a model of claim I ′. Because V \ V ′ ⊆ vars(A),
we can construct an assignment α as β ∪ τA. Then, β satisfies the clauses F ′, τA satisfies
the clauses F \ F ′, thus α is an assignment over the variables V that satisfies the clauses F .
Hence, we have α ∈ ModA(C).

Since f is bijective and I ′ = (C′, A|V ′ , c) is correct, we have that |ModA|V ′ (C′)| =
|ModA(C)| = c. This concludes the proof. ◀

▶ Observation 31 (Trace Correctness of MICE Steps). Let T = ⟨s1, . . . , sn⟩ be a model
counting trace. If every si in T is a MICE step from S = {s1, . . . , si−1}, T is correct.

Proof. We prove correctness of a trace T by induction over its steps.

Base case. The empty trace ⟨⟩ is correct by Definition 18.

Inductive step. Assume the sub-trace Ti−1 = ⟨s1, . . . , si−1⟩ of T is correct and si is a
MICE step from S = {s1, . . . , si−1}. If si is a claim that can be inferred by Lemma 19
(Exactly one Model), Lemma 22 (Join), or Lemma 24 (Extension), si is correct and, thus,
Ti = ⟨s1, . . . , si−1, si⟩ is correct.

If si is an absence of models statement (C, A, U, ∆) that is a MICE step from S, we know
that there is a subset S′ = {(C, A′, c′) ∈ S | A ⊆ A′, vars(A′) = U} of S that is composable
to A by Lemma 15 (Absence of Models). Then, trace Ti is correct because trace Ti−1 is
correct and si is not a claim.

Finally, consider the case where si is a claim (C, A, c) and there is an absence of models
step A = (C, A, U, ∆) in S. Since A is a MICE step from its predecessors, A is correct for
some set S′ ⊆ S. Then, si can be inferred as composition of S′ by Lemma 20 (Composition).
Thus, Ti = ⟨s1, . . . , si−1, si⟩ is correct. This concludes the proof. ◀

▶ Theorem 29 (Soundness & Completeness). Given formula F , component C=(F, vars(F )).
Soundness: If T is a MICE proof containing claim (C, ∅, c), then F has c many models.
Completeness: There exists a MICE proof T that is complete for F .

Proof. First, we consider soundness: If all steps in T are MICE steps from the set of their
predecessors in T , trace T is correct by Observation 31. Then, because T is correct and
contains a claim I = (C, ∅, c), the claim I is correct. Hence, |Mod∅(C)| = c = |Mod(F )|.

Next, we show completeness: Let N := Mod(F ) be the set of models of formula F . By
enumeration, it is easy to construct a, though impractically large, correct and complete
counting trace as follows: First, we construct a set of claims S := {(C, Aα, 1) | α ∈ N}
where τAα

= α. Each claim in S is verifiable using Lemma 19, hence it is a MICE step from
∅. Since N contains all models of C, there is no assignment that satisfies E = {C|V | C ∈
F} ∪ {¬A′ | (C, A′, c′) ∈ S}. Hence, there is a refutation ∆ for E and a correct absence of
models step A = (C, A, V, ∆). Such a refutation ∆ must exist for every unsatisfiable formula
E [51]. Since S is uniform for variables V , and exhaustive for ∅, it is composable to ∅. Hence,
the claim I = (C, ∅, c) where c = |N | can be inferred by Lemma 20. Thus, I is a MICE step
from claims S and absence of models statement A.

Finally, we construct a trace T = ⟨I1, . . . , In, A, I⟩ with I1, . . . , In ∈ S. It is easy to see
that T is complete for F since it contains I. Since I1, . . . , In are correct by MICE steps
from ∅ and I is a MICE step from steps {I1, . . . , In, A}, trace T is correct. This concludes
the proof. ◀
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Verifying Proof Traces
▶ Proposition 30 (Polynomial-Time Correctness Checking). Given a model counting proof
trace T , Algorithm 1 runs in polynomial time in the size of T and F .

Proof. We show that Algorithm 1 runs in polynomial time in the size the input trace T , we
consider the processing time for a single step si ∈ T . Since we process each step si in T

sequentially, if processing each step si takes polynomial time, Algorithm 1 runs in polynomial
time. In this proof, we assume a naive sequential encoding of the steps of T , separated by
separator symbols. For a step si, let the trace prefix P be the set of steps preceding si in T .
Next, we each case in Definition 27.

If si is an absence of models statement (C, A, U, ∆), we first construct a set of claims S

from P . To construct S, we search through the trace prefix P and collect all claims for the
current component with assumptions over U that are a subset of A. Then, we construct the
formula FE := Â ∪ {C|V | C ∈ F} ∪ {¬A′ | (C, A′, c′) ∈ S}. Both steps take polynomial time
in the size of P and the size of FE is bounded by the size of P . Hence, checking if ∆ is a
refutation of FE takes at most polynomial time in the size of P ⊆ T .

In the case that si is a claim, we check the prerequisites for Lemma 19 (Exactly One
Model), Lemma 22 (Join), and Lemma 24 (Extension) sequentially. It is easy to see that
comparing sets of variables and clauses, calculating vars() for clauses and assumptions,
verifying subset relations, and checking whether clauses are satisfied by an assignment are
polynomial-time operations. Hence, we can check Lemma 19 efficiently. To check correctness
by Lemma 24, we need to search the trace prefix P for a claim to infer si from. We can check
Lemma 24 in polynomial time, and this search takes at most |P | − 1 checks. Analogously,
searching for two claims to join by Lemma 22 takes at most (|P | − 1)2 polynomial-time
checks of Lemma 22.

Finally, we check correctness by Lemma 20 (Composition). We can find an absence of
models step (C, A, U, ∆) in |P | − 1 polynomial-time steps. Finding one such step is sufficient
since using another absence of models statement must lead to the same inference, as all
absence of models steps in P are correct. Constructing a set of claims S ⊆ P as before and
checking the claim count by Lemma 20 takes polynomial time.

Overall, checking if si is a MICE step from P case-by-case takes polynomial time in the
size of P . Hence, Algorithm 1 checks correctness of a trace T in polynomial time. ◀
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Abstract
We introduce Bule, a modeling language for problems from the complexity class PSPACE via quantified
Boolean formulas (QBF) – that is, propositional formulas in which the variables are existentially or
universally quantified. Bule allows the user to write a high-level representation of the problem in a
natural, rule-based language, that is inspired by stratified Datalog. We implemented a tool of the
same name that converts the high-level representation into DIMACS format and thus provides an
interface to aribtrary QBF solvers, so that the modeled problems can also be solved. We analyze the
complexity-theoretic properties of our modeling language, provide a library for common modeling
patterns, and evaluate our language and tool on several examples.
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Conceptually, we model problems using Bule as follows. We represent inputs to the
problem as sets of facts. This is very general, since every problem can be modeled in this
way: graphs are represented by the set of their edges, circuits by their netlist, and so on.
Then a Bule program Π for problem P transforms an arbitrary input D of the problem at
hand into a quantified Boolean formula φΠ,D such that

D is a “yes”-instance of problem P iff φΠ,D is valid. (∗)

The following picture describes the overall architecture of Bule.

Thus, we follow the common practice of separating the model Π from the data D. The
design of Bule is driven by the observation that the process of modeling a problem in terms
of QBF usually involves applying clause templates to groups of domain individuals. This
is reflected in the fact that the Bule program Π is partitioned into an extensional part
Πext and an intensional part Πint. The extensional part can be thought of as a powerful
preprocessing step that identifies relevant groups of domain individuals. It is formulated in a
variant of Datalog with stratified negation, which supports order, integer arithmetic, and
uninterpreted function symbols, sufficiently restricted so that the evaluation of Πext on D is
finite and uniquely determined. The intensional rules in Πint can be thought of as templates
for the quantifier prefix and the clauses in φΠ,D. Clause generation is done via grounding
the templates to the groups of domain elements identified in the first phase and results in
the target QBF φΠ,D. On the pure clause level, a similar approach has been taken in [19].

Let us consider as an example the following two-player game. Given a set of k-bit numbers
W , two players E and A determine in k rounds a k-bit number N by alternatingly picking
the bits of N , say, in order of increasing significance. Player E starts the game and wins if
N ∈ W ; otherwise, A wins. We are interested in the existence of a winning strategy for E –
that is, a strategy for how to react to all possible moves of A and win in all cases. Although
the existence of a winning strategy in these games can be decided in PTime, central aspects
of modeling with Bule can be illustrated in this example, and in fact, many other games,
such as Geography and Tic Tac Toe, can be modeled in a similar fashion [24].

The input D consists of facts number[n,pos,bit] with the intended meaning that n is a
number in W that has value bit in position pos in its binary representation. The existence
of a winning strategy for E is modeled with the Bule program depicted in Listing 1. Lines 2–4
form the extensional part of the program; the remaining lines constitute the intensional
part, responsible for the generation of φΠ,D. Lines 2–3 declare that player E (modeled by
the constant e) is responsible for the even positions, while A (constant a) is responsible for
the odd positions. Line 4 expresses that every input number is winning. Lines 7–9 declare
variables via grounding as follows: Line 7 says that for each turn, say i, of player E, there is
an existentially quantified variable set_bit(i) in level i of the quantifier prefix of φΠ,D; that
is, ground facts act as the propositional variables of the QBF formula. Line 8 is analogous
for player A. Line 9 declares variables chosen(n) for every winning number n. The missing
level in the quantifier prefix indicates that this variable is existentially quantified in the
innermost level. Finally, Lines 12–14 generate the clauses in φΠ,D. Line 12 expresses that
one of the winning numbers has to be chosen, and Lines 13–14 express that the bits set so
far are compatible with the chosen number (∼ and | refer to negation and disjunction).
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Listing 1 Modeling the Number Game in Bule.
1 % extensional program
2 number [_,P,_], P #mod 2 = 0 :: # ground turn[e,P].
3 number [_,P,_], P #mod 2 = 1 :: # ground turn[a,P].
4 number [N,_,_] :: # ground winning [N].
5

6 % variable declaration
7 turn[e,P] :: # exists [P] set_bit (P).
8 turn[a,P] :: # forall [P] set_bit (P).
9 winning [N] :: # exists chosen (N).

10

11 % clause generation
12 :: winning [N] : chosen (N).
13 number [N,B ,1] :: ~ chosen (N) | set_bit (B).
14 number [N,B ,0] :: ~ chosen (N) | ~ set_bit (B).

Summarizing again, the extensional part of Π computes relevant groups of such domain
elements (see winning in the example above) and the intensional phase grounds the respective
clauses. The ultimate goal is that only one line per clause template is required in the Bule
model (see Lines 12–14 in Listing 1). To support modeling in Bule, we deliver a standard
library, which is itself written in Bule and which provides commonly used modeling patterns,
such as cardinality constraints and reachability encodings. We envision that, in the future,
more patterns will be included so that QBF programming with Bule will be further facilitated.

The paper is organized as follows. In Section 2, we define syntax and semantics of Bule
and conduct a complexity analysis. In Section 3, we describe the standard library, give more
examples of Bule programs, and provide an evaluation. We conclude in Section 4.

Related Work. The current standard input language for QBF, QDIMACS, is propositional
and thus not appropriate for high-level modeling of problems. As a modeling language,
Bule draws inspiration from languages that have been proposed for describing propositional
formulas in conjunctive normal form (CNF) [19, 25, 26], from logic programming [10, 14], and
from answer set programming (ASP) [16,18]. Bule’s approach to solving the model given some
input data is also not new: in many of the mentioned works, solving is done by grounding
the specified model with the relevant individuals from the input data [16,18,19,25,26]. As
a difference (besides the possible arbitrary quantification using ∃, ∀), we stress that Bule’s
grounding semantics does not resort to well-founded models (which is standard in ASP). A
grounding approach to modeling and solving is also proposed in [9,31] in which the model
is given in first-order logic, possibly with inductive definitions, and is grounded to CNF
clauses. In the imperative programming paradigm, the standard modeling tool is probably
PySAT [22], a Python framework that allows for the convenient creation and solution of
SAT instances. Finally, a language that allows for both high-level modeling and arbitrary
quantification has recently been introduced in quantified ASP [15]. Quantified ASP relates
to QBF in the same way that ASP relates to SAT.

2 The Bule Language: Syntax, Semantics, and Complexity

We assume familiarity with quantified Boolean formulas. In a nutshell, a quantified Boolean
formula (QBF) is of shape ∃x⃗1∀y⃗1 . . . ∃x⃗n∀y⃗n.φ, with φ being a propositional formula and a
quantifier prefix ∃x⃗1∀y⃗1 . . . ∃x⃗n∀y⃗n which mentions all propositional variables in φ. Validity
of a QBF is the prototypical PSPACE-complete problem and is defined as usual [4].
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2.1 Syntax and Semantics
We formally introduce the language Bule, starting with its syntax. For the sake of conforming
to standard notions, we slightly deviate in the representation of the language from what Bule
programs look like. In Section 2.3 below, we discuss these differences and give more details
on the system actually implemented.

We assume (countably) infinite sets of variables X, function symbols f (each having
a fixed arity), and predicate symbols p (also with an arity); function symbols of arity 0
are called constants. Terms are defined as usual based on variables and function symbols.
Atoms are of the form p(t1, . . . , tn) for a predicate symbol p of arity n and terms t1, . . . , tn.
Literals are atoms p(t1, . . . , tn) and negated atoms ¬p(t1, . . . , tn). We distinguish two kinds
of predicate symbols: extensional predicate symbols and intensional predicate symbols.

A Bule program is a pair Π = (Πext, Πint) of an extensional program Πest and an intensional
program Πint. Recall that a Bule program Π provides a template for generating, from a given
instance D, a QBF φΠ,D such that Condition (∗), from the introduction, is satisfied. We
start with the description of the extensional program.

The extensional program Πext consists of rules in the form

L1, . . . , Lk :: H (1)

where L1, . . . , Lk are extensional literals and H is an extensional atom. As usual, we call
L1, . . . , Lk the body and H the head of the rule. We make several standard assumptions
regarding Πext to ensure that Πext is well-behaved. More specifically, we require that Πext is
range-restricted (every variable that occurs in the head or a negative body atom, occurs in a
positive body atom), argument-restricted [23], and stratified (no recursion over negations) [1].
Formally, the semantics of an extensional program Πext is defined via minimal models as
follows. A term or an atom is ground if it does not contain a variable; ground atoms are also
called facts. A substitution is a map θ from variables into ground terms. We denote with Aθ

the application of the substitution θ to atom A – that is, the replacement of every variable X

with θ(X). A substitution θ is a match for literals L1, . . . , Lk in a set of facts D if Aθ ∈ D
for every positive literal A in L1, . . . , Lk and Aθ /∈ D for every literal ¬A in the L1, . . . , Lk.

Let D be a set of facts. A set of facts M is a model of Πext and D if D ⊆ M and, for
every rule L1, . . . , Lk :: H ∈ Πext and every match θ of its body in M, we have Hθ ∈ M.
A model M is minimal if there is no M′ ⊊ M that is a model of Πext and D. It is known
that if Πext is range restricted, argument restricted, and stratified, then for every finite set
of facts D, there is a unique and finite minimal model Πext(D) of Πext and D [23].

The intensional part Πint of a Bule program consists of rules of the form

L1, . . . , Lk :: Q[T ] H (2)
L1, . . . , Lk :: C1, . . . , Cn (3)

where L1, . . . , Lk are extensional literals as before, H is an intensional atom, Q ∈ {∃, ∀},
and T is a non-negative integer. Moreover, C1, . . . , Cn are conditional literals of the form
M1, . . . , Mm : B where M1, . . . , Mm are extensional literals and B is an intensional literal.
We allow m = 0 in which case the conditional literal is just a single intensional literal. Rules
of the form (2) are templates for variable declarations and rules of the form (3) are templates
for clause generators. Intuitively, the Li and the Mj act as guards in that they specify
conditions under which variables / clauses are generated.

We are now in a position to provide the semantics for Bule programs Π = (Πext, Πint).
Let D be a set of facts. The QBF φΠ,D = ∃x⃗1∀y1 . . . ∃x⃗n∀yn.φ that we are going to construct
uses propositional variables of the form xA, for ground intensional atoms A. Given a ground
literal A, we define the corresponding propositional literal lit(A) as expected:
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Table 1 Complexity of Bule evaluation. All results are completeness results.

complexity measure combined complexity program complexity
arbitrary quantification Yes No Yes No

Bule EXPSPACE NEXPTIME PSPACE NP
Horn Bule EXPTIME EXPTIME P P

lit(A) =
{

xA if A is an atom,
¬xA′ if A = ¬A′ is a negated atom.

Now, φΠ,D is defined as the result of two steps. Step 1 defines the quantifier prefix and
Step 2 defines the clauses. We recommend to read Steps 1 and 2 with Listing 1 in mind.
1. For every rule L1, . . . , Lk :: Q[T ] H ∈ Πint and every match match θ of its body in

Πext(D), variable xHθ is among x⃗T in the prefix if Q = ∃ and among y⃗T if Q = ∀.
2. For every rule L1, . . . , Lk :: C1, . . . , Cn ∈ Πint and every match θ of its body in Πext(D),

φ contains the clause∨
ℓ∈Ĉ1

ℓ ∨ . . . ∨
∨

ℓ∈Ĉn
ℓ

where Ĉi is a set of propositional literals defined as follows. Let θ0 be the restriction of
θ to variables that occur in L1, . . . , Lk. If Ci is M1, . . . , Mm : B, then Ĉi contains the
literal lit(Bθ0θ1), for every match θ1 of M1θ0, . . . , Mmθ0 in Πext(D).

For instance, Line 9 of Listing 1 declares a variable chosen(N) for every match of winning[N]
in Πext(D), that is, for every number N in the dataset D. Further, winning[N]:chosen[N]
in Line 12 is a conditional literal that creates a disjunction containing one literal chosen(N)
for every N in the input D.

2.2 Complexity

Bule programs provide a succinct way of specifying QBF. We here investigate the complexity
of Bule as a modeling language; that is, we study the following problem Bule evaluation:

Input: Bule program Π, set of facts D
Question: Is φΠ,D valid?

Throughout the section, we assume that there are no function symbols of arity > 0, but
we conjecture that our results also hold in general. We consider two forms of complexity:
combined complexity and program complexity. In the former, we consider both Π and D as
input, whereas in the latter Π is assumed to be fixed. We consider two further dimensions.
First, we study the influence of the presence of universally quantified variables, and second,
we investigate Horn Bule programs. As expected, a Bule program is Horn if in rules of
type (3), each generated clause contains at most one positive literal. The proof of the
following is relatively standard and provided in the appendix.

▶ Theorem 1. For Bule evaluation, the complexity results in Table 1 hold.
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Listing 2 Bule program for vertex cover.
1 vertex [X] :: # exists var(X). % one prop. variable per vertex
2 vertex [X] :: # ground cardinality_var [X]. % register counter
3 size[K] :: # ground cardinality_constraint [leq ,K, counter ]. % at most K
4 edge[X,Y] :: var(X) | var(Y). % covering condition

2.3 Bule System
We provide a prototype which can read Bule programs and solve them using the specified
QBF solver. Since Bule grounds its input to DIMACS, in principle, any QBF solver that
supports DIMACS as input language can be used. The system is implemented in OCaml and
available for download at github.com/vale1410/bule with binaries for Linux and MacOS.
This paper refers to release tag 4.0.1. The input language of the Bule system slightly deviates
from the language given above. There are two extensions that facilitate modeling.

Integer variables and arithmetic. We allow for the use of integer variables X, Y , standard
integer arithmetic as in X + Y , X ÷ Y , XY , X mod Y , . . ., and comparisons such as X < Y .
Correspondingly, we allow integers in D and Π. Formally, an integer n is represented as
the n-fold application of a function symbol s to a constant 0, that is, sn(0), and integer
arithmetic is encoded in Πext. We also allow integer variables as level indicator T in variable
delarations of shape (2), as in Lines 7–8 from Listing 1.

Order predicate. Besides the mentioned comparisons between integer variables, we allow
for a binary order predicate <tot that can be used on arbitrary terms. This predicate is
interpreted as a total order over the Herbrand base of Πext ∪ D (recall: this is the set of all
ground terms that can be formed using the function symbols in Πext ∪D), but it is not defined
as to which one. The Bule user may assume, however, that the interpretation is compatible
with the order < over the integers, which justifies that we write < in place of <tot.

Apart from these extensions, we use a slightly different syntax in Bule programs as input
for our tool; most of them are already visible in Listing 1.

We mark extensional rules of shape (1) by adding the prefix #ground to the head.
We mark extensional atoms by writing p[t1, . . . , tn] instead of p(t1, . . . , tn).
We write #exists and #forall instead of ∃ and ∀ in variable declarations of type (2).
Conditional literals C1, . . . , Cn in rules of type (3) are separated with “|” instead of “,”.
Clauses can equivalently be written as implications using the symbol “→” where the left
side is a conjunction using “&” and the right side is a disjunction.

3 Modeling in Bule

In this section, we showcase modeling in Bule by means of several examples, focusing on
the library support. Providing libraries is motivated by the fact that certain patterns recur
during modeling. In the current version, Bule provides libraries for cardinality constraints
and for reachability.

Cardinality. Cardinality constraints, that is, constraints that specify that among a set of
propositional variables at least / at most k have to be true, are ubiquitous in modeling. For
instance, consider the vertex cover problem: given a graph and a number k, decide whether

github.com/vale1410/bule
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Listing 3 STRIPS planning in Bule.
1 maxtime [T] :: # ground time [0..T].
2 time[T], time[T+1] :: # ground succ[T,T+1].
3

4 time[T], fluent [F] :: # exists [0] true(T,F).
5 time[T], action [A] :: # exists [0] do(T,A).
6

7 fluent [F], init[F] :: true (0,F).
8 fluent [F], ~init[F] :: ~true (0,F).
9 maxtime [T], goal[F] :: true(T,F).

10

11 time[T] :: action [A] : do(T,A).
12 time[T], action [A1], action [A2], A1 < A2 :: ~do(T,A1) | ~do(T,A2).
13

14 time[T], pre[A,F] :: do(T,A) -> true(T,F).
15 succ[T,U], neg[A,F] :: do(T,A) -> ~true(U,F).
16 succ[T,U], pos[A,F] :: do(T,A) -> true(U,F).
17 succ[T,U], action [A], fluent [F], ~neg[A,F], ~pos[A,F] ::
18 do(T,A) & true(T,F) -> true(U,F).
19 succ[T,U], action [A], fluent [F], ~neg[A,F], ~pos[A,F] ::
20 do(T,A) & ~true(T,F) -> ~true(U,F).

there is a subset of k vertices that cover all edges. Listing 2 illustrates the use of cardinality
constraints by providing a Bule program. A great deal of research has been invested to find
good CNF encodings for cardinality constraints. Currently, the user can choose between the
encodings from [3,29,30] via the last parameter of cardinality_constraint, see Line 3.

Reachability. In many PSPACE problems, one needs to model graph reachability. From a
complexity theoretical point of view, the interesting (that is, hard) case is when the graph
is implicitly represented. We illustrate this using the example of STRIPS planning [17].
Recall that a STRIPS instance consists of an initial state, goal states, and set of actions
with pre- and postconditions. A STRIPS instance can easily be cast as a set of facts using
function symbols, e.g., via #ground init[on(a,b)] one can specify that initially object a
is located on b and via pos[act,clear(t)] that a positive consequence of executing act
is that clear(t) becomes true. A full encoding of a STRIPS instance is given in Listing 4
in the appendix. A STRIPS instance implicitly represents an (exponentially large) graph:
the nodes are the possible states of the world and the edges are the possible actions. The
STRIPS planning problem is to decide given a STRIPS instance whether there is a path
from the initial state to a goal state in that graph. STRIPS planning is PSPACE-complete [7].

Bule currently supports two ways of encoding reachability:
direct: This encoding uses propositional variables pos(i,a), for every i ≤ ℓ, ℓ the
maximal length of the sought path, and every node a in the graph, which intuitively state
that the i-th node on the path is a. The clauses enforce that there for every i only one
node is chosen, and that consecutive nodes are connected.
binary search [8]: This encoding uses a standard technique that is underlying, e.g., the
proof of Savitch’s Theorem: there is a path of length 2ℓ between a and b iff there is some
c such that there are paths of length 2ℓ−1 from a to c and from c to b, respectively.

We show, in Listing 3, a Bule program that models STRIPS planning via the direct
encoding. Indeed, after the generation of all relevant time points in Lines 1–2, the variables
true(t,p) and do(t,a) declared in Lines 3–4 correspond directly to the variables mentioned
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Table 2 Overview of evaluation. Timeout (TO) was set to 1000000ms.

family #instances ∅var ∅clauses ∅ground. time (ms) ∅solv. time (ms)
gttt 180 468 1690 19 13145

gttt-iterative 27 400 1587 23 14701
hex-hein 34 1552 17687 42757 22613

strips-direct 325 1291 103172 751 242
strips-binary 668 648 41638 336 103671 + 30 TO

argumentation 240 5160 14744 3853 1474 + 90 TO

in the description of the direct encoding. Lines 7–9 describe the initial and goal states.
Lines 10–11 express that at every time point exactly one action has to be executed. Finally,
Lines 14-20 describe the update of states and the applicability of the chosen action.

The implementation of the binary search encoding of STRIPS planning is much more
tedious and error-prone. Bule provides an interface that allows the user to specify where the
encoding is needed and automatically generates the relevant clauses. Thus, the binary search
encoding can be used in the same way as the direct encoding, see Listing 5 in the appendix.

Evaluation. To evaluate our language and tool, we created Bule programs for problems
from three different domains: positional games, STRIPS planning, and argumentation. All
programs and instances are available from https://github.com/vale1410/bule.

Positional games are two-player games played on a board; the players alternatingly occupy
a field of their choosing, and the player who can first occupy one of their winning regions wins.
Examples of positional games are (generalized) Tic Tac Toe and Hex. We used programs
from [24] that were already written in Bule and evaluated three sets of benchmarks, which
can be found in Lines 1–3 of Table 2.

For STRIPS planning, we used the two programs provided in Listing 3 and Listing 5; that
is, one based on the direct encoding of reachability and one based on the binary encoding.
We used instances from the IPC BlocksWorld benchmark set [2].

Finally, we considered an inference problem over abstract argumentation frameworks
(AAF), a central and popular knowledge representation formalism [12]. There are several
different semantics for these AAF, which can, in principle, all be easily modeled in Bule. We
chose sceptical inference over preferred semantics (see appendix for details on the semantics
and the Bule program), which is a Πp

2-complete problem [13]. The benchmark set is taken
from the 2019 edition of the argumentation competition [5].

The results displayed in Table 2 demonstrate that the current implementation grounds
small- to medium-sized instances within reasonable time. We solved the instances with
different solvers and report the results of the best solver. It can be seen that the solving
time mostly dominates the grounding time, and it is of the same order of magnitude in
the remaining cases. From a usability perspective, it is important to stress that the Bule
program for the argumentation problem was developed within a very short time; it can easily
be adapted to other semantics, resulting in a prototype for solving argumentation problems.

4 Conclusion and Future Work

We have presented the language Bule for conveniently modeling problems in PSPACE as
QBF problems and a prototype implementation. In the future, we want to extend the
library with more functionality, e.g., Pseudo-Boolean Constraints or alternative encodings

https://github.com/vale1410/bule
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of reachability [27]. We also want to improve our prototype in terms of grounding speed,
using experiences from the ASP community [20]. Finally, it will be interesting to investigate
high-level tasks such as pre-processing at the level of the modeling language (in contrast
to inference on the level of the induced QBF), debugging, and the creation of (possibly
high-level) validity certificates in case the formula is valid.
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A Proof of Theorem 1

▶ Theorem 1. For Bule evaluation, the complexity results in Table 1 hold.

Proof. The upper bounds are a consequence of the well-known fact that, given a range-
restricted and stratified program Πext without function symbols, we can compute Πext(D) in
time polynomial in ma, where m denotes the size of (a representation of) D and a denotes
the maximal arity of a predicate symbol in Πext [11]. It follows that the generated quantified
propositional formula φΠ,D can be computed in time polynomial in ma as well. Note that in
data complexity a is constant, so φΠ,D can be computed in time polynomial in m in this
case. The upper bounds now follow from known results for QBF, SAT, and Horn QBF [6],
and Horn SAT.

The lower bounds follow from the fact that appropriate Turing machines can be simulated.
For example, it is well-known that we can simulate exponentially time bounded deterministic
Turing machines in Datalog [11]. Since Datalog is a fragment already of the extensional part
of Bule programs and the mentioned simulation relies on predicate symbols of arbitrary arity,
this yields EXPTIME-hardness in combined complexity without universal quantification. The
other entries without universal quantification are similar. ◀

B Background on Abstract Argumentation

An abstract argumentation framework (AAF) is a directed graph A = (Arg, Att), where Arg
is a set of arguments and Att ⊆ Arg × Arg is the attack relation. The semantics of AAF is
based on the notion of extension. Intuitively, an extension is a set of arguments (that is,
a subset of the vertices) which is defended against arguments not in the set and possibly
satisfies some more properties depending on the use case. Each variant of extension gives
rise to a different semantics. We use here the notion of a preferred extension. A preferred
extension of A is a set E ⊆ Arg such that:

E is conflict-free, that is, there is no (e, f) ∈ Att with e, f ∈ E;
E is admissible, that is, for every e ∈ E, and every (f, e) ∈ Att, there is an g ∈ E with
(g, f) ∈ Att;
E is maximal (w.r.t. ⊆) with the first two properties.

There might be multiple preferred extensions and we consider sceptical inference which is
the following problem:

input: AAF A = (Arg, Att) and a ∈ Arg
question: Is a ∈ E for all preferred extensions E of A?

Listing 6 displays a rather direct Bule model for (the complement of) sceptical inference.

C Listings

The following pages contain the missing listings.
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Listing 4 STRIPS instance as Bule input. The comments display the corresponding Planning
Domain Description Language code (PDDL).

1 %% STRIPS instance
2 %% ( define ( problem blocks -ab -from -table1 -to -stacked -ab - table3 )
3 %% (: domain blocksworld )
4 %% (: objects a - block b - block t1 - table t2 - table t3 - table)
5 %% (: init (on a b) (on b t1) (clear a) ( clear t2) ( clear t3))
6 %% (: goal (and (on a b) (on b t3))))
7

8 # ground objects [a,block], objects [b, block ], objects [t1 ,table], objects [t2
,table ], objects [t3 ,table ].

9 # ground init[on(a,b)], init[on(b,t1)], init[clear (a)], init[clear (t2)],
init[clear (t3)].

10 # ground goal[on(a,b)], goal[on(b,t3)].
11

12 # ground maxtime [4].
13

14 %% STRIPS instance
15 %% ( define ( domain blocksworld )
16 %% (: requirements : strips : typing )
17 %%
18 %% (: types block - object table - object )
19 %%
20 %% (: predicates (on ?x - block ?y - object ) (clear ?x - object ))
21 %%
22 %% (: action move
23 %% : parameters (?b - block ?x - table ?y - table )
24 %% : precondition (and (on ?b ?x) (clear ?b) (clear ?y))
25 %% : effect (and (not (on ?b ?x)) (not ( clear ?y))
26 %% (on ?b ?y) ( clear ?x)))
27 %% (: action stack
28 %% : parameters (?a - block ?x - object ?b - block)
29 %% : precondition (and (on ?a ?x) (clear ?a) (clear ?b))
30 %% : effect (and (not (on ?a ?x)) (not ( clear ?b))
31 %% (on ?a ?b) ( clear ?x)))
32 %% (: action unstack
33 %% : parameters (?a - block ?b - block ?y - object )
34 %% : precondition (and (on ?a ?b) (clear ?a) (clear ?y))
35 %% : effect (and (not (on ?a ?b)) (not ( clear ?y))
36 %% (on ?a ?y) ( clear ?b) (clear ?a))))
37

38 # ground type[block , object ], type[table , object ].
39

40 objects [X,block ], objects [Y, object ] :: # ground fluent [on(X,Y)].
41 objects [X, object ] :: # ground fluent [clear(X)].
42

43 objects [B,block ], objects [X,table], objects [Y,table ] :: # ground action [
move(B,X,Y)],

44 pre[move(B,X,Y), on(B,X)], pre[move(B,X,Y), clear (Y)], pre[move(B,X,Y),
clear (B)],

45 neg[move(B,X,Y), on(B,X)], neg[move(B,X,Y), clear (Y)],
46 pos[move(B,X,Y), on(B,Y)], pos[move(B,X,Y), clear (X)].
47

48 objects [A,block ], objects [X, object ], objects [B,block] :: # ground action [
stack (A,X,B)],

49 pre[ stack (A,X,B), on(A,X)], pre[stack (A,X,B), clear(B)], pre[stack(A,X,
B), clear (A)],

50 neg[ stack (A,X,B), on(A,X)], neg[stack (A,X,B), clear(B)],
51 pos[ stack (A,X,B), on(A,B)], pos[stack (A,X,B), clear(X)].
52

53 objects [A,block ], objects [B,block], objects [Y, object ] :: # ground action [
unstack (A,B,Y)],

54 pre[ unstack (A,B,Y), on(A,B)], pre[ unstack (A,B,Y), clear(Y)], pre[
unstack (A,B,Y), clear (A)],

55 neg[ unstack (A,B,Y), on(A,B)], neg[ unstack (A,B,Y), clear(Y)],
56 pos[ unstack (A,B,Y), on(A,Y)], pos[ unstack (A,B,Y), clear(B)].
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Listing 5 STRIPS planning via Bule reachability library. In Line 3, the user can specify the
chosen encoding: direct or binary search. Bule will then generate the corresponding clauses from it.

1 fluent [F] :: # ground reach_fluent [g,F].
2 maxtime [T] :: # ground reach_length [id ,T].
3 # ground reach_choose [id , direct ]. % other option is " binary "
4

5 reach_init [ID ,_,T], fluent [F], init[F] ::
6 reach_test (ID ,init(T)) -> reach_state (ID ,T,F).
7 reach_init [ID ,_,T], fluent [F], ~init[F] ::
8 reach_test (ID ,init(T)) -> ~ reach_state (ID ,T,F).
9

10 reach_goal [ID ,_,T], goal[F] ::
11 reach_test (ID ,goal(T)) -> reach_state (ID ,T,F).
12

13 reach_succ [ID ,Q,T,U], action [A] :: # exists [Q] do(T,A).
14

15 reach_succ [ID ,_,T,U] :: action [A] : do(T,A).
16 reach_succ [ID ,_,T,U], action [A1], action [A2], A1 < A2 ::
17 ~do(T,A1) | ~do(T,A2).
18

19 reach_succ [ID ,_,T,U], pre[A,F] ::
20 reach_test (ID ,succ(T,U)) & do(T,A) -> reach_state (ID ,T,F).
21 reach_succ [ID ,_,T,U], neg[A,F] ::
22 reach_test (ID ,succ(T,U)) & do(T,A) -> ~ reach_state (ID ,U,F).
23 reach_succ [ID ,_,T,U], pos[A,F] ::
24 reach_test (ID ,succ(T,U)) & do(T,A) -> reach_state (ID ,U,F).
25 reach_succ [ID ,_,T,U], action [A], fluent [F], ~neg[A,F], ~pos[A,F] ::
26 reach_test (ID ,succ(T,U)) & do(T,A) & reach_state (ID ,T,F) ->
27 reach_state (ID ,U,F).
28 reach_succ [ID ,_,T,U], action [A], fluent [F], ~neg[A,F], ~pos[A,F] ::
29 reach_test (ID ,succ(T,U)) & do(T,A) & ~ reach_state (ID ,T,F) ->
30 ~ reach_state (ID ,U,F).
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Listing 6 Bule model for (the complement of) sceptical inference w.r.t. preferred semantics.
1

2 % Quantifier Declaration
3 arg[X] :: # exists [1] e(X).
4 arg[X] :: # exists [1] attacked (X).
5 arg[X] :: # forall [2] f(X).
6 arg[X] :: # exists [3] attackedF (X).
7 arg[X] :: # exists [3] cheatCF (X).
8 att[X,Y] :: # exists [3] cheatA (X,Y).
9 arg[X] :: # exists [3] cheatM (X).

10 :: # exists [3] cheat.
11

12 % Clauses
13 target [X] :: ~e(X).
14

15 att[X,Y] :: e(X) -> attacked (Y).
16 arg[Y] :: attacked (Y) -> att[X,Y] : e(X).
17

18 % conflict free
19 arg[X] :: e(X) -> ~ attacked (X).
20

21 % admissible
22 att[X,Y] :: e(Y) -> attacked (X).
23

24 % Now for f
25 att[X,Y] :: f(X) -> attackedF (Y).
26 arg[Y] :: attackedF (Y) -> att[X,Y] : f(X).
27

28 % conflict free
29 arg[X] :: cheatCF (X) -> f(X).
30 arg[X] :: cheatCF (X) -> attackedF (X).
31

32 % admissible
33 att[X,Y] :: cheatA (X,Y) -> f(Y).
34 att[X,Y] :: cheatA (X,Y) -> ~ attackedF (X).
35

36 % missing
37 arg[X] :: cheatM (X) -> e(X).
38 arg[X] :: cheatM (X) -> ~f(X).
39

40 cheat -> arg[X]: cheatCF (X) | arg[X]: cheatM (X) | att[X,Y]: cheatA (X,Y).
41 arg[X] :: ~ cheat & f(X) -> e(X).
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