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Abstract
In this work we start the investigation of tight complexity bounds for connectivity problems para-
meterized by cutwidth assuming the Strong Exponential-Time Hypothesis (SETH). Van Geffen et
al. [21] posed this question for Odd Cycle Transversal and Feedback Vertex Set. We answer
it for these two and four further problems, namely Connected Vertex Cover, Connected
Dominating Set, Steiner Tree, and Connected Odd Cycle Transversal. For the latter two
problems it sufficed to prove lower bounds that match the running time inherited from parameteriz-
ation by treewidth; for the others we provide faster algorithms than relative to treewidth and prove
matching lower bounds. For upper bounds we first extend the idea of Groenland et al. [8] to solve
what we call coloring-like problems. Such problems are defined by a symmetric matrix M over F2

indexed by a set of colors. The goal is to count the number (modulo some prime p) of colorings of a
graph such that M has a 1-entry if indexed by the colors of the end-points of any edge. We show
that this problem can be solved faster if M has small rank over Fp. We apply this result to get our
upper bounds for CVC and CDS. The upper bounds for OCT and FVS use a subdivision trick to
get below the bounds that matrix rank would yield.
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1 Introduction

Parameterized complexity studies the complexity of (typically NP-hard) computational
problems in a finer way where aside from the input size n, other values, called parameters and
frequently denoted by k, are considered in the running time. This might be for example the
solution size or some structural properties of input. The class of fixed-parameter tractable
problems (FPT) contains problems that admit an algorithm with running time O

(
f(k)nc

)
for a computable function f and a constant c. Since f is only required to be computable,
it might grow very rapidly, e.g., f(k) = 100k or kk, or even the power tower function are
allowed by this definition. Therefore, from a practical point of view, a problem being FPT
does not say much about the solvability of the problem in reasonable running time.
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14:2 Tight Bounds for Connectivity Problems Parameterized by Cutwidth

This inspired the search for better functions f. Since the problems we deal with are
already NP-hard, stronger hardness conjectures than P ̸= NP have been assumed to show that
some function f is essentially optimal for a problem and a specific parameter. For example,
assuming the Exponential Time Hypothesis (ETH) [10], it has been shown that many
problems do not admit algorithms with single-exponential running time [7, 16], i.e., a running
time of the form O∗(

ck
)

for some constant c. Since some problems in FPT are known to
admit an algorithm with single-exponential running time, an even stronger conjecture known
as the Strong Exponential Time Hypothesis (SETH) was stated and used to prove that some
base c is optimal for such a problem under this conjecture. This conjecture claims, roughly
speaking, that SAT cannot be solved much better than brute-forcing. Such lower bounds
were easier to prove for structural parameters on graphs, where the value of the parameter
reflects how well-structured or interconnected a graph is. Upper bounds for such parameters
usually rely on dynamic programming employing some tricks and advanced techniques like
fast subset convolution [1], rank-based methods [2, 6, 5], the isolation lemma [19] etc. For
many classical problems parameterized by treewidth, it has been shown that the optimal
running time under SETH is single-exponential and the base of the exponent is known,
e.g., [15]. There is a special class of problems related to this question. These are the
connectivity problems. Even though the class is not well-defined, all problems in this class
impose connectivity constraints on the structure of a solution. In these problems we usually
look for a set of vertices (or edges) that it is either connected itself and has some further
properties (e.g., Connected Vertex Cover or Connected Dominating Set), or such
that the input graph satisfies a certain disconnectivity requirement after its removal (e.g.,
Feedback Vertex Set). For a long time, the existence of single-exponential algorithms for
connectivity problems parameterized by treewidth or other structural parameters remained
open. But then a breakthrough work of Cygan et al. introduced a new view on such problems
called Cut&Count [7]. This technique is randomized and it reduces connectivity problems to
counting certain bipartitioned solutions modulo two.

Tight bounds for problems parameterized by treewidth and pathwidth have been widely
studied (e.g., [7, 6, 5, 15]). An optimal dynamic programming algorithm traverses a tree or
a path decomposition in a bottom-up manner and utilizes the fact that every bag of the
decomposition is a small vertex separator. Therefore, it is also natural to study parameters
that are based on edge separators. Imagine that the vertices of the graph are put on the line
in some fixed order and the edges are drawn as x-monotone curves. The cutwidth of this
arrangement is then the maximal number of edges crossing any vertical line. The cutwidth of
the graph is then the smallest cutwidth of such an arrangement. Note that for any vertical
line, the set of edges crossing it separates vertices lying on different sides of this line from
each other. Therefore, cutwidth is an analogue of pathwidth based on edge separators. In
fact, pathwidth can be defined in an analogous way to cutwidth, that is, we count the number
of vertices on one side of the cut that have neighbors on the other side of the cut [13]. This
also shows that pathwidth is upper-bounded by cutwidth.

Since cutwidth is an upper bound for pathwidth, an algorithm running in time O∗(
f(pw)

)
also runs in time O∗(

f(ctw)
)
. In particular, single-exponential solvability transfers from

pathwidth to cutwidth. However, it is possible that the optimal dependence on cutwidth
is smaller than for pathwidth. Tight bounds for problems parameterized by cutwidth have
already been determined for example for Coloring [12], #q-Coloring [8], Independent
Set and Dominating Set [21], and for various factor problems [18]. However, for connectiv-
ity problems, this question remained open. Van Geffen et al. asked for the complexity of
Odd Cycle Transversal, Feedback Vertex Set, and Hamiltonian Cycle [21]. We
start this investigation in our work. Generally, tight bounds have also been studied for other
decompositional parameters as well: treedepth (e.g., [9]), clique-width (e.g., [14]) etc.
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Table 1 Tight bounds for parameterizations by treewidth and cutwidth.

Connected Vertex Cover (CVC) 3tw 2ctw

Connected Dominating Set (CDS) 4tw 3ctw

Odd Cycle Transversal (OCT) 3tw 2ctw

Feedback Vertex Set (FVS) 3tw 2ctw

Steiner Tree (ST) 3tw 3ctw

Connected Odd Cycle Transversal (COCT) 4tw 4ctw

Our contribution. Van Geffen et al. [21] asked for the exact complexity of Odd Cycle
Transversal (OCT) and Feedback Vertex Set (FVS) parameterized by cutwidth
under SETH. In this work, we answer this question for these two problems in addition to
four other connectivity problems. For two of the problems, we show the optimal base of
exponent is the same for the parameterizations by treewidth and cutwidth. For the remaining
problems, the base is smaller for cutwidth. The right column of Table 1 contains the tight
bounds for these problems parameterized by cutwidth and summarizes the results of our
work. The middle column contains the analogous results for treewidth for comparison [7, 15].

Organization. We begin this work with a brief summary of the used notation. In Section 3
we define coloring-like problems and provide a general framework to solve these problems
efficiently. In Section 4, we present the trick used to solve both Odd Cycle Transversal
and Feedback Vertex Set. We follow by a brief summary of our lower-bound construction
on the example of Steiner Tree. We conclude in Section 6 by providing possible directions
of further research in this area. Technical details and the remaining results can be found in
the full version of the paper [3].

2 Preliminaries

For n ∈ N0, let [n] = {1, 2, . . . , n} and [n]0 = [n] ∪ {0}. For a function f : X → Y and a
set S ⊆ X, with f|S we denote the function f|S : S → Y such that f|S(x) = f(x) for all x ∈ S.
If Y ̸⊆ Z we define f(S) = {y ∈ Y | ∃x ∈ S : f(x) = y}. With f−1(y) we denote the
set {x ∈ X | f(x) = y}. We abuse the notation for injective functions and consider the
singleton {x} as an element x ∈ X. For a function f : X → Y with Y ⊆ Z and a subset S ⊆ X,
with f(S) we denote the value f(S) =

∑
s∈S f(s). Further, let f : X × Z2 → Y be a function,

sometimes we call it a table. We call X the domain of f and denote it with dom(f). If 0 ∈ Y,
the support of f is the set supp(f) =

{
x ∈ X

∣∣ ∃K,W ∈ Z : f(x, K,W) ̸= 0
}

.
Apart from [n], we will use several other interpretations of square brackets. First,

Iverson’s bracket notation: for a predicate p, the value [p] is equal to 1 if p is true and 0

otherwise. Sometimes, for space reasons, we will also write 1p instead of [p]. Second,
for a function f : X → Y, element x∗, and element y ∈ Y, with f[x∗ 7→ y] we denote the
function f[x∗ 7→ y] : X ∪ {x∗} → Y, where f[x∗ 7→ y](x∗) = y and f[x∗ 7→ y](x) = f(x)

for x ̸= x∗. Note that both x∗ ∈ X and x∗ /∈ X are allowed by this definition. Finally, for two
elements x, y, with [x 7→ y] we denote the unique function in {y}{x}.

In this work, we will only consider simple loopless undirected graphs. A linear arrange-
ment ℓ of a graph G = (V, E) is a bijection ℓ : [n] → V . For i ∈ [n], let vi = ℓ(i) and with Ei

we refer to the set of edges Ei =
{
{vj, vk} ∈ E

∣∣ j ≤ i, k > i
}

called the ith cut (also
called the cut at vi or between vi and vi+1). If an edge e belongs to Ei, we also say that it
crosses the ith cut. We say that two edges e ̸= e ′ overlap on ℓ, if there exists i ∈ [n] such
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14:4 Tight Bounds for Connectivity Problems Parameterized by Cutwidth

that e, e ′ ∈ Ei. The cutwidth ctw(ℓ) of ℓ is defined as ctw(ℓ) = maxi∈[n] |Ei|. The cutwidth
ctw(G) of a graph G is then the smallest cutwidth over all linear arrangements of G. Let ℓ

now denote a fixed linear arrangement of G. For i ∈ [n], we use the following notation:
Vi = {v1, v2, . . . , vi}, Gi = G[Vi],
Xi =

{
vj

∣∣ j ≤ i, ∃k > i : {vj, vk} ∈ Ei

}
∪ {vi},

Yi =
{
vj

∣∣ j > i,∃k ≤ i : {vj, vk} ∈ Ei

}
,

Hi = (Xi∪Yi, Ei) the cut-graph at vi (also called the ith cut-graph; note that it is bipartite
with the left side Xi and the right side Yi),
and if i ≥ 2, then Zi = Xi−1 ∪ {vi}.

Observe that every vertex v ̸= vi ∈ Xi has an incident edge in the ith cut whose other end-
vertex belongs to Yi. Therefore, the size of Xi is at most ctw + 1. Further, for i ∈ [n− 1], we
have Xi+1 ⊆ Xi∪{vi+1} (for any vertex v ̸= vi+1 ∈ Xi+1, an incident edge crossing the (i+1)th
cut, also crosses the ith cut). Hence, Xi+1 ∩ Xi = Xi+1 \ {vi+1}, and Xi+1 \ Xi = {vi+1}.
To prove the tightness of our bounds, we will sometimes rely on results for problems
parameterized by treewidth or pathwidth.

A path decomposition of a graph G is a sequence B = B1, . . . , Br of the so-called bags
such that:

It holds that B1 ∪ · · · ∪ Br = V.
For each {u, v} ∈ E, there exists an index i ∈ [r] such that u, v ∈ Bi.
And for every i < j ∈ [r], the property v ∈ Bi ∩ Bj implies v ∈ Bk for every i ≤ k ≤ j.

The pathwidth of B is defined as pw = maxi∈[r] |Bi| − 1. The pathwidth of G is the
smallest pw(B) over all path decompositions B of G. A path decomposition with certain
useful properties is called nice. In the full version of the paper [3], we employ these properties
to develop a dynamic programming algorithm and we also provide a formal definition there.
We skip the definition of treewidth since we do not work with it explicitly. We will mainly
use the following result:

▶ Lemma 1 ([13]). The cutwidth of a graph is an upper bound for its tree- and pathwidth.

All lower bounds in this work assume the Strong Exponential Time Hypothesis (SETH).
We use the following equivalent formulation of SETH:

▶ Conjecture 2 ([10, 11]). For any positive value δ there exists an integer d such that d-SAT
cannot be solved in time O∗(

(2− δ)n
)

where n denotes the number of variables.

As mentioned in the introduction, there is a class of the so-called connectivity problems.
In their seminal paper Cygan et al. provided a breakthrough approach called Cut&Count
to solve connectivity problems in single-exponential time based on the so-called consistent
cuts [7]. Let us sketch the idea on an example of Connected Vertex Cover. A vertex
cover of a graph is a set of vertices such that every edge of the graph is incident to some
vertex in this set. So the Connected Vertex Cover is defined as follows.

Input: A graph G = (V, E) and an integer k.
Question: Is there a vertex cover S ⊆ V of cardinality at most k such that G[S] is
connected?

Let v ∈ V be a fixed vertex contained in some fixed vertex cover S. A consistent cut of S
is a partition L∪R = S such that v ∈ L and there is no edge between L and R in G. Let cc(S)
denote the number of connected components of G[S]. By definition, every component is
completely contained either in L or in R and the component containing v is in L. Therefore,
the number of consistent cuts of S is 2cc(S)−1. Crucially, this number is odd if and only if G[S]
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is connected. So if we could assume that the solution is unique, then counting the number of
consistent cuts modulo 2 would suffice to solve the problem. However, a graph might contain
several solutions so that the corresponding cuts cancel out. To overcome this issue Cygan
et al. assign weights to vertices and employ the Isolation Lemma of Mulmuley et al. [19] to
ensure that with high probability the minimum-weight solution is unique. The following
theorem summarizes this result in a suitable for us form applied to the parameterization by
cutwidth:

▶ Theorem 3 ([7]). Let G = (V, E) be a graph, ℓ a linear arrangement of G of cutwidth ctw, v ∈
V a fixed vertex, ω : V → [

2|V |
]

a weight function, and K ∈ [n]0,W ∈
[
2|V |2

]
0

integers.
With CK

W (resp. DK
W) we denote the family of pairs

(
S, (L, R)

)
such that S is a vertex cover

(resp. dominating set) of G, |S| = K, ω(S) = W, v ∈ L, and (L, R) is a consistent cut of S.
If there exists an algorithm A that given the above input computes the size of CK

W (resp. DK
W)

modulo 2 in time O∗(
β(ctw)

)
for some computable function β, then there exists a randomized

algorithm that given a graph G and its linear arrangement of cutwidth ctw solves the CVC
(resp. CDS) problem in time O∗(

β(ctw)
)
. The algorithm cannot give false positives and may

give false negatives with probability at most 1/2.

3 Coloring-like Problems

In this section, we generalize the approach of Groenland et al. [8] counting the number of
proper q-list-colorings modulo some prime number p to what we call coloring-like problems.
We will mostly use their definitions, and slightly adapt them for our purposes. Since
many ideas and proofs are very similar to their approach, we only provide the sketch of an
algorithm and emphasize key observations and new results here. The long version with the
full description of the algorithm and the whole proof of its correctness can be found in the
full version of the paper [3].

A coloring-like problem P is defined by a finite set C =
{
1, . . . , |C|

}
of colors, a set Q ⊆ C

of special colors, and a symmetric consistency matrix M ∈ {0, 1}|C|×|C|. Additionally, the
problem might contain a prime number p. An instance of P consists of a graph G = (V, E)

with a linear arrangement ℓ :
[
|V |

] → V of cutwidth ctw, a list function a : V → 2C of allowed
colors, numbers N,K∗,W∗ ∈ N0, and a weight function ω : V → [N]. The goal is to compute
the following value:∣∣∣∣{c ∈ CV

∣∣∣∣∣c−1(Q)
∣∣ = K∗,ω

(
c−1(Q)

)
= W∗,

∀v ∈ V : c(v) ∈ a(v),∀{u, v} ∈ E : M
[
c(u), c(v)

]
= 1

}∣∣∣∣.
This is the number of proper list-colorings (with respect to a) of G such that the end-vertices
of every edge are colored with consistent colors (with respect to M), exactly K∗ vertices are
colored with special colors (i.e., the coloring has order K∗), and these vertices have total
weight of W∗ in ω (i.e., the coloring has weight W∗). If a prime p is given, the goal is to
compute this value modulo p.

Observe that for q = |C|, Q = ∅, and the consistency matrix M defined by M[i, j] = 1

if i ̸= j and M[i, j] = 0 if i = j for all i, j ∈ [q], the coloring-like problem P is exactly the
problem of counting the number of proper list q-colorings of a graph (modulo p). Groenland
et al. showed that for a prime number p, this matrix has (full) rank of q over Fp if p

does not divide q− 1 and rank of q− 1 otherwise. Based on this property, they developed
an O∗(

(q − 1)ctw)
(if p divides q − 1) resp. O∗(qctw) (otherwise) algorithm to solve the

STACS 2023



14:6 Tight Bounds for Connectivity Problems Parameterized by Cutwidth

problem. We generalize their idea to our notion of a coloring-like problem (i.e., defined by
an arbitrary consistency matrix) and apply it to Connected Vertex Cover and (with
additional tricks) to Connected Dominating Set.

A coloring of a vertex set X ⊆ V is an assignment x ∈ CX. A coloring x is valid if for
every vertex v ∈ X, it holds that c(v) ∈ a(v) and for every edge {v,w} of G[X], it holds
that M

[
x(v), x(w)

]
= 1. For sets X ⊆ Y ⊆ V and colorings x ∈ CX, y ∈ CY , we say

that y extends x if y|X = x. For sets X, Y ⊆ V and colorings x ∈ CX, y ∈ CY we say
that x is compatible with y and write x ∼ y if x|X∩Y

= y|X∩Y
and for every edge {u, v} ∈ E

with u ∈ X, v ∈ Y \ X it holds that M
[
x(u), y(v)

]
= 1. We emphasize that compatibility is

not symmetrical in general. The definition of compatibility is indeed not completely intuitive
but it is motivated by the technical details of the correctness proof of our algorithm (see [3]):
we allow x and y to be compatible even if x has conflicts along the edges of G[X].

For i ∈ [n], c ∈ CXi , and K,W ∈ Z, let the value Ti[c, K,W] be defined as

Ti[c, K,W] =

∣∣∣∣{ϕ ∈CVi

∣∣∣ ϕ|Xi
= c,

∣∣ϕ−1(Q)
∣∣ = K,ω

(
ϕ−1(Q)

)
= W,

∀v ∈ Vi : ϕ(v) ∈ a(v), ∀{u, v} ∈ E
(
G[Vi]

)
: M

[
ϕ(u), ϕ(v)

]
= 1

}∣∣∣∣.
This is the number of possibilities to extend a coloring c of Xi to a valid coloring of Vi of
order K and weight W. Recall that Xn = {vn} and Vn = V. Therefore, the number of list
colorings that we are looking for as a final result is given by

∑
s∈C Tn

[
[vn 7→ s], K∗,W∗]

.
The following lemma generalizes a similar result of Groenland et al. (a proof is provided

in the full version of the paper [3]).

▶ Lemma 4. For 2 ≤ i ≤ n, c ∈ CXi , and K,W ∈ Z, the following holds

Ti[c, K,W] =
[
c(vi) ∈ a(vi)

] ∑
z∈CXi−1

z∼c

Ti−1

[
z, K− [c(vi) ∈ Q],W −ω(vi) · [c(vi) ∈ Q]

]
.

Recall that we have Xi ⊆ Xi−1 ∪ {vi}. So the intuition behind this lemma is that given a
valid coloring of Vi−1, we can extend it to a valid coloring of Vi by assigning vi some color
from a(vi) if and only if no conflicts on the edges incident to vi are created this way. Such
edges cross the (i− 1)st cut so their end-vertices other than vi belong to Xi−1 and it suffices
to consider the restriction of the coloring to Xi−1.

This lemma provides the recurrence for the dynamic programming solving the problem P.
With a small trick also developed by Groenland et al., it is possible to compute Ti by iterating
through the support of Ti−1 only once. This gives a rise to an O∗(

|C|ctwN
)

algorithm. Next
we present how it can be accelerated if M has small rank over a certain field. The main idea
will be to transform every table Ti (for i ∈ [n]) in such a way that the arising table has a
smaller support and it still contains a sufficient amount of information to solve the problem.

Let F denote the field F = Fp if p is a part of the input and the field F = Q otherwise.
Let “≡” denote equality over F. Let X, Y ⊆ V be disjoint sets and let f̂, f : CX × Z2 → F be
tables. We say that f̂ (X, Y)-represents f if for every coloring y ∈ CY and all K,W ∈ Z, it holds
that

∑
x∈CX,x∼y f̂(x, K,W) ≡

∑
x∈CX,x∼y f(x, K,W). Note that (X, Y)-representation is an

equivalence relation, in particular, it is transitive. For i ∈ [n] and tables f, f̂ : CXi × Z2 → F,
we say that f̂ i-represents f if f̂ (Xi, Yi)-represents f.

Let rank(M) denote the rank of M over F. We may assume that the first rank(M)

rows of M form a row basis (otherwise we may permute the colors in C and consider the
corresponding consistency matrix). We call the colors

{
rank(M) + 1, . . . , |C|

}
reduced. For
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a set X ⊆ V and a table f : CX × Z2 → F we say that a vertex v ∈ X is reduced (in f) if
for every coloring x ∈ CX with x(v) > rank(M) (i.e., v has a reduced color in x), it holds
that f(x, K,W) ≡ 0 for all K,W ∈ Z. The following lemma generalizes a simpler version of
Groenland et al. [8]. Since this result is new and non-trivial, we provide the construction of
a reduced representative here while the proof of correctness can be found in the full version
of the paper [3].

▶ Lemma 5. Let X, Y ⊆ V be disjoint, let i ∈ [n], and let f : CX × Z2 → F be a table such
that f−1

(
F\{0}

)
⊆ CX × [i]0 × [iN]0 holds. Let R ⊆ X be a set of reduced vertices in f. Finally,

let v ∈ X \ R be a vertex that has exactly one neighbor in Y. Then there is an algorithm
Reduce that, given this information as input, in time O∗(

rank(M)|R||C||X|−|R|N
)

outputs a
function f̂ : CX × Z2 → F (X, Y)-representing f with reduced vertices R ∪ {v}.

Proof. For b ∈
[
|C|

]
, let mb denote the bth row of M and let k = rank(M). Since the

set {m1, . . . ,mk} forms a row basis of M, for every b ∈
{
k + 1, . . . , |C|

}
and j ∈ [k], there

exists db,j ∈ F such that mb ≡
∑k

j=1 db,jmj. We define the values of f̂ as

f̂(x, K,W) ≡


0 if x(v) ≥ k+ 1,

f(x, K,W) +
|C|∑

b=k+1

db,x(v)f
(
x[v 7→ b], K,W

)
otherwise,

for all x ∈ CX, K,W ∈ Z. It is not hard to see that R ∪ {v} is a set of reduced vertices of f̂
and that the non-zero entries of f̂ can be computed within the claimed running time (see [3]
for more details).

It remains to prove that f̂ (X, Y)-represents f. So by the definition of f̂, we need to show
that for all y ∈ CY and K,W ∈ Z

∑
x∈CX,x∼y

f(x, K,W) ≡
∑

z∈CX,z∼y,1≤z(v)≤k

f(z, K,W) +

|C|∑
b=k+1

db,z(v)f
(
z[v 7→ b], K,W

)
holds. In [3], we show that for every coloring x ∈ CX the summand f(x, K,W) occurs one
the left side as often (over F) as on the right side thus proving the equality. For this purpose,
we carry out a case distinction based on whether x ∼ y holds or not. ◀

For i ∈ [n], a table f : CXi × Z2 → F is fully reduced if for every v ∈ Xi that has exactly
one neighbor in Yi, the vertex v is reduced. The analogue of the following lemma has already
been proven by Groenland et al., see [3] for the proof of our version.

▶ Lemma 6. Let 2 ≤ i ≤ n and let T̂i−1 be a fully reduced table that (i − 1)-represents
Ti−1. Given T̂i−1 and a set Ri−1 of reduced vertices for T̂i−1, in time O∗(

rank(M)|Ri−1|

|C||Xi−1|−|Ri−1|N
)

it is possible to compute a table T̂i given by

T̂i[c, K,W] ≡
[
c(vi) ∈ a(vi)

] ∑
z∈CXi−1

z∼c

T̂i−1

[
z, K−

[
c(vi) ∈ Q

]
,W −ω(vi) ·

[
c(vi) ∈ Q

]]

along with a set Ri of reduced vertices of T̂i such that |Xi \ Ri| ≤
(
ctw − |Ri|

)
/2 + 1 holds.

The table T̂i then i-represents Ti.

The combination of the previous two lemmas results in a faster algorithm for P. In short,
it can be summarized as follows. First, the table T1 is computed via brute-forcing over
all colorings of X1 = {v1}. If v1 has the degree of one in G, then we apply the algorithm
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Reduce and obtain a fully reduced 1-representative T̂1 of T1. Then, for i = 2, . . . , n, we
first apply Lemma 6 to obtain a i-representative T̂i of Ti and then we iteratively apply
the Reduce-algorithm to T̂i to make all vertices in Xi with exactly one neighbor in Yi
reduced, i.e., to obtain a fully reduced i-representative of Ti. Finally, we output the
value

∑
s∈C T̂n

[
[vn 7→ s], K∗,W∗]

.
The next theorem claims the running time and the correctness of this approach. The

requirement
√
|C| ≤ rank(M) is technical. Informally speaking, it ensures that the running

time spent on the vertices of Xi that have more than one neighbor in Yi (i.e., they are not
reduced and can be colored with all |C| colors) is not too large.

▶ Theorem 7. Let P be a coloring-like problem such that
√
|C| ≤ rank(M) holds. Then P

can be solved in O∗(
rank(M)ctwN

)
time.

3.1 Connected Vertex Cover
Now we can apply this result to solve the Connected Vertex Cover (CVC) problem.
In [3] we provide a matching lower bound proving its tightness.

▶ Theorem 8. There exists an algorithm that given a graph G and a linear arrangement ℓ
of G of cutwidth ctw in time O∗(2ctw) solves the Connected Vertex Cover problem.
The algorithm cannot give false positives and may give false negatives with probability at
most 1/2.

Proof. We solve the CVC problem by formulating it as a coloring-like problem using the
Cut&Count technique. By Theorem 3, to prove the claim, it suffices to provide an algorithm A
that given G, ℓ, a fixed vertex v of G, a weight function ω : V → [

2|V |
]
, and numbers K∗ ∈

[n]0,W
∗ ∈

[
2|V |2

]
0

computes the size of CK∗

W∗ modulo 2 in time O∗(2ctw).
We fit this task into a coloring-like problem as follows. Let C = {X, L, R} (X denotes not

belonging to a vertex cover while L and R are the sides of a consistent cut), let Q = {L, R}

(to count the number of vertices in a vertex cover), and let the consistency matrix M have
zero-entries M[L, R] = M[R, L] = M[X,X] = 0 whilst the remaining entries are equal to one.
This consistency matrix reflects that for every edge, there must be an end-vertex in a vertex
cover (i.e., in L or R) and there is no edge between L and R. The list function a is given
by a(v) = {L} and a(w) = C for any w ̸= v. The instance of a coloring-like problem defined
by C, Q, M, p = 2, G, ℓ, a, N = 2|V |, K∗, W∗, and ω then corresponds to the problem of
counting (modulo p) the number of consistent cuts of G of order K∗ and weight W∗ (see [3]
for more details). It turns out that the consistency matrix M has rank of two over F2: the
sum of rows indexed by X and L is equal to the row indexed by R (modulo 2). Thereby, by
Theorem 7, the size of CK∗

W∗ modulo 2 can be determined in time O∗(
2ctw2|V |

)
= O∗(2ctw)

and this concludes the proof. ◀

3.2 Connected Dominating Set
A dominating set of a graph is a set of vertices such that for every vertex of the graph not in
this set, at least one of its neighbors belongs to this set. Connected Dominating Set is
defined as follows.

Input: A graph G = (V, E) and an integer k.
Question: Is there a dominating set S ⊆ V of G of cardinality at most k such
that G[S] is connected?



N. Bojikian, V. Chekan, F. Hegerfeld, and S. Kratsch 14:9

By Theorem 3, solving CDS again reduces to the problem of counting the number
of certain consistent cuts (i.e., vertex-colorings). Unfortunately, the conditions on these
partitions do not yet fit in the framework of a coloring-like problem. The conditions defining
a general coloring-like problem in the previous subsection are universal properties determined
by a consistency matrix M: all neighbors of a vertex of a color a are only allowed to be
colored with colors from some set B. The satisfaction of these conditions can be verified
by checking every edge of the graph independently. The trick from the proof of Lemma 5
that allowed to reduce the vertices with only one incident edge in the ith cut (for i ∈ [n])
utilized this property. However, CDS contains an existential property: for every vertex not
in the dominating set, there exists a neighbor in it. Therefore, the edges cannot be checked
independently.

We will overcome this issue as follows. In addition to the colors L, R (for the sides of a
consistent cut), and D (for dominated vertices), we introduce two further colors A and F to
handle partial solutions. The color A (stands for “allowed”) denotes that a vertex is not in
the partial solution but it is possibly dominated by it. The color F (stands for “forbidden”)
denotes that a vertex is not in a partial solution and it is not dominated by it. Then the
number of partial solutions to which a vertex does not belong but in which it is dominated
is equal to the number of solutions in which it is possibly dominated minus the number of
solutions where it is not dominated (informally: D = A− F). This is an application of the
well-known inclusion-exclusion paradigm. In this form, it has been used by Pilipczuk and
Wrochna to solve the Dominating Set problem parameterized by treedepth [20]. In this
way, the neighbors of a vertex colored with A are allowed to have any color and the neighbors
of a vertex colored with F are not allowed to have color L or R. Thus, we obtain the desired
universal property and we can solve this problem relying on a technique similar to the one
we used for a general coloring-like problem.

So let

M =


L R A F

L 1 0 1 0

R 0 1 1 0

A 1 1 1 1

F 0 0 1 1


be the consistency matrix indexed by colors {L, R,A, F} and capturing the interpretation of
colors sketched above. The crucial observation for the construction of a fast algorithm solving
the CDS problem is that the consistency matrix M does not have the full rank: the sum of
the first three rows is equal to the fourth one over F2. Therefore, we may let the color F be
reduced and apply a trick from Lemma 5 to reduce vertices with exactly one neighbor in
the ith cut (for i ∈ [n]). It is challenging to combine the inclusion-exclusion with this trick
but it is possible. On a high level, similarly to a general coloring-like problem, we traverse
the linear arrangement from left to right and store the number of partial solutions using
colors {L, R,A, F} with certain footprints. But every time some vertex occurs on the left side
of a cut for the last time (i.e., all edges incident to this vertex have already been considered),
we carry out the transformation from the colors A and F to the color D for this vertex. We
provide all details in the full version of the paper [3].

▶ Theorem 9. There exists an algorithm that given a graph G = (V, E) and a linear
arrangement ℓ of G of cutwidth ctw, in time O∗(3ctw) solves the Connected Dominating
Set problem. The algorithm cannot give false positives and may give false negatives with
probability at most 1/2.

In [3] we provide a matching lower bound proving the tightness.
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4 Odd Cycle Transversal

In this section we provide an algorithm solving the Odd Cycle Transversal problem in
time O∗(2ctw). The problem is defined as follows:

Input: A graph G = (V, E) and an integer k.
Question: Is there a subset S ⊆ V of cardinality at most k such that G − S is
bipartite?

We present the main idea here and keep the details to the full version of the paper [3].
In [3], we also show that this problem cannot be solved in time O∗(

(2 − ε)ctw)
assuming

SETH, hence proving the tightness of our upper bound.

▶ Lemma 10. Let a graph G = (V, E) and a linear arrangement ℓ of G of cutwidth at most
ctw be given. Let Ĝ = (V̂, Ê) be the graph resulting from G after subdividing each edge twice.
Then Ĝ admits a linear arrangement of width at most ctw. Moreover, this linear arrangement
can be computed from G and ℓ in polynomial time.

Proof. We only sketch the proof and refer to the full version of the paper [3] for a complete
version. Let V0 = V̂ \ V be the set of subdivision vertices. Each vertex w in V0 lies on the
unique induced path on 4 vertices whose end-vertices belong to V. We denote it by P(w).
For each vertex v ∈ V, let Sv be the set of vertices adjacent to v in Ĝ. Let S1v be the
set of vertices w ∈ Sv such that the end-vertex u ̸= v ∈ V of P(w) lies before v on ℓ.
Let S2v = Sv \ S1v. We build ℓ̂ from ℓ by inserting the vertices in S1v directly before v and
the vertices in S2v directly after v. Then for every vertex w ∈ V0, the edges of P(w) do
not overlap on ℓ̂. Also for every cut in ℓ̂, its edges are in bijection with the edges of the
corresponding cut in ℓ (namely, we map every edge of Ê to the edge of E it subdivides). This
implies ctw(Ĝ) ≤ ctw(G). We refer to [3] for details. ◀

The following lemma allows to turn a linear arrangement of G into a path decomposition
of Ĝ with useful properties. The proof can be found in the full version of the paper [3] (see
Figure 1 for a sketch).

▶ Lemma 11. Let G = (V, E) be a graph and let ℓ be a linear arrangement of G of cutwidth ctw.
Then the graph Ĝ admits a nice path decomposition B̂ of pathwidth at most ctw such that
every bag of B̂ contains at most one vertex of V. Moreover, the path decomposition B̂ contains
a polynomial number of bags and it can be computed in polynomial time from G and ℓ.

Figure 1 A linear arrangement ℓ of a graph G (top), the linear arrangement ℓ̂ of the graph Ĝ

(middle), and the path decomposition B̂ of Ĝ of width at most ctw(ℓ) (bottom). The subdivision-
vertices and edges are depicted in the same color as the subdivided edge of G while the vertices of G
are green. Each bag of B̂ contains at most one vertex of G (depicted in green).

We state the following lemma and refer to the full version of the paper [3] for a proof:
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▶ Lemma 12. Let G = (V, E) be a graph and let Ĝ be the graph resulting from G by subdividing
each edge twice. Then an odd cycle transversal of G is an odd cycle transversal of Ĝ. Also
an odd cycle transversal of Ĝ that only uses vertices of V is an odd cycle transversal of G
as well. Finally, the graph Ĝ admits a minimum odd cycle transversal that only contains
vertices from V. In particular, both graphs have the same odd cycle transversal number.

▶ Theorem 13. Given a graph G = (V, E) and a linear arrangement ℓ of G of cutwidth at
most ctw, the size of the minimum odd cycle transversal of G can be computed in O∗(2ctw).

Proof. Let Ĝ = (V̂, Ê) be the graph resulting from G by subdividing each edge twice,
let n̂ = |V̂ |, and let B̂ = B1, . . . Br be nice a path decomposition of Ĝ satisfying Lemma 11.
Both Ĝ and B̂ can be built in polynomial time. By Lemma 12, we can restrict ourselves
to odd cycle transversals of Ĝ that only use vertices from V. So we describe a dynamic
programming algorithm that traverses the bags of B̂ from B1 to Br to find the size of a
minimum odd cycle transversal of Ĝ with this property, i.e., we seek the smallest set S ⊆ V

such that Ĝ− S is bipartite. We use the set C = {B,W,D} of states. They stand for black,
white (the sides of a bipartition), and deleted (i.e., in an odd cycle transversal), respectively.
Every table Ti (i ∈ [r]) is indexed by assignments δ : Bi → C such that δ−1(D) ⊆ V (i.e., only
the vertices from V may have the state D) and integers K ∈ [n̂]0. The entry Ti(δ, K) is the
number of tuples (S, c) such that the following properties hold:

S ⊆ Ĝ[B1 ∪ · · · ∪ Bi] ∩ V,
|S| ≤ K,
S ∩ Bi = δ−1(D),
c is a proper 2-coloring of Ĝ[B1 ∪ · · · ∪ Bi] − S,
and c agrees with δ on the values of Bi \ S, i.e., c|Bi\S

= δ|Bi\S
.

So the graph G admits an odd cycle transversal of size at most K if and only if Tr
(
−, K

)
> 0

holds (− denotes the unique assignment to Br = ∅). The computation of the tables T1, . . . , Tr
uses standard dynamic programming so we omit the details here (see [3]). Recall that we
have |Bi| ≤ ctw + 1 and |Bi ∩ V | ≤ 1 for any i ∈ [n̂] by the choice of B. Since the vertices
in V̂ \V are only assigned states B and W in our dynamic programming routine, the number
of table entries of Ti is bounded by 3 · 2ctw · (n̂+ 1). Since the size of Ĝ is linear in the size
of G, the running time of the provided algorithm can be bounded by O∗(2ctw). We refer
to [3] for details. ◀

In [3], we show that an analogous idea of the edge-subdivision can be applied to accelerate
the Cut&Count dynamic programming and solve the Feedback Vertex Set problem
in O∗(2ctw). In [3] we also provide a matching lower bound.

5 Steiner Tree

In this section we exemplify our lower-bound construction on Steiner Tree. We refer to
the full version of the paper [3] for the rest of the lower bounds. The problem is defined as
follows.

Input: A graph G = (V, E), a set T ⊆ V of terminals, and an integer k.
Question: Is there a set S ⊆ V of cardinality at most k such that T ⊆ S and G[S] is
connected?

Here we will sketch a reduction, that shows that this problem cannot be solved in time O∗(
(3−

ε)ctw)
assuming SETH. We refer to the full version for formal proofs [3]. The Steiner Tree

problem can be solved in time O∗(3tw) when parameterized by treewidth [7] so by Lemma 1,
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it can also be solved in O∗(3ctw). Thus, under SETH, this bound is tight. In the following
lemma an integer t0 occurs. It is a constant depending on d and ε from the formulation of
SETH we use (see Conjecture 2). The precise choice of t0 is provided in the full version [3].

▶ Lemma 14. Let d ∈ N and let I be an instance of the d-SAT problem with n variables.
Let t0 ∈ N be any constant, s = ⌈n/t0⌉, and t = ⌈t0 log3 2⌉. In polynomial time, an instance(
G = (V, E), T, k

)
of the Steiner Tree problem can be constructed such that G admits a

Steiner tree of size at most k if and only if I is a yes-instance. Moreover, G has cutwidth
at most s · t+ O(1) and a linear arrangement ℓ of G of such cutwidth can be constructed in
polynomial time as well.

Proof. As mentioned earlier, a formal proof can be found in the full version of the paper [3].
We follow the basic setup introduced by Lokshtanov et al. [15]. First, we partition the
variables of I into s groups each of size at most t0. With each group, we associate a set of t
path-like structures (called paths for simplicity) resulting in n ′ = s · t such paths in total.
Each path consists of (2n ′ + 1)m copies of a so-called path gadget. In each path gadget,
there are two special vertices called the left-end vertex and the right-end vertex. We add
an edge between the right-end vertex of each path gadget and the left-end vertex of the
following one on the same path (resulting in a path-like structure). Each path gadget also
contains three special vertices sC, sD, sO called clique vertices. We add an edge between each
pair of clique vertices of the path gadget and subdivide it by a terminal. Thus, any Steiner
tree must contain at least two of the clique vertices in each path gadget. The choice of the
budget k (i.e., the size of the desired Steiner tree) ensures that exactly two clique vertices
from each path gadget belong to any Steiner tree of size exactly k. In order to achieve this,
we can define a packing of disjoint sets of vertices (called components) of the graph G and
provide a lower bound on the number of vertices any Steiner tree must have in each such
component. By setting the budget k to be equal to the sum of these lower bounds, we ensure
that the Steiner tree matches the lower bound exactly in each component. For instance, the
three clique vertices of each path gadget form a component with a lower bound of two. The
choice of k also restricts the set of possible Steiner trees and simplifies the analysis. There
are several further vertices in a path gadget, we give more details on their function later. We
refer to Figure 2 (a) for a visualization of a path gadget.

Given a Steiner tree S of size k of G, we can then assign one of three states to every path
gadget depending on the clique vertex sC, sD, or sO that does not belong to S. We call these
states C, D, and O, respectively. We call the set of the jth path gadgets on each path the jth
column. We partition each column into s sets of t consecutive path gadgets. We call each
such set a bundle. Note that a bundle contains path gadgets that belong to the same group
of paths. A bundle can have one of 3t state combinations. The key idea of the construction
is to define a mapping ϕ that assigns a different state combination to each of at most 2t0

Boolean assignments of the corresponding variable group.
For this purpose, to each bundle B we attach a so-called decoding gadget. A decoding

gadget Y is a matching of size 3t. We subdivide each of its edges by a terminal. Hence, one
endpoint of each matching edge must be included in any Steiner tree. Again, the choice of
the budget k ensures that any Steiner tree of size k contains exactly one endpoint of each
matching edge. Each edge eσ of the matching corresponds to a different assignment σ of
states C,D,O to the path gadgets of the bundle it is attached to. We fix one end-vertex of eσ
to be the left endpoint vσ and the other one to be the right endpoint uσ. We attach Y to its
bundle B in such a way that the following holds. Given a Steiner tree S of size k, there exists
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(a) A path gadget with orange left- and right-
end vertices and red clique vertices.

...

...

(b) A group of paths, corresponding to a variable group.
Yellow boxes denote single path gadgets. A bundle is a
group of vertically aligned path gadgets. A blue decoding
gadget is attached to each bundle.

Figure 2 A single path gadget (a) and a group of paths (b) corresponding to a variable group.
Terminals are depicted as small squares. Adjacencies to the root-path depicted in purple.

at most one matching edge whose right endpoint belongs to S. Then for the remaining edges
of Y, the left endpoint belongs to S. This will allow us to “decode” a truth-value assignment
corresponding to S.

We also introduce a so-called root-path: it is a simple path, each of its vertices adjacent
to a private terminal. Therefore, all vertices of the root-path belong to any Steiner tree. The
vertices of this path are then used to ensure the connectivity of the vertices in a Steiner tree
and restrict the set of relevant Steiner trees to simplify the analysis. Among others, the
clique vertices of each path gadget and the endpoints of each decoding gadget have private
neighbors on the root-path.

We partition the set of all columns into n ′ + 1 groups of m consecutive columns. For
each group, we assign a private clause C of I to each column in this group. We attach a
new terminal to each column as follows. For each i ∈ [s], let Πi be the set of all partial
Boolean assignments to the ith variable group that satisfy C, and let Σi be the set of
state assignments over the ith bundle of this column corresponding to the elements of Πi,
i.e., Σi =

{
ϕ(π)

∣∣ π ∈ Πi

}
. We add an edge between this terminal and the right-end of

each matching edge eσ in the corresponding decoding gadget attached to the ith bundle
with σ ∈ Σi. This ensures that for any Steiner tree S of size k, at least one bundle is assigned
a state σ that corresponds to a Boolean assignment π satisfying the clause C.

Hence, given a Boolean assignment π satisfying I, we can build a Steiner tree S of size
exactly k in G. Let πi be the restriction of π to the ith variable group for each i ∈ [s] and
let σi = ϕ(πi). We choose the state of each path gadget so that each bundle in the ith
group of paths is assigned the state σi. For each decoding gadget attached to a bundle in
this group of paths, we add the right end uσi

of the matching edge corresponding to σi to S.
This ensures that each terminal added to some column has a neighbor in the Steiner tree,
and consecutive path gadgets on each path have the same state in S. This maintains the
connectivity of the Steiner tree.

On the other hand, given a Steiner tree of size k, if we could find a group of m columns
corresponding to m different clauses such that for each i ∈ [s], all the bundles of the ith group
of paths have the same state assignment on these m columns, then we can define partial
assignments of each of the s variable groups such that the union of all partial assignments
yields a Boolean assignment satisfying I. For this purpose, we build the path gadgets in
such a way that for the ordering of states defined by D ⪯ O ⪯ C, the following holds. If a
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path gadget has a state x ∈ {C,D,O} in S, then the following path gadget of the same path
has some state y with x ⪯ y. So the state of path gadgets along each path might change at
most twice. Since there are n ′ paths, at most 2n ′ state changes can occur. And since there
are 2n ′ + 1 groups of columns, there always exists a group where no such change happens.
This ensures the existence of a Boolean assignment satisfying I. We refer to [3] for a formal
proof.

Finally, we bound the cutwidth of the graph G. We achieve this by defining a linear
arrangement ℓ of width at most n ′ + O(1). The arrangement ℓ is built columnwise, i.e., it
contains the columns of path gadgets one after another. After each bundle, it contains the
decoding gadget attached to it and after each column, the terminal attached to it. Since the
vertices of different path gadgets do not interleave on the linear arrangement and since both
path gadgets and decoding gadgets have constant size, the edges of G having both ends in the
same gadget contribute most a constant to the cutwidth of ℓ. Similarly, the edges incident to
decoding gadgets contribute only a constant value. Hence, ignoring the root-path for now,
only the edges between consecutive path gadgets are left. Since we created the arrangement
columnwise, any cut of G contains at most one edge between two consecutive path gadgets
on a fixed path. There are n ′ such paths and this yields an upper bound of n ′ +O(1) on the
cutwidth of ℓ without the vertices of the root-path. The ordering of vertices on the root-path
is then chosen in such a way that its edges do not overlap on ℓ and the cutwidth is only
increased by a constant when these vertices are taken into account. ◀

The following theorem shows that this reduction suffices to prove that the Steiner Tree
problem does not admit an O∗((3− ε)ctw) algorithm for any positive ε assuming SETH.

▶ Theorem 15. Assuming SETH, there is no algorithm that solves the Steiner Tree
problem in time O∗(

(3− ε)ctw)
for any positive real ε.

Proof. If such an algorithm exists, for any instance of the d-SAT problem, we can build the
graph defined in Lemma 14 for the values t0 and t depending on ε and d only, and run this
algorithm on the created instance. This yields an algorithm for the d-SAT problem with
running time O∗((2− δ)n) for a positive value of δ. We omit the details and refer to the full
version [3] for a complete proof. ◀

The lower bounds for the remaining five problems considered in this work can be found
in the full version of the paper [3]. Apart from lower bounds already mentioned in previous
sections, there we also provide the lower bound for Connected Odd Cycle Transversal
whose tightness is also implied by an upper bound derived from the parameterization by
treewidth.

6 Conclusion

We have initiated the study of the exact complexity of hard connectivity problems paramet-
erized by cutwidth (under SETH) and we provided tight bounds for six problems, namely
Connected Vertex Cover, Connected Dominating Set, Odd Cycle Transversal,
Feedback Vertex Set, Steiner Tree, and Connected Odd Cycle Transversal.

One specific question that remains open is the exact complexity of Hamiltonian Cycle
parameterized by cutwidth (also open for treewidth). For pathwidth, it is known that (2+

√
2)

is the optimal base assuming SETH [6]. For more general questions, recall that cutwidth is
an edge-separator analogue of pathwidth. It would be interesting to study tight bounds for
connectivity problems when parameterized by edge-separator analogues of treewidth such as
tree-cut width [22], edge-treewidth [17], and edge-cut width [4].
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