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Justified Representation in Multiwinner Voting:
Axioms and Algorithms∗
Edith Elkind
Department of Computer Science, University of Oxford, Oxford, United Kingdom
elkind@cs.ox.ac.uk

Abstract
Suppose that a group of voters wants to select k ≥ 1 alternatives from a given set, and each voter
indicates which of the alternatives are acceptable to her: the alternatives could be conference
submissions, applicants for a scholarship or locations for a fast food chain. In this setting it is
natural to require that the winning set represents the voters fairly, in the sense that large groups
of voters with similar preferences have at least some of their approved alternatives in the winning
set. We describe several ways to formalize this idea, and show how to use it to classify voting
rules; surprisingly, two voting rules proposed in the XIXth century turn out to play an important
role in our analysis.
1998 ACM Subject Classification F.2 Analysis of algorithms and problem complexity
Keywords and phrases voting, committee selection, axioms, PAV
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.1
Category Invited Paper

1

Setup

The program committee (PC) of a conference in theoretical computer science is about to
decide on the set of invited speakers: the chair has solicited nominations from the program
committee and the steering committee, and now the PC members have to cast their votes.
To keep things simple, the chair sets up a Doodle poll, and asks each PC member to indicate
which of the potential speakers they approve of. There are 36 PC members, and four slots
for invited talks.
The conference is very broad in scope: it accepts papers on logic, formal methods,
algorithms, and complexity. Each PC member identifies with one of these four areas: there
are 14 algorithms researchers, 9 experts on formal methods, 8 complexity theorists, and 5
logicians. Each potential speaker is also associated with a particular research area, though
some speakers may appeal to researchers in two or more areas. For instance, candidates A,
B, C, D and E are supported by almost all algorithms and complexity researchers, in the
sense that each of them gets at least 20 votes from PC members who belong to these two
communities, candidate F is supported by all formal methods researchers, one algorithms
researcher and one complexity theorist, and there are various other candidates who receive 6
or fewer votes; in particular, each logician suggest a different speaker that has no support
from other PC members.
How should the chair decide whom to invite given the PC members’ votes? Of course,
the simplest option is to count how many times each candidate is approved, and select the
∗

This work was partially supported by European Research Council (ERC) under grant agreement 639945.
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four candidates with the maximum number of approvals (breaking ties, say, by seniority or
travel costs). However, in our example this means that the chair would end up selecting four
candidates who only appeal to “Theory A” (i.e., algorithms and complexity) researchers, and
this does not seem fair: if there are four invited talks, and the formal methods community is
represented by 9 = 36/4 PC members, intuitively the formal methods researchers are entitled
to at least one slot (which they would probably like to allocate to candidate F ). On the
other hand, it seems that at least two slots should go to “Theory A” speakers, as they are
supported by more than half of the voters. Finding the right balance among these concerns
is not easy.
In what follows, we will survey recent research that contributes to our understanding
of such scenarios by proposing appropriate axioms and identifying voting rules that satisfy
them; we will also discuss the computational complexity of the associated problems. Our
presentation is based on a sequence of papers [7, 1, 18, 16, 5, 15, 20] by several overlapping
groups of researchers that were published in 2014–2017.

2

Formal Model

We consider a set of n voters [n] = {1, . . . , n} who choose among alternatives from the set
A = {a1 , . . . , am }. Each voter i ∈ [n] submits an approval ballot Ai ⊆ A, which lists all
alternatives that she approves of. The goal is to select a winning set, or committee, of size k,
where 1 ≤ k ≤ m. Throughout this paper, we assume that voters are not strategic.
A committee selection rule is a mapping that, given A, k, and the list (Ai )i∈[n] , outputs
one or more winning committees of size k. Note that we allow ties, but the set of winning
committees must be non-empty.

2.1

Examples of Committee Selection Rules

We will now present several committee selection rules, and briefly discuss their properties.
Approval Voting (AV) Under this committee selection rule the score of each alternative
a ∈ A is the number of approvals it gets, i.e., |{i | a ∈ Ai }|, and the winning committee
consists of the k alternatives with the highest scores (if there are ties, we output all
committees that can be obtained by breaking these ties in some way). While this is a
very simple rule, it may fail to be fair, in the sense that even large minorities of voters
may end up not being represented in the winning committee(s). In our example, AV
would allocate all four slots to speakers who appeal to the algorithms and complexity
community.
Proportional Approval Voting (PAV) Under approval voting, each voter is assumed to
assign a ‘utility’ of one to each of her approved alternatives in the committee. In contrast,
under proportional approval voting, we assume that the ‘marginal utility’ that a voter
derives from her j-th approved committee member is 1j . Formally, given a committee W
and a voter i, we write ui (W ) = h(|W ∩ Ai |), where h(j) = 1 + 12 + · · · + 1j , and output
P
all committees W that maximize the total ‘utility’ i∈[n] ui (W ). In our example the
total utility of {A, B, C, D} is 20 × (1 + 12 + 13 + 14 ). This is less that the total utility of
{A, B, C, F }, which is 20 × (1 + 12 + 13 ) + 9, so the PAV rule would allocate a slot to the
formal methods speaker. This rule has a very long history: it was proposed by a Danish
polymath Thorvald N. Thiele in 1895 [21], and was subsequently rediscovered by other
researchers (see, e.g., [10]).
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Of course, instead of using harmonic weights h(·), one can use another weight function
w(·), i.e., set ui (W ) = w(|W ∩ Ai |) for some w : N ∪ {0} → R; we refer to the resulting
rule as w-AV. For instance, setting w(i) = i for all i ∈ N ∪ {0} corresponds to Approval
Voting. Another interesting option is w(0) = 0, w(i) = 1 for i ≥ 1, which is sometimes
referred to as Chamberlin–Courant Approval Voting (CCAV). The CCAV rule aims to
select committees that represent as many voters as possible, but does not necessarily
allocate more representatives to larger groups: in our example, CCAV may select just
one of the alternatives in {A, B, C, D, E}.
Our (and Thiele’s) decision to use harmonic weights may seem mysterious at this point,
but we will soon see that there are good reasons for it.
Sequential Proportional Approval Voting (SeqPAV) One may wonder if winning committees under PAV can be computed efficiently. It turns out that this is unlikely: deciding
if a given committee should win under PAV is coNP-complete [3, 19]. In fact, this was
already intuitively obvious to Thiele (more than 70 years before the formal language to
talk about such issues was invented), and he proposed a greedy variant of his rule, which
is now referred to as Sequential Proportional Approval Voting (SeqPAV). Under this rule,
the committee is formed in k steps; we start with an empty committee W = ∅, and at
each step we add a candidate with the largest marginal utility, where the marginal utility
of an alternative a ∈ A \ W is computed as
X
(ui (W ∪ {a}) − ui (W )) .
i∈[n]

In Thiele’s original proposal ui (W ) = h(|W ∩ Ai |), but the same approach can be used
with other weight functions. In particular, under the sequential version of the CCAV rule
(SeqCCAV) at each step for each alternative c ∈ A \ W we compute
#c = |{i ∈ [n] | c ∈ Ai , Ai ∩ W = ∅}|,
and add an alternative for which this quantity is maximized.
Monroe Approval Voting (MonAV) and its greedy variant (GrMonAV) Under MonAV,
to evaluate a given committee W , we assign scores to all many-to-one matchings between
voters and members of W that match each committee member to b nk c or d nk e voters: the
score of a matching is the number of voters who are matched to alternatives they approve.
We then select a matching with the maximum score; this score is said to be the score
of W . We output committees with the maximum score. Under this rule, {A, B, C, F }
should be preferred to {A, B, C, D}: if we choose {A, B, C, F }, we can match 9 voters to
each of A, B, and F , so the score of this committee is at least 27, whereas the score of
{A, B, C, D} cannot exceed 14+8=22.
Now, we do not need to go over all possible matchings to compute the score of a given
committee W : a committee score can be computed in polynomial time using network flow
techniques. However, finding a committee with the maximum score is computationally
hard [14]. Therefore, it is natural to consider a greedy variant of this rule [9]: again,
we proceed in k stages, starting with W = ∅, and at each stage we select an alternative
c ∈ A \ W and b nk c or d nk e unassigned voters to be matched to this alternative, so that as
many of these voters as possible approve c. It is instructive to compare SeqCCAV and
GrMonAV: while both rules add an alternative and remove a number of voters associated
with this alternative at each step, SeqCCAV only removes voters who approve the selected
alternative (and may remove a large number of voters), while GrMonAV removes roughly
n
k voters, some of which may not approve the selected alternative.
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Rules based on fractional vote transfers One difficulty with the GrMonAV rule is that it
matches each voter to a single alternative; if a voter does not approve the alternative she
is matched to, naturally we cannot expect her to be happy with the selected committee.
To mitigate this difficulty, Sánchez Fernández et al. [15] propose a family of rules, which
they call EJR-Exact, that operate similarly to GrMonAV, but may assign a fraction of
a voter’s weight to a selected alternative. The name of this family of rules may seem
mysterious at this point, but it will be explained in the next section. The specific weight
assignment rules associated with EJR-Exact rules are fairly complicated, and we will not
discuss them here. Another iterative rule that is based on fractional weight assignment
was recently proposed by Aziz and Lee [6]; they call their rule the Expanding Approvals
Rule (EAR). We note that the idea of fractional assignment of voters to alternatives
is quite well-accepted in the context of voting with ranked ballots (where each voters
submits an ordering of the alternatives). In fact, the method used to elect the Senate
of the Republic of Ireland uses the Single Transferable Vote rule with fractional vote
transfers [22].
Phragmén’s rule and its sequential variants Under all voting rules described so far, for
each voter we define her ‘utility’ or ‘satisfaction’ from a given committee, and choose a
committee with the aim of maximizing this quantity subject to certain constraints. A
Swedish mathematician Lars Edvard Phragmén, who published his work [13] around the
same time as Thiele did, proposed a radically different perspective. In his work, each
committee member is associated with one unit of load, which needs to be distributed
among voters who support that alternative as evenly as possible; an alternative’s load
can only be allocated to voters who approve her, and we aim to minimize the maximum
voter load. Thus, for each committee, we find the best load assignment in terms of the
maximum voter load and then output committees for which this quantity is minimized.
Just as for PAV, finding optimal committees under this rule is NP-hard [8], and Phragmén
has developed an iterative version of this rule, which is computationally tractable (again,
long before the concept of computational complexity was formalized); the subsequent
literature [16] refers to this rule as SeqPhragmen. Another rule that is, in some sense, a
dual of Phragmén’s rule (or, more precisely, a sequential version of its dual) has been
recently proposed by Sánchez Fernández et al. [17], who view their rule as an extension of
D’Hondt’s method for party list representation, and therefore refer to their rule as Open
D’Hondt Method (ODH).
There are many other approval-based committee selection rules; we refer the reader to a
survey by Kilgour [11]. However, the rules listed above seem to be particularly well suited to
achieve our representation desiderata.

3

Axioms

We will now formulate our first representation axiom; intuitively, this axiom says that there
should be a formal methods talk in the program of our conference. In more detail, as there
are n voters and k slots, a group of voters of size nk is ‘entitled’ to a slot. However, there
are many ways of partitioning voters into groups of this size, and it is easy to see that we
cannot guarantee representation to every such group. We therefore focus on groups that are
cohesive, i.e., there exists an alternative approved by all group members; we would like to
ensure that no such group is completely disenfranchized. The following axiom was proposed
by Aziz and Walsh [7], in a workshop paper that started this line of research.
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Justified Representation (JR). A committee W provides justified representation (JR) if
for every group of voters V such that |V | ≥ nk and ∩i∈V Ai 6= ∅ there exists a voter i ∈ V who
approves a member of W , i.e., |Ai ∩ W | ≥ 1. A committee selection rule satisfies justified
representation if every committee in its output provides JR.
It is easy to see that Approval Voting does not satisfy JR; indeed, this is illustrated by
our conference example. However, most of the other rules we consider satisfy JR: this is
true for PAV (and for every w-AV rule that satisfies w(1) = 1, w(j) − w(j − 1) ≤ 1j ) [1],
for MonAV and GrMonAV [1], as well as for all variants of Phragmén’s rule that we have
mentioned [8], including the ODH rule [17]. A prominent exception is the SeqPAV rule,
which may fail JR [1]. Indeed, sequential variants of almost all weighted AV rules fail JR;
the only exception is the sequential variant of the CCAV rule (SeqCCAV) [1].
For most of these rules it is not difficult to prove that they satisfy JR; we provide the
argument for two rules to illustrate the main ideas.
I Theorem 1. PAV and SeqCCAV satisfy JR.
Proof. Consider first PAV. Fix a committee W that does not provide JR, i.e., there exists
a set of voters V with |V | ≥ nk and ∩i∈V Ai 6= ∅ such that Ai ∩ W = ∅ for all i ∈ V . Let a
be some alternative in ∩i∈V Ai . We will argue that there is an alternative c ∈ W such that
(W \ {c}) ∪ {a} has higher PAV score than W does, i.e., PAV cannot output W .
Define the marginal contribution of an alternative c ∈ W to be
X
m(c) =
(ui (W ) − ui (W \ {c})) .
i∈[n]

By changing the order of summation, we can rewrite the sum of marginal contributions of
alternatives in W as
X X
X X
m(c) =
(ui (W ) − ui (W \ {c})) .
(1)
c∈W i∈[n]

i∈[n] c∈W

Now, for each voter i with Ai ∩ W = ∅ (so, in particular, for each voter in V ) her contribution
to the sum in (1) is 0. On the other hand, if |Ai ∩ W | = s > 0 then for each c ∈ Ai ∩ W we
have ui (W ) − ui (W \ {c}) = 1s and for each c ∈ W \ Ai we have ui (W ) − ui (W \ {c}) = 0.
Thus, in this case i contributes s · 1s = 1 to the sum in (1). As there are at most n − nk
voters who make a non-zero contribution, the sum in (1) can be bounded as n − nk < n,
and therefore there is an alternative c ∈ W with m(c) < nk . Now, consider the committee
(W \ {c}) ∪ {a}. By removing c, we reduce the PAV score by less than nk , and by adding a
we increase the PAV score by at least nk , as each voter in V now contributes 1 to the PAV
score. This proves our claim.
Now, consider SeqCCAV. Suppose that after k steps it outputs a committee W such
that for some set of voters V with |V | ≥ nk and ∩i∈V Ai 6= ∅ we have Ai ∩ W = ∅ for all
i ∈ V . Again, let a be an alternative in ∩i∈V Ai . As a was never selected, it was in A \ W
at each step of the procedure. Moreover, at each iteration we had #a ≥ nk because of
the voters in V . Thus, each of the alternatives added to W was approved by at least nk
previously unrepresented voters, i.e., at each step the number of voters i with Ai ∩ W 6= ∅
grew by at least nk . Thus, after k steps no unrepresented voters should have remained, a
contradiction.
J
By now, the reader may have an impression that essentially any reasonable approval-based
committee selection rule satisfies JR. However, this is not quite the case: there are wellestablished rules, such as, e.g., Satisfaction Approval Voting (SAV) and Minimax Approval
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Voting (MAV) that fail this axiom; see, e.g., [11] for the definitions of these rules, and [1] for
respective counterexamples. Indeed, the original workshop paper of Aziz and Walsh only
identified a single voting rule that satisfied EJR, namely, SeqCCAV. While the authors had
considered PAV, they left it as an open problem to show that this rule satisfies JR. This open
problem was resolved independently by two groups of researchers (Brill, Conitzer, Freeman
at Duke and Elkind at Oxford), resulting in the joint paper [1].
It is perhaps interesting that for Phragmén’s rule and Monroe’s rule moving from the
optimization-based version of the rule to its sequential variant preserves JR, but for PAV this
is not the case; moreover, compliance with JR cannot be restored by tweaking the weights.
Thus, sequential variants of weighted approval rules are not faithful approximations of the
original rules.
Now, let us revisit our example. Each of the rules that provide JR guarantees that there
will be at least one formal methods talk. But we also want to ensure that at least two
speakers representing the algorithms and complexity community are selected, and some of
our rules do not have this property. For instance, depending on the distribution of approvals,
SeqCCAV may select A, F , and two of the speakers supported by one logician each; this is not
precluded by the JR axiom. Thus, perhaps we need a stronger axiom, which says that very
large groups of voters with shared interests should get not one, but several representatives,
in proportion to their size and cohesiveness.
To formalize this idea, it will be convenient to introduce additional terminology: for
each ` ≥ 1 we say that a group of voters V ⊆ N is `-large if |V | ≥ ` · nk ; V is `-cohesive
T
if | i∈V Ai | ≥ `. We will now formulate two axioms that have been proposed in the
literature; both axioms aim to capture the idea that large, cohesive groups deserve several
representatives.
Extended Justified Representation (EJR). A committee W provides extended justified
representation (EJR) if for every ` ∈ [k] and every `-large, `-cohesive group of voters V there
exists a voter i ∈ V who approves at least ` members of W , i.e., |Ai ∩ W | ≥ `.
Proportional Justified Representation (PJR). A committee W provides proportional justified representation (PJR) if for every ` ∈ [k] and every `-large, `-cohesive group of
voters V there are at least ` members of W who are approved by a voter from V, i.e.,
|W ∩ (∪i∈V Ai )| ≥ `.
We say that a committee selection rule satisfies EJR (respectively, PJR) if all committees
in the output of this rule provide EJR (respectively, PJR).
The EJR axiom has been proposed by Aziz et al. [1]; the PJR axiom was subsequently
suggested in a workshop paper by Sánchez Fernández et al. [18], which was later extended
to a AAAI-17 paper [16]. Both axioms are stronger than JR; indeed, JR corresponds to
setting ` = 1 in either of these axioms. Both EJR and PJR say that large, cohesive groups
should get several representatives, but they interpret this requirement differently, with EJR
being more demanding: if one voter gets at least ` representatives then clearly collectively
the voters in V get at least ` representatives. An attractive feature of PJR is that it is
compatible with the perfect representation axiom: in essence, this axiom says that if there
is a committee that perfectly represents the electorate, in the sense that each committee
member is approved by exactly nk voters, then some such committee should be selected. In
contrast, EJR is not compatible with this axiom [18, 16].
It is not immediately obvious whether a committee satisfying EJR or PJR always exists.
However, it turns out that this is indeed the case, and, in fact, some of our voting rules
always produce such committees.
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Of course, we cannot expect AV or SeqPAV to satisfy these axioms, as they fail the weaker
JR axiom. The other rules on our list satisfy JR; but do they satisfy PJR or EJR? The first
attempt to identify rules that satisfy PJR was not fully successful: Sánchez Fernández et
al. [16] argue that MonAV and GrMonAV satisfy PJR as long as k divides n, but show that
these rules may violate PJR if this condition is not satisfied. Moreover, these rules fail EJR
even if k divides n [1]. The variants of Phragmén’s rule (i.e., Phragmen, SeqPhragmen and
ODH) all satisfy PJR, but not EJR [8, 17]; this is also the case for the EAR rule [6].
In contrast, the PAV rule satisfies not just PJR, but EJR [1]. The argument is not
difficult: just as in the proof of Theorem 1 we consider a committee that fails EJR and
identify a swap that increases the total PAV score. Perhaps more surprisingly, both PJR
and EJR characterize PAV within the class of w-AV rules: every w-AV rule where w is not
equivalent to the harmonic weight sequence fails PJR (and hence EJR) [1, 16]. Thus, the
PJR/EJR axioms justify the choice of harmonic weights in the definition of PAV, which
was made by Thiele back in 1895. Finally, we can now explain how the EJR-Exact class of
rules got its name: this class of rules was designed with the explicit purpose of obtaining
committees that provide EJR, and all rules in this class satisfy EJR (we note that Sánchez
Fernández et al. [15] actually describe a broader family of rules; while all rules in this family
satisfy PJR, only the EJR-Exact rules provide EJR).

4

Algorithms

So far, we have not paid much attention to the computational complexity of identifying
representative committees. However, in practice algorithmic complexity may be an important
consideration, especially in large elections where the size of the committee to be elected is
large as well. Thus, it would be desirable to have a voting rule that satisfies a powerful
justified representation axiom (ideally, EJR) and is polynomial-time computable. Another
relevant question is deciding whether a given committee provides (proportional/extended)
justified representation.
We start by considering the second question. One may think that, to verify whether
a committee provides JR, one has to look at all groups of voters of size at least nk , which
is obviously computationally expensive. However, one can obtain an answer much more
efficiently by focusing on alternatives: for each alternative not in the committee, we can
check if there is a ‘large’ group of voters who approve that alternative, but do not approve
anyone in the committee. This check can be performed in polynomial time. Regrettably,
this approach does not extend to verifying PJR/EJR, as we would have to consider groups
of alternatives. Indeed, it has been proved that deciding whether a given committee provides
PJR or EJR is coNP-complete [1, 4].
Now, finding an efficiently computable rule that satisfies JR is not difficult: for instance,
SeqCCAV fits the bill, and so do many other sequential rules discussed in this paper. For
PJR the task is somewhat more challenging: the original workshop paper [18] that introduced
the concept of PJR could not identify a single polynomial-time computable rule that satisfies
this axiom, and the GrMonAV rule, while efficiently computable, is only guaranteed to satisfy
PJR when the committee size k divides the number of voters n. However, essentially at the
same time it was established that SeqPhragmen satisfies PJR [8], and so does ODH [17].
Subsequently, it was proved that several rules that are based on fractional vote transfers are
efficiently computable and provide PJR; this includes, in particular, the EAR rule of Aziz
and Lee [6] and the rules of Sánchez Fernández et al. [15]. Thus, there are many different
approaches that allow us to find committees providing PJR quickly and efficiently.
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In contrast, designing an efficient procedure for finding committees that provide EJR
turned out to be more challenging. Indeed, even sophisticated sequential rules such as
SeqPhragmen and ODH were shown to fail EJR. However, in the beginning of 2017 two
groups of researchers [5, 20] independently made the same observation: the proof that
committees with the maximum PAV score satisfy EJR also applies to committees with almost
optimal score. This observation suggests a simple local search algorithm, which we call
LS-PAV: we start with an arbitrary committee W , and look for a committee member c ∈ W
and a non-member a ∈ C \ W such that swapping c with a increases W ’s PAV score by a
significant amount. The condition that the change should be significant guarantees that
we will converge in polynomial time, yet the resulting committee still satisfies EJR. Thus,
committees providing EJR can be computed in polynomial time!
While the swap-based algorithm is very attractive from a theoretical perspective, convincing voters to use it may be difficult: they would see LS-PAV as trying to optimize a certain
quantity, but then stopping before the optimal value is reached. Many voters would find
that unappealing, especially if they can identify a committee that has a (slightly) higher
PAV score than the selected committee. On the other hand, the EJR-Exact rules of Sánchez
Fernández et al. [15], which were proposed at around the same time as both of the local
swap algorithms, also admit a polynomial-time winner determination algorithm and provide
EJR, while operating similarly to traditional voting rules, such as Single Transferable Vote.
However, their weight transfer mechanism is not easy to explain, and the proof that these
rules satisfy EJR is considerably more complex than for LS-PAV.
Recall that checking whether a given committee provides EJR/PJR is computationally
hard: that is, somewhat counterintuitively, constructing a committee that provides EJR/PJR
from scratch is easier than deciding if a given committee has this property.
Very recently, the three manuscripts that provide polynomial-time procedures for computing committees that provide EJR [5, 20, 15] as well as the manuscript that proves that
it is coNP-complete to test whether a given committee provides PJR were combined into
a paper that was accepted to AAAI-18 [2]. We would like to remark that this violates the
pattern established by the previous two papers on this topic, each of which first appeared as
an MPREF paper, and then got extended to a AAAI paper with a somewhat larger set of
co-authors.

5

Conclusions

While the basic questions concerning JR, PJR and EJR have been answered, further questions
remain. For instance, Aziz et al. [1] propose a notion of justified representation that is even
stronger than EJR and is based on core stability in an associated cooperative game. At the
moment, it remains open whether every input admits a committee that provides this form
of justified representation; it is known that PAV may fail to output a committee with this
property even when it exists. Another open question is whether EJR is compatible with
other important axioms, such as, in particular, committee monotonicity (this axiom says that
if a is in a winning committee of size k, it should be in a winning committee of size k + 1).
Indeed, the research surveyed in this paper can be seen as a part of the broader agenda
of axiomatizing approval-based committee selection rules (see also [12]) and understanding
their computational complexity.
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Abstract
This work provides a simplified proof of the statistical minimax optimality of (iterate averaged)
stochastic gradient descent (SGD), for the special case of least squares. This result is obtained by
analyzing SGD as a stochastic process and by sharply characterizing the stationary covariance
matrix of this process. The finite rate optimality characterization captures the constant factors
and addresses model mis-specification.
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Introduction

Stochastic gradient descent is among the most commonly used practical algorithms for large
scale stochastic optimization. The seminal result of [9, 8] formalized this effectiveness,
showing that for certain (locally quadric) problems, asymptotically, stochastic gradient
descent is statistically minimax optimal (provided the iterates are averaged). There are
a number of more modern proofs [1, 3, 2, 5] of this fact, which provide finite rates of
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convergence. Other recent algorithms also achieve the statistically optimal minimax rate,
with finite convergence rates [4].
This work provides a short proof of this minimax optimality for SGD for the special case
of least squares through a characterization of SGD as a stochastic process. The proof builds
on ideas developed in [2, 5].
SGD for least squares. The expected square loss for w ∈ Rd over input-output pairs (x, y),
where x ∈ Rd and y ∈ R are sampled from a distribution D, is:
L(w) =

1
2
E(x,y)∼D [(y − w · x) ]
2

The optimal weight is denoted by:
w∗ := argmin L(w) .
w

Assume the argmin in unique.
Stochastic gradient descent proceeds as follows: at each iteration t, using an i.i.d. sample
(xt , yt ) ∼ D, the update of wt is:
wt = wt−1 + γ(yt − wt−1 · xt )xt
where γ is a fixed stepsize.
Notation. For a symmetric positive definite matrix A and a vector x, define:
kxk2A := x> Ax.
For a symmetric matrix M , define the induced matrix norm under A as:
v> M v
= kA−1/2 M A−1/2 k .
kvk=1 v > Av

kM kA := max

The statistically optimal rate. Using n samples (and for large enough n), the minimax
optimal rate is achieved by the maximum likelihood estimator (the MLE), or, equivalently,
the empirical risk minimizer. Given n i.i.d. samples {(xi , yi )}ni=1 , define
n

w
bnMLE := arg min
w

1X1
2
(yi − w · xi )
n i=1 2

where w
bnMLE denotes the MLE estimator over the n samples.
This rate can be characterized as follows: define
2
σMLE
:=


1 
E (y − w∗ x)2 kxk2H −1 ,
2

2
and the (asymptotic) rate of the MLE is σMLE
/n [7, 10]. Precisely,

E[L(w
bnMLE )] − L(w∗ )
= 1,
2
n→∞
/n
σMLE
lim

The works of [9, 8] proved that a certain averaged stochastic gradient method achieves this
minimax rate, in the limit.
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For the case of additive noise models (i.e. the “well-specified” case), the assumption is
that y = w∗ · x + η, with η being independent of x). Here, it is straightforward to see that:
2
σMLE
1 dσ 2
=
.
n
2 n
2
The rate of σMLE
/n is still minimax optimal even among mis-specified models, where the
additive noise assumption may not hold [6, 7, 10].

Assumptions. Assume the fourth moment of x is finite. Denote the second moment matrix
of x as
H := E[xx> ] ,
and suppose H is strictly positive definite with minimal eigenvalue:
µ := σmin (H) .
Define R2 as the smallest value which satisfies:
E[kxk2 xx> ]  R2 E[xx> ] .
This implies Tr(H) = Ekxk2 ≤ R2 .

2

Statistical Risk Bounds

Define:
Σ := E[(y − w∗ x)2 xx> ] ,
and so the optimal constant in the rate can be written as:
2
σMLE
=


1
1 
Tr(H −1 Σ) = E (y − w∗ x)2 kxk2H −1 ,
2
2

For the mis-specified case, it is helpful to define:
ρmisspec :=

dkΣkH
,
Tr(H −1 Σ)

which can be viewed as a measure of how mis-specified the model is. Note if the model is
well-specified, then ρmisspec = 1.
Denote the average iterate, averaged from iteration t to T , by:
wt:T :=

T −1
1 X
wt0 .
T −t 0
t =t

I Theorem 1. Suppose γ <

1
R2 .

The risk is bounded as:

E[L(wt:T )] − L(w∗ )
s
r
2
2

 σMLE
1
γR2
2
∗
2
≤
exp − γµt R kw0 − w k +
1+
ρmisspec
.
2
1 − γR2
T −t
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The bias term (the first term) decays at a geometric rate (one can set t = T /2 or maintain
2
multiple running averages if T is not known in advance). If γ =
√ 1/(2R ) and the model is
well-specified (ρmisspec = 1), then the variance term is 2σMLE / T − t, and the rate of the
bias contraction is µ/R2 . If the model is not well specified, then using a smaller stepsize of
γ = 1/(2ρmisspec R2 ), leads to the same minimax optimal rate (up to a constant factor of 2),
albeit at a slower bias contraction rate. In the mis-specified case, an example in [5] shows
that such a smaller stepsize is required in order to be within a constant factor of the minimax
rate. An even smaller stepsize leads to a constant even closer to that of the optimal rate.

3

Analysis

The analysis first characterizes a bias/variance decomposition, where the variance is bounded
in terms of properties of the stationary covariance of wt . Then this asymptotic covariance
matrix is analyzed.
Throughout assume:
γ<

3.1

1
.
R2

The Bias-Variance Decomposition

The gradient at w∗ in iteration t is:
ξt := −(yt − w∗ · xt )xt ,
which is a mean 0 quantity. Also define:
Bt := I − xt x>
t .
The update rule can be written as:
wt − w∗ = wt−1 − w∗ + γ(yt − wt−1 · xt )xt
∗
= (I − γxt x>
t )(wt−1 − w ) − γξt

= Bt (wt−1 − w∗ ) − γξt .
Roughly speaking, the above shows how the process on wt − w∗ consists of a contraction
along with an addition of a zero mean quantity.
From recursion,
wt − w∗ = Bt · · · B1 (w0 − w∗ ) − γ (ξt + Bt ξt−1 + · · · + Bt · · · B2 ξ1 ) .
This immediately leads to the following lemma.
I Lemma 2. The error is bounded as:
q
1
∗
E[L(wt:T )] − L(w ) ≤
E[kwt:T − w∗ k2H |ξ0 = · · · = ξT = 0]+
2
2
q
E[kwt:T − w∗ k2H |w0 = w∗ ] ,
where
E[kwt:T − w∗ k2H |ξ0 = · · · = ξT = 0]
E[kwt:T − w∗ k2H |w0 = w∗ ]

= EkBt · · · B1 (w0 − w∗ )k2H ,
= γ 2 Ekξt + Bt ξt−1 + · · · + Bt · · · B2 ξ1 k2H .
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The first term can be interpreted as the bias. E[kwt:T − w∗ k2H |ξ0 = · · · = ξT = 0] is the
risk in a process without additive noise; the conditioning is a little misleading and is meant to
denote the error in a process without additive noise. The second term, when squared, gives
rise to the variance; it is the error under a process driven solely by noise where w0 = w∗ .
Proof. First, for vector valued random variables u and v, the fact that (Eu> Hv)2 ≤
E[kuk2H ]E[kvk2H ] implies
Eku + vk2H ≤

q
q
2
Ekuk2H + Ekvk2H .

To complete the proof of the lemma, note EL(w) − L(w∗ ) = 21 Ekw − w∗ k2H .
Bias.

J

The bias term is characterized as follows:

I Lemma 3. For all t,
E[kwt:T − w∗ k2H |ξ0 = · · · = ξT = 0] ≤ exp(−γµt)kw0 − w∗ k2 .
Proof. Assume ξt = 0 for all t. Observe:
Ekwt − w∗ k2

=

Ekwt−1 − w∗ k2 − 2γ(wt−1 − w∗ )> E[xx> ](wt−1 − w∗ )
+γ 2 (wt−1 − w∗ )> E[kxk2 xx> ](wt−1 − w∗ )

≤

Ekwt−1 − w∗ k2 − 2γ(wt−1 − w∗ )> H(wt−1 − w∗ )
+γ 2 R2 (wt−1 − w∗ )> H(wt−1 − w∗ )

≤

Ekwt−1 − w∗ k2 − γEkwt−1 − w∗ k2H

≤

(1 − γµ)Ekwt−1 − w∗ k2 ,

which completes the proof.
Variance.

J

Now suppose w0 = w∗ . Define the covariance matrix:

Ct := E[(wt − w∗ )(wt − w∗ )> |w0 = w∗ ]
Using the recursion, wt − w∗ = Bt (wt−1 − w∗ ) + γξt ,
Ct+1 = Ct − γHCt − γCt H + γ 2 E[(x> Ct x)xx> ] + γ 2 Σ

(1)

which follows from:
>
∗ >
E[(wt − w∗ )ξt+1
] = 0 , and E[(xt+1 x>
t+1 )(wt − w )ξt+1 ] = 0

(these hold since wt − w∗ is mean 0 and both xt+1 and ξt+1 are independent of wt − w∗ ).
I Lemma 4. Suppose w0 = w∗ . There exists a unique C∞ such that:
0 = C0  C1  · · ·  C∞
where C∞ satisfies:
C∞ = C∞ − γHC∞ − γC∞ H + γ 2 E[(x> C∞ x)xx> ] + γ 2 Σ .

(2)
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Proof. By recursion,
wt − w∗

=

Bt (wt−1 − w∗ ) + γξt

=

γ (ξt + Bt ξt−1 + · · · + Bt · · · B2 ξ1 ) .

Using that ξt is mean zero and independent of Bt0 and ξt0 for t < t0 ,
>
Ct = γ 2 E[ξt ξt> ] + E[Bt ξt−1 ξt−1
Bt ] + · · · + E[Bt · · · B2 ξ1 ξ1> B2> · · · Bt> ]



Now using that E[ξ1 ξ1> ] = Σ and that ξt and Bt0 are independent (for t 6= t0 ),

Ct = γ 2 Σ + E[B2 ΣB2 ] + · · · + E[Bt · · · B2 ΣB2> · · · Bt> ]
= Ct−1 + γ 2 E[Bt · · · B2 ΣB2> · · · Bt> ]
which proves Ct−1  Ct .
To prove the limit exists, it suffices to first argue the trace of Ct is uniformly bounded
from above, for all t. By taking the trace of update rule, Equation 1, for Ct ,
Tr(Ct+1 ) = Tr(Ct ) − 2γTr(HCt ) + γ 2 Tr(E[(x> Ct x)xx> ]) + γ 2 Tr(Σ) .
Observe:
Tr(E[(x> Ct x)xx> ]) = Tr(E[(x> Ct x)kxk2 ]) = Tr(Ct E[kxk2 xx> ]) ≤ R2 Tr(Ct H)

(3)

and, using γ ≤ 1/R2 ,
Tr(Ct+1 ) ≤ Tr(Ct ) − γTr(HCt ) + γ 2 Tr(Σ) ≤ (1 − γµ)Tr(Ct ) + γ 2 Tr(Σ) ≤

γTr(Σ)
.
µ

proving the uniform boundedness of the trace of Ct . Now, for any fixed v, the limit of v > Ct v
exists, by the monotone convergence theorem. From this, it follows that every entry of the
matrix Ct converges.
J
I Lemma 5. Define:
wT :=

T −1
1 X
wt .
T t=0

and so:
1
Tr(C∞ )
E[kwT − w∗ k2H |w0 = w∗ ] ≤
2
γT
Proof. Note
E[(wT − w∗ )(wT − w∗ )> |w0 = w∗ ]
T −1 T −1
1 XX
= 2
E[(wt − w∗ )(wt0 − w∗ )> |w0 = w∗ ]
T t=0 0
t =0
T
−1
T
−1 
1 XX
 2
E[(wt − w∗ )(wt0 − w∗ )> |w0 = w∗ ]+
T t=0 0
t =t

E[(wt0 − w∗ )(wt − w∗ )> |w0 = w∗ ] ,
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double counting the diagonal terms E[(wt − w∗ )(wt − w∗ )> |w0 = w∗ ]  0. For t ≤ t0 ,
0
E[(wt0 −w∗ )|w0 = w∗ ] = (I−γH)t −t E[(wt −w∗ )|w0 = w∗ ]. To see why, consider the recursion
∗
∗
∗
wt − w∗ = (I − γxt x>
t )(wt−1 − w ) − γξt and take expectations to get E[wt − w |w0 = w ] =
∗
∗
(I − γH)E[wt−1 − w |w0 = w ] since the sample xt is is independent of the wt−1 . From this,
E[(wT − w∗ )(wT − w∗ )> |w0 = w∗ ] 

T −1 T −t−1
1 X X
(I − γH)τ Ct + Ct (I − γH)τ ,
T 2 t=0 τ =0

and so,

E[kwT − w∗ k2H |w0 = w∗ ] = Tr HE[(wT − w∗ )(wT − w∗ )> |w0 = w∗ ]
T −1 T −t−1


1 X X
≤ 2
Tr H(I − γH)τ Ct + Tr Ct (I − γH)τ H .
T t=0 τ =0

Notice that H(I − γH)τ = (I − γH)τ H for any non-negative integer τ . Since H  0 and
I − γH  0, H(I − γH)τ  0 because the product of two commuting PSD matrices is PSD.
Also note that for PSD matrices A, B, TrAB ≥ 0. Hence,
E[kwT − w∗ k2H |w0 = w∗ ] ≤

T −1 ∞

2 XX
Tr H(I − γH)τ Ct
T 2 t=0 τ =0

=

∞
T −1
X

2 X
(I − γH)τ )Ct
Tr
H(
2
T t=0
τ =0

=

T −1

2 X
Tr H(γH)−1 Ct
2
T t=0

=

T −1
2 X
Tr(Ct )
γT 2 t=0

≤

2
· Tr(C∞ ) ,
γT

(∗)

from lemma 4 where (∗) followed from
(γH)−1 = (I − (I − γH))−1 =

∞
X

(I − γH)τ ,

τ =0

and the series converges because I − γH ≺ I.

3.2

J

Stationary Distribution Analysis

Define two linear operatorson symmetric matrices, S and T — where S and T can be viewed
as matrices acting on d+1
dimensions — as follows:
2
S ◦ M := E[(x> M x)xx> ] ,

T ◦ M := HM + M H .

With this, C∞ is the solution to:
T ◦ C∞ = γS ◦ C∞ + γΣ

(4)

(due to Equation 2).
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I Lemma 6. (Crude C∞ bound) C∞ is bounded as:
C∞ 

γkΣkH
I.
1 − γR2

Proof. Define one more linear operator as follows:
Te ◦ M := T ◦ M − γHM H = HM + M H − γHM H .
The inverse of this operator can be written as:
Te −1 ◦ M = γ

∞
∞
X
X
(I − γ Te )t ◦ M = γ
(I − γH)t M (I − γH)t .
t=0

t=0

which exists since the sum converges due to that 0  I − γH  I.
A few inequalities are helpful: If 0  M  M 0 , then
0  Te −1 ◦ M  Te −1 ◦ M 0 ,

(5)

since
Te −1 ◦ M = γ

∞
X

(I − γH)t M (I − γH)t  γ

t=0

∞
X

(I − γH)t M 0 (I − γH)t = Te −1 ◦ M 0 ,

t=0

(which follows since 0  I − γH). Also, if 0  M  M 0 , then
0  S ◦ M  S ◦ M0 ,

(6)

which implies:
0  Te −1 ◦ S ◦ M  Te −1 ◦ S ◦ M 0 .
The following inequality is also of use:
Σ  kH −1/2 ΣH −1/2 kH = kΣkH H .
By definition of Te ,
Te ◦ C∞ = γS ◦ C∞ + γΣ − γHC∞ H .
Using this and Equation 5,
C∞



γ Te −1 ◦ S ◦ C∞ + γ Te −1 ◦ Σ − γ Te −1 ◦ (HC∞ H)
γ Te −1 ◦ S ◦ C∞ + γ Te −1 ◦ Σ



γ Te −1 ◦ S ◦ C∞ + γkΣkH Te −1 ◦ H .

=

Proceeding recursively by using Equation 7,
C∞




(γ Te −1 ◦ S)2 ◦ C∞ + γkΣkH (γ Te −1 ◦ S) ◦ Te −1 ◦ H + γkΣkH Te −1 ◦ H
∞
X
γkΣkH
(γ Te −1 ◦ S)t ◦ Te −1 ◦ H .
t=0

Using
S ◦ I  R2 H

(7)
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and
Te −1 ◦ H
∞
∞
∞
X
X
X
=γ
(I − γH)2t H = γ
(I − γ2H + γ 2 H)t H  γ
(I − γH)t H = γ(γH)−1 H = I
t=0

t=0

t=0

leads to
C∞  γkΣkH

∞
X

(γR2 )t I =

t=0

γkΣkH
I,
1 − γR2
J

which completes the proof.
I Lemma 7. (Refined C∞ bound) The Tr(C∞ ) is bounded as:
Tr(C∞ ) ≤

γ
1 γ 2 R2
dkΣkH
Tr(H −1 Σ) +
2
2 1 − γR2

Proof. From Lemma 6 and Equation 6,
S ◦ C∞ 

γkΣkH
γR2 kΣkH
S
◦
I

H.
1 − γR2
1 − γR2

Also, from Equation 2, C∞ satisfies:
HC∞ + C∞ H = γS ◦ C∞ + γΣ .
Multiplying this by H −1 and taking the trace leads to:
γ
γ
Tr(C∞ ) =
Tr(H −1 · (S ◦ C∞ )) + Tr(H −1 Σ)
2
2
γ
1 γ 2 R2
−1
kΣkH Tr(H H) + Tr(H −1 Σ)
≤
2 1 − γR2
2
2 2
1 γ R
γ
=
dkΣkH + Tr(H −1 Σ)
2 1 − γR2
2
J

which completes the proof.

3.3

Completing the proof of Theorem 1

Proof. The proof of the theorem is completed by applying the developed lemmas. For the
bias term, using convexity leads to:
1
E[kwt:T − w∗ k2H |ξ0 = · · · ξT = 0] ≤
2
≤

1 2
R E[kwt:T − w∗ k2 |ξ0 = · · · ξT = 0]
2
T −1
1 R2 X
E[kwt0 − w∗ k2 |ξ0 = · · · ξT = 0]
2T −t 0
t =t

≤

1
exp(−γµt)R2 kw0 − w∗ k2 .
2

For the variance term, observe that
1
Tr(C∞ )
1
E[kwt:T − w∗ k2H |w0 = w∗ ] ≤
≤
2
γ(T − t)
T −t
which completes the proof.



1
1 γR2
Tr(H −1 Σ) +
dkΣkH
2
2 1 − γR2


,
J
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Abstract
Distributed algorithms are inherently hard to get right, and a major challenge is to come up with
automated techniques for error detection and recovery. The talk will survey recent results on the
synthesis of distributed monitors and controllers.
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1

Overview

Distributed applications represent a significant part of our everyday life. Typically, our
personal data are stored on remote distributed servers, data management relies on remote
applications, data-intensive computations are performed on computer clusters, etc. Since
distributed applications are deployed at increasingly large scale, they have to be reliable and
robust, satisfying stringent correctness criteria. But distributed programs are hard to get
right, and errors can be very subtle1 .
Formal methods, and in particular model-checking, can produce rigorous, automated
reliability proofs for hardware and software systems. The area has always had special interest
in distributed applications, for two reasons. First, distributed programs are error prone,
because programmers have to consider all possible effects induced by different schedulings
of events. Second, testing, which is widely used for certifying sequential programs, tends to
have low coverage in the distributed setting, because bugs are usually difficult to reproduce:
they may happen under very specific thread schedules, and the likelihood of taking such
corner-case schedules may be very low. As a consequence, automated verification techniques
represent a crucial support in the development of reliable distributed applications.
Many recent advances in formal methods are motivated by a substantial increase in
deploying distributed applications like robot-assisted systems, cloud-based services, etc.
However, formal verification of distributed programs is still extremely challenging. The
first challenge is scalability: automated verification, such as model-checking and other traditional exploration techniques, can only handle small instances of concurrent programs,
mostly because of the very large number of possible states and of the asynchronicity of
concurrent executions. The second challenge is parametrization: distributed protocols are
usually designed to work for an arbitrary number of concurrent processes, which means that
verification is required for an arbitrary number of processes. The third challenge is related to

1

A well-known quotation of Leslie Lamport says "A distributed system is one in which the failure of a
computer you didn’t even know existed can render your own computer unusable."
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contextual assumptions: distributed programs are often designed under specific assumptions
about synchronicity, failure behaviors, etc., which are often either difficult to model or even
hard to formalize at an informal level.
Runtime verification. In traditional model-checking, distributed programs and algorithms
are modeled as a set of communicating finite-state processes, and the correctness of all possible executions is specified in some temporal logic. If at all doable, model-checking usually
requires finite abstractions and clever heuristics, like partial-order reduction [9, 17, 21], in
order to cope with the scalability problem. Runtime verification is an appealing alternative method to traditional exhaustive exploration, situated somewhere between testing and
model-checking (see e.g. the surveys [12, 10] and the dedicated conference RV running for
more than 15 years). Runtime verification is about monitoring program executions against
formal specifications, and is a support for error detection. But designing distributed monitors from a given specification is significantly more difficult than for sequential programs,
since for sake of feasibility, let alone efficiency, the monitoring information has to be computed by a distributed algorithm using only the communication means provided by the
execution of the monitored program. The challenge here is to come up with algorithms constructing efficient monitors on various communication architectures, and with a reasonable
computational overhead.
Synthesis. In reactive synthesis the goal is to automatically derive from some given specification a reactive program, that is, a program interacting continuously with its environment.
The notion of reactive synthesis goes back to work by Church in the 60s [1], and it has given
birth to a beautiful and rich theory of automata, logics and games of infinite duration (see
e.g. [11, 20]). The games paradigm captures the idea of interaction between a program and
its environment, and computing a winning strategy amounts to construct a program that
behaves correctly in any possible situation. Nowadays the efforts to translate the theory into
practical algorithms are considerable: a growing number of synthesis tools are available, and
there is the dedicated annual tool competition Syntcomp@CAV.
The reactive synthesis of distributed programs is a particularly attractive problem because distributed programs are notoriously hard to get right. The problem has been considered already in the early 90s, starting with a model proposed by Pnueli and Rosner [18]:
processes communicate via shared variables synchronously, according to a fixed communication architecture. Each process has a partial view about the global state, since its knowledge
is limited to its input variables. The partial knowledge of processes has as consequence that
the distributed synthesis problem is decidable only for very restricted communication architectures, without so-called information forks [5], basically for pipelines only [14].

2

Going distributed

The main distinguishing feature of runtime verification is that it is performed at runtime,
by continuously checking program executions against formal specifications. This opens the
possibility to use it as support for error diagnosis, and also to deploy correction mechanisms
when an illegal behavior of the program is detected.
The traditional runtime verification approach is to construct a monitor from a given
property. The monitor is then used to check e.g. the current execution of the system. In
other words, the monitor reads the finite trace incrementally and it is supposed to notify if
an error occurs. While in model-checking all executions of the system are considered (often
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with emphasis on infinite executions) runtime verification deals with a single execution
at a time and does not require complete knowledge about the program or system. In
other terms, runtime verification can be applied on black-box systems for which no model
is available. It also represents a lightweight method regarding complexity, since from a
theoretical viewpoint monitoring single traces simply corresponds to the word problem.
The main issue in runtime monitoring is the complexity of the monitor, i.e., its memory and
computation time requirements, as a monitor runs in parallel with the system and should
not slow it down too much.
Designing distributed monitors from a given specification is far more challenging than
for sequential programs, as the monitoring information has to be computed by a distributed
algorithm. A straightforward, but impractical, way to monitor a distributed program is to
synchronize the relevant components and to inquire about their states. A much better way
to do this is to build local monitors that deduce the required information by recording and
exchanging suitable information using mainly the communication means provided by the
execution of the monitored program. So the main point about distributed monitoring is to
avoid adding synchronization in the program, since this usually impacts negatively on the
overall performance [19].
A very successful example for the automatic generation of distributed monitors has its
roots in the theory of Mazurkiewicz traces [15]. Within this theory, Zielonka’s theorem [22]
is a prime example of synthesis of distributed, finite-state monitors. A Zielonka automaton
is in essence the parallel composition of finite-state processes that synchronize over shared
actions. Many researchers contributed to simplify the construction and to improve its complexity. The most recent construction [7] produces deterministic distributed monitors of
size that is exponential in the number of processes (and polynomial in the size of a DFA
for the monitoring property). It is very challenging to try to adapt Zielonka’s construction
to models involving other types of synchronization. Generally speaking, constructing distributed monitors for specific architectures, and under specific conditions, like robustness
under failures, is an important open problem.
Reactive synthesis. Reactive synthesis lays the ground for error recovery, once errors have
been detected through monitoring. It can support for example the design of controllers
that are in charge of taking appropriate recovery steps, depending on the failure cause.
Zielonka automata turned out to be a promising alternative for reactive synthesis as well.
The crucial difference compared to the model of Pnueli-Rosner is that the synchronization
of processes in a Zielonka controller entails an exchange of information about the local
knowledge. So although information is still partial, it is in some sense complete, according
to the communication architecture. The decidability status of reactive distributed synthesis
in this model is still open, but the problem is known to be decidable when the communication
structure is acyclic [8, 16]. This result, together with some decidability results for restricted
communication [6, 13], makes the Zielonka version of distributed synthesis more attractive
than the one of Pnueli-Rosner.
Recently, Petri games were proposed as another formulation of the distributed reactive
synthesis. These games are played on Petri nets, with places that are either controllable
(belonging to the system) or uncontrollable (belonging to the environment). As for Zielonka
automata, the decidability status of the synthesis problem is open. The synthesis problem
was shown to be decidable whenever there is a single environment token, and a bounded
number of system tokens [4]. Petri net games are an interesting alternative to Zielonka
automata, but the precise relation between the two models remains to be explored.
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Negotiation diagrams [2], a concurrency model inspired by workflow nets, can offer another fruitful setting for the synthesis problem. A negotiation diagram describes a distributed system with a fixed set of sequential processes. The diagram is composed of “atomic
negotiations”, each one involving some subset of processes. An atomic negotiation starts
when all its participants are ready to engage in it, and concludes with the selection of one
out of a fixed set of possible outcomes; for each participant process, the outcome determines which atomic negotiations the process is willing to engage in at the next step. In
essence, deterministic negotiations are stateless Zielonka automata, and it turns out that
their analysis is algorithmically much easier in some cases. For example, sound diagrams
have polynomial-time algorithms for Mazurkiewicz-invariant static analysis problems [3].
Negotiations are very likely to be an attractive setting for distributed synthesis as well.
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Abstract
Estimating a matrix based on partial, noisy observations is prevalent in variety of modern applications with recommendation system being a prototypical example. The non-parametric latent variable model provides canonical representation for such matrix data when the underlying
distribution satisfies “exchangeability” with graphons and stochastic block model being recent
examples of interest. Collaborative filtering has been a successfully utilized heuristic in practice
since the dawn of e- commerce. In this extended abstract, we will argue that collaborative filtering (and its variants) solve matrix estimation for a generic latent variable model with near
optimal sample complexity.
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1

Introduction

We consider the question of sparse matrix estimation (or completion) with noisy observations.
As a prototype for such a problem, consider a noisy observation of a social network where
observed interactions are signals of true underlying connections. We might want to predict
the probability that two users would choose to connect if recommended by the platform,
e.g. LinkedIn. As a second example, consider a recommendation system where we observe
movie ratings provided by users, and we may want to predict the probability distribution
over ratings for specific movie-user pairs. A popular collaborative filtering approach suggests
using “similarities” between pairs of users to estimate the probability of a connection being
formed or a movie being liked. Traditionally, the similarities between pair of users in a
social network is computed by comparing the set of their friends or in the context of movie
recommendation, by comparing commonly rated movies. In the sparse setting, however most
pairs of users have no common friends, or most pairs of users have no commonly rated movies;
thus there is insufficient data to compute the traditional similarity metrics.
In this work, the primary interest is to understand how well does such a simple, intuitive
approach to compute similarities between pair of users for matrix estimation work. In the
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process, we provide a way to extend the notion of the similarities utilized in practice by
incorporating information within a larger radius neighborhood rather than restricting only
to immediate neighbors. We establish that it achieves best-known sample complexity which
matches well known, conjectured lower bound for a special instance of the generic problem,
the mixed membership stochastic block model.

1.1

Model, Problem Statement

The question discussed above can be mathematically formulated as a matrix estimation
problem. Let F be an n × n matrix which we would like to estimate, and let Z be a
noisy signal of matrix F such that E[Z] = F . The available data is denoted by (E, M ),
where E ⊂ [n] × [n] denotes the subset of indices for which data is observed, and M is the
n × n symmetric data matrix1 where M (u, v) = Z(u, v) for (u, v) ∈ E, and M (u, v) = 0 for
(u, v) ∈
/ E. We can equivalently represent the data with an undirected weighted graph G with
vertex set [n], edge set E, and edge weights given by M . We shall use graph and matrix
notations in an interchangeable manner. Given the data (E, M ), we would like to estimate
the original matrix F . We assume a uniform sampling model, where each entry is observed
with probability p independently of all other entries.
We shall assume that each u ∈ [n] is associated to a latent variable αu ∈ X1 , which is
drawn independently across indices [n] as per distribution P1 over a bounded compact space
X1 . We shall assume that the expected data matrix can be described by the latent function f ,
i.e. F (u, v) = f (αu , αv ), where f : X1 × X1 → R is a symmetric function. We note that such
a structural assumption or the so-called Latent Variable Model is a canonical representation
for exchangeable arrays as shown by Aldous and Hoover [5, 22, 6]. For each observation, we
assume that E[Z(u, v)] = F (u, v), Z(u, v) is bounded and {Z(u, v)}1≤u<v≤n are independent
conditioned on the node latent variables.
The goal is to find smallest p, as a function of n and structural properties of f , so
that there exists an algorithm that can produce F̂ , an estimate of matrix F , so that the
P
Mean-Squared-Error (MSE) between F̂ and F , n12 u,v∈[n] (F̂ (u, v) − F (u, v))2 , converges to
0 as n → ∞.

1.2

Related Works

The matrix estimation problem introduced above, as special cases, includes problems from
different areas of literature: matrix completion popularized in the context of recommendation
systems, graphon estimation arising from the asymptotic theory of graphs, and community
detection using the stochastic block model or its generalization known as the mixed membership stochastic block model. We shall discuss key representative results here. We discuss the
scaling of the sample complexity with respect to d (model complexity, usually rank) and n
for polynomial time algorithms, including results for both mean squared error convergence,
exact recovery in the noiseless setting, and convergence with high probability in the noisy
setting.
In the context of matrix completion, there has been much progress under the low-rank
assumption and additive noise model. Most theoretically founded methods are based on
spectral decompositions or minimizing a loss function with respect to spectral constraints
[23, 24, 14, 15, 32, 30, 18, 17, 16].

1

The asymmetric variation of this question can be casted as symmetric version. See [7] for a detailed
discussion.
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Most of the results in matrix completion require additive noise models, which do not
extend to setting when the observations are binary or quantized. The Universal Singular
Value Thresholding (USVT) estimator [16] is able to handle general bounded noise, although
it requires a few log factors more in its sample complexity compared to what is conjectured
optimal and what our result achieves for low-rank matrices.
There is also a significant amount of literature which looks at the estimation problem
when the data matrix is binary, also known as 1-bit matrix completion, stochastic block
model (SBM) parameter estimation, or graphon estimation. The latter two terms are found
within the context of community detection and network analysis, as the binary data matrix
can alternatively be interpreted as the adjacency matrix of a graph – which are symmetric, by
definition. Under the SBM, each vertex is associated to one of d community types, and the
probability of an edge is a function of the community types of both endpoints. Estimating
the n × n parameter matrix becomes an instance of matrix estimation. In SBM, the expected
matrix is at most rank d due to its block structure. Precise thresholds for cluster detection
(better than random) and estimation have been established by [1, 2, 3]. Our work, both
algorithmically and technically, draws insight from this sequence of works, extending the
analysis to a broader class of generative models through the design of an iterative algorithm,
and improving the technical results with precise MSE bounds.
The mixed membership stochastic block model (MMSBM) allows each vertex to be
associated to a length d vector, which represents its weighted membership in each of the d
communities. The probability of an edge is a function of the weighted community memberships
vectors of both endpoints, resulting in an expected matrix with rank at most d. Recent work
by [33] provides an algorithm for weak detection for MMSBM with sample complexity d2 n,
when the community membership vectors are sparse and evenly weighted. They provide
partial results to support a conjecture that d2 n is a computational lower bound, separated
by a gap of d from the information theoretic lower bound of dn. Our result achieves close
to this conjectured lower bound, with a sample complexity of ω(d5 n) in order to guarantee
consistency, which is much stronger than weak detection, in a much more generic setting.
Graphon estimation extends SBM and MMSBM to the generic Latent Variable Model
where the probability of an edge can be any measurable function f of real-valued types (or
latent variables) associated to each endpoint. Graphons were first defined as the limiting
object of a sequence of large dense graphs [13, 19, 29], with recent work extending the theory
to sparse graphs [11, 12, 10, 34]. In the graphon estimation problem, we would like to
estimate the function f given an instance of a graph generated from the graphon associated
to f .
[20, 25] provide minimax optimal rates for graphon estimation; however a majority of the
proposed estimators are not computable in polynomial time, since they require optimizing
over an exponentially large space (e.g. least squares or maximum likelihood) [35, 9, 8, 20, 25].
[9] provided a polynomial time method based on degree sorting in the special case when the
expected degree function is monotonic. To our knowledge, existing positive results for sparse
graphon estimation require either strong monotonicity assumptions [9], or rank constraints
as assumed in the SBM, the 1-bit matrix completion, and in this work.
We call special attention to the similarity based methods which are able to bypass the
rank constraints, relying instead on smoothness properties of the latent function f (e.g.
Lipschitz) [36] as well as this work [27, 7]. They hinge upon computing similarities between
rows or columns by comparing commonly observed entries. Similarity based methods, also
known in the literature as collaborative filtering, have been successfully employed across
many large scale industry applications (Netflix, Amazon, Youtube) due to its simplicity
and scalability [21, 28, 26, 31]; however the theoretical results have been relatively sparse.
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These recent results suggest that the practical success of these methods across a variety of
applications may be due to its ability to capture local structure.
A key limitation of this approach that this work overcomes is ability to deal with sparsity.
In particular, [36] works when p = 1 (or all data is observed). Our result requires for
p = ω(n−1/2 ) for any Lipschitz function instead, and p = ω(d5 n−1 ) when the underlying
model is low-rank with rank being d.

2

Algorithm

The algorithm that we propose uses the concept of local approximation, first determining
which datapoints are similar in value, and then computing neighborhood averages for the
final estimate. All similarity-based collaborative filtering methods have the following basic
format:
1. Compute distances between pairs of vertices, e.g.,
dist(u, a) ≈

R
X1

(f (αu , t) − f (αa , t))2 dP1 (t).

(1)

2. Form estimate by averaging over “nearby” datapoints,
F̂ (u, v) =

1
|Euv |

P

(a,b)∈Euv

M (a, b),

(2)

where Euv := {(a, b) ∈ E s.t. dist(u, a) < ξ(n), dist(v, b) < ξ(n)}.
We will choose the threshold ξ(n) depending on dist in order to guarantee that it is small
enough to drive the bias to zero, ensuring the included datapoints are close in value, yet
large enough to reduce the variance, ensuring |Euv | diverges. In what follows, we describe
two methods to compute distances. The first method uses immediate neighbors to estimate
distance while the second utilizes far-away neighbors to estimate distance. Therefore, the
first method works well when we have denser sampling, p = ω(n−1/2 ) while the second works
for much sparse regime.

2.1

Distance using Immediate Neighbors

Like classical collaborative filtering using in practice, we approximate the L2 distance of (1)
by using variants of the finite sample approximation,
dist0 (u, a) =

1
|Oua |

P

y∈Oua (F (u, y)

− F (a, y))2 ,

(3)

where y ∈ Oua iff (u, y) ∈ E and (a, y) ∈ E [4, 36, 27]. This approach works well when
p = ω(n−1/2 ). However, for much sparser setting (i.e. p = o(n−1/2 )) with high probability,
Oua = ∅ for almost all pairs (u, a), such that this distance cannot be computed. This requires
us to utilize far-way neighbors.

2.2

Distance using Far-away Neighbors

Some Notations. We shall assume that f has finite spectrum with rank d when regarded
as an integral operator, i.e. for any αu , αv ∈ X1 ,
f (αu , αv ) =

d
X
k=1

λk qk (αu )qk (αv ),
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where λk ∈ R for 1 ≤ k ≤ d, qk are orthonormal `2 functions for 1 ≤ k ≤ d such that
Z
Z
qk (y)2 dP1 (y) = 1 and
qk (y)qh (y)dP1 (y) = 0 for k 6= h.
X1

X1

We assume that there exists some Bq such that supy∈[0,1] |qk (y)| ≤ Bq for all k.
Let Λ denote the d × d diagonal matrix with {λk }k∈[d] as the diagonal entries, and let Q
denote the d × n matrix where Q(k, u) = qk (αu ). Since Q is a random matrix depending
on the sampled α, it is not guaranteed to be an orthonormal matrix (even though qk are
orthonormal functions). By definition, it follows that F = QT ΛQ. Let d0 ≤ d be the number
of distinct valued eigenvalues amongst λk , 1 ≤ k ≤ d. Let Λ̃ denote the d × d0 matrix where
Λ̃(a, b) = λb−1
a .
Intuition. To that end, visualize the data via a graph with edge set E, then (3) corresponds
to comparing common neighbors of vertices u and a. A natural extension when u and a have
no common neighbors, is to instead compare the r-hop neighbors of u and a, i.e. vertices y
which are at distance exactly r from both u and a. We compare the product of weights along
edges in the path from u to y and a to y respectively, which in expectation approximates
R
Qr−2
Q
f (αu , t1 )( s=1 f (ts , ts+1 ))f (tr−1 , αy )d i∈[r−1] P1 (ti )
X1r−1
P
= k λrk qk (αu )qk (αy )
= eTu QT Λr Qey .

(4)

We choose a large enough r such that there are sufficiently many “common” vertices y which
have paths to both u and a, guaranteeing that our distance can be computed from a sparse
dataset.
Definition of Distance. We first expand local neighborhoods of radius r around each vertex.
Let Su,s denote the set of vertices which are at distance s from vertex u in the graph defined
by edge set2 E. Specifically, i ∈ Su,s if the shortest path in G = ([n], E) from u to i has a
length of s. Let Bu,s denote the set of vertices which are at distance at most s from vertex
u in the graph defined by E, i.e. Bu,s = ∪st=1 Su,t . Let Tu denote a breadth-first tree in G
rooted at vertex u. The breadth-first property ensures that the length of the path from u to
i within Tu is equal to the length of the shortest path from u to i in G. If there is more than
one valid breadth-first tree rooted at u, choose one uniformly at random. Let Nu,r ∈ [0, 1]n
denote the following vector with support on the boundary of the r-radius neighborhood of
vertex u (we also call Nu,r the neighborhood boundary):
(Q
Nu,r (i) =

(a,b)∈pathTu (u,i)

0

M (a, b) if i ∈ Su,r ,
if i ∈
/ Su,r ,

where pathTu (u, i) denotes the set of edges along the path from u to i in the tree Tu . The
sparsity of Nu,r (i) is equal to |Su,r |, and the value of the coordinate Nu,r (i) is equal to the
product of weights along the path from u to i. Let Ñu,r denote the normalized neighborhood
boundary such that Ñu,r = Nu,r /|Su,r |. We will choose radius r = 68ln(1/p)
ln(pn) .

2

For establishing correctness of algorithm, the edges are divided into three random subsets. See [7] for
details. Here, to keep exposition simple, we will ignore this technical aspect. We conjecture that similar
results hold for this variant of the algorithm as well.
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1. For each pair (u, v), compute dist1 (u, v) according to
1−p
p



Ñu,r − Ñv,r

T


M Ñu,r+1 − Ñv,r+1 .

2. For each pair (u, v), compute distance according to
dist2 (u, v) =

P

i∈[d0 ] zi ∆uv (r, i),

where ∆uv (r, i) is defined as
1−p
p



Ñu,r − Ñv,r

T


M Ñu,r+i − Ñv,r+i ,

0

and z ∈ Rd is a vector that satisfies Λ2r+2 Λ̃z = Λ2 1. z always exists and is unique
because Λ̃ is a Vandermonde matrix (see below where both Λ and Λ̃ are defined) and
Λ−2r 1 lies within the span of its columns.

3

Main Results

We state results for both type of distances: using immediate neighbors and using far-away
neighbors.

3.1

Distance Using Immediate Neighbors

The distance defined using immediate neighbors (cf. (3)) was analyzed in [27]. It proves that
a similarity based collaborative filtering-style algorithm provides a consistent estimator for
matrix completion under the additive noise model with generic function as long as the latent
function is Lipschitz, not just low rank; however, it requires Õ(n3/2 ) samples. We refer a
reader to see [27] precise statement of the theorem.

3.2

Distance Using Immediate Neighbors

The distance defined using far-away neighbors (cf. dist1 and dist2 ) was analyzed in [7].
It establishes that the expected squared error of the estimate computed in (2) using dist1
converges to zero with n for p = ω(n−1+ ) for some  > 0, i.e. p must be polynomially larger
than n−1 . On the other hand, the expected squared error of the estimate computed in (2)
using dist2 conveges to zero for p = ω(d5 n−1 ).
It should be noted that computing dist1 does not require knowledge of the spectrum of
f . But, computing dist2 requires full knowledge of the eigenvalues (λ1 . . . λd ) to compute
the vector z. It seems plausible that the technique employed by [2] could be used to design a
modified algorithm which does not need to have prior knowledge of the spectrium. They
achieve this for the stochastic block model case by bootstrapping the algorithm with a
method which estimates the spectrum first and then computes pairwise distances with the
estimated eigenvalues.
Acknowledgements. I want to thank my co-authors Christian Borgs (Microsoft Research
New England), Jennifer Chayes (Microsoft Research New England), Christina Lee (MIT /
Microsoft Research New England / Cornell), Yihua Li (MIT / Microsoft) and Dogyoon Song
(MIT). The bulk of the work reported in this extended abstract of talk is part of PhD Thesis
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Abstract
Information-theoretic cryptography is full of open problems with a communication-complexity
flavor. We will describe several such problems that arise in the study of private information
retrieval, secure multi-party computation, secret sharing, private simultaneous messages (PSM)
and conditional disclosure of secrets (CDS). In all these cases, there is a huge (exponential) gap
between the best known upper and lower bounds. We will also describe the connections between
these problems, some old and some new.
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1

Introduction

Information-theoretic cryptography deals with problems of secure communication and secure
computation against computationally unbounded adversaries. While much of cryptography
relies on unproven computational assumptions (and in particular, provides only conditional
security), information-theoretic cryptography provides absolute guarantees that are independent of any computational assumption. As such, in the field of information-theoretic
cryptography, one could hope to gain a complete understanding of the landscape of secure
communication and computation, namely, classify which tasks are possible and which are
not, and precisely quantify the computational and communication cost of security.
Indeed, Shannon’s celebrated work [33] gave us such a complete picture for secure
communication against unbounded adversaries: namely that the one-time pad is essentially
the best one can do. While several influential works extended the basic model of secure
communication to leverage environmental noise [35] or quantum effects [6] to accomplish
information-theoretically secure communication in a larger range of settings, Shannon’s
characterizations gave us a clean and satisfying answer to the basic question.
The situation in secure computation turns out to be very different. Broadly speaking,
secure computation [36, 22, 5, 10] deals with settings where two or more parties wish to
communicate and compute a joint function f on their private inputs while revealing nothing
to each other except the output of the computation. The primary complexity measure of
secure computation protocols that we care about is their communication complexity.
Secure computation is replete with primitives and settings where there is an exponential
gap between the known upper and lower bounds on communication complexity. In the basic
setting of information theoretically secure 3-party computation that we describe in more
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detail below, the best protocols to compute an arbitrary function incur communication cost
2O(n) where n is the total bit-length of the inputs of all parties, whereas the best lower
bounds are linear in n. This leads us to ask:
What is the true communication overhead of secure computation?
Furthermore, all known approaches for information-theoretically secure computation incur
a communication cost that is proportional to the computational cost of the function (in
some computational model, say as a Boolean or arithmetic circuit). Thus, these approaches
get stuck at the so-called circuit-size barrier. Yet another fundamental question in the
foundations of information-theoretic cryptography is:
Does the communication cost of secure computation depend on the computational
cost?
It is worth noting here that a simple counting argument establishes the existence of
functions that require exponentially large circuits, but a similar statement is not known for
the communication cost. That is, we do not even know whether there exist functions that
require super-linear communication to securely compute.
In the rest of this extended abstract, we describe a number of objects of interest in
information-theoretic cryptography – private information retrieval, secure multiparty computation, private simultaneous messages, conditional disclosure of secrets, and secret sharing –
and the relations among them, as well as the open problems associated to these objects.

2

Information-Theoretic Primitives and their Problems

Private Information Retrieval (PIR). PIR is a protocol among one or more non-communicating servers each holding the same database D, thought of as an N -bit string, and a user
holding an index i ∈ [N ]. The user wishes to retrieve the i-th bit D[i] from the server(s),
without revealing any information about i. Clearly, the server(s) can rather inefficiently
accomplish this by sending the entire string D to the user. The objective of PIR, then, is to
achieve this goal while communicating (significantly) less than N bits. Such PIR schemes
are deemed non-trivial.
Chor, Goldreich, Kushilevitz and Sudan [11], who first defined PIR, also showed that
non-trivial single-server PIR schemes (with communication less than N bits) require computational assumptions. One line of research that resulted from this work showed several
constructions of single-server PIR with decreasing communication complexity under various cryptographic assumptions [27, 9, 28, 7, 20, 19, 8], culminating in [8] that achieves
the asymptotically optimal communication complexity of O(log N + λ) bits where λ is the
cryptographic security parameter.
Chor, Goldreich, Kushilevitz and Sudan also proposed the natural setting of multi-server
PIR where two or more non-communicating servers each holding the same database D
interact with the client holding an index i. The client is guaranteed that its index is private
as long as the servers do not collude with each other.
In the spirit of our questions, let us mention
√ here that the best two-server PIR protocols
have total communication complexity 2Õ( log N ) [15] while the lower bound is “merely”
(5 − o(1)) log N [31, 34]. We refer the reader to the excellent survey of Yekhanin and
the bibliography maintained by Gasarch [37, 17] for pointers to the long line of work on
information-theoretically secure multi-server PIR protocols. Curiously, such PIR schemes
turn out to be equivalent in a precise sense to locally decodable codes, an object that does
not refer to privacy at all [26].
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Secure Multiparty Computation (MPC). In the setting of MPC, a collection of k parties
wish to collaborate to compute a publicly known function f on their respective inputs
x1 , x2 , . . . , xk without leaking any information to each other except the output f (x1 , . . . , xk ).
Such a protocol should be secure against collusions of t corrupted parties. It is well-known
that 2-party secure computation of even simple functions requires computational assumptions
even against a semi-honest adversary, thus for our purposes, the simplest setting to think
about is the 3-party setting with a single corrupted party.
Canonical ways of achieving MPC go through some explicit computational representation
of the function f either as a circuit [5, 10] or as a branching program [23]. Consequently,
there are functions f for which such MPC protocols have communication exponential in the
(total) input length simply because, by a counting argument, there are functions f which
require exponentially large circuits (resp., branching programs). Must this be the case?
The lower bounds on the communication complexity of MPC are few and far between.
To the best of our knowledge, the state of the art is the work of Data, Prabhakaran and
Prabhakaran [13] who show a 1.5n − o(n) lower bound for 3-party secure computation (in
the presence of a single corrupted party) where n is the total input length of all the parties.
Since insecure computation can be achieved by communicating just n bits, this shows that
achieving security has its price. However, here again, there is a large gap in communication
between known protocols and lower bounds.
Interestingly, the two problems we just discussed, namely PIR and MPC, turn out to be
equivalent to each other. A beautiful result of Ishai and Kushilevitz [24] tells us that any
k-server PIR protocol gives us a (k + 1)-party secure computation protocol tolerating a single
corruption with nearly the same communication complexity, and vice versa. In particular, in
the case of 3 parties, the PIR protocol of [15]
gives us a 3-party computation protocol for
√
arbitrary functions with communication 2Õ( n) where n is the total input size.
Private Simultaneous Messages (PSM). Feige, Kilian and Naor [16] considered multiparty
computation in a very structured and clean model called the private simultaneous messages
(PSM) model (inspired by the simultaneous messages model of Babai, Kimmel and Lokam [2]).
In the two-party PSM setting, Alice has an input x and Bob has input y, and they share a
common random string which is unknown to the outside world. They send a single message
each to a referee called Charlie. In turn, after receiving these messages, Charlie should be
able to learn f (x, y) (for a fixed, publicly known, function f ) but nothing else about x or y.
Since neither Bob nor Alice receive any additional information in the course of the protocol,
they learn nothing about each other’s input.
Again, there are large gaps between lower and upper bounds in this model. Feige, Kilian
and Naor showed that there are functions that require 1.5n − o(n) bits of communication in
this model (where n is the total input length of Alice and Bob). In a recent work, Beimel,
Ishai, Kumaresan and Kushilevitz [4] showed that every function f has a PSM protocol
with communication 2n/4 where n again is the total input length. Narrowing this gap is an
important open problem.
Conditional Disclosure of Secrets (CDS). Two-party conditional disclosure of secrets
(CDS) first defined by Gertner, Ishai, Kushilevitz and Malkin [21] is an important special case
of PSM: two parties want to disclose a secret to a third party if and only if their respective
inputs satisfy some fixed predicate φ. Concretely, Alice holds x, Bob holds y and in addition,
they both hold a secret m ∈ {0, 1} (along with some additional private randomness w).
Charlie knows both x and y but not m; Alice and Bob want to disclose m to Charlie iff
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φ(x, y) = 1. How many bits do Alice and Bob need to communicate to Charlie?
This is a very simple and natural model where non-private computation requires very little
communication (just a single bit), whereas the best upper bound for private computation
is exponential. Indeed, in the non-private setting, Alice or Bob can send m to Charlie,
upon which Charlie computes φ(x, y) and decides whether to output m or ⊥. This trivial
protocol with one-bit communication is not private because Charlie learns m even when the
predicate is false. In contrast, in the private setting, we have a big gap between upper and
lower-bounds. The best upper bound
we have for CDS for general predicates φ requires that
√
Õ( n)
Alice and Bob each transmits 2
bits [29]. This upper bound works by translating a
special
type
of
PIR
protocol
into
a
CDS
scheme. Indeed, the communication complexity of
√
2Õ( n) is closely related to that of the Dvir-Gopi 2-server PIR scheme.
The best known lower bound is Ω(log n) [18, 1] which is a double-exponential factor away
from the upper bound! A central open problem is to narrow this gap; a concrete question in
this direction is to improve the lower bound to Ω(n) even for a non-explicit function. On this
√
note, we remark that [18] show an Ω( n) lower bound for the inner product predicate for
special type of CDS protocols where Charlie’s reconstruction algorithm is a linear function
computed on the messages of Alice and Bob.
One could of course consider multi-party versions of both PSM
and CDS. Recently, [30]
√
showed a CDS protocol that achieves the same complexity of 2Õ( n) even for arbitarily many
parties.
Secret Sharing. The classical problem of secret sharing [32], more precisely non-threshold
secret sharing [25], is closely related to multiparty CDS (see, e.g., [30] for more details on this
connection). For general non-threshold secret-sharing schemes, the best upper bounds on the
(individual) share size are exponential in the number of parties n, namely 2n−o(n) , whereas
the best lower bounds are nearly linear [12], namely Ω(n/ log n) (see Beimel’s survey [3] for
more details).
In summary, there is a rich landscape of problems in information-theoretic cryptography, all
closely related to secure computation, where there is a large gap between known upper and
lower bounds on their communication complexity. Furthermore, there are non-trivial relations
between all these problems. For example, MPC and PIR are equivalent modulo computational
considerations [24]; PSM is a special type of MPC with a restricted communication pattern;
multi-server PIR protocols of a special form give us CDS protocols with an equivalent
communication complexity [29]; and multi-party CDS protocols are closely related to secret
sharing. Despite recent progress [4, 14, 1, 29, 30], much remains to be uncovered in this
world, eventually leading us to a better understanding of the question: What is the true
communication overhead of secure computation?
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1

Introduction

In their famous 1959 paper on finite-state automata [14] Rabin and Scott prove that
1. the reverse of a given non-deterministic finite-state automaton recognizes the reverse of
the language recognized by the given automaton and
2. every non-deterministic finite-state automaton can be turned into an equivalent deterministic finite-state automaton.
From an automata-theoretic point of view, these results can be interpreted as follows. The
class of regular languages can be defined by either one of the following finite-state automaton
models: forward deterministic, forward non-deterministic, backward deterministic, backward
non-deterministic.
For infinite words, more precisely, for ω-words, the situation is the same as long as powerful
acceptance conditions (such as the parity, Rabin, or Muller condition) are used [8, 13, 10]. For
the plain Büchi acceptance condition (or even the more flexible generalized Büchi condition),
the situation is different: forward non-deterministic, backward deterministic, and backward
non-deterministic automata can be used to define the class of regular ω-languages [2, 3], but
forward deterministic automata are strictly weaker [7]. So, in some sense, if one wants a
“complete” deterministic automaton model with a simple acceptance condition for regular
ω-languages, the model of choice is backward deterministic Büchi automata.
This paper explains how backward deterministic Büchi automata are defined, what their
main features are, and how they can be applied to solve problems in temporal logic.

2

Backward deterministic Büchi automata

Backward deterministic Büchi automata were introduced by Carton and Michel in [2, 3],
where these automata are termed “complete unambiguous Büchi automata” or “CUBA”, for
short.
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A backward deterministic Büchi automaton is determined by
a finite set of states S,
an initial Büchi condition B ⊆ S,
a final condition I ⊆ S, and
a transition relation ∆ ⊆ S × A × S which is reverse deterministic in the sense that there
is a function δ∶ S ← A × S such that ∆ = {(δ(a, s), a, s) ∣ a ∈ A, s ∈ S}.
In a backward deterministic generalized Büchi automaton the initial condition is B ⊆ 2S ; the
elements of B are called Büchi sets.
The above only describes the formal ingredients of a backward deterministic (generalized)
Büchi automaton. There is also a semantic requirement that needs to be met. It is required
that for every ω-word there is exactly one initial run. This means that for every ω-word
u ∈ Aω there is exactly one sequence r ∈ S ω such that
si = δ(ai , si+1 ) for every i ∈ ω and
there exist infinitely many i such that si ∈ B.
For a generalized Büchi automaton, the second condition is replaced by:
for every B ∈ B, there exist infinitely many i such that si ∈ B.
Consider the language given by the ω-regular expression (a + b)∗ aω , which is described by the
property “there are only finitely many occurrences of b”. There is a simple non-deterministic
Büchi automaton for this language:
a

a, b
b

The reverse of the transition relation is, in fact, a function, but there are no initial runs
for the words which belong to the complement of the given language. In other words, this
automaton must be extended in order to obtain a backward deterministic Büchi automaton
for the language in question. Here is a simple way to do so:
a

a, b
b

a

a

b

b
Observe that the second, new component of this automaton has no final states, which is not
surprising, because it is just there to make sure that for every word not (!) belonging to the
language there is an initial run.
The requirement that there must be exactly one initial run on every word has an immediate
important consequence: the automaton obtained from a given backward deterministic
(generalized) Büchi automaton by complementing the initial condition (replace I by S ∖ I) is
a backward deterministic (generalized) Büchi automaton which recognizes the complement
of the language recognized by the given automaton:
I Lemma 1 ([3]). There are simple constructions that
given a backward deterministic Büchi automaton, yield a backward deterministic Büchi
automaton recognizing the complement of the language recognized by the given automaton,
given two backward deterministic Büchi automata, yield a backward deterministic Büchi
automaton recognizing the intersection (and union) of the language recognized by the given
automata.
The same is true for backward deterministic generalized Büchi automata.
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The proof of the second claim is an instance of the question how to turn a backward deterministic generalized Büchi automaton into an equivalent backward deterministic automaton,
because by a straightforward product construction one can, given two backward deterministic
Büchi automata, construct a backward deterministic generalized Büchi automaton (with two
Büchi sets) recognizing the intersection of the languages recognized by the given automata.
I Theorem 2 ([3]). For every backward deterministic generalized Büchi automaton with
n states and m Büchi sets there exists an equivalent backward deterministic Büchi automaton
with 2mn states (even if transition conditions are used in the generalized Büchi condition,
that is, if B ⊆ 2S×A×S ).
To conclude this section, we explain how the semantic property required of a backward
deterministic ω-automaton can be checked. Let u be a non-empty finite word, say of length n,
and s ∈ S some state. Let s0 = s and si+1 = δ(u(i), si ) for i with i < n. Now u is said to be a
loop at s if sn = s and {s0 , . . . , sn } satisfies the initial condition, that is, {s0 , . . . , sn } ∩ B ≠ ∅
or {s0 , . . . , sn } ∩ B ≠ ∅ for every B ∈ B.
I Lemma 3 ([3]). The semantic requirement (see above) is met if, and only if, every
non-empty finite word is a loop at exactly one state. This can be checked in polynomial time.

3

Completeness

The fundamental theorem on backward deterministic automata is:
I Theorem 4 ([3]). Every regular ω-language is recognized by a backward deterministic Büchi
automaton. More precisely, for every ordinary (forward) non-deterministic Büchi automaton
with n states there exists an equivalent backward deterministic Büchi automaton with at most
(12 n)n states.
This theorem is due to Carton and Michel, as stated above. In their paper [3], Carton
and Michel describe two different proofs. Another proof can be found in the book [11] by
Perrin an Pin an yet another proof is given in [19].
The starting point for most of these proofs is an analysis of accepting runs (run DAGs)
of ordinary Büchi automata.

4

Application to temporal logic

Backward deterministic ω-automata go very well with temporal logic—this is explained in
the rest of this paper.
We consider both future-only linear-time temporal logic and future/past linear-time
temporal logic. That is, we consider formulas which are built from propositional variables
such as p and q using boolean operators and the temporal operators X (next), F (eventually),
G (globally), U (until) for the future-only logic and these operators plus their past counterparts
←
Ð ←
Ð ←
Ð
←
Ð
( X , F , G , and U ) for the future/past logic.
A typical formula is
GFp ,
which is to be read “always eventually p” (see above) and which means p holds infinitely
often when the domain of time is, for instance, the canonical order of the natural numbers. In
fact, in this paper we interpret temporal formulas in finite words or ω-words. The positions
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of such a word form the domain of time, the symbol at a position is a set of propositional
(boolean) variables, exactly those variables that are true in the position. For instance, we
have
{p}{q}{p}{q} . . . ⊧ GFp ,

4.1

{q}{}{q}{} . . . ⊧
/ GFp .

From formulas to automata and back

There is a fundamental result on temporal logic and finite-state automata which says that a
regular language of finite words is expressible in future-only or future/past temporal logic
if, and only if, it is recognized by a counter-free automaton [6, 5, 9, 16]. Here, a state s
is a mod-n counter for a non-empty finite word u in a given finite-state automaton with a
transition function denoted δ if the states s0 , s1 , . . . , sn defined by δ(si , u) = si+1 for every
i < n are all distinct and s0 = sn holds.
For example, consider the formula from above, which on finite words says that p holds in
the last position, and a forward deterministic automaton for this language:
¬p

p

p

¬p

There is no counter in this automaton, because every word that leads from the left to the
right state ends in {p} and every word that leads from the right to the left state ends
in {}.—Observe that we do not really attach symbols to the transitions in the diagram, but
propositional formulas. Each such formula represents the variable assignments (which are
the real symbols) that satisfy it.
For proving the two directions of the above result it is easier to work with backward
deterministic automata than with ordinary (forward) deterministic automata, or, alternatively,
with past temporal formulas instead of future temporal formulas: the straightforward
translation of future temporal formulas into non-deterministic automata [17], where the
automaton guesses for each subformula where it is true in the given word and where it is not
true, yields a backward deterministic automaton, even a backward deterministic counter-free
automaton. For the other direction, from backward deterministic counter-free automata to
future temporal formulas, a nested inductive argument can be used, see [18].
For ω-languages, that is, for future-only temporal logic on ω-words, similar techniques
can be applied when working with backward deterministic (generalized) Büchi automata and
a corresponding result holds:
I Theorem 5 ([20]). An ω-language is expressible in future temporal logic if, and only if, it
is recognized by a counter-free backward deterministic (generalized) Büchi automaton.
In the inductive proof of the more difficult direction, from automata to formulas, the
corresponding result on finite words is used.
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Here is the result of the straightforward translation of the formula GFp from above:
p

p

GFp, Fp, p

FG¬p, Fp, p

¬p

¬p

p

p

GFp, Fp, ¬p

FG¬p, Fp, ¬p

¬p

¬p

p

¬p
FG¬p, G¬p, ¬p

This automaton is, in fact, a backward deterministic Büchi automaton, and it is counter-free
for similar reasons as in the previous example.—Note that the usual construction for turning
a formula into an automaton results in a generalized Büchi condition with as many Büchi
sets as there are F and U subformulas. So, here, we would expect two such sets, but these
two are equivalent to the one given in the diagram.

4.2

Separated formulas

For future/past temporal formulas, there is no syntactic restriction on nesting future and
past modalities. For instance,
←
Ð←
Ð
F(q ∧ X G p)

(1)

is, indeed, a formula. It is to be read “currently or sometime in the future q holds and p
holds all the time before”.
Here is a small diagram illustrating the property:
q q ... q q q q q ... q q p ...,
where the box denotes the present.
Obviously, the property can also be phrased “q holds all the time in the past and q holds
until p holds sometime in the future or p holds currently”. The corresponding formula is
←
Ð
G q ∧ qUp .

(2)

This formula is such that past and future modalities are not nested. It is even true that
the formula is a boolean combination of pure past, pure future and present (propositional)
formulas.—When this is the case one says that a formula is separated.
A fundamental theorem by Gabbay states that every future/past temporal formula is
equivalent to a separated one [4], see also [5]. In the following, it is explained how this result
can be proved for the natural numbers using backward deterministic Büchi automata.
Unlike with future-only temporal formulas, which are usually interpreted in the first
position of an ω-word, future/past formulas are interpreted in any position of an ω-word, as
we have just seen. So the view that such a formula defines a set of ω-words is not appropriate
anymore. Rather, it assigns to each position in an ω-word a truth value, namely whether or
not the formula is true in that position. Formally, we can think of such a formula to define a
function Aω → {0, 1}ω , where A is the underlying alphabet, for instance 2{p,q} .
From an automata-theoretic perspective, this requires a different automaton model. In
fact, one would like to have an automaton model which describes, for every given ω-word
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over the right alphabet, an ω-word over {0, 1}, encoding where the formula in question is
true, or, in other words, the value of the above function for this ω-word.
An appropriate automaton model one can work with is that of bimachine [15, 1]. A
bimachine is given by
a forward deterministic semi-automaton (no final state set) on finite words,
a backward deterministic semi-automaton (no final state set) on ω-words, and
a function λ∶ Q × A × S → {0, 1}.
Such a bimachine defines, indeed, a function Aω → {0, 1}ω . We describe how the value for
some ω-word u is determined. Let us denote this value by w—recall that w is an ω-word over
the alphabet {0, 1}. Let i ∈ ω be any position. Then there is a unique state that the forward
automaton assumes after having read the prefix u(0)...u(i − 1), say q. Similarly, there is a
unique state that the backward deterministic semi-automaton assumes after having read the
suffix u(i + 1)u(i + 2) . . . , say s. Now, w(i) = λ(q, u(i), s).
In other word, we let run the two automata from the start and the end of the word to
the position in question and then combine the resulting states with the symbol of u at that
position in order to determine the symbol of w at the same position:
q0 u(0)q1 u(1)q2 . . . u(i − 1)qi ,

w(i) = λ(qi , u(i), s0 ) ,

s0 u(i + 1)s1 u(i + 2) . . . .

The fundamental theorem now is:
I Theorem 6 ([20]). A function Aω → {0, 1}ω is expressible in future/past temporal logic if,
and only if, it is realized by a counter-free bimachine.
Here, counter-free means that the forward and the backward automaton are counter-free.
The direction from left to right can be proved by an inductive argument where the
inductive step involves an involved automata-theoretic construction.
The other direction follows from the fact that counter-free automata on finite words and
backward deterministic counter-free Büchi automata define temporal properties. In fact, the
prove yields immediately:
I Corollary 7 ([4, 5]). Every future/past temporal formula is equivalent to a separated
formula.

4.3

Effective characterizations of temporal logic and its fragments

The crucial ingredient of temporal logic are its temporal operators. Therefore, questions like
“Can a given property be expressed
without X?”
with F only?”
without nesting U?”
by nesting U at most k times?”
are obvious questions to be asked. A similar question is: “Is a given regular ω-language
definable in temporal logic at all?”—Backward deterministic ω-automata are a good means
for designing corresponding decision procedures.
To describe appropriate decision criteria, we need some more preparation. We need
to introduce a congruence relation on the state space of a given backward deterministic
(generalized) Büchi automaton and to explain the notion “pattern”.
Assume we are given a backward deterministic (generalized) Büchi automaton. Then
this automaton has a deterministic transition function, say δ∶ S ← A × S and a final state
set I ⊆ S. We define an equivalence relation denoted ≡ on S by: s ≡ s′ iff for every u ∈ A∗ ,

Th. Wilke

6:7

δ(u, s) ∈ I iff δ(u, s′ ) ∈ I. In a certain sense, this is a left congruence: whenever s ≡ s′ ,
then δ(u, s) ≡ δ(u, s′ ) for every u ∈ A∗ . Therefore, we can factor the transition function δ
through ≡. That is, a function δ≡ ∶ S/≡ ← A × S/≡ can be defined by
δ≡ (a, s/≡) = δ(a, s)/≡ .

(3)

An almost immediate consequence of Theorem 5 is the following characterization of
temporal logic:
I Theorem 8. An ω-language recognized by a backward deterministic (generalized) Büchi
automaton with reverse transition function δ is definable in temporal logic if, and only if, the
quotient transition function δ/≡ does not have a counter.
This answers the last question of the ones posed above. To show how the answer to one
of the other question looks like, we consider F expressibility—the second question. We ask
whether a given temporal property is expressible in the fragment of future temporal logic
where F is the only temporal operator.
To describe an appropriate answer we need the notion “pattern”. Here is an example of a
pattern:
a
v

u

a
Such a graph is interpreted in the transition graph induced by a transition function δ.
Symbols like a and b are variables for elements of the alphabet, symbols like u and v are
variables for words over the alphabet, and full circles stand for distinct (!) states. So a
backward deterministic automaton matches the above pattern if there are states s0 , s1 , s2 ,
and s3 such that the following is true:
there is a symbol a ∈ A such that s3 = δ(a, s2 ) and s0 = δ(a, s1 );
there is some u ∈ A∗ such that s2 = δ(u, s1 ) and there is some v ∈ A∗ such that s1 = δ(v, s2 );
the states s0 and s3 are distinct.
Another way to put this is to say that there are states s1 and s2 in the same strongly
connected component of the transition graph induced by δ and a symbol a ∈ A such that
δ(a, s1 ) ≠ δ(a, s2 ).
So Theorem 8 can be rephrased as follows.
I Theorem 9 (Theorem 8 rephrased). An ω-language recognized by a backward deterministic
(generalized) Büchi automaton with reverse transition function δ is definable in temporal
logic if, and only if, the quotient transition function δ/≡ does not have one of the following
patterns.
...
Recall the notion “loop” from above. In order to be able to state the criterion for F
expressibility in a concise fashion, we need some more notation. When u ∈ A+ , we write uÁ
for the state at which u is a loop. We also need the notation occ(u) to denote the set of
symbols occurring in a word u.
Now, the criterion for F expressibility is as follows.
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I Theorem 10 ([12]). A temporal property is expressible in the F fragment of future temporal
logic if, and only if, the following holds for any backward deterministic automaton for the
ω-language defined by the property.
1. The quotient transition function δ/≡ does not have one of the following patterns.
a
v

u

a

a

a
2. For all non-empty finite words u and v over the respective alphabet, if u(0) = v(0) and
occ(u) = occ(v), then uÁ = vÁ.
Observe that the second pattern states that the property is stutter-invariant: if an ω-word
results from another ω-word by compressing or deflating chunks consisting of the same
symbol, then either both words are accepted or neither one of them. This is an obvious
requirement because the operator F is stutter-invariant.

5

Open problems

For several of the constructions with backward deterministic (generalized) Büchi automata,
the exact complexity is not known. For instance, it would be good to have a reasonable upper
bound for the translation of a future/past temporal formula into a counter-free bimachine.—
Unlike with future-only temporal logic, the automata-theoretic constructions are involved.
In fact, one step in the corresponding construction incurs an exponential blowup.
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Abstract
Silent actions are an essential mechanism for system modelling and specification. They are
used to abstractly report the occurrence of computation steps without divulging their precise
details, thereby enabling the description of important aspects such as the branching structure of a
system. Yet, their use rarely features in specification logics used in runtime verification. We study
monitorability aspects of a branching-time logic that employs silent actions, identifying which
formulas are monitorable for a number of instrumentation setups. We also consider defective
instrumentation setups that imprecisely report silent events, and establish monitorability results
for tolerating these imperfections.
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1

Introduction

Runtime verification (RV) [19, 12] is a lightweight verification technique that strives to
determine whether a system under scrutiny satisfies or violates a property – typically
expressed as a formula from some logic – by incrementally analysing its current execution.
In general, the runtime analysis is carried out by a monitor, a computational entity that
observes the exhibited system execution and reaches a verdict once sufficient evidence is
observed; the exhibited execution is characterised by a trace, a finite sequence of events
describing the discrete system computational steps. Although the technique may obtain
additional (runtime) information that could be useful for verification purposes, it is generally
less expressive than exhaustive approaches such as model checking since the verification
analysis is limited to the information inferred from the execution trace under consideration.
Monitorability thus concerns itself with identifying the properties that are analysable by this
runtime analysis.
RV setups typically partition computational steps of systems into two groups. On the one
hand, observable events are those events that are visible (in full) to external entities such as
monitors; they are used in the specifications describing system properties and are reported
in the system trace. Observable events usually contain runtime data associated with that
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event (e.g. a method-call event would carry information relating the receiver, the method
name and the arguments passed as parameters). On the other hand, unobservable events
broadly encompass the computational steps that are abstracted away either from system
modelling or from the respective property specifications; RV setups may occasionally remove
these events from a trace so as to allow for a smoother monitoring process [15, 10].
In this work we investigate events that broadly fall somewhere in between these two
groups. Concretely, silent events (or actions) are computational steps whose specific nature
is not disclosed at the level of abstraction of the system model. Nevertheless the model
still provides enough evidence of their manifestation during execution, which may play an
important role in capturing vital behavioural aspects of the system: they may describe
the branching structure of the modelled system behaviour [20, 16] or provide a measure of
computational cost and efficiency [4]. In practice, one comes across various instances of such
events. For example, the precise details of reported computational steps may be abstracted
away for confidentiality/security reasons. Alternatively, the monitoring setup may be unable
to report the details of certain computations due to limitations in the instrumentation
technology used. In cyber-physical systems, there are also cases where one could detect the
occurrence of certain (internal) computation by way of indirect means, such as via the sound
of a running motor or the increase in temperature of an enclosed object. For these reasons,
behavioural specifications often include descriptions involving silent actions. However, it is
unclear how these silent actions are best handled in an RV setup. It is even less clear to
what extent silent actions affect the monitorability of the respective specifications.
Our goals are to develop a foundational framework in which these questions may be
addressed, and to logically characterize the properties that are monitorable within this
framework. Following our work [13, 10, 1, 14, 2, 12, 11] and that of others [22, 7], we
conduct our investigations in a process-calculus setting, where internal actions have long
been studied from both behavioural and specification perspectives. Our study considers a
standard labelled-transition-system model that represents silent computational steps as τ transitions [20, 3], and a variant of the modal µ-calculus [17, 18] with strong modal operators
that also describe τ -transitions. Our main contributions can be found in the middle sections
of the paper:
Section 3 studies the monitorability of this logic w.r.t. a number of monitoring setups
that handle τ -actions differently, thus generalising the results obtained in [13, 14].
Sections 4 and 5 investigate the monitorability of the logic for imperfect monitoring setups
that obscure aspects of the silent system behaviour expressed by the model, and establish
results for tolerating such imperfections.

2

Preliminaries

We assume the following disjoint sets: Act, a (possibly empty) set containing external
actions, and Sil, a finite set containing silent actions. We let α range over Act, δ over Sil,
and µ over Act ∪ Sil. A Labelled Transition System (LTS) on (Act, Sil) is a triple
L = hP, (Act, Sil), →L i,
where P is a nonempty set of system states referred to as processes p, q, . . ., and →L ⊆
µ
P × (Act ∪ Sil) × P is a transition relation. We write p −
→L q instead of (p, µ, q) ∈ →L
δ

µ

and p →L q if p −
→L q for some δ ∈ Sil. We use p =
⇒L q to mean that, in L, p can derive
µ
q using a single µ action and any number of silent actions, that is, p(→L )∗ . −
→L .(→L )∗ q.
We distinguish between (general) traces s = µ1 µ2 . . . µr ∈ (Act ∪ Sil)∗ and external traces
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µr

t

⇒L q to mean p −→L . −→L . . . −→L q and p =
⇒L q to
t = α1 α2 . . . αr ∈ Act∗ , and use p =
µ
µ
α1
α2
αr
mean p =⇒
.
=
⇒
.
.
.
=
⇒
q.
By
p
−
→
we
mean
that
there
is
some
q
such
that
p−
→L q.
L
L
L
L
We occasionally omit the subscript L when it is clear from the context.
I Example 1. The (standard) regular fragment of CCS [20] with grammar:
p, q ∈ Proc ::= nil

| µ.p

| p+q

| recx.p

| x,

with x from some countably infinite set of variables, and the transition relation defined as:
µ

Act

µ

µ.p −
→p

Rec

p[recx.p/x] −
→q
µ

recx.p −
→q

µ

µ

SelL

p−
→ p0

SelR

µ

p+q −
→ p0

q−
→ q0
µ

p+q −
→ q0

constitutes the LTS hProc, (Act, {τ }), →i where τ is the only silent action.
Properties of processes may be specified via the logic µHML [18], a reformulation of the
modal µ-calculus [17].
I Definition 2. µHML formulae on (Act, Sil) are defined by the grammar:
ϕ, ψ ∈ µHML ::= tt
| hµiϕ

| ff

| ϕ∧ψ

| ϕ∨ψ

| [µ]ϕ

| min X.ϕ

| max X.ϕ

| X

where X comes from a countably infinite set of logical variables LVar. For a given LTS
L = hP, (Act, Sil), →i, an environment ρ is a function ρ : LVar → 2P . Given an environment
ρ, X ∈ LVar, and S ⊆ P , ρ[X 7→ S] denotes the environment where ρ[X 7→ S](X) = S and
ρ[X 7→ S](Y ) = ρ(Y ), for all Y 6= X. The semantics of a µHML formula ϕ over an LTS L
relative to an environment ρ, denoted as Jϕ, ρKL , is defined as follows:
Jtt, ρKL = P

Jff, ρKL = ∅

JX, ρKL = ρ(X)

Jϕ1 ∧ϕ2 , ρKL = Jϕ1 , ρKL ∩ Jϕ2 , ρKL
Jϕ1 ∨ϕ2 , ρKL = Jϕ1 , ρKL ∪ Jϕ2 , ρKL
n
o
µ
J[µ]ϕ, ρKL = p ∀q. p −
→ q implies q ∈ Jϕ, ρKL
n
o
µ
→ q and q ∈ Jϕ, ρKL
Jhµiϕ, ρKL = p ∃q. p −
\
Jmin X.ϕ, ρKL =
S S ⊇ Jϕ, ρ[X 7→ S]KL
[
Jmax X.ϕ, ρKL =
S S ⊆ Jϕ, ρ[X 7→ S]KL
Two formulae ϕ and ψ are equivalent, denoted as ϕ ≡ ψ, when Jϕ, ρKL = Jψ, ρKL for every
environment ρ and LTS L. We often consider closed formulae and simply write JϕKL for
Jϕ, ρKL , as their semantics is independent of ρ.
V
W
Let [Sil]ϕ stand for δ∈Sil [δ]ϕ and hSiliϕ for δ∈Sil hδiϕ. Then, the weak versions of
the modalities employed in [13, 1, 14] may be expressed as follows:
[[µ]]ϕ ≡ max X.([µ]wb(ϕ) ∧ [Sil]X)

hhµiiϕ ≡ min X.(hµiwd(ϕ) ∨ hSiliX),

where wb(ϕ) ≡ max Y.(ϕ ∧ [τ ]Y ) and wd(ϕ) ≡ min Y.(ϕ ∨ hτ iY ). Readers should consult
[18, 3], or more recently [14, 1], for more details on µHML.
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Table 1 Behaviour and Instrumentation Rules for Monitored Systems

Monitor Semantics
µ

µ

mRec

m[recx.m/x] −
→ m0
µ

recx.m −
→ m0

mSel

m−
→ m0

mAct

µ

m+n−
→ m0

µ

µ.m −
→m

mVrd

µ

v−
→v

Instrumentation Semantics
µ

iMon

p−
→L q

µ

m−
→M n

µ

m/p−
→I(M,L) n / q

µ

iTer

p−
→L q

µ

m−
→
6 M

µ

m/p−
→I(M,L) end / q

δ

iAbs

p−
→L q
δ

m/p−
→I(M,L) m / q

where µ ∈ Act ∪ Sil, v ∈ {end, no}, and δ ∈ Sil.

3

Monitorability

The logic µHML of Section 2 is very expressive. It is also agnostic of the technique to be
employed for verification. This level of generality provides an ideal basis for investigating the
interplay between silent actions and the RV technique, and permits us to extend our findings
to other specification logics (e.g. CTL and CTL∗ [8] can be encoded in µHML [17]). The
property of monitorability, however, fundamentally relies on the monitoring setup considered.
Monitoring Systems. A monitoring setup on (Act, Sil) is a triple S = hM, I, Li, where L is
a system LTS on (Act, Sil), M is a monitor LTS on (Act, Sil), and I is the instrumentation
describing how to compose L and M into an LTS, denoted by I(M, L), on (Act, Sil). We
call the pair (M, I) a monitoring system on (Act, Sil). For M = (Mon, (Act, Sil), →M ),
Mon is a set of monitor states (ranged over by m) and →M is the monitor semantics
described in terms of the behavioural state transitions a monitor takes when it analyses trace
events µ ∈ Act ∪ Sil. The states of the composite LTS I(M, L) are written as m / p, where
m is a monitor state and p is a system state; the monitored-system transition relation is
here denoted by →I(M,L) . We focus on rejection monitors, i.e., monitors with a designated
rejection state no, and hence safety fragments of the logic µHML. However, our arguments
apply dually to acceptance monitors and co-safety properties; see [13, 14] for details.
I Definition 3. Fix a monitoring setup S = hM, I, Li on (Act, Sil) and let m be a monitor
of M and ϕ a formula of µHML on (Act, Sil). We say that m (M, I)-rejects (or simply
rejects, if M, I are evident) a process p in L, written as rejS (m, p), when there are a process
s
q in L and a trace s ∈ (Act ∪ Sil)∗ such that m / p =
⇒I(M,L) no / q. We say that m
(M, I)-monitors for ϕ on L whenever
for each process p of L, rejS (m, p) if and only if p ∈
/ JϕKL .
Finally, m (M, I)-monitors for a formula ϕ when m (M, I)-monitors for ϕ on L for every
LTS L on (Act, Sil). The monitoring system (M, I) is often omitted when evident.
Monitoring for Silent Actions. The first monitoring system we consider does not distinguish
between silent actions and external actions.
I Definition 4. A full monitor on (Act, Sil) is defined by the grammar:
m, n ∈ Monδ ::=

end

| no

| µ.m

| m+n

| rec x.m

| x,
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where x comes from a countably infinite set of monitor variables. Constant no denotes the
rejection verdict state whereas end denotes the inconclusive verdict state. The rules in Table 1
describe the behaviour for full monitors (we elide the obvious symmetric rule for m + n).
Note that rule mVrd in Table 1 describes how verdicts are irrevocable; monitors can therefore
only describe suffix-closed behaviour.
I Definition 5. For any system LTS L and monitor LTS M agreeing on (Act, Sil), a full
instrumentation LTS, denoted by →I(M,L) , is defined by rules iMon and iTer in Table 1.
In rule iMon, when the system produces a trace event µ that the monitor is able to
analyse by transitioning from m to n, the constituent components of a monitored system
m / p move in lockstep. Conversely, when the system produces an event µ that the monitor
is unable to analyse, the monitored system still executes, according to iTer, but the monitor
transitions to the inconclusive state, where it remains for the rest of the computation.
We refer to the monitor LTS in Definition 4 as M δ , the full instrumentation of Definition 5
as I δ and the pair (M δ , I δ ) as the full monitoring system. For each system LTS L that agrees
with the full monitoring system on (Act, Sil), we can show a correspondence between the
respective monitoring setup hM δ , I δ , Li and the following syntactic subset of µHML.
I Definition 6. The strong safety µHML is defined by the grammar:
θ, χ ∈ ssHML ::=

tt

| ff

| [µ]θ

| θ∧χ

| max X.θ

| X
µ

As opposed to sHML from [13, 14], ssHML is defined using strong transitions p −
→q
µ
(not weak ones, p =
⇒ q) and the modalities [µ]θ employ any action µ, not just external ones.
I Definition 7. Fix a monitoring system (M, I), a fragment Λ of µHML, and an LTS L on
(Act, Sil). We say that (M, I) monitors for Λ on L whenever:
For all ϕ ∈ Λ, there exists some m ∈ M that monitors for it on L.
For all m ∈ M , there exists some ϕ ∈ Λ that is monitored by it on L.
We say that (M, I) monitors for Λ when it monitors for Λ on every LTS L.
I Theorem 8. The full monitoring system (M δ , I δ ) monitors for ssHML.
Monitoring for External Actions. The results obtained in [13, 14] can be expressed and
recovered within our more general framework.
I Definition 9. Safety µHML, presented in [13, 14], is defined by the grammar:
π, κ ∈ sHML ::= tt

| ff

| [[α]]π

| π∧κ

| max X.π

| X.

Note that [[α]]π uses external actions. Its semantics is given as in Definition 2. We can also
α
give a direct inductive definition, i.e., J[[α]]ϕ, ρK = {p ∀q. p =
⇒ q implies q ∈ Jϕ, ρK}.
I Definition 10. An external monitor on (Act, Sil) is defined by the grammar:
m, n ∈ Monα ::= end

| no

| α.m

| m+n

| rec x.m

| x.

Table 1 defines its LTS transition semantics, yielding M α = hMonα , (Act, Sil), →i. External
instrumentation, denote by I α , is defined by the three rules iMon, iTer, and iAbs in Table 1;
in the case of iMon and iTer action µ is substituted by the external action α. We refer to
the pair (M α , I α ) as the external monitoring system, amounting to the setup in [13, 14].

FSTTCS 2017

7:6

Monitoring for Silent Actions

1

req

2

ans

3

1
τ

L1 :
4

req

5

τ

6

L2 :
τ

7

ans

8

4

req
req

2
5

ans
σ

3
7

6
σ
ans

8

Figure 1 LTS L1 depicts the two variations of the server from Example 12.

I Theorem 11 (from [14]). The external monitoring system (M α , I α ) monitors for the
sublogic sHML.
I Example 12. Consider a simple server interface that receives requests from a client,
represented by action req, and then sends a reply, represented by action ans. Between
req and ans, a server implementation may upload a copy of the request transcript; this
computation is represented as a sequence of silent τ -transitions that do not divulge information
relating to the upload. In LTS L1 of Figure 1, process 1 represents a server implementation
that never uploads anything, whereas process 4 represents an alternative implementation
that creates a transcript (the τ -transition from 5 to 6) and repeatedly attempts to upload
the copy until it succeeds (the τ -loop on 6 followed by the transition to 7). An external
monitor does not see processes 1 and 4 differently, as it does not observe the silent transitions.
On the other hand, a full monitor can observe all the silent transitions that occur during
an execution. We note that both process 1 and process 4 in L1 violate the specification
[[req]][[ans]]ff. Process 1 violates [req][ans]ff, while 4 does not. Conversely, process 1 does
not violate the ssHML-specification [req][[τ ]][ans]ff, but 4 does: this can be observed by
the full monitor req.rec x.(τ.(ans.no + x)).
We conclude the section by commenting on other potential monitoring systems and their
expressive power. In particular, the monitoring system (M δ , I α ) yields monitoring setups
whereby monitor δ-transitions are suppressed by the instrumentation, effectively making full
monitors behave like external monitors from Definition 10. In the case of the monitoring
system (M α , I δ ), the instrumentation forces the monitor to transition to the inconclusive
state more often since it does not abstract away from δ-transitions.

4

Obscuring the Silent Transitions

The full monitoring system (M δ , I δ ) presented in Section 3 is straightforward and powerful.
One might however argue that, in practice, it is too powerful: it is plausible that the visibility
of certain silent transitions be somehow more obscure than that of external transitions.
The external monitoring system (M α , I α ) sits at the other end of the spectrum because it
completely ignores all silent transitions. We consider monitoring systems that fall between
these extremes: they can clearly observe certain silent transitions, but may receive imperfect
information on others i.e., observing that some number of transitions occurred, but not how
many. In this case, we say that the transitions were obscure.

4.1

A Preorder on Obscure LTSs and Reliable Monitoring

We consider two silent actions: τ is a silent action that can be clearly observed and σ is the
obscure silent action, representing an undetermined positive number of τ -transitions. In the
following, we consider only monitoring setups on (Act, {τ, σ}) and, whenever we say that L
is an LTS, we mean that it is a system LTS on (Act, {τ, σ}), unless otherwise stated; if L
reports perfect information, it is assumed to be an LTS on (Act, {τ }).
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We consider a preorder ≤o on LTSs, where L ≤o L0 intuitively means that L and L0
have the same processes, but the silent transitions in L0 are somehow more obscure than
in L. Although we do not identify a specific such preorder, in Subsection 4.2, we introduce
properties that we require of it. We say that L0 is an obscuring of L when L ≤o L0 . We
also introduce the obscuring preorder ≤ on Act ∪ {τ, σ}: µ1 ≤ µ2 iff µ1 = µ2 or µ1 = τ and
µ2 = σ. The intuition is that, whenever µ1 ≤ µ2 and the system performs a µ1 -transition,
the monitor may observe a (more obscure) µ2 -transition.
I Example 13. Consider a simple LTS L which contains exactly one maximal path:
µ1

µ2

µi

τ

τ

τ

µi+1

µi+2

µk

p −→L p1 −→L · · · −→L pi −
→L q1 −
→L · · · −
→L qr −−−→L pi+1 −−−→L · · · −−→L pk
of k +r transitions, where r > 0; note that states q2 . . . qr−1 have no outgoing external actions.
τ
σ
An obscuring of L may result from replacing pi −
→L q1 by a direct transition pi −
→L0 qr ,
τ
τ
τ
thus obscuring the path pi −
→L q1 −
→L · · · −
→L qr and leaving the remaining path unchanged.
Thus in L0 we have:
µ1

µ2

µi

σ

µi+1

µi+2

µk

p −→L0 p1 −→L0 · · · −→L0 pi −
→L0 qr −−−→L0 pi+1 −−−→L0 · · · −−→L0 pk
This would mean that as the system progresses from p to pk , µ1 through µk are clearly
τ
τ
τ
observed, but when the system performs pi −
→L q1 −
→L · · · −
→L qr , we only observe that at
least one silent transition occurred, without discerning the exact number.
I Definition 14. Let m be a monitor of a monitoring system (M, I); ϕ a formula of µHML
on (Act, {τ }); L an LTS on (Act, {τ }) – that is, L completely reports silent transitions;
and L0 an obscuring of L. We say that m (M, I)-monitors for ϕ on L from L0 iff
for every process p of L0 , p ∈
/ JϕKL if and only if rejhM,I,L0 i (m, p).
We say that m reliably (M, I)-monitors for ϕ on L if m (M, I)-monitors for ϕ on L from
each obscuring of L. Monitor m reliably (M, I)-monitors for ϕ if m reliably (M, I)-monitors
for ϕ on any LTS L. We often omit the monitoring system (M, I) whenever it is evident.
I Definition 15. Fix a monitoring system (M, I) and a fragment Λ of µHML on (Act, {τ, σ}).
(M, I) reliably monitors for Λ on LTS L iff
For every ϕ ∈ Λ, there is a monitor m of M such that m reliably monitors for ϕ on L.
For every monitor m of M , there is a ϕ ∈ Λ such that m reliably monitors for ϕ on L.
(M, I) reliably monitors for Λ when (M, I) reliably monitors for Λ on every LTS.

4.2

Requirements on Obscuring Preorders

We identify certain properties of the obscuring ordering ≤o that we consider natural. These
properties suffice to prove the results of Section 5. Consequently, the conclusions we draw
about reliably monitorable formulas of µHML are proven for every ≤o that has these
properties. Our intuition is that if L ≤o L0 , then L0 is the same LTS as L, but seen with less
precision with respect to the silent transitions. So, every transition we observe in L0 is either
a transition from L, or an obscure view of a sequence of transitions from L.
Natural Properties of Obscurings. We fix two LTSs L ≤o L0 . Since L0 should at most
provide imperfect information on the silent transitions of the system, external transitions
should be unaffected:
α
α
A. −
→L0 =−
→L for every α ∈ Act.
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As L0 obscures the information on the silent transitions of L, τ -transitions will become fewer:
L0 should have at most the τ -transitions of L (Property 4.2). Furthermore, every σ-transition
in L0 represents a non-empty sequence of silent transitions from L (Property 4.2).
τ
τ
B. −
→ L 0 ⊆−
→L and
σ
τ
σ
C. −
→L0 ⊆ (−
→L ∪ −
→L )+ .
The following properties ensure that a certain level of information is retained in L0 . In
particular, if a state has a silent transition in L, it should still have a silent transition in L0
(Property 4.2). Moreover, if a state p has a sequence of silent transitions in L that lead to a
state q that can perform an external action, then this observation should be preserved in L0 .
Following Property 4.2, it suffices to require that q is reachable from p in L0 via a sequence
of silent actions (Property 4.2).
τ
σ
τ
σ
D. For all p if p −
→L or p −
→L , then p −
→L0 or p −
→ L0 .
τ
σ
α
τ
σ
E. For all p, p0 , if p(−
→L ∪ −
→L )+ p0 −
→ for some α ∈ Act, then p(−
→ L0 ∪ −
→L0 )+ p0 .
The Strength of Obscuring. Properties 4.2, 4.2, and 4.2 capture the kind of obscuring
ordering considered in this paper. We assume that there is a certain level of obscuring,
beyond which adequate monitoring is deemed infeasible. In Property 4.2 below, obscuring
can reach a point, represented as an LTS Lo , where all the silent-action information is hidden.
σ
σ
That is, if p −
→Lo −
→Lo p0 , then process p can also perform the more obscure transition
σ
p−
→Lo p0 and furthermore, at no point does Lo reveal any clear τ -transition. We call such
an obscuring Lo , as described by Property 4.2, a total obscuring.
τ
σ
F. Each L has an obscuring Lo , such that −
→Lo = ∅ and −
→Lo is transitive.
For an LTS L, let Lτ be the LTS on (Act, {τ }) with the same set of processes, so that
α
α
τ
τ
σ
for α ∈ Act, −
→Lτ =−
→L and −
→Lτ =−
→L ∪ −
→L . Property 4.2 assures us that we can always
obscure any selection of τ -transitions by turning them into σ-transitions, thus “forgetting”
how many transitions were taking place at certain points. Property 4.2 can also be interpreted
to mean that σ-transitions may indeed just represent single τ -transitions.
G. Lτ ≤o L for each LTS L.
For the last requirement, we need the following definitions. For a process p in L and
a trace s ∈ (Act ∪ {τ, σ})∗ , we say that p represents s in L when s is the only maximal

s0
trace that p can produce – that is, when ∀s0 . ∃q. p =
⇒L q iff s0 is a prefix of s . For a trace
s ∈ (Act ∪ {σ})∗ , we define the total obscuring of s, denoted as o(s), as follows: o() = ;
o(σ k ) = σ and o(σ k αs) = σα o(s) for k > 0; and o(αs) = α o(s). Property 4.2 ensures that
any sequence of silent transitions can be obscured into a σ-transition at least for some LTSs:
H. for every trace s ∈ (Act ∪ {σ})∗ , there are LTSs L ≤o L0 and a process p in L, such that
p represents s in L and o(s) in L0 .
Property 4.2 may seem arbitrary, but it is not hard to justify that it is an immediate
consequence of our intuition, as depicted in Example 13. Consider a maximal-path LTS L as in
Example 13, but with τ -transitions replaced by σ-transitions, such that s1 = µ1 · · · µi ∈ Act∗
and s2 = µi+1 · · · µk ∈ Act∗ . Then, p represents s = s1 σ k s2 in L and o(s) = s1 σs2 in L0 .

4.3

An Ordering of Obscurings

We provide a natural instance of an ordering that has all the properties of Subsection 4.2.
I Definition 16. Relation ≤c is the transitive closure of ≤1 , where for LTSs L1 and L2 on
α
α
(Act, {τ, σ}), L1 ≤1 L2 when for every α ∈ Act, −
→ L 1 =−
→L2 and one of the following holds:
τ
τ
σ
σ
σ
τ
1. −
→ L1 = −
→L2 and −
→L 1 ⊆ −
→L 2 ⊆ −
→L 1 ∪ −
→L1 ;
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τ

2. −
→L 1 = −
→L2 and −
→ L2 ⊆ −
→ L1 ⊆ −
→L2 ∪ −
→ L2 ;
τ
τ
σ
σ
σ
3. −
→ L1 = −
→L2 and −
→L 1 ⊆ −
→L 2 ⊆ ( −
→L1 )+ ; or
τ
σ
σ
τ
σ
σ
4. −
→ L1 = −
→L1 p0 , if p 6−
→L2 p0 , then all the following hold:
→ L2 , −
→L 2 ⊆ −
→L1 , and for all p −
0 α
p −
6 →L1 for all α ∈ Act,
τ
0 σ
p −
→L1 p00 or p0 −
→L1 p00 for some p00 6= p0 , and
σ
σ
τ
p−
→L2 p00 for every p00 such that p0 −
→L1 p00 or p0 −
→L1 p00 .
The cases presented in Definition 16 give a set of moves we can apply to construct a more
obscure LTS from a given one. Informally:
τ
σ
1. According to move 1, for any transition p −
→ q, we can add transition p −
→ q.
τ
2. Following move 1, we can remove transition p −
→ q.
σ
σ
σ
3. For transitions p −
→ p0 −
→ p00 , we can insert a new transition p −
→ p00 .
σ
σ
σ
4. For transition p −
→ p0 , if move 3 has already been applied to p −
→ p0 −
→ p00 for all possible
δ
α
and at least one p0 −
→ p00 , where p0 =
6 p00 and δ ∈ {τ, σ}, and p0 −
6 → for all α ∈ Act then
σ
0
we can remove p −
→p.
I Example 17. We revisit Example 12 of a simple server. The LTS L2 of Figure 1 presents
a maximal obscuring of L1 , according to ≤c . Moves 1 and 2 can replace all τ -transitions
by σ-transitions; move 3 can be used to introduce a transition from process 5 directly
to process 7; and move 4 can eliminate incoming transitions to process 6, including the
self-loop. Thus, the LTS retains the information that the server uploads the transcript
to a remote location, but not any information of intermediate steps. We observe that
formula ψ = [req][[τ ]][ans]ff is reliably monitorable on L1 from L2 by the full monitor
req.rec x.(τ.(ans.no + x) + σ.(ans.no + x)).
I Proposition 18. Relation ≤c has all the properties listed in Subsection 4.2.

5

Reliable Monitorability

In this section, we identify a maximal reliably monitorable fragment of µHML – up to logical
equivalence – and a monitoring system that monitors for it. The results of this section are
relative to any fixed preorder ≤o that satisfies the properties presented in Subsection 4.2.
I Example 19. Let ϕ1 = [τ ][α]ff (i.e., after any τ -action, a process cannot perform an
α-action), ϕ2 = [τ ]ff (i.e., a process cannot perform a τ -action), and ϕ3 = max X.([τ ][α]ff ∧
[τ ]X) (i.e., a process cannot perform an α-action after any non-empty sequence of τ -actions).
Notice that ϕ3 ≡ [[τ ]][α]ff . Let L1 , L2 be the LTSs described below, where L1 ≤o L2 :
τ

τ

α

σ

L1 : p0 −
→ p1 −
→ p2 −
→ p3

α

L2 : p0 −
→ p2 −
→ p3

and

σ

p1 −
→ p2 .

L2 is a ≤o -maximal obscuring of L1 : any LTS L0 with L2 ≤o L0 will have to be exactly L2
according to Properties 4.2 through 4.2. LTSs L1 and L2 are really instances of LTSs L and
L0 from Example 13, resp. Consider L3 described below:
τ

α

L3 : p0 −
→ p2 −
→ p3

and

τ

p1 −
→ p2

where L2 is also an obscuring of L3 , L3 ≤o L2 . We observe that ϕ1 is not reliably monitorable
according to Definition 14: p0 ∈ Jϕ1 KL1 and p0 ∈
/ Jϕ1 KL3 , so a monitor that reliably monitors
for ϕ1 would need to reject and not reject p0 in L2 . On the other hand, both ϕ2 and ϕ3 are
reliably monitorable w.r.t. ≤o . Let
m2 = σ.no + τ.no

and

m3 = rec x.(σ.α.no + σ.x + τ.α.no + τ.x)
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Table 2 Instrumentation rules for myopic monitors.

µ0

µ

iMon

p−
→L p0

iTer

µ0

m / p −→I(L,M ) m0 / p0
σ

iTran

m/p−
→I(L,M ) m0 / p0

µ

p0 −
→L p00

µ0

µ

m −→M m0 µ ≤ µ0

p−
→L p0

∀µ0 ≥ µ. m −
6 →M
µ

m/p−
→I(L,M ) end / p0

µ≤σ

σ

m/p−
→I(L,M ) m0 / p00

be monitors from the full monitoring system (M δ , I δ ). According to Properties 4.2, 4.2, and
4.2, for all LTSs L ≤o L0 , where L is an LTS on (Act, {τ }), and every process p in L we
τ
τ
σ
have that p −
→L if and only if p −
→L0 or p −
→L0 ; therefore, m2 monitors for ϕ2 on L from
α
τ
L0 . A process p of L violates ϕ3 iff p(−
→L for some q; by Properties 4.2, 4.2, 4.2,
→ L )+ q −
τ
α
τ
σ
α
p(−
→L )+ q −
→L iff p(−
→L0 ∪ −
→L0 )+ q −
→L0 , and therefore, m3 monitors for ϕ3 on L from L0 .
We first introduce myopic monitors, that are equivalent to full monitors on total obscurings.
I Definition 20. A myopic monitor on (Act, Sil) is defined by the grammar:
m, n ∈ Monσ ::=

end

| no

| α.m

| σ.m

| m+n

| rec x.m

| x.

A myopic monitor’s LTS semantics is defined by the transition rules in Table 1; the resulting
monitor LTS is M σ = hMonσ , (Act, {σ}), →i. The instrumentation I σ of myopic monitors
is then defined by the rules in Table 2.
Rules iMon and iTer are similar to those for I δ . The difference is that when the monitor
is expecting a more obscure action (i.e., σ), the instrumentation can pass along a possibly less
obscure process action. So, the instrumentation may interpret τ -transitions as σ-transitions.
Rule iTran is new, but the intuition behind it is similar: the instrumentation may interpret
a (possibly mixed) sequence of τ - and σ-transitions as a single σ-transition, if that is what
the monitor was expecting. On total obscurings, myopic monitors behave like full monitors.
I Lemma 21. If L is a total obscuring on (Act, {τ, σ}), then for every m ∈ Monσ and
process p of L, rejhM σ ,I σ ,Li (m, p) iff rejhM δ ,I δ ,Li (m, p).
As we see in the following, we can further restrict the syntax of myopic monitors while
preserving monitorability with respect to reliably monitorable formulas. The σ-alternating
myopic monitors are the myopic monitors restricted to the following syntax:
m, n ∈ Monalt ::=

end

| no

| σ.no

| α.m

| σ.α.m

| m+n

| rec x.m

| x.

The resulting monitor LTS is called M alt and it is a fragment of M δ .
I Corollary 22. If ϕ is a reliably monitorable formula on (Act, {τ }), then there is a σalternating myopic monitor that monitors for ϕ on every LTS L on (Act, {τ }) from every
total obscuring of L.
I Example 23. We revisit the LTSs L1 ≤o L2 from Example 19. Let m4 = σ.σ.α.no be a
myopic monitor but not a σ-alternating one. We see that m4 rejects process p0 in L1 , but
not in L2 since m4 flags processes that perform at least two silent actions before performing
α; this is not the case for p0 in L2 . The constraint of σ-alternation ensures that the monitors
are not allowed to count silent actions and thus rely on information that may be hidden in
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a further obscuring of the LTS: the information that a monitor of the form σ.no or σ.α.m
can analyse is “at least one” silent transition (and then α in the second case), which is
information guaranteed to be preserved by Properties 4.2 and 4.2.
The following results describe how monitor rejections are preserved by the obscuring preorder.
I Lemma 24. For each m ∈ Monσ and each process p of L where L ≤o L0 ,
rejhM σ ,I σ ,L0 i (m, p) implies rejhM σ ,I σ ,Li (m, p).
I Lemma 25. For every σ-alternating myopic monitor m and p a process of L where L ≤o L0 ,
rejhM σ ,I σ ,Li (m, p) implies rejhM σ ,I σ ,L0 i (m, p).
I Corollary 26. If a σ-alternating myopic monitor monitors for a formula ϕ on LTS L on
(Act, {τ }) from an obscuring of L, then the monitor reliably monitors for ϕ on L.
Thus, monitorability implies reliable monitorability for such monitors. We can now identify
a maximal reliably monitorable fragment of µHML on (Act, {τ }), which we call RsHML:
θ, χ ∈ RsHML ::= tt

| ff

| [τ ]ff

| [α]θ

| [[τ ]][α]θ

| θ∧χ

| max X.θ

| X.

I Definition 27 (Reliable Monitor Synthesis). We define a reliable monitor synthesis
function L·Mr from RsHML to σ-alternating myopic monitors.
LttMr = end
LffMr = no
LXMr = x
L[τ ]ffMr = σ.no


(
if Lψ2 Mr = end

Lψ1 Mr
end
if LψMr = end
Lψ1 ∧ ψ2 Mr = Lψ2 Mr
if Lψ1 Mr = end L[α]ψMr =

α.LψMr otherwise

Lψ M + Lψ M otherwise
1 r
2 r
(
(
end
if LψMr = end
end
if LψMr = end
Lmax X.ψMr =
L[[τ ]][α]ψMr =
rec x.LψMr otherwise
σ.α.LψMr otherwise
I Lemma 28. For every formula ϕ ∈ RsHML, LϕMr reliably monitors for ϕ.
I Definition 29 (Reliable Formula Synthesis). We define a reliable formula synthesis
function k·kr from σ-alternating myopic monitors to RsHML.
kendkr = tt
kσ.nokr = [τ ]ff
km + nkr = kmkr ∧ knkr

knokr = ff
kσ.α.mkr = [[τ ]][α]kmkr

kxkr = X
kα.mkr = [α]kmkr

krec x.mkr = max X.kmkr

I Lemma 30. For every σ-alternating myopic monitor m on (Act, {τ, σ}), m reliably
monitors for kmkr .
Theorem 31 presents the main result of this section. The first part follows from Lemmata
28 and 30 whereas the second part is a consequence of Lemma 30 and Corollaries 22 and 26.
I Theorem 31. The monitoring system (M alt , I σ ) on (Act, {τ, σ}) reliably monitors for
RsHML on (Act, {τ }). Moreover, RsHML is the largest reliably monitorable fragment of
µHML up to logical equivalence.
We note that RsHML is also a fragment of ssHML, the maximally monitorable fragment
of µHML identified in Section 3. Theorem 31 holds for every preorder ≤o that has the
properties listed in Subsection 4.2. Therefore, it also holds for ≤c from Definition 16.
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I Example 32. We return to the server from Examples 12 and 17. Notice that formula ψ is
a RsHML-formula, and therefore it is reliably monitorable.
We conclude by noting that myopic monitors can also be described as a fragment of full
monitors by replacing σ.no by τ.no+σ.no and σ.α.m with rec x.(τ.x+σ.x+τ.α.m+σ.α.m) in
any myopic monitor. However, myopic monitors provide a cleaner, more efficient description
of the same monitors.

6

Conclusions

We developed a general framework for reliable monitorability for monitoring setups that
obscure information about the internal behaviour of systems. The framework is described
through a family of LTS preorders that satisfy natural properties (4.2 through 4.2 of Subsection
4.2). Via further assumptions (properties 4.2, 4.2, 4.2) that guarantee a certain level of
information obscuring, we identified RsHML, a maximal reliably monitorable fragment
of µHML. Then, we provided a monitoring system, (M alt , I σ ) that reliably monitors for
RsHML.
Related work. In [9], Dwyer et al. use the approach of combining several properties to be
monitored to produce a composite property and then project this composite property onto
a smaller set of observable actions. This sampling technique effectively “silences” some of
the observable actions and focuses on the rest to reduce overhead without risking unsound
monitoring. Their approach highlights the importance of silent actions for RV and the need
for a framework to handle imperfect information about silent events.
In [5] Basin et al. consider the problem of monitoring over defective traces (called
incomplete/disagreeing logs). They propose an augmented LTL specification language that
permits reasoning about incompleteness and handling of inconsistencies. In some sense, this
is related to our reliable monitors that are able to provide correct verdicts in the presence of
event obscuring; however, the authors in [5] do not tackle issues related to monitorability.
In [21], Shi et al. consider the problem of monitoring a wireless network via a wireless
sniffer. A wireless sniffer may introduce uncertainty over a monitoring setup, as the trace it
detects may not necessarily be the actual trace of the system, due to the intrinsic unreliability
of the wireless network. The authors in [21] thus develop a monitoring framework to tolerate
such errors. In separate work [6], Basin et al. tackle the problem of distributed monitoring
over a network which may produce delays and/or failures; they use a monitoring system
based on a real-time three-valued logic that can track when an event took place. Their
monitors may then need to draw appropriate conclusions under incomplete or scrambled
information. Although we do not consider aspects such as event reordering, our work could
serve as a basis for a better understanding of the level of obscuring these systems can tolerate.
Variations. Our system can be adjusted to describe diverse situations, by either weakening
or strengthening the power of obscuring preorders. For instance, one can relax properties
4.2 to 4.2 to describe situations where there is a guarantee that the system reveals its
internal behaviour at least partly and to a certain degree. For example, we can take ≤o
to be the identity relation on LTSs, as it satisfies properties 4.2 to 4.2 and therefore is an
obscuring preorder; then, the reliably monitorable properties would be all of ssHML and
the corresponding monitoring system would be that of full monitors. A preorder between ≤c
and = would perhaps be more interesting.
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Abstract
Let M be a triangulated, orientable 2-manifold of genus g without boundary, and let h be a height
function over M that is linear within each triangle. We present a kinetic data structure (KDS)
for maintaining the Reeb graph R of h as the heights of M’s vertices vary continuously with time.
Assuming the heights of two vertices of M become equal only O(1) times, the KDS processes
O((κ + g)n polylog n) events; n is the number of vertices in M, and κ is the number of external
events which change the combinatorial structure of R. Each event is processed in O(log2 n) time,
and the total size of our KDS is O(gn). The KDS can be extended to maintain an augmented
Reeb graph as well.
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Introduction

Let h : X → R be a function over a manifold X. We refer to h as the height function for
simplicity. Given a height value `, the `-level set of h is the set of all points on X whose
heights equal `. A contour is a connected component of a level set. The Reeb graph [15] of h
encodes the topological changes to the contours of `-level sets as one continuously varies the
value `. Reeb graphs are the generalization of contour trees, which are trees that encode the
contours of functions defined on zero-genus manifolds, to manifolds of non-zero genus, and
contain cycles if the genus of X is not zero.
The “height” functions may measure any manner of things including temperature, pressure,
brightness of points on a shape, etc. Reeb graphs have a variety of applications in graphics,
data visualization, and shape matching and retrieval; see [5,10,20] for some of them. However,
many of the potential quantities used for height functions including those listed above may
change over time. New heat measurements may be taken, or a user interacting with the
lighting on a shape may wish to change the brightness of certain locations. In this work,
we develop an efficient data structure, using the kinetic data structure framework [4], for
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maintaining the Reeb graph as the height function varies continuously. Note that despite
the height function changing continuously, the combinatorial structure of the Reeb graph
changes only at certain discrete times, called events. Our goal is to characterize and detect
these events, and to update the Reeb graph efficiently at these events.
Related work. Shinagawa and Kunii [16] describe an O(n2 )-time algorithm for constructing
the Reeb graph of a piecewise linear height function over a 2-manifold with n triangles.
Cole-McLaughlin et al. [6] improved the running time to O(n log n). Later, O(n log n)time algorithms were designed for the more general case of piecewise linear functions over
simplicial complexes with n vertices, edges, and triangles [12, 13]. Pascucci et al. [14] give an
online algorithm for computing Reeb graphs. Doraiswamy and Natarajan [8] describe an
algorithm that splits the input domain containing s saddles into regions whose Reeb graphs
are loop-free, computes these Reeb graphs, then combines them to get the final Reeb graph
in O(n log n + ns)-time.
Most work on time-varying height functions has focused on contour trees. Sohn and
Bajaj [18] and Szymczak [19] compute a mapping between the contour trees of a changing
height function at successive discrete time steps, but they ignore combinatorial changes in
the contour tree between the time steps and compute each new tree using a static algorithm.
Agarwal et al. [2] provide a detailed characterization of the changes in the contour tree of a
time-varying function over a terrain, and they describe a kinetic data structure (KDS) [4]
that can update the contour tree in O(log n) time per major data structure modifying event.
See [11] for a survey on other kinetic data structures.
Edelsbrunner et al. [9] actually characterize the combinatorial changes in the Reeb graph
of a time-varying function; however, their approach only considers smooth functions on a
manifold that is compactified to what is effectively a 3-sphere (hence the Reeb graph has
no loops). Moreover, they assume that the height function over all time values is given in
advance, and the algorithm takes O(n) time to update the graph at each event.
Our work. et al. [2] to Reeb graphs of more general domains than the terrain. However,
their results rely heavily on the planarity of terrains and the simple connectivity of their
contour trees. Therefore, we consider domains that nearly feature both of these properties
while still capturing far more general settings. Namely, we focus on piecewise linear height
functions over triangulated 2-manifolds of low genus. For simplicity, we will assume these
manifolds are orientable and lack boundary.
We describe the first KDS to efficiently maintain the Reeb graphs of such functions. Fix
a triangulated 2-manifold M of genus g and let h : M → R be a height function. We assume
the height of each vertex is a constant degree polynomial function of time and that the roots
of these polynomials can be computed in O(1) time1 . Let κ be the number of combinatorial
changes that occur to the Reeb graph of h. Our KDS processes O((κ + g)λO(1) (n) log n)
events in the worst case, where λO(1) (.) is the maximum length of a Davenport-Schinzel
sequence of order O(1) and is almost linear [3]. Each event can be processed in O(log2 n)
time, and the total size of our KDS is O(gn). Note that if we are allowed O(n2 ) space, it is
not too difficult to maintain the Reeb graph in O(polylog n) time per event, since we can
explicitly store the O(n) combinatorially different level sets, each of size O(n), and easily
maintain them dynamically.

1

Our algorithm defines events as those time instances where the relative ordering of vertices according to
their function values changes. We can also simulate arbitrarily changing the height of a vertex v from
h1 to h2 through a sequence of vertex swaps involving v and the vertices with function values lying
between h1 and h2 .
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To obtain our data structure, we extend and simplify the detailed characterization of
the combinatorial changes in the contour tree described by Agarwal et al. [2] to the case of
Reeb graphs over 2-manifolds. One advantage of our analysis is that we no longer distinguish
between the inside and outside of contours; indeed, doing so is impossible unless we define
an outer face with which to define containment. We also keep our list of distinct changes to
the Reeb graph as generic as possible, helping us avoid a potentially lengthy case analysis
for situations our data structure’s algorithms can handle implicitly.
On the other hand, we need to process more events than the O(κ + n) needed for contour
trees [2]. Moreover, because Reeb graphs are more general than contour trees, and the
changes in Reeb graphs at an event are more complex, the data structure itself is more
involved. A major component of Agarwal et al.’s data structure is to locate a given vertex
v’s contour on the contour tree. To do so, they find a pair of nodes µ1 and µ2 on the contour
tree such that there is a unique height-monotone path between them containing v, and then
they perform a binary search along the path. Unfortunately, the presence of loops in a Reeb
graph means that it may contain multiple such paths between a pair of nodes. To solve this
problem, we explicitly maintain g level sets of the height function and a spanning tree of the
Reeb graph. Using the level sets, we can find a pair µ1 and µ2 as before such that the unique
height-monotone path in the spanning tree contains v. We take advantage of the topology of
2-manifolds to efficiently maintain these level sets. In particular, we recognize that contours
essentially form cycles in the dual graph of a manifold, and as the level sets change these
cycles should and can be modified easily.
The rest of the paper is organized as follows. We briefly discuss the necessary background
in Section 2. We introduce our model of time-varying height functions, and give a characterization of the changes in the Reeb graph in Section 3. We describe a KDS, including a few
useful operations for maintaining a dynamic Reeb graph in Section 4, and we describe how
to efficiently update the KDS in Section 5.

2

Preliminaries

2-manifolds. A triangulated 2-manifold M = (V, E, F ) without boundary consists of a set
of triangles F bounded by a set of edges E incident to a set of vertices V . Let n = |F |.
We require each edge to bound two distinct triangles and to contain two distinct incident
vertices. Thus, every point on M has an open neighborhood homeomorphic to the plane R2 .
A 2-manifold is orientable if it does not contain a subset homeomorphic to the Möbius band.
We consider only orientable 2-manifolds in this paper. Let χ = |V | − |E| + |F | denote the
Euler characteristic of M. The genus g of a 2-manifold is the maximum number of disjoint
simple cycles through the manifold that can be removed without disconnecting it. By Euler’s
formula, we have χ = 2 − 2g. For simplicity, we assume every vertex v has degree O(1).
Our data structure can be modified easily to handle arbitrary vertex degree; however the
processing time of events will increase proportionally to the degree of vertices involved in
the event. Let M∗ denote the dual graph of M. The graph M∗ contains a vertex for every
triangle of M, and two of its vertices are adjacent if and only if their corresponding triangles
share an edge in M. Let h : M → R be a height function. We assume that the restriction of
h to each triangle of M is linear and that the heights of all vertices are distinct.
Critical points, level sets, and contours. The link of v, denoted by Lk(v), is the cycle
formed by those edges of M whose endpoints are neighbors of v. The lower/down (resp.
higher/up) link of v, Lk− (v) (resp. Lk+ (v)), is the subgraph of Lk(v) induced by vertices
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Figure 1 Reeb graph R on 2-manifold M; the function h is given by height from the base.

u with h(u) < h(v) (resp. h(u) > h(v)). The down (resp. up) edges of v are the edges
between v and its lower (resp. upper) link. A minimum (resp. maximum) of M is a vertex v
for which Lk− (v) (resp. Lk+ (v)) is empty. Such a vertex is also called an extremal vertex.
A non-extremal vertex v is regular if Lk− (v) (and also Lk+ (v)) is connected, and saddle
otherwise. A vertex that is not regular is called a critical vertex.
For ` ∈ R, the `-level set of M, denoted by M` , consists of points x ∈ M with h(x) = `.
We refer to a level set M` where ` = h(v) for some critical vertex v as a critical level. A
contour of M is a connected component of a level set of M. Each vertex v ∈ V is contained in
exactly one contour in Mh(v) , which we call the contour of v. A contour not passing through
a critical vertex is a simple polygonal cycle. A contour passing through an extremal vertex
is a single point, and a contour passing through a saddle v consists of two or more simple
cycles, one per component of Lk− (v), with v being their only intersection point. A contour
C not passing through a vertex can be represented by the cyclic sequence of edges of M that
it passes through. Similarly, a contour C passing through a vertex can be represented by
zero or more sequences of edges, depending on whether the vertex is critical, where each
sequence represents a cycle of C.
Let ε = ε(M) denote a positive value smaller than the height difference between any two
vertices of M. An up-contour (resp. down-contour) of a saddle vertex v is any contour of
Mh(v)+ε (resp. Mh(v)−ε ) that intersects an edge incident on v. If v has two up-contours
(resp. down-contours) and one down-contour (resp. up-contour) it is called a positive (resp.
negative) saddle vertex. A saddle vertex v that is either negative or positive (but not both) is
called a simple saddle (this also means that Lk− (v) and Lk+ (v) each consist of two connected
components). For simplicity, we assume that each saddle vertex v is simple. As before, our
data structure can be modified easily to handle vertices that are not simple.
Reeb graphs. Consider raising ` from −∞ to ∞. The contours continuously deform, but
the level set’s topology does not change while M` varies between two consecutive critical
levels. A new contour appears as a single point at a minimum vertex, and an existing contour
contracts into a single point and disappears at a maximum vertex. An existing contour (the
down-contour of v) splits into two new contours (the up-contours of v) at a positive saddle
vertex v, and two contours (the down-contours of v) merge into one contour (the up-contour
of v) at a negative saddle vertex v. The Reeb graph R of h is a graph on the critical vertices
of M that encodes these topological changes of the level set. An arc (v, w) of R represents
a contour that appears at v and disappears at w. If M has genus g, then R is a tree with
exactly g additional arcs [6] (R may contain parallel arcs between two nodes; each such arc
is considered distinct). We will refer to vertices and edges in M and nodes and arcs in R.
More formally, two contours C1 and C2 at heights `1 and `2 , respectively, are called
equivalent if C1 and C2 belong to the same connected component of Γ = {x ∈ M | `1 ≤
h(x) ≤ `2 } and that component of Γ does not contain any critical vertex. An equivalence
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class of contours starts and ends at critical vertices. If a class starts at a critical vertex v and
ends at w, then (v, w) is an arc in R. We refer to v as a down neighbor of w and to w as an
up neighbor of v. A down arc (resp. up arc) of v goes to another node on R of lesser (resp.
greater) height. Equivalently, R is the quotient space in which each contour is represented
by a point and connectivity is defined in terms of the quotient topology. Let ρ : M → R be
the associated quotient map, which maps all points of a contour to a single point on R. Fix
a point p in M. If p does not lie in the contour of a critical vertex, ρ(p) lies in the relative
interior of an arc in R; if p is an extremal vertex, ρ(p) is a leaf node of R; and if p lies in the
contour of a saddle vertex then ρ(p) is a non-leaf node of R. See Figure 1. We extend the
height function h to R by defining h(ρ(p)) = h(p) for all p ∈ M.
Each node of R is labeled with the corresponding critical vertex of M. A non-leaf node
of R is called positive (resp. negative) if its corresponding saddle vertex is positive (resp.
negative). The combinatorial description of R is the set of its nodes along with their labels,
and the set of its arcs.

3

Time varying Reeb graph

We use the same model for the time varying function as the one in [2]. Specifically, we
have a one-parameter family of height functions over M, h : M × R → R, where the extra
dimension in the domain is time. We assume that at any given time at most two vertices have
equal height value, and the heights of any two vertices become equal O(1) times. Finally, if
h(u, t0 ) = h(v, t0 ) then the function h(u, t) − h(v, t) changes sign at t = t0 . We now consider
the different changes that may occur in R as time passes. We call each time t where the
topology or node labels of R change an external event. We focus on external events in this
section. In later sections, we define other types of events that only affect our data structure
but not R itself; we refer to these events as internal events. If an event occurs at time t, we
let t− (resp. t+ ) denote the time immediately before (resp. after) the event, i.e., t− = t − δ
(resp. t+ = t + δ) for some arbitrarily small δ > 0.
We characterize external events by whether or not they change the set of nodes in R. We
refer to events that do change the nodes of R as node events. Recall that the nodes of R are
the images of critical vertices of M. Therefore, a node ρ(u) enters or leaves R only when the
uplinks or downlinks of u in M change their connectivity or when u becomes an extremum.
These events occur only at a time t for which h(u, t) = h(v, t) for some neighbor v of u.
Immediately before and after the node event, no other vertex has the topology of its links
changed, so only ρ(u) and ρ(v) can be added or removed from R.
Changes to R that do not change the set of nodes only occur when two adjacent non-leaf
nodes in R go to the same height value and the number of arcs remains the same, and are
referred to as interchange events. We now explore both types of events in more detail.
Node events. Suppose a node ρ(u) enters or leaves R at a time t, and let v be the neighbor
of u for which h(u, t) = h(v, t). Suppose u becomes a saddle vertex so that ρ(u) is added
to R with three incident arcs. One of two situations may occur. First, ρ(u) subdivides an
arc of R, adding one additional arc to R. In this case, ρ(v) must enter R as well with only a
single arc incidence. In other words, v is a new extremal vertex. We call this node event
a birth event. Second, ρ(u) replaces a node of R which must be ρ(v). We call this type of
node event a shift event (shift events occur because M is a piecewise-linear manifold; they do
not occur for smooth surfaces). In opposition to the birth events, both ρ(u) and ρ(v) may
leave R. The removal of a saddle and extremal vertex is a death event. See Figure 2.
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(a)

(b)

Figure 2 Birth/death event : (a) shows the changes in M, and (b) shows the changes in R. Solid
vertices have lesser height than u and v; empty vertices have greater height. Figures are from [2].

Figure 3 An interchange event where α is negative and β is positive at time t− . We have
α = ρ(u), and v1 and v2 are two vertices, one from each uplink of u. The figure shows the two
possible ways in which (u, v1 ) and (u, v2 ) can map to R, and how it determines the changes in R.

Interchange events. The combinatorial changes that occur in R during node events are
easy to deduce simply by looking at which vertices are involved in each event and examining
the changes to their links’ topology. However, interchange events are more subtle.
Suppose an interchange event occurs at time t where for an arc (α, β) we have h(α, t− ) <
h(β, t− ) and h(β, t+ ) < h(α, t+ ). Only the neighborhood of α and β changes, because the
relative ordering over vertices mapping to arcs outside the neighborhood do not change. We
will focus on what the new up-arcs for α should be; other new up-arcs to neighbors of α
and β must come from β. The case for the new down-arcs of β is symmetric. The following
lemma describes the up-arcs based purely on which arcs of R incident to α and β intersect
the projections of up-edges emanating from u. Note that in the presence of genus, there may
be parallel arcs between a pair of nodes undergoing an interchange event. The two arcs are
still present after the event, but their endpoints switch labels.
I Lemma 1. Let (α, β) be an arc at time t− such that h(α, t− ) < h(β, t− ) and h(β, t+ ) <
h(α, t+ ). Let ξ be a node such that h(ξ, t) > h(α, t) = h(β, t). There exists one arc (α, ξ) at
time t+ for each instance of the following occurrences: either (i) there exists an arc (α, ξ) at
time t− , or (ii) there exists an arc (β, ξ) at time t− such that there is an up-edge (u, v) of
vertex u with α = ρ(u) and β 6= ρ(v) such that {β} ( ρ((u, v)) ∩ (β, ξ).
See Figure 3 for an example, where α is negative and β is positive at time t− , and the two
ways in which R can change. We remark that in condition (ii), the requirement states that
{β} is a proper subset of ρ((u, v)) ∩ (β, ξ). See the full paper for the proof of Lemma 1.
According to Lemma 1, the changes to R during an interchange event between nodes
α = ρ(u) and β = ρ(u0 ) can be completely determined after figuring out how the maps of
edges incident to u and u0 intersect arcs incident to α and β. In the next section, we present
a kinetic data structure that aids in determining these intersections.
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KDS for R

We begin with a high level overview of our KDS for maintaining R, including details on
some auxiliary data structures we use. Our data structure, although similar in some aspects
to the one of Agarwal et al. [2], is necessarily more complicated to handle the additional
topology present in M and R. Unlike in their KDS, ours explicitly maintains a collection of
g level sets. These level sets are chosen so that there is at most one path between any pair
of points in R that avoids crossing the level sets. We use this property in the following way:
in order to compute changes to R during external events, we need to be able to locate ρ(v)
on R for any vertex v. This is accomplished by computing the first extremal vertices or the
aforementioned level sets reached while greedily walking along up-edges (resp. down-edges)
from v and then searching for the unique arc at v’s height in the aforementioned path in R
between these positions.
Our data structure maintains the Reeb graph R, a spanning tree T of R, and the set
L = R − T of loop arcs. Set L contains exactly g arcs [6, Lemma A]. For each loop arc, we
select a vertex x ∈ M such that ρ(x) lies in the closure of the loop arc (i.e., the arc along
with its two endpoints). We designate this set of vertices V as the representative vertices of
L. Since the maximum degree of R is at most 3, a single node may be incident to up to 2
loop arcs. That node’s saddle vertex may therefore be representative for up to 2 loop arcs.
We store M in the form of a doubly connected edge list (DCEL) [7]. For each negative
(positive) saddle vertex, we associate with each connected component of its down (up) link
the arc of R holding down(up)-contours through the component. We maintain an event
queue as a priority queue that, at any point in time, helps us to efficiently compute the next
event to occur. Finally, we maintain two kinds of auxiliary data structures detailed below: (i)
the crossing level sets which we define as the level sets at the same heights as representative
vertices, and (ii) a forest of descent and ascent trees.
Crossing level sets. Let x be a representative vertex. We refer to the h(x)-level set Mh(x) as
x’s crossing level set. We explicitly maintain the edges intersected internally by x’s crossing
level set. For each regular contour avoiding x, we store a single anchor edge e and a path
through M∗ between e’s incident triangles (which are vertices in M∗ ) containing all triangles
and edges other than e intersected by the contour (see Figure 4). For the contour passing
through x, we store one or two paths (depending on whether x is a saddle) through M∗
containing all the triangles and edges intersected internally by the one or two cycles in x’s
contour (see Figure 4). These paths are all stored in a single forest of edge and vertex-disjoint
trees. Note that each edge and triangle of M is intersected by 0 to g crossing level sets. We
store distinct copies of the edges and triangles in each crossing level set intersecting them
internally. For each edge, we store a list of its copies ordered by height of their crossing level
set. Let Cr− (e) and Cr− (e) denote the lowest and highest copies of e respectively. The total
size of these crossing level sets is O(gn).
We annotate crossing level set contours with the arcs/nodes they lie on in R. If a crossing
level set contour does not contain a vertex or passes through a regular vertex, then it is simply
annotated with the arc in R containing its image under ρ. If the contour passes through a
saddle vertex x, the annotations are slightly different. Suppose x is a negative (positive)
saddle vertex. Let C(x) be x’s contour, and let C1 and C2 be x’s two down(up)-contours,
corresponding to the two down (up) arcs a1 and a2 of ρ(x) respectively. Observe that each
cycle of C(x) shares intersected edges with exactly one of C1 and C2 . For i ∈ {1, 2}, we
annotate the contour cycle sharing edges with Ci with the arc ai . Finally, we annotate each
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Figure 4 (i) (left) A crossing level set contour avoiding vertices of M, along with its anchor edge
e; (right) the contour is stored as a path in the dual graph between e’s adjacent triangles. (ii) (left)
A crossing level set contour passing through saddle vertex x; (right) the contour is stored as two
paths. Recall that the dual of a triangle F ∈ M is a vertex F ∗ ∈ M∗ .

contour with the crossing level set it belongs to, and separately annotate each crossing level
set with its representative vertex so it can be changed easily. Later, we describe how to use
these annotations to take any edge e of M, discover which crossing level sets intersect e, and
learn which arc(s) of R contain the intersection and its neighborhood.
Finally, for each representative vertex x, we store two dynamic and kinetic tournaments
ψ − (x) and ψ + (x) for vertices incident to edges crossed by x’s crossing level set [1]. Tournament
ψ − (x) stores such vertices u with h(u) < h(x). At any point in time, ψ − (x) can be efficiently
queried to provide the highest vertex lower than x. We call this vertex the winner of ψ − (x).
The other tournament ψ + (x) stores the vertices u with h(u) > h(x) and can be queried for
its winner, i.e., the lowest vertex in ψ + (x) higher than x. Vertices can be added or removed
from ψ − (x) and ψ + (x) as required by our data structure. Maintaining the tournaments
introduces additional internal tournament events. We discuss the running times associated
with modifying and maintaining the tournaments later.
Recall that a single vertex x may be the representative of up to two loop arcs. In this
case, we store two copies of x’s crossing level set so that they can be modified independently
as our data structure requires.
Descent and ascent trees. We maintain a forest of rooted descent and ascent trees 2 . The
descent trees are defined as follows. Each vertex of M appears exactly once in the set of
descent trees. We also include a collection of special root vertices, called level set roots, that
each have exactly one child and a label to an edge of M. For each vertex u ∈ M, if u is not a
minimum and not a representative vertex, then we choose an arbitrary vertex w ∈ Lk− (u).
If edge (u, w) does not intersect a crossing level set internally, then w is made u’s parent in
the descent tree. Otherwise, we create a level set root c, set c to be u’s parent, and record
on c the edge (u, w) that would have been added to the descent trees if the level set were not
crossed. Ascent trees are constructed in a similar manner by taking arbitrary vertices from
uplinks and either adding edges to them or adding edges to level set roots. Note that the
roots of our ascent and descent trees can be extremal vertices, representative vertices, or
level set roots.
Final details. The spanning tree T of R, the paths representing contours of the crossing
level sets, and the ascent and descent trees are all stored as (rooted) link-cut trees. Link-cut
trees support many basic tree operations in O(log n) time each [1, 17]. See the full paper

2

Our definitions of descent and ascent trees differ from those of Agarwal et al. [2] due to the existence of
crossing level sets.
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Figure 5 A height monotone path between
µ1 and µ2 through T and containing ρ(v). The
dotted arcs are loop arcs.

8:9

Figure 6 An LSCross(x, u) operation
where u is a negativesaddle. The red dotted
line represents x’s crossing level set, and the
anchor edges are shown.

for further details. It is possible to look up or store a constant amount of information on
individual trees of a link-cut tree forest (such as a contour’s anchor edge) in O(log n) time
per operation.
Initialization. The Reeb graph R, spanning tree T, loop arcs L, and the set V can be
computed in O(n log n) time [6]. The ascent and descent trees can be initialized in O(n log n)
time. The edges in the crossing level set of a vertex x ∈ V can be computed by traversing
the edges of M crossing height h(x) in O(n) time, and can be stored as link-cut trees and
tournaments ψ − (x) and ψ + (x) in O(n log n) time [1, 17]. There are at most g such level sets,
so overall the time taken is O(gn log n).

4.1

Useful operations

We define the following operations used by our data structure. The first two are useful in
determining the combinatorial changes to R during external events. The latter two aid us in
maintaining crossing level sets as their heights change.
FindArc(v) : Returns the arc of R containing ρ(v) for a regular vertex v.
LocateArc(α, β, v) : Suppose (α, β) ∈ R is an arc and no other vertex has height
between h(α) and h(β). Let (u, v) be an edge of M with α = ρ(u), β 6= ρ(v), and h(β)
lies between h(α) and h(v). The operation LocateArc(α, β, v) returns the only arc
T
(β, β 0 ) ∈ R incident to β, other than (α, β), such that {β} ( (β, β 0 ) ρ(u, v).
LSCross(x, u): Let x ∈ V and u be any other vertex such that h(x, t) = h(u, t). The
operation LSCross(x, u) updates x’s crossing level set(s) from intersecting down edges
(up edges) of u at time t− to intersecting up edges (down edges) of u at time t+ .
Handoff(x, x0 ): Let x ∈ V and x0 be any other non-extremal vertex such that no other
vertex has height between h(x) and h(x0 ). The operation Handoff(x, x0 ) updates one
crossing level set of x from containing x and intersecting the down edges (up edges) of x0
to containing x0 and intersecting the up edges (down edges) of x. Vertex x0 is then made
a representative owning the crossing level set.
We now sketch how to implement each operation. The details are given in the full paper.
FindArc(v) and LocateArc(α, β, v): For FindArc(v), we want to find a pair of nodes
µ1 and µ2 bounding a height monotone path through T that contains ρ(v). Afterward, we
can binary search for the projection of v on that path. See Figure 5 for an example. The
high level idea behind our strategy to find µ1 is to search for the root of v’s descent tree, and
use it to find an extremal vertex reachable via a height monotone path through T or to find
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an arc of R reachable in a similar way; the higher of the two nodes on the arc is reachable
through T. We compute µ2 symmetrically. For LocateArc(α, β, v), we use a procedure
similar to that of FindArc to quickly find a height monotone path in T from α that passes
through β and ρ(v).
I Lemma 2. Both FindArc(v) and LocateArc(α, β, v) can be implemented in O(log n)
time.
LSCross(x, u) and Handoff(x, x0 ): For LSCross(x, u), our goal is to remove down
edges of u from x’s crossing level set one-by-one (assuming h(x, t− ) < h(u, t− ) without loss of
generality) using link-cut tree operations before adding the up edges of u to x’s crossing level
set. The details on which edges to link, unlink, or designate as anchors vary depending on
whether u is an extremal vertex, a saddle, or a regular vertex. See Figure 6. Handoff(x,x’)
is also implemented in a similar fashion.
I Lemma 3. Both LSCross(x, u) and Handoff(x, x0 ) can be implemented in O(log2 n)
time.

5

Handling events

Internal events and certificates. We define a few internal events that are needed to keep
its auxiliary structures accurate. A local event occurs whenever two adjacent vertices in M
have equal heights. A crossing event occurs whenever a representative vertex x and any
vertex u =
6 x have equal height. A winner event occurs when the winner of a representative’s
tournament changes. Finally, a tournament event occurs when any of the representative
vertices’ tournaments need to be repaired as described by Agarwal et al. [1].
We maintain a collection of certificates that certify our data structure to be accurate.
When a certificate fails, an event may occur. We maintain certificates of the following types:
For each edge of M, a certificate that fails when its two endpoints’ heights become equal.
For every arc of R, a certificate that fails when its two endpoints’ heights become equal.
For every representative vertex x ∈ V and its two tournaments ψ − (x) and ψ + (x), a
certificate that fails when the heights of x and the tournament winner become equal. One
can easily verify that one of these two certificates for x will fail any time the height of
any vertex u 6= x becomes equal to h(x).
For every representative vertex x ∈ V, a collection of certificates as described by Agarwal
et al. [1] certifying the correctness of the tournaments ψ − (x) and ψ + (x).
Note that multiple certificate failures can occur at the same time, since the same two
vertices can be involved in the failure of multiple certificates. For instance, during a death
event, the certificates for both an arc of R and an edge of M will fail.
Repairing the KDS. It is straightforward from the definition of the different events to know
what type of event is occurring with each certificate failure. We now discuss how our data
structure handles events. Each event involves only a constant number of vertices (under our
assumption that the vertex degree is constant).
To avoid opening the ‘black box’ we leave the handling of tournament events and the
repairing of tournaments to the procedures described by Agarwal et al. [1]. Winner events
are handled separately and in addition to the other type of events in O(log n) time by simply
updating the certificates for representative vertices and their tournaments with new winners.
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We now describe how to handle the remaining types of events, beginning with external
events, and then focusing on non-external crossing events. We conclude with updating the
descent and ascent trees, a process that must be done after every event. In general, we handle
events by performing local changes that guarantee T is still a spanning tree of R. We must
be sure to appropriately hand off crossing level sets so their representative vertices still lie on
loop arcs in L. In addition, we must make sure that each edge still has its crossing level set
copies ordered by height. To do so, we will generally perform Handoff operations so that
only one vertex involved in each event represents crossing level sets. LSCross operations
can then be performed safely (as we essentially move from time t− to time t+ ) before doing
some number of Handoff operations to guarantee each vertex again represents the correct
number of crossing level sets.
Shift event: Suppose u is critical and v is regular at t− , and vice versa at t+ . We relabel
node ρ(u) in R by v. Node ρ(v) is now incident to every loop arc that originally contained
ρ(u), so we call Handoff(u, v) for each crossing level set that belongs to u (recall, a
vertex can be a representative up to two times). Finally, we call LSCross(v, u) if v is
now a representative, because its (newly acquired) crossing level sets pass over u at time t.
Birth event: Suppose u and v are not critical at t− , but they become critical at t+ . Let
v and u be a maximum and positive saddle respectively at time t+ (the other cases
are similar). We need to figure out where the new arc (ρ(u), ρ(v)) will lie in R and
possibly hand off a crossing level set from v, because ρ(v) will soon be a leaf of R. We
call FindArc(u) to figure out which arc (ξ, ζ) with h(ξ) < h(ζ) contains u and v. If
(ξ, ζ) ∈ T, then we remove (ξ, ζ) from T, and add arcs (ξ, ρ(u)), (ρ(u), ζ), and (ρ(u), ρ(v))
to T using link-cut tree operations. We are done, because u, v ∈
/ V in this case.
Suppose (ξ, ζ) ∈ L. If v ∈ V, we call Handoff(v, u). If u now has a crossing level set,
we call LSCross(u, v). We replace (ξ, ζ) in L by (ρ(u), ζ), and add (ξ, ρ(u)), (ρ(u), ρ(v))
to T. For the case of u, v ∈
/ V, we must guarantee the representative vertex w for (ξ, ζ)
still lies on a loop arc. If h(w) > h(u) (resp. h(w) < h(v)) at t− , replace (ξ, ζ) in L by
(ρ(u), ζ) (resp. (ξ, ρ(u))), and add (ρ(u), ρ(v)) and (ρ(u), ξ) (resp. (ζ, ρ(u))) to T.
Death event: Suppose at t− , α = ρ(u) was a positive saddle and β = ρ(v) was a maximum,
and they both become regular at t+ (the other cases are similar). We have (α, β) ∈
/ L,
and in particular, v is not a representative vertex. We remove arc (α, β) from T. Let
(ξ, α), (α, ζ) be the other two arcs adjacent to α with h(ξ) < h(ζ). We cannot have both
(ξ, α) and (α, ζ) as loop arcs at t− . If neither arc is a loop arc or (ξ, α) ∈ L then we
relabel (ξ, α) to be (ξ, ζ) and remove (α, ζ) from T. Otherwise, we relabel (α, ζ) to be
(ξ, ζ) and remove (ξ, α) from T. If either arc was a loop arc, then the new loop arc still
contains the image of its representative. Finally, if u ∈ V, we call LSCross(u, v).
Interchange event: Consider an interchange event between two nodes α = ρ(u) and β = ρ(v)
where h(α, t− ) < h(β, t− ). We must first figure out the new incident arcs of α and β.
Afterward, we will pick which incident arcs will be designated as loop arcs and finally move
crossing levels as appropriate to guarantee the new loop arcs have their representatives.
We pick two up-neighbors w1 , w2 of u such that ρ(wi ) 6= β for i ∈ {1, 2}, one from each
uplink of u. We then figure out the new up arcs of α using LocateArc(α, β, wi ) for
i ∈ {1, 2} (see Lemma 1). Similarly, we figure out the new down arcs of β, thus giving us
the combinatorial changes in R.
We define the outer nodes as the nodes incident to α and β at time t− other than α and β
themselves. Suppose α and β share a single arc in R. Further suppose (α, β) ∈
/ L at t− .
−
+
Thus, (α, β) ∈ T. If we contract (α, β), R is identical at t and t , and all the arcs in
T \ {(α, β)} still constitute a spanning tree of the contracted R at t+ . Thus, expanding
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(α, β) and including it along with all the other arcs in T not incident to (α, β) at time t−
does not create a cycle at time t+ . Any outer node that was adjacent to either α or β in
T at time t− still needs to be adjacent to α or β in T at time t+ . However, its neighbor
may change from α to β or vice versa. We add the appropriate arcs connecting these
outer nodes to (α, β) to get T at t+ . These changes can be done in O(log n) time using
link-cut tree operations.
If instead (α, β) ∈ L at t− , then (α, β) ∈
/ T. There exists a unique path from α to β in
T. Let ζ be an outer node incident to α lying on this path; ζ can be found in O(log n)
time using a link-cut tree operation. Replacing the arc (α, ζ) by (α, β) in T still keeps it
a spanning tree of R, and we can now use the argument from the previous paragraph.
Now, if α and β share two arcs in R at time t− , then they continue to share two arcs at
time t+ and the combinatorial structure of R does not change. We simply keep the same
number of loop arcs between α and β.
We now discuss handling changes to level set contours. We call Handoff(u, v) once
for each arc that u represents. If any level set contours then belong to v, we call
LSCross(v, u). Finally, we call Handoff(v, u) as many times as necessary so that both
u and v have the same number of level sets as there are incident loop arcs not already
represented by other vertices at time t+ .
Other crossing event: We now describe how to handle non-external crossing events. Suppose we have representative vertex x and a vertex u 6= x with h(x, t) = h(u, t). We
call Handoff(u, x) for each loop arc represented by u followed by a single call to
LSCross(x, u) and then the same number of calls to Handoff(x, u) as were done earlier
for (u, x). In doing so, the crossing level sets of x and u retain the relative order by height
and the lists of edge copies for the level sets retain their proper ordering.
Repairing descent and ascent trees: During an event at time t, a constant number of edges
gain or lose an intersecting crossing level set or have their endpoints change relative order
by height. For each such edge (u, v) ∈ M, we proactively update the descent and ascent
trees of u and v in O(log n) time. We use a link-cut tree operation to remove both u and
v’s parents in the descent trees; if either parent was a level set root, then we delete it.
Let w 6= u be any down neighbor of v after the event is over (if w does not exist, v is
a minimum at t+ and hence made a root). If (v, w) does not intersect a crossing level
set internally, we set w to be v’s parent; else we add a new level set root c and make it
v’s parent by a link-cut tree operation, recording (v, w) on the arc (v, c). We perform a
similar operation for u. The ascent tree is handled similarly.
We now state our main theorem.
I Theorem 4. We can maintain the Reeb graph of a time-varying, piecewise-linear function,
defined on a triangulated orientable 2-manifold without boundary of size n and genus g, in
O(log2 n) time per event and O(gn) total space. The total number of events processed is
O((κ + g)λO(1) (n) log n), where κ is the total number of combinatorial changes in the Reeb
graph.
Proof. There are O(n) local events by our assumptions on the height function. There are
g representative vertices V (counting with multiplicity). The set V changes only at a shift,
birth, death, or interchange events, but these events change the combinatorial structure
of the Reeb graph as well, and there are κ such events. Thus, at most g + κ vertices can
become representatives. Crossing events only occur when a representative vertex and some
other vertex achieve the same height; by our assumptions on the height function, there are at
most O((κ + g)n) such events. Finally, we add and remove vertices from tournaments only
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during crossing events. Therefore, there are O((κ + g)λO(1) (n) log n) tournament events [1].
Every event described above involves a constant number of link-cut tree operations, calls
to LSCross and Handoff, or tournament operations. Therefore, every event, including
tournament events, is handled in O(log2 n) time [1].
J
Remarks. (i) Our approach can be extended to augmented Reeb graphs, although it does
create additional types of interchange events. The augmented Reeb graph contains an
additional degree two node at ρ(v) for each regular v in M. The total number of events
remains the same as in the case above.
(ii) As mentioned, our approach can also handle vertices of high degree, however the running
time to handle an event increases by a factor proportional to the degree of the vertices
involved. Our approach can also handle non-simple saddles, without major modifications.
(iii) One of the main difficulties with extending our technique to higher dimensional manifolds
is that the contours are not polygonal cycles but are higher dimensional surfaces. It is not
clear how to represent them using link-cut trees, unlike the one-dimensional case.
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Abstract
For a family of graphs F, an n-vertex graph G, and a positive integer k, the F-Deletion problem
asks whether we can delete at most k vertices from G to obtain a graph in F. F-Deletion
generalizes many classical graph problems such as Vertex Cover, Feedback Vertex Set,
and Odd Cycle Transversal. A (multi) graph G = (V, ∪α
i=1 Ei ), where the edge set of G
is partitioned into α color classes, is called an α-edge-colored graph. A natural extension of
the F-Deletion problem to edge-colored graphs is the Simultaneous (F1 , . . . , Fα )-Deletion
problem. In the latter problem, we are given an α-edge-colored graph G and the goal is to find a
set S of at most k vertices such that each graph Gi − S, where Gi = (V, Ei ) and 1 ≤ i ≤ α, is in
Fi . Recently, a subset of the authors considered the aforementioned problem with F1 = . . . = Fα
being the family of all forests. They showed that the problem is fixed-parameter tractable when
parameterized by k and α and can be solved in O? (2O(αk) ) time1 . In this work, we initiate the
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1

Introduction

Given their tremendous modelling power, graphs have become an integral part of theoretical
computer science in general, and of algorithm design in particular. One graph problem
which encapsulates many problems of both practical and theoretical interest is F-Deletion.
For a family of graphs F, an n-vertex graph G, and a positive integer k, the F-Deletion
problem asks whether we can delete at most k vertices from G to obtain a graph in F. To
state a few, F-Deletion generalizes problems such as Vertex Cover [6], Feedback
Vertex Set (FVS) [5, 8, 17], Vertex Planarization [15], Odd Cycle Transversal
(OCT) [22, 14, 18], Interval Vertex Deletion [3], Chordal Vertex Deletion [4],
and Planar F-Deletion [11, 16].
A graph G = (V, ∪α
i=1 Ei ), where the edge set of G is partitioned into α color classes,
is called an α-edge-colored graph. Edge-colored graphs are fundamental in graph theory
and have been extensively studied in the literature, especially for alternating cycles and
monochromatic subgraphs [2]. A natural extension of the F-Deletion problem to edgecolored graphs is the Simultaneous (F1 , . . . , Fα )-Deletion problem. In the latter problem,
we are given an α-edge-colored graph G and the goal is to find a set S of at most k vertices
such that each graph Gi − S is in Fi , where Gi = (V, Ei ) and 1 ≤ i ≤ α. Recently, Cai
and Ye [2] studied several problems restricted to 2-edge-colored graphs, where edges are
colored either red or blue. They asked, as an open question, whether the Simultaneous
(F1 , . . . , Fα )-Deletion problem parameterized by k, with α = 2 and F1 = F2 being the
family of all forests, is fixed-parameter tractable (FPT), i.e. whether the problem can be
solved in O? (f (k)) time [10] (for some computable function f ). Agrawal et al. [1] and Ye [24]
answered this question in the affirmative. In particular, it was shown in [1] that the problem
can be solved by an algorithm running in O? (2O(αk) ) time. This work pointed to a few natural
further directions for research. For instance, does Simultaneous (F1 , . . . , Fα )-Deletion
remain fixed-parameter tractable when the family of all forests is replaced by the family of
all bipartite graphs? What is the complexity of the problem when not all families are equal?
The results in this work allow us to take a significant step towards a better understanding
of simultaneous deletion problems in general. To that end, we investigate the complexity of
Simultaneous (F1 , . . . , Fα )-Deletion in two settings. First, we consider the problem with
F1 being the family of all bipartite graphs and F2 = F3 = . . . = Fα being the family of all
forests. We call this problem Simultaneous FVS/OCT and define it as follows.
Simultaneous FVS/OCT

Parameter(s): k and α

Input: An α-edge-colored graph G = (V, ∪α
i=1 Ei ) and an integer k.
Question: Is there a set S ⊆ V of size at most k such that G1 − S is a bipartite graph
and G2 − S, . . ., Gα − S are acyclic, where Gi = (V, Ei ) and 1 ≤ i ≤ α?
We call a solution S to the Simultaneous FVS/OCT problem a sim-fvs-oct. Our first
contribution is an algorithm that, given an instance (G = (V, ∪α
i=1 Ei ), k) of Simultaneous
? poly(α,k)
FVS/OCT, runs in time O (k
) and either computes a sim-fvs-oct in G of size at
most k or correctly concludes that such a set does not exist.
In the second setting, we consider the Simultaneous (F1 , . . . , Fα )-Deletion problem
where F1 = . . . = Fα is the family of all bipartite graphs. We call this problem Simultaneous
OCT and define it as follows.
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Parameter(s): k and α

Input: An α-edge-colored graph G = (V, ∪α
i=1 Ei ) and an integer k.
Question: Is there a set S ⊆ V of size at most k such that Gi − S is bipartite, where
Gi = (V, Ei ) and 1 ≤ i ≤ α?
We refer to a solution S to the Simultaneous OCT problem as a sim-oct. Our second
(and rather surprising) contribution is a negative answer to the first open question of Agrawal
et al. [1]. We show that, even for α = 2, the Simultaneous OCT problem is W[1]-hard.
To prove this result, we first reduce the well-known Multicolored Clique problem [7]
to an auxiliary problem we call Simultaneous Cut. Simultaneous Cut is a natural
generalization of the classical (s, t)-CUT problem to edge-colored graphs. Finally, we show
that Simultaneous Cut can be reduced to Simultaneous OCT. Notice that W[1]-hardness
of Simultaneous OCT implies that Simultaneous (F1 , . . . , Fα )-Deletion problem with
at least two of the families being the family of all bipartite graphs is W[1]-hard.
Overview of the algorithm. Note that for any fixed k and α, our algorithm for solving the
Simultaneous FVS/OCT problem runs in polynomial time. The said algorithm can be
broken down into four stages, three of which are reductions to auxiliary problems. Initially,
as was first proposed by Ye [24], we use the notion of compact representations of feedback
vertex sets (see Section 2 for formal definitions) to reduce Simultaneous FVS/OCT into
2O(αk) instances of the Colorful OCT problem, which is formally defined as follows. We
note that, in any reduced instance, ` will be bounded from above by αk.
Colorful OCT

Parameter(s): k and `

Input: A graph G = (V, E), integers k and `, and a grouping P of the vertices of G into
(not necessarily distinct) sets {P1 , . . . , P` }.
Question: Is there a set S ⊆ V of size at most k such that G − S is a bipartite graph
and S ∩ Pi 6= ∅, for i ∈ {1, . . . , `}?
Intuitively, compact representations give us a partition of a vertex subset of the graph
into sets such that picking one vertex from each part is “guaranteed” to constitute a feedback
vertex set of each graph Gi , 2 ≤ i ≤ α. As such, we are able to encode the feedback vertex
set “side” of the Simultaneous FVS/OCT problem (via the reduction) as colors on the
vertices (i.e. different sets in P represent different colors for each vertex) and focus on a
“colored” variant of Odd Cycle Transversal. Naturally, the second stage is to solve
the Colorful OCT problem within the claimed running time. To do so, we reduce an
instance of Colorful OCT to an instance of the compression variant of the problem, i.e.
Colorful OCT Compression. This problem assumes an odd cycle transversal of size at
most k as part of the input. Note that finding an odd cycle transversal of a graph G = (V, E)
of size at most k can be accomplished using the fixed-parameter tractable algorithms for
OCT parameterized by solution size [14, 22], both of which run in O? (2O(k) ) time.
Colorful OCT Compression

Parameter(s): k and `

Input: A graph G = (V, E), integers k and `, a grouping P of the vertices of G into (not
necessarily distinct) sets {P1 , . . . , P` }, and a set O ⊆ V (G) of size at most k such that
G − O is bipartite.
Question: Is there a set S ⊆ V of size at most k such that G − S is a bipartite graph
and S ∩ Pi 6= ∅, for i ∈ {1, . . . , `}?
Now, to solve an instance of Colorful OCT Compression, we reduce it into 2O(k)
instances of yet another problem, namely Colorful Separator. This reduction is in
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many ways similar to the iterative compression algorithm for solving the Odd Cycle
Transversal problem [7, 13, 23].
Colorful Separator

Parameter(s): k and `

Input: A graph G = (V, E), integers k and `, a grouping P of the vertices of G into (not
necessarily distinct) sets {P1 , . . . , P` }, and vertices s and t in V (G).
Question: Is there an (s,t)-separator S ⊆ V \ {s, t} such that |S| ≤ k and S ∩ Pi 6= ∅,
for each i ∈ {1, . . . , `}?
Finally, and arguably the most technical part of our algorithm, is to show how to solve
an instance of Colorful Separator. We will in fact solve a much more general problem,
which we define in Section 4 (to keep the presentation clear). Our two main ingredients
are a dynamic programming routine and a generalization of the concept of important
separators, which has been recently defined to design parameterized algorithms for several
“cut” problems [12, 19, 20]. We note that an alternative algorithm for solving Colorful
Separator can be obtained by applying the treewidth reduction result of Marx et al. [21].
However, a “simple” application of this result would give an algorithm with a worse running
time (double exponential).

2

Preliminaries

We denote the set of natural numbers by N. For n ∈ N, we let [n] denote the set {1, 2, . . . , n}.
Given a universe U, a set S ⊆ U, and a family of sets F = {F1 , . . . , F` } over U, we let F S
denote the restriction of F to S, i.e. F S = {F1 ∩S, . . . , F` ∩S}. We use standard terminology
from the book of Diestel [9] for the graph-related terms which are not explicitly defined here.
For a graph G, we use V (G) and E(G) to denote the vertex and edge sets of G, respectively.
For S ⊆ V (G), by NG (S) we denote the set {u ∈ V (G) \ S | (u, v) ∈ E(G) ∧ v ∈ S}. We
drop the subscript G from NG (S) when the context is clear. For a vertex subset S ⊆ V (G),
by G[S] we denote the graph with vertex set S and edge set {(u, v) ∈ E(G) | u, v ∈ S}. By
G − S we denote the graph G[V (G) \ S]. For X, Y ⊆ V (G), an (X, Y )-path in G is a path
v1 , v2 , . . . , v` such that v1 ∈ X and v` ∈ Y . We say that X and Y are linked in G if there
exists an (X, Y )-path in G. We say that vertices in Y are reachable from X if, for all y ∈ Y ,
there exists x ∈ X such that there is a path from x to y.
A vertex subset S ⊆ V (G) is a feedback vertex set (fvs) in G if G − S is a forest. If there
is no S 0 ⊂ S such that G − S 0 is a forest then S is a minimal feedback vertex set (minimal fvs)
in G. A vertex subset S ⊆ V (G) is an odd cycle transversal (oct) in G if G − S is bipartite.
If there is no S 0 ⊂ S such that G − S 0 is a bipartite graph then S is a minimal odd cycle
transversal (minimal oct) in G. For a graph G and set X ⊆ V (G), we refer to a partition
(A, B) of X as a valid bipartition of G[X] if G[A] and G[B] are both edgeless graphs. We
refer to a valid bipartition of V (G) as a valid bipartition of the graph G.
I Definition 2.1. Let G be a graph and X and Y be disjoint subsets of V (G). A vertex set
S disjoint from X ∪ Y is called an (X,Y )-separator if there is no (X, Y )-path in G − S. We
denote by RG (X, S) the set of vertices of G − S reachable from vertices of X via paths and
by N RG (X, S) the set of vertices of G − S not reachable from vertices of X.
I Definition 2.2. [13] A compact representation of a set S of minimal feedback vertex sets
of a graph G is a collection C of pairwise disjoint subsets of V (G) such that choosing exactly
one vertex from every set in C results in a minimal feedback vertex set for G that is in S.
I Lemma 2.3. [13] The set of all minimal feedback vertex sets of size at most k can be
represented by a collection of compact representations of size 2O(k) . Furthermore, given a
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graph G = (V, E) and a feedback vertex set F for G of size k + 1, we can enumerate the
compact representations of all minimal feedback vertex sets for G having size at most k in
O? (2O(k) ) time.

3

From Simultaneous FVS/OCT to Colorful OCT

We first describe how to reduce an instance of Simultaneous FVS/OCT to 2O(αk) instances
of Colorful OCT. Note that since both Feedback Vertex Set [20] and Odd Cycle
Transversal [22, 14] can be solved in O? (2O(k) ) time, we assume that, along with an
instance (G = (V, ∪α
i=1 Ei ), k), we are given sets O, F2 , . . . , Fα ⊆ V (G) of size at most k such
that G1 − O is a bipartite graph and Gi − Fi , 2 ≤ i ≤ α, is acyclic (as otherwise we can
safely conclude that the given instance is a no-instance).
I Lemma 3.1. There is an algorithm that, given an instance (G = (V, ∪α
i=1 Ei ), k) of
Simultaneous FVS/OCT, runs in time O? (2O(αk) ) and returns a set of 2O(αk) instances
of Colorful OCT such that the original instance is a yes-instance if and only if at least
one of the returned instances is a yes-instance.
Proof. Armed with the sets Fi which are of size at most k, we apply the algorithm of
Lemma 2.3 to each graph Gi , 2 ≤ i ≤ α, to obtain a set of compact representations
Ci = {Ci1 , Ci2 , . . .}, 2 ≤ i ≤ α. Note that each Ci is of size 2O(k) and each Cij is of size
at most k. The said algorithm runs in O? (2O(k) ) time for each graph Gi . For each tuple
{C2j2 , . . . , Cαjα } ∈ C2 × . . . × Cα , we construct an instance (G0 , P, k 0 , `) of Colorful OCT
Pα
as follows. We let G0 = (V, E1 ), k 0 = k, and ` = i=2 |Cij | ≤ αk.
For each C ∈ {C2j2 , . . . , Cαjα } and for each set C ∈ C, we add a set P ∈ P and we let
P = C. In other words, all vertices in C are added to P . Observe that |C| ≤ k. Since each
Ci is of size 2O(k) , it is easy to verify that the number of instances is in fact 2O(αk) . We now
prove the correctness of the algorithm.
Assume that (G = (V, ∪α
i=1 Ei ), k) is a yes-instance and let S be a solution of size at most
k. Note that S need not be a minimal fvs in Gi , 2 ≤ i ≤ α. However, for each i ∈ {2, . . . , α},
there exists a set S 0 ⊆ S such that S 0 is a minimal fvs for Gi . Hence, by Definition 2.2 and
Lemma 2.3, for every i ∈ {2, . . . , α}, there exists a Cij ∈ Ci such that for all C ∈ Cij we have
S 0 ∩ C 6= ∅. Since we enumerate all compact representations and create one instance for each,
we know that at least one instance (G0 , P, k 0 , `) of Colorful OCT will correspond to the
correct choice. The fact that S is a solution for (G0 , P, k 0 , `) follows from the fact that S
contains a minimal oct for G1 .
For the other direction, let S 0 be a solution for an instance (G0 , P, k 0 , `) of Colorful
OCT. Since S 0 is of size at most k, it is clearly an oct for G1 . Moreover, since S 0 must
intersect every P ∈ P, it follows from the definition of compact representations and our
construction that S 0 is an fvs for Gi , 2 ≤ i ≤ α, as needed.
J
We now focus on solving an instance (G, P, k, `) of Colorful OCT. Recall that we also
have access to the set O which is an oct of G of size at most k. Our next step is to reduce
(G, P, k, `) to an instance (G, P, O, k, `) of Colorful OCT Compression. The correctness
of this reduction is immediate. The final piece in our sequence of reductions is to reduce
(G, P, O, k, `) to 2O(k) instances of Colorful Separator.
I Lemma 3.2. There is an algorithm that, given an instance (G, P, O, k, `) of Colorful
OCT Compression, runs in time O? (2O(k) ) and returns a set of 2O(k) instances of Colorful Separator such that the original instance is a yes-instance if and only if at least
one of the returned instances is a yes-instance.
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To summarize, given an instance (G = (V, ∪α
i=1 Ei ), k) of Simultaneous FVS/OCT, we
first compute an odd cycle transversal of G1 and a feedback vertex set of Gi , i ∈ [α] \ {1},
in O? (2O(k) ) time. Then, we generate 2O(αk) instances of Colorful OCT, of the form
(G, P, k, ` ≤ αk), in O? (2O(αk) ) time. Each instance of Colorful OCT is converted into an
instance (G, P, O, k, `) of Colorful OCT Compression in polynomial time. Finally, for
each instance of Colorful OCT Compression we generate 2O(k) instances of Colorful
Separator, with parameters k and ` ≤ αk, in O? (2O(k) ) time. Lemmas 3.1 and 3.2 together
imply that if we can solve an instance of Colorful Separator in O? (k poly(α,k) ) time then
the algorithm for Simultaneous FVS/OCT follows.

4

An FPT algorithm for finding colorful separators

We in fact give an algorithm for a more general problem, which we call Colorful Multiway
Cut (or CMWC for short). Before we proceed, we need a few definitions.
I Definition 4.1. Given a graph G, a set T ⊆ V (G), and a partition T of T into (pairwise
disjoint) sets {T1 , . . . , Tr }, we say that S ⊆ V (G) \ T is a T -multiway cut if, in G − S, no
vertex in Ti \ S can reach a vertex in Tj \ S, for all i, j ∈ [r], such that i 6= j. We say that T
is an edge-free partition of T if there are no edges (u, v) in G[T ] where u and v belong to
different sets of T .
Given a grouping {P1 , . . ., P` } of the vertices of a graph G, we define a partial coloring
function col : V (G) → 2[`] . That is, we have i ∈ col(v) if and only if v ∈ Pi , for some i ∈ [`].
In this context, for a set C ⊆ [`], a subset S of vertices of G is called C-colorful if, for each
i ∈ C, there is a vertex v in S such that i ∈ col(v). For a subset S ⊆ V (G), we denote by
S`
col(S) the set {j | v ∈ S ∩ ( i=1 Pi ) ∧ j ∈ col(v)}, i.e. the set of colors appearing in S. The
CMWC can now be defined as follows.
Colorful Multiway Cut (CMWC)

Parameter(s): k, |T |, and `

Input: A graph G = (V, E), a set T ⊆ V (G), a partition T of T into (pairwise disjoint)
sets {T1 , . . . , Tr }, a grouping P of the vertices of G into (not necessarily distinct) sets
{P1 , . . . , P` }, a set C ⊆ [`], and an integer k.
Question: Is there a set S ⊆ V (G) \ T such that |S| ≤ k, S is a T -multiway cut in G,
and S is C-colorful?

4.1

Setting up the algorithm

Let (G, T, T , P, C, k) be an instance of CMWC. We start by stating a few simple reduction
rules (which are applied in the order they are stated).
I Reduction Rule 1. If k < 0 then return false, i.e. (G, T, T , P, C, k) is a no-instance.
I Reduction Rule 2. If k = 0 and ∅ is a solution to (G, T, T , P, C, k) then return true, i.e.
(G, T, T , P, C, k) is yes-instance. If k = 0 and ∅ is not a solution then return false.
I Reduction Rule 3. If there exists i ∈ C such that Pi ⊆ T then return false.
I Reduction Rule 4. If there exists i ∈ C such that Pi ∩ T 6= ∅ then set Pi = Pi \ T .
I Reduction Rule 5. If there exists i ∈ C such that Pi = ∅ then return false.
I Reduction Rule 6. If T is not an edge-free partition then return false.
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It is easy to see that Reduction Rules 1 to 6 are safe and can be applied in polynomial
time. When k > 0 and ∅ is a T -multiway cut, we can solve the corresponding instance in
time O? (2O(`) ). The following observation describes how.
I Observation 1. Let I = (G, T, T , P, C, k) be an instance of Colorful Multiway Cut.
If k > 0 and ∅ is a T -multiway cut then I can be solved in O(2O(`) n2 ) time, where n = |V (G)|.
Proof. If k > 0 and ∅ is a T -multiway cut then we are left with the problem of finding a set
S ⊆ V (G) \ T of size at most k such that S ∩ Pi 6= ∅, for each i ∈ C. Hence, we construct a
family F consisting of a set fPi = Pi for each for each i ∈ C and we let U = ∪i∈C Pi . Note
that |F| ≤ ` ≤ αk and |U| ≤ |V (G)|. Since Reduction Rules 3, 4, and 5 are not applicable,
for each i ∈ C, we have fPi =
6 ∅ and Pi ∩ T = ∅. If we can find a subset U ⊆ U which
intersects all the sets in F, such that |U | ≤ k, then U is the required solution. Otherwise,
we have a no-instance. It is known that the Hitting Set problem parameterized by the size
of the family F is fixed-parameter tractable and can be solved in O(2O(|F |) |U|2 ) time [7]. In
particular, we can find an optimum hitting set U ⊆ U, hitting all the sets in F. Therefore,
we have a subset of vertices that intersects all sets Pi , for i ∈ C.
J
Before proceeding with the description of the algorithm, we first recall the notion of
tight separator sequences introduced in [19]. However, the definition and structural lemmas
regarding tight separator sequences used in this paper are from [20]. Note that although [20]
contains Definition 4.2 and Lemma 4.3 in terms of directed graphs, the same holds true for
undirected graphs because one can represent any undirected graph as a directed graph by
adding bidirectional edges between every pair of adjacent vertices.
I Definition 4.2. Let X and Y be two subsets of V (G) and let k ∈ N. A tight (X,Y )reachability sequence of order k is an ordered collection H = {H0 , H1 , . . . , Hq , Hq+1 } of sets
in V (G) satisfying the following properties:
X ⊆ Hi ⊆ V (G) \ N [Y ] for any 0 ≤ i ≤ q;
X = H0 ⊂ H1 ⊂ H2 ⊂ . . . ⊂ Hq ⊂ Hq+1 = V (G) \ Y ;
Hi is reachable from X in G[Hi ] and every vertex in N (Hi ) can reach Y in G − Hi
(implying that N (Hi ) is a minimal (X,Y )-separator in G);
|N (Hi )| ≤ k for every 1 ≤ i ≤ q;
N (Hi ) ∩ N (Hj ) = ∅ for all 1 ≤ i, j ≤ q and i 6= j;
For any 0 ≤ i ≤ q − 1, there is no (X,Y )-separator S of size at most k where S ⊆
Hi+1 \ N [Hi ] or S ∩ N [Hq ] = ∅ or S ⊆ H1 .
We let Q0 = X, Qi = N (Hi ), for 1 ≤ i ≤ q, Qq+1 = Y , and Q = {Q0 , Q1 , . . . , Qq , Qq+1 }.
We call Q a tight (X,Y )-separator sequence of order k.
I Lemma 4.3. (see [20]) There is an algorithm that, given a graph G on n vertices and
m edges, subsets X, Y ⊆ V (G) and k ∈ N, runs in time O(k 2 nm) and either correctly
concludes that there is no (X,Y )-separator of size at most k in G or returns the sets
H0 , H1 , H2 \H1 , . . . , Hq \Hq−1 , Hq+1 \Hq corresponding to a tight (X,Y )-reachability sequence
H = {H0 , H1 , . . . , Hq , Hq+1 } of order k.
Our algorithm will be a combination of dynamic programming over the sets Qi , 0 ≤ i ≤
q + 1, and recursive calls for solving “smaller” instances of the same problem. Below we
state some observations that help understand the structure of a solution and are crucial for
achieving the stated running time.
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Algorithm 1: Pseudocode for ALG1
Input: (G, T, T , P, C, k)
Output: true or false
1 Apply all reduction rules (in order) and return true/false appropriately (if applicable).
2 if k > 0 and ∅ is a T -multiway cut then
3
return true/false appropriately (Observation 1)

8

Let T1 ∈ T such that T1 is linked to some Tj ∈ T , where j 6= 1.
Let H = {H0 , H1 , . . . , Hq , Hq+1 } be a (T1 ,T \ T1 )-reachability sequence of order k;
Let Q = {Q0 , Q1 , . . . , Qq , Qq+1 } be the corresponding (T1 ,T \ T1 )-separator sequence;
if Q = ∅ then
return false;

9

return ALG2(G, T, T , P, C, k, Q);

4
5
6
7

I Observation 2. Let (G, T, T , P, C, k) be an instance of Colorful Multiway Cut and let
T1 be a set in T which is linked to some set in T \ {T1 }. Moreover, let H = {H0 , H1 , . . . , Hq ,
Hq+1 } be a tight (T1 ,T \ T1 )-reachability sequence of order k and let Q = {Q0 , Q1 , . . . , Qq ,
Qq+1 } be the corresponding tight separator sequence. Assume (G, T , T , P, C, k) is a
yes-instance and let S be one of its solution. Then, S can be partitioned into the following
(pairwise-disjoint) sets.
Z1 = S ∩ (H1 \ Q0 ).
Si = S ∩ Qi for 1 ≤ i ≤ q.
Zi = (S ∩ (Hi \ N [Hi−1 ])) \ Qq+1 for 2 ≤ i ≤ q + 1.
I Observation 3. |Zi | ≤ k − 1 for each i ∈ [q + 1].
To keep the presentation clean, we shall define two routines ALG1 and ALG2. ALG1
(Algorithm 1) delegates most of the “heavy lifting” to ALG2. That is, ALG1 simply checks
if any of the reduction rules are applicable and solves the instance if it corresponds to one of
the base cases. When this is not the case, ALG1 proceeds by computing a tight separator
sequence and calls ALG2. Note that we can safely return false when the algorithm fails to
construct such a sequence (Lines 7 and 8 of Algorithm 1). We now move to the description
of ALG2, which takes as additional input the newly constructed tight separator sequence.
Roughly speaking, ALG2 will recursively solve a “large” number of instances restricted
to graphs that “reside” between two consecutive separators of a separator sequence. The
number of instances will be bounded by the number of possible “interactions” between the
two consecutive separators and a hypothetical solution. However, due to Observation 3, each
one of those recursive calls can be made with a strictly smaller value of k. Having solved all
such instances (and stored the outcomes in tables), ALG2 then proceeds using a dynamic
programming routine which computes the answer in a left-to-right manner, i.e. starting from
Q0 all the way to Qq+1 . We now give a formal description.
I Definition 4.4. For a graph G and a tight separator sequence Q = {Q0 , Q1 , . . . , Qq , Qq+1 },
we let Gi = G − RG (Qq+1 , Qi ), i.e. the graph obtained after removing the vertices that are
b i = Gi − (V (Gi−1 ) \ Qi−1 ).
reachable from Qq+1 after deleting Qi , and we let G
For each graph Gi , i ∈ [q + 1], we maintain a table Γi , where each entry is indexed by a
b i , i ∈ [q + 1], we maintain a table Λi , where each entry
tuple (X, A, C, p). For each graph G
b pb). The tuples are described below.
is indexed by a tuple (L, R, B, C,
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Algorithm 2: Pseudocode for ALG2
Input: (G, T, T , P, C, k, Q)
Output: true or false
1 Initialize all entries in Γi to false, for i ∈ [q + 1];
2 Initialize all entries in Λi to false, for i ∈ [q + 1];
b i ∈ {G
b1 , . . . , G
b q+1 } do
3 for each G
4
for each L ⊆ Qi−1 \ T and each each R ⊆ Qi \ T do
5
for each edge-free partition B of (Qi−1 ∪ Qi ) \ (L ∪ R) do
b ⊆ [`] and each 0 ≤ pb ≤ k − max{1, |L ∪ R|} do
6
for each C
b
7
I = (Gi − (L ∪ R), (Qi−1 ∪ Qi ) \ (L ∪ R), B, P V (G −(L∪R)) , pb);
i
b pb) = ALG1(I);
8
Λi (L, R, B, C,
Copy table entries for Γ1 , i.e. Γ1 (X, A, C, p) = Λ1 (∅, X, A, C, p);
for each Gi ∈ {G2 , . . . , Gq+1 } (in order) do
11
for each X ⊆ Qi \ T do
12
for each edge-free partition A of (Qi ∪ Q0 ) \ X do
13
for each C ⊆ [`] and each 0 ≤ p ≤ k − |X| do
14
τ1 = (X, A, C, p);
b pb) ∈ Λi do
15
for each tuple τ2 = (L, R, B, C,
0
0
16
for each tuple τ3 = (X , A0 , C , p0 ) ∈ Γi−1 do
17
if τ1 , τ2 , and τ3 are compatible then
18
Γi (τ1 ) = Γi (τ1 ) ∨ [Γi−1 (τ3 ) ∧ Λi (τ2 )];
9

10

20

if Γq+1 (∅, T , C, p) = true (for some p ≤ k) then
return true;

21

return false;

19

X ⊆ Qi \ T and L ⊆ Qi−1 \ T and R ⊆ Qi \ T ;
A is an edge-free partition of (Qi ∪ Q0 ) \ X;
B is an edge-free partition of (Qi−1 ∪ Qi ) \ (L ∪ R);
b ⊆ [`] and p ≤ k − |X| and pb ≤ k − |L ∪ R| if L ∪ R 6= ∅ and pb ≤ k − 1, otherwise.
C, C
I Definition 4.5. For a tuple τ = (X, A, C, p), we denote by Iτ the instance (Gi − X, (Qi ∪
b pb), we denote
Q0 ) \ X, A, P V (G −X) , C, p) of CMWC. Similarly, for a tuple τ = (L, R, B, C,
i
b i − (L ∪ R), (Qi−1 ∪ Qi ) \ (L ∪ R), B, P
b pb) of CMWC.
by Iτ the instance (G
, C,
V (Gi −(L∪R))

Finally, we define Γi (τ ) (or Λi (τ ))= true if and only if Iτ is a yes-instance of CMWC.
b pb), and τ3 =
I Definition 4.6. Given three tuples τ1 = (X, A, C, p), τ2 = (L, R, B, C,
0 0
0
0
(X , A , C , p ), we say that they are compatible if all of the following conditions hold.
τ1 ∈ Γi and τ2 ∈ Λi and τ3 ∈ Γi−1 , where i ∈ [q + 1];
X 0 = L and X = R;
A Q \X = B Q \R and B Q \L = A0 Q \X 0 and A Q = A0 Q ;
i
i
i−1
i−1
0
0
0
b ∪ col(L) = C.
p0 + pb + |L| ≤ p and C ∪ C
The complete description of ALG2 is given in Algorithm 2. Initially, we set all table
b i ∈ {G
b1 , . . . , G
b q+1 } and for each possible
entries to false (Lines 1 and 2). Then, for each G
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b pb) ∈ Λi , we solve the corresponding CMWC instance I = (G
b i − (L ∪
tuple (L, R, B, C,
b
R), (Qi−1 ∪ Qi ) \ (L ∪ R), B, P V (Gi −(L∪R)) , pb). That is, we set Λi (L, R, B, C, pb) if I is a yesinstance (Lines 3 to 8). Having computed all those values, we then proceed to filling table Γ1 .
b 1 , we simply set Γ1 (X, A, C, p) = Λ1 (∅, X, A, C, p)
Since G0 is a subgraph of G1 , and G1 = G
(for all tuples). This is justified by the fact that a solution is not allowed to delete any vertex
in Q0 . To complete table Γi , i > 1, we simply use the following:
Γi (X, A, C, p) =

_

0

b pb)],
[Γi−1 (X 0 , A0 , C , p0 ) ∧ Λi (L, R, B, C,

0
b pb) are compatible. Finally,
where tuples (X, A, C, p), (X 0 , A0 , C , p0 ), and (L, R, B, C,
ALG2 returns true whenever there exists a tuple Γq+1 (∅, T , C, p) = true (for some p ≤ k).

4.2

Correctness and runtime analysis

We are now ready to prove our main structural lemma which reduces the computation of
the entries in Γi (when i > 1) to those in Γi−1 and Λi . The lemma is proved in a purely
existential setting and serves as the proof of correctness of the algorithm.
I Lemma 4.7. For any i ∈ [q + 1] and tuple τ1 = (X, A, C1 , p1 ) ∈ Γi , Iτ1 is a yes-instance if
and only if there is a tuple τ2 = (L, R, B, C2 , p2 ) ∈ Λi and a tuple τ3 = (X 0 , A0 , C3 , p3 ) ∈ Γi−1
such that Iτ2 and Iτ3 are both yes-instances and all three tuples are compatible.
I Theorem 4.8. Colorful Multiway Cut can be solved in O? ((k + t)O(kt+k ) 2O(`k) )
time, where t = |T |.
3

I Corollary 4.9. Simultaneous FVS/OCT can be solved in O? (k poly(α,k) ) time.
Proof. Recall that Lemmas 3.1 and 3.2 together imply that if we can solve an instance
of Colorful Separator in O? (k poly(α,k) ) time then the algorithm for Simultaneous
FVS/OCT follows. Any instance of Colorful Separator can be reduced to an instance
of Colorful Multiway Cut with |T | = 2. From Theorem 4.8, such an instance can be
3
solved in time O? (k O(k ) 2O(αk) ).
J

5

W[1]-hardness of Simultaneous OCT

In this section we show that Simultaneous OCT is W[1]-hard. For notational convenience,
we shall use a different encoding of α-edge-colored graphs. Given a graph G with vertex set
V (G) and edge set E(G), we define a coloring function col(e) ⊆ 2[α] . In particular, when
α = 2, we have col(e) ⊆ 2{1,2} . We start by establishing W[1]-hardness of Simultaneous
Cut, which is formally defined below.
Simultaneous Cut

Parameter(s): k and α

Input: A graph G, two vertices s, t ∈ V (G), an integer k, and a coloring function
col : E(G) → 2[α] .
Question: Is there X ⊆ V (G)\{s, t} of size at most k such that, for all i ∈ [α], Gi −X has
no (s,t)-paths? Here, for i ∈ [α], Gi = (V (G), Ei ), where Ei = {e ∈ E(G) | i ∈ col(e)}.
We give a parameterized reduction from Multicolored Clique which is known to be
W[1]-hard [7]. The Multicolored Clique problem is formally defined below.
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Parameter(s): k

Input: A k-partite graph G with a partition V1 , V2 , . . . , Vk of V (G) such that for all
i, j ∈ [k], |Vi | = |Vj |.
Question: Is there X ⊆ V (G) such that, for all i ∈ [k], |X ∩ Vi | = 1 and G[X] is a
clique?
Given an instance (G, V1 , V2 , . . . , Vk ) of Multicolored Clique, we proceed by creating
an instance (G0 , s, t, k 0 , col0 : E(G0 ) → 2{1,2} ) of Simultaneous Cut such that (G, V1 , V2 ,
. . ., Vk ) is a yes-instance of Multicolored Clique if and only if (G0 , s, t, k 0 , col0 : E(G0 ) →
2{1,2} ) is a yes-instance of Simultaneous Cut.
The intuitive description of the parameterized reduction is as follows. Let (G, V1 , V2 , . . . ,
Vk ) be an instance of Multicolored Clique. Since |Vi | = |Vj |, for all i, j ∈ [k], we assume
that |Vi | = |Vj | = n. Furthermore, we assume that for every i, j ∈ [k], i 6= j, there is at least
one edge between Vi and Vj , otherwise, the instance is a trivial no-instance of Multicolored
Clique and our reduction will simply output a trivial no-instance of Simultaneous Cut
with α = 2. For each i ∈ [k] we assume an arbitrary (but fixed) ordering on the vertices in
Vi . For each i ∈ [k], we will have a vertex selection gadget Si that will be responsible for
selecting a vertex in Vi . To achieve this, Si will have k − 1 copies of each vertex in Vi , so
that each vertex in Vi has a copy corresponding to every j ∈ [k] \ {i}. For each j ∈ [k] \ {i},
we have an (s,t)-path with all edges having color 1. Each path contains exactly one copy of
every vertex in Vi . Furthermore, these vertices appear in the order given by the ordering we
already fixed on the vertices of Vi .
The jth copy of the vertex set Vi will be used to ensure that there is an edge between
the selected vertex in Vi and a vertex in Vj . The copies of any single vertex will form an
(s,t)-separator of size k − 1. Furthermore, the size of minimum (s,t)-separator in Si will be
k − 1 and there will be exactly n distinct minimum separator each of which will correspond
to a set comprising of k − 1 copies of a vertex in Vi . By construction of the gadget and by
setting budget constraints appropriately we will ensure that we must select a vertex from
each of the k − 1 copies of Vi , for each i ∈ [k] and the selected k − 1 vertices correspond to
copies of the same vertex, i.e. we select a minimum separator. This will ensure that we have
selected exactly one vertex from each Vi , for i ∈ [k].
For i, j ∈ [k], i 6= j, we will have edge selection gadgets Eij which will ensure that there
is an edge selected between Vi and Vj , and the selected edge is incident to the vertex selected
from the vertex selection gadget. Finally, we will have a compatibility gadget which will
ensure that the edges selected by Eij and Eji correspond to the same edge in G. We need to
differentiate between gadgets Eij and Eji for technical reasons that will become clear later.
We will now move to the formal description of the reduction.
Construction. Initially, V (G0 ) = ∅ and E(G0 ) = ∅. We add two special vertices s and t
to V (G0 ), which are the vertices we want to separate, and which will be common to all
the gadgets. For i ∈ [k] we let vji be the jth vertex in Vi . We now formally describe the
construction of the various gadgets. We note that the gadgets are not necessarily vertex or
edge disjoint (in addition to intersecting with {s, t}).
Vertex Selection Gadget. For each i ∈ [k] we have a vertex selection gadget Si defined
i
i
i
as follows. For each j ∈ [k] \ {i}, Si contains vertices in Vij = {vj1
, vj2
, . . . , vjn
}. Here, the
i
i
i
i
i
i
vertices vj1 , vj2 , . . . , vjn corresponds to one copy of the vertices v1 , v2 , . . . vn in Vi . Note that
i
for j, j 0 ∈ [k] \ {i} vertices vj`
, vji 0 ` correspond to copies of the same vertex, namely v`i ∈ Vi .
i
For i ∈ [k] and ` ∈ [n], we let V`i = {vj`
| j ∈ [k] \ {i}}, i.e. V`i denotes the set comprising of
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i
k − 1 copies of the vertex v`i ∈ Vi . For i ∈ [k], ` ∈ [n − 1], and for each u ∈ V`i and u0 ∈ V`+1
0
0
0
0
0
i
i
we add the edge (u, u ) ∈ E(G ) and set col ((u, u )) = {1}. Note that G [V` ∪ V`+1 ] is a
complete bipartite graph with all edges having the color 1 in their color set. For i ∈ [k],
u ∈ V1i we add the edge (s, u) ∈ E(G0 ) and set col0 ((s, u)) = {1}. Similarly, for i ∈ [k],
u ∈ Vni we add the edge (u, t) ∈ E(G0 ) and set col0 ((u, t)) = {1}.

Edge Selection Gadget. For i ∈ [k] and j ∈ [k] \ {i} the edge selection gadget Eij is
constructed as follows. The vertex set of Eij contains a vertex euu0 , for each edge (u, u0 ) ∈ E(G)
with u ∈ Vi and u0 ∈ Vj . We note here that Eij and Eji denote distinct gadgets. For ` ∈ [n],
we let E`ij = {ev`i u0 | u0 ∈ Vj , (v`i , u) ∈ E(G)}, i.e. E`ij contains vertices corresponding to

those edges between Vi and Vj that are incident to the vertex v`i ∈ Vi . We let Eij = ∪`∈[n] E`ij .
i
For ` ∈ [n] and each u ∈ E`ij , we add the edge (u, vj`
) to Eij . We add an induced path
ij
ij
P` on the vertices in E` (where the vertices appear in the natural order implied by the
ordering of the vertices in Vj ) and add these edges to E`ij . For each edge e ∈ E(P`ij ), we let
col0 (e) = {2}. For ` ∈ [n + 1], we let Kij
` denote a K3,3 (complete bipartite graph with 3
ij ij
ij ij ij
vertices on both side) with vertex bipartition ({pij
` , q` , r` }, {p̄` , q̄` , r̄` }) and add it to Eij .
ij
We will refer to K` s as barrier blocks of Eij . Finally, we join s, t and E`ij , for ` ∈ [n] using
the barrier blocks. This is done as follows.
ij
ij
For ` ∈ [n], let aij
` , b` be the first and the last vertex respectively, in the path P` . We add
ij ij
ij ij
ij ij
ij ij
ij ij
ij ij
the edges (a` , p̄` ), (a` , q̄` ), (a` , r̄` ) and (b` , p`+1 ), (b` , q`+1 ), (b` , r`+1 ) to E(Eij ). Also,
ij
ij
ij
ij
ij
i
i
i
i
i
i
for ` ∈ [n], we add the edges (vj`
, p̄ij
` ), (vj` , q̄` ), (vj` , r̄` ) and (vj` , p`+1 ), (vj` , q`+1 ), (vj` , r`+1 )
ij
ij
ij
ij
ij
ij
to E(Eij ). In addition, we add the edges (s, p1 ), (s, q1 ), (s, r̄1 ), (p̄n+1 , t), (q̄n+1 , t), (r̄n+1 , t)
to Eij . For each e ∈ E(Eij ), we set col0 (e) = {2}. This completes the description of the edge
selection gadget.
Edge Compatibility Gadget. This gadget is used to ensure that the edge selected by Eij and
Eji corresponds to the same edge of G. For i, j ∈ [k], i < j, the edge compatibility gadget Cij
is constructed as described below. Basically, Cij comprises of a set of edges between vertices in
Eij and vertices in Eji . Recall that Eij and Eji contains vertices corresponding to the same
edges, namely the edges between Vi and Vj in G. Hence, we can think of Eji as a set comprising
of a copy of the vertices in Eij . We fix a lexicographic ordering on vertices in Eij which we
obtain as follows. For evi ,vxj , evi ,vyj ∈ Eij , evi ,vxj < evi ,vyj if (i) a < b or (ii) a = b and x < y.
a

b

a

b

ij
ij
We denote the ordering of vertices in Eij by eij
1 , e2 , . . . , em . Note this also fixes an ordering of
ji ji
ji
vertices in Eji which we denote by e1 , e2 , . . . , em . Here, m is the number of edges between Vi
ij
ij ji
ji ij
ji ji
and Vj in G. For ` ∈ [m − 1], we add the edges (eij
` , e`+1 ), (e` , e`+1 ), (e` , e`+1 ), (e` , e`+1 ) to
Cij . That is we add all the edges in the bipartition between each consecutive pair of vertices
ji
ij
ji
in the ordered sets Eij and Eji . We add edges (s, eij
1 ), (s, e1 )(em , t), (em , t) to Cij . For each
0
edge e ∈ Cij , we set col (e) = {1}. We note here that in case we have created multiple edges
say e, e0 between vertices u, v then we delete e0 and set col0 (e) := col0 (e) ∪ col0 (e0 ).
We finally set k 0 = k(k − 1) + 2 k2 . We denote the graph constructed above by G0 with
the coloring function on the edge set denoted by col0 .

I Lemma 5.1. (G, V1 , V2 , . . . , Vk ) is a yes-instance of Multicolored Clique if and only
if (G0 , s, t, k 0 , col0 : E(G0 ) → 2{1,2} ) is a yes-instance of Simultaneous OCT.
I Theorem 5.2. For all α ≥ 2, Simultaneous Cut is W[1]-hard when parameterized by k.
Here, α is the number of colors in the coloring function of the edge set.
We give a parameterized reduction from Simultaneous Cut to Simultaneous OCT,
which implies the following theorem.
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I Theorem 5.3. For all α ≥ 2, Simultaneous OCT is W[1]-hard when parameterized by
k. Here, α is the number of colors in the coloring function of the edge set.

6

Conclusion

In light of Theorem 4.8, it is natural to ask whether one can improve the running time of our
algorithm for Colorful Multiway Cut. In particular, is it possible to solve the problem
in O? (k O(k) ) time when the number of terminals is constant and the number of colors is at
most k? Another interesting question which remains open is whether the Simultaneous
FVS/OCT problem admits a (randomized) polynomial kernel. Finally, we would also like to
point out another interesting consequence of Theorem 5.3, i.e. the fact that Simultaneous
OCT is W[1]-hard when parameterized by k. If we replace minimal feedback vertex sets by
minimal odd cycle transversals in Lemma 2.3 then Theorem 5.3 implies that such a lemma
cannot be true.
Acknowledgements. The authors are thankful to Saket Saurabh for helpful discussions.
References
1

2

3
4
5

6
7
8

9
10
11

12

13

Akanksha Agrawal, Daniel Lokshtanov, Amer E. Mouawad, and Saket Saurabh. Simultaneous feedback vertex set: A parameterized perspective. In 33rd Symposium on Theoretical
Aspects of Computer Science (STACS), pages 7:1–7:15, 2016.
Leizhen Cai and Junjie Ye. Dual connectedness of edge-bicolored graphs and beyond. In
39th International Symposium on Mathematical Foundations of Computer Science, pages
141–152, 2014.
Yixin Cao and Dániel Marx. Interval deletion is fixed-parameter tractable. ACM Transactions on Algorithms, 11(3):21:1–21:35, 2015.
Yixin Cao and Dániel Marx. Chordal editing is fixed-parameter tractable. Algorithmica,
75(1):118–137, 2016.
Jianer Chen, Fedor V. Fomin, Yang Liu, Songjian Lu, and Yngve Villanger. Improved
Algorithms for Feedback Vertex Set Problems. Journal of Computer and System Sciences,
74(7):1188–1198, 2008.
Jianer Chen, Iyad A. Kanj, and Ge Xia. Improved Upper Bounds for Vertex Cover. Theoretical Computer Science, 411(40-42):3736–3756, 2010.
Marek Cygan, Fedor V. Fomin, Lukasz Kowalik, Daniel Lokshtanov, Dániel Marx, Marcin
Pilipczuk, Michal Pilipczuk, and Saket Saurabh. Parameterized Algorithms. Springer, 2015.
Marek Cygan, Marcin Pilipczuk, Michal Pilipczuk, and Jakub Onufry Wojtaszczyk. Subset
Feedback Vertex Set Is Fixed-Parameter Tractable. SIAM Journal of Discrete Mathematics,
27(1):290–309, 2013.
Reinhard Diestel. Graph Theory. Springer-Verlag, Heidelberg, 4th edition, 2010.
Rod G. Downey and Michael R. Fellows. Parameterized complexity. Springer-Verlag, 1997.
Fedor V. Fomin, Daniel Lokshtanov, Neeldhara Misra, and Saket Saurabh. Planar FDeletion: Approximation, Kernelization and Optimal FPT Algorithms. In 53rd Annual
IEEE Symposium on Foundations of Computer Science, (FOCS), pages 470–479, 2012.
Robert Ganian, M. S. Ramanujan, and Stefan Szeider. Discovering archipelagos of tractability for constraint satisfaction and counting. ACM Transactions on Algorithms, 13(2):29:1–
29:32, 2017.
Jiong Guo, Jens Gramm, Falk Hüffner, Rolf Niedermeier, and Sebastian Wernicke.
Compression-based fixed-parameter algorithms for feedback vertex set and edge bipartization. Journal of Computer and System Sciences, 72(8):1386–1396, 2006.

FSTTCS 2017

9:14

On the Parameterized Complexity of Simultaneous Deletion Problems

14

15

16

17
18

19

20
21
22

23
24

Yoichi Iwata, Keigo Oka, and Yuichi Yoshida. Linear-time FPT algorithms via network flow.
In 25th Annual ACM-SIAM Symposium on Discrete Algorithms (SODA), pages 1749–1761,
2014.
Bart M. P. Jansen, Daniel Lokshtanov, and Saket Saurabh. A near-optimal planarization
algorithm. In 25th Annual ACM-SIAM Symposium on Discrete Algorithms (SODA), pages
1802–1811, 2014.
Eun Jung Kim, Alexander Langer, Christophe Paul, Felix Reidl, Peter Rossmanith, Ignasi
Sau, and Somnath Sikdar. Linear kernels and single-exponential algorithms via protrusion
decompositions. ACM Transactions on Algorithms, 12(2):21:1–21:41, 2016.
Tomasz Kociumaka and Marcin Pilipczuk. Faster deterministic Feedback Vertex Set. Information Processing Letters, 114(10):556–560, 2014.
Daniel Lokshtanov, N. S. Narayanaswamy, Venkatesh Raman, M. S. Ramanujan, and Saket
Saurabh. Faster Parameterized Algorithms Using Linear Programming. ACM Transactions
on Algorithms, 11(2):15:1–15:31, 2014.
Daniel Lokshtanov and M. S. Ramanujan. Parameterized Tractability of Multiway Cut
with Parity Constraints. In 39th International Colloquium on Automata, Languages, and
Programming (ICALP), pages 750–761, 2012.
Daniel Lokshtanov, M. S. Ramanujan, and Saket Saurabh. A linear time parameterized
algorithm for directed feedback vertex set. ArXiv e-prints, 2016. arXiv:1609.04347.
Dániel Marx, Barry O’Sullivan, and Igor Razgon. Finding small separators in linear time
via treewidth reduction. ACM Transactions on Algorithms, 9(4):30:1–30:35, 2013.
M. S. Ramanujan and Saket Saurabh. Linear time parameterized algorithms via skewsymmetric multicuts. In 25th Annual ACM-SIAM Symposium on Discrete Algorithms
(SODA), pages 1739–1748, 2014.
Bruce Reed, Kaleigh Smith, and Adrian Vetta. Finding odd cycle transversals. Operations
Research Letters, 32(4):299–301, 2004.
Junjie Ye. A note on finding dual feedback vertex set. ArXiv e-prints, 2015. arXiv:
1510.00773.

A Composition Theorem for Randomized Query
Complexity∗
Anurag Anshu1 , Dmitry Gavinsky†2 , Rahul Jain3 , Srijita Kundu4 ,
Troy Lee5 , Priyanka Mukhopadhyay6 , Miklos Santha‡7 , and
Swagato Sanyal8
1

2
3

4

5

6

7

8

Centre for Quantum Technologies, National University of Singapore, Block
S15, 3 Science Drive 2, Singapore 117543
a0109169@u.nus.edu
Institute of Mathematics, Czech Academy of Sciences, 115 67 Žitna 25, Praha
1, Czech Republic
Centre for Quantum Technologies, National University of Singapore, Block
S15, 3 Science Drive 2, Singapore 117543 and MajuLab, UMI 3654, Singapore
rahul@comp.nus.edu.sg
Centre for Quantum Technologies, National University of Singapore, Block
S15, 3 Science Drive 2, Singapore 117543 and MajuLab, UMI 3654, Singapore
srijita.kundu@u.nus.edu
SPMS, Nanyang Technological University, 21 Nanyang Link, Singapore 637371
and Centre for Quantum Technologies, National University of Singapore,
Block S15, 3 Science Drive 2, Singapore 117543
troyjlee@gmail.com
Centre for Quantum Technologies, National University of Singapore, Block
S15, 3 Science Drive 2, Singapore 117543 and MajuLab, UMI 3654, Singapore
a0109168@u.nus.edu
IRIF, Université Paris Diderot, CNRS, 75205 Paris, France and Centre for
Quantum Technologies, National University of Singapore, Block S15, 3 Science
Drive 2, Singapore 117543
santha@irif.fr
SPMS, Nanyang Technological University, 21 Nanyang Link, Singapore 637371
and Centre for Quantum Technologies, National University of Singapore,
Block S15, 3 Science Drive 2, Singapore 117543
ssanyal@ntu.edu.sg

Abstract
Let the randomized query complexity of a relation for error probability  be denoted by R (·).
We prove that for any relation f ⊆ {0, 1}n × R and Boolean function g : {0, 1}m → {0, 1},
R1/3 (f ◦g n ) = Ω(R4/9 (f )·R1/2−1/n4 (g)), where f ◦g n is the relation obtained by composing f and





⊕
g. We also show using an XOR lemma that R1/3 f ◦ gO(log
n)

where

⊕
gO(log
n)

n 

= Ω(log n · R4/9 (f ) · R1/3 (g)),

is the function obtained by composing the XOR function on O(log n) bits and g.
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1

Introduction

Given two Boolean functions f : {0, 1}n → {0, 1} and g : {0, 1}m → {0, 1}, the composed
n
function f ◦ g n : ({0, 1}m ) → {0, 1} is defined as follows: For x = (x(1) , . . . , x(n) ) ∈
n
({0, 1}m ) , f ◦ g n (x) = f (g(x(1) ), . . . , g(x(n) )). Composition of Boolean functions has long
been a topic of active research in complexity theory. In many works, composition of Boolean
function is studied in the context of a certain complexity measure. The objective is to
understand the relation between the complexity of the composed function in terms of the
complexities of the individual functions. Let D(·) denote the deterministic query complexity.
It is easy to see that D(f ◦ g n ) ≤ D(f ) · D(g) since f ◦ g can be computed by simulating an
optimal query algorithm of f ; whenever the algorithm makes a query, we simulate an optimal
query algorithm of g and serve the query. It can be shown by an adversary argument that
this is an optimal query algorithm and D(f ◦ g n ) = D(f ) · D(g) [11, 15].
However, such a characterization is not so obvious for randomized query complexity. Although
a similar upper bound still holds true (possibly accommodating a logarithmic overhead), it
is no more as clear that it also asymptotically bounds the randomized query complexity of
f ◦ g n from below. Let R (·) denote the -error randomized query complexity. Our main
theorem in this work is the following.
I Theorem 1 (Main Theorem). For any relation f ⊆ {0, 1}n × R and Boolean function
g : {0, 1}m → {0, 1},
R1/3 (f ◦ g n ) = Ω(R4/9 (f ) · R1/2−1/n4 (g)).
See Section 2 for definitions of composition and various complexity measures of relations.
Theorem 1 implies that if g is a function that is hard to compute with error 1/2 − 1/n4 ,
f ◦ g n is hard to compute with error 1/3.
In the special case where f is a function, Theorem 1 implies that R1/3 (f ◦ g n ) = Ω(R1/3 (f ) ·
R1/2−1/n4 (g)), since the success probability of query algorithms for functions can be boosted
from 5/9 to 2/3 by constantly many independent repetitions followed by taking a majority
of the different outputs.
Theorem 1 is useful only when the function g is hard against randomized query algorithms
even for error 1/2 − 1/n4 . In Section 3.1 we prove the following consequence of Theorem 1.
I Theorem 2. Let f ⊆ {0, 1}n × R be any relation. Let g : {0, 1}m → {0, 1} be a function.
t
t
Let gt⊕ : ({0, 1}m ) → {0, 1} be defined as follows: for x = (x(1) , . . . , x(t) ) ∈ ({0, 1}m ) ,
⊕
gt (x) = ⊕ti=1 g(x(i) ). Then,


n 
⊕
R1/3 f ◦ gO(log
= Ω(log n · R4/9 (f ) · R1/3 (g)).
n)
Theorem 2 is proved by establishing, via an XOR lemma by Andrew Drucker [5], that if g is
⊕
4
hard for error 1/3 then gO(log
n) is hard for error 1/2 − 1/n .
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Composition theorems for randomized query complexity have been extensively studied in the
past. Göös and Jayram [6] showed a composition theorem for a constrained version of conical
junta degree, which is a lower bound on randomized query complexity. Composition theorem
for approximate degree (which also bounds randomized query complexity from below) for the
special case of TRIBES function has seen a long line of research culminating in independent
works of Sherstov [14] and Bun and Thaler [3] who settle the question by proving optimal
bounds.
Composition theorem has been studied and shown in the context of communication and
query complexities by the works of Göös, Pitassi and Watson [7, 8], Chattopadhyay et al. [4]
when the function g is the indexing function or the inner product function with large enough
arity. The work of Hatami, Hosseini and Lovett [9] proves a composition theorem in the
context of communication and parity query complexites when the function g is the two-bit
XOR function. Ben-David and Kothari [1] proved a composition theorem for the sabotage
complexity of Boolean functions, a novel complexity measure defined in the same work that
the authors prove to give quadratically tight bound on the randomized query complexity.
Composition theorems have also been successfully used in the past in constructing separating
examples for various complexity measures, and bounding one complexity measure in terms
of another. Kulkarni and Tal [10] proved an upper bound on fractional block sensitivity
in terms of degree by analyzing the behavior of fractional block sensitivity under function
composition. Separation between block sensitivity and degree was obtained by composing
Kushilevitz’s hemi-icosahedron function repeatedly with itself [13, 12, 2]. Separation between
parity decision tree complexity and Fourier sparsity has been obtained by O’Donnell et al.
by studying the behavior of parity kill number under function composition [13].

1.1

Our techniques

In this section, we give a high level overview of our proof of Theorem 1. We refer the reader to
Section 2 for formal definitions of composition and various complexity measures of relations.
Let  = 1/2 − 1/n4 . Let µ be the distribution over the domain {0, 1}m of g for which R (g)
is achieved, i.e., R (g) = Dµ (g) (see Fact 3). For b ∈ {0, 1}, let µb denote the distribution
obtained by conditioning µ to the event that g(x) = b (see Section 2 for a formal definition).
We show that for every probability distribution λ over the domain {0, 1}n of f , there exists a
deterministic query algorithm A with worst case query complexity at most R1/3 (f ◦ g n )/R (g),
such that Prz∼λ [(z, A(z)) ∈ f ] ≥ 5/9. By the minimax principle (Fact 3) this proves
Theorem 1.
Now using the distribution λ over {0, 1}n we define a probability distribution γ over
n
({0, 1}m ) . To define γ, we begin by defining a family of distributions {γ z : z ∈ {0, 1}n }
n
over ({0, 1}m ) . For a fixed z = (z1 , . . . , zn ) ∈ {0, 1}n , we define γ z by giving a sampling
procedure:
(i)

(i)

1. For each i = 1, . . . , n, sample x(i) = (x1 , . . . , xm ) from {0, 1}m independently according
to µzi .
2. Return x = (x(1) , . . . , x(n) ).
Thus for z = (z1 , . . . , zn ) ∈ {0, 1}n and x = (x(1) , . . . , x(n) ) ∈ ({0, 1}m )n , γ z (x) = Πni=1
µzi (x(i) ). Note that γ z is supported only on strings x for which the following is true: for
each r ∈ R, (x, r) ∈ f ◦ g n if and only if (z, r) ∈ f .

FSTTCS 2017

10:4

A Composition Theorem for Randomized Query Complexity

Having defined the distributions γ z , we define the distribution γ by giving a sampling
procedure:
1. Sample a z = (z1 , . . . , zn ) from {0, 1}n according to λ.
2. Sample an x = (x(1) , . . . , x(n) ) from ({0, 1}m )n according to γ z . Return x.
By minimax principle (Fact 3), there is a deterministic query algorithm B of worst case
complexity at most R1/3 (f ◦ g n ) such that Prx∼γ [(x, B(x)) ∈ f ◦ g n ] ≥ 2/3. We will use B to
construct a randomized query algorithm A0 for f with the desired properties. A deterministic
query algorithm A for f with required performance guarantees can then be obtained by
appropriately fixing the randomness of A0 .
See Algorithm 1 for a formal description of A0 . Given an input z = (z1 , . . . , zn ), A0 simulates
(i)
B. Recall that an input to B is an nm bit long string (xj ) i=1,...,n . Whenever B asks for
j=1,...,m

(i)

(queries) an input bit xj , a response bit is appropriately generated and passed to B. To
generate a response to a query by B, a bit in z may be queried; those queries will contribute
to the query complexity of A0 . The queries are addressed as follows. Let the simulation of B
(i)
request bit xj .
If less than Dµ (g) queries have been made into x(i) (including the current query) then a
(i)
bit b is sampled from the marginal distribution of xj according to µ, conditioned on the
responses to the past queries. b is passed to the simulation of B.
If Dµ (g) queries have been made into x(i) (including the current query) then first the
(i)
input bit zi is queried; then a bit b is sampled from the marginal distribution of xj
according to µzi , conditioned on the responses to the past queries. b is passed to the
simulation of B.
The simulation of B continues until B terminates in a leaf. Then A0 also terminates and
outputs the label of the leaf.
We use Claims 8 and 9 to prove that for a fixed z ∈ {0, 1}n , the probability distribution
induced by A0 on the leaves of B is statistically close to the probability distribution induced
by B on its leaves for a random input from γ z . Averaging over different z’s, the correctness
of A0 follows from the correctness of B. The reader is referred to Section 3 for the details.

2

Preliminaries

In this section, we define some basic concepts, and set up our notations. We begin with
defining the 2-sided error randomized and distributional query complexity measures of
relations. The relations considered in this work will all be between the Boolean hypercube
{0, 1}k of some dimension k, and an arbitrary set S. The strings x ∈ {0, 1}n will be called
as inputs to the relation, and {0, 1}n will be referred to as the input space and the domain
of relations.
I Definition 1 (2-sided Error Randomized Query Complexity). Let S be any set. Let h ⊆
{0, 1}k × S be any relation and  ∈ [0, 1/2). The 2-sided error randomized query complexity
R (h) is the minimum number of queries made in the worst case by a randomized query
algorithm A (the worst case is over inputs and the internal randomness of A) that on each
input x ∈ {0, 1}k satisfies Pr[(x, A(x)) ∈ h] ≥ 1 −  (where the probability is over the internal
randomness of A).
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I Definition 2 (Distributional Query Complexity). Let h ⊆ {0, 1}k × S be any relation, µ
a distribution on the input space {0, 1}k of h, and  ∈ [0, 1/2). The distributional query
complexity Dµ (h) is the minimum number of queries made in the worst case (over inputs) by
a deterministic query algorithm A for which Prx∼µ [(x, A(x)) ∈ h] ≥ 1 − .
In particular, if h is a function and A is a randomized or distributional query algorithm
computing h with error , then Pr[h(x) = A(x)] ≥ 1 − , where the probability is over the
respective sources of randomness.
The following theorem is von Neumann’s minimax principle stated for decision trees.
I Fact 3 (minimax principle). For any integer k, set S, and relation h ⊆ {0, 1}k × S,
R (h) = max Dµ (h).
µ

Let g : {0, 1}m → {0, 1} be a Boolean function. Let µ be a probability distribution on
{0, 1}m which intersects non-trivially both with g −1 (0) and with g −1 (1). For each z ∈ {0, 1},
let µz be the distribution obtained by restricting µ to g −1 (z). Formally,
(
0
if g(x) 6= z
µz (x) =
P µ(x)
if
g(x) = z
µ(y)
y:g(y)=z

Notice that µ0 and µ1 are defined with respect to some Boolean function g, which will always
be clear from the context.
I Definition 4 (Subcube, Co-dimension). A subset C of {0, 1}m is called a subcube if there
exists a set S ⊆ {1, . . . , m} of indices and an assignment function A : S → {0, 1} such that
C = {x ∈ {0, 1}m : ∀i ∈ S, xi = A(i)}. The co-dimension codim(C) of C is defined to be |S|.
Let C ⊆ {0, 1}m be a subcube and µ be a probability distribution on {0, 1}m . We will often
abuse notation and use C to denote the event that a random string x belongs to the subcube
C. The probability Prx∼µ [x ∈ C] will be denoted by Prµ [C]. For subcubes C1 and C2 , the
conditional probability Prx∼µ [x ∈ C2 | x ∈ C1 ] will be denoted by Prµ [C2 | C1 ].
I Definition 5 (Bias of a subcube). Let g : {0, 1}m → {0, 1} be a Boolean function. Let µ be
a probability distribution over {0, 1}m . Let C ⊆ {0, 1}m be a subcube such that Prµ [C] > 0.
The bias of C with respect to µ, biasµ (C), is defined to be:
biasµ (C) = | Pr [g(x) = 0 | x ∈ C] − Pr [g(x) = 1 | x ∈ C]|.
x∼µ

x∼µ

A Boolean function g is implicit in the definition of bias, which will always be clear from the
context.
I Proposition 6. Let g : {0, 1}m → {0, 1} be a Boolean function, and Dµ (g) > 0. Then,
min { Pr [g(x) = b]} > .

b∈{0,1} x∼µ

In particular, biasµ ({0, 1}m ) < 1 − 2.
Proof. Towards a contradiction, assume that minb∈{0,1} {Prx∼µ [g(x) = b]} ≤ . Then, the
algorithm that outputs arg maxb∈{0,1} {Prx∼µ [g(x) = b]} makes 0 query and is correct with
probability at least 1 − . This contradicts the hypothesis that Dµ (g) > 0.
J
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Now we define composition of two relations.
I Definition 7 (Composition of relations). Let f ⊆ {0, 1}n × R and g ⊆ {0, 1}m × {0, 1}
n
be two relations. The composed relation f ◦ g n ⊆ ({0, 1}m ) × R is defined as follows:
(1)
(n)
m n
For x = (x , . . . , x ) ∈ ({0, 1} ) and r ∈ R, (x, r) ∈ f ◦ g n if and only if there exists
b = (b(1) , . . . , b(n) ) ∈ {0, 1}n such that for each i = 1, . . . , n, (x(i) , b(i) ) ∈ g and (b, r) ∈ f .
We will often view a deterministic query algorithm as a binary decision tree. In each vertex
v of the tree, an input variable is queried. Depending on the outcome of the query, the
computation goes to a child of v. The child of v corresponding to outcome b to the query
made is denoted by vb . It is well known that the set of inputs that lead the computation of a
decision tree to a certain vertex forms a subcube. We will denote the subcube corresponding
to a vertex v by Cv .
We next prove two claims about bias, probability and co-dimension of subcubes that will be
useful. Claim 8 states that for a function with large distributional query complexity, the bias
of most shallow leaves of any deterministic query procedure is small.
I Claim 8. Let g : {0, 1}m → {0, 1} be a Boolean function. Let  ∈ [1/4, 1/2) and let
δ = 1/2 − . Let µ be a probability distribution on {0, 1}m , and Dµ (g) = c > 0. Let B be
any deterministic query algorithm for strings in {0, 1}m . For each y ∈ {0, 1}m , let `y be the
unique leaf of B that contains y. Then,
(a) Pry∼µ [codim(`y ) < c and biasµ (`y ) ≥ 2δ 1/2 ] < δ 1/2 .
(b) For each b ∈ {0, 1}, Pry∼µb [codim(`y ) < c and biasµ (`y ) ≥ 2δ 1/2 ] < 4δ 1/2 .
In the above claim B could just be a deterministic procedure that makes queries and eventually
terminates; whether or not it makes any output upon termination is not of any consequence
here.
Proof. We first show that part (a) implies part (b). To this end, assume part (a) and fix a
b ∈ {0, 1}. Let a(y) be the indicator variable for the event codim(`y ) < c and biasµ (`y ) ≥ 2δ 1/2 .
Thus, part (a) states that Pry∼µ [a(y) = 1] < δ 1/2 . Now,
Pr [codim(`y ) < c and biasµ (`y ) ≥ 2δ 1/2 ]
X
=
µb (y)

y∼µb

y:a(y)=1

=P

1

y:g(y)=b

X
µ(y)

µ(y) (From the definition of µb )

y:a(y)=1

1
Pr [a(y) = 1] (From Proposition 6)
 y∼µ
< 4δ 1/2 . (By the hypothesis  ≥ 1/4 and part (a))

<

We now prove part (a). Towards a contradiction assume that
Pr [codim(`y ) < c and biasµ (`y ) ≥ 2δ 1/2 ] ≥ δ 1/2 .

y∼µ

Now consider the following query algorithm A on m bit strings:
Begin simulating B. Let C be the subcube associated with the current node of B in the
simulation. Simulate B unless one of the following happens.
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B terminates.
The number of queries made is c − 1.
biasµ (C) ≥ 2δ 1/2 .
Upon termination, if biasµ (C) ≥ 2δ 1/2 , output arg maxb∈{0,1} Pry∼µ [g(y) = b | y ∈ C]. Else
output a uniformly random bit.
It immediately follows that the worst case query complexity of A is at most c−1. Now, we will
prove that Pry∼µ [A(y) = g(y)] ≥ 1 − . This will contradict the hypothesis that Dµ (g) = c.
Let L be the node of B at which the computation of A ends. Let Pry∼µ [biasµ (L) ≥ 2δ 1/2 ] = p.
By our assumption, the probability (over µ) that L is a leaf and biasµ (L) ≥ 2δ 1/2 is at least
δ 1/2 ; in particular p ≥ δ 1/2 . Now,
Pr [A(y) = g(y)]

y∼µ

= Pr [biasµ (L) ≥ 2δ 1/2 ] · Pr [A(y) = g(y) | biasµ (L) ≥ 2δ 1/2 ]+
y∼µ

y∼µ

µ

Pr [bias (L) < 2δ 1/2 ] · Pr [A(y) = g(y) | biasµ (L) < 2δ 1/2 ]

y∼µ

1
≥ p · (1/2 + δ 1/2 ) + (1 − p).
2
1/2
= 1/2 + p · δ

y∼µ

(from our assumption)

≥ 1/2 + δ (since p ≥ δ 1/2 )
= 1 − .
J

This completes the proof.

The next claim states that if a subcube has low bias with respect to a distribution µ, then
the distributions µ0 and µ1 ascribe almost the same probability to it.
I Claim 9. Let g : {0, 1}m → {0, 1} be a Boolean function and δ ∈ (0, 21 ]. Let µ be a
distribution on {0, 1}m . Let C be a subcube such that Prµ [C] > 0 and biasµ (C) ≤ δ. Also
assume that biasµ ({0, 1}m ) ≤ δ. Then for any b ∈ {0, 1} we have,
(a) Prµ [C] ≤ (1 + 4δ) · Prµb [C],
(b) Prµ [C] ≥ (1 − 4δ) · Prµb [C].
Proof. We prove part (a) of the claim. The proof of part (b) is similar.
By the definition of bias and the hypothesis, for each b ∈ {0, 1},

 X
X
1 δ
1 δ
+
µ(y) ≤
·
µ(y) = + ,
2 2
2 2
y∈Hm
y∈Hm :g(y)=b

 X
X
1 δ
µ(y) ≥
−
·
µ(y) > 0.
2 2
y∈C:g(y)=b

(1)
(2)

y∈C

Now,
Pr[C] =
µb

X

µb (y)

y∈C

P
=P

y∈C:g(y)=b

µ(y)

y∈Hm :g(y)=b

µ(y)
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≥

(1/2 − δ/2) ·

P

y∈C

1/2 + δ/2
1/2 − δ/2
· Pr[C]
=
1/2 + δ/2 µ

µ(y)

(From Equations (1) and (2)

Thus,
Pr[C] ≤
µ

3

1/2 + δ/2
· Pr[C] ≤ (1 + 4δ) · Pr[C].
µb
1/2 − δ/2 µb

(since δ ≤ 12 )

J

Composition Theorem

In this section we prove our main theorem. We restate it below.
I Theorem 1 (Main Theorem). For any relation f ⊆ {0, 1}n × R and Boolean function
g : {0, 1}m → {0, 1},
R1/3 (f ◦ g n ) = Ω(R4/9 (f ) · R1/2−1/n4 (g)).
Proof. We begin by recalling the notations defined in Section 1.1 that we will use in this
proof.
Let  = 1/2 − 1/n4 . Let µ be the distribution over the domain {0, 1}m of g for which R (g)
is achieved, i.e., R (g) = Dµ (g). (see Fact 3)
We show that for every probability distribution λ over the input space {0, 1}n of f , there exists
a deterministic query algorithm A with worst case query complexity at most R1/3 (f ◦g)/R (g),
such that Prz∼λ [(z, A(z)) ∈ f ] ≥ 5/9. By the minimax principle (Fact 3) this will prove
Theorem 1.
n

Using λ, we define a probability distribution γ over ({0, 1}m ) . We first define a family of
n
distributions {γ z : z ∈ {0, 1}n } over ({0, 1}m ) . For a fixed z ∈ {0, 1}n , we define γ z by
giving a sampling procedure:
(i)

(i)

1. For each i = 1, . . . , n, sample x(i) = (x1 , . . . , xm ) from {0, 1}m independently according
to µzi .
2. Return x = (x(1) , . . . , x(n) ).
Thus for z = (z1 , . . . , zn ) ∈ {0, 1}n and x = (x(1) , . . . , x(n) ) ∈ ({0, 1}m )n , γ z (x) = Πni=1
µzi (x(i) ). Note that γ z is supported only on strings x for which the following is true: for
each r ∈ R, (x, r) ∈ f ◦ g n if and only if (z, r) ∈ f .
Now, we define the distribution γ by giving a sampling procedure:
1. Sample a z = (z1 , . . . , zn ) from {0, 1}n according to λ.
2. Sample an x = (x(1) , . . . , x(n) ) from ({0, 1}m )n according to γ z . Return x.
By the minimax principle (Fact 3), there is a deterministic query algorithm B of worst case
complexity at most R1/3 (f ◦ g n ) such that Prx∼γ [(x, B(x)) ∈ f ◦ g n ] ≥ 2/3. We will use B to
construct a randomized query algorithm A0 for f with the desired properties. A deterministic
query algorithm A for f with required performance guarantees can then be obtained by
appropriately fixing the randomness of A0 . Algorithm 1 formally defines the algorithm A0
that we construct.
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Algorithm 1: Randomized query algorithm A0 for f
Input: z ∈ {0, 1}n
1 Initialize v ← root of the decision tree B, Q ← ∅
2 while v is not a leaf do
3
Let a bit in x(i) be queried at v
(i)

if i 6∈ Q then
/* codim(Cv ) < Dµ (g) if this is satisfied */
(i)
(i)
Set v ← vb with probability Prµ [Cvb | Cv ]

4
5

(i)

if codim(Cv ) = Dµ (g) − 1 then
Query zi
Set Q ← Q ∪ {i}

6
7
8

else
(i)
if Prµzi [Cv ] = 0 then
Output 0

9
10
11

else
(i)
(i)
Set v ← vb with probability Prµzi [Cvb | Cv ]

12
13

14

Output label of v

From the definition of bias one can verify that the event in step 5 in Algorithm 1 that is
being conditioned on, has non-zero probabilities under the respective distribution; hence, the
probabilistic process is well-defined.
From the description of A0 it is immediate that zi is queried only if the underlying simulation
of B queries at least R (g) locations in x(i) . Thus the worst-case query complexity of A0 is at
most R1/3 (f ◦ g n )/R (g).
We are left with the task of bounding the error of A0 . Let L be the set of leaves of the
decision tree B. Each leaf ` ∈ L is labelled with b` ∈ R; whenever the computation reaches `,
b` is output.
(1)

(n)

(i)

For a vertex v, let the corresponding subcube Cv be Cv × . . . × Cv , where Cv is a subcube
of the domain of the i-th copy of g (corresponding to the input x(i) ). Recall from Section 2
that for b ∈ {0, 1}, vb denotes the b-th child of v.
For each leaf ` ∈ L and i = 1, . . . , n, define snip(i) (`) to be 1 if there is a node t in the unique
(i)
(i)
path from the root of B to ` such that codim(Ct ) < Dµ (g) and biasµ (Ct ) ≥ n22 , and 0
otherwise. Define snip(`) := ∨ni=1 snip(i) (`).
For each ` ∈ L, define pz` to be the probability that for an input drawn from γ z , the
computation of B terminates at leaf `. We have,
X
Prz [(x, B(x)) ∈ f ◦ g n ] = Prz [(z, B(x)) ∈ f ] =
pz` .
(3)
x∼γ

x∼γ

`∈L:(z,b` )∈f

From our assumption about B we also have that,
Pr [(x, B(x)) ∈ f ◦ g n ] = E

x∼γ

Pr [(x, B(x)) ∈ f ◦ g n ] ≥

z∼λ x∼γ z

2
.
3

(4)

Now, consider a run of A0 on z. For each ` ∈ L of B, define q`z to be the probability that
the computation of A0 on z terminates at leaf ` of B. Note that the probability is over the
internal randomness of A0 .
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To finish the proof, we need the following two claims. The first one states that the leaves
` ∈ L are sampled with similar probabilities by B and A0 .
I Claim 10. For each ` ∈ L such that snip(`) = 0, and for each z ∈ {0, 1}n , 89 ·pz` ≤ q`z ≤

10 z
9 ·p` .

The next Claim states that for each z, the probability according to γ z of the leaves ` for
which snip(`) = 1 is small.
I Claim 11.
X

∀z ∈ {0, 1}n ,

pz` ≤

`∈L,snip(`)=1

4
.
n

We first finish the proof of Theorem 1 assuming Claims 10 and 11, and then prove the claims.
For a fixed input z ∈ {0, 1}n , the probability that A0 , when run on z, outputs an r such that
(z, r) ∈ f , is at least
X

q`z ≥

`∈L,
(z,b` )∈f,snip(`)=0

8 z
· p (By Claim 10)
9 `

X
`∈L,
(z,b` )∈f,snip(`)=0





8 X z
p` −
= 
9
`∈L,
(z,b` )∈f

X


pz` 

`∈L,
(z,b` )∈f,snip(`)=1




X
4
8
pz` −  . (By Claim 11)
≥ 
9
n
`∈L,

(5)

(z,b` )∈f

Thus, the success probability of A0 is at least


X
X
4
8 
pz` −  (By Equation (5))
q`z ≥ ·  E
E
z∼λ
z∼λ
9
n
`∈L,
`∈L,
(z,b` )∈f,snip(`)=0

(z,b` )∈f



8
2
4
≥ ·
−
(By Equations (3) and (4))
9
3 n
5
≥ . (For large enough n)
9
We now give the proofs of Claims 10 and 11.
Proof of Claim 10. We will prove the first inequality. The proof of the second inequality is
similar1 .
Fix a z ∈ {0, 1}n and a leaf ` ∈ L such that snip(`) = 0. For each i = 1, . . . , n, assume that
(i)
(i)
(i)
codim(C` ) = d(i) , and in the path from the root of B to ` the variables x1 , . . . , xd(i) are set
to bits b1 , . . . , bd(i) in this order.
We first observe that if v is a vertex of B for which the condition in step 10 of A0 is satisfied,
(i)
(i)
then co-dimension of Cv is at most Dµ (g) − 1, and bias(Cv ) = 1; hence each leaf `0 of B
reachable from v has snip(`0 ) = 1.

1

Note that only the first inequality is used in the proof of Theorem 1.
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(i)

The computation of A0 terminates at leaf ` if the values of the different bits xj sampled by
A0 agree with the leaf `. The probability of that happening is given by
q`z =

n
Y
i=1

=

(i)

(i)

Pr0 [x1 = b1 , . . . , xd(i) = bd(i) | z]

(6)

A

n
Y
i=1

(i)

(i)

Pr [x1 = b1 , . . . , xDµ (g)−1 = bDµ (g)−1 ]·

x∼µ



(i)

(i)

(i)

(i)

Pr [xDµ (g) = bDµ (g) , . . . , xd(i) = bd(i) | x1 = b1 , . . . , xDµ (g)−1 = bDµ (g)−1 ]. (7)

x∼µzi





The second equality above follows from the observation that in Algorithm 1, the first Dµ (g)−1
bits of x(i) are sampled from their marginal distributions with respect to µ, and the subsequent
bits are sampled from their marginal distributions with respect to µzi . In equation (7),
(i)
(i)
(i)
(i)
the term Prx∼µzi [xDµ (g) = bDµ (g) , . . . , xd(i) = bd(i) | x1 = b1 , . . . , xDµ (g)−1 = bDµ (g)−1 ] is




interpreted as 1 if d(i) < Dµ (g).
(i)

(i)

We invoke Claim 9(b) with C set to the subcube {x ∈ {0, 1}m : x1 = b1 , . . . , xDµ (g)−1 =

bDµ (g)−1 } and δ set to n22 . To see that the claim is applicable here, note that from the
assumption snip(`) = 0 we have that bias(C) < δ = n22 < 12 , where the last inequality holds
for large enough n. Also, since Dµ (g) > 0, by Proposition 6 the bias of {0, 1}m is at most
2
2
n4 < n2 = δ. Continuing from Equation (7), by invoking Claim 9(b) we have,
q`z ≥

n
Y
i=1

(i)

(i)

(1 − 8/n2 ) Pr [x1 = b1 , . . . , xDµ (g)−1 = bDµ (g)−1 ]·
x∼µzi



(i)

(i)

(i)

(i)

Pr [xDµ (g) = bDµ (g) , . . . , xd(i) = bd(i) | x1 = b1 , . . . , xDµ (g)−1 = bDµ (g)−1 ]

x∼µzi

= (1 − 8/n2 )n



n
Y
i=1



(i)

(i)

Pr [x1 = b1 , . . . , xd(i) = bd(i) ]

x∼µzi

8
≥ · pz` . (For large enough n)
9

J

P
Proof of Claim 11. Fix a z ∈ {0, 1}n . We shall prove that for each i, `∈L,snip(i) (`)=1 pz` ≤
P
P
P
n
4
z
z
`∈L,snip(`)=1 p` ≤
i=1
`∈L,snip(i) (`)=1 p` .
n2 . That will prove the claim, since
To this end, fix an i ∈ {1, . . . , n}. For a random x drawn from γ z , let p be the probability
that in strictly less than Dµ (g) queries the computation of B reaches a node t such that
(i)
bias(Ct ) is at least n22 . Note that this probability is over the choice of the different x(j) ’s.
P
We shall show that p ≤ n42 . This is equivalent to showing that `∈L,snip(i) (`)=1 pz` ≤ n42 .
Note that each x(j) is independently distributed according to µzj . By averaging, there exists
a choice of x(j) for each j 6= i such that for a random x(i) chosen according to µzi , a node t
as above is reached within at most Dµ (g) − 1 steps with probability at least p. Fix such a
setting for each x(j) , j 6= i. Claim 11 follows from Claim 8 (note that  = 12 − n14 ≥ 41 for
large enough n).
J
This completes the proof of Theorem 1.

3.1

J

Hardness Amplification Using XOR Lemma

In this section we prove Theorem 2.
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A Composition Theorem for Randomized Query Complexity

Theorem 1 is useful only when the function g is hard against randomized query algorithms
even for error 1/2 − 1/n4 . In this section we use an XOR lemma to show a procedure that,
given any g that is hard against randomized query algorithms with error 1/3, obtains another
function on a slightly larger domain that is hard against randomized query algorithms with
error 1/2 − 1/n4 . This yields the proof of Theorem 2.
t

Let g : {0, 1}m → {0, 1} be a function. Let gt⊕ : ({0, 1}m ) → {0, 1} be defined as follows.
t
For x = (x(1) , . . . , x(t) ) ∈ ({0, 1}m ) ,
gt⊕ (x) = ⊕ti=1 g(x(i) ).
The following theorem is obtained by specializing Theorem 3 of Andrew Drucker’s paper [5]
to this setting.
I Theorem 12 (Drucker 2011 [5] Theorem 3).
R1/2−2−Ω(t) (gt⊕ ) = Ω(t · R1/3 (g)).
Theorem 2 (restated below) follows by setting t = Θ(log n) and combining Theorem 12 with
Theorem 1.
I Theorem 2. Let f ⊆ {0, 1}n × R be any relation. Let g : {0, 1}m → {0, 1} be a function.
t
t
Let gt⊕ : ({0, 1}m ) → {0, 1} be defined as follows: for x = (x(1) , . . . , x(t) ) ∈ ({0, 1}m ) ,
⊕
t
(i)
gt (x) = ⊕i=1 g(x ). Then,


n 
⊕
R1/3 f ◦ gO(log
= Ω(log n · R4/9 (f ) · R1/3 (g)).
n)
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Abstract
In this paper, we consider asynchronous programs consisting of multiple recursive threads running
in parallel. Each of the threads is equipped with a multi-set. The threads can create tasks and
post them onto the multi-sets or read a task from their own. In addition, they can synchronise
through a finite set of locks. In this paper, we show that the reachability problem for such class
of asynchronous programs is undecidable even under the nested locking policy. We then show
that the reachability problem becomes decidable (Exp-space-complete) when the locks are not
allowed to be held across tasks. Finally, we show that the problem is NP-complete when in
addition to previous restrictions, threads always read tasks from the same state.
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1

Introduction

Asynchronous programming is widely used in building efficient and responsive software. Jobs
are decomposed in tasks that are delegated to different threads running in parallel. These
threads share a global memory, and they also have their own local memory. In addition, each
thread has an unbounded buffer where the tasks posted to the thread are stored. These tasks
are handled by the thread in a serial manner, i.e., by running each task until completion before
taking another one. Each task corresponds to the execution of a sequential program that
can access both (thread-)local and global variables, call (potentially recursive) procedures,
and create new tasks that are posted to designated threads.
The behaviours of asynchronous programs can be extremely intricate and unpredictable
due to the dynamic creation of concurrent tasks. This makes the reasoning about asynchronous
programs extremely hard.
Therefore, developing automated techniques for the verification of asynchronous programs
is an important and challenging research topic. In the case of single-thread asynchronous
∗
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programs, it has been shown that the reachability problem is decidable and EXPSPACEcomplete (assuming that the data domain is finite) [2,5]. However, this problem is undecidable
in general, and this is the case even for two threads handling only one task each [11]. Therefore,
decidable instances of this problem can be obtained only by considering either underapproximations for bug detection using, e.g., bounded analyses [1, 4, 10], or by considering
over-approximations for establishing absence of bugs, using abstract analyses that focus on
relevant aspects.
In the context of abstract analyses of concurrent programs, one useful approach is
abstracting away the content of the shared variables carrying data while keeping precise the
content of the control variables, such as locks, that are used for synchronisation. Indeed,
concurrency bugs are in general due to a misuse of synchronisation allowing unexpected
interleavings of concurrent actions. Therefore, assuming that locks are the only shared
variables between threads retains the relevant information, without being too coarse, when
reasoning about the existence of, e.g., data races and deadlocks. This approach has been
introduced in [8], where it has been shown that, for multi-thread programs with locks (and
no task creation), the reachability problem is undecidable in general, and that this problem
becomes decidable when locks are used (i.e., acquired and released) in a well-nested manner.
This problem has been investigated further for larger classes of programs by other authors,
e.g., in [6,9]. In particular, it has been shown that for dynamic networks of pushdown systems
(modelling concurrent programs with thread creation), which is a class of models with a
decidable reachability problem [3] that is incomparable with asynchronous programs, the
extension with well-nested locking preserves the decidability of the reachability problem [6].
The goal of this paper is to investigate the decidability and the complexity of the reachability
problem for asynchronous programs with nested locking.
We first prove that, surprisingly, the reachability of asynchronous programs with nested
locks is undecidable as soon as four threads are considered (two with unbounded call stacks,
and two being finite-state). However, we provide a condition on the use of locks by threads
across task handling phases that leads to decidability. In fact, we found that the source of
undecidability (even under nested locking) is the transfer of locks between tasks executed
successively on a single thread. Therefore, we require that (1) a thread should not hold any
lock when it starts handling a task, and (2) all locks acquired during the execution of a task
must be released before completion of the task, i.e., when the handling of a task is completed,
the set of locks held by the thread must be again empty. Technically, we define a task-locking
policy that requires that every thread should not hold any lock when its stack is empty. We
prove that under this policy, the reachability problem of asynchronous programs with nested
locks is in EXPSPACE. The proof is by a polynomial reduction to the case of single-thread
asynchronous programs using a nontrivial serialisability argument. Importantly, despite the
high worst case complexity, there are existing work for solving efficiently the reachability
problem of single-threaded asynchronous programs in practice [7].
Moreover, we consider an interesting and practically relevant case for which we establish
a better complexity. In fact, we consider that while tasks should be allowed to communicate
and synchronise through the shared global memory, they should not communicate through
the thread-local shared memory. Indeed, this would assume that the tasks rely on the order
they are scheduled, which is in general not under the control of the programmer. So, it is
quite natural to assume that before termination, a task can put the result of its computation
in the shared memory, and it can also create a new task that will be its continuation (when
it will be scheduled later), but that the thread does not transfer any information to the next
task it executes. (Actually, asynchronous programs have typically User Interface threads
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(UI’s) that consist of loops receiving jobs (or reacting to events), and creating for them
handlers running in parallel.) Technically, we consider that a thread always starts handling
tasks in the same state. Interestingly, we prove that under this assumption the reachability
problem becomes in NP. The proof is by a reduction to the reachability problem in the case
where the number of task handling phases is polynomially bounded.
To summarise, we prove that by forbidding transfers of locks between tasks executing
on a same thread, the reachability problem of multithreaded asynchronous programs with
nested locks is EXPSPACE-complete. Furthermore, we prove that by forbidding transfers of
local states between tasks executing on a same thread, the reachability problem becomes
NP-complete. Our results open the door to the development of efficient and complete methods
for verifying asynchronous programs against concurrency bugs.

2

Preliminaries

Let Σ be a finite alphabet. We use Σ∗ and Σ+ to denote the set of all finite words and
non-empty finite words, respectively. We use  to denote the empty word. We write Σ to
denote Σ ∪ {}. For w = a1 a2 . . . an ∈ Σ∗ , we let |w| = n, w[i] = ai and w[i, j] to denote the
length of w, the ith letter ai and the subword ai . . . aj , respectively. Given a word w ∈ Σ
and Σ0 ⊆ Σ, we let w ↓Σ0 to denote the projection of w onto Σ0 .
A multi-set over Σ is a function M : Σ 7→ N. We denote by M [Σ] the set of all multisets over Σ and by ∅ the empty multi-set. Given two multi-sets M and M 0 , we write
M 0 ≤ M iff M 0 (a) ≤ M (a) for all a ∈ Σ. We denote by M + M 0 the multi-set formed by
(M + M 0 )(a) = M (a) + M 0 (a) for all a ∈ Σ. For M ≥ M 0 , M − M 0 is defined in a similar
manner. For any word w ∈ Σ∗ , we denote by bwc the multi-set formed by counting the
number of occurrences of each letter from Σ in w.
A pushdown automaton (PDA) is a tuple P = (Q, Γ, Σ, δ, s0 , α0 ) where Q is the finite
set of states, Γ is the finite stack alphabet, Σ is the finite input alphabet, s0 ∈ Q is the
initial state, α0 ∈ Γ is the initial stack symbol, and δ is the transition relation. We assume
that Γ contains the special stack bottom symbol ⊥. The transition set δ is a subset of
Q × Γ × Σ × Γ∗ × Q with the restrictions that: (1) if τ = (q, α, a, β, q 0 ) ∈ δ then |β| ≤ 2 and
(2) β ∈ {b⊥ | b ∈ Γ } when α = ⊥. We use Src(τ ) = q (resp. Dest(τ ) = q 0 ) to refer to the
head (resp. tail) state q (resp. q 0 ) of the transition τ , and λ(τ ) to denote the label a.
A configuration of P is a pair (q, γ) with q ∈ Q and γ ∈ ((Γ \ {⊥})∗ · {⊥}). Given a
configuration c = (q, γ), we use Stt(c) (resp. Stk(c)) to refer to the state q (resp. the stack
component γ). The initial configuration of P is defined by the pair (s0 , α0 ⊥). The transition
τ
→P , with τ ∈ δ, relating pairs of configurations, is defined as the smallest relation
relation −
τ
satisfying the following condition: (q, αγ) −
→P (q 0 , βγ) if τ is of the form (q, α, a, β, q 0 ). This
transition corresponds to the pop of the symbol α and the push of the word β.
τ

We often omit the reference to P and write −
→ when P is clear from the context.
Sometimes, we omit τ and simply write →
− when the reference to τ is not important. We
σ
write (q, γ) −
→ (q 0 , γ 0 ) for σ = τ1 . . . τn ∈ δ ∗ to mean that there is a sequence of transitions
τn−1
τ1
τ2
τn
of the form (q, γ) = (q0 , γ0 ) −→
(q1 , γ1 ) −→
. . . −−−→ (qn−1 , γn−1 ) −→
(qn , γn ) = (q 0 , γ 0 ).
Given two configurations c1 , c2 , we use L(P, c1 , c2 ) to denote the set of words w such that
τ1 τ2 ···τn
there is τ1 , . . . , τn ∈ δ with c1 −−
−−−→ c2 and w = λ(τ1 )λ(τ2 ) · · · λ(τn ). We use L(P, c2 ) to
denote L(P, c1 , c2 ) where c1 = (s0 , α0 ⊥) is the initial configuration.
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3

Model

Multiset PushDown Systems (MPDS) have been introduced by Sen and Viswanathan as
a formal model for asynchronous programs [12]. An MPDS model consists of a pushdown
automaton equipped with a multiset. The multiset is used to store pending tasks (i.e., stack
symbols). When the stack is empty, a pending task is taken, in non-deterministic manner,
from the multiset and put into the stack. Then, the system starts the execution of the
chosen task following the pushdown transition rules with the ability to create new tasks
(that will be added to the multiset). In this paper, we consider a generalization of multi-set
pushdown systems (MPDS) called N -Multi-set Pushdown Systems (N -MPDS) where N ∈ N
denotes the (fixed) number of threads executing in parallel. An N -MPDS consists of a
collection of pushdown automata (each one comes with its own multi-set). When the stack of
a pushdown automaton is empty, a task is taken from its associated multi-set and executed.
During the execution of a task, newly created tasks are added to a pre-determined multi-set.
Furthermore, the pushdown automaton can communicate through a finite set of locks (i.e.,
each pushdown automaton can acquire and release a given particular lock). Thus, an MPDS
(resp. pushdown automata communicating via locks [8]) corresponds to the particular case
where we have one pushdown automaton (i.e., N = 1) (resp. there is no task creation).
I Definition 1. An N -MPDS over the (finite) set of locks L is a tuple A = (Σ, P, L), where
Σ is a finite set of tasks and P = {Pi | 1 ≤ i ≤ N } is a collection of pushdown automata (or
threads) Pi = (Qi , Γi , Oi , δi , si , αi ), where Oi = {i!j(a), i?a | a ∈ Σ, 1 ≤ j ≤ N } ∪ {lcki (l),
reli (l) | l ∈ L}. Here i!j(a) means that the thread i creates a task labeled by a and adds it to
the multi-set of thread j. While i?a means that the thread i picks a pending task labeled by a
from its multi-set. Furthermore, lcki (l)/reli (l) corresponds to acquiring / releasing of the lock
S
l by the thread i. We assume that the sets δi , 1 ≤ N , are disjoint and let δ = 1≤i≤N δi . We
also require that (1) δi ∩ (Qi × (Γi \ {⊥}) × {i?a | a ∈ Σ} × Γ∗i × Qi ) = ∅ for all i ∈ {1, . . . , N }
(i.e., the execution of pending tasks can only be performed when the stack is empty), and (2)
if a transition is of the form (q, ⊥, b, β⊥, q 0 ) is in δ, with β ∈ Σ, then b is of the form i?β for
some i ∈ {1, . . . , N } (i.e., the thread i picks a pending task β and adds it to its empty stack).
A configuration of an N -MPDS A is a triple of functions (c, m, l) where, for each
1 ≤ i ≤ N , c(i) is a configuration of Pi , m(i) is a multi-set over Σ (representing the set
of tasks waiting to be executed by the thread i) and l(i) ⊆ L is the set of locks held by
thread i. We require that l(i) ∩ l(j) = ∅ for all i 6= j. The initial configuration is defined
(c0 , m0 , l0 ), where c0 (i) = (si , ⊥), m0 (i) = bαi c and l0 (i) = ∅ for all i, 1 ≤ i ≤ N (i.e., the
stack of each thread is empty and there is only one pending task per thread and all locks are
free). Observe that the definition of the initial configuration is equivalent to the one where
each pushdown automaton is in its initial configuration, there is no pending task and all
locks are free. We only use the former for the sake of simplicity.
Observe that an MPDS [12] can be defined as a 1-MPDS A = (Σ, P, L) whose set of
locks is empty (i.e., L = ∅) and set of threads P consists of only one pushdown automaton
P1 = (Q1 , Γ1 , O1 , δ1 , s1 , α1 ). To simplify the presentation, we use (Σ, P1 ) to denote the
MPDS A. Further, we use (c(1), m(1)) to denote a configuration of A instead of (c, m, l).
Given two configurations (c, m, l) and (c0 , m0 , l0 ) and a transition τ ∈ δ, we use (c,
τ
→A (c0 , m0 , l0 ) to denote that there is an index i ∈ {1, . . . , N } such that τ ∈ δi ,
m, l) −
τ
c(i) −
→Pi c0 (i), ∀j 6= i we have c(j) = c0 (j) and further one of the following holds:
λ(τ ) = i!j(a): m0 (j) = m(j) + bac, m(k) = m0 (k) for all k 6= j and l = l0 . (The thread
i creates a task of type a and adds it to the multiset of the thread j.)
λ(τ ) = i?a: m(i)(a) > 1, m0 (i) = m(i) − bac, m(j) = m0 (j) for all k =
6 i, and l = l0 .
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(The thread i picks a task a from its multiset and adds it to its stack. Recall that removing
a task from the multiset is possible only if the stack is empty.)
S
λ(τ ) = lcki (l): l 6∈ 1≤k≤N l(k), l0 (i) = l(i) ∪ {l}, m(i) = m0 (i), l(k) = l0 (k) and
m(k) = m0 (k) for all k 6= i. (The thread i acquires the lock l if it is not already held.)
λ(τ ) = reli (l): l ∈ l(i), l0 (i) = l(i) \ {l}, m(i) = m0 (i), l(k) = l0 (k) and m(k) = m0 (k)
for all k 6= i. (The thread i releases the lock l.)
An execution π of A is an alternating sequence (c1 , m1 , l1 ) · τ1 · (c2 , m2 , l2 ) · τ2 · · · (cn−1 ,
τi
mn−1 , ln−1 ) · τn−1 · (cn , mn , ln ) of configurations and transitions such that (ci , mi , li ) −→
A
(ci+1 , mi+1 , li+1 ), ∀i ∈ {1, . . . , n − 1}. For configurations (c, m, l) and (c0 , m0 , l0 ), we write
σ
(c, m, l) −
→A (c0 , m0 , l0 ) to denote that there is an execution π = (c1 , m1 , l1 ) · τ1 · (c2 ,
m2 , l2 ) · τ2 · · · (cn−1 , mn−1 , ln−1 ) · τn−1 · (cn , mn , ln ) such that σ = τ1 τ2 · · · τn−1 , (c1 , m1 ,
l1 ) = (c, m, l) and (cn , mn , ln ) = (c0 , m0 , l0 ). Sometimes we write the execution π as
τn−1
τ1
(c1 , m1 , l1 ) −→
−−→A (cn , mn , ln ).
A (c2 , m2 , l2 ) . . . (cn−1 , mn−1 , ln−1 ) −
Reachability problem. Given a N -MPDS A = (Σ, P, L, ∆) (as defined above) and a
function r (referred to as the destination) that assigns to each i : 1 ≤ i ≤ N a state from
σ
Qi \{si }, the reachability problem asks if there is an execution of the form (c0 , m0 , l0 ) −
→A (c,
m, l), with (c0 , m0 , l0 ) is the initial configuration, for some c, m and l such that for all
i : 1 ≤ i ≤ N , we have Stt(c(i)) = r(i).
First note that, without the assumption of removing a pending task from the multi-set
when the stack of the thread is empty, we can simulate the intersection of two pushdown
automata by a 2-MPDS, without any locks, by using the multi-sets as a synchronizing
mechanism. Given two pushdown automata over an alphabet Σ, we construct a 2-MPDS
with task alphabet Σ ∪ {#}. The simulation proceeds as follows: The first thread guesses a
letter a, simulates a step of the first PDS, posts this letter a as a task to the second thread
and waits for a task of type #. The second thread nondeterministically guesses the next
letter a, picks up a task of this type from its multi-set, simulates a step and then posts
the task # to the first thread. Thus, we may simulate both the pushdowns on the same
input word and the reachability problem for 2-MPDS without locks is rendered undecidable.
Observe that, in this simulation, values are removed from the multi-sets at will and this goes
against the spirit of our model: the multi-sets were introduced to hold the tasks that await
execution. A thread should execute these (recursive) tasks one after another. In particular a
task should be removed from the multi-set for execution only when the previous task has
completed. When a task is completed, the call stack of the thread should be empty.
Second, the reachability problem for 2-MPDS without multi-sets is undecidable in the
presence of locks. This follows from the undecidability of the reachability problem for
pushdown automata synchronizing using locks [11]. Thus, we need restrictions on the usage
of locks as well. One well-known restriction that yields decidability for networks of pushdown
automata is that of nested locking. Nested locking, introduced by Kahlon et al. [8], requires
that locks be released in the same order as they are acquired. This is formalized as follows.
τ

τ

1
2
Nested Locking. Given an execution of the form (c, m, l) −→
→
A (c1 , m1 , l1 ) −
A (c2 , m2 ,
τn
0
0 0
l2 ) . . . (cn−1 , mn−1 , ln−1 ) −→A (c , m , l ), we say positions i, j ∈ {1, . . . , n} form a acquirerelease pair if some lock l is acquired in the ith transition and released by the jth transition and
this lock is not acquired or released in between i.e. there is a k : 1 ≤ k ≤ N , and l ∈ L such that
S
λ(τi ) = lckk (l), λ(τj ) = relk (l) and ∀r ∈ {i + 1, . . . , j − 1}, λ(τr ) ∈
/ 1≤m≤N {lckm (l), relm (l)}.
σ
We write i yk j to indicate this. An execution of the form π = (c0 , m0 , l0 ) −
→ (c, m, l) is
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said to be well-nested iff there are no positions i, j, i0 , j 0 such that i < i0 < j < j 0 and i yk j
and i0 yk j 0 for some k, 1 ≤ k ≤ N .
An N -MPDS A is said to be well-nested if all its executions of the form π = (c0 , m0 ,
σ
l0 ) −
→ (c, m, l) are well-nested. Recall that (c0 , m0 , l0 ) is the initial configuration. As
indicated earlier, Kahlon et al. [8] show that the reachability problem restricted to nested
locking is decidable for networks of pushdown automata with locks. However, in the presence
of multi-sets and locks, the nested locking assumption is still insufficient to obtain decidability.

4

Undecidability of the Reachability Problem for Well-Nested
N -MPDSs

In this section we show that the reachability problem for N -MPDSs remains undecidable
even when assuming the well nested locking policy. In particular we prove:
I Theorem 2. The reachability problem for well-nested 4-MPDSs is undecidable.
Proof sketch. Let P 1 and P 2 be two pushdown automata over an alphabet Σ. We construct
a 4-MPDS A that simulates joint executions of P 1 and P 2 . In the following, we assume
w.l.o.g. that there are no  moves in P 1 and P 2 (the undecidability result holds even with
such an assumption). The MPDS A has four components P1 , P2 , P3 and P4 where P1 and P2
simulate P 1 and P 2 respectively, using the agents P3 and P4 to ensure that the simulations
follow the same input word. In fact, P3 and P4 will not use their respective stacks.
The system A uses two locks l1 and l2 and the set of tasks is given by Σ ∪ {a, b, r, l}.
The simulation begins with an initialization step and this is followed by a sequence of steps,
where in each step the threads P1 and P2 simulate a run of P 1 and P 2 on one letter.
In the initialization step, the thread P3 acquires the lock l1 and sends the task b to both
P1 and P2 instructing them to begin the simulation. Both threads P1 and P2 await for the
task b and begin their simulation on receiving this task. At the end of this initialization step
(and at the beginning of each of the subsequent steps) the lock l1 is with P3 and l2 is free
and all the task multi-sets are empty.
In each step, the thread Pi , 1 ≤ i ≤ 2, does the following: takes lock l2 , continues the
simulation of P i by reading a letter c ∈ Σ, posts the task c to the thread P3 , releases lock
l2 and then waits to take lock l1 . When available it takes l1 and releases it immediately to
complete its execution of the step.
In each step, the thread P3 does the following: guesses a task type c ∈ Σ, removes two
copies of c from its multi-set (ensuring that P1 and P2 have carried out simulations on the
same letter), sends the task l to the thread P4 (instructing it to take the lock l2 ), waits for
the task a (an acknowledgment from P4 that it has indeed taken the lock l2 ), releases the
lock l1 (to enable P1 and P2 to complete the concluding part of their execution of this step),
retakes lock l1 , sends the task r to P4 (instructing it to release the lock l2 ) and waits for the
task a (an acknowledgment from P4 that it has indeed released the lock l2 ).
In each step, the thread P4 awaits the task l, then takes the lock l2 , sends the task a to
P3 in acknowledgment, awaits the task r, then releases lock l2 and sends the task a to P3 .
It is clear that in each step, the simulation of both pushdowns is extended by a run on
the same letter from Σ. We still have to argue that this protocol ensures that the threads
proceed step by step (i.e., some of them cannot go ahead before the others are ready to
participate in the next step). In each step, after simulating a run of the pushdowns both
threads P1 and P2 have to wait for lock l1 to be released. This is possible only after P3
has verified that they have both used identical letters in their simulation. When the lock
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l1 is available for them to complete their executions of this step, the lock l2 is guaranteed
to be held by P4 (since P3 releases l1 only after confirmation from P4 that the lock l2 has
been taken). Thus after completing the current step P1 and P2 cannot proceed to the next
step of the simulation (until l2 is free). The thread P3 takes back the lock l1 before l2 is
released by P4 and thus the locks are returned to the required state before the next step in
the simulation begins.
It is possible that the lock l1 is taken back by P3 before P1 or P2 (or both) complete their
final operations in the step. In this case, the system deadlocks since the thread that failed to
complete will wait for l1 while P3 will wait for a task from Σ to be posted by this waiting
thread. Thus the simulating threads can neither get ahead nor fall behind in each step. J

5

Well-Nested N -MPDS under the Task Locking Policy

As we have seen, allowing the transfer of locks, even in a nested manner, from a task to
another task leads to the undecidability of the reachability problem for N -multi-set pushdown
systems. Therefore, we consider an additional constraint on the locking policy. The new
constraint consists in requiring that threads do not hold any locks when their stack is empty.
This restriction can be understood as follows: the threads can be thought of as schedulers
that pick and execute tasks. As tasks are executed to completion, a new task is picked only
when the stack is empty, this amounts to requiring that it is mainly the tasks that use locks
and not threads. However, since the thread and the tasks share the local state space, the
thread is still allowed to pass a finite amount of local state information to the tasks, but it is
not allowed to pass or receive locks. We shall return to this point in the next section.

Task Locking Policy. Let A = (Σ, P, L) be an N -MPDS. We say that an execution
τ1
τ2
τn
(c, m, l) −→
→A (c2 , m2 , l2 ) . . . (cn−1 , mn−1 , ln−1 ) −→
A (c1 , m1 , l1 ) −
A (cn , mn , ln ) is a
task-locking execution if for each i : 1 ≤ i ≤ n and for each j : 1 ≤ j ≤ N , if Stk(ci (j)) = ⊥
then li (j) = ∅. The N -MPDS A is under the task-locking policy if all its executions of the
σ
form π = (c0 , m0 , l0 ) −
→A (c, m, l) are task-locking executions.
Our main result is that the reachability problem for well-nested N -MPDSs under the
task-locking policy is decidable and is Expspace-Complete.
I Theorem 3. The reachability problem for well-nested MPDSs under the task-locking policy
is Expspace-Complete.
The lower bound follows immediately from the Expspace-hardness of MPDS [12]. The
rest of this section is dedicated to prove the upper-bound (namely that the reachability
problem for well-nested N -MPDSs under the task-locking policy is in Expspace). As a first
step, we show that one may serialize each execution of the system in such a way that (i)
completed tasks can be executed atomically (ii) incomplete tasks (which are at most one
per thread) can broken up in a bounded number of segments such that each segment can be
executed atomically. This will be used in the next step to polynomially reduce our problem
to the reachability in a (single) pushdown system with multi-sets.
For the rest of the section, let us fix an N -MPDS A = (Σ, P, L, ∆) where P = {Pi |
1 ≤ i ≤ N } with Pi = (Qi , Γi , Oi , δi , si , αi ). We will further assume w.l.o.g. that in the
N -MPDS A, every thread starts its execution by removing a task from the multi-set. Note
that any N -MPDS can be easy transformed into an equivalent one of that form.
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5.1

Serialized Executions
σ

Consider an execution ρ = (c, m, l) −
→ (c0 , m0 , l0 ) of A starting at the initial configuration
(i.e., (c, m, l) = (c0 , m0 , l0 )). Let σi be the projection of σ on the set δi , that is, it is
the sequence of transitions executed by thread i along the execution ρ. Then, σi can be
decomposed uniquely into a sequence of the form: τ1 α2 τ2 . . . αj τj β where, τ1 , . . . , τj are the
transitions in σi that remove a task from the multi-set (i.e., λ(τm ), with m ∈ [1..j], is of the
form i?a). Observe that at the configurations of ρ where the transitions τm , are executed,
the stack of thread i is empty and furthermore the thread i does not hold any locks.
0
We also decompose β uniquely as β1 τ10 β2 τ20 . . . βk τk0 γ, where τm
, 1 ≤ m ≤ k ∈ δi are the
0
transitions in β which acquire a lock that is not subsequently released. That is, τm
is a lock
transition on some lock lm and it is the last transition involving lock lm in β. We observe
0
that in the configurations of ρ where the transitions τm
, 1 ≤ m ≤ k are executed, the set
of locks held by thread i must be exactly the set {lr | r < m}. (Clearly these locks are
held, by the definition of τr0 ’s. No other lock is held as it would violate the nested locking
assumption.)
Thus σi = (τ1 α1 )(τ2 α2 ) . . . (τj β1 )(τ10 β2 ) . . . (τk0 γ). We refer to this as the phase decomposition of σ w.r.t. thread i. We further refer to (τ1 α1 ), (τ2 α2 ), . . . (τj−1 αj−1 ) as task phases,
(τj β1 ) as the boundary phase and (τ10 β2 ), (τ20 β3 ) . . . (τk0 γ) as lock-holding phases of thread i.
Note that there may be no lock-holding phases or even task phases for some threads. A phase
of σ is a phase of some thread in σ (and similarly with task, boundary and lock phases).
Given a phase γ in σ we define its index in σ to be the position of the first transition of
γ in the sequence σ and write i(γ) to denote this number. Clearly i defines a linear order on
the phases of γ and this allows us to list these phases as γ1 , γ2 , . . . , γm where i(γi ) < i(γj )
whenever i < j. We call this the occurrence ordering of phases. The following Lemma
establishes the serialization result we desire.
σ

I Lemma 4. Let ρ = (c, m, l) −
→A (c0 , m0 , l0 ) be a run from the initial configuration. Let
γ1 , γ2 , . . . γm be the listing of the all phases of σ in the occurrence order. Then, there is a
γ1 γ2 ...γm
run ρ0 = (c, m, l) −−−−−−→A (c0 , m0 , l0 ). That is, we can execute the phases of σ atomically
(without interleaving) and in their occurrence order.

5.2

From N -MPDS to 1-MPDS

We are now ready to use the serialization lemma to show that reachability for N -MPDS can
be reduced to reachability in an 1-MPDS (or simply MPDS). We will outline the main ideas
behind our construction, refining them as we go along, before proceeding to the details.
The multi-set pushdown system that we construct has to maintain the local state of each
of the threads. Similarly, it also needs information on the set of locks held by each thread.
However notice that by assumption, all valid executions of the system only admits well-nested
locks. Hence it is enough to store the first taken lock (that will be released) to know if there
are pending locks or if no locks are taken. Thus, each state of the MPDS is of the form
(q, l, z), where q(i) denotes the state of thread i and l(i) stores the first lock that was taken
(and will be released) by the thread i or is empty if none is taken. The component z holds
additional information, such as the identity of the thread being executed (more details will
be provided as we go along). We observe that while the N -MPDS has a multi-set per thread,
we are only allowed to use a single multi-set in the constructed MPDS. We resolve this by
the indexation of each task in the multi-set of the MPDS with the id of the thread it belongs
to (i.e., the multi-set alphabet of the MPDS is set to be Σ × {1, 2, . . . , N } × Y where a value
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(a, i, y) stands for a value a in the multi-set belonging to thread i, with some additional
information y that will be explained later).
A configuration of the MPDS is of the form (((q, l, z), α), M ) and as explained above it
encodes the local states and lock state of a configuration of the N -MPDS. Further, the value
P
y∈Y M (a, i, y) represents m(i)(a), the number of tasks of type a in the multi-set of thread
i. Thus, the only unrepresented part of the configuration of the N -MPDS is its collection of
stacks, one per thread. Since we have only one stack in the MPDS, we have to manage the
simulation of this collection of stacks using this single stack. We shall return to this soon.
Omitting, for the moment, the effect of transitions on the stack (and unexplained parts
z and y), the definition of the transitions is easy to see: Simulating a transition of thread
i that takes the lock l, involves storing it in the state if it is the very first lock taken by
the process (i.e. change the local state component). Unlocking of that transition is handled
similarly. Observe that there is no need to keep track of all the taken locks per thread due
to the serialization (since the set of available locks at the beginning and end of each phase is
already known). To simulate a move posting task a on to thread j, the MPDS posts the
value (a, j, y) to its multi-set. Scheduling a task a on thread j corresponds to removing a
message of the form (a, j, y) from the multi-set and so on.
We now turn our attention to dealing with the multiple stacks of the N -MPDS. As an
immediate consequence of our serialization Lemma, it suffices to simulate the executions of
the N -MPDS along executions where each phase is executed atomically. Observe that task
phases of any thread begins and ends with the empty stack (in that thread) and empty set of
locks. Thus, our MPDS can use its single stack to simulate any sequence of task phases (one
after the other). However, the boundary phase does not necessarily end with an empty stack
and the lock-holding phases need not begin or end with an empty stack. Consider a sequence
of phases of the form β1 β2 β3 β4 β5 β6 where β1 is a boundary phase of thread i, β3 and β6
are lock-holding phases of thread i, β2 is the boundary phase of task j, β5 is a lock-holding
phase of thread j and β4 is a phase (of any type) of thread k. The contents of the stack of
the thread i must be preserved from the completion of β1 to the beginning of β3 and then
on to the beginning of β6 , while that of thread j is to be preserved from the completion β2
to the beginning of β5 . We also need to execute the phase β4 in between. There is no direct
way to achieve this using a single stack. However, we can exploit the fact that there are only
a bounded number of boundary and lock-holding phases (actually their number is bounded
by the number of threads and the number of locks in the system respectively) to show that
we may execute them out of order in a consistent manner using a single stack.
We illustrate the issues involved using the example from the previous paragraph. Suppose
β3 , β5 and β6 take the locks l3 , l5 and l6 respectively and these are never released subsequently.
In order to avoid storing the stack contents at the end of a phase (which we cannot), we
would like to execute all the lock-holding phases of a task atomically. While it may seem
tempting to run β4 (say if it is a task phase) first, this may not be possible as this task may
be created during the execution of β1 or β2 or β3 . This kind of causality does not pose a
problem as it is handled by the multi-sets. However, we cannot postpone β4 to completion
ahead of the other phases, as β4 may require the use of lock l3 which is no longer available
after the execution of β3 .
The key idea, is to divide the entire global execution into segments. An initial segment
where only task phases are executed (where all locks are available for any phase that is
executed) followed by the segment that involves a boundary phase together with task phases,
the segment that involves another boundary phase or from the first lock-taking phase to the
second (where exactly one lock is unavailable for any phase) together with task phases, the
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segment that corresponds to a boundary phase or from the second locking taking phase to
the third (where exactly two locks are unavailable for any phase) together with task phases
and so on. The number of segments into which any execution breaks up is bounded by the
number of locks.
Our MPDS guesses a priori a sequence w ∈ ((L ∪ {∅}) × [1..N ])∗ called the guiding
sequence (which represents the partition of the global execution into segments). A tuple of
the form (∅, i) in the guiding sequence indicates the position of the boundary segment of
the thread i. Similarly a tuple of the form (l, i) indicates the positions of the lock-taking
segment where the thread i acquires the lock l and never releases it. We call a guiding
sequence valid-guiding-sequence if all locks occur at-most once in the sequence and if for
each thread, the boundary segment precedes the lock-taking segment. Formally, we call a
sequence w = (l1 , i1 ) . . . (lk , ik ) ∈ ((L ∪ {∅}) × [1..N ])∗ a valid guiding sequence if it has the
following properties: 1) For all i ∈ [1..N ], we have w ↓(L∪{∅})×{i} ∈ (∅, i).(L × {i})∗ , 2) Let
w ↓L×[1..N ] = (s1 , j1 ) · · · (sm , jm ). We have su 6= sv for all u =
6 v. (i.e. Locks occur only once)
We are only interested in valid guiding sequences and hence, here onwards we will refer to
them simply as guiding sequences. We start by guessing a valid sequence and then construct
its corresponding MPDS. (Observe that the number of valid sequences is at most exponential
in the size of the N -MPDS). As part of the component z of that MPDS, we store the segment
number (i.e., the position into the guiding sequence ). Initially, the sequence number is
initialized to 0 indicating that no part of the guiding sequence is processed. The MPDS
begins the simulation with a sequence of task phases that constitute segment 0. When
chooses to initiate segment 1. If segment 1 is of the form (∅, i1 ) then it picks the thread i1 ,
executes its boundary phase followed by the execution of all the subsequent phases of thread
i1 , each of which must necessarily initiate a segment.
Suppose these segments belonging to the thread i1 are 1 < j1 < j2 . . . < jm . Let the
entry in the guiding sequence at position jr be (ljr , i1 ). Then, the MPDS verifies that, while
executing the phase of thread i1 initiating segments jr , 1 ≤ r ≤ m, that the lock ljr is taken
by the first transition and never released, no lock from {l|∃j < jr , p ∈ [1..N ] : w[j] = (l, p)}
is taken during that phase and that any other lock taken is released within the phase. Thus,
we execute not just the boundary phase of i1 but all the subsequent phases of this thread as
well. Further, while doing this we ensure that the phases executed out of turn use only the
appropriate set of locks available to them if they were executed in the right order. We also
ensure that this thread is never scheduled again and this can be taken care of by looking at
the current segment number stored in the state. We do not schedule a thread p ∈ [1..N ] if
the current segment in the state is j and w[k] = (∅, p) for some k < j. We also ensure that
the desired final state is reached during such an execution. After this simulation of thread i1
we increase the segment number to 2 and proceed (if it does not belong to the thread i1 ).
We do a similar contiguous execution, of the boundary phase and all the subsequent phases
of a thread, every time we decide to switch segments and encounter a segment of the form
(∅, i). We skip any segment that has been already processed. Such executions ensure the
correct usage of the locks using the lock-thread pair sequence. However, we have lost the
causal relationship between task creation and execution. For instance, while completing the
full execution of i1 we may create tasks during the execution of segment j4 , but then we can
schedule such a task in an earlier segment (with a incorrect lock environment to make it
worse). But this problem is solved as follows: we tag the tasks inserted into the multi-set
not only with the thread identity but also the segment in which the task is to be scheduled
(explaining the third component y in the alphabet of the multi-set alphabet). This target
segment of each task is chosen non-deterministically, with a number greater than or equal to
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that of the posting transition, tagged with this value and then inserted into the multi-set.
Then, a task is picked up from the multi-set only if its segment number tag matches the
current segment number. This ensures that tasks are scheduled after their creation (and
executed with the right set of locks).
Thus overall the execution of the MPDS may be summarized as the following:
The initialization part of our MPDS initializes the multi-set to hold the initial multi-set
symbol for each process. The segment value in the initial state is set to 0. At the beginning
of each step the stack is empty. The MPDS can increment the stored segment number in
non-deterministic manner. We will refer to the current segment number stored in the state
by j. At the beginning of each simulation of a segment (except when j = 0), the MPDS
removed a task of the form (a, i, j) and executed it as a boundary phase while making sure
that the j-th entry in the guiding sequence is of the form (∅, i). Suppose that the sequence of
segments corresponding to thread j in the guiding sequence is (∅, i).(l1 , i) . . . (lm , i), then the
boundary phase is first simulated. Subsequently the first locking phase is executed. Then,
the MPDS continues the process till the simulation of the last locking phase while making
sure that the execution reaches the desired final state of the thread i. On completion, the
stack is emptied and we are now allowed to simulate task phases of the from (a, k, j). In this
case the task (a, k, j) is executed till the stack is empty again.
During the simulation of a boundary/task phase, the state is tagged with the information
on whether the set of locks temporary taken (i.e., will be released) is empty or not. Initially,
the state is marked with ∅ to indicate that there are no locks temporarily held. As soon as a
lock is taken (and will be released), the identity of this lock is recorded in the state in place
of the empty set ∅. If the state is already tagged with a lock, subsequent held locks are not
stored. When the lock l is released from a state which is tagged with a lock l, the value is
reset to ∅ indicating no more locks are temporarily held at that point.
Observe, that we construct one such automaton per guiding sequence. We run them one
after the other to solve the reachability problem for the N -MPDS.
This construction is exponentially large even for a given guiding sequence. We now refine
this construction further, making it polynomial — the key idea is to transfer large sections
of the control states to the multi-set. This will lead to an automaton whose state space and
multi-set alphabet are both polynomial in the size of the original system.
The exponential blow in the state space arises due to the product of the local state spaces
and locks that are maintained in the state. During start of a task or a boundary phase, the
set of locks held can easily be determined from the guiding sequence. Hence we only need
record for the currently active thread, whether the locks held are empty or the identity of
the first lock taken for that thread. The key step to eliminate blow up due to product of
S
local state space is to expand the multi-set alphabet to include 1≤i≤N Qi × {i}. That is,
we keep the current state of each thread, other than the currently executing thread, in the
multi-set (transferring the state to the multi-set while switching threads).
With this change we obtain a polynomial sized MPDS, that verifies reachability via runs
obeying the given guiding sequence. This results in a Expspace decision procedure per
guiding sequence. Since the number of guiding sequences is only exponential, we can run
through all candidate sequences and obtain a Expspace procedure overall.

6

Stateless Well-Nested N -MPDS under the Task Locking Policy

Typically asynchronous concurrent software has threads that wait for a task in a while loop.
On receipt of a task, they execute it and go back to a waiting state. Motivated by this, we
propose a model in which each thread can remove tasks from its multiset only in a particular
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state. Formally, let A = (Σ, P, L) be an N -MPDS (as defined in Section 3) and s be a state
function that assigns to each index i ∈ [1..N ] a state from Qi (i.e. s(i) = qi where qi is a state
S
of the thread i). We say that A is s-stateless if δi ∩ a∈Σ (Qi \{s[i]}×Γ∗i ×{i?a}×Γ∗i ×Qi ) = ∅.
We say that an N -MPDS A is stateless if there is a state function s such that A is s-stateless.
In this section, we show that the reachability problem for stateless well-nested N -MPDS
under the task locking policy is NP-complete.
I Theorem 5. The reachability problem for stateless well-nested MPDSs under the tasklocking policy is NP-complete.
The lower bound is proved by reduction from the satisfiability problem of a given 3-SAT
formula. In the following, we sketch the proof that establishes the upper-bound. To that
aim, let us fix a well-nested N -MPDS A = (Σ, P, L) (as defined in Section 3) under the
task-locking policy. Let us assume that the N -MPDS is s-stateless for some state function s.
Further, we assume w.l.o.g. that the only enabled move from the initial state of any thread
is a transition that removes a task from the multi-set. In the following, we will show that
there is an NP algorithm to solve the reachability problem for A. Towards this, we will
show that for any execution of the 1-MPDS, there is a shorter execution that involves only a
polynomial number of tasks and reaches the same stack and lock configurations.
σ

I Lemma 6. Let ρ = (c, m, l) −
→A (c0 , m0 , l0 ) be an execution from the initial configuration.
σ0

Then, there is another execution ρ0 = (c, m, l) −→ (c0 , m00 , l0 ) such that σ 0 can be decomposed
into phases as σ 0 = γ1 · · · γm where m = O(N × ((N + |L|) × |Σ|) + N + |L|).
We now define K-bounded reachability for an MPDS. Given an MPDS A = (Σ, (Q, Γ,
O, δ, s1 , α1 )) and a state q ∈ Q, the K-bounded reachability asks if there is an execution
σ
→A (q, w, M ), where (s1 , w1 , M1 ) is the initial configuration, for some w and
(s1 , w1 , M1 ) −
M such that |σ ↓{1!1(a),1?a|a∈Σ} | ≤ K (i.e., the total number of created and removed tasks
is bounded by K). From lemma 6 and the construction in previous section, we get:
I Corollary 7. The reachability problem for stateless well-nested N -MPDSs under the task
locking policy can be polynomially reduced to the K-bounded reachability for MPDSs, where
K is polynomial in the size of the given N -MPDS.
Proof. The proof of the above corollary uses the same reduction as the one used in Section
5.2. In that construction, the number of operations that remove tasks from the multi-sets of
the N -MPDS is the same as the number of operations that remove tasks in the constructed
MPDS. By Lemma 6, this number of removed tasks is bounded by a constant K 0 which is
polynomial in the size of the N -MPDS. Furthermore, for any transition (say (p, α, 1!1(a), β,
p0 )) of the constructed MPDS that creates a task we add to the MPDS another copy of the
transition that omits the creation of the task (namely a transition of the form (p, α, , β, p0 )).
Since the total number of removed tasks bounds the total number of the tasks that need to
be created we get our bound K which can be set to 2K 0 .
J
We will now prove that the K-bounded reachability for MPDSs is in NP. This automatically gives us an NP algorithm for the reachability problem.
I Lemma 8. Given an MPDS A and a state q, there is an non-deterministic polynomial
time algorithm that decides whether q is K-bounded reachable in A.
Proof. The NP algorithm starts by guessing the sequence of multi-set operations that create
or remove tasks. Observe that the size of such a sequence is bounded by K. Then, the
algorithm checks if the guessed sequence is valid (i.e., for every prefix of the guessed sequence,
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the number of created tasks of a type a is larger that the number of removed tasks of type
a). This can be easily checked in polynomial time. Now, if the guessed sequence is valid, the
algorithm checks if this sequence can lead to an execution of the MPDS that reaches the state
q. This is done by seeing the MPDS A = (Σ, (Q, Γ, O, δ, s1 , α1 )) as a pushdown automaton
P = (Q, Γ, O, δ, s1 , α1 ) over the alphabet {1!1(a), 1?a | a ∈ Σ}. Finally, checking whether the
guessed sequence can lead to an execution of the MPDS that reaches q can be reduced to
checking if the guessed sequence can be accepted by the pushdown automaton.
J
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Abstract
We consider the satisfiability problem for the two-variable fragment of the first-order logic extended with modulo counting quantifiers and interpreted over finite words or trees. We prove a
small-model property of this logic, which gives a technique for deciding the satisfiability problem.
In the case of words this gives a new proof of ExpSpace upper bound, and in the case of trees it
gives a 2-ExpTime algorithm. This algorithm is optimal: we prove a matching lower bound by a
generic reduction from alternating Turing machines working in exponential space; the reduction
involves a development of a new version of tiling games.
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1

Introduction

Two-variable logics. Two-variable logic, FO2 , is one of the most prominent decidable
fragments of first-order logic. It is important in computer science because of its decidability
and connections with other formalisms like modal, temporal and description logics or
query languages. The satisfiability problem for FO2 is NExpTime-complete and satisfiable
formulas have models of exponential size. In this paper we are interested in extensions of
FO2 interpreted over finite words and trees. It is known that FO2 over words can express the
same properties as unary temporal logic [9] and FO2 over trees is precisely as expressive as
the navigational core of XPath, a query language for XML documents [16]. The satisfiability
problem for FO2 over words is shown to be NExpTime-complete in [9], and over trees –
ExpSpace-complete in [4]. Recently it was shown that these complexities do not change[7, 3]
if counting quantifiers of the form ∃≤k , ∃≥k are added.
Modulo counting quantifiers. First-order logic has a limited expressive power. For example,
it cannot express even such simple quantitative properties as parity. To overcome this problem,
Wolfgang Thomas with his coauthors introduced in the 80s of the last century modulo counting
quantifiers of the form “there exists a mod b elements x such that . . . ”. A survey of results
in first order logic extended with modulo counting quantifiers can be found in [22]. Recent
research in this area involves a study of definability of regular languages on words and
its connections to algebra [22], [23]; definable languages of (N, +) [19], [14]; equivalences
∗
†

Supported by the Polish National Science Centre grant No. 2016/21/B/ST6/01444.
A full version of the paper is available at http://arxiv.org/abs/1710.05582.

© Bartosz Bednarczyk and Witold Charatonik;
licensed under Creative Commons License CC-BY
37th IARCS Annual Conference on Foundations of Software Technology and Theoretical Computer Science
(FSTTCS 2017).
Editors: Satya Lokam and R. Ramanujam; Article No. 12; pp. 12:1–12:16
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

12:2

Modulo Counting on Words and Trees

of finite structures [17]; definable tree languages [18], [5]; locality [11], [12]; extensions of
Linear Temporal Logic [1], [21], complexity of the model-checking problem [12], [6]. Not
much is known about the complexity of the satisfiability problem for this logic. The only
work that we are aware of is [15], which proves ExpSpace-completeness of the satisfiability
problem for FO2 with modulo counting quantifiers over finite words. On the other hand, a
simple adaptation of automata techniques for deciding WS1S or WS2S gives a non-elementary
decision procedure for the satisfiability problem of full first-order logic with modulo quantifiers
over words or ranked trees.
Our contribution. We consider the satisfiability problem for FO2 with modulo counting
quantifiers interpreted over finite words and trees. We provide an alternative to [15] proof
of ExpSpace upper bound for the case of words. This proof is based on a small-model
property of this logic and can be extended to the case of ordered and unranked trees. By
ordered, we mean that the list of children of any node is ordered by the sibling relation, and
by unranked, that there is no limit on the number of children. We prove that the case of
such trees is 2-ExpTime-complete. For the upper bound, we again prove a small-model
theorem and then give an alternating algorithm that decides the problem in exponential
space. Since AExpSpace = 2-ExpTime, this gives the desired upper bound. With some
obvious modifications this algorithm can be also applied to unordered or ranked trees. For
the lower bound, we develop a new version of tiling games that can encode computations
of alternating Turing machines working in exponential space, and can be encoded in the
logic. In our encoding we do not use ordering of children, and the number of children of any
node is bounded by 2, which shows that already the case of unordered and ranked trees is
2-ExpTime-hard.
Due to space limits some proofs and encodings are omitted. They can be found in the
full version of the paper [2].

2

Preliminaries

Tuples and modulo remainders. By a k-tuple of numbers we mean an element of the set
Nk . By ~0k and ~1k we will denote k-tuples consisting of, respectively, only zeros and only
ones. We denote the i-th element of a k-tuple t by πi (t). We will often drop the subscript k
if the dimension k is clear from the context.
Consider a finite set X, a number k ∈ N and a mapping f from X to Nk . We say that f
is zero, if for all x ∈ X we have f (x) = ~0k . We say that f is a singleton, if there exists a
unique argument x ∈ X such that f (x) = ~1k and for all other arguments the function f is
zero.
Let n be a positive integer. By Zn we denote the set of all remainders modulo n, that is the
set {0, 1, . . . , n−1}. We denote by rn the remainder function modulo n, that is rn : N → Zn ,
rn (x) = x mod n.
Syntax and semantics. We refer to structures with fraktur letters, and to their universes
with the corresponding Roman letters. We always assume that structures have non-empty
universes. We work with signatures of the form τ = τ0 ∪ τnav , where τ0 is a set of unary
relational symbols, and τnav ⊆ {↓, ↓+ , →, →+ , ≤, succ} is the set of navigational binary
symbols, which will be interpreted in a special way, depending on which kind of structures,
words or trees, are considered as models.
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We define the two-variable fragment of first-order logic with modulo counting quantifiers
FO2MOD as the set of all first-order formulas (over the signature τ ), featuring only the variables
x and y, extended with modulo counting quantifiers of the form ∃≤k,l , ∃=k,l and ∃≥k,l , where
l ∈ Z+ is a positive integer and k ∈ Zl . The formal semantics of such quantifiers is as
follows: a formula ∃./k,l y ϕ(x, y), where ./ ∈ {≤, =, ≥}, is true at element a of a structure
M, in symbols M, a |= ∃./k,l y ϕ(x, y) if and only if rl ( |{b ∈ M : ϕ[a, b]}| ) ./ k. When
measuring the length of formulas we will assume binary encodings of numbers k and l in
superscripts of modulo quantifiers.
In [15] the authors use a different notation for modulo counting quantifiers in their logic
FOmod2 [<]. It seems that the main difference is that they require equality in place of our
./ comparison. The use of ≤ and ≥ operators makes the logic exponentially more succinct.
n
n
For example the formula ∃≥2 n,2·2 x p(x) has length O(n), while an equivalent formula in
W2·2
n
2
FOmod [<] has the form i=2n ∃=i,2·2 x p(x) and its length is Ω(2n · n).
We write FO2MOD [τnav ], to denote that the only binary symbols that are allowed in signatures are from τnav . We will work with two logics: FO2MOD [≤, succ] and FO2MOD [↓, ↓+ , →, →+ ].
The former is interpreted over finite words, where ≤ denotes the linear order over word
positions and succ is the successor relation. The latter logic is interpreted over finite, unranked and ordered trees. The interpretation of the symbols from τnav is the following: ↓
is interpreted as the child relation, → as the right sibling relation, and ↓+ and →+ as their
respective transitive closures. We read u ↓ w as “w is a child of u” and u → w as “w is the
right sibling of u”. We will also use other standard terminology like ancestor, descendant,
preceding-sibling, following-sibling, etc. In both cases of words and trees all elements of the
universe can be labeled by an arbitrary number of unary predicates from τ0 .
Normal form. As usual when working with two-variable logic, it is convenient to use socalled Scott normal form [20]. The main feature of such form is that nesting of quantifiers is
restricted to depth two. Below we adapt this notion to the setting of FO2MOD .
I Definition 1. We say that a formula ϕ ∈ FO2MOD is in normal form, if
ϕ = ∀x∀y χ(x, y) ∧

n
^
i=1

∀x∃y χi (x, y) ∧

m
^

∀x∃./j kj ,lj y ψj (x, y)

j=1

where ./i ∈ {≤, ≥}, each lj is a positive integer and each kj ∈ Zlj and all χ, χi and ψj
formulas are quantifier-free. We require both n and m parameters to be non-zero.
The following lemma is proved by a routine adaptation of a normal form proof from [10].
I Lemma 2. Let ϕ be a formula from FO2MOD over a signature τ . There exists a polynomially computable FO2MOD normal form formula ϕ0 over signature τ 0 , consisting of τ and
polynomially many additional unary symbols, such that ϕ and ϕ0 are equisatisfiable.
In the next sections, when a normal form formula ϕ is considered we always assume that
it is as in Definition 1. In particular we allow ourselves, without explicitly recalling the
shape of ϕ, to refer to its parameters n, m, components χ, χi , ψj and numbers kj , lj given in
modulo counting quantifiers.
Consider a conjunct ∀x∃y χi (x, y) from an FO2MOD normal form formula ϕ. Let M be its
finite model and let v ∈ M be an arbitrary element from the structure. Then an element
w ∈ M such that M |= χi [v, w] is called a χi -witness for v. Analogously, we will speak about
ψj -witnesses for modulo conjuncts or simply witnesses if a formula is clear from the context.
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Order formulas. Let us call order formulas the formulas specifying relative positions of
pairs of elements in a structure with respect to the binary navigational predicates.
In the case of words, when τnav = {≤, succ}, there are five possible order formulas: x=y,
succ(x, y), succ(y, x), x6=y ∧ ¬succ(x, y) ∧ x≤y and x6=y ∧ ¬succ(y, x) ∧ y≤x. We denote
them respectively as θ= , θ+1 , θ−1 , θ , θ . Let Θwords be the set of these five formulas.
In the case of trees, when τnav = {↓, ↓+ , →, →+ }, we use x6∼y to abbreviate the formula
stating that x and y are in free position, i.e., that they are related by none of the navigational
binary predicates available in the signature. There are ten possible order formulas: x↓y, y↓x,
x↓+ y ∧ ¬(x↓y), y↓+ x ∧ ¬(y↓x), x→y, y→x, x→+ y ∧ ¬(x→y), y→+ x ∧ ¬(y→x), x6∼y, x=y.
They are denoted, respectively, as: θ↓ , θ↑ , θ↓↓+ , θ↑↑+ , θ→ , θ← , θ⇒+ , θ⇔+ , θ6∼ , θ= . Let Θtrees
be the set of these ten formulas. We will use symbol Θ to denote either Θwords or Θtrees if
the type of structure is not important or clear from context.
Types and local configurations. Following a standard terminology, an atomic 1-type over
a signature τ is a maximal satisfiable set of atoms or negated atoms involving only the
variable x. Usually we identify a 1-type with the conjunction of all its elements. We will
denote by α the set of all 1-types over τ . Note that the size of α is exponential in the size
of τ . For a given τ -structure M, and an element v ∈ M we say that v realizes a 1-type α, if
α is the unique 1-type such that M |= α[v]. We denote by tpM (v) the 1-type realized by v.
A 1-type provides us only information about a single element of a model. Below we
generalize this notion such that for each element of a structure it provides us also some
information about surrounding elements and their 1-types.
I Definition 3. An (l1 , l2 , . . . , lm )-full type α over a signature τ is a function of the type
α : Θ → α → {0, 1}×Zl1 ×Zl2 ×. . .×Zlm (a function that takes an order formula from Θ and
returns a function that takes a 1-type from α and returns a tuple of integers). Additionally,
we require that all (l1 , l2 , . . . , lm )-full types satisfy the following conditions:
α(θ= ) is a singleton,
α(θ) is either zero or singleton for θ ∈ {θ+1 , θ−1 , θ→ , θ↑ , θ← } and
if α(θ+1 ) (respectively α(θ−1 ), α(θ→ ), α(θ↓ ), α(θ← ), α(θ↑ )) is zero then also the function
α(θ ) (respectively α(θ ), α(θ⇒+ ), α(θ↓↓+ ), α(θ⇔+ ), α(θ↑↑+ )) is zero.
In the following, if the numbers l1 , l2 , . . . , lm are clear from the context or not important, we
will be omitting them.
Let us briefly describe the idea behind the notion of full types. Ideally, for a given element
v of a structure M, we would like to know the exact number of occurrences of each 1-type
on each relative position. However, to keep the memory usage under control, we store only
a summary of this information. For the purpose of ∀∃ conjuncts of a formula in normal
form, it is enough to know if a type α occurs at least once in a given relative position. This
information is stored in the 0-1 part of a full type. Additionally, for the purpose of ∃./j kj ,lj
conjuncts, we store the remainders of the total numbers of occurrences of each 1-type α
modulo each of lj appearing in modulo quantifiers.
I Definition 4. Let M be a τ -structure and v an arbitrary element from M . We will denote
by (l1 , l2 , . . . , lm )–ftpM (v) the unique (l1 , l2 , . . . , lm )-full type realized by v in M, i.e., the
(l1 , l2 , . . . , lm )-full type α such that for all order formulas θ ∈ Θ and for all atomic 1-types α,
the value of α(θ)(α) is equal to the tuple (cut 1 (W ), rl1 (W ), rl2 (W ), . . . , rlm (W )), where W
is the number of occurrences of elements of type α in the relative position described by θ,
namely
W = |{w ∈ M : M |= θ[v, w] ∧ tpM (w) = α}|.
and cut 1 (W ) is 0 if W is empty and 1 otherwise.
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The following definition and lemma are basic tools used in the proofs of small-model
properties FO2MOD .
I Definition 5 (ϕ-consistency). Let ϕ be a FO2MOD formula in normal form and let α be
the unique 1-type satisfying α(θ= )(α) = ~1. We say that a (l1 , l2 , . . . , lm )-full type α is
ϕ-consistent, if it satisfies the following conditions:
1. It does not violate the ∀∀ subformula i.e. for all order formulas θ ∈ Θ and for all 1-types
β such that α(θ)(β)6=~0, the implication α(x)∧β(y)∧θ(x, y) |= χ(x, y) holds.
2. There is a witness for each ∀∃ conjunct of ϕ. Formally, consider a number 1 ≤ i ≤ n and
a subformula ∀x∃y χi (x, y). We require that there exists a 1-type β and an order formula
θ ∈ Θ such that α(θ)(β)6=~0 and the logical implication α(x)∧β(y)∧θ(x, y) |= χi (x, y)
holds.
3. Each modulo conjunct has the right number of witnesses. Consider a number 1 ≤ j ≤ m
and a subformula ∀x∃./j kj ,lj y ψj (x, y). We require that the remainder modulo lj of the
number of witnesses encoded in the full-type satisfies the inequality ./j kj . Formally,
!
X
rlj
πj+1 (α(θ)(β)) ./j kj .
θ∈Θ,β∈α : α(x)∧β(y)∧θ(x,y)|=ψj (x,y)

A proof of the following lemma is a straightforward unfolding of Definitions 4 and 5 and
the definition of the semantics of FO2MOD .
I Lemma 6. Assume that a formula ϕ ∈ FO2MOD in normal form is interpreted over finite
words or trees. Then M |= ϕ if and only if every (l1 , l2 , . . . , lm )-full type realized in M is
ϕ-consistent.
Let ϕ be FO2MOD formula in normal form. For proving the upper bounds in the next
sections, we will estimate the size of a model by the following function. We define f(ϕ) as
the function, which for a given formula returns the total number of (l1 , l2 , . . . , lm )-full types
over the signature of ϕ. To be precise, f(ϕ) is equal to (2l1 l2 . . . lm )|Θ||α| . Note that f(ϕ) is
doubly exponential in the size of the formula ϕ.

3

Finite words

In this section we focus our attention on the case of finite words. We give an alternative
proof of ExpSpace upper bound for the satisfiability problem of FO2MOD [≤, succ]. Originally
this result was proved in [15] by a reduction to unary temporal logic with modulo counting
operators. Here we give a direct algorithm dedicated to FO2MOD [≤, succ], based on a small
model property that we prove. The advantage of the method is that it allows an extension
to the case of trees and other extensions (e.g., an incorporation of counting quantifiers of the
form ∃≤k , ∃≥k is quite obvious).
Small model property. We start by proving that every satisfiable formula in FO2MOD [≤, succ]
has a small model. The proof technique is similar to the pumping lemma known from the
theory of finite word automata.
I Lemma 7. Every normal form FO2MOD [≤, succ] formula satisfiable over finite words has a
model W of size bounded by f(ϕ).
Proof. Consider a satisfiable formula ϕ ∈ FO2MOD [≤, succ] and assume that its model W
is a word longer than f(ϕ). We will show that we can remove some subword from W and

FSTTCS 2017

12:6

Modulo Counting on Words and Trees

Procedure 1: Satisfiability test for FO2MOD [≤, succ]

11

Input: Formula ϕ ∈ FO2MOD [≤, succ] in normal form.
MaxLength := f(ϕ)
// Maximal length of a model from Lemma 7
CurrentPosition := 0
guess a full type α s.t. α(θ ) and α(θ−1 ) are zero
// Type of the first position
// See Definition 5
if not is-ϕ-consistent(α) then reject
while CurrentPosition < MaxLength do
if both α(θ ) and α(θ+1 ) are zero then accept // Type of the last position
guess a full type β
// Type of the successor
// See Definition 5
if not is-ϕ-consistent(β) then reject
if not is-valid-successor(β, α) then reject
α := β
CurrentPosition := CurrentPosition + 1

12

reject

1
2
3
4
5
6
7
8
9
10

obtain a shorter model. By repeating this process, we will finally obtain a model of ϕ with a
required size.
By the pigeonhole principle there exist two positions u, v ∈ W with equal full-types. Let
W0 be a word obtained from W by removing all letters from positions between u and v
and collapsing u and v into a single position. Observe that since full types of u and v are
equal, for all j the remainders modulo lj of the total number of removed 1-types on positions
between u and v are equal to 0. Note also that due to presence of 0-1 part in the definition
of a full type, all unique 1-types realized by the structure survive the surgery. Therefore, all
full types in W remain unchanged. Since all these full types were ϕ-consistent in W, they
are also ϕ-consistent in W0 . As a consequence of Lemma 6, the word W0 is indeed a model
of ϕ, as expected.
J

Algorithm. Now we are ready to present an ExpSpace algorithm for solving the satisfiability
for FO2MOD [≤, succ] interpreted over finite words. We assume that the input formula ϕ is
in normal form. Since models of ϕ can have doubly-exponential length, we cannot simply
guess a complete intended model. To overcome this difficulty, we guess the model on the
fly, letter by letter. For each position of the guessed word we guess its full type and after
checking some consistency conditions described in Definition 5, we verify if it can be linked
with the previous position. This way we never have to store in memory more than two full
types. Since the size of a full type is bounded exponentially in |ϕ|, the whole procedure runs
in ExpSpace. We accept the input, if the guessing process ends after at most f(ϕ) steps.
To avoid presentational clutter in the description of our algorithm we omit the details of
two simple tests is-valid-successor and is-ϕ-consistent. The former takes two full types, β
and α, and checks if the position of the type α can indeed have a successor of type β. It can
be easily done by comparing the total number of 1-types on each relative position stored
in both types. The latter test takes one full type α and checks if it satisfies the conditions
described in Definition 5.
The correctness of the algorithm above is guaranteed by the following lemma.
I Lemma 8. Procedure 1 accepts its input ϕ if and only if ϕ is satisfiable.
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Finite trees

In this section we prove the main result of this paper, which is the following theorem. It is a
direct consequence of Theorems 12 and 16 below.
I Theorem 9. The satisfiability problem for FO2MOD [↓, ↓+ , →, →+ ] interpreted over finite
trees is 2 -ExpTime-complete.

4.1

Upper bound

We start by proving the 2-ExpTime upper bound. As in previous section, this is done by
showing first a small model property and then an algorithm. The small model property is
crucial in the proof of correctness of the algorithm. Actually, having defined the notion of
the full type, the technique here is a rather straightforward combination of the technique
from previous section and from [4]. The main difficulty here was to come up with the right
notion of a full type.

4.1.1

Small model property

We demonstrate the small-model property of the logic FO2MOD [↓, ↓+ , →, →+ ] by showing that
every satisfiable formula ϕ has a tree model of depth and degree bounded by f(ϕ). This
is done by first shortening ↓-paths and then shortening the →-paths, as in the proof of
Lemma 7.
I Theorem 10 (Small model theorem). Let ϕ be a normal form FO2MOD [↓, ↓+ , →, →+ ] formula.
If ϕ is satisfiable then it has a a tree model in which every path has length bounded by f(ϕ)
and every vertex has degree bounded by f(ϕ).
Proof. Let T be a model of ϕ. First we show how to shorten ↓-paths in T. Assume that
there exists a ↓-path in T longer than f(ϕ). Thus, by the pigeonhole principle, there are two
T
nodes u and v on this path such that v is a descendant of u and ftpT
ϕ (u) = ftpϕ (v). Consider
0
the tree T , obtained by removing the subtree rooted at u and replacing it by the subtree
rooted at v.
Observe that for all j the remainders modulo lj of the total number of removed vertices
is equal to 0. Additionally, all unique full types survive the surgery. Thus, all full types are
retained from the original tree, so they are ϕ-consistent and by Lemma 6 the tree T0 is a
model of ϕ. By repeating this process we get a tree with all ↓-paths shorter than f(ϕ).
Shortening the →-paths is done in a similar way. Assume that there exists a node v with
branching degree greater than f(ϕ). Then there exist two children u, w of v, with equal full
types. Let T00 be a tree obtained by removing all vertices between u and w (excluding u and
including w) together with subtrees rooted at them. Again, the remainders modulo lj of the
total number of removed vertices are all equal to 0, and all unique types survive the surgery,
so all full types are retained from T and thus ϕ-consistent. Therefore the tree T00 is a model
of ϕ. We repeat this process until we get a tree with desired branching.
J

4.1.2

Algorithm

In this section, we design an algorithm to check if a given FO2MOD [↓, ↓+ , →, →+ ] formula ϕ
interpreted over finite trees is satisfiable. By Lemma 2 we can assume that the input formula
ϕ is given in normal form. Then, by Theorem 10, we can turn our attention to trees with
degree and path length bounded by f(ϕ). Recall that f(ϕ) is doubly-exponential in |ϕ|.
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Let us describe the core ideas of the algorithm. It works in alternating exponential
space. Since AExpSpace = 2-ExpTime, it can be translated to an algorithm working in
2-ExpTime. The algorithm starts by guessing the full type of the root and then it calls a
procedure that builds a tree with the given full type of the root.
The procedure called on a vertex v guesses on the fly the children of v, starting with
the leftmost child and storing in the memory at most two children at the same time. While
guessing a child v 0 , it checks that its type is ϕ-consistent and that it can be correctly linked
to v and to its left sibling (if it exists). Then the procedure is called recursively on v 0 to
build the subtree rooted at v 0 , but the recursive call is done in parallel, exploiting the power
of alternation. The process is continued in the same way, until the bottom of the tree is
reached or the height of the constructed tree exceeds f(ϕ).
There is one more point of the algorithm, namely, we have to make sure that the types of
children and their descendants, guessed on the fly, are consistent with the information stored
in their parent’s full type, in particular with θ↓ and θ↓↓+ components. To handle the first of
them, we can simply compute the union of all θ= components of children, which can be done
during the guessing process. Analogously, to handle the second case, we simply compute the
union of all θ↓ and θ↓↓+ components of all children’s full types.
Below we present a pseudocode of the described procedure. Similarly to the case of finite
words, we omit the details of obvious methods for checking consistency. For calculating the
union of full-types mentioned in the previous paragraph, we employ ⊕ operation defined as
follows. For given (l1 , l2 , . . . , lm )-full types α and β, the result of α ⊕ β is a (l1 , l2 , . . . , lm )-full
type γ such that for all order formulas θ ∈ Θ and all 1-types α ∈ α, the following condition
holds:


γ(θ)(α) = max π0 (α(θ)(α)), π0 (β(θ)(α)) , R1 , R2 , . . . , Rm ,
where Ri = rli (πi (α(θ)(α)) + πi (β(θ)(α))).
The following lemma guarantees the correctness of the algorithm and leads directly to
the main result of this section.
I Lemma 11. Procedure 3 accepts its input formula ϕ ∈ FO2MOD [↓, ↓+ , →, →+ ] if and only
if ϕ is satisfiable over finite trees.
I Theorem 12. The satisfiability problem for FO2MOD [↓, ↓+ , →, →+ ] interpreted over finite
trees is in 2 -ExpTime.

4.2

Lower bound

In this section we prove that the satisfiability of FO2MOD [↓, ↓+ ] is 2-ExpTime-hard. We
exploit here the fact that 2-ExpTime =AExpSpace and provide a generic reduction from
AExpSpace. This is done in two steps. First we translate computations of alternating
Turing machines to winning strategies in (our version of) tiling games. These strategies
are then encoded as trees and their existence is translated to the satisfiability problem in
FO2MOD [↓, ↓+ ].
Alternating Turing machines. An alternating Turing machine is Turing machine whose
set of states contains existential states and universal states. A input word is accepted by
such a machine if the initial configuration leads to acceptance, where leading to acceptance
is defined recursively as follows: accepting configurations (i.e., configurations containing
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Procedure 2: Building a subtree rooted at given node

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Input: Formula ϕ ∈ FO2MOD [↓, ↓+ , →, →+ ] in normal form,
full type α of a starting node, and current level Lvl ∈ N.
// See Definition 5
if not is-ϕ-consistent(α) then reject
if Lvl ≥ f(ϕ) then reject
// Path too long
if α(θ↓ ) is zero then accept
// Last node on the path
Guess the degree Deg ∈ [1, f(ϕ)] of a node
Guess the full type β of the leftmost child and check if its a valid leftmost son of α
Oθ↓ := β(θ= )
// Types of children guessed so far
Oθ↓↓+ := β(θ↓ ) ⊕ β(θ↓↓+ )
// Types of descendants guessed so far
while Deg > 1 do
Run in parallel Procedure 2 on (ϕ, β, Lvl + 1)
// Alternation here
Guess a full type γ of the right brother of β and check consistency with α
Oθ↓ := Oθ↓ ⊕ γ(θ= ), Oθ↓↓+ := Oθ↓↓+ ⊕ γ(θ↓ ) ⊕ γ(θ↓↓+ ) // Updating obligations
β := γ, Deg := Deg − 1
Run in parallel Procedure 2 on (ϕ, β, Lvl + 1)
// Last child
if β(θ→ ) is not zero then reject
// Not valid last node on →-path.
if α(θ↓ ) = Oθ↓ and α(θ↓↓+ ) = Oθ↓↓+ then accept else reject

Procedure 3: Satisfiability test for FO2MOD [↓, ↓+ , →, →+ ]
1
2

Input: Formula ϕ ∈ FO2MOD [↓, ↓+ , →, →+ ] in normal form.
guess a full type α s.t. α(θ↑ ) is zero
Run Procedure 2 on (ϕ, α, 1)

// Type of the root

accepting state) lead to acceptance; an existential configuration leads to acceptance if there
exists its successor configuration that leads to acceptance; a universal configuration leads to
acceptance if all its successor configurations lead to acceptance. More details can be found
in [2].

4.2.1

Tilling Games

Corridor tiling games, aka rectangle tiling games [8] provide a well-known technique for
proving lower bounds in space complexity. Here we develop our own version of these games
that is able to encode alternating Turing machines from previous section and to be encoded
in FO2MOD [↓, ↓+ ].
By a tiling game we understand a tuple of the form hC, T0 , T1 , n, ht0 , . . . , tn i, , Li, where
C is a finite set of colors; T0 , T1 ⊆ C 4 are two sets of tiles (these two sets are not meant to
be disjoint); n is a natural number; ht0 , . . . , tn i is an initial sequence of n + 1 tiles;  ∈ C is
a special color called white; L ⊆ T0 ∪T1 is a set of tiles allowed in the last row.
We think of a tile ha, b, c, di ∈ C 4 as of a square consisting of four smaller squares, colored
respectively with colors a, b, c and d (see Figure 1). In the following we will require that
adjacent tiles have matching colors, both horizontally and vertically. Formally, we define
the horizontal adjacency relation H = {hha, b, c, di, hb, e, d, f ii | a, b, c, d, e, f, ∈ C} and the
vertical adjacency relation V = {hha, b, c, di, hc, d, e, f ii | a, b, c, d, e, f, ∈ C}. We define a
correctly tiled corridor to be a rectangle of size k × 2n for some k ∈ N filled with tiles, with all
horizontally adjacent tiles in H and all vertically adjacent tiles in V , with first row starting
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a a b b

a b b e
c d d f

a b
c d

a a b b
c c d d e e

c d
e f

c c d d e e

Figure 1 Horizontally adjacent tiles, vertically adjacent tiles, and a correct tiling

with tiles t0 , . . . , tn and padded out with white tiles, with last row built only from tiles in L,
and with all edges being white. Figure 1 shows an example of correctly tiled corridor for
n = 2 and initial tiles h, , , ai, h, , a, bi, h, , b, i.
Consider the following game. There are two players, Prover (also called the existential
player) and Spoiler (also called the universal player). The task of Prover is to construct a
correct tiling; the task of Spoiler is to prevent Prover from doing this. At the beginning they
n
are given the initial row t0 , . . . , tn , (4 )2 −n−1 . In each move the players alternately choose
one of the two sets T0 or T1 and build one row consisting of 2n tiles from the chosen set. The
first move is performed by Prover. Prover wins if after a finite number of moves there is a
correctly tiled corridor, otherwise Spoiler wins. There are two possibilities for Spoiler to win:
either Prover cannot make a move while the last constructed row is not in L∗ or the game
lasts forever.
We say that a tiling game h_, T0 , T1 , _, _, _, _i is well-formed if for any play of the game
and for any partial (i.e., non-complete) tiling constructed during this play, exactly one new
row can be correctly constructed from tiles in T0 and exactly one from tiles in T1 . In other
words, every possible move in any play of the game is fully determined by the choice of the
set of tiles, T0 or T1 .

4.2.2

From Alternating Machines to Tiling Games

The first step of the lower-bound proof for FO2MOD [↓, ↓+ ] is a reduction from alternating
machines to tiling games. Actually, we have defined our version of tiling games in such a way
that the proof of the following theorem becomes a routine exercise. The details can be found
in the full version.
I Theorem 13. For all alternating Turing machines M working in exponential space and
all input words w there exists a well-formed tiling game of size polynomial in the sizes of M
and w such that Prover has a winning strategy in the game if and only if w is accepted by M .
The theorem above directly leads to the lower bound on the complexity of tiling games.
I Corollary 14. The problem whether Prover has a winning strategy in a tiling game is
2 -ExpTime-hard.

4.2.3

From Tilling Games to FO2MOD [↓, ↓+ ]

Here we show the second step of the lower-bound proof for FO2MOD [↓, ↓+ ], which is a reduction
from tiling games to FO2MOD [↓, ↓+ ]. We are going to encode strategies for the existential
player as trees. Every complete path in such an encoding corresponds to a correct tiling for
G. The nodes on such a path, read from the root to the leaf, correspond to tiles in the tiling,
read row by row from left to right. Intuitively, most nodes have just one child corresponding
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to the tile placed directly to the right. Nodes corresponding to tiles in the last column should
have one or two children, depending on whether it is the existential or universal player’s turn.
Formally the situation is a bit more complicated, because we are not able to prevent the tree
from having additional branches with no meaning (for example, a node may have several
children, each of which encodes the same right neighbor).
For a given number n we will be using unary predicates B0 , . . . , Bn−1 for counting modulo
2 ; the predicate Bi will be responsible of the i-th bit of the corresponding number; B0 is
the least significant bit. This is a standard construction that can be found e.g. in [13] or [4],
so we do not present the details here. In the following we will be using several macros that
expand in an obvious way to formulas of length polynomial in n over predicates B0 , . . . , Bn−1 .
Some of them are listed below.
n

Nr(x) = 0
Nr(x) = 2n −1
Nr(x) = Nr(y) + 1
Nr(x) > Nr(y)
...

the
the
the
the
...

number
number
number
number

encoded in the node x is 0
encoded in the node x is 2n − 1
in x is the successor of the number in y
in x is greater than the number in y

For example, the macro Nr(x) > Nr(y) expands to
n 
_
i=0

Bi (x) ∧ ¬Bi (y) ∧

n
^

(Bj (x) ⇔ Bj (y))



j=i+1

I Theorem 15. For all well-formed tiling games G there exists a formula ϕ ∈ FO2MOD [↓, ↓+ ]
of size polynomial in the size of G such that the existential player has a winning strategy in
G if and only if ϕ is satisfiable over finite trees.
Sketch of proof. Let G = hC, T0 , T1 , n, ht0 , . . . , tn i, , Li. We are going to define the formula
ϕ as a conjunction of several smaller formulas responsible for different aspects of the encoding.
Most of these aspects are routine; the most interesting is adjacency.

Numbering of nodes. We start by numbering nodes on paths in the underlying tree. These
numbers encode the column numbers of the corresponding tiles. The following formulas
express that the root is numbered 0, the number of any other node is the number of its father
plus one modulo 2n , and that all rows are complete (i.e., they have 2n tiles).

∀x ¬(∃y y↓x) ⇒ Nr(x) = 0
∀x Nr(x) 6= 2n −1 ⇒ (∃y x↓y) ∧ ∀y (x↓y ⇒ Nr(y) = Nr(x) + 1)

∀x Nr(x) = 2n −1 ⇒ ∀y (x↓y ⇒ Nr(y) = 0)



Tiles and colors. Let t0 , . . . , tm be an enumeration of all tiles occurring in the game, that
is in T0 ∪ T1 ∪ {t0 , . . . , tn , h, , , i}. The predicates tile 1 , . . . , tile m correspond to these
tiles. For each color c ∈ C we introduce four predicates π1c , π2c , π3c , π4c that will be used to
encode the four colors of a tile. The formulas below express that each node in the underlying
tree corresponds to precisely one tile and is colored with the four colors of the tile. We
assume here that ti = hc1i , c2i , c3i , c4i i. We also introduce predicates setT 0 , setT 1 and setL
corresponding to the sets T0 , T1 and L, respectively.
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∀x

m
_

tile i (x) ∧

i=0
m
_

i=1

c∈C

m
^



¬tile j (x)



j6=i

4
^

∀x

^

πic (x) ∧

^


0
¬πic (x)

c0 6=c


c1
c2
c3
c4
∀x tile i (x) ⇔ π1i (x) ∧ π2i (x) ∧ π3i (x) ∧ π4i (x)

i=0

 _
  _
  _

(
tile i (x)) ⇔ setT 0 (x) ∧ (
tile i (x)) ⇔ setT 1 (x) ∧ (
tile i (x)) ↔ setL(x)
ti ∈T0

ti ∈T1

ti ∈L

First and last row. The predicates First and Last are used to distinguish the first and the
last row of a correct tiling. A node x corresponds to a tile in the first row if there is no other
tile in the same column in previous rows. The last row is described dually. The first row is
built from tiles t0 , . . . , tn and padded out with white tiles, the last row is built only from
tiles in L. The formulas expressing these properties are quite obvious and we omit them
here, but they can be found in [2].
Existential and universal rows. Each element in each row is marked with predicate E or
A depending on which player’s turn it is. Each row is marked the same (each element has
the same marking as its left neighbor, if it exists). The first row is existential and then the
marking alternates between existential and universal.
Universal rows have two successors. Each non-first row is marked with predicate move 0
or move 1 depending on the set of tiles (T0 or T1 ) from which it is built. Universal non-last
rows have two successors, marked respectively with move 0 and move 1 .
Horizontal adjacency. This is simple. We first establish the white frame on the first and
last tile in each row and then simply say that for each non-first tile in any row the left edge
of the tile matches the right edge of the preceding tile.

∀x Nr(x) = 0 ⇒ π1 (x) ∧ π3 (x)

∀x Nr(x) = 2n −1 ⇒ π2 (x) ∧ π4 (x)
^

∀x (Nr(x) 6= 0) ∧ π1c (x) ⇒ ∃y (y↓x ∧ π2c (y))
c∈C

^

∀x (Nr(x) 6= 0) ∧ π3c (x) ⇒ ∃y (y↓x ∧ π4c (y))



c∈C

Vertical adjacency. This is the tricky part of the encoding. The difficulty comes from the
fact that we cannot number rows of the tiling and we have no means to say that two tiles
occur in consecutive rows. Using predicates B0 , . . . , Bn−1 we can number the 2n columns,
but the number of rows may be much higher and we cannot afford having enough predicates
for numbering them. Therefore, we can say that two tiles occur in the same column (or in
consecutive columns), but we cannot do the same with rows. On the other hand, when we
add a new tile to a row, we have to make sure that the upper edge of the new tile matches
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the lower edge of the tile directly above, so we have to read the colors of the tile directly
above. For non-white colors this can be done by observing that each occurrence of a color in
an upper edge of a row must be matched with another occurrence of the same color in a lower
edge of the previous row in the same column, therefore the number of occurrences of each
color in each column should be even. Hence the color directly above the upper edge of the
current row is the only non-white color that occurs an odd number of times in the current
column in preceding rows. In the case of white color we have to take into consideration the
upper white edge of the constructed tiling, so the color directly above is white if it occurs an
even number of times in the current column in preceding rows.
∀x π1 (x) ⇒ ∃=0,2 y y↓+ x ∧ Nr(y)=Nr(x) ∧ (π1 (y) ∨ π3 (y))




∀x π2 (x) ⇒ ∃=0,2 y y↓+ x ∧ Nr(y)=Nr(x) ∧ (π2 (y) ∨ π4 (y))
^ 

∀x π1c (x) ⇒ ∃=1,2 y y↓+ x ∧ Nr(y)=Nr(x) ∧ (π1c (y) ∨ π3c (y))
c∈C\{}

^



∀x π2c (x) ⇒ ∃=1,2 y y↓+ x ∧ Nr(y)=Nr(x) ∧ (π2c (y) ∨ π4c (y))



c∈C\{}

Correctness of the constructed formula. Let ϕ be the conjunction of all formulas mentioned
above. It is not difficult to see that the size of ϕ is polynomial in the size of G: the longest
part of ϕ is the encoding of tiles and colors, which is proportional in length to the sum of
squared numbers of tiles and colors.
Assume that ϕ has a finite model M. The formula Tiles and colors guarantees that each
node in M directly encodes precisely one tile. The formula Numbering of nodes guarantees
that nodes on each root-to-leaf path are correctly numbered modulo 2n , with the root
numbered 0 and the leaf numbered 2n − 1. Thus each segment of length 2n of such a path,
consisting of nodes numbered from 0 to 2n −1, corresponds to one row of tiles. The Horizontal
adjacency formula guarantees that (horizontally) adjacent tiles in such a row have matching
colors. Similarly, Vertical adjacency formula guarantees that tiles occurring on the same
position in two consecutive rows (that is, vertically adjacent tiles) have matching colors. The
First and last row formula guarantees that the first row is initial and the last row is built
from tiles in L. Therefore each complete path in M encodes a correctly tiled corridor. By
the Existential and universal rows formula all rows encoded in any such path are alternately
marked as existential and universal, starting with an existential one. Finally, the Universal
rows have two successors formula guarantees that each encoding of a universal row in M is
followed by encodings of two existential rows, one build from tiles in T0 and one from tiles in
T1 . Thus (here we use the assumption that the game is well-formed) M covers both possible
moves of the universal player. Now the strategy of the existential player is to follow the path
in M corresponding to the partial tiling as it is constructed during the game. She starts in
the root of M. Then, every time when it is her turn, the existential player reads from M any
successor row of her current position and replies with this row, moving down the tree to the
position of the successor row. Every time when it is the universal player’s turn, his both
possible moves are encoded as successor rows of the current position of the existential player,
so she can always follow the branch chosen by the universal player. Since M is finite, each
play stops after finitely many rounds with the constructed tiling corresponding to a path
in M. Therefore in each play we obtain a correctly tiled corridor and the existential player
wins.
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For the other direction, assume that the existential player has a winning strategy. We
construct a model M of ϕ inductively, level by level, as follows. We start with 2n nodes,
number them from 0 to 2n − 1 using predicates B0 , . . . , Bn−1 and connect consecutive nodes
with predicate ↓. Then we label nodes numbered 0 to n with predicates tile 0 , . . . , tile n ,
respectively, and nodes numbered n + 1 to 2n − 1 with h, , , i. Then (and later, always
after adding new labels of the form tile i ) we add appropriate labels πjc , setT 0 , setT 1 and
setL to make the formula Tiles and colors true. Similarly, we add labels ↓+ to all pairs of
nodes that are connected by the transitive closure of ↓. We also label all these nodes with
predicates First and E. This way we obtain the encoding of the initial row in the game.
Next we inductively, level by level, construct the remaining parts of M.
Assume that M is constructed up to some level k, with all leaves labeled E, and that each
path constructed so far encodes a partial tiling in some play after k rounds, with existential
player’s turn. We extend M leaf by leaf. Let us consider one such leaf `, it encodes the last
tile in some row. If all tiles in this row are in the set L, we label all nodes in this row with
predicate Last and finish the construction. Otherwise let r be the next row given by the
winning strategy of the existential player in the partial play encoded by the path from the
root to `. We take fresh 2n nodes and extend the path from root to ` with the encoding of a
row r, as above, but this time labeling all new nodes with predicate A indicating the universal
player’s move. We also label all new nodes with predicate move 0 or move 1 , depending on
whether r is constructed from tiles in T0 or T1 , respectively. Again, if the row is final, it
is marked with predicate Last, otherwise we take twice 2n fresh nodes and connect to the
current leaf two segments of length 2n that encode two possible moves of the universal player.
We mark each node in both segments with predicate E and thus finish the construction
of level k + 1 at node `. The construction is repeated for all leafs at level k. Since during
the construction we follow the winning strategy, no encoded play can last forever and the
construction ends after finitely many iterations. By inspection of all conjuncts one can check
that the constructed tree is a model of ϕ.
J
As a corollary of the theorem above and Corollary 14 we get the main theorem of this
section.
I Theorem 16. The satisfiability problem for FO2MOD [↓, ↓+ ] interpreted over finite trees is
2 -ExpTime-hard.

5

Conclusions and future work

We have shown that the satisfiability problem for two-variable logic extended with modulo
counting quantifiers and interpreted over finite trees is 2-ExpTime-complete. The upper
bound is based on the small-model property of the logic; for the lower bound we have
developed a version of tiling games for AExpSpace computations.
There are several possible directions for future work. One of them is studying restrictions
or extensions of the logic presented here. Natural candidates for restrictions include guarded
fragment of the logic or unary alphabet restriction as in [4]; natural extensions include
arbitrary uninterpreted binary symbols as in [3]. Another possibility is investigation of the
(finite) satisfiability problem for FO2MOD on arbitrary structures – we even do not know
whether this problem is decidable. Yet another direction is to study the expressive power of
the logic and to find an expressively equivalent extension of CTL.
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Abstract
We consider opacity questions where an observation function provides to an external attacker
a view of the states along executions and secret executions are those visiting some state from
a fixed subset. Disclosure occurs when the observer can deduce from a finite observation that
the execution is secret, the ε-disclosure variant corresponding to the execution being secret with
probability greater than 1 − ε. In a probabilistic and non deterministic setting, where an internal
agent can choose between actions, there are two points of view, depending on the status of
this agent: the successive choices can either help the attacker trying to disclose the secret, if
the system has been corrupted, or they can prevent disclosure as much as possible if these
choices are part of the system design. In the former situation, corresponding to a worst case,
the disclosure value is the supremum over the strategies of the probability to disclose the secret
(maximisation), whereas in the latter case, the disclosure is the infimum (minimisation). We
address quantitative problems (comparing the optimal value with a threshold) and qualitative
ones (when the threshold is zero or one) related to both forms of disclosure for a fixed or finite
horizon. For all problems, we characterise their decidability status and their complexity. We
discover a surprising asymmetry: on the one hand optimal strategies may be chosen among
deterministic ones in maximisation problems, while it is not the case for minimisation. On the
other hand, for the questions addressed here, more minimisation problems than maximisation
ones are decidable.
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Keywords and phrases Partially observed systems, Opacity, Markov chain, Markov decision
process
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1

Introduction

Opacity. Opacity of an information system is a key security property: an external user
should not, by observing an execution of a system, acquire the guarantee that it is a secret
one. This property was first formalised for labelled transition systems [7], by specifying
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Figure 1 When strategies help (or not) to disclose a secret.

a subset of secret paths and requiring that, for any secret path, there is a non-secret one
with the same observation. The disclosure set of a system is then the set of (secret) paths
violating opacity.
Opacity raises challenging research issues like (1) formal specification in various frameworks [13, 7], (2) the design of mechanisms to ensure opacity while preserving functionality
and performance [2], and (3) the verification of opacity properties [14, 7].
Attacks against opacity. In order to quantify the size of the leak, various measures for
the disclosure set, called probabilistic disclosure, were introduced in [17, 3, 5, 4]. For
probabilistic and non deterministic systems like Markov Decision Processes (MDP), where an
internal agent can choose between several actions, the disclosure can be either maximised or
minimised depending on the status of the agent. In previous works, the situation considered
corresponded to maximisation, where the system has been corrupted (e.g., by a virus), and
the internal agent cooperates with the attacker to disclose the secret. In [3], the set of secret
paths is specified by some deterministic automaton and the attacker does not know which
strategy is applied, hence the set of executions leaking the secret is fixed by the structure of
the system and does not vary according to the strategies. This is illustrated in Figure 1a with
an MDP where actions a and b are possible from state q0 . Action a (resp. b) has a uniform
distribution over states q1 and q2 (resp. q3 and q4 ). States q1 and q3 produce observation
o1 , while q2 and q4 produce o2 . The secret paths are those in q0 q2ω ∪ q0 q3ω (reaching either
q2 or q3 , in grey). If the observer is not aware of the strategy and thus has to consider all
possible paths whatever the strategy, the non secret paths are q0 q1ω and q0 q4ω , hence there is
no disclosing path, leading to a null disclosure (as in [3]). On the other hand, if the observer
is aware of the strategy, assuming that initially a is chosen produces a maximal disclosure
of 12 . This example also shows that deterministic strategies are not sufficient to achieve
minimisation: value 0 for the disclosure can only be obtained by randomised strategies,
choosing a with probability p and b with probability 1 − p (for 0 < p < 1) in q0 .
In contrast, Figure 1b represents an MDP where both actions a and b have the same
support in state q0 , hence choosing a or b does not change the states that can be reached.
Under a strategy which always plays a, the disclosure is equal to 23 which is the probability
of reaching q1 .
Given some ε > 0, a path could alternatively be considered as disclosing the secret, if
the measure of the set of paths with same observation that are not secret is less than ε.
This notion is called ε-disclosure. For instance in Figure 1a with ε < 12 in order to achieve
a minimal ε-disclosure of 0 the strategy must select p between ε and 1 − ε. However in
Figure 1b for every ε > 0 the ε-disclosure is equal to 1 as the probability to be in a secret
state converges to 1 on every path.
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Table 1 Complexity results for maximisation and minimisation of disclosure.
Disclosure
Maximisation finite horizon
Minimisation finite horizon
Maximisation fixed horizon
Minimisation fixed horizon

General
Limit-sure
Almost-sure
undecidable
undecidable
EXPTIME-c
PSPACE-hard ≤ Min ≤ EXPTIME
PSPACE-c.
PTIME
PTIME
PSPACE-c
PSPACE-c
PSPACE-c

This figure also illustrates the drastic restriction used in [4] where no edge in an MDP
can be blocked by a strategy. With this restricted power of the internal component, the
authors can assume that the observer knows the strategy, which is an important requirement
since the security of a system should not be based on hiding its design. The model used
in [4] is in fact a restricted case of Interval Markov Decision Processes (IMDPs) so that after
some transformation, the problem boils down to IMDP model checking [10]. The general
decidability status of the disclosure problem is left open.
Contributions. Here we focus on several problems in MDPs under partial observation that
cannot be formalised as problems for classical POMDPs (Partially Observable MDPs). The
notion of disclosure is defined with respect to a fixed subset Sec of states: A (finite or infinite)
path is secret if it has visited some state of Sec. Other variants of secret path specifications
have been proposed with deterministic finite automata accepting finite or infinite paths. The
former case can be easily translated in our setting while we believe that the latter one is
debatable: a system is not really vulnerable if the attacker can only know the secret at
infinite horizon!
Once a strategy is fixed, the behaviour of the system is described by a possibly infinite
partially observable Markov chain, so we start in Section 2 by establishing several results on
the semantical aspects of disclosure in Markov chains. In addition, we prove undecidability
for the positive ε-disclosure problem (deciding if ε-disclosure is positive) within finite horizon.
We then consider two different settings depending on the status of the strategies. Like in
previous work, maximisation of disclosure corresponds to the internal agent cooperating with
the attacker to disclose a secret. Dually, minimisation is interesting to study during the
system design process, in order to optimise the choices of the internal agent to defend the
system. We address various problems in these settings, for a finite horizon but also for a fixed
horizon (given in unary representation), corresponding to real-time constraints requiring the
number of steps to be fixed in advance. The quantitative decision problem asks whether the
disclosure is above or below some threshold, while qualitative problems consider extremal
values (0 or 1) of the disclosure. We prove that observation-based strategies (i.e., which only
depend on the sequence of observations and the current state) are dominant in both cases.
The main complexity results for decision problems are gathered in Table 1. For the
maximisation objective (Section 3), we show that deterministic strategies are dominant. We
answer negatively to the decidability issues left open in [4], proving that both the quantitative
problem and the limit-sure problem (asking whether the supremum over all strategies is
1) are undecidable for a finite horizon. Then, we show that the almost-sure problem
(asking whether there is a strategy producing a value 1 for disclosure) is EXPTIME-complete.
For minimisation (Section 4), we introduce families of randomised strategies, necessary to
asymptotically reach minimal disclosure, even within fixed horizon. For finite horizon, we
show that the computation and decision problems belong to EXPTIME. Hence surprisingly,
although the problem seems more difficult due to the necessity of randomised strategies, the
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disclosure problem for minimisation is decidable whereas it is not for maximisation. Section 5
is devoted to the fixed horizon problems. For maximisation, we prove that the disclosure value
can be computed in PSPACE (while its associated strategy can be computed in EXPTIME) and
also establish that the corresponding decision problem is PSPACE-complete. The almost-sure
and limit-sure decision problem however are easier and can be solved in PTIME. Refining the
techniques to take randomised strategies into account, we obtain PSPACE-completeness of
the various decision problems for minimisation.

2

Specification

We denote by N the set of natural numbers. For a finite alphabet Σ, we denote by Σ∗ (resp.
Σω ) the set of finite (resp. infinite) words over Σ, with Σ∞ = Σ∗ ∪ Σω and ε the empty word.
The length of a word w is denoted by |w| ∈ N ∪ {∞} and for n ∈ N, Σn is the set of words of
length n. A word u ∈ Σ∗ is a prefix of v ∈ Σ∞ , written u ≤ v, if v = uw for some w ∈ Σ∞ .
The prefix is strict if w 6= ε. Given a countable set Z, a distribution on Z is a mapping
P
µ : Z → [0, 1] such that z∈Z µ(z) = 1. The support of µ is Supp(µ) = {z ∈ Z | µ(z) > 0}.
If Supp(µ) = {z} is a single element, µ is a Dirac distribution on z written 1z . We denote
by Dist(S) the set of distributions on S.

2.1

Opacity for Markov chains

For the purpose of opacity questions, the models are equipped with a labelling function on
states, called observation function, describing what an external observer can see. We first
define observable Markov chains (MCs for short).
I Definition 1 (Markov chains). An observable Markov chain (MC) over alphabet Σ is a
tuple M = (S, p, O) where S is a countable set of states, p : S → Dist(S) is the transition
function, and O : S → Σ ∪ {ε} is the observation function.
We write p(s0 |s) instead of p(s)(s0 ) to emphasise the probability of going to state s0 conditionned by being in state s. Given a distribution µ0 on S, we denote by M(µ0 ) the chain with
initial distribution µ0 . An infinite path of M(µ0 ) is a sequence of states ρ = s0 s1 . . . ∈ S ω
such that µ0 (s0 ) > 0 and for each i ≥ 0, p(si+1 |si ) > 0. A finite path of length n is
a prefix ρ = s0 s1 . . . sn of an infinite path, ending in state last(ρ) = sn . We denote by
Path(M(µ0 )) (resp. FPath(M(µ0 ))) the set of infinite (finite) paths of M(µ0 ). The observation of path ρ = s0 s1 . . . is the word O(ρ) = O(s0 )O(s1 )... ∈ Σ∞ . For a set R of paths,
O(R) = {O(ρ) | ρ ∈ R} and for a set W of observations, O−1 (W ) = {ρ | O(ρ) ∈ W }. The
observation function is called non erasing if O(S) ⊆ Σ (all states are visible).
A probability measure PM(µ0 ) is defined on Path(M(µ0 )), where the measurable sets
are generated by the cylinders Cyl(ρ), for ρ ∈ FPath(M(µ0 )), containing the infinite paths
having ρ as prefix. Then PM(µ0 ) is inductively defined by: PM(µ0 ) (s) = µ0 (s) for s ∈ S and
for ρ0 = ρs0 , with last(ρ) = s, PM(µ0 ) (Cyl(ρ0 )) = PM(µ0 ) (Cyl(ρ))p(s0 |s). We sometimes write
PM(µ0 ) (ρ) instead of PM(µ0 ) (Cyl(ρ)) for ρ ∈ FPath(M) and for w ∈ Σ∗ , PM(µ0 ) (w) instead
of PM(µ0 ) (∪ρ∈O−1 (w) Cyl(ρ)).
We consider here the particular case where the secret is given by a subset of states
Sec ⊆ S of the model: a (finite of infinite) path s0 s1 . . . is secret if si ∈ Sec for some i. We
first define a probabilistic version of disclosure w.r.t. some ε > 0 to answer the question:
Is there non-zero probability of observing some w that has probability more than 1 − ε of
coming from a secret path?
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I Definition 2 (ε-Disclosure). Given an MC M = (S, p, O), an initial distribution µ0 , Sec ⊆ S
and an observation w ∈ Σ∗ , the proportion of secret paths with observation w is:
PsecM(µ0 ) (w) =

PM(µ0 ) ({ρ ∈ O−1 (w) | ρ is secret})
.
PM(µ0 ) (w)

For ε > 0, w is ε-min-disclosing if PsecM(µ0 ) (w) > 1 − ε and no prefix of w satisfies
ε
this inequality. Writing Dmin
for the set of ε-min-disclosing observations, the ε-disclosure is
P
ε
defined by Disc (M(µ0 )) = w∈Dε PM(µ0 ) (w). The positive ε-disclosure problem consists
min
in deciding if Discε (M(µ0 )) > 0.
While being the most realistic notion of probabilistic disclosure, unfortunately the problem
is already undecidable for Markov chains:
I Theorem 3. The positive ε-disclosure problem is undecidable for MCs.
Like in further proofs, we use a reduction from a problem on Probabilistic Automata (PA).
Recall that a PA is a tuple A = (Q, q0 , Act, T, F ) where Q is a finite set of states with q0 ∈ Q
the initial state, Act is a finite set of actions, T : Q × Act → Dist(Q) is the transition function
and F ⊆ Q is the set of final states.
(

(

For a finite path ρ = q0 →
− a1 )q1 . . . →
− an )qn of A, the word a1 . . . an ∈ Act∗ is called the
trace of ρ and denoted by tr(ρ). Writing FPath(w, q) = {ρ ∈ FPath | tr(ρ) = w and last(ρ) =
P
q
q} for w ∈ Act∗ and q ∈ Q, we define PqA (w) = PA (∪ρ∈FPath(w,q) Cylρ ), PF
A (w) =
q∈F PA (w)
and val(A) = supw∈Act∗ PF
A (w).
Given a threshold θ ∈ [0, 1[, we set L>θ (A) = {w ∈ Act∗ | PF
A (w) > θ}. The strict
emptiness problem for A, asking whether this set is empty or not, is known to be undecidable
for θ > 0 [16]. The value 1 problem, asking whether val(A) = 1 is undecidable as well [11].
Sketch of Proof. Given a PA A, we build a Markov chain MA with initial distribution µ0 and
secret Sec such that for any ε, 0 < ε < 1, L>1−ε (A) is not empty iff Discε (MA (µ0 )) > 0. J
This leads us to return to the simpler case where the disclosure is the probability of the
set of paths leaking the secret, i.e., such that all paths with the same observation are secret.
The ω-disclosure (corresponding to measures in [3, 5, 4]) was defined for a Markov chain
M = (S, p, O) with initial distribution µ0 by considering a measurable set of secret paths
SPath ⊆ Path(M(µ0 )). Here, as mentioned above, SPath is Reach(Sec), the set of infinite
paths visiting a state from Sec, and an infinite observation w ∈ Σω discloses the secret if all
paths ρ ∈ O−1 (w) are secret. Setting SPath = Path(M(µ0 )) \ SPath, we define:
I Definition 4 (ω-Disclosure). For an MC M = (S, p, O), an initial distribution µ0 and a
subset Sec ⊆ S, with SPath = Reach(Sec), the ω-disclosure is defined by:
Discω (M(µ0 )) = PM(µ0 ) (SPath \ O−1 (O(SPath))).
To obtain measures directly related to the finite observation of a possible attacker, we
assume that M = (S, p, O) is convergent: each infinite path ρ has an infinite observation
O(ρ) ∈ Σω . Two measures can then be defined, when considering a fixed or finite horizon. In
the former case, we consider a non-erasing function O to obtain real-time observations.
I Definition 5 (Disclosure of MCs). Let M = (S, p, O) be an MC, µ0 an initial distribution
and Sec ⊆ S. A finite observation w ∈ Σ∗ discloses the secret if all paths ρ ∈ O−1 (w) are
secret. It is min-disclosing if it discloses the secret and no strict prefix of w does.
n-disclosure: When O is non-erasing, we denote by Dn , for n ∈ N, the set of disclosing
P
observations of length n. The n-disclosure is Discn (M(µ0 )) = w∈Dn PM(µ0 ) (w);
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Disclosure: Writing Dmin for the set of min-disclosing observations, the disclosure (w.r.t.
P
finite horizon) is defined by Disc(M(µ0 )) = w∈Dmin PM(µ0 ) (w).
Note that if D is the set of disclosing observations, and V(µ0 ) = ∪w∈D ∪ρ∈O−1 (w) Cyl(ρ)
the set of paths disclosing the secret, then Disc(M(µ0 )) is also equal to PM(µ0 ) (V(µ0 )).
I Remark. Without loss of generality, we can assume that once a secret state has been
reached by an execution, all subsequent states remain secret. For this, a new Markov
chain M0 = (S 0 , p0 , O0 ) is defined from M by: S 0 = Sec ] ((S \ Sec) × {0, 1}), where (s, 0)
represents state s where the secret has not been visited while (s, 1) represents the opposite
situation. The transitions are then duplicated accordingly: (1) p0 ((s0 , i)|(s, i)) = p(s0 |s) for
all s, s0 ∈ S \ Sec, and i = 0, 1, (2) p0 ((s0 , 1)|s) = p(s0 |s) for all s ∈ Sec, and s0 ∈ S \ Sec, (3)
p0 (s0 |(s, i)) = p(s0 |s) for all s ∈ S \ Sec, i = 0, 1, and s0 ∈ Sec, and (4) p0 (s0 |s) = p(s0 |s) for
all s, s0 ∈ Sec. The observation function is extended by O0 ((s, i)) = O(s) for all s ∈ S \ Sec
and i = 0, 1 and the new set of secrets is Sec ] ((S \ Sec) × {1}). There is a one-to-one
probability-preserving correspondence between the paths in M and those in M0 .
We show that disclosure and ω-disclosure may be different by consider the infinitely
branching MC of Figure 2, with initial distribution 1q0 , Sec = {qs } hence SPath = {q0 qsω },
1
ω
O(SPath) = o+
1 o2 . Then Discω = 2 but since no finite observation is disclosing, Disc = 0.
However, both notions coincide for convergent finitely branching MCs.
I Lemma 6 (Comparison of Disclosure Notions). Let M = (S, p, O) be a Markov chain, µ0 an
initial distribution and Sec ⊆ S. For SPath = Reach(Sec), Disc(M(µ0 )) ≤ Discω (M(µ0 ))
and equality holds if M is convergent and finitely branching.

2.2

Opacity for Markov Decision Processes

We now turn to MDPs that combine non determinism with probabilistic transitions.
I Definition 7 (MDP). A Markov Decision Process (MDP) over alphabet Σ is a tuple
M = (S, Act, p, O) where S is a finite set of states, Act = ∪s∈S A(s) where A(s) is a finite
non-empty set of actions for each state s ∈ S, p : S × Act → Dist(S) is the (partial) transition
function defined for (s, a) when a ∈ A(s) and O : S → Σ ∪ {ε} is the observation function.
As before, we write p(s0 |s, a) instead of p(s, a)(s0 ). Given an initial distribution µ0 , an infinite
path of M is a sequence ρ = s0 a0 s1 a1 . . . where µ0 (s0 ) > 0 and p(si+1 |si , ai ) > 0, for si ∈ S,
ai ∈ A(si ), for all i ≥ 0. Finite paths (ending in a state) and observation of a path are
defined like for Markov chains, and we use similar notations for the various sets of paths.
For decidability and complexity results, we assume that all probabilities occurring in the
model (transition probabilities and initial distribution) are rationals.
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Nondeterminism is resolved by strategies. Given a finite path ρ with last(ρ) = s, a
decision rule for ρ is a distribution on the possible actions in A(s) chosen at this point. For
P
such a decision rule δ, we write p(s0 |s, δ) = a∈A(s) δ(a)p(s0 |s, a).
I Definition 8 (Strategy). A strategy of MDP M = (S, Act, p, O) with initial distribution µ0
is a mapping σ : FPath(M(µ0 )) → Dist(Act) associating with ρ a decision rule σ(ρ).
Given a strategy σ, a path ρ = s0 a0 s1 a1 . . . of M is σ-compatible if for all i, ai ∈
Supp(σ(s0 a0 s1 a1 . . . si )). A strategy σ is deterministic if σ(ρ) is a Dirac distribution for
each finite path ρ. In this case, we denote by σ(ρ) the single action a ∈ A(last(ρ)) such that
σ(ρ) = 1a . A strategy σ is observation-based if for any finite path ρ, σ(ρ) only depends on
the observation sequence O(ρ) and the current state last(ρ), writing σ(O(ρ), last(ρ)) for σ(ρ).
Let σ be a strategy and ρ be a σ-compatible path. We define Bρσ the belief of ρ w.r.t. σ
about states corresponding to the last observation as follows:
Bρσ = {s | ∃ρ0 σ-compatible, O(ρ0 ) = O(ρ) ∧ s = last(ρ0 ) ∧ O(s) 6= ε}
A strategy σ is belief-based if for all ρ, σ(ρ) only depends on its belief Bρσ and its current
state last(ρ). Observe that a belief-based strategy is observation-based since Bρσ only depends
σ
on w = O(ρ). So we also write Bw
for Bρσ . A strategy σ is memoryless if σ(ρ) only depends
on last(ρ) for all ρ.
A strategy σ on M(µ0 ) defines a (possibly infinite) Markov chain Mσ (µ0 ) with set
of states FPath(Mσ (µ0 )) (the finite σ-compatible paths), that can be equipped with the
observation function associating O(last(ρ)) with the finite path ρ. The transition function
pσ is defined for ρ ∈ FPath(Mσ (µ0 )) and ρ0 = ρas0 by pσ (ρ0 |ρ) = σ(ρ)(a)p(s0 |s, a) and we
denote by PMσ (µ0 ) (or Pσ for short when there is no ambiguity) the associated probability
measure. Writing Vσ (µ0 ) for the set of paths disclosing the secret in Mσ (µ0 ), we have
Disc(Mσ (µ0 )) = PMσ (µ0 ) (Vσ (µ0 )).
Disclosure values for MDPs are defined according to the status of the strategies, by
considering them as adversarial or cooperative with respect to the system (we only consider
ε-disclosure for fixed horizon in view of the undecidability result of Theorem 3).
I Definition 9 (Disclosure of an MDP). Given an MDP M = (S, Act, p, O), an initial
distribution µ0 and a secret Sec ⊆ S, the maximal disclosure of Sec in M is discmax (M(µ0 )) =
supσ disc(Mσ (µ0 )) and the minimal disclosure is discmin (M(µ0 )) = inf σ disc(Mσ (µ0 )) for
disc ∈ {Disc, Discn , Discεn }, n ∈ N and 0 < ε < 1.
Note that the construction ensuring that once a secret state is visited, the path remains
secret forever, extends naturally from Markov chains to MDPs. We consider only MDPs of
this form in the sequel. We now show that for disclosure problems we can restrict strategies
to observation-based ones.
I Proposition 10 (Observation-based strategies). Given an MDP, a secret and a strategy σ,
there exists an observation-based strategy σ 0 with the same disclosure values.
Erasing observations leads to technical and cumbersome developments. In order to avoid
them in the design of procedures for the finite horizon case, we apply the preliminary transformation described in the next proposition. We precisely state the size of the transformed
MDP in view of complexity results.
I Proposition 11 (Avoiding erasing observations). Given an MDP M = (S, Act, p, O), an
initial distribution µ0 and a secret Sec, one can build in exponential time an MDP M0 =
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(S 0 , Act0 , p0 , O0 ), an initial distribution µ00 and a secret Sec0 where O0 is non-erasing and for
disc ∈ {Discmin , Discmax } disc(M(µ0 )) = disc(M0 (µ00 )). In addition, the size of S 0 , p0 and
µ00 is polynomial w.r.t. those of S 0 , p0 and µ00 . The size of Act0 is polynomial w.r.t. the size
of Act and exponential w.r.t. the size of S.
We study the following problems over MDPs:
Computation problems. The value problem: compute the disclosure and the strategy
problem: compute an optimal strategy whenever it exists;
Quantitative decision problems. The disclosure problem: Given M and a threshold
θ ∈ [0, 1], is disc(M) ./ θ? with ./ = ≥ for maximisation and ./ = ≤ for minimisation,
and the more demanding strategy decision problem: does there exist a strategy σ such
that disc(Mσ ) ./ θ?
Qualitative decision problems. The limit-sure disclosure problem: the disclosure
problem when θ = 1 for maximisation and θ = 0 for minimisation and the almost-sure
disclosure problem: the strategy decision problem with the same restrictions.
For the complexity results regarding a fixed horizon n, we will assume that n is written
in unary representation or bounded by a polynomial in the size of the model where the
polynomial is independent of the model as done in classical studies (see for instance [15]).

3

Maximisation with finite horizon

While strategies may be randomised, this additional power is not necessary for maximisation:
I Proposition 12 (Dominance of deterministic strategies). Given an MDP, a secret and an
observation-based strategy σ there exists a deterministic observation-based strategy σ 0 with
greater or equal disclosure of the secret.
Sketch of Proof. The Lemma 1 of [8] (or alternatively [12]) does not directly give the result
as, contrary to the objectives used in their paper, disclosure depends on the strategy. However,
as a disclosing path for a randomised strategy is also a disclosing path for a deterministic
strategy that does not introduce new paths, we can use parts of their proof to show our
result.
J
An edge can be completely blocked by some strategy, modifying the set of paths that
disclose the secret. This was illustrated in Figure 1a, where choosing action a in state q0
removes the edges to q3 and q4 . This situation was excluded in the disclosure computation
from [4], where the general problem was left open for Interval Markov Chains (IMCs). We
answer negatively by proving undecidability of the disclosure problem, hence the disclosure
cannot be computed in general. Undecidability also holds for limit-sure disclosure.
Writing I for the set of intervals in [0, 1], an IMC (with observation) is a tuple M =
(S, sinit , I, O) where S is the set of states, sinit is the initial state, I : S → IS associates
with any state s ∈ S a mapping from S into I, and O : S → Σ ∪ {ε} is the observation
function. An IMC can be transformed into an (exponentially larger) MDP where actions are
the basic feasible solutions of the linear program specified by the constraints associated with
intervals [18]. Thus undecidability results for IMCs also hold for MDPs.
I Theorem 13 (Undecidability of maximal finite horizon disclosure). The maximal finite horizon
disclosure problem is undecidable for MDPs, even when the secret is reached with probability
1 and for a non-erasing observation function.
The maximal finite horizon disclosure problem when restricted to finite-memory strategies is
also undecidable (with the same additional assumptions).
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Sketch of Proof. Starting from a PA A, we build an IMC MA = (S, s0 , I, O) such that there
1
1
exists a word w ∈ {a, b}∗ with PF
A (w) > 2 if and only if Discmax (MA ) > 4 . While similar
to the one of Theorem 3, the proof is more involved because the strategies must be taken
into account.
J
As a consequence, we obtain:
I Corollary 14. The maximal finite horizon disclosure of an MDP cannot be computed.
Using a reduction of the value 1 problem in PA, we also have:
I Theorem 15 (Undecidability of maximal finite horizon limit-sure disclosure). The maximal
finite horizon limit-sure disclosure problem is undecidable for MDPs.
Fortunately the maximal finite-horizon almost-sure disclosure problem is decidable. The
proof relies on results for partially observable MDPs (POMDPs): a POMDP is an MDP
where the strategies resolving the non determinism only depend on the observation sequence
and do not take the current state into account.
I Theorem 16 (Decidability of maximal finite-horizon almost-sure disclosure). The maximal
finite-horizon almost-sure disclosure problem in MDPs is EXPTIME-complete. Moreover, if
the system is almost-surely disclosing, one can build a belief-based strategy with disclosure 1.
Sketch of Proof. We reduce the almost-sure disclosure problem for maximisation in MDPs
to almost-sure reachability in a POMDP. The POMDP we build is exponential in the size
of the original MDP and the algorithm to solve almost-sure reachability is exponential in
the size of the POMDP [9]. This gives an EXPTIME algorithm as those two exponentials do
not stack. The hardness is obtained by a reduction from the safety problem in games with
imperfect information that was shown to be EXPTIME-complete in [6].
J

4

Minimisation with finite horizon

Recall from the example illustrated in Figure 1a of introduction, that randomised strategies
are necessary for minimisation. To address this issue we introduce families of almost
deterministic strategies based on ε-decision rules, that will be used in the decision procedures.
I Definition 17. Let δ be the deterministic decision rule for state s selecting action a ∈ A(s).
Then δε ∈ Dist(A(s)) is a (randomised) ε-decision rule, said to favour a, and defined by:
ε
1. If |A(s)| > 1 then δε (a) = 1 − ε and for all b ∈ A(s) \ {a}, δε (b) = |A(s)|−1
;
2. Else δε (a) = 1.
I Definition 18. Let σ be an observation-based deterministic strategy. Then {σε }ε>0 is
a family of observation-based almost deterministic strategies defined for any state s and
w ∈ Σn , an observation of length n ∈ N, by: σε (w, s) = σ(w, s)2−n ε .
Using Proposition 11, we assume that the observation function O is non-erasing. The
complexity of the transformation does not affect the results since the complexities are all
polynomial in the number of actions. To compute the minimal disclosure value, we build from
an MDP M, another MDP Mmin which is a “correct abstraction” (as stated by Proposition 19)
for reducing minimal disclosure problems to minimal reachability problems, by enlarging
states with the maximal belief that can occur independently of the action that has been
selected.
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Given a set of potential current states B and a new observation o, we define the maximal
set of potential next states NextMax(B, o) over decision rules applied to B by:
NextMax(B, o) = {s0 ∈ O−1 (o) | ∃s ∈ B ∃a ∈ A(s) p(s0 |s, a) > 0}
Observe that given a family of almost deterministic strategies {σε } and a path ρas of M
σε
with O(s) = o, one has Bρas
= NextMax(Bρσε , o). Then Mmin is formally defined as follows:
Smin , the set of states, is defined by: Smin = {(s, B) | s ∈ B ⊆ O−1 (O(s))};
Let (s, B) ∈ Smin . Then A(s, B) = A(s);
Let (s, B), (s0 , B 0 ) ∈ Smin . If B 0 = NextMax(B, O(s0 )) then p((s0 , B 0 )|(s, B), a) = p(s0 |s, a)
else p((s0 , B 0 )|(s, B), a) = 0.
Given µ0 an initial distribution over S, the associated initial distribution µmin over Smin is
defined by µmin (s, Supp(µ0 ) ∩ O−1 (O(s))) = µ0 (s) and µmin (s, B) = 0 for all other B. We
define the subset Avoid(Sec) ⊆ Smin by Avoid(Sec) = {(s, B)|B ⊆ Sec}.
I Proposition 19. The minimal disclosure value for Sec in M(µ0 ) is equal to the minimal
probability to reach Avoid(Sec) in Mmin (µmin ). Furthermore it is asymptotically reached by a
family of belief-based almost deterministic strategies.
Since minimal reachability probability in MDPs can be computed in polynomial time
we immediately obtain the first part of the next theorem. We establish the second part
(PSPACE-hardness) in the proof of Theorem 23.
I Theorem 20. The minimal disclosure value of M(µ0 ) can be computed in EXPTIME. The
associated decision problem is PSPACE-hard.
We now turn to the existence of a strategy that achieves the minimal value and establish
that it can be analysed without additional complexity. The main ingredient of the proof is
an equation system over states of the MDP whose unique solution is the minimal reachability
probability vector.
Notations. Given µ a distribution over states and ~δ a vector of decision rules over states in
the support of µ, we define NextDist(µ, ~δ) the next distribution over S when applying ~δ by:
X
NextDist(µ, ~δ)(s0 ) =
µ(s)p(s0 |s, ~δ[s]) for any s0 ∈ S.
s∈Supp(µ)

For a distribution µ over S and o ∈ Σ, we write µ(o) for µ(O−1 (o)). If Supp(µ)∩O−1 (o) 6=
µ(s)
∅, the relative distribution µo over O−1 (o) is defined by: µo (s) = µ(o)
for s ∈ O−1 (o) and
µo (s) = 0 otherwise.
P
We have Discmin (M(µ)) = o∈Σ µ(o)Discmin (M(µo )). For use in the next proof, we
define disc∗ (M(s, B)) as the minimal disclosure value when starting in M in state s with belief
B. Given some belief B and some decision rule vector ~δ over B we introduce the possible
successors of B when applying ~δ: Next(B, ~δ) = {s0 | ∃s ∈ B ∃a ∈ Supp(~δ[s]) p(s0 |s, a) > 0}
and Next(B, ~δ, o) = Next(B, ~δ) ∩ O−1 (o).
I Theorem 21. The existence of a strategy that achieves the minimal disclosure value can
be decided in EXPTIME. In the positive case, this strategy can be computed in EXPTIME.
Proof. The algorithm simultaneously solves the existence and the synthesis problem.
Using proposition 19, the algorithm computes for all (s, B) ∈ Smin , disc∗ (M(s, B)).
Then it maintains a set W in of beliefs initially set to all beliefs from which it iteratively
eliminates items and stops when no more elimination is possible.
Given B ∈ W in, it looks for a decision rule vector ~δ over B such that:
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for all o ∈ O(Next(B, ~δ)), Next(B, ~δ, o) ∈ W in;
P
P
for all s ∈ B, disc∗ (M(s, B)) = o∈Σ s0 ∈O−1 (o) p(s0 |s, ~δ[s])disc∗ (M(s0 , Next(B, ~δ, o))).
If such a ~δ does not exist then B is eliminated from W in. Each iteration can be performed
in polynomial time w.r.t. |Smin | and the number of iterations is at most |Smin |. Observe
that when a belief is eliminated, it should not be “reached” by a strategy that obtains the
minimal disclosure value. So the elimination is sound.
When the elimination stops, the algorithm answers positively iff for all o ∈ O(Supp(µ0 )),
Supp(µ0 ) ∩ O−1 (o) ∈ W in. Thus by the soundness of the elimination step, if the answer is
negative there is no optimal strategy for minimal disclosure value.
If the answer is positive, let us consider the belief-based strategy σ defined by applying the
decision rules obtained during the last iteration of the algorithm. On the one hand, under σ
when visiting a state s with belief B such that disc∗ (M(s, B)) = 0, one never leaves such kind
of pairs of states and beliefs. So the secret is never disclosed, showing that the disclosure
value obtained by σ for such (s, B) is null. Under σ the disclosure value of all the other
pairs of state and belief fulfill the equations of the elimination step. It is known that the
single solution of this system is the vector of minimal reachability probabilities of Avoid in
Mmin (µmin ) (see [1] for instance) which yields the result.
J

5

Fixed horizon problems

5.1

Maximal disclosure

In order to compute the value of the maximal disclosure within a fixed horizon, one could
build the POMDP described in the proof of Theorem 16 then use pre-existing results on
POMDPs. This would result in an EXPTIME algorithm, whereas we obtain in the result
below an algorithm with a better complexity in PSPACE.
I Theorem 22 (Computation of the maximal disclosure value within fixed-horizon). The fixedhorizon maximal value (when the horizon n is described in unary representation) is computable
in PSPACE and the fixed-horizon maximal disclosure problem is PSPACE-complete.
Sketch of proof - value and membership. We first order the observation alphabet Σ. Then
a non deterministic decision procedure operating in PSPACE orderly reads every observation
sequence of length n while maintaining the sets of states that were possible after every prefix
of this observation, the actions that were chosen nondeterministically in those states and
values used in the computation of the disclosure. The information kept is of polynomial size
and when every observation has been read, one of the values computed will be exactly the
disclosure of the system at time n. We then remove the non determinism using Savitch’s
Theorem. In order to get the value we observe that we can compute the polynomially sized
denominator of this value and then we proceed by iterations of the decision algorithm. J
As can be seen in the proof, the optimal strategy could be computed when solving the value
problem. However the size of this strategy may be exponential due to the beliefs and thus
this strategy is computable in EXPTIME.
For the hardness result, we reduce the truth of a Quantified Boolean Formula (QBF).
Recall that QBFs are extension of propositional formulas where boolean variables can be
quantified. Syntactically, the formulas are described by the following grammar:
φ ::= ψ | ∃x.φ | ∀x.φ
ψ ::= x | ψ ∧ ψ | ψ ∨ ψ | ¬ψ | true
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A QBF is closed if every boolean variable is bound by a quantifier. Deciding if a closed
QBF is equivalent to true is PSPACE-hard [19].
Sketch of proof - hardness. Given φ a closed QBF (w.l.o.g. in 3CNF with n variables and
m clauses), we build an MDP M such that φ is true iff the disclosure of M is greater or equal
1
1
to 22n
in 2(n + m) + 3 steps. In fact, 22n
is exactly the measure of paths reaching the secret
in 2(n + m) + 3 steps, thus every path reaching the secret must be disclosing. Such a path
discloses the secret iff a boolean variable of φ and its negation (x and ¬x for example) do
not occur in its observation.
In M, during the first 2n steps, an assignment will be ‘given’ to each boolean variable:
(i) for each existentially quantified boolean variable x, the strategy chooses whether x or
¬x occurs in the observation and (ii) for each universally quantified boolean variable y, by
a random choice with probability 12 . During the last 2m steps, the strategy must trigger
a boolean variable in every clause of φ so that if a clause is not satisfied by the current
assignment, then a boolean variable will be observed as both true and false during the path.
Thus the observation would not disclose the secret.
J
The existence of an optimal strategy here implies that the limit-sure and the almost-sure
problem are equivalent. Moreover, the secret being revealed with probability 1 in a given
number of steps implies that every path reaches the secret in this number of steps. Therefore
the almost-sure problem can be seen as a reachability problem in an MDP which can be
solved in polynomial time.
The proof of hardness can be adapted for ε-disclosure, but the algorithm for membership
can not be directly applied. The ε-disclosure could however be computed by minimising an
exponential system of equations, resulting in an exponential time algorithm.

5.2

Minimal disclosure

The proofs of the two first assertions of the next theorem are similar to the proof of Theorem 22.
However in order to get the same complexity for the last assertion, we establish that when a
randomised decision rule must be selected in the optimal strategy, it can always be uniformly
distributed over its support.
I Theorem 23 (Minimal disclosure within fixed horizon). The fixed horizon minimal value is
computable in PSPACE. The fixed horizon minimal disclosure problem is PSPACE-complete.
In addition, the strategy decision problem is also decidable in PSPACE.
The above proof implies PSPACE-completeness for the limit-sure and almost-sure problem
for minimisation. The remark on ε-disclosure of the previous subsection holds again here.

6

Conclusion

We revisit the problems of disclosure for MDPs by (1) taking into account general actions
contrary to previous work and (2) considering both maximisation and minimisation problems.
We almost fully characterise the decidability and complexity of those problems establishing
an asymmetry between minimisation and maximisation problems: the former ones being
easier although they require families of randomised strategies for reaching the optimal value.
There remains a complexity gap (PSPACE versus EXPTIME) for the finite-horizon minimisation problem that we want to fill. From a qualitative point of view, observe that disclosure
is a hyperproperty as its truth value is defined relatively to a set of paths. Thus we plan to
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address such kinds of properties in a restricted setting in order to get other decidability results.
Another direction would be to strengthen the requirement for approximate ε-disclosure to
regain decidability within finite horizon.
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1

Introduction

Proof complexity studies the question of how difficult it is to prove theorems in different
formal proof systems. The main question is thus: given a theorem φ and proof system P ,
what is the size of the shortest proof of φ in P ? This research has strong and productive
connections to several other areas, most notably to computational complexity, with the
aim of separating complexity classes through Cook’s programme [14, 11], and to first-order
logic (theories of bounded arithmetic [26, 13]). In recent years, progress in practical SATand QBF-solving has been a major motivation for proof complexity, as runs of SAT-solvers
correspond to proofs of the (un)satisfiability of CNFs. Analysis of the corresponding proof
system provides a framework for understanding the power and limitations of the solver [11].
The majority of work in proof complexity has been focused on propositional proof
complexity, on proof systems for classical propositional logic. In particular, Resolution [32]
has received much attention as it models the approach taken by many modern SAT-solvers.
QBF proof complexity is a comparatively young field, studying proof systems for quantified
Boolean formulas. Determining the truth of a QBF is PSPACE-complete, and so has wider
ranging applications than SAT-solving, extending to fields such as formal verification and
planning [3, 31, 15]. Similarly to the propositional case, several Resolution-based QBF
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proof systems have been suggested and analysed [24, 36, 1, 17, 5, 22, 7, 6, 35, 29] to model
the approaches taken by QBF solvers. Of particular importance are Q-Resolution [24] and
universal Q-Resolution (QU-Res) [17], which as analogues of propositional Resolution form
the base systems for conflict-driven clause learning (CDCL) QBF solving [18].
Stronger systems in the form of QBF cutting planes [8] or QBF Frege systems [4] were
developed recently by adding to the propositional system a single ∀-reduction rule to handle
universal quantifiers. As in the propositional framework, by restricting the lines in Frege
to a circuit class C, such as AC 0 , N C 1 or P/poly, we obtain a hierarchy of (QBF) C-Frege
systems, corresponding to the hierarchy of circuit classes.
A conceptually simple but powerful technique for constructing QBF proof size lower
bounds from Boolean circuit lower bounds was developed in [6, 4]. This strategy extraction
technique employs the complexity of Herbrand functions witnessing the universal quantifiers.
In [4] the technique was used to show strong lower bounds for QBF Frege systems, including
exponential lower bounds for QBF AC 0 [p]-Frege (in stark contrast to the propositional
situation, where lower bounds for AC 0 [p]-Frege are wide open).
Recent work has tightened the connection to circuit complexity further. In [9] it was shown
that for natural circuit classes C, a lower bound for proof size in QBF C-Frege corresponds
to either a lower bound for propositional C-Frege, or a lower bound for the circuit class C.
This characterisation points to a distinction between QBF lower bounds derived from those
on propositional proof systems, and ‘genuine’ QBF lower bounds.
More widely, understanding the reasons of hardness for QBF proof systems and solving
constitutes a major challenge, which currently is only insufficiently mastered. Most QBF
proof systems use a propositional system such as Resolution or Frege as their core, implying
that on existentially quantified formulas the QBF system and the classical core system
coincide. This leads to the rather disturbing fact that lower bounds for e.g. Resolution
trivially lift to any of the studied QBF Resolution systems.
Motivated by this observation, Chen [12] introduced the new notions of relaxing QU-Res
and a proof system ensemble, with the aim of distinguishing ‘genuine’ QU-Res lower bounds,
arising from the alternation of quantifiers, from those lifted from propositional Resolution.
Quantifier alternation has also been empirically observed as a source of hardness [28, 27],
making this a very interesting direction for theoretical study.

Our Contributions. The main aim of this paper is to gain a refined understanding of the
reasons for QBF hardness, both following the strategy extraction paradigm [9] and the
paradigm via quantifier alternation [12]. We revisit both models and relate them in their
explanatory power.

A. Refinement of formalised strategy extraction. We describe a decomposition of QBF
solving into SAT solving and a search for small circuits witnessing a given QBF. This
relies on an improvement of the strategy extraction theorem from [9] which says that, given
polynomial-size QBF C-Frege proofs of QBFs ψn , one can construct small C circuits witnessing
the existential quantifiers in ψn in such a way that the resulting ‘witnessed’ propositional
formulas have polynomial-size proofs in C-Frege. Here, we show that in fact the witnessed
formulas have polynomial-size proofs even in tree-like Resolution (Theorem 1).
Applying a similar decomposition, we observe that polynomial-size lower bounds on a
sequence of QBFs in any QBF proof system can be categorized as either (1) a circuit lower
bound, (2) a Resolution lower bound, or (3) a genuine QBF lower bound (Theorem 2).
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B. Lower bounds for relaxing QU-Res. We revisit relaxing QU-Res, introduced in [12]
with the aim of distinguishing propositional bounds from QBF bounds arising from quantifier
alternation. The exponential lower bound for relaxing QU-Res given in [12] applies only
to quantified Boolean circuits with no small CNF representations (Appendix ??). As this
is a somewhat atypical feature in proof complexity, we improve this by presenting QBFs
with CNF matrices that require exponential-size relaxing QU-Res proofs (Theorem 9). Our
formulas use a new construction that combines two false QBFs Φ and Ψ into a product
formula Φ ⊗ Ψ such that any short QU-Res proof must refute Ψ before Φ.
These product formulas have another compelling feature: their hardness for relaxing
QU-Res (and QU-Res) rests on the hardness of the pigeonhole principle for propositional
Resolution. Our lower bound therefore suggests that relaxing QU-Res does not capture
‘genuine’ QBF hardness due to quantifier alternation.
C. New systems for ‘genuine’ QBF hardness. Noting this situation, we propose new QBF
proof systems, Σpk -QU-Res (Def. 15). The systems bear similarities to relaxing QU-Res,
particularly in the use of relaxations of quantifiers and a proof checking algorithm with access
to a Σpk -oracle. The major difference is that oracle queries in our algorithm may appear at
any point in the proof.
It is interesting to relate lower bounds in Σp1 -QU-Res to our trichotomy shown in A. In
this direction, we prove that Σp1 -QU-Res admits strategy extraction by depth-3 Boolean
circuits (Lemma 18). Hence QU-Res lower bounds stemming from circuit lower bounds (case
(1) in the trichotomy in A) translate to lower bounds in Σp1 -QU-Res. Further, if a QBF is
hard for QU-Res due to a Resolution lower bound (case (2) in A), it has short proofs in
Σp1 -QU-Res. We also demonstrate that a variant of the prominent formulas of Kleine Büning
et al. [24] simultaneously has genuine QBF lower bounds as per case (3) in A (Theorem 4)
and is hard for Σpk -QU-Res proofs for any constant k (Theorem 22).
Organisation. In Sec. 2 we detail necessary background. Section 3 refines formalised
strategy extraction and the characterisation of QBF lower bounds from [9]. In Sec. 4 we
show the lower bound for relaxing QU-Res. Section 5 contains the definition of Σpk -QU-Res
and a comparison of lower bounds in these systems with the characterisation in Sec. 3. In
Sec. 6, we analyse the hardness of several QBF families in these proof systems.

2

Preliminaries

Quantified Boolean Formulas. A (prenex normal form) quantified Boolean formula (QBF)
Φ = Q1 x1 . . . Qn xn .φ(x1 , . . . , xn ) consists of a propositional formula φ, usually expressed as
a CNF, and a quantifier prefix Q1 x1 . . . Qn xn , where each Qi ∈ {∃, ∀} ranges over {0, 1}.
The semantics of such a QBF can be considered as a game between players ∃ and ∀. On
the ith turn, the player corresponding to Qi assigns a 0/1 value to xi . After all the variables
have been assigned, the ∃ player (resp. ∀ player) wins the game if φ evaluates to 1 (resp. 0).
Given a variable xi , a strategy for xi is a function σi : {x1 , . . . , xi−1 } → {0, 1}. A winning
strategy for the ∃ (resp. ∀) player, consists of a strategy for each existential (resp. universal)
variable which wins all possible games on Φ. A QBF is false (resp. true) if and only if there
is a winning strategy for the ∀ player (resp. ∃ player).
The quantifier complexity of a QBF is described by inductively defined classes Σbi and
b
Πi , counting the number of quantifier alternations. By Σpi (resp. Πpi ) we denote the ith level
of the polynomial hierarchy, for which deciding truth of Σbi (resp. Πbi ) formulas is complete.
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Proof Complexity. A proof system for a language L is a polynomial-time computable
∗
surjective function f : {0, 1} → L [14]. If f (π) = φ, we say π is an f -proof of φ. Given
proof systems P and Q for L, P p-simulates Q if there is a polynomial-time function t with
P (t(π)) = Q(π) for any π. Two proof systems are p-equivalent if they p-simulate each other.
We use proof systems for propositional tautologies and fully quantified true QBFs (and for
unsatisfiable formulas and false QBFs; we use the words proof and refutation interchangeably).
Resolution [32] is one of the best studied propositional proof systems [34]. Given two
clauses C ∨ x and D ∨ ¬x, Resolution can derive the clause C ∨ D. A Resolution proof that
a CNF φ is unsatisfiable is a derivation of the empty clause ⊥ using the resolution rule.
QU-Resolution (QU-Res) [17] is a natural extension of Resolution to QBFs. Given a
QBF Φ = Q1 x1 . . . Qn xn .φ, where φ is a CNF, a QU-Res refutation of Φ is a derivation of ⊥
from the clauses of φ. It uses the Resolution rule (with the extra condition that deriving
tautological clauses is not allowed) and the ∀-reduction rule, which from a clause C ∨ l with
literal l on universal variable xi (i.e., l = xi or l = ¬xi ) can derive the clause C provided C
contains no literals on xi+1 , . . . , xn .
A proof in Resolution (and QU-Res, and other proof systems) can be represented as
a directed acyclic graph (dag) with a root labelled by ⊥, and input vertices labelled with
clauses from the CNF. If we restrict the dag to be a tree, we define tree-like Resolution,
which we denote by R∗ . Tree-like Resolution is known to be weaker than Resolution [10].
Frege Systems. Frege systems are common ‘textbook’ proof systems comprised of a set of
axiom schemes and inference rules [14]. Lines of a Frege proof are formulas in propositional
variables and Boolean connectives ∧, ∨, ¬. A Frege proof of φ is a sequence of formulas,
ending with φ, in which each formula is either a substitution instance of an axiom, or is
inferred from previous formulas by a valid inference rule. We also consider refutational Frege
systems, in which we start with the formula ¬φ and derive a contradiction.
For a given circuit class C, we define C-Frege, as in [23], to be a Frege system which works
with lines consisting of circuits in C and a finite set of derivation rules. If C consists of all
Boolean circuits, then C-Frege is p-equivalent to extended Frege (EF). If C is restricted to
Boolean formulas, i.e. C = N C 1 , then N C 1 -Frege is Frege as defined above.
An elegant method for extending C-Frege systems to QBF was shown in [4]. The QBF
proof system C-Frege+∀-red is a refutational proof system working with circuits from C. The
Lj (u)
inference rules of C-Frege+∀-red are those of C-Frege, along with the ∀-red rule Lj (u/B)
,
where u is quantified innermost among the variables of the proof line Lj with respect to the
quantifier prefix, and the circuit B does not contain any variables right of u. Restricting the
circuit B in the ∀-red rule to the constants 0, 1 results in a p-equivalent system [9].

3

Strategy extraction and reasons for hardness

A QBF proof system P has the strategy extraction property if for any P -proof π of a QBF ψ
of the general form ∀x1 ∃y1 . . . ∀xn ∃yn . φ(x1 , . . . , xn , y1 , . . . , yn ), where φ is a propositional
formula, there are |π|O(1) -size circuits Ci witnessing the existential quantifiers in ψ, i.e.
n
^

(yi ↔ Ci (x1 , . . . , xi , y1 , . . . , yi−1 )) → φ(x1 , . . . , xn , y1 , . . . , yn ).

(1)

i=1

The strategy extraction is Q-formalised if, in addition, the propositional formulas (1) have
|π|O(1) -size proofs in a propositional proof system Q.
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For any QBF ψ, either there is a propositional formula as in (1) equivalent to ψ, or there
are no (small) circuits Ci witnessing the existential variables, and so no QBF proof system
with the strategy extraction property can prove ψ feasibly.
The task of QBF solving based on proof systems admitting strategy extraction is thus
reducible to the task of finding the witnessing circuits Ci , and then SAT solving of the witnessed
formula. Alternatively, we can speak about a reduction of QBF solving to Σq2 -formulas with
Vn
existentially quantified witnessing circuits: ∃C1 , . . . , Cn ∀x1 , . . . , xn , y1 , . . . , yn . i=1 (yi ↔
Ci (x1 , . . . , xi , y1 , . . . , yi−1 )) → φ(x1 , . . . , xn , y1 , . . . , yn ).
We will show that all QBF proof systems P p-simulated by EF+∀-red1 have R∗ -formalized
strategy extraction. More precisely, we improve the formalised strategy extraction for EF+∀red from [9] by observing that the witnessing circuits can encode extension variables, which
allows us to replace the EF proof of the witnessed formula with an R∗ proof.
Consequently, instead of determining whether there is a short P -proof of ψ, one can solve
the equivalent problem of whether there are small circuits Ci and a short R∗ -proof of (1).
As R∗ is quasi-automatisable (i.e., R∗ refutations for a given CNF can be constructed in
quasi-polynomial time in the size of the smallest R∗ proof [2]), the problem is essentially
reduced to the search for the right witnessing circuits Ci .
I Theorem 1. Let C be the circuit class N C 1 or P/poly.2 Given a C-Frege+∀-red refutation π
of a QBF ∃x1 ∀y1 . . . ∃xn ∀yn . φ(x1 , . . . , xn , y1 , . . . , yn ) where φ ∈ Σb0 , we can construct in time
Vn
|π|O(1) an R∗ refutation of the witnessed formula i=1 (yi ↔ Ci (x1 , . . . , xi , y1 , . . . , yi−1 )) ∧
φ(x1 , . . . , xn , y1 , . . . , yn ) for some circuits Ci ∈ C.
Proof. By the formalised strategy extraction theorem for C-Frege systems [9], there is
a C-Frege proof of the witnessed formula (1). This means there is an R∗ refutation of
Vn
Ext ∧ i=1 (yi ↔ Ci (x1 , . . . , xi , y1 , . . . , yi−1 )) ∧ φ(x1 , . . . , xn , y1 , . . . , yn ) where Ext is a set
of extension axioms defining C formulas on the variables x1 , . . . , xn , y1 , . . . , yn . With the
exception of those depending on yn , these axioms can be encoded into circuits Ci with each
extension variable represented by a possibly redundant gate of a circuit Ci . In order to remove
the extension variables depending on yn , we construct two independent R∗ refutations, one
with all occurrences of yn in clauses of Ext substituted by 0 and the other with occurrences
of yn in Ext substituted by 1. This results in two R∗ derivations, both at most as large as
the original, one concluding with {yn } and the other with {¬yn }. Resolving on these two
clauses we obtain the needed R∗ derivation without extension variables depending on yn . J
The reduction of QBF solving to SAT solving presented above is also of use for proving
QBF proof complexity lower bounds. In [9] it was shown that any super-polynomial lower
bound on EF+∀-red is either a super-polynomial circuit lower bound or a super-polynomial
lower bound on EF. Here we generalise this phenomenon to other QBF proof systems.
Let P be a refutational QBF proof system operating on clauses of matrices of (prenex
normal form) QBFs which contains a resolution rule that allows resolution on both existential
and universal variables. We say that a set of clauses C defines a formula Ci (~x) = z for a
circuit Ci with input variables ~x and output variable z if z appears in a literal of some clause
in C and for any assignment of the input variables there is exactly one assignment of the
remaining variables satisfying all clauses in C.

1
2

This includes all commonly studied Resolution-based QBF systems.
The result easily generalises to further ‘natural’ circuit classes C such as AC 0 or T C 0 , but we will focus
here on the two most interesting cases N C 1 and P/poly leading to Frege and EF systems, respectively.
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Whenever a QBF ψ as above is hard for a QBF proof system P it is for one of the
following reasons:
1. the existential quantifiers in ψ cannot be witnessed by circuits Ci such that formulas
V
O(1)
-size P -derivations from ¬φ.
i Ci (x1 , . . . , xi , y1 , . . . , yi−1 ) = yi have |φ|
2. the existential quantifiers in ψ are witnessable as in 1. but the witnessed formula
Vn
i=1 (yi ↔ Ci (x1 , . . . , xi , y1 , . . . , yi−1 )) ∧ ¬φ(x1 , . . . , xn , y1 , . . . , yn ) is hard for Resolution.
This characterisation can be specified further.
I Theorem 2. Let P be a refutational QBF proof system as above admitting strategy
extraction by C circuits. If ψn = ∀x1 ∃y1 . . . ∀xn ∃yn . φn (x1 , . . . , xn , y1 , . . . , yn ) are QBFs
with propositional CNF φn , which do not have polynomial-size proofs in P , then one of the
following holds:
1. Circuit lower bound. The existential variables in ψn are not witnessable by C circuits.
2. Resolution lower bound. Condition 1. does not hold, but for all C circuits witnessing
ψn , the witnessed formulas require super-polynomial size Resolution refutations.
3. Genuine QBF hardness. There are circuits Ci ∈ C witnessing ψn so that the witnessed
formulas have polynomial-size Resolution refutations, but for all such circuits Ci it is
V
hard to derive i Ci (x1 , . . . , xi , y1 , . . . , yi−1 ) = yi from ¬φn in P .
This means that any QBF lower bound on P is either a circuit lower bound, a propositional
proof complexity lower bound, or a ‘genuine’ QBF proof complexity lower bound in the
sense that P cannot derive efficiently some circuits witnessing the existential quantifiers in
the original formula and whenever it can do that for some other witnessing circuits, the
witnessed formula is hard for Resolution.
The last possibility does not happen in the case of strong systems like EF+∀-red [9]. The
situation is, however, more delicate with weaker systems, where we can encounter ‘genuine’
QBF lower bounds. We give an example.
I Definition 3 (Kleine Büning et al. [24]). The QBFs KBKFn are defined as
V2n
∃y0 y1 y10 ∀x1 . . . ∃yk yk0 ∀xk . . . ∀xn ∃yn+1 . . . yn+n . i=1 Ci ∧ Ci0 , where
C0 = {¬y0 } C00 = {y0 , ¬y1 , ¬y10 }
0
0
Ck = {yk , ¬xk , ¬yk+1 ¬yk+1
} Ck0 = {yk0 , xk , ¬yk+1 , ¬yk+1
}

Cn = {yn , ¬xn , ¬yn+1 , . . . , ¬yn+n } Cn0 = {yn0 , xn , ¬yn+1 , . . . , yn+n }
0
Cn+t = {xt , yn+t } Cn+t
= {¬xt , yn+t }

These QBFs are known to require proofs of size 2Ω(n) in Q-Resolution [24, 6]. This bound
can be extended to QU-Res using the formulas KBKF0n , obtained by adding new universal
variables zk , quantified at the same level as xk , and adding the literal zk or ¬zk to each
clause containing xk or ¬xk , respectively [1].
I Theorem 4. The formulas KBKF0n are hard for QU-Res due to genuine QBF hardness
(case 3 in Theorem 2).
Proof Sketch. The strategy xk = zk = yk0 is a short winning strategy for the ∀-variables,
and has a linear-size refutation by first deriving each yn+t , then yn0 and yn , and each yi0 and
yi in turn, concluding by resolving y0 and ¬y0 .
J
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The characterisation of QBF proof system lower bounds given above is a very natural one.
We now seek to show that it corresponds with hardness due to alternation, another often
suggested reason for hardness.
Most studied QBF proof systems build on a propositional proof system (e.g. Resolution),
and coincide with this base system on Σb1 -formulas. Any propositional lower bound is
therefore also a QBF lower bound. An alternative characterisation of QBF lower bounds
based on the alternation of quantifiers in the quantifier prefix has been suggested, with the
aim of distinguishing between such propositional lower bounds and ‘genuine’ QBF lower
bounds arising from the alternation of quantifiers. Relaxing QU-Res has previously been put
forward as a proof system to determine hardness due to quantifier alternation [12].
I Definition 5 (Chen [12]). For a quantifier prefix Π = Q1 x1 . . . Qn xn , if π is a permutation
such that π(i) < π(j) whenever i < j and Qi = ∀ and Qj = ∃, then the prefix Π0 =
Qπ(1) xπ(1) . . . Qπ(n) xπ(n) is a relaxation. Intuitively, a relaxation involves ‘moving ∀-variables
to the left’. If Π0 is a Σbk -prefix, we call Π0 a Σbk -relaxation.
Let Φ = Π.φ be a QBF. For a clause A, let α be the assignment falsifying each literal in
A. Construct Π[α] by removing all variables in α, and replacing any ∀-quantifers left of a
variable in α by ∃. If there is some Πbk -relaxation Π0 [α] of Π[α] such that Π0 [α].φ[α] is false,
then A ∈ H(Φ, Πbk ).
A Relaxing QU-Res proof of a QBF Φ uses the same deduction rules as QU-Res, but can
introduce any axiom from the set H(Φ, Πbk ) for some constant k.
For any propositional CNF, or indeed any QBF with a prefix with bounded alternation,
relaxing QU-Res has constant-size proofs, whereas QU-Res may require exponential-size
proofs. However, lower bounds for both tree-like and dag-like relaxing QU-Res were also
shown in [12]. The lower bound for dag-like relaxing QU-Res in [12] is rather unconventional
as the proof system works with clauses, whereas the lower bound applies to circuits without
polynomial-size CNF representations. We present formulas with polynomially many clauses
that require exponential-size proofs in relaxing QU-Res.
Furthermore, the lower bounds we show on the size of QU-Res proofs of these formulas
are clearly due to a lower bound on Resolution proofs, rather than alternation of quantifiers,
or any other ‘genuine’ QBF reasons. It follows that this is the case for relaxing QU-Res
as well, demonstrating that relaxing QU-Res is not an adequate formalism to distinguish
propositional lower bounds from genuine QBF lower bounds.
To begin, we present a method of combining two false QBFs to produce another false
QBF. This method might also be of independent interest for the creation of hard QBFs.
Vn
Vm
I Definition 6. Let Φ = Λ(~x) · i=1 Ci (~x) and Ψ = Π(~z) · j=1 Dj (~z) be QBFs consisting
of quantifier prefixes Λ and Π over the disjoint sets of variables ~x and ~z respectively, and
of clauses Ci and Dj over the corresponding variables. Then, with ~x and each ~zi distinct
variables, define
Φ ⊗ Ψ := Λ(~x)Π(~z1 ) . . . Π(~zn ) ·

n ^
m
^

(Ci (~x) ∨ Dj (~zi )) .

i=1 j=1

The QBF Φ ⊗ Ψ is false if and only if Φ and Ψ are false. Combining winning strategies
for the universal variables of Φ and Ψ constructs a strategy which falsifies some Ci (~x) and,
for each i, falsifies some Dj (~zi ). This strategy therefore falsifies some Ci (~x) ∨ Dj (~zi ). The
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following lemma establishes that the proof size for Φ ⊗ Ψ is bounded by the size of proofs
required by Φ and Ψ, and indeed is precisely determined by it in the case of QU-Res.
~ Vn Ci and Ψ = S.
~ Vm Dj be minimally unsatisfiable QBFs. Let
I Lemma 7. Let Φ = Q.
i=1
j=1
SP (Λ) be the size of the smallest P -proof of a QBF Λ. Then max(SP (Φ), SP (Ψ)) ≤ SP (Φ ⊗
Ψ) ≤ SP (Φ) + n · SP (Ψ). Moreover, if P is QU-Res, then SP (Φ ⊗ Ψ) = SP (Φ) + n · SP (Ψ).
Proof. All clauses of Φ ⊗ Ψ are necessary for a refutation. By assigning variables from Φ or
the copies of Ψ appropriately, the lines in the proof can be restricted to a refutation of Φ or
Ψ, and so max(SP (Φ), SP (Ψ)) ≤ SP (Φ ⊗ Ψ). Since Φ ⊗ Ψ can be refuted by first deriving
Vm
each clause Ci from j=1 (Ci (~x) ∨ Dj (~zi )), which can be done in SP (Ψ), and then refuting
Vn
x) with size SP (Φ), we can find a refutation of Φ ⊗ Ψ of size SP (Φ) + n · SP (Ψ).
i=1 Ci (~
In QU-Res, each resolution step or ∀-reduction step is performed on only one variable,
and so will only remain in one of the proofs of Φ or Ψ(~zi ), being replaced by a weakening
or trivial step in all others. Any QU-Res proof of Φ ⊗ Ψ must therefore have size at least
SP (Φ) + n · SP (Ψ). By the upper bound shown above, there is equality.
J
We use this method to construct a family of false QBFs that require exponential-size
proofs in QU-Res. These QBFs are the product of propositional formulas hard for Resolution
and of QBFs easy for QU-Res. By Lemma 7, it is clear that the hardness of this product
is derived only from the propositional lower bound. Yet, these product formulas are also
hard for relaxing QU-Res. The QBF is obtained by taking the product of the pigeonhole
principle, defined below, and the formulas by Kleine Büning et al. [24] (Definition 3).
I Definition 8. The pigeonhole principle PHPm
n , for m pigeons and n holes, is the CNF
Vm
Vm V
(x
∨
·
·
·
∨
x
)
∧
(¬x
∨ ¬xi2 ,j ).
i,1
i,n
i
,j
1
i=1
j=1
1≤i1 <i2 ≤n
For m > n, this is unsatisfiable, and for m = n + 1 it is known that 2Ω(n) clauses are required
to refute it in Resolution, and indeed in any constant-depth Frege system [19, 30, 25].
I Theorem 9. Any relaxing QU-Res proof of Φn := PHPn+1
⊗ KBKFn has size 2Ω(n) .
n
When restricted to a propositional formula, QU-Res is equivalent to Resolution, and
PHPn+1
requires proofs of size 2Ω(n) in Resolution [19], so PHPn+1
requires QU-Res proofs
n
n
of size at least 2Ω(n) . In QU-Res, the formulas KBKFn have linear-size proofs [17]. Given
the precise determination of the size of QU-Res proofs of Φn by Lemma 7, this QU-Res lower
bound for Φn is unambiguously due to the lower bound for PHPn+1
in Resolution.
n
We first note that any relaxation of KBKFn is true.
I Lemma 10. Any relaxation of the quantifier prefix of KBKFn to a Πbt prefix results in a
true QBF, for any t < n.
Proof Sketch. Any relaxation must quantify some xi left of yi , yi0 . The winning strategy
for each xi depends on yi , yi0 and so there is a winning strategy for the existential player by
playing yi , yi0 according to xi .
J
Any clause in the variables of Φn can be written as X ∨ Z1 ∨ · · · ∨ Zm where X is a clause
in the variables of ~x, and Zi is a clause in the variables of ~zi . We use the terms Z-variables
and X-variables to refer to any variables in ~z1 , . . . , ~zm and ~x respectively. Similarly, given a
clause C, we use X-clause and Z-clause to refer to the restriction of C to the X-variables
and Z-variables, and denote these by C X and C Z .
To prove Theorem 9, we show that if the oracle deriving axioms ‘proves’ a large part of
the pigeonhole principle when deriving an axiom, it can only do so under a large restriction on
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the existential variables of the copies of KBKFn . Thus a relaxing QU-Res proof of Φn must
contain a large proof of the pigeonhole principle, or a large number of different restrictions
on the copies of KBKFn .
To this end, we first show that, for any clause A derived as an axiom by relaxing QU-Res,
if AX requires at least c clauses from PHPn+1
to prove, then it also contains at least c
n
existentially quantified Z-variables (Lemma 11). We then establish an upper bound on the
size of a proof of an X-clause derived from c axioms of PHPn+1
which depends only on c
n
(Lemma 12). Using this, we conclude that any relaxing QU-Res axiom where the corresponding
X-clause requires proofs of size 2k must contain Ω(k) Z-variables (Corollary 13).
Lastly, we show that given any relaxing QU-Res proof, for each assignment to the Zvariables, we can find an axiom containing Ω(n) Z-variables which agrees with the given
Z-assignment (Lemma 14). From this, we conclude that the proof must contain 2Ω(n) axioms.
I Lemma 11. Suppose that the clause A = AX ∨ AZ is derived as an axiom of Φn by relaxing
QU-Res. Let Zi1 , . . . , Zil be such that all the existential variables in AZ are in some Zij .
Then Ci1 ∧ · · · ∧ Cil |= AX for the corresponding pigeonhole principle axioms Ci1 , . . . , Cil .
Proof Sketch. If not, there is some smallest assignment α satisfying Ci1 ∧ · · · ∧ Cil ∧ ¬A.
For any Πbk -relaxation Φ0 , we extend this to a winning strategy for the existential player. On
variables in Zij for some 1 ≤ j ≤ l, the strategy is arbitrary as α already satisfies Cij . On
variables in Zk where k 6= ij for any 1 ≤ j ≤ l, no variables from Zk are defined in α so we
use a winning strategy for the relevant relaxation of KBKFn in the variables of Zk .
As no Πbk -relaxation of Φ[α] is true, A is not an axiom in relaxing QU-Res.
J
By Lemma 11, if relaxing QU-Res derives an axiom A, and any proof of AX requires l
axioms from PHPn+1
, then A contains existential variables from l different Zi . In particular,
n
A contains at least l distinct Z-variables.
Lemma 12 gives an upper bound for the size of Resolution proofs from a fixed number of
axioms from PHPn+1
. From this and Lemma 11 follows the key observation for the proof
n
of Theorem 9, that for any relaxing QU-Res axiom A, if AX requires a large Resolution
derivation from the pigeonhole principle then A contains a large number of Z-variables.
I Lemma 12. Suppose C is a clause such that C1 ∧ · · · ∧ Ct |= C for some axioms C1 , . . . , Ct
from PHPn+1
. Then there is a Resolution proof of C from PHPn+1
of size at most 18t .
n
n
Proof Sketch. As all negative literals are in axioms of width two, the axioms contain positive
and negative literals on at most 2t variables. Each axiom may also contain a set of pure
literals, so there are at most 32t 2t derivable clauses.
J
I Corollary 13. Let A be an axiom derived from Φn by relaxing QU-Res. Let S(AX ) be the
size of the smallest Resolution derivation of AX from PHPn+1
. Then A contains at least
n
1
X
log
S(A
)
existential
Z-variables.
log 18
I Lemma 14. Given a relaxing QU-Res proof π and an assignment α to the existential
Z-variables of Φn , π|X
α contains a sound Resolution refutation of the X-axioms corresponding
to axioms agreeing with α.
Proof of Theorem 9. Suppose that π is a relaxing QU-Res proof of Φn with |π| = f (n).
Given an assignment α to the existential Z-variables, π|X
α is a sound Resolution refutation
of the X-axioms (Lemma 14), and has at most f (n) axioms. Since any Resolution refutation
of PHPn+1
requires proofs of size at least 2kn for some constant k, some X-axiom B in π|X
n
α
kn
(n)
2kn
requires a Resolution derivation of size at least 2 f−f
=
−
1.
By
Corollary
13,
there
(n)
f (n)
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is an axiom A in π such that AX = B, and so A contains at least c(kn − log f (n)) =: g(n)
existential Z-variables, which agree with α.
For every assignment α to the existential Z-variables, we can find such an axiom containing
at least g(n) existential Z-variables and agreeing with α. As each of these axioms can agree
with at most a 2−g(n) proportion of the possible assignments α, π must contain at least
2g(n) axioms. As a proof cannot contain more axioms than its length, we conclude that
c+1
2g(n) ≤ f (n), i.e. 2ckn ≤ f (n)2c log f (n) = f (n)
and so f (n) = 2Ω(n) . Thus any relaxing
Ω(n)
QU-Res proof of Φn has size 2
.
J
We have shown that PHPn+1
⊗ KBKFn requires relaxing QU-Res proofs of size 2Ω(n) ,
n
despite consisting of a hard propositional formula for Resolution combined with a QBF which
is easy for QU-Res. This strengthens previous lower bounds for relaxing QU-Res, as well as
demonstrating a QBF which is hard due to Resolution but also hard for relaxing QU-Res.

5

An alternative definition of hardness from alternation

We now define a family of proof systems which do characterise whether a QBF lower
bound is due to quantifier alternation, or due to a propositional lower bound. As expected,
PHPn+1
⊗ KBKFn have short proofs in these proof systems.
n
I Definition 15. A Σpk -QU-Res proof of a QBF Φ = Π.φ is a derivation of the empty clause
... Cl
by any of the rules of QU-Res, or the Σpk -derivation rule C1 D
for any l, where there is
Vl
Vl
b
0
0
some Σk -relaxation Π of the quantifier prefix Π such that Π . i=1 Ci |= Π0 .D ∧ i=1 Ci .
In the context of these proof systems, we define a Σbk -relaxation of a quantifier prefix as
in Definition 5, i.e. any movement of ∀-variables to the left, but also allow replacing any
∀ quantifier by ∃. Allowing this replacement is not necessary, but, as shown in Lemma 19,
it allows us to restrict our attention to Σp2k+1 -QU-Res, eliminating the need for a similarly
defined Πpm -QU-Res.
It is straightforward to define Σpk -P similarly for any line-based QBF proof system P ,
and several of the following results for QU-Res have analogues in these systems.
Any QU-Res proof is also a Σpk -QU-Res proof, so Σpk -QU-Res is complete. For soundness,
note that QU-Res (with weakening) is both sound and inferentially complete [17]. Thus we
can replace any Σpk -derivation with a QU-Res derivation consistent with the Σbk -relaxation.
This QU-Res derivation will also be consistent with the original quantifier prefix, and so
from any Σpk -QU-Res refutation, we can construct such a QU-Res refutation. Since QU-Res
is sound, Σpk -QU-Res is therefore also sound.
We can now give our definition of hardness due to quantifier alternation.
I Definition 16. A family of QBFs is hard due to quantifier alternation if it requires
superpolynomial-size Σp1 -QU-Res refutations.
A QBF family has alternation hardness Σpk if it has polynomial-size proofs in Σpk -QU-Res,
but requires superpolynomial-size proofs in Σpk−1 -QU-Res.
The proof complexity of QBFs in Σp1 -QU-Res is of particular interest, as recent success in
SAT solving has led to some QBF solvers embedding a SAT solver as a black box [33, 21].
The Σp1 -oracle access models this technique, and may provide insights into the power and
limitations of such QBF solvers. As discussed below, proofs in Σp1 -QU-Res also characterise
whether a QBF is hard due to a propositional lower bound, or whether the lower bound is,
at least in part, derived from the use of universal quantifiers.
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⊗ KBKFn were shown to require QU-Res proofs of
In Section 4, the formulas PHPn+1
n
size 2Ω(n) due to a lower bound on Resolution. However, there are short Σp1 -QU-Res proofs of
these formulas, even with only a single Σp1 -derivation, demonstrating that they are not hard
for QU-Res due to quantifier alternation. This is in sharp contrast with the lower bound
shown in Theorem 9, despite relaxing QU-Res also using Σpk -oracles.
I Theorem 17. PHPn+1
⊗ KBKFn have Σp1 -QU-Res proofs of length O(n3 ).
n
Proof Sketch. The refutation first derives each of the O(n2 ) axioms of PHPn+1
in O(n)
n
lines in QU-Res, then derives the empty clause with a Σp1 -derivation.
J
Any clause derived as an axiom of Φ using a Σpk -oracle by relaxing QU-Res can also be
derived from the clauses of Φ by a single Σpk -derivation in Σpk -QU-Res. It is easy to see from
this that the instance of relaxing QU-Res using Σpk -oracles is p-simulated by Σpk -QU-Res.
Theorems 9 and 17 show an exponential separation between even Σp1 -QU-Res and relaxing
QU-Res for any k.
In order to compare the characterisation of lower bounds by quantifier alternation with
the characterisation given in Section 3, we first show that Σp1 -QU-Res still has the same
strategy extraction property as QU-Res. Analogous strategy extraction results apply for all
C-Frege+∀-Red systems.
I Lemma 18. Σp1 -QU-Res admits strategy extraction by depth-3 Boolean circuits.
Proof Sketch. The Σp1 -derivations can be replaced by Resolution derivations. Strategy
extraction in QU-Res is done with circuits polynomial in the number of ∀-reduction steps [4],
and so polynomial in the size of the Σp1 -QU-Res proof.
J
As a consequence of Lemma 18, QBFs hard for QU-Res by item 1 of Theorem 2 (strategy
extraction) are therefore hard for Σp1 -QU-Res. Intuitively, we expect strategy extraction
lower bounds to also be lower bounds due to alternation, as the strategy extraction technique
inherently relies on universally quantified variables and the order of quantification.
Consider now QBFs hard for QU-Res by item 2 in Theorem 2. There are polynomial-size
strategies for the universal variables, but for all of these, the witnessed formulas require
superpolynomial-size proofs in Resolution. Using the normal form for proofs described in [9],
we can construct short proofs of these QBFs in Σp1 -QU-Res, deriving the witnessed formula,
then using a Σp1 -derivation to derive ⊥. This demonstrates that QBFs hard by item 2 are
not hard due to quantifier alternation.
For sufficiently strong proof systems, such as Frege+∀-red, these are the only two reasons
for hardness [9]. As Lemma 18 extends naturally to Σp1 -Frege+∀-red, the characterisation of
hardness for QBF Frege systems in [9] (circuit lower bounds vs propositional Frege lower
bounds) therefore coincides with our characterisation via quantifier alternation.

6

Alternation Hardness of Specific Formulas

Finally, we determine the precise alternation hardness of specific families of QBFs from each
of the categories defined in Theorem 2. Not all formulas from the same category necessarily
have the same alternation hardness, but the bounds shown here reinforce the distinctions
from Theorem 2.
The first step in establishing the alternation hardness of QBFs is to understand which
levels we need to consider. The definition of relaxation allows replacing universal quantifiers
with existential quantifiers, so we need only consider proof size in Σpk -QU-Res for odd k.
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I Lemma 19. If a family of QBFs has proofs of size s(n) in Πpm -QU-Res or Σp2k -QU-Res,
then it has proofs of size n · s(n) in Σpm−1 -QU-Res or Σp2k−1 -QU-Res respectively. Given a
family of QBFs Φn , if the alternation hardness of Φn is C, then C = Σb2k+1 for some k.
Proof Sketch. A Σp2k -derivation can be replaced by ∀-reduction on the rightmost variables,
then a Σp2k−1 -derivation which quantifies the previously rightmost ∀-variables existentially. A
Πpk -derivation can be replaced by a Σpk−1 -derivation, with the leftmost ∀-variables quantifed
existentially, followed by a ∀-reduction if necessary.
J
If the definition of relaxation were restricted to that given in the definition of relaxing
QU-Res, by not allowing additional existential quantifiers, then the simulation of Πpm -QU-Res
by Σpm−1 -QU-Res would not hold. With the exception of Σp2 -QU-Res, it would still be
possible to reduce a Σp2k -QU-Res proof to a Σp2k−1 -QU-Res proof by moving the rightmost
universal variables leftwards to another block of universal quantifiers.
Lemmas 18 and 19 allow us to determine the precise alternation hardness of QParityn ,
which were introduced in [6] as examples of formulas which are hard due to strategy extraction
(item 1 in Theorem 2).
I Definition 20 ([6]). The formulas QParityn consist of the quantifier prefix
∃x1 . . . xn ∀z∃t2 . . . tn and clauses expressing that t2 ≡ x1 ⊕ x2 , tk ≡ tk−1 ⊕ xk for each 3 ≤
k ≤ n, and z ≡ ¬tn .
The QBFs QParityn are false, and the only winning strategy for the ∀-player is to play
Ln
z ≡ i=1 xi . As the parity function is hard to compute for depth-3 circuits [16, 20], any
QU-Res proof has size 2Ω(n) . The formulas QParityn are therefore hard due to strategy
extraction as defined in Theorem 2.
I Corollary 21. The formulas QParityn have Σb3 -alternation hardness.
That the formulas QParityn have Σb3 -alternation hardness shows that they are hard for
QU-Res due to the alternation of quantifiers.
It is clear that all formulas which fall under item 2 of Theorem 2, of being hard only due
to a lower bound on Resolution, such as PHPn+1
, have polynomial-size proofs in Σ1 -QU-Res,
n
p
and so have Σ1 -alternation hardness.
The last family of QBFs we consider is KBKF0n . By Theorem 4, the formulas KBKF0n are
hard for QU-Res due to a genuine QBF lower bound. As their hardness does not originate
from a Resolution lower bound, we expect them to be hard due to alternation. In fact, we
can go further and show that KBKF0n are hard for Σpk -QU-Res for all k.
I Theorem 22. The formulas KBKF0n require proofs of size 2Ω(n) in Σpk -QU-Res for any
constant k.
I Lemma 23. If a clause derived from KBKF0n contains a literal on xi , and the derivation
does not contain a ∀-reduction step on xi , then it contains yj or yj0 for some i ≤ j ≤ 2n.
Proof Sketch of Theorem 22. In the expansion to a QU-Res proof, no resolution steps are
possible on universal pivots before these variables could be ∀-reduced.
For all assignments α to the universal variables, there is a ∀-reduction on each xi containing
literals agreeing with α on all universal variables left of xi . By Lemma 23, these ∀-reductions
can be chosen to contain a literal on yi or yi0 . Thus at most k consecutive such ∀-reductions
can be contained in one Σpk -derivation, and so each of the 2n−k assignments to x1 , . . . , xn−k
must appear in full in a clause in the Σpk -QU-Res proof.
J

O. Beyersdorff, L. Hinde, and J. Pich

7

14:13

Conclusion

We have analysed both strategies and alternation as underlying reasons for the size of proofs
in QBF proof systems. In the search for ‘genuine’ QBF lower bounds, these are the two
characterisations which have received the most attention. We have shown that, for sufficiently
strong proof systems (Frege and above), the two criteria are equivalent, and provided a
natural proof system for which all lower bounds are such proper QBF lower bounds.
A natural question is whether for weaker Resolution-based systems, QBFs hard due to
item 3 of Theorem 2 are always hard due to alternation. We have shown this only for the
case of KBKF0n in QU-Res. We also leave open the question of finding formulas which have
alternation hardness precisely Σbk for odd k > 3.
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A Boolean function f : {0, 1}n → {0, 1} is called a dictator if it depends on exactly one variable
i.e f (x1 , x2 , . . . , xn ) = xi for some i ∈ [n]. In this work, we study a k-query dictatorship
test. Dictatorship tests are central in proving many hardness results for constraint satisfaction
problems.
The dictatorship test is said to have perfect completeness if it accepts any dictator function.
The soundness of a test is the maximum probability with which it accepts any function far
from a dictator. Our main result is a k-query dictatorship test with perfect completeness and
soundness 2k+1
, where k is of the form 2t − 1 for any integer t > 2. This improves upon the
2k
result of [25] which gave a dictatorship test with soundness 2k+3
.
2k
1998 ACM Subject Classification F.1.1 Models of Computation
Keywords and phrases Property Testing, Distatorship Test, Fourier Analysis
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.15

1

Introduction

Boolean functions are the most basic objects in the field of theoretical computer science.
Studying different properties of Boolean functions has found applications in many areas
including hardness of approximation, communication complexity, circuit complexity etc. In
this paper, we are interested in studying Boolean functions from a property testing point of
view.
In property testing, one has given access to a function f : {0, 1}n → {0, 1} and the
task is to decide if a given function has a particular property or whether it is far from it.
One natural notion of farness is what fraction of f ’s output we need to change so that the
modified function has the required property. A verifier can have an access to random bits.
This task of property testing seems trivial if we do not have restrictions on how many queries
one can make and also on the computation. One of the main questions in this area is can we
still decide if f is very far from having the property by looking at a very few locations with
high probability.
There are few different parameters which are of interests while designing such tests
including the amount of randomness, the number of locations queried, the amount of
computation the verifier is allowed to do etc. The test can either be adaptive or nonadaptive. In an adaptive test, the verifier is allowed to query a function at a few locations
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and based on the answers that it gets, the verifier can decide the next locations to query
whereas a non-adaptive verifier queries the function in one shot and once the answers are
received makes a decision whether the function has the given property. In terms of how good
the prediction is we want the test to satisfy the following two properties:
Completeness: If a given function has the property then the test should accept with
high probability
Soundness: If the function is far from the property then the test should accept with
very tiny probability.
A test is said to have perfect completeness if in the completeness case the test always accepts.
A test with imperfect completeness (or almost perfect completeness) accepts a dictator
function with probability arbitrarily close to 1. Let us define the soundness parameter of the
test as how small we can make the acceptance probability in the soundness case.
A function is called a dictator if it depends on exactly one variable i.e f (x1 , x2 , . . . , xn ) =
xi for some i ∈ [n]. In this work, we are interested in a non-adaptive test with perfect
completeness which decides whether a given function is a dictator or far from it. This was
first studied in [4, 20] under the name of Dictatorship test and Long Code test. Apart
from a natural property, dictatorship test has been used extensively in the construction of
probabilistically checkable proofs (PCPs) and hardness of approximation.
An instance of a Label Cover is a bipartite graph G((A, B), E) where each edge e ∈ E is
labeled by a projection constraint πe : [L] → [R]. The goal is to assign labels from [L] and
[R] to vertices in A and B respectivels so that the number of edge constraints satisfied is
maximized. Let GapLC(1, ) is a promise gap problem where the task is to distinguish between
the case when all the edges can be satisfied and at most  fraction of edges are satisfied by
any assignment. As a consequence of the PCP Theorem [1, 2] and the Parallel Repetition
Theorem[22], GapLC(1, ) is NP-hard for any constant  > 0. In [7], Håstad used various
dictatorship tests along with the hardness of Label Cover to prove optimal inapproximability
results for many constraint satisfaction problems. Since then dictatorship test has been
central in proving hardness of approximation.
A dictatorship test with k queries and P as an accepting predicate is usually useful in
showing hardness of approximating Max-P problem. Although this is true for many CSPs,
there is no black-box reduction from such dictatorship test to getting inapproximability result.
One of the main obstacles in converting dictatorship test to NP-hardness result is that the
constraints in Label Cover are d-to-1 where the the parameter d depends on  in GapLC(1, ).
To remedy this, Khot in [12] conjectured that a Label Cover where the constraints are 1-to-1,
called Unique Games, is also hard to approximate within any constant. More specifically,
Khot conjectured that GapUG(1 − , ), an analogous promise problem for Unique Games,
is NP-hard for any constant  > 0. One of the significance of this conjecture is that many
dictatorship tests can be composed easily with GapUG(1 − , ) to get inapproximability results.
However, since the Unique Games problem lacks perfect completeness it cannot be used to
show hardness of approximating satisfying instances.
From the PCP point of view, in order to get k-bit PCP with perfect completeness, the
first step is to analyze k-query dictatorship test with perfect completeness. For its application
to construction PCPs there are two important things we need to study about the dictatorship
test. First one is how to compose the dictatorship test with the known PCPs and second
is how sound we can make the dictatorship test. In this work, we make a progress in
understanding the answer to the later question. To make a remark on the first question,
Õ(k1/3 )

there is a dictatorship test with perfect completeness and soundness 2 2k
and also a way
to compose it with GapLC(1, ) to get a k-bit PCP with perfect completeness and the same
soundness that of the dictatorship test. This was done in [11] and is currently the best know
k-bit non-adaptive PCP with perfect completeness.
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Distance from a dictator function
There are multiple notion of closeness to a dictator function. One natural definition is the
minimum fraction of values we need to change such that the function becomes a dictator.
There are other relaxed notions such as how close the function is to juntas - functions that
depend on constantly many variables. Since our main motivation is the use of dictatorship
test in the construction of PCP, we can work with even more relaxed notion which we describe
next: For a Boolean function f : {0, 1}n → {0, 1} an influence of ith variable is the probability
that for a random input x ∈ {0, 1}n flipping the ith coordinate flips the value of the function.
Note that a dictator function has a variable whose influence is 1. The influence of ith variable
P
can be expressed in terms of the fourier coefficients of f as infi [f ] = S⊆[n]|i∈S fˆ(S)2 .
P
Using this, a degree d influence of f is inf≤d [f ] =
fˆ(S)2 . We say that f is
i

S⊆[n]|i∈S,|S|≤d

far from any dictator if for a constant d all its degree d influences are upper bounded by
some small constant.
In this paper, we investigate the trade-off between the number of queries and the soundness
parameter of a dictatorship test with perfect completeness w.r.t to the above defined distance
to a dictator function. A random function is far from any dictator but still it passes any
(non-trivial) k-query test with probability at least 1/2k . Thus, we cannot expect the test to
have soundness parameter less than 1/2k . The main theorem in this paper is to show there
exists a dictatorship test with perfect completeness and soundness at most 2k+1
.
2k
I Theorem 1. Given a Boolean function f : {0, 1}n → {0, 1}, for every k of the form 2m − 1
for any m > 2, there is a k query dictatorship test with perfect completeness and soundness
2k+1
.
2k
Our theorem improves a result of Tamaki-Yoshida[25] which had a soundness of

2k+3
.
2k

I Remark. Tamaki-Yoshida [25] studied a k functions test where if a given set of k functions
are all the same dictator then the test accepts with probability 1. They use low degree cross
influence (Definition 2.4 in [25]) as a criteria to decide closeness to a dictator function. Our
whole analysis also goes through under the same setting as that of [25], but we stick to single
function version for a cleaner presentation.

1.1

Previous Work

The notion of Dictatorship Test was introduced by Bellare et al. [4] in the context of
Probabilistically Checkable Proofs and also studied by Parnas et al. [20]. As our focus is
on non-adpative test, for an adaptive k-bit dictatorship test, we refer interested readers to
[24, 10, 9, 6]. Throughout this section, we use k to denote the number of queries and  > 0
an arbitrary small constant.
Getting the soundness parameter for a specific values of k had been studied earlier. For
instance, for k = 3 Håstad [7] gave a 3-bit PCP with completeness 1 −  and soundness 1/2 + .
It was earlier shown by Zwick [27] that any 3-bit dictator test with perfect completeness must
have soundness at at least 5/8. For a 3-bit dictatorship test with perfect completeness, KhotSaket [13] acheived a soundness parameter 20/27 and they were also able to compose their
test with Label Cover towards getting 3-bit PCP with similar completeness and soundness
parameters. The dictatorship test of Khot-Saket [13] was later improved by O’DonnellWu [17] to the optimal value of 5/8. The dictatorship test of O’Donnell-Wu [17] was used in
O’Donnell-Wu [18] to get a conditional (based on Khot’s d-to-1 conjecture) 3-bit PCP with
perfect completeness and soundness 5/8 which was later made unconditional by Håstad [8].
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For a general k, Samorodensky-Trevisan
[23] constructed a k-bit PCP with imperfect com√
2 k
k
pleteness
and
soundness
2
/2
.
This
was
√improved later by Engebretsen and Holmerin [6]
√
to 2√ 2k /2k and by Håstad-Khot [9] to 24 k /2k with perfect completeness. To break the
2O( k) /2k Samorodensky-Trevisan [24] introduced the relaxed notion of soundness (based
on the low degree influences) and gave a dictatorship test (called Hypergraph dictatorship
test) with almost perfect completeness and soundness 2k/2k for every k and also (k + 1)/2k
for infinitely many k. They combined this test with Khot’s Unique Games Conjecture [12]
to get a conditional k-bit PCP with similar completeness and soundness guarantees. This
result was improved by Austrin-Mossel [3] and they achieved k + o(k)/2k soundness.
For any k-bit CSP for which there is an instance with an integrality gap of c/s for a certain
SDP, using a result of Raghavendra [21] one can get a dictatorship test with completeness
c −  and soundness s + . Getting the explicit values of c and s for a given value of k is
not clear from this result and also it cannot be used to get a dictatorship test with perfect
completeness. Similarly, using the characterization of strong approximation restance of Khot
et. al [14] one can get a dictatorship test but it also lacks peferct completeness. Recently,
Chan [5] significantly improved the parameters for a k-bit PCP which achieves soundness
2k/2k albeit losing perfect completeness. Later Huang [11] gave a k-bit PCP with perfect
1/3
completeness and soundness 2Õ(k ) /2k .
As noted earlier, the previously best known result for a k-bit dictatorship test with perfect
completeness is by Tamaki-Yoshida [25]. They gave a test with soundness 2k+3
for infinitely
2k
many k.

1.2

Proof Overview

Let f : {−1, +1}n → {−1, +1} be a given balanced Boolean function 1 . Any non-adaptive
k-query dictatorship test queries the function f at k locations and receives k bits which
are the function output on these queries inputs. The verifier then applies some predicate,
let’s call it P : {0, 1}k → {0, 1}, to the received bits and based on the outcome decides
whether the function is a dictator or far from it. Since we are interested in a test with
perfect completeness this puts some restriction on the set of k queried locations. If we denote
x1 , x2 , . . . , xk as the set of queried locations then the ith bit from (x1 , x2 , . . . , xk ) should
satisfy the predicate P. This is because, the test should always accept no matter which
dictator f is.
Let µ denotes a distribution on P −1 (1). One natural way to sample (x1 , x2 , . . . , xk ) such
that the test has a perfect completeness guarantee is for each coordinate i ∈ [n] independently
sample (x1 , x2 , . . . , xk )i from distribution µ. This is what we do in our dictatorship test for
a specific distribution µ supported on P −1 (1). It is now easy to see that the test accepts
with probability 1 of f is an ith dictator for any i ∈ [n].
Analyzing the soundness of a test is the main technical task. First note that the soundness
parameter of the test depends on P −1 (1) as it can be easily verified that if f is a random
function, which is far from any dictator function, then the test accepts with probability at
−1
least |P 2k(1)| . Thus, for a better soundness guarantee we want P to have as small support

1

Here we switch from 0/1 to +1/ − 1 for convenience. With this notation switch, balanced function
means E[f (x)] = 0
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as possible. The acceptance probability of the test is given by the following expression:
Pr[Test accepts f ] = E[P(f (x1 ), f (x2 ), · · · , f (xk ))]


−1
X
Y
|P (1)|
=
+ E
P̂(S)
f (xi )
2k
S⊆[k],S6=∅

i∈S

−1

Thus, in order to show that the test accepts with probability at most |P 2k(1)| +  it is
Q
enough to show that all the expectations ES := | E[ i∈S f (xi )]| are small if f is far from
any dictator function. Recall that at this point, we can have any predicate P on k bits which
the verifier uses. As we will see later, for the soundness analysis we need the predicate P to
satisfy certain properties.
For the rest of the section, assume that the given function f is such that the low degree
influence of every variable i ∈ [n] is very small constant τ . If f is a constant degree function
(independent of n) then the usual analysis goes by invoking invariance principle to claim that
the quantity ES does not change by much if we replace the distribution µ to a distribution
ξ over Gaussian random variable with the same first and second moments. An advantage
of moving to a Gaussian distribution is that if µ was a uniform and pairwise independent
distribution then so is ξ and using the fact that a pairwise independence implies a total
Q
independence in the Gaussian setting, we have ES ≈ | i∈S E[f (gi )]|. Since we assumed
that f was a balanced function we have E[f (gi )]| = 0 and hence we can say that the quantity
ES is very small.
There are two main things we need to take care in the above argument. 1) We assumed
that f is a low degree function and in general it may not be true. 2) The argument crucially
needed µ to satisfy pairwise independence condition and hence it puts some restriction on
the size of P −1 (1) (Ideally, we would like |P −1 (1)| to be as small as possible for a better
soundness guarantee). We take care of (1), as in the previous works [25, 17, 3] etc., by
requiring the distribution µ to have correlation bounded away from 1. This can be achieved
by making sure the support of µ is connected - for every coordinate i ∈ [k] there exists
a, b ∈ P −1 (1) which differ at the ith location. For such distribution, we can add independent
noise to each co-ordinate without changing the quantity ES by much. Adding independent
noise has the effect that it damps the higher order fourier coefficients of f and the function
behaves as a low degree function. We can now apply invariance principle to claim that
ES ≈ 0. This was the approach in [25] and they could find a distribution µ whose support
size is 2k + 3 which is connected and pairwise independent.
In order to get an improvement in the soundness guarantee, our main technical contribution
is that we can still get the overall soundness analysis to go through even if µ does not support
pairwise independence condition. To this end, we start with a distribution µ whose support
size is 2k + 1 and has the property that it is almost pairwise independent. Since we lack
pairwise independence, it introduces few obstacles in the above mentioned analysis. First, the
amount of noise we can add to each co-ordinate has some limitations. Second, because of the
limited amount of independent noise, we can no longer say that the function f behaves as a
low degree function after adding the noise. With the limited amount of noise, we can say that
f behaves as a low degree function as long as it does not have a large fourier mass in some
interval i.e the fourier mass corresponding to fˆ(T )2 such that |T | ∈ (s, S) for some constant
sized interval (s, S) independent of n. We handle this obstacle by designing a family of
distributions µ1 , µ2 , . . . , µr for large enough r such that the intervals that we cannot handle
for different µi ’s are disjoint. Also, each µi has the same support and is almost pairwise
independent. We then let our final test distribution as first selecting i ∈ [r] u.a.r and then
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doing the test with the corresponding distribution µi . Since the total fourier mass of a
−1/ + 1 function is bounded by 1 and f was fixed before running the test it is very unlikely
that f has a large fourier mass in the interval corresponding to the selected distribution µi .
Hence, we can conclude that for this overall distribution, f behaves as a low degree function.
We note that this approach of using family of distributions was used in [8] to construct a
3-bit PCP with perfect completeness. There it was used in the composition step.
To finish the soundness analysis, let f˜ be the low degree part of f . The argument in the
Q
previous paragraph concludes that ES ≈ | E[ i∈S f˜(xi )]|. As in the previous work, we can
Q
now apply invariance principle to claim that ES ≈ | E[ i∈S f˜(gi )]| where the ith coordinate
(g1 , g2 , . . . , gk )i is distributed according to ξ which is almost pairwise independent. We
can no longer bring the expectation inside as our distribution lacks independence. To our
rescue, we have that the degree of f˜ is bounded by some constant independent of n. We
then prove that low degree functions are robust w.r.t slight perturbation in the inputs on
Q
Q
average. This lets us conclude E[ i∈S f˜(gi )] ≈ E[ i∈S f˜(hi )] where (h1 , h2 , . . . , hk )i is
pairwise independent. We now use the property of independence of Gaussian distribution and
Q
Q
bring the expectation inside to conclude that ES ≈ | E[ i∈S f˜(hi )]| = | i∈S E[f˜(hi )]| = 0.

2

Organization

We start with some preliminaries in Section 3. In Section 4 we describe our dictatorship test.
Finally, in Section 5 we prove the analysis of the described dictatorship test.

3

Preliminaries

For a positive integer k, we will denote the set {1, 2, . . . , k} by [k]. For a distribution µ, let
µ⊗n denotes the n-wise product distribution.

3.1

Analysis of Boolean Function over Probability Spaces

For a function f : {0, 1}n → R, the Fourier decomposition of f is given by
X
Y
f (x) =
fb(T )χT (x) where χT (x) :=
(−1)xi and fb(T ) :=
E f (x)χT (x).
x∈{0,1}n

i∈T

T ⊆[n]

The Efron-Stein decomposition is a generalization of the Fourier decomposition to product
distributions of arbitrary probability spaces.
I Definition 2. Let (Ω, µ) be a probability space and (Ωn , µ⊗n ) be the corresponding product
space. For a function f : Ωn → R, the Efron-Stein decomposition of f with respect to the
product space is given by
X
f (x1 , · · · , xn ) =
fβ (x),
β⊆[n]
0

where fβ depends only on xi for i ∈ β and for all β 0 6⊇ β, a ∈ Ωβ , Ex∈µ⊗n [fβ (x) | xβ 0 = a] =
0.
Let kf kp := Ex∈µ⊗n [|f (x)|p ]1/p for 1 ≤ p < ∞ and kf k∞ := maxx∈Ω⊗n |f (x)| .
I Definition 3. For a multilinear polynomial f : Rn → R and any D ∈ [n] define
X
f ≤D :=
fˆ(T )χT
T ⊆[n],|T |≤D
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i.e. f ≤D is degree D part of f . Also define f >D := f − f ≤D .
I Definition 4. For i ∈ [n], the influence of the ith coordinate on f is defined as follows.
X
Varxi [f (x1 , · · · , xn )] =
kfβ k22 .
Inf i [f ] :=
E
x1 ,··· ,xi−1 ,xi+1 ,··· ,xn

β:i∈β

For an integer d, the degree d influence is defined as
X
kfβ k22 .
Inf ≤d
i [f ] :=
β:i∈β,|β|≤d

It is easy to see that for Boolean functions, the sum of all the degree d influences is at most
d. A dictator is a function which depends on one variable. Thus, the degree 1 influence
of any dictator function is 1 for some i ∈ [n]. We call a function far from any dictator if
for every i ∈ [n], the degree d influence is very small for some large d. This motivates the
following definition.
I Definition 5 ((d, τ )-quasirandom function). A multilinear function f : Rn → R is said to
be (d, τ )-quasirandom if for every i ∈ [n] it holds that
X
fˆ(S)2 ≤ τ
i∈S⊆[n],|S|≤d

We recall the Bonami-Beckner operator on Boolean functions.
I Definition 6. For γ ∈ [0, 1], the Bonami-Beckner operator T1−γ is a linear operator mapping
functions f : {0, 1}n → R to functions T1−γ f : {0, 1}n → R as T1−γ f (x) = Ey [f (y)] where
y is sampled by setting yi = xi with probability 1 − γ and yi to be uniformly random bit
with probability γ for each i ∈ [n] independently.
We have the following relation between the fourier decomposition of T1−γ f and f .
P
I Fact 7. T1−γ f = T ⊆[n] (1 − γ)|T | fˆ(T )χT .

4

Query efficient Dictatorship Test

We are now ready to describe our dictatorship test. The test queries a function at k locations
and based on the k bits received decides if the function is a dictator or far from it. The check
on the received k bits is based on a predicate with few accepting inputs which we describe
next.

4.1

The Predicate

Let k = 2m − 1 for some m > 2. Let the coordinates of the predicate is indexed by elements
of Fm
2 \ 0 =: {w1 , w2 , . . . , w2m −1 }. The Hadamard predicate Hk has following satisfying
assignments:
Hk = {x ∈ {0, 1}k |∃a ∈ Fm
2 \ 0 s.t ∀i ∈ [k], xi = a · wi }
We will identify the set of satisfying assignments in Hk with the variables h1 , h2 , . . . , hk .
Our final predicate Pk is the above predicate along with few more satisfying assignments.
More precisely, we add all the assignments which are at a hamming distance at most 1 from
0k i.e. Pk = Hk ∪ki=1 ei ∪ 0k .
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4.2

The Distribution Dk,

For 0 <  ≤ k12 , consider the following distribution Dk, on the set of satisfying assignments
of Pk where α := (k − 1).
Probabilities
1
1−α
1
1−α



1
k+1



Assignments

Dk, ← x1 x2 · · · · · · xk


− α ← 0 0 ······ 0

1
−
k+1


←











h1
h2
..
.

hk

1 0 ······




0
1 ······

←
..

1−α

.


0 0 ······

0
0
1,

1
1

where each hi gets a probability mass 1−α
( k+1
. The
− ) and each ei gets weight 1−α
reasoning behind choosing this distribution is as follows: An uniform distribution on Hk ∪ 0k
has a property that it is uniform on every single co-ordinate and also pairwise independent.
These two properties are very useful proving the soundness guarantee. One more property
which we require is that the distribution has to be connected. In order to achieve this, we
add k extra assignment {e1 , e2 , . . . , ek } and force the distribution to be supported on all
Hk ∪ki=1 ei ∪ 0k . Even though by adding extra assignments, we loose the pairwise independent
property we make sure that the final distribution is almost pairwise independent.
We now list down the properties of this distribution which we will use in analyzing the
dictatorship test. This is proved in Section B.

I Observation 8. The distribution Dk, above has the following properties:
1. Dk, is supported on Pk .
2. Marginal on every single coordinate is uniform.
3. For i 6= j, covariance of two variables xi , xj sampled form above distribution is:

Cov[xi , xj ] = − 2(1−α)
.
Qk
(i)
4. If we view Dk, as a joint distribution on space
where each X (i) = {0, 1}, then
i=1 X

Q
2

for all i ∈ [k], ρ X (i) , j∈[k]\{i} X (j) ; Dk, ≤ 1 − 2(1−α)
2 . (See Definition 14 for the
definition of ρ.)

4.3

Dictatorship Test

We will switch the notations from {0, 1} to {+1, −1} where we identify +1 as 0 and −1
as 1. Let f : {−1, +1}n → {−1, +1} be a given boolean function. We also assume that
f is folded i.e. for every x ∈ {−1, +1}n , f (x) = −f (−x). We think of Pk as a function
Pk : {−1, +1}k → {0, 1} such that Pk (z) = 1 iff z ∈ Pk . Consider the following dictatorship
test:
Test Tk,δ
1. Sample x1 , x2 , · · · , xk ∈ {−1, +1}n as follows:
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a. For each i ∈ [n], independently sample ((x1 )i , (x2 )i , · · · , (xk )i ) according to the
distribution Dk,δ .
2. Check if (f (x1 ), f (x2 ), · · · , f (xk )) ∈ Pk .
The final test distribution is basically the above test where the parameter δ is chosen from
an appropriate distribution. For a given k12 ≥  > 0, let err = /5
and define the following
2k

k
−

quantities : 0 =  and for j ≥ 0, j+1 = err · 2

k10
err3 j

.

0
Test Tk,

1.
2.
3.
4.


k 2
Set r = err
Select j from {1, 2, . . . , r} uniformly at random.
Set δ = j
Run test Tk,δ .

We would like to make a remark that this particular setting of j+1 is not very important.
For our analysis, we need a sequence of j ’s such that each subsequent j is sufficiently small
compared to j−1 .

5

Analysis of the Dictatorship Test

Notation:
We can view f : {−1, +1}n → {−1, +1} as a function over n-fold product set X1 ×X2 ×· · ·×Xn
where each Xi = {−1, +1}{i} . In the test distribution Tk,δ , we can think of xi sampled from
(i)
(i)
(i)
the product distribution on X1 × X2 × · · · × Xn . With these notations in hand, the overall
distribution on (x1 , x2 , · · · , xk ), from the test Tk,δ , is a n-fold product distribution from the
space
n
Y

k
Y

j=1

i=1

!
(i)
Xj

.

Qk
(i)
where we think of i=1 Xj as correlated space. We define the parameters for the sake of
notational convenience:
j
1. βj := 1−(k−1)
be the minimum probability of an atom in the distribution Dk,j .
j
k 1
2. sj+1 := log( err
) 2 and Sj = sj+1 for 0 ≤ j ≤ r.
j

3. αj := (k − 1)j for j ∈ [r],

5.1

Completeness

Completeness is trivial, if f is say ith dictator then the test will be checking the following
condition
((x1 )i , (x2 )i , · · · , (xk )i ) ∈ Pk
Using Observation 8(1), the distribution is supported on only strings in Pk . Therefore, the
test accepts with probability 1.
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5.2

Soundness

I Lemma 9. For every k12 ≥  > 0 there exists 0 < τ < 1, d ∈ N+ such that the following
0
holds: Suppose f is such that for all i ∈ [n], inf≤d
i (f ) ≤ τ , then the test Tk, accepts with
probability at most 2k+1
+ . (Note: One can take τ such that τ Ωk (err/10sr log(1/βr )) ≤ err and
2k
log(1/τ )
d = log(1/βr ) .)
Proof. The acceptance probability of the test is given by the following expression:
Pr[Test accepts f ] = E [Pk (f (x1 ), f (x2 ), · · · , f (xk ))]
0
Tk,

After expanding Pk in terms of its Fourier expansion, we get


X
Y
2k + 1
Pr[Test accepts f ] =
Pˆk (S)
f (xi )
+ E 
0
2k
Tk,
i∈S
S⊆[k],S6=∅
"
#
X
Y
2k + 1
=
+
Pˆk (S) E
f (xi )
0
2k
Tk,
i∈S
S⊆[k],S6=∅
"
#
X
Y
2k + 1
+
≤
f (xi )
E
2k
T0
S⊆[k],S6=∅ k, i∈S
"
#
Y
X
2k + 1
=
f (xi ) .
+
E0
2k
Tk,

(|Pˆk (S)| ≤ 1)

i∈S

S⊆[k],|S|≥2

In the last equality, we used the fact that each xi is distributed uniformly in {−1, +1}n
and hence when S = {i}, E[f (xi )] = fˆ(∅) = 0. Thus,
Q to prove
 the lemma it is enough
to show that for all S ⊆ [k] such that |S| ≥ 2, E
f
(x
)
≤ 2k . This follows from
i
i∈S
Lemma 10.
J
I Lemma 10. For any S ⊆ [k] such that |S| ≥ 2,


Y

E  E

j∈[r]

#

"

⊗n
Dk,
j

i∈S


f (xi )  ≤ k
2

The proof of this follows from the following Lemmas 11 , 12, 13.
I Lemma 11. For any j ∈ [r] and for any S ⊆ [k], |S| ≥ 2 such that S = {`1 , `2 , . . . , `t },
"
E
⊗n

Dk,

j

#
Y
`i ∈S

where γj =
1 < i ≤ t.

"

f (x`i ) − E
⊗n

err
ksj

Dk,

j

#
Y

≤dj,i

(T1−γj f )

(x`i )

≤ 2 · err + k

s

`i ∈S

and dj,i is a sequence given by dj,1 =

X

fˆ(T )2 .

sj ≤|T |≤Sj
2k2 ·sj
err

log

k
err



and dj,i = (dj,1 )i for

I Lemma 12. Let j ∈ [r] and νj be a distribution on jointly distributed standard Gaussian
variables with same covariance matrix as that of Dk,j . Then for any S ⊆ [k], |S| ≥ 2 such
that S = {`1 , `2 , . . . , `t },

A. Bhangale, S. Khot, and D. Thiruvenkatachari

#

"
Y

E

⊗n
Dk,

≤dj,i

(T1−γj f )

(x`i ) −

`i ∈S

j
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"

#
Y

E

(g1 ,g2 ,...,gk )∼νj⊗n

(T1−γj f )

≤dj,i

≤ err2

(gi )

`i ∈S

where dj,i from Lemma 11 and err2 = τ Ωk (γj / log(1/βj )) (Note: Ω(.) hides a constant depending
on k).
I Lemma 13. Let k ≥ 2 and S ⊆ [k] such that |S| ≥ 2 and let f : Rn → R be a multilinear
polynomial of degree D ≥ 1 such that kf k2 ≤ 1. If G be a joint distribution on k standard
gaussian random variable with a covariance matrix (1 + δ) I − δ J and H be a distribution
on k independent standard gaussian then it holds that
"
#
"
#
Y
Y
f (gi ) − E
f (hi ) ≤ δ · (2k)2kD
E
G ⊗n

H⊗n

i∈S

i∈S

Proofs of Lemma 11 , 12, 13 appear in Section A. We now prove Lemma 10 using the above
three claims.
Proof of Lemma 10: Let S = {`1 , `2 , . . . , `t }. We are interested in getting an upper bound
for the following expectation:


"
#
"
#
Y
Y
f (x`i )  ≤ E  E
f (x`i )  .
E  E
j∈[r]

⊗n
Dk,

j

j∈[r]

`i ∈S

⊗n
Dk,

`i ∈S

j

err
Let us look at the inner expectation first. Let γj = ks
and the sequence dj,i be from
j
Lemma 11. We can upper bound the inner expectation as follows:

"
E

#
Y

⊗n
Dk,
j

"
≤

f (x`i )

E

⊗n
Dk,
j

`i ∈S

#
Y

(T1−γj f )

≤dj,i

(x`i )

+ 2 · err + k

`i ∈S

s

X

fˆ(T )2

sj ≤|T |≤Sj

(by Lemma 11)
"
(by Lemma 12) ≤

Y

E

(g1 ,g2 ,...,gk )∼νj⊗n

2 · err + k

#
(T1−γj f )≤dj,i (gi )

+ err2 +

`i ∈S

s

X

fˆ(T )2 ,

(1)

sj ≤|T |≤Sj

where err2 = τ Ωk (γj / log(1/βj )) and νj has the same covariance matrix as Dk,j . If we let
2
δj = 1−αj j then using Observation 8(3), the covariance matrix is precisely (1 + δj ) I − δj J
(note that we switched from 0/1 to −1/ + 1 which changes the covaraince by a factor of 4).
Each of the functions (T1−γj f )≤dj,i has `2 norm upper bounded by 1 and degree at most
dj,t . We can now apply Lemma 13 to conclude that
"
E

(g1 ,g2 ,...,gk )∼νj⊗n

#
Y

`i ∈S

(T1−γj f )≤dj,i (gi )

"
≤

E
(h1 ,h2 ,...,hk )

#
Y

(T1−γj f )≤dj,i (hi )

+

`i ∈S

δj · (2k)2kdj,t ,

(2)
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where hi ’s are independent and each hi is distributed according to N (0, 1)n . Thus,
"
#
Y
Y 

≤dj,i
≤d
(hi ) =
(T1−γj f )
E
E (T1−γj f ) j,i (hi )
(h1 ,h2 ,...,hk )

`i ∈S

`i ∈S

hi



\
= (T1−γ
f )≤dj,i (∅)
j

t

= (fˆ(∅))t = 0,

(3)

where we used the fact that f is a folded function in the last step. Combining (1), (2) and
(3), we get
"
#
s X
Y


2kd
Ω (γ / log(1/β ))
f (x`i )

E

D ⊗n

k,j

≤ δj · (2k)

j,t

k

+ τ

j

j

fˆ(T )2

+ 2 · err + k

`i ∈S

(4)

sj ≤|T |≤Sj

We now upper bound the first term. For this, we use a very generous upper bounds
k5
1
dj,1 ≤ err
and δj ≤ 4j .
3 2
j−1

δj · (2k)2kdj,t ≤ 4j · (2k)2dj,k k

k
≤ j · 2



k10
err3 j−1

−

≤ err.

using j = err · 2



k10
err3 j−1

k !

The second term in (4) can also be upper bounded by err by choosing small enough τ .




max{ τ Ωk (γj / log(1/βj )) } ≤ τ Ωk (γr / log(1/βr )) ≤ err.
j

Finally, taking the outer expectation of (4), we get


"
#
s
Y
f (x`i )  ≤ 4 · err + k E 
E  E
j∈[r]

⊗n
Dk,

j

j∈r

`i ∈S

Using Cauchy-Schwartz inequality,


 v
u
s X
u
u
fˆ(T )2  ≤ t E 
E 
j∈[r]

sj <|T |<Sj

j∈[r]


X

fˆ(T )2  .

sj ≤|T |≤Sj


X

sj <|T |<Sj

1
fˆ(T )2  ≤ √ ,
r

where the last inequality uses the fact that the intervals (sj , Sj ) are disjoint for j ∈ [r] and
P
kf k22 = T fˆ(T )2 ≤ 1. The final bound we get is


"
#
"
#
Y
Y

k
f (x`i )  ≤ E  E
f (x`i )  ≤ 4 · err + √ ≤ 5.err ≤ k ,
E  E
⊗n
⊗n
2
r
j∈[r] D
j∈[r]
Dk,
k,
j

`i ∈S

as required.

j

`i ∈S

J
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A

Proofs of Lemma 11, 12 & 13

In this section, we provide proofs of three crucial lemmas which we used in proving the
soundness analysis of our dictatorship test. We start with some more preliminaries.

A.1

Correlated Spaces

Let Ω1 × Ω2 be two correlated spaces and µ denotes the joint distribution. Let µ1 and µ2
denote the marginal of µ on space Ω1 and Ω2 respectively. The correlated space ρ(Ω1 × Ω2 ; µ)
can be represented as a bipartite graph on (Ω1 , Ω2 ) where x ∈ Ω1 is connected to y ∈ Ω2
iff µ(x, y) > 0. We say that the correlated spaces is connected if this underlying graph is
connected.
We need a few definitions and lemmas related to correlated spaces defined by Mossel [15].
I Definition 14. Let (Ω1 × Ω2 , µ) be a finite correlated space, the correlation between Ω1
and Ω2 with respect to µ us defined as
ρ(Ω1 , Ω2 ; µ) :=

max

E

f :Ω1 →R,E[f ]=0,E[f 2 ]≤1 (x,y)∼µ
g:Ω2 →R,E[g]=0,E[g 2 ]≤1

[|f (x)g(y)|].

The following result (from [15]) provides a way to upper bound correlation of a correlated
spaces.
I Lemma 15. Let (Ω1 × Ω2 , µ) be a finite correlated space such that the probability of the
smallest atom in Ω1 × Ω2 is at least α > 0 and the correlated space is connected then
ρ(Ω1 , Ω2 ; µ) ≤ 1 − α2 /2
I Definition 16 (Markov Operator). Let (Ω1 × Ω2 , µ) be a finite correlated space, the Markov
operator, associated with this space, denoted by U , maps a function g : Ω2 → R to functions
U g : Ω1 → R by the following map:
(U g)(x) :=

E

[g(Y ) | X = x].

(X,Y )∼µ

A. Bhangale, S. Khot, and D. Thiruvenkatachari
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In the soundness analysis of our dictatorship test, we will need to understand the Efron-Stein
decomposition of U g in terms of the decomposition of g. The following proposition gives a
way to relate these two decompositions.
Qn
Qn
(1)
(2) Qn
I Proposition 17 ([15, Proposition 2.11]). Let ( i=1 Ωi × i=1 Ωi , i=1 µi ) be a product
Qn
(2)
correlated spaces. Let g : i=1 Ωi → R be a function and U be the Markov operator mapping
Qn
Qn
P
(2)
(1)
functions form space i=1 Ωi to the functions on space i=1 Ωi . If g = S⊆[n] gS and
P
U g = S⊆[n] (U g)S be the Efron-Stein decomposition of g and U g respectively then,
(U g)S = U (gS )
i.e. the Efron-Stein decomposition commutes with Markov operators.
Finally, the following proposition says that if the correlation between two spaces is bounded
away from 1 then higher order terms in the Efron-Stein decomposition of U g has a very
small `2 norm compared to the `2 norm of the corresponding higher order terms in the
Efron-Stein decomposition of g.
I Proposition 18 ([15, Proposition 2.12]). Assume the setting of Proposition 17 and further(1)
(2)
more assume that ρ(Ωi , Ωi ; µi ) ≤ ρ for all i ∈ [n], then for all g it holds that
kU (gS )k2 ≤ ρ|S| kgS k2 .

A.2

Hypercontractivity

I Definition 19. A random variable r is said to be (p, q, η)-hypercontractive if it satisfies
ka + ηrkq ≤ ka + rkp
for all a ∈ R.
We note down the hypercontractive parameters for Rademacher random variable (uniform
over ±1) and standard gaussian random variable.
I Theorem 20 ([26][19]). Let X denote
 either a uniformly random ±1 bit, a standard
1
one-dimensional Gaussian. Then X is 2, q, √q−1
-hypercontractive.
The following proposition says that the higher norm of a low degree function w.r.t
hypercontractive sequence of ensembles is bounded above by its second norm.
I Proposition 21 ([16]). Let x be a (2, q, η)-hypercontractive sequence of ensembles and Q
be a multilinear polynomial of degree d. Then
kQ(x)kq ≤ η −d kQ(x)k2

A.3

Invariance Principle

Let µ be any distribution on {−1, +1}k . Consider the following distribution on x1 , x2 , . . . , xk
∈ {−1, +1}n such that independently for each i ∈ [n], ((x1 )i , (x2 )i , . . . , (xk )i ) is sampled
from µ. We will denote this distribution as µ⊗n . We are interested in evaluation of a
multilinear polynomial f : Rn → R on (x1 , x2 , . . . , xk ) sampled as above.
Invariance principle shows the closeness between two different distributions w.r.t some
quantity of interest. We are now ready to state the version of the invariance principle from
[15] that we need.
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I Theorem 22 ([15]). For any α > 0,  > 0, k ∈ N+ there are d, τ > 0 such that the following
holds: Let µ be the distribution on {+1, −1}k satisfying
1. Ex∼µ [xi ] = 0 for every i ∈ [k]
2. µ(x) ≥ α for every x ∈ {−1, +1}k such that µ(x) 6= 0
Let ν be a distribution on standard jointly distributed Gaussian variables with the same
covariance matrix as distribution µ. Then, for every set of k (d, τ )-quasirandom multilinear
polynomials fi : Rn → R, and suppose Var[fi>d ] ≤ (1 − γ)2d for 0 < γ < 1 it holds that
"
E

(x1 ,x2 ,...,xk )∼µ⊗n

k
Y

"

fi (xi ) −

E

(g1 ,g2 ,...,gk )∼ν ⊗n

i=1

(Note: one can take d =
depending only on k.)

A.4

#

log(1/τ )
log(1/α)

k
Y

#
fi (gi )

≤

i=1

and τ such that  = τ Ω(γ/ log(1/α)) , where Ω(.) hides constant

Moving to a low degree function

The following lemma, at a very high level, says that if change f to its low degree noisy
version then the loss we incur in the expected quantity is small.
I Lemma 23 (Restatement of Lemma 11). For any j ∈ [r] and for any S ⊆ [k], |S| ≥ 2 such
that S = {`1 , `2 , . . . , `t },
"
E
⊗n

Dk,

j

#
Y
`i ∈S

where γj =
1 < i ≤ t.

"

f (x`i ) − E
⊗n
Dk,

err
ksj

j

#
Y

≤dj,i

(T1−γj f )

≤ 2 · err + k

(x`i )

s

`i ∈S

X

fˆ(T )2 .

sj ≤|T |≤Sj
2k2 ·sj
err

and dj,i is a sequence given by dj,1 =

log

k
err



and dj,i = (dj,1 )i for

Proof. The proof is presented in two parts. We first prove an upper bound on
#

"
Γ1 :=

Y

E

⊗n
Dk,

#
Y

f (x`i ) − E

⊗n
Dk,

`i ∈S

j

"
j

≤ err + k

(T1−γj f )(x`i )

s

`i ∈S

X

fˆ(T )2

(5)

sj ≤|T |≤Sj

and then an upper bound on
"
Γ2 :=

#
Y

E

⊗n
Dk,

#
Y

(T1−γj f )(x`i ) − E

⊗n
Dk,

`i ∈S

j

"
j

(T1−γj f )

≤dj,i

(x`i )

≤ err.

(6)

`i ∈S

Note that both these upper bounds are enough to prove the lemma.

Upper Bounding Γ1 : The following analysis is very similar to the one in [25], we reproduce
it here for the sake of completeness. The first upper bound is obtained by getting the upper
bound for the following, for every a ∈ [t].




Y
Y
Y
Y
Γ1,a := E 
f (x`i )
(T1−γj f )(x`i ) − E 
f (x`i )
(T1−γj f )(x`i )
(7)
⊗n
Dk,

j

i≥a

i<a

⊗n
Dk,

j

i>a

i≤a
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Γ1,a .

"
(7) =

#
Y
Y
f (x`a ) − T1−γj f (x`a )
f (x`i )
(T1−γj f )(x`i )

E

⊗n
Dk,

i>a

j

i<a

"
=

#


id − T1−γj f (x`a )

E

⊗n
Dk,

Y

f (x`i )

i>a

j

Y

(T1−γj f )(x`i )

i<a

"
=

#


E

⊗n
Dk,

U (id − T1−γj f )(x{`i :i∈[t]\{a}} )

Y

f (x`i )

i>a

j

Y

(T1−γj f )(x`i )

(8)

i<a

where U is the Markov operator for the correlated probability space which maps functions
Q
from the space X (`a ) to the space i∈[t]\{a} X (`i ) . We can look at the above expression as
Q
Q
a product of two functions, F = i>a f i<a (T1−γj f ) and G = U (id − T1−γj )f ). From
Q
Observation 8( 4), the correlation between spaces X (`a ) , i∈[t]\{a} X (`i ) is upper bounded
2

j
by 1 − 1−α
≤ 1 − 2j =: ρj . Taking the Efron-Stein decomposition with respect to
j
the product distribution, we have the following because of orthogonality of the Efron-Stein
decomposition,
(8) =

E [G × F ] =

⊗n
Dk,

j

X

E [GT × FT ]

⊗n
T ⊆[n] Dk,

j

(by Cauchy-Schwartz) ≤

sX
T ⊆[n]

kFT k22

sX

kGT k22

(9)

T ⊆[n]

⊗n
where the norms are with respect to Dk,
’s marginal distribution on the product distribution
j
qP
Q
(`i )
2
. By orthogonality, the quantity
i∈[t]\{a} X
T ⊆[n] kFT k2 is just kF k2 . As F is

product of function whose range is [−1, +1], rane of F is also [−1, +1] and hence kF k2 is at
most 1. Therefore,
sX
(9) ≤
kGT k22
(10)
T ⊆[n]

We have GT = (U G0 )T , where G0 = (id − T1−γj )f . In G0T , the Efron-Stein decomposition
⊗n
is with respect to the marginal distribution of Dk,
on X (`a ) , which is just uniform (by Obj
servation 8(2)). Using Proposition 17, we have GT = U G0T = U (id − T1−γj )fT . Substituting
in (10), we get
sX
(10) =
kU (if − T1−γj )fT )k22
(11)
T ⊆[n]

We also have that the correlation is upper bounded by ρj . We can therefore apply
Proposition 18, and conclude that for each T ⊆ [n],
|T |

kU (id − T1−γj )fT k2 ≤ ρj k(id − T1−γj )fT k2
where the norm on the right is with respect to the uniform distribution. Observe that
k(id − T1−γj )fT k22 = (1 − (1 − γj )|T | )2 fˆ(T )2
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Substituting back into (11), we get
vX
u
2|T |
(11) ≤ u
ρj (1 − (1 − γj )|T | )2 fˆ(T )2
t
{z
}
|
T ⊆[n]

(12)

Term(j ,γj ,T )

We will now break the above summation into three different parts and bound each part
separately.
X
X
Θ1 :=
Term(j , γj , T )
Θ2 :=
Term(j , γj , T )
T ⊆[n],
|T |≤sj

Θ3 :=

X

T ⊆[n],
sj <|T |<Sj

Term(j , γj , T )

T ⊆[n],
|T |≥Sj

Upper bounding Θ1 :
X 2|T |
X
Term(j , γj , T ) =
ρj (1 − (1 − γj )|T | )2 fˆ(T )2
Θ1 =
T ⊆[n],
|T |≤sj

T ⊆[n],
|T |≤sj

≤

X

(1 − (1 − γj )|T | )2 fˆ(T )2 .

T ⊆[n],
|T |≤sj

For every |T | ≤ sj we have 1 − (1 − γj )|T | ≤ err1 /k. Thus,
 err 2 X
1
Θ1 ≤
fˆ(T )2 .
k
T ⊆[n],
|T |≤sj

Upper bounding Θ3 :
X
X 2|T |
X 2|T |
Θ3 =
Term(j , γj , T ) =
ρj (1 − (1 − γj )|T | )2 fˆ(T )2 ≤
ρj fˆ(T )2 .
T ⊆[n],
|T |≥Sj

T ⊆[n],
|T |≥Sj

T ⊆[n],
|T |≥Sj

|T |

For every |T | ≥ Sj we have ρj ≤ (1 − 2j )|T | ≤ err1 /k. Thus,
 err 2 X
1
fˆ(T )2 .
Θ3 ≤
k
T ⊆[n],
|T |≥Sj

Substituting these upper bounds in (12),
v
u err 2
X
1
Γ1,a ≤ u
fˆ(T )2 +
u
t k
T ⊆[n],
|T |≤sj or|T |≥Sj

v
u

u err1 2
≤t
+
k
≤

err1
+
k

s

X

X

fˆ(T )2

T ⊆[n],
sj <|T |<Sj

fˆ(T )2

(since

P

T

fˆ(T )2 ≤ 1)

sj <|T |<Sj

X

fˆ(T )2 .

(using concavity)

sj <|T |<Sj

The required upper bound on Γ1 follows by using Γ1 ≤

P

a∈[t]

Γ1,a and the above bound.
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Upper Bounding Γ2 : We will now show an upper bound on Γ2 . The approach is similar
to the previous case, we upper bound the following quantity for every a ∈ [t]

Γ2,a :=

E 

⊗n
Dk,


Y

(T1−γj f )(x`i )

(T1−γj f ≤dj,i )(x`i )

i<a

i≥a

j

Y


− E 
⊗n
Dk,

j


Y

(T1−γj f )(x`i )

i>a

Y

(T1−γj f ≤dj,i )(x`i )

i≤a

"
=

T1−γj f (x`a ) − T1−γj f

E

⊗n
Dk,

≤dj,a

#
Y
Y
≤dj,i
(x`a )
T1−γj f (x`i )
(T1−γj f
)(x`i )
i>a

j

i<a

"
=

#
T1−γj f

E

⊗n
Dk,

>dj,a

(x`a )

Y

T1−γj f (x`i )

i>a

j

Y

(T1−γj f

≤dj,i

)(x`i )

(13)

i<a

By using Holder’s inequality we can upper bound (13) as:
(13) ≤ kT1−γj f >dj,a k2

Y

kT1−γj f k2(t−1)

i>a

Y

kT1−γj f ≤dj,i k2(t−1) ,

(14)

i<a

where each norm is w.r.t the uniform distribution as marginal of each x`i is uniform in
{+1, −1}n . Now, kT1−γj f k2(t−1) ≤ 1 as the range if T1−γj f is in [−1, +1]. To upper bound
kT1−γj f ≤dj,i k2(t−1) , we use Proposition 21 and using the fact that {−1, +1} uniform random
√
variable is (2, q, 1/ q − 1) hypercontractive (Theorem 20) to get
kT1−γj f ≤dj,i k2(t−1) ≤ (2t − 3)dj,i kT1−γj f ≤dj,i k2 ≤ (2t)dj,i .
Plugging this in (14), we get
(14) ≤ kT1−γj f >dj,a k2

Y

(2t)dj,i ≤ (1 − γj )dj,a ·

i<a

≤e
≤e

−γj dj,a

· (2k)

err
·dj,a
− ks
j

Y

(2t)dj,i

i<a

k·dj,a−1

· (2k)k·dj,a−1

(15)

Now,
dj,1 · dj,a−1 = dj,a

2k · sj
k
log
· dj,a−1 = dj,a
err
err
 
 
k 2 · sj
k
k 2 · sj
k
log
+
log
· dj,a−1 ≤ dj,a
err
err
err
err
 
k · sj
k
k 2 · sj
log
+
· log(2k) · dj,a−1 ≤ dj,a
err
err
err

  
k · sj
k
· log
+ k · dj,a−1 log(2k) = dj,a
err
err


k · sj
k
· log
(2k)k·dj,a−1 = dj,a
err
err
2
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This implies



k
err
(2k)k·dj,a−1 =
· dj,a
err
ksj
err
k
·dj,a
=⇒
(2k)k·dj,a−1 = e ksj
err
err
− err ·dj,a
.
=⇒ e ksj
· (2k)k·dj,a−1 =
k
log

Thus from (15), we have Γ2,a ≤
P
Γ2 ≤ a∈[t] Γ2,a ≤ err.

A.5

err
k .

To conclude the proof, by triangle inequality we have
J

Moving to the Gaussian setting

We are now in the setting of low degree polynomials because of Lemma 11. The following
lemma let us switch from our test distribution to a Gaussian distribution with the same first
two moments.
I Lemma 24 (Restatement of Lemma 12). Let j ∈ [r] and νj be a distribution on jointly
distributed standard Gaussian variables with same covariance matrix as that of Dk,j . Then
for any S ⊆ [k], |S| ≥ 2 such that S = {`1 , `2 , . . . , `t },
"

#
Y

E

⊗n
Dk,

j

≤dj,i

(T1−γj f )

"

(x`i ) −

`i ∈S

E

(g1 ,g2 ,...,gk )∼νj⊗n

#
Y

(T1−γj f )

≤dj,i

(gi )

≤ err2

`i ∈S

where dj,i from Lemma 11 and err2 = τ Ωk (γj / log(1/βj )) (Note: Ω(.) hides a constant depending
on k).
Proof. Using the definition of (d, τ )-quasirandom function and Fact 7, if f is (d, τ )- quasirandom then so is T1−γ f for any 0 ≤ γ ≤ 1. Also, T1−γ f satisfies
X
X
(1 − γ)2|T | fˆ(T )2 ≤ (1 − γ)2d ·
Var[T1−γ f >d ] =
fˆ(T )2 ≤ (1 − γ)2d .
T ⊆[n]
|T |>d

T ⊆[n]
|T |>d

The lemma follows from a direct application of Theorem 22.

A.6

J

Making Gaussian variables independent

Our final lemma allows us to make the Gaussian variables independent. Here we crucially
need the property that the polynomials we are dealing with are low degree polynomials.
Before proving Lemma 13, we need the following lemma which says that low degree functions
are robust to small perturbations in the input on average.
I Lemma 25. Let f : Rn → R be a multilinear polynomial of degree d such that kf k2 ≤ 1
suppose x, z ∼ N (0, 1)n be n-dimensional standard gaussian vectors such that E[xi zi ] ≥ 1 − δ
for all i ∈ [n]. Then
2
E[(f (x) − f (z)) ] ≤ 2δd.

Proof. For T ⊆ [n], we have
Y
Y
(1 − δ) ≥ (1 − δ)|T |
E[χT (x)χT (z)] =
E[xi zi ] ≥
i∈T

i∈T
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We now bound the following expression,
2
2
2
E[(f (x) − f (z)) ] = E[f (x) + f (z) − 2f (x)z(x)]
X
=
fˆ(T )2 (2 − 2 E[χT (x)χT (z)])
T ⊆[n],|T |≤d

X

≤2·

fˆ(T )2 (1 − (1 − δ)|T | )

T ⊆[n],|T |≤d

X

≤2·

fˆ(T )2 δ|T |

T ⊆[n],|T |≤d

X

≤ 2δd ·

fˆ(T )2 ≤ 2δd,

T ⊆[n],|T |≤d

where the last inequality uses kf k2 ≤ 1.

J

We are now ready to prove Lemma 13.
I Lemma 26 (Restatement of Lemma 13). Let k ≥ 2 and 2 ≤ t ≤ k and let f : Rn → R be
a multilinear polynomial of degree D ≥ 1 such that kf k2 ≤ 1. If G be a joint distribution
on k standard gaussian random variable with covariance matrix (1 + δ) I − δ J and H be a
distribution on k independent standard gaussian then it holds that




Y
Y
f (gi ) − E 
f (hi ) ≤ δ · (2k)2Dk .
E 
G ⊗n

H⊗n

i∈[t]

i∈[t]

Proof. Let Σ = (1 + δ) I − δ J be the covariance matrix. Let M = (1 − δ 0 )((1 + β) I − β J)
be a matrix such that M2 = Σ. There are multiple M which satisfy M2 = Σ. We chose
the M stated above to make the analysis simpler. From the way we chose M and using
the condition M2 = Σ, it is easy to observe that β and δ 0 should satisfy the following two
conditions:
1 − δ0 = p

1
1 + (k − 1)β 2

and

(k − 2)β 2 − 2β
= −δ.
1 + (k − 1)β 2

Since H is a distribution of k independent standard gaussians, we can generate a sample x ∼ G
by sampling y ∼ H and setting x = My. In what follows, we stick to the following notation:
(h1 , h2 , . . . , hk ) ∼ H⊗n and (g1 , g2 , . . . , gk )j = M(h1 , h2 , . . . , hk )j for each j ∈ [n].
Because of the way we chose to generate gi0 s, we have for all i ∈ [k] and j ∈ [n],
E[(gi )j (hi )j ] = 1 − δ 0 ≥ 1 − kβ 2 . To get an upper bound on β, notice that β is a root of
the quadratic equation (k + δk − δ − 2)β 2 − 2β + δ = 0. Let k 0 = (k + δk − δ − 2), if β1 , β2
are the roots of the equation then they satisfy: k 0 β1 + k 0 β2 = 2 and (k 0 β1 )(k 0 β2 ) = δk 0 and
β1 , β2 > 0. Thus, we have min{k 0 β1 , k 0 β2 } ≤ δk 0 and hence, we can take β such that β ≤ δ.
We wish to upper bound the following expression:

Γ :=

E 

H⊗n


Y

i∈[t]

f (gi ) −

Y

f (hi ) .

i∈[t]

Define the following quantity


i−1
t
i
t
Y
Y
Y
Y
Γi := E 
f (hj )
f (gj ) −
f (hj )
f (gj ) .
H⊗n

j=1

j=i

j=1

j=i+1
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P

By triangle inequality, we have Γ ≤
a given i ∈ [t].

Γi =

E 

H⊗n

i−1
Y

f (hj )

j=1

t
Y

f (gj ) −

j=i


=

E (f (gi ) − f (hi )) ·

H⊗n

≤

r

i∈[t]

i
Y

Γi . We now proceed with upper bounding Γi for

f (hj )

j=1
i−1
Y

f (hj )

j=1

E [(f (gi ) − f (hi ))2 ] ·

H⊗n

i−1
Y
j=1

t
Y


f (gj )

j=i+1
t
Y


f (gj )

j=i+1
1

2(t−1) 2(t−1)
]
E [f (hj )

H⊗n

t
Y
j=i+1

1

2(t−1) 2(t−1)
,
]
E [f (gj )

H⊗n

where the last step uses Holder’s Inequality. Now, the marginal distribution on each hj and
gj is identical which is N (0, 1)n , we have
Γi ≤
≤

r

[(f (gi ) − f (hi ))2 ] ·
E
⊗n

H

r

i−1
Y

t
Y

kf k2(t−1)

j=1

kf k2(t−1)

j=i+1

t−1
E [(f (gi ) − f (hi ))2 ] · (kf k2(t−1) )

H⊗n

√
Since a standard one dimensional Gaussian is (2, q, 1/ q − 1)-hypercontractive (Theorem 20),
√
√
from Proposition 21 , kf k2(t−1) ≤ ( 2t − 3)D kf k2 ≤ ( 2t − 3)D < (2t)D/2 . Thus,
Γi ≤ (2t)D(t−1)/2 ·

r

E [(f (gi ) − f (hi ))2 ]

H⊗n

Now, each gi , hi are such that such that E[(gi )j · (hi )j ] = 1 − δ 0 ≥ 1 − kδ 2 for every j ∈ [n].
We can apply Lemma 25 to get EH⊗n [(f (gi ) − f (hi ))2 ] ≤ 2kδ 2 D. Hence, we can safely upper
bound Γi as
Γi ≤ (2t)D(t−1)/2 · 2kδD.
Therefore, Γ ≤
as required.

B

P

i

Γi ≤ t · (2t)D(t−1)/2 · 2kδD which is at most 2k 2 δD · (2k)Dk/2 ≤ δ · (2k)2Dk
J

Proof of Observation 8

I Observation 27. (Restatement of Observation 8) The distribution Dk, above has the
following properties:
1. Dk, is supported on Pk .
2. Marginal on every single coordinate is uniform.
3. For i 6= j, covariance of two variables xi , xj sampled form above distribution is:
Cov[xi , xj ] = −


.
2(1 − α)

Qk
(i)
4. If we view Dk, as a joint distribution on space
where each X (i) = {0, 1}, then
i=1 X

Q
2

for all i ∈ [k], ρ X (i) , j∈[k]\{i} X (j) ; Dk, ≤ 1 − 2(1−α)
2 . (See Definition 14 for the
definition of ρ.)
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Proof. We prove each of the observations about the distribution. The first property is
straight-forward. To prove (2), we compute E[xi ] as follows.


1
1
1

− · +
E[xi ] = (k + 1) ·
1−α k+1
2 1−α
1 − (k + 1) + 2
=
2(1 − α)
1
=
2
Consider the quantity E [xi xj ]. If x is sampled from 0’s or ei ’s, the value is 0. Moreover,
Dk,

we know that if it is sampled uniformly from Hk ∪0k , it is 1/4 because of pairwise independence
and the above fact. Therefore, we can write


1
1
1
−
E [xi xj ] = (k + 1)
1
−
α
k
+
1
4
Dk,
We know that E [xi ] = E [xj ] = 1/2. Therefore,
Dk,

Dk,

Cov[xi , xj ] = E [xi xj ] − E [xi ] E [xj ]
Dk,

Dk,

Dk,

(k + 1)
1
1
−
−
4(1 − α) 4(1 − α) 4
−
=
2(1 − α)
=



Q
To prove the last item, we first show that the bi-partite graph G X (i) , j∈[k]\{i} X (j) , E
Q
where (a, b) ∈ X (i) × j∈[k]\{i} X (j) is an edge iff Pr(a, b) > 0, is connected. To see that
the graph is connected, note that for both 0 and 1 on the left hand side, 0k−1 is a neighbor
on the right hand side as the distribution’s support includes ei for all i, and 0k . From the

distribution, we see that the smallest atom is at least 1−α
, since  ≤ 1/k 2 . We now use
Lemma 15 to get the required result.
J
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1

Introduction

Context. A well-structured transition system (WSTS) is an infinite well-quasi-ordered set
of states equipped with transition relations satisfying one of various possible monotonicity
properties. WSTS were introduced in [16] for the purpose of capturing properties common to
a wide range of formal models used in verification. Since their inception, much of the work
on WSTS has been dedicated to identifying generic classes of WSTS for which verification
problems are decidable. Such problems include termination, boundedness [16, 17, 21] and
coverability [1, 2, 6, 7]. In general, verifying safety and liveness properties corresponds
respectively to deciding the coverability and the repeated control-state reachability problems.
Coverability can be decided for WSTS by two different algorithms: the backward algorithm [1,
2] and by combining two forward semi-procedures, one of which enumerates all downwardsclosed invariants [25, 6, 7]. Repeated control-state reachability is undecidable for general
WSTS, but decidable for Petri nets by use of the Karp-Miller coverability tree [29] and the
detection of positive sequences. That technique fails on well-structured extensions of Petri

∗
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nets: generating the Karp-Miller tree does not always terminate on ν-Petri nets [36], on reset
Petri nets [11], on transfer Petri nets, on broadcast protocols, and on the depth-bounded
π-calculus [28, 35, 41] which can simulate reset Petri nets. This is perhaps why little research
has been conducted on coverability tree algorithms and model checking of liveness properties
for general WSTS. Nonetheless, some recent Petri nets extensions, e.g. ω-Petri nets [24] and
unordered data Petri nets [27], benefit from algorithms in the style of Karp and Miller. Hence,
there is hope of finding a general framework of WSTS with Karp-Miller-like algorithms.
The Karp-Miller coverability procedure. In 1967, Karp and Miller [29] proposed what
is now known as the Karp-Miller coverability tree algorithm, which computes a finite
representation (the clover) of the downward closure (the cover) of the reachability set of a
Petri net. In 1978, Valk extended the Karp-Miller algorithm to post-self-modifiying nets [38],
a strict extension of Petri nets. In 1987, the second author proposed a generalization of the
Karp-Miller algorithm that applies to a class of finitely branching WSTS with strong-strict
monotonicity, and having a WSTS completion in which least upper bounds replace the
original Petri nets ω-accelerations [16, 17]. In 2004, Finkel, McKenzie and Picaronny [20]
applied the framework of [17] to the construction of Karp-Miller trees for strongly increasing
ω-recursive nets, a class generalizing post-self-modifiying nets. In 2005, Verma and the third
author [40] showed that the construction of Karp-Miller trees can be extended to branching
vector addition systems with states. In 2009, the second and the third authors [19] proposed
a non-terminating procedure that computes the clover of any complete WSTS; this procedure
terminates exactly on so-called cover-flattable systems. Recently, this framework has been
used for defining computable accelerations in non-terminating Karp-Miller algorithms for
both the depth-bounded π-calculus [28] and for ν-Petri nets; terminating Karp-Miller trees
are obtained for strict subclasses.
Model checking WSTS. In 1994, Esparza [14] showed that model checking the linear
time µ-calculus is decidable for Petri nets by using both the Karp-Miller algorithm and a
decidability result due to Valk and Jantzen [39] on infinite T -continual sequences in Petri
nets. LTL is undecidable for Petri net extensions such as lossy channel systems [3] and lossy
counter machines [37]. In 1998, Emerson and Namjoshi [12] studied the model checking of
liveness properties for complete WSTS, but their procedure is not guaranteed to terminate.
In 2004, Kouzmin, Shilov and Sokolov [30] gave a generic computability result for a fragment
of the µ-calculus; in 2006 and 2013, Bertrand and Schnoebelen [4, 5] studied fixed points in
well-structured regular model checking; both [30] and [5] are concerned with formulas with
upwards-closed atomic propositions, and do not subsume LTL. In 2011, Chambart, Finkel
and Schmitz [9, 10] showed that LTL is decidable for the recursive class of trace-bounded
complete WSTS; a class which does not contain all Petri nets.
Our contributions.
We define very-well-structured transition systems (very-WSTS); a class defined in terms of
WSTS completions, and which encompasses models such as Petri nets, ω-Petri nets, postself-modifying nets and strongly increasing ω-recursive nets. We show that coverability
sets of very-WSTS are computable as finite sets of ideals.
The general clover algorithm of [19], based on the ideal completion studied in [18], does
not necessarily terminate and uses an abstract acceleration enumeration. We give an
algorithm, the Ideal Karp-Miller algorithm, which organizes accelerations within a tree.
We show that this algorithm terminates under natural order-theoretic and effectiveness
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conditions, which we make explicit. This allows us to unify various versions of Karp-Miller
algorithms in particular particular classes of WSTS.
We identify the crucial notion of acceleration level of an ideal, and relate it to ordinal
ranks of sets of reachable states in the completion. We show, notably, that termination is
equivalent to the rank being strictly smaller than ω 2 . This classifies WSTS into those
with high rank (the bad ones), among which those whose sets of states consist of words
(e.g., lossy channel systems) or multisets; and those with low rank (the good ones), among
which Petri nets and post-self-modifying nets.
We show that the downward closure of the trace language of a very-WSTS is computable,
again as a finite union of ideals. This shows that downward traces inclusion is decidable
for very-WSTS.
Finally, we prove the decidability of model checking liveness properties for very-WSTS
under some effectiveness hypotheses.
Differences between very-WSTS and WSTS of [17]. The class of WSTS of [17, Def. 4.17]
is reminiscent of very-WSTS. It requires WSTS to be finitely branching and strictly monotone,
whereas our definition allows infinite branching and requires the completion to be strictly
monotone. Moreover, [17, Thm. 4.18], which claims that its Karp-Miller procedure terminates,
is incorrect since it does not terminate on transfer Petri nets and broadcast protocols [15],
which are finitely branching and strictly monotone WSTS. Finally, some assumptions required
to make the Karp-Miller procedure of [17] effective are missing.
Due to space constraints, some proofs are deferred to an extended version of this paper
freely available online under the same title.

2

Preliminaries

We write ⊆ for set inclusion and ⊂ for strict set inclusion. A relation ≤ ⊆ X × X over a set X
is a quasi-ordering if it is reflexive and transitive, and a partial ordering if it is antisymmetric
as well. It is well-founded if it has no infinite descending chain. A quasi-ordering ≤ is a
well-quasi-ordering (resp. well partial order), wqo (resp. wpo) for short, if for every infinite
sequence x0 , x1 , · · · ∈ X, there exist i < j such that xi ≤ xj . This is strictly stronger than
being well-founded.
One example of well-quasi-ordering is the componentwise ordering of tuples over N. More
formally, Nd is well-quasi-ordered by ≤ where, for every x, y ∈ Nd , x ≤ y if and only if
def
x(i) ≤ y(i) for every i ∈ [d]. We extend N to Nω = N ∪ {ω} where n ≤ ω for every n ∈ Nω .
Ndω ordered componentwise is also well-quasi-ordered. Let Σ be a finite alphabet. We denote
the set of finite words and infinite words over Σ respectively by Σ∗ and Σω . For every
u, v ∈ Σ∗ , we write u  v if u is a subword of v, i.e. u can be obtained from v by removing
zero, one or multiple letters. Σ∗ is well-quasi-ordered by .
Σ

Transition systems. A (labeled and ordered) transition system is a triple S = (X, −
→, ≤) such
a
that X is a set, Σ is a finite alphabet, −
→ ⊆ X × X for every a ∈ Σ, and ≤ is a quasi-ordering
a
on X. Elements of X are called the states of S, each −
→ is a transition relation of S, and ≤ is
the ordering of S. A class C of transition systems is any set of transition systems. We extend
ε
wa
transition relations to sequences over Σ, i.e. for every x, y ∈ X, x −
→ x, and x −−→ y if there
w
a
∗
+
exists x0 ∈ X such that x −
→ x0 −
→ y. We write x −
→ y (resp. x −
→ y) if there exists w ∈ Σ∗
w
(resp. w ∈ Σ+ ) such that x −
→ y. The finite and infinite traces of a transition system S from
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def

w

a state x ∈ X are respectively defined as TracesS (x) = {w ∈ Σ∗ : x −
→ y for some y ∈ X}
def
w1
w2
and ω-TracesS (x) = {w ∈ Σω : x −−→
x1 −−→
· · · for some x1 , x2 , . . . ∈ X}.
We define the immediate successors and immediate predecessors of a state x under
def
def
w
some sequence w ∈ Σ∗ as PostS (x, w) = {y ∈ X : x −
→ y} and PreS (x, w) = {y ∈ X :
def
w
∗
y −
→ x}. The successors and predecessors of x ∈ X are Post∗S (x) = {y ∈ X : x −
→ y}
def
∗
and Pre∗S (x) = {y ∈ X : y −
→ x}. These notations are naturally extended to sets, e.g.
def
PostS (A, w) = {PostS (x, w) : x ∈ A}. We say that S is deterministic if |PostS (x, a) | ≤ 1
for every x ∈ X and a ∈ Σ. When S is deterministic, each a ∈ Σ induces a partial function
ta : X → X such that ta (x) = y for each x ∈ X such that PostS (x, a) = {y}. For readability,
we simply write a for ta , i.e. a(x) = ta (x). For every w ∈ Σ∗ , we write w(x) for PostS (x, w)
if PostS (x, w) 6= ∅.
Σ

Well-structured transition systems. A (labeled and ordered) transition system S = (X, −
→
, ≤) is a well-structured transition system (WSTS) if ≤ is a well-quasi-ordering and S is
a
monotone, i.e. for all x, x0 , y ∈ X and a ∈ Σ such that x −
→ y and x0 ≥ x, there exists y 0 ∈ X
∗
such that x0 −
→ y 0 and y 0 ≥ y. Many other types of monotonicities were defined in the
literature (see [21]), but, for our purposes, we only need to introduce strong monotonicities.
a
We say that S has strong monotonicity if for all x, x0 , y ∈ X and a ∈ Σ, x −
→ y and x0 ≥ x
a
implies x0 −
→ y 0 for some y 0 ≥ y. We say that S has strong-strict monotonicity 1 if it has
a
a
strong monotonicity and for all x, x0 , y ∈ X and a ∈ Σ, x −
→ y and x0 > x implies x0 −
→ y0
0
for some y > y.
Verification problems. We say that a target state y ∈ X is coverable from an initial state
∗
x ∈ X if there exists z ≥ y such that x −
→ z and z ≥ y. The coverability problem asks
whether a target state y is coverable from an initial state x. The repeated coverability problem
asks whether a target state y is coverable infinitely often from an initial state x; i.e. whether
∗
+
+
there exist z0 , z1 , · · · ∈ X such that x −
→ z0 −
→ z1 −
→ · · · and zi ≥ y for every i ∈ N.

3

An investigation of the Karp-Miller algorithm

In order to present our Karp-Miller algorithm for WSTS, we first highlight the key components
of the Karp-Miller algorithm for vector addition systems. A d-dimensional vector addition
T
system (d-VAS) is a WSTS V = (Nd , −
→, ≤) induced by a finite set T ⊆ Zd and the rules:
t

def

x→
− y ⇐⇒ y = x + t, for all x, y ∈ Nd , t ∈ T.
Vector addition systems are deterministic and have strong-strict monotonicity. Given a
d-VAS and a vector xinit ∈ Nd , the Karp-Miller algorithm initializes a rooted tree whose root
is labeled by xinit . For every t ∈ T such that x + t ≥ 0, a child labeled by x + t is added to
the root. This process is repeated successively to the new nodes. If a newly added node c : x
has an ancestor c0 : x0 such x = x0 , then it is not explored furthermore. If a newly added
node c : x has an ancestor c0 : x0 such x > x0 , then c is relabeled by the vector y ∈ Ndω such
def
def
that y(i) = x(i) if x(i) = x0 (i) and y(i) = ω if x(i) > x0 (i). The latter operation is called
an acceleration of c.

1

Strong-strict monotonicity should not be confused with strong and strict monotonicities. Here strongness
and strictness have to hold at the same time.
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A vector xtgt is coverable from xinit if and only if the resulting tree T contains a node
c : x such that x ≥ xtgt . Similarly, xtgt is repeatedly coverable from xinit if and only if T
contains a node c : x that has an ancestor that was accelerated, and such that x ≥ xtgt .

3.1

Ideals and completions

One feature of the Karp-Miller algorithm is that it works over Ndω instead of Nd . Intuitively,
Σ
vectors containing some ω correspond to “limit” elements. For a generic WSTS S = (X, −
→,
≤), a similar extension of X is not obvious. Let us present one, called the completion of S in
[19]. Instead of operating over X, the completion of S operates over the so-called ideals of
X. In particular, the ideals of Nd are isomorphic to Ndω .
Let X be a set quasi-ordered by ≤. The downward closure of D ⊆ X is defined as
def
↓ D = {x ∈ X : x ≤ y for some y ∈ D}. A subset D ⊆ X is downwards-closed if D = ↓ D.
An ideal is a downwards-closed subset I ⊆ X that is additionally directed: I is non-empty
and for all x, y ∈ I, there exists z ∈ I such that x ≤ z and y ≤ z (equivalently, every finite
subset of I has an upper bound in I). We denote the set of ideals of X by Idl(X), i.e.
def
Idl(X) = {D ⊆ X : D = ↓ D and D is directed}.
It is known that Idl(Nd ) = {A1 × · · · × Ad : A1 , . . . , Ad ∈ {↓ n : n ∈ N} ∪ {N}} . Therefore, every ideal of Nd is naturally represented by some vector of Ndω , and vice versa.
We write ω-rep(I) for this representation, for every I ∈ Idl(Nd ). For example, the ideal
I = N × ↓ 8 × ↓ 3 × N is represented by ω-rep(I) = (ω, 8, 3, ω).
Downwards-closed subsets can often be represented by finitely many ideals:
I Theorem 1 ([13, 8, 33, 34, 23, 31]). Let X be a well-quasi-ordered set. For every downwardsclosed subset D ⊆ X, there exist I1 , I2 , . . . , In ∈ Idl(X) s.t. D = I1 ∪ I2 ∪ · · · ∪ In .
This theorem gives rise to a canonical decomposition of downwards-closed sets. The
ideal decomposition of a downwards-closed subset D ⊆ X is the set of maximal ideals
contained in D with respect to inclusion. We denote the ideal decomposition of D by
def
IdealDecomp(D) = max⊆ {I ∈ Idl(X) : I ⊆ D}. By Theorem 1, IdealDecomp(D) is finite,
S
and D = I∈IdealDecomp(D) I. In [19, 6], the notion of ideal decomposition is used to define
the completion of unlabeled WSTS. We slightly extend this notion to labeled WSTS:
Σ

I Definition 2. Let S = (X, −
→, ≤) be a labeled WSTS. The completion of S is the labeled
Σ
a
b
transition system S = (Idl(X), , ⊆) such that I
J if, and only if,
J ∈ IdealDecomp(↓ PostS (I, a)).
The completion of a WSTS enjoys numerous properties. In particular, it has strong
monotonicity, and it is finitely branching [6], i.e. Post Sb (I, a) is finite for every I ∈ Idl(X)
and a ∈ Σ. Note that if S has strong-strict monotonicity, then this property is not necessarily
preserved by Sb [6]. Moreover, the completion of a WSTS may not be a WSTS since Idl(X)
is not always well-quasi-ordered by ⊆. However, for the vast majority of models used in
verification, Idl(X) is well-quasi-ordered, and hence completions remain well-structured.
Indeed, Idl(X) is well-quasi-ordered if and only if X is a so-called ω 2 -wqo, and all known
wqos, except possibly graphs under minor embedding, are ω 2 -wqo, as discussed in [19]. The
traces of a WSTS are closely related to those of its completion:
Σ

I Proposition 3 ([6]). The following holds for every WSTS S = (X, −
→, ≤):
w
1. For all x, y ∈ X and w ∈ Σ∗ , if x −
→ y, then for every ideal I ⊇ ↓ x, there exists an ideal
w
J ⊇ ↓ y such that I
J.
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2. For all I, J ∈ Idl(X) and w ∈ Σ∗ , if I
w

w

J, then for every y ∈ J, there exist x ∈ I, y 0 ∈ X

0

and w0 ∈ Σ∗ such that x −→ y 0 and y 0 ≥ y. If S has strong monotonicity, then w0 = w.
S
3. if S has strong monotonicity, then J∈Post (I,w) J = ↓ PostS (I, w) for all I ∈ Idl(X)
S
b
and w ∈ Σ∗ .
4. if S has strong monotonicity, then TracesS (x) = Traces Sb (↓ x) and ω-TracesS (x) ⊆
ω-Traces Sb (↓ x) for every x ∈ X.
It is worth noting that if S is infinitely branching, then an infinite trace of Sb from ↓ x
is not necessarily an infinite trace of S from x (e.g. see [6]). Whenever the completion of a
WSTS S is deterministic, we will often write w(I) for Post Sb (I, w) if the latter is nonempty
and if there is no ambiguity with PostS (I, w).

3.2

Levels of ideals

The Karp-Miller algorithm terminates for the following reasons: Ndω is well-quasi-ordered
and ω’s can only be added to vectors along a branch at most d times. Loosely speaking,
the latter property means that Idl(Nd ) has d + 1 “levels”. Here, we generalize this notion.
We say that an infinite sequence of ideals I0 , I1 , . . . ∈ Idl(X) is an acceleration candidate if
I0 ⊂ I1 ⊂ · · · .
I Definition 4. For every n ∈ N, the nth level of Idl(X) is defined as
(
Idl(X)
Accn (X) = S
i∈N Ii : I0 , I1 , . . . ∈ Accn−1 (X) is an acceleration candidate

if n = 0,
if n > 0.

We observe that Accn+1 (X) ⊆ Accn (X) for every n ∈ N. Moreover, as expected:
Accn (Nd ) = {I ∈ Idl(Nd ) : ω-rep(I) has at least n occurrences of ω}.
We say that Idl(X) has finitely many levels if there exists n ∈ N such that Accn (X) = ∅. For
example, Accd+1 (Nd ) = ∅.

3.3

Accelerations

The last key aspect of the Karp-Miller algorithm is the possibility to accelerate nodes. In
order to generalize this notion, let us briefly develop some intuition. Recall that a newly added
node c : x is accelerated if it has an ancestor c0 : x0 such that x > x0 . Consider the non-empty
sequence w labeling the path from c0 to c. Since d-VAS have strong-strict monotonicity, both
w
over Nd and Ndω , wn (x) is defined for every n ∈ N. For example, if (5, 0, 1) −
→ (5, 1, 3) is
encountered, (5, 1, 3) is replaced by (5, ω, ω). This represents the fact that for every n ∈ N,
there exists some reachable marking y ≥ (5, n, n). Note that an acceleration increases the
number of occurrences of ω. In our example, the ideal I = ↓ 5 × ↓ 1 × ↓ 3, which is of level 0,
is replaced by I 0 = ↓ 5 × N × N, which is of level 2. Based on these observations, we extend
the notion of acceleration to completions:
Σ
I Definition 5. Let S = (X, −
→, ≤) be a WSTS such that Sb is deterministic and has
strong-strict monotonicity, let w ∈ Σ+ and let I ∈ Idl(X). The acceleration of I under w is
defined as:
(S
k
def
k∈N w (I) if I ⊂ w(I),
∞
w (I) =
I
otherwise.
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Note that for every ideal I, w∞ (I) is also an ideal. As for Idl(Nd ), any successor J of an
ideal I belongs to the same level of I, and accelerating an ideal increases its level.
Σ

I Proposition 6. Let S = (X, −
→, ≤) be a WSTS such that S has strong monotonicity, and
Sb is deterministic and has strong-strict monotonicity. For every I ∈ Idl(X) and w ∈ Σ+ ,
1. if Post Sb (I, w) 6= ∅ and I ∈ Accn (X) for some n ∈ N, then w(I) ∈ Accn (X);
2. if I ⊂ w(I) and I ∈ Accn (X) for some n ∈ N, then w∞ (I) ∈ Accn+1 (X).

4

The Ideal Karp-Miller algorithm

We may now present our generalization of the Karp-Miller algorithm. To do so, we first
define the class of WSTS that enjoys all of the properties introduced in the previous section:
Σ

I Definition 7. A very-WSTS is a labeled WSTS S = (X, −
→, ≤) such that:
S has strong monotonicity,
Sb is a deterministic WSTS with strong-strict monotonicity,
Idl(X) has finitely many levels.
The class of very-WSTS includes vector addition systems, Petri nets, ω-Petri nets [24],
post-self-modifying nets [38] and strongly increasing ω-recursive nets [20]. However, veryWSTS do not include transfer Petri nets, since Sb does not have strict monotonicity, and
unordered data Petri nets, since Idl(X) has infinitely many levels. Note that Sb may be
deterministic (and finitely branching) even when S is not, and even when S is not finitely
branching, as the example of ω-Petri nets shows.
We present the Ideal Karp-Miller algorithm (IKM) for this class in Algorithm 4.1. The
algorithm starts from an ideal I0 , successively computes its successors in Sb and performs
accelerations as in the classical Karp-Miller algorithm for VAS. Note that we do not allow
for nested accelerations. For every node c : hI, ni of the tree built by the algorithm, we write
ideal(c) for I, and num-accel(c) for n, which will be the number of accelerations made along
the branch from the root to c (inclusively). Let us first show that the algorithm terminates.
Algorithm 4.1: Ideal Karp-Miller algorithm.
1
2
3
4
5
6

7
8
9
10
11
12
13

initialize a tree T with root r : hI0 , 0i
while T contains an unmarked node c : hI, ni do
if c has an ancestor c0 : hI 0 , n0 i s.t. I 0 = I then mark c
else
if c has an ancestor c0 : hI 0 , n0 i s.t. I 0 ⊂ I
and n0 = n /* no acceleration occurred between c0 and c */
then
w ← sequence of labels from c0 to c
replace c : hI, ni by c : hw∞ (I), n + 1i
for a ∈ Σ do
if a(I) is defined then
add arc labeled by a from c to a new child d : ha(I), ni
mark c
return T

I Theorem 8. Algorithm 4.1 terminates for very-WSTS.
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Proof. We note the following invariants: (1) for every node c : hI, ni of T , I is in Accn (X);
(2) at line 2, i.e., each time control returns to the beginning of the loop, all unmarked nodes
of T are leaves; (3) num-accel(c) is non-decreasing on each branch of T , that is: for every
branch c0 : hI0 , n0 i, c1 : hI1 , n1 i, . . . , ck : hIk , nk i of T , we have n1 ≤ n2 ≤ · · · ≤ nk . (1) is
by Proposition 6, (2) is an easy induction on the number of times through the loop, and (3)
is also by induction, noticing that by (2) only nk can increase when line 8 is executed.
The rest of the argument is as for the classical Karp-Miller algorithm. Suppose the
algorithm does not terminate. Let Tn be the finite tree obtained after n iterations. The
S
infinite sequence T0 , T1 , . . . defines a unique infinite tree T∞ = n∈N Tn . Since Sb is finitely
branching, T∞ is also finitely branching. Therefore, T∞ contains an infinite path c0 : hI0 , n0 i,
c1 : hI1 , n1 i, . . . , ck : hIk , nk i, . . . , by König’s lemma. By (1), and since Idl(X) has finitely
many levels, the numbers nk assume only finitely many values. Let N be the largest of those
values. Using (3), there is a k0 ∈ N such that nk = N for every k ≥ k0 . Since Sb is a WSTS,
hence Idl(X) is wqo, we can find two indices i, j with k0 ≤ i < j and such that Ii ⊆ Ij . If
Ii = Ij , then line 3 of the algorithm would have stopped the exploration of the path. Hence
Ii ⊂ Ij , but then line 8 would have replaced num-accel(cj ) = N by N + 1, contradiction. J

4.1

Properties of the algorithm

Let TI denote the tree induced by the set of nodes returned by Algorithm 4.1 on input (S, I).
def S
Let DI = c∈TI ideal(c). We claim that DI = ↓ Post∗S (I). Instead of proving this claim
directly, we take traces into consideration and prove a stronger statement. We define two
word automata that will be useful for this purpose.
I Definition 9. The stuttering automaton 2 is the finite word automaton AI obtained by
making all of the states of TI accepting, by taking the root r as the initial state, and by
taking the arcs of TI as transitions, together with the following additional transitions:
If a leaf c of TI has an ancestor c0 such that ideal(c) = ideal(c0 ), then a transition from c
to c0 labeled by ε is added to AI .
The Karp-Miller automaton is the automaton KI obtained by extending AI as follows:
If a node c of TI has been accelerated because of an ancestor c0 , then a transition from c
to c0 labeled by ε is added to KI .
Both AI and KI can be computed from TI . Moreover, they give precious information
about the traces of S. Let L(AI ) and L(KI ) denote the language over Σ accepted by AI and
KI . We will show the following theorem:
Σ

I Theorem 10. For every very-WSTS S = (X, −
→, ≤) and I ∈ Idl(X),
DI = ↓ Post∗S (I), TracesS (I) ⊆ L(AI ) and L(KI ) ⊆ ↓ TracesS (I).
In particular, for every x ∈ X, D↓x = ↓ Post∗S (x), ↓ L(K↓x ) = ↓ TracesS (x), and
↓ TracesS (x) is a computable regular language.
The proof of Theorem 10 follows from the forthcoming Prop. 11 describing the relations
w
w
between traces of AI and KI with traces of S and Sb . We write c 99KT c0 , c 99KA c0 and
w
0
0
c 99KK c whenever node c can be reached by reading w from c in TI , AI and KI respectively.
2

We use the term stuttering as paths of the automaton correspond to stuttering paths of [24].
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Σ

I Proposition 11. Let S = (X, −
→, ≤) be a very-WSTS and let I0 ∈ Idl(X).
w
∗
1. For every y, z ∈ X, w ∈ Σ and c ∈ AI0 , if y −
→ z and y ∈ ideal(c), then there exists
w
d ∈ AI0 such that c 99KA d and z ∈ ideal(d).
w
2. For every z ∈ X, w ∈ Σ∗ and c, d ∈ KI0 , if c 99KK d and z ∈ ideal(d), then there exist
w0

y ∈ ideal(c), w0  w and z 0 ≥ z such that y −→ z 0 .
Proof. We only prove (2). The proof is by induction on |w|. If |w| = 0, then w = ε. We stress
the fact that even though w is empty, d might differ from c since KI0 contains ε-transitions.
However, by definition of KI0 , we know that ideal(d) ⊆ ideal(c). Therefore, z ∈ ideal(c), and
ε
we are done since z −
→ z.
Suppose that |w| > 0. Assume the claim holds for every word of length less than |w|.
u
a
v
There exist u, v ∈ Σ∗ , a ∈ Σ and d0 ∈ KI0 such that w = uav, c 99KK d0 99KK d 99KK d and
def
def
def
def
d0 is the parent of d in TI0 . Let I = ideal(c), J = ideal(d0 ), K = ideal(d), and K 0 = a(J).
v0

By induction hypothesis, there exist yK ∈ K, v 0  v and z 0 ≥ z such that yK −→ z 0 .
a
a
0
If K = K 0 , then J
K. By definition of , there exist yJ ∈ J and yK
≥ yK such that
a
0
0
yJ −
→ yK . By induction hypothesis, there exist yI ∈ I, u  u and yJ0 ≥ yJ such that
u0

u0 av 0

yI −→ yJ0 . By strong monotonicity of S, there exists z 00 ≥ z 0 such that yI −−−→ z 00 . We
are done since u0 av 0  uav.
If K =
6 K 0 , then K was obtained through an acceleration. Therefore, K = σ ∞ (K 0 ) for
def
some σ ∈ Σ+ . This implies that yK ∈ σ k (K 0 ) for some k ∈ N. Let L = σ k (K 0 ). Note
that J

a

K0

σk

aσ k

0
0
L. By Prop. 3(2), there exist yJ ∈ J and yK
≥ yK such that yJ −−→ yK
.
u0

By induction hypothesis, there exist yI ∈ I, u0  u and yJ0 ≥ yJ such that yI −→ yJ0 . By
u0 av k v 0

strong monotonicity of S, there exists z 00 ≥ z 0 such that yI −−−−−→ z 00 .

4.2

J

Effectiveness of the algorithm

The Ideal Karp-Miller algorithm can be implemented provided that (1) ideals can be effectively
manipulated, (2) inclusion of ideals can be tested, (3) Post Sb (I) can be computed for every
ideal I, and (4) w∞ (I) can be computed for every ideal I and sequence w. A class of
WSTS satisfying (1–3) is called completion-post-effective, and a class satisfying (4) is called
∞-completion-effective. By Theorem 10, we obtain the following result:
I Theorem 12. Let C be a completion-post-effective and ∞-completion-effective class of veryWSTS. The ideal decomposition of ↓ Post∗S (x) can be computed for every S = (X, →
− , ≤) ∈ C
and x ∈ X. In particular, coverability for C is decidable.

5

A characterization of acceleration levels

We pause for a moment, and give a precise characterization of ideals that have finitely many
levels. We shall then discuss some extensions briefly, beyond the finitely many level case.
Let Z be a well-founded partially ordered set, abstracting away from the case Z = Idl(X).
def
The rank of z ∈ Z, denoted rk z, is the ordinal defined inductively by rk z = sup{rk y + 1 :
def
def
y < z}, where sup(∅) = 0. The rank of Z is defined as rk Z = sup{rk z + 1 : z ∈ Z}. We say
that a sequence z0 , z1 , . . . ∈ Z is an acceleration candidate if z1 < z2 < · · · < zi < · · · . Such
an acceleration candidate goes through a set A if zi ∈ A for some i ∈ N, and is below z ∈ Z
if zi ≤ z for every i ∈ N. We define a family of sets Aα (Z) closely related to levels of ideals:
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def

I Definition 13. Let Z be a partially ordered set. Let A0 (Z) = ∅. For every ordinal α > 0,
Aα (Z) is the set of elements z ∈ Z such that every acceleration candidate below z goes
through Aβ (Z) for some β < α.
Observe that Aα (Z) ⊆ Aβ (Z) for every α ≤ β, and that An (Ndω ) is the set of d-tuples
with less than n components equal to ω. It is easily shown that An (Idl(X)) is the upward
closure of the complement of Accn (X). Consequently, An (Idl(X)) = Idl(X) if and only if
Accn (X) = ∅, and we can bound levels of Idl(X) by means of An (Idl(X)).
Let us first show that An (Z) is exactly the set of elements of rank less than ω · n. This
rests on the following, which is perhaps less obvious than it seems.
I Lemma 14. Let Z be a countable wpo. For every z ∈ Z such that rk z is a limit ordinal,
z is the supremum of some acceleration candidate z0 < z1 < · · · . Moreover, for any given
ordinal β < rk z, the acceleration candidate can be chosen such that β ≤ zi for every i ∈ N.
This fails if Z is not countable: take Z = ω1 + 1, where ω1 is the first uncountable ordinal,
then ω1 ∈ Z is not the supremum of countably many ordinals < ω1 . This also fails if Z is not
wqo, even when Z is well-founded: consider the set with one root r above chains of length n,
one for each n ∈ N: rk r = ω, but there is no acceleration candidate below r.
def

Proof. Let α = rk z. A fundamental sequence for α is a monotone sequence of ordinals strictly
below α whose supremum equals α. Fundamental sequences exist for all countable limit
ordinals, in particular for α, since Z is countable (e.g. see [22]). Pick one such fundamental
subsequence (γi )i∈N . Replacing γi by sup(β, γi ) if necessary, we may assume that β ≤ γm
for every i ∈ N. By the definition of rank, for every i ∈ N, there is an element zi < z of rank
at least γi . Since Z is well-quasi-ordered, we may extract a non-decreasing subsequence from
(zi )i∈N . Without loss of generality, assume that z0 ≤ z1 ≤ · · · . If all but finitely many of
these inequalities were equalities, then z would be equal to zi for m large enough, but that
is impossible since zi < z. We can therefore extract a strictly increasing subsequence from
(zi )i∈N . This is an acceleration sequence, its supremum is z, and β ≤ γi ≤ zi for every i. J
I Lemma 15. Let Z be a countable wpo, and let n ∈ N. For every z ∈ Z, rk z < ω · n if and
only if z ∈ An (Z).
Proof. ⇒) By induction on n. The case n = 0 is immediate. Let n ≥ 1. Given any
acceleration candidate z1 < z2 < · · · below z, we must have rk z1 < rk z2 < · · · < rk z. Since
rk z < ω · n, there exist `, m ∈ N with ` < n such that rk z = ω.` + m. Therefore, rk zi ≥ ω · `
for only finitely many i. In particular, there exists some i such that rk zi < ω · `. Since ` < n,
we have rk zi < ω · (n − 1). By induction hypothesis, zi ∈ An−1 (Z), and hence z ∈ An (Z).
⇐) We show by induction on n that rk z ≥ ω · n implies z 6∈ An (Z). The case n = 0 is
immediate. Let n ≥ 1. In general, rk z is not a limit ordinal, but can be written as α + ` for
some limit ordinal α and some ` ∈ N. By definition of rank, z is larger than some element
of rank α + (` − 1), which is itself larger than some element of rank α + (` − 2), and so on.
Iterating this way, we find an element y ≤ z of rank exactly α. Since rk y is a limit ordinal,
Lemma 14 entails that y is the supremum of some acceleration candidate z0 < z1 < · · · .
Moreover, since ω · (n − 1) < rk y, we may assume that rk zi ≥ ω · (n − 1) for every i ∈ N.
By induction hypothesis, zi 6∈ An−1 (Z) for every i ∈ N, and hence z 6∈ An (Z).
J
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I Theorem 16. Let X be a countable wqo such that Idl(X) is well-quasi-ordered by inclusion3 .
The following holds: Idl(X) has finitely many levels if and only if rk Idl(X) < ω 2 .
Proof. We apply Lemma 15 to Z = Idl(X), a wpo by assumption. For that, we need to
show that Z is countable. There are countably many upwards-closed subsets, since they are
all determined by their finitely many minimal elements. Downwards-closed subsets are in
one-to-one correspondence with upwards-closed subsets, through complementation, hence
are countably many as well, and ideals are particular downwards-closed subsets.
We conclude by noting that the following are equivalent: (1) rk Idl(X) < ω 2 ; (2)
rk Idl(X) ≤ ω · n for some n ∈ N; (3) An (Idl(X)) = Idl(X) for some n ∈ N (by Lemma 15);
(4) Accn (X) = ∅ for some n ∈ N.
J
While rk Idl(Nd ) = ω·d+1 < ω 2 , not all wqos X used in verification satisfy rk Idl(X) < ω 2 .
For example, rk Idl(Σ∗ ) = ω |Σ| +1, for any finite alphabet Σ; a similar result holds for multisets
over Σ.
Note that the IKM algorithm still terminates if, for each branch B = (c0 : hI0 , n0 i, c1 :
def
hI1 , n1 i, . . . , ck : hIk , nk i, . . .) of the Ideal Karp-Miller tree, [B] = {I ∈ Idl(X) : ∃j, k ∈ N, j ≤
k and Ij ⊆ I ⊆ Ik } has rank less than ω 2 . Indeed, the IKM algorithm terminates if and only
if each branch B is finite, and the states involved in computing the branch, as well as all
needed accelerations, are all included in [B]. Therefore, relaxing “rk Idl(X) < ω 2 ” to the
more technical condition “rk [B] < ω 2 ” may allow one to extend the notion of very-WSTS.

6

Model checking liveness properties for very-WSTS

In this section, we show how the Ideal Karp-Miller algorithm can be used to test whether a
very-WSTS violates a liveness property specified by an LTL formula. Testing that S violates
a property ϕ amounts to constructing a Büchi automaton B¬ϕ for ¬ϕ and to test whether
B¬ϕ accepts an infinite trace of S. We first introduce positive very-WSTS, and show that
repeated coverability is decidable for them under some effectiveness hypothesis. Then, we
show how LTL model checking for positive very-WSTS reduces to repeated coverability.

6.1

Deciding repeated coverability
Σ

Let S = (X, −
→, ≤) be a WSTS and let x ∈ X. We say that w ∈ Σ∗ is positive for x if
w
there exists some y ∈ X such that x −
→ y and x ≤ y. We say that w ∈ Σ∗ is positive if w is
Σ
positive for every x ∈ X such that Post (x, w) =
6 ∅. We say that a WSTS S = (X, −
→≤) is
positive if for every w ∈ Σ∗ , w is positive for some x ∈ X if and only if w is positive.
We establish a necessary and sufficient condition for repeated coverability in terms of the
stuttering automaton and positive sequences:
Σ

I Proposition 17. Let S = (X, −
→, ≤) be a positive very-WSTS, and let x, y ∈ X. State y is
repeatedly coverable from x if and only if there are states c, d of the stuttering automaton A↓x
w
and w ∈ Σ+ such that c 99KA d, num-accel(c) = num-accel(d), w is positive and y ∈ ideal(c).
Proposition 17 allows us to show the decidability of repeated coverability under the
following effectiveness hypothesis. A class C of WSTS is positive-effective if there is an

3

Recall that such a wqo is known as an ω 2 -wqo [19]. That we find the ordinal ω 2 in the statement of
Theorem 16 and in the notion of ω 2 -wqo seems to be coincidental.
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Σ

algorithm that decides, on input S = (X, −
→, ≤) ∈ C and a finite automaton A, whether the
language of A contains a positive sequence. VAS, Petri nets and ω-Petri nets are positiveeffective, since, for these models, testing whether a finite automaton A accepts some positive
sequence amounts to computing the Parikh image of L(A), which is effectively semilinear [32].
I Theorem 18. Repeated coverability is decidable for completion-post-effective, ∞-completioneffective and positive-effective classes of positive very-WSTS.
Proof. By Prop. 17, y is repeatedly coverable from x if and only if there are states c, d in
A↓x and w ∈ Σ+ such that:
w

c 99KA d, num-accel(c) = num-accel(d), w is positive and y ∈ ideal(c).

(1)

We show how (1) can be tested. For every c ∈ A↓x , let Ac be the finite automaton
∗
def
over alphabet Σ whose set of states is Qc = {d ∈ A↓x : c 99KA d and num-accel(c) =
num-accel(d)}, the initial state is c, all states are accepting, and transitions are as in A↓x .
w
For every d ∈ Qc and w ∈ Σ∗ , c 99KA d if and only if w is in the language Lc of Ac . Build
def
a new finite automaton A+
c that recognizes Lc \ {ε}. Let Cy = {c ∈ A↓x : y ∈ ideal(c)}.
By (1), y is repeatedly coverable from x if and only if there exists c ∈ Cy such that the
language Lc \ {ε} of A+
c contains a positive sequence. The latter is decidable since C is
positive-effective, since A+
c can be constructed effectively for every c (because A↓x can, using
the fact that C is completion-post-effective and ∞-completion-effective), and since we can
build Cy by enumerating the states c of A↓x , checking whether y ∈ ideal(c) for each (item
(2) in the definition of completion-post-effectiveness).
J

6.2

From model checking to repeated coverability

We conclude this section by reducing LTL model checking to repeated coverability. Recall that
a Büchi automaton B is a non-deterministic finite automaton B = (Q, Σ, δ, q0 , F ) interpreted
over Σω . An infinite word is acccepted by B if it contains an infinite path from q0 labeled by
w and visiting F infinitely often. We denote by L(B) the set of infinite words accepted by B.
Σ
Let B = (Q, Σ, δ, q0 , F ) be a Büchi automaton and let S = (X, −
→, ≤) be a WSTS. The
def

Σ×Q

(a,r)

product of B and S is defined as B × S = (Q × X, −−−→, = × ≤) where (p, x) −−−→ (q, y)
a
× S is
if (p, a, r) ∈ δ, q = r and x −
→ y. The point in including r in the label is so that B\
Σ
deterministic, a requirement for very-WSTS. For every WSTS S = (X, −
→, ≤), we extend S
def
Σ
with a new “minimal” element ⊥ smaller than every other states, i.e. S⊥ = (X ∪{x⊥ }, −
→, ≤⊥ )
def
where transition relations are unchanged, and ≤⊥ = ≤ ∪ {(⊥, y) : y ∈ X ∪ {⊥}}. It can be
shown that if S is a positive very-WSTS, then B × S⊥ is also. Taking the product of B and
S⊥ allows us to test whether a word of L(B) is also an infinite trace of S:
Σ

I Proposition 19. Let B = (Q, Σ, δ, q0 , F ) be a Büchi automaton, let S = (X, −
→, ≤) be a
very-WSTS, and let x0 ∈ X. There exists w ∈ L(B) ∩ ω-TracesS (x0 ) if and only if there
exists qf ∈ F such that (qf , ⊥) is repeatedly coverable from (q0 , x0 ) in B × S⊥ .
Theorem 18 and Proposition 19 imply the decidability of LTL model checking:
I Theorem 20. LTL model checking is decidable for completion-post-effective, ∞-completioneffective and positive-effective classes of positive very-WSTS.
Theorem 20 implies that LTL model checking for ω-Petri nets is decidable. This includes,
and generalizes strictly, the decidability of termination in ω-Petri nets [24].
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Discussion and further work

We have presented the framework of very-WSTS, for which we have given a Karp-Miller
algorithm. This allowed us to show that ideal decompositions of coverability sets of veryWSTS are computable, and that LTL model checking is decidable under some additional
assumptions. We have also characterized acceleration levels in terms of ordinal ranks. Finally,
we have shown that downward traces inclusion is decidable for very-WSTS.
As future work, we propose to study well-structured models beyond very-WSTS for which
there exist Karp-Miller algorithms, e.g. unordered data Petri nets (UDPN) [28, 27], or for
which reachability is decidable, e.g. recursive Petri nets4 [26] with strict monotonicity. It
is conceivable that LTL model checking is decidable for such models. Our approach will
have to be extended to tackle this problem. For example, UDPN do not have finitely many
acceleration levels. To circumvent this issue, Hofman et al. [27] make use of two types of
accelerations that can be nested. One type is prioritized to ensure that acceleration levels
along a branch grow “fast enough” for the algorithm to terminate.
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Abstract
The Rabin and Streett acceptance conditions are dual. Accordingly, deterministic Rabin and
Streett automata are dual. Yet, when adding nondeterminsim, the picture changes dramatically.
In fact, the state blowup involved in translations between Rabin and Streett automata is a
longstanding open problem, having an exponential gap between the known lower and upper
bounds.
We resolve the problem, showing that the translation of Streett to Rabin automata involves a
state blowup in Θ(n2 ), whereas in the other direction, the translations of both deterministic and
nondeterministic Rabin automata to nondeterministic Streett automata involve a state blowup
in 2Θ(n) .
Analyzing this substantial difference between the two directions, we get to the conclusion that
when studying translations between automata, one should not only consider the state blowup,
but also the size blowup, where the latter takes into account all of the automaton elements. More
precisely, the size of an automaton is defined to be the maximum of the alphabet length, the
number of states, the number of transitions, and the acceptance condition length (index).
Indeed, size-wise, the results are opposite. That is, the translation of Rabin to Streett involves
a size blowup in Θ(n2 ) and of Streett to Rabin in 2Θ(n) . The core difference between state blowup
and size blowup stems from the tradeoff between the index and the number of states. (Recall
that the index of Rabin and Streett automata might be exponential in the number of states.)
We continue with resolving the open problem of translating deterministic Rabin and Streett
automata to the weaker types of deterministic co-Büchi and Büchi automata, respectively. We
show that the state blowup involved in these translations, when possible, is in 2Θ(n) , whereas the
size blowup is in Θ(n2 ).
1998 ACM Subject Classification F.1.1 Models of Computation
Keywords and phrases Finite automata on infinite words, translations, automata size, state
space
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.17

1

Introduction

Automata on infinite words were introduced in the 60’s, in the course of solving fundamental
decision problems in mathematics and logic [4, 19, 15, 21]. Today, they are widely used
in formal verification and synthesis of nonterminating systems, where their size and the
complexity of performing operations on them play a key role. Unlike automata on finite
words, there are several types of automata on infinite words, differing in their acceptance
conditions, most notably Büchi [4], Muller [19], Rabin [21], Streett [27], and parity [18]. Each
of the types has its own advantages, for which reason there is an extensive research on the
state blowup involved in the translations between them [22, 23, 12, 20, 28, 9, 13, 25, 2, 26, 1].
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For most translations, there are satisfactory solutions, in the sense that the upper bound on
the state blowup involved in the translation algorithm is close to the theoretical lower bound
on the inevitable blowup. For some stubborn cases, however, there is still an exponential gap
between the lower and upper bounds. This situation is especially frustrating, as it implies
that not only is something missing in our understanding of automata on infinite words, but
also that we may be using algorithms that can be significantly improved.
Most of these stubborn cases concern Rabin and Streett automata. In particular, the
best known algorithm for translating deterministic and nondeterministic Streett automata to
nondeterministic Rabin automata involves a 2O(n) state blowup [8, 22], while the current
lower bound is only Ω(n). As for the other direction, one can deduce an exponential state
blowup in the translation of nondeterministic Rabin to Streett automata, due to the doubly
exponential blowup in determinizing Rabin automata [7] and the singly exponential blowup
in determinizing Streett automata [5]. Yet, for the translation of deterministic Rabin to
nondeterministic Streett automata, there is currently also an Ω(n) lower bound and a 2O(n)
upper bound [8].
We resolve these problems, providing tight bounds for both directions. Interestingly, we
show that the translation of Streett to Rabin automata involves a state blowup in Θ(n2 ),
whereas the translations of both deterministic and nondeterministic Rabin automata to
nondeterministic Streett automata involve a state blowup in 2Θ(n) .
For the translation of Streett to Rabin automata, we provide in Section 3 a new algorithm.
Given a Streett automaton with n states, the constructed Rabin automaton has up to 2n2
states. We couple it with a lower bound proof, showing that a quadratic state blowup is
optimal.
The challenge in translating Streett to Rabin comes from the conjunctive nature of the
former and the disjunctive nature of the latter. That is, by the Streett acceptance condition,
one can require, for example, to visit each of n states infinitely often, whereas the Rabin
condition allows to ask for infinitely many visits in at least one of the n states.
The standard solution to require with a Rabin condition a visit in each of n different
states is to have n copies of the original automaton and allow a move from the i-th copy
to the next one only upon visiting the i-th state [8, 22]. A Streett acceptance condition on
an automaton with n states might induce a choice between 2O(n) different requirements to
visit each of O(n) different states, implying that the resulting Rabin automaton has up to
n2O(n) = 2O(n) states.
Our construction allows to use the same n copies for all of the 2O(n) requirements. The
idea is to add “bridges” between each two such copies, and provide a Rabin acceptance
pair hB, Gi for each requirement, such that the “bad” set B of the Rabin condition forces a
transition through the bridge only when the relevant state is visited.
For the other direction, we provide in Section 4 a 2Ω(n) lower bound on the state blowup
involved in the translation of deterministic Rabin to nondeterministic Streett automata. The
lower bound builds on the property of the Streett condition, according to which the union of
two accepting cycles is accepting. (By a “union of cycles” we mean a cycle whose states are
the union of the states of the two cycles.) We describe a family {Dn }n≥1 of deterministic
Rabin automata, and for each automaton Dn , a set of 2Ω(n) words, such that Dn accepts
each of the words, but none of their combinations. We then show that each such word can
be associated with a unique state of a Streett automaton equivalent to Dn .
Upfront, the bold asymmetry of the state blowup involved in the two directions is very
surprising. Yet, a close look on the lower and upper bound results reveals the reason—there
is a tradeoff between the number of states and the acceptance condition length (index). In
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the translation of Rabin to Streett there is an exponential state blowup and no index blowup,
whereas in the translation of Streett to Rabin there is a quadratic state blowup and an
exponential index blowup.
We thus argue that when studying translations between automata, one should not only
consider the state blowup, but also the size blowup, where the latter takes into account all
of the automaton elements. More precisely, the size of an automaton is defined to be the
maximum of the alphabet length, the number of states, the number of transitions, and the
index. There are literature results that take the index blowup into account, for example [24],
but it is often not the case.
Out of the four elements that constitute the automaton size, the number of states and the
index are the dominant ones. Considering the alphabet, the common practice is to provide
the upper bounds for arbitrary alphabets and to seek lower bounds with fixed alphabets.
For example, [14] strengthen the lower bound of [16] by moving to a fixed alphabet, and [28]
starts with automata over a rich alphabet and then moves to a fixed alphabet. As for the
number of transitions, they are bounded by the size of the alphabet times quadratically the
number of states, and the transition blowup tends to go hand in hand with the state blowup.
The state and size blowups involved in the translations between Rabin and Streett
automata are summarized in Table 1. The differences between the results that concern the
state blowup and those that concern the size blowup stem from the fact that the index of
Rabin and Streett automata might be exponential in the number of states.
Next, we look into the translations of deterministic Rabin and Streett automata to the
weaker types of deterministic co-Büchi and Büchi automata, respectively. It is known that a
deterministic Rabin automaton that has an equivalent deterministic Büchi automaton has
one on its own structure, namely an equivalent Büchi automaton exists over the same states
and transitions [11]. Yet, for the translation of deterministic Rabin to deterministic co-Büchi
automata, the upper bound on both the state and size blowups is 2O(n) [2] with only an Ω(n)
lower bound. We show that the state blowup of this translation is in 2Θ(n) and that the size
blowup is in Θ(n2 ). (The same holds for the dual Streett to Büchi case.)
To this end, we provide a new algorithm for translating, when possible, a deterministic
Rabin automaton with n states and index k to a deterministic co-Büchi automaton with nk
states. The translation goes through an intermediate nondeterministic co-Büchi automaton,
as per the constriction in [2]. We analyze the intermediate automaton to be of a special form,
having nk states. We then use its special form for determinizing it over the same structure.
In all of our results, whenever possible, we also consider the translations of automata
with the more descriptive Muller condition.

2

Preliminaries

Given a finite alphabet Σ, a word over Σ is a (possibly infinite) sequence w = w(0) · w(1) · · ·
of letters in Σ.
An automaton is a tuple A = hΣ, Q, δ, Q0 , αi, where Σ is the input alphabet, Q is a
finite set of states, δ : Q × Σ → 2Q is a transition function, Q0 ⊆ Q is a set of initial states,
and α is an acceptance condition. The first four elements, namely hΣ, Q, δ, Q0 i, are the
automaton’s structure. The automaton A may have several initial states and the transition
function may specify many possible transitions for each state and letter, and hence we say
that A is nondeterministic. In the case where |Q0 | = 1 and for every q ∈ Q and σ ∈ Σ, we
have |δ(q, σ)| ≤ 1, we say that A is deterministic. We then use q0 instead of Q0 to denote
the single initial state. For a state q of A, we denote by Aq the automaton that is derived
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Table 1 The blowup involved in the translations between Rabin and Streett automata.

State Blowup
To
From
Det.
Streett
Non-Det.
Streett

Rabin
Det.

To
From

Non-Det.

Θ(2n log n )
Θ(n )

Det.
Rabin

Thm. 1, 2,
Cor. 3

Non-Det.
Rabin

2

[10, 14]

2Θ(n

2

log n)

[6, 5]

Streett
Det.

Non-Det.

Θ(2n log n )

2Θ(n)

[10, 14]
Θ(n)

22

Thm. 4,
Cor. 5

[22, 7]

Size Blowup
To
From
Det.
Streett
Non-Det.
Streett

Rabin
Det.
Θ(2

n log n

Non-Det.
)

[10, 14]

2Θ(n

2

Θ(n)

2

log n)

[6, 5]

[8, 24]

To
From
Det.
Rabin
Non-Det.
Rabin

Streett
Det.
n log n

Θ(2

Non-Det.
)

[10, 14]

2Θ(n

2

O(n2 )

log n)

[22, 7]

[8]

from A by changing the set of initial states to {q}.
A run, or a path, r = r(0), r(1), · · · of A on w = w(0) · w(1) · · · ∈ Σω is an infinite
sequence of states such that r(0) ∈ Q0 , and for every i ≥ 0, we have r(i + 1) ∈ δ(r(i), w(i)).
Acceptance is defined with respect to the set inf (r) of states that the run r visits infinitely
often. Formally, inf (r) = {q ∈ Q | for infinitely many i ∈ IN, we have r(i) = q}. As Q is
finite, it is guaranteed that inf (r) 6= ∅.
Several acceptance conditions are studied in the literature; the main ones are:
Büchi, where α ⊆ Q, and r is accepting iff inf (r) ∩ α 6= ∅. (The states of α are accepting.)
co-Büchi, where α ⊆ Q, and r is accepting iff inf (r) ∩ α = ∅. (The states of α are
rejecting.)
weak is a special case of the Büchi condition, where every strongly connected component
of the automaton is either contained in α or disjoint to α; that is, no strongly connected
component has a state in α and some other state not in α.
parity, where α = {S1 , S2 , . . . , S2k } with S1 ⊂ S2 ⊂ · · · ⊂ S2k = Q, and r is accepting if
the minimal index i for which inf (r) ∩ Si 6= ∅ is even.
Rabin, where α = {hB1 , G1 i, hB2 , G2 i, . . . , hBk , Gk i}, with Bi , Gi ⊆ Q and r is accepting
iff for some i ∈ [1..k], we have inf (r) ∩ Bi = ∅ and inf (r) ∩ Gi 6= ∅.
Streett, where α = {hB1 , G1 i, hB2 , G2 i, . . . , hBk , Gk i}, with Bi , Gi ⊆ Q and r is accepting
iff for all i ∈ [1..k], we have inf (r) ∩ Bi = ∅ or inf (r) ∩ Gi 6= ∅.
Muller, where α = {α1 , α2 , . . . , αk }, with αi ⊆ Q and r is accepting iff for some i ∈ [1..k],
we have inf (r) = αi .
A run that is not accepting is rejecting. Notice that Büchi and co-Büchi are special cases of
the parity condition, which is in turn a special case of both the Rabin and Streett conditions.
In the latter conditions, we refer to the Bi and Gi sets as the “bad” and “good” sets,
respectively.
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The number of sets in the parity and Muller acceptance conditions or pairs in the Rabin
and Streett acceptance conditions is called the index of the automaton. For weak, co-Büchi,
and Büchi automata, the index is 1.
The size of an automaton is the maximum size of its elements; more precisely, it is the
maximum of the alphabet length, the number of states, the number of transitions, and the
index.
An automaton accepts a word if it has an accepting run on it. The language of an
automaton A, denoted by L(A), is the set of words that A accepts. We also say that A
recognizes the language L(A). Two automata, A and A0 , are equivalent iff L(A) = L(A0 ).
For a finite path C = q1 q2 · · · qn , we say that C is accepting (resp., rejecting) if the infinite
path C ω is accepting (resp., rejecting). Notice that the union of two Rabin-rejecting (finite)
paths is Rabin-rejecting, and of two Streett-accepting (finite) paths is Streett-accepting.
The class of an automaton characterizes its transition mode (deterministic or nondeterministic) and its acceptance condition. In the more technical paragraphs, we shall denote the
different classes of automata by three letter acronyms in {D, N} × {W, B, C, P, R, S,
M} × {W}. The first letter stands for the transition mode of the automaton (deterministic
or nondeterministic); the second for the acceptance-condition (weak, Büchi, co-Büchi, parity,
Rabin, Streett, or Muller); and the third indicates that the automaton runs on words. For
example, DBW stands for deterministic Büchi automata on words.
Büchi, parity, Rabin, Streett, and Muller automata have the same expressive power,
recognizing all ω-regular languages. Weak and co-Büchi automata, as well as deterministic
Büchi automata, are less expressive. When an automaton A of type γ has an equivalent
automaton of type γ 0 , we say that A is γ 0 -recognizable, for example NCW-recognizable.

3

Streett to Rabin

In this section we consider the translation of Streett to Rabin automata. The best known
algorithm involves a 2O(n) state blowup [8, 22], while the current lower bound is only Ω(n).
We provide a new translation algorithm that involves a 2n2 state blowup, and show that a
quadratic blowup is optimal. We then analyze the size blowup, and show that very differently
from the state blowup it is exponential.

State blowup
We show that every Muller automaton can be translated to a Rabin automaton with only a
quadratic state blowup, implying the result for translating Streett to Rabin. We start with
an informal explanation of the construction, followed by an illustrated example and a formal
proof.
Consider an automaton structure A with n states, and a Muller acceptance set S. A
run r is accepting according to S if it visits infinitely often all the states in S and only
finitely often the states out of S. Let us look first what can be done with a Rabin automaton
that is defined over A. We can easily define a Rabin acceptance pair hB, Gi that partially
corresponds to the Muller acceptance set S—We define B to include all the states out of S,
ensuring that they are visited only finitely often. The problem is that the set G cannot force
visits in all states of S; It can only force a visit in some states of S.
In order to force a visit in every state of a set S = {q1 , q2 , . . . , q|S| }, one can take |S|
copies of A (which we call “components”), move from the i-th component to the next one
(modulo |S|) upon reaching the state qi , and setting, say, q1 in the first component to be
the only accepting state. This is, for example, the idea in translating a generalized Büchi
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An equivalent Rabin autmaton A0 :

A Muller automaton A:
b
q1

a
q3

q2
a

a

b

a

q1

q3

q2

b
a

a
b

b

a

b

1

a

The Muller acceptance sets:
i) {q1 , q3 }

q1

ii) {q2 , q3 }

q2
a

b

b
b

i) hB, Gi, where
G = {hq1 , 2i}
B = B1 ∪ B2 , with
B1 = {hq2 , 1i, hq2 , 2i, hq2 , 3i, hq2 , 4i, hq2 , 5i, hq2 , 6i}
B2 = {hq2 , 2i, hq3 , 2i, hq1 , 6i, hq2 , 6i}

ii) hB, Gi, where
G = {hq2 , 4i}
B = B1 ∪ B2 , with
B1 = {hq1 , 1i, hq1 , 2i, hq1 , 3i, hq1 , 4i, hq1 , 5i, hq1 , 6i}
B2 = {hq1 , 4i, hq3 , 4i, hq1 , 6i, hq2 , 6i}

q2
a

The corresponding Rabin acceptance pairs:

a
a

q1

q3

a
b

q1

b

a
a

q2
a

q3

a
b

q1

b

q2
a

b

4

q3

b
q1

a

5

b
a

q3
b

3

a

b

b

a

b

q2
a

2

q3

6

a

To component no. 1
Figure 1 An example of the translation of a Muller automaton to an equivalent Rabin automaton
with an O(n2 ) state blowup, following the construction in the proof of Theorem 1.

automaton to a Büchi automaton. (The generalized-Büchi acceptance condition allows for
several sets of states, and a run is accepting if it visits infinitely often each of these sets.)
The problem with the above approach is that we need |S| copies of A for every Muller
acceptance set S. As there might be 2n Muller acceptance sets, we get an exponential state
blowup. This blowup is indeed inevitable when translating to a Büchi automaton [24], yet it
is not clear if and how the Rabin acceptance condition can help. We show that it certainly
can, allowing all the Muller sets S to be handled over the same set of components.
We extend the above approach of having copies of A, by adding a “bridge” between each
two copies. A bridge is a limited copy of A, in which all states can only move to the next
component. Then, for every Muller acceptance set S, we define a Rabin acceptance pair
hB, Gi that forces for every state qi ∈ S, a visit to the state qi of the i-th bridge—We add
to B all the states of the i-th bridge, except for qi . In bridges of a component j, such that
qj 6∈ S, the run can visit any state of S.
An example of a translation of a Muller to Rabin automaton along this construction is
illustrated in Figure 1.
I Theorem 1. For every NMW with n states, m transitions, and index k, there is an
equivalent NRW with 2n2 states, 3nm transitions, and index k.
Proof.
Construction. Consider an NMW A = hΣ, Q = {q1 , q2 , . . . , qn }, Q0 , δ, αi with n states, m
transitions, and index k. We define the NRW A0 = hΣ, Q0 , Q00 , δ 0 , α0 i, which we claim to be
equivalent to A, as follows.
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Q0 = Q × [1..2n]. (We shall call each instance of Q a “component” of A0 .)
Q00 = Q0 × {1}.
For every state hq, ji ∈ Q0 and σ ∈ Σ, the transition function is defined as follows.
If j is odd, then δ 0 (hq, ji, σ) = {hq̂, ĵi | q̂ ∈ δ(q, σ) and ĵ ∈ {j, j+1}}.
If j is even, then δ 0 (hq, ji, σ) = {hq̂, (j+1) mod 2ni | q̂ ∈ δ(q, σ)}.
For every Muller accepting set S ∈ α, we have in α0 the Rabin acceptance pair hB, Gi,
where B and G are defined as follows. Let x ∈ [1..n] be the minimal index i of a state
qi ∈ S.
G = {hqx , 2xi} consists of the single state qx in the 2x component.
B is the union of two sets B1 and B2 . The first includes all the states that are not
in S, along all the components. The second handles the transitions through the even
components (the bridges), adding every state qi ∈ S that appears in a component
j, such that j 6= i and qj ∈ S. Formally, B1 = {hq, ji | q 6∈ S and j ∈ [1..2n]}, and
B2 = {hqi , 2ji | i 6= j ∈ [1..n] and qj ∈ S}.
Correctness. Consider a word w ∈ L(A). Then there is a run r of A and a set S ∈ α, such
that r visits infinitely often exactly the states in S. We will describe a run r0 of A0 that
satisfies the Rabin acceptance pair hB, Gi that corresponds to S. The left-projection of r0 ,
namely the qi element of the hqi , ji states that r0 visits, is identical to r. We will describe
the right-projection of r0 , namely the series of components that r0 traverses along the run.
Notice that when r0 is in an even component it must move to the next component, and
when it is in an odd component it has the choice of whether to stay there or move to the
next one. We explain next how r0 behaves in the odd components. Let t be the first position
of r after which it only visits states in S. The run r0 remains in the first component until
position t. After position t, when r0 is in component 2j − 1, it remains there until one of the
following happens: i) the next state of r is qj and qj ∈ S; or ii) the next state of r is qx and
qj 6∈ S. Note that one of the above events must indeed eventually happen: r must eventually
visit qx , because qx ∈ S, and in the case that qj ∈ S, r must also eventually visit qj .
Observe that r0 satisfies the Rabin acceptance pair hB, Gi: Considering the “good” set
G = {hqx , 2xi}, r0 visits all the components infinitely often, and when in component 2x, it
visits the state qx . Considering the “bad” set B = B1 ∪ B2 , the states of B1 are visited only
finitely often, since the left-projection of r0 is identical to r. As for B2 , its states are visited
only finitely often, since the only case in which r0 visits after position t a state hqi , 2ji such
that i 6= j is when qj 6∈ S.
As for the other direction, consider a word w ∈ L(A0 ). Then there is a run r0 of A0 that
satisfies some Rabin acceptance pair hB, Gi of A0 . By the construction of A0 , the pair hB, Gi
corresponds to some Muller set S ∈ α. We claim that the left-projection of r0 is a run r of A
that visits infinitely often exactly the states in S.
First observe that due to the subset B1 of B, the run r visits states out of S only finitely
often. Next, observe that r0 must visit infinitely often all components—it visits {hqx , 2xi}
infinitely often, and going from {hqx , 2xi} back to itself enforces a visit in all components.
Now, by the subset B2 of B, when r0 is in component 2j and qj ∈ S, it can visit finitely
often only a state different from hqj , 2ji. Hence, r0 visits infinitely often hqj , 2ji, for every
qj ∈ S, and therefore r visits infinitely often all states in S.
J
Next, we provide a matching lower bound. As opposed to the upper bound construction, a
lower bound on the state blowup involved in the translation of Muller to Rabin automata does
not hold for the translation of Streett automata, as the Streett condition is less descriptive
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Deterministic Streett automata Sn
q0

a

q1

a

q2

···

#

#
p1

a

p2

#

#

a

qn

The acceptance condition:
#

···

The pair h{q0 }, {qn }i
For every i ∈ [1..n − 1], the pair h{qi }, {pi }i

pn
#

Figure 2 Deterministic Streett automata Sn with O(n) states, for which equivalent nondeterministic Rabin automata have at least n2 /2 states.

than the Muller one. Yet, it turns out that the family of languages used in [1] for the former,
can also serve us for the latter (and even for translating generalized Büchi automata).
I Theorem 2. For every n ∈ IN, there is a DSW over a two-letter alphabet with 2n+1 states,
3n transitions, and index n, for which equivalent NRWs have at least n2 /2 states.
Proof. Consider the DSWs Sn depicted in Figure 2. Observe that a run of Sn is accepting iff
it visits all of Sn ’s states infinitely often. Indeed, every run must visit q0 infinitely often, and
by the first acceptance pair, it must also visit qn infinitely often. Every visit to qn entails a
visit to pn and to qi , for all i ∈ [1..n − 1], which in turn entail, by the rest of the acceptance
pairs, a visit to pi , for all i ∈ [1..n − 1].
Hence, Sn is equivalent to a Muller automaton Mn over the same structure with a single
acceptance set that includes all of Mn ’s states. It is shown in [1, Proof of Theorem 9] that
every NRW equivalent to Mn has at least n2 /2 states.
J
We conclude with the corresponding tight bounds.
I Corollary 3. The state blowup in the translations of deterministic and nondeterministic
Streett and Muller automata to nondeterministic Rabin automata is in Θ(n2 ).
Proof. The upper bounds follow from Theorem 1. The lower bound for Streett from
Theorem 2 and for Muller from [1, Proof of Theorem 9] .
J

Size blowup
The size blowup involved in translations of Streett to Rabin automata is very different
from the state blowup, as it is exponential, even when considering a deterministic Streett
automaton: In [22, Lemma 2.3], there is a family of languages Ln , for n > 0, over a fixed
alphabet, such that Ln is recognized by a DSW with O(n) states, transitions, and index,
while an equivalent NBW requires Ω(2n ) states. As every NRW with n states and index k
can be translated to an equivalent NBW with nk states [8], it follows that the size blowup in
translating DSW to NRW is in 2Ω(n) , and together with known constructions [24], it is in
2Θ(n) .

4

Rabin to Streett

In this section we consider the translation of Rabin to Streett automata. It turns out that
the state and size blowups in this case “switch roles” with the corresponding blowups in
the translation of Streett to Rabin—the size blowup is known to be quadratic [8], while
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Deterministic Rabin automata Dn
···

p2

p1

p2n

The acceptance condition:
b

b

b
q0

a

b

b
a

···

a

b

Let Q be the set of all states and P = {p1 , p2 , . . . , p2n }.
The acceptance pairs are {hB, Qi | B ⊆ P and |B| = n}.

a

Figure 3 Deterministic Rabin automata with O(n) states, for which equivalent nondeterministic
Streett automata need at least 2n states.

we provide an exponential lower bound on the state blowup involved in the translation of
deterministic Rabin to nondeterministic Streett automata.

State blowup
Our lower bound proof for the state blowup involved in the translation of Rabin to Streett
automata builds on the property of the Streett condition, according to which the union of
two accepting cycles is accepting. The challenge is to come up with a family {Dn }n≥1 of
deterministic Rabin automata, and for each such automaton a set of 2Ω(n) words, such that
Dn accepts each of the words, but none of their combinations.
We describe such a family in Figure 3. The automaton Dn accepts words on which it
visits finitely often at least n out of the 2n states of the set P . We then define a set of 2n
n
periodic words on which Dn visits finitely often exactly n states of P . Each
word
in
the
set

n
corresponds to a choice of n out of the 2n states of P . (Recall that 2n
n > 2 .)
The repeated finite word in each such infinite word corresponds to a cycle of Dn from q0
back to itself, avoiding the relevant n states of P and visiting the other n states of P . As a
result, an infinite word that combines two such different finite words is rejected by Dn , as the
run of Dn on it visits finitely often less than n states of P . Accordingly, we can show that
for an equivalent Streett automaton, accepting runs on different such words cannot share the
same state in positions
that start the repeated finite word. Hence, the Streett automaton

2n
has at least n different states.
I Theorem 4. For every n ∈ IN, there is a DRW over a two-letter alphabet with 4n states
and 6n transitions, for which equivalent NSWs have at least 2n states.
Proof. Consider the family {Dn }n≥1 of DRWs depicted in Figure 3, and let A be an NSW
n
equivalent to Dn . Observe that Dn has an index k = 2n
n > 2 . We show that A has a
unique state for every acceptance pair of Dn , implying that it has more than 2n states.
For every i ∈ [1..k], let Bi be the “bad” (left) set in the i-th acceptance pair of Dn , and
let ui be the minimal finite word that takes Dn from q0 back to q0 , while avoiding the states
in Bi and visiting (once) every state in P \ Bi . For example, for n = 3 and Bi = {2, 5, 6},
we have ui = bbaabbabbaaa.
For every i ∈ [1..k], define wi = uω
i , and notice that Dn accepts wi due to its i-th
acceptance pair. We shall call the positions of wi in which Dn reaches q0 “big positions”.
(These are the positions of wi after every full instance of ui .) Let ri be an accepting run of
A on wi . We now show that for every i 6= j ∈ [1..k], the states that ri and rj visit infinitely
often in big positions are disjoint.
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Assume toward contradiction that for some i =
6 j ∈ [1..k], both ri and rj visit the same
state s infinitely often in big positions. Let t and t0 be big positions of wi in which ri visits
s, and between which ri visits exactly the states that it visits infinitely often. Let u be the
subword of wi between positions t and t0 . Now, let w be the word that is derived from wj by
adding u in every big position in which rj visits s.
Consider the run r of A on w that follows rj , while making extra cycles from s back to
itself in every big position that u was added to w. In these extra cycles, r follows the cycle
that ri does between positions t and t0 . Notice that the states that r visits infinitely often
are the union of the states that ri and rj visit infinitely often. Hence, due to the property of
the Streett condition that the union of two accepting cycles is accepting, we have that r is
accepting.
On the other hand, when Dn runs on w, it reads infinitely often both ui and uj from
the state q0 , implying that it visits infinitely often both P \ Bi and P \ Bj . Thus, it visits
finitely often less than n states in P , and therefore rejects w. Contradiction.
J
As the Rabin condition is less detailed than the Muller condition (namely, every Rabin
automaton as an equivalent Muller automaton over the same structure), and the Streett
condition is more detailed than the parity and Büchi conditions, the above results can be
generalized as follows.
I Corollary 5. The translations of deterministic Rabin and Muller automata to nondeterministic Büchi, parity, and Streett automata involve a state blowup in 2Θ(n) .
Proof. The lower bounds follow from Theorem 4. The upper bounds for translating Rabin
automata are given in [8], and for Muller automata are folklore (see [1] for details).
J

Size blowup
Every Rabin automaton with n states and index k can be translated to an equivalent Büchi
automaton with nk states [8], which can also be viewed as a Streett automaton, providing a
quadratic size blowup.

5

Rabin to Co-Büchi

In this section we resolve the open problems of translating deterministic Rabin and Streett
automata to the weaker types of deterministic co-Büchi and Büchi automata, respectively.
For both the state and size blowups, the known upper bound is in 2O(n) [2] with only an
Ω(n) lower bound. We show that the state blowup of these translations is in 2Θ(n) and that
the size blowup is in Θ(n2 ).

State blowup
Upfront, the lower bound for the translation of Rabin to Streett automata (Theorem 4) does
not follow to the case of translating to a deterministic co-Büchi automaton, as the latter does
not recognize all ω-regular languages. Yet, our family Dn of NRWs, as depicted in Figure 3,
is NCW-recognizable, providing a lower bound also for the co-Büchi case.
I Theorem 6. For every n ∈ IN, there is an NCW-recognizable DRW over a two-letter
alphabet with 4n states and 6n transitions, for which equivalent NCWs have at least 2n states.

U. Boker

17:11

Proof. Observe that in the DRW Dn of Figure 3, each Rabin acceptance pair is actually a
co-Büchi condition. Hence, Dn is the union of DCW’s, and is therefore NCW-recognizable.
By Theorem 4, an NSW equivalent to Dn has at least 2n states, and therefore also an
equivalent NCW.
J
Combining Theorem 6 with known results on the expressive power of the different
automata types, we get the following generalization.
I Corollary 7. The translations of deterministic Rabin and Muller automata to nondeterministic weak automata, as well as to deterministic and nondeterministic co-Büchi automata
involve a state blowup in 2Θ(n) .
Proof. The lower bounds follow from Theorem 6. The upper bounds are given in [2].

J

Another consequence of Theorem 6 concerns the translation of deterministic Streett to
deterministic Büchi automata. It is known that there is an exponential state blowup in
the translation of deterministic Streett to nondeterministic Büchi automata [24]. Yet, the
languages used in [24] are not DBW-recognizable, leaving open the translation of DSWs to
DBWs. By the duality of DSWs and DRWs and the duality of DBWs and DCWs, we get
from Corollary 7 a corresponding answer.
I Corollary 8. The translations of deterministic Streett and Muller automata to deterministic
Büchi automata involve a state blowup in 2Θ(n) .

Size blowup
We now move from the negative results on the exponential state blowup to positive results
on the quadratic size blowup. More precisely, given a DRW with n states and index k that
is NCW-recognizable, we construct an equivalent DCW with nk states.
Our construction starts with translating a given DRW with n states and index k to an
equivalent NCW, as per the translation of an NRW to an NCW given in [2]. In general, the
constructed NCW might have kn2n states. However, we analyze the special case in which
the translated NRW is a DRW, and show that the constructed NCW has up to kn states.
The next step is to determinize the constructed NCW. In general, co-Büchi determinization
is done via the breakpoint (Miyano-Hayashi) construction, and might result in an exponential
state blowup [17, 3]. Yet, we analyze the constructed NCW to be of a special form, a union of
DCWs over the same structure, for which we provide a different determinization construction
that introduces no state blowup.
We start with a definition from [2], which provides the central building block in the
translations to co-Büchi automata.
I Definition 9 (Augmented subset construction [2]). Let A = hΣ, A, δA , A0 i be an automaton
structure. We define its augmented subset construction A0 as the product of A with its subset
construction. Formally, A0 = hΣ, A0 , δA0 , A00 i, where
A0 = A × 2A . That is, the states of A0 are all the pairs ha, Ei where a ∈ A and E ⊆ A.
For all ha, Ei ∈ A0 and σ ∈ Σ, we have δA0 (ha, Ei, σ) = δA (a, σ) × {δA (E, σ)}. That is,
A0 nondeterministically follows A on its A-component and deterministically follows the
subset construction of A on its 2A -component.
A00 = A0 × {A0 }.
We continue with three lemmas from [2], which will serve us in analyzing the constructed
NCW.
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I Lemma 10 ([2, Lemma 5.3]). Every NRW and NMW A with index k is equivalent to the
union of k NSWs over the same structure of A.
I Lemma 11 ([2, Lemma 5.4]). Consider k NSWs, S1 , . . . , Sk , over the same structure.
Sk
There is an NSW S over the disjoint union of their structures, such that L(S) = i=1 L(Si ).
I Lemma 12 ([2, Proof of Theorem 5.1]). For every NCW-recognizable NSW S, there is an
equivalent NCW C over the augmented subset construction of S.
Next, we provide an alternative determinization procedure for an NCW that is a union
of DCWs over the same structure. The constructed DCW is generated on the same structure
of the given NCW.
The idea is as follows. Consider an NCW A that is a union of several DCWs over the
same structure. A run of A is accepting if one of the DCWs accepts it. Instead of guessing
which DCW will accept it, as the NCW does, a global DCW D that is equivalent to A can
move between the local DCWs whenever it is in a rejecting state, and remain in the local
DCW if it is in an accepting state. Its rejecting states are the union of the rejecting states of
the local DCWs. Since the local DCWs share the same structure, there is no harm in moving
between them, and if one of them is accepting, the global DCW will eventually remain there
forever.
I Lemma 13. Consider k DCWs D1 , D2 , . . . , Dk over the same structure of n states and m
transitions. Then there is a DCW D with nk states and mk transitions that is equivalent to
their union, namely L(D) = ∪ki=1 L(Di ).
Proof.
Construction. For every i ∈ [1..k], let Di = hΣ, Q, q0 , δ, αi i, where the alphabet Σ, the set Q
of n states, the initial state q0 , and the transition function δ are common to all the DCWs,
while the set αi ⊆ Q of rejecting states is possibly different in each of them.
We define the DCW D0 = hΣ, Q0 , q00 , δ 0 , α0 i, which we claim to recognize ∪ki=1 L(Di ), as
follows.
Q0 = Q × [1..k].
q00 = hq0 , 1i.
For every state hq, ii ∈ Q0 and σ ∈ Σ, the transition function is defined as follows.
If q ∈ αi , then δ 0 (hq, ii, σ) = hδ(q, σ), (i+1) mod ki.
If q 6∈ αi , then δ 0 (hq, ii, σ) = hδ(q, σ), ii.
For every q ∈ Q and i ∈ [1..k], hq, ii ∈ α0 iff qi ∈ αi ;
Correctness. Observe that by the definition of D0 , for every position t of a word w, the runs
of all Di ’s are at the same state q, while D0 is in a state hq, ii for some i ∈ [1..k]. Thus, by
the definition of δ 0 , we have:
w ∈ L(D0 ) iff
there exists i ∈ [1..k], such that from some position of w, D0 remains in (Qi \ αi ) × {i} iff
there exists i ∈ [1..k], such that w is accepted by Di iff
w ∈ ∪ki=1 L(Di ).
J
We are now in position to provide the upper bound proof. We give it for the translations
of both deterministic Rabin and Muller automata.
I Theorem 14. For every NCW-recognizable DRW and DMW with n states, m transitions,
and index k, there is an equivalent DCW C with nk states and mk transitions.
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Proof. Consider a DRW or a DMW A = hΣ, A, A0 , δ, αi with n states, m transitions, and
index k. By Lemmas 10 and 11, there is an NSW S equivalent to A whose structure consists
of k copies of the structure of A. That is, S = hΣ, A × [1..k], A0 × [1..k], δS , αS i, where for
all a ∈ A, i ∈ [1..k], and σ ∈ Σ, we have δS (ha, ii, σ) = hδ(a, σ), ii.
Let C be the NCW equivalent to S, defined over the augmented subset construction
of S, as per Lemma 12. Note that S has nk states, suggesting that an application of the
augmented subset construction on it might result in an NCW with up to nk2nk states. Yet,
we show below that due to the special structure of S, the resulting NCW C presents no state
blowup, and is defined over a structure that is isomorphic to the structure of S.
Indeed, applying the augmented subset construction on S, we get the product of S and
its subset construction, where the latter has a state for every reachable subset of S. As S
consists of k disjoint copies of the same deterministic structure of A, each reachable subset
of S is of the form {ha, 1i, ha, 2i, . . . , ha, ki}, for some a ∈ A. Thus, the subset construction
of S results in a structure that is isomorphic to the structure of A.
Now, as the structure of C is the product of S and its subset construction, a state of
C is of the form hha, ii, ai, for some a ∈ A and i ∈ [1..k]. Hence, the state space of C
is isomorphic to that of S. It remains to see that the transition function δC of C follows
the isomorphism between the states of S and C. Indeed, for every a ∈ A and i ∈ [1..k],
δC (hha, ii, ai) = hδS (ha, ii), δ(a)i = hhδ(a), ii, δ(a)i.
Next, we need to determinize the NCW C into an equivalent DCW. The standard co-Büchi
determinization might result in an exponential state blowup [17, 3]. Yet, since the structure
of C is isomorphic to that of S, it follows that C is the disjoint union of k DCWs over the
same structure. Hence, we can determinize it as per Lemma 13, getting a DCW with nk
states and mk transitions.
J
For providing a corresponding lower bound, we look on the dual translation of a DSW
to a DBW. Observe that the family of DSWs depicted in Figure 2 are DBW-recognizable.
Hence, we get from Theorem 2 the desired bound.
I Theorem 15. For every n ∈ IN, there is a DBW-recognizable DSW over a two-letter
alphabet with 2n+1 states, 3n transitions, and index n, for which equivalent DBWs have at
least n2 /2 states.
Proof. Consider the DSWs Sn depicted in Figure 2. As explained in the proof of Theorem 2,
a run of Sn is accepting iff it visits all of Sn ’s states infinitely often. Hence, Sn is equivalent
to the intersection of n DBWs that are defined over its structure, where each of them has a
different single accepting state. As the set of DBW-recognizable languages is closed under
intersection, we have that Sn is DBW-recognizable.
By Theorem 2, every NRW equivalent to Sn has at least n2 /2 states, and therefore also
every such DBW.
J
We conclude with the tight bound.
I Corollary 16. The translations of deterministic Rabin automata to deterministic co-Büchi
automata and of deterministic Streett automata to deterministic Büchi automata involve a
size blowup in Θ(n2 ).

6

Conclusions

The duality between the Rabin and Streett acceptance conditions, when combined with
automata nondeterminism, turns out to result in a duality between the number of states
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of an automaton and the length of its acceptance condition (index): We resolve the open
problems of the blowup involved in the translations between Rabin and Streett automata,
showing that from Rabin to Streett there might be an exponential state blowup, while having
no index blowup, whereas from Streett to Rabin there can be only a quadratic state blowup,
yet having an exponential index blowup.
Moreover, the state blowup and index blowup are interconnected—The translation from
Streett to Rabin can be done not only with a quadratic state blowup and an exponential
index blowup, but also with an exponential state blowup and no index blowup; Yet, every
algorithm that translates Streett to Rabin must involve either an exponential state blowup
or an exponential index blowup.
Following these results, we argue that when studying translations between automata, one
should also consider the size blowup, where the size of an automaton is the maximum of its
elements, namely the alphabet length, the number of states, the number of transitions, and
the index. Out of the four elements, the number of states and the index are the dominant
ones.
The substantial difference between state blowup and size blowup takes place also in the
translations of deterministic Rabin and Streett automata to the weaker types of deterministic
co-Büchi and Büchi automata, respectively. We resolve the open problems of the blowup
involved in these translations, when possible, showing that the state blowup is exponential
and that the size blowup is quadratic.
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Abstract
In good for games (GFG) automata, it is possible to resolve nondeterminism in a way that only
depends on the past and still accepts all the words in the language. The motivation for GFG
automata comes from their adequacy for games and synthesis, wherein general nondeterminism is
inappropriate. We continue the ongoing effort of studying the power of nondeterminism in GFG
automata. Initial indications have hinted that every GFG automaton embodies a deterministic
one. Today we know that this is not the case, and in fact GFG automata may be exponentially
more succinct than deterministic ones.
We focus on the typeness question, namely the question of whether a GFG automaton with
a certain acceptance condition has an equivalent GFG automaton with a weaker acceptance condition on the same structure. Beyond the theoretical interest in studying typeness, its existence
implies efficient translations among different acceptance conditions. This practical issue is of special interest in the context of games, where the Büchi and co-Büchi conditions admit memoryless
strategies for both players. Typeness is known to hold for deterministic automata and not to
hold for general nondeterministic automata.
We show that GFG automata enjoy the benefits of typeness, similarly to the case of deterministic automata. In particular, when Rabin or Streett GFG automata have equivalent Büchi or
co-Büchi GFG automata, respectively, then such equivalent automata can be defined on a substructure of the original automata. Using our typeness results, we further study the place of
GFG automata in between deterministic and nondeterministic ones. Specifically, considering
automata complementation, we show that GFG automata lean toward nondeterministic ones,
admitting an exponential state blow-up in the complementation of a Streett automaton into
a Rabin automaton, as opposed to the constant blow-up in the deterministic case.
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1

Introduction

Nondeterminism is a prime notion in theoretical computer science. It allows a computing
machine to examine, in a concurrent manner, all its possible runs on a certain input. For
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automata on finite words, nondeterminism does not increase the expressive power, yet it leads
to an exponential succinctness [15]. For automata on infinite words, nondeterminism may
increase the expressive power and also leads to an exponential succinctness. For example,
nondeterministic Büchi automata are strictly more expressive than their deterministic
counterpart [11]. In the automata-theoretic approach to formal verification, we use automata
on infinite words in order to model systems and their specifications. In particular, temporal
logic formulas are translated to nondeterministic word automata [19]. In some applications,
such as model checking, algorithms can proceed on the nondeterministic automaton, whereas
in other applications, such as synthesis and control, they cannot. There, the advantages
of nondeterminism are lost, and the algorithms involve a complicated determinization
construction [16] or acrobatics for circumventing determinization [10]. Essentially, the
inherent difficulty of using nondeterminism in synthesis lies in the fact that each guess of the
nondeterministic automaton should accommodate all possible futures.
Some nondeterministic automata are, however, good for games: in these automata it is
possible to resolve the nondeterminism in a way that only depends on the past while still
accepting all the words in the language. This notion, of good for games (GFG) automata
was first introduced in [4].1 Formally, a nondeterministic automaton A over an alphabet
Σ is GFG if there is a strategy g that maps each finite word u ∈ Σ+ to the transition to
be taken after u is read; and following g results in accepting all the words in the language
of A. Note that a state q of A may be reachable via different words, and g may suggest
different transitions from q after different words are read. Still, g depends only on the past,
namely on the word read so far. Obviously, there exist GFG automata: deterministic ones,
or nondeterministic ones that are determinizable by pruning (DetByP); that is, ones that just
add transitions on top of a deterministic automaton. In fact, the GFG automata constructed
in [4] are DetByP.2
Our work continues a series of works that have studied GFG automata: their expressive
power, succinctness, and constructions for them, where the key challenge is to understand
the power of nondeterminism in GFG automata. Let us first survey the results known so far.
In terms of expressive power, it is shown in [8, 14] that GFG automata with an acceptance
condition of type γ (e.g., Büchi) are as expressive as deterministic γ automata.3 Thus,
as far as expressiveness is concerned, GFG automata behave like deterministic ones. The
picture in terms of succinctness is diverse. For automata on finite words, GFG automata
are always DetByP [8, 12]. For automata on infinite words, in particular Büchi and coBüchi automata4 , GFG automata need not be DetByP [2]. Moreover, the best known
determinization construction of GFG Büchi automata is quadratic, whereas determinization
of GFG co-Büchi automata has an exponential blow-up lower bound [6]. Thus, in terms of
succinctness, GFG automata on infinite words are more succinct (possibly even exponentially)
than deterministic ones.
For deterministic automata, where Büchi and co-Büchi automata are less expressive
than Rabin and Streett ones, researchers have come up with the notion of an automaton
being type [5]. Consider a deterministic automaton A with acceptance condition of type

1
2

3
4

GFGness is also used in [3] in the framework of cost functions under the name “history-determinism”.
As explained in [4], the fact that the GFG automata constructed there are DetByP does not contradict
their usefulness in practice, as their transition relation is simpler than the one of the embodied
deterministic automaton and it can be defined symbolically.
The results in [8, 14] are given by means of tree automata for derived languages, yet, by [2], the results
hold also for GFG automata.
See Section 2.1 for the full definition of the various acceptance conditions.
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γ and assume that A recognizes a language that can be recognized by some deterministic
automaton with an acceptance condition of type β that is weaker than γ. When deterministic
γ automata are β-type, it is guaranteed that a deterministic β-automaton for the language
of A can be defined on top of the structure of A.
For example, deterministic Rabin automata being Büchi-type [5] means that if a deterministic Rabin automaton A recognizes a language that can be recognized by a deterministic
Büchi automaton, then A has an equivalent deterministic Büchi automaton on the same
structure.
Thus, the basic motivation of typeness is to allow simplifications of the acceptance
conditions of the considered automata without complicating their structure. Applications
of this notion are much wider [5]. In particular, in the context of games, the Büchi and
co-Büchi conditions admit memoryless strategies for both players, which is not the case for
the Rabin and Streett conditions [18]. Thus, the study of typeness in the context of GFG
automata addresses also the question of simplifying the memory requirements of the players.
In addition, as we elaborate in Section 7, it leads to new and non-trivial bounds on the
blow-up of transformations between GFG automata and their complementation.
Recall that deterministic Rabin automata are Büchi-type. Dually, deterministic Streett
automata are co-Büchi-type. Typeness can be defined also with respect to nondeterministic
automata, yet it crucially depends on the fact that the automaton is deterministic. Indeed,
nondeterministic Rabin are not Büchi-type. Even with the co-Büchi acceptance condition,
where nondeterministic co-Büchi automata recognize only a subset of the ω-regular languages,
nondeterministic Streett automata are not co-Büchi-type [7].
We first show that typeness is strongly related with determinism even when slightly
relaxing the typeness notion to require the existence of an equivalent automaton on a
substructure of the original automaton, instead of on the exact original structure, and even
when we restrict attention to an unambiguous automaton, namely one that has a single
accepting run on each word in its language. We describe an unambiguous parity automaton A,
such that its language is recognized by a deterministic Büchi automaton, yet it is impossible
to define a Büchi acceptance condition on top of a substructure of A. We also point to a dual
result in [7], with respect to the co-Büchi condition, and observe that it applies also to the
relaxed typeness notion.
We then show that for GFG automata, typeness, in its relaxed form, does hold. Notice
that once considering GFG automata with no redundant transitions, which we call tight, the
two typeness notions coincide. Obviously, all GFG automata can be tightened by removal
of redundant transitions (Lemma 4). In particular, we show that the typeness picture in
GFG automata coincides with the one in deterministic automata: Rabin GFG automata are
Büchi type, Streett GFG automata are co-Büchi type, and all GFG automata are type with
respect to the weak acceptance condition. Unlike the deterministic case, however, the Rabin
case is not a simple dualization of the Streett case; it is much harder to prove and it requires
a stronger notion of tightness.
We continue with using our typeness results for further studying the place of GFG
automata in between deterministic and nondeterministic ones. We start with showing that all
GFG automata that recognize languages that can be defined by deterministic weak automata
are DetByP. This generalizes similar results about safe and co-safe languages [7]. We then
show that all unambiguous GFG automata are also DetByP. Considering complementation,
GFG automata lie in between the deterministic and nondeterministic settings—the complementation of a Büchi automaton into a co-Büchi automaton is polynomial, as is the case with
deterministic automata, while the complementation of a co-Büchi automaton into a Büchi
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automaton as well as the complementation of a Streett automaton into a Rabin automaton is
exponential, as opposed to the constant blow-up in the deterministic case. We conclude with
proving a doubly-exponential lower bound for the translation of LTL into GFG automata, as
is the case with deterministic automata.
The paper is structured as follows. In Section 2 we provide the relevant notions about
languages and GFG automata. Section 3 contains examples showing that typeness does not
hold for the case of unambiguous automata. The next three sections, Sections 4, 5, and 6,
provide the main positive results of this work: co-Büchi typeness for GFG-Streett; Büchi
typeness for GFG-Rabin; and weak typeness for GFG-Büchi and GFG-co-Büchi, respectively.
Finally, in Section 7 we continue to study the power of nondeterminism in GFG automata,
looking into automata complementation and translations of LTL formulas to GFG automata.
Due to lack of space, some full proofs are missing, and can be found in the full version, in
the authors’ URLs.

2
2.1

Preliminaries
Automata

An automaton on infinite words is a tuple A = hΣ, Q, Q0 , δ, αi, where Σ is an input alphabet,
Q is a finite set of states, Q0 ⊆ Q is a set of initial states, δ : Q × Σ → 2Q is a transition
function that maps a state and a letter to a set of possible successors, and α is an acceptance
condition. The first four elements, namely hΣ, Q, δ, Q0 i, are the automaton’s structure. We
consider here the Büchi, co-Büchi, parity, Rabin, and Streett acceptance conditions.
(The weak condition is defined in Section 6.) In Büchi, and co-Büchi conditions, α ⊆ Q is
a set of states. In a parity condition, α : Q → {0, . . . , k} is a function mapping each state
Q
Q
to its priority. In a Rabin and Streett conditions, α ⊆ 22 ×2 is a set of pairs of sets of
states. The index of a Rabin or Streett condition is the number of pairs in it. For a state q
of A, we denote by Aq the automaton that is derived from A by changing the set of initial
states to {q}. A transition of A is a triple hq, a, q 0 i such that q 0 ∈ δ(q, a). We extend δ
to sets of states and to finite words in the expected way. Thus, for a set S ⊆ Q, a letter
S
a ∈ Σ, and a finite word u ∈ Σ∗ , we have that δ(S, ) = S, δ(S, a) = q∈S δ(q, a), and
δ(S, u · a) = δ(δ(S, u), a). Then, we denote by A(u) the set of states that A may reach when
reading u. Thus, A(u) = δ(Q0 , u).
Since the set of initial states need not be a singleton and the transition function may
specify several successors for each state and letter, the automaton A may be nondeterministic.
If |Q0 | = 1 and |δ(q, a)| ≤ 1 for every q ∈ Q and a ∈ Σ, then A is deterministic.
Given an input word w = a1 · a2 · · · in Σω , a run of A on w is an infinite sequence
r = r0 , r1 , r2 , . . . ∈ Qω such that r0 ∈ Q0 and for every i ≥ 0, we have ri+1 ∈ δ(ri , ai+1 );
i.e., the run starts in the initial state and obeys the transition function. For a run r, let
inf(r) denote the set of states that r visits infinitely often. That is, inf(r) = {q ∈ Q |
for infinitely many i ≥ 0, we have ri = q}.
A set of states S satisfies an acceptance condition α (or is accepting) iff
S ∩ α 6= ∅, for a Büchi condition.
S ∩ α = ∅, for a co-Büchi condition.
minq∈inf(r) {α(q)} is even, for a parity condition.
There exists hE, F i ∈ α, such that S ∩ E = ∅ and S ∩ F 6= ∅ for a Rabin condition.
For all hE, F i ∈ α, we have S ∩ E = ∅ or S ∩ F 6= ∅ for a Streett condition.
Notice that Büchi and co-Büchi are dual, and so are Rabin and Streett. Also note that
the Büchi and co-Büchi conditions are special cases of parity, which is a special case of Rabin
and Streett. In the latter conditions, we refer to the sets E and F as the “bad” and “good”
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sets, respectively. Finally, note that a Rabin pair may have an empty E component, while
an empty F component makes the pair redundant (and dually for Streett).
A run r is accepting if inf(r) satisfies α. An automaton A accepts an input word w iff
there exists an accepting run of A on w. The language of A, denoted by L(A), is the set of
all words in Σω that A accepts. A nondeterministic automaton A is unambiguous if for every
word w ∈ L(A), there is a single accepting run of A on w. Thus, while A is nondeterministic
and may have many runs on each input word, it has only a single accepting run on words in
its language.
We denote the different automata types by three-letter acronyms in the set {D, N} ×
{B, C, P, R, S} × {W}. The first letter stands for the branching mode of the automaton
(deterministic or nondeterministic); the second for the acceptance-condition type (Büchi,
co-Büchi, parity, Rabin, or Streett); and the third indicates that we consider automata
on words. For Rabin and Streett automata, we sometimes also indicate the index of the
automaton. In this way, for example, NBW are nondeterministic Büchi word automata, and
DRW[1] are deterministic Rabin automata with index 1.
For two automata A and A0 , we say that A and A0 are equivalent if L(A) = L(A0 ). For
an automaton type β (e.g., DBW) and an automaton A, we say that A is β-realizable if
there is a β-automaton equivalent to A.
Let A = hA, Q, Q0 , δ, αi be an automaton. For an acceptance-condition class γ (e.g., Büchi), we say that A is γ-type if A has an equivalent γ automaton with the same structure as
A [5]. That is, there is an automaton A0 = hΣ, Q, Q0 , δ, α0 i such that α0 is an acceptance
condition of the class γ and L(A0 ) = L(A).

2.2

Good-For-Games Automata

An automaton A = hΣ, Q, Q0 , δ, αi is good for games (GFG, for short) if there is a strategy
g : Σ∗ → Q, such that for every word w = a1 · a2 · · · ∈ Σω , the sequence g(w) = g(), g(a1 ),
g(a1 · a2 ),. . . is a run of A on w, and whenever w ∈ L(A), then g(w) is accepting. We then
say that g witnesses A’s GFGness.
It is known [2] that if A is GFG, then its GFGness can be witnessed by a finite-state
strategy, thus one in which for every state q ∈ Q, the set of words g −1 (q) is regular. Finitestate strategies can be modeled by transducers. Given sets I and O of input and output
letters, an (I/O)-transducer is a tuple T = hI, O, M, m0 , ρ, τ i, where M is a finite set of
states, to which we refer as memories, m0 ∈ M is an initial memory, ρ : M × I → M is a
deterministic transition function, to which we refer as the memory update function, and
τ : M → O is an output function that assigns a letter in O to each memory. The transducer
T generates a strategy gT : I ∗ → O, obtained by following ρ and τ in the expected way: we
first extend ρ to words in I ∗ by setting ρ() = m0 and ρ(u · a) = ρ(ρ(u), a), and then define
gT (u) = τ (ρ(u)).
Consider a GFG automaton A = hΣ, Q, Q0 , δ, αi, and let g = hΣ, Q, M, m0 , ρ, τ i be
a finite-state (Σ/Q)-transducer that generates a strategy g : Σ∗ → Q that witnesses A’s
GFGness (we abuse notations and use g to denote both the transducer and the strategy it
generates). Consider a state q ∈ Q. When τ (m) = q, we say that m is a memory of q. We
denote by Ag the (deterministic) automaton that models the operation of A when it follows
g. Thus, Ag = hΣ, M, m0 , ρ, αg i, where the acceptance condition αg is obtained from α by
replacing each set F ⊆ Q that apndinpears in α (e.g. accepting states, rejecting states, set
in a Rabin or Streett pair, etc) by the set Fg = {m | τ (m) ∈ F }. Thus, Fg ⊆ M contains
the memories of F ’s states. For a state q of A, a path π of Ag is q-exclusive accepting if π is
accepting, and inf(π) \ {m | m is a memory of q} is not accepting.
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Figure 1 A weakly tight GFG-NPW A0 . The numbers below the states describe their priorities.
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Figure 2 A strategy witnessing the GFGness of the automaton A0 , depicted in Figure 1.
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Figure 3 A strategy witnessing the tightness of a sub-automaton of A0 .

I Example 1. Consider the NPW A0 appearing in Figure 1. We claim that A0 is a GFG-NPW
that recognizes the language L0 = {w ∈ {a, b}ω | there are infinitely many b’s in w}.
Proof sketch. If a word w contains only finitely many b’s then A0 rejects w, as in all the
runs of A0 on w, the lowest priority appearing infinitely often is 1. Therefore, L(A0 ) ⊆ L0 .
We turn to describe a strategy g : {a, b}∗ → Q with which A0 accepts all words in L0 .
The only nondeterminism in A0 is when reading the letter a in the state q1 . Thus, we have
to describe g only for words that reach q1 and continue with an a. In that case, the strategy
g moves to the state q2 , if the previous state is q0 , and to the state q1 , otherwise. Figure 2
describes a (Σ/Q)-transducer that generates g. The rectangles denote the states of A0 , while
the dots are their g-memories. The numbers below the rectangles describe the priorities of
the respective states of A0 . It is easy to check that if w ∈ L0 (i.e. w contains infinitely many
b’s) then A0g accepts w.
J
The following lemma generalizes known residual properties of GFG automata (c.f., [6]).
I Lemma 2. Consider a GFG automaton A = hΣ, Q, Q0 , δ, αi and let g = hΣ, Q, M, m0 , ρ, τ i
be a strategy witnessing its GFGness.
(1) For every state q ∈ Q and memory m ∈ M of q that is reachable in Ag , we have that
q
L(Am
g ) = L(A ).
(2) For every memories m, m0 ∈ M that are reachable in Ag with τ (m) = τ (m0 ), we have
m0
that L(Am
g ) = L(Ag ).
A finite path π = q0 , . . . , qk in A is a sequence of states such that for i = 0, . . . , k−1 we
have qi+1 ∈ δ(qi , ai ) for some ai ∈ Σ. A path is a cycle if q0 = qk . Each path π induces
a set states(π) = {q0 , . . . , qk } of states in Q. A set S of finite paths then induces the set
S
states(S) = π∈S states(π). For a set P of finite paths, a combination of paths from P is a
set states(S) for some nonempty S ⊆ P .
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Consider a strategy g = hΣ, Q, M, m0 , ρ, τ i. We say that a transition hq, a, q 0 i of A is
used by g if there is a word u ∈ Σ∗ and a letter a ∈ Σ such that q = g(u) and q 0 = g(u · a).
Consider two memories m 6= m0 ∈ M with τ (m) = τ (m0 ). Let Pm0 →m be the set of paths of
Ag from m0 to m. We say that m is replaceable by m0 if Pm0 →m is empty or all combinations
of paths from Pm0 →m are accepting.
We say that A is tight with respect to g if all the transitions of A are used in g, and
for all memories m 6= m0 ∈ M with τ (m) = τ (m0 ), we have that m is not replaceable by
m0 . Intuitively, the latter condition implies that both m and m0 are required in g, as an
attempt to merge them strictly reduces the language of Ag . When only the first condition
holds, namely when all the transitions of A are used in g, we say that A is weakly tight with
respect to g. When a Rabin automaton A is tight with respect to g, and in addition for every
state q that appears in some good set of A’s acceptance condition, there is a q-exclusive
accepting cycle in Ag , we say that A is strongly tight with respect to g. Then, A is (weakly,
strongly) tight if it is (weakly, strongly) tight with respect to some strategy.
I Example 3. The GFG-NPW A0 from Example 1 is weakly tight and is not tight with
respect to the strategy g. Indeed, while all the transitions in A0 are used in g, the memory
m1 is replaceable by m01 , as all combinations of paths from m01 to m1 are accepting.
J
The following lemma formalizes the intuition that every GFG automaton can indeed
be restricted to its tight part, by removing redundant transitions and memories. Further,
every tight Rabin GFG automaton has an equivalent strongly tight automaton over the same
structure.
I Lemma 4. For every GFG automaton A there exists an equivalent tight GFG automaton A0 .
Moreover, A0 is defined on a substructure of A.
I Lemma 5. For every tight Rabin GFG automaton, there exists an equivalent strongly tight
Rabin GFG automaton over the same structure.
I Example 6. In Figure 3 we describe a strategy g 0 that witnesses the tightness of a GFGNPW on a substructure of the GFG-NPW A from Example 1. The strategy g 0 is obtained
from g by following the procedure described in the proof of Lemma 4: all the transitions to
m1 are redirected to m01 . This causes the transition (q1 , a, q2 ) that was used by the memory
m1 not to be used, and it is removed.
J
A special case of GFG automata are those who are determinizable by pruning (or shortly
DetByP) — there exists a state q0 ∈ Q0 and a function δ 0 : Q × Σ → Q that for every state
q and letter a satisfies δ 0 (q, a) ∈ δ(q, a) such that A0 = hΣ, Q, q0 , δ 0 , αi is a deterministic
automaton recognizing the language L(A).

3

Typeness Does Not Hold for Unambiguous Automata

As noted in [7], it is easy to see that typeness does not hold for nondeterministic automata:
there exists an NRW that recognizes an NBW-realizable language, yet does not have an
equivalent NBW on the same structure. Indeed, since all ω-regular languages are NBWrealizable, typeness in the nondeterministic setting would imply a translation of all NRWs
to NBWs on the same structure, and we know that such a translation may involve a blowup linear in the index of the NRW [17]. Even for Streett and co-Büchi automata, where
the restriction to NCW-realizable languages amounts to a restriction to DCW-realizable
languages, typeness does not hold.
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Figure 4 A1 : An unambiguous NPW that is DBW-realizable yet is not Büchi-type.
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Figure 5 A2 : An unambiguous NBW that is DCW-realizable yet is not co-Büchi-type.

In this section we strengthen the relation between typeness and determinism and show
that typeness does not hold for nondeterministic automata even when they recognize a DBWrealizable language and, moreover, when they are unambiguous. Also, we prove the nontypeness results for NPWs, thus they apply to both Rabin and Streett automata.
I Example 7. Unambiguous NPWs are not Büchi-type with respect to DBW-realizable
languages: The automaton A1 depicted in Figure 4 is unambiguous and recognizes a DBWrealizable language, yet A1 is not Büchi-type. Moreover, we cannot prune transitions from
A1 and obtain an equivalent Büchi-type NPW.
The dual case of unambiguous NPWs that are not co-Büchi-type with respect to DCWrealizable languages follows from the results of [7], and we give it here for completeness,
adding the observation that the automaton described there cannot be pruned to an equivalent
co-Büchi-type NPW.
I Example 8. [7] Unambiguous NPWs (and even NBWs) are not co-Büchi-type with respect
to DCW-realizable languages: The NBW A2 depicted in Figure 5 is unambiguous, and
recognizes a DCW-realizable language, yet A2 is not co-Büchi-type. Moreover, we cannot
prune transitions from A2 for obtaining an equivalent co-Büchi-type NPW.
We conclude this section with the following rather simple proposition, showing that
automata that are both unambiguous and GFG are essentially deterministic. Essentially, it
follows from the fact that by restricting an unambiguous GFG automaton A to reachable
and nonempty states, we obtain, by pruning, a deterministic automaton, which is clearly
equivalent to A.
I Proposition 9. Unambiguous GFG automata are DetByP.

4

Co-Büchi Typeness for GFG-NSWs

In this section we study typeness for GFG-NSWs and show that, as is the case with
deterministic automata, tight GFG-NSWs are co-Büchi-type. On a more technical level, the
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proof of Theorem 10 only requires the GFG automata to be weakly tight (rather than fully
tight), implying that Theorem 10 can be strengthened in accordance. This fact is considered
in Section 5, where the typeness of GFG-NRWs is shown to require full tightness.
I Theorem 10. Tight GFG-NSWs are co-Büchi-type: Every tight GFG-NSW that recognizes
a GFG-NCW-realizable language has an equivalent GFG-NCW on the same structure.
Proof sketch. Given a GFG-NSW A and a strategy g that witnesses its GFGness, we change
A into an NCW A0 by defining the co-Büchi acceptance condition α0 to include the states
all of whose g-memories only belong to rejecting cycles in Ag .
We then prove that L(A) = L(A0 ) and that A0 is indeed GFG. (Furthermore, we show
that the original strategy g also witnesses the GFGness of A0 .) The proof goes by induction,
iterating over all states q of A, and gradually changing the acceptance condition until it
becomes a co-Büchi condition. We show that at each step of the induction, the resulting
automaton is still a GFG-NSW that recognizes the original language.
We start the induction with the original GFG-NSW A, and add to its acceptance condition
a new empty Streett pair, namely (∅, ∅). Along the induction, handling a state q, we remove
q from all the original “bad” sets (namely the left components) of the acceptance condition,
and in the case that q ∈ α0 , we add it to the bad set of the new acceptance pair. Observe
that at the end of the induction, the acceptance condition consists of a single Streett pair, in
which α0 is the bad set and ∅ is the good set. Thus, it is in fact the NCW A0 .
The tricky part of the induction step is when the considered state q does not belong to
α0 . In this case, removing it from the bad sets might enlarge the language of the automaton.
To prove that the language is not altered, we take advantage of the fact that there exists
a deterministic co-Büchi automaton D equivalent to A, and provide a pumping scheme that
proceeds along the cycles of A and D.
Analyzing these cycles, we use the (weak) tightness of A, in order to use Lemma 2—the
pumped cycles might go through states of A that were not originally visited. Yet, due to
Lemma 2, we may link the residual languages of the originally visited states with that of the
newly visited ones.
J
The following example shows that the weak tightness requirement cannot be omitted,
even when the GFG-NSW is actually a GFG-NBW.
I Example 11. The automaton A3 depicted in Figure 7 is GFG-NBW and recognizes
a GFG-NCW-realizable language, yet A3 has no equivalent NCW on the same structure.

5

Büchi Typeness for GFG-NRWs

Studying typeness for deterministic automata, one can use the dualities between the Büchi
and co-Büchi, as well as the Rabin and Streett conditions, in order to relate the Büchitypeness of DRWs with the co-Büchi typeness of DSWs. In the nondeterministic setting,
we cannot apply duality considerations, as by dualizing a nondeterministic automaton, we
obtain a universal one. As we shall see in this section, our inability to use dualization
considerations is not only technical. There is an inherent difference between the co-Büchi
typeness of GFG-NSWs studied in Section 4, and the Büchi typeness of GFG-NRWs, which
we study here. We first show that while the proof of Theorem 10 only requires weak tightness,
Büchi typeness requires full tightness.
The following example shows that tightness is necessary already for GFG-NCW that are
GFG-NBW-realizable.
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Figure 6 A4 : A weakly tight GFG-NCW
that is GFG-NBW-realizable yet is not Büchitype.
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Figure 7 A3 : A GFG-NBW that is GFGNCW-realizable yet is not co-Büchi-type.

I Example 12. The automaton A4 depicted in Figure 6 is a weakly tight GFG-NCW that
recognizes a GFG-NBW-realizable language, yet A4 has no equivalent GFG-NBW on the
same structure.
We now proceed to our main positive result, obtaining the typeness of GFG-NRWs.
I Theorem 13. Tight GFG-NRWs are Büchi-type: Every tight GFG-NRW that recognizes a
GFG-NBW-realizable language has an equivalent GFG-NBW on the same structure.
Proof sketch. Consider a tight GFG-NRW A that recognizes a GFG-NBW-realizable language. Let g be a strategy that witnesses A’s GFGness and with respect to which A is tight.
By Lemma 5, we have a GFG Rabin automaton A0 over the structure of A that is strongly
tight with respect to g. We define an NBW B on top of A’s structure, setting its accepting
states to be all the states that appear in “good” sets of A0 (namely in the right components
of the Rabin accepting pairs).
Clearly, L(A0 ) ⊆ L(B), as B’s condition only requires the “good” part of A0 ’s condition,
without requiring to visit finitely often in a corresponding “bad” set. We should thus prove
that L(B) ⊆ L(A0 ) and that B is GFG. Once proving the language equivalence, B’s GFGness
is straight forward, as the strategy g witnesses it. The language equivalence, however, is not
at all straightforward.
In order to prove that L(B) ⊆ L(A0 ), we analyze the cycles of A0 and of A0g . The proof
goes along the following steps:
We start with showing that a memory of a state q cannot belong to both a q-exclusive
accepting cycle and a rejecting cycle. In order to prove that, we take advantage of the fact
that there is a DBW D equivalent to A0 , and provide a pumping argument concerning
the cycles of A0 and D.
By the above and the strong tightness of A0 , we show that every state q of A0 that
appears in some good set has a single memory, all the cycles of A0g that include q are
accepting, and at least one of them is q-exclusive. Observe that this implies the language
containment L(A0g ) ⊆ L(B). Yet, it does not guarantee that L(A0 ) ⊆ L(B), as there might
be some rejecting cycle of A0 that A0g does not use, which becomes accepting by our
changes to the acceptance condition.
For precluding the aforementioned concern and concluding our proof, we show that every
state q of A0 that appears in some good set does not belong to a rejecting cycle. We
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prove it by applying a maximality argument on paths that the strategy g exhausts along
a hypothetical rejecting cycle of A0 that includes q.
J
The following result follows directly from Lemma 4, Theorem 13, and the determinization
procedure for Büchi GFG automata from [6].
I Corollary 14. Every GFG-NRW with n states that recognizes a DBW-realizable language
has an equivalent DBW with at most O(n2 ) states.

6

Weak Typeness for GFG Automata

A Büchi automaton A is weak [13] if for each strongly connected component C of A, either
C ⊆ α (in which case we say that C is an accepting component) or C ∩ α = ∅ (in which case
we say that C is a rejecting component). Note that a weak automaton can be viewed as both
a Büchi and a co-Büchi automaton, as a run of A visits α infinitely often iff it gets trapped
in an accepting component iff it visits states in Q \ α only finitely often. We use NWW and
DWW to denote nondeterministic and deterministic weak word automata, respectively.
We show in this section that all GFG automata are type with respect to the weak
acceptance condition. We provide the theorem with respect to GFG-NCWs, from which we
can easily deduce it, by our previous typeness results, also for the other types.
I Theorem 15. Tight GFG-NCWs are weak-type: every tight GFG-NCW that recognizes
a GFG-NWW-realizable language has an equivalent GFG-NWW on the same structure.
Proof sketch. Consider a tight GFG-NCW A that recognizes a GFG-NWW-realizable
language. Let S be the set of rejecting states of A and let g be a strategy witnessing A’s
tight GFGness. Let S 0 be the union of S and all the states q of A for which no g-memory m
has an accepting cycle in Ag . Let A0 be the automaton A with the co-Büchi condition given
by S 0 . Analyzing the cycles of A0 , we show that it is a GFG-NWW equivalent to A.
J
Consider now a GFG-NSW A that is GFG-NWW-realizable. Notice that it is obviously
also GFG-NBW-realizable. Hence, by Theorem 10, there is a GFG-NCW on A’s structure,
and by Theorem 15 also a GFG-NWW. The cases of a GFG-NPW and a GFG-NBW
obviously follow, since they are special cases of GFG-NSWs. As for a GFG-NRW A that
is GFG-NWW-realizable, notice that it is obviously also GFG-NBW-realizable. Hence, by
Theorem 13, there is a GFG-NBW on A’s structure, and by Theorem 15 also a GFG-NWW.
I Corollary 16. Tight GFG-NSWs and GFG-NRWs are weak-type: every tight GFG-NSW
and GFG-NRW that recognizes a GFG-NWW-realizable language has an equivalent GFGNWW on the same structure.
Next, we show that GFG-NWWs are DetByP, generalizing a folklore result about safe
and co-safe GFG automata.
I Theorem 17. GFG-NWWs are DetByP.
Proof sketch. Consider a GFG-NWW A with accepting set α, whose GFGness is witnessed
by a strategy g. By arguments analogous to those made in the proof of Theorem 13, a state
q ∈ α has only one g-memory, and is therefore already deterministic.
The interesting part concerns a state q ∈
/ α that has at least two g-memories m and m0 .
0
Let g be the strategy obtained by removing m0 from g and redirecting transitions to m0 into
m. We claim that L(Ag ) = L(Ag0 ), from which it follows by induction that the number of
memories of each state of A can be reduced to 1. We prove the claim by induction on the
strongly connected components of A and by inductively applying Lemma 2.
J
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By combining the above results, we obtain the following corollary.
I Corollary 18. Every GFG-NSW and GFG-NRW that recognizes a GFG-NWW-realizable
language is DetByP.

7

Consequences

GFG automata provide an interesting formalism in between deterministic and nondeterministic automata. Their translation to deterministic automata is immediate for the weak
condition (Theorem 17), polynomial for the Büchi condition [6], and exponential for the
co-Büchi, parity, Rabin, and Streett conditions [6]. They have the same typeness behavior
as deterministic automata, summarized in Table 1. The positive results of Table 1 follow
from our theorems in Sections 4, 5, and 6. The negative results follow from corresponding
counterexamples with deterministic automata [5, 7]. Considering the complementation of
GFG automata, they lie in between the deterministic and nondeterministic settings, as shown
in Table 2. As for the translation of LTL formulas to GFG automata, it is doubly exponential,
like the translation to deterministic automata (Corollary 21 below).

Complementation
In the deterministic setting, Rabin and Streett automata are dual: complementing a DRW
into a DSW, and vice versa, is simply done by switching between the two acceptance
conditions on top of the same structure. This is not the case with GFG automata. We
show below that complementing a GFG-NSW, and even a GFG-NCW, into a GFG-NRW
involves an exponential state blow-up. Essentially, it follows from the Büchi-typeness of
GFG-NRWs (Theorem 13) and the fact that while determinization of GFG-NBWs involves
only a quadratic blow-up, determinization of GFG-NCWs involves an exponential one [6].
I Corollary 19. The complementation of a GFG-NCW into a GFG-NRW involves a 2Ω(n)
state blow-up.
Using our typeness results, we get an almost complete picture on complementation of
GFG automata.
I Theorem 20. The state blow-up involved in the complementation of GFG automata is as
summarized in Table 2.
Proof.
From weak and Büchi. A GFG-NBW A with n states has an equivalent DBW D with
up to n2 states [6], on which structure there is a DCW D for the complement language.
Notice that D is also a GFG-NCW, GFG-NPW, GFG-NRW, and GFG-NSW. Now, if
there is a GFG-NBW equivalent to D, then D is DWW-recognizable, and, by Theorem 15,
there is a GFG-NWW on a substructure of D.
From co-Büchi. By Corollary 19, we have the exponential state blow-up in the complementation to GFG-NPW and GFG-NRW automata. Since the complement of a
co-Büchi-recognizable language is DBW-recognizable, we get an exponential state blowup also to GFG-NBW.
To weak and co-Büchi. Consider a GFG-NCW, GFG-NPW, or GFG-NRW A with
n states that can be complemented into a GFG-NCW C. Then the language of A is
GFG-NBW recognizable. Thus, by Theorem 13, there is a GFG-NBW equivalent to A
with up to n states. Hence, by case (1), there is a GFG-NCW for the complement of A
with up to n2 states.
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Type To
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W

B

C

P

R

S
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Table 2 The state blow-up involved in the
complementation of GFG automata.

Comp. To
From

Weak

Weak

Büchi

Büchi

Co-Büchi

Yes

Streett

Parity
No
N

Y

C

B

P

R

S

Poly

Co-Büchi

Parity
Rabin

W

Y
No

N

Rabin

Y

Streett

?
Exp

From Streett to weak. Consider a GFG-NSW A that can be complemented to a GFGNWW. Then the language of A is DWW-recognizable. Thus, by Theorems 10 and 15,
there is a GFG-NWW on a substructure of A, and we are back in case (1).
From Streett to co-Büchi. Given a DRW A that is NCW realizable, one can translate it
to an equivalent NCW by first dualizing A into a DSW A for the complement language,
and then complementing A into a GFG-NCW C. Since dualizing a DRW into a DSW
is done with no state blowup and the translation of DRWs to NCWs might involve an
exponential state blowup [1], so does the complementation of GFG-NSW to GFG-NCWs.
From Streett to Streett. Analogous to the above case of Streett to co-Büchi, due to the
exponential state blowup in the translation of DRWs to NSWs [1].
J

Translating LTL formulas to GFG Automata
Recall that GFG-NCWs are exponentially more succinct than DCWs [6], suggesting they
do have some power of nondeterministic automata. A natural question is whether one can
come up with an exponential translation of LTL formulas to GFG automata, in particular
when attention is restricted to LTL formulas that are DCW-realizable. We complete this
section with a negative answer, providing another evidence for the deterministic nature of
GFG automata. This result is based on the fact that the language with which the doublyexponential lower bound of the translation of LTL to DBW in [9] is proven is bounded (that
is, it is both safe and co-safe). It means that by Corollary 18, any GFG-NSW for it would
be DetByP, contradicting the doubly-exponential lower bound.
I Corollary 21. The translation of DCW-realizable LTL formulas into GFG-NSW is doubly
exponential.
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Abstract
Our input is a bipartite graph G = (A ∪ B, E) where each vertex in A ∪ B has a preference
list strictly ranking its neighbors. The vertices in A and in B are called students and courses,
respectively. Each student a seeks to be matched to cap(a) ≥ 1 many courses while each course
b seeks cap(b) ≥ 1 many students to be matched to it. The Gale-Shapley algorithm computes
a pairwise-stable matching (one with no blocking edge) in G in linear time. We consider the
problem of computing a popular matching in G – a matching M is popular if M cannot lose
an election to any matching where vertices cast votes for one matching versus another. Our
main contribution is to show that a max-size popular matching in G can be computed by the
2-level Gale-Shapley algorithm in linear time. This is an extension of the classical Gale-Shapley
algorithm and we prove its correctness via linear programming.
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1

Introduction

We study the many-to-many matching problem in bipartite graphs: formally, this is given
by a set A of vertices (these vertices are called students) and a set B of vertices (these are
called courses), where every vertex u has a capacity cap(u) ≥ 1. Every student a seeks to
be matched to cap(a) many courses and every course b seeks cap(b) many students to be
matched to it. Moreover, every student a ∈ A has a strict ranking a over courses that are
acceptable to a and every course b has a strict ranking b over students that are acceptable
to b. The set of mutually acceptable pairs is given by E ⊆ A × B. Thus our input is a
bipartite graph G = (A ∪ B, E) and the preferences of a vertex are expressed as an ordered
list of its neighbors, e.g., u : v, v 0 denotes the preference v u v 0 , i.e., u prefers v to v 0 .
I Definition 1. A matching M in G = (A∪B, E) is a subset of E such that |M (u)| ≤ cap(u)
for each u ∈ A ∪ B, where M (u) = {v : (u, v) ∈ M }.
The goal is to compute an optimal matching in G. The usual definition of optimality in
this setting has been pairwise-stability [26]. A matching M in G is said to be pairwise-stable if
there is no student-course pair (a, b) that “blocks” M . We say a pair (a, b) ∈ E \M blocks M
if (1) either a has less than cap(a) partners in M or a prefers b to its least preferred neighbor
in M (a) and (2) either b has less than cap(b) partners in M or b prefers a to its least preferred
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neighbor in M (b). It is known that pairwise-stable matchings always exist [26] and the GaleShapley algorithm [8] can be easily generalized to find such a matching in G = (A ∪ B, E).
The many-to-one variant of this problem, also called the hospitals/residents problem, where
cap(a) = 1 for every a ∈ A, was studied by Gale and Shapley [8] who showed that their
algorithm for the marriage problem (where cap(u) = 1 for all u ∈ A ∪ B) can be easily
extended to find a stable matching in the hospitals/residents problem as well.
Since a (pairwise) stable matching is a maximal matching in G, its size is at least
|Mmax |/2, where Mmax is a max-size matching in G. This bound can be tight as shown
by the following simple example: let A = {a, a0 } and B = {b, b0 } where each vertex has
capacity 1 and the edge set is E = {(a, b), (a, b0 ), (a0 , b)}. The preferences are shown in the
table below. Here the only stable matching (red line) is S = {(a, b)}, which is of size 1.
However, the max-size matching (dashed lines) Mmax = {(a0 , b), (a, b0 )} is of size 2.
a : b, b0

b : a, a0

a0 : b

b0 : a

a

b

a0

b0

It can be shown that all pairwise-stable matchings have to match the same set of vertices
and every vertex gets matched to the same capacity in every pairwise-stable matching. In the
hospitals/residents setting, this is popularly called the “Rural Hospitals Theorem” [9, 27].
More precisely, Roth [27] showed that not only is every hospital matched to the same number
of residents in every stable matching, but moreover, every hospital that is not matched up
to its capacity in some stable matching is actually matched to the same set of residents in
any stable matching. Thus the notion of stability is very restrictive.
From a social point of view, it seems desirable to have a high number of students registered for courses to make effective use of available resources. Similarly, in the hospitals/residents setting, it seems desirable to have a higher number of residents matched to
hospitals in order to keep few residents unemployed and guarantee sufficient staffing for
hospitals. The latter point particularly applies to rural hospitals that oftentimes face the
problem of being understaffed with residents by the National Resident Matching Program in
the USA (cf. [25, 27]). This motivates relaxing the notion of “absence of blocking edges” to
a weaker notion of stability so as to obtain matchings that are guaranteed to be significantly
larger than |Mmax |/2. Note that we do not wish to ignore the preferences of vertices and
impose a max-size matching on them as such a way of assignment may be highly undesirable
from a social viewpoint. Instead our approach is to replace the local stability notion of “no
blocking edges” with a weaker notion of global stability that achieves more “global good” in
the sense that its size is always at least γ · |Mmax | for some γ > 1/2.

Popularity
To this end, we consider the notion of popularity, which was introduced by Gärdenfors [10]
for the stable marriage problem: the input here consists of a set of men and a set of women,
where each person seeks to get matched to at most one person from the opposite sex. Hence
the marriage or the one-to-one matching setting, where every vertex has capacity 1, is a
special case of the many-to-many matching setting considered here. Popularity is based on
voting by vertices on the set of feasible matchings. In the one-to-one setting, the preferences
of a vertex over its neighbors are extended to preferences over matchings by postulating
that every vertex orders matchings in the order of its partners in these matchings. This
postulates that vertices do not care which other pairs are formed.
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A matching is popular if it never loses a head-to-head election against any matching where
each vertex casts a vote. Thus popular matchings are (weak) Condorcet winners [5] in the
corresponding voting instance. The Condorcet paradox shows that collective preferences
can be cyclic and so there need not be a Condorcet winner; this is the source of many
impossibility results in social choice theory such as Arrow’s impossibility theorem.
However, in the context of matchings in the one-to-one setting, Gärdenfors [10] showed
that every stable matching is popular. Hence the fact that stable matchings always exist
here [8] implies that popular matchings always exist. This is quite remarkable given that
popular matchings correspond to (weak) Condorcet winners. In the one-to-one setting, there
is a vast literature on popular matchings [3, 15, 19, 13, 7, 20, 16].
Here we generalize the notion of popularity to the many-to-many matching setting. This
requires us to specify how vertices vote over different subsets of their neighbors. In particular,
one may want to allow a single vertex to cast multiple votes if its capacity is greater than 1.
Our definition of voting by a vertex between two subsets of its neighbors is the following:
first remove all vertices that are contained in both sets; then find a bijection from the first
set to the second set and compare every vertex with its image under this bijection (if the
sets are not of equal size, we add dummy vertices that are less preferred to all non-dummy
vertices); the number of wins minus the number of losses is cast as the vote of the vertex.
The vote may depend on the bijection that is chosen, however.
Our definition is based on the bijection that minimizes the vote, which results in a rather
restrictive notion of popularity. We show however that even for this notion of popularity,
every stable matching is popular. In particular, popular matchings always exist. As a
consequence, popular matchings always exist for every notion of popularity that is less
restrictive than our notion of popularity. Our goal is to find a max-size popular matching
and crucially, it turns out that the size of a max-size popular matching is independent of the
bijection that is chosen for the definition of popularity. We formalize these notions below.
In the one-to-one setting, given any two matchings M0 , M1 and a vertex u, we say u
prefers M0 to M1 if u prefers M0 (u) to M1 (u), where Mi (u) is u’s partner in Mi , for i = 0, 1,
and we say “Mi (u) = null” if u is left unmatched in matching Mi – note that the null option
is the least preferred state for any vertex. Define the function voteu (v, v 0 ) for any vertex u
and neighbors v, v 0 of u as follows: voteu (v, v 0 ) is 1 if u prefers v to v 0 , it is −1 if u prefers
v 0 to v, and it is 0 otherwise (i.e., if v = v 0 ). In the one-to-one setting, ∆u (M0 , M1 ), which
is u’s vote for M0 versus M1 , is defined to be voteu (M0 (u), M1 (u)).
In the many-to-many setting, while comparing one matching with another, we allow a
vertex to cast more than one vote. For instance, when we compare the preference of vertex u
with cap(u) = 3 for S0 = {v1 , v2 , v3 } versus S1 = {v4 , v5 , v6 } (where v1 u v2 u · · · u v6 ),
we would like u’s vote to capture the fact that u is better-off by 3 partners in S0 when
compared to S1 . So we define u’s vote for S0 versus S1 as follows. Let S0 , S1 be any two
subsets of the set of u’s neighbors where we add some occurrences of “null” to the smaller
of S0 , S1 to make the two sets of the same size. We will view the sets S00 = S0 \ S1 and S10 =
S1 \ S0 as arrays hSi0 [1], . . . , Si0 [k]i (for i = 0, 1) where k = |S0 | − |S0 ∩ S1 | = |S1 | − |S0 ∩ S1 |.
The preference of vertex u for S0 versus S1 , denoted by δu (S0 , S1 ), is defined as follows:
δu (S0 , S1 ) = min

σ∈Π[k]

k
X

voteu (S00 [i], S10 [σ(i)]),

(1)

i=1

where Π[k] is the set of permutations on {1, . . . , k}. Let ∆u (M0 , M1 ) = δu (S0 , S1 ), where
S0 = M0 (u) and S1 = M1 (u). So ∆u (M0 , M1 ) counts the number of votes by u for M0 (u)
versus M1 (u) when the sets S00 = M0 (u)\M1 (u) and S10 = M1 (u)\M0 (u) are being compared
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in the order that is most adversarial or negative for M0 . That is, this order σ ∈ Π[k] of
comparison between elements of S00 and S10 gives the least value for n+ − n− , where n+ is the
number of indices i such that S00 [i] u S10 [σ(i)] and n− is the number of indices i such that
S00 [i] ≺u S10 [σ(i)]. Note that ∆u (M0 , M1 ) + ∆u (M1 , M0 ) ≤ 0 and it can be strictly negative.
For instance, when a vertex u with cap(u) = 3 compares two subsets S0 = {v1 , v3 , v5 } and
S1 = {v2 , v4 , v6 } (where v1 u v2 u · · · u v6 ), we have δu (S0 , S1 ) = −1 since comparing
the following pairs results in the least value of δu (S0 , S1 ): this pairing is (v1 with v6 ), (v3 with
v2 ), (v5 with v4 ). This makes δu (S0 , S1 ) = 1 − 1 − 1 = −1. While computing δu (S1 , S0 ), the
pairing would be (v2 with v1 ), (v4 with v3 ), (v6 with v5 ): then δu (S1 , S0 ) = −1 − 1 − 1 = −3.
For any two matchings M0 and M1 in G, we compare them using the function ∆(M0 , M1 )
defined as follows:
X
∆(M0 , M1 ) =
∆u (M0 , M1 ).
(2)
u∈A∪B

We say M0 is at least as popular as M1 if ∆(M0 , M1 ) ≥ 0 and M0 is more popular than M1
if ∆(M0 , M1 ) > 0. If ∆(M0 , M1 ) ≥ 0 then for every vertex u in A ∪ B: no matter in which
order the elements of S00 = M0 (u) \ M1 (u) and S10 = M1 (u) \ M0 (u) are compared against
each other by u in the evaluation of ∆u (M0 , M1 ), when we sum up the total number of votes
cast by all vertices, the votes for M1 can never outnumber the votes for M0 .
I Definition 2. M0 is a popular matching in G = (A ∪ B, E) if ∆(M0 , M1 ) ≥ 0 for all
matchings M1 in G.
Thus for a matching M0 to be popular, it means that M0 is at least as popular as every
matching in G, i.e., there is no matching M1 with ∆(M0 , M1 ) < 0. If there exists a matching
M1 such that ∆(M0 , M1 ) < 0 then this is taken as a certificate of unpopularity of M0 . Note
that it is possible that both ∆(M0 , M1 ) and ∆(M1 , M0 ) are negative, i.e., for each vertex u
there is some order of comparison between the elements of S00 = M0 (u) \ M1 (u) with those
in S10 = M1 (u) \ M0 (u) so that when we sum up the total number of votes cast by all the
vertices, the number for M1 is more than the number for M0 ; similarly for each u there is
another order of comparison between the elements of S00 with those in S10 so that when we
sum up the total number of votes cast by all the vertices, the number for M0 is more than
the number for M1 . In this case neither M0 nor M1 is popular. It is not obvious whether
popular matchings always exist in G.
Our definition of popularity may seem too strict and restrictive since for each vertex u,
we choose the most negative or adversarial ordering for M0 (u) \ M1 (u) versus M1 (u) \ M0 (u)
while calculating ∆u (M0 , M1 ). A more relaxed definition may be to order the sets S00 =
M (u) \ M1 (u) and S10 = M1 (u) \ M0 (u) in increasing order of preference of u and take
P0
0
0
i voteu (S0 [i], S1 [i]) as u’s vote. An even more relaxed definition may be to choose the
most favorable or positive ordering for S00 versus S10 while calculating ∆u (M0 , M1 ). Note
that as per (1) we have:
−∆u (M0 , M1 ) = − min

σ∈Π[k]

k
X
i=1

voteu (S00 [i], S10 [σ(i)]) = max

π∈Π[k]

k
X

voteu (S10 [i], S00 [π(i)]). (3)

i=1

I Definition 3. Call a matching M1 weakly popular if ∆(M0 , M1 ) ≤ 0, i.e., −∆(M0 , M1 ) ≥ 0,
for all matchings M0 in G.
Thus it follows from (3) that M1 is a weakly popular matching if the sum of votes for M1
is at least the sum of votes for any matching M0 when each vertex u compares M1 (u)\M0 (u)
versus M0 (u) \ M1 (u) in the ordering (as given by π) that is most favorable for M1 . In the
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one-to-one setting, we have ∆(M0 , M1 ) + ∆(M1 , M0 ) = 0 for any pair of matchings M0 , M1
since ∆u (M0 , M1 ) = voteu (M0 (u), M1 (u)) = −voteu (M1 (u), M0 (u)) = −∆u (M1 , M0 ) for
each u; thus the notions of “popularity” and “weak popularity” coincide here. In the manyto-many setting, weak popularity is a more relaxed notion than popularity.
We choose a strong definition of popularity so that a matching that is popular according
to our notion will also be popular according to any notion “in between” between popularity
and weak popularity. However this breadth may come at a price as it could be the case that
a max-size weakly popular matching is larger than a max-size popular matching.

Our results and techniques
We will show that every pairwise-stable matching in G = (A ∪ B, E) is popular, thus our
(seemingly strong) definition of popularity is a relaxation of pairwise-stability. We will
present a simple linear time algorithm for computing a max-size popular matching M0 in G
and show that |M0 | ≥ 32 · |Mmax |.
We also show that M0 is more popular than every larger matching, i.e., ∆(M0 , M1 ) > 0
(refer to (2)) for any matching M1 that is larger than M0 . Thus M0 is also a max-size weakly
popular matching in G as no matching M1 larger than M0 can be weakly popular due to
the fact that ∆(M0 , M1 ) > 0. Thus surprisingly, we lose nothing in terms of the size of our
matching by sticking to a strong notion of popularity.
Akin to the rural hospitals theorem, we show that all max-size popular matchings have
to match the same set of vertices and every vertex gets matched to the same capacity in
every max-size popular matching. However, even in the hospitals/residents setting, hospitals
that are not matched up to their capacity in some max-size popular matching do not need
to be matched to the same sets of residents in any max-size popular matching, which is in
contrast to stable matchings [27].
Our algorithm is an extension of the 2-level Gale-Shapley algorithm from [19] to find a
max-size popular matching in a stable marriage instance. While the analysis of the 2-level
Gale-Shapley algorithm in [19] is based on a structural characterization of popular matchings
(from [15]) on forbidden alternating paths and alternating cycles, we use linear programming
here to show a simple and self-contained proof of correctness of our algorithm. We would
like to remark that the structural characterization from [15] and the proof of correctness
from [19] can be extended (in a rather laborious manner) to show the correctness of the
generalized algorithm in our more general setting as well, however our proof of correctness
is much simpler and this yields a much easier proof of correctness of the algorithm in [19].
Our linear programming techniques are based on a linear program used in [21] to find a
popular fractional matching in a bipartite graph with 1-sided preference lists.

Background and related work
The first algorithmic question studied for popular matchings was in the domain of 1-sided
preference lists [1] where it is only vertices on the left, who are agents, that have preferences;
the vertices on the right are objects and they have no preferences. Popular matchings need
not always exist here, however fractional matchings that are popular always exist and can
be computed in polynomial time via linear programming [21]. Popular matchings always
exist in any instance of the stable marriage problem with strict preference lists since every
stable matching is popular [10].
Efficient algorithms to find a max-size popular matching in a stable marriage instance
are known [15, 19] and a subclass of max-size popular matchings called dominant matchings
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was studied in [7] and it was shown that these matchings coincide with stable matchings in
a larger graph. A polynomial time algorithm was shown in [20] to find a min-cost popular
half-integral matching when there is a cost function on the edge set and it was shown in [16]
that the popular fractional matching polytope here is half-integral. When preference lists
admit ties, the problem of determining if a stable marriage instance (A ∪ B, E) admits a
popular matching or not is NP-hard [3] and the NP-hardness of this problem holds even
when ties are allowed on only one side (say, in the preference lists of vertices in A) [6].
Very recently and independent of our work, the problem of computing a max-size popular
matching in an extension of the hospitals/residents problem, i.e., in the many-to-one setting,
was considered by Nasre and Rawat [23]. The notion of “more popular than” in [23] is
weaker than ours: in order to compare matchings M0 and M1 , in [23] every hospital h
orders S00 = M0 (h) \ M1 (h) and S10 = M1 (h) \ M0 (h) in increasing order of preference of h
P
and i voteh (S00 [i], S10 [i]) is h’s vote for M0 versus M1 . An efficient algorithm was shown
for their problem by reducing it to a stable matching problem in a larger graph – this closely
follows the method and techniques in [15, 19, 7] for the max-size popular matching problem
in the one-to-one setting. Note that popularity as per their definition is “in between” our
notions of popularity and weak popularity.
The stable matching problem in a marriage instance has been extensively studied – we
refer to the books [11, 22] on this topic. The problem of computing stable matchings or its
variants in the hospitals/residents setting is also well-studied [14, 2, 12, 17, 18]. The stable
matching algorithm in the hospitals/residents problem has several real-world applications:
it is used to match residents to hospitals in Canada [28] and in the USA [24]. The manyto-many stable matching problem has also received considerable attention [26, 4, 29].

2

Our algorithm

A first attempt to solve the max-size popular matching problem in a many-to-many instance
G = (A ∪ B, E) may be to define an equivalent one-to-one instance G0 = (A0 ∪ B 0 , E 0 ) by
making cap(u) copies of each u ∈ A ∪ B and cap(a) · cap(b) many copies of each edge (a, b);
the max-size popular matching problem in G0 can be solved using the algorithm in [19] and
the obtained matching M̃ in G0 can be mapped to a matching M in G. In the first place, one
should ensure that there are no multi-edges in M . The matching M will be popular, however
it is not obvious that M is a max-size popular matching in G as every popular matching in
G need not be realized as some popular matching in G0 : we show such an example in the
Appendix. Thus one needs to show that there is at least one max-size popular matching in
G that can be realized as a popular matching in G0 ; we do not pursue this approach here as
the running time of the max-size popular matching algorithm in G0 is linear in the size of
G0 , which is O(mn), where |E| = m and |A| + |B| = n.
In this section we describe a simple O(m + n) algorithm called the generalized 2-level
Gale-Shapley algorithm to compute a max-size popular matching in G = (A ∪ B, E). This
algorithm works on the graph H = (A00 ∪B, E 00 ) defined as follows: A00 consists of two copies
a0 and a1 of every student a in A, i.e., A00 = {a0 , a1 : a ∈ A}. The set B of courses in H is
the same as in G and the edge set here is E 00 = {(a0 , b), (a1 , b) : (a, b) ∈ E}.
The preference list of ai (for i = 0, 1) is exactly the same as the preference list of a. The
elements in the set {ai : a ∈ A} will be called level i students, for i = 0, 1. Every b ∈ B
prefers any level 1 neighbor to any level 0 neighbor: within the set of level i neighbors (for
i = 0, 1), b’s preference order is the same as its original preference order. For instance, if
a course b has only 2 neighbors a and v in G where a b v, the preference order of b in
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Output: A matching M in H

0

1. Initialize Q = {a : a ∈ A} and M = ∅. Set residual(a) = cap(a) for all a ∈ A.
2. while Q =
6 ∅ do
3. delete the first vertex from Q: call this vertex ai .
4. while ai has one or more neighbors in H to propose to and residual(a) > 0 do
5.
– let b be the most preferred neighbor of ai in H that ai has not yet proposed to.
{So every neighbor of ai in the current graph H that is ranked better than b is
already matched to ai in M .}
6.
– add the edge (ai , b) to M .
7.
if i = 1 and b is already matched to a0 then
8.
– delete the edge (a0 , b) from M . {So (a0 , b) in M gets replaced by (a1 , b).}
9.
else
10.
– set residual(a) = residual(a) − 1. {since |M (a)| has increased by 1 }
11.
if b is matched to more than cap(b) partners in M then
12.
– let v j be b’s worst partner in M . Delete the edge (v j , b) from M .
{Note that “worst” is as per preferences in H.}
13.
– set residual(v) = residual(v) + 1 and if v j ∈
/ Q then add v j to Q.
14.
end if
15.
end if
16.
if b is matched to cap(b) many partners in M then
17.
– delete all edges (u, b) from H where u is a neighbor of b in H that is ranked
worse than b’s worst partner in M . {“Worse” is as per preferences in H.}
18.
end if
19. end while
20. if residual(a) > 0 and i = 0 then
21.
– add a1 to Q. {Though residual(a) > 0, the condition in the above while-loop does
not hold, i.e., a0 has no neighbors in H to propose to; hence a1 gets activated.}
22. end if
23. end while
24. Return the matching M .

G0 is: a1 , v 1 , a0 , v 0 . The sum of capacities of a0 and a1 will be cap(a) and we will use
residual(a) to denote the cap(a) − |M (a)|, where M is the current matching. At any point
in time, only one of a0 and a1 will be active in our algorithm.
A description of our algorithm is given as Algorithm 1. To begin with, all level 0 students
are active in our algorithm and all level 1 students are inactive. We keep a queue Q of all
the active students and they propose as follows:
every active student ai , where a is not fully matched, proposes to its most preferred
neighbor in H that it has not yet proposed to (lines 4-5 of Algorithm 1)
if a0 has already proposed to all its neighbors in H and a is not fully matched, then a0
becomes inactive and a1 becomes active and it joins the queue Q (lines 20-21).
When a course b receives a proposal from ai , the vertex b accepts this offer (in line 6).
In case b is already matched to a0 and it now received a proposal from a1 , the edge (a0 , b)
in M is replaced by the edge (a1 , b) (otherwise b would end up being matched to a with
multiplicity 2 which is not allowed) – this is done in lines 7-8 of Algorithm 1.
If b is now matched to more than cap(b) partners then b rejects its worst partner v j in
the current matching and so residual(v) increases by 1 and v j joins Q if it is not already in Q
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(in lines 11-13). If b is now matched to cap(b) partners then we delete all edges (u, b) from
H where u is a neighbor of b in H that is ranked worse than b’s worst partner in the current
matching – so no such resident u can propose to b later on in the algorithm (lines 16-17).
Once Q becomes empty, the algorithm terminates.
Let M be the matching returned by this algorithm and let M0 be the matching in G that
is obtained by projecting M to the edge set of G, i.e., (a, b) ∈ M0 if and only if (ai , b) ∈ M
for some i ∈ {0, 1}. We will prove that M0 is a max-size popular matching in Section 3.

3

The correctness of our algorithm

In this section we show a sufficient condition for a matching N in G to be popular. This
is shown via a graph called G0N : this is a bipartite graph constructed using N such that N
gets mapped to a simple matching N 0 in G0N , i.e., |N 0 (v)| ≤ 1 for all vertices v in G0N .
The vertex set of G0N includes A0 ∪ B 0 where A0 = {ai : a ∈ A and 1 ≤ i ≤ cap(a)} and
0
B = {bj : b ∈ B and 1 ≤ j ≤ cap(b)}. That is, for each vertex u ∈ A ∪ B, there are cap(u)
many copies of u in G0N . For each edge (a, b) in G such that (a, b) ∈ N , we will arbitrarily
choose a distinct i ∈ {1, . . . , cap(a)} and a distinct j ∈ {1, . . . , cap(b)} and include (ai , bj )
in N 0 . If u ∈ A ∪ B was not fully matched in N , i.e., it has less than cap(u) many partners
in N , then some uk ’s will be left unmatched in N 0 .
1. For each edge (a, b) in G such that (a, b) ∈
/ N , we will have edges (ai , bj ) in G0N , for all
1 ≤ i ≤ cap(a) and 1 ≤ j ≤ cap(b).
2. For each edge (a, b) ∈ N , we will have the edge (ai , bj ) in G0N where (ai , bj ) ∈ N 0 .
Thus for any edge e = (a, b) ∈
/ N , there are cap(a) · cap(b) many copies of e in G0 : these
are (ai , bj ) for all (i, j) ∈ {1, . . . , cap(a)} × {1, . . . , cap(b)}. However for any edge (a, b) ∈ N ,
there is only one edge (ai , bj ) in G0N where (ai , bj ) ∈ N 0 , in other words, the student ai is
not adjacent in G0N to course bj 0 for j 0 6= j and similarly, the course bj is not adjacent in G0N
to student ai0 for i0 6= i. The Appendix has an example of G0N corresponding to a matching
N in a many-to-one instance G (see Fig. 2).
There are also some new vertices called “last resort neighbors” in G0N : for any uk ∈
0
A ∪ B 0 , we introduce a new vertex `(uk ); the vertex uk ranks `(uk ) at the bottom of its
preference list.
3. The edge set of G0N also contains the edges (uk , `(uk )) for each uk ∈ A0 ∪ B 0 .
The purpose of the vertex `(uk ) is to capture the state of uk ∈ A0 ∪ B 0 being left
unmatched in any matching so that every matching in G gets mapped to an (A0 ∪ B 0 )complete matching in G0N , i.e., one that matches all vertices in A0 ∪ B 0 . We will use these
last resort neighbors to obtain an (A0 ∪ B 0 )-complete matching N ∗ from N 0 .
N ∗ = N 0 ∪ {(uk , `(uk )) : uk ∈ A0 ∪ B 0 and uk is unmatched in N 0 }.
Thus if a vertex u ∈ A ∪ B was not fully matched in N , then some ui ’s will be matched to
their last resort neighbors in N ∗ . We now define edge weights in G0N .
For any edge e = (ai , bj ) ∈ A0 × B 0 : the weight of edge e is wtN (e) = votea (b, N ∗ (ai )) +
voteb (a, N ∗ (bj )), where N ∗ (uk ) is uk ’s partner in the (A0 ∪ B 0 )-complete matching N ∗ .
Thus wtN (ai , bj ) is the sum of votes of a and b for each other versus N ∗ (ai ) and N ∗ (bj ),
respectively. We have wtN (e) ∈ {±2, 0} and wtN (e) = 2 if and only if e blocks N .
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A01

B10

A00

B00

Figure 1 A0 = A00 ∪ A01 and B 0 = B00 ∪ B10 : all courses bj left unmatched in M00 are in B00 and all
students ai left unmatched in M00 are in A01 . Note that M00 ⊆ (A00 × B00 ) ∪ (A01 × B10 ).

For any edge e = (uk , `(uk )) where uk ∈ A0 ∪ B 0 : the weight of edge e is wtN (e) =
voteu (`(uk ), N ∗ (uk )). Thus wtN (uk , `(uk )) = −1 if the vertex uk was matched in N 0 and
wtN (uk , `(uk )) = 0 otherwise (in which case N ∗ (uk ) = `(uk )).
Observe that every edge e ∈ N ∗ satisfies wtN (e) = 0. Thus the weight of the matching
N in G0N is 0. Theorem 4 below states that if every (A0 ∪ B 0 )-complete matching in the
graph G0N has weight at most 0, then N is a popular matching in G.
The proof of Theorem 4 (given in the full version of the paper) shows that for any
matching T in G, we can construct a realization T ∗ of T in G0N such that T ∗ is an (A0 ∪ B 0 )complete matching and wtN (T ∗ ) = −∆(N, T ). Thus if every (A0 ∪ B 0 )-complete matching
in G0N has weight at most 0, then wtN (T ∗ ) ≤ 0, in other words, ∆(N, T ) ≥ 0. Since
∆(N, T ) ≥ 0 for all matchings T in G, the matching N is popular.
∗

I Theorem 4. Let N be a matching in G such that every (A0 ∪ B 0 )-complete matching in
G0N has weight at most 0. Then N is popular.
I Corollary 5. Every pairwise-stable matching in G is popular.
Proof. Let S be any pairwise-stable matching in G. Consider the graph G0S : since S has
no blocking edge in G, every edge e in G0S satisfies wtS (e) ≤ 0. Thus every matching in G0S
has weight at most 0 and so by Theorem 4, we can conclude that S is popular.
J

3.1

The popularity of M0

We will now use Theorem 4 to prove the popularity of the matching M0 computed in
Section 2. We will construct the matchings M00 , M0∗ and the graph G0M0 corresponding to
the matching M0 as described at the beginning of Section 3. Our goal is to show that every
(A0 ∪ B 0 )-complete matching in G0M0 has weight at most 0. Note that the matching M0∗ has
weight 0 in G0M0 .
We partition the set A0 into A00 ∪ A01 and the set B 0 into B00 ∪ B10 as follows. Initialize
0
A0 = A01 = B00 = B10 = ∅. For each edge (ai , bj ) ∈ M00 do:
if (a0 , b) ∈ M then add ai to A00 and bj to B00 ;
else (i.e., (a1 , b) ∈ M ) add ai to A01 and bj to B10 .
Recall that M ⊆ A00 × B is the matching in the graph H obtained at the end of the 2-level
Gale-Shapley algorithm (see Algorithm 1) and the projection of M on to A × B is M0 .
The definition of the sets A00 , A01 , B00 , B10 implies that M00 ⊆ (A00 × B00 ) ∪ (A01 × B10 ). Also
add students unmatched in M00 to A01 and courses unmatched in M00 to B00 . Thus we have
A0 = A00 ∪ A01 and B 0 = B00 ∪ B10 (see Fig. 1).
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Theorem 6 will show that the matching M0 satisfies the condition of Theorem 4, this will
prove that M0 is a popular matching in G. This proof is inspired by the proof in [20] that
shows the membership of certain half-integral matchings in the popular fractional matching
polytope of a stable marriage instance.
In order to show that every (A0 ∪ B 0 )-complete matching in G0M0 has weight at most 0,
we consider the max-weight (A0 ∪ B 0 )-complete matching problem in G0M0 as our primal LP.
We show a dual feasible solution α
~ that makes the dual objective function 0. This means
the primal optimal value is at most 0 and this is what we set out to prove.
I Theorem 6. Every (A0 ∪ B 0 )-complete matching in G0M0 has weight at most 0.
Proof. Let our primal LP be the max-weight (A0 ∪ B 0 )-complete matching problem in G0M0 .
We want to show that the primal optimal value is at most 0. The primal LP is the following:
X
max
wtM0 (e) · xe
e∈G0M

subject to

0

X
e∈E 0 (u

xe = 1

for all uk ∈ A0 ∪ B 0 ,

xe ≥ 0

for all edges e ∈ G0M0 ,

k)

where E 0 (uk ) is the set of edges incident on uk in G0M0 .
The dual LP is the following: we associate a variable αuk to each vertex uk ∈ A0 ∪ B 0 .
X
min
αuk
uk ∈A0 ∪B 0

subject to

αai + αbj ≥ wtM0 (ai , bj )
αuk ≥ wtM0 (uk , `(uk ))

for all edges (ai , bj ) ∈ G0M0 ,

(4)

0

(5)

0

for all uk ∈ A ∪ B .

Consider the following assignment of α-values for all uk ∈ A0 ∪ B 0 : set αuk = 0 for all uk
unmatched in M00 (each such vertex is in A01 ∪ B00 ) and for the matched vertices uk in M00 ,
we set α-values as follows: αuk = 1 if uk ∈ A00 ∪ B10 and αuk = −1 if uk ∈ A01 ∪ B00 .
Observe that Inequality (5) holds for all vertices uk ∈ A0 ∪ B 0 . This is because αuk =
0 = wtM0 (uk , `(uk )) for all uk unmatched in M00 ; similarly, for all uk matched in M00 we have
αuk ≥ −1 = wtM0 (uk , `(uk )). In order to show Inequality (4), we will use Claim 7 stated
below – its proof follows from our algorithm and is included in the full version.
I Claim 7. Let e = (ai , bj ) be any edge in G0M0 .
(i) If e ∈ A01 × B00 , then wtM0 (e) = −2.
(ii) If e ∈ (A00 × B00 ) ∪ (A01 × B10 ), then wtM0 (e) ≤ 0.
Claim 7 (i) says that for every edge (ai , bj ) ∈ A01 ×B00 in G0M0 , we have wtM0 (ai , bj ) = −2.
Since αuk ≥ −1 for all uk ∈ A01 ∪ B00 , Inequality (4) holds for all edges of G0M0 in A01 × B00 .
Claim 7 (ii) says that for every edge (ai , bj ) in (A00 ×B00 )∪(A01 ×B10 ), we have wtM0 (ai , bj ) ≤
0. Since αai + αbj ≥ 0 for all (ai , bj ) ∈ A0t × Bt0 (for t = 0, 1), Inequality (4) holds for all
edges of G0M0 in (A00 × B00 ) ∪ (A01 × B10 ).
Since wtM0 (e) ≤ 2 for all edges e in G0M0 and we set αuk = 1 for all vertices uk ∈ A00 ∪B10 ,
Inequality (4) is satisfied for all edges of G0M0 in A00 × B10 . Thus Inequality (4) holds for all
edges (ai , bj ) in G0M0 and so these α-values are dual feasible.
For every edge (ai , bj ) ∈ M00 , we have αai +αbj = 0 and αuk = 0 for vertices uk unmatched
P
in M00 . Hence it follows that uk ∈A0 ∪B 0 αuk = 0. So by weak duality, the optimal value of
the primal LP is at most 0. In other words, every matching in G0M0 that matches all vertices
in A0 ∪ B 0 has weight at most 0.
J
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We need to show that M0 is a max-size popular matching in G and we now show that this
follows quite easily from the proof of Theorem 6. Let T be any matching in G. We can
obtain a realization T ∗ of the matching T in G0M0 that is absolutely analogous to how it
was done to prove Theorem 4. Thus T ∗ is an (A0 ∪ B 0 )-complete matching in G0M0 and
wtM0 (T ∗ ) = −∆(M0 , T ).
We know from Theorem 6 that wtM0 (T ∗ ) ≤ 0. Suppose T is a popular matching in G.
Then wtM0 (T ∗ ) has to be 0, otherwise the popularity of T is contradicted since wtM0 (T ∗ ) < 0
implies that ∆(M0 , T ) > 0 (because wtM0 (T ∗ ) = −∆(M0 , T )).
So if T is a popular matching in G, then T ∗ is an optimal solution to the maximum
weight (A0 ∪ B 0 )-complete matching problem in G0M0 . Recall that this is the primal LP in
the proof of Theorem 6. We will use the dual feasible solution α
~ that we constructed in the
proof of Theorem 6 and apply complementary slackness to show that if (uk , `(uk )) ∈ M0∗ ,
i.e., if uk is left unmatched in M00 , then T ∗ also has to contain the edge (uk , `(uk )). This
will imply that |T | ≤ |M0 |, i.e., every popular matching in G has size at most |M0 |.
I Lemma 8. Let T be a popular matching in G and let T ∗ be the realization of T in G0M0 .
Then for any vertex uk ∈ A0 ∪ B 0 we have: (uk , `(uk )) ∈ M0∗ implies (uk , `(uk )) ∈ T ∗ .
Proof. Consider the α-values assigned to vertices in A0 ∪ B 0 in the proof of Theorem 6.
This is an optimal dual solution since its value is 0 which is the value of the optimal primal
solution. Thus complementary slackness conditions have to hold for each edge in the optimal
solution (Te∗ )e∈G0M to the primal LP. That is, for each edge (uk , vt ) ∈ G0M0 , we have:
0

either

αuk + αvt = wtM0 (uk , vt )

or

∗
T(u
= 0.
k ,vt )

(6)

Let uk ∈ A0 ∪ B 0 be a vertex such that (uk , `(uk )) ∈ M0∗ , so αuk = 0. If u ∈ A, then
uk ∈ A01 . Observe that all of uk ’s neighbors in G0M0 are in B10 – this is because for any
neighbor vt 6= `(uk ) of uk , we have voteu (v, `(uk )) = 1 and so wtM0 (uk , vt ) ≥ 0. Claim 7 (i)
says that wtM0 (uk , vt ) = −2 for all edges (uk , vt ) ∈ A01 × B00 . Thus uk has no neighbor in
B00 . Similarly, if u ∈ B, then uk ∈ B00 and all its neighbors in G0M0 are in A00 ; otherwise uk
has a neighbor vt in A01 and Claim 7 (i) would get contradicted since wtM0 (uk , vt ) ≥ 0.
In both cases, every edge (uk , vt ) ∈ A0 × B 0 that is incident on uk in G0M0 is slack
because (uk , vt ) ∈ (A00 × B00 ) ∪ (A01 × B10 ): thus αuk = 0 and αvt = 1 while wtM0 (uk , vt ) =
voteu (v, `(uk )) + votev (u, M00 (vt )) = 1 − 1 = 0. Thus it follows from Equation (6) that
∗
T(u
= 0 for vt 6= `(uk ). Since T ∗ is (A0 ∪ B 0 )-complete, we have (uk , `(uk )) ∈ T ∗ .
J
k ,vt )
Now it immediately follows that M0 is a max-size popular matching in G. Let T be
any popular matching in G. Consider the matching T 0 = T ∗ \ {(uk , `(uk )) : uk ∈ A0 ∪ B 0 }.
Lemma 8 implies that |T 0 | ≤ |M00 | because every vertex uk left unmatched in M00 has to
be left unmatched in T 0 also. Since |T | = |T 0 | and |M00 | = |M0 |, we have |T | ≤ |M0 |. As
this holds for any popular matching T in G, we can conclude that M0 is a max-size popular
matching in G.
Our algorithm can be easily implemented to run in linear time (the full version has these
details). Hence we can conclude the following theorem.
I Theorem 9. A max-size popular matching in a many-to-many instance G = (A ∪ B, E)
can be computed in linear time.
Lemma 10 (proved in the full version of the paper) states that no matching larger than
M0 can be weakly popular (see Definition 3) as ∆(M0 , T ) > 0 for any such matching T .
This implies that M0 is also a max-size weakly popular matching in G.
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I Lemma 10. Let T be a matching such that |T | > |M0 |. Then ∆(M0 , T ) > 0, i.e., M0 is
more popular than T .
Interestingly, Lemma 10 implies that for any definition of popularity that is “in between”
popularity and weak popularity, the size of a max-size popular matching is the same. To
formalize the meaning of “in between”, consider the two relations on matchings %p and
%wp , where M0 %p M1 if ∆(M0 , M1 ) ≥ 0 and M0 %wp M1 if ∆(M1 , M0 ) ≤ 0, induced
by popularity and weak popularity, respectively. Clearly, %p ⊆ %wp . Note that popular
matchings and weakly popular matchings correspond to maximal elements of %p and %wp ,
respectively.1 We showed that M0 , which is a max-size maximal element of %p , is also a
max-size maximal element of %wp . This implies that if % is a relation on matchings (induced
by an alternative notion of popularity) such that %p ⊆ % ⊆ %wp , then M0 is also a max-size
maximal element of %. This allows us to conclude the following proposition which even
allows for different vertices to compare sets of neighbors in different ways.
I Proposition 11. The size of a max-size popular matching in G = (A ∪ B, E) is invariant
to the way vertices compare sets of neighbors as long as it is in between the most adversarial
and the most favorable comparison.
We now briefly discuss some other results that we show here. The rural hospitals theorem
for stable matchings [27] does not necessarily hold for max-size popular matchings. That
is, a hospital that is not matched up to capacity in some max-size popular matching is not
necessarily matched to the same set of residents in every max-size popular matching.
Consider the instance G = (R ∪ H, E) with R = {r, r0 } and H = {h, h0 } and cap(h) = 1
and cap(h0 ) = 2. The edge set is R × H. The preferences are shown in the table below. The
(max-size) popular matchings are M = {(r, h), (r0 , h0 )} (in black) and M 0 = {(r, h0 ), (r0 , h)}
(in red). So h0 is matched to a different resident in the two max-size popular matchings M
and M 0 . Note that M 0 is not stable, as (r, h) is a blocking pair.
r : h, h0

h : r, r0

r0 : h, h0

h0 : r, r0

r

h

r0

h0

However Lemma 12 (proved in the full version) holds here. Such a result for max-size
popular matchings in the one-to-one setting (that every max-size popular matching has to
match the same set of vertices) was shown in [13]. Our proof is based on linear programming
and is different from the combinatorial proof in [13].
I Lemma 12. Let T be a max-size popular matching in G. Then T matches the same vertices
as M0 (the matching computed in Section 2) and moreover, every vertex u is matched in T
to the same capacity as it gets matched to in M0 .
The following results are also included in the full version. These proofs are inspired by
analogous proofs in the one-to-one setting shown in [19] and in [15], respectively.
I Lemma 13. We have |M0 | ≥ 32 |Mmax |, where M0 is a max-size popular matching in G
and Mmax is a max-size matching in G.
I Lemma 14. A pairwise-stable matching S is a min-size weakly popular matching in G.
1

M0 is a maximal element of a relation % if for all elements M1 we have: M1 % M0 implies M0 ∼ M1 .
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A naive approach for finding max-size popular matchings

Given a many-to-many matching instance G = (A ∪ B, E), we investigate the possibility of
constructing a corresponding one-to-one matching instance G0 = (A0 ∪ B 0 , E 0 ) (with strict
preference lists) in order to show a reduction from the max-size popular matching problem
in G to one in G0 . The vertex set A0 will have cap(a) many copies a1 , a2 , . . . of every
a ∈ A and B 0 will have cap(b) many copies b1 , b2 , . . . of every b ∈ B; the edge set E 0 has
cap(a) · cap(b) many copies of edge (a, b) in E. If v u v 0 in G then we have vi uk vj0 for
each i ∈ {1, . . . , cap(v)}, j ∈ {1, . . . , cap(v 0 )}, and k ∈ {1, . . . , cap(u)}. Among the copies
v1 , . . . , vcap(v) of the same vertex v, we will set v1 uk · · · uk vcap(v) .
Given any matching M̃ in G0 , we define proj(M̃ ) as the projection of M̃ , which is obtained
by dropping the subscripts of all vertices. We will now consider the many-to-one or the
hospitals/ residents setting: so there are no multi-edges in proj(M̃ ). As proj(M̃ ) obeys all
capacity bounds, it is a valid matching in G. It would be interesting to be able to show that
every popular matching M in G has a realization M̃ in G0 (i.e., proj(M̃ ) = M ) such that M̃
is a popular matching in G0 .
However the above statement is not true as shown by the following example. Let G =
(R ∪ H, E) where R = {p, q, r, s} and H = {h, h0 , h00 } where cap(h) = 2 and cap(u) = 1 for
all other vertices u. The preference lists are as follows:
p : h, h00
0

h : p, q, r, s

q : h, h

h0 : q

r: h

h00 : p

s: h
Consider the matching N = {(p, h), (q, h0 ), (r, h)}. We show below that N satisfies the
sufficient condition for popularity as given in Theorem 4. The proof of Claim 15 follows the
same approach as used in the proof of Theorem 6.
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s1
r1

h2

q1

h01

p1

h1
h001

Figure 2 The edges of the matching N 0 are in red and the non-matching edges in G0N are
dashed. For simplicity, we have not included last resort neighbors here. Note that the edge (q1 , h2 )
is a blocking edge to N 0 as both q1 and h2 prefer each other to their respective partners in N 0 , i.e.,
wtN (q1 , h2 ) = 2 and wtN (e) = 0 for all other edges e in G0N .

I Claim 15. N is popular in G.
Proof. We have R0 = {p1 , q1 , r1 , s1 } and H 0 = {h1 , h2 , h01 , h001 }. Here we use the notation
introduced at the beginning of Section 3: let N 0 = {(p1 , h1 ), (q1 , h01 ), (r1 , h2 )} (see Fig. 2).
We need to show that every (R0 ∪ H 0 )-complete matching in the weighted graph G0N has
weight at most 0. We will show this by constructing a witness or a solution to the dual
LP corresponding to the primal LP which is the (R0 ∪ H 0 )-complete max-weight matching
problem in G0N . This solution is the following: αp1 = αh1 = αs1 = αh001 = 0 while αq1 =
αh2 = 1 and αr1 = αh01 = −1. The above solution is dual-feasible since every edge in G0N is
covered by the sum of α-values of its endpoints – in particular, note that αq1 + αh2 = 2 =
P
wtN (q1 , h2 ). The dual optimal solution is at most u∈R0 ∪H 0 αu = 0. So the primal optimal
solution is also at most 0, in other words, N is a popular matching in G.
J
Note that the graph G0 has two extra edges relative to G0N : these are (p1 , h2 ) and
(r1 , h1 ). With respect to realizations of N in G0 , there are 2 candidates: these are N1 =
{(p1 , h1 ), (q1 , h01 ), (r1 , h2 )} and N2 = {(p1 , h2 ), (q1 , h01 ), (r1 , h1 )}.
I Claim 16. Neither N1 nor N2 is popular in G0 .
Proof. Consider the matching M1 = {(p1 , h001 ), (q1 , h2 ), (r1 , h1 )}. The vertices p1 , h1 , and h01
prefer N1 to M1 while the vertices q1 , h2 , r1 , and h001 prefer M1 to N1 and s1 is indifferent.
Thus M1 is more popular than N1 , i.e., N1 is not a popular matching in G0 .
Consider the matching M2 = {(p1 , h1 ), (q1 , h01 ), (s1 , h2 )}. The vertices r1 and h2 prefer
N2 to M2 while the vertices p1 , h1 , and s1 prefer M2 to N2 and q1 , h01 , and h001 are indifferent.
Thus M2 is more popular than N2 , i.e., N2 is not a popular matching in G0 .
J
Summarizing, there may exist popular matchings in G that cannot be realized as popular
matchings in G0 . Thus in order to claim that that proj(M̃ ) is a max-size popular matching
in G when M̃ is a max-size popular matching in G0 , it needs to be shown that there is at
least one max-size popular matching in G that can be realized as a popular matching in G0 .
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Abstract
In this work, we continue the examination of the role non-adaptivity plays in maintaining dynamic
data structures, initiated by Brody and Larsen. We consider non-adaptive data structures for
predecessor search in the w-bit cell probe model. In this problem, the goal is to dynamically
maintain a subset T of up to n elements from {1, . . . , m}, while supporting insertions, deletions,
and a predecessor query Pred(x), which returns the largest element in T that is less than or equal
to x. Predecessor search is one of the most well-studied data structure problems. For this problem,
using non-adaptivity comes at a steep price. We provide exponential cell probe complexity
separations between (i) adaptive and non-adaptive data structures and (ii) non-adaptive and
memoryless data structures for predecessor search.
A classic data structure of van Emde Boas solves dynamic predecessor search in O(log log m)
probes; this data structure is adaptive. For dynamic
non-adaptive
 data structures which make

log m
n log m
updates, we show the cell probe complexity is O min{ log(w/ log m) , w } . We also give a





m n log m
nearly-matching Ω min{ log
log w , w log w } lower bound. We also give an Ω(m/w) lower bound for
memoryless data structures.
Our lower bound technique is tailored to non-adaptive (as opposed to memoryless) updates
and might be of independent interest.
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1

Introduction

The goal in a dynamic data structure problem is to maintain a database that changes over
time, while supporting queries and updates to this data structure. A natural objective is to
support both efficient queries and efficient updates. Often, either one is easily accomplished,
but for many dynamic data structure problems, the optimal worst-case runtime on the
maximal query/update time is polynomial. Nevertheless, proving such a data structure lower
bound appears well beyond our current understanding. In fact, the highest lower bound
for any dynamic data structure is currently Ω((log n/ log log n)2 ) [8, 4, 17]. Identifying a
dynamic data structure problem which supports a polynomial number of queries, which has
a provably polynomial lower bound on either query or update time is one of the biggest open
problems in data structures.
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Given the current difficulty in showing large data structure lower bounds, it is natural to
ask if one can prove large lower bounds for restricted classes of data structures. Brody and
Larsen [2] initiated a study of data structure bounds for non-adaptive data structures. In a
non-adaptive data structure, the memory cells probed during a query or update are chosen
in advance, independent of the contents of those cells. For many data structure problems,
the optimal solution is indeed non-adaptive. Brody and Larsen [2] showed polynomial lower
bounds for a large class of problems, both for when queries are non-adaptive and when
updates are non-adaptive. It is worth noting that their lower bounds for non-adaptive
updates were under an even more severe restriction called memoryless updates.

1.1

The Cell Probe Model

In the cell probe model defined by Yao [18], a data structure consists of a series of memory
cells or words, each storing a w-bit integer. We assume there are at most 2w cells in the
data structure, so that each cell can be addressed using a single w-bit integer. When a
query or update is executed, a number of cells are probed. During a query or update, which
cell is probed next may depend arbitrarily on previous computation, and similarly what is
written to a cell during an update may also depend arbitrarily on previous computation in
the update. We define the query complexity of a data structure, denoted tq , as the maximum
number of cells probed during a query. Similarly, the update complexity, denoted tu , is the
maximum number of cells probed during an update. As mentioned previously, it is often
easy to design data structures that have either low tq or low tu ; our goal is to minimize the
cell probe complexity of a data structure, defined as max{tq , tu }.
Cell probe complexity measures only the number of memory accesses used by the data
structure. All other computation is not counted and essentially given for free. In particular,
no assumption is made about what CPU computations are allowed. The generality of the
cell probe model makes it ideally suited for studying lower bounds; these lower bounds will
apply to other computation models which make more CPU assumptions.

1.2

Non-Adaptive Data Structures

Given the current barriers in proving high cell probe lower bounds for dynamic data structures,
it makes sense to study restricted classes of data structures. Non-adaptivity is a natural
restriction. We examine several different kinds of non-adaptivity, listed below.
Non-Adaptive Query Algorithm. A cell probe data structure has a non-adaptive
query algorithm if the cells probed when answering a query depend only on the query
itself, and not on the contents of previously probed cells.
Non-Adaptive Update Algorithm. A cell probe data structure has a non-adaptive
update algorithm if the cells probed when answering an update depend only on the
update itself, and not on the contents of previously probed cells.
Memoryless Update Algorithm. A cell probe data structure has a memoryless update
algorithm if the update algorithm is non-adaptive, and additionally the contents written
to a cell depend only on the current contents of the cell and the update itself, and not on
contents of other cells previously probed during the update operation.
A non-adaptive data structure is a cell probe data structure that has non-adaptive queries
and updates. Similarly, a memoryless data structure is a cell probe data structure that has
non-adaptive queries and memoryless updates.
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The study of non-adaptivity in data structures is of both theoretical and practical interest.
Our original motivation in examining non-adaptive data structures was to generalize the
class of non-adaptive structures for which we can prove lower bounds, with an eye towards
proving polynomial lower bounds on dynamic data structures. This work expands the range
of non-adaptive data structures for which we can prove strong lower bounds.
From a more practical perspective, there are many real-world computational settings
where the number of memory accesses does not capture the true performance of a data
structure or algorithm. Instead, the computational bottleneck is the rounds of communication
between disk and memory (e.g. the external memory or I/O model [1, 16, 15]) or between
different processors (distributed/parallel computation [6, 7, 13]) This is directly related to how
adaptive the algorithm or data structures are. We anticipate that a better understanding of
the role non-adaptivity plays in data structures will shed further insight into data structures
for other models of computation as well.

1.3

Predecessor Search and Our Results

In this work, we primarily focus on two dynamic data structure problems: Predecessor
and Max. In the Predecessor data structure problem, we are to maintain a dynamic
set of up to n elements T ⊆ [m]1 , initially empty, with updates Insert(i), Delete(i) which
insert/delete i from T . Each query Pred(i) should return the largest x ∈ T that is less than
or equal to i. In the Max problem, we again maintain a dynamic set T ⊆ [m] with the same
insert and delete operations. Additionally, there is a single query Max(), which must return
the largest element in T .
In either problem, we assume that each element of the universe [m] can fit into a single
cell of memory; i.e., we assume that w ≥ log m. We make a further reasonable assumption
that w ≤ m0.25 .
Predecessor search is one of the most well-studied data structure problems, and it deserves
a complete study. Moreover, it is a common component in other data structure problems
such as binary search trees. In this way, our lower bounds are likely to apply to other data
structure problems as well.
As mentioned previously, the van Emde Boas tree [14] is an adaptive data structure
for Predecessor with cell probe complexity O(log log m). Our main result shows that
adaptivity is crucial for such an upper bound.
I Theorem 1. Let α := min{n, w/2}. Then, any non-adaptive data structure solving
Predecessor with tu = O(log m) must satisfy
tq ≥

α log m
.
2w log(w · tu )

I Corollary 2. Fix any non-adaptive data structure for the dynamic predecessor problem
with query time tq , and update time tu . If n ≥ w/2 then we have


log m
max(tq , tu ) = Ω
.
log w
If n < w/2, then we have


n log m
max(tq , tu ) = Ω
.
w log w
1

We use [m] to denote the set {1, . . . , m}, and [y, z] to denote the set of integers {y, y + 1, . . . , z}.
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Is our non-adaptive lower bound the best possible? Our next result shows that it is close to
optimal.
I Theorem 3. There exists a non-adaptive data structure for Predecessor with tq , tu =
log m
O log(w/
log m) .
When w = Θ(log m) and n is large, our non-adaptive data structure bounds are loose by a
factor of log log m. When n is large and w ≥ (log m)1+Ω(1) , our bounds are tight. For smaller
values of n, our non-adaptive data structure is suboptimal, as the trivial data structure which
stores an array of up to n values and probes the entire data structure on each operation uses
n log(m)/w words. In this case, our lower bound is off by a factor of log w.
Either way, Theorem 1 can be seen to interpolate between our non-adaptive data structure
from Theorem 3 and the trivial upper bound, allowing for a smooth tradeoff between n and
m.
Finally, we give a very strong lower bound for memoryless data structures solving Max.
Note that Max is essentially Predecessor with a further restriction that Pred(m) is the
only query allowed, so this lower bound holds for Predecessor as well.
I Theorem 4. Any memoryless data structure for Max must have max{tq , tu } ≥ m/w.
This lower bound is much higher than the cell probe complexity of the first trivial solution
and is a clean illustration of what is impossible to do with memoryless data structures.

1.4

Previous Results

The study of dynamic data structures, and data structures for predecessor search, has a
long history; here we give a brief synopsis. Yao [18] introduced the cell probe model and
gave cell probe bounds for the membership problem. Fredman and Saks [5] created the
chronogram technique and showed Ω(log(n)/ log log(n)) bounds for several dynamic data
structure problems, including partial sums. This remained the highest lower bound for
any dynamic data structures problem until Pǎtraşcu and Demaine gave an Ω(log n) bound
for dynamic connectivity. Pǎtraşcu and Thorup [10, 11] gave strong deterministic and
randomized lower bounds for static predecessor search. Pǎtraşcu also developed an exciting
line of attack for dynamic data structure lower bounds by connecting several conjectured
hard problems to a communication problem called Multiphase [9]. Pǎtraşcu conjectured a
strong communication lower bound for Multiphase and showed that this lower bound implies
polynomial lower bounds for several dynamic data structures. Chattopadhyay et al. [3]
disproved the strongest of Pǎtraşcu’s conjectures for Multiphase, but not in a way which
invalidates the implication for polynomial data structure lower bounds.
The highest lower bounds to date for any dynamic data structure problem is the bound
Ω((log(n)/ log log(n))2 ) of Larsen [8] for dynamic range counting. A similar lower bound was
later given by Clifford et al. [4] for Matrix Vector Multiplication and Pǎtraşcu’s Multiphase
problem.
Brody and Larsen [2] initiated the study of non-adaptive bounds for dynamic data structures and showed polynomial lower bounds for a number of problems including Multiphase.
The techniques in Chattopadhyay et al. [3], which preceded [2], give the same lower bounds.
Neither of these works showed lower bounds for non-adaptive (but not memoryless) updates.
I Remark. Recently Ramamoorthy and Rao [12] independently proved non-adaptive data
structure bounds for Predecessor Search. Ramamoorthy and Rao consider a similar set of
secondary problems (median, minimum vs. maximum) and obtain similar bounds, showing
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or tu ≥ Ω



tq m1/(2tq +2)
log m



. Our bounds

Ω( logloglogmm ).

are stronger when tq =
Additionally, our analysis and bounds provide tradeoffs
between the universe size m, word size w, and maximum number of items in the set n;
Ramamoorthy and Rao consider only the first two parameters. In both works, the lower
bounds for predecessor search apply even when insertions are the only updates. Ramamoorthy
and Rao only require queries to be non-adaptive; we require both queries and insertions to
be non-adaptive.
Both papers have been developed independently and in parallel.

1.5

Our Technique

For the non-adaptive data structure lower bound (Theorem 1), we prove something stronger
than is stated in the theorem. Specifically, we show that there must be a large set of cells C
along with a set A ⊆ [m] that is reasonably large such that for each i ∈ A, Pred(i) queries
every cell in C. We build this set C iteratively by using the pigeonhole principle along with
an encoding argument.
For complete details, see Section 2; we give a high-level sketch here. We begin with
C := ∅ and A = [m], and consider the first update Insert(1). This update has the potential
to affect every query. Furthermore, for any operation, the set of cells probed are fixed and
chosen in advance. Therefore, for each i ∈ A, the cells probed by Pred(i) and by Insert(1)
must intersect. Insert(1) probes at most tu cells, so by the pigeonhole principle, there must
be some cell c that is probed by Insert(1) and by at least m/tu queries. We fix that cell and
set A := {i : Pred(i) probes c}.
Next, we claim that if C is not too large and A is not too small, then there must be some
j ∈ A and a not-too-small fraction of A such that Insert(j) and Pred(i) intersect outside of
C. This claim, formalized in Lemma 9, is nontrivial and is our main technical tool. We prove
this using an encoding argument—essentially, we show that if there was no such update,
then C would contain at least ≈ log(m)2 bits of information, contradicting the assumption
that |C| is small. From here we apply another pigeonhole argument to show that there must
be some cell outside of c that is probed by a large enough fraction of the remaining queries.
Alternating applications of the pigeonhole argument and our main technical lemma allows us
log m
to grow C iteratively, up to a size of |C| ≥ 2wαlog(w·t
.
u)
Theorems 3 and 4 use more standard techniques. Our O(log m) non-adaptive data
structure uses range trees, and our Ω(m/w) lower bound on memoryless data structures
uses a direct encoding argument—we’re able to use a memoryless data structure for Max to
encode an arbitrary subset of [m], requiring m/w words.
Before getting into the lower bound proofs, we summarize the encoding arguments
common to data structure lower bounds.2

1.5.1

The Coding Lower Bound

In a typical encoding argument, an encoder is tasked with communicating information (say,
an element x ∈ S from a finite set) to a decoder. The encoder can encode this information in
any number of ways, as long as the decoder can unambiguously recover the information. In

2

Encoding arguments are often phrased in terms of input distributions and Shannon entropy. In this work,
we focus on deterministic data structure bounds, and simplify the Coding Lower Bound accordingly.
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order for the decoder to recover the encoder’s input, the encoder must at a minimum send a
different message for each distinct input.
When applying encoding arguments to show data structure lower bounds, the encoder
uses a data structure to encode an arbitrary element from S. If the data structure was
unreasonably efficient, then the length of the encoding would be too short for the decoder to
recover the input without error. We conclude that the data structure cannot be too efficient.
This intuition is formalized in the definition and fact below.
I Definition 5 (Encoding Procedure). An encoding procedure for a finite set S is a pair of
functions ENC : S → {0, 1}k , DEC : {0, 1}k → S such that for all x ∈ S, we have
DEC(ENC(x)) = x .
The length of the encoding is k.
The key feature of an encoding procedure is that the encoder must send a different
message for each element of S. Otherwise, the decoder cannot decode without error.
I Fact 6. [Coding Lower Bound]
In any encoding procedure for a finite set S, the length of the encoding must satisfy
k ≥ log(|S|).

1.6

Roadmap

We prove Theorems 1, 3, and 4 in Sections 2, 3, and 4 respectively, and introduce notation
relevant for each theorem in the relevant sections.

2

Non-Adaptive Lower Bound for Predecessor

For our non-adaptive lower bound, it is helpful to work with a more symmetric “wrap-around”
variation of the standard Predecessor problem. In this variation, we define Pred(i) to be
equal to
1. the largest x ≤ i in T , if such an element exists,
2. the largest x ∈ T , if T is nonempty but contains no elements ≤ i, or
3. ⊥ if T is empty.
It is easy to see that this variation affects the cell probe complexity by at most a factor
of 2. We resist notation expansion and in this section use Predecessor to denote this
wrap-around variation. The symmetry of this version of Predecessor will be useful because
each update has the potential to affect any query.
For this lower bound, we will need to compare the sets of cells probed by different updates
and queries. It will be helpful to introduce some notation to make this argument easier to
express.
For any i, j ∈ [m], we let uj and qi denote Insert(j) and Pred(i) respectively. By
convention, we use a subscript j to refer to updates and i to refer to queries. We use Uj and
Qi to denote the set of cells probed by uj , qi respectively. We’ll also abuse notation a bit
and use A ⊆ [m] to denote both a subset of indices and the corresponding subset of queries
or updates.
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I Theorem 7. [Restatement of Theorem 1] Let α := min{n, w/2}. Any non-adaptive data
structure solving dynamic predecessor with update time tu = O(log m), and query time tq
must satisfy
tq ≥

α log m
.
2w log(w · tu )

I Corollary 8. Fix any non-adaptive data structure for the dynamic predecessor problem
with query time tq , and update time tu . If n ≥ w/2 then we have


log m
max(tq , tu ) = Ω
.
log w
If n < w/2, then we have


n log m
.
max(tq , tu ) = Ω
w log w
The proof of Theorem 1 depends on the following technical lemma, whose proof we defer
to Subsection 2.1.
I Lemma 9 (Main Technical Lemma). Let C be a set of cells in the data structure, and let
A ⊆ [m]. If
√
1. |A| ≥ m,
m
2. |C| ≤ α log
5w , and
3. for all i ∈ A, qi probes all cells in C,
0
then there exists j ∈ A and a subset A0 ⊆ A such that |A0 | ≥ |A|
w2 and for each i ∈ A there is
a cell c 6∈ C such that uj and qi both probe c.
At a high level, this lemma says that if we have a large enough set of queries A and a small
enough set of cells C such that each query in A probes each cell in C, then there must be an
update uj that has a nontrivial intersection outside of C with a large subset of A.
Proof of Theorem 1. We prove this theorem by induction. Fix an arbitrary non-adaptive
data structure for Predecessor. As mentioned in the introduction, we’ll prove this theorem
by iteratively growing a large set of cells C in the data structure and a not-too-small set of
queries A such that each query in A probes each cell in C. If we can grow the set of cells
log m
until |C| = 2wαlog(w·t
while keeping the set of queries nonempty, the theorem will follow.
u)
This intuition is captured by the following inductive claim.
I Claim 10. For all integers 1 ≤ k ≤
A ⊆ [m] such that
m
1. |A| ≥ w2(k−1)
tk
u
2. C ⊆ Qi for all i ∈ A.

α log m
2w log(w·tu ) ,

there is a set of k cells C and a set queries

log m
Setting k = 2wαlog(w·t
proves the theorem.
u)
It remains to prove the claim. First, we prove the base case of k = 1. Fix an arbitrary
update uj , and note that Uj must intersect Qi for each i ∈ [m]. Otherwise, the contents of
the cells queried by qi would be the same for the empty set and for T = {j}, but Pred(i) = ⊥
when the set is empty, and Pred(i) = j when the set is {j}. Note also that |Uj | ≤ tu , so by
the pigeonhole principle, there must be a cell c ∈ Uj probed by at least m/tu queries i ∈ [m].
Fix this cell c, define C := {c}, and let A be the set of queries that probe c. This set of cells
C and queries A fit the premise of Claim 10, completing the base case.
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log m
For the induction hypothesis, assume Claim 10 holds for some arbitrary k < 2wαlog(w·t
.
u)
In the induction step, we’ll show that Claim 10 holds for k + 1 as well. By the induction
hypothesis, there is a set of k cells Ck and queries Ak such that |Ak | ≥ m/(w2(k−1) tku ) and
√
Ck ⊆ Qi for all i ∈ A. To invoke Lemma 9, |Ak | must be at least m. This holds as long as
log(m)
k . 2 log(w2 tu ) , which is valid since α ≤ w/2.
By Lemma 9, there is an update j ∈ Ak and subset A0k ⊂ Ak such that |A0k | ≥ |Ak |/w2
and for each i ∈ A0k there is a cell c 6∈ Ck such that uj and qi both probe c. Next, we again
use the pigeonhole principle. Since |Uj \ C| ≤ |Uj | ≤ tu , there must be a cell c ∈ Uj \ C
and a set A00k ⊆ A0k such that |A00k | ≥ |A0k |/tu and such that for each i ∈ A00k , Qi probes c.
Set Ck+1 := C ∪ {c} and Ak+1 := |A00k |. Note that |Ak+1 | ≥ |Ak |/w2 tu and that Ck+1 ⊆ Qi
for all i ∈ Ak+1 . The sets Ck+1 , Ak+1 fit the premise of Claim 10 for k + 1, completing the
induction step.
J

2.1

Proof of Main Technical Lemma

We prove Lemma 9 using an encoding argument—we show that if the lemma is false, then
we can use C to encode more than |C| · w bits of information, a contradiction.
Before delving into the technical details of the proof, we introduce some notation. Say
that a set of cells C satisfies (uj , qi ) if Uj ∩ Qi ⊆ C; that is, if C contains all cells probed
by both uj and qi . Similarly, for a set T ⊆ [m], say that C satisfies (T, qi ) if C satisfies
(uj , qi ) for all j ∈ T . Lemma 9 states that there is j ∈ A and a large subset A0 ⊆ A (with
|A0 | ≥ |A|/w2 ) such that for all i ∈ A0 , C fails to satisfy (uj , qi ).
Proof of Lemma 9. Towards a contradiction, assume that for all j ∈ A, there are less than
|A|/w2 queries i ∈ A such that the given set of cells C fails to satisfy (uj , qi ). We’ll then use
the data structure and C to encode the following set:
S := {T ⊆ A : |T | = α and |j − j 0 | ≥

|A|
for all j, j 0 ∈ T } .
w

S is the set of all possible “spread-out” subsets of A with size α.
I Claim 11. |S| ≥ 2

α log(m)
4

.

Proof. We construct a subset of S with the desired size. Let x1 , . . . , xα be arbitrary
elements of {1, . . . , |A|/w}. Set yi := (2i−1)|A|
+ xi , and set T := {yi }. Note that y1 > |A|
w
w ,
|A|
2α|A|
yα ≤ (2α−1)|A|
+
=
≤
|A|,
and
that
by
definition
of
T
we
have
w
w
w
2i − 1
2i
2(i + 1) − 1
|A|
|A|
|A| < yi ≤ |A| =
|A| −
≤ yi+1 −
.
w
w
w
w
w
|A|
This means that yi+1 − yi ≥ |A|
w for all i, hence T is a valid element of S. There are w
choices for each xi , and α elements of T , so there are (|A|/w)α choices for T . Thus, we have

α
α
|A|
|S| ≥
= 2α log(|A|/w) ≥ 2 4 log(m) ,
w

where the final inequality holds because w ≤ m1/4 and |A| ≥

√

m.

J

Encoding Procedure. Given an arbitrary T ∈ S, the encoder takes the non-adaptive data
structure, initially storing an empty set. She then inserts each j ∈ T . After performing all
insertions, the encoder sends the contents of each cell in C.
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Decoding Procedure. The decoder first takes the non-adaptive data structure, initialized
to store the empty set. Then, she overwrites the contents of each cell in C using the
encoder’s message. The decoder then executes qi for each i ∈ A and outputs the set of
all elements that appear at least |A|
2w times as answers; that is, the decoder returns the set
|A|
0
T := {j ∈ A : there are at least 2w elements i with Query(i) == j}.
bits, since
Analysis. It is easy to see that the length of the encoding is w · |C| ≤ α log(m)
5
the encoder sends the memory contents of each cell in C. Next, we claim that the decoder
correctly recovers T . By assumption, we have that for all j ∈ A, the set of cells C satisfies
(uj , qi ) for all but at most |A|
w2 queries. Therefore, for any T ∈ S, C satisfies (T, qi ) for all
|A|
|A|
but at most w2 α < 2w queries i ∈ A.
Now, consider what happens when C satisfies (T, qi ). For any j ∈ T , C contains all cells
probed by both uj and qi . Since this holds for all j ∈ T , C contains all cells that changed
during insertions that were probed by qi . Thus the decoder can correctly compute qi when C
satisfies (T, qi ).
When C does not satisfy (T, qi ), then the decoder is not guaranteed to correctly compute
qi ; we assume without loss of generality that this is an error. The decoder executes query
qi for each i ∈ A, but computes this query incorrectly whenever C does not satisfy (T, qi ).
Moreover, since the decoder does not know T in advance, she cannot know a priori which
queries failed. We claim that because less than |A|
2w queries are not satisfied, the decoder still
has enough information to recover T .
0
To see this, take any j ∈ T . By construction, |j − j 0 | ≥ |A|
w for any j, j ∈ T . Hence j
is the correct answer to query qi for all i ∈ [j, j + |A|
w − 1]. Even if all errors were in this
|A|
range, there would still be more than 2w queries for which the decoder correctly computes
j. Hence, the decoder will place j ∈ T 0 . Conversely, consider any j 6∈ T . Then, j is not a
correct answer for any query. In the worst case, the decoder computes j for each possible
query on which she errs. Since there are less than |A|
2w such queries, the decoder will not place
0
0
j ∈ T . The decoder adds j to T if and only if j ∈ T , hence the decoder correctly outputs T .
We’ve shown how to encode an arbitrary T ∈ S using w · |C| bits. By Fact 6 and Claim 11,
we must have
w · |C| ≥ log(|S|) ≥

α log m
.
4

Therefore, we must have |C| ≥

3

α log(m)
,
4w

contradicting our assumption that |C| ≤

α log m
5w .

J

Non-Adaptive Upper Bound

log m
In this section, we give an O( log(w/
log m) ) non-adaptive upper bound for Predecessor by
using a form of range tree.

Proof of Theorem 3. We first handle the case where w = dlog me, so each cell stores a
single element from the universe [m]. Then, we adjust the construction to handle w  log m.
Let k be the least integer such that 2k ≥ m. Our data structure consists of a complete
binary tree with 2k leaves, labeled 1, . . . , 2k . At each node v in the tree, we store the largest
i such that (i) i ∈ T and (ii) i is a descendant of v. If no such i exists, we store ⊥. Note
that each leaf i stores either i or ⊥, and that the root node stores the maximal element of T .
Additionally, an interior node v with children l, r stores the maximum of what is contained
in the cells of l, r, treating ⊥ as 0. In other words, max(v) := max{max(l), max(r)}.
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To execute Insert(i), for each node v on the path from i to the root (including leaf i),
the data structure checks to see if i is now the largest element among descendants of v and
updates appropriately if so. Note that the set of nodes probed corresponds to all nodes on
the path from leaf i to the root. This is fixed in advance, so Insert(i) is indeed a non-adaptive
update.3
Implementing Delete(i) is similar. Using the invariant that a the cell corresponding to
node v maintains the max of whatever is stored in its children, the data structure must query
both children of node v. This must happen for each node v on the path from leaf i up to the
root, resulting in twice as many cell probes as an insert. However, as with insertions, which
cells to probe are known in advance, so the data structure remains non-adaptive. Unlike
insertions, these updates are not memoryless, since updating node v depends on the deletion,
the current contents of the cell, and the contents of both children.
To implement Pred(i), we traverse the path from the root down to leaf i. Each time we
take the right child, the data structure queries the cell corresponding to the left child. We
also query the node corresponding to leaf i, and return the maximal element found, or ⊥ if
all queried cells returned ⊥. In this way, the range {1, . . . , i} is partitioned into a series of
subranges, with at most one subrange per level of the binary tree. This sketch describes the
query algorithm as walking down the tree, but the nodes that are queried depend only on i
itself, and so they can be again chosen in advance.
Insertions, deletions, and queries can all be performed non-adaptively by querying at
most two cells per level of the tree. The tree has size 2k < 2 · m, so the height is at most
k = O(log m). Since each operation probes at most two cells per level of the range tree, the
query complexity is also O(log m).
Finally, suppose that w  log m. In this case, we can pack w/ log m elements into a single
word. Fix h such that 2h = w/ log m, so that h = log(w/ log m). We modify the original
range tree argument to pack subtrees of height h into a single cell. So, for example, one cell
stores the root value and all values of nodes less than h away from the root. For each node
at level h of the range tree, we store in a single cell all descendants at distance less than h
from this node, and so on. Insertions, deletions, and queries happen as before, but the w-bit
memory cell containing the value stored at each node is probed as opposed to the node itself.
We still probe at most 2 cells per level, but this time, our “cells”
 consume

h levels of the

log m
log m
original range tree. As a result, our new query complexity is O
=
O
h
log(w/ log m) .
J

4

Memoryless Lower Bound for Predecessor

Our final result is a strong lower bound for the cell probe complexity of memoryless data
structures that solve Predecessor. In fact, our result is a lower bound for a simpler problem
Max. Max easily reduces to Predecessor, so the lower bound applies to both problems.
Proof of Theorem 4. The proof is a simple encoding argument. Let the encoder be given a
set T ⊆ [m], and let D be a memoryless data structure for Max.
The encoder encodes T by first preprocessing a copy of D and then inserting each element
in T one at a time into D. She then writes the contents of each cell probed by Max. Call
these cells CMax . Because the query algorithm is non-adaptive, CMax can be determined
without knowledge of their contents and will not change regardless of any updates that occur.

3

In fact, insertions in this data structure are memoryless, since each cell update depends only on the
insertion and the current contents of the cell.
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The decoding protocol is as follows. The decoder preprocesses her own copy of D and
initializes T 0 = ∅. Then, she writes to the cells in CMax using the encoding provided by the
encoder. The decoder then performs the following until k = 0:
1. Run Max() on D. Let k be the value returned by Max().
2. If k = ⊥, the decoder ends the decoding algorithm and outputs T 0 .
3. If k > 0, the decoder adds k to T 0 , emulates Delete(k) on D, and repeats the process.
Note that the decoder cannot completely execute the Delete(k) operations, but does not
need to. Since queries and updates are non-adaptive, she knows which cells get probed by
Delete(k). Additionally, since the updates are memoryless, the contents of each cell written
by Delete(k) are a function of Delete(k) and the current contents of the cell. The decoder
only needs to maintain the cells probed by Max(). Since she is given the initial contents of
these cells by the encoder, and since she knows which update operations to perform, she
can maintain the contents of the cells probed by Max(). The decoder might not be able
to maintain cells outside of CMax that are probed by updates, but she does not need to,
since these cells are not queried by Max(). By repeating this process as long as Max returns
nonzero elements, the decoder can recover all of T .
We now analyze the length of the encoding to determine a lower bound on tq . The encoder
sends w bits for each cell in CMax . Since |CMax | = tq by definition, the length of the encoding
is wtq . The encoding is for an arbitrary subset S ⊆ [m], so by the coding lower bound, any
encoding must be at least m bits long. Thus, we get wtq ≥ m, hence tq ≥ m/w.
J
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We study the problem of colouring the visibility graphs of polygons. In particular, we provide
a polynomial algorithm for 4-colouring of the polygon visibility graphs, and prove that the 6colourability question is already NP-complete for them.
1998 ACM Subject Classification G.2.2 Graph algorithms, F.2.2 Geometrical problems and
computations
Keywords and phrases polygon visibility graph, graph coloring, NP-completeness
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.21

1

Introduction

Visibility graphs are widely studied graph classes in computational geometry. Geometric
sets such as sets of points or line segments, polygons, polygons with obstacles, etc., all can
correspond to specific visibility graphs, and have uses in robotics, signal processing, security
paradigms, decomposing shapes into clusters [1, 2, 7, 11, 15]. Here we study the visibility
graphs of simple polygons in the Euclidean plane and henceforth in the paper, all polygons
are simple unless stated otherwise.
Given an n-vertex polygon P (not necessarily convex) in the plane, two points p and q of
P are said to be mutually visible if, and only if the line segment pq does not intersect the
exterior of P . The n-vertex visibility graph G(V, E) of P is defined as follows. The vertex
set V of G contains a vertex vi if, and only if, the polygon P contains the point pi as its
vertex. The edge set E of G contains an edge {vi , vj } if, and only if, the points pi and pj are
mutually visible. Given a polygon P in the plane, we can compute its visibility graph G in
O(n2 ) time using the polygon triangulation method [8, 17]. Hence, in this paper, we slightly
abuse notation by not distinguishing between a polygon P and its visibility graph G and
referring to a polygon vertex pi as to the corresponding G-vertex vi .
Visibility graphs of polygons have been studied with respect to various theoretical
and practical computational problems. The complexities of several popular optimization
problems have been determined for visibility graphs of polygons. A geometric variation of the
dominating set problem, namely polygon guarding, is one of the most studied problems in
computational geometry and is known as the Art Gallery Problem [15]. It has been studied
extensively for both polygons with and without holes and has been found to be NP-hard
in both cases [12, 16]. Besides, given a polygon, computing a maximum independent set is
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Figure 1 A visibility graph that is without a K5 , non planar but is 4-colourable.

known to be hard, due to Shermer [20], while computing a maximum clique has been shown
to be in polynomial time by Ghosh et al. [19].
A proper vertex colouring of a graph is an assignment of labels or colours to the vertices
of the graph so that no two adjacent vertices have the same colours. Henceforth, when
we say colouring a graph, we refer to proper vertex colouring. The chromatic number of
a graph is defined as the minimum number of colours used in any proper colouring of the
graph. Visibility graph colouring has been studied for various types of visibility graphs.
Babbitt et al. gave upper bounds for the chromatic numbers of k-visibility graphs of arcs
and segments [3]. Kára et al. characterized 3-colourable visibility graphs of point sets and
described a super-polynomial lower bound on the chromatic number with respect to the
clique number of visibility graphs of point sets [10]. Pfender showed that, as for general
graphs, the chromatic number of visibility graphs of point sets is also not upper-bounded by
their clique numbers [18]. Diwan and Roy showed that for visibility graphs of point sets, the
5-colouring problem is NP-hard, but 4-colouring is solvable in polynomial time [5].
The problem of colouring the visibility graphs of given polygons has been studied in the
special context where each internal point of the polygon is seen by a vertex, whose colour
appears exactly once among the vertices visible to that point [4,6,9]. However, little is known
on colouring visibility graphs of polygons without such constraints. Although 3-colouring
is NP-hard for general graphs [14], in particular it is rather trivial to solve it for visibility
graphs of polygons in polynomial time using a greedy approach. Already with 4 colours the
same question has been open so far.
In this paper we settle (nearly in full) the complexity question of the general problem of
colouring polygonal visibility graphs, which was declared open in 1995 by Lin and Skiena [13].
We provide a polynomial-time algorithm to find a 4-colouring of the visibility graph of a given
polygon, if such a colouring exists. On the other hand, we provide a reduction showing that
the question of k-colourability of the visibility graph of a given simple polygon is NP-complete
for any k ≥ 6. Only the problem of 5-colourability is left open.

2

4-Colouring visibility graphs

In this section, we study the algorithmic question of 4-colourability of the visibility graph
of a given polygon. The full structure of 4-colourable visibility graphs is not yet known
and it seems to be non-trivial. For instance, if a visibility graph is planar, it is obviously
4-colourable. Though, if such a graph contains K5 , then it is neither planar nor 4-colourable,
but a visibility graph not containing any K5 may be non-planar yet 4-colourable (Figure 1).
The related algorithmic problem of 3-colouring visibility graphs is rather easy to resolve
as follows. Every simple polygon can be triangulated and, in such a triangulation, every
non-boundary edge is contained in two triangles. One can then proceed greedily edge by
edge: Suppose a triangle has already been coloured, and it shares an edge with a triangle
that is not fully coloured. Then the two end vertices of the shared edge uniquely determine
the colour of the third vertex of the uncoloured triangle.
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Our algorithm essentially generalizes the 3-colouring method for 4-colouring. We first
divide the polygon into reduced polygons. A polygon P is called a reduced polygon, if
every chord of P is intersected by another chord of P . After the division, we find and
colour a triangle (a K3 subgraph) with three distinct colours in each reduced subpolygon.
Subsequently, whenever we find an uncoloured vertex v adjacent to some three vertices
coloured with three distinct colours (such as, to an already coloured triangle), we can
uniquely colour also v, by the fourth colour. We will show that we can exhaust all vertices of
a reduced subpolygon in this manner. Furthermore, we check for possible colouring conflicts
– since the colouring process is unique, this suffices to solve 4-colourability.
Altogether, this will lead to the following theorem.
I Theorem 1. The 4-colourability problem is decidable in polynomial time for visibility
graphs of simple polygons, and if a 4-colouring exists, then it can be computed in polynomial
time.
In the coming proof, consider a polygon P and its visibility graph G(V, E), embedded on
P . Hereafter we slightly abuse notation by equating P and G. Since we want to 4-colour P ,
we assume that G has no K5 (or we answer ‘no’). We denote the clockwise polygonal chain
of P from a vertex u to a vertex v as Γ(u, v).
One can easily see that it is enough to focus on reduced P in our proofs. Indeed, assume
an edge uv of G which is a chord of P and not crossed by any other chord. We can partition
P into subpolygons P1 and P2 , where P1 = (u Γ(u, v) v) and P2 = (v Γ(v, u) u). Since no
edge of G has one end in P1 \ P2 and the other in P2 \ P1 , the polygons P1 and P2 can be
4-coloured separately and merged again (provided that P is 4-colourable).
Let u and v be two vertices of P . The shortest path between u and v is a (graph) path
from u to v in G such that the sum of the Euclidean lengths of its edges is minimized. Such
a shortest path between u and v is unique in P and is denoted as Π(u, v). Observe that
all non-terminal vertices of a shortest path are non-convex [7]. We will assume an implicit
ordering of vertices on Π(u, v) from u to v. When we say that some vertex w is the first
(or last) vertex on Π(u, v) with a certain property, we mean that w precedes (respectively,
succeeds) all other vertices with that property on Π(u, v).
For a proof of Theorem 1, we have got the following sequence of claims. Consider, in all of
them, a K5 -free reduced polygon P and its three vertices t1 , t2 , t3 forming a triangle T ⊆ G.
Assume that T is already coloured (which is unique up to a permutation of the colours).
Suppose that vi is an uncoloured vertex, such that an edge incident to vi intersects T . Then
we have the following lemmas.
I Lemma 2. Assume that two vertices vi ∈ Γ(t1 , t2 ) and vj ∈ Γ(t2 , t3 ) see each other, and the
edge vi vj intersects t1 t2 and t2 t3 . Then the colours of all vertices on the four paths Π(t1 , vi ),
Π(t2 , vi ), Π(t2 , vj ) and Π(t3 , vj ), including vi , vj themselves, are uniquely determined by the
colours of T .
Proof. We prove the claim by induction on the four paths. As the base case, the first vertices
of these paths are the vertices of T , which are already assigned different colours.
For the induction step, assume that Π(t1 , vi ), Π(t2 , vi ), Π(t2 , vj ) and Π(t3 , vj ) have
been coloured till vertices va , vb , vc and vd respectively. Also, their immediate uncoloured
successors on Π(t1 , vi ), Π(t2 , vi ), Π(t2 , vj ) and Π(t3 , vj ) are vp , vq , vr and vs respectively.
We aim to show that the colours of at least one of vp , vq , vr and vs is uniquely determined
by the already coloured vertices.
If vp does not see vb and any predecessor of vb on Π(t2 , vi ), then vq must see va or some
predecessor of va on Π(t1 , vi ). We have the following cases.
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Figure 2 Illustration of the proof of Lemma 2: The vertices whose colours shall be uniquely
determined next, are now drawn in gray. Polygonal boundaries containing multiple vertices not
included in the figure are drawn with dashed lines. (a) vp forms a K4 with va , vt and vu . (b) vp
forms a K4 with va , vu and vw . (c) vs forms a K4 with vu , vd and vz . (d) vg , vq and vb form a K3 .

Case 1: vp sees vb or some predecessor of vb on Π(t2 , vi ).
By definition, vp is the immediate successor of va on Π(t1 , vi ), so vp must see va . The right
tangent of va to Π(t2 , vi ) lies to the right of the right tangent of vp to Π(t2 , vi ). So, if the
right tangent of vp to Π(t2 , vi ) touches Π(t2 , vi ) at a point vu , then va sees vu . Note that
either vu = vb or vu precedes vb on Π(t2 , vi ). In any case, vu is already coloured. Since vp ,
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va and Π(t3 , vj ) lie on the same side of vi vj , and vp is nearer to vi vj than va is, vp and va
see a vertex vt of Π(t3 , vj ). If vu also sees vt , and vt is already coloured, then the claim is
proved (Figure 2(a)). So we consider the other two cases, namely, that either vu does not see
vt , or vt is not yet coloured.
Subcase 1.a: vu does not see vt . Since vt and vu lie on different sides of vi vj , some vertex
of Π(t2 , vj ) must be blocking vu and vt . Let vw be the first vertex of Π(t2 , vj ) blocking vu
and vt . Then vu sees vw . The vertex vw is closer to vi vj than vu is. Also, vw lies to the right
−−→
−−→
−−→
of −
va−v→
u and vp vu , and to the left of va vt and vp vt . Then the only possible blockers between
vw and vp or va can be from Π(t2 , vi ). But all the vertices on Π(t2 , vi ) preceding vu are
further from vi vj than vu is. So, there can be no such blocker, and vw must be visible from
both va and vp . If vw is already coloured, then the claim is proved (Figure 2(b)). Suppose
that vw is not already coloured. Then consider vr , which precedes vw on Π(t2 , vj ). The
vertices vr and vc are consecutive on Π(t2 , vj ) and hence see each other. Since Π(t2 , vj )
and Π(t1 , vi ) are on opposite sides of vi vj , the vertices vc and vr either see va or a vertex
preceding va on Π(t1 , vi ). Let vx be the last coloured vertex of Π(t1 , vi ) seen by both vc and
vr . If vx 6= va then let vy be the last vertex of Π(t2 , vi ) that blocks vc from the successor
of vy on Π(t1 , vi ). Then vy must be visible from vx , vr and vc . Since vx precedes va on
Π(t1 , vi ), and vy precedes vb on Π(t2 , vi ), both vx and vy must be already coloured. So, T
uniquely determines the colour of vr . If vx = va then since vu is on the right tangent of va
to Π(t2 , vi ), both vc and vr see vu . Hence, T uniquely determines the colour of vr . Now we
move to the second subcase.
Subcase 1.b: vu sees vt , but vt is not yet coloured. Since vu sees vt , Π(t2 , vj ) is a
concave chain and the edge t1 t3 exists in P , vu must see every predecessor of vt on Π(t2 , vj ).
This means that both vd and vs see vu . The vertex vs must see the vertex (say, vy ) of
Π(t1 , vi ) where the right tangent from vd touches Π(t1 , vi ), because the last vertices vi and
vj of concave chains Π(t1 , vi ) and Π(t3 , vj ) see each other. Also, the left tangent of vu to
Π(t1 , vi ) must touch Π(t1 , vi ) at a vertex equal to or preceding vy . Thus, all three of vs , vd
and vu see a common vertex vz on Π(t1 , vi ) which precedes va , since vu and vt see va . Thus,
vz is already coloured, and vu , vd and vz form a K4 with vs and uniquely determine the
colour of vs (Figure 2(c)).

Case 2: vp does not see vb or some predecessor of vb on Π(t2 , vi ).
Here, we have the opposite situation to Case 1. Then vq sees va or some predecessor of va
on Π(t1 , vi ). Let the left tangents from vq and vb touch Π(t2 , vi ) at ve and vf respectively.
Either vb sees ve or vq must be a blocker between vb and ve . In this case, vb and vq see the
last vertex vg of Π(t1 , vi ) that is not blocked from vb by vq . Since vb does not see vp , the
vertex vg must be already coloured (Figure 2(d)). Then, again, vb and vq see a vertex vt on
Π(t2 , vj ). Now, some already coloured vertex vu in Π(t2 , vi ), adjacent to vb and vq might
also see vt , which may or may not be coloured. Or else, vt might be blocked from such a
vertex vu by a vertex vw of Π(t3 , vj ). It can be seen that each of these arguments can be
augmented similar to the subcases of Case 1, a K4 can be found and the colour of one of the
vertices vp , vq , vr and vs can be uniquely determined.
J
I Corollary 3. If any vertex vi of P sees a vertex of T and their visibility edge crosses one
of the edges of T , then the colour of vi is uniquely determined by the colours of T .
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t1
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vu

vi

vb
vd

T
vc
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Figure 3 The vertex va has an edge incident to one of the vertices of va , vb , vc , where va , vb and
vc lie on the already coloured shortest paths from t1 and t3 to vi .

Proof. Without loss of generality, suppose that vi sees t1 , and vi t1 crosses t2 t3 . Then vj = t1 ,
Π(t2 , vj ) = t2 t1 and Π(t1 , vj ) = t1 , and Lemma 2 proves the claim.
J
I Lemma 4. If a reduced polygon is 4-colourable, then it has a unique 4-colouring (up to
permutation of colours).
Proof. Consider a triangle T in a reduced polygon P . If P is not just T , then at least one
edge of T is not a boundary edge of P . Without loss of generality, let t1 t2 be such an edge.
Since P is reduced, there must be a vertex on Γ(t1 , t2 ) such that an edge incident to vi
crosses t1 t2 . By Lemma 2 and Corollary 3, if P is 4-colourable, then all vertices on the
paths Π(t1 , vi ) and Π(t2 , vi ), including vi have a 4-colouring uniquely determined by T . In
case t2 t3 or t3 t1 are not boundary edges of P , we can similarly find vj on Γ(t2 , t3 ) and vk
on Γ(t3 , t1 ) and uniquely 4-colour Π(t2 , vj ), Π(t3 , vj ), Π(t3 , vk ) and Π(t1 , vk ). Now, all the
remaining uncoloured vertices of P are on polygonal chains of the form Γ(va , vb ), where va
and vb are two consecutive vertices in one of the six paths mentioned above. Furthermore,
no vertex in the polygonal chain Γ(va , vb ), other than va and vb , is coloured. Without loss of
generality, let va and vb be two consecutive vertices on Π(t1 , t2 ). If va vb is not a boundary
edge of P , then since P is reduced, there must be an uncoloured vertex vu in Γ(va , vb ) such
that an edge incident to vu crosses va vb . This edge is either incident to a vertex of Π(t2 , vi ),
or crosses an edge of Π(t2 , vi ). Consider the case where such an edge to a vertex of Π(t2 , vi )
exists. Then consider a vertex vw that is closest to va vb among all the vertices of Π(t2 , vi )
that see a vertex (say, vz ) of Γ(va , vb ). Since the edge vw vz exists, vw cannot be blocked by
any vertex of Π(t1 , vi ). Due to the choice of vw , no vertex of Π(t2 , vi ) can block vw from
va or vb . So, vw sees both va and vb . Now consider the case where no vertex of Γ(va , vb )
sees any vertex of Π(t2 , vi ), but some vertex of Γ(va , vb ) sees some vertex of Γ(vc , vd ), where
vc and vd are consecutive points on Π(t2 , vi ). Without loss of generality, assume that vc
precedes vd in Π(t2 , vi ). Then vc must see both va and vb (Figure 3), for otherwise a vertex of
Γ(va , vb ) must have an edge with some vertex of Π(t2 , vi ) acting as a blocker for vc , contrary
to our assumption. Then, in the above two cases, based on the triangle va vb vw and va vb vc ,
respectively, again Lemma 2 and Corollary 3 can be used to uniquely determine a 4-colouring
for Π(va , vu ) and Π(vb , vu ).
Now we generalize the above procedure. Let T0 = {T }, and S0 = {Π(t1 , vi ), Π(t2 , vi ),
Π(t2 , vj ), Π(t3 , vj ), Π(t3 , vk ), Π(t1 , vk )}. Note that we have assumed that none of the edges of
T are boundary edges. If some edges of T are boundary edges then S0 will have less elements.
By the above procedure, we can uniquely 4-colour all the vertices of all elements of S0 . Now,
all the uncoloured vertices lie on Γ(va , vb ), where va and vb are consecutive vertices of some
element of S0 . For each such va vb , we find a new triangle va vb vc or va vb vd , and two new
shortest paths of the form Π(va , vu ) and Π(vb , vu ). Let T1 denote the set of all such new
triangles, and S1 denote the set of all new shortest paths obtained from T0 and S0 . Now,
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the remaining uncoloured vertices must line on polygonal chains of the form Γ(ve , vf ) where
ve and vf are two consecutive vertices of some element of S1 . In general, following the same
method we can always construct Ti+1 and Si+1 from Ti and Si , until all vertices of P are
coloured. Since in each step, the colours of vertices are uniquely determined, it follows that
if P has a 4-colouring, then it must be unique.
J
Our algorithm to decide 4-colourablity of visibility graphs of polygons is given next.
Algorithm 1: Algorithm to decide 4-colourablity of visibility graphs of polygons
Input: A simple polygon P with the visibility edges
Output: If P is 4-colourable or not. If so, then proper 4-colouring of P .
Decompose P into reduced subpolygons P1 , . . . , Pk ;
foreach reduced subpolygon Pi do
Locate a triangle;
repeat
Compute a 4-colouring for vertices on the polygonal chain of each
non-boundary edge of the triangle;
/* Using the method of Lemma 2 and Corollary 3
*/
Continue the process using the method of Lemma 4;
until Each vertex in Pi is coloured;
end
if two adjacent vertices receive the same colour then
Output ‘non-4-colourable’;
Terminate;
end
Rejoin the reduced subpolygons such that each pair Pi , Pj of subpolygons having a
common edge have exactly two vertices in common;
Permute the colours of the vertices so that there is no conflict.
Now, in light of the above Algorithm 1, we prove Theorem 1.
Proof of Theorem 1: Lemma 2 and Corollary 3 colour the shortest path from a triangle to
a vertex uniquely with 4 colours. Lemma 4 repeats the process exhausting all vertices. Since
the colour of each vertex is uniquely determined by some three previously coloured vertices,
the resulting 4-colouring is unique, if P is 4-colourable. Consequently, if a conflict is found,
it follows that P is not 4-colourable. So, the algorithm is correct.
Let the number of vertices and edges in G be n and m respectively. The chords that do
not cross any other chord, can be found in O(m2 ) time. Thus, the decomposition of P into
reduced subpolygons takes O(m2 ) time. Shortest paths from a triangle to a vertex can be
found in O(n) time. While computing the colouring on the shortest paths, a pointer can
be kept on each of the shortest paths, and the colouring takes O(n) time. The colouring
step can be iterated at most once for each vertex, so the complexity for all vertices is O(n2 ).
Checking for conflict takes O(m) time. Finally, rejoining the reduced subpolygons takes O(n)
time. Thus, the complexity of the algorithm is O(m2 ).
J

3

Hardness of 6-colourability

In this section we prove that the problem of deciding whether the visibility graph G of a
given simple polygon P can be properly coloured with 6 colours, is NP-complete.
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clause gadgets
x1 ∨x2
∨¬x3

¬x1 ∨
x3 ∨x4

xe1

variable gadgets
x1

...

¬x
f1

xe2

xe3

¬x
f3

xe4

x2

x3

x4

x5

colour-fix

xe5

copy gadgets (literals)
Figure 4 A scheme of the polygon P constructed from a 3-SAT formula in Section 3. Note
that the top and bottom part are placed on slightly concave arcs, which block undesired visibilities
between gadgets. The colour-fix gadget is placed so that it can see none of the clause gadgets.
The red dashed lines show “visibility communication” between related variable and copy gadgets
(the literals), and between related copy and clause gadgets.

Membership of our problem in NP is trivial (since G can be efficiently computed from
P and then a colouring checked on G). We are going to present a polynomial reduction
from the NP-hard problem of Not-all-equal 3-SAT : Given is a formula Φ in the conjunctive
normal form, such that every clause of Φ contains exactly 3 literals, and the task is to find a
(satisfying) assignment to the variables of Φ such that every clause contains at least one true
and at least one false literal. For that we will construct a polygon P such that its proper
6-colourings correspond to satisfying assignments of Φ. We start with a rough informal
outline of the construction.
Our polygon P will consist of one colour-fixing gadget, a series of variable gadgets (one
per each variable of Φ), a series of copy gadgets (one per each literal occurring in Φ),
and a series of clause gadgets (one per each clause of Φ). Visibility edges will allow
“communication” between variable gadgets and their corresponding copies representing
the literals, and between the literals and their clause gadgets. Apart from that, there will
be no other visibility relation between “internal” vertices of our gadgets. See Figure 4.
Assume that the visibility graph G of P can be properly 6-coloured. The role of the
colour-fixing gadget is to fix these six colours so that precisely two of them, named here
as red and blue, can be used to colour the vertices representing the variables of Φ. The
remaining four colours play an auxiliary role; they are used to colour those vertices which
“separate” the gadgets from each other, or to “moderate” clause gadgets. More specifically,
yellow and orange colour separating vertices at the variable and clause side (“top”), and
light and dark green colour separating vertices of the copy gadgets (“bottom”).
For each variable xi of Φ, there will be a variable gadget R(xi ) which, in particular,
contains two mutually visible internal vertices named xi and ¬xi . They must hence be
coloured red and blue, or blue and red, encoding the logical value of xi in Φ. There is no
direct influence between colouring decisions of distinct variable gadgets.

O. Çağırıcı, P. Hliněný, and B. Roy

21:9

For each literal ` occurring in Φ (such as ` = xj or ` = ¬xj for some variable xj ), there
e
will be a copy gadget P (`) which, in particular, contains an internal vertex named `.
e
Visibility between the gadgets R(xj ) and P (`) are adjusted so that ` must receive, in
any 6-colouring of G, the same colour as that of ` in P (`). Furthermore, the point `e is
positioned so that it is visible only from selected vertices of the corresponding clause
gadget of `, as specified later (note that different literals of xj have separate copy gadgets).
For each clause c = `1 ∨ `2 ∨ `3 of Φ, there will be a clause gadget S(c) whose vertices can
selectively see, among all internal vertices of all the copy gadgets, exactly the points `e1 ,
`e2 , `e3 . This selected visibility is such that, locally, the clause gadget S(c) can be properly
coloured iff not all three points `e1 , `e2 , `e3 have the same colour. Furthermore, for any
satisfying assignment of Φ, proper colourings of all the clause gadgets can be properly
combined together.
Note also that, within the presented reduction scheme, 6 colours is a necessary minimum. We
need two colours for the separating vertices of the top part, another two such at the bottom
part, and then two more colours are required to encode logical values of the variables.
Altogether, this will lead to the following:
I Theorem 5. The problem – given a simple polygon P in the plane, to decide whether the
visibility graph of P is properly k-colourable – is NP-complete for every k ≥ 6.
Proof. As mentioned, the problem is in NP since one can construct the visibility graph G of
P in polynomial time [8, 17] and then verify a colouring. In the opposite direction, we reduce
from the NP-complete Not-all-equal 3-SAT problem. Given a 3-SAT formula Φ, we efficiently
construct a polygon P such that the visibility graph G of P is k-colourable if, and only if, Φ
is not-all-equal satisfiable. In the proof, we refer to the previous construction outline.
We construct only the least case k = 6 since for higher k the construction can be easily
adjusted (simply saying, we can add more shades of green to the copy gadgets), as detailed
at the end. As for our terminology, a gadget is a consecutive part of the polygonal chain of P .
The vertices of each gadget are divided to internal and external ones (except clause gadgets
which have no external vertices). The internal vertices define the function of each gadget,
while the external ones serve as separators from the neighbouring gadgets. Two consecutive
gadgets may share their external vertices.
The unique colour-fix gadget A is a (convex) chain of 6 vertices a1 , . . . , a6 in this clockwise
order (cf. Figure 4) which see each other. Without loss of generality, in every 6-colouring of
G the colours of external vertices a1 , a2 are yellow and orange, the colours of internal a3 , a4
are red and blue and the colours of external a5 , a6 are light and dark green.
For each variable xi of Φ, there is one variable gadget R(xi ) formed as a convex chain
of 4 vertices r1i , r2i , r3i , r4i , hence seeing each other (Figure 5 top). Furthermore, the external
vertices r1i , r4i of R(xi ) are visible from all four a3 , a4 , a5 , a6 of the colour-fix gadget A, while
the internal vertices r2i , r3i of R(xi ) are visible from a5 , a6 of A. Consequently, r1i , r4i can
only be coloured yellow and orange, and r2i , r3i can only receive colours red and blue. The
internal vertices r2i and r3i are nicknamed xi and ¬xi , respectively, and their colours will
represent their value ‘true’ (red) and ‘false’ (blue). Together, the variable gadgets R(xi ),
i = 1, 2, . . . , n, are chained together (the order does not really matter) such that r4i of R(xi )
is identified with r1i+1 of R(xi+1 ), and the rightmost r4n is identified with a1 of the colour-fix
gadget A. Globally, the variable gadgets are arranged in a nearly-straight concave position
(cf. Figure 4), so that they do not see each other (except consecutive ones at the shared
external vertices). The points a1 , a2 of A are also part of this concave arrangement.
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r3i (¬xi )

r2i (xi )
r1i

r4i

R(xi )

to the clause of `j

pj6
pj1

xi )
pj5 (f

pj2
pj3

pj4

P (`j )

Figure 5 Detailed arrangement of the copy gadget P (`j ) of a literal ` = xi , where the cyan dashed
lines show important visibility relations between P (`j ) and the variable gadget R(xi ). Specifically,
all 6 available colours have to be used on P (`j ) and, thanks to pj4 not seeing r3i , the only viable
choice is to colour pj4 same as r3i (blue) and then pj5 to get the same colour as r2i (red). Brown
dashed lines show the visibility angle of pj5 which will be used by the corresponding clause gadget.

For each literal `j occurring in Φ (such as `j = xi or `j = ¬xi for some variable xi ), there
is one separate copy gadget P (`j ) formed as a convex chain of 6 vertices pj1 , . . . , pj6 (shaped
as a “cavity”). Among them, pj1 and pj6 are the external ones, visible in particular from all
four a1 , a2 , a3 , a4 of the colour-fix gadget A. The remaining internal vertices pj2 , pj3 , pj4 , pj5
are visible only from selected vertices of the variable gadget R(xi ) and of the clause gadget
corresponding to the literal `j . Specifically, the arrangement is as depicted in Figure 5 (for
the case `j = xi ): r2i sees all points of P (`j ) except pj5 and r3i sees all except pj4 , pj5 , while
r1i cannot see pj2 and r4i cannot see pj3 . Besides this, r1i may possibly see pj4 and r4i may see
pj2 , but this does not matter. The special point pj5 (previously named `ej ) will see, except
P (`j ), only a later specified part of a clause gadget to which `j belongs to. The purpose of
this arrangement is to force pj5 to the same colour as r2i has (Claim 6), while keeping full
flexibility of selecting the visibility angle of pj5 .
If, on the other hand, the considered literal is `j = ¬xi , we only slightly shift the points
in Figure 5, such that r2i could not see pj2 and r3i would see pj4 . (Alternatively, we could avoid
this case by considering Φ without negations, in which case not-all-equal satisfiability remains
hard.) Globally, all the copy gadgets P (`j ) are chained together (the order does not matter)
again in a nearly-straight concave shape as in Figure 4, but this time without identification
of their external vertices. In particular, pj6 is a neighbour of pj+1
on the polygonal chain of
1
P but, importantly, pj6 cannot see pj+1
.
The
points
a
,
a
of
the
colour-fix
gadget A are also
5
6
6
part of this concave arrangement.
Then, for each clause cm = (`m1 ∨ `m2 ∨ `m3 ) of Φ, there is one clause gadget S(cm )
m m m
formed as a nearly-straight convex chain of 4 vertices sm
1 , s2 , s3 , s4 . All points of S(cm ) are
visible from a5 , a6 of the colour-fix gadget A, and so all four remaining colours (including red
1
and blue) have to be used on S(cm ). Furthermore, the point pm
of the copy gadget P (`m1 )
5
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S(cm )
sm
1

sm
2

sm
3

sm
4

1
pm
5

P (`m1 )

2
pm
5

P (`m2 )

3
pm
5

P (`m3 )

Figure 6 Detailed arrangement of the gadget S(cm ) of a clause cm = (`m1 ∨ `m2 ∨ `m3 ), where
m2
m3
1
dashed brown lines delimit the visible angles of the points pm
5 , p5 , p5 . Since all clause gadgets
see also colours light and dark green (e.g., of A), S(cm ) can be properly coloured by itself iff not all
m2
m3
1
of pm
come with the same colour (which mimics not-all-equal satisfiability). The copy
5 , p5 , p 5
gadgets of one clause do not have to be consecutive, even though the picture shows them such.

m2
m3
sees exactly the point sm
of P (`m2 ) sees exactly sm
of
1 , and likewise p5
2 . The point p5
m m
P (`m3 ) sees both s3 , s4 . See Figure 6. The aim of this arrangement is that there would not
m2 m3
1
be enough colours for whole S(cm ) if all three pm
came with the same colour. All
5 , p5 , p5
the clause gadgets S(cm ) are globally chained together, without vertex identification, in the
same nearly-straight concave arrangement with the variable gadgets (cf. Figure 4). Although,
no point of clause gadgets is visible from a1 , a2 , a3 , a4 of the colour-fix gadget A.

Finally, one extra vertex (the bottom-left corner in Figure 4) is used to close the polygon
P between the clause and copy sections. Validity of Theorem 5 is established from the
following sequence of simple claims.
First assume that the visibility graph G of P is properly 6-coloured.
I Claim 6. For every variable xi of Φ, the vertices r2i and r3i of R(xi ) receive colours blue
and red, in either order. For every literal `j of Φ such that `j = xi (`j = ¬xi , respectively),
the vertex pj5 of P (`j ) receives the same colour as r2i (as r3i ).
Since (mutually visible) points r1i and r4i of R(xi ) are visible from all four a3 , a4 , a5 , a6 of
the colour-fix gadget A, they must receive the colours of a1 , a2 (yellow and orange). Then,
since r2i and r3i are visible from a5 , a6 and also from r1i , r4i , they must be coloured the same
as a3 , a4 , which is red and blue.
For `j = xi , the points of P (`j ) must be coloured as follows: pj1 , pj6 see a1 , a2 , a3 , a4 of A,
and so they have the same colours as a5 , a6 (light and dark green). Furthermore, pj2 , pj3 are
visible from r2i , r3i , and so they can be neither red nor blue. Consequently, pj4 and pj5 are
red and blue (as r2i , r3i ), and since r2i sees pj4 , the only proper choice is to have pj5 coloured
the same as r2i . For `j = ¬xi , identical arguments lead to pj5 being coloured the same as r3i .
Claim 6 is finished.
I Claim 7. Interpreting the colours of vertices pj5 of literal `j as logical ‘true’ (red) and
‘false’ (blue), every clause of Φ receives at least one true and one false literal. Consequently,
Φ is not-all-equal satisfiable.
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This claim is trivial; consider a clause cm = (`m1 ∨ `m2 ∨ `m3 ). All points of S(cm ) see
a5 , a6 of A, and so only the remaining four colours (yellow, orange, red, blue) are available for
m2 m3
1
the four mutually visible vertices of the clause gadget S(cm ). If all three points pm
5 , p5 , p5
had the same colour (either red or blue), then the remaining three colours would not be
m2 m3
1
enough for S(cm ), and so both colours occur among pm
5 , p5 , p5 , as desired.
In the remaining direction of Theorem 5, we need to argue as follows.
I Claim 8. The construction of P can be realized in a grid of polynomial size in |Φ|.
Consequently, the construction is a polynomial reduction.
We refer to the sketch of P in Figure 4. Both the top and bottom concave
chains can

be realized as “fat” parabolas, requiring only rough resolution of O |Φ|2 . We place all
the gadgets (roughly) equally spaced along, with their external vertices on these parabolas.
Positioning of all the vertices of the variable and clause gadgets, and of the colour-fix gadget,
is natural and easy, requiring no finer resolution. The only delicate part is to precisely place
the points of the copy gadgets. The external vertices pj1 , pj6 get placed very close to each
other on the bottom parabola, and the internal ones are then fine-positioned so that they
have the required visible angles (with respect to the upper parabola). This, for each copy
gadget, is done independently of all other copy gadgets, and only an additional polynomial
(cubic) sub-resolution is needed for the whole copy section. This finishes Claim 8.
I Claim 9. If Φ is not-all-equal satisfiable, then G can be properly 6-coloured.
We describe a desired proper 6-colouring of G of P . First, we colour the gadget A and the
external vertices of the variable and copy gadgets. We give vertices a1 , a2 , a3 , a4 , a5 , a6 of A
colours yellow, orange, red, blue, dark green, light green in this order. In every copy gadget
P (`j ), we colour pj6 dark green and pj1 light green (as in Figure 5). The extra vertex of P
added to the left of the copy section, gets colour dark green. Thanks to concave arrangement
of the copy section, this is so far a proper partial colouring of G.
For variable gadgets R(xi ), we alternate colouring of the external vertices – while r1i may
be orange and r4i yellow, for the next one it is r1i+1 = r4i yellow and r4i+1 orange, and so
on, until the last r4n = a1 is yellow. Again, thanks to concave arrangement of the variable
section, this is so far a proper partial colouring of G.
Next, we assume a not-all-equal satisfying assignment of Φ. For a variable xi , we colour
r2i red and r3i blue if xi is ‘true’, and we colour r2i blue and r3i red if xi is ‘false’. Then we
correspondingly colour each copy gadget featuring xi , as in Figure 5 – this is always possible
since pj2 may inherit the colour of r1i and pj3 that of r4i and pj4 that of r3i . So, pj5 has he same
colour as r2i (as r3i , respectively, if the literal of xi is negated).
Finally, it only remains to colour the clause section. Consider, independently of others, a
clause cm = (`m1 ∨ `m2 ∨ `m3 ). By the assumption of a not-all-equal satisfying assignment
m2 m3
1
3
of Φ, the points pm
are not all red and not all blue. Up to symmetry, pm
is red,
5 , p5 , p5
5
m1 m2
m
m
and so we colour s3 blue and s4 yellow. Then one of p5 , p5 is not red, and so we may
m
use remaining red and orange to colour sm
1 , s2 in a suitable order. Using the same rules for
all clause gadgets, we do not get any “global” conflict since sm
4 would always be yellow and
hence different from sm+1
, etc. Lastly, if the rightmost end (yellow) of the clause section
4
conflicts with the leftmost end r11 of the variable section, then we exchange yellow with
orange in the whole clause section. This is a proper colouring of G, proving Claim 9.
The last step is to adjust the proof for k > 6. This is straightforward, and so we only
sketch the small change: We expand the colour-fix gadget with additional k − 6 vertices
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a7 , . . . , ak , to be coloured by more shades of the green colour. We analogously add k − 6
new vertices to each copy gadget between pj1 and pj2 . All the arguments then remain the
same.
J

4

Conclusions

In this paper we have showed that the problem of deciding 6-colourability for visibility
graphs of simple polygons, is NP-hard. We have also showed that the 4-colouring problem
can be solved for visibility graphs of simple polygons, in polynomial time. However, the
5-colouring problem still remains open. Also, we would like to point out to the reader that
the 4-colouring and 5-colouring problems on polygons with holes require further study.
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Abstract
Containing many classic optimization problems, the family of vertex deletion problems has an
important position in algorithm and complexity study. The celebrated result of Lewis and Yannakakis gives a complete dichotomy of their complexity. It however has nothing to say about
the case when the input graph is also special. This paper initiates a systematic study of vertex
deletion problems from one subclass of chordal graphs to another. We give polynomial-time
algorithms or proofs of NP-completeness for most of the problems. In particular, we show that
the vertex deletion problem from chordal graphs to interval graphs is NP-complete.
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1

Introduction

Generally speaking, a vertex deletion problem asks to transform an input graph to a graph in
a certain class by deleting a minimum number of vertices. Many classic optimization problems
belong to the family of vertex deletion problems, and their algorithms and complexity have
been intensively studied. For example, the clique problem and the independent set problem
are nothing but the vertex deletion problems to complete graphs and to edgeless graphs
respectively. Most interesting graph properties are hereditary: If a graph satisfies this
property, then so does every induced subgraph of it. For all the vertex deletion problems to
hereditary graph classes, Lewis and Yannakakis [26] have settled their complexity once and for
all with a dichotomy result: They are either NP-hard or trivial. Thereafter algorithmic efforts
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were mostly focused on the nontrivial ones, and the major approaches include approximation
algorithms [27], parameterized algorithms [6], and exact algorithms [15].
Chordal graphs make one of the most important graph classes. Together with many of
its subclasses, it has played important roles in the development of structural graph theory.
(We defer their definitions to the next section.) Many algorithms have been developed for
vertex deletion problems to chordal graphs and its subclasses,—most notably (unit) interval
graphs, cluster graphs, and split graphs; see, e.g., [17, 4, 10, 9, 8, 33, 12, 25, 1] for a partial
list. After the long progress of algorithmic achievements, some natural questions arise: What
is the complexity of transforming a chordal graph to a (unit) interval graph, a cluster graph,
a split graph, or a member of some other subclass of chordal graphs? It is quite surprising
that this type of problems has not been systematically studied, save few concrete results,
e.g., the polynomial-time algorithms for the clique problem, the independent set problem,
and the feedback vertex set problem (the object class being forests) [21, 32].
The same question can be asked for other pair of source and object graph classes. The
most important source classes include planar graphs [20, 18, 16], bipartite graphs [31],
and degree-bounded graphs [19]. As one may expect, with special properties imposed on
input graphs, the problems become easier, and some of them may not remain NP-hard.
Unfortunately, a clear-cut answer to them seems very unlikely, since their complexity would
depend upon both the source class and the object class. Indeed, some are trivial (e.g., vertex
cover on split graphs), some remain NP-hard (e.g., vertex cover on planar graphs), while
some others are in P but can only be solved by very nontrivial polynomial-time algorithms
(e.g., vertex cover on bipartite graphs).
Throughout the paper we write the names of graph classes in small capitals; e.g., CHORDAL
and BIPARTITE stand for the class of chordal graphs and the class of bipartite graphs respectively.
We use C, commonly with subscripts, to denote an unspecified hereditary graph class, and
use C1 → C2 to denote the vertex deletion problem from class C1 to class C2 :
Given a graph G in C1 , find a minimum set V− ⊆ V (G) such that G − V− is in C2 .
It is worth noting that C2 may or may not be a subclass of C1 , and when it is not, the problem
is equivalent to C1 → C1 ∩ C2 : Since C1 is hereditary, G − V− is necessarily in C1 . For almost
all classes C, the complexity of problems PLANAR → C and BIPARTITE → C has been answered
in a systematical manner [26, 31], while for most graph classes C, the complexity of problem
DEGREE-BOUNDED → C has been satisfactorily determined [19].
Apart from CHORDAL, we would also consider vertex deletion problems on its subclasses.
Therefore, our purpose in this paper is a focused study on the algorithms and complexity of
C1 → C2 with both C1 and C2 being subclasses of CHORDAL. Since it is generally acknowledged
that the study of chordal graphs motivated the theory of perfect graphs [24, 2], the importance
of chordal graphs merits such a study from the aspect of structural graph theory. However,
our main motivation is from the recent algorithmic progress in vertex deletion problems. It
has come to our attention that to transform a graph to class C1 , it is frequently convenient
to first make it a member of another class C2 that contains C1 as a proper subclass, followed
by an algorithm for the C2 → C1 problem [29, 9, 7, 33].
There being many subclasses of CHORDAL, the number of problems fitting in our scope is
quite prohibitive. The following simple observations would save us a lot of efforts.
I Proposition 1. Let C1 and C2 be two graph classes.
(1.) If the C1 → C2 problem is in P, then so is C → C2 for any subclass C of C1 .
(2.) If the C1 → C2 problem is NP-complete, then so is C → C2 for any superclass C of C1 .
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Figure 1 Small subgraphs: 2K2 , C4 , claw (K1,3 ), diamond, net, tent, rising sun.

For example, the majority of our hardness results for problems CHORDAL → C are obtained
by proving the hardness of SPLIT → C. Indeed, this is very natural as in literature, most
(NP-)hardness of problems on chordal graphs is proved on split graphs, e.g., dominating
set [3], Hamiltonian path [28], and maximum cut [5]. The most famous exception is probably
the pathwidth problem, which can be solved in polynomial time on split graphs but becomes
NP-complete on chordal graphs [23]. No problem like this surfaces during our study, though
we do have the following hardness result proved directly on chordal graphs, for which we
have no conclusion on split graphs.
I Theorem 2. Let F be a biconnected chordal graph. If F is not complete, then the
→ F -FREE problem is NP-complete.

CHORDAL

Another simple observation of common use to us is about complement graph classes. The
complement G of graph G is defined on the same vertex set V (G), where a pair of distinct
vertices u and v is adjacent in G if uv 6∈ E(G). It is easy to see that the complement of
G is G. In Figure 1, for example, the net and the tent are the complements of each other.
The complement of a graph class C, denoted by C, comprises all graphs whose complements
are in C; e.g., the complement of COMPLETE SPLIT is {2K2 , P3 }-FREE. A graph class C is selfcomplementary if it is its own complement, i.e., a graph G ∈ C if and only if G ∈ C. For
example, both SPLIT and THRESHOLD are self-complementary. As usual, n denotes the number
of vertices in the input graph. Note that we need an n2 item because it takes O(n2 ) time to
compute the complement of a graph.
I Proposition 3. Let C1 and C2 be two graph classes. If the C1 → C2 problem can be solved
in f (n) time, then the C 1 → C 2 problem can be solved in O(f (n) + n2 ) time.
Our results (besides Theorem 2) are summarize in Figure 2. Unfortunately, we have to
leave the complexity of some problems open, particularly CHORDAL → CLUSTER, CHORDAL →
UNIT INTERVAL, and INTERVAL → UNIT INTERVAL.
Let us also mention the approximation algorithms. All the problems have constantratio approximations, which follow from either [7, 8] or the general observation of Lund
and Yannakakis [27]. On the other hand, none of the NP-complete problems admits a
polynomial-time approximation scheme.

2

Preliminaries

All graphs discussed in this paper are undirected and simple. A graph G is given by its vertex
set V (G) and edge set E(G), whose cardinalities will be denoted by n and m respectively.
For a subset X ⊆ V (G), denote by G[X] the subgraph induced by X, and by G − X
the subgraph G[V (G) \ X]; we use E(X) as a shorthand for E(G[X]), i.e., all edges among
vertices in X. For a subset E− ⊆ E(G) of edges, we use G − E− to denote the subgraph
with vertex set V (G) and edge set E(G) \ E− . We write G − v and G − e instead of G − {v}
and G − {e} for v ∈ V (G) and e ∈ E(G) respectively.
For ` ≥ 2, we use P` , K` , and I` to denote an induced path, a clique, and an independent
set, respectively, on ` vertices. For ` ≥ 4, we use C` to denote an induced cycle on ` vertices;

FSTTCS 2017

22:4

Vertex Deletion Problems on Chordal Graphs

CHORDAL

SPLIT

NPC

INTERVAL

NPC
P
TRIVIALLY
NPC

PERFECT

BLOCK
UNIT INTERVAL

THRESHOLD
P

COMPLETE SPLIT

CLUSTER
P

{2K2 , P3 }-FREE

P

CO-CHAIN

Figure 2 A summary of major graph classes studied by this paper and our results. Two classes
are connected by a solid edge when the lower one is a subclass of the higher one. A directed dashed
edge from C1 to C2 is used when C2 is not an immediate subclass of C1 . We omit here results implied
by Proposition 1; e.g., C → CO-CHAIN is in P for all C, and CHORDAL → C is NP-complete when C is
THRESHOLD, BLOCK, or INTERVAL. The cyan, violet, and black edges indicate that the complexity of
the representing problems is in P, NP-complete, and unknown, respectively.

such a cycle is also called a hole. Some small graphs that will be used in this paper are
depicted in Figure 1. Note that C4 and 2K2 are complements to each other, while the
complements of P4 and C5 are themselves.
We say that a graph G contains a subgraph F if F is isomorphic to some induced subgraph
of G. A graph is F -free if it does not contain F ; for a set F of graphs, a graph G is F-free if it
is F -free for every F ∈ F. Each set F defines a hereditary graph class, and every hereditary
graph class can be defined as such; in other words, for any hereditary graph class C, there is
a (possibly infinite) set F of subgraphs such that a graph G ∈ C if and only if it is F-free.
Each graph F in F is usually assumed to be minimal, in the sense that F is not in C but
every proper induced subgraph of F is; they are called the minimal obstructions of C. One
should note that a minimal obstruction of a graph class may not be a minimal obstruction
of its subclass; e.g., the minimal obstruction C5 of SPLIT is not a minimal obstruction of
THRESHOLD, because C5 contains the non-threshold graph P4 as a proper induced subgraph.
The vertex deletion problem with object class C can also be defined as finding a maximum
subgraph in the class C. For example, both vertex cover and independent set refer to the
vertex deletion problem to the class EDGELESS, which is exactly the K2 -free graphs. Although
these formulations may behave different with respect to approximation, they are the same
for our purpose. We may use both formulations interchangeably, dependent on which is
more convenient in the context. Yet another way to view the vertex deletion problem toward
property F-free is to find a minimum set of vertices from a graph to hit all its induced
subgraphs in F.
We now define the graph classes we are going to study. Although the containment
relationships of all the graph classes to be studied can be readily checked with their obstruction
characterizations, sometimes it would be far more informative and inspiring if we look at
them from the lens of the definitions and/or geometric representations of these graph classes.
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A graph is chordal if every cycle of length larger than three has a chord, i.e., an edge
between two non-consecutive vertices of the cycle. A graph is an interval graph if its vertices
can be assigned to intervals on the real line such that there is an edge between two vertices if
and only if their corresponding intervals intersect, and a unit interval graph if all the intervals
have the same length. A graph G is a trivially perfect graph if for every induced subgraph of
G, the size of the largest independent set is equivalent to the number of all maximal cliques
[22]. Chordal graphs are precisely graphs that are intersection graphs of subtrees of a tree,
while interval graphs are intersection graphs of sub-paths of a path. Therefore, INTERVAL ⊂
CHORDAL. A trivially perfect graph can be represented by a set of non-overlapping intervals; in
other words, if two intervals intersect, then one is contained in the other. Therefore, TRIVIALLY
PERFECT ⊂ INTERVAL.
A graph is a cluster graph if every component is a clique. A graph is a block graph if the
deletion of all cut vertices leaves a cluster graph. It is known that a graph is {2K2 , P3 }-free
if it is a cluster graph of which at most one clique is nontrivial, i.e., having more than one
vertex. It is immediate from their definitions that {2K2 , P3 }-FREE ⊂ CLUSTER ⊂ BLOCK. Moreover,
block graphs are precisely those chordal graph of which any two maximal cliques share at
most one vertex.
A graph is a split graph if its vertices can be partitioned into a clique C and an independent
set I, and a complete split graph if every vertex in C is adjacent to all vertices in I; we
use C ] I to denote the split partition. Note that either of the two sets may be empty. A
graph G is a threshold graph if there is a real number t, the so-called threshold, and an
assignment f : V (G) → R such that uv ∈ E(G) if and only if f (u) + f (v) ≥ t [11]. It is
easy to verify that COMPLETE SPLIT ⊂ THRESHOLD ⊂ SPLIT: The first can be witnessed by t = 1
and assignment f (v) = 1 if v ∈ C and 0 otherwise; and the second by the clique partition
{v : f (v) ≥ t/2} ] {v : f (v) < t/2}. Further, if we order the vertices in the independent set
I of a threshold graph such that f (v1 ) ≤ · · · ≤ f (v|I| ) < t/2, then N (v1 ) ⊆ · · · ⊆ N (v|I| ).
Likewise, there is an ordering of vertices u1 , . . ., u|C| in C such that N [u1 ] ⊆ · · · ⊆ N [u|C| ].
The reader may have noticed the striking resemblance between split graphs and bipartite
graphs. Indeed, if we add edges to make one side of a bipartite graph into a clique, we end
with a split graph; or equivalently, given a split graph G with split partition C ] I, the
subgraph G − E(C) is bipartite. Clearly, G − E(C) is a complete bipartite graph if and only
if G is a complete split graph. If G is a threshold graph, then G − E(C) is a chain graph
[31, 30]. Finally, CO-CHAIN denotes the complement of CHAIN.
Recall that Yannakakis [31] has given a dichotomy on the vertex deletion problem from
bipartite graphs. Inspired by this and the aforementioned connection between bipartite
graphs and split graphs, a natural attempt at problems SPLIT → C would be reducing them
to the corresponding problem on bipartite graphs (for algorithms) or the other way (for
hardness results). This approach however turns out to be less straightforward as one may
expect. See the full version for discussions.

3

Algorithmic results

This section gives the polynomial-time algorithms. Our focus would be laid on the use of
structural properties, and if possible, we would present the simplest algorithms without
elaborating on the implementation details. These problems may have more efficient algorithms,
and with more complex data structures and algorithmic finesses, some of them may even be
solved in linear time.
Our first two results are on split graphs, for which we need to put split partitions under
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S ← ∅;
build a bipartite graph G0 by removing all edges among C from G;
find a minimum vertex cover of G0 , and add it to S;
for each v ∈ I do
find a minimum vertex cover X of G0 − (C \ N (v)) − v;
add X ∪ (C \ N (v)) to S;
4. return a set in S with the minimum cardinality.

0.
1.
2.
3.

Figure 3 Algorithm for

SPLIT

→

{2K2 , P3 }-FREE.

scrutiny. Let C ] I be a split partition of a split graph G. If some vertex in I is completely
adjacent to C, then we can move such a vertex v to C to make another split partition
C 0 = C ∪ {v} and I 0 = I \ {v}. Note that the vertex v may not be unique, and the resulting
graphs by moving them would be isomorphic. Moreover, after such a move, no vertex of I 0
can be completely adjacent to C 0 . The following proposition fully characterizes split graphs
with more than one different split partition.
I Proposition 4. Let G be a split graph with at least two split partitions, and let C ] I and
C 0 ] I 0 be two different split partitions of G.
(i) The difference between |C| and |C 0 | is at most 1.
(ii) If |C| = |C 0 | + 1, then C is a maximum clique, and I 0 is a maximum independent set of
G; moreover, C 0 ⊂ C.
(iii) If |C| = |C 0 |, then G − E(C) and G − E(C 0 ) are isomorphic.
As a result, a split graph has either one or two essentially distinct split partitions. On the
other hand, of all split partitions of a complete bipartite graph, only one, whose independent
set is the largest, satisfies the definition of complete bipartite graphs, and we will exclusively
refer to it when we are discussing a complete split graph.
Let G be a split graph with split partition C ] I and let G be a {2K2 , P3 }-free subgraph
of G. If G has edges, all of them must be in the same nontrivial clique. At most one vertex
of this clique can be from I; therefore, all other vertices of I either are deleted or become
isolated in G. In other words, for each other vertex v in I, either v or all its neighbors have
to be deleted.
I Theorem 5. The

SPLIT

→

{2K2 , P3 }-FREE

problem is in P.

Proof. Let G be the input graph to the SPLIT → {2K2 , P3 }-FREE problem and let C ] I be a
split partition of G. We use the algorithm in Figure 3 to find a minimum solution to G. To
argue its correctness, we show that (i) every set in S, added in step 2 or 3, is a solution to G,
and (ii) at least one of them is minimum. For (i), it is easy to verify that any vertex cover
of G0 = G − E(C) is a solution: There is no edge between C and I after its deletion. The

situation in step 3 is similar; note that N [v] ] (I \ {v}) is a split partition of G − C \ N (v) .
Let V− be a minimum solution to G. In the first case, every vertex v ∈ I \ V− is isolated
in G − V− . In other words, V− contains a vertex cover of G0 = G − E(C), and then the
solution found by step 2 is already the minimum. Henceforth we assume that there exists a
vertex v ∈ I \ V− such that N (v) 6⊆ V− . Since any vertex u ∈ N (v) and w ∈ C \ N (v) induce
a P3 with v, in this case all vertices in C \ N (v) must be in V− . Note that the vertex v is
unique: If two vertices in I \ V− have neighbors in C \ V− , then they are in a non-clique
component. Therefore, after removing C \ N (v) and v from the graph, it reduces to the first
case. This justifies step 3.
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v

ur

v1
v2
u`

Figure 4 A connected split graph with split partition C ] I that is also a unit interval graph.
Violet intervals are for vertices in C and cyan for I. Note that the vertex v from I is completely
adjacent to C.

The algorithm makes O(n) calls to an algorithm for the bipartite vertex cover problem,
√
√
each taking O(m n) time, and hence the whole algorithm runs in O(mn n) time.
J
Noting that SPLIT ∩ CLUSTER is precisely {2K2 , P3 }-FREE, we can apply the algorithm of
Theorem 5 to the SPLIT → CLUSTER problem. Moreover, since SPLIT is self-complementary,
while the complement of {2K2 , P3 }-FREE is COMPLETE SPLIT, it follows from Proposition 3 that
the SPLIT → COMPLETE SPLIT problem is also in P.
I Corollary 6. Problems

SPLIT

→

CLUSTER

and

SPLIT

→

COMPLETE SPLIT

are in P .

A similar observation can be used to solve the SPLIT → UNIT INTERVAL problem. We start
from a simple property of connected graphs in SPLIT ∩ UNIT INTERVAL.
I Proposition 7. Let G be a connected split graph and let C ] I be a split partition of G. If
G is a unit interval graph, then |I| ≤ 3, and the equality holds only when there is a vertex
v ∈ I adjacent to all vertices in C.
Proof. We prove |I| ≤ 2 if C is a maximum clique of G, and then the proposition follows
from Proposition 4(i). Let u` and ur be the vertices in C with respectively the leftmost and
rightmost intervals. Suppose for contradiction |I| > 2. Let v1 and v2 be the vertices in I
with respectively the leftmost and rightmost intervals. Then lp(u` ) < rp(v1 ) < lp(ur ) <
rp(u` ) < lp(v2 ) < rp(ur ), where the second and the fourth inequalities follow from that
C is a maximum clique, and the others from the selections of the four vertices. Since G
is connected, the interval for any other vertex v in I \ {v1 , v2 }, which is nonempty, has to
lie in (rp(v1 ), lp(v2 )). But then it has to contain [lp(ur ), rp(u` )], and {v} ∪ C is a clique,
contradicting that C is a maximum clique of G.
J
Similar as Theorem 5, our algorithm for SPLIT → UNIT INTERVAL separates into two cases,
based on whether there is a vertex of I \ V− adjacent to all vertices in C \ V− .
I Theorem 8. The

SPLIT

→

UNIT INTERVAL

problem is in P .

Proof. Let G be the input graph to the SPLIT → UNIT INTERVAL problem and let C ] I be
a split partition of G. We use the algorithm in Figure 5 to find a solution. To argue its
correctness, we show that all sets put into S in steps 1–4 are solutions to G, and at least one
of them is minimum. It is clear for step 1. After the deletion of a solution found in step 2,
only v in I remains adjacent to the remaining vertices of C. In step 3, only v1 and v2 from I
can remain adjacent to vertices in C. In step 3.2, no vertex in C is adjacent to both v1 and
v2 ; in step 3.3, every vertex in C is adjacent to at least one of v1 and v2 . In either case, it
is easy to verify that the graph is a unit interval graph by building a unit interval model
directly. Step 4 follows from the same argument as above: After the deletion of C \ N (v), it
reduces to one of the three previous steps.
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0. S ← ∅;
1. solve the SPLIT → {2K2 , P3 }-FREE problem on G; add the solution to S;
\\ case 1:
2. for each v ∈ I do
find a minimum vertex cover of G − v − E(C), and add it to S;
3. for each v1 , v2 ∈ I do
3.1.
G0 ← G − {v1 , v2 } − E(C);
3.2.
find a minimum vertex cover of G0 − N (v1 ) ∩ N (v2 ),
and add its union with N (v1 ) ∩ N (v2 ) to S;

3.3.
find a minimum vertex cover of G0 − C \ N (v1 ) ∪ N (v2 ) ,
and add its union with C \ N (v1 ) ∪ N (v2 ) to S;
\\ case 2:
4. for each v ∈ I do

G00 ← G − C \ N (v) with split partition N [v] and I \ {v};
solve G00 as case 1, but append C \ N (v) to each solution found;
5. return a set in S with the minimum cardinality.
Figure 5 Algorithm for

SPLIT

→

UNIT INTERVAL.

Let V− be a minimum solution to G. If G − V− is {2K2 , P3 }-free, then the solution
found by step 1 is the minimum. Henceforth we assume that G − V− contains a non-clique
component U ; note that such a component contains all vertices in C \ V− and hence is unique.
In the first case, every vertex v ∈ U ∩ I has at least one non-neighbor in C \ V− , i.e.,
N (v) \ V− ⊂ C \ V− . According to Proposition 7, |U ∩ I| ≤ 2. If U ∩ I = {v}, then
G − (V− ∪ {v}) is {2K2 , P3 }-free and the only nontrivial clique U \ {v} is a subset of C;
hence step 2 always find a minimum solution. In the rest of this case, U ∩ I has two different
vertices; let them be v1 and v2 . Since any u1 ∈ N (v1 ) ∩ N (v2 ) and u2 ∈ C \ N (v1 ) ∪ N (v2 )
induce a claw with {v1 , v2 }, at least one of the two sets needs to be empty or completely
contained in V− . Steps 3.2 and 3.3 take care of these two situations separately.
We are now in the second case, where C \ V− ⊆ N (v) for some vertex v ∈ I \ V− ; in
other words, V− contains all vertices in C \ N (v). There might be two of such vertices, when
we can take v to be either of them. Clearly, N [v] and I \ {v} is then a split partition of
G00 = G − C \ N (v) , which has a solution V− \ C \ N (v) . Moreover, under this new split
partition, we reduce it to the first case.
The algorithm makes O(n3 ) calls to the algorithm for the bipartite vertex cover problem,
√
each taking O(m n) time, and hence the whole algorithm runs in O(mn3.5 ) time.
J
We now turn to problems whose inputs are interval graphs, for which we rely on interval
models. Recall that an interval model for an interval graph is a set of intervals representing
its vertices. In this paper, all intervals are closed. An interval model can be specified by the
2n endpoints for the n intervals, the interval for vertex v being by [lp(v), rp(v)].
For the UNIT INTERVAL → COMPLETE SPLIT problem, the clique is from some maximal clique
of the input graph G and can be enumerated. On the other hand, according to Proposition 7,
there are at most three vertices in the independent set, which can be easily found. However,
for interval graphs, it can be more complicated.
I Theorem 9. Problems

INTERVAL

→

COMPLETE SPLIT

and

INTERVAL

→

CLUSTER

are in P.

Proof. We solve both problems by finding the maximum subgraphs, for which we work on
interval models. Let us fix an interval model for the input graph G; we may assume without
loss of generality that no distinct intervals can share an endpoint.
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β2 α3

β3

α4

β4

β5

α5

v`

vr

α

β

Figure 6 Given is an interval model for an interval graph G.
The top line is for the INTERVAL → CLUSTER problem. A maximum cluster subgraph of G has five
cliques, each specified by a pair of αi and βi . (In this example, the maximum clique in each range
[αi , βi ] comprises all intervals in this range.)
The bottom line is for the INTERVAL → COMPLETE SPLIT problem. A maximum complete split subgraph
of G contains 12 vertices. The clique contains the vertices represented by the lowest five intervals,
and the independent set contains v` and vr , together with a maximum independent set of all intervals
completely lying in [α, β].

For the INTERVAL → COMPLETE SPLIT problem, we consider a maximum complete split
subgraph G[U ]. It is trivial if G[U ] is a clique; hence we assume otherwise. Let C ] I be the
split partition of G[U ], and let
α = rp(v` ) = min rp(v) and β = lp(vr ) = max lp(v).
v∈I

v∈I

Note that |I| ≥ 2, as otherwise G[U ] is a clique; hence v` 6= vr and α < β. See Figure 6. It
is easy to see that a vertex is in C if and only if its interval fully contains [α, β]; on the other
hand, the maximality of U requires us to take all such vertices. The independent set I would
then consists of v` , vr , and a maximum independent set of the subgraph induced by intervals
satisfying α < lp(v) < rp(v) < β. There are O(n2 ) pairs of indices to enumerate, and for
each pair, both the clique and a maximum independent set can be found in O(n) time. The
whole algorithm runs in O(n3 ) time.
We now consider the INTERVAL → CLUSTER problem. Suppose that G[U ] is a maximum
cluster subgraph of G and that it has k cliques. For the ith clique Bi , we can find two
endpoints
αi = min lp(v) and βi = max rp(v).
v∈Bi

v∈Bi

Then all intervals for vertices in Bi are completely contained in the interval [αi , βi ]. The
k intervals defined as such are pairwise disjoint: There cannot be edges between two
cliques in G[U ]. Therefore, Bi must be a maximum clique in the subgraphs induced by
{v : αi ≤ lp(v) < rp(v) ≤ βi }, which can be found easily. See Figure 6. The problem can
thus be reduced to find the k pairs of endpoints αi and βi .
We build another weighted interval model as follows. For each lp(v` ) and each rp(vr )
with lp(v` ) < rp(vr ), possibly v` = vr , we add an interval [lp(v` ), rp(vr )], whose weight is
set to be the size of maximum cliques in the subgraphs induced by {v : lp(v` ) ≤ lp(v) <
rp(v) ≤ rp(vr )}. We then find a set of pairwise disjoint intervals with the maximum weight
sum (or equivalently, a maximum-weight independent set of the weighted interval graph
represented by the new interval model). All the steps can be done in polynomial time. J
It is easy to verify the following greedy algorithm solves the TREE → CLUSTER problem.
We root the input graph at an arbitrary vertex, and work on any leaf at the lowest level: If it
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has siblings (i.e., its parent has degree larger than 2), then delete its parent and put it into
the solution; otherwise the parent of its parent. As we see below, a similar idea would enable
us to solve the BLOCK → CLUSTER problem. Recall that a block (also known as biconnected
component) of a graph G is a maximal biconnected subgraph of G. The block-cut tree of a
block graph has a vertex for each block and for each cut vertex, and an edge for each pair of
a block and a cut vertex that belongs to that block. Note that every block of a block graph
is a clique.
I Theorem 10. The

BLOCK

→

CLUSTER

problem can be solved in polynomial time.

Proof. We construct the block-cut tree T of the input graph G. A cut vertex v of G is
denoted by the same label in T , while for a block vertex u of T , we use B(u) to denote the
vertices in the block of G. We arbitrarily root T at some block vertex. Note that all leaves
of T are block vertices, and their neighbors are not; this invariant will be maintained during
our algorithm. Until the tree becomes empty, the algorithm always picks a leaf vertex u at
the lowest level. Let v be its parent. If v has other children, we remove v and its children
from T and put v in the solution V− . In the rest u is the only child of v; let u0 be the parent
of v, and let v 0 be the parent of u0 . If at least one vertex in the clique B(u0 ) is not a cut
vertex, then we remove v, u from T and put v in V− . Otherwise, we remove the subtree
rooted at v 0 from T ; we put B(u0 ) \ {v} into the solution, and for each other child ui of v 0
that is not a leaf, we solve the subgraph induced by B(ui ) and its children. The correctness
is quite straightforward, so we omit here.
J
The proofs of the following results are left in the full version.
I Theorem 11. The

CHORDAL

→

CO-CHAIN

problem is in P.

I Theorem 12. For any p > 1, the

CHORDAL

→

I Theorem 13 ([14]). The

→

problem is in P.

4

CHORDAL

SPLIT

KP -FREE

problem is in P.

Hardness

We now turn to hardness results. Here the problems should be understood to be their
decision versions: The input includes, apart from a graph G from C1 , a positive integer k,
and the problem is to decide whether G can be made a graph in C2 by deleting at most k
vertices. All of them are in NP because all the concerned graph classes can be recognized in
polynomial time. Our first hardness result, on SPLIT → THRESHOLD, follows easily from the
results of Yannakakis [31] on bipartite graphs. Recall that a bipartite graph is not a chain
graph if and only if it contains some 2K2 , and a split graph is not a threshold graph if and
only if it contains some P4 .
I Lemma 14. The

SPLIT

→

THRESHOLD

problem is NP-complete.

Proof. Let G be a bipartite graph with partition C and I. We add all possible edges among
C to make it a clique. Let G0 be the resulting graph, which is clearly a split graph, witnessed
by the split partition C ] I. We argue for every vertex set U that G[U ] is a chain graph, i.e.,
being 2K2 -free, if and only if G0 [U ] is a threshold graph, i.e., being P4 -free. Let X be any
set of four vertices. If G[X] is 2K2 , then |X ∩ C| = |X ∩ I| = 2, but then G0 [X] would be
a P4 . The other direction can be argued similarly. Since the BIPARTITE → CHAIN problem is
NP-hard [31], the lemma follows.
J
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Figure 7 The interval model for a threshold graph given by (1).
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Figure 8 The interval model for G1 ./ G2 .

Recall that every threshold graph is an interval graph, and this can be generalized as
follows. Let G1 and G2 be two threshold graphs with split partitions C ] I and C 0 ] I 0
respectively. We let G1 ./(C,C 0 ) G2 , or simply G1 ./ G0 as in the rest of the paper the
partitions are always clear from context, denote the graph obtained from them by adding
all possible edges between C and C 0 —i.e., its vertex set and edge set are V (G1 ) ∪ V (G2 )
and E(G1 ) ∪ E(G2 ) ∪ (C × C 0 ) respectively. This is clearly a split graph with split partition
C ∪ C 0 and I ∪ I 0 . One can verify that G1 ./ G2 is also an interval graph by their obstructions
as follows. A split graph that is not an interval graph has to contain a tent, a net, or a
rising sun (see Figure 1). Each of them has three independent vertices, which have to be
from I ∪ I 0 , but a quick inspection of these three graphs will convince us that this cannot be
possible.
I Proposition 15. For any threshold graphs G1 , G2 , the graph G1 ./ G2 is an interval graph.
A better way to look at Proposition 15 is probably through interval models. Let G be a
threshold graph with split partition C ] I, and let vertices in I be ordered in a way that
N (v1 ) ⊆ N (v2 ) ⊆ · · · ⊆ N (v|I| ). We can build an interval model for G by setting intervals



[i, i + 0.5]

min{i : vi ∈ N (v)}, |I| + 2


|I| + 1, |I| + 2

for every vi ∈ I,
for every v ∈ N (I), and

(1)

otherwise (i.e., v ∈ C \ N (I)).

See Figure 7 for illustration.
An interval model for G1 ./ G2 can be built from the interval models for G1 and G2 by
(i) keeping the intervals
for G1 , and (ii) setting the interval to be |I| + |I 0 | + 3 − rp(v), |I| +

|I 0 | + 3 − lp(v) for each v ∈ V (G2 ). See Figure 8.
I Theorem 16. The

SPLIT

→

INTERVAL

problem is NP-complete.

Proof. It is clear that the problem is in NP. Let G be a split graph with split partition C ] I.
We take a complete split graph G0 with split partition C 0 ] I 0 , where |C 0 | = |I 0 | = |C|, and
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let H = G ./ G0 . We argue that (G, k) is a yes-instance of the SPLIT → THRESHOLD problem if
and only if (H, k) is a yes-instance of the SPLIT → INTERVAL problem. Since both problems
are trivial yes-instances when k ≥ |C|, we may assume henceforth k < |C|.
Suppose that G − V− , where |V− | ≤ k, is a threshold graph. According to Proposition 15,
(G − V− ) ./ G0 is an interval graph. It is the same graph as H − V− . Therefore, V− is a
solution of (H, k). This verifies the only if direction.
Now suppose that H −V− , where |V− | ≤ k, is an interval graph. Suppose for contradiction
that G = G − V− ∩ V (G) is not a threshold graph. Then G must contain some P4 ; let it
be v1 u1 u2 v2 . Since G is a split graph, we must have u1 , u2 ∈ C and v1 , v2 ∈ I. On the other
hand, by the assumption k < |C|, neither C 0 \ V− nor I 0 \ V− can be empty. Let u ∈ C 0 \ V−
and v ∈ I 0 \ V− . By the construction, the only edges between {u, v} and {v1 , u1 , u2 , v2 } are
uu1 and uu2 , but then these six vertices together induce a net in H − V− , a contradiction. J
I Corollary 17. The

CHORDAL

→

INTERVAL

problem is NP-complete.

The last result is on the deletion of any biconnected subgraph from chordal graphs. Recall
that a vertex v is simplicial in G if N [v] is a clique. A graph is chordal if and only if we can
make it empty by deleting simplicial vertices in the remaining graph [13].
I Theorem 18. Let F be a biconnected chordal graph. If F is not complete, then the CHORDAL
→ F -FREE problem is NP-complete. Moreover, if F is a complete split graph with |C| = 2 and
|I| ≥ 2, then the SPLIT → F -FREE problem is NP-complete.
Proof. We use the following reduction from the vertex cover problem. Let G be an input
graph to the vertex cover problem, we conduct the following operations.
1. For each edge uv ∈ E(G), add a distinct copy of F such that each of them uses uv as
one of its edges. We say that u, v are the attachments for this copy of F .
2. Add all possible edges among V (G) to make it complete.
Let G0 be the obtained graph. To see that G0 is chordal, we give an explicit way of eliminating
simplicial vertices to make G0 empty. A chordal graph either is a clique or contains two
nonadjacent simplicial vertices; all vertices are simplicial when it is a clique. For each copy
of F , we can find a simplicial vertex in V (F ) \ {u, v}. We keep doing this, and then only
vertices in V (G) remain. They have been made a clique, and thus all of them simplicial.
We argue that G has a vertex cover of size k if and only if we can delete k vertices from
G0 to make it F -free. The following fact would be essential. We consider any copy X of F
with attachments u and v. If we delete u or v, then the other becomes a cut vertex, and
X \ {u, v} are in different blocks from other vertices of V (G0 ). But any other copy of F , if it
exists, must be completely contained in a block, and thus it cannot contains any vertex in X.
Suppose that V− is a vertex cover of size k in G. We claim that G = G0 − V− has no
copy of F . For each copy of F with attachments u and v. Therefore, a copy of F in G, if
one exists, has all its vertices from V (G). But this is not possible because F is not a clique.
Suppose now that V− is a solution to G0 of size k. We may assume that V− contains
no new vertex: If it contains a vertex from a copy of F with attachments u and v, we can
replace it by u. (Note that the new set remains a solution to G0 because the aforementioned
fact.) Since G0 − V− does not contain F , each copy of it has at least one of the attachments
in V− . Therefore, each edge of G, at lest one end is in V− , which means that V− is a vertex
cover of G.
J
I Corollary 19. Problems

SPLIT

→

BLOCK

and

CHORDAL

→

BLOCK

are NP-complete.
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v2

v1

v3

v4

Figure 9 Reduction for Theorem 18, with F being a tent. The original graph G, drawn with blue
vertices and thick edges, is a C4 . The new vertices are gray and new edges thin. The set {v1 , v3 } is
a solution to both problems.
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Abstract
We use a technique of “lifting” functions introduced by Krause and Pudlák [13], to amplify
degree-hardness measures of a function to corresponding monomial-hardness properties of the
lifted function. We then show that any symmetric function F projects onto a “lift” of another
suitable symmetric function f . These two key results enable us to prove several results on the
complexity of symmetric functions in various models, as given below:
1. We provide a characterization of the approximate spectral norm of symmetric functions in
terms of the spectrum of the underlying predicate, affirming a conjecture of Ada et al. [1]
which has several consequences1 (cf. [1]).
2. We also characterize symmetric functions computable by quasi-polynomial sized Threshold
of Parity circuits, resolving a conjecture of Zhang [24].
3. We show that the approximate spectral norm of a symmetric function f characterizes the
(quantum and classical) bounded error communication complexity of f ◦ XOR.
4. Finally, we characterize the weakly-unbounded error communication complexity of symmetric
XOR functions, resolving a weak form of a conjecture by Shi and Zhang [25].2
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Introduction

For any domain A and range R, an n-variate function f : An → R is called symmetric if for
all x1 , . . . , xn ∈ A and every permutation σ ∈ Sn , one has f (x1 , . . . , xn ) = f (xσ(1) , . . . , xσ(n) ).
Symmetric functions are a very natural and basic class of functions, denoted by SYMM.
There are several works about symmetric functions in different contexts in complexity theory
that reveal their beautiful structure. As it is too numerous to list all of them out, we
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and Ada et al. [2]. Our techniques vary from theirs, a detailed comparison to related work can be found
in Section 1.3.
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very briefly recall a few here, some of which is relevant for this work: Paturi’s famous
theorem [17] characterizing the approximate degree of symmetric functions, Szegedy’s [21]
theorem characterizing functions that have bounded symmetric communication complexity
making crucial use of symmetric functions, strong correlation bounds against low degree
symmetric functions (polynomials) by Cai, Green and Thierauf [5], Razborov’s theorem [19]
characterizing the quantum bounded error communication complexity of SYMM ◦ AND and
Sherstov’s [20] theorem characterizing the unbounded error communication complexity of
the same class of functions. More recently, and of particular relevance to this work, Shi
and Zhang [25] characterized the (quantum) bounded-error complexity of SYMM ◦ XOR
and Ada, Fawzi and Hatami [1] characterized the spectral norm of all symmetric functions.
Shi and Zhang conjectured a certain characterization of the unbounded-error complexity of
SYMM ◦ XOR. Ada et al. conjectured a characterization of the approximate spectral norm
of symmetric functions that in a way would extend Paturi’s [17] characterization of the
approximate degree of symmetric functions. Though these conjectures do not seem related on
first glance, our work is motivated by them. In addition to proving the conjecture of Ada et
al., we provide, among other things, the first characterization of the weakly unbounded-error
communication complexity of SYMM ◦ XOR. Both our results make use of a simple but
somewhat surprising closure-like property of symmetric functions. The discovery of this
property is one of our main technical contributions.
Krause and Pudlák [13] introduced a notion of ‘lifting’ functions to increase their hardness. Using this, they derived a technique to lower bound the sign monomial complexity
(equivalently THR ◦ XOR circuit size) of a lifted function, f op , in terms of the sign degree
of f . As the lift of an AC0 function can easily be seen to remain in AC0 , they were able to
prove exponential lower bounds on the signed monomial complexity of a function in AC0
using known sign degree lower bounds of AC0 functions [15]. However, it is not clear how
to use this lifting technique to prove lower bounds against other classes of functions. This
lift is now more widely known as composition with the indexing gadget on two bits. The
lift of f is denoted by f ◦ IND2 . Various notions of hardness amplification on composing
with the indexing gadget have been studied to give breakthrough results in communication
complexity [18, 8, 9].
In this work, we use the same notion of lifting to prove lower bounds of different monomial
complexity measures of symmetric functions. In doing so, we demonstrate the robustness
of the lifting technique to prove monomial complexity lower bounds on classes of functions
other than AC0 . A technical hurdle that we overcome is to show that any symmetric function
can ‘project’ onto the lift of a suitably defined symmetric function.

1.1

Our results

In this section, we provide a detailed summary of our results.
I Definition 1 (Monomial projection). We call a function g : {−1, 1}m → {−1, 1} a monomial
projection of a function f : {−1, 1}n → {−1, 1} if g(x1 , . . . , xm ) = f (M1 , . . . , Mn ), where
each Mi is a monomial in the variables x1 , . . . , xm .
We denote the Hamming weight of a string x ∈ {−1, 1}n to be |x| = |{i ∈ [n] : xi = −1}|
(this is a natural definition since we view −1 as true, and 1 as false). For a symmetric function
f : {−1, 1}n → {−1, 1}, define its spectrum or predicate Df : {0, 1, . . . , n} → {−1, 1} by
Df (i) = f (x) where x ∈ {−1, 1}n is such that |x| = i. Note that the spectrum (predicate) of
a symmetric function is well defined. For any f : {−1, 1}n → {−1, 1}, define the function
f op : {−1, 1}3n → {−1, 1} as follows.
f op (x1 , . . . , xn , y1 , . . . , yn , z1 , . . . , zn ) = f (u1 , . . . , un ).

(1)
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where for all i, ui = (xi ∧ zi ) ∨ (yi ∧ z¯i ). Intuitively speaking, the value of zi decides whether
to feed xi or yi as the ith input to f . This method of lifting f was introduced by Krause
and Pudlák [13].
The following lemma shows how f op is a monomial projection of a symmetric function, if
f was symmetric itself.
I Lemma 2 (Projection Lemma). Given a symmetric function F : {−1, 1}4n → {−1, 1},
defined by the predicate DF : [4n] → {−1, 1}, consider the symmetric function f : {−1, 1}n →
{−1, 1} defined by the predicate Df (b) = DF (2b + n) for all b ∈ {0, 1, . . . , n}. Then, f op is a
monomial projection of F .
P
Q
xi be the unique multilinFor any function f : {−1, 1}n → {−1, 1}, let f = S⊆[n] cS
i∈S
P
ear expansion of f . Define the weight of f , denoted by wt(f ) to be S⊆[n] |cS |.3 The sign
degree of a function f , denoted deg± (f ), is defined to be the minimum degree required by a
polynomial to sign represent f on all inputs.
I Definition 3 (Polynomial margin). For a polynomial of weight 1, say p, which sign represents
a function f , we say that p represents f with a margin of value minx∈{−1,1}n f (x)p(x). Define
the polynomial margin of f , denoted m(f ), as follows.
m(f ) =

max

min

p:wt(p)=1 x∈{−1,1}n

f (x)p(x).

(2)

To the best of our knowledge, such a definition of the polynomial margin of a function
does not appear in the past literature, although very similar notions have been studied. As
we note in Theorem 24, this is a useful quantity in characterizing the weakly-unbounded
error communication complexity of XOR functions.
I Definition 4 (Approximate weight). Define the -approximate weight of a function f :
{−1, 1}n → {−1, 1}, denoted by wt (f ) to be the weight of a minimum weight polynomial
such that for all x ∈ {−1, 1}n , |p(x) − f (x)| < .4
I Definition 5 (Signed monomial complexity). The signed monomial complexity of a function
f : {−1, 1}n → {−1, 1}, denoted by mon± (f ), is the minimum number of monomials required
by a polynomial p to sign represent f on all inputs.
Note that the signed monomial complexity of a function f exactly corresponds to the
minimum size Threshold of Parity circuit computing it.
Let us define a notion of error in a pointwise approximation of a function by low degree
polynomials. This notion is studied widely in classical approximation theory.
Note that we do not restrict the weight of the approximating polynomial in this case.


εd (f ) , min
max n |p(x) − f (x)| .
(3)
p:deg(p)≤d

x∈{−1,1}

I Definition 6 (Approximate degree). For any function f : {−1, 1}n → {−1, 1} and polynomial
p : {−1, 1}n → R, we say that p approximates f uniformly to error  if for all x ∈
g (f ) is the minimum
{−1, 1}n , |p(x) − f (x)| ≤ . The -approximate degree of f , denoted deg

degree of a polynomial p which approximates f uniformly to error .

3

4

Note that this notion coincides with ||fˆ||1 , the spectral norm of f . However, for the purposes of this
paper, we shall use the former notation.
This notion coincides with the notion of the -approximate spectral norm of f , denoted by ||fˆ||1, .
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The following lemma, translates degree-hardness properties of f to monomial-hardness
properties of f op . The proof of this lemma is based on ideas from [13].
I Lemma 7 (Lifting Lemma). Let f : {−1, 1}n → {−1, 1} be any function.
0
1. If εd (f ) > 1 − 2−d for some d ≥ 2, then m(f op ) ≤ 2−c d for any constant 0 < c0 < 1 − d1 .
2. mon± (f op ) ≥ 2deg± (f ) . (This part was proved in [13].)
eg2/3 (f )
g (f ).
3. wt1/3 (f op ) ≥ 2c·df
for any constant c < 1 − 3/deg
2/3

1.1.1

Applications to boolean function analysis

I Definition 8. Let F : {−1, 1}n → {−1, 1} be a symmetric function. Define r0 = r0 (F ), r1 =
r1 (F ) to be the minimum integers such that r0 , r1 ≤ n/2 and DF (i) = DF (i + 2) for all
i ∈ [r0 , n − r1 ). Define r = r(F ) = max{r0 , r1 }.
Using Projection Lemma, Lifting Lemma, and Paturi’s theorem [17], we resolve the
following conjecture by Ada et al. [1].
I Theorem 9 (Conjecture 1 in [1]). Let F : {−1, 1}4n → {−1, 1} be any symmetric function
such that r(F ) ≥ 5. Then, there exists a universal constant c1 > 0 such that
log(wt1/3 (F )) ≥ c1 · r(F ).
One consequence of Theorem 9 is an analog of Paturi’s theorem [17]. Paturi characterized
the approximate degree of all symmetric functions, and we obtain a characterization of
the approximate monomial complexity of symmetric functions F , in terms of r(F ). Let
mon1/3 (F ) denote the minimum number of monomials required by a polynomial to sign
represent F at all points.
I Theorem 10 (Approximate monomial complexity of symmetric functions). For a symmetric
function F : {−1, 1}4n → {−1, 1},

log mon1/3 (F ) = Θ∗ (r(F )).
Theorem 10 was proved by Ada et al. [1] assuming Theorem 9. We refer the reader to [1]
for a proof.
Define the odd-even degree of a symmetric function f , which we denote by degoe (f ), to
be |i ∈ {0, 1, . . . , n − 2} : Df (i) 6= Df (i + 2)|.
Using Projection Lemma and Lifting Lemma, we resolve the following conjecture by
Zhang [24].
I Theorem 11 (Conjecture 1 in [24]). A symmetric function f : {−1, 1}n → {−1, 1} is
computable by a quasi-polynomial size Threshold of Parity circuit if and only if degoe (f ) =
logO(1) n.

1.1.2

Applications to communication complexity of symmetric XOR
functions

We consider two models of randomized communication. The first was introduced by Yao
[22]. Two players, say Alice and Bob, receive a pair of inputs x ∈ X and y ∈ Y respectively.
They want to jointly evaluate a function F : X × Y → {−1, 1} on the pair (x, y) by using
a communication protocol that minimizes the total number of bits communicated in the
worst case. The protocol is probabilistic with the requirement that Pr [Π(x, y) = F (x, y)] ≥
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1/2 + 1/3. The goal of the players is to design an efficient protocol meeting this requirement
that minimizes the cost. The cost of the best protocol for computing F in this model is
called its bounded error complexity, denoted by R1/3 (F ). We consider the bounded error
complexity of XOR functions. Namely, Alice and Bob are given inputs x, y ∈ {−1, 1}n and
wish to compute f (x ⊕ y) for some given function f , where x ⊕ y denotes the bitwise xor of
x and y.
Lee and Shraibman [14] showed that the log of the approximate weight of f is roughly a
lower bound on the (quantum) bounded-error complexity of f ◦ XOR, for every f . Using our
Projection Lemma and Lifting Lemma, along with this result of Lee and Shraibman [14], and
an upper bound from [25] on the communication complexity of symmetric XOR functions,
we obtain a characterization of the bounded error communication complexity in terms of the
approximate weight of the base function.
I Theorem 12. For any symmetric function f : {−1, 1}n → {−1, 1},
R1/3 (f ◦ XOR) = Θ∗ (log wt1/3 (f )).
I Remark. As the method of [14] applies to even quantum communication, Theorem 12
gives even a characterization of the quantum bounded-error complexity. Recently, Zhang [23]
gave upper bounds on the quantum bounded-error communication complexity of f ◦ XOR
in terms of the log of the approximate weight of f , provided f has low F2 degree. Theorem
12 shows that when f is symmetric, then the dependence on F2 degree is redundant even for
classical complexity.
We consider another model of randomized communication, namely the weakly-unbounded
error model, introduced by Babai et al. [3]. A probabilistic protocol Π computes F with
advantage  if the probability that F and Π agree is at least 1/2 +  for all inputs. Denote
the cost of such a protocol to be R (F ). We add a penalty term to the cost depending on
the advantage, and refer to this new cost as the weakly-unbounded error complexity, or PP
complexity, of F .
I Definition 13.

 
1
PP(F ) = inf R (F ) + log
.


Klauck [11] showed that the PP complexity is characterized by the well studied notion of
discrepancy. Using LP duality in the full version of this paper [6], we show a general tight
relationship between discrepancy of f ◦ XOR and the margin complexity of f . Using these
facts along with our Projection and Lifting Lemmas, we are able to completely characterize
the PP complexity of symmetric XOR functions.
I Theorem 14. Let F : {−1, 1}4n → {−1, 1} be any symmetric function, and let degoe (f ) =
r ≥ 4. Then, there exists universal constants c, c0 > 0 such that cr/ log(n/r) ≤ PP(F ◦XOR) ≤
c0 r log(n).
The Log Approximation Rank Conjecture [14] is the analogous version of the well-known
Log Rank Conjecture, for the randomized communication complexity model. Let rank (M )
denote the minimum rank of a matrix that -approximates M entry-wise. It is known that
R1/2− (F ) ≥ log rank0 (MF ), where 0 is a constant depending on , and MF denotes the
communication matrix of F . The Log Approximation Rank Conjecture states that the lower
bound is tight upto a polynomial factor.
We resolve this conjecture for symmetric XOR functions.
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I Theorem 15 (Log Approximation Rank Conjecture for symmetric XOR functions). Let f be
any symmetric function, and F = f ◦ XOR. Then, there is a universal constant c such that
log rank0 (M (F )) ≤ R1/2− (F ) ≤ logc rank0 (M (F )).
Ada et al. [1] prove Theorem 15 assuming Theorem 9. For a proof, and additional learning
theoretic implications of Theorem 9, we refer the reader to [1].

1.2

Proof outline

First, we use an idea due to Krause and Pudlák [13], who showed that if a function f has
high sign degree, f op has high signed monomial complexity. We observe that their argument
can be easily adapted to show a more general result. In particular, our Lemma 7 shows that
the hardness of f for low degree polynomials, with respect to natural notions like uniform
approximation and sign representation, gets amplified to corresponding hardness of f op
for sparse (low weight) polynomials. The main problem at this point is to understand the
structure of f op . In particular, our interest is when f op suitably embeds in a symmetric
function. As a first glance, symmetric functions do not seem to have the structure of a lifted
function f op .
At this point, inspired by the work of Krause [12], we make a simple but somewhat
counter-intuitve observation that turns out to be crucial. A function g is called a monomial
projection of h, if g can be obtained by substituting each input variable of h with a monomial
in variables of g. What is nice about such projections is that for the polynomial sparsity
measures that are relevant for us (Observation 25), the complexity of g is upper bounded
by that of h. We observe (Lemma 2) that if f is a symmetric function, then there exists
a symmetric function F , on a larger domain, such that f op is a monomial projection of F .
Moreover, the combinatorial parameters of f that caused its hardness against low-degree
polynomials, nicely translate to combinatorial parameters of F that have been conjectured
to cause hardness of F against sparse (low weight) polynomials.
We then find a suitable symmetric f such that f op has large approximate weight and is
a monomial projection of F . Lemma 2 provides such a monomial projection in which the
combinatorial quantity r(F ) corresponds to another combinatorial quantity Γ(f ), which is
defined in Section 2. Paturi’s Theorem 17 shows that Γ(f ) characterizes the approximate
degree of f . Our polynomial hardness amplification via Lemma 7, implies that f op , and
therefore F , has large approximate weight. This proves Theorem 9 which was conjectured by
Ada et al. [1].
Moreover, the odd-even degree of F corresponds to the sign degree of f . Our polynomial
hardness amplification via Lemma 7, implies that f op , and therefore F , has large signed
monomial complexity. This resolves an old conjecture of Zhang [24].
Finally, we note that F having large odd-even degree also implies that f is uniformly
inapproximable by low degree polynomials. Our lifting lemma, Lemma 7 implies that f op ,
and thus F has small polynomial margin. We then invoke a theorem, Theorem 24, proving a
tight equivalence between the polynomial margin of F and the PP complexity of F ◦ XOR.

1.3

Comparison with related work

In this section, we compare our results and techniques with those of recent related works.
Shortly after our paper was put out in the public domain [6], Ada et al. [2] reported
a proof of Theorem 9. However, their methods seem completely different from ours. In
order to prove a lower bound on the approximate spectral norm of f , they take recourse
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to the communication matrix of f ◦ XOR. Via a result of Bruck and Smolensky [4] they
then show that it is enough to bound the approximate rank of this matrix. They do this
by appropriately invoking a matrix theoretic lemma of Razborov [19]. This is essentially
opposite to our approach. We directly prove lower bounds on the approximate spectral
norm of f , using our Projection Lemma and Lifting Lemma along with Paturi’s Theorem
[17], without bringing communication into the picture at all. We then use the bound on the
approximate spectral norm of f to prove lower bounds on the bounded error communication
complexity of f ◦ XOR. It is interesting to note that, although [2] do not directly use Paturi’s
Theorem, the matrix theoretic lemma of Razborov that they invoke does require usage of
Paturi’s Theorem.
Two very recent independent works by Hatami and Qian [10] and Ada et al. [2] characterized the unbounded error communication complexity of symmetric XOR functions,
strengthening our weakly-unbounded error characterization. Both the proofs involve a reduction to analyzing the unbounded error complexity of a symmetric AND function, and an
invocation of a theorem of Sherstov [20] which requires heavy approximation theoretic tools.
On the other hand, in order to prove our weakly-unbounded error complexity lower bound,
we invoke a result of the authors [6] (a full version of this paper) relating the discrepancy of
f ◦ XOR tightly to the polynomial margin of f . Our method of lower bounding the polynomial
margin of f is from first principles, and is self-contained. Although we prove a lower bound
on a weaker complexity model, we shave off significant logarithmic factors from the bounds
obtained by [10, 2].
In conclusion, the techniques of [10, 2] seem very specific, and use non-trivial results
from [19] and [20]. Our Lifting Lemma, Lemma 7, on the other hand, applies for general
functions. In particular, while the work of [10, 2] take recourse to analyzing AND functions
for all their results, we build techniques that can be used directly, and in turn yield bounds
on communication complexity of XOR functions. We believe our techniques will also find
more use for analyzing methodically non-symmetric XOR functions, an area of active interest
today. Indeed, the authors use this technique [6] to provide a simple new proof of the known
separation between functions efficiently computable with weakly-unbounded error, and those
efficiently computable with unbounded error, via a non-symmetric XOR function that was
introduced by Goldmann et al. [7].

2

Preliminaries

We provide the necessary preliminaries in this section.
All logarithms in this paper are taken base 2.
The following result by Zhang [24] provides an upper bound on the Threshold of Parity
circuit size required to compute symmetric functions.
I Theorem 16 ([24]). Let f : {−1, 1}n → {−1, 1} be a symmetric boolean function such
that degoe (f ) = logO(1) n. Then, f can be computed by a quasi-polynomial size Threshold of
Parity circuit.
The following is a result by Paturi [17] which gives us tight bounds on the approximate
degree of symmetric functions.
I Theorem 17 ([17]). For any symmetric function f : {−1, 1}n → {−1, 1}, define the
quantity Γ(f ) = min{|2k − n + 1| : Df (k) 6= Df (k + 1) and 0 ≤ k ≤ n − 1}. Then,
p
g (f ) = Θ( n(n − Γ(f ))).
deg
2/3
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The following theorem was proved by Ada et al. [1], which characterizes the weight of a
symmetric function.
I Theorem 18 ([1]). For any symmetric function f : {−1, 1}n → {−1, 1},



n
log(wt(f )) = Θ r(f ) log
.
r(f )
Lee and Shraibman [14] showed that wt1/3 (f ) is a lower bound on R1/3 (f ◦ XOR).
I Theorem 19 ([14]). For any function f : {−1, 1}n → {−1, 1},
R1/3 (f ◦ XOR) = Ω(log wt1/3 (f )).
Shi and Zhang [25] proved that the bounded error communication complexity of symmetric
XOR functions is characterized by r(f ).
I Theorem 20 ([25]). For any symmetric function f : {−1, 1}n → {−1, 1},
R1/3 (f ◦ XOR) = Θ∗ (r(f )).
where Θ∗ hides logarithmic factors.
Let Q1/3 (F ) denote the quantum bounded error communication complexity of F . Zhang
[23] proved the following upper bound on the communication complexity of XOR functions.
I Theorem 21 ([23]). Let f → {−1, 1}n → {−1, 1} be any function. Suppose the F2 -degree
of f is d. Then,


Q1/3 (f ◦ XOR) = O 2d log wt1/3 (f ) + log n .
Define the discrepancy of a rectangle S × T under a distribution λ on {−1, 1}n × {−1, 1}n
as follows.
I Definition 22 (Discrepancy).
X
discλ (S × T, F ) =
F (x, y)λ(x, y).
(x,y)∈S×T

The discrepancy of F under a distribution λ is defined as
discλ (F ) =

max

S⊆[n],T ⊆[n]

discλ (S × T, F )

and the discrepancy of F is defined to be
disc(F ) = min discλ (F ).
λ

Klauck [11] proved that the PP complexity of F is equivalent to the discrepancy of F .
I Theorem 23 ([11]). For any function F : {−1, 1}n × {−1, 1}n → {−1, 1},
 

1
PP(F ) = Θ log
.
disc(F )
In a full version of this paper [6], the authors showed that the polynomial margin of f
and the discrepancy of f ◦ XOR are equivalent up to a constant factor.
I Theorem 24 ([6]). For any function f : {−1, 1}n → {−1, 1},
m(f ) ≤ 4disc(f ◦ XOR) ≤ 4m(f ).
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Lifting functions

In this section we first prove the Lifting Lemma, Lemma 7, which shows how certain
degree-hardness properties of any function f : {−1, 1}n → {−1, 1} translates to related
monomial-hardness properties of f op .
We then prove the Projection Lemma, Lemma 2, which shows how a symmetric function
F projects onto f op , for a suitably defined symmetric function f .
Finally, we list the consequences we obtain for lifting symmetric functions, which include
resolving conjectures posed by Ada et al. [1], Zhang [24], and the resolution of a weak form
of a conjecture by Shi and Zhang [25].

3.1

Lifting functions by the Krause-Pudlák selector

In this section, we prove the Lifting Lemma.
Proof of Lemma 7. We first prove Part 3. Suppose, to the contrary, that wt1/3 (f op ) ≤ 2cd ,
g (f ). This means there exists
where c is an absolute constant, to be fixed later, and d = deg
2/3
3n
a polynomial p : {−1, 1} → {−1, 1} such that wt(p) ≤ 2cd and p(x)f op (x) ≥ 2/3 for all
P
x ∈ {−1, 1}3n . Say p = S⊆[3n] wS χS . The proof idea is to manufacture a polynomial p2 ,
based on p, of low degree, which uniformly approximates f to error 2/3.
For this proof, we view the input variables as {xj,1 , xj,2 , zj |j ∈ {1, . . . , n}}, where zj ’s
are the ‘selector’ variables.
For any fixing of the z variables, define a relevant variable to be one that is ‘selected’ by
z. Thus, for each j ∈ {1, . . . , n}, exactly one of {xj,1 , xj,2 } is relevant. Analogously, define
a relevant monomial to be one that does not contain any unselected variable. For any set
S ⊆ [3n], define Sx to be the subset of S which contains the all the indices corresponding to
the x variables.
For a uniformly random fixing of z and any subset S ⊆ [3n] such that |Sx | ≥ d,
Pr[χS is relevant] ≤
z

1
.
2d

Ez [wt of relevant monomials in p

z

of degree ≥ d] =

X

|wS | · Pr[χS is relevant]
z

S:|Sx |≥d

≤

1
2d

X

|wS | ≤

S:|Sx |≥d

1
· 2cd .
2d

Thus, there exists a fixing of the z variables such that the weight of the relevant monomials
of degree at least d in p z is at most 21d · 2cd . Select this fixing of z.
Note that p z is a polynomial on only the variables {xi,1 , xi,2 |i ∈ {1, . . . , n}}. Drop the
relevant monomials of degree at least d from p z to obtain a polynomial p1 .

Observe that p1 sign represents f op z with error at most 31 + 22d .
For each j ∈ {1, . . . , n}, denote the irrelevant variable by xj,ij . Consider the polynomial
p2 on n variables defined by p2 = Ex1,i1 ,...,xn,in [p1 ], where the expectation is over each
irrelevant variable being sampled uniformly and independently from {−1, 1}.
It is easy to see that any monomial containing an irrelevant variable in p1 vanishes in p2 .
Also note that p2 is a polynomial of degree less than d, and it must sign represent f with
cd
error at most 13 + 22d . This quantity is less than 2/3 when c < 1 − d3 . This leads to a
g (f ) = d.
contradiction since we assumed that deg
2/3
We omit the proof of Part 1 as it follows along extremely similar lines as the proof above. J
cd
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3.2

Lifts as projections of symmetric functions

In this section, we prove the Projection Lemma.
The following observation is an easy consequence of definitions.
I Observation 25. For any functions f : {−1, 1}n → {−1, 1} and g : {−1, 1}m → {−1, 1}
such that g is a monomial projection of f , and any  > 0, we have
mon± (g) ≤ mon± (f ),
wt(g) ≤ wt(f ),
wt (g) ≤ wt (f ),
m(f ) ≤ m(g).
Proof of Lemma 2. Let g : {−1, 1}3n → {−1, 1} be defined as follows.
g(x1 , . . . xn , y1 , . . . , yn , z1 , . . . , zn ) =
F (x1 , . . . , xn , y1 , . . . , yn , −x1 z1 , . . . , −xn zn , y1 z1 , . . . , yn zn ).
Clearly, g is a monomial projection of F . We show now that g = f op .
For every input to g and each i ∈ [n], define the i’th relevant variable to be xi if zi = −1
(define yi to be the irrelevant variable in this case), and yi if z1 = 1 (xi is irrelevant in this
case). For a fixed input x1 , . . . , xn , y1 , . . . , yn , z1 , . . . , zn , let b denote the number of relevant
variables with value −1. Thus, there are n − b irrelevant variables with value 1. Let a denote
the Hamming weight of (x1 , . . . , xn , y1 , . . . , yn , −x1 z1 , . . . , −xn zn , y1 z1 , . . . , yn zn ) Then,

4n − 2a =

n
X

xi + yi − xi zi + yi zi =

i=1

n
X

xi (1 − zi ) + yi (1 + zi ) = 2n − 4b

i=1

(which is twice the sum of the values of the relevant variables)
=⇒ a = 2b + n.
Thus,
g(x1 , . . . , xn , y1 , . . . , yn , z1 , . . . , zn ) = DF (2b + n) = Df (b)
= f op (x1 , . . . , xn , y1 , . . . , yn , z1 , . . . , zn ).
The last equality follows from Equation 1.

J

I Remark. In fact, the proof of Lemma 2 implies the following.
Given a symmetric function f : {−1, 1}n → {−1, 1} defined by the predicate Df (b),
define a function F : {−1, 1}4n → {−1, 1} (not necessarily symmetric) such that on inputs
of Hamming weight 2b + n, F takes the value Df (b) for all b ∈ {0, 1, . . . , n}, and F takes
arbitrary values on inputs of Hamming weight not in {2b + n : b ∈ {0, 1, . . . , n}}. Then, f op
is a monomial projection of F .

3.3

Consequences for symmetric functions

In this section, we show consequences of hardness amplification of lifted symmetric functions.
We first prove Theorem 9.
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Proof of Theorem 9. Assume that n is even and that r − 1 is a multiple of 4. (If not, we
can fix a constant number of input bits to suitable values).
Suppose r1 (F ) ≥ r0 (F ). Consider F̄ defined by F̄ (x1 , . . . , xn ) = F (−x1 , . . . , −xn ).
Observe that log(wt1/3 (F )) = log(wt1/3 (F̄ )), and r0 (F̄ ) > r1 (F̄ ). Thus, we may assume,
without loss of generality, that r0 (F ) > r1 (F ).
Note that DF (r − 1) 6= DF (r + 1). Define F 0 : {−1, 1}2r → {−1, 1} by DF 0 (i) = DF (i)
for i ∈ {0, 1, . . . , 2r}. It suffices to show log wt1/3 (F 0 ) ≥ c0 r for some universal constant
0
c0 > 0. Define f : {−1, 1}(r−1)/2 → {−1, 1} by Df (i) =
+ (r − 1)/2). By Lemma 2,
 DF (2i r−1
r−1
op
0
f is a monomial projection of F . Note that Df 4 6= Df 4 + 1 , and thus Γ(f ) ≤ 1.
g (f ) = Θ(r).
By Theorem 17, deg
2/3
Using Part 3 of Lemma 7 and Observation 25, we obtain that there exists a universal
constant c1 > 0 such that
log(wt1/3 (F )) ≥ log(wt1/3 (F 0 )) ≥ log(wt1/3 (f op )) ≥ c1 r.

(4)
J

We now prove Theorem 11, settling a conjecture of Zhang [24].
Proof of Theorem 11. Proof Idea: We define a (not too large) family of symmetric functions {fi : i ∈ I} such that fiop is a monomial projection of F for each i ∈ I. The sign degree
of fi will correspond to the number of (k, k + 2) sign changes in a corresponding interval
of the spectrum of F . Moreover, the family {fi : i ∈ I} ‘captures’ all of the (k, k + 2) sign
changes of DF . Thus, we conclude the existence of an i ∈ I such that the sign degree of fi is
large, and fiop is a monomial projection of F . Lemma 2, Part 2 of Lemma 7, and Observation
25 will then yield the desired result.
Assume without loss of generality, that n is a power of 3. Consider any symmetric
function F : {−1, 1}4n → {−1, 1} such that degoe (F ) ≥ 8j where j ≥ 2. Suppose there
were less than 4j many (i, i + 2) sign changes of DF in [0, 3n]. Then, consider F̄ defined by
F̄ (x1 , . . . , xn ) = F (−x1 , . . . , −xn ). Observe that mon± (F ) = mon± (F̄ ), and D(F̄ ) has at
least 4j many (i, i + 2) sign changes in [0, 3n] (in particular, in [0, n]). Thus, we may assume,
without loss of generality, that there are at least 4j many (i, i + 2) sign changes of DF in
[0, 3n]. Further assume that at least 2j of them occur when i’s are even integers (if not, set
one variable to −1).
n
Define a family {fi : {−1, 1} 3i → {−1, 1} : i ∈ {0, 1, . . . , d log1 3 log(n/j)e}} of symmetric
functions as follows.
hni

n
∀b ∈ i , Dfi (b) = DF 2b + i .
3
3
Note that the sign degree of fi equals the number of (k, k +2) sign changes in the spectrum
n
of F in the interval [ 3ni , 3i−1
]. Since DF has at least 2j many (i, i + 2) sign changes in [0, 3n],
it has at least j many (k, k + 2) sign changes in the interval [j, 3n]. Thus, the spectrum of
j
at least one of the fi ’s (say f` ) has at least d 1 log
many (k, k + 1) sign changes (sign
( nj )e
log 3
degree). The Projection Lemma (Lemma 2) tells us that f`op is a monomial projection of F .
Using Observation 25 and Part 2 of Lemma 7, we obtain that there exists a constant c2 > 0
such that
c2 j

mon± (F ) ≥ mon± (f`op ) ≥ 2 log(n/j) .
The upper bound follows from Theorem 16.

J
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Next, we prove Theorem 12, providing a characterization of the bounded error communication complexity of symmetric XOR functions in terms of wt1/3 (f ).
Proof of Theorem 12. The upper bound follows from Theorem 20 and Theorem 18. The
lower bound follows from Theorem 9, and Theorem 19.
J
The proof of Theorem 14 can be found in the Appendix.

4

Conclusions

We provide a general lifting theorem, and list several applications to symmetric functions, via
our Projection Lemma, including characterizations of bounded error and weakly-unbounded
error communication complexity of symmetric XOR functions, characterization of the approximate weight of symmetric functions, and Threshold of Parity circuit size of symmetric
functions.
Our lifting theorem applies to arbitrary functions, and we feel that it should be usable to
prove lower bounds against classes of non-symmetric functions.
Zhang [23] (Theorem 21) showed an upper bound on the quantum bounded error communication complexity of f ◦ XOR in terms of the approximate weight and the F2 -degree
of f . Theorem 12 shows that the dependence on the F2 -degree is not required when f is
symmetric, even for classical bounded error complexity. This shows the tightness of Theorem
19 for symmetric XOR functions.
We leave the reader with two open questions. Is the lower bound of Theorem 19 tight for
all XOR functions? In particular, a positive answer would verify the Log Approximate Rank
Conjecture for all XOR functions. It is well-known [16] that the real degree of a boolean
function is polynomially related to its approximate degree. Does a similar relationship carry
over to the spectral norm? Theorem 9 gives a positive answer for symmetric functions.
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Appendix

Proof of Theorem 14. By an extremely similar proof to that of Theorem 11 (using Part 1
of Lemma 7 instead of Part 2 of Lemma 7), it can be seen that there exists a constant c0 > 0
such that
m(F ) ≤

1
.
2c0 r/ log(n/r)

1
Thus, using Theorem 24, there exists a constant c1 > 0 such that disc(F ◦XOR) ≤ 2c1 r/ log(n/r)
.
Along with Theorem 23, this proves that there exists a constant c > 0 such that PP(F ◦XOR) ≥
cr/ log(n/r).
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We now prove the upper bound on PP(F ◦ XOR). Define Seven = {i ∈ {0, 2, . . . , 4n − 2} :
Df (i) 6= DF (i + 2)}, and define Sodd = {i ∈ {1, 3, . . . , 4n − 3} : DF (i) 6= DF (i + 2)}. By our
assumption, |Seven |, |Sodd | ≤ r.
Consider the polynomials peven , podd : {−1, 1}4n → R defined by



4n
Y
X
4n − 2i + 1 − 
peven (x) = DF (0) ·
xj  
j=1

i∈Seven

and

podd (x) = DF (1) ·

Y



4n
X
4n − 2i + 1 − 
xj 

i∈Sodd

j=1

The polynomial p : {−1, 1}4n → R defined by
p(x) = (1 + χ[4n] (x))peven (x) + (1 − χ[4n] (x))podd (x)
sign represents F on {−1, 1}4n .
We now use the simple observations that wt(q1 · q2 ) ≤ wt(q1 ) · wt(q2 ) and wt(q1 + q2 ) ≤
wt(q1 ) + wt(q2 ). Thus,
wt(p) ≤ 2wt(peven ) + 2wt(podd )
≤ 2(8n)r + 2(8n)r
≤ 4(8n)r
p
Note that all the coefficients of p are integer valued. Thus, the polynomial p0 = wt(p)
is a
1
polynomial of weight 1, which sign represents F with margin at least wt(p) . By Theorem 24
and Theorem 23,

PP(F ◦ XOR) ≤ O(log(wt(p))) ≤ O(r log n).
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Abstract
A pattern is a word consisting of constants from an alphabet Σ of terminal symbols and variables
from a set X. Given a pattern α, the decision-problem whether a given word w may be obtained
by substituting the variables in α for words over Σ is called the matching problem. While this
problem is, in general, NP-complete, several classes of patterns for which it can be efficiently
solved are already known. We present two new classes of patterns, called k-local, and stronglynested, and show that the respective matching problems, as well as membership can be solved
efficiently for any fixed k.
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1

Introduction

A pattern is a string (word) that consists of terminal symbols (e. g., a, b, c), treated as
constants, and variables (e. g., x1 , x2 , x3 ). A pattern is mapped to a word by substituting the
variables by strings of terminals. For example, x1 x1 babx2 x2 can be mapped to acacbabcc
or ccbabaa by the substitution (x1 → ac, x2 → c) and (x1 → c, x2 → a), respectively. If a
pattern α can be mapped to a string of terminals w, we say that α matches w.
Patterns with variables appear in various areas of theoretical computer science, such as
combinatorics on words (word equations [13, 20], unavoidable patterns [19]), pattern matching
(generalized function matching [1, 23]), language theory (pattern languages [2]), learning
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theory (inductive inference [2, 22, 24, 5], PAC-learning [14]), database theory (extended
conjunctive regular path queries [3]), as well as in practice, e.g., extended regular expressions
with backreferences [4, 12, 10], used in programming languages like Perl, Java, Python,
etc. In most of these settings, patterns are used to express combinatorial pattern matching
questions, e.g., whether a string contains certain types of regularities, encoded in the pattern.
Thus, it is often necessary to solve efficiently the matching problem: given a pattern α and a
string w, does α match w? The set of words (over a given alphabet of terminal symbols)
matched by a pattern α is called the pattern language of α, denoted L(α). Thereby, the
matching problem for inputs α and w becomes testing whether w ∈ L(α).
Unfortunately, the matching problem is NP-complete [2] in general. This is especially bad
for some computational tasks on patterns which implicitly solve the matching problem and
are therefore also intractable. For instance, in the field of algorithmic learning theory, this is
the case for the task of computing descriptive patterns for finite sets of words [2, 7]: given a
set of words S, find a pattern α that matches all words in S (i.e., S ⊆ L(α)), and for any
other pattern α0 with S ⊆ L(α0 ) we have that L(α0 ) 6⊂ L(α) (in a sense, α is minimal in the
set of patterns matching S, so it describes S as accurately as possible). As illustrated by
Angluin in [2], descriptive patterns are useful for the inductive inference of pattern languages,
which are important in the context of learning theory since they constitute a prominent
example of a language class that is inferable from positive data (see, e. g., [17, 26, 28, 30, 21]
and, for a survey, [29]). Moreover, descriptive patterns have also been applied in approaches
of learning upper-best approximations of other types of formal languages (see [15, 11]). This,
combined the other mentioned applications of pattern matching, provides good reason to
identify cases in which this problem becomes tractable, and, moreover, to optimize as far as
possible the corresponding algorithms.
In order to facilitate this, one looks at restricted classes of patterns. A thorough
analysis [25, 28, 8, 9, 6, 27] of the complexity of the matching problem has provided some
subclasses of patterns for which the matching problem is in P, when some (sometimes
sophisticated) structural parameters of patterns are bounded by constants.
Our Contribution. In this paper we continue this line of work, and propose a series of
new classes for which both the membership to the class and the matching problem can
be decided in polynomial time. The first, k-local patterns, are a natural generalization of
non-cross patterns, introduced in [28]. In these patterns, no occurrence of a variable x2 6= x1
is allowed between any two occurrences of the variable x1 . For instance, x1 aax1 bx2 ax2 x3 x3
is a non-cross pattern. We can test in linear time whether a pattern is non-cross, and an
efficient matching algorithm for non-cross patterns was given in [6]. The general idea behind
a matching algorithm for such patterns is rather easy: for a pattern α, one can order its
variables in a sequence x1 , x2 , . . . , xk such that α can be written as α1 α2 . . . αk with αi
containing only occurrences of xi and terminals for all i ∈ [k]. To match this to a word w,
we first look for all ways to replace x1 by a factor of w such that α1 is mapped to some
prefix w[1..i1 ] of w. Then we look for all ways to replace x2 by a factor of w such that α2 is
mapped to a factor w[i1 + 1..i2 ] of w with w[1..i1 ] being a possible image of α1 , and so on.
In general, we try to find all possible ways to map α1 · · · αj to a prefix w[1..ij ] of w looking
at how α1 · · · αj−1 were mapped to a prefix w[1..ij−1 ] of w. In the end, we check if there is
a way to map α to w. This can be clearly implemented in polynomial time using dynamic
programming; see [6] for an efficient algorithm based on combinatorics on words insights.
We extend this matching idea to define the class of k-local patterns, which are defined in
full in Section 3. It is possible to match such patterns by substituting the variables with
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strings in such an order that at any given point, one has matched (at most) k separate
factors (blocks) of the pattern to the same number of factors of the input word. Thus,
we can keep track of the k matched factors, which will be extended by assigning the next
variable, in the aforementioned order. So, instead of aligning a prefix of the pattern with
a prefix of the word, we align j ≤ k factors of the pattern to j factors of the word. For
fixed k, a dynamic programming strategy will also work in this case to obtain a polynomial
algorithm for matching k-local patterns, once we have the order in which the variables of
the patterns are to be assigned. However, the definition of k-local patterns is much more
involved than the definition of non-cross patterns and leads to a deeper understanding of the
combinatorial structure of the pattern, also when compared to, for instance, patterns with
a bounded number of variables or a bounded number of repeated variables. As such, it is
not surprising that the problem of testing whether a pattern is k-local is a more involved
computational task. Provided that k is fixed, we produce two polynomial-time algorithms.
The first one decides in time O(km2k ) whether a pattern of length m is k-local. In this
process we can construct the order in which the variables are to be assigned and we derive a
second algorithm that, given a pattern α of length m and a word w of length n ≥ m, decides
whether α is k-local and, if so, whether α matches w in time O(mkn3k−1 ).
While the definition of k-local patterns is somehow algorithmic, it does not say much
about the syntactic structure of these patterns. We give precise structural characterizations of
the 1- and 2-local patterns, and show that in the case of 1-local patterns this leads to a linear
algorithm deciding whether a pattern is 1-local (Theorem 10) and an O(mn2 log n)-time
algorithm matching a 1-local pattern of length m to a word of length n (Theorem 11).
These algorithms are not a direct implementation of the straightforward dynamic programming approach, but rather they combine this with some insights in the structure of
k-local patterns and use non-trivial string processing data structures. Moreover, while k-local
patterns (for fixed k) can be shown also to have bounded treewidth, and hence the techniques
from [25] may be used to derive a polynomial time matching algorithm, it is worth noting
that both for general k, and especially in the case k = 1, the algorithms presented in the
current paper provide a significant improvement in complexity.
The palindromic structure of 1-local patterns (see Lemma 9) also gives rise to the idea of
separating parts of a pattern with parenthesizing variables. We define the class of stronglynested patterns (Definition 19, Section 5), which are a restriction on the nested patterns,
and more generally, the mildly entwined patterns introduced in [25]. This further restriction
comes with advantages: we show that one can decide whether a pattern is nested in linear
time, and that one can match a pattern of length m to a word of length n in O(mn3 ) time,
also a significant improvement on the O(mn6 ) algorithm known for mildly entwined patterns.
Additionally, we show that there is no constant k such that all strongly-nested patterns are
k-local. In particular, we construct a simple algorithm based on combinatorial insights which
computes, for a nested pattern α, the minimum ` such that α is `-local. It is straightforward
to infer from the algorithm that there are nested patterns of length m that are Θ(log m)-local.
Shinohara Classes. In addition to considering restricted classes of patterns, one can restrict
the concept of descriptiveness to any given class Π of patterns: a pattern α is Π-descriptive
if α ∈ Π, S ⊆ L(α) and there is no other pattern β ∈ Π with S ⊆ L(β) ⊂ L(α). Based
on this idea, in [28], Shinohara initiated a line of research by providing a polynomial-time
algorithm, for a (very) restricted class of patterns and a finite set of strings. This approach
was extended in [7] to the notion of a Shinohara-class of patterns: a class of patterns Π is a
Shinohara-class if it contains the set {x1 x2 · · · xk | k ∈ N} and, for every α ∈ Π, the pattern
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α0 obtained by substituting some length i suffix of α by a sequence of new variables y1 y2 · · · yi
is also in Π. Within the set of Shinohara-classes of patterns, it was shown that Π-descriptive
patterns can be computed in polynomial time if and only if the question whether α ∈ Π
and the matching problem for Π are polynomial-time decidable. Hence, it is interesting to
identify Shinohara classes for which the matching problem can be solved efficiently. It is
easily seen that both k-local patterns and strongly-nested patterns are Shinohara classes
(provided k ≥ 1). Thus, we can conclude that, provided k is treated as constant, descriptive
patterns can be computed for both these classes in polynomial time.

2

Basic Definitions

For detailed definitions regarding combinatorics on words we refer to [18], [19]. For n, i, j ∈ N0
with i ≤ j, let [n] = {1, . . . , n} and [i, j] = {i, i + 1, . . . , j − 1, j}. In this paper, Σ = {a, b, . . .}
denotes a finite alphabet of terminal symbols and X = {x1 , x2 , . . .} a potentially infinite
alphabet of variables. We assume Σ ∩ X = ∅. Words in (X ∪ Σ)∗ are patterns, while words
in Σ∗ are terminal words (usually just words). Patterns in X ∗ are called terminal-free. We
S
denote the set of patterns by PatΣ = (X ∪ Σ)∗ and define Pat = Σ PatΣ . The empty word
is denoted by ε and the length of a word w by |w|. Given a pattern α, let alph(α) and var(α)
be respectively the smallest sets ∆ ⊆ Σ and Y ⊆ X such that α ∈ (∆ ∪ Y )∗ . Given a word
w = a1 a2 . . . an , the reversal wR of w is an an−1 . . . a1 . For w ∈ Σ∗ and each i, j ∈ [|w|] with
i ≤ j, let w[i..j] = w[i] · · · w[j], where w[k] represents the k th letter of w for k ∈ [|w|]. Each
word w[i..j] is a factor of w. If 0 < |w[i..j]| < |w| then w[i..j] is a proper factor of w. We
use the term ‘blocks’ for factors which satisfy a property but which are not contained strictly
within a larger factor satisfying the same property. Given a variable x and pattern α, a block
of x is a factor β = α[i..j] with var(β) = {x} such that either i = 1 or α[i − 1] = y1 6= x and
either j = |α| or α[j + 1] = y2 6= x. Marked blocks are defined similarly in Section 3. Given a
variable x, we denote a block of x by [x]b (resp. xb if it necessarily contains at least one x).
Using this notation we can define classes of patterns, e.g., α ∈ [x]b yz b implies that α has the
form given by the regular expression (Σ ∪ {x})∗ y(Σ ∪ {z})+ .
A substitution (for α) is a mapping h : var(α) → Σ+ . For every x ∈ var(α), we say that
x is substituted by h(x). The word obtained by substituting every occurrence of a variable
x in α by h(x) and leaving the terminals unchanged is denoted by h(α). For instance, we
consider the pattern β = x1 ax2 bx2 and the words u = bacabca, v = aaaabaa. It can be
verified that h(β) = u, where h(x1 ) = b, h(x2 ) = ca and g(β) = v, where g(x1 ) = a and
g(x2 ) = aa. Given a pattern α, the set {h(α) | h is a substitution} is the pattern language of
α, denoted L(α). The matching problem, denoted by Match, is to decide for a given pattern
α and word w, whether there exists a substitution h with h(α) = w.1 For any P ⊆ Pat, the
matching problem for P is to decide for a given pattern α ∈ P and word w, whether there
exists a substitution h with h(α) = w.
A pattern α is regular if each variable x ∈ X occurs at most once. Given a pattern α and
y ∈ var(α), the scope of y in α is defined by scα (y) = [i, j], where i is the leftmost and j the
rightmost occurrence of y in α. The scopes of some variables y1 , y2 , . . . , yk ∈ var(α) coincide
T
in α if 1≤i≤k scα (yi ) 6= ∅. We denote the scope coincidence degree (scd for short) of α by
scd(α), which is the maximum number of variables in α such that their scopes coincide. For
example, the scopes of all variables coincide in α1 = x1 x2 x1 x2 x3 x1 x2 x3 , but the scopes of

1

There exist variants of the matching problem where substitutions can also erase variables by mapping
them to ε. Here we only consider non-erasing substitutions.
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x1 and x3 do not coincide in α2 = x1 x2 x1 x2 x3 x2 x3 x3 ; thus, scd(α1 ) = 3 and scd(α2 ) = 2.
For every k ∈ N, let Patscd≤k denote the set of patterns α with scd(α) ≤ k. The class
of non-cross patterns (see [28])) coincides exactly with Patscd≤1 . A set Π ⊆ (X ∪ Σ)∗
is a Shinohara class if {x1 x2 · · · xk | k ∈ N} ⊆ Π and, for every α ∈ Π and i ∈ [|α|], we
have α0 = α[1..i]y1 y2 . . . y|α|−i ∈ Π, where y1 , y2 , . . . , y|α|−i ∈ X\ var(α) with yj 6= yk for
1 ≤ j < k ≤ |α|−i. For a class Π of patterns and a finite set of words S ⊂ Σ∗ , a pattern α ∈ Π
is Π−descriptive of S if there does not exist a pattern β ∈ Π such that S ⊆ L(β) ⊂ L(α).

3

k-Local Patterns

In the following section, the main ideas surrounding k-locality are presented along with the
formal definition and some initial observations. At the end of the section, two of the main
results motivating the idea of k-locality are presented: namely that if k is a fixed constant,
then the membership and matching problems may be solved efficiently for k-local patterns.
Intuitively, the notion of k-locality involves marking the variables in the pattern in some
arbitrary order until all the variables are marked. The pattern is k-local if this marking
can be done while never creating more than k marked blocks. Variables which only occur
adjacent to those which are already marked can be marked “for free” – without creating any
new blocks, and thus a valid marking sequence allows a sort-of parsing of the pattern whilst
maintaining a degree of closeness (locality) to the parts already parsed.
As with various other classes of patterns motivated by efficient matching algorithms
(bounded scd, non-cross, etc.), k-locality deals only with the relative positions of variables,
while the terminal symbols are not taken into account. Hence, before we introduce k-locality
formally, it is convenient to consider the underlying pattern consisting only of variables – the
skeleton. For example, the skeleton of β = aaxxcybazayay would be α = xxyzyy.
I Definition 1. Let β ∈ (X ∪ Σ)∗ . The skeleton of β is the (unique) pattern α = y1 . . . yn
with yi ∈ X for i ∈ [n], n ∈ N, such that there exist words a0 , . . . , an ∈ Σ∗ with β =
a0 y1 a1 . . . an−1 yn an .
Next, the idea of marking a variable is formalized. For each variable x ∈ X, we produce a
marked version x. Marking x corresponds to substituting every occurrence of x in a pattern
with its marked equivalent x.
I Definition 2. Let X = {x | x ∈ X} be the set of marked variables (with X ∩ X = ∅). For
the skeleton α of a pattern β ∈ (X ∪ Σ)∗ , a marking sequence of the variables occurring in
β, is an enumeration x1 , x2 , . . . , x| var(β)| of var(β). A variable xi is called marked at point
k ∈ N (both in β and α) if i ≤ k. Moreover, we define αk , the marked skeleton of β at point
k, as the string obtained from α by replacing all xi with i ≤ k by xi . A factor of αk is a
marked block if it consists of one or more marked variables and is maximal in the sense that
it is not contained within another such factor.
Using the idea of a marking sequence, we can now define the k-locality of a pattern.
I Definition 3. A pattern β ∈ (X ∪ Σ)∗ , with skeleton α, is k-local for k ∈ N0 if there exists
a marking sequence x1 , . . . , x` of var(β), such that, for all i ≤ ` we have that αi , the marked
skeleton of β at point i, has at most k marked blocks. A pattern is called strictly k-local if it
is k-local but not (k − 1)-local. Let Patk-loc denote the class of k-local patterns.
Consider the pattern β = axayxbyazabxz, whose skeleton is α = xyxyzxz. If we consider
the marking sequence y, x, z, then we obtain the following (partially) marked patterns:
α1 = x y x y z x z,

α2 = x y x y z x z,

α3 = x y x y z x z.
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Figure 1 Lemma 5: if i blocks are already marked (grey areas), the next variable in the marking
sequence may appear at 2i positions next to the marked blocks (chessboard), and at k − 2i positions
not connected to marked blocks (striped).

Note that the final pattern (in this case α3 ) will always be completely marked, and hence has
exactly one marked block. However, since α1 and α2 both have exactly two marked blocks, β
(and α) are 2-local. On the other hand, they are not 1-local since every alternative marking
results in at least two blocks: the other possibilities for α1 are x y x y z x z and x y x y z x z.
The particular cases of 1- and 2-local patterns are considered in more detail in Section 4
where structural characterizations are given.
Before moving on to the first main results regarding the membership and matching
problems, a few basic observations for k-local patterns are presented. Firstly the relationship
between a k-local pattern and its factors is considered. Lemma 5 is illustrated by Figure 1.
I Lemma 4. Let β ∈ (X ∪ Σ)∗ be k-local. Then every factor of β is k-local. Moreover, if β
is strictly k-local and k ≥ 2, then there exists a proper factor of β which is not (k − 2)-local.
I Lemma 5. Let β ∈ (X ∪Σ)∗ be a strictly k-local pattern with skeleton α. For all x ∈ var(β),
the number of blocks xb occurring in α is at most 2k. Moreover, there exists a variable
y ∈ var(β) such that the number of blocks y b occurring in α is at most k.
With regards to existing classes of patterns for which the matching problem may be
efficiently solved, k-local patterns generalize the non-cross patterns in a significant manner. In
fact, it follows from the results in Section 4 that non-cross (and therefore regular) patterns are
1-local. On the other hand, it can be seen with a little effort that for fixed k, k-local patterns
also have treewidth bounded by 2k. Thus are a more restricted subclass of the patterns
considered in [25]. Furthermore, k-locality is incomparable to the notion of bounded scope
coincidence degree, as witnessed by the following examples. The pattern (xy)k+1 has scope
coincidence degree one, while it is strictly (k + 1)-local: marking either x or y first will result
in exactly k + 1 marked blocks. On the other hand, the pattern x1 x2 . . . xn−1 xn xn−1 . . . x2 x1
is 1-local (simply mark the xi s in decreasing order), but has scope coincidence degree n
provided xi 6= xj for all i, j ∈ [n]. Note also the special degenerate case of 0-local patterns.
I Remark 6. Let β ∈ (X ∪ Σ)∗ be a pattern. Then β is 0-local if and only if β ∈ Σ∗ .
Finally, the main results of this section are given. Theorems 7 and 8 show that, if k is
fixed, it is possible to decide whether a pattern is k-local and also to match a k-local pattern
to a word in polynomial time. The degree of the polynomial, however, depends on k. In
particular, Theorem 8 provides an improvement when compared to patterns with bounded
treewidth in general.
I Theorem 7. Given a pattern β ∈ (X ∪ Σ)∗ of length m, we can decide in O(m2k k) time
whether β ∈ Patk-loc . If the answer is positive, we can produce in the same time a marking
sequence witnessing that β is k-local.
The algorithm deciding whether a pattern is k-local keeps track of all possibilities having
j ≤ k marked blocks in the skeleton of β, after exactly i variables were marked. Then, for
each possibility, a new (the (i + 1)th ) variable is selected, its (at most 2k, see Lemma 5)
blocks are marked, and they are merged with the already marked blocks. If the resulting
skeleton has at most k marked blocks, it is saved and will be processed later, when the
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next variable has to be marked. The pattern is k-local if and only if its entire skeleton can
be marked in this way. To get the stated running time, one has to be careful when a new
variable is selected: if we already have k marked blocks in our skeleton (and there are O(m2k )
possibilities), then the new variable has to be adjacent to one of them. If there are less than
k marked blocks, then we are not so restricted on how to choose it; however, in this case, the
number of skeletons with j < k marked blocks that we consider is lower, only O(m2k−2 ).
We are also able to take advantage of the k-locality structure to solve the matching
problem more efficiently than the more general (but less direct) approach given in [25].
I Theorem 8. Match for Patk-loc can be decided in O(mknmax (3k−1,2k+1) ) time, where m
is the length of the input pattern and n is the length of the input word.
To solve the matching problem for Patk-loc we use essentially the same idea as above. We
now have the order in which the variables have to be assigned, so also the marked factors in
the pattern, but we need to keep track to which factors of the input word they correspond.
Then we try to assign every new variable so that it fits nicely around the already matched
factors. This is done efficiently using a data structure from [16]: given a word w and a
one-variable pattern γ (so, | var(γ)| = 1), one can produce a compact representation of all
the g factors of w matching γ in O(|γ||w|) time; moreover, we can obtain all the g factors of
w matching γ in O(|g|) time. This allows us to test efficiently which factors of w match any
of the one-variable blocks of β, and, ultimately, to assign a value to each variable.
In comparison to the algorithm from [25] for patterns of bounded treewidth, which firstly
constructs relational structures (which may be thought of as graphs) from α and w, and solves
the homomorphism problem on these relational structures, the above algorithm exploits
directly the locality structure present in the patterns. The advantage of this more focussed
approach is that it allows for a considerable improvement in the required time, reducing the
exponent of n from 4k + 4 to 3k − 1.
In [8, 9] it was shown that for many choices of numerical parameters, the matching
problem is W [1]-hard. In particular, the problem is W [1]-hard when parameterized by the
number of variables and the maximum number of occurrences of a variable. Since these
values bound the total number of variables (i.e., the length of the skeleton), they also bound
the strict k-locality of a pattern. Consequently, the matching problem is also W [1]-hard
when parameterized by strict k-locality. In addition to this observation, we add the following
two conjectures: deciding whether a pattern is k-local, when given k as input together with
the pattern, is NP-complete; and thus that computing the minimum k such that a pattern is
k-local is a computationally hard problem as well. Finally, we conjecture that the problem
of deciding whether a pattern is k-local, parametrized in k, is also W [1]-hard.

4

1-Local and 2-Local Patterns

For 0-local patterns, a straightforward structural characterization exists: they are precisely
the patterns without variables. The general case, however, is considerably more complex.
Nevertheless, for small k (1 and 2), it is possible to give some recursive, structural characterizations. Firstly, given a 1-local pattern α, and a variable x ∈
/ var(α), we can add occurrences
of x to the start of α, the end, or both, while preserving 1-locality. Moreover, this operation
is sufficient to characterize 1-local patterns recursively. Since k-locality depends only on the
skeleton of a pattern, in the following lemma, only terminal-free patterns are considered.
I Lemma 9. A terminal-free pattern α ∈ X ∗ is 1-local if and only if α is empty or there
exist a shorter, 1-local pattern α0 and a variable x 6∈ var(α0 ) such that α ∈ [x]b α0 [x]b holds.
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empty u-block

empty y-block

Figure 2 Extending a 1-local structure at both sides simultaneously by a possibly empty block
of the same variable preserves the 1-locality.

It follows from this characterization that the structure of 1-local patterns has at its core
a sort-of palindromic structure. In particular, if each new variable x is added to both sides
of α, then, ignoring the number of repetitions, we get a palindrome in the variables. More
generally, if a new variable x is added to only one side of α, then this may be viewed as
adding a zero-repetition of x to the other, and hence it is still possible to infer an underlying
palindromic structure (Figure 2). This structure, along with Lemma 9 is useful because it
leads to more efficient membership and matching algorithms for 1-local patterns.
I Theorem 10. Given a pattern β ∈ (X ∪ Σ)∗ of length m, we can decide in O(m) time
whether β ∈ Pat1-loc . If the answer is positive, we can produce in the same time a marking
sequence witnessing that β is 1-local.
While the theorem above follows immediately, as only a stack is needed to check that the
variables occurring in more than one block in the skeleton of β form this palindromic structure,
solving the matching problem efficiently requires a much finer combinatorial analysis of the
way we can assign values to the variables of the pattern β. Intuitively, matching a 1-local
pattern β, of length m, to a word w, of length n, is done as follows. We first get the marking
sequence witnessing the 1-locality of β and then start assigning values to its variables, in the
order indicated by this sequence. Doing this, after trying to assign the first s variables, we
identify all possibilities to match the factor β 0 of β, which contains all the occurrences of the
s assigned variables, to factors w[i..j] of w. Now, if the next variable to be assigned is x,
then the blocks of this variable x must match factors adjacent to w[i..j]. Our algorithm has
now two phases. First, for each pair i, j such that w[i..j] was a match for β 0 , we identify in
O(log n) time some basic ways to assign the variable x, as described above. This gives us
some new factors w[i0 ..j 0 ] that match β 00 , the factor of β that includes β 0 and all occurrences
of x. In overall O(n2 log n) time, we can extend these factors using their combinatorial
properties (for instance, periodicity) to find all pairs i00 , j 00 such that w[i00 ..j 00 ] matches β 00 .
We extend, thus, the matchings constructed by assigning one variable at a time, in the order
of the marking sequence, just as we did in the algorithm of Theorem 8, but this time we do
it more efficiently using combinatorics on words insights.
I Theorem 11. Match for Pat1-loc can be decided in O(mn2 log n) time, where m is the
length of the input pattern and n is the length of the input word.
The “palindromic” structure present in 1-local patterns, while simple, is also an integral
part of understanding patterns with larger values k, since it describes precisely when additional
variables may be marked without creating new marked blocks and hence the idea of locality.
The characterization given in the lemma rests on the fact that, when marking a 1-local
pattern, at any point we have a single marked block. Since two marked blocks are not
allowed, it is then only possible to mark variables which only occur directly to either side
of the current block. In the more general case, we may have a number of blocks which are
not 1-local, but rather k-local for some values k. Then, using the same idea, it is possible to
continue to mark variables only occurring adjacent to each of the blocks in order, and we get
the same palindromic structure. Formally, this generalization is as follows.
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I Definition 12. Patterns γ1 , γ2 , . . . , γn ∈ (X ∪ Σ)∗ are homogeneously ordered if for every
x, y ∈ X, x 6= y such that γi = δ1 xδ2 yδ3 for some i ∈ [n] and δ1 , δ2 , δ3 ∈ (X ∪ Σ)∗ , there
does not exist j ∈ [n] such that γj = δ10 yδ20 xδ30 where δ10 , δ20 , δ30 ∈ (X ∪ Σ)∗ . A pair of patterns
(γ1 , γ2 ) is called mutually-palindromic if γ1 and γ2R are homogeneously ordered.
Essentially, patterns are homogeneously ordered if they are non-cross, and the variables
appear in the same order from left to right in every pattern (though some variables may not
appear in every pattern). Pairs in which one pattern is reversed provide the necessary outward
palindromic structure. For example, the patterns xyzw, xw, yw and w are homogeneously
ordered, while the patterns xxyzz and zxyy are not. Similarly, the pair (xxyzzz, zzxx) is
mutually-palindromic, since xxzz and xxyzzz are homogeneously ordered.
I Remark 13. Lemma 9 implies that for every non-empty 1-local pattern α ∈ (X ∪ Σ)∗
there exists a (not necessarily unique) mutually-palindromic pair (γ1 , γ2 ) such that α = γ1 γ2 .
Moreover, concatenating a mutually-palindromic pair always gives a 1-local pattern.
A more general version of this observation demonstrates how mutually-palindromic patterns
allow for blocks (or patterns) to be extended without increasing the k-locality.
I Lemma 14. Let α, β1 , β2 ∈ (X ∪ Σ)∗ such that (β1 , β2 ) is a mutually-palindromic pair and
var(α) ∩ var(β1 β2 ) = ∅. Then β1 αβ2 is k-local if and only if α is k-local, for all k ∈ N.
Before giving the characterization of 2-local patterns, which, as is to be expected, is more
involved than for 1-local patterns, the idea of 2-local pairs is considered.
I Definition 15. Let α1 , α2 ∈ (X ∪ Σ)∗ . Then (α1 , α2 ) is a 2-local pair if there exists a
marking sequence of the variables in var(α1 ) ∪ var(α2 ) such that when applied simultaneously
to mark α1 and α2 , the sum of the number of blocks in the marked skeletons at every point
is at most two.
For example, (xyxyz, x) is a 2-local pair, due to the marking sequence y, z, x, while
(xyxy, xy) is not, since whichever of x, y is marked first, there will be a total of three marked
blocks (two blocks in the first pattern and one in the second). Moreover, if (α1 , α2 ) is a
2-local pair, then for a pattern β1 α1 β2 α2 β3 such that var(α1 α2 ) ∩ var(β1 β2 β3 ) = ∅, there
exists a marking sequence which marks all the variables in α1 and α2 using at most two
marked blocks. If β2 , α1 and α2 are non-empty, then the marking sequence requires exactly
two marked blocks. A consequence is the following simple characterization of 2-local patterns.
I Lemma 16. A pattern α ∈ (X ∪ Σ)∗ is 2-local if and only if there exist homogeneously
ordered patterns β1 , β2 , β3 , β4 ∈ (X ∪ Σ)∗ and a 2-local pair (α0 , α00 ) ∈ ((X ∪ Σ)∗ )2 such that
α = β1 α0 β2R β3 α00 β4R , where var(β1 β2 β3 β4 ) ∩ var(α0 α00 ) = ∅, and |α0 α00 | < |α|.
Nevertheless, the characterization still says little about the structure of 2-local patterns
due to the fact that the structure of 2-local pairs is not discussed. A recursive characterization,
conceptually similar to Lemma 9 is given for 2-local pairs below.
I Lemma 17. Let α, β ∈ (X ∪ Σ)∗ be patterns such that var(α) ∩ var(β) 6= ∅. Then (α, β)
is a 2-local pair if and only if there exists a 2-local pair α0 , β 0 ∈ (X ∪ Σ)∗ , homogeneously
ordered patterns γ1 , γ2 , γ3 , γ4 ∈ (X ∪ Σ)∗ and a variable x ∈ X such that either
α ∈ γ1 [x]b α0 [x]b β 0 [x]b γ2R and β ∈ γ3 [x]b γ4R , or
α ∈ γ1 [x]b γ2R and β ∈ γ3 [x]b α0 [x]b β 0 [x]b γ4R .
where var(γ1 γ2 γ3 γ4 ), {x}, and var(α0 β 0 ) are pairwise disjoint.
I Lemma 18. Let α, β ∈ (X ∪ Σ)∗ be patterns with var(α) ∩ var(β) = ∅. Then (α, β) is a
2-local pair if and only if both α and β are 2-local, and at most one of α, β is strictly 2-local.
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Using Lemmas 16, 17 and 18, it is possible to derive a dynamic programming algorithm
for recognizing 2-local patterns. However, it is worth pointing out that such an algorithm
runs in the same time as the one given by Theorem 7 and hence, even in the case of 2-locality,
it is reasonable to expect that any improvements would require significant effort.

5

Strongly-Nested Patterns

In the current section, another class of patterns which satisfy certain locality-inspired
structural constraints are considered, namely the strongly-nested patterns, which form a
subclass of the nested patterns, and consequently the mildly entwined patterns defined in [25].
It is shown that the membership problem for the class of strongly-nested patterns can be
solved in linear time, and that the matching problem can be solved in O(mn3 ) time, where
m is the length of the pattern and n is the length of the word to be matched: a considerable
improvement on the mildly entwined patterns in general, for which the state of the art
algorithm requires O(mn6 ) time. It is then shown that being strongly-nested is orthogonal
to k-locality for fixed k, and that the optimal k – the smallest such that a pattern is k-local –
can be computed efficiently for this class. The definition of strongly-nested patterns is given
formally as follows.
I Definition 19. A pattern α ∈ (X ∪ Σ)∗ is strongly-nested if, for every variable x ∈ var(α)
there exist α1 , α2 , α3 ∈ X ∗ such that α ∈ α1 [x]b α2 [x]b α3 , where {x}, var(α1 α3 ) and var(α2 )
are pairwise disjoint. The set of all strongly-nested patterns is denoted Patnest .
An alternative, inductive definition for strongly-nested patterns is the following: Patterns
β with | var(β)| = 1 are basic strongly-nested patterns. If β1 , β2 are variable-disjoint stronglynested patterns, x is a variable not contained in β1 , and γ1 , γ2 ∈ (Σ ∪ {x})∗ , then both β1 β2
and γ1 β1 γ2 are strongly-nested patterns. Essentially, the construction of γ1 β1 γ2 corresponds
to wrapping blocks of x around the skeleton of β1 , which suggests the idea of nesting.
The alternative definition of strongly-nested patterns suggests also a notion of depth of such
a pattern. To begin with, we say that the depth(β) = 1 if | var(β)| = 1. Further, if β1 , β2 are
variable-disjoint strongly-nested patterns, then depth(β1 β2 ) = max(depth(β1 ), depth(β2 )).
Finally, if x is a variable not contained in β1 , and γ1 , γ2 ∈ (Σ∪{x})∗ with x ∈ var(γ1 )∩var(γ2 ),
then depth(γ1 β1 γ2 ) = 1 + depth(β1 ). It is a simple consequence that scd(β) = depth(β), if
β is a strongly-nested pattern.
I Theorem 20. For a pattern β ∈ (X ∪ Σ)∗ , of length m, we can decide in O(m) time
whether β ∈ Patnest .
As for 1-local patterns, the theorem above follows easily, as we can use a stack to check
that the variables which occur in more than one block in the skeleton of β form a correct
strongly-nested structure (i.e., they do not interleave like ..x..y..x..y.. and occur in at most
two blocks). In fact, we can represent the strongly-nested structure of a pattern as follows:
let γ ∈ (X ∪ Σ)∗ be a strongly-nested pattern that starts with a variable. We associate to γ
a binary tree Tγ defined as follows:
1. If | var(γ)| = 1, then Tγ has a single node, labelled with γ.
2. If γ = γ 0 γ 00 where γ 0 and γ 00 are variable disjoint strongly-nested patterns, both starting
with a variable, then the tree associated with γ consists of a node labelled with which
has two children. The left child is the tree Tγ 0 , and the right child is the tree Tγ 00 . If there
are multiple ways to write γ as the catenation of two variable disjoint strongly-nested
patterns γ 0 and γ 00 , we choose the one where γ 0 has minimal length.
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Figure 3 In the pattern, embedded in the z-blocks, two patterns are nested, which are again
nested itself, namely the ones starting and ending in x and y respectively.

3. If γ = γ 0 γ 00 γ 000 , where var(γ 0 ) = var(γ 000 ) = {x} and x ∈
/ var(γ 00 ) and γ 0 , γ 00 , and γ 000 start
with a variable, then the tree Tγ consists of a node labelled with (γ 0 , γ 000 ) which has a
single child: the tree Tγ 00 .
I Lemma 21. The tree Tγ can be constructed in linear time O(|γ|).
Using the tree structure defined in the previous lemma, we can solve the matching problem
for strongly-nested patterns efficiently.
I Theorem 22. Match for Patnest can be decided in O(mn3 ) time, where m is the length
of the input pattern β ∈ (X ∪ Σ)∗ and n is the length of the input word w ∈ Σ∗ .
In this algorithm, we assign the variables of β following, again, a local approach: we first
assign all the variables in a subtree of Tβ , and only then move on to its sibling (if it has one).
We start with the trees consisting of single nodes, and then move on to more complex trees.
Generally, we consider the trees in increasing order of their depth. The key observation
is that the way the variables occurring in a subtree are assigned does not influence in any
way the assignment of the variables outside this subtree (thus, enforcing a locality flavour)
because a subtree only shares variables with its own subtrees.
Finally, the k-locality of strongly-nested patterns is considered. In particular, while it can
be expected that the problem of computing the optimal k such that a pattern is k-local is
intractable, it is shown that for strongly-nested patterns this can be done in polynomial time,
and thus that they are not among the (expected) hard cases. Moreover, as a by-product of
the algorithm, logarithmic bounds on the strict k-locality of strongly-nested patterns are
given relative to their length, providing a clear formal comparison between the two classes.
The key to the algorithm is that, if we consider a factor x..x, it is assured that all other
variables occurring in the factor do not occur outside as well, and thus the factor may be
treated, to an extent, as independent from the rest of the pattern. Since such factors are
fundamental to the remaining exposition, they are defined formally below.
I Definition 23. For a strongly-nested pattern α ∈ (X ∪ Σ)∗ and each x ∈ var(α), let αx be
the shortest factor with α = βαx γ and x ∈
/ var(βγ).
In other words, αx is the factor of α from the leftmost to the rightmost occurrence of x.
The approach is based around dynamic programming on the factors αx , starting with the
shortest (just blocks of the same variable). Precisely how this may be achieved is presented
in Lemma 25 which gives the main recursive combinatorial insight. Firstly, however, it is
necessary to distinguish between two types of marking sequences: those at which the edges
are marked ‘early’ – i.e., as soon as the maximum number of marked blocks is reached – and
those at which the edges are marked ‘late’. Patterns permitting optimal marking sequences
of the former variety are less likely to introduce a higher number of marked blocks, since at
least one of the marked blocks may be absorbed by an existing marked block to the left/right.
I Definition 24. Let α ∈ (X ∪ Σ)+ be a non-empty strictly k-local pattern. Let x and y be
the leftmost and rightmost variables of α. Then α is border priority markable (BPM) if there
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exists an optimal marking sequence for α (in the sense that no other marking sequence exists
which requires strictly fewer marked blocks, or equivalently, that the maximum number of
marked blocks required is k), such that whenever there are k distinct marked blocks, x and
y are marked.
I Lemma 25. Let α ∈ X ∗ be a (terminal-free) non-empty strongly-nested pattern and
let x ∈ var(α). Then either αx ∈ {x}+ , or there exist y1 , y2 , . . . yn ∈ var(α) such that
αx ∈ xb αy1 αy2 . . . αyn xb . Moreover, suppose that αyi is strictly ki -local for i ∈ [n] and let
µ = max{ki }. Then:
i∈[n]

αx is (strictly) µ-local if and only if there exists exactly one i ∈ [n] such that ki = µ with
αyi is not BPM. Otherwise αx is strictly (µ + 1)-local.
αx is BPM if and only if there exists exactly one i ∈ [n] such that ki = µ, there exists at
most one j ∈ [n] such that kj = µ − 1 with αyj is not BPM, and αyi is BPM.
I Theorem 26. Given a strongly-nested pattern α ∈ (X ∪ Σ)∗ , the smallest value k such
that α is k-local can be computed in polynomial time.
In addition to Theorem 26, it is also possible to infer the following bound on the strict
k-locality of strongly-nested patterns from Lemma 25. Note the contrast to the general case
n
for which a pattern of length n may be strictly n2 -local, as witnessed e.g., by (xy) 2 .
I Theorem 27. Let α ∈ (X ∪ Σ)∗ be a strongly-nested pattern, and let k ∈ N with k > log |α|.
Then α is k-local. Moreover, for each k ∈ N, there exist strongly-nested patterns of length
2k+1 + 2k−1 − 4 which are strictly k-local.
Finally, we propose the following extension of strongly-nested patterns. Let Π be a
class of patterns for which we can decide in polynomial time both whether a pattern α
is in Π and Match. We define strongly-Π-nested patterns as follows. Patterns β ∈ Π
are strongly-Π-nested patterns. If β1 , β2 are variable-disjoint patterns, β1 ∈ Π and β2 is
a strongly-Π-nested pattern, x ∈ X\ var(β1 ), γ1 , γ2 ∈ (Σ ∪ {x})∗ , and β20 β200 = β2 , then
β20 γ1 β1 γ2 β200 is a strongly-Π-nested pattern (i.e., we just shuffle γ1 β1 γ2 inside β2 to obtain
β20 γ1 β1 γ2 β200 ). Note that for γ1 = γ2 = β20 = ε, we obtain that β1 β2 is a strongly-Π-nested
pattern.
It is not hard to see that one can decide whether a pattern is strongly-Π-nested in
polynomial time. Essentially, to test whether β is such a pattern, we need to decide whether
β ∈ Π or there exist 1 ≤ i < j ≤ |β| such that j − i + 1 < |β|, β[i..j] consists of a nested
Π-pattern surrounded by two blocks of a variable x, and β[1..i−1]β[j +1..|β|] is in Π. This can
be clearly implemented in polynomial time. A similar strategy works for matching stronglyΠ-nested patterns. Assume we want to match β to a word w, with |β| = m and |w| = n.
If β ∈ Π, then we just check if β matches w. Otherwise, for β there exist 1 ≤ i < j ≤ m
such that j − i + 1 < m, β[i..j] consists of a strongly-Π-nested pattern surrounded by two
patterns containing only the variable x, and β[1..i − 1]β[j + 1..n] ∈ Π. Then we match first
β[i..j] to some factor w[i0 ..j 0 ] of w, and then check if β[1..i − 1]β[j + 1..m], which is in Π,
can be matched to w[1..i0 − 1]w[j 0 + 1..n]. Again, this clearly works in polynomial time.

6

Conclusions

We introduce the classes of k-local and strongly-nested patterns. We give polynomial time
algorithms (assuming k is treated as constant) for the membership of these classes and for
the matching problem, in both cases gaining a significant improvement compared to existing
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algorithms for more general classes (i.e., those given in [25]). We have also considered the
structure of patterns belonging to these classes, giving characterizations for patterns which
are 1- and 2-local, as well as an optimized algorithm for matching 1-local patterns. We leave
two interesting open problems outstanding, namely finding lower bounds for the time needed
to decide whether a pattern is k-local, and for matching k-local patterns.
Acknowledgements. The authors wish to thank the referees of the paper for their helpful
remarks and suggestions, in particular for their insightful comments on patterns with bounded
treewidth which have helped to place the classes in the present paper more precisely within
the literature.
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Abstract
We address the entailment problem for separation logic with symbolic heaps admitting list predicates and permissions for memory cells that are essential to express ownership of a heap region.
In the permission-free case, the entailment problem is known to be in P. Herein, we design new
decision procedures for solving the satisfiability and entailment problems that are parameterised
by the permission theories. This permits the use of solvers dealing with the permission theory at
hand, independently of the shape analysis. We also show that the entailment problem without
list predicates is coNP-complete for several permission models, such as counting permissions and
binary tree shares but the problem is in P for fractional permissions. Furthermore, when list
predicates are added, we prove that the entailment problem is coNP-complete when the entailment problem for permission formulae is in coNP, assuming the write permission can be split
into as many read permissions as desired. Finally, we show that the entailment problem for any
Boolean permission model with infinite width is coNP-complete.
1998 ACM Subject Classification D.2.4, Software/Program Verification, F.3. Logics and Meaning of Programs
Keywords and phrases separation logic, entailment, permission, reasoning modulo theories
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.25

1

Introduction

Separation logics with permissions. In program verification, proving properties of the
memory is one of the most difficult tasks and separation logic has been devised for this
goal [13]. Separation logic with permissions [4] can express that the ownership of a given
heap region is shared with other threads. A permission can be thought of as a "quantity
of ownership" associated to each cell of the heap. This quantity prescribes whether write
accesses are allowed or not on this cell and how such a write access may be restored in the
future. This abstract notion has lead to many permission theories and separation logics,
including fractional permissions [5], token-based permissions [4], combinations of the two,
binary tree shares [7], and yet some other models. Separation logic with permissions is
supported by several tools like VeriFast [11], Hip/Sleek [10], or Heap-Hop [15]. Usually, these
tools support only one permission model and demand that permissions are explicit values.
For instance, in a tool that supports fractional permissions, to express that a cell x is shared
0.3
0.7
by two threads for read access, one may write x 7→ y and x 7→ y making an arbitrary choice
β
α
for permissions (0.3 and 0.7) when a better approach would use x 7→ y and x 7→ y and the
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constraint 1 = α + β. This hides the logical structure of the proof and ties it to a specific
arbitrary permission model.

Our motivations. We wish to get rid of the use of explicit permission models and to provide
a separation logic with permissions which can use symbolic permission expressions such as
1 = α + β. Furthermore, we aim at lifting the results obtained so far for separation logic
with lists but without permissions to separation logic with lists and symbolic permissions.

Our contributions. We devise a separation logic based on symbolic heaps with list predicates [3] modulo an unspecified permission theory (containing separation logic without
permission as an instance). As far as we know, a uniform treatment with both features is
new. We give generic decision procedures modulo a permission theory P for the satisfiability
problem SATSH(P), and for the entailment problem ENTSH(P). Then we simply instantiate
the permission theory by the desired theory (fractional models, token model, binary tree-share
model,. . . ). This approach has many advantages: (a) the reasoning on the spatial part is
separated from the reasoning on permissions, (b) the latter part can be discharged to a
dedicated solver, for instance any SMT specialised in the relevant permission theory (see
e.g. [1]; and also [12] for the fractional case), and (c) we obtain optimal worst-case complexity
results (obviously, the whole complexity depends on the complexity of the permission theory
of interest). Since our logic contains the constant >, we can treat both the intuitionistic and
the non-intuitionistic case of the entailment problem in a uniform setting, see e.g. [6, 9]. Let
us detail more precisely the technical contributions as well as the plan of the paper.

Outline of the paper. Permissions and separation logic with lists and permissions are
introduced in Section 2. In Section 3, we treat separation logic with permissions but without
lists and we give PTime algorithms for SATSH(P) and ENTSH(P) using an oracle for
the corresponding problems on permission theories. As a byproduct, SATSH(PBoy ) and
ENTSH(PBoy ) without list predicates are in PTime for the fractional model PBoy . In
Section 4, we prove that SATSH(P) is NP-hard and that ENTSH(P) is coNP-hard even
for a permission theory P which is in PTime, showing a complexity gap between the logic
without permissions and the logic with permissions. At the end of Section 4, we design
a non-deterministic polynomial-time procedure solving ENTSH(P) (fully parametrised by
the entailment problem for the permission theory P). A key ingredient is the notion of
SL-graphs that are used to abstract formulae and several variants of homomorphisms between
graphs used to prove the entailment property. This approach is clearly inspired by [6] but on
one hand we can take advantage of nondeterminism since there is little hope for a PTime
algorithm, and on the other hand permissions lead to technical complications (such as the
need to respect the linearisation induced by an SL-graph). In Section 5, we give our results
on permission theories: (i) the fractional model PBoy has PTime satisfiability and entailment
problems, (ii) we introduce the notion of Boolean permission models PB that encompasses all
classical permission models but the trivial one and PBoy and (iii) we prove that SAT(PB ) is
NP-complete and ENT(PB ) is coNP-complete in Boolean permission models PB that have
an infinite width (which is the case for the aforementionned models). Section 6 concludes
the paper.
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Preliminaries

We introduce permission formulae and permission models which are the building blocks for
defining symbolic heaps with permissions and their related decision problems.

2.1

Permission models

Permission formulae are defined by the grammar below:
p ::=
A ::=

1 | α | p⊕p
> | p = p | p ≤ p | defined(p) | A ∧ A

(permission term)
(permission formula)

where PVar = {α, β, . . . } is a countably infinite set of permission variables. Permission
formulae are interpreted in permission models, defined below.
I Definition 1. A permission model is a tuple P = (PP , 1P , ⊕P ) such that
PP = {π, . . . } is a set of permissions,
1P ∈ PP is a distinguished permission called the write permission or the total permission,
⊕P : PP × PP → PP is a partial composition that is cancellative, commutative and
associative,1
def
the relation <P = {(π 0 , π) | π = π 0 ⊕P π 00 for some π 00 } is irreflexive and transitive, with
maximum element 1P .
An example of permission model is Boyland’s fractional model PBoy = ((0, 1], 1, ⊕PBoy ) [5],
def
where π ⊕PBoy π 0 = π + π 0 is defined when the sum is at most 1. The width of a permission
def
model P is width(P) ∈ N ∪ {ω} such that width(P) = sup{n ≥ 1 | ∃ π1 , . . . , πn ∈
PP such that π1 ⊕ · · · ⊕ πn = 1P }.
Given P = (PP , 1P , ⊕P ), a P-interpretation is a map ι : PVar → PP . The map ι is
def
extended to a partial map from the set of permission terms to PP so that ι(1) = 1P and
def
ι(p ⊕ p0 ) = ι(p) ⊕P ι(p0 ) if ι(p), ι(p0 ) and ι(p) ⊕P ι(p0 ) are defined. Otherwise ι(p ⊕ p0 ) is
undefined. We may write JpKι for ι(p) and ι |= A to denote that ι satisfies the permission
formula A, following the clauses below:
def
def
always ι |= >; ι |= defined(p) ⇔ ι(p) is defined; ι |= A ∧ A0 ⇔ ι |= A and ι |= A0 .
def
ι |= p = p0 ⇔ both ι(p) and ι(p0 ) are defined and ι(p) = ι(p0 ).
def
ι |= p ≤ p0 ⇔ both ι(p) and ι(p0 ) are defined and, either ι(p) = ι(p0 ) or ι(p) <P ι(p0 ).
For example, the permission formula α ⊕ α = 1, is satisfied by the PBoy -interpretation
ι defined by ι(α) = 0.5. We write ⊥ to denote 1 ⊕ 1 = 1. Observe that ι 6|=⊥ for all ι (by
irreflexivity of <P ).

2.2

Separation logic with permissions

A symbolic heap with list predicates and symbolic permissions is a formula (Π, Σ) where
Π is a pure formula and Σ a spatial formula according to the grammar below:
Π ::= > | x = y | x 6= y | A | Π ∧ Π
p
Σ ::= emp | > | x →
7 y | lsegp (x, y) | Σ ∗ Σ

1

(pure formula)
(spatial formula)

in particular, whenever a sum π1 ⊕P π2 . . . ⊕P πn is defined, each subsum πi1 ⊕P . . . ⊕P πik for each
{i1 , . . . , ik } ⊆ {1, . . . , n} is defined.
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where LVAR = {x, y, . . . } is a countably infinite set of location/program variables. We
write Πpe and Πpv to denote respectively the permission constraints and the program variable
constraints that appear in Π, so that Π is logically equivalent to Πpe ∧ Πpv . We write LVAR(ϕ)
[resp. PVar(ϕ)] to denote the set of location [resp. permission] variables occurring in ϕ.
I Example 2. The following symbolic heaps are used throughout the paper.
def V
(Π1 , Σ1 ) = ( 1≤i<j≤3 xi 6= xj , lsegα (x1 , x3 ))
def V
(Π2 , Σ2 ) = ( 1≤i<j≤3 xi 6= xj , lsegα (x1 , x2 ) ∗ lsegα (x2 , x3 ))
def V
(Π3 , Σ3 ) = ( 1≤i<j≤3 xi 6= xj , lsegα⊕α (x1 , x3 ) ∗ lsegα (x3 , x2 ) ∗ lsegα (x2 , x1 )).
Let P = (PP , 1P , ⊕P ) be a fixed permission model and let Loc = {`, . . . } be a countably
infinite set of locations (by default, Loc = N). A P-memory state is a triple (s, h, ι) where:
s is a store i.e. a function s : LVAR → Loc that assigns to each variable a location,
h is a P-heap i.e. a partial function with a finite domain h : Loc *fin PP × Loc,
ι is a P-interpretation.
Intuitively, h(`) = (π, `0 ) holds if the cell at address ` is allocated and points to the
location `0 , and that the thread that owns ` has permission π on the cell `.
Before defining the semantics of symbolic heaps, we define the composition of P-heaps.
The composition h1 • h2 of two P-heaps h1 and h2 is defined whenever there is no ` ∈
dom(h1 ) ∩ dom(h2 ) with h1 (`) = (π1 , `1 ) and h2 (`) = (π2 , `2 ) such that either `1 6= `2 or
π1 ⊕P π2 is undefined. When h1 • h2 is defined, say equal to the P-heap h, it takes the
unique value satisfying the conditions below:
if ` 6∈ dom(h1 ) ∪ dom(h2 ), then ` 6∈ dom(h),
if ` ∈ dom(hi ) \ dom(hj ), then ` ∈ dom(h) and h(`) = hi (`) (for all i 6= j ∈ {1, 2}),
if ` ∈ dom(h1 ) ∩ dom(h2 ), then ` ∈ dom(h) and h(`) = (π1 ⊕P π2 , `0 ) with h1 (`) = (π1 , `0 ),
h2 (`) = (π2 , `0 ) and π1 ⊕P π2 is defined
The composition of heaps is partial, commutative, associative, and cancellative. We write
h0 v h if there is h00 so that h = h0 • h00 and we also write h0 @ h whenever h0 v h and h0 =
6 h.
The satisfaction relations s, h, ι |=P Σ or s, h, ι |=P Π are defined below:
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P
s, h, ι |=P

>
x=y
x 6= y
A
Π1 ∧ Π2
emp
p
x 7→ y
lsegp (x, y)

s, h, ι |=P Σ1 ∗ Σ2

always
iff
iff
iff
iff
iff
iff
iff

iff

s(x) = s(y)
s(x) 6= s(y)
ι |= A
s, h, ι |=P Π1 and s, h, ι |=P Π2
dom(h) = ∅
dom(h) = {s(x)}, JpKι is defined, and h(s(x)) = (JpKι , s(y))
JpKι is defined, and either (s(x) = s(y) and dom(h) = ∅)
or h = {`0 7→ (JpKι , `1 ), `1 7→ (JpKι , `2 ), . . . , `n−1 7→ (JpKι , `n )}
with n ≥ 1, `0 = s(x), `n = s(y) and for all i 6= j ∈ [0, n], `i 6= `j
there are subheaps h1 , h2 such that
h = h1 • h2 , s, h1 , ι |=P Σ1 , and s, h2 , ι |=P Σ2 .

Our definitions of symbolic heaps and models encompass the standard definitions without
permissions: choose P1 = ({1}, 1, ⊕P1 ) that has only the write permission and the always
undefined composition. By way of example, given the permission model PBoy , let (s, h, ι)
be defined by s(x1 ) = 1, s(x2 ) = 2, s(x3 ) = 3, h = {1 7→ (0.5, 3), 3 7→ (0.25, 2), 2 7→ (0.25, 1)}
and ι(α) = 0.25. Then, taking the (Πi , Σi )’s from Example 2, we have s, h, ι 6|=PBoy (Π1 , Σ1 )
but s, h, ι |=PBoy (Π2 , Σ2 ) (since 0.5 can be split into 0.25 + 0.25) and s, h, ι |=PBoy (Π3 , Σ3 ).
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(Subst)
(Merge)
(Fail)
(Empty)
(True)
(Mergelist)

(Π, Σ)
p

p0

(Π, Σ ∗ x 7→ y ∗ x 7→ z)
(Π, Σ)
(Π, Σ ∗ emp)
(Π, Σ ∗ > ∗ >)
(Π, Σ ∗ lsegp (x, y) ∗ lsegp0 (x, y)
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if Π |= x = y, {x, y} ⊆ LVAR(Σ)

=⇒

(Π, Σ[y/x])

=⇒
=⇒
=⇒
=⇒
=⇒

(Π ∧ y = z, Σ ∗ x 7→ y)
⊥ if Πpv |= x 6= y and Πpv |= x = y
(Π, Σ) if non-empty Σ
(Π, Σ ∗ >)
(Π, Σ ∗ lsegp⊕p0 (x, y))

p⊕p0

Figure 1 Rewrite system R.

Satisfiability and entailment problems. A symbolic heap (Π, Σ) is P-satisfiable if there
is a P-memory state (s, h, ι) such that s, h, ι |=P Π and s, h, ι |=P Σ and we say that (s, h, ι)
is a P-model of (Π, Σ). Two symbolic heaps (Π, Σ) and (Π0 , Σ0 ) are equivalent, written
(Π, Σ) ≡P (Π0 , Σ0 ), if they have the same P-models. The satisfiability problem w.r.t.
P, written SATSH(P), takes as input (Π, Σ) and asks whether (Π, Σ) has a P-model. The
entailment problem w.r.t. P written ENTSH(P)) takes as input two symbolic heaps
(Π, Σ) and (Π0 , Σ0 ) and asks whether every P-model of (Π, Σ) is a P-model of (Π0 , Σ0 )
(written (Π, Σ) |=P (Π0 , Σ0 )). In the paper, the decision procedures are parameterised by the
corresponding problems in the permission model P, written SAT(P) and ENT(P).

3

Reasoning Modulo Permission Theories Without List Predicates

3.1

Normalising formulae

In Figure 1, we present a set R of rewrite rules that are used to normalise formulae. The
reduction =⇒ is the rewrite relation associated to R and =⇒∗ is its reflexive and transitive
closure. Note that if a rewrite sequence starts from a symbolic heap not containing an
expression lsegp (x, y), then the rule Mergelist never applies. We write |(Π, Σ)| to denote
the size of the symbolic heap for some reasonably succinct encoding.
I Lemma 3. The rewrite relation =⇒ has the following properties.
If (Π, Σ) =⇒ (Π0 , Σ0 ) then (Π, Σ) ≡ (Π0 , Σ0 ).
Any rewrite sequence starting from (Π, Σ) terminates in time O(|(Π, Σ)|).
The proof of the first part is a direct analysis of the rules according to the semantics
of symbolic heaps and the termination proof is straightforward. Note that the rule Subst
cannot be applied indefinitely because of the second side-condition. From now on, unless
otherwise stated, normal form refers to a normal form with respect to =⇒.

3.2

Satisfiability and entailment for symbolic heaps without lists

We give our first results for symbolic heaps with permission but without lists. In the rest of
this section, we consider symbolic heaps without lists. Given a spatial formula Σ, we denote
by defined(Σ) the conjunction of formulae defined(p) for all p occuring in Σ.

I Lemma 4. Given Π, Σ in normal form, Π, Σ is satisfiable iff (Πpe ∧ defined(Σ)) is
satisfiable.
Consequently, we can provide complexity upper bounds for SATSH(P).
I Theorem 5. Let P be a permission model and C ⊇ PTime be a complexity class such that
SAT(P) is in C. Then SATSH(P) restricted to symbolic heaps without list predicates is in C.
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(Align)

p0

p

(Π, Σl ∗ x 7→ y, Σr ∗ x0 7→ y 0 )
p0

p

=⇒

(Π ∧ defined(p), Σl , Σr )
if Π |= p = p0 ∧ x = x0 ∧ y = y 0
α

(Substract)
Π , Σl ∗ x 7→ y , Σr ∗ x0 7→ y 0
=⇒
Π ∧ p = p0 ⊕ α , Σl ∗ x 7→ y , Σr )
0
0
0
if Π |= x = x ∧ y = y , Π ∧ defined(Σl ) ∧ p = p ⊕ α is satisfiable, α 6∈ PVar(Π, Σl , Σr )





Figure 2 Rewrite rules for triples (Π, Σ, Σ0 )

Let us now address the entailment problem (Πl , Σl ) |= (Πr , Σr ). First, we restrict our
attention to instances of the form (Πl , Σl ) |= (>, Σr ), where (Πl , Σl ) is in normal form.
An entailment (Πl , Σl ) |= (>, Σr ) holds if there is a map from the points-to predicates
p0

p

x0 7→ y 0 that occur in Σr to the x 7→ y that occur in Σl , such that the sum of all permissions
p
terms p0 mapped to a given x 7→ y is smaller or equal to p, with an equality required if
> does not occur in Σr . We represent (Πl , Σl ) |= (>, Σr ) by a triple (Πl , Σl , Σr ), and we
check the existence of such a map by means of the rewrite rules Align and Substract
of Figure 2. Intuitively, we remove each points-to predicate of Σr , one by one, until Σr is
trivial. This new rewrite relation, denoted by =⇒AS , terminates in at most |Σr | steps, and it
preserves the entailment validity : if (Πl , Σl , Σr ) =⇒AS (Π0l , Σ0l , Σ0r ) then (Πl , Σl ) |= (>, Σr )
iff (Π0l , Σ0l ) |= (>, Σ0r ).
In order to check an entailment (Πl , Σl ) |= (Πr , Σr ) where Πr is not necessarily >, we
check on the one hand whether (Πl , Σl ) |= Πr , and on the other hand, using rules Align
and Substract, whether (Πl , Σl ) |= Σr , which is implemented by the algorithm below.
I Lemma 6. The algorithm terminates, and returns true iff (Π, Σ) |= (Π0 , Σ0 ).
I Theorem 7. The problem ENTSH(P) restricted to symbolic heaps without list predicates
can be decided in polynomial time with an oracle for ENT(P).

Algorithm 1: Entailment checking without lists
input two symbolic heaps (Π, Σ) and (Π0 , Σ0 ) without list predicates
output returns true if (Π, Σ) |= (Π0 , Σ0 ), and returns false otherwise
put (Π, Σ) in normal form
if (Π, Σ) = ⊥ or Πpe ∧ defined(Σ) is not P-satisfiable then return true
if Πpe ∧ defined(Σ) 6|= Π0pe then return false
for all atomic formulae ϕ of Π0pv do
let (Π00 , Σ00 ) be the normal form of (Π ∧ ¬ϕ, Σ)
if (Π00 , Σ00 ) 6= ⊥ and Π00pe ∧ defined(Σ00 ) is P-satisfiable then return false
end for

put Π, Σ, Σ0 in normal form w.r.t. =⇒AS
put (Π, Σ0 ) in normal
=⇒
 form w.r.t.
0
0
return Σ = > or Σ = Σ = emp

Using the results from Section 5, it follows that ENTSH(PBoy ) restricted to symbolic
heaps without list predicates is in PTime.
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Reasoning on Symbolic Heaps with Lists and Permissions

Below, we design algorithms for SATSH(P) and ENTSH(P) respectively, parameterised by
decision problems for P. Assuming that Σ and Σ0 are >-free and emp-free spatial formulae,
we introduce the following subproblems of ENTSH(P):
def
(Π, Σ) |=I (Π0 , Σ0 ) ⇔ (Π, Σ ∗ >) |= (Π0 , Σ0 ∗ >).
(intuitionistic entailment)
def
0
0
0
0
(Π, Σ) |=N I (Π , Σ ) ⇔ (Π, Σ) |= (Π , Σ ).
(non-intuitionistic entailment)
Below, we provide the developments for |=N I only but all our results can be adapted for
the full problems SATSH(P) and ENTSH(P). In the permission model P1 , SATSH(P1 ) and
ENTSH(P1 ) are in PTime [6] but untractability of SATSH(P) and ENTSH(P) happens
quite quickly, even with the rather simple permission model PBoy . A positive consequence of
Theorem 9 is that we can use non-determinism to get optimal complexity bounds.

4.1

Lower bounds

In this short section, we explain how the combination of list predicates and permission leads to
NP/coNP-hardness. Let G = (V, E) be an instance of the three-colorability problem, known
to be NP-complete. W.l.o.g., we can assume that V = {x1 , . . . , xn } for some n ≥ 1 and E
is a set of edges of the form {xi , xj } with i 6= j. The hardness proof is by reduction from
the three-colorability problem following a similar treatment when conjunctions are added
to spatial formulae in the standard symbolic heap fragment, see [6, Section 5]. The main
difference below rests on the replacement of Boolean conjunctions by separating conjunctions.
V
Let ΠG be the pure formula ( {xi ,xj }∈E (xi 6= xj )) ∧ y1 6= y2 ∧ y1 =
6 y3 ∧ y2 =
6 y3 . Let ΣG be
α

α0

1

∗

the spatial formula y1 7→0 y2 ∗ y2 7→0 y3 ∗ y3 7→ y1 x ∈V (lsegαi (y1 , xi ) ∗ lsegα0i (xi , y3 )), where
i
the αi ’s and αi0 ’s are distinct permission variables.
I Lemma 8. Assuming that width(P) = ω, G has a three-coloring iff (ΠG , ΣG ) is satisfiable.
Consequently, we get the following hardness results.
I Theorem 9. If width(P) = ω then SATSH(P) is NP-hard and ENTSH(P) is coNP-hard.
Observe that (Π, Σ) is not P-satisfiable iff (Π, Σ) |=P x 6= x. So, the NP-hardness of
SATSH(P) entails the coNP-hardness of ENTSH(P).

4.2

SL-graphs and homomorphisms

We assume a fixed permission model P and a fixed set of variables {x1 , . . . , xq } with its
ordering x1 < . . . < xq . All the symbolic heaps are assumed to be built from {x1 , . . . , xq }.
Given ∅ =
6 X ⊆ {x1 , . . . , xq }, min(X) denotes the variable in X with the minimal index.
Below, we introduce a notion of SL-graph that can be understood as a graphical representation of a symbolic heap in which the permission part of the pure formula is encoded
directly by a permission formula, the location variable part of a pure formula is encoded by
6=
an inequality relation (←
→) and by a labelling (L). Besides, the atomic spatial formulae are
encoded by the two relations →
− and =
⇒. Such structures are quite convenient to characterise
entailment between symbolic heaps via homomorphisms, as it is done in the permission-free
setting in [6]. Contrary to the developments in [6] that aim to reach a PTime upper bound,
nondeterminism will be essential below since this is the best we can hope for, see Theorem 9.
6=
An SL-graph G is either ⊥ or a tuple (A, V, →
− ,=
⇒, ←
→, L) such that
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deterministic G12

α00

x1

G1

α⊕α

0

G2
x2

x1

x3
x2

α0

x2

α ⊕ α0

α00

α

α00

α

x1

α0

x1
α00

x3

x3

α ⊕ α0
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x2 , x3
deterministic G22

Figure 3 SL-graphs.

A is a permission formula and V is a non-empty finite subset of N (the nodes).
→
− and =
⇒ are finite subsets of V × P T × V where P T is the set of permission terms. We
p
p
also write v →
− v 0 [resp. v =
⇒ v 0 ] instead (v, p, v 0 ) ∈−
→ [resp. (v, p, v 0 ) ∈=
⇒]. We require a
p
0
functionality condition: v →
− v implies the unicity of p and v 0 .
6=

←
→ is an irreflexive and symmetric binary relation on V .
L : {x1 , . . . , xq } → V is a surjective labelling.
Given v ∈ V , we write vars(v) to denote the (non-empty) set {x | L(x) = v} and
p
p
def
var(v) = min(vars(v)). As expected, the arrow v →
− v 0 [resp. v =
⇒ v 0 ] is intended to
p
represent the atomic formula x 7→ x0 [resp. lsegp (x, x0 )] whenever L(x) = v and L(x0 ) = v 0 .
p

p

p

Moreover, we write v
v 0 whenever v →
− v 0 or v =
⇒ v 0 . Our notion of SL-graph shares in
spirit the one from [6] but there are essential differences (permission formulae and terms as
well as slight simplifications). Figure 3 presents SL-graphs where dashed lines encode the
inequality relation, thick arrows encode =
⇒, normal arrows encode →
− and the permission
formulae are omitted.
Below, we provide a semantics to the SL-graphs by defining a symbolic heap for each
6=
SL-graph. Given G = (A, V, →
− ,=
⇒, ←
→, L), (pure(G), spatial(G)) denotes the symbolic heap
defined from G:
^
^
def
pure(G) = A ∧ (
xi = xj ) ∧ (
var(v) 6= var(v 0 )).
xi ,xj ,L(xi )=L(xj )

6=

v←
→v 0

∗ var(v) 7→ var(v )) ∗ ( =⇒∗ lseg (var(v), var(v ))).
→
−
p

def

spatial(G) = (

0

0

p

v

p

p

v0

v

v0

An empty separating conjunction is understood as emp. If G =⊥, then the corresponding
p
symbolic heap is (x 6= x, >). In the sequel, spatial(G) is also written
χ(v
v 0 ),
v
p

0

def

p

p

0

0

def

∗

p

v 0 ∈G
0

where χ(v →
− v ) = var(v) 7→ var(v ) and χ(v =
⇒ v ) = lsegp (var(v), var(v ))).
6=

An SL-graph (A, V, →
− ,=
⇒, ←
→, L) is deterministic iff for all v ∈ V , card({v 0 | v
6=

p

v 0 }) ≤ 1 and, for all v 6= v 0 ∈ V , we have v ←
→ v 0 (G12 and G22 are deterministic in Figure 3
unlike G1 and G2 ). A deterministic SL-graph can be viewed as a syntactic structure whose
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interpretation stands between the P-memory states (thanks to the determinism and the
syntactic nature of the inequality relation) and the SL-graphs (no P-interpretation and no
permission values are involved). Each deterministic SL-graph carries a lot of structural
properties about the P-memory states that satisfy it, which explains why this is a crucial
structure to consider (see also the dependency graphs in [8]).
6=

6=

Let G1 = (A1 , V1 , →1 , ⇒1 , ↔1 , L1 ) and G2 = (A2 , V2 , →2 , ⇒2 , ↔2 , L2 ) be two SL-graphs
with G2 being deterministic. We introduce below a notion of precise homomorphism that
will admit a counterpart in terms of entailment, see e.g. Theorem 11. A map f : V1 → V2 is
a precise homomorphism from G1 to G2 whenever the conditions below are satisfied:
(H0) f is surjective.
(H1) A? |= A1 where A? = A2 ∧

V

i

defined(pi ) ∧

p0

V

p1

j

pn

defined(p0j ), →2 = {v1 →2 v10 , . . . , vn →2

p0

m
0
vn0 } and ⇒2 = {{u1 ⇒1 2 u01 , . . . , um ⇒
2 um }} (multiset notation).

(H2) For all v ∈ V1 , we have vars(v) ⊆ vars(f(v)).
6=

6=

(H3) For all v, v 0 ∈ V1 , v ↔1 v 0 implies f(v) ↔2 f(v 0 ).
p0

p

(H4) For all v, v 0 ∈ V1 , v →1 v 0 implies there is some permission term p0 such that f(v) →2
p0

p

f(v 0 ). We say that the edge f(v) →2 f(v 0 ) contributes to the edge v →1 v 0 .
p

(H5) For all v, v 0 ∈ V1 , v ⇒1 v 0 implies either (f(v) = f(v 0 ) and A? |= defined(p)) or there
pn−1
p0
p1
0
is a path v0 2 v1 2 v2 · · ·
2 vn with n ≥ 1, v0 = f(v), vn = f(v ) and for all
6=

i < j ∈ [0, n], vi =
6 vj (equivalent to vi ↔2 vj since G2 is deterministic). For each edge
pk
p
vk 2 vk+1 , we say that it contributes to the edge v ⇒1 v 0 . Since G2 is deterministic,
there is a unique path satisfying the above condition (if any).
(H60 ) Each edge v

p0
2

v 0 in G2 contributes to at least one edge of G1 , and we have

p0

p

A? |= ⊕{{p | v 2 v 0 contributes to u 1 u0 ∈ G1 }} = p0 .
Above, given a non-empty and finite multiset T = {{p1 , . . . , pk }} of permission terms, we
write ⊕T instead of p1 ⊕ · · · ⊕ pk (the ordering of the terms is irrelevant because ⊕ is AC).
Precise homomorphisms could be defined between two arbitrary SL-graphs (as done in [6]) but
the unicity of the path in the condition (H5) is not anymore guaranteed. We assume that G2
is deterministic to have unicity, which also leads to the right upper bounds for the complexity.
p
The existence of a precise homomorphism f implies that for all u 1 u0 ∈ G1 , we have
A? |= defined(p), which is partly justified by defined(p1 ⊕ p2 ) |=P defined(p1 ) ∧ defined(p2 ).
The dotted arrows in Figure 3 partly materialize two precise homomorphisms from G1 to G12
or to G22 (assuming the permission formulae match).
def
A precise homomorphism f is strongly precise ⇔
V
(H10 ) A2 = A1 ∧
defined(p) (which implies (H1)),
v

p

v 0 in G1

0

(H5 ) is equal to (H5) except that in the case f(v) = f(v 0 ), we do not require that A? |=
defined(p),
(H600 ) each edge v
p

0

p0
2

v 0 in G2 contributes to at least one edge of G1 , and we have
p

⊕{{p | v 2 v 0 contributes to u 1 u0 ∈ G1 }} equal to p0 modulo AC (implying (H60 )).
In Figure 3, there is a strongly precise homomorphism from G2 to G12 [resp. to G22 ] with the
adequate permission formulae. Notably, checking whether f : V1 → V2 is a [resp. strongly]
precise homomorphism can be checked in coNP [resp. PTime ] when ENT(P) is in coNP,
which is useful to establish the complexity upper bounds.
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4.3

From symbolic heaps to SL-graphs

Let (Π, Σ) be a symbolic heap, possibly with list predicates and, Σ is emp-free and >-free.
Let us define the SL-graph slg(Π, Σ) as follows. If (Π, Σ) =⇒∗ ⊥, then slg(Π, Σ) is defined as
the inconsistent SL-graph ⊥ (see Section 3 for the definition of =⇒).
Otherwise, assume that (Π, Σ) =⇒∗ (Π0 , Σ0 ) and (Π0 , Σ0 ) is in normal form (i.e., no rule
can be further fired from (Π0 , Σ0 )).
6=

def

Let us define slg(Π, Σ) = (A, V, →
− ,=
⇒, ←
→, L) as follows:
def

def

A = Π0pe , V = {i ∈ [1, q] | there is no j < i such that Π0 |= xi = xj }.
def

L(xi ) = min{j ∈ V

| Π0 |= xi = xj }.

p

p

p

If x 7→ y occurs in Σ0 , then L(x) →
− L(y); if lsegp (x, y) occurs in Σ0 , then L(x) =
⇒ L(y).
6=

def

For all i 6= j ∈ [1, q], we have {L(xi ), L(xj )} ∈←
→ ⇔ Π0 |= xi 6= xj .
α00

In Figure 3, G1 = slg(>, lsegα⊕α0 (x1 , x3 ) ∗ lsegα0 (x3 , x2 ) ∗ x2 7→ x1 ). The soundness of
the constructions between symbolic heaps and SL-graphs is best illustrated by Lemma 10.
I Lemma 10. (Π, Σ) ≡P (pure(slg(Π, Σ)), spatial(slg(Π, Σ))).

4.4

Relating memory states and deterministic SL-graphs
def

Given G1 and G2 , we write fG1 ,G2 : V1 → V2 to denote the map s.t. fG1 ,G2 (v) = L2 (var(v)).
Without any further assumption, note that fG1 ,G2 is not necessarily a precise homomorphism.
6=

Given a P-memory state (s, h, ι) and a deterministic SL-graph G = (A, V, →
− ,=
⇒, ←
→, L),
lin

we write (s, h, ι) ≈ G whenever for all v, v 0 , v 00 ∈ V , if there are non-empty paths from v to
v 0 and from v 0 to v 00 in G, then for all variables x, x0 , x00 such that L(x) = v, L(x0 ) = v 0 and
L(x00 ) = v 00 , one of the conditions below holds:
1. there is no non-empty sequence of memory cells in (s, h, ι) from s(x) to s(x00 ),
2. there is no non-empty sequence of memory cells in (s, h, ι) from s(x00 ) to s(x0 ).
lin

Roughly speaking, (s, h, ι) ≈ G holds when (s, h, ι) respects the linearisation induced by the
graphical part of G.
Below, we establish an equivalence between the existence of a precise homomorphism
and the entailment |=N I . A similar statement can be found in [6] but herein we deal with
permissions and with the deterministic SL-graphs. This is a key result at the heart of our
whole enterprise. An auxiliary definition is needed. Given a deterministic SL-graph G0 and a
symbolic heap (Π, Σ), we write (pure(G0 ), spatial(G0 )) |=lin Π, Σ iff for all P-memory states
lin

(s, h, ι) such that (s, h, ι) ≈ G, if (s, h, ι) |= (pure(G0 ), spatial(G0 )), then (s, h, ι) |= Π, Σ.
I Lemma 11. Let G0 be a deterministic SL-graph such that (pure(G0 ), spatial(G0 )) is satisfiable. For all SL-graphs G, the statements below are equivalent:
The map fG,G0 is a precise homomorphism from G to G0 .
(pure(G0 ), spatial(G0 )) |=lin (pure(G), spatial(G)).
Let us briefly explain below why in Lemma 11, |=lin cannot be replaced by |=. Let us
consider the deterministic SL-graphs G1 , G2 and G3 with respective permission formulae >,
> ∧ defined(α) and > ∧ defined(α) ∧ defined(α) ∧ defined(α) (all of them equivalent to >).
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x3

x3

Note that fG1 ,G2 and fG2 ,G3 are strongly precise homomorphisms and for i ∈ {1, 2, 3},
(pure(Gi ), spatial(Gi )) is logically equivalent to (Πi , Σi ) from Example 2. However, not
(pure(G2 ), spatial(G2 )) |=PBoy (pure(G1 ), spatial(G1 )). Indeed, let us consider the PBoy memory state (s, h, ι) defined in Section 2. We have (s, h, ι) |= (pure(G2 ), spatial(G2 )) and
lin

lin

(s, h, ι) 6|= (pure(G1 ), spatial(G1 )). Actually, (s, h, ι) ≈ G2 is false. By contrast, (s, h, ι) ≈ G3 .
By Lemma 11, we conclude however that (pure(G3 ), spatial(G3 )) |=lin (pure(G2 ), spatial(G2 ))
and (pure(G2 ), spatial(G2 )) |=lin (pure(G1 ), spatial(G1 )), which is sufficient for our needs.

4.5

Decision procedures modulo permission theories

Let us characterise non-entailment between two symbolic heaps in the non-intuitionistic
setting (leading to entailment of symbolic heaps from Figure 3 with G2 = slg(x1 6= x3 ∧x1 6=
α00

x2 ∧α = α0 , lsegα (x1 , x2 )∗lsegα0 (x1 , x3 )∗x2 7→ x1 ). This induces a nondeterministic algorithm
by guessing the appropriate G (see below). Such a guess could be formalised in a proof
system, as done for a fragment in Section 3, but herein we focus on the characterisation. In
Theorem 12 below, note the use of |=N I (instead of |=lin ).
I Theorem 12. Let (Π, Σ), (Π0 , Σ0 ) be symbolic heaps s.t. neither slg(Π, Σ) nor slg(Π0 , Σ0 )
is equal to ⊥. (Π, Σ) 6|=N I (Π0 , Σ0 ) iff there is a deterministic SL-graph G that satisfies:
p
(SMALL) For every v
v 0 in G, the permission term p is a sum of at most |Σ| terms from
slg(Π, Σ). Moreover, the permission formula in G is precisely the permission part of Π.
(SAT) (pure(G), spatial(G)) is satisfiable.
(PRE) fslg(Π,Σ),G is a strongly precise homomorphism.
(NOTPRE) fslg(Π0 ,Σ0 ),G is not a precise homomorphism.
Here is our characterisation for satisfiability checking.
I Theorem 13. Let (Π, Σ) be a symbolic heap so that Σ is >-free and emp-free and slg(Π, Σ)
is not equal to ⊥. Then, (Π, Σ) is satisfiable iff there is a deterministic SL-graph G such
that (SMALL), (SAT) and (PRE) hold.
The previous characterisations allow us to conclude to optimal complexity bounds.
I Theorem 14.
(I) SATSH(PBoy ) is NP-complete and ENTSH(PBoy ) is coNP-complete.
(II) For any permission model P such that width(P) = ω and, ENT(P) is in coNP,
SATSH(P) is NP-complete and ENTSH(P) is coNP-complete.
Currently, the permission terms do not allow constants other than 1 but for many
permission models, constants can be easily added. For instance, in PBoy , one can deal with 34
by using the variable α thanks to (α0 ⊕ α0 ⊕ α0 ⊕ α0 = 1) ∧ (α = α0 ⊕ α0 ⊕ α0 ) (generalisation
to other rational numbers is obvious). Of course, depending on the permission models in
mind, constants should be either introduced in the language of permission terms (according
to a specified encoding) or can be enforced directly in the language, as it is the case for PBoy .
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5

Solving Permission Constraints

Herein, we review permission models introduced for separation logic and we classify these
models according to the complexity of decision problems. In this process, we introduce
Boolean permission models that generalise all existing permission models but the trivial
model P1 and the fractional model PBoy that admit PTime decision problems. We give
optimal complexity results for the satisfiability and entailment problems. This is motivated
by Theorem 15 below, which is a consequence of the parameterised decision procedures from
Section 4 that separate the reasoning on the memory shapes from the one on permissions.
I Theorem 15. Let P and P0 be permission models. (I) SAT(P) = SAT(P0 ) implies
SATSH(P) = SATSH(P0 ). (II) ENT(P) = ENT(P0 ) implies ENTSH(P) = ENTSH(P0 ).
We briefly review the permission models that have been introduced in the literature.
The singleton model P1 presented in Section 2.2 is simply an artefact used to show that
separation logic without permission is a special case of the general case. The fractional model
PBoy already presented in Section 2, is one of the most popular permission models and it
enjoys nice complexity properties stated below.
I Theorem 16. SAT(PBoy ) and ENT(PBoy ) are in PTime.
The PTime bound is obtained by reduction to the satisfiability of a system of linear
inequalities. Other classical permission models are :
Bornat-Parkinson’s permission model [4] with tokens is PTok = (PPTok , 1PTok , ⊕PTok ),
where a permission π ∈ PPTok is either a finite or a co-finite, non-empty subset of N, 1PTok
is N, and π ⊕PTok π 0 is defined if π ∩ π 0 = ∅ and is then equal to π ∪ π 0 .
Dockins-Hobor model, a.k.a binary shares [7], is PBin = ((T (F)/ ≡) \ {0}, ⊕, 1) where
T (F) is the set of closed terms constructed over the function symbols F = {f : 2, 0 : 0, 1 :
0}, ≡ is the least congruence such that f (0, 0) ≡ 0 and f (1, 1) ≡ 1, T (F)/ ≡ denotes
the quotient, and ⊕ is defined by 0 ⊕ 1 ≡ 1 ⊕ 0 ≡ 1, 0 ⊕ 0 ≡ 0, 1 ⊕ 1 is undefined, and
f (π1 , π2 ) ⊕ f (π10 , π20 ) ≡ f (π1 ⊕ π10 , π2 ⊕ π20 ).
Note that in these two permission models a permission term α ⊕ α has no interpretation
since the partial function ⊕ is not defined for identical elements. As a consequence, it holds
for instance that defined(α ⊕ α) is unsatisfiable and lsegα⊕α (x, y) |=PTok x 6= x.
These two permission models are particular instances of what we call Boolean permission
models, i.e. permission models defined on top of a given Boolean algebra, as explained
below. Let B = (BB , ∧B , ∨B , >B , ⊥B , ¬B ) be a Boolean algebra. The permission model PB
def
associated to B is PB = (PB , ⊕B , >B ) where PB = BB \ {⊥B } and π ⊕B π 0 is defined when
def
π ∧B π 0 = ⊥B , and in that case π ⊕B π 0 = π ∨B π 0 . A permission model is Boolean if it is
isomorphic to PB for some Boolean algebra B. Both PTok and PBin are Boolean, the first
one through the Boolean algebra of finite or co-finite subsets of N, the second one through
the Boolean algebra of open-closed sets of {0, 1}ω , see e.g. [7]. As stated below, Boolean
permission models are canonical in some sense.
I Lemma 17. Let AL , AR be permission formulae. Let P be a Boolean permission model
with at least two elements such that AL |=P AR , and width(P) ≥ card(PVar(AL )). Then for
all Boolean permission models P0 , we have AL |=P0 AR .
Lemma 17 entails ENT(PTok ) = ENT(PBin ). The case card(PP ) = 1 cannot be added to
Lemma 17 since > |=P1 α1 = α2 but > 6|=PTok α1 = α2 with α1 different from α2 . Note also
that if we could express the atomicity of a permission, PTok and PBin could be distinguished.
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I Theorem 18. ENT(PTok ) = ENT(PBin ) and SAT(PTok ) = SAT(PBin ).
From now on, we consider an arbitrary Boolean permission model PB associated to a
Boolean algebra B such that width(PB ) = ω. Boolean permission models behave quite nicely
and below we establish that their decision problems are in coNP.
I Theorem 19. Let PB be a Boolean permission model such that width(PB ) = ω. SAT(PB )
is NP-complete and, ENT(PB ) is coNP-complete.
A reduction from the NP-complete problem 1-in-3 SAT [14] gives the hardness result.
We give below the proof idea for SAT(PB ) is in NP. Actually, we can consider only
L
permission terms equal to 1 and of the form
αi and atomic permission formulae of the
L
L
L
L
L
L
αi =
αj ,
αi ≤
αj ,
αi = 1 or defined( αi ) and we can assume that each
form
A contains a conjunct defined(p) for each permission term p. Let A be a permission formula
built on α1 , . . . , αn . We introduce an arithmetical formula ψA such that A is satisfiable iff
ψA is satisfiable. The Boolean/arithmetical variables of ψA taking their values in {0, 1} are
precisely X11 , . . . , Xn1 , . . . , X1n , . . . , Xnn . The formula ψA is a conjunction of formulae ψ1 ∧ · · · ∧ ψn
def
where each ψi is built on the variables Xi1 , . . . , Xin . For each i ∈ [1, n], we define ti (αj ) = Xij ,
i
i
and t (p) replaces each occurrence of αj by t (αj ) and each occurrence of ⊕ by +, each
occurrence of 1 by 1. Each ψi is a conjunction of constraints defined by: (a) for each p = p0
[resp. p ≤ p0 ] in A, ψi contains ti (p) ≤ ti (p0 ) ∧ ti (p0 ) ≤ ti (p) [resp. ti (p) ≤ ti (p0 )] and (b)
for each formula defined(p) in A, ψi contains ti (p) ≤ 1, and Xii = 1 belongs to ψi . The next
lemma relates A and ψA .
I Lemma 20. A is satisfiable iff ψA is satisfiable.
This lemma entails that SAT(PB ) is in NP.

6

Conclusion

Our results provide optimal complexity results about several standard permission models
and are summarized by the following table. The algorithms can be implemented using any
checker following the standard viewpoint for SMT solvers [2] for reasoning on permission.
Besides, this work could be continued in several directions, for instance to consider enriched
permission theories (e.g., adding inequalities between permission terms), permission models
without infinite width, to allow existential quantifications or to design sequent-style proof
systems for checking entailment based on our characterisations.

SAT(P)
ENT(P)
SATSH(P)
ENTSH(P)\ list pred.
ENTSH(P)

P1

PBoy

Boolean P, width(P) = ω
(PTok , PBin )

in PTime
in PTime
in PTime [6]
in PTime [6]
in PTime [6]

in PTime (Th. 16)
in PTime (Th. 16)
NP-C. (Th. 9,14(I))
in PTime (Th. 7)
coNP-C. (Th. 9,14(I))

NP-C. (Th. 19)
coNP-C. (Th. 19)
NP-C. (Th. 9,14(II))
coNP-C. (Th. 19,14(II))
coNP-C. (Th. 9,14(II))
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Abstract
We study the problem of determining whether a given temporal specification can be implemented
by a symmetric system, i.e., a system composed from identical components. Symmetry is an
important goal in the design of distributed systems, because systems that are composed from
identical components are easier to build and maintain. We show that for the class of rotationsymmetric architectures, i.e., multi-process architectures where all processes have access to all
system inputs, but see different rotations of the inputs, the symmetric synthesis problem is
EXPTIME-complete in the number of processes. In architectures where the processes do not
have access to all input variables, the symmetric synthesis problem becomes undecidable, even
in cases where the standard distributed synthesis problem is decidable.
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Introduction

Many classical protocols and distributed systems are symmetric. This means that every
process, independently of its identity, starts in the same initial state and follows the same set
of transitions. Symmetric systems are easier to understand and maintain; especially in VLSI
designs, which usually contain large numbers of identical components, this is a significant cost
factor. Constructing symmetric systems is also a step towards building arbitrarily scalable
systems [8, 2, 11].
There is a large body of results [1, 18, 5, 12, 26, 13] that deal with the question of which
distributed systems need symmetry breaking and which do not. Leader election among the
processes on a ring, for example, cannot be implemented symmetrically [1]; similarly, in
resource-sharing problems, like the Dining Philosophers, the only way to avoid starvation is
to break the symmetry [18].
Our goal is to automate this type of reasoning. Given a specification of a reactive system
in temporal logic, we wish to automatically determine whether there exists a symmetric
implementation. This is a refinement of the classic distributed synthesis problem, which asks
whether a temporal specification has an implementation where the processes are arranged
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Figure 1 A simple rotation-symmetric architecture.

in a particular architecture. Distributed synthesis is well-studied [25, 21, 14, 15, 16, 9,
24]. However, the approach presented in this paper is the first to synthesize symmetric
implementations. We consider rotation-symmetric system architectures. Rotation-symmetric
architectures are multi-process architectures where all processes have access to all system
inputs, but see different rotations of the inputs. Figure 1 shows a simple rotation-symmetric
architecture. Rotation-symmetric architectures are suitable to reason about distributed
systems that lack a central coordination process. They can, for example, model leader
election scenarios and distributed traffic light controllers [6]. The fact that the processes
obtain their input in different rotations is important: since all processes have the same
implementation, they would otherwise also produce the same output. The synthesis problem
for such systems could trivially be reduced to the standard synthesis problem by adding a
constraint that the outputs are the same all the time.
We present an algorithm for the synthesis of symmetric systems in rotation-symmetric
architectures from specifications in linear-time temporal logic (LTL). Most standard synthesis
algorithms follow the automata-theoretic approach [22], whereby the given temporal formula
is translated into a tree automaton that accepts exactly those computation trees that satisfy
the formula. Hence, the specification is realizable if and only if the language of the automaton
is non-empty. The synthesis algorithm then simply extracts some finite-state implementation
from the language of the automaton. The situation is more difficult when we wish to decide
the existence of a symmetric solution, because the language of the automaton may contain
both computation trees that belong to symmetric implementations and computation trees
that belong to asymmetric implementations. As we show in Section 4, symmetry is not a
regular property: we therefore cannot check symmetry with a separate tree automaton or
encode symmetry as a temporal logic formula and add it to the specification.
The key insight of our algorithm is that the paths in the computation trees produced
by symmetric implementations are guaranteed to be invariant under rotations: if, in each
position of two (finite or infinite) computation paths, the values of the input variables of
the jth process in the first path correspond to the values of the input variables of the
((j + k) mod n)th process, for some k, in the second path, then the values of the output
variables of the jth process must also, in each position, correspond to the values of the
output variables of the ((j + k) mod n)th process (for all 0 ≤ j < n, where n is the number of

R. Ehlers and B. Finkbeiner

26:3

processes). Our algorithm exploits this observation to simplify the computation trees. Paths
that are just rotations of each other are collapsed into a single representative. Computations
in different processes that must lead to identical outputs are thus kept in the same path of
the reduced tree; the paths only split when the symmetry is broken by some input. While
symmetry is difficult to check on the original computation tree, it becomes a local condition
on individual paths in the reduced tree: as long as the output never spontaneously introduces
asymmetry, i.e., as long as every asymmetry in the output can be explained by a previous
asymmetry in the input, the reduced tree can be expanded into a full computation tree that
we know, by construction, to be symmetric.
As we show in Section 4, the running time of our synthesis algorithm is single-exponential
in the number of processes. In Section 5, we show that our algorithm is asymptotically
optimal: the problem is EXPTIME-complete in the number of processes. In Section 6, we
study the extension of the synthesis problem to the case where the processes no longer
have access to all variables. Here, our result is negative: under incomplete information, the
symmetric synthesis problem is undecidable even for system architectures where the standard
synthesis problem is decidable. This paper is based on previously unpublished results from
the first author’s PhD thesis [6], where also additional details of the presented results can be
found. A full version of this paper with additional proofs is also available [7].

2

Preliminaries

A reactive system produces a valuation to the output propositions in some set APO and
reads the values of the input propositions in some set API in every step of its execution.
The behavior of a reactive system can be described as a computation tree hT, τ i, where
I
O
T = (2AP )∗ is the set of tree nodes and τ : T → 2AP labels every tree node t by the
output propositions τ (t) that the system sets to true after having read t as its (prefix) input
sequence.
A trace in a computation tree hT, τ i is an infinite sequence (τ () ∪ t0 )(τ (t0 ) ∪ t1 )(τ (t0 t1 ) ∪
I
O
I
O
t2 )(τ (t0 t1 t2 ) ∪ t3 ) . . . ∈ (2AP ∪AP )ω . Given some language L ⊆ (2AP ∪AP )ω , reactive
I
synthesis is the process of checking if there exists a computation tree hT, τ i with T = (2AP )∗
as node set such that every trace of hT, τ i is in L. A classical logic to denote specification
languages is linear temporal logic (LTL, [19]). LTL formulas for reactive system specifications
are built according to the grammar
ϕ :== p | ¬ϕ | ϕ ∨ ϕ | ϕ ∧ ϕ | X ϕ | G ϕ | F ϕ | ϕ U ϕ,
using the temporal operators G (globally), F (eventually), X (next), and U (until). All
elements from API and APO can be used as propositions p. A more formal definition of LTL
is given in [19, 4].
For LTL specifications, it is known that if and only if there exists a computation tree
all of whose traces satisfy a specification (i.e., the specification is realizable), there exists a
regular such computation tree. A computation tree is regular if it has only finitely many
different sub-trees. Given a computation tree hT, τ i, a tree hT 0 , τ 0 i is a sub-tree of hT, τ i if
and only if T = T 0 and there exists a t̂ ∈ T such that for every t ∈ T , we have τ 0 (t) = τ (t̂t).
Regular computation trees can be translated to finite-state machines and implemented in
hardware or software using a finite amount of memory. A tree language for some sets API
I
O
and APO is a subset of all trees hT, τ i with T = (2AP )∗ and τ : T → 2AP . A tree or word
language is called regular if it can be recognized by some finite tree or word automaton (with
a Muller acceptance condition, see [10] for details).
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In distributed synthesis, we search for a distributed implementation of a finite statemachine. Given is an architecture that defines several processes and the signals that connect
the processes among themselves and with the global input and output of the architecture.
Starting from a specification over all signals, we search for implementations for all of the
processes such that the computation tree induced by the process implementations and the
architecture satisfies the specification. In the induced computation tree, all processes are
executed at the same time and in parallel, using the usual parallel composition semantics.
It is known since the seminal work by Pneuli and Rosner [21] that not all architectures
have a decidable distributed synthesis problem. Figure 2 depicts the A0 architecture that
they defined as an example for an undecidable architecture. Finkbeiner and Schewe [9]
later proved that the distributed synthesis problem is decidable if and only if there exists
no information fork in the architecture. An information fork is a pair of processes that are
incomparably informed, i.e., for which each of the processes has access to some global input
that the other process cannot read. For a more formal definition of distributed synthesis, the
interested reader is referred to [9].
A Turing machine is a tuple M = (Q, Σ, Γ, δ, q0 , g) in which Q is a finite set of states, Σ
is an input alphabet, Γ ⊇ Σ is a (finite) tape alphabet, δ : Q × Γ → (Q × Γ × {−1, 0, 1})2
encodes the Turing machine transition function, q0 ∈ Q is an initial state, and g maps every
state to its type, which can be accepting, rejecting, or transient. The δ function maps every
state/tape content combination to exactly two possible successor state/tape content/tape
motion combinations. For deterministic Turing machines, the two successor combinations
are always the same. Alternating Turing machines [3] extend the non-deterministic Turing
machines by partitioning the transient states into universally branching and existentially
branching states. An (alternating) Turing machine accepts a word w ∈ Σ∗ if there exists
an accepting run tree when starting in state q0 with the tape empty except for a copy of w
where the machine head starts on the first character of w. In all universal states, the Turing
machine execution must be accepting for both possible transitions.
We assume that the modulo function always returns a non-negative number, such that,
e.g., −13 mod 5 = 2.

3

The Symmetric Synthesis Problem

We consider distributed reactive synthesis problems in which all processes share the same
implementation. A process has an interface N = (API , APO ) with the local input proposition
set API and a local output proposition set APO . The connections between the processes are
described in an architecture.
I Definition 1 (Symmetric architecture). Given an interface N = (API , APO ), a symmetric
architecture over N is a tuple E = (S, P, APIG , E in , E out ) with:
the set of (internal) signals S,
the process set P ,
the global input signal set APIG ,
the input edge function E in : (P × API ) → (S ∪ APIG ), and
the output edge function E out : (P × APO ) → S.
As an example, the architecture given in the right part of Figure 2 hosts processes with the
interface N = ({a}, {b}) and has the components S = {y, z}, P = {0, 1}, APIG = {x}, E in =
{(0, a) 7→ x, (1, a) 7→ y}, and E out = {(0, b) 7→ y, (1, b) 7→ z}. We only consider architectures
in which every internal signal is written to by exactly one local output of one process. Given
a FSM for a process with an interface N and an architecture E = (S, P, APIG , E in , E out ) over
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N , we can construct an FSM with APIG as input proposition set and S as output proposition
set that implements the behavior of the complete architecture when using the FSM as process
implementation. Without loss of generality, we use the standard synchronous composition
semantics to do so. We define the symmetric synthesis problem as follows:
I Definition 2. Given an interface N = (API , APO ), an architecture E = (S, P, APIG , E in ,
E out ), and a specification ϕ over the propositions APIG ∪ S, the symmetric synthesis problem
is to check if an FSM implementation F with the input proposition set API and output
proposition set APO exists such that the FSM obtained by plugging F into E satisfies ϕ. In
case of a positive answer, we also want to obtain F.

4

Rotation-Symmetric Synthesis

Many symmetric architectures found in practice consist of a ring of processes, all of which
read all the input to the overall system. A slight generalization of this architecture shape is
the class of rotation-symmetric architectures.
I Definition 3. A symmetric architecture E = (S, P, APIG , E in , E out ) over the interface
N = (API , APO ) with n processes is called rotation-symmetric if and only if there exists
a local designated proposition set APIL for every process instance such that the following
conditions hold:
APIG = API = APIL × {0, . . . , n − 1} and P = {p0 , . . . , pn−1 }.
S = APO × {0, . . . , n − 1}
for every pi ∈ P , every x ∈ APIL , and every j ∈ {0, . . . , n − 1}, we have E in (pi , (x, j)) =
(x, (j − i) mod n), and
for every x ∈ APO and pi ∈ P , we have E out (pi , x) = (x, i).
We show in this section that the symmetric synthesis problem for rotation-symmetric
architectures and linear-time temporal logic (LTL) is decidable.
The key observation that we use to prove decidability is that the computation trees that
characterize the input/output behavior of a process implementation plugged into a rotationsymmetric architecture have a useful property that we call the symmetry property. While
this property is non-regular and thus cannot be encoded into the specification (Lemma 6),
we show how to decompose it into two sub-properties, one of which is regular. The other
one is still non-regular, but has the advantage that we can enforce it in a synthesis process
by post-processing the computation tree obtained from a synthesis procedure to contain
only rotations of the computation tree paths along so-called normalized inputs. Since every
tree with the symmetry property is left unaltered by this step and we also describe how to
ensure that the result of the post-processing step is guaranteed to be a correct solution, this
approach is sound and complete.
We assume some fixed rotation-symmetric architecture E = (S, P, APIG , E in , E out ) over
I
some local process interface (APIL , APO ) to be given, define I = 2APG to denote the global
O
input alphabet to all processes, while O = 2{AP ×{0,...,n−1}} denotes the global output. The
O
local output of one process is given as O = 2AP .
The following rotation function will become useful in the analysis below. Let U =
AP×{0,...,n−1}
2
for some other set AP. We define a rotation operator rot : U × Z → U with
rot(u, k) = {(p, (j+k) mod n) | (p, j) ∈ u} for every u ∈ U and k ∈ Z. Furthermore, we extend
the rot function to LTL formulas and define rot(ψ, k) for an LTL formula ψ over the set of
propositions AP×{0, . . . , n−1} and k ∈ Z to be ψ with all atomic propositions (p, j) replaced
by (p, (j+k) mod n) for p ∈ AP, j ∈ Z. For clarity, when dealing with the rot function for some
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set U = 2AP×{0,...,n−1} , we often partition the elements of AP × {0, . . . , n − 1} by their process
indices and for example write (X0 , . . . , Xn−1 ) instead of (X0 × {0}) ∪ . . . ∪ (Xn−1 × {n − 1})
for X0 , . . . , Xn−1 ⊆ AP. The rotation function is extended to sequences of elements in U by
rotating the individual sequence items.
I Definition 4 (Symmetry property). Given a tree hT, τ i over T = I ∗ and τ : T → O, we
say that the tree has the symmetry property if for each t ∈ T and 0 ≤ i < n, τ (rot(t, i)) =
rot(τ (t), i).
I Lemma 5 (Symmetry lemma). The set of regular trees having the symmetry property is
precisely the same as the set of trees that are induced by a rotation-symmetric architecture
for some process implementation.
A proof of the lemma can be found in the full version of this paper [7]. The symmetry
property is not a regular tree property, and hence cannot be encoded into a tree or word
automaton.
I Lemma 6. The set of symmetric computation trees for the two-process rotation-symmetric
architecture with process interface N = (APIL × {0, 1}, APO ) and APIL = {i} and APO = {o}
is not a regular tree language.
Proof. For a proof by contradiction, suppose that the set of symmetric computation trees
is regular. The language includes a tree with the symmetry property in which the node
labels on the path (∅, {i})∗ and, symmetrically, on the path ({i}, ∅)∗ form the sequence
l = (∅, ∅)1 ({o}, {o})(∅, ∅)2 ({o}, {o}) . . ., i.e., the length of the (∅, ∅)-sequences grows according
to the distance to the root. According to the pumping lemma for regular tree languages,
however, the sequence l can be partitioned into l = u · v · w, such that, for every k > 0, there
exists a tree in the language where the label sequence on (∅, {i})∗ is l = u · v k · w, while the
label sequence on ({i}, ∅)∗ is still l. Clearly, these trees are not symmetric.
J
Since the symmetry property is non-regular, we need to alter the synthesis process itself
to account for it. In order to synthesize an implementation for one process, we synthesize
implementations for all processes together. These only need to work correctly on normalized
input sequences t ∈ I ∗ . An input sequence is normalized if mini rot(t, i) = t, where the
min function uses the lexicographic ordering over the strings in I ∗ . For the ordering of
the elements in I, we consider the lexicographic ordering of their tuple representation. For
example, we have (0, 1, 0) < (0, 1, 1) and (0, 1, 0) < (1, 0, 0) for a three-process architecture.
A tree with the symmetry property is fully determined by the labels along normalized input
sequences, as for every non-normalized input sequence t0 ∈ I ∗ , we have τ (t0 ) = rot(τ (t), i)
for every i such that t0 = rot(t, i).
When only considering the normalized input sequences during synthesis, we can take
the computation tree for all processes in the architecture together and complete it by filling
all other tree labels with rotations of the tree labels along normalized inputs. We call the
resulting tree its symmetric completion. If afterwards, we have τ (rot(t, i)) = rot(τ (t), i)
for all t ∈ I ∗ and i ∈ N, then the symmetry lemma guarantees that the resulting tree is
induced by some process instantiated in a rotation-symmetric architecture. So if we can
guarantee that (1) τ (rot(t, i)) = rot(τ (t), i) is actually the case for all normalized t and i ∈ N
and (2) that the symmetric completion of the tree satisfies the specification along all paths,
then we can obtain a correct process implementation by synthesizing a computation tree for
the complete architecture. Our construction for symmetric synthesis consist of these two
components, which we describe in more detail below.
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Ensuring Symmetric Completability

Not every O-labeled computation tree can easily be made symmetric by replacing the tree
labels for non-normalized input sequences. Take for example a tree hT, τ i for the architecture
given in Figure 1 with τ () = (∅, ∅, {y}). Since the output of the processes is initially different,
this means that they cannot have the same implementation. We show in this section that
detecting such cases is simple, and the formalization of the observation is a regular property
that can be easily encoded into LTL.
I Definition 7. Let AP be some set, and P = {p0 , . . . , pn−1 } be a list of process identifiers.
For every x ⊆ (AP × {0, . . . , n − 1}) and w = w0 w1 w2 . . . wl ∈ (2AP×{0,...,n−1} )∗ , we define
rep(x) = |{j ∈ {0, . . . , n − 1} | rot(x, j) = x}|
repS () = n
repS (w) = gcd(repS (w0 . . . wn−1 ), rep(wn )),
where gcd denotes the greatest common divisor function.
For some word t ∈ I ∗ , repS (t) represents how many different rotations in {0, . . . , n − 1} of t
exist that map the word to itself.
I Lemma 8 (Second symmetry lemma). Let hT, τ i be a computation tree with T = I ∗
and τ : T → O for which for every t ∈ T , we have that repS (t) repS (τ (t)) (where the
symbol refers to division without remainder). The unique symmetric completion of hT, τ i has
the symmetry property. Furthermore, if hT, τ i is regular, then so is its unique symmetric
completion.
By the second symmetry lemma, it suffices for a computation tree to have repS (t) repS (τ (t))
for all t ∈ T to ensure that the symmetric completion of the tree has the symmetry property.
We can encode this requirement in LTL as
^
ϕoutcond =
¬(sym(I, d, n) U ¬sym(O, d, n))
d∈{1,...,n},d n

for the function
sym(AP, d, n) =

^
a∈AP,j∈{0,...,n−1}

(a, j) ↔ (a, j +

n
)
d

that encodes, for each i ⊆ AP × {0, . . . , n − 1} whether d | rep(i) (for d ∈ N with d n).

4.2

Ensuring That the Tree Completion Satisfies the Specification

If we have a computation tree hT, τ i all of whose traces satisfy some linear-time specification
ϕ, this does not imply that its rotation-symmetric completion satisfies ϕ as well. If all traces
of hT, τ i however satisfy ϕ ∧ rot(ϕ, 1) ∧ . . . , ∧ rot(ϕ, n − 1), then since we know that every
infinite trace in the rotation-symmetric completion is a rotation of a trace in the original
tree by some value i ∈ N, we know that the rotation-symmetric completion also satisfies ϕ
along every trace. So if we synthesize a tree for ϕ0 = ϕ ∧ rot(ϕ, 1) ∧ . . . ∧ rot(ϕ, n − 1) as
specification instead of ϕ, taking the rotation-symmetric completion maintains ϕ.
Note that strengthening ϕ to ϕ0 comes without loss of generality if we are interested in
rotation-symmetric implementations. By the symmetry property, if the tree hT, τ i induced
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by a rotation-symmetric architecture and a process implementation satisfies ϕ, then it also
satisfies rot(ϕ, i) for all i ∈ N as every rotation of every trace in the tree is also a trace in
the tree. Hence, to satisfy ϕ, it also needs to satisfy rot(ϕ, i) as otherwise we could take a
trace not satisfying rot(ϕ, i), rotate it by −i, and obtain a trace that does not satisfy ϕ.

4.3

Putting Everything Together

Using the concepts defined above, we are now ready to tie them together to a complete
synthesis process. We start with a specification ϕ over the architecture input propositions
APIG and the output proposition set APO × {0, . . . , n − 1} for |P | = n.
1. We modify the specification ϕ to ϕ0 = ϕ ∧ rot(ϕ, 1) ∧ . . . ∧ rot(ϕ, n − 1).
2. We modify ϕ0 to ϕ00 = ϕ0 ∧ ϕoutcond (as described in Section 4.2).
3. We synthesize a regular tree hT, τ i that satisfies ϕ00 along all paths using a classical
reactive synthesis procedure. If there is no such tree, the specification is unrealizable.
4. If a regular computation tree hT, τ i is found, we replace every label along non-normalized
directions by rotations of τ ’s labels along normalized directions to get a tree hT 0 , τ 0 i with
the symmetry property.
5. We cut off the labels of τ 0 except for the output of the first process in the architecture.
The resulting (regular) tree is the synthesized process implementation.
I Proposition 9. The above synthesis process from LTL has a complexity that is 2EXPTIME
in the length of the specification and exponential-time in the number of processes.
Proof. We use the automata-theoretic approach to reactive system synthesis from [17, 24] and
the concepts defined in these works. We start by translating the specification to a universal
co-Büchi word (UCW) automaton, which is of size 2O(|ϕ|) in the size of the specification. As
UCWs do not blow up under conjunction, executing step 1 from the construction above leads
to an automaton of size n · 2O(|ϕ|) . A deterministic automaton for the added property in
step 2 can be built with at most n states, so executing step 2 leads to at most n additional
states, and we obtain an automaton with n + n · 2O(|ϕ|) = n · 2O(|ϕ|) many states. The
bounded synthesis approach works with specifications given as co-Büchi word automata [24]
and takes time exponential in the number of states of the automaton. The overall time
complexity so far is thus 2EXPTIME in |ϕ| and exponential in n. Step 4 leads to a blow-up
of at most a factor of n2 and can be done in time polynomial in the number of states in the
synthesized finite-state machine (whose size is proportional to the time complexity of the
synthesis procedure executed in the previous step). Step 5 is simple and takes time linear in
the size of the FSM.
J
Note that even though the construction above discards all non-normalized parts of the
synthesized computation tree, asking the synthesis algorithm to nevertheless synthesize
these parts according to the specification comes without loss of generality, as trees with the
symmetry property (which we are actually searching for) fulfill ϕ00 along all paths if all of
their paths satisfy ϕ. So the synthesis process does not report spurious unrealizability.

5

Rotation-Symmetric Synthesis – Complexity

The symmetric synthesis construction from the previous section has a time complexity that is
doubly-exponential in the length of the specification and singly-exponential in the number of
processes. We want to show in this section that this matches the complexity of the problem
by giving a corresponding hardness result. The 2EXPTIME-hardness in the specification
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Figure 2 System architectures with undecidable synthesis problems. On the left: architecture A0,
as defined by Pnueli and Rosner [21]; on the right: the symmetric architecture S0. The distributed
synthesis problem of A0 and the symmetric synthesis problem of S0 are undecidable.

length is inherited from the complexity of LTL synthesis [20]. For the EXPTIME complexity
in the number of processes, we provide the following result:
I Lemma 10. Given an f (k)-space bounded alternating Turing machine M = (Q, Σ, Γ, δ,
q0 , g), we can reduce the acceptance of a word w ∈ Σk by M to the symmetric realizability
problem of n = f (k) processes with a specification in LTL of size polynomial in |Q| · |Γ| · |w|.
Proof. We build a specification that requires the processes to output the Turing tape
configuration along an execution of the machine. The specification is realizable if and only
if the Turing machine does not accept the word. Every process outputs the value of one
Turing tape cell and if the tape head is at the cell, also the state of the Turing machine.
There are n input signals to the architecture, and when the processes start, the left-most
local input signals of the processes is used to tell one or more processes that the Turing tape
computation should start at that cell with the tape head being initially there (with w as
the initial tape content). To account for the rotation-symmetry, the processes output not
only the tape content and tape head position, but also the current boundaries of the tape.
The specification is modeled such that if start and end markers collide, the simulation of the
Turing machine can stop.
The specification also includes conjuncts that require all processes together to simulate
the Turing machine computation correctly and to never reach an accepting state. Whenever
the alternating Turing machine branches universally, the left-most local process input signal
is used to select which successor state is picked. In case of existential branching, the processes
can decide which successor state to pick. Enforcing the specification to be realizable if and
only if the word w is not accepted by the Turing machine helps with taking care of the
diverging computations of the Turing machine and those computations that exceed the space
bound. Both count as non-accepting in the definition of space-bounded Turing machines.
Since these runs never visit accepting states and/or permit the simulation to stop, they are
allowed to be simulated by a synthesized implementation.
The specification can be written with size polynomial in |Q| · |Γ| · |w| as we only need
to define the specification for one process. By the symmetry of the architecture, the other
processes have to fulfill it as well.
J
A more detailed proof can be found in the full version of this paper [7].
I Corollary 11. The rotation-symmetric realizability problem (for LTL) has a time complexity
that is exponential in the number of processes.
Proof. Given the question whether a word w = w0 . . . wk−1 is in the language defined by
some (c + 1)-EXPTIME = (c)-AEXPSPACE problem for some c ∈ N, we can reduce it to the
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Figure 3 Symmetric architecture S2. The symmetric synthesis problem for S2 is undecidable.
The dashed arrows in the process boxes show how the specification given in the proof of Lemma 13
requires the processes to forward the local input streams.

symmetric realizability problem for an LTL specification of length polynomial in k and with
a number of processes that is (c)-exponential in k. Since by the space hierarchy theorem
[23], the (c)-EXPTIME hierarchy is strict for increasing c, we can conclude that in general,
we cannot solve the symmetric realizability problem faster than in time exponential in the
number of components.
J

6

The General Case – Undecidability

The synthesis problem for standard, not necessarily symmetric, distributed systems is
decidable as long as the processes can be ordered with respect to their relative knowledge
about the system inputs [9]. The problem becomes undecidable as soon as it contains an
information fork, i.e., a pair of processes with incomparable knowledge. The simplest such
architecture is Pnueli and Rosner’s A0 architecture [21], shown on the left in Fig. 2. In this
section, we show that for symmetric synthesis, even architectures without information forks,
such as the S0 architecture shown on the right in Fig. 2, are undecidable. Our proof is based
on Pnueli and Rosner’s undecidability argument for A0:
I Lemma 12 ([21]). For a given Turing machine M , there exists an LTL formula ψ that
is realizable in the distributed architecture A0 if and only if M halts and such that the two
processes of the unique implementation of M sequentially output binary encodings of the
configurations of the Turing machine on y (or z, respectively) upon the first true value on
the input u (or v, respectively).
Because of the undecidability of the halting problem, Lemma 12 means that the distributed synthesis problem of architecture A0 is undecidable. We prove the undecidability
of the symmetric synthesis problem of architecture S0 in two steps. First, we establish
the undecidability of the larger architecture S2, depicted in Figure 3, by showing that the
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Figure 4 An example for compressing a word with |AP| = 4.

realizability of ψ in A0 can be reduced to the symmetric realizability of an LTL formula over
S2; in the second step, we encode the synthesis problem of S0 into the synthesis problem of S2
and thus establish that the synthesis problem for the simpler architecture S0 is undecidable
as well.
I Lemma 13. The symmetric synthesis problem for architecture S2 is undecidable.
Proof. We show that there exists an implementation for the specification ψ in the A0
architecture if and only if there exists a joint implementation for the two processes in the S2
architecture that satisfies ψ 0 = ψd ∧ G(v ↔ Xo) ∧ G(w ↔ Xp), where ψd results from prefixing
all occurrences of the signals y and z in ψ with a next-time operator.
The results of the two synthesis problems can be translated into each other. A distributed
implementation of ψ over A0 is necessarily symmetric: both processes output the same
bitstream when reading a true value as their local input for the first time. To obtain an
implementation for S2, we simulate the process with input a and use g as the local output.
Additionally, we copy all values from b to e, and c to f .
Conversely, an implementation found by the symmetric synthesis of S2 provides an
implementation of ψ in A0. The key property of the architecture S2 is that the process
does not know if the local input b is the (delayed) a input to the other process, or if its c
input is the (Turing machine tape) output of the other process. Thus, it cannot find out if
it is the top process or the bottom process in the architecture and must prevent violating
the specification in either case. A more detailed proof is given in the full version of this
paper [7].
J
In order to reduce the symmetric synthesis problem of S2 to the symmetric synthesis
problem of S0, we introduce compression functions that time-share multiple signals of S2
into a single signal in S0.
Let AP be a set of signals. We call a function f : (2AP )ω → (2{χ} )ω for some Boolean
variable χ a compression function if f is injective. We call a function f 0 that maps a
specification over the signal set AP to a different specification over the signal set {χ} the
adjunct compression function to f if for all w ∈ (2AP )ω and specifications ψ over AP, we have
that w |= ψ if and only if f (w) |= f 0 (ψ).
In the full version of this paper [7], we give such a pair of compression functions for LTL.
The compression mechanism is illustrated in Figure 4. One clock cycle in the four-bit-percharacter version of a word is spread to 10 computation cycles in the one-bit-per-character
version of the word. Every 10 cycles, the 2-cycle character start sequence (CSS) {χ}{χ} is
instantiated, followed by four two-cycle slots for every signal in AP. Note that the construction
ensures that whenever we have {χ}{χ}∅ as a part in a compressed word, then we know that
a character start sequence begins on the first occurrence of {χ} in this part.
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I Theorem 14. The symmetric synthesis problem for architecture S0 is undecidable.
Proof. In order to reduce the symmetric synthesis problem of architecture S0 to the symmetric synthesis problem of architecture S2, we compress u, v, w into signal x; o, p, q into
signal y; and x, y, z into signal z. A more detailed proof is given in the full version of this
paper [7].
J

7

Conclusions

In this paper, we have studied the problem of synthesizing symmetric systems. Our new
synthesis algorithm is a useful tool in the development of distributed algorithms, because it
checks automatically if certain properties in a design problem require symmetry breaking.
Our algorithm synthesizes implementations of rotation-symmetric architectures, i.e.,
architectures where the processes observe all inputs. The undecidability result for the
architecture S0 indicates that it is impossible to extend the synthesis algorithm to architectures
where the processes no longer have access to all inputs. A promising direction of research,
however, is to use our results to extend existing semi-algorithms for synthesis under incomplete
information to such symmetric architectures. An example for such an approach is bounded
synthesis [24], which determines if there exists an implementation with at most n states,
where n is a given bound. The specification is translated into a universal co-Büchi automaton,
which is then, together with the bound n, encoded into a satisfiability modulo theory problem.
To ensure correctness under incomplete information, constraints are added that ensure
that if a process cannot distinguish two inputs, it transitions to the same successor state.
Similarly, for symmetric synthesis, constraints can be added that ensure that the outputs of
the individual processes are identical in states that are indistinguishable for them.
Algorithms for symmetric synthesis procedures also offer a new perspective on the problem
of synthesizing arbitrarily scalable (i. e. parametric) systems. Due to the undecidability
of the problem, only very limited solutions to this problem have been found so far. For
example, Jacobs and Bloem [11] tackle the case of asynchronous processes with local input in
a ring architecture and use the bounded synthesis approach mentioned above. Emerson and
Srinivasan [8] present a solution for a multi-process version of a small subset of the temporal
logic CTL while Attie and Emerson [2] give a different solution allowing a bigger subset of
CTL but only guaranteeing correctness of the solution if certain other conditions are fulfilled,
like the dead-lock freeness of the solution produced. In such a setting, symmetric synthesis
can be used to detect specifications that are unrealizable even for small system sizes – if
there is no solution for a fixed number of processes n, then there is certainly none for scalable
systems as well.
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Abstract
This paper studies the stochastic variant of the classical k-TSP problem where rewards at the
vertices are independent random variables which are instantiated upon the tour’s visit. The
objective is to minimize the expected length of a tour that collects reward at least k. The
solution is a policy describing the tour which may (adaptive) or may not (non-adaptive) depend
on the observed rewards. Our work presents an adaptive O(log k)-approximation algorithm
for Stochastic k-TSP, along with a non-adaptive O(log2 k)-approximation algorithm which
also upper bounds the adaptivity gap by O(log2 k). We also show that the adaptivity gap of
Stochastic k-TSP is at least e, even in the special case of stochastic knapsack cover.
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1

Introduction

In this paper, we consider the following stochastic variant of the classical k-TSP problem.
The input consists of a metric (V, d) with depot r ∈ V . Each vertex v ∈ V has an independent
stochastic reward Rv ∈ Z+ . All reward distributions are given as input and thus they are
known upfront, but the actual reward instantiation Rv is only known when vertex v is visited.
Given a target value k, the goal is to find an adaptive tour originating from r that collects a
total reward at least k with the minimum expected length.1 We assume that all rewards are
supported on {0, 1, . . . , k}.
Any feasible solution to this problem can be described by a decision tree where nodes
correspond to vertices that are visited and branches correspond to observed reward instantiations. The size of such decision trees can be exponentially large. So we focus on obtaining
solutions (aka policies) that implicitly specify decision trees. These solutions are called
adaptive because the choice of the next vertex to visit depends on past random instantiations.
We will also consider the special class of non-adaptive solutions. Such a solution is
described simply by an ordered list of vertices: the policy involves visiting vertices in the
given order until the target of k is met (at which point the tour returns to r). These
solutions are often preferred over adaptive solutions as they are easier to implement in

∗
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v∈V
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practice. However, the performance of non-adaptive solutions may be much worse, and so it
is important to bound the adaptivity gap [15] which is the worst-case ratio between optimal
adaptive and non-adaptive policies. This approach via non-adaptive policies has been very
useful for a number of stochastic optimization problems, eg. [15, 19, 22, 5, 23, 24, 6, 25].
The Stochastic k-TSP problem captures several well-studied problems, including the
classical k-TSP problem where the rewards are deterministic, and the stochastic knapsack
cover problem where the metric (V, d) is a weighted star rooted at r: given n items with
each item i ∈ [n] having deterministic cost di and independent random reward Ri ∈ Z+ , and
a target k, find an adaptive policy that obtains total reward k at the minimum expected
cost. The k-TSP problem (and the related spanning tree variant k-MST) have received
considerable attention, leading to the development of a 2-approximation algorithm for the
problem [18]. The stochastic knapsack cover problem was considered recently in [16], where
an adaptive 2-approximation algorithm was obtained; however, no bounds on the adaptivity
gap were known previously even for this special case.
Results and Techniques. In this paper, we give the first approximation algorithm for the
general stochastic k-TSP, with an approximation ratio of O(log k). We also show that the
adaptivity gap is O(log2 k). The adaptivity gap is constructive: we give a non-adaptive
algorithm that is an O(log2 k)-approximation to the optimal adaptive policy.
I Theorem 1. There is an adaptive algorithm for stochastic k-TSP with approximation ratio
O(log k). Moreover, the adaptivity gap is upper bounded by O(log2 k).
To motivate our approach, consider an algorithm for the classical k-TSP problem which
has access to a hypothetical2 subroutine exactly solving the deterministic orienteering
problem: given a metric (V, d) on vertices with non-negative reward, a root vertex r, and a
bound t compute a tour starting at r of length at most t which collects the maximum reward.
The algorithm iterates over tour lengths of increasing powers of 2, solving for each length
the deterministic orienteering problem, until the union of the computed tours yields reward
k. It can be seen that this is an O(1)-approximation to k-TSP. Our algorithm adapts this
iterative method to Stochastic k-TSP using the expected truncated rewards at each vertex.
At the beginning of each iteration, the rewards distribution at each vertex is appropriately
truncated w.r.t. the residual target (and set to zero if the vertex has been previously visited).
However, in the stochastic setting, even if we used an exact orienteering algorithm, we need
to construct roughly (log k) tours for each length (see Example 2 in Section 2.1). We show
that using O(log k) many tours of each length suffices to obtain an O(log k)-approximation
algorithm for stochastic k-TSP. Moreover, this multiple-tour approach also allows for the use
of an O(1)-approximation for orienteering, which is needed for a poly-time algorithm.
The high-level idea in the analysis is to show that the non-completion probability in the
algorithm drops (roughly) by a constant factor in each iteration. This approach is similar
to that for the classic min-latency TSP [10, 17]. Such an approach has also been used
for stochastic optimization problems in [27, 28], but those results do not apply directly to
metric-based costs that we need to handle here. Our main technical contribution is in proving
the bound on non-completion probabilities in successive iterations (Lemma 3). This involves
upper and lower bounding the expected “relative gain” which is the expected (truncated)
increase in reward divided by the residual target. See Section 2 for details.

2

We do not expect a poly-time exact algorithm for orienteering as the problem is APX-hard [9].

A. Ene, V. Nagarajan, and R. Saket

27:3

The non-adaptive algorithm is based on “simulating” the above adaptive algorithm.
Corresponding to each orienteering instance solved in the adaptive algorithm we now solve
log2 k different instances based on different power-of-two values for the residual target. This
results in a worse O(log2 k) approximation ratio; this is relative to the optimal adaptive
value and hence it bounds the adaptivity gap. We are not aware of a more direct approach
for the non-adaptive problem, even if we compare to the optimal non-adaptive value.
We also show that the adaptivity gap is at least e ≈ 2.718, which holds even in the special
case of stochastic knapsack cover with a single random item.
I Theorem 2. The adaptivity gap of Stochastic k-TSP (knapsack cover) is at least e.
This result is obtained in an indirect manner. Using LP-duality we show that randomized
online lower bounds for the online bidding problem [13] can be reduced to adaptivity gap
lower bounds for stochastic knapsack-cover. These lower bound instances contain a single
stochastic item. We can also show using a connection to the incremental k-MST problem [29],
that the adaptivity gap for such instances is exactly e.
Other related work. Stochastic packing and covering problems have received considerable
attention, leading to approximation guarantees and adaptivity gaps for several important
problems, including knapsack [15, 8, 30, 16], packing and covering integer programs [14, 19],
matching [12, 5, 1, 7, 2], matroid intersection [25, 3], submodular cover [20, 27, 21, 28], and
orienteering [22, 24, 6]. Recently, [26] proved a constant adaptivity gap for submodular
maximization problems under a very general class of constraints (including orienteering). This
is however not directly applicable to stochastic k-TSP because we have (i) a minimization
objective with strict covering requirement and (ii) general random variables as opposed to
just binary in [26].
Sections 2 and 3 describe and analyze the adaptive and non-adaptive algorithms respectively for Stochastic k-TSP. Together they prove Theorem 1. The lower bound on the
adaptivity gap (Theorem 2) is proved in Section 4.

2

Stochastic k-TSP Algorithm

Let us begin with an informal description of the adaptive algorithm. The algorithm relies on
iteratively solving instances of the (deterministic) orienteering problem. In the orienteering
problem, we are given a metric (V, d), depot r, profits at vertices and a length bound B; the
goal is to find a tour originating from r of length at most B that maximizes the total profit.
There is a (2 + )-approximation algorithm for orienteering [11] which we can use directly.
The vertex-profits in the orienteering instance are chosen to be truncated expectations of
the random rewards Rv where the truncation threshold is the current residual target. The
length bounds are geometrically increasing with the phases of the algorithm. The algorithm
terminates when the residual target reaches zero or all the vertices have been visited. However,
in each phase the algorithm solves α ≈ (log k) many iterations each approximately solving
the residual orienteering instance with the same length bound of that phase. This (roughly
speaking) results in the O(log k) approximation ratio. The requirement of many iterations
per phase turns out to be a somewhat subtle issue: we show in Section 2.1 that significantly
reducing the number of repetitions results in a much worse approximation ratio.
The formal algorithm is given below. We assume (by scaling) that the minimum positive
distance in the metric (V, d) is one. At any point in the algorithm, S denotes the set of
currently visited vertices, σ denotes the reward instantiations of S, and k(σ) is the total
observed reward. The number of iterations of the inner for-loop is α := c · Hk , where c ≥ 1 is
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Algorithm 1 Algorithm Ad-kTSP
1: initialize σ ← ∅, S ← ∅ and k(σ) = 0.
2: for phase i = 0, 1, . . . do

for t = 1, . . . , α do
define profits at vertices as follows

E[min{Rv , k − k(σ)}] ∀ v ∈ V \ S
wv :=
0
∀v ∈ S

3:
4:

5:
6:
7:
8:
9:

using a ρ-approximation algorithm for the orienteering problem, compute a tour π
originating from r of length at most 2i with maximum total profit.
traverse tour π and observe the actual rewards; augment S and σ accordingly.
if k(σ) ≥ k or all vertices have been visited, the solution ends.
end for
end for

a constant to be fixed later and Hk ≈ ln k is the kth harmonic number. We will show that
Ad-kTSP is an 8α-approximation algorithm for Stochastic k-TSP.
We view each iteration of the outer for loop as a phase and use i to index the phases.
For any phase i ≥ 0, we define the following quantities:
ui

:=

u∗i

:=

Pr [Ad-kTSP continues beyond phase i]


Pr optimal policy continues beyond distance 2i

Since the minimum distance in the metric is one we have u∗0 = 1.

Overview of analysis
For analyzing the algorithm, observe that the expected cost of the obtained solution is
P
roughly bounded by α i≥0 ui 2i+1 as the distance in phase i is roughly α · 2i . To bound
this we show that (*) ui − ui∗ ≤ ui−1 /4 which allows us to relate the expected cost of the
algorithm with the expected optimal cost yielding an O(α) approximation. To show (*),
the first step (Lemma 4) is proving the existence, in the ith phase with “state” σ, of an
orienteering solution of length at most 2i with profit at least a fraction pi∗ (σ) := (1 − ui∗ |σ )
of the current residual target. Here ui∗ |σ corresponds to the probability ui∗ conditioned on
the current state σ. Combined with a known inequality (Theorem 6) on the truncated sum
of independent random variables, this is used to lower bound the expected gain (fraction of
the residual target covered) of the adaptive algorithm in each phase by Ω(α) · (ui − ui∗ ); see
Claim 8. The expected gain on the other hand can easily be upper bounded by Hk · ui−1
where Hk ≈ ln k is the kth harmonic number (Claim 7). Finally, setting α = Θ(log k) with a
suitable constant finishes the proof.
Now to the formal details. The following lemma is the main component of the analysis.
I Lemma 3. For any phase i ≥ 1, we have ui ≤

ui−1
4

+ u∗i .

Using Lemma 3, we can finish the analysis as follows. Let ALG denote the expected length
of the tour constructed by the Ad-kTSP algorithm. Let OPT denote the expected length
of the optimal adaptive tour. The total distance traveled by the Ad-kTSP algorithm in the
Pi
P
first i phases is at most α j=0 2j ≤ 2i+1 α. Using this we obtain ALG ≤ 2α i≥1 2i ui + 4α.
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Lemma 3, we obtain
T ≤

1
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P

i≥1

2i u∗i + 1. Letting T :=

P

i≥1

2i ui and using

X
X
1X i
1
1
3
1X i
2 · ui−1 +
2i · u∗i ≤
2 · ui +
2i · u∗i +
≤ T + 2 · OPT − .
4
2
2
2
2
i≥1

i≥1

i≥1

i≥1

It follows that T ≤ 4 · OPT − 3 and ALG ≤ 8α · OPT. Thus we obtain an 8α-approximation
algorithm, which proves the first part of Theorem 1.
Now we turn to the proof of Lemma 3. We start by introducing some notation. Consider an
arbitrary point in the execution of algorithm Ad-kTSP, and let hS, σ, k(σ)i be a triple in
which S is the set of vertices visited so far, σ is the observed instantiation of S, and k(σ)
is the total reward observed in S. We refer to such a triple hS, σ, k(σ)i as the state of the
algorithm.
I Lemma 4. Consider a state hS, σ, k(σ)i of the Ad-kTSP algorithm. Consider the Orienteering instance in which each vertex in S is assigned a profit of zero and each vertex v
not in S is assigned a profit of E [min {Rv , k − k(σ)}]. There is an orienteering tour from r
of length at most 2i with profit at least (k − k(σ)) · p∗i (σ), where


p∗i (σ) = Pr optimal policy completes before distance 2i | σ .
Proof. Consider the tree T ∗ representing the optimal policy. We condition on the instantiations σ on vertices S to obtain tree T ∗ (S, σ). Formally, we start with T ∗ (S, σ) = T ∗
and apply the following transformation for each vertex v ∈ S with instantiation σv : at
each node ν in T ∗ (S, σ) corresponding to v, we remove all subtrees of ν except the subtree
corresponding to instantiation σv ; additionally, the probability of this edge (labeled σv ) is set
to one. Note that the probabilities at nodes corresponding to vertices V \ S are unchanged,
since rewards at different vertices are independent.
Now, mark those nodes in T ∗ (S, σ) that correspond to completion (i.e. reward at least
k is collected) within distance 2i . Note that the probability of reaching a marked node is
exactly p∗i (σ). Finally, let T denote the subtree of T ∗ (S, σ) containing only those nodes that
have a marked descendant. When tree T is traversed, the probability of reaching a leaf-node
is p∗i (σ); with the remaining probability the traversal ends at some internal node. Clearly,
every leaf-node in T is marked and hence corresponds to an r-tour of length at most 2i along
with instantiated rewards that sum to at least k. Define modified rewards at nodes of T as
follows:

min{Rv , k − k(σ)} if v 6∈ S
R̂v =
0
if v ∈ S
Notice that the profits in the deterministic Orienteering instance are precisely wv = E[R̂v ].
Observe that the sum of modified rewards at each leaf of T is at least k − k(σ). Thus the
expected R̂-reward obtained in T is Ê ≥ (k − k(σ)) · p∗i (σ). Also,
!
X
X

 X
  X
Pr[reach ν] · E R̂ν | reach ν =

Ê =

ν∈T

Pr[reach ν] · E R̂ν =

ν∈T

Pr[end at ν] ·

ν∈T

wµ

.

µν

Above, for a node ν ∈ T , we use R̂ν and wν to denote the respective variables for the vertex
(in V ) corresponding to ν. Also, the notation µ  ν refers to node µ being an ancestor of node
ν in T . The first equality is by definition of Ê, the second uses the fact that {R̂v : v ∈ V }
are independent, and the last is an interchange of summation. By averaging, there is some
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P
node ν 0 ∈ T with µ≺ν 0 wµ ≥ Ê ≥ (k − k(σ)) · p∗i (σ). We can assume that ν 0 is a leaf node
(otherwise we can reset ν 0 to be any leaf node of T below ν 0 ). So the r-tour corresponding
to this node ν 0 has length at most 2i and is feasible for the deterministic Orienteering
instance. Moreover, it has profit at least (k − k(σ)) · p∗i (σ) as claimed.
J
I Lemma 5. Consider a state hS, σ, k(σ)i of the Ad-kTSP algorithm with k(σ) < k.
Consider the Orienteering instance with profits {wv : v ∈ V } where wv = 0 for v ∈ S
and wv = E [min {Rv , k − k(σ)}] for v 6∈ S. Let π be any ρ-approximate orienteering tour
consisting of vertices V (π). Then,





 X

1
1


· 1−
· (k − k(σ))· p∗i (σ).
E min
Rv , k − k(σ)
≥


ρ
e
v∈V (π)\S

Proof. For each v ∈ V (π) \ S define Xv := min

n

Rv
k−k(σ) ,

o
1 . Note that Xv s are independent

P
wv
[0, 1] random variables, and E[Xv ] = k−k(σ)
. Let X := v∈V (π)\S Xv and Y = min(X, 1). So
the profit obtained by solution π to the deterministic orienteering instance is (k − k(σ)) · E[X].
Using Lemma 4 and the fact that π is a ρ-approximate solution, we obtain E[X] ≥ ρ1 · p∗i . We
can now complete the proof of the lemma by applying Theorem 6 below.
J
P
I Theorem 6 ([4]). Given a set {Xv } of independent [0, 1] random variables with X =
Xv
and Y = min(X, 1), we have E[Y ] ≥ (1 − 1/e) · min{E[X], 1}.
Now we are ready to prove Lemma 3.
Proof of Lemma 3. Consider any phase i ≥ 1 and let hS, σ, k(σ)i be the state of the AdkTSP algorithm at the start of some iteration of the inner loop. Let π be the orienteering
tour that the algorithm visits next. Define
h
nP
oi
E min
v∈V (π)\S Rv , k − k(σ)
gain(hS, σi) :=
if k(σ) < k,
k − k(σ)
and gain(hS, σi) := 0 if k(σ) ≥ k. The quantity gain(hS, σi) measures the expected fraction
of the residual target that we cover after visiting π.
Let I(σ) = [k(σ) ≥ k] be an indicator variable that is equal to one if k(σ) ≥ k and it is
equal to zero otherwise. We have:


1
1
· 1−
· (p∗i (σ) − I(σ)) .
(1)
gain(hS, σi) ≥
ρ
e
To see this, note that if I(σ) is one, the gain is zero and the inequality above holds since
p∗i (σ) ≤ 1; and if I(σ) is zero, this inequality follows from Lemma 5.
Recall that there are α iterations of the inner loop in phase i, and we use t ∈ [α] to index
the iterations. For each iteration t (of phase i), let St be the random variable denoting the
vertices visited until iteration t, and let σt denote the reward instantiations of St . Define:
Gt

:=

E [gain(hSt , σt i)]

hSt ,σt i

Pα
Let ∆ = t=1 Gt denote the total gain in phase i. The proof relies on upper and lower
bounding ∆, which is done in the next two claims.
I Claim 7. We have ∆ ≤ Hk · ui−1 .
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Proof. Let ∆(q) denote the value of ∆ conditioned on the instantiations q of all random
variables. If Ad-kTSP (conditioned on q) finishes before phase i then gain in each iteration
is zero and ∆(q) = 0.
In the following, we assume that Ad-kTSP (conditioned on q) reaches phase i. Let
L ≤ k denote the residual target at the start of phase i, and J1 , . . . , Jα ∈ Z+ the incremental
rewards obtained in each of the α iteration of phase i; recall that all rewards are integral.
Then,
∆(q) ≤

α
X
t=1

L
X
Jt
1
≤
= HL ≤ Hk
L − J1 − · · · − Jt−1
t
t=1

The claim now follows since the algorithm reaches phase i only with probability ui−1 .

I Claim 8. We have ∆ ≥ αρ · 1 − 1e · (ui − u∗i ).

J

Proof. For any t ∈ [α], by Inequality (1), we have


1
1
Gt =
E [gain(hSt , σt i)] ≥
· 1−
· E [p∗ (σt ) − I(σt )]
ρ
e σt i
hSt ,σt i
Let p(t) be the probability that Ad-kTSP finishes by iteration t of phase i. Since the probabilities p(t) are non-decreasing in t, we have p(t) ≤ p(α) = Pr[Ad-kTSP finishes by phase i] =
1 − ui . For a fixed iteration t, the possible outcomes of hSt , σt i correspond to a partition
of the overall sample space. So we have Eσt [I(σt )] = p(t) ≤ 1 − ui and Eσt [p∗i (σt )] =
Pr[optimal policy completes within distance 2i ] = 1 − u∗i . This completes the proof since
Pα
∆ = t=1 Gt .
J
It follows from the two claims that
α
· (1 − 1/e)· (ui − u∗i )
ρ

≤

∆

≤

Hk · ui−1 .

e
Setting α = 4ρ e−1
· Hk implies the lemma.

J

We conclude this section by showing that our analysis of Ad-kTSP is essentially tight,
and that it is necessary for α to be Ω̃(log k).

2.1

Tightness of analysis of Ad-kTSP

Example 1. The analysis of Ad-kTSP is tight up to constant factors, even in the
deterministic setting. Consider an instance of deterministic knapsack cover with k = 2` (for
large integer `) and `(` + 1) items as follows. For each i ∈ {0, 1, . . . , `} there is one item of
cost 2i and reward 2i , and ` − 1 items of cost 2i and reward 1. Clearly the optimal cost is
2` . However the algorithm will select in each iteration i = 0, 1, . . . , ` − 3, all ` items of cost
P`−3
2i : note that the reward from these items is at most `2 + i=0 2i ≤ `2 + 2`−2 < 2` . So the
algorithm’s cost is at least ` · 2`−3 .
Example 2. A natural variant of Ad-kTSP is to perform the inner iterations (for each
phase i = 0, 1, . . .) a constant number of times instead of Θ(log k). Next, we show an example
where such variants perform poorly even with access to a hypothetical subroutine solving
the deterministic orienteering problem exactly. It is worth noting that in the deterministic
case, such an approach (using an exact orienteering algorithm once for each phase i) suffices
to obtain an O(1)-approximation for k-TSP. However, if we used an O(1)-approximation for
orienteering, then such an approach performs poorly even for the deterministic k-TSP.
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Consider the variant of Ad-kTSP that performs 1 ≤ h = o



log k
log log k
2ht



iterations in

∈ Z+ . Note that
each phase i. Choose t ∈ Z+ and set δ = 1/(ht) and k = (ht)
ht = Θ(log k/ log log k). Define a star metric centered at the depot r, with ht + 1 leaves
S
{uij : 0 ≤ i ≤ t − 1, 0 ≤ j ≤ h − 1} {w}. The distances are d(r, uij ) = 2i for all i ∈ [t]
and j ∈ [h]; and d(r, w) = 1. Each uij contains three co-located items: one of deterministic
reward (1−δ)δ hi+j ·k, and two having reward δ hi+j ·k with probability δ (and zero otherwise).
Finally w contains a deterministic item of reward k. By the choice of parameters, all rewards
are integer valued. The optimal cost is 2, just visiting vertex w.
Now consider the execution of the modified Ad-kTSP algorithm. The probability that
all the random items in the uij -vertices have zero reward is (1 − δ)2ht ≥ Ω(1). Conditioned
on this event, it can be seen inductively that in the j th iteration of phase i (for all i and j),
Phi+j−1 `
the total observed reward until this point is k(1 − δ) `=0
δ = k 1 − δ hi+j .
the algorithm’s tour (and optimal solution to the orienteering instance) involves visiting
just vertex uij and choosing the three items in uij , for a total profit of (1 + δ) · δ hi+j · k.
Thus
the expected
cost of this algorithm is Ω(h · 2t ), implying an approximation ratio


log k
exp h·log
log k .

3

Non-Adaptive Algorithm

For our non-adaptive algorithm we show that the previous adaptive policy can be simulated
in a non-adaptive manner, resulting in an O(log2 k)-approximate non-adaptive algorithm.
This also upper bounds the adaptivity gap by the same quantity, proving the second part
of Theorem 1. The difference from the adaptive setting is that the non-adaptive algorithm
does not know the reward accrued so far and thus tries many possible residual targets for
the orienteering problem. Specifically, at each of the α iterations in a phase, we append
` ≈ log2 k different solutions to the orienteering problem defined with residual targets
k/2j , j = 0, 1, . . . , blog2 kc. The analysis is almost identical to that of the adaptive algorithm.
As before, we set α = O(Hk ), yielding a O(`α) = O(log2 k) approximation.
The formal algorithm NonAd-kTSP is given below. The non-adaptive tour τ is constructed iteratively; S denotes the set of vertices visited in the current tour.
The difference from Ad-kTSP is in the inner for loop (indexed by j); this handles the
fact that (unlike Ad-kTSP) the non-adaptive algorithm does not know the reward accrued
so far. We set α := c0 · Hk , where c0 is a constant to be fixed later. Let ` := 1 + blog2 kc the
number of iterations of the innermost loop.
The analysis for NonAd-kTSP is almost identical to Ad-kTSP. We will show that this
is an (8α`)-approximation algorithm for Stochastic k-TSP. As before, each iteration of
the outer for loop is called a phase, which is indexed by i. For any phase i ≥ 0, define
ui

:=

u∗i

:=

Pr [NonAd-kTSP continues beyond phase i]


Pr optimal adaptive policy continues beyond distance 2i

Just as in Lemma 3 we will show:
ui

≤

ui−1
+ u∗i ,
4

∀i ≥ 1.

(2)

Pi
Since the total distance traveled by NonAd-kTSP in the first i phases is at most `α h=0 2h ≤
`α 2i+1 , it follows (as for Ad-kTSP) that the expected length ALG of NonAd-kTSP is at
most 8`α · OPT.
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Algorithm 2 Algorithm NonAd-kTSP
1: initialize τ, S ← ∅.
2: for phase i = 0, 1, . . . do
3:
4:
5:

6:
7:
8:
9:
10:

for t = 1, . . . , α do
for j = 0, 1, . . . , blog2 kc do
define profits as follows

E[min{Rv , k/2j }]
wv :=
0

for v ∈ V \ S
for v ∈ S

using a ρ-approximation algorithm for the orienteering problem, compute a tour
π originating from r of length at most 2i with maximum total profit.
append tour π to τ , i.e. τ ← τ ◦ π.
end for
end for
end for

We now prove (2). Consider a fixed phase i ≥ 1 and one of the α iterations of the second
for-loop (indexed by t). Let S denote the set of vertices visited before the start of this
iteration hi, ti. Let σ denote the reward instantiations at S, and k(σ) the total reward in σ.
Note that σ is only used in the analysis and not in the algorithm. Let V (i, t) ⊆ V \ S be the
new vertices visited in iteration hi, ti; these come from ` different subtours corresponding to
the inner for-loop. We will show (analogous to Lemma 5) that:

E min


 X


v∈V (i,t)



Rv , k − k(σ) 


≥



1
1
· 1−
· (k − k(σ))· p∗i (σ).
2ρ
e

(3)



Above, p∗i (σ) = Pr optimal adaptive policy completes before distance 2i | σ . Exactly as
e
in the proof of Lemma 3, this would imply (2) when we set α = 8ρ e−1
· Hk .
It remains to prove (3). Let g ∈ {0, 1, . . . , `} denote the index such that
k
g
2g−1 and let c := k/2 . An identical proof to Lemma 4 implies:

k
2g

≤ k − k(σ) <

I Lemma 9. Consider the Orienteering instance with profits sv := E[min {Rv , c}] for
v ∈ V \ S and sv := 0 otherwise. There is an orienteering tour of length at most 2i with
profit at least c · p∗i (σ).
Let T ⊆ V \ S denote the vertices added in iteration hi, ti corresponding to inner loop
iterations j ∈ {0, 1, . . . , g − 1}. Note that in the inner loop iteration j = g, we have
profits wv = E[min {Rv , c}] for v ∈ V \ (S ∪ T ) and wv = 0 otherwise. Lemma 9 now
implies that the optimal profit of the orienteering instance in iteration j = g is at least
P
c · p∗i (σ) − u∈T E[min {Ru , c}]. Let T 0 denote the vertices added in the inner-loop iteration
j = g. Since we obtain a ρ-approximate solution,it follows that the additional profit obtained
P
P
1
∗
u∈T E[min {Ru , c}] . So,
v∈T 0 wv ≥ ρ c · pi (σ) −
X
v∈V (i,t)

E[min {Rv , c}]

≥

X
v∈T ∪T 0

E[min {Rv , c}]

≥

c ∗
· p (σ).
ρ i
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Exactly as in Lemma 5 we now obtain:





 X

1
1


E min
Rv , c
≥
· 1−
· c· p∗i (σ).


ρ
e
v∈V (π)\S

And using c ≤ k − k(σ) < 2c, we obtain (3).
In the following few paragraphs we give example showing that our analysis of NonAdkTSP is tight, and that it is necessary for h to be Ω̃(log k).

3.1

Tightness of analysis of NonAd-kTSP

Example 3. The analysis of NonAd-kTSP is tight up to constant factors, even in the
deterministic setting. This example is similar to that for Ad-kTSP. Consider an instance
of deterministic knapsack cover with k = 2` and `2 (` + 1) items as follows. For each
i ∈ {0, 1, . . . , `} there is one item of cost 2i and reward 2i , and `2 − 1 items of cost 2i and
reward 1. Clearly the optimal cost is 2` . However algorithm NonAd-kTSP will select in
each iteration i = 0, 1, . . . , ` − 3, all `2 items of cost 2i : note that the reward from these
P`−3
items is at most `3 + i=0 2i ≤ `3 + 2`−2 < 2` . So the algorithm’s cost is at least `2 · 2`−3 ,
implying an approximation ratio of Ω(log2 k).
Example 4. One might also consider the variant of NonAd-kTSP where the second for-loop
(indexed by t) is performed 1 ≤ h  log k times instead of Θ(log k). The following example
shows that such variants have a large approximation ratio. Consider an instance of stochastic
knapsack cover with k = 2` . There are an infinite number of items, each of cost one and
2
reward k with probability 3`
(the reward is otherwise zero). For each i ∈ {0, 1, . . . , `/h} and
2
j ∈ {1, . . . , `} there are h items of cost 2i and reward k/2j with probability 3`
(the reward
is otherwise zero). The optimal (adaptive and non-adaptive) policy considers only the cost
one items with {0, k} reward, and has optimal cost O(`).
Algorithm NonAd-kTSP chooses in each iteration i ∈ {0, 1, . . . , `/h} (of the first forloop), iteration t ∈ {1, · · · , h} (of the second for-loop) and iteration j ∈ {0, 1, . . . , `} (of the
third for-loop) one of the items of cost 2i with {0, k/2j } reward. (This is an optimal choice
for the orienteering instance as rewards are capped at k/2j and the length bound is 2i .)
These items have total cost Θ(` · 2`/h ). For each j ∈ {0, 1, . . . , `} there are h` · h = ` items
2
having reward k/2j with probability 3`
. It can be seen that the total reward from these
items is less than k with constant probability. So the expected cost of NonAd-kTSP is
Ω(` · 2`/h ), implying an approximation ratio Ω(2`/h ).

4

Lower Bound on Adaptivity Gap

We show that the adaptivity gap of Stochastic k-TSP is at least e ≈ 2.718 (Theorem 2).
This holds even in the special case of the stochastic covering knapsack problem with a single
random item. For such instances, we can even prove that the adaptivity gap is exactly e.
Here is an overview of the proof. We start by embedding an online bidding problem
into a stochastic knapsack-cover instance such that non-adaptive (adaptive) policies for the
latter correspond to online (offline) bidding strategies for the former. A result of Chrobak
et al. [13] shows that no online bidding strategy is better than e-competitive. To complete
the analysis, LP duality is used to show that the worst possible adaptivity gap for the
stochastic knapsack-cover instance equals the best possible competitiveness of any online
bidding strategy.
The gap example is based on the following problem studied in [13].
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I Definition 10 (Online Bidding Problem). Given input n ∈ Z+ , an algorithm outputs a
randomized sequence b1 , b2 , . . . , b` of bids from the set [n] := {1, 2, . . . , n}. The algorithm’s
cost under (an unknown) threshold T ∈ [n] equals the (expected) sum of its bid values until
it bids a value at least T . The algorithm is β-competitive if its cost under threshold T is at
most β · T , for all T ∈ [n].
I Theorem 11 ([13]). There is no randomized algorithm for online bidding that is less than
e-competitive.
Without loss of generality, any bid sequence must be increasing; let Γ denote the set
of increasing sequences on [n]. For any I ∈ Γ and T ∈ [n], let C(I, T ) denote the cost of
sequence I under threshold T . In terms of this notation, Theorem 11 is equivalent to:
min
π : distribution(Γ)

max

T ∈[n]

EI←π [C(I, T )]
T

≥

e.

(4)

We now define the stochastic covering knapsack instance. The target k := 2n+1 . There
is one random item r of zero cost having reward k − 2i with probability pi (for all i ∈ [n]).
There are n deterministic items {ui }ni=1 where ui has cost i and reward 2i . We will show
that there exist probabilities pi s so that the adaptivity gap is e.
It is clear that an optimal policy (adaptive or non-adaptive) will first choose item r, since
it has zero cost. Moreover, an optimal adaptive policy will next choose item ui exactly when
Pn
r is observed to have reward k − 2i . Hence the optimal adaptive cost is i=1 i · pi .
Any non-adaptive policy is given by a sequence τ of the deterministic items; recall that
item r is always chosen first. Moreover, due to the exponentially increasing rewards, we can
assume that τ is an increasing sub-sequence of {ui : 1 ≤ i ≤ n}. So there is a one-to-one
correspondence between non-adaptive policies and Γ (in the online bidding instance). Note
Pn
that the cost of non-adaptive solution I ∈ Γ is exactly T =1 pT · C(I, T ); if the random item
r has size k − 2T then the policy will keep choosing items in I until it reaches an index at
least T . Thus, the maximum adaptivity gap achieved by such an instance is:
max
p : distribution([n])

min
I∈Γ

ET ←p [C(I, T )]
.
ET ←p [T ]

(5)

The next lemma relates the quantities in (4) and (5). Below, for any set S, D(S) denotes
the collection of probability distributions on S.
I Lemma 12. For any non-negative matrix C(Γ, [n]), we have:
max

min

p∈D([n]) I∈Γ

ET ←p [C(I, T )]
ET ←p [T ]

=

min

max

π∈D(Γ) T ∈[n]

EI←π [C(I, T )]
.
T

Proof. The second expression equals the LP:
min
s.t.

β
P
T · β − I∈Γ C(I, T ) · π(I) ≥ 0,
P
I∈Γ π(I) ≥ 1,
β, π ≥ 0.

∀T ∈ [n],

Taking the dual, we obtain:
max
s.t.

α
P
α − T ∈[n] C(I, T ) · σ(T ) ≤ 0,
P
T ∈[n] T · σ(I) ≤ 1,
α, σ ≥ 0.

∀I ∈ Γ,
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Define functions g, f : [n] → R+ where
f (p) := min
I∈Γ

n
X

pT · C(I, T ) and

g(p) :=

T =1

n
X

pT · T.

T =1

Note that when p corresponds to a probability distribution, f (p) = minI∈Γ ET ←p [C(I, T )]
and g(p) = ET ←p [T ]. So the first expression in the lemma is just maxp∈D([n]) f (p)/g(p). The
key observation is that f and g are homogeneous, i.e. f (a · p) = a · f (p) and g(a · p) = a · g(p)
for any scalar a ∈ R+ and vector p ∈ Rn+ . This implies that the first expression equals:
max
p∈D([n])

f (p)
g(p)

=

max

p∈Rn
+

f (p)
g(p)

=

max

p∈Rn
+ : g(p)≤1

f (p).

It is easy to check that this equals the dual LP above, which proves the lemma.

J

Thus the above instance of stochastic knapsack cover has adaptivity gap at least e, which
proves Theorem 2. It can also be shown that every instance of stochastic knapsack cover with
a single stochastic item has adaptivity gap at most e: this uses a relation to the incremental
k-MST problem [29].
I Proposition 13. The adaptivity gap of any instance of stochastic knapsack cover with a
single random item is at most e.
Proof. Consider any such instance with item n having random reward R ∈ {0, 1, · · · k} and
each item i ∈ [n − 1] having deterministic reward ri . Let ci denote the cost of each i ∈ [n].
As there is only one random item, any adaptive policy is of the following form (i) select a
subset T1 ⊆ [n − 1] of deterministic items, (ii) select random item n, (iii) depending on the
value of reward R, select subset T2 (R) ⊆ [n − 1] of deterministic items.
Note that if the reward in T1 is itself at least k then we do not even need to use the
random item: so the optimal adaptive and non-adaptive policies are the same (both are T1 ).
On the other hand, if r(T1 ) < k then the random item will be selected with probability one:
so we can assume that it is the first item to be selected, i.e. T1 = ∅.
Now, consider the following incremental k-MST instance. There are n vertices with
distances induced by a star with root n and leaves [n − 1] where the distance d(n, i) = ci .
There is zero reward at the root and reward ri at each i ∈ [n − 1]. The goal is to find a
random sequence σ of edges so that the following ratio is minimized:
max
`≥0

Eσ [cost of minimal prefix of σ with reward at least `]
.
optimal `-MST value

As shown in [29], there is always a random sequence σ with the above ratio at most e.
In the stochastic knapsack-cover instance let p` = Pr[R = `] for ` ∈ {0, 1, · · · k}. Then
Pk
it is clear that the adaptive optimum is AD = cn + `=0 pk−` · OP T (`) where OP T (`)
is the optimal `-MST value. Note also that the sequence σ corresponds to a randomized
non-adaptive solution: item n followed by the remaining n − 1 items in the order that they
Pk
first appear in σ. This has expected value N A = cn + `=0 pk−` · Eσ [σ(`)] where σ(`) is the
cost of the minimal prefix of σ with reward at least `. So the adaptivity gap is at most:
Pk
cn + `=0 pk−` · Eσ [σ(`)]
NA
Eσ [σ(`)]
=
≤ max
≤ e.
Pk
`
AD
OP T (`)
cn + `=0 pk−` · OP T (`)
This also implies that the best deterministic non-adaptive policy costs at most e · AD.

J
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Conclusion

The main (perhaps challenging) open question is to obtain a constant-factor approximation
algorithm for Stochastic k-TSP in either the adaptive or non-adaptive setting. Another
interesting question is the adaptivity gap, even in the special case of stochastic knapsack
cover, where there is a wide gap between the lower bound of e and upper bound of O(log2 k).
Acknowledgment. We thank Itai Ashlagi for initial discussions that lead to this problem
definition.
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Abstract
Most approaches to the synthesis of reactive systems study the problem in terms of a twoplayer game with complete observation. In many applications, however, the system’s environment
consists of several distinct entities, and the system must actively communicate with these entities
in order to obtain information available in the environment. In this paper, we model such
environments as a team of players and keep track of the information known to each individual
player. This allows us to synthesize programs that interact with a distributed environment and
leverage multiple interacting sources of information.
The synthesis problem in distributed environments corresponds to solving a special class of
Petri games, i.e., multi-player games played over Petri nets, where the net has a distinguished
token representing the system and an arbitrary number of tokens representing the environment.
While, in general, even the decidability of Petri games is an open question, we show that the
synthesis problem in distributed environments can be solved in polynomial time for nets with
up to two environment tokens. For an arbitrary but fixed number of three or more environment
tokens, the problem is NP-complete. If the number of environment tokens grows with the size of
the net, the problem is EXPTIME-complete.
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Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.28

1

Introduction

Automating the creation of programs is one of the most ambitious goals in computer science.
Given a specification, a synthesis algorithm either generates a program that satisfies the
specification or determines that no such program exists. The promise of synthesis is to
let programmers work on a more abstract level and thus to fundamentally simplify the
development of complex software.
Most current synthesis approaches (cf. [16, 5, 3, 15, 7]) are based on the game-theoretic
approach, originally introduced by Büchi and Landweber [4], in which the synthesis problem
is seen as a two-player game with complete observation, played between a system player and
an environment player. The goal of the system player is to ensure that the specification is
satisfied; the goal of the environment player is to ensure a violation. A winning strategy for
the system player defines a control program that reads in the decisions of the environment
as its inputs and produces the decisions of the system as its outputs.
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A fundamental limitation of the standard game-theoretic formulation is that the environment is a monolithic block. In many applications, however, the environment consists of
several distinct entities, and the system must actively communicate with these entities in
order to obtain information available in the environment. In this paper, we introduce the
synthesis problem in distributed environments. As in the standard approach, we view the
synthesis problem as a game between the system and the environment. However, rather
than considering the environment as a single player in this game, we consider it as a team
consisting of several players that may carry different information. Both the individual
environment players and the system player can increase their knowledge by interacting with
other players.
The problem is related to, but very different from, the distributed synthesis problem [18]. In
distributed synthesis, it is the system that is partitioned into multiple players, corresponding
to multiple processes. The key difficulty here is to coordinate the strategies of the system
players. In the synthesis problem in distributed environments, it is instead the environment
that consists of multiple entities. The key difficulty here is for the system player to synchronize
with the right environment players at the right points in time.
We study the synthesis problem in distributed environments in the framework of Petri
games [12]. The players of a Petri game are represented as the tokens of a Petri net,
partitioned into the system and environment players. Synthesis in distributed environments
corresponds to Petri games with a single system token and multiple environment tokens. We
assume that the underlying Petri net is bounded, i.e., only a bounded number of players can
be generated over the course of a game. For unbounded nets, Petri games are known to be
undecidable [12].
The players of a Petri game advance asynchronously except for synchronous interactions,
in which players exchange knowledge. We assume that, whenever multiple players interact,
they exchange information both truthfully and maximally. This model of knowledge is called
causal memory. In this paper, we restrict our synthesis to safety specifications, i.e., the
system must prevent the global state from entering certain bad configurations.
We illustrate our setting with a small access control example. Suppose you would like to
synthesize a lock controller for a safe that contains sensitive business information. Corporate
policy mandates that the safe may only be jointly opened by two employees and that
both must previously have confirmed their identity with a corresponding authentication
authority. The environment of the lock controller thus consists of four independent players:
the employees e1 and e2 and their authenticators a1 and a2 . These entities interact with
each other (when a1 authenticates e1 or a2 authenticates e2 ) and with the system player
(when e1 or e2 request the safe to open). Since there is no direct interaction between the lock
controller and the authenticators, the knowledge about the authentication must be provided
to the lock controller by the employees.1
Figure 1 shows how our access control scenario can be modeled as a Petri game. Players
are represented by tokens (dots) that move between places (circles) using transitions (squares).
The system player, who only moves between places marked in gray, starts in a place indicating
that the safe is closed. The game allows her to consult with any employee and remain in
her position, or to move to the place sopen to open the safe. The first employee starts in
e1 and can either directly move to e1attempt or can synchronize with her authenticator to
move there. In the latter case, the authenticator simultaneously moves to a1auth , where

1

In Petri games, all players are truthful. Think of the tokens as carriers of information, e.g., a cryptographically secured smart card carried by the employee.
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e1

e2

a1

e2wait
a2

sclosed

a1auth

a2auth
e1attempt

sopen

e2attempt

Figure 1 Petri game of the access control example. If the system player lies in sopen while there
is still a player in a1 or a2 , the system immediately loses the game.

she cannot authenticate e1 a second time. When the employee is in e1attempt , the system
player can choose to synchronize with her, moving the employee back to e1 and exchanging
all knowledge between the players. In particular, the system player learns whether the
employee was authenticated. Afterwards, the employee can attempt to open the safe again,
for example to make up for not being authenticated the last time. If the employee has
already authenticated, she can alternatively move to e1wait and remain there. This possibility
forces the locking mechanism to stop waiting for communication once it knows enough and
to unlock the safe instead. The second employee is modeled symmetrically. To prevent the
system from unlocking prematurely, we declare that all situations in which the safe is open
but in which one authenticator has not moved yet as losing for the system.
A winning strategy for this game, as found by our synthesis algorithm, would be to allow
communication with e1 and nothing else until (possibly never) the system learns that the
employee has authenticated. Then, it allows communication with e2 until the same is true
for the second employee. Finally, it opens the safe.
Related work. Synthesis in distributed environments is related to planning under partial
observation [19, pp. 138–146] in that our strategies also combine information gathering and
action. However, the classical partial-information setting does not capture the knowledge
of different actors. With causal memory, a player’s knowledge naturally refers to past
observations and to the knowledge of other players. Synthesis in distributed environments
can be expressed as a control problem [14, 17] for Zielonka’s asynchronous automata [21].
Because this model is very expressive, all known decidability results assume strong restrictions
on the communication architecture. Since our environment players are allowed to freely
interact with each other and with the system, we cannot apply these results. Petri games
were introduced in [12] and there is growing tool support for solving Petri games [10, 9]. The
decidability of general Petri games is an open question. The only previously known decision
procedure is restricted to the case of a single environment token [12]. In this paper, we solve
the complementary case, where the number of environment tokens is unbounded (but there
is only one system token). There is also a semi-algorithm for solving Petri games [8]. This
approach finds finitely representable winning strategies, but does not terminate if no winning
strategy exists.
Contributions. Our main technical contribution is an EXPTIME algorithm for deciding
bounded Petri games with one system player and an arbitrary number of environment players.
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Previously, the synthesis problem for Petri games with more than one environment player
was open. We provide a matching lower bound to show that our algorithm is asymptotically
optimal. If the number of environment players is kept constant, we show that the problem can
be solved in polynomial time for up to two environment players whereas it is NP-complete for
three or more environment players. The following table sums up the complexity of deciding
k-bounded Petri games with one system player and e environment players, for any k ≥ 1:
e≤2
e≥3
e grows with net

2

P
NP-complete
EXPTIME-complete

Petri nets

We recall notions from the theory of Petri nets as used in [12]. A tuple N = (P, T , F, In) is
called a Petri net if it satisfies the following conditions:
The set of places P and the set of transitions T are disjoint;
The flow relation F is a multiset over (P × T ) ∪ (T × P), i.e., N is a directed, bipartite
multigraph with nodes P ∪ T and edges given by F. We use the term nodes to refer to
places and transitions simultaneously. For nodes x, y, we write x F y to denote (x, y) ∈ F;
The initial marking In is a finite multiset over P;
We require finite synchronization and nonempty pre- and postconditions: For a node x,
define the precondition as a multiset pre(x) such that pre(x)(y) = F(y, x) for all nodes y
and similarly define the postcondition by post(x)(y) = F(x, y). Then, all transitions t
must satisfy 0 < |pre(t)| < ∞ and 0 < |post(t)| < ∞.
A net is called finite if it contains finitely many nodes.
By convention, the components of a net N are named P, T , F and In, and similarly for
nets named N1 , N σ , N U , etc. We graphically specify Petri nets as multigraphs, where places
are represented by circles, transitions by squares and the flow relation by arrows. In addition,
the number of dots in a place reflects the multiplicity of this place in the initial marking.
Apart from the gray color of certain places, Fig. 1 shows a Petri net with named places.
A marking M of N is a finite multiset over P. We think of the Petri net as a board on
which a finite number of tokens moves between places by using transitions. A marking then
represents a certain configuration by listing the current number of tokens on every place. We
can move from one marking to another by firing a transition t, i.e., by removing tokens in
pre(t) and putting tokens into post(t) instead. If the total number of tokens changes in this
process, we think of such transitions as generating or consuming tokens. We say that t is
enabled in a marking M if pre(t) ⊆ M. If this is the case, we can obtain a new marking
M0 := M − pre(t) + post(t) by firing t, and we write M |ti M0 to denote that M0 can be
constructed from M and t in this way. A marking is said to be reachable if it can be reached
from the initial marking by firing a finite sequence of transitions. We generalize preconditions
U
and postconditions to sets S of nodes by defining pre(S) := x∈S pre(x) and analogously for
post(S). A Petri net is k-bounded for a natural number k ≥ 1 if, for all reachable markings
M and places p, M(p) ≤ k holds. We call a net bounded if it is k-bounded for some k.
We are mainly interested in Petri nets as a model for the causal dependencies between
events. These dependencies are made explicit in occurrence nets, certain acyclic nets in
which each place has a unique causal history. Before giving their definition, we introduce
notation to capture different kinds of causal relationships between nodes. We denote the
transitive closure of the support of F by < and its reflexive and transitive closure by ≤.
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We call x and y causally related if x ≤ y or y ≤ x. The causal past of a node x is the
set past(x) := {y ∈ P ∪ T | y ≤ x}. We extend this notion to sets S of nodes by setting
S
past(S) := x∈S past(x). Apart from being causally related, two nodes x, y might also be
mutually exclusive, i.e., they might be the result of alternative, nondeterministic choices.
We say that x and y are in conflict, for short x ] y, if there exists a place p, p =
6 x, p =
6 y,
such that x and y can be reached following the flow relation from p via different outgoing
transitions. If x and y are neither causally related nor in conflict, we call them concurrent.
An occurrence net is a net N that satisfies all of the following conditions: the pre- and
postconditions of transitions are sets, not general multisets; each place has at most one
incoming transition; the initial marking is the set {p ∈ P | pre(p) = ∅}; the inverse flow
relation F −1 is well-founded, i.e., if we start from any node and follow the flow relation
backwards, we eventually reach a place in the initial marking; no transition is in conflict
with itself. Occurrence nets are 1-bounded, i.e., their reachable markings are sets.
We call a maximal set C of pairwise concurrent places in an occurrence net a cut. The
finite cuts of an occurrence net are exactly its reachable markings [11, App. B.1]. Since
the occurrence nets that we will work with only have finite cuts, we can use the terms
interchangeably [11, Corollary 17].
A homomorphism from a Petri net N1 to a Petri net N2 is a function λ : P1 ∪ T1 → P2 ∪ T2
that only maps places to places and transitions to transitions such that, for all t ∈ T1 ,
λ[pre(t)] = pre(λ(t)) and λ[post(t)] = post(λ(t)). λ is called initial if additionally λ[In 1 ] = In 2
holds.
An initial branching process β of a net N is a pair (N U , λ) where N U is an occurrence
net and λ is an initial homomorphism from N U to N such that ∀t1 , t2 ∈ T U . (pre(t1 ) =
pre(t2 ) ∧ λ(t1 ) = λ(t2 )) → t1 = t2 . Conceptually, a branching process describes a subset of
the possible behavior of a net as an occurrence net. If a place or a transition in the original
net can be reached on different paths or with different knowledge, the branching process
splits up this node. The homomorphism λ is used to label those multiple instances with the
original node in N . The additional condition means that the branching process may not
split up a transition unnecessarily: For the same precondition, at most one instance of a
certain transition can be present in the branching process.

3

Petri games

In a Petri game, we partition the places of a finite Petri net into two disjoint subsets: the
system places PS (represented in gray) and the environment places PE (represented in white).
For convenience, we write P for the set of all places of the game PS ∪ PE . A token on a
system place represents a system player, a token on an environment place an environment
player. Additionally, a Petri game also identifies a set of bad markings B, which the system
players need to avoid.2 If the game reaches a marking M in B, the environment wins; the
system wins if this is never the case. Formally, a Petri game G is a tuple (PS , PE , T , F, In, B).
We call N G := (P, T , F, In) the underlying net of G.
Transitions whose entire precondition belongs to the environment are called purely
environmental. Otherwise, we call the transition a system transition.

2

This is more general than in [12], where instead of avoiding a set of arbitrary markings, the system
tries to avoid all markings that have a nonempty intersection with a set of bad places. [8] also uses
arbitrary sets of bad markings. Since the hardness proofs in Theorems 7 and 8 only use bad markings
of this shape, this generalization does not increase the computational hardness of our setting. In our
complexity analyses in Theorems 6, 8 and 9, we do not commit to a specific input encoding of bad
markings such that our results remain valid if a set of bad places is given instead.

FSTTCS 2017

28:6

Synthesis in Distributed Environments

Since Petri games aim to model the information flow in a system, a system player’s
decisions may only depend on information that she has witnessed herself or that she has
obtained by communicating with other players. We thus describe strategies of the system as
branching processes of the underlying net of the game, where the causal dependencies are
made explicit. While the game is played on the underlying net, the strategy keeps track of
the current state of the game as well as its causal history. Every reachable marking of the
branching process corresponds to a reachable marking in the underlying net [11, Lemma 14].
However, the marking in the strategy might have less enabled transitions than the one in
the underlying net, which means that the strategy can prevent certain transitions from
firing. The game progresses by nondeterministically firing transitions that are allowed by
the strategy. No matter which transitions are fired in which order, the system players need
to ensure certain properties of the game. Because of this, it is sometimes useful to think of
these choices as being made by an adversarial scheduler.
A winning, deadlock-avoiding strategy is an initial branching process βσ = (N σ , λ) of the
underlying net of the game that satisfies the following four conditions:
justified refusal Let S be a set of pairwise concurrent places in P σ and t be a transition in
the underlying net, where λ[S] = pre(t) but there is no t ∈ T σ such that λ(t) = t and
pre(t) = S. Then, there must be a place s ∈ S ∩ PSσ such that t ∈
/ λ(post(s)).
safety For all M ∈ R(N σ ), λ[M] ∈
/ B.
determinism For all s ∈ PSσ and all reachable markings M in N σ that contain s, there is at
most one transition t ∈ post(s) that is enabled in M.
deadlock avoidance For all M ∈ R(N σ ) we require that, if any transition of the underlying
net is enabled in λ[M], then some transition in the strategy must be enabled in M.
In the above conditions, we extended the notion of system places to the strategy by setting
σ :=
PSσ := P σ ∩ λ−1 (PS ). We similarly define the environment places of the strategy as PE
σ
−1
P ∩ λ (PE ). To distinguish more clearly between nodes in the strategy and nodes in the
underlying net, we always use bold variable names such as p or t for the latter.
Justified refusal means that a system player influences the course of the game by refusing
to take part in certain transitions in her postcondition. Even if every place in pre(t) contains
a token for some t ∈ T , the transition can fire iff, for every place in pre(t) ∩ PS , the
corresponding system player allows this transition. In particular, purely environmental
transitions cannot be restricted by the strategy. More precisely, the condition refers to all
possible preconditions S where a transition could have been added to the strategy, but was
not. If no instance t of t with the right precondition exists so far, there must be a system
place in S that refuses to take part in any instance of t. Note that a system player can only
refuse all transitions in the strategy with the label t or must allow all of them.
The safety objective requires that the game never reaches a bad marking. Determinism
enforces that, from a system player’s perspective, all sources of uncertainty are in the vicinity
of an environment player. This does not prevent a system player from allowing multiple
transitions, as long as these transitions are enabled in different markings.
Finally, we require the strategy to avoid deadlocks. Without this condition, a strategy
might simply refuse to fire any system transition at all. In general, the system prefers to
fire less transitions since they might potentially lead to bad markings and since allowing too
many of them might cause nondeterminism. The criterion enforces that, whenever no purely
environmental transition is enabled in a marking but some system transition is enabled,
the strategy must allow one of them in order to keep the game going. This still allows the
strategy to enter markings in which no transition is enabled at all. Similarly, a system player
may refuse all transitions in her postcondition as long as she knows that the game will always
allow another player to move.
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V0 0 = {(M, >, {sM }) | M ∈ R(N )}
V1 0 = {(M, c, R) | M ∈ R(N ); c ⊆ post(sM ); sM ∈ R ⊆ M}
I 0 = (In, >, {sIn })
E 0 = {(M, >, {sM }) → (M, c, {sM }) | c ⊆ post(sM )}
(
)
t purely environmental transition; M |ti M0 ;
0
0
∪ (M, c, R) → (M , c, R )
o ∈ post(t); R0 = R − pre(t) + {o}
(
)
0
t
system
transition;
t
∈
c;
M
|ti
M
;
∪ (M, c, R) → (M0 , >, {sM0 })
R ⊆ pre(t)

(E’1)

X 0 = {(M, c, R) | M ∈ B}

(X’1)

0

0

(E’2)

(E’3)

∪ {(M, c, R) | t, t ∈ c; t 6= t ; both enabled in M}

(X’2a)

∪ {(M, c, R) | t ∈ c; enabled in M; 0 < pre(t)(p) < M(p) for some p ∈ P}

(X’2b)

∪ {(M, c, R) | Some t ∈ T enabled; all such t involve the system and t ∈
/ c}

(X’3)

Figure 2 Description of the two graph games constructed from G. For the components of
Graph(G), ignore all colored parts. Including them, we get the components of Graph 0 (G).

4

Reduction to games over finite graphs

We wish to decide whether a k-bounded Petri game with one system player admits a winning,
deadlock-avoiding strategy. In case of a positive answer, we also want to obtain a description
of such a strategy. Note that the system player’s decisions can be based on an unboundedly
growing amount of information. Because of this, it is not at all obvious that the existence of
a strategy is decidable and that strategies can be represented in finite space.
In this section and the next, we show that the decision problem is EXPTIME-complete
in the size of the net. We establish the upper bound through a many-one reduction to a
complete-observation game over a finite graph. We consider Petri games with a single system
player, i.e., all reachable markings M contain exactly one system place, which we denote by
sM . In the cuts C of a strategy, we denote the unique system place by sC .
For a given Petri net G with underlying net N , Fig. 2 defines the components of the
translated graph game Graph(G) = (V0 , V1 , I, E, X ) if we ignore all colored parts. The set of
vertices V consists of two disjoint subsets V0 and V1 , which describe the vertices belonging
to players 0 and 1, respectively. The game begins in the initial vertex I. From a vertex
v ∈ V, the current player chooses an outgoing edge in E. A play, i.e., a maximal sequence
I = v0 v1 . . . of vertices with (vi , vi+1 ) ∈ E for all i, is winning for Player 0 if no vertex is an
element of the bad vertices X . A strategy Tσ (for Player 0) is a V-labeled tree whose root
is labeled with I. If a node is labeled with a vertex in V1 , its children are labeled with all
successor vertices. Otherwise, it has a single child labeled with one particular successor. The
strategy is winning if all maximal paths through it are labeled with winning plays. All such
games are memoryless determined: If there is any winning strategy, there exists a winning
strategy that selects, from any two nodes with the same label, the same successor vertex.
The vertices of the game essentially represent the reachable markings of the Petri game
and Player 1 moves between markings by firing enabled transitions. This means that Player 1
plays the role of both the environment and the nondeterminism stemming from different
schedulings. Player 0, who represents the system, can only act by refusing to allow some
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transitions in the postcondition of the single system place in the marking. Since these
decisions should not depend on scheduled, purely environmental transitions that the system
would not yet know in the Petri game, Player 0 is forced to choose directly after the system
player has taken a transition. Similarly to [12], we therefore add a commitment, i.e., a set
c ⊆ post(sM ), to each vertex of the graph game. The commitment keeps track of the set of
outgoing transitions of the current system place that the system player allows. Player 0’s
vertices are marked with > instead of a commitment to denote that she needs to decide
on a commitment in the next step (E1). Player 1’s choices are then restricted such that
she can fire all purely environmental transitions (E2) but can only fire system transitions
that appear in the commitment (E3). The bad vertices correspond to bad markings (X1),
nondeterminism (X2a, X2b) and deadlock (X3).
To prove the reduction correct, we need to show that G has a winning, deadlock-avoiding
strategy iff Player 0 has a winning strategy in Graph(G). For this, we give translations
between these types of strategies.

4.1

From Petri game strategies to graph game strategies

Assume that we are given a winning, deadlock-avoiding strategy βσ = (N σ , λ) for G. We
inductively build a strategy Tσ for Graph(G). Whenever we encounter a node labeled with a
vertex belonging to Player 0, we choose an outgoing edge, i.e., a suitable commitment.
For any such node, we look at the sequence of labels on the path that leads to it from the
root. This sequence is a prefix of a play, which we denote by v0 v1 . . . vr = (M, >). Edges of
type (E1) in this prefix do not change the marking. All other edges are associated with firing
a transition. Starting from the initial cut, we fire λ-preimages of these transitions one after
another. If multiple transitions could be responsible for the edge or if multiple preimages are
enabled, choose one canonically. For edges of type (E2), such preimages always exist because
justified refusal does not allow βσ to restrict purely environmental transitions. In the case
of edges of type (E3), we make sure to only include transitions in the commitment if the
existence of such preimages is ensured. By consecutively firing such a sequence of transitions,
we reach a cut C such that λ[C] = M. Set c := {λ(t) | t ∈ post(sC )} and choose the outgoing
edge leading to (M, c) to construct the strategy.
For well-definedness, it remains to show that, when Player 1 schedules a system transition
t ∈ c the next time, a preimage of this transition will be enabled in the cut C 0 that corresponds
to the node in the strategy. Since, in between, only purely environmental transitions will be
fired, sC will still be part of C 0 . The system place has a preimage of t in its postcondition by
the definition of c. Therefore, a preimage enabled in C 0 exists by justified refusal.
I Theorem 1. Tσ is a winning strategy for Player 0.
Proof sketch (detailed in full version [11, B.2]). Consider a node n in Tσ with the label
(M, c). As in the construction of the graph game strategy, we canonically fire transitions
corresponding to the prefix until we reach a cut C such that λ[C] = M. Now assume that n is
a bad vertex. Each kind of bad vertices (X1), (X2a), (X2b) or (X3) translates to a violation
of the properties of a winning, deadlock-avoiding strategy in C, contradiction. Thus, no node
is labeled with a bad vertex and the strategy is winning.
J

4.2

From graph game strategies to Petri game strategies

The converse direction is harder to prove. So far, we have shown that, if the system can win
a Petri game with incomplete information, Player 0 can also win a game with full information
on the marking graph. This is not surprising. In this step however, we must show that this
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additional information does not give an advantage to Player 0 that the system does not have.
In the construction of Graph(G), we have already introduced commitments, which prevent
Player 0 from using information about the scheduling of purely environmental transitions for
her subsequent move. However, Player 0 might still use this information to make her move
after the next. If the system player does not learn about the environment transition in her
next step, this is an illegal flow of information.
The main idea now is that, while some parts of the graph game strategy do not correspond
to a valid information flow in the Petri game, others do. In these latter parts, the strategy
contains all necessary decisions to win the Petri game. Conceptually, we need to cut
away unreasonable plays from the strategy. Alternatively, we might say that a forbidden
information flow only happens if Player 1 does not play in an intelligent way. From Player 1’s
point of view, it is dangerous and unnecessary to schedule a purely environmental transition
and then schedule a system transition unless the former is needed to enable the latter. If she
does so, Player 0 gains potentially useful information, which Player 1 could easily prevent by
scheduling the purely environmental transition at a later point, i.e., when it is necessary to
enable the next system transition or when a winning situation for Player 1 (bad marking,
nondeterminism or deadlock) can be reached without any more moves by Player 0. To make
this idea formal, we construct another graph game Graph 0 (G), which restricts Player 1’s
moves to enforce the behavior described above. Then, we can easily show that any winning
strategy for Graph(G) translates to a winning strategy for Graph 0 (G), where Player 1 has
fewer options. In a second step, we will translate the strategy from Graph 0 (G) back to a
strategy for the Petri game, which will prove the desired equivalence.
The new graph game Graph 0 (G) = (V00 , V10 , I 0 , E 0 , X 0 ) is defined in Fig. 2 by taking into
account the colored parts. The vertices of Graph(G) are extended by a third component, a
responsibility multiset R over P. This multiset R ⊆ M tracks the information generated by
firing transitions. At any point in the Petri game, a subset S of the cut such that λ[S] = R
together carries the information about all fired transitions. This notion is made precise in
[11, Lemma 18]. After a transition has been fired, every token in its postcondition carries the
information about the causal pasts of all participating tokens and about the fired transition
itself. For this reason, when an edge of type (E’2) fires a purely environmental transition
t, the tokens in pre(t) are subtracted from R, and Player 1 chooses an arbitrary token
o ∈ post(t), which will carry the information to the system player. Edges of type (E’3) deal
with R similarly in that they also subtract the precondition from R and instead add one
element of the postcondition, namely the system place. In contrast to Graph(G), these edges
only allow system transitions if the responsibility multiset is included in the precondition,
i.e., if the system player would directly learn about all previously scheduled transitions by
taking this system transition.
I Theorem 2. If there is a winning strategy for Graph(G), there exists a winning strategy
for Graph 0 (G).
Proof sketch (detailed in full version [11, B.3]). Graph 0 (G) only reduces Player 1’s options.
J
We now translate a winning strategy Tσ for Graph 0 (G) back into a winning, deadlockavoiding strategy for the Petri game. Without loss of generality, we assume Tσ to be
memoryless. We traverse the strategy tree in breadth-first order and inductively build the
Petri game strategy βσ = (N σ , λ). Simultaneously, we map each node of the tree to a
nonempty set of cuts. We call these cuts the associated cuts of the node. These cuts can be
reached from In σ by firing λ-preimages of transitions corresponding to the edges of types
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(E’2) and (E’3) on the path from the root to this node. In particular, every such cut C will
satisfy λ[C] = M, where M is the marking found in the label of the node.
We begin by mapping the root of the tree to a single cut In σ , i.e., a fresh set of places
such that λ[In σ ] = In. Then, we traverse Tσ and distinguish between the different kinds of
edges in the graph game by which the vertex of the currently visited node has been reached
from its predecessor.
(E’1): Do not modify βσ and map the new node to the same cuts as its parent.
(E’2) or (E’3): Let C be one of the cuts associated with the parent node. Let t be a
transition that could have been used in the definition of (E’2) or (E’3) to justify the
existence of the edge. Finally, let B be any subset of C with λ[B] = pre(t). Such a subset
always exists because t is enabled in λ[C]. If it already exists, let t ∈ T σ be a transition
with pre(t) = B and λ(t) = t. Else, create a new such transition and a fresh set of places
as its postcondition such that λ[post(t)] = post(t). Choose C 0 such that C |ti C 0 . We map
the new node to all cuts C 0 that can be constructed from suitable C, t and B in this way.
We need to show that βσ is a strategy. First, we can easily see that the construction
ensures all requirements of an occurrence net. Furthermore, βσ is an initial branching process
because λ is an initial homomorphism and because we only add a new transition if no other
transition with the same label and precondition exists.
Before we can prove that βσ satisfies the four axioms of a winning, deadlock-avoiding
strategy, we need to show that the responsibility multiset construction works as intended.
First, we show that the construction prevents illegal information flows. Whenever the system
player moves in the graph game, she directly learns about all previously scheduled transitions.
Formally, nodes labeled with player-0 vertices are only mapped to cuts C that are the last
known cuts of their respective system place sC . The last known cut of a place x ∈ P σ is
defined as LKC (x) := {p ∈ P σ | p ≮ x ∧ ∀t ∈ pre(p). t < x}. In the terminology of [6], this
cut is the mapping cut of past(x) ∩ T , i.e., the cut reached by firing all transitions in the
past of x. The last known cut of x has the special property that, for every cut C with x ∈ C,
the last known cut of x lies in past(C) [11, Lemma 20].
I Lemma 3. Let a node in Tσ be labeled with a vertex belonging to Player 0 and let C be
one of its associated cuts. Then, C = LKC(sC ).
Proof in full version [11, B.4].

J

Second, we need to show that the responsibility multiset construction does not overly
restrict the scheduling. For certain schedulings of purely environmental transitions, the
responsibility multiset prevents a system transition from being fired even though it is enabled
and in the commitment. If, since the Player 0’s last move, Player 1 had skipped firing all
transitions that do not help to enable this system transition, the transition could be fired.
Therefore, the Petri game strategy contains all system transitions wherever they are not
refused. This is formally stated and proved in [11, Lemma 21].
I Lemma 4 (safety). Let C be a cut in N σ . Then, λ[C] ∈
/ B.
Proof. Consider the node n for which sC was inserted into the strategy. This node must be
labeled with a V0 vertex and must have LKC (sC ) as one of its associated cuts by Lemma 3.
Since LKC (sC ) ⊆ past(C), there is a sequence of purely environmental transitions leading
from LKC (sC ) to C [11, Lemma 16]. Thus, from n’s unique successor, we can follow a
corresponding sequence of type-(E’2) edges to a node n0 with C as one of its associated cuts.
If λ[C] were a bad marking, n0 would be labeled with a bad vertex of type (X’1). Since Tσ is
a winning strategy, this is not the case.
J
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For the proofs of justified refusal (Lemma 24), determinism (Lemma 25) and deadlock
avoidance (Lemma 26), we refer the reader to the full version [11]. As an immediate
consequence, βσ is a winning, deadlock-avoiding strategy, which concludes the claimed
equivalence:
I Theorem 5. If Graph 0 (G) has a winning strategy for Player 0, there exists a winning,
deadlock-avoiding strategy for G.

5

Synthesis in distributed environments is EXPTIME-complete

I Theorem 6. For fixed k ≥ 1, k-bounded Petri games with one system player and an
arbitrary number of environment players can be decided in exponential time.
Proof. Our reduction allows to decide such Petri games G in exponential time: The number
of vertices in Graph(G) is bounded by k |P| · (2|T | + 1) and its local structure can be computed
efficiently. Since graph games with such safety winning conditions can be solved in linear
time in the size of the game [1, pp. 78–79], this requires exponential time in the size of the
Petri game.
In [11, App. C.1], we describe an algorithm that evaluates the commitments symbolically
and uses a SAT solver to speed up solving the game in practice. If we solve the SAT instances
through a naïve enumeration, we have an explicit EXPTIME algorithm, whose complexity is
analyzed in [11, App. C.2].
J
I Theorem 7. Deciding k-bounded Petri games with one system player and an arbitrary
number of environment players is EXPTIME-hard for any k ≥ 1.
Proof sketch (detailed in full version [11, B.7]). We show hardness through a reduction
from the EXPTIME-complete combinatorial game G5 from [20]. This reduction is similar to
the one given in [12] for the fragment with one environment player. In G5 , two players, PS
and PE , take turns in switching the truth values of a finite set of Boolean variables, one at a
time. Alternatively, they are allowed to pass. The players operate on disjoint subsets of the
variables. Initially, the variables have predefined values. If, at a certain point, a formula φ
over the variables becomes satisfied, PE wins; else, PS wins.
For an instance of this game, we build a Petri game such that there is a winning,
deadlock-avoiding strategy iff PS has a winning strategy in the original game. Without
loss of generality, let φ be given in negation normal form. An example for the reduction
is illustrated in [11, Fig. 4]. Each variable is represented by an environment token moving
between two places, indicating the variable’s truth value. An additional environment token
keeps track of the current turn. If it is PE ’s turn, this token synchronizes with one of the
environment variables and switches its position. If it is PS ’s turn, the token first informs the
single system token of the previous moves and then enables the transitions for switching a
system variable, from which the system token chooses one.
Instead of letting a player move, the turn token can permanently freeze the variables
and prove that φ is satisfied. For this, we have an additional environment token for every
subformula, each with two places. The turn token can move these tokens to their second place
to prove that the subformula is satisfied. For literals, the turn token needs to synchronize
with the respective variable in the correct place. For disjunctions, it must synchronize with
the token of one of the subformulas, which must have been proved before. For conjunctions,
synchronization with both subformula tokens is required. The bad markings are exactly
those in which the entire formula φ is proved. This game is 1-bounded, thus k-bounded. J
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6

Sparse Petri games

The nets produced by our EXPTIME-hardness reduction contain a high number of environment tokens. Because of this, the number of reachable markings grows exponentially and
computational cost with it. To study other sources of algorithmic hardness, we analyze the
complexity of the problem for a fixed maximum number p of environment players. Then, we
can bound the number of reachable markings by the polynomial (|P| + 1)(p+1) instead of by
(k + 1)|P| . For a fixed p, the problem is in NP: We nondeterministically guess a commitment
for every V0 vertex and verify in polynomial time that no bad vertices are reachable.
I Theorem 8. For a fixed p ≥ 3, deciding Petri games with one system player and p
environment players is NP-complete.
Proof sketch (detailed in full version [11, B.8]). The upper bound has already been established. Show the lower bound by a reduction from the Boolean satisfiability problem
with 3-clauses (3SAT). For a given instance, construct a Petri game with three environment
players and a single system player. For every clause, the single system player must allow at
least one transition corresponding to a satisfied literal in the clause. Deadlock avoidance
forces the system player to allow at least one such transition per clause. Nondeterminism
prevents the system player from allowing two transitions corresponding to complementary
literals.
J
I Theorem 9. Petri games with one system player and at most two environment players
can be decided in polynomial time.
Proof sketch (detailed in full version [11, B.9]). We adapt the algorithm in [11, App. C.1],
which evaluates commitments symbolically with a SAT solver. Due to the special structure
of the SAT instances generated, we can add pre- and postprocessing steps such that the SAT
queries only contain 2-clauses. Since 2SAT can be solved in polynomial time [2], this yields a
polynomial-time decision procedure.
J

7

Conclusions

In this paper, we have developed algorithms for the synthesis of reactive systems in distributed
environments. We have studied the problem in the setting of Petri games. Previously, the
decidability of Petri games was only known for non-distributed environments, i.e., for games
with a single environment token [12]. Our algorithms solve Petri games with one system
token and an arbitrary number of environment tokens. We have shown that the synthesis
problem can be solved in polynomial time for nets with up to two environment tokens.
For an arbitrary but fixed number of three or more environment tokens, the problem is
NP-complete. If the number of environment tokens grows with the size of the net, the
problem is EXPTIME-complete.
An intriguing question for future work is whether our results, which scale to an arbitrary
number of environment tokens, can be combined with the results of [12], which scale to
an arbitrary number of system tokens. This would allow us to synthesize “distributed
systems in distributed environments.” With the algorithm presented in this paper, we can
already synthesize individual components in such distributed systems, by treating the other
components as adversarial (cf. [13]). The approach of [12] would additionally allow us to
analyze the cooperation between the system components.
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Abstract
We formulate what might be the simplest train scheduling problem considered in the literature
and show it to be NP-hard. We also give a log-factor randomised algorithm for it. In our problem
we have a unidirectional train track with equidistant stations, each station initially having at most
one train. In addition, there can be at most one train poised to enter each station. The trains
must move to their destinations subject to the constraint that at every time instant there can be
at most one train at each station and on the track between stations. The goal is to minimise the
maximum delay of any train. Our problem can also be interpreted as a packet routing problem,
and our work strengthens the hardness results from that literature.
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Keywords and phrases Combinatorial optimisation, Train scheduling, Max-delay minimisation,
Complexity analysis, Approximation algorithm
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1

Introduction

In this paper, we formulate a very simple train scheduling problem, show its NP-hardness,
and give a randomised log-factor approximation algorithm.
Train scheduling is an extensively researched area (see, for example, the recent surveys of
[1, 7, 19, 21]). The major model used is as follows. We are given a graph in which vertices
represent stations and edges represent tracks. Initially, each station may hold one or more
trains, which are to be moved to specified stations using specified paths. Under the standard
signalling regime, on each edge there can be at most one train, and it takes some specified
finite time for a train to cross an edge. Additionally, there exists a buffering limitation –
each station is capable of holding no more than a specified number of trains. The goal is to
move the trains such as to minimise the makespan (maximum completion time), flow-time
(total completion time), or max-delay (maximum delay suffered by any train). This abstract
problem is also studied in the packet routing literature with trains, stations, and tracks
replaced by packets, network nodes, and communication links.
The problem as defined above is known to be NP-complete in various versions. See [20]
for minimising the makespan, assuming unbounded buffering at each node, even when the
graph is a tree. See [5] for minimising the makespan or max-delay even to a constant factor,
assuming bounded buffering at nodes, for levelled directed networks in which packets move
from the lowest numbered level to the largest numbered level.
© Apoorv Garg and Abhiram G. Ranade;
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Figure 1 The model network

For general networks, constant factor approximation algorithms are known for minimising
the makespan even with constant number of buffers at each node [14, 15, 24, 22]. For directed
as well as undirected trees a 2-approximation of the optimal makespan can be obtained if we
have an unbounded number of buffers in each node [20]. For unidirectional rings, in-trees, and
out-trees, the optimal makespan can be obtained with unbounded buffers [16]. One recent
study analyses the computational complexity of a specific train scheduling problem [10]. It
models the problem of scheduling, with minimum makespan, several trains from opposite
sides along a single bi-directional track with unbounded capacity at intermediate stations
where trains can pass and cross each other. The problem is shown to be pseudo-polynomially
solvable with equal train-speeds; however, with different speeds, it can be translated to a
job-shop scheduling problem that is already strongly NP-hard.
Our concern in this paper is scheduling trains on a directed path, with trains allowed
to enter or exit the path at any station. We consider minimising the max-delay, which we
believe is more appropriate for train scheduling. The motivation for our study is twofold.
First, large train networks are often broken into smaller networks for the purpose of managing
them. These smaller networks often consist of a major trunk route with trains entering
and exiting the route from and to branch lines. Each direction of the route is like the path
network we consider. In addition, we are interested in a path network also because it is
presumably the simplest network possible. Indeed, we further simplify the network – we
assume that the inter-station distances, as well as the train speeds, are identical. We feel
that we should figure out good theory for this elementary model before moving on to more
complex ones. Finally, we note that there is also a large amount of experimental work on
train scheduling using simulation, heuristics, integer linear programming, game theory, etc.
[2, 3, 4, 6, 8, 11, 12, 17, 18, 23]. Our interest, as explained earlier, is different.
Outline of the paper is as follows. In Section 2, we formally define our problem. We
also define in Section 3 a chain-hole view of the movement of trains, which is useful in the
exposition of our lower and upper bounds. In Section 4, we show that finding a schedule
with minimum max-delay is NP-hard. In Section 5, we present a randomised algorithm that
schedules trains such that the max-delay is within a log-factor of the optimal. Section 6
concludes with directions for future work.

2

The Train Scheduling problem

We consider the network shown in Figure 1. It consists of :
1. The line – a sequence of N + 1 stations labelled 0, 1, . . . , N , and unit-length directed
links (s, s + 1) connecting every pair of consecutive stations s and s + 1.
2. The branches – an outer (where a train waits before entering the line) ws corresponding
to each station s, and a unit-length link (ws , s) connecting ws to s.
Every station and outer has a capacity to hold at most one train at a time. A train takes
unit time to move from one station to the next, or from an outer to its corresponding station.
When there is no train at a station s, we say that there is a hole at s. When a train reaches
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——– F — · · ·
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Figure 2 Example of a hole-jump
Boxes represent trains, circles represent holes. At time t − 1, there is a hole R at station u. During
step t, train E moves from station v to v + 1, while the trains A, B, C, and D wait at their respective
stations u + 1 to v − 1. The hole thus appearing at station v at time t is considered to be the same
as was present at station u at time t − 1. We say that the hole jumped from u to v in step t.

its destination, it immediately vanishes (exits), leaving a hole at that station. Every train
that is initially at a station is called an internal train, while every train that is initially at an
outer is called an external train.
Path of a train consists of all nodes and links it visits during its journey, including the
origin and the destination. Note that an external train has to enter the line (i.e., move from
the outer to its corresponding station) before it can move on the line towards its destination.
Therefore, while path-length of an internal train is just the distance from its origin to its
destination, that of an external train is one unit more than the distance from its entry station
to its destination. The event of an external train entering the line will be referred to as an
entry, to distinguish it from a movement which will refer to the event of a train moving on
the line from one station to the next.
An instance is defined by specifying (i) the number N , and (ii) destination of the train, if
any, placed initially at each station and outer; the destination must of course be downstream
of the initial position. In any schedule for movement of the trains to their destinations, the
amount of time a train remains stationary is said to be its delay. The required output is a
schedule such that max-delay – the maximum among the delays – is minimised.
The tth step of the schedule denotes the unit time duration (t − 1, t]. The entry time of an
external train is the time when it entered the line. Last-entry-time of the schedule is the last
time instant when some external train entered the line, i.e., the maximum among the entry
times of external trains. Without loss of generality, we assume that after the last-entry-time,
all the trains proceed to their destinations without further delays.
I Theorem 1. In any schedule, (last-entry-time − 1) ≤ max-delay ≤ last-entry-time
Proof. No train waits after the last-entry-time, say T . Hence, the max-delay can be at most
T . If an external train has suffered the maximum delay, then the max-delay is T − 1. If every
train that suffered the maximum delay is an internal train, then the max-delay is T .
J
Hence, from now on, we will worry about minimising the last-entry-time.

3

Chain-Hole view of schedules

An external train can only enter a hole. Thus, it is useful to understand holes :
Pre-existing holes. Initially, as part of the input, we are given some pre-existing holes on
the line. In addition, it will be convenient to assume that we also have stations −1, −2, . . .
upstream of station 0, each having a pre-existing hole; we will call them as external holes.
Clearly, these imaginary stations and holes cannot affect the movement of trains.
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Figure 3 External trains enter by filling holes
In step t, hole Q jumps across four links, from station u to station v = u + 4, and is immediately
filled by an external train W that enters the line at station v simultaneously with the jump of Q. In
the same step, another external train W0 enters the line at a station v 0 , filling a hole S which has
simultaneously jumped to v 0 from station v 0 − 2 = v + 1. Hence, the trains A, B, C, and D have to
wait during this step, while the trains E and F as well as the hole R must move.

Hole creation. A hole is created when a train moves into its destination station and vanishes.
Hole destruction. A hole is destroyed when it is filled by an external train.
Hole movement (jump). Suppose at time t − 1 a hole is present in station u. Suppose that
the stations u + 1, . . . , v − 1 have trains which do not move in step t, while the train at
station v moves. Then we will say that the hole at u at time t − 1 has jumped to v in
step t. Similarly, if the trains at stations 0, 1, . . . , s − 1 wait and the train at s moves, we
consider that to be a jump of an external hole from station −1 to station s.
Note that in a single step, a hole can jump across any number of links, while a train can only
move across one link (to an adjacent station). However, hole-jumps and train-movements
cannot overlap, as delineated in Lemma 2, which follows from the above definitions.
I Lemma 2. If two holes jump in the same step, then the paths of those jumps must be
link-disjoint, i.e., they do not share any link. If a train-movement occurs in the same step as
a hole-jump, then their paths too must be link-disjoint.

3.1

Chains induced by a schedule

In any given schedule, consider an external train p that enters the line by filling a hole h.
Define h as the predecessor of p. If h is created by the exit of another train p, then define
p as the predecessor of h. This procedure will link every external train into an alternating
sequence of trains and holes. Each such maximal sequence is called a chain.
The first element of a chain can either be an internal train or a pre-existing hole, both of
which do not have predecessors. That train or hole is said to be the beginning of the chain.
Let c be a chain and station s0 be the initial position of its beginning. Let pk be the last
train of c, and sk the entry station of pk . Then the span of chain c is defined as the interval
[s0 , sk ]. The last train pk is said to be the terminal train of the chain, while all other trains
of the chain are said to be its non-terminal trains (Figure 4). Every link within the span of
a chain c is either run over by a non-terminal train of c, or jumped over by a hole of c. We
say that the chain crosses all these links. Note that the links run over by the terminal train
of a chain are, by definition, not crossed by the chain.
I Definition 3. Congestion produced in a link, say l, by a set C of chains is defined as the
number of those chains in C which cross l. Congestion of a set of chains is the maximum
congestion produced by the set in any link (including those upstream of station 0).
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Figure 4 Spatial view of a chain hp0 , h0 , p1 , h1 , . . . , pk−1 , hk−1 , pk i
Station s0 is the origin (•) of the internal train p0 with which the chain begins. Stations
s1 , . . . , sk−1 , sk are the entry points (?) of external trains p1 , . . . , pk−1 , pk . Stations s00 , s01 , . . . , s0k−1
are the destinations (◦) of non-terminal trains p0 , p1 , . . . , pk−1 , where the holes h0 , h1 , . . . , hk−1 get
created when those trains exit. Links (– ) crossed by train-movements are shown in red, while the
links (– ) crossed by hole-jumps are in green. Trains have not been explicitly depicted.

I Definition 4. We define the age of a chain c as the minimum possible time by which its
terminal train, say p, can enter the line, i.e., the entry time t of p if it were the case that in
every step before t, either a train of c moves on the line or a hole of c jumps and gets filled in.
In other words, the age of c equals the number of movements on the line to be made by its
non-terminal trains, plus the number of its holes, since every hole h of a chain makes at least
one jump – the one coinciding with the entry of the train that succeeds h in the chain. Note
that the age of a chain is a unit more than the sum of path-lengths of its non-terminal trains.
I Theorem 5. Let S be a schedule, C the set of chains induced by S, and T the last-entry-time
in S. Then C has a congestion at most T , and every chain in C has an age at most T .
Proof. At most one train can cross a link in a single step. When a hole jumps in a step t
from a station s to another station s0 , all trains and holes at the stations between s and s0
halt during step t. Hence, for any link l, at most one train or hole can move or jump across l
in each step, which implies that at most T chains can cross l by time T . Since the terminal
trains of all chains have entered the line by time T , no chain crosses any link afterwards.
Thus, congestion of any link can not exceed T , implying that C has a congestion at most T .
For any chain, movements of its trains along the line must happen at distinct times.
Furthermore, the hole-jumps must also happen at distinct times and every hole must make
at least one jump. Hence, the last hole-jump, which coincides with the entry of the last train
of the chain, cannot be made at a time smaller than the age of the chain.
J

4

NP-hardness

For the decision version of Train Scheduling, the input is as given in Section 2 together with
an integer T . We are required to decide if there is a schedule S with max-delay less than T .
I Theorem 6. Train Scheduling is NP-hard.
Proof. The reduction is from the Bin Packing problem [9], for which the input is (i) a finite
set U = {X1 , . . . , Xn } of positive integers, (ii) an integer bin capacity B such that B ≥ Xi ∀i,
and (iii) a positive integer M . The required decision is whether a partition of U into M
disjoint subsets U1 , . . . , UM exists such that the sum of integers in every subset is at most B.
Given a Bin Packing instance, our Train Scheduling instance is as follows. We have a line
with stations 0, . . . , N along with an integer T , where N = α(3+(n+1)B), T = α(B +1), and
α = (n + M ). Stations T + 1, . . . , T + M have holes h1 , . . . , hM ; other stations have internal
trains going to the last station N . For external trains, we first have T trains p1 , . . . , pT at
the outers of stations 0, . . . , T − 1, each going to station N . We then have n external trains
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q1 , . . . , qn , each qi going a distance αXi . These wait, in any order, at the outers of stations
downstream of station T + M such that their paths are disjoint, i.e., they share neither a
link nor a station. Let D be the most downstream station among the destinations of qi s.
We also have M external trains r1 , . . . , rM at the outers of stations D + 1, . . . , D + M , each
going to station N . It should be clear that for our chosen value of N , all these trains do fit
within the network.1 To complete the proof, we make the following three observations.
First, note that the time taken for the reduction is polynomial in n and B. Since Bin
Packing is strongly NP-hard, we may assume its input to be in unary. Hence, the reduction
runs in time polynomial in the size of the Bin Packing instance.
Second, suppose the Bin Packing instance has a solution {U1 , . . . , UM }. Then, for the
Train Scheduling instance, we can build a schedule with max-delay less than T as follows.
We partition the external trains into T + M chains. For every j ∈ {1, . . . , T }, we construct
a chain cj consisting of (i) the external hole at station −j, and (ii) the train pj . For every
k ∈ {1, . . . , M }, we construct a chain c0k consisting of (i) the hole hk , (ii) |Uk | trains (and
the holes created by their exits) corresponding to the integers in Uk , and (iii) the train rk .
P
Note that the age of every c0k is 1 + X∈Uk αX ≤ 1 + αB, while the age of every cj is 1.
In each step j ∈ {1, . . . , T } we schedule the train pj to enter the line. Note that the other
(n + M ) entries further downstream the line do not conflict with these T entries. Therefore,
to prove that none of the external trains gets delayed by more than T − 1 steps, it suffices to
show that the other entries can also be scheduled to take place by time T . In fact, we show
that they can be made to take place by time T − 1 as follows. In each step k ∈ {1, . . . , M }
we schedule the entry of the first train of chain c0k . Subsequently, in every step we prioritise
entries over movements on the line. There can be at most n + M steps in which the trains
qi and rk enter the line. In other steps, for each c0k , one of its non-terminal trains moves
on the line unless its last train rk has already entered; there can be at most αB − 1 such
steps. Thus, the total number of steps by the time every rk has entered must be at most
n + M + αB − 1 = T − 1. Hence, the maximum delay for the external trains is T − 1. This
can be easily seen to hold also for the internal trains.2
Third, suppose the Train Scheduling instance has a schedule S with max-delay at most
T − 1. Then we can build a solution for the Bin Packing instance as follows. From Theorem
1, it follows that the last-entry-time in schedule S can at most be T . Consider the set C of
chains induced by S. Suppose there are more than T + M chains in C. Since all internal
trains go till N , every chain must begin with a hole. Since there are only M internal holes,
more than T chains must begin with external holes, implying a congestion more than T in
the link (−1, 0), which is a contradiction to Theorem 5. Hence, C has at most T + M chains.
Each pj goes till the end and therefore must be the terminal train of its chain. Moreover,
it cannot have any other train in its chain since no other train ends upstream of its entry
station. Therefore, just pj s take T chains. Hence, the other n + M external trains must be
packed in the remaining chains, which then must be M in number since each rk has to be
the terminal train of one, say c0k . From Theorem 5, age of every c0k is at most T = α(B + 1).
That means the sum of path-lengths of all non-terminal trains of c0k is less than α(B + 1),
which implies that the sum of integers corresponding to the non-terminal trains in c0k is
strictly less than B + 1, i.e., at most B. Let Uk be the set of those integers. Thus, we get
the required partition {U1 , . . . , UM } of the input set U .
J

1
2

Pn



D+M ≤ T + M + i=1 αXi +M ≤ (α(B + 1) + M + nαB)+M = α+2M +α(n+1)B < N
The internal trains initially at stations 0, . . . , T always move ahead during the first T steps while pj s
are entering the line. None of the internal trains initially at stations (T + M + 1), . . . , N halts after time
T − 1 by when all qi s and rk s have entered the line. No train, internal or external, halts after time T .
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A log factor approximation

We present a randomised approximation algorithm which builds a schedule achieving a
last-entry-time O(T ∗ log N ) with high probability (w.h.p.), where T ∗ is the optimal lastentry-time. Theorem 1 implies that it is also a log-factor approximation for minimising
max-delay. The algorithm consists of two procedures :
1. The partitioning procedure takes as argument a target T . If T is a feasible last-entry-time
then it returns a set of chains having O(T ) age and O(T ) congestion, otherwise it correctly
declares T to be infeasible.
2. The scheduling procedure uses the set of chains returned by the partitioning procedure
to generate a schedule having a last-entry-time O(T log N ) w.h.p.
The overall algorithm runs in two stages. In the first stage, by performing a binary search
on T in the range 1 through N , it finds the smallest value T̃ for which the partitioning
procedure returns a set of chains. In the second stage, it invokes the scheduling procedure
with the set of chains obtained for T̃ to get a schedule S̃. Since we know that no schedule is
possible with last-entry-time less than T̃ , the schedule S̃ – guaranteed to have last-entry-time
O(T̃ log N ) – is a log N approximation of the optimal. Sections 5.1 and 5.2 give the details.

5.1

Partitioning

The partitioning procedure is given in Algorithm 1. It is called with a target time T . We use
the term short or long for a train to denote whether its path-length is less than or at least T .

5.1.1

Analysis

ˆ as they get constructed by the procedure, with the chains
We will compare the chains in C,
∗
in the set C induced by an optimal schedule, i.e., a schedule having a last-entry-time T .
The comparison will show that at every station the set Cˆ has more active chains – to which
the external train (if any) can be added – than C ∗ . Additionally, it will show that the active
chains of Cˆ have more capacity to accommodate external trains than the active chains of C ∗ .
This, in turn, will imply that if T is a feasible last-entry-time then for every external train
the procedure has an active chain to add the train to, and hence it does not abort; rather, it
runs to completion and returns the set of chains. In the following, we call a chain a short
chain (long chain) if it ends with a short (long) train.
I Definition 7. We define the weight of a chain as the sum of the path-lengths of all short
trains (terminal train, if short, as well as the non-terminal trains) in the chain.
I Corollary 8. Given a target T for last-entry-time, let C ∗ be the set of chains induced by
an optimal schedule, i.e., a schedule having a last-entry-time T . Then every chain in C ∗ has
a weight at most 2T − 2, and every non-terminal train in C ∗ is a short train.
Before embarking on the analysis, we make some technical modifications to C ∗ as follows :
1. If C ∗ has x < T chains beginning with external holes, then we additionally include T − x
degenerate 3 chains, each containing an external hole not already there in another chain.

3

A chain consisting of just a hole or a short internal train (no external trains) is called a degenerate
chain.
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Algorithm 1 The partitioning procedure
1: Initialise set Cˆ with 9T chains beginning with external holes at stations −1, . . . , −9T .
2: Designate every chain in Cˆ as active.
3: for each station s = 0, 1, . . . , N do
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:

if exists a short external train p at station s then
if exist active chains with weight < 5T and last train ending upstream of s then
Add train p to any such chain c.
else
Declare T as infeasible and abort.
end if
else if exists a long external train p at station s then
if exist active chains with last train ending upstream of s then
Let c be any such chain with maximum weight.
Add train p to chain c.
Terminate chain c. {i.e., c is no longer active}
else
Declare T as infeasible and abort.
end if
end if
if exists a hole h or a short internal train p at station s then
if the number of active chains is 9T then
Let c̄ be any active chain with maximum weight.
Terminate chain c̄. {i.e., c̄ is no longer active.}
end if
Add to Cˆ a new chain c0 beginning with h or p.
Designate c0 as active.
end if
end for
ˆ
Return C.

2. For every station s ∈ {0, . . . , N } having a hole h or a short internal train p, if C ∗ does
not contain any chain beginning at s, then we add a degenerate chain containing h or p.
3. We extend the spans of short chains, without increasing the congestion of C ∗ beyond T ,
as follows. Let [s, s0 ] be the original span4 of any chain c ∈ C ∗ . Then the span of c is
extended to [s, s00 ], where s00 is as follows. If c is long, then s00 = s0 ; otherwise, s00 is the
maximally downstream station from s0 such that the congestion of C ∗ does not exceed T .
A chain c ∈ C ∗ that has an extended span [s, s00 ] is said to begin at station s, be active at all
stations and on all links in the open interval (s, s00 ), and be terminated at station s00 . We say
that C ∗ has been maximally extended by making these modifications. Note that this does
not change the trains, holes, age, and weight of any chain already in C ∗ .
I Theorem 9. If the specified target time T is feasible, then the partitioning procedure
completes successfully. Moreover, the set Cˆ of chains it returns has a congestion at most 9T ,
and each chain in the set has an age less than 6T .
Proof. First note that whenever the set Cˆ has 9T active chains, the procedure terminates an
active chain (Algorithm 1, line 20) before adding a new one (line 24). This implies that no
4

The original span of a degenerate chain beginning at station s is taken to be [s, s].
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more than 9T chains are active on any link, i.e., the congestion of Cˆ is at most 9T . Moreover,
once the weight of a chain exceeds 5T , no more short trains are added to it. Hence, the weight
of any chain can at most be (5T − 1) + (T − 1) = 6T − 2, and its age at most 6T − 1 < 6T .
Now suppose that T is a feasible last-entry-time. Then there must exist an optimal
schedule S ∗ achieving it. Let C ∗ be the maximally extended set of chains induced by S ∗ .
ˆ C ∗ } – let X(C, s) denote the number of
For any set C of chains – particularly for C ∈ {C,
chains active on the link (s − 1, s), and let W (C, s) denote the total weight of active chains
before s, i.e., the sum of path-lengths of all those short trains that originate upstream of s
and belong to the chains active on (s − 1, s). We will prove that the following hold at each
station s ∈ {0, 1, . . . N } :
ˆ s) − X(C ∗ , s) = 8T
Invariant I. ∆X(s) := X(C,
ˆ s) − W (C ∗ , s) < 26 T 2
Invariant II. ∆W (s) := W (C,
The two invariants will imply that Cˆ has an active chain to which the external train (if any)
at s can be added, and hence the procedure does not abort (line 8 or 16).
The proof is by induction on stations. At station 0, the invariants clearly hold. Suppose
they hold at stations 0, . . . , s. Then, to prove them at station s + 1, we consider all the cases :
1. No external train, but a long internal train p at s
ˆ by
In Cˆ as well as C ∗ , neither any train is added nor any chain begins at s. In C,
ˆ
ˆ
ˆ
construction, no chain is terminated at s, implying X(C, s+1) = X(C, s) and W (C, s+1) =
ˆ s). In C ∗ , since X(C ∗ , s) ≤ T and no chain begins at s, termination of a chain at s
W (C,
would mean that its extended span is not maximal – a contradiction to that C ∗ is maximally
extended. Hence, in C ∗ as well no chain is terminated at s, that is, X(C ∗ , s + 1) = X(C ∗ , s)
and W (C ∗ , s + 1) = W (C ∗ , s). Clearly, both the invariants hold at s + 1.
2. No external train, but a hole h or a short internal train p at s
ˆ s) = 9T , then from Invariant I, X(C ∗ , s) = T ,
In Cˆ as well as C ∗ , a chain begins at s. If X(C,
and hence a chain is terminated at s in each set (implied for Cˆ by construction, and for
ˆ
C ∗ by congestion ≤ T ). Otherwise, no chain is terminated in either (by construction of C,
and by C ∗ being maximally extended). Both ways, Invariant I holds at s + 1.
For Invariant II, we first note that in each of the two sets, the chain beginning at s with
h or p contributes the same additional weight – 0 (if it is h) or some ` < T (if it is p)
– to the total weight of active chains before s + 1. If no chain is terminated at s, then
Invariant II clearly holds at s + 1. Otherwise, we need to consider two subcases :
ˆ the chain terminated at s has weight 2T or more, then ∆W (s + 1) can
a. Suppose in C,
only be smaller than ∆W (s), since in C ∗ the weight of the chain terminated at s can
at most be 2T − 2. Therefore, Invariant II holds at s + 1.
ˆ the chain terminated at s has weight less than 2T . Then, since it has
b. Suppose in C,
maximum weight among all chains active on (s − 1, s), each of the other active chains
must also have a weight less than 2T . The same chains are also active on (s, s + 1) with
same weights before s + 1 as before s. The only additional chain active on (s, s + 1) is
ˆ s + 1) ≤ 9T implies
the one beginning at s and having weight 0 or ` < T . Then X(C,
2
∗
ˆ
W (C, s + 1) < 18 T . Since W (C , s + 1) ≥ 0, Invariant II holds at s + 1.
3. A short external train p0 , and a long internal train p at s
Since in C ∗ the train p0 must belong to some chain active on (s − 1, s), X(C ∗ , s) ≥ 1.
ˆ s) ≥ 8T + 1. Moreover, X(C ∗ , s) ≤ T since the congestion
Then Invariant I implies X(C,
∗
of C is at most T , and from Corollary 8 the weight of any chain in C ∗ is at most 2T − 2.
ˆ s) < 26 T 2 + 2T 2 = 28 T 2 . In C,
ˆ out of
Hence, W (C ∗ , s) < 2T 2 , and by Invariant II, W (C,
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all chains active on (s − 1, s), only less than 2T may end at or downstream of s.5 Thus,
more than 6T active chains must end upstream of s. Then for the average weight, say
W , of upstream ending active chains, we have W < 286T < 5T . Since the average weight
before s of the upstream ending active chains is less than 5T , at least one of these chains
must have weight less than 5T , that is, p0 can be added to it. Hence, the partitioning
procedure will evaluate the condition in line 5 as true, and will not abort.
Train p, being a long internal train, does not belong to any chain, i.e., no chain begins or
ˆ s + 1) = X(C,
ˆ s), X(C ∗ , s + 1) =
is terminated at s either in Cˆ or in C ∗ . Therefore, X(C,
X(C ∗ , s), and ∆X(s + 1) = ∆X(s). Moreover, addition of p0 increments the total weight
of active chains by the same amount in both the sets, and hence does not change the
difference, i.e., ∆W (s + 1) = ∆W (s). Thus, both the invariants hold at s + 1.
4. A short external train p0 , and a hole h or a short internal train p at s
By the same argument as in case 3, the partitioning procedure will not abort; rather p0
ˆ incrementing the total weight of active chains by
will get added to an active chain in C,
∗
the same amount as in C . Then, by the argument of case 2, the invariants hold at s + 1.
5. A long external train p0 , and a long internal train p at s
By the same argument as in the earlier part of case 3, in Cˆ the number of active chains
ending upstream of s is more than 6T . Therefore, the partitioning procedure will evaluate
the condition in line 11 as true, and will not abort; rather it will add p0 to a chain, say
c, which in the current case will be terminated at s. Since one chain is terminated at s
ˆ s) chains active on (s − 1, s) in C,
ˆ X(C,
ˆ s + 1) = X(C,
ˆ s) − 1. In C ∗ too, a
out of the X(C,
0
∗
chain (the one containing p ) is terminated at s, i.e., X(C , s + 1) = X(C ∗ , s) − 1. Hence,
Invariant I holds at s + 1. For Invariant II, we need to consider two subcases :
ˆ the chain terminated at s has weight 2T or more. Then, by the same
a. Suppose in C,
argument as in case 2a, Invariant II holds at s + 1.
ˆ the chain terminated at s has weight less than 2T . Then each of the
b. Suppose in C,
other upstream ending active chains too must have a weight less than 2T , and we
know that each of the (less than 2T ) downstream ending active chains has weight less
than 6T . The same chains are also active on (s, s + 1) with same weights before s + 1
ˆ s + 1) ≤ 9T implies W (C,
ˆ s + 1) < 7T · 2T + 2T · 6T = 26 T 2 .
as before s. Then X(C,
∗
Since W (C , s + 1) ≥ 0, Invariant II holds at s + 1.
6. A long external train p0 , and a hole h or a short internal train p at s
In each of the sets Cˆ and C ∗ , p0 is added to a chain which is then terminated at s, and
a chain begins at s with h or p. For Cˆ by construction, and for C ∗ being maximally
ˆ s + 1) = X(C,
ˆ s) and
extended, no other chain is terminated at s. Therefore, X(C,
∗
∗
X(C , s + 1) = X(C , s), implying that Invariant I holds at s + 1. For the change in total
weights due to the termination of a chain, the same arguments hold as in the cases 5a
and 5b. Moreover, the chain that begins at s contributes to the total weight of active
chains before (s + 1) by the same amount in Cˆ as in C ∗ . Hence, Invariant II also holds at
s + 1.
J

5.2

Scheduling

If T is a feasible last-entry-time, then a chain set Cˆ is returned by the partitioning procedure,
and has a congestion O(T ) and maximum age O(T ). Clearly, the age and congestion are

5

The last train p† in such a chain c ends at or downstream of s, and has a path-length less than T since
if p† were long then c would already be terminated before s. Therefore, p† must originate at one of the
T − 1 nearest stations before s, each of which has at most two trains – one internal and one external.
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lower bounds on the last-entry-time with which the chains can be scheduled. However, to
schedule them with last-entry-time better than Θ(T 2 ), the train-movements and hole-jumps of
different chains need to be effectively pipelined. This is the goal of our scheduling procedure.
The procedure first splits the original big problem of scheduling the chains into several
small scheduling problems. For this, it assigns a random initial rank O(T ) independently
to every chain, and then successively incremental ranks to the holes and the movements of
non-terminal trains of the chain. Since the total number of train-movements and holes in any
chain is O(T ), the maximum value of rank assigned is O(T ). The original big problem has
thus been broken down to as many small problems as the total number Γ = O(T ) of distinct
ranks. The ith small problem consists of the train-movements and holes of rank i, and the
goal is to make every hole jump over its entire extent (Section 5.2.1) as well as to perform
all the train-movements. Each small problem involves at most one hole or train-movement
from every chain, and has a congestion O(log N ) w.h.p. Note that the idea of using random
delays in order to achieve effective pipelining is not new – it has been used in many previous
works, e.g. [14] and [13].
Next, the procedure solves each small problem by using interval graph colouring to
partition its set of train-movements and holes into O(log N ) subsets. The colouring ensures
that the extents of hole-jumps and train-movements in each subset are mutually disjoint, so
that they can be scheduled to take place in a single step.
Thus, the procedure consists of two subroutines – (i) the ranking subroutine which assigns
the ranks, and (ii) the scheduling subroutine which builds the schedule as a sequence of
several phases, the ith phase consisting of hole-jumps and train-movements of rank i. The
number of distinct values of the ranks is O(T ), as we prove in Theorem 10. The number
of steps in every phase is O(log N ) w.h.p., as proved in Theorem 11. Hence, the schedule
achieves a last-entry-time O(T log N ) w.h.p.

5.2.1

The ranking subroutine

ˆ independently assign a random initial rank γ(c) from the range
First, to every chain c ∈ C,
{1, 2, . . . T }. Then, to every entry and movement in chain c (except movements following
the entry of the terminal train, say p† , of c), assign a rank equal to the sum of γ(c) and the
number of previous movements and entries in the chain. Let γ(c, †) denote the rank of the
last entry, that of the terminal train p† , in chain c. Let Γ be the maximum among all ranks.
For every link (s − 1, s) on the path of a train p on the line, the extent of movement of p
across that link is defined as the interval (s − 1, s). For every external train p0 that enters a
station s0 filling a hole h either pre-existing or created at some station s < s0 , the extent of
entry of p0 is defined as (s, s0 ); the hole h is also said to have the same extent.

5.2.2

The scheduling subroutine

For each i ∈ {1, . . . , Γ}, in ith phase, all movements and entries having rank i are scheduled.
Since those with overlapping extents cannot be scheduled in same step, a minimal interval
colouring is first computed for the set of all extents with rank i. Movements and entries
(only those not already scheduled for an earlier step as incidental movements and entries)
whose extents have colour j are scheduled for the j th step of the ith phase; interval colouring
ensures that they do not conflict. Thus, if Ki is the number of colours used in the colouring,
PΓ
then the ith phase has Ki steps. Hence, last-entry-time of the schedule is at most i=1 Ki .
All external trains have entered the line by the end of the Γth phase. Therefore, after that,
all trains not already vanished are trivially scheduled to move non-stop to their destinations.
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Note that for the j th step of ith phase, along with the designated movements and entries
(i.e., the ones having rank i and colour j), those movements (with higher value of rank
or colour) are also scheduled which do not conflict with the designated ones. Similarly,
those non-conflicting entries (with higher rank or colour) also take place in the same step
whose holes-to-be-filled happen to move to the respective entry stations in this step. These
additional movements and entries are what we earlier qualified as incidental.

5.2.3

Analysis

I Theorem 10. Γ < 7T
Proof. By definition, rank γ(c, †) assigned to the last entry of a chain c is one unit less than
the sum of the age of c and its initial rank γ(c) ≤ T . From Theorem 9, the age of every chain
in Cˆ is less than 6T . Hence, γ(c, †) < 7T for every chain c, and Γ = maxc γ(c, †) < 7T . J
I Theorem 11. For each i ∈ {1, . . . , Γ}, number of steps in the ith phase is O(log N ) w.h.p.
Proof. Let Cˆ be the set of chains returned by the partitioning procedure for target time
T . Let r ≤ Γ be any rank, and l be any link. From Theorem 9, the congestion produced
by Cˆ in l is at most 9T . For each of at most 9T chains which cross l, extent of exactly one
movement or entry of the chain includes l. Let El be the set of all extents which include l.
Then |El | ≤ 9T , and the extents in El belong to distinct chains.
For every extent  ∈ El , let X be a binary random variable which takes a value 1 if
the extent  is assigned the rank r, and a value 0 otherwise. Note that the value of X
depends entirely on the random initial rank γ(c ) assigned to the chain, say c , to which the
extent  belongs. Moreover, recall that the random rank is assigned to c independently of
other chains. Then, since the extents in El belong to different chains, X are independent
Bernoulli random variables. Furthermore, for any extent , at most one (if any) out of T
equally probable values for γ(c ) can lead to rank r be assigned to , i.e., P [X = 1] ≤ T1 .
P
Let X := ∈El X , i.e., X counts the extents which include l and have rank r. Then
 −λ
λ
∀λ ≥ 0, we have :
µ := E[X] ≤ |ETl | ≤ 9. Applying the Chernoff bound P [X ≥ λ] ≤ µe

−k lg N 
k lg N
N
9e
P [X ≥ k lg N ] ≤ k lg
= k lg
≤ 4k 1lg N = N −2k ∀k ≥ 9e, ∀N ≥ 16
9e
N
Thus, the probability that l is included in more than k lg N extents with rank r is less than
N −2k . Since there are only N links and only Γ different values for rank, and since Γ < 7T
from Theorem 10, the probability that any link is included in more than k lg N extents
having same rank is less than NN·7T
< N −k . That is, the probability that no more than
2k
k lg N extents of same rank include a common link is greater than (1 − N −k ). Therefore,
with a probability greater than (1 − N −k ), for every i ∈ {1, . . . , Γ}, the number Ki of colours
required in the minimal colouring of the extents with rank i is at most k lg N , and hence the
number of steps in the ith phase is at most k lg N .
J

6

Conclusion

The most important open question is whether computing a constant factor approximation for
the Train Scheduling problem is NP-hard. Natural generalisations – like multiple platforms
at stations, unequal lengths of links, different speeds of trains, relative priorities of trains,
and multiple parallel links between stations – should also be studied to bring the model
closer to real-life problems.

A. Garg and A. G. Ranade
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Abstract
The decidability of the distributed version of the Ramadge and Wonham controller synthesis
problem [11], where both the plant and the controllers are modeled as asynchronous automata [12,
1] and the controllers have causal memory is a challenging open problem [9, 7]. There exist three
classes of plants for which the existence of a correct controller with causal memory has been
shown decidable: when the dependency graph of actions is series-parallel, when the processes are
connectedly communicating and when the dependency graph of processes is a tree. We design a
class of plants, called decomposable games, with a decidable controller synthesis problem. This
provides a unified proof of the three existing decidability results as well as new examples of
decidable plants.
1998 ACM Subject Classification B.1.2 Automatic synthesis, H.3.4 Distributed systems
Keywords and phrases Asynchronous automata, Controller synthesis
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.30

1

Introduction

The decidability of the distributed version of the Ramadge and Wonham control problem [11],
where both the plant and the controllers are modeled as asynchronous automata [12, 1] and
the controllers have causal memory is a challenging open problem. Very good introductions
to this problem are given in [9, 7].
In this setting a controllable plant is distributed on several finite-state processes which
interact asynchronously using shared actions. On every process, the local controller can
choose to block some of the actions, called controllable actions, but it cannot block the
uncontrollable actions from the environment. The choices of the local controllers are based
on two sources of information.
First the controller monitors the sequence of states and actions of the local process. This
information is called the local view of the controller.
Second when a shared action is played by several processes then all the controllers of
these processes can exchange as much information as they want. In particular together
they can compute their mutual view of the global execution: their causal past.
A controller is correct if it guarantees that every possible execution of the plant satisfies
some specification. The controller synthesis problem is a decision problem which, given a
plant as input, asks whether the system admits a correct controller. In case such a controller
exists, the algorithm should compute one as well.
The difficulty of controller synthesis depends on several factors, e.g.:
the size and architecture (pipeline, ring, ...) of the system,
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the information available to the controllers,
the specification.
Assuming that processes can exchange information upon synchronization and use their causal
past to take decisions is one of the key aspects to get decidable synthesis problems [3]. In early
work on distributed controller synthesis, for example in the setting of [10], the only source
of information available to the controllers is their local view. In this setting, distributed
synthesis is not decidable in general, except for very particular architectures like the pipeline
architecture. The paper [2] proposes information forks as a uniform notion explaining the
(un)decidability results in distributed synthesis. The idea of using causal past as a second
source of information appeared in [3].
We adopt a modern terminology and call the plant a distributed game and the controllers
are distributed strategies in this game. A distributed strategy is a function that maps the
causal past of processes to a subset of controllable actions. In the present paper we focus on
the termination condition, which is satisfied when each process is guaranteed to terminate its
computation in finite time, in a final state. A distributed strategy is winning if it guarantees
the termination condition, whatever uncontrollable actions are chosen by the environment.
We are interested in the following problem, whose decidability is an open question.
distributed synthesis problem: given a distributed game decide whether there exists a
winning strategy.
There exist three classes of plants for which the distributed synthesis problem has
been shown decidable:
1. when the dependency graph of actions is series-parallel [3],
2. when the processes are connectedly communicating [6],
3. and when the dependency graph of processes is a tree [4, 8].
A series-parallel game is a game such that the dependency graph of the alphabet A is a
co-graph. Series-parallel games were proved decidable in [3], for a different setup than ours:
in the present paper we focus on process-based control while [3] was focusing on action-based
control. Actually action-based control is more general than process-based control, see [9] for
more details. The results of the present paper could probably be extended to action-based
control however we prefer to stick to process-based control in order to keep the model
intuitive. To our knowledge, the result of [3] was the first discovery of a class of asynchronous
distributed system with causal memory for which the distributed synthesis problem is
decidable.
Connectedly communicating games have been introduced [6]. A game is connectedly
communicating if there is a bound k such that if a process p executes k steps in parallel to
another process q then all further actions of p will be parallel to q. The event structure of a
connectedly communicating games has a decidable MSO theory [6] which implies that the
distributed synthesis problem is decidable for these games.
An acyclic game is a game where processes are arranged as a tree and actions are either
local or synchronize a father and its son. Even in this simple setting the distributed
synthesis problem is non-elementary hard [4].

Our contribution
We develop a new proof technique to address the distributed synthesis problem, and
provide a unified proof of decidability for series-paralell, connectedly communicating and
acyclic games. We design a class of games, called decomposable games, for which the
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distributed synthesis problem is decidable. This leads to new examples of decidable
architectures for controller synthesis.
The winning condition of the present paper is the termination of all processes in a final
state. Richer specifications can be expressed by parity conditions. In the present paper we
stick to termination conditions for two reasons. First, the long-term goal of this research is
to establish the decidability or undecidability of the distributed controller synthesis problem.
A possible first step is to prove decidability for games with termination conditions. Second,
it seems that the results of the present paper can be lifted to parity games, using the same
concepts but at the cost of some extra technical details needed to reason about infinite plays.
Our proof technique consists in simplifying a winning strategy by looking for useless parts
to be removed in order to get a smaller winning strategy. These parts are called useless
repetitions. Whenever a useless repetition exists, we remove it using an operation called a
shortcut in order to get a simpler strategy. Intuitively, a shortcut is a kind of cut-and-paste
operation which makes the strategy smaller. By taking shortcuts again and again, we make
the strategy smaller and smaller, until it does not have any useless repetition anymore.
If a winning strategy exists, there exists one with no useless repetition. In decomposable
games, there is a computable upper bound on the size of strategies with no useless repetition,
which leads to decidability of the controller synthesis problem.
Performing cut-and-paste in a distributed game is not as easy as doing it in a singleprocess game. In a single-process game, strategies are trees and one can cut a subtree from
a node A and paste it to any other node B, and the operation makes sense as long as the
state of the process is the same in both nodes. In the case of a general distributed strategy,
designing cut-and-paste operations is more challenging. Such operations on the strategy
tree should be consistent with the level of information of each process, in order to preserve
the fundamental property of distributed strategies: the decisions taken by a process should
depend only on its causal view, not on parallel events.
The decidability of series-parallel games established in [3] relies also on some simplification
of the winning strategies, in order to get uniform strategies. The series-parallel assumption
is used to guarantee that the result of the replacement of a part of a strategy by a uniform
strategy is still a strategy, as long as the states of all processes coincide. Here we work without
the series-parallel assumption, and matching the states is not sufficient for a cut-and-paste
operation to be correct.
This is the reason for introducing the notion of lock. A lock is a part of a strategy where
information is guaranteed to spread in a team of processes before any of these processes
synchronize with a process outside the team. When two locks A and B are similar, in some
sense made precise in the paper, the lock B can be cut and paste on lock A. Upon arrival on
A, a process of the team initiates a change of strategy, which progressively spreads across
the team. All processes of the team should eventually play as if the play from A to B had
already taken place, although it actually did not.
The complexity of our algorithm is really bad, so probably this work has no immediate
practical applications. This is not surprising since the problem is non-elementary even for the
class of acyclic games [4]. Nevertheless we think this paper sheds new light on the difficult
open problem of distributed synthesis.

Organization of the paper
Section 2 introduces the distributed synthesis problem. Section 3 provides several
examples. In section 4 we show how to simplify strategies which contain useless repetitions,
and prove that if a winning strategy exists, there exists one without any useless repetition.

FSTTCS 2017

30:4

On the Control of Asynchronous Automata

Finally, section 5 introduces the class of decomposable games and show their controller
synthesis problem is decidable. A full version of this paper, including proofs, is available as a
technical report [5].

2

The distributed synthesis problem

The theory of Mazurkiewicz traces is very rich, for a thorough presentation see [1]. Here we
only fix notations and recall the notions of traces, views, prime traces and parallel traces.
We fix an alphabet A and a symmetric and reflexive dependency relation D ⊆ A × A
and the corresponding independency relation I ⊆ A × A defined as ∀a, b ∈ A, (a I b) ⇐⇒
(a, b) 6∈ D. A Mazurkiewicz trace or, more simply, a trace, is an equivalence class for the
smallest equivalence relation ≡ on A∗ which commutes independent letters i.e. for every
letters a, b and every words w1 , w2 ,
a I b =⇒ w1 abw2 ≡ w1 baw2 .
The words in the equivalence class are the linearizations of the trace. The trace whose only
linearization is the empty word is denoted . All linearizations of a trace u have the same set
of letters and length, denoted respectively Alph(u) and |u|. Given B ⊆ A, the set of traces
∗
such that Alph(u) ⊆ B is denoted B≡
in particular the set of all traces is A∗≡ .
The concatenation on words naturally extends to traces. Given two traces u, v ∈ A∗≡ ,
the trace uv is the equivalence class of any word in uv. The prefix relation v is defined by
(u v v ⇐⇒ ∃w ∈ A∗≡ , uw = v) . and the suffix relation is defined similarly.

Maxima, prime traces and parallel traces
A letter a ∈ A is a maximum of a trace u if it is the last letter of one of the linearizations of
u. A trace u ∈ A∗≡ is prime if it has a unique maximum, denoted last(u) and called the last
letter of u. Two prime traces u and v are said to be parallel if
neither u is a prefix of v nor v is a prefix of u; and
there is a trace w such that both u and v are prefixes of w. These notions are illustrated
on Fig. 1.

Processes and automata
Asynchronous automata are to traces what finite automata are to finite words, as witnessed
by Zielonka’s theorem [12]. An asynchronous automaton is a collection of automata on finite
words, whose transition tables do synchronize on certain actions.
I Definition 1. An asynchronous automaton on alphabet A with processes P is a tuple
A = ((Ap )p∈P , (Qp )p∈P , (ip )p∈P , (Fp )p∈P , ∆) where:
every process p ∈ P has a set of actions Ap , a set of states Qp and ip ∈ Qp is the initial
state of p and Fp ⊆ Qp its set of final states.
S
A = p∈P Ap . For every letter a ∈ A, the domain of a is dom(a) = {p ∈ P | a ∈ Ap } .
∆ is a set of transitions of the form (a, (qp , qp0 )p∈dom(a) ) where a ∈ A and qp , qp0 ∈ Qp .
Transitions are deterministic: for every a ∈ A, if δ = (a, (qp , qp0 )p∈dom(a) ) ∈ ∆ and
δ 0 = (a, (qp , qp00 )p∈dom(a) ) ∈ ∆ then δ = δ 0 (hence ∀p ∈ dom(a), qp0 = qp00 ).
Such an automaton works asynchronously: each time a letter a is processed, the states of
the processes in dom(a) are updated according to the corresponding transition, while the
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w
∂ 6 (uw)

1
2
3
4
5
6
7

v

w

c
∂ c (uvwc)

Figure 1 The set processes is {1 . . . 7}. A letter is identified with its domain. Here the domains
are either singletons, represented by a single dot, or pairs of contigous processes, represented
by two dots connected with a vertical segment. The trace {2}{3}{4, 5}{2, 3}{4}{1, 2}{3, 4} =
{4, 5}{4}{2}{3}{2, 3}{3, 4}{1, 2} is represented on the left-handside. It has two maximal letters
{1, 2} and {3, 4} thus is not prime. Center left: process 4 sees only its causal view ∂ 4 (u) (in yellow).
Center right: uvw = uwv since dom(v) ∩ dom(w) = ∅. Both uv and ∂ 6 (uw) (in yellow) are prime
prefixes of uvw and they are parallel. Right: uv and ∂ c (uvwc) (in yellow) are parallel.

states of other processes do not change. This induces a natural commutation relation I on
A: two letters commute iff they have no process in common i.e.
(a I b) ⇐⇒ (dom(a) ∩ dom(b) = ∅) .
The set of plays of the automaton A is a set of traces denoted plays(A) and defined
inductively, along with a mapping state : plays(A) → Πp∈P Qp .
 is a play and state() = (ip )p∈P ,

for every play u such that (statep (u))p∈P is defined and a, (statep (u), qp )p∈dom(a) is a
(
statep (u) if p 6∈ dom(a),
transition then ua is a play and ∀p ∈ P, statep (ua) =
qp
otherwise.
For every play u, state(u) is called the global state of u. The inductive definition of
state(u) is correct because it is invariant by commutation of independent letters of u.

Counting actions of a process
For every trace u we can count how many times a process p has played an action in u, which
we denote |u|p . Formally, |u|p is first defined for words, as the length of the projection of u
on Ap , which is invariant by commuting letters. The domain of a trace is defined as
dom(u) = {p ∈ P | |u|p 6= 0} .

Views, strategies and games
Given an automaton A, we want the processes to choose actions which guarantee that every
play eventually terminates in a final state.
To take into account the fact that some actions are controllable by processes while some
other actions are not, we assume that A is partitioned in
A = Ac t Ae
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where Ac is the set of controllable actions and Ae the set of (uncontrollable) environment
actions. Intuitively, processes cannot prevent their environment to play actions in Ae , while
they can decide whether to block or allow any action in Ac .
We adopt a modern terminology and call the automaton A together with the partition
A = Ac t Ae a distributed game, or even more simply a game. In this game the processes
play distributed strategies, which are individual plans of action for each process. The choice
of actions by a process p is dynamic: at every step, p chooses a new set of controllable
actions, depending on its information about the way the play is going on. This information is
limited since processes cannot communicate together unless they synchronize on a common
action. In that case however they exchange as much information about the play as they
want. Finally, the information missing to a process is the set of actions which happened in
parallel of its own actions. The information which remains is called the p-view of the play, it
is illustrated on Fig. 1 and defined formally as follows.
I Definition 2 (Views). For every set of processes Q ⊆ P and trace u, the Q-view of u,
denoted ∂ Q (u), is the unique trace such that u factorizes as u = ∂ Q (u) · v and v is the longest
suffix of u such that Q ∩ dom(v) = ∅. In case Q is a singleton {p} the view is denoted ∂ p (u)
and is either empty or prime. For every letter a ∈ A we denote ∂ a (u) = ∂ dom(a) (u).
Some useful properties of the Q-view are:
∂ Q (uv) = ∂ Q0 (u) ∂ Q (v) where Q0 = Q ∪ dom(∂ Q (v))
0

(Q ⊆ Q ) =⇒ (∂ Q (u) v ∂ Q0 (u)) .

(1)
(2)

We can now define what is a distributed strategy.
I Definition 3 (Distributed strategies, consistent and maximal plays). Let G = (A, Ac , Ae ) be
a distributed game. A strategy for process p in G is a mapping which associates with every
play u a set of actions σp (u) such that:
environment actions are allowed: Ae ⊆ σp (u),
the decision depends only on the view of the process: σp (u) = σp (∂ p (u)).
A distributed strategy is a tuple σ = (σp )p∈P where each σp is a strategy of process p. A play
u = a1 · · · a|u| ∈ plays(A) is consistent with σ, or equivalently is a σ-play if:
∀i ∈ 1 . . . |u|, ∀p ∈ dom(ai ), ai ∈ σp (a1 · · · ai−1 ) .
A σ-play is maximal if it is not the strict prefix of another σ-play.
Note that a strategy is forced to allow every environment action to be executed at every
moment. This may seem to be a huge strategic advantage for the environment. However
depending on the current state, not every action can be effectively used in a transition because
the transition function is not assumed to be total. So in general not every environment
actions can actually occur in a play. In particular it may happen that a process enters a
final state with no outgoing transition, where no uncontrollable action can happen.

Winning games
Our goal is to synthesize strategies which ensure that the game terminates and all processes
are in a final state.
I Definition 4 (Winning strategy). A strategy σ is winning if the set of σ-plays is finite and
in every maximal σ-play u, every process is in a final state i.e. ∀p ∈ P, statep (u) ∈ Fp .
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We are interested in the following problem, whose decidability is an open question.
Distributed synthesis problem: given a distributed game decide whether there exists a
winning strategy.
If the answer is positive, the algorithm should compute a winning strategy as well.

3

Three decidable classes

Series-parallel games. A game is series-parallel if its dependency alphabet (A, D) is a
co-graph i.e. belongs to the smallest class of graphs containing singletons and closed under
parallel product and complementation. In this case A has a decomposition tree, this is a
binary tree whose nodes are subsets of A, its leaves are the singletons ({a})a∈A , its root is A.
Moreover every node B with two children B0 and B1 is the disjoint union of B0 and B1 and
either B0 × B1 ⊆ D (serial product) or (B0 × B1 ) ∩ D = ∅ (parallel product).
The synthesis problem is decidable for series-parallel games [3].
Connectedly communicating games. A game is k-connectedly communicating if for every
pair p, q of processes, if process p plays k times in parallel of process q then all further actions
of q will be parallel to p. Formally, for every prime play uvw, (q 6∈ dom(v) and |v|p ≥ k) =⇒
q 6∈ dom(w) .
The MSO theory of the event structure of a k-connectedly communicating game is
decidable [6], which implies that controller synthesis is decidable for theses games.
Acyclic games. An acyclic game is a game where processes P are the nodes of a tree TP
and the domain of every action is a connected set of nodes of TP . The synthesis problem is
known to be decidable for acyclic games such that the domain of each action has size 1 or
2 [4].

4

Simplifying strategies

In this section we present an elementary operation called a shortcut, which can be used to
simplify and reduce the duration of a winning strategy.
To create a shortcut, one selects a σ-play xy and modifies the strategy σ so that as soon
as any of the processes sees the play x in its view, this process assumes that not only x but
also xy has actually occurred. In other words, a shortcut is a kind of cut-and-paste in the
strategy: we glue on node x the sub-strategy rooted at node xy.
The choice of x and y should be carefully performed so that the result of the shortcut
is still a strategy. We provide a sufficient condition for that: (x, y) should be a useless
repetition.
The interest of taking shortcuts is the following: if the original strategy is winning, then
the strategy obtained by taking the shortcut is winning as well, and strictly smaller than the
original one. In the remainder of this section, we formalize these concepts.

4.1

Locks

We need to limit the communication between a set of processes, called a team, and processes
outside the team. This leads to the notion of a Q-lock: this is a prime play u such that there
is no synchronization between Q and P \ Q in parallel of u.
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I Definition 5. Let Q ⊆ P. An action b is Q-safe if (dom(b) ⊆ Q or dom(b) ∩ Q = ∅). A
play u is a Q-lock if it is prime and the last action of every prime play parallel to u is Q-safe.
The notion of lock is illustrated on the right handside of Fig. 1. Set Q = {1, 2, 3, 4, 5}.
Then uv is not a Q-lock because ∂ c (uvwc) is parallel to uv but c is not Q-safe. Locks occur
in a variety of situations, including the three decidable classes.
I Lemma 6 (Sufficient conditions for Q-locks). Let u be a prime play of a game G and Q ⊆ P.
Each of the following conditions is sufficient for u to be a Q-lock:
(i) Q = P.
(ii) u is a (P \ Q)-lock.
(iii) Q ⊆ dom(last(u)).
(iv) The game is series-parallel and Q = dom(B) where B is the smallest node of the
decomposition tree of A which contains Alph(u).
(v) The game is connectedly communicating game with bound k, Q = dom(u) and ∀p ∈
dom(u), |u|p ≥ k.
(vi) The game is acyclic with respect to a tree TP and Q is the set of descendants in TP of
the processes in dom(last(u)).
(vii) There are two traces x and z such that u = xz and z is a Q-lock in the game Gx identical
to G except the initial state is changed to state(x).

4.2

Taking shortcuts

In this section we present a basic operation used to simplify a strategy, called a shortcut,
which consists in modifying certain parts of a strategy, called useless repetitions. These
notions rely on the notion of strategic state as well as two operations on strategies called
shifting and projection.
I Definition 7 (Residual). Let σ be a strategy, u a σ-play and Q ⊆ P. The Q-residual of σ
after u is the set:
π(σ, u, Q) = {(v, σ(uv)) | v ∈ A∗≡ , dom(v) ⊆ Q and uv is a σ-play.} .
A winning strategy may take unnecessarily complicated detours in order to ensure
termination. Such detours are called useless repetitions.
I Definition 8 (Strategic state). Let Q ⊆ P be a set of processes, σ a strategy and u a prime
σ-play with maximal letter b. The strategic Q-state of σ after u is the tuple
strateσ,Q (u) = (b, state(u), π (σ, u, Q \ dom(b))) .
I Definition 9 (Useless repetition). A useless Q-repetition in a strategy σ is a pair of traces
(x, y) such that y is not empty, xy is a σ-play, dom(y) ⊆ Q, both x and xy are Q-locks and
strateσ,Q (x) = strateσ,Q (xy).
The following theorem is the key to our decidability results.
I Theorem 10. If there exists a winning strategy then there exists a winning strategy without
any useless repetition.
The proof of this theorem relies on the notion of shortcuts, an operation which turns a
winning strategy into another strategy with strictly shorter duration.
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I Definition 11 (Duration of a strategy). The duration of a strategy σ is
dur(σ) =

X

|u| .

u maximal σ-play

The duration of a strategy σ may in general be infinite but is finite if σ is winning.
I Lemma 12. Let((x, y) be a useless Q-repetition in a strategy σ. Let Φ : A∗≡ → A∗≡ and τ
u if x 6v u
defined by Φ(u) =
and
xyu0 if x v u and u = xu0
∀p ∈ P, τp (u) = σp (Φ(∂ p (u))).

1. Then τ is a strategy called the (x, y)-shortcut of σ. Moreover for every trace u,
(u is a τ -play) ⇐⇒ (Φ(u) is a σ-play) .

(3)

2. If σ is a winning strategy then τ is winning as well and has a strictly smaller duration.
The strategy τ can be summarized as asking to every process "(†) whenever play x has
occurred, replace it by xy and apply σ". Claim 1 in Lemma 12 would not hold in general if
(x, y) would not be a useless repetition. For example, assume u = x in the definition above.
In general, right after x has occurred, a process p which is not part of the domain of the
maximal action of x is playing in parallel of x and sees a strict prefix ∂ p (x) of x. Thus p
does not know whether the play x has actually occurred. Asking this process to apply (†) is
"cheating" because by definition of strategies, the decision of p after play x should be based
only on ∂ p (x). However, if (x, y) is a useless repetition then τ is a distributed strategy, which
relies on the equality σp (Φ(∂ p (u))) = σp (∂ p (Φ(u))) for every play u.
Claim 2 relies on dur(τ ) < dur(σ) which follows immediately from (3). And according
to (3) again, the set of global states of the maximal plays is the same for σ and τ thus if σ is
winning then τ is winning as well.
Proof of Theorem 10. As long as there exists a useless repetition, take the corresponding
shortcut. According to Lemma 12, this creates a sequence σ0 , σ1 , . . . of winning strategies
whose duration strictly decreases. Thus the sequence is finite and its last element is a winning
strategy without useless repetition.
J

5

Decomposable games

In this section we introduce decomposable games, for which the distributed synthesis
problem is decidable (Theorem 21). There are actually three notions of decomposability:
structural decomposability, process decomposability and action decomposability. These three
notions form a hierarchy: structural decomposability implies process decomposability which
itself implies action decomposability (Lemma 19). Known decidable classes are decomposable:
acyclic games are structurally decomposable (Lemma 14), connectedly-communicating games
are process decomposable (Lemma 16) and series-parallel games are action decomposable
(Lemma 18). Structural decomposability is stable under some operations between games
which leads to new examples of decidable games (Lemma 26).
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5.1

Decomposability

The notions of decomposability rely on preorders defined on 2P or 2A . A preorder  is a
reflexive and transitive relation. We denote ≺ the relation (x ≺ y) ⇐⇒ (x  y ∧ y 6 x).
Structural decomposability. This notion of decomposability relies on a preorder  on 2P
which is monotonic with respect to inclusion, i.e. ∀Q, Q0 ⊆ P, (Q ⊆ Q0 =⇒ Q  Q0 ).
I Definition 13 (Structural decomposability). A game is -structurally decomposable if for
every non-empty prime trace y ∈ A∗≡ there exists Q ⊇ dom(y) and b ∈ Alph(y) such that:
(Q \ dom(b)) ≺ Q
∀a ∈ A, (a I b =⇒ a is Q-safe) .
We say a game is structurally decomposable if it is -structurally decomposable for some
preorder . We have already seen one example of such games.
I Lemma 14. Acyclic games are structurally decomposable.
Proof. Assume the game is acyclic with process tree TP . Set Q  Q0 iff every process in Q
has a TP -ancestor in Q0 , which is monotonic with respect to inclusion. Let y be a prime trace,
p ∈ P the least common ancestor in TP of processes in dom(y) and Q the set of descendants
of p. Then dom(y) ⊆ Q. Moreover, since y is prime and since the domain of every action
is a connected subset of TP then dom(y) is connected as well thus p ∈ dom(y) and there
exists a letter b ∈ Alph(y) such that p ∈ dom(b). We show that b satisfies the conditions in
the definition of structural decomposability. First, (Q \ dom(b))  Q and the inequality is
strict because the only ancestor of p in Q is p itself and p ∈ dom(b). Second, let a ∈ A such
that a I b. Then p 6∈ dom(a) and since dom(a) is connected in TP , then either none of the
processes in dom(a) or all of them are descendants of p in TP , i.e. a is Q-safe.
J
Process decomposability. The definition of process decomposable games relies on a parameter k ∈ N and a preorder  on 2P which is monotonic with respect to inclusion.
I Definition 15 (Process decomposable games). Fix an integer k. A trace y is k-repeating if
y is not empty and ∀p ∈ dom(y), |y|p ≥ k .
A game is (, k)-process decomposable if for every prime play xy, if y is k-repeating then
there exists Q ⊇ dom(y) and a prime prefix z v y such that ∂ last(z) (xz) is a Q-lock and
(Q \ dom(last(z))) ≺ dom(y) .

(4)

We have already seen one example of process decomposable games.
I Lemma 16. Connectedly communicating games are process decomposable.
Action decomposability. Action decomposability is defined with respect to a parameter
k ∈ N and a preorder  on 2A which is monotonic with respect to inclusion.
I Definition 17 (Action decomposable games). Let k be an integer. A game is (, k) action
decomposable if for every prime play xy such that y is k-repeating, there exists Q ⊇ dom(y)
and a prime prefix z v y such that ∂ last(z) (xz) is a Q-lock and
{a ∈ A | dom(a) ⊆ (Q \ dom(last(z))} ≺ Alph(y) .
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We have already seen one example of action decomposable games.
I Lemma 18. Series-parallel games are action decomposable.
Finally we show that these notions form a hierarchy.
I Lemma 19. Every structurally decomposable game is process decomposable and every
process decomposable game is action decomposable.
Thus action decomposability is the most general notion of decomposability. In the sequel
for the sake of conciseness, it is simply called decomposability.

5.2

Decidability

In this section we show that decomposability is a decidable property and decomposable
games have a decidable controller synthesis problem.
I Lemma 20 (Decomposability is decidable). Whether a game is decomposable is decidable.
There exists a computable function decomp from games to integers such that whenever a
game G is (, k) decomposable for some k, it is (, decomp(G)) decomposable.
I Theorem 21. The distributed synthesis problem is decidable for decomposable games.
Proof of Theorem 21. We show that there exists a computable function f from games to
integers such that in every decomposable distributed game G every strategy with no useless
repetition has duration ≤ f (G).
Let  be a preorder on 2A compatible with inclusion, k 0 an integer and G a (, k 0 ) action
decomposable distributed game. Assume k 0 = decomp(G) w.l.o.g. (cf. Lemma 20).
For every set of actions B ⊆ A, denote GB the game with actions B and the same
processes, initial state and final states than G. The transitions of GB are all transitions of G
whose action is in B. An action a ∈ B is controllable in GB iff it is controllable in G.
We show that for every B ⊆ A the game GB is (B , k 0 ) decomposable, where B denotes
the restriction of  to 2B . Let xy be a prime play of GB such that y is k 0 -repeating. Since G is
(, k 0 ) decomposable, there exists Q ⊇ dom(y) and a prime prefix z v y such that ∂ last(z) (xz)
is a Q-lock in G and C ≺ Alph(y) where C = {a ∈ A | dom(a) ⊆ Q and a I last(z)}. Since 
is monotonic with respect to inclusion then {b ∈ B | dom(b) ⊆ Q and b I last(z)} = (C∩B) 
C ≺ Alph(y) thus (C ∩ B) ≺B Alph(y). Since xy is a play in GB then ∂ last(z) (xz) v xy is a
play in GB as well. And since every play in GB is a play in G, ∂ last(z) (xz) is a Q-lock not
only in G but also in GB . All conditions of action decomposability are met : GB is (B , k 0 )
decomposable.
Denote RB (m) the largest size of a complete undirected graph whose edges are labelled
with 2B and which contains no monochromatic clique of size ≥ m. According to Ramsey’s
theorem, RB (m) is finite and computable. For every B ⊆ A, defined inductively f (GB ) as :


|A||P|·max{f (G 0 ),B 0 ≺B }
B
f (GB ) = RB (k 0 + |P|) · |B| · |Q||P| · 22
,
with the convention max ∅ = 0.
Fix a strategy σ with no useless repetition. We prove that for every σ-play zu,

|u| ≤ f GAlph(u) .

(5)

The proof is by induction on Alph(u) with respect to . The base case when Alph(u) = ∅ is
easy, in this case |u| = 0.
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Now let zu be a σ-play consistent with σ. Assume the induction
hypothesis holds: for

every σ-play z 0 u0 , if Alph(u0 ) ≺ Alph(u) then |u0 | ≤ f GAlph(u0 ) .
We start with computing, for every non-empty set of letters B ≺ Alph(u) an upper bound
on the length of every factorization u = u0 u1 · · · uN uN +1 such that
B = Alph(u1 ) = Alph(u2 ) = . . . = Alph(uN ) .

(6)

For a start, we consider the case where B is connected in the sense where the dependency
graph DB = (B, D ∩ B × B) is connected. Set k = k 0 + |P|. For 0 ≤ ` < N
k , denote w` the
concatenation w` = u1+`k · u2+`k · · · uk+`k and h` = zu0 w1 . . . w`−1 . Let RB = dom(B) and
fix some c ∈ B.
0
Let 0 ≤ ` < N
k . We show that ∂ c (w` ) is k -repeating and ∂ c (h` w` ) = ∂ RB (h` ) ∂ c (w` ).
Since w` = u1+`k · u2+`k · · · uk+`k , according to property (1) of views there exists a sequence
P ⊇ R1 ⊇ . . . ⊇ Rk such that
∂ c (w` ) = ∂ R1 (u1+`k ) ∂ R2 (u2+`k ) · · · ∂ Rk (uk+`k )

(7)

where Rk = {c} and for every 1 ≤ i ≤ k − 1, Ri = Ri+1 ∪ dom(∂ Ri+1 (ui+1+`k )). Since the
sequence (Ri )1≤i≤k0 +|P| is monotonic, there exists i ∈ k 0 . . . k 0 + |P| such that Ri = Ri+1 .
Denote R = Ri = Ri+1 and B 0 = {b ∈ B, dom(b) ∩ R 6= ∅} and B 00 = {b ∈ B, dom(b) ⊆ R}.
By definition of views, and according to (6), B 0 ⊆ Alph(∂ R (ui+1+`k )). Since R = Ri = Ri+1
and Ri = Ri+1 ∪dom(∂ Ri+1 (ui+1+`k )) then dom(∂ R (ui+1+`k )) ⊆ R thus Alph(∂ R (ui+1+`k )) ⊆
B 00 . Since B 00 ⊆ B 0 then finally B 0 = Alph(∂ R (ui+1+`k )) = B 00 . Thus the set B 00 is a
connected component of the graph DB = (B, D ∩ B × B): by definition of B 0 and B 00 , all
edges with source B 00 have target in B 0 = B 00 . However by hypothesis DB is connected thus
B = B 0 = B 00 and R = RB . Finally RB ⊆ Ri ⊆ R1 and since R1 ⊆ dom(∂ c (w` )) ⊆ RB , the
sequence (Ri )1≤i0 ≤i is constant equal to RB . Thus, according to (6) and the definition of
RB , for every 1 ≤ i0 ≤ i, ∂ Ri0 (ui0 +`k ) = ui0 +`k . Thus, according to (6) and (7) and since
k 0 ≤ i0 , every letter of B occurs at least k 0 times in ∂ c (w` ) thus ∂ c (w` ) is k 0 -repeating and
∂ c (h` w` ) = ∂ RB (h` ) ∂ c (w` ).
Since the game is (, k 0 ) decomposable and ∂ c (w` ) is k 0 -repeating, and ∂ c (h` w` ) =
∂ RB (h` ) ∂ c (w` ), there exists a superset T(`) of RB , an action b` , and a prime prefix w`0 b` v
∂ c (w` ) such that the play z` = ∂ b` (∂ RB (h` )w`0 b` ) is a T(`) -lock and B` ≺ B where B` =
{a ∈ A | dom(a) ⊆ (T(`) \ dom(b` ))} .


For every 0 ≤ ` <

N
k,

denote strate` = b` , (s`,p )p∈P , σ (`) the T(`) strategic state of σ

after z` . We show two properties of (strate` )0≤`< N .
k
First, all elements of (strate` )0≤`< N are distinct. For the sake of contradiction, assume
k
0
0
strate` = strate`0 for some 0 ≤ ` < `0 < N
k . We show that z` @ z` . Since strate` = strate`
then b` = b`0 , denote this letter b. Then
z` = ∂ b (∂ RB (h` )w`0 b) v ∂ b (∂ RB (h` ) ∂ c (w` )) = ∂ b (∂ c (h` w` ))
v ∂ b (∂ c (h`0 )) v ∂ b (∂ RB (h`0 )) @ ∂ b (∂ RB (h`0 )w`0 0 b) = z`0 ,
where the second inequality holds because h` w` v h`0 since ` ≤ `0 − 1, and the third
inequality holds because c ∈ B thus dom(c) ⊆ RB hence property (2) applies. Moreover
the last inequality is strict because there is at least one more b in ∂ b (∂ RB (h`0 )w`0 0 b) than in
∂ b (∂ RB (h`0 )). We get a contradiction because by hypothesis there is no useless repetition
in σ, however, denoting x = z` and y such that xy = z`0 , the pair (x, y) is a useless
T(`) -repetition in σ: by hypothesis the strategic T(`) -states of z` and z`0 are equal and
both x and xy are T(`) -locks, moreover y is not empty because z` @ z`0 and finally
dom(y) ⊆ dom(u1+`k · · · uk+`0 k ) ⊆ RB ⊆ T(`) . Thus (x, y) is a useless repetition in σ.
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(`)
Second, for every 0 ≤ ` < N
= π(σ, z` , T(`) \ dom(b` )) have length
k , all plays in σ
0
≤ m = maxB 0 ≺B f (GB 0 ). Let z` u be a σ-play such that dom(u0 ) ⊆ (T(`) \ dom(b` )).
Then Alph(u0 ) ⊆ B` . Since  is monotonic with respect to inclusion,
Alph(u0 )  B` ≺

0
B  Alph(u). Thus by induction hypothesis, |u | ≤ f GAlph(u0 ) ≤ m.
m|A||P|

According to the second property, there are at most 22
different residuals appearing
in the sequence (σ (`) )0≤`< N . Thus the sequence (strate` )0≤`< N takes at most K = |B| ·
k

k

m|A||P|

|Q||P| · 22
different values. And according to the first property, all these states are
different thus N ≤ k · K.
The inequality N ≤ k · K has been established under the assumption that DB is
connected. The general case reduces to this case: let C be a connected component of DB
and for 1 ≤ i ≤ N let vi be the projection of ui on C. Then ∀1 ≤ i ≤ N, Alph(vi ) = C and
there exists u00 such that u = u00 v1 v2 . . . vN uN +1 thus N ≤ k · K.
Let us reformulate the inequality N ≤ k · K as a property of an undirected complete
graph with edges colored by 2A . Let u = a1 a2 · · · a|u| the factorization of u into its letters.
Let Ju be the complete graph with vertices 1, . . . , |u| and the label of the edge {i, j} with
i < j is the set of letters {ai , . . . , aj }. Then every monochromatic clique of Ju has size
≤ k · K. Thus, according to Ramsey theorem, |u| ≤ RT (k · K) = RT ((k 0 + |P|) · K), which
completes the inductive step.
As a consequence, winning strategies in G can be looked for in the finite family of
strategies all of whose plays have length ≤ f (G) with f (G) computable. As a consequence,
the synthesis problem can be solved by enumerating all these strategies and testing whether
any of them is winning. For testing whether a strategy of finite duration is winning the
algorithm simply checks that the global state of all the maximal plays is final.
J

5.3

New examples of decidable games

The three classes of games whose decidability is already known are decomposable (cf Lemmas 14, 16 and 18). In this section we give some new examples of decidable games.
I Lemma 22. Four players games are structurally decomposable.
Although our techniques do not seem to provide an algorithm for solving games with five
processes, they can address a subclass.
I Lemma 23. Let G be a distributed game with five processes. Assume that the number of
actions that a process can successively play in a row without synchronizing simultaneously
with two other processes is bounded. Then G is process decomposable.
Another decidable example is the class of majority games:
I Lemma 24 (Majority games). Assume that every non-local action synchronizes a majority
of the processes i.e. for every action a, | dom(a)| = 1 or | dom(a)| ≥ |P \ dom(a)|. Then the
game is structurally decomposable.
The class of structurally decomposable games is stable under projection and merge.
I Definition 25 (Projecting games). Let G be a game with processes P and alphabet (Ap )p∈P .
Let P0 ⊆ P a subset of the processes. The projection of G on P0 is the game G0 with processes
P0 and alphabet A0 = {a ∈ A | dom(a) ∩ P0 6= ∅} partitioned in (A0 ∩ Ap )p∈P0 . The states of
a process p ∈ P0 are the same in G and G0 , every transition δ ∈ {a} × Πp∈dom(a) Qp × Qp of
G on a letter a ∈ A0 is projected to {a} × Πp∈dom(a)∩P0 Qp × Qp , and every transition on a
letter a 6∈ A0 is simply deleted.
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Figure 2 A decidable process architecture.

The following result combines two structurally decomposable games into one.
I Lemma 26 (Merging games). Let G be a game, and P0 , P1 ⊆ P two set of processes such
that P = P0 ∪ P1 and P0 ∩ P1 6= ∅ and for every action a ∈ A,
(dom(a) ∩ P0 6= ∅) ∧ (dom(a) ∩ P1 6= ∅) =⇒ (P0 ∩ P1 ⊆ dom(a)) .
If both projections of G on (P0 \ P1 ) and (P1 \ P0 ) are structurally decomposable then G is
structurally decomposable.
The merge operation can combine two structurally decomposable games in order to
create a new one. For example all acyclic games can be obtained this way, since 3-player
games are structurally decomposable and every tree with more than three nodes can be
obtained by merging two strictly smaller subtrees. This technique can go beyond acyclic
games, by merging together 4-player games and majority games. The graph of processes is
an undirected graph with nodes P and there is an edge between p and q whenever both p
and q both belong to the domain of one of the actions. Then all the games whose graph of
processes is contained in the one depicted on Fig. 2 are structurally decomposable.

6

Conclusion

We considered the distributed synthesis problem, which aims at controlling asynchronous
automata using automatically synthesized controllers with causal memory. We presented a
theorem that unifies several known decidability results and provide new ones.
The decidability of this problem is, to the best of our knowledge, stil opened, even in the
simple case where the graph of processes is a ring of five processes where each process can
interact only with both its neighbors.
Another intriguing open problem is the case of weakly k-connectedly communicating
plants. In such a plant, whenever two processes play both k times in a row without hearing
from each other, they will never hear from each other anymore. It is not known whether
the MSO theory of the corresponding event structures is decidable or not [6], neither do we
know how to use techniques of this paper to solve this class of games.
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Abstract
A palindrome is a string that reads the same as its reverse, such as “aibohphobia” (fear of
palindromes). Given a metric and an integer d > 0, a d-near-palindrome is a string of Hamming
distance at most d from its reverse.
We study the natural problem of identifying the longest d-near-palindrome in data streams.
The problem is relevant to the analysis of DNA databases, and to the task of repairing recursive
structures in documents such as XML and JSON.
We present the first streaming algorithm for the longest d-near-palindrome problem that returns a d-near-palindrome whose length is within a multiplicative (1 + )-factor of the longest
d-near-palindrome. Our algorithm also returns the set of mismatched
 indices in the d-nearlog7 n
log6 n
palindrome, and uses O  dlog(1+)
bits of space, and O  dlog(1+)
update time per arrival
√
symbol. We show that for d = o( n), any randomized algorithm with multiplicative approximation (1 + ) that succeeds with probability at least 1 − 1/n requires Ω(d log n) space.
We further obtain a streaming algorithm that returns a d-near-palindrome whose length is

6
n
within an additive E-error of the longest d-near-palindrome. The algorithm uses O dn log
E



5



n
bits of space and O dn log
update time. As before, we show that any randomized streaming
E
algorithm that solves the longest
d-near-palindrome problem for additive error E with probability

at least 1 − n1 , uses Ω dn
space.
E
Finally, we give an exact
 two-pass algorithm that solves the longest d-near-palindrome prob√
lem using O d2 n log6 n bits of space.
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1

Introduction

A palindrome is a string that reads the same as its reverse, such as the common construct
“racecar”, or the deliberate construct “aibohphobia”. Given a metric and an integer d > 0,
we say that a string is a d-near-palindrome if it is at distance at most d from its reverse.
In this paper, we study the problem of identifying the longest d-near-palindrome substring
in the streaming model, under the Hamming distance. In the streaming model, the input
data is streamed one symbol at a time, and we are allowed to perform computation using
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only a small amount of working memory. Specifically, our goal is to approximate the length
of the longest near-palindrome in a string of length n, using only o(n) space. A related
question regarding approximating the length of the longest palindrome in RNA sequences
under removal of elements was explicitly asked at the Bertinoro Workshop on Sublinear
Algorithms 2014 [1].
Finding near-palindromes is widely motivated in string processing of databases relevant
to bioinformatics.
Specifically, since the development of the Human Genome Project, advances in biological
algorithms have quickened the sequencing for genes and proteins, leading to increasingly
large databases of strings representing both nucleic acids for DNA or RNA, and amino acids
for proteins. Tools to analyze these sequences, such as the basic local alignment search
tool (BLAST) [2] often require the removal of “low-complexity” regions (long repetitive or
palindromic structures). However, these long sequences frequently contain small perturbations through mutation or some other form of corruption (including human error), so that
identifying “near”-palindromes under either Hamming distance or edit distance is important
for preprocessing sequences before applying the heuristic tools. In particular, the streaming
model is relevant to contemporary data-sequencing technologies for near-palindromes, as
further discussed in [9, 12].

Our contributions
We initiate the study of finding near-palindromes in the streaming model, and provide several
algorithms for the longest near-palindrome substring.
√
Given a stream S of length n and an integer d = o( n), let `max be the length of a
longest d-near-palindrome substring in S.
I Theorem 1. There exists a one-pass streaming algorithm that returns a d-near-palindrome

log7 n
1
of length at least 1+
· `max , with probability 1 − n1 . The algorithm uses O  dlog(1+)
bits of


d log6 n
space and update time O  log(1+) per arriving symbol.
I Theorem 2. There exists a one-pass streaming algorithm that returns a d-near-palindrome


6
n
of length at least `max − E, with probability 1 − n1 . The algorithm uses O dn log
bits of
E


dn log5 n
per arriving symbol.
space and update time O
E
If two passes over the stream are allowed, one can find an exact longest d-near-palindrome.
I Theorem 3. There exists a two-pass streaming algorithm that returns a d-near-palindrome
√
√
of length `max , with probability 1− n1 . It uses O d2 n log6 n bits of space and O d2 n log5 n
update time per arriving symbol.
We complement our results with lower bounds for randomized algorithms.
√
I Theorem 4. Let d = o( n). Then any randomized streaming algorithm that returns a
max
d-near-palindrome of length at least `1+
with probability at least 1 − n1 must use Ω (d log n)
bits of space.
√
I Theorem 5. Let d = o( n) and E > d be an integer. Then any randomized streaming
algorithm that returnsa d-near-palindrome of length at least ` − E, with probability at least
1 − n1 must use Ω dn
bits of space.
E
A summary of our results and comparison with related work appears in Table 1.
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Table 1 Summary of our results and comparison to related work

Model
1-Pass, Multiplicative (1 + )
1-Pass, Additive E
2-Pass, Exact

Space for Algorithms
d-Near-Palindrome
Palindrome
O
O



d log7 n
 log(1+)



O d

dn log6 n
E

2√





6



log2 n
 log(1+)

O

n log n
E

O



n log n



Lower Bounds
d-Near-Palindrome
Palindrome

[5]



[5]

√
O
n log n [5]

Ω(d log n)
Ω


dn
E

-

Ω



log n
log(1+)

Ω


n
E



[10]

[5]

-

Background and Related Work
Our techniques extend previous work on the Longest Palindromic Substring Problem, the
Pattern Matching Problem, and the d-Mismatch Problem in the streaming model.
In the Longest Palindromic Substring Problem, the goal is to output a longest palindromic
substring of an input of length n, while minimizing the computation space. Manacher [14]
introduces a linear-time online algorithm, which reports whether allsymbols seen at the
log2 n
time of query form a palindrome. Berenbrink et al. [5] achieve O  log(1+)
space for
multiplicative error (1 + ), and show a space lower bound for algorithms with additive
error. Gawrychowski et al. [10] recently generalize the aforementioned
 lower bounds for

additive error, and also produce a space lower bound of Ω

log n
log(1+)

for algorithms with

multiplicative error (1 + ), which is essentially tight.
In the Pattern Matching Problem, one is given a pattern of length m and the goal is
to output all occurrences of the pattern in the input string, while again minimizing space
or update time. In order to achieve space sublinear in the size of the input, many pattern
matching streaming algorithms use Karp-Rabin fingerprints [13]. Porat and Porat [15] present
a randomized algorithm for exact pattern matching using O (log m) space and O (log m)
update time, which Breslauer and Galil [6] further improve to constant update time.
In the d-Mismatch Problem, one is given a pattern and the goal is to find all substrings
of the input that are at most Hamming distance d from the pattern. A line of exciting
work (e.g., [3, 15, 7, 4]) culminates
in a recent algorithm
by Clifford et al. [8] that uses
√


O d2 polylog m space and O
d log d + polylog m update time per arriving symbol.

2

Preliminaries

We denote by [n] the set {1, 2, . . . , n}. We assume an input stream of length n over alphabet
Σ. Given a string S[1, n], we denote its length by |S|, its ith character by S[i], and the
substring between locations i and j (inclusive) by S[i, j].
The Hamming distance between S and T , denoted HAM(S, T ) is the number of indices
whose symbols do not match: HAM(S, T ) = {i | S[i] 6= T [i]} . We denote the concatenation
of S and T by S ◦ T . Each index i such that S[i] 6= S[n − i + 1] is a mismatch. We say S is
a d-near-palindrome if HAM(S, S R ) ≤ d. Without loss of generality, our algorithms assume
the lengths of d-near-palindromes are even, since for any odd length d-near-palindrome, we
may apply the algorithm to S[1]S[1]S[2]S[2] · · · S[n]S[n] instead of S[1, n].
I Definition 6 (Karp-Rabin Fingerprint). For a string S, a prime P and an integer B with
1 ≤ B < P , the Karp-Rabin forward and reverse fingerprints [13] are defined as follows:




|S|
|S|
X
X
φF (S) = 
S[x] · B x  mod P,
φR (S) = 
S[x] · B −x  mod P.
x=1

x=1
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S:

φF
1,3 (S):

φF
2,3 (S):

φF
3,3 (S):

Figure 1 Karp-Rabin Fingerprints for first-level subpattern.

S:

φF
1,3 (S):

φF
1,9 (S):

φF
4,9 (S):

φF
7,9 (S):

Figure 2 Karp-Rabin Fingerprints for second-level subpattern.

Karp-Rabin Fingerprints have the following easily verifiable properties:
1. φR (S) · B |S|+1 = φ(S R ) mod P
2. φF (S[x, y]) = B 1−x (φF (S[1, y]) − φF (S[1, x − 1])) mod P
3. φR (S[x, y]) = B x−1 (φR (S[1, y]) − φR (S[1, x − 1])) mod P
We use Karp-Rabin Fingerprints for certain subpatterns of S, as in [8]. For a string S
and integers a ≤ b, define the first-level subpattern Sa,b to be the subsequence S[a]S[a +
R
b]S[a + 2b] . . .. In this case, define Sa,b
= (Sa,b )R (as opposed to (S R )a,b ). Similarly, define
Sa,b [x, y] = Sa,b ∩ S[x, y] (as opposed to (S[x, y])a,b ). Then for 1 ≤ a ≤ b, define the
fingerprints for Sa,b and its reverse:
!
X
dx/be
F
F
φa,b (S) = φ (Sa,b ) =
S[x] · B
mod P
x≡a mod b

!
R
φR
a,b (S) = φ (Sa,b ) =

X

S[x] · B −dx/be

mod P

x≡a mod b

For an example, see Figure 1.
Given a first-level subpattern T = Sa,b = S[a]S[a + b]S[a + 2b] . . . and integers r ≤ s,
define the second-level subpattern Tr,s = T [r]T [r+s]T [r+2s] . . .. Observe that Tr,s = Sa+rb,sb
and thus, second-level subpatterns are simply more refined first-level subpatterns. For an
example, see Figure 2.
Observe the following properties of fingerprints on first-level and second-level subpatterns:
|S|+1
1. φR
= φ|S|−a+1,b (S R ) mod P
a,b (S) · B
d(1−x)/be F
2. φF
(φa,b (S[1, y]) − φF
a,b (S[x, y]) = B
a,b (S[1, x − 1])) mod P
R
d(x−1)/be R
3. φa,b (S[x, y]) = B
(φa,b (S[1, y]) − φR
a,b (S[1, x − 1])) mod P
We also use the following application of the Prime Number Theorem:
I Lemma 7. (Adaptation hof Lemma 4.1 [8]) iGiven two distinct integers
h a, b ∈ [1, n]
i and a
β
2
2
d
34d
1
random prime number p ∈ β log n, β log n where β = 16 , then Pr a ≡ b mod p ≤ 32d
.
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NearPalindrome(ci , b)

Reject:

Longest d-near-palindrome

NearPalindrome(cj , a)

Accept:

ci

y

cj

a

z

b

Figure 3 The longest d-near-palindrome will be sandwiched within checkpoints to provide a
(1 + )-approximation of `max . That is, (1 + )(a − cj ) ≥ (z − y).

Finally, we remark that problems in bioinformatics, such as the RNA Folding Problem [1],
use the following notion of complementary palindromes:
Pn
P
P
I Definition 8. Let f :
be a pairing of symbols in the alphabet. A string S ∈
→
is a complementary palindrome if S[x] = f (S[n + 1 − x]) for all 1 ≤ x ≤ n.
Our algorithms can be modified to recognize complementary palindromes with the same
space usage and update time. Indeed, we only need to modify the forward fingerprints to use
f (S[x]) instead of S[x]:
!
X
F
dx/be
φa,b (S) =
f (S[x]) · B
mod P.
x≡a mod b

3

Overview and Techniques

One-pass Multiplicative Approximation Algorithm
Our algorithm combines and extends ideas and techniques from the solution to the d-Mismatch
Problem in [8] and the solution to the Longest Palindrome Problem in [5]. For additional
clarity, we provide several figures in [11].
As the stream progresses, we keep a set of checkpoints C, where c ∈ C is the beginning of
potential d-near-palindromes that we output. We also maintain a sliding window that contains
the 2d most recently seen symbols. The sliding window identifies any d-near-palindrome of
length at most 2d. It also guesses that the midpoint of the sliding window is the midpoint of
a potential d-near-palindrome of length > 2d.
We keep an estimate `˜ of the length `max of the longest d-near-palindrome seen throughout
the stream, as well as the starting index cstart of the d-near-palindrome, and the locations of
the mismatches, a set of size at most d. Upon reading symbol S[x] of the stream, we call
procedure NearPalindrome to see if S[ci , x] is a d-near-palindrome, for each checkpoint ci such
˜ Using the framework of [5], we create and update checkpoints throughout
that x − ci > `.
max
the stream so that we find a d-near-palindrome of length at least `1+
, as in Figure 3.
The algorithm in [5] maintains a list of potential midpoints associated with each checkpoint.
This list can be linear in size, however it satisfies nice structural results that can be used
to succinctly represent the list of candidate midpoints. Directly adapting these structural
results to our setting would incur an extra factor of d in our space complexity. We avoid
this extra factor by circumventing the list of candidate midpoints in the one-pass algorithms
altogether.

FSTTCS 2017

31:6

Streaming for Aibohphobes: Longest Palindrome with Mismatches

We now overview the procedure NearPalindrome that we use repeatedly in our algorithms.
It returns whether S[ci , x] is a d-near-palindrome, and if so it returns the mismatches.
The procedure NearPalindrome follows along the lines of the d-mismatch streaming
algorithm from [8]. Recall that in the d-Mismatch Problem, we are given a pattern R
and a text S and the algorithm is required to output a string S[x − |R| + 1, x] such that
HAM(R, S[x − |R| + 1, x]) ≤ d. While in the d-Mismatch Problem the pattern is fixed, here
we essentially use a variable-length pattern. Namely, we check if for checkpoint ci it is
the case that HAM(S[ci , x], S R [ci , x]) ≤ d. To achieve this, we maintain a dynamic set of
fingerprints that we compare against the dynamic set of text fingerprints.
The procedure has two stages. In the first stage it eliminates strings T with HAM(T, T R ) ≥
2d, while in the second stage it eliminates strings with d < HAM(T, T R ) < 2d. This can
be achieved by estimating the distance between T and T R using fingerprints of equivalence
classes modulo different primes.
Picking random primes should distribute the mismatches into different equivalence classes.
The procedure estimates the number of mismatches by comparing the fingerprints of the substrings whose indices are in the same congruence class modulo p with the reverse fingerprints,
R
R
namely Tr,p and Tr,p
for all 1 ≤ r ≤ p. Denote by Tr,p and Tr,p
the first-level fingerprints.
By the second stage we are only left with the strings with a small number of mismatches.
In order to recover the mismatches, one needs to refine each subpattern T̃ = Tr,p by picking
smaller primes p0 , and comparing the fingerprints of the strings T̃r0 ,p0 and T̃rR0 ,p0 for all
1 ≤ r0 ≤ p0 . Denote by T̃r0 ,p0 and T̃rR0 ,p0 the second-level fingerprints (see Figure 2).
h
i
2
In the first stage, we sample 2 log n primes uniformly at random from βd log2 n, 34d
log
n
,
β
where β = 1/16. Each prime generates p subpatterns containing
positions in the same

equivalence class (mod p). Therefore, there are O d log3 n first-level subpatterns. In the
second stage, we take all primes in [log n,3 log n] that together with the primes picked in the
first stage generate a total of O d log5 n second-level subpatterns.
Finally, we assume throughout the paper that the fingerprints of any subpattern do not
fail. Since there are at most n3 subpatterns, and the probability that a particular fingerprint
fails is at most n15 for P ∈ [n5 , n6 ] (by Theorem 1 in [6]), then by a union bound, the
probability that no fingerprint fails is least 1 − n12 .
Our choice of parameters
 is more space-efficient compared to the data structure given by
[8], which uses O d2 log7 n space, since we no longer need the sliding functionality provided
by their data structure. Also, the data structure given by [16] does not suffice, as it does not
support concatenation, which is needed for maintaining the checkpoints.

One-pass Additive Approximation and Two-Pass Exact Algorithms
To obtain the one-pass
  additive approximation, we modify our checkpoints, so that they
appear in every E
2 positions. Hence, the longest d-near-palindrome must have some
checkpoint within E2 positions of it, and the algorithm will recover a d-near-palindrome
with length at least `max − E.
√
To obtain the two-pass exact algorithm, we set E = n and modify the additive error
algorithm so that it returns a list L of candidate midpoints of d-near-palindromes. Moreover,
we show a structural result in Lemma 16, which allows us to compress certain substrings in the
first pass, so that the second pass can recover mismatches for any potential d-near-palindromes
within these substrings.
√
In the second pass, we carefully keep track of the 2n characters before the starting
positions of long d-near-palindromes identified in the first pass. We use the compressed
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information from the first pass to reconstruct the fingerprints and calculate the number
of mismatches within these long d-near-palindromes identified in the first pass. However,
the actual d-near-palindromes
may extend beyond the estimate returned in the first pass.
√
Thus, we compare the 2n characters after the d-near-palindromes identified in the first
√
pass with the 2n characters that we track. This allows us to exactly identify the longest
d-near-palindrome during the second pass.

Lower Bounds
To show lower bounds for randomized algorithms solving the d-near palindrom problem we
use Yao’s Principle [17], and construct distributions for which any deterministic algorithm
fails with significant probability unless given a certain amount of space. We first reduce the
problem of approximating longest d-near-palindromes to the problem of exactly identifying
whether two strings have Hamming distance at most d. We then carefully construct hard
distributions, and show via counting arguments that deterministic algorithms using a little
of space will fail with significant probability on inputs from these distributions. We also use
some ideas from [10] who showed lower bounds for streaming palindromes. Due to space
constraints, the proofs of Theorem 4 and Theorem 5 are detailed in [11].

4

One-Pass Streaming Algorithm with Multiplicative Error (1 + )

In this section, we prove Theorem 1. Namely, we
 provide
 a one-pass streaming algorithm
log7 n
with multiplicative error (1 + ), using space O  dlog(1+)
bits of space.

4.1

Algorithm

As described in the overview, similar to [5], we maintain a sliding window of size 2d, along
with master fingerprints, and a series of checkpoints. From the sliding window, we observe
any d-near-palindrome with length at most 2d, as well as any candidate midpoints. Then
prior to seeing element S[x] in the stream, we keep the following in memory:
Initialization:
1. Pick a prime P from [n5 , n6 ] and an integer B < P (the modulo and the base of the
Karp-Rabin fingerprints, respectively).
2. For the first-level fingerprints, create a set P consisting of 2 loghn primes p1 , p2 , . . .i,
2
p2 log n sampled independently and uniformly at random from βd log2 n, 34d
β log n ,
3.
4.
5.

6.
7.
8.

1
where β = 16
.
For the second-level fingerprints, let Q be the set of all primes in [log n, 3 log n].
Initialize a sliding window of size 2d.
Initialize the sets of Master Fingerprints, F F and F R :
R
a. Set φF
r,p (S) = 0, φr,p (S) = 0 for all p ∈ P and 1 ≤ r ≤ p.
0
F
b. Set φr0 ,pq (S) = 0, φR
r 0 ,pq (S) = 0 for all p ∈ P, q ∈ Q and 1 ≤ r ≤ pq.
F
F
c. Let F be the set of all φ (S).
d. Let F R be the set of all φR (S).
√
log(1/α)
Set k0 = log(1+α)
, where α = 1 +  − 1.
Initialize a list of checkpoints C = ∅.
Set the starting index cstart to be 1, the length estimate `˜ of the longest d-nearpalindrome found so far to be 0, and the at most d mismatched indices M = ∅.
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We now formalize the steps outlined in the overview. The data structure relies on the
procedure NearPalindrome that we describe and analyze in detail in Section 4.2.
Maintenance:
1. Read S[x]. Update the sliding window to S[x − 2d, x].
2. Update the Master Fingerprints to be F F (1, x) and F R (1, x):
a. Update the first-level fingerprints: for every p ∈ P, let r ≡ x mod p, and incredx/pe
−dx/pe
ment φF
mod P and increment φR
mod
r,p (S) by S[x] · B
r,p (S) by S[x] · B
P.
b. Update the second-level fingerprints: for every p ∈ P and q ∈ Q, let r0 ≡ x
dx/(pq)e
mod P and increment φR
mod pq, and increment φF
r 0 ,pq (S) by S[x]·B
r 0 ,pq (S)
−dx/(pq)e
by S[x] · B
mod P .
3. For all k ≥ k0 :


a. If x is a multiple of α(1 + α)k−2 , then add the checkpoint c = x to C. Set
level (c) = k, fingerprints (c) = F F (1, x) ∪ F R (1, x).
b. If there exists a checkpoint c with level (c) = k and c < x − 2(1 + α)k , then delete
c from C.
˜ we call NearPalindrome (described in
4. For every checkpoint c ∈ C such that x − c > `,
Section 4.2) to see if S[c, x] is a d-near-palindrome. If S[c, x] is a d-near-palindrome,
then set cstart = c, `˜ = x − c and M to be the indices returned by NearPalindrome.
˜ and M.
5. If x = n, then report cstart , `,

4.2

NearPalindrome and its analysis

In this section, we describe and analyze the randomized procedure NearPalindrome that
receives as input a string, and decides whether it is a d-near-palindrome or not. Moreover, if
the string is a d-near-palindrome, NearPalindrome returns the locations of the mismatched
indices. As mentined, NearPalindrome adapts ideas from [8] for solving the d-mismatch
problem. Our proofs of the properties of NearPalindrome follow almost verbatim from the
statements in [8], with the only difference being that we make the magnitudes of the chosen
primes as large as to withstand patterns of length O (n). For completeness, we include all
the proofs in [11].
Before formally describing NearPalindrome we introduce some notation. Given a string
S[x, y], and prime pj let ∆j (x, y) be the number of r ∈ [pj ] such that the subpatterns Sr,pj [x, y]
R
and Sr,p
[x, y] are different. Note that we can compute ∆j (x, y) from the fingerprints F F (x, y)
j
R
k+1
and F (x, y) as the number of indices r such that φF
·φR
r,pj [x, y] 6= B
r,pj [x, y] mod P , where
k is the length of Sr,pj [x, y]. Define ∆(x, y) = maxj ∆j (x, y). We may assume throughout
that S[x, y] has even length. Next we summarize some useful properties of ∆(x, y).
I Lemma 9. (Adaptation of Lemma 5.1 and Lemma 5.2 [8]) Let β = 1/16.
1. If HAM(S[x, y], S R [x, y]) ≤ d, then ∆(x, y) ≤ d.
2. If HAM(S[x, y], S R [x, y]) ≥ 2d, then ∆(x, y) > (1 + β) · d with probability at least 1 −

1
n3 .

A position i ∈ [x, y] is an isolated mismatch under pj if there exists some r ≤ pj for
R
which the subpatterns Sr,pj [x, y] and Sr,p
[x, y] differ only in position i. Let Ij (x, y) be the
j
number of isolated mismatches in S[x, y] under pj , and let I(x, y) be the union of Ij (x, y),
over all primes pj . The next lemma shows that if HAM(S[x, y], S R [x, y]) ≤ 2d , then I(x, y)
is precisely HAM(S[x, y], S R [x, y]) with high probability over the set of primes.
I Lemma 10. (Adaptation of Lemma 4.2 [8]) If HAM(S[x, y], S R [x, y]) ≤ 2d, then
HAM(S[x, y], S R [x, y]) = I(x, y) with probability at least 1 − n17 .
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I Lemma 11. The set of mismatches can be identified using the second-level fingerprints.
We are now ready to present the algorithm in full.
NearPalindrome(ci , x): (determines if S[ci , x] is a d-near-palindrome)
1. For each j ∈ [2 log n], initialize ∆j = 0.
2. For each j ∈ [2 log n] and r ∈ [pj ]:
k+1
If φF
·φR
r,pj (S[ci , x]) 6= B
r,pj (S[ci , x]) mod P , where k is the length of Sr,pj [ci , x],
then increment ∆j (ci , x) = ∆j (ci , x) + 1.
3. Let ∆(ci , x) = maxj {∆j (ci , x)}.
1
4. If ∆(ci , x) > (1 + β) · d, then we immediately reject S[ci , x]. (Recall that β = 16
.)
5. Initialize I = ∅.
6. For each mismatch in S[ci , x], if there exists q ∈ Q and such that φF
r 0 ,q (Sr,p [ci , x]) 6=
0
0
0
B k +1 · φR
(S
[c
,
x])
mod
P
,
where
k
is
the
length
of
S
[c
0
r,p i
r +rp,pq i , x], for exactly
r ,q
one r ∈ [p], r0 ∈ [q], then insert the mismatch into I(ci , x). (This is the set of isolated
mismatches.)
7. If |I(ci , x)| > d, then we reject S[ci , x].
8. Else, if |I(ci , x)| ≤ d, then we accept S[ci , x] and return I(ci , x).
I Theorem 12. With probability at least 1 −
S[ci , x] is a d-near-palindrome.

1
n3 ,

procedure NearPalindrome returns whether

Proof of Theorem 12. If HAM(S[ci , x], S R [ci , x]) > 2d, then by Lemma 9, ∆(ci , x) > (1 +
β) · 2d with probability at least 1 − n13 and so NearPalindrome will reject S[ci , x]. Conditioned
on HAM(S[ci , x], S R [ci , x]) ≤ 2d, by Lemma 10 I(ci , x) = HAM(S[ci , x], S R [ci , x]) with
probability at least 1 − n15 , and so if HAM(S[ci , x], S R [ci , x]) > d the algorithm safely rejects,
and otherwise it accepts. Finally, by Lemma 11 the entire set of mismatches I(ci , x) can be
computed from the second-level subpattern fingerprints.
J

4.3

Correctness and Space Complexity

In this section, we finish the proof of Theorem 1 by claiming correctness and analyzing the
space used by the one-pass streaming algorithm described in Section 4.1. Since we used the
spacing of the checkpoints as in [5], we have the following properties.
I
  13. ([5], Observation 16, Lemma 17) At reading S[x], for all k ≥ k0 =

 Observation
2
log





(1+α)
α

log(1+α)

, let Cx,k = {c ∈ C | level (c) = k}.



1. Cx,k ⊆ [x − 2(1 + α)k , x].


2. The distance
between mtwo consecutive checkpoints of Cx,k is α(1 + α)k−2 .
l

3. |Cx,k | =

2(1+α)k
bα(1+α)k−2 c

.

4. At any point in the algorithm, the number of checkpoints is O
I Corollary 14. The total space used by the algorithm is O


log6 n
per arriving symbol is also O  dlog(1+)
.





log n
 log(1+)

d log7 n
 log(1+)





.

bits. The update time

Proof. The first-level and second-level
Karp-Rabin fingerprints consist of integersmodulo

P for each of the O d log5 n subpatterns. Since P ∈ [n5 , n6 ], then O d log6 n bits of
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log n
space are necessary for each fingerprint. Furthermore, by Observation 13, there are  log(1+)

checkpoints, so the total space used is O d log7 n bits. For each arriving symbol S[x],
the algorithm checks possibly the fingerprints
of each checkpoint whether the substring is

log n
a d-near-palindrome. There are O  log(1+) checkpoints, each with fingerprints of size

O d log5 n . Each subpattern
of afingerprint may be compared in constant time, so the

d log6 n
J
overall update time is O  log(1+) .

Proof of Theorem 1. Let `max be the length of the longest d-near-palindrome, S[x, x +
`max − 1], with midpoint m. Let k be the largest integer so that 2(1 + α)k−1 < `max , where
√
α = 1 +  − 1. Let y = m + (1 + α)k−1 so that x < y < x + `max − 1. By Observation 13,
there exists a checkpoint in the interval [y − 2(1 + α)k−1 , y]. Furthermore,
Observation
13


implies consecutive checkpoints of level k − 1 are separated by distance α(1 + α)k−2 . Thus,

there exists a checkpoint c in the interval y − 2(1 + α)k−1 , y − 2(1 + α)k−1 + α(1 + α)k−3 .
If procedure NearPalindrome succeeds for this checkpoint on position m + (m − c), then the
output `˜ of the algorithm is at least
2(m − c) ≥ 2m − 2y + 4(1 + α)k−1 − 2α(1 + α)k−3 = 2(1 + α)k−1 − 2α(1 + α)k−3 .
Comparing this output with `max ,
`max
(1 + α)3
2(1 + α)k
=
≤ (1 + α)2 = 1 + .
≤
k−1
k−3
2(1 + α)
− 2α(1 + α)
(1 + α)2 − α
`˜
˜
˜
Thus, if procedure NearPalindrome succeeds for all substrings
 then ` ≤ `max ≤ (1 + )`.
2
Taking Theorem 12 and a simple union bound over all O n possible substrings, procedure
NearPalindrome succeeds for all substrings with probability at least 1/n, and the result
follows.
J

5

Two-Pass Exact Streaming Algorithm

In this section, we prove Theorem 3. Namely, we present a two-pass streaming
algorithm

√
which returns the longest d-near-palindrome with space O d2 n log6 n .
Recall that we assume the lengths of d-near-palindromes

are even. Thus, for any substring
S[x, y] of even length, we define its midpoint m = x+y
. Upon reading x, we say that
2
√
√
x − n is a candidate midpoint if the sliding window S[x − 2 n, x] is a d-near-palindrome.
First, we modify the one-pass streaming algorithm with additive error in Section 4 so
that√it returns a list L of candidate midpoints of d-near-palindromes with length at least
` − 2n , where ` is an estimate of the maximum length output by the algorithm. However, we
show in Lemma 16 that the string has a periodic structure which allows us to keep only O (d)
fingerprints in order to recover the fingerprint for
√ any substring between two midpoints.
In the second pass, we explicitly keep the 2n characters before the starting positions
and candidate midpoints of long d-near-palindromes identified in the first pass. We use a
procedure Recover to exactly identify the number and locations√ of mismatches within the
d-near-palindromes identified in the first pass. We then use the 2n characters to extend the
near-palindromes until the number of mismatches exceeds d + 1.
For an example, see Figure 4.
We first describe a structural property of a series of overlapping d-near-palindromes,
showing that they are “almost” periodic.
I Definition 15. A string S is said to have period π if S[j] = S[j +π] for all j = 1, . . . , |S 0 |−π.
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Longest d-near-palindrome

All mismatches kept from first-pass

√

ci −

n
2

ci

Characters kept in A

ci + longest(ci )
Compare these characters with those kept in A

Figure 4 The second pass allows us to find the longest d-near-palindrome by explicitly comparing
characters.

The following structural result is a generalization of a structural result about palindromes
from [5].
I Lemma 16. Let m1 < m2 < . . . < mh be indices in S that are consecutive midpoints of
d-near-palindromes of length `∗ , for some integer `∗ > 0. If mh − m1 ≤ `∗ , then
1. m1 , m2 , . . . , mh are equally spaced in S 0 , so that |m2 −m1 | = |mi −mi+1 | for all i ∈ [h−1].
2. There exists string Eh with at most d nonzero entries such that Eh + S[m1 + 1, mh ] is a
prefix of wwR wwR . . . of length at least `∗ , for some string w of length |w| = m2 − m1 .
√
In the first pass, we specify that the algorithm has sliding window size 2 n. Thus,
√
if the longest d-near-palindrome has length less than 2 n, the algorithm can identify it.
√
Otherwise, if the
algorithm
√ longest d-near-palindrome has length at least 2 n, then the
√
finds at most 2n non-overlapping d-near-palindromes of length at least ` − n. Hence,
√
O d2 n log6 n is enough space to store the fingerprints for the substrings between any two
candidate midpoints, as well as between checkpoints si ∈ L and midpoints. This concludes
the first pass of the algorithm. Details appear in the [11].
Before we proceed to the second pass, we describe procedure Recover(mi , mj , Lc ) which
either outputs that S[mi , mj ] is not a d-near-palindrome, or returns the number of mismatches,
as well as their indices. The procedure crucially relies on structural result from Lemma 16
to reconstruct the fingerprints of S[mi , mj ] from fingerprints stored by the first pass. From
the reconstructed fingerprints, the subroutine can then determine whether S[mi , mj ] is a
d-near-palindrome, and identify the location of the mismatches, if necessary. The details of
procedure Recover appear in [11].
Before the second pass, we first prune the list of checkpoints C to greedily√ include only
those who are the starting indices for d-near-palindromes of length at least `˜− 2n and do not
overlap with other d-near-palindromes
already included in the list. In the second pass, the
√
algorithm keeps track of the 2n characters before c, for each starting index c ∈ C. We call
procedure Recover to fully recover the mismatches in a region following c. After reading the
last symbol in the region, we compare each subsequent symbol with the corresponding symbol
before c, counting the total number of mismatches. When the total number of mismatches
reaches d + 1 after seeing character S[c + k + j + 1], where k is the size of the region,
then the previous symbol is the end of the near-palindrome. Hence, the near-palindrome is
S[c − j, c + k + j], and if k + 2j > ˜l, then we update the information for `˜ accordingly. For
an example, see Figure 5.
We defer the details of the 2nd pass and the remaining proofs to [11].
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Longest d-near-palindrome

All mismatches returned by Recover(mi , mj , Lc )

√

mi −

n
2

mi

Characters kept in B

mj
Compare these characters with those kept in B

Figure 5 The second pass allows us to find the longest d-near-palindrome by explicitly comparing
characters.
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Abstract
V

Given a set of vertices V with |V | = n, a weight vector w ∈ (R+ ∪ {0})( 2 ) , and a probability
V
vector x ∈ [0, 1]( 2 ) in the matching polytope, we study the quantity
EG [νw (G)]
(u,v)∈(V ) wu,v xu,v

P

2

where G is a random graph where each edge e with weight we appears with probability xe
independently, and let νw (G) denotes the weight of the maximum matching of G. This quantity
is closely related to correlation gap and contention resolution schemes, which are important tools
in the design of approximation algorithms, algorithmic game theory, and stochastic optimization.
We provide lower bounds for the above quantity for general and bipartite graphs, and for
weighted and unweighted settings. The best known upper bound is 0.54 by Karp and Sipser, and
the best lower bound is 0.4 for bipartite graphs and 0.33 for general graphs. We show that it
is at least 0.47 for unweighted bipartite graphs, at least 0.45 for weighted bipartite graphs, and
at least 0.43 for weighted general graphs. To achieve our results, we construct local distribution
schemes on the dual which may be of independent interest.
1998 ACM Subject Classification F.2.2 Nonnumerical Algorithms and Problems, G2.2 Graph
Theory
Keywords and phrases Matchings, Randomized Algorithms, Contention Resolution Schemes
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.32

1

Introduction

We study the size (weight) of the maximum matching of a random graph sampled from various
random graph models. Let V be the set of vertices with |V | = n. Given the probability
V
V
G
vector x ∈ [0, 1]( 2 ) and the weight vector w ∈ (R+ ∪ {0})( 2 ) , let Dn,w,x
be the distribution of

V
random graphs with n vertices such that each pair e ∈ 2 becomes an edge with probability
xe independently. If it becomes an edge, its weight is we . For bipartite graphs, let V1 and
V2 be the set of left and right vertices with |V1 | = |V2 | = n. Given the probability vector
B
x ∈ [0, 1]V1 ×V2 and the weight vector w ∈ (R+ ∪ {0})V1 ×V2 , let Dn,w,x
be the distribution
of random bipartite graphs with 2n vertices such that each pair e ∈ V1 × V2 becomes an
B
edge with probability xe independently. If it becomes an edge, its weight is we . We use Dn,x
G
(resp. Dn,x ) for the unweighted case (w = (1, 1, . . . , 1)).
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We focus on the case when the probability vector x is in the matching polytope of the
complete (bipartite) graph. Recall that for bipartite graphs, x ∈ [0, 1]V1 ×V2 is in the matching
V
P
polytope if each v ∈ V1 ∪ V2 satisfies u xu,v 6 1. For general graphs, x ∈ [0, 1]( 2 ) is in
P
the matching polytope if each v ∈ V satisfies u xu,v 6 1 and each odd set S ⊆ V satisfies
P
1
{u,v}⊆S xu,v 6 b(|S| − 1)/2c.
Given a weighted graph G, let νw (G) be the weight of the maximum weight matching of
G. If G is unweighted, ν(G) denotes the cardinality of the maximum matching of G. For
V
V
P
any x ∈ [0, 1]( 2 ) and w ∈ (R+ ∪ {0})( 2 ) , we have EG∼Dn,w,x
[νw (G)] 6 (u,v)∈(V ) wu,v xu,v ,
G
2

simply because the probability that (u, v) is included in the maximum matching is at most
xu,v . The analogous statement also holds for bipartite graphs.
P
If x is in the matching polytope2 , we can prove that EG [νw (G)] > κ · wu,v xu,v for some
constant 0 < κ < 1 . For the general graph model, κ is known to be at least (1 − 1/e)2 ∼ 0.40
for every w [6]. For the bipartite graph model, κ is known to be at least 0.4 for every w [5].
Karp and Sipser [11] showed an upper bound of 0.54 for both bipartite and general graphs, by
demonstrating it for the unweighted models where every edge appears with equal probability.
Our main results are the following improved lower bounds on κ. Our first theorem concerns
the unweighted bipartite model.
I Theorem 1.1. Let |V1 | = |V2 | = n and x ∈ [0, 1]V1 ×V2 be in the matching polytope of the
complete bipartite graph on V1 ∪ V2 . Then
EG∼Dn,x
[ν(G)]
B
P
> 0.476.
(u,v)∈V1 ×V2 xu,v

(1)

We also obtain a slightly weaker result on the weighted bipartite model.
I Theorem 1.2. Let |V1 | = |V2 | = n and x ∈ [0, 1]V1 ×V2 be in the matching polytope of the
complete bipartite graph on V1 ∪ V2 . Then for any w ∈ (R+ ∪ {0})V1 ×V2 ,


EG∼Dn,w,x
[νw (G)]
B
3
P
> 1−
> 0.4481.
2e
(u,v)∈V1 ×V2 wu,v xu,v
Finally, we prove an improved bound on the weighted general graph model.
V
I Theorem 1.3. Let |V | = n and x ∈ [0, 1]( 2 ) be in the matching polytope of the complete
V
graph on V1 ∪ V2 . Then for any w ∈ (R+ ∪ {0})( 2 ) ,

EG∼Dn,w,x
[νw (G)]
G
e2 − 1
P
>
> 0.4323.
2e2
(u,v)∈(V2 ) wu,v xu,v

1.1

Applications and Related Work

Contention Resolution Schemes and Correlation Gap
Our work is inspired by and related to the rounding algorithms studied in approximation
algorithms. Given a downward-closed family I ⊆ 2E defined over a ground-set E and a
1
2

Our result for general graphs, Theorem 1.3 holds even when x satisfies the first type of constraints.
If x is not in the matching polytope, one can construct examples where κ = Ω(n).
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submodular function f : 2E → R+ , Chekuri et al. [5] considered the problem of finding
maxS∈I f (S) and introduced contention resolution schemes (CR schemes) to obtain improved
approximation algorithms for numerous problems. Let PI be the convex combination of all
incidence vectors {1S }S∈I . A c-CR scheme π for x ∈ PI is a procedure that, when R is a
random subset of E with e ∈ R independently with probability xe , returns π(R) ⊆ R such
that π(R) ∈ I with probability 1 and Pr[e ∈ π(R)] > c for all e ∈ E.
To construct a CR scheme, they introduced the notion of correlation gap of a polytope,
inspired by [1].3 Formally, the correlation gap of I is defined as
P
ER∼Dx [maxS⊆R,S∈I e∈S we ]
P
κ(I) :=
inf
,
(2)
x∈PI , w>0
e∈E xe we
where Dx is the distribution where each element e appears in R with probability xe independently. It is easy to see that the existence of c-CR scheme for all x ∈ PI implies κ(I) > c.
Chekuri et al. [5] proved the converse that every x ∈ PI admits a κ(I)-CR scheme.
By setting E to be the set of all possible edges of a complete (bipartite) graph, and I to be
the set of all matchings of a complete graph, our Theorem 1.2 and Theorem 1.3 for weighted
bipartite graphs and weighted general graphs imply that there exist 0.4481-CR scheme
and 0.4323-CR scheme for bipartite matching polytopes and general matching polytopes
respectively. Note that these lower bounds hold when E 0 is the set of edges and I 0 is a
matching polytope of an arbitrary graph G0 , since
P
ER∼Dx [maxS⊆R,S∈I e∈S we ]
P
κ(I) =
inf
x∈PI , w>0
e∈E xe we
P
ER∼Dx [maxS⊆R,S∈I e∈S we ]
P
6
inf
= κ(I 0 ).
x
w
x|E 0 ∈PI 0 , w|E 0 =0
e
e
e∈E

Maximum Matching of Random Graphs
The study of maximum matchings in random graphs has a long history. It was pioneered
by the work of Erdős and Rényi [8, 7], where they proved that a random graph Gn,p has a
perfect matching with high probability when p = Ω( lnnn ). The case for sparse graphs was
investigated by Karp and Sipser [11] who gave an accurate estimate of ν(G) for Gn,p where
c
for some constant c > 0.
p = n−1
After these two pioneering results, subsequent work has addressed two aspects. The
Karp-Sipser algorithm is a simple randomized greedy algorithm, and the first line of works
extend the range of models where this algorithm (or its variants) returns an almost maximum
matching. Aronson et al. [2] and Chebolu et al. [4] augmented the Karp-Sipser algorithm
to achieve tighter results in the standard Gn,p model. Bohman and Frieze [3] considered a
new model where a graph is drawn uniformly at random from the collection of graphs with a
fixed degree sequence and gave a sufficient condition where the Karp-Sipser algorithm finds
an almost perfect matching.
The second line of work is based on the following observation: the standard Gn,p model,
p = Ω( lnnn ) is required to have a perfect matching, because otherwise there will be an isolated
vertex. This naturally led to the question of finding a natural and sparser random graph
model with a perfect matching. The considered models include a random regular graph,
and a Gn,p with prescribed minimal degree. We refer the reader to the work of Frieze and
Pittel [10] and Frieze [9] and references therein.

3

[1] defined the correlation gap of a set function f : 2E → R+ . Our results apply to this definition too
when f denotes the weight of the maximum matching.
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1.2

Organization

Our main technical contribution is lower bounding correlation gaps via local distribution
schemes for dual variables, which are used to prove Theorem 1.1 and Theorem 1.2 for
unweighted and weighted bipartite graphs. We present this framework in Section 2 and
prove our bounds for unweighted bipartite graphs (Section 3) and weighted bipartite graphs
(Section 4). Our result for weighted general graphs is presented in Section 5.

2

Techinques for Bipartite Graphs

Let V = V1 ∪V2 be the set of vertices with |V1 | = |V2 | = n, E := V1 ×V2 . Fix w ∈ (R+ ∪{0})E
and x ∈ [0, 1]E in the bipartite matching polytope of (V, E).
Our proofs for Theorem 1.1 and 1.2 for bipartite graphs follow the following general
framework. Let G = (V, E(G)) be a sampled from the distribution where each potential
edge e ∈ E appears with probability xe independently (recall that E = V1 × V2 is the set of
all potential edges and E(G) is the edges of one sample G). Let y(G) ∈ (R+ ∪ {0})V be an
optimal fractional vertex cover such that for every e = (u, v) ∈ E(G), yu (G) + yv (G) > we .
By König-Egerváry theorem, ky(G)k1 = ν(G).
Given G, consider the situation where initially each vertex v has mass yv (G), and
each potential edge has mass ye (G) = 0 (we slightly abuse notation and consider y(G) ∈
(R+ ∪ {0})V ∪E ). We construct local distribution schemes FG : (V ∪ E) × (V ∪ E) → R
where FG (a, b) indicates the amount of mass sent from a to b. We require that FG (a, a) = 0,
but we allow FG (a, b) 6= −FG (b, a) for a 6= b (the net flow from a to b in this case is
FG (a, b) − FG (b, a)). Let t(G) ∈ RV ∪E denote the mass of each vertex and edge after the
distribution.
X
X
ta (G) := ya (G) +
FG (b, a) −
FG (a, b).
b∈V ∪E

b∈V ∪E

We choose FG so that it ensures tv (G) > 0 for every v ∈ V . This implies
X
e∈E

te (G) 6

X

ta (G) =

a∈V ∪E

X

ya (G) =

a∈V ∪E

X

yv (G) = ν(G).

v∈V

Therefore, if we prove that for each potential edge e ∈ E
EG [te (G)] > α · we xe ,

(3)

for some α > 0, it implies that
X
X
EG [ν(G)] > α ·
EG [te (G)] > α ·
we xe .
e∈E

e∈E

For weighted and unweighted cases, we construct different local distribution schemes {FG }G
that prove (3) with different values of α.

Weighted Bipartite Graphs
Given a sample G = (V, E(G)) and a fractional vertex cover y ∈ (R+ ∪ {0})V , our FG (v, e) =
yv (G)/ degG (v) if e ∈ E(G) is an edge incident on v ∈ V , and 0 otherwise. Intuitively, each
vertex v distributes its mass yv (G) evenly to its incident edges in G. This clearly satisfies
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tv (G) > 0 for every v ∈ V , and for each e = (u, v) ∈ E, we use the following approximation:


EG [te (G)] = Pr[e ∈ G] · EG te (G)|e ∈ G


yu (G)
yv (G)
= xe EG
+
|e ∈ G
degG (u) degG (v)


1
> xe EG (yu (G) + yv (G))
|e ∈ G
max(degG (u), degG (v))


1
> xe we EG
|e ∈ G .
max(degG (u), degG (v))
Therefore, to prove Theorem 1.2, it suffices to prove that for every potential edge e ∈ E,


1
|e ∈ G > 0.4481,
EG∼Dn,w,x
B
max(degG (u), degG (v))
B
when G is sampled from Dn,w,x
with x in the matching polytope. Experimentally trying
several extreme cases indicates that the worst case for e = (u, v) ∈ E happens when xe = ε
for very small ε, u has only one other edge eu with xeu = 1 − ε, and v is incident on n − 1
1−ε
1
edges ev1 , . . . , evn−1 with xevi = n−1
. As ε approaches to 0, EG [ max(deg (u),deg
|e ∈ G]
G
G (v))
1
1
converges to E[ 1+YU ] as n grows, where YU is drawn from a binomial distribution B(n−1, n−1
).
Section 4 formally proves that this is indeed the worst case.

Unweighted Bipartite Graphs
One simple but important observation is that in the above example where EG [te (G)] ≈
1
]xe , e is an edge with very small xe = ε, and it is adjacent to a large edge eu with
E[ 1+Y
U
xeu = 1 − ε. From the persepctive of xeu , the expected number of adjacent edges is at most
2ε, so EG [teu (G)] ≈ xeu ≈ 1. Since eu gets much more than what it needs (E[teu ] > 0.476
suffices to prove Theorem 1.1), it is natural to take some value from teu (G) to increase te (G).
Formally, given G = (V, E(G)), our new local distribution scheme FG : (V ∪E)×(V ∪E) →
R is defined as follows. Let c be an universal constant that will be determined later.

ya (G)


 deg (a) if a ∈ V, b ∈ E(G), a ∈ b
G

FG (a, b) =

cx2a xb



0

if a 6= b ∈ E, a ∩ b 6= ∅

(4)

otherwise.

Intuitively, on top of the old local distribution scheme for weighted graphs, each edge e
pays cx2e xf to every adjacent edge f with probability 1 (this quantity does not depend on G).
Because this term quadratically depends on the x value of the sender, this payment penalizes
edges with large x values to help edges with small x values. For a fixed edge e = (u, v) ∈ E
with fixed xe = ε, Theorem 3.1 shows that the worst case is when both u and v have n − 1
other edges of whose x values are equal to 1−ε
n . Finally, Lemma 3.2 shows that E[te ] > 0.476
for every ε ∈ (0, 1], proving Theorem 1.1.

3

Unweighted Bipartite Graphs

We prove Theorem 1.1 for unweighted bipartite graphs. Given G = (V, E(G)), consider the
local distribution scheme FG : (V ∪ E) × (V ∪ E) → R given in (4). This implies that the
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mass after this new distribution scheme for an edge e = (u, v) is given by
te (G) = αe (G) +

X

c(xe x2f − x2e xf ) +

f ∈E\{e}:f 3u

X

c(x2g xe − x2e xg ),

g∈E\{e}:g3v

where αe (G) := yu (G)/ degG (u) + yv (G)/ degG (v) denotes the mass after the old distribution
scheme used for weighted bipartite graphs. We define βe (x) to be the following.
βe (x) := EG∼Dn,x
[te (G)]
B
= EG∼Dn,x
[αe (G)] +
B

X

X

c(xe x2f − x2e xf ) +

f ∈E\{e}:f 3u

c(x2g xe − x2e xg )

g∈E\{e}:g3v

To prove Theorem 1.1, it suffices to prove that βe (x) > 0.476xe for each e. Fix e = (u, v).
Let eu1 , . . . , eun−1 be n − 1 other edges incident on u and ev1 , . . . , evn−1 be n − 1 other edges
1
incident on v. EG∼Dn,x
[αe (G)] is lower bounded by xe EG [ max(deg (u),deg
|e ∈ G] as
B
G
G (v))
before. Define F (x0 , y1 , . . . , yn−1 , z1 , . . . , zn−1 ) by
n−1

F (x0 , y1 , . . . , yn−1 , z1 , . . . , zn−1 ) := x0 E[
+

n−1
X

X
1
]+
c(x0 yi2 − x20 yi )
1 + max(Y, Z)
i=1
c(x0 zi2 − x20 zi ),

i=1

where Y := Y1 + · · · + Yn−1 and Z := Z1 + · · · + Zn−1 and each Yi (resp. Zi ) is an
independent Bernoulli random variable with E[Yi ] = yi (resp. E[Zi ] = zi ). By construction,
Pn−1
Pn−1
βe (x) > F (xe , xeu1 , . . . , xeun−1 , xev1 , . . . , xevn−1 ). Given fixed i=1 xeui and i=1 xvui , the
following theorem shows that F is minimized when xeu1 = · · · = xeun−1 and xev1 = · · · =
xevn−1 .
I Theorem 3.1. For x0 , y1 , . . . , ym , z1 , . . . , zm ∈ [0, 1] where ys :=
Pm
zs := i=1 zi 6 1 − x0 ,
F (x0 , y1 , . . . , ym , z1 , . . . , zm ) > F (x0 ,

Pm

i=1

yi 6 1 − x0 and

ys zs
zs
ys
, . . . , , , . . . , ).
m
m m
m

Proof. Without loss of generality, assume y1 > . . . > ym . We will show that if y1 > ym ,
∂F
∂F
−
6 0.
∂ym
∂y1

(5)

This implies that as long as y1 > ym , decreasing y1 and increasing ym by the same amount
will never increase F while maintaining y1 + · · · + ym = ys , so F is minimized when
y1 = · · · = ym = yms . The same argument for z1 , . . . , zm will prove the theorem.
Let Y := Y1 + · · · + Ym and Z := Z1 + · · · + Zm , where each Yi (resp. Zi ) is an independent
Bernoulli random variable with E[Yi ] = yi (resp. E[Zi ] = zi ). To prove (5), we first compute
1
]
∂ E[ 1+max(Y,Z)
∂ym

follows.

−

1
∂ E[ 1+max(Y,Z)
]
.
∂y1

1
Let Y 0 := Y2 + · · · + Ym−1 . We decompose E[ 1+max(Y,Z)
] as
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1
]
1 + max(Y, Z)
m X
m 
X
=
Pr[Y = i] · Pr[Z = j] ·
E[

i=0 j=0
m 
X

1
1 + max(i, j)



y1 ym 
(1 − y1 )(1 − ym ) y1 (1 − ym ) + (1 − y1 )ym
+
+
1+i
2+i
3+i
i=0


m
X
y1 ym 
1 − y1 ym
+
Pr[Y 0 = i] · Pr[Z = i + 1]
+
2
+
i
3+i
i=0
=

+

m
X

Pr[Y 0 = i] · Pr[Z 6 i]

Pr[Y 0 = i] · Pr[Z > i + 2] ·

i=0



1
3+i

Therefore, the directional derivative can be written as
∂
∂
1
]
−
) E[
∂ym
∂y1
1 + max(Y, Z)

m
X
=(y1 − ym )
Pr[Y 0 = i] · Pr[Z 6 i]
(


1
2
1 
−
+
1+i 2+i 3+i
i=0

m 
X
1
1 
+(y1 − ym )
Pr[Y 0 = i] · Pr[Z = i + 1] −
+
2+i 3+i
i=0


m
X
1
2
1 
0
Pr[Y = i] · Pr[Z 6 i]
6(y1 − ym )
−
+
1+i 2+i 3+i
i=0

m 
X
1
2
1 
0
Pr[Y = i] · Pr[Z 6 i]
6(y1 − ym )
−
+
1+i 2+i 3+i
i=0
6

y1 − ym
,
3

where the last inequality follows from the fact that
1
2
1 
2
1
−
+
=
6 .
1+i 2+i 3+i
(1 + i)(2 + i)(3 + i)
3
Finally,
∂
∂
−
)F
∂ym
∂y1
∂
∂
1
2
=(
−
)(xe E[
] + cxe y12 − cx2e y1 + cxe ym
− cx2e ym )
∂ym
∂y1
1 + max(Y, Z)
xe (y1 − ym )
− 2cxe (y1 − ym ) = 0.
6
3
(

By taking c = 16 .

J

ys
ys
zs
zs
Therefore, for any e ∈ E, βe (x) > F (xe , n−1
, . . . , n−1
, n−1
, . . . , n−1
) for some ys 6 1−xe
and zs 6 1 − xe . Let
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ys
ys
zs
zs
,...,
,
,...,
)
n−1
n−1 n−1
n−1
1
ys 2
ys
=xe E[
] + (n − 1)c(xe (
) − x2e (
))
1 + max(Y, Z)
n−1
n−1
zs 2
zs
+ (n − 1)c(xe (
) − x2e (
))
n−1
n−1
ys
zs
1
] + cxe ys ((
) − xe ) + cxe zs ((
) − xe )
=xe E[
1 + max(Y, Z)
n−1
n−1
1
>xe E[
] − 2cx2e
1 + max(Y, Z)

G(xe , ys , zs ) :=F (xe ,

ys
zs
where Y ∼ Binomial(n − 1, n−1
), Z ∼ Binomial(n − 1, n−1
). Note that the final quantity is
minimized when ys = zs = 1 − xe . Finally, let

Hn−1 (xe ) := xe E[

1
] − 2cx2e ,
1 + max(Y, Z)

e
where Y, Z ∼ Binomial(n − 1, 1−x
n−1 ).

I Lemma 3.2. For any m ∈ N and xe ∈ [0, 1], Hm (xe ) > 0.476xe .
Proof. Since the binomial distribution is approximated by the Poisson distribution in
the limit, we use this to ease the calculation. Let Y, Z ∼ Poisson(1 − x). Let H(x) :=
1
x E[ 1+max(Y,Z)
] − x2 /3 (we substitute c = 1/6 into the earlier equation). In particular, we
write the expectation in full to get
∞

E[

∞

XX
1
1
(1 − x)j+k
]=
e−2(1−x)
1 + max(Y, Z)
1 + max(j, k)
j!k!
j=0
k=0

=

∞ X
k
X

1
e2(1−x)

k=0

j=0


1
1
(1 − x)k
1 + max(j, k − j) j!(k − j)!

Let Pt (x) denote the above sum truncated at k = t. I.e.
Pt (x) :=

1
e2(1−x)

t X
k
X
k=0

j=0


1
1
(1 − x)k
1 + max(j, k − j) j!(k − j)!

This is a degree t-polynomial in (1 − x) with a normalizing factor of e−2(1−x) and note that
1
E[ 1+max(Y,Z)
] > Pt (x) for any t ∈ N.
Truncating this polynomial with t = 15, we can see that this has a minimum value of
1
0.476 for all values of x ∈ [0, 1]. we can see that E[ 1+max(Y,Z)
] − x/3 > P1 5(x) − x/3. In
the interval x ∈ [0, 1], this function achieves its minimum at x = 0 achieving a minimum of
0.476.
J

4

Weighted Bipartite Graphs

We prove Theorem 1.2 for weighted bipartite graphs. As explained in Section 2, it suffices to
prove that for each e = (u, v) ∈ E,


1
EG∼Dn,w,x
|e ∈ G > 0.4481.
B
max(degG (u), degG (v))
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Fix e = (u, v) and assume V = {v, v1 , . . . , vn−1 } ∪ {u, u1 , . . . , un−1 }. Let Y = degG (u) − 1
Pn−1
and Z = degG (v) − 1. Given e ∈ G, Y and Z can be represented as Y = i=1 Yi and
Pn−1
Z = i=1 Zi , where Yi indicates where (u, vi ) ∈ E(G) and Zi indicates where (v, ui ) ∈ E(G).
This construction ensures that

EG




1
1
|e ∈ G = EY,Z
.
max(degG (u), degG (v))
1 + max(Y, Z)

Note that Y1 , . . . , Yn−1 , Z1 , . . . , Zn−1 are mutually independent, and E[Y ], E[Z] 6 1. By
monotonicity, assuming E[Y ] = E[Z] = 1 never increases the lower bound. The following
theorem shows that the worst case happens when one of Y, Z is consistently 1 and the other
1
).
is drawn from Binomial(n − 1, n−1

I Theorem 4.1. Let Y = Y1 +· · ·+Ym and Z = Z1 +· · ·+Zm , where Y1 , . . . , Ym , Z1 , . . . , Zm
are mutually independent Bernoulli random variables with E[Y ] = E[Z] = 1. Then,

E




1
1
>E
,
1 + max(Y, Z)
1 + YU

1
where YU is drawn from Binomial(m, m
).

1
Proof. We decompose E[ 1+max(Y,Z)
] as follows.


1
1 + max(Y, Z)
m X
m 
X
Pr[Y = i] · Pr[Z = j] ·
=


E

1
1 + max(i, j)

i=0 j=0


m
X
1
1 
Pr[Z = j] ·
+
1+i
1+j
j=0
i=0
j=i+1


m
m
m
X
X
X
1
1
1 
=
Pr[Y = i] ·
−
Pr[Y = i]
Pr[Z = j]
−
1 + i i=0
1+i 1+j
i=0
j=i+1
=

m
X

Pr[Y = i]

 X
i




Pr[Z = j] ·

X

j−1
m
X
1 
1
1
−
Pr[Z = j]
Pr[Y = i]
−
.
=
Pr[Y = i] ·
1 + i j=1
1+i 1+j
i=0
i=0
m
X

Let tj :=

Pj−1
i=0

Pr[Y = i] ·

I Lemma 4.2. For all j > 3,

1
1+i

t2
2

>

−

1
1+j



. We prove the following facts about tj ’s.

tj
j .
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Proof. Fix j > 3. By the definition of t2 and tj ,
t2
tj
−
2
j


 j−1

1
1
1 1
1 X
1
1 
=
Pr[Y = 0](1 − ) + Pr[Y = 1]( − )
−
Pr[Y = i]
−
2
3
2 3
j i=0
1+i 1+j
X

j−1
1
1
1 
1
1
Pr[Y = 1] −
Pr[Y = i]
−
= Pr[Y = 0] +
3
12
j i=0
1+i 1+j
1
1
1
j−1
=( −
) Pr[Y = 0] + ( −
) Pr[Y = 1]
3 1+j
12 2j(j + 2)
 j−1

1
1 
1 X
Pr[Y = i]
−
−
j i=2
1+i 1+j


j−1
1
1
1X
1 
1
j−1
1
>
−
−
−
Pr[Y = 0] + ( −
) Pr[Y = 1],
3 1+j
j i=2 1 + i 1 + j
12 2j(j + 2)
t

where the inequality follows from Pr[Y = 0] > Pr[Y = i] for i > 2. To prove t22 − jj > 0, it

Pj−1 1
j−1
1
1
1
suffices to prove that 13 − 1+j
> 0, and 12
− 1j i=2 1+i
− 1+j
− 2j(j+2)
> 0. It is easy to
verify the latter for j > 3. The former can be proved as
j−1

1
1X
1
1 
1
−
−
−
3 1+j
j i=2 1 + i 1 + j
j−1

1
1
j−2
1X 1 
= +
−
+
3 j(1 + j)
1+j
j i=2 1 + i
1
j−2
1
j − 2
> +
−
+
3 j(1 + j)
1+j
3j
j−2
1 
1 j − 2
+
−
= −
3
3j
j(1 + j) 1 + j
2
2
= −
> 0,
3j
j(1 + j)
where the first inequality follows from
j > 3.

1
1+i

6

1
3

for i > 2 and the last inequality follows from
J

We prove the theorem by considering the following two cases.

Case 1: 2 Pr[Y = 0] > Pr[Y = 1] or 2 Pr[Z = 0] > Pr[Z = 1]
Without loss of generality, assume that 2 Pr[Y = 0] > Pr[Y = 1]. It is equivalent to
Pr[Y = 0] >
⇔

t1 >

t2
.
2

2
1
Pr[Y = 0] + Pr[Y = 1]
3
6
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By Lemma 4.2, it implies that t1 >

E

tj
j

for all j > 2. Then, since E[Z] =

Pm

j=1

j ·Pr[Z = j] = 1,

 X
m
m
X
1
1
=
−
Pr[Y = i] ·
Pr[Z = j]tj
1 + max(Y, Z)
1 + i j=1
i=0
>

m
X

Pr[Y = i] ·

m
X
1
− t1
j · Pr[Z = j]
1+i
j=1

Pr[Y = i] ·

1
− t1
1+i

i=0

=

m
X
i=0

= E[

1
].
1 + max(Y, 1)

The following lemma proves the theorem in the case t1 >

t2
2.

1
1
I Lemma 4.3. E[ 1+max(Y,1)
] > E[ 1+max(Y
].
U ,1)

Proof. Note that Y = Y1 + · · · + Ym , and each Yi is a Bernoulli random variable. Let
yi := E[Yi ]. Without loss of generality, assume y1 > . . . > ym . We will show that if y1 > ym ,
1
∂ E[ 1+max(Y,1)
]

∂ym

−

1
]
∂ E[ 1+max(Y,1)

∂y1

6 0.

(6)

This implies that as long as y1 > ym , decreasing y1 and increasing ym by the same amount
1
will never increase E[ 1+max(Y,1)
] while maintaining y1 + · · · + ym = 1, so the expectation
is minimized when y1 = · · · = ym , or Y = YU . Consider the following decomposition of
1
E[ 1+max(X,Y
) ].

EY


m
1
1 X
1
Pr[Y = i] ·
= Pr[Y = 0] · +
1 + max(1, Y )
2 i=1
1+i
=

m
m
X
X
1
1
Pr[Y = i] ·
Pr[Y = i]) +
(1 −
2
1
+
i
i=1
i=1

=

1 X
1
1
−
Pr[Y = i] · ( −
)
2 i=2
2 1+i

=

1 X
1
1
−
Pr[Y > i] · ( −
).
2 i=2
i
1+i

m

m

To prove (6), it suffices to prove that for all i > 2,
∂ Pr[Y > i] ∂ Pr[Y > i]
−
> 0.
∂ym
∂y1
Let Y 0 = Y2 + · · · + Ym−1 , and fix i > 3.
Pr[Y > i] = Pr[Y 0 = i − 2]y1 ym + Pr[Y 0 = i − 1] y1 (1 − ym ) + (1 − y1 )ym + y1 ym )
+ Pr[Y 0 > i]

∂ Pr[Y > i]
= Pr[Y 0 = i − 2]ym + Pr[Y 0 = i − 1] 1 − ym
∂y1
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Therefore,

∂ Pr[Y > i] ∂ Pr[Y > i]
−
= Pr[Y 0 = i − 2](y1 − ym ) + Pr[Y 0 = i − 1] ym − y1
∂ym
∂y1

= (y1 − ym ) Pr[Y 0 = i − 2] + Pr[Y 0 = i − 1] .
Finally, it remains to show that Pr[Y 0 = j] > Pr[Y 0 = j + 1] for all j > 0. The case j = 0 is
Qm−1
true since Pr[Y 0 = 0] = k=2 (1 − yk ) and
Pr[Y 0 = 1] =

m−1
X

Pr[Y 0 = 0] ·

k=2

=

m−1
X
yk
yk
6
Pr[Y 0 = 0]
1 − yk
1 − y2
k=2

Pr[Y 0 = 0]
1 − y2

m−1
X

yk 6 Pr[Y 0 = 0],

i=2

Pm−1
where the last line follows from k=2 yi 6 1−y1 6 1−y2 since y1 is the biggest element. The
case j > 1 follows from the fact the sequence (Pr[Y 0 = j])j has one mode or two consecutive
modes, and at least one of them occurs at j = 0 (E[Y 0 ] < 1 implies Pr[Y 0 = 0] > Pr[Y 0 = j]
for all j > 2).
J

Case 2: 2 Pr[Y = 0] 6 Pr[Y = 1] and 2 Pr[Z = 0] 6 Pr[Z = 1]
Pm
Pm
Since
i=0 Pr[Z = i] = 1 and E[Z] =
i=1 i · Pr[Z = i] = 1, we have Pr[Z = 0] =
Pm
(i
−
1)
Pr[Z
=
i].
Together
with
the
fact
2 Pr[Z = 0] 6 Pr[Z = 1], it implies
i=2
1 − Pr[Z = 1] = Pr[Z = 0] +

m
X

Pr[Z = i] 6 2 Pr[Z = 0] < Pr[Z = 1],

i=2

so Pr[Z = 1] > 21 . Finally,

E

 X
m
m
X
1
1
−
=
Pr[Y = i] ·
Pr[Z = j] · tj
1 + max(Y, Z)
1 + i j=1
i=0
=

m
X

Pr[Y = i] ·

m
X
1
− Pr[Z = 1] · t1 −
Pr[Z = j] · tj
1+i
j=2

Pr[Y = i] ·

m
X
t2
1
− Pr[Z = 1] · t1 −
j · Pr[Z = j] ·
1+i
2
j=2

i=0

>

m
X
i=0
m
X

1
t2
− Pr[Z = 1] · t1 − (1 − Pr[Z = 1])
1+i
2
i=0


m
X
1
t1
t2
1
>
Pr[Y = i] ·
− −
=E
,
1+i
2
4
1 + max(Y, YH )
i=0

=

Pr[Y = i] ·

where YH is drawn from Binomial(2, 12 ). The first inequality follows from Lemma 4.2, and
the second inequality follows from Pr[Z = 1] > 0.5 and t1 6 t22 .
Since YH satisfies 2 Pr[YH = 0] = Pr[YH = 1], the analysis for Case 1 shows that
1
1
E[ 1+max(Y,Y
] > E[ 1+max(1,Y
].
J
H)
U)
The following lemma finishes the proof of Theorem 1.2.
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1
I Lemma 4.4. For any m ∈ N, if Y ∼ Binomial(m, m
),


1
> 0.4481
E
1 + max(1, Y )


Proof. Since the binomial distribution is approximated by the Poisson distribution in the
limit, we use this to ease the calculation. Let Y ∼ Poisson(1).
 X
∞
1
1
1
E
=
Pr[Y 0 = k] + Pr[Y < 2]
1 + max(1, Y )
k+1
2


=

k=2
∞
X

k=2

=

1
1
1 1 1
+ ( + )
k + 1 k! · e 2 e e

∞
1 1 1 1
1 X 1
−1−1−
+ ( + )
e
k!
2
2 e e
k=0

5 1 1
= (e − ) +
2 e e
> 0.4481

5

J

General Graphs

In this section, we prove Theorem 1.3 for weighted general graphs. Our proof methods here
closely follow that of Lemma 4.9 of Chekuri et al. [5] that lower bounds the correlation gap
for monotone submodular functions by 1 − 1/e. The only difference is that Lemma 5.1 holds
for matching with a weaker guarantee (if ν was a monotone submodular function, Lemma 5.1
would hold with 2ν(G) replaced by ν(G)).
Proof. Fix weights w ∈ (R+ ∪ {0})E . Define F : [0, 1] → (R+ ∪ {0}) as F (x) :=
EG∼Dn,w,x
[ν(G)]. Now, fix x ∈ [0, 1]E in the matching polytope. We will show F (x) >
G
P
0.43 e∈E we xe .
Consider the function φ(t) := F (tx) for t ∈ [0, 1].
X ∂F
dφ
= x · ∇F (tx) =
xe
dt
∂xe
e∈E

(7)
tx

For each e ∈ E,
∂F
∂xe

=
tx

∂ EG∼Dn,w,tx
[ν(G)]
G
∂xe

tx

= EG∼Dn,w,tx
[ν(G)|e ∈ G] − EG∼Dn,w,tx
[ν(G)|e ∈
/ G]
G
G
= EG∼Dn,w,tx
[ν(G ∪ {e}) − ν(G \ {e})],
G
where G ∪ {e} (resp. G \ {e}) denotes the graph (V, E(G) ∪ {e}) (resp. (V, E(G) \ {e}).
I Lemma 5.1. For any fixed graph G with weights {we } and any point x in the matching
polytope,
X
X

xe ν(G ∪ {e}) − ν(G \ {e}) + 2ν(G) >
xe w e .
e∈E

e∈E
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Proof. Let M ⊆ E(G) be a maximum weight matching of G. Note that
X

xe ν(G ∪ {e}) − ν(G \ {e}) + 2ν(G)
e∈E

>

X

X

xe ν(G ∪ {e}) − ν(G) + 2
wf
f ∈M

e∈E

>

X



xe ν(G ∪ {e}) − ν(G) +

X

X

xe wf

(8)

f ∈M e∈E:e∼f

e∈E

where f ∼ e indicates that two edges f and e share an endpoint. To prove the lemma, it
suffices to show that for each e ∈ E, the coefficient of of xe in (8) is at least we . We consider
the following cases.
If M ∪ {e} is a matching, ν(G ∪ {e}) > ν(G) + we and ν(G \ {e}) 6 ν(G), so ν(G ∪ {e}) −
ν(G \ {e}) > we .
If e intersects exactly one edge f ∈ M , the coefficient of xe is ν(G ∪ {e}) − ν(G) + wf . If
wf > we , it is at least we . If wf < we , M ∪{e}\{f } is a matching of weight ν(G)+we −wf .
It implies that e ∈
/ E(G) and ν(G∪{e})−ν(G) > we −wf , so ν(G∪{e})−ν(G)+wf > we .
If e intersects two edges f, g ∈ M , the coefficient of xe is ν(G ∪ {e}) − ν(G) + wf + wg . If
wf + wg > we , it is at least we . If wf + wg < we , M ∪ {e} \ {f, g} is a matching of weight
ν(G) + we − wf − wg . It implies that e ∈
/ E(G) and ν(G ∪ {e}) − ν(G) > we − wf − wg ,
so ν(G ∪ {e}) − ν(G) + wf + wg > we .
J
Combining (7) and Lemma 5.1,
X ∂F
dφ
=
xe
dt
∂xe tx
e∈E
X
=
EG∼Dn,w,tx
[ν(G ∪ e) − ν(G \ e)]
G
e∈E

>

X

xe we − 2 EG∼Dn,w,tx
[ν(G)]
G

e∈E

=

X

xe we − 2φ(t).

e∈E

which implies that,
X
d 2t
dφ
(e φ(t)) = 2e2t φ(t) + e2t
> e2t
xe we .
dt
dt
e∈E

Since φ(0) = 0,
e2 φ(1) >

X

Z
xe we

e∈E

1

e2t dt =

0

which proves the theorem.

e2 − 1 X
xe we ,
2
e∈E

J
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Abstract
A hypergraph is k-rainbow colorable if there exists a vertex coloring using k colors such that each
hyperedge has all the k colors. Unlike usual hypergraph coloring, rainbow coloring becomes harder
as the number of colors increases. This work studies the rainbow colorability of hypergraphs
which are guaranteed to be nearly balanced rainbow colorable. Specifically, we show that for
any Q, k ≥ 2 and ` ≤ k/2, given a Qk-uniform hypergraph which admits a k-rainbow coloring
satisfying:
in each hyperedge e, for some `e ≤ ` all but 2`e colors occur exactly Q times and the rest
(Q ± 1) times,
it is NP-hard to compute an independent set of (1 − `+1
k + ε)-fraction of vertices, for any constant
ε > 0. In particular, this implies the hardness of even (k/`)-rainbow coloring such hypergraphs.
The result is based on a novel long code PCP test that ensures the strong balancedness
property desired of the k-rainbow coloring in the completeness case. The soundness analysis relies
on a mixing bound based on uniform reverse hypercontractivity due to Mossel, Oleszkiewicz, and
Sen, which was also used in earlier proofs of the hardness of ω(1)-coloring 2-colorable 4-uniform
hypergraphs due to Saket, and k-rainbow colorable 2k-uniform hypergraphs due to Guruswami
and Lee.
1998 ACM Subject Classification F.2.2 Nonnumerical Algorithms and Problems
Keywords and phrases Fourier analysis of Boolean functions, hypergraph coloring, Inapproximability, Label Cover, PCP
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.33

1

Introduction

A hypergraph is a collection of vertices and subsets of the set of vertices called hyperedges.
It is q-uniform if each hyperedge has exactly q vertices, in particular a 2-uniform hypergraph
is the usual graph. An independent set of a hypergraph is a subset of vertices that does not
contain all the vertices of any hyperedge. A fundamental property of a hypergraph is its
colorability: it is said to be k-colorable if the set of vertices can be colored using k colors
so that no hyperedge is monochromatic. These color classes partition the vertices into k
disjoint independent sets.
The computational aspects of coloring graphs and hypergraphs have been the focus of a
substantial body of research. In brief, it is known that 3-colorable graphs can efficiently be
colored using nO(1) -colors [25] (see also [39, 6, 7, 24, 20, 1]). Similar nO(1) -approximations

∗
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are known for 2-colorable 3-uniform and 4-uniform hypergraphs [11, 26, 32]. From the
intractability perspective, on graphs the best lower bound only rules out efficiently coloring
a 3-colorable graph using 4-colors [27, 16]. For hypergraphs much better lower bounds rule
out efficiently coloring 2-colorable 8-uniform hypergraphs using exp((log n)Ω(1) ) colors [31,
√
23, 38] building upon the previous exp(exp(Ω( log log n)) lower bound [12, 14]. For 2colorable 4-uniform hypergraphs a corresponding (log n)c lower bound is known [37]. These
intractability results proceed by ruling out computing independent sets of density (i.e.,
fraction of vertices) α(n) which implies the same for (1/α(n))-coloring the hypergraph. For
2-colorable 3-uniform hypergraphs however, [13] directly showed the hardness of coloring
using constantly many colors.
Another notion of coloring in hypergraphs is that of rainbow colorability – a hypergraph
can be k-rainbow colored if there exists a coloring of the vertices using k colors ensuring that
each hyperedge contains vertices of all the k colors. Any (k−1) of the k color classes therefore
constitute an independent set, and thus such hypergraphs have at least one independent set
of density (1 − 1/k). Note that unlike usual hypergraph coloring, rainbow coloring becomes
more restrictive as the number of colors increases, and the problem is to determine the
largest k for which there exists a k-rainbow coloring. This has been studied by Bollobás et.
al. [8] who gave structural upper and lower bounds for several classes of hypergraphs. In
some scenarios (such as modelling fair resource allocations) it is desirable that the coloring
also be balanced, i.e., the colors should occur roughly the same number of times in any
hyperedge. This is related to minimizing the discrepancy of hypergraph 2-colorings, for
which notable recent works [5, 33] have given constructive algorithms. Subsequent works
have shown tight hardness results for zero discrepancy case in hypergraphs with unbounded
hyperedges [10] and for bounded hypergraphs with nearly zero discrepancy [4].
A perfectly balanced rainbow coloring is one in which every color appears exactly the
same number of times in each hyperedge. Such hypergraphs are easy to efficiently 2-color
using semi-definite programming (see [18]). In particular, a k-uniform k-rainbow colorable
hypergraph (a.k.a., a k-uniform k-partite hypergraph) can efficiently be 2-colored. On the
other hand, efficient 2-coloring, or even finding an independent set of density 1/2 does not
seem possible if the guaranteed coloring deviates from being perfectly balanced. Indeed,
Guruswami and Lee [18] proved the hardness of approximately coloring a class of such
hypergraphs. They proved that it is NP-hard to compute an independent set of density ε
in a Qk-uniform hypergraph (Q, k ≥ 2) which is guaranteed to be k-rainbow colorable such
that each color appears at least (Q − 1) times in every hyperedge. This implies the hardness
of coloring such hypergraphs using constantly many colors as well as that of non-trivially
(i.e., using at least 2 colors) rainbow coloring them. The results of [18] do not, however, say
anything about coloring k-rainbow colorable q-uniform hypergraphs for q < 2k. Brakensiek
and Guruswami [9], under a conjectured intractability of a problem called “V Label Cover”
that they formulate, proved hardness of finding an independent set of density ε in a (k + 1)uniform k-rainbow colorable hypergraph. This generalized the case of 2-colorable 3-uniform
hypergraphs for which the same hardness was shown by Khot and Saket [30] under the d-to-1
Games Conjecture of Khot [29]. Unlike these conjecture based works however, our focus is
on unconditional results.
While the structural guarantee considered in [18] captures balanced rainbow colorings,
it also allows those in which a particular color may appear up to (k + Q − 1) times in a
hyperedge. This is quite far off from being balanced in the regime where k is comparable or
larger than Q, for example when Q = 2 which corresponds to the smallest uniformity relative
to k for which the hardness applies. The focus of this work is the case of rainbow colorable
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hypergraphs with a stronger balancedness condition on the coloring: in each hyperedge the
occurrences of some of the colors is each off by at most 1 from Q, and the rest of the colors
have precisely Q occurrences. In our main result we show that it is hard to rainbow color
such hypergraphs even with far fewer colors. Formally we show the following:
I Theorem 1. For any Q, k ≥ 2, ` ≤ k/2 and an arbitrarily small constant ε > 0, given a
Qk-uniform hypergraph of size n which is guaranteed to be k-rainbow colorable such that:
in each hyperedge e, for some `e ≤ `, there are `e colors that occur exactly (Q − 1) times,
`e colors that occur exactly (Q + 1) times and the rest of the colors occur
 exactly Q times,

it is NP-hard to compute an independent set of density

1−

(`+1)
k

+ ε . This implies, in

particular, that it is NP-hard to (k/`)-rainbow color such hypergraphs.
Under
O(log log N )
−c
DTIME(N
) reductions from 3SAT one can choose ε = (log n) where c is some
positive constant depending on Q, k and `.
Our result yields (with Q = k = 2 and ` = 1) the result of Saket [37] who showed the
currently
of (log n)c -coloring 2-colorable 4-uniform hypergraphs, improving on

 best hardness
log log n
the Ω log log log n lower bound by Guruswami, Håstad, and Sudan [15], and Holmerin [22].
For ` = 1 and Q, k ≥ 2, Guruswami and Lee [18] studied this problem and claimed1 a weaker
hardness – in an auxiliary result of their initial work – ruling out independent sets of density
(1 − 1/k).

1.1

Our Techniques

The hardness reduction presented in this paper follows the template of long code based
Probabilistically Checkable Proofs (PCPs) for the Label Cover problem. The long code
encodings of the supposed labels of the Label Cover variables constitute the proof, whose
locations are the vertices of the resulting hypergraph instance. The PCP verifier queries a
few locations of the proof in each of its random tests defining the set of hyperedges. The
test accepts if the [k] := {1, . . . , k}-valued labels at the queried locations describe a rainbow
coloring satisfying the desired balancedness criterion.
Let us now illustrate what we consider the novelty of our reduction: the PCP test
for proving Theorem 1 with constants Q, k ≥ 2 and 1 ≤ ` ≤ k/2. The test queries k
locations from Q long codes corresponding to Q vertices of the Label Cover instance with
constraints projecting on a common neighbor. Its main building block is a distribution P
QQ
over j=1 ([k]d )k which gives the query locations restricted to the Q pre-images of a label
of the common neighbor. To construct P we define, for 1 ≤ t ≤ k, µt to be the uniform
(1)
(t)
distribution over all (x(1) , . . . , x(t) ) ∈ ([k]d )t such that for every i ∈ [d], xi , . . . , xi are
distinct. Figure 1a illustrates a sample from µk .
Corresponding to the jth long code (j ∈ [Q]), let (x1,j , . . . , xk,j ) be an i.i.d. sample
from µk . Now, for any choice of labels (having the fixed common projection) given by
i1 , . . . , iQ ∈ [d],
(1,1)

(xi1

(k,1)

, . . . , x i1

(1,j)

, . . . , xij

(k,j)

, . . . , x ij

(1,Q)

, . . . , xiQ

(k,Q)

, . . . , xiQ

) ∈ [k]kQ

is perfectly balanced i.e., each color in [k] occurs exactly Q times. For the PCP test to work,
it requires some perturbation while ensuring that the resultant coloring above remains nearly
balanced.
1

However, Guruswami and Lee have since withdrawn this claim (Theorem 1.4 and Appendix D in the
ECCC version [17]) from later versions of their paper [18].
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(b) A sample from (µ` ⊗ µk−` )

(a) A sample from µk

Figure 1 Samples from µk and (µ` ⊗ µk−` ). k = 5, ` = 2 and d = 4.
∗

∗

For this purpose, we choose j ∗ ∈ [Q] at random and sample (x1,j , . . . , xk,j ) from
µ` ⊗ µk−` (illustrated in Figure 1b). Formally, we define:


Q−j ∗ times
Q
X
z
}|
{
1


P :=
µk ⊗ · · · ⊗ µk ⊗(µ` ⊗ µk−` ) ⊗ µk ⊗ · · · ⊗ µk  .
|
{z
}
Q ∗
j =1

j ∗ −1 times

Notice that the marginal of P for any j ∈ [Q] is P := (1 − 1/Q)µk + (1/Q)(µ` ⊗ µk−` ). As
QQ
desired, for any choice of i1 , . . . , iQ ∈ [d], for any j=1 (x(1,j) , . . . , x(k,j) ) in the support of
P,
(1,1)

(xi1

(k,1)

, . . . , x i1

(1,j)

, . . . , xij

(k,j)

, . . . , x ij

(1,Q)

, . . . , x iQ

(k,Q)

, . . . , xiQ

)

is nearly balanced: for some `0 ≤ `, `0 of the colors in [k] occur exactly (Q − 1) times, `0 of
them occur exactly (Q + 1) times, and the rest of the colors exactly Q times.
To extend the test distribution to the pre-images of L labels on smaller side of the Label
Cover, we sample
(x

(1,1)

,...,x

(k,1)

,...,x

(1,j)

,...,x

(k,j)

,...,x

(1,Q)

,...,x

(k,Q)

)∈

Q
Y

([k]Ld )k

j=1

by sampling independently for each i ∈ [L], the restriction of the above locations to the
coordinates {d(i − 1) + 1, . . . , di} from P.
Let fj : [k]Ld → {0, 1} denote the restriction to the jth long code of a sufficiently dense
independent set. Our soundness analysis shows that with significant probability over the
choice of the Q long codes of the PCP test, two of the functions {fj }j∈[Q] are intersecting
juntas. Otherwise, the expectations inside each long code would be uncorrelated yielding a
hyperedge inside the supposed independent set. These juntas are then decoded into a good
labeling for the Label Cover. This motivates
i of the analysis: in a single long
hQ the first step
k
(s,j)
) for some sufficiently heavy fj . We
code lower bounding the expectation E
s=1 fj (x
show that when E[fj ] ≥ (1 − `+1
k + ε),
" k
#
Y
E
fj (x(s,j) ) ≥ Ω(εc )
s=1

for some c > 0 depending on Q, k and `. This is proved by representing the product inside
the expection as A(X)B(Y ) where (X, Y ) = ((x(1,j) , . . . , x(`,j) ), (x(`+1,j) , . . . , x(k,j) )). It can
be seen that X and Y are at most (1 − 1/Q)-correlated2 . Further, using the structure of the

2

This is analogous to the notion of ρ-correlation used in [35] and was also used in the reverse hypercontractivity based mixing bounds of [18].
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PCP test we show that E[A], E[B] ≥ Ω(ε). Using this coupled with a lower bound on the
mixing of Markov chains that was shown by Mossel, Oleszkiewicz, and Sen [35] based on
their generalized reverse hypercontractivity, yields the desired lower bounds. A similar use
(for a simpler PCP test) of this technique was made by Saket [37]. Subsequently Guruswami
and Lee [18] used reverse hypercontractivity to analyze a PCP test which sampled uniformly
from ([k]d )k instead of µ` ⊗µk−` for the j ∗ th long code, and used it to show their NP-hardness
result for O(1)-coloring k-rainbow colorable hypergraphs mentioned earlier.
In their work, Guruswami and Lee [18] leveraged a smoothness property (first defined
by Khot [28]) of the Label Cover instance for their analysis which used Gaussian invariance
theorems and decoded a labeling using influential coordinates. Unfortunately, achieving
smoothness generates a significant blowup in the size of the Label Cover which renders the
reduction somewhat inefficient. In contrast, our analysis (as also in [37]) is based on standard
Fourier analysis and uses a projection size preservation property of the vanilla Label Cover
shown by Håstad [21]. This limits the size blowup enabling us to upper bound the “error”
ε in the NO case to 1/poly(log n) under quasi-polynomial time reductions.

2

Preliminaries
(1)

(2)

Consider for i = 1 to n, the product space (Ωi × Ωi , µi ) where the marginals of µi are
Qn
(1)
(2)
(s)
(s)
µi , µi . Let (Ω(s) , µ(s) ) = ( i=1 Ωi , ⊗ni=1 µi ), for s = 1, 2. We say that (X, Y ) ∈
Ω(1) × Ω(2) is ρ-correlated3 if independently for each i ∈ [n], (Xi , Yi ) is sampled from µi with
(1)
(2)
probability ρ, and from µi ⊗ µi with probability (1 − ρ).
The following theorem is a straightforward generalization of the special case of Ω(1) =
Ω(2) and µi = id proved in [35]. The derivation is provided in [18] and we incorporate the
explicit parameters from [35].
I Theorem 2. In above setup, let A ⊆ Ω(1) and B ⊆ Ω(2) be two sets such that µ(1) {A},
µ(2)√{B} ≥ δ ≥ 0. Let (X, Y ) ∈ (Ω(1) × Ω(2) ) be ρ-correlated. Then, Pr [X ∈ A, Y ∈ B] ≥
2− ρ
√
ρ

δ 1−

.

We shall also use the Efron-Stein decompositions of functions over product spaces (see [34]
for reference).
Qn
I Proposition 3. Let (Ω = i=1 Ωi , µ = ⊗ni=1 µi ) be a product space. Then, any f ∈ L2 (Ω, µ)
can be decomposed uniquely as:
X
f (x) =
fS (x),
S⊆[n]

where fS depends only on the coordinates in S and for S 0 6⊇ S, E [fS |xS 0 ] = 0. In particular
{fS }S⊆[n] are orthogonal i.e., E[fS fS 0 ] = 0 for S 6= S 0 .
The starting point of the reduction is the LabelCover problem which is defined as
follows.
I Definition 4. An instance L of LabelCover consists of a bipartite graph GL (U, V, E)
along with label sets [L] and [M ] where M = dL. For each edge e between u ∈ U and
−1
v ∈ V , there is a projection πvu : [M ] 7→ [L], such that |πvu
(j)| = d for each j ∈ [L]. A
labeling lu ∈ [L] to u and lv ∈ [M ] to v satisfies the edge if πvu (lv ) = lu . The goal is to find
a labeling of U and V to satisfy the maximum number of edges.
3

See Footnote 2.
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The inapproximability of LabelCover stated below follows from the PCP Theorem [3,
2], Raz’s Parallel Repetition Theorem [36]. We also leverage a structural property proved
by Håstad [21] showing that for any vertex in V the image of a large subset of its labels
remains large under most of the projections incident on v.
I Theorem 5. For every positive integer r, there is a deterministic N O(r) time reduction
from a 3SAT instance of size N to an instance L(GL (U, V, E), {πvu }{v,u}∈E , [L], [M ]) of
LabelCover with the following properties:
(a) |U |, |V | ≤ N O(r) . L, M, d ≤ 23r . G is bi-regular with left and right degrees bounded by
2O(r) .
(b) There is a universal constant c0 > 0 such that
h for any v i∈ V and S ⊆ [M ], taking an
expectation over a random neighbor u of v, E |πvu (S)|
over the choice of a random neighbor u of v,

−1

≤ |S|−2c0 . This implies that

Pr [|πvu (S)| < |S|c0 ] ≤ |S|−c0 .
(c) There is a universal constant γ0 > 0 such that,
YES Case: If the 3SAT instance is satisfiable then there is a labeling to U and V that
satisfies all edges of L.
NO Case: If the 3SAT instance is unsatisfiable then any labeling to U and V satisfies
at most 2−γ0 r fraction of the edges.

3

Proof of Theorem 1

In this section we prove the following hardness reduction which implies Theorem 1.
I Theorem 6. For any constant integers Q, k ≥ 2 and k/2 ≥ ` ≥ 1, and constant ε > 0,
there is a polynomial time reduction from 3SAT to a Qk-uniform hypergraph G of size n
such that:
YES Case. If the 3SAT instance is satisfiable then there is a k-coloring of the vertices of G
such that for in each hyperedge e for some `e ≤ ` there exactly `e colors that appear (Q − 1)
times each and `e colors that appear (Q + 1) times each, and the other colors appear exactly
Q times each. In particular, the hypergraph is k-rainbow colorable.
NO Case. If the 3SAT instance is not satisfiable then there is no independent set in G of
size 1 − (`+1)
+ ε fraction of vertices, implying that G is not (k/`)-rainbow colorable.
k
In the above, ε can be chosen to be (log n)−c for some c depending on Q, k and ` if
N
-time reduction from 3SAT is allowed.
O(log log N )

The input is an instance L of LabelCover from Theorem 5 consisting of a bipartite
graph GL (U, V, E), label sets [M ] and [L] with M = dL, and projections {πvu : [M ] 7→ [L] |
−1
{u, v} ∈ E, u ∈ U, v ∈ V } such that |πvu
(j)| = d for any j ∈ [L].
For each vertex v ∈ V , there is a uniformly weighted long code Hv which is a copy
S
of [k]M . The set of vertices in the output G is v Hv and the Qk-uniform hyperedges
correspond to the PCP test that is described in the next few paragraphs. The parameters
Q, k and ` in Theorem 6 are fixed in the rest of this section.

3.1

Distributions

First we define D(t) for t ≤ k to be the uniform distribution over the set
Γ(t) := {z ∈ [k]t | zi 6= zj , ∀ 1 ≤ i < j ≤ t}.

(1)
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Given this, let µt be the distribution over ([k]d )t where (x(1) , . . . , x(t) ) ∈ ([k]d )t is sampled
(1)
(t)
by independently for each i ∈ [d] sampling (xi , . . . , xi ) from D(t). Using this we define
QQ
d k
the distribution P over j=1 ([k] ) by the following sampling procedure.
1. Choose j ∗ ∈ [Q] uniformly at random.
2. For each j ∈ [Q] \ {j ∗ } sample (x(1,j) , . . . , x(k,j) ) from µk .
∗
∗
3. For j ∗ sample (x(1,j ) , . . . , x(k,j ) ) from (µ` ⊗ µk−` ).
4. Ouput (x(1,1) , . . . , x(k,1) , . . . , x(1,j) , . . . , x(k,j) , . . . , x(1,Q) , . . . , x(k,Q) ).
The marginal of P restricted to any j ∈ [Q] is the same distribution P where


 
1
1
P := 1 −
µk +
(µ` ⊗ µk−` ).
(2)
Q
Q
With the above in place the PCP test of the verifier is given below.
Test of PCP Verifier. The verifier expects a coloring Cv : Hv → [k] for all v ∈ V and
executes the following steps.
1. The verifier chooses a random vertex u ∈ U and Q of its neighbors v1 , . . . , vQ with
projections πj := πvj u and long codes Hj := Hvj . Let the Cj := Cvj be the corresponding
colorings.
2. The verifier samples:


Q
 Y
x(1,1) , . . . , x(k,1) , . . . , x(1,j) , . . . , x(k,j) , . . . , x(1,Q) , . . . , x(k,Q) ∈
([k]Ld )k
j=1

from the distribution Q which is described by sampling independently for each i ∈ [L],


x(1,1) |π−1 (i) , . . . , x(k,1) |π−1 (i) , . . . , x(1,Q) |π−1 (i) , . . . , x(k,Q) |π−1 (i)
1

1

Q

Q

from the distribution P defined above. Let the marginal of Q restricted to j ∈ [Q] be
Qj noting that Qj is identical to P L up to permutation
of coordinates.

(s,j)
3. The verifier accepts if the coloring Cj (x
) s∈[k],j∈[Q] has for some `0 ≤ `, `0 colors
0
that appear exactly (Q − 1) times each, ` colors that appear exactly (Q + 1) times each
and the rest of the colors appearing exactly Q times each.
The rest of this section is devoted to proving the YES and NO cases of Theorem 6.

3.2

YES Case

In this case there is a labeling lv for v ∈ V such that for any u ∈ U and its neighbors v, w,
πvu (lu ) = πwu (lw ). Letting Cv (x) = xlv for x ∈ Hv and v ∈ V yields a coloring of G that
makes the verifier accept with probability 1. In particular, this coloring satisfies the YES
case of Theorem 6.

3.3

NO Case



+ 4ε fraction of vertices. By
Suppose that G contains an independent set I of 1 − (`+1)
k
standard averaging and using the bi-regularity of the LabelCover instance L we obtain
that for at least ε fraction of “good” vertices u ∈ U , at least ε fraction of its neighbors are
“heavy” vertices v ∈ V which satisfy,


`+1
Ex∈[k]M [fv (x)] ≥ 1 −
+ε ,
(3)
k
where fv : [k]M → {0, 1} is the indicator of I ∩ Hv .
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3.3.1

Lower bound in each Long Code

Fix a choice of a good u and its heavy neighbors v1 , . . . , vQ in the verifiers test. For convenience we let fj := fvj . Fix some j ∈ [Q], and consider the expectation
#
" k
Y
(s,j)
E(x(1,j) ,...,x(k,j) )←Qj
fj (x
) .
(4)
s=1

By rearranging the coordinates and omitting the subscript j, the above is equivalent to the
following expectation:
" k
#
Y
(s)
f (x ) ,
(5)
E(x(1) ,...,x(k) )←P L
s=1

where

Ex∈([k]d )L '[k]M [f (x)] ≥


`+1
1−
+ε .
k

(6)

Using the definition of Γ(.) in (1) and by abusing notation slightly let
X = (x1 , . . . , x` ) ∈ (Γ(`))M ,

and

Y = (x`+1 , . . . , xk ) ∈ (Γ(k − `))M ,

(7)

and define functions
A(X) :=

`
Y

f (xs ),

and

s=1

B(Y ) :=

k
Y

f (xs ).

(8)

s=`+1

Thus, the expectation in (5) is equivalent to
EX,Y [A(X)B(Y )] ,

(9)

where (X, Y ) is sampled from P ⊗L ' [(1 − 1/Q)µk + (1/Q)(µ` ⊗ µk−` )]⊗L . Note that, the
marginal distribution of X is µ⊗L
and that of Y is µ⊗L
`
k−` . Thus, X and Y are (1 − 1/Q)correlated. Applying Theorem 2 we obtain,
3Q

EX,Y [A(X)B(Y )] ≥ (min{E[A(X)], E[B(Y )]})

.

(10)

The following argument lower bounds the RHS of the above.
I Lemma 7. For A and B defined as above, E[A], E[B] ≥ δ0 := ε

. 
k
`

.

Proof. Consider a k-uniform hypergraph H on vertex set [k]M and hyperedge set
(1)
(k)
{(x1 , . . . , xk ) | (xi , . . . , xi ) ∈ Γ(k), ∀i ∈ [M ]}. Observe that H is a regular hypergraph i.e. each vertex appears in the same number of hyperedges. Using the bound in (6)
along with an averaging, we obtain that at least ε fraction of the hyperedges (x(1) , . . . , x(k) )
are “dense” satisfying
{s | f (x(s) ) = 1} ≥ k − `.

(11)

⊗M
Consider a random choice of Y = (x(`+1) , . . . , x(k) ) sampled from µ⊗L
. This
k−` ' D(k − `)
is equivalent to a u.a.r choice of a hyperedge in H and a u.a.r
subset
of
(k
−
`)
of
its
vertices.
hQ
i
k
(s)
From (11) we obtain EY [B(Y )] = E(x(`+1) ,...,x(k) )←D(k−`)⊗M
f
(x
)
≥ δ0 . Further,
s=`+1

since ` ≤ k/2 it is easy to see that EX [A(X)] ≥ EY [B(Y )].

J

Using Lemma 7 along with (10) we obtain EX,Y [A(X)B(Y )] ≥ δ03Q , which is rewritten as:
h
i
E(X (j) ,Y (j) )←Qj Aj (X (j) )Bj (Y (j) ) ≥ δ1 := δ03Q .
(12)
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Analyzing over Q Long Codes

Let us fix a choice of u and Q of its neighbors v1 , . . . , vQ . Using the notation introduced
in Section 3.3.1: we have functions Aj : Γ(`)M → {0, 1} and Bj : Γ(k − `)M → {0, 1} for
j = 1, . . . , Q. From Proposition 3, their Efron-Stein decomposition is given as follows.
X
X
Aj =
Aj,S , and Bj =
Bj,S .
(13)
S⊆[M ]

S⊆[M ]

Let R be a parameter to be decided later. Define the following subsets of (2[M ] )Q :
n
o
S0 :=
(S1 , . . . , SQ ) ∈ (2[M ] )Q | πj (Sj ) ∩ πj 0 (Sj 0 ) = ∅, 1 ≤ j < j 0 ≤ Q ,


[M ] Q
S1 :=
(S1 , . . . , SQ ) ∈ (2 ) \ S0 | max |Sj | ≤ R ,
j


[M ] Q
c0
S2 :=
(S1 , . . . , SQ ) ∈ (2 ) | max |πj (Sj )| > R
,
j
n
o
S3 :=
(S1 , . . . , SQ ) ∈ (2[M ] )Q | ∃j s.t. |Sj | > R, |πj (Sj )| ≤ Rc0 ,
where c0 > 0 is the constant from Theorem 5. Note that
δ :=

Q
Y

S3

p=0

(14)
(15)
(16)
(17)

Sp ⊇ (2[M ] )Q . Let us define

h
i
E(X (j) ,Y (j) )←Qj Aj (X (j) )Bj (Y (j) ) .

(18)

j=1

Since I is an independent set we also have,


Q
Y

E (1) (1)
Aj (X (j) )Bj (Y (j) ) = 0.
(Q)
(Q)
((X

,Y

),...,(X

,Y

(19)

))←Q

j=1

Subtracting (19) from (18), expanding the Efron-Stein decomposition and using standard
Fourier analysis we obtain
∆0 + ∆1 + ∆2 + ∆3 ≥ δ,

(20)

where,

∆0 =

Q
Y

X

(S1 ,...,SQ )∈S0

h
i
E(X (j) ,Y (j) )←Qj Aj,Sj (X (j) )Bj,Sj (Y (j) )

j=1


− E((X (1) ,Y (1) ),...,(X (Q) ,Y (Q) ))←Q 

Q
Y


Aj,Sj (X (j) )Bj,Sj (Y (j) )

(21)

j=1

and for p = 1, 2, 3,

∆p =

X

Q
Y


(S1 ,...,SQ )∈Sp

h
i
E(X (j) ,Y (j) )←Qj Aj,Sj (X (j) )Bj,Sj (Y (j) )

j=1


+ E((X (1) ,Y (1) ),...,(X (Q) ,Y (Q) ))←Q 

Q
Y


Aj,Sj (X (j) )Bj,Sj (Y (j) )  .

(22)

j=1
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The definition of S0 and the properties of Efron-Stein decompositions in Proposition 3 imply
that each term of the sum in the RHS of (21) is zero. Thus,
∆0 = 0.

(23)

The goal of the rest of the analysis is to show that for an appropriate choice of r in Theorem
5 and the parameter R, the expectation over the choice of u and v1 , . . . , vQ of each ∆p
(p = 1, 2, 3) is small. Specifically, we shall show that a large E[∆1 ] would yield a good
labeling to L contradicting its NO case. Further, ∆2 is bounded by the dampening induced
by the presence of subsets with large projections in its sum, and E[∆3 ] is bounded by property
(b) of Theorem 5. On the other hand, E[δ] is significant due to (12) thereby yielding for us
a contradiction in (20).
We begin with the following upper bound on ∆1 .
I Lemma 8.


Q
Y

X

∆1 ≤ 2 · 

 21
2

2

Aj,Sj

.

(S1 ,...,SQ )∈S1 j=1

Proof. Using E[f g] ≤ kf k2 kgk2 observe that
Q
Y

X

∆1 ≤

Aj,Sj

2

Bj,Sj

2

(S1 ,...,SQ )∈S1 j=1



Q
Y

X

≤

Aj,Sj

(S1 ,...,SQ )∈S1

j=1

2
2

X

Q
Y

 

Q
Y

Aj,Sj
2

j=1

Bj,Sj
2

 21
Bj,Sj

2
2



(S1 ,...,SQ ) j=1

X

Q
Y

(S1 ,...,SQ )∈S1

j=1

+

Q
Y

 21 

(S1 ,...,SQ )∈S1 j=1



X

+

 21 
2
Aj,Sj

X

Q
Y

(S1 ,...,SQ )

j=1

 
2

2

Bj,Sj

 21
 ,

(24)

2

where the last inequality uses the standard Cauchy-Schwartz inequality. Observe that
2
QQ
QQ
2
= j=1 Aj,Sj 2 since {X (j) }kj=1 are independent.
j=1 Aj,Sj
2
2
QQ
QQ
2
Similarly,
= j=1 Bj,Sj 2 . Thus, (24) boils down to,
j=1 Bj,Sj
2


∆1 ≤ 2 · 

X

Q
Y

 21 
Aj,Sj

2

2

X


≤ 2·

X

Q
Y

 21 
Aj,Sj

2

2

≤ 2·

X

Q
Y

Q
Y



Bj,Sj

2

2

 12
2

kBj k2 

j=1

(S1 ,...,SQ )∈S1 j=1



 12

(S1 ,...,SQ ) j=1

(S1 ,...,SQ )∈S1 j=1



Q
Y

 21
Aj,Sj

2

2

.

(25)

(S1 ,...,SQ )∈S1 j=1

J
For analyzing ∆2 and ∆3 , we use the following lemma which is proved in Appendix A of
the full version of this paper [19].
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I Lemma 9.

E((X (1) ,Y (1) ),...,(X (Q) ,Y (Q) ))←Q 

Q
Y


Aj,Sj (X (j) )Bj,Sj (Y (j) )

j=1
Q
Y

≤

Q
Y

Aj,Sj

j=1

2


1−

Bj,Sj

j=1

1
Q

maxj |πj (Sj )|
.

2

I Corollary 10.
h

E(X (j) ,Y (j) )←Qj Aj,Sj (X

(j)

)Bj,Sj (Y

(j)

)

i

≤ Aj,Sj

Bj,Sj

2


|πj (Sj )|
1
1−
.
2
Q

Proof. Use Lemma 9 with Sj 0 = ∅ for all j 0 6= j.

J

Using the above we have the following bounds for the two sums in ∆2 .
I Claim 11.

X



 R c0

1
Aj,Sj (X (j) )Bj,Sj (Y (j) ) ≤ Q 1 −
.
Q
j=1

EQ 

(S1 ,...,SQ )∈S2

Q
Y

(26)

I Claim 12.
X

Q
Y

h

EQ Aj,Sj (X

(j)

)Bj,Sj (Y

(j)

)

i

(S1 ,...,SQ )∈S2 j=1


 R c0
1
≤ 1−
.
Q

(27)

We omit the proofs of Claims 11 and 12 and refer the reader to Appendix B of the full
version of this paper [19]. Using Claims 11 and 12 along with p = 2 in (22) directly yields
the following lemma upper bounding ∆2 .
I Lemma 13.


1
∆2 ≤ (Q + 1) 1 −
Q

 R c0
.

Similarly, we have the following bounds for the two sums in ∆3 .
I Claim 14.

X

EQ 

Q
Y

j=1

(S1 ,...,SQ )∈S3

 12




Aj,Sj (X (j) )Bj,Sj (Y (j) ) ≤

Q
X



j=1

X

Aj,Sj

Sj :|Sj |>R
|πj (Sj )|<Rc0

2

2

(28)

I Claim 15.
 12


X

Q
Y

(S1 ,...,SQ )∈S3 j=1

Q
h
i
X


EQ Aj,Sj (X (j) )Bj,Sj (Y (j) ) ≤

j=1

X

Sj :|Sj |>R
|πj (Sj )|<Rc0

Aj,Sj

2

2

(29)

The proofs of Claims 14 and 15 are given in Appendix C of the full version of this paper [19].
Again, with p = 3 in (22) Claims 14 and 15 directly imply the following lemma.
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I Lemma 16.
 21


∆3 ≤ 2 ·

Q
X
j=1





X

2

2

Aj,Sj

Sj :|Sj |>R
|πj (Sj )|<Rc0

.

Plugging in Lemmas 8, 13 and 16 into (20) we obtain that for such a fixed choice of u
and v1 , . . . , vQ



δ
Q+1




≤

X

Aj,Sj



2

2

+

(S1 ,...,SQ )∈S1 j=1



1
+ 1−
Q

 12



 12

Q
Y

Q
X
j=1





X

Aj,Sj

Sj :|Sj |>R
|πj (Sj )|<Rc0

2

2

Rc0
.

(30)

For a good choice of u, and Q of its heavy neighbors v1 , . . . , vQ , as defined in (18), δ ≥ δ1Q
due to the lower bound in (12). Taking an expectation of (30) over the verifiers choices and
noting that with probability at least εQ+1 u is good and v1 , . . . , vQ are heavy, we obtain,

 21 

 12

 Q Q+1 
Q
Q


X
X
Y
X

δ1 ε
2 
2

 

Aj,Sj 2  +
A
≤ Eu,{v }Q 
j,Sj

2 
j j=1
Q+1
 (S ,...,S )∈S j=1
j=1
S :|S |>R
1


+ 1−

1
Q


X

E

1

j

j

|πj (Sj )|<Rc0

 R c0


≤

Q

Q

u,{vj }j=1

Q
Y



 12
Aj,Sj

2
2



(S1 ,...,SQ )∈S1 j=1

+

Q
X



 21



Evj 

X

Aj,Sj

2

Pr [|πj (Sj )| < Rc0 ]
2


1−

+

u

Sj :|Sj |>R

j=1





≤ Eu,{v }Q 
j

X

Q
Y

j=1

(S1 ,...,SQ )∈S1 j=1

1
Q

Rc0

 12

Aj,Sj

Rc0

 + Qc0 + 1 − 1
2
2

R

2

Q

(31)

where the last inequality uses property (b) of Theorem 5. Consider a labeling to the
LabelCover instance L given by assigning each vertex v ∈ V label lv randomly chosen
from a subset S ⊆ [M ] sampled with probability kAv,S k22 . A vertex u ∈ U is labeled by
uniformly at random choosing (Q − 1) of its neighbors v2 , . . . , vQ , random subsets Sj with
probability kAvj ,Sj k22 independently for j = 2, . . . , Q, and assigning a random label from
SQ
j=2 πj (Sj ). From the definition of S1 in (15) the expected number of edges satisfied by
this strategy is at least


Q
X
Y
1 1
1
2
· ·
· Eu,{vj }Q 
Aj,Sj 2  ,
j=1
Q R RQ
j=1
(S1 ,...,SQ )∈S1
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which by (31) is at least


1
RQ

2 "

δ1Q εQ+1
Q+1

!
−

Q
R

c0
2


Rc0 #2
1
− 1−
.
Q

For any constant ε > 0, choosing the parameter R = poly(1/ε) and r = Θ(log(1/ε)) in
Theorem 5 yields a contradiction to the NO Case of Theorem 5.
Ruling out ε = (log n)−c . Choosing r = (log log N )/4 in Theorem 5 we get that the
3r
reduction is of size n = N O(r) 22 ≤ N O(log log N ) . The soundness of L is 2−Ω(log log N ) =
2−Ω(log log n) . Combining this with the above analysis in the NO Case, choosing ε = (log n)−c
0
and R = ε−c for some positive constants c, c0 > 0 (depending on c0 , Q, `, k and γ0 ) we obtain
a contradiction to the NO Case of Theorem 5.

4

Conclusion

Our work shows that in Qk-uniform k-rainbow colorable hypergraphs (Q, k ≥ 2) such that
in each hyperedge at most 2` of the colors appear Q ± 1 times and the rest exactly Q times,
it is NP-hard to find independent sets of density > (1−(`+1)/k). It is an open (challenging)
question to prove the NP-hardness of finding independent sets of arbitrarily small constant
density in such hypergraphs. The question of computing independent sets of density > 0.5
in perfectly balanced rainbow colorable hypergraphs is also similarly open.
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Abstract
In this paper, we study the problem of constructing a network by observing ordered connectivity
constraints, which we define herein. These ordered constraints are made to capture realistic
properties of real-world problems that are not reflected in previous, more general models. We
give hardness of approximation results and nearly-matching upper bounds for the offline problem,
and we study the online problem in both general graphs and restricted sub-classes. In the online
problem, for general graphs, we give exponentially better upper bounds than exist for algorithms
for general connectivity problems. For the restricted classes of stars and paths we are able to find
algorithms with optimal competitive ratios, the latter of which involve analysis using a potential
function defined over PQ-trees.
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1

Introduction

In this paper, we study the problem of recovering a network after observing how information
propagates through the network. Consider how a tweet (through “retweeting” or via other
means) propagates through the Twitter network – we can observe the identities of the people
who have retweeted it and the timestamps when they did so, but may not know, for a fixed
user, via whom he got the original tweet. So we see a chain of users for a given tweet. This
chain is semi-ordered in the sense that, each user retweets from some one before him in the
chain, but not necessarily the one directly before him. Similarly, when a virus such as Ebola
spreads, each new patient in an outbreak is infected from some one who has previously been
infected, but it is often not immediately clear from whom.
In a graphical social network model with nodes representing users and edges representing
links, an “outbreak” illustrated above is captured exactly by the concept of an ordered
constraint which we will define formally below. One could hope to be able to learn something
about the structure of the network by observing repeated outbreaks, or a sequence of ordered
constraints.
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Network Construction with Ordered Constraints

Formally we call our problem Network Construction with Ordered Constraints
and define it as follows. Let V = {v1 , . . . , vn } be a set of vertices. An ordered constraint
O is an ordering on a subset of V of size s ≥ 2. The constraint O = (vk1 , . . . , vks) is satisfied
if for any 2 ≤ i ≤ s, there exists at least one 1 ≤ j < i such that the edge e = vkj , vki is
included in a solution. Given a collection of ordered constraints {O1 , . . . , Or }, the task is to
construct a set E of edges among the vertices V such that all the ordered constraints are
satisfied and |E| is minimized.
We can see that our newly defined problem resides in a middle ground between path
constraints, which are too rigid to be very interesting, and the well-studied subgraph
connectivity constraints [8, 18, 19], which are more relaxed. The established subgraph
connectivity constraints problem involves getting an arbitrary collection of connectivity
constraints {S1 , . . . , Sr } where each Si ⊂ V and requires vertices in a given constraint to
form a connected induced subgraph; we will occasionally refer to these as unordered or
general constraints. The task is to construct a set E of edges satisfying the connectivity
constraints such that |E| is minimized.
We want to point out one key observation relating the ordered constraint to the connectivity constraint – an ordered constraint O = (vk1 , . . . , vks ) is equivalent to s − 1 connectivity
constraints S2 , . . . , Ss , where Si = {vk1 , . . . , vki }. We note that this observation plays an
important role in several proofs in this paper which employ previous results on subgraph
connectivity constraints – in particular, upper bounds from the more general case can be
used in the ordered case (with some overhead), and our lower bounds apply to the general
problem.
In the offline version of the Network Construction with Ordered Constraints problem,
the algorithm is given all of the constraints all at once; in the online version of the problem,
the constraints are given one by one to the algorithm, and edges must be added to satisfy
each new constraint when it is given. Edges cannot be removed.
An algorithm is said to be c-competitive if the cost of its solution is less than c times
OPT, where OPT is the best solution in hindsight (c is also called the competitive ratio).
When we restrict the underlying graph in a problem to be a class of graphs, e.g. trees, we
mean all the constraints can be satisfied, in an optimal solution (for the online case, in
hindsight), by a graph from that class.

1.1

Past Work

In this paper we study the problem of network construction from ordered constraints. This
is an extension of the more general model where constraints come unordered.
For the general problem, Korach and Stern [18] had some of the initial results, in particular
for the case where the constraints can be optimally satisfied by a tree, they give a polynomial
time algorithm that finds the optimal solution. In subsequent work, in [19] Korach and Stern
considered this problem for the even more restricted problem where the optimal solution
forms a tree, and all of the connectivity constraints must be satisfied by stars.
Then, Angluin et al. [8] studied the general problem, where there is no restriction on
structure of the optimal solution, in both the offline and online settings. In the offline case,
they gave nearly matching upper and lower bounds on the hardness of approximation for
the problem. In the online case, they give a O(n2/3 log2/3 n)-competitive algorithm against
oblivious adversaries; we show that this bound can be drastically improved in the ordered
version of the problem. They also characterized special classes of graphs, i.e. stars and paths,
which we are also able to do herein for the ordered constraint case. Independently of that
work, Chockler et al. [13] also nearly characterized the offline general case.
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In a different line of work Alon et al. [3] explore a wide range of network optimization
problems; one problem they study involves ensuring that a network with fractional edge
weights has a flow of 1 over cuts specified by the constraints. Alon et al. [2] also study
approximation algorithms for the Online Set Cover problem which have been shown by
Angluin et al. [8] to have connections with Network Construction problems.
In related areas, Gupta et al. [17] considered a network design problem for pairwise vertex
connectivity constraints. Moulin and Laigret [20] studied network connectivity constraints
from an economics perspective. Another motivation for studying this problem is to discover
social networks from observations. This and similar problems have also been studied in the
learning context [7, 5, 15, 24].
Finally, in query learning, the problem of discovering networks from connectivity queries
has been much studied [1, 4, 9, 10, 16, 23]. In active learning of hidden networks, the object
of the algorithm is to learn the network exactly. Our model is similar, except the algorithm
only has the constraints it is given, and the task is to output the cheapest network consistent
with the constraints.

1.2

Connection to network inference

This model is also known to have connections to network inference [6, 22]. Let p(u,v) be the
a priori probability of an edge appearing between nodes u and v. If pu,v ’s are ≤ 1/2 and are
independent, the maximum likelihood social network given the constraints is a set of edges
E that satisfies all of the constraints and maximises the following quantity
Y
Y
Y

 Y
p(u,v)

p(u,v)
1 − p(u,v) =
1 − p(u,v)
1 − p(u,v)
{u,v}∈E

{u,v}∈E
/

{u,v}

{u,v}∈E

Taking the logarithm, we want a set of edges E that minimizes the sum
!
X
p(u,v)
 .
− log
1 − p(u,v)
{v,u}∈E

The assumption that for all u, v, p(u,v) ≤ 1/2 implies that each term, or cost, in the sum is
non-negative.

1.3

Our results

In Section 2, we examine the offline problem, and show that the Network Construction
problem is NP-Hard to approximate within a factor of Ω(log n). A nearly matching upper
bound comes from Theorem 2 of Angluin et al. [8].
In Section 3, we study online problem. For problems on n nodes, for r constraints, we
give an O ((log r + log n) log n) competitive algorithm against oblivious adversaries, and an
Ω(log n) lower bound (Section 3.1).
Then, for the special cases of stars and paths (Sections 3.2 and 3.3), we find asymptotic
optimal competitive ratios of 3/2 and 2, respectively. The proof of the latter uses a detailed
analysis involving PQ-trees [11]. The competitive ratios are asymptotic in n.

2

The offline problem

In this section, we examine the Network Construction with Ordered Constraints problem
in the offline case. We are able to obtain the same lower bound as Angluin et al. [8] in the
general connectivity constraints case.
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I Theorem 1. If P6=NP, the approximation ratio of the Network Construction with
Ordered Constraints problem is Ω(log n).
Proof. We prove the theorem by reducing from the Hitting Set problem. Let (U, S) be a
hitting set instance, where U = {u1 , . . . , un } is the universe, and S = {S1 , . . . , Sm } is a set
of subsets of U . A subset H ⊂ U is called a hitting set if H ∩ Si =
6 ∅ for i = 1, . . . , m. The
objective of the Hitting Set problem is to minimize |H|. We know from [14, 21] that the
Hitting Set problem cannot be approximated by any polynomial time algorithm within a
ratio of o(log n) unless P=NP. Here we show that the Network Construction problem is
inapproximable better than an O(log n) factor by first showing that we can construct a
corresponding Network Construction instance to any given Hitting Set instance, and then
showing that if there is a polynomial time algorithm that can achieve an approximation ratio
o(log n) to the Network Construction problem, then the Hitting Set problem can also be
approximated within in a ratio of o(log n), which is a contradiction.
We first define a Network Construction instance, corresponding to a given Hitting Set
instance (U, S), with vertex set U ∪ W , where W = {w1 , . . . , wnc } for some c > 2. Note
that we use the elements of the universe of hitting set instance as a part of the vertex set of
Network Construction instance. The ordered constraints are the union of the following two
sets:
{(ui , uj )}1≤i<j≤n ;
{(Sk , wl )}Sk ∈S,1≤l≤nc ,
where by (Sk , wl ) we mean an ordered constraint with all vertices except the last one from
a subset Sk of U , while the last vertex wl is an element in W . The vertices from Sk are
ordered arbitrarily.
We note that the first set of ordered constraints forces a complete graph on U , and
the second set of ordering demands that there is at least one edge going out from each Sk
connecting each element in W . Let A be an algorithm solving the Network Construction
problem, and let El denote the set of edges added by A incident to wl . Because of the second
set of ordered constraints, the set Hl = {u ∈ U | {u, wl } ∈ El } is a hitting set of S!
Let H ⊂ U be any optimal solution to the hitting set instance, and denote by OPTH the
size of H. It is easy to see the two sets of ordered constraints can be satisfied by putting a
complete graph on U and a complete bipartite graph between H and W . Hence the optimal
solution to the Network Construction instance satisfies
 
n
OPT ≤
+ nc OPTH ,
2
where OPT is the minimum number of edges needed to solve the Network Construction
instance. Let us assume that there is a polynomial time approximation algorithm to the
Network Construction problem that adds ALG edges. Without loss of generality we can
assume that the algorithm adds no edge among vertices in W , because any edge within
W can beremoved
without affecting the correctness of the solution, which implies that
Pnc
ALG = n2 + l=1 |El |. Now if ALG is o (log n · OPT), from the fact that |Hl | = |El |, we
get




ALG − n2
o log n n2 + nc OPTH − n2
min |Hl | ≤
=
1≤l≤nc
nc
nc
= o (log n · OPTH ) ,
which means by finding the smallest set Hl0 among all the Hl s, we get a hitting set that has
size within an o(log n) factor of the optimal solution to the Hitting Set instance, which is a
contradiction.
J
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We also observe that the upper bound from the more general problem implies a bound in
our ordered case. We note the upper and lower bounds match when r = poly(n).
I Corollary 2 (of Theorem 2 from Angluin et al. [8]). There is a polynomial time O(log r+log n)approximation algorithm for the Network Construction with Ordered Constraints problem on
n nodes and r ordered constraints.
Proof. Observing that r ordered constraints imply at most nr unordered constraints on a
graph with n nodes, we can use the O(log nr) upper bound from Angluin et al. [8].
J

3

The online problem

Here, we study the online problem, where constraints come in one at a time, and the algorithm
must satisfy them by adding edges as the constraints arrive.

3.1

Arbitrary graphs

I Theorem 3. There is an O ((log r + log n) log n) upper bound for the competitive ratio
for the Online Network Construction with Ordered Constraints problem on n nodes
and r ordered constraints against an oblivious adversary.
Proof. To prove the statement, we first define the Fractional Network Construction
problem, which has been shown by Angluin et al. [8] to have an O(log n)-approximation
algorithm. The upper bound is then obtained by applying a probabilistic rounding scheme
to the fractional solution given by the approximation. The proof heavily relies on arguments
developed by Buchbinder and Naor [12], and Angluin et al. [8].
In the Fractional Network Construction problem, we are also given a set of vertices
and a set of constraints {S1 , . . . , Sr } where each Si is a subset of the vertex set. Our task is
to assign weights we to each edge e so that the maximum flow between each pair of vertices in
P
Si is at least 1. The optimization problem is to minimize
we . Since subgraph connectivity
constraint is equivalent to requiring a maximum flow of 1 between each pair of vertices with
edge weight we ∈ {0, 1}, the fractional network construction problem is the linear relaxation
of the subgraph connectivity problem. Lemma 2 of Angluin et al. [8] gives an algorithm that
multiplicatively updates the edge weights until all the flow constraints are satisfied. It also
shows that the sum of weights given by the algorithm is upper bounded by O(log n) times
the optimum.
As we pointed out in the introduction, an ordered constraint O is equivalent to a
sequence of subgraph connectivity constraints. So in the first step, we feed the r sequences of
connectivity constraints, each one is equivalent to an ordered constraint, to the approximation
algorithm to the fractional network construction problem and get the edge weights. Then we
apply a rounding scheme similar to the one considered by Buchbinder and Naor [12] to the
weights. For each edge e, we choose t random variables X(e, i) independently and uniformly
from [0, 1], and let the threshold T (e) = minti=1 X(e, i). We add e to the graph if we ≥ T (e).
Since the rounding scheme has no guarantee to produce a feasible solution, the first thing
we need to do is to determine how large t should be to make all the ordered constraints
satisfied with high probability.
We note that an ordered constraint Oi = {vi1 , vi2 , . . . , visi } is satisfied if and only if the
(si −1) connectivity constraints {vi1 , vi2 }, . . . , {vi1 , . . . , visi −1 , visi } are satisfied, which is equivalent, in turn, to the fact that there is an edge that goes across the ({vi1 , . . . , vij−1 } , {vij })
cut, for 2 ≤ j ≤ si . For any fixed cut C, the probability the cut is not crossed equals
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P
− we )t ≤ exp −t e∈C we . By the max-flow min-cut correspondence, we know
that c∈C we ≥ 1 in the fractional solution given by the approximation algorithm for all cuts
C = ({vi1 , . . . , vij−1 } , {vij }), 1 ≤ i ≤ r, 2 ≤ j ≤ si , and hence the probability that there
exists at least one unsatisfied Oi is upper bounded by rn exp (−t). So t = c(log n + log r),
for any c > 1, makes the probability that the rounding scheme fails to produce a feasible
solution approaches 0 as n increases.
Because the probability that e is added equals the probability that at least one X(e, i) is
less than we , and hence is upper bounded by we t, we get the expected number of edges added
P
is upper bounded by t we by linearity of expectation. Since the fractional solution is upper
bounded by O(log n) times the optimum of the fractional problem, which is upper bounded
by any integral solution, our rounding scheme gives a solution that is O ((log r + log n) log n)
times the optimum.
J
Q

(1
e∈C
P

I Corollary 4. If the
 number of ordered constraints r = poly(n), then the algorithm above
2
gives an O (log n) upper bound for the competitive ratio against an oblivious adversary.
I Remark. We can generalize Theorem 3 to the weighted version of the Online Network
Construction with Ordered Constraints problem. In the weighted version, each edge e = (u, v)
is associated with a cost ce and the task is to select edges such that the connectivity constraints
P
ce we is minimised where we ∈ {0, 1} is a variable indicating whether
are satisfied and
an edge is picked or not and ce is the cost of the edge. The same approach in the proof of
Theorem 3 gives an upper bound of O ((log r + log n) log n) for the competitive ratio of the
weighted version of the Online Network Construction with Ordered Constraints problem.
For an lower bound for the competitive ratio for the Online Network Construction
with Ordered Constraints problem against an oblivious adversary, we study the Online
Permutation Hitting Set problem defined below: Let k be a positive integer, and let π
be a permutation on [k]. Define sets
Pπi = {π(1), π(2), . . . , π(i)}

for i = 1, . . . , k,

I Definition 5 (Online
Permutation Hitting Set). Let π be a permutation on [k] and let

Pπk , Pπk−1 , . . . , Pπ1 arrive one at a time. A solution to the Online Permutation Hitting Set
problem is a sequence of set H1 ⊂ H2 ⊂ · · · ⊂ Hk such that Hi ∩ Pπk+1−i 6= ∅ for i = 1, . . . , k.
I Lemma 6. The expected size of Hk for any algorithm that solves the Online Permutation
Hitting Set problem over the space of all permutations on [k] under the uniform distribution
Pk
is lower bounded by hk = i=1 1i .
Proof. We first show that the lower bound is achieved by a randomized algorithm A0 , and
then we show that no other randomized algorithm could do better than A0 .
We start by describing A0 . Upon seeing Pπk+1−i , A0 sets Hi using the following rule:

Hi−1
if Hi−1 ∩ Pπk+1−i 6= ∅
Hi =
,
Hi−1 ∪ {a} if Hi−1 ∩ Pπk+1−i = ∅
where a is a random point in Pπk+1−i . Let Ei denote the expected size of the final output of
A0 on permutations on [i] for all i = 1, . . . , k. By symmetry, without loss of generality, we
assume that A0 add 1 upon receiving Pπk = [k], then we have
k
X

k−1
1X
Ek = 1 +
Ei P (π(i) = 1) = 1 +
Ei
k i=1
i=1
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The first equality is because A0 doesn’t need to add more points until it receives Pπk−i if
π(i) = 1, and the second equality is because that all i has the same probability to be mapped
to 1. To show that Ek = hk , we first verify that the harmonic series satisfies the same
recursive relation. In fact, we have


!
k−1
k−1
k−1
i
XX
X
1
1
1X
1 1
k+
=
k+
hi =
(k − i) ·
1+
k i=1
k
j
k
i
i=1 j=1
i=1
!
!

k−1
k−1
X 1
X1
1
1
=
k+
=
1+k
= hk .
k· −1
k
i
k
i
i=1
i=1
Since E1 = h1 = 1, we have Ek = hk for all k ∈ N+ .
Next, we show that A0 is in fact the best randomized algorithm in expectation. To this
end, we need to show two things:
(i) when Hi−1 ∩ Pπk+1−i 6= ∅, adding point(s) is counter-productive;
(ii) when Hi−1 ∩ Pπk+1−i = ∅, adding more than one points is counter-productive.
To show i., let us assume that Hi−1 ∩ Pπk+1−i 6= ∅ and j is the smallest integer in
1 ≤ j ≤ k + 1 − i such that π(j) is contained in Hi−1 . We show that adding one more
point hurts the expectation, and the proof for adding more than one points follows the
same fashion. A0 will wait till Pπj−1 and add a random point from {π(1), π(2), . . . , π(j − 1)}.
Hence, A0 does not assign probabilities to any point in {π(j + 1), . . . , π(k + 1 − i)}. We note
that adding any point in {π(j + 1), . . . , π(k + 1 − i)} wouldn’t help. Hence, any algorithm
that assigns non-zero probabilities to {π(j + 1), . . . , π(k + 1 − i)} will do worse than A0 in
expectation.
To show ii., for simplicity, we show that adding two points upon seeing Pπk hurts the
expectation, and the proof for adding more than two points follows the same fashion. We
show this by induction assuming that A0 is the best algorithm in expectation for all i < k.
By symmetry, without loss of generality, we assume that H1 = {1, 2}. We have
E (|Hk ||H1 = {1, 2})
X


= 2+
E |Hk ||π −1 (1) < π −1 (2) P π −1 (1) < π −1 (2)
X


+
E |Hk ||π −1 (1) > π −1 (2) P π −1 (1) > π −1 (2)
!
k−2
k−2
1
1 X
1 X
≥ 2+2·
Ei = 2 +
Ei = 1 + Ek−1 > Ek ,
2 k − 1 i=1
k − 1 i=1
where the first inequality follows from i. and the inductive hypothesis.

J

With the help of Lemma 6, we can prove the following lower bound.
I Theorem 7. There exists an Ω(log n) lower bound for the competitive ratio for the Online Network Construction with Ordered Constraints problem against an oblivious
adversary.
√
Proof. The adversary divides the vertex set into two parts U and V , where |U | = n and
√
|V | = n − n, and gives the constraints as follows. First, it forces a complete graph in U
by giving the constraint {ui , uj } for each pair of vertices ui , uj ∈ U . At this stage both the
algorithm and optimal solution will have a clique in U , which costs Θ(n).
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Then, for each v ∈ V , first fix a random permutation πv on U and give the ordered
constraints
O(v,i) = (πv (1), πv (2), . . . , πv (i), v)

√
for i = 1, . . . , n.

First note that all these constraints can be satisfied by adding ev = {πv (1), v} for each v ∈ V
which costs Θ(n). However, the adversary gives constraints in the following order:
O(v,√n) , O(v,√n−1) , . . . , O(v,1) .
To satisfy O(v,i) , any algorithm just need to make sure that at least one point in Pπi is
chosen to connect to v, and hence the algorithm is in fact solving an instance of the Online
Permutation Hitting Set problem on input π at this stage. By Proposition 6, we know that
√
all algorithm solving the Online Permutation Hitting Set problem will add Ω (log n) points
in expectation, and this shows that any algorithm to the Online Network Construction with
Ordered Constraints problem needs to add Ω(n + n log n) edges in expectation in total. This
gives us the desired result because OPT = O(n).
J
Now we study the online problem when it is known that an optimal graph can be a star
or a path. These special cases are challenging in their own right and are often studied in the
literature to develop more general techniques [8].

3.2

Stars

I Theorem 8. The optimal competitive ratio for the Online Network Construction with
Ordered Constraints problem when the algorithm knows that the optimal solution forms a
star is asymptotically 3/2.
Proof. For the lower bound, we note that the adversary can simply give Oi = (v1 , v2 , vi ) for
all i = 3, . . . , n obliviously for the first n − 2 rounds. Then an algorithm, besides adding
{v1 , v2 } in the first round, can only choose from adding either {v1 , vi } or {v2 , vi }, or both
in each round. Note that v1 or v2 have to be the center since the first constraint ensures
that {v1 , v2 } is an edge. After the first n − 2 rounds, the adversary counts the number of
v1 and v2 ’s neighbors, and chooses the one with fewer neighbors, say v1 , to be the center
by giving the constraints (v1 , vi ) for all i = 3, . . . , n where no edge (v1 , vi ) exists. Since the
algorithm has to add at least d(n − 2)/2e edges that are unnecessary in the hindsight, we
get an asymptotic lower bound 3/2.
For the upper bound, assume that either v1 or v2 is the center and the first ordered
constraint is O1 is (v1 , v2 , . . . ), the algorithm works as follows:
1. It adds {v1 , v2 } in the first round.
2. For any constraint (including the first) that starts with v1 and v2 , the algorithm always
adds edges of the form (v1 , vk ) or (v2 , vk ) where k 6= 1, 2 in such a way that the following
two conditions hold:
Degree of v1 and degree of v2 differ by at most 1.
The degree of vk is 1 for k 6= 1, 2
3. Upon seeing a constraint that does not start with v1 and v2 , which reveals the center of
the star, it connects the center to all vertices that are not yet connected to the center.
Since the algorithm adds, at most n/2 − 1 edges to the wrong center, this gives us an
asymptotic upper bound 3/2, which matches the lower bound.
J
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Algorithm 1 Forcing pre-degree to be at least 2
Give ordered constraint O = (v1 , v2 , v3 , . . . , vn ) to the algorithm;
for i = 3 to n do
if the pre-degree of vi is at least 2 then
continue;
else
pick a path on {v1 , v2 , v3 , . . . , vi−1 } (say Pi ) that satisfies all the constraints up to
this round (the existence of Pi follows by induction) and an endpoint u of the path
that is not connected to vi , and give the algorithm the constraint (vi , u);
end if
end for

3.3

Paths

In the next two theorems, we give matching lower and upper bounds (in the limit) for path
graphs.
I Theorem 9. The Online Network Construction with Ordered Constraints problem
when the algorithm knows that the optimal solution forms a path has an asymptotic lower
bound of 2 for the competitive ratio.
Proof. Let us name the vertices v1 , v2 , v3 , . . . , vn . For 3 ≤ i ≤ n, define the pre-degree of a
vertex vi to be the number of neighbors vi has in {v1 , v2 , v3 , . . . , vi−1 }. Algorithm 1 below is
a simple strategy the adversary can take to force v3 , . . . , vn to all have pre-degree at least 2.
Since any algorithm will add at least 2n − 3 edges, this gives an asymptotic lower bound of 2.
Suppose Pi was the path picked in round i (i.e. Pi satisfies all constraints up to round
i). Then, Pi along with the edge (vi , u) is a path that satisfies all constraints up to round
i + 1. Hence by induction, for all i, there is a path that satisfies all constraints given by the
adversary up to round i.
J
I Theorem 10. The competitive ratio for the Online Network Construction with
Ordered Constraints problem when the algorithm knows that the optimal solution forms a
path has an asymptotic upper bound of 2.
Proof. For our algorithm matching the upper bound, we use the PQ-trees, introduced
by Booth and Lueker [11], which keep track all consistent permutations of vertices given
contiguous intervals of vertices, since vertices in any ordered constraint form a contiguous
interval if the underlying graph is a path. Our analysis is based on ideas from Angluin et al. [8],
who also use PQ-trees for analyzing the general problem.1
A PQ-tree is a tree whose leaf nodes are the vertices and each internal node is either a
p-node or a q-node.
A p-node has two or more children of any type. The children of a p-node form a
contiguous interval that can be in any order.
A q-node has three or more children of any type. The children of a q-node form a
contiguous interval, but can only be in the given order or its reverse.

1

Angluin et al. [8] have a small error in their argument because their potential function fails to explicitly
consider the number of p-nodes, which creates a problem for some of the PQ-tree updates. We fix this,
without affecting their asymptotic bound. For the ordered constraints case, we are also able to obtain a
much finer analysis.
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Every time a new interval constraint comes, the tree updates itself by identifying any of
the eleven patterns, P0, P1,. . . , P6, and Q0, Q1, Q2, Q3, of the arrangement of nodes and
replacing it with each correspondent replacement. The update fails when it cannot identify
any of the patterns, in which case the contiguous intervals fail to produce any consistent
permutation. We refer readers to Section 2 of Booth and Lueker [11] for a more detailed
description of PQ-trees.
The reason we can use a PQ-tree to guide our algorithm is because of an observation
made in Section 1 that each ordered constraint (v1 , v2 , v3 , . . . , vk−1 , vk ) is equivalent to k − 1
connectivity constraints S2 , . . . , Sk , where Si = {v1 , . . . , vi }. Note that each connectivity
constraint corresponds to an interval in the underlying graph. So upon seeing one ordered
constraints, we reduce the PQ-tree with the equivalent interval constraints, in order. Then
what our algorithm does is simply to add edge(s) to the graph every time a pattern is identified
and replaced with its replacement, so that the graph satisfies all the seen constraints. Note
that to reduce the PQ-tree with one interval constraint, there may be multiple patterns
identified and hence multiple edges may be added.
Before running into details of how the patterns determine which edge(s) to add, we note
that, without loss of generality, we can assume that the algorithm is in either one of the
following two stages.
The PQ-tree is about to be reduced with {v1 , v2 }.
The PQ-tree is about to be reduced with {v1 , . . . , vk }, when the reductions with {v1 , v2 }
· · · , {v1 , . . . , vk−1 } have been done.
Because of the structure of constraints discussed above, we do not encounter all PQ-tree
patterns in their full generality, but in the special forms demonstrated in Table 1. Based
on this, we make three important observations which can be verified by carefully examining
how a PQ-tree evolves along with our algorithm.
1. The only p-node that can have more than two children is the root.
2. At least one of the two children of a non-root p-node is a leaf node.
3. For all q-nodes, there must be at least one leaf node in any two adjacent children. Hence,
Q3 doesn’t appear.
Now we describe how the edges are going to be added. Note that a PQ-tree inherently
learns edges that appear in the optimum solution even when those edges are not forced
by constraints. Apart from adding edges that are necessary to satisfy the constraints, our
algorithm will also add any edge that the PQ-tree inherently learns. For all the patterns
except Q2 such that a leaf node vk is about to be added as a child to a different node, we
can add one edge joining vk to vk−1 . For all such patterns except Q2, it is obvious that this
would satisfy the current constraint and all inherently learnt edges are also added. For Q2,
the PQ-tree could learn two edges. The first edge is (vk , vk−1 ). The second one is an edge
between the leftmost subtree of the daughter q-node (call Tl ) and the node to its left (call
vl ). Based on Observation 3, vl is a leaf. But based on the algorithm, one of these two edges
is already added. Hence, we only need to add one edge when Q2 is applied. For P5, we add
the edge as shown in Table 1.
Let us denote by P and Q the sets of p-nodes and q-nodes, respectively, and by c(p) the
number of children node p has. And let potential function φ of a tree T be defined as
X
φ(T ) = a
c(p) + b|P | + c|Q|,
p∈P

where a, b, and c are coefficients to be determined later.
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Table 1 Specific patterns and replacements that appear through the algorithm. P4(1) denotes
the case of P4 where the top p-node is retained in the replacement and P4(2) denotes the case where
the top p-node is deleted. The same is true for P6. P0, P1, Q0, and Q1 are just relabelling rules,
and we have omitted them because no edges need to be added. We use the same shapes to represent
p-nodes, q-nodes, and subtrees as in Booth and Lueker’s paper [11] for easy reference, and we use
diamonds to represent leaf nodes.

Pattern

P2

Replacement

vk
vk

P3

vk

P4(1)

vk

vk

P4(2)

vk

P5

P6(1)
vk

vk

P6(2)

vk
vk

Q2

vk
vk

We want to upper bound the number of edges added for each pattern by the drop of
potential function. We collect the change in the three terms in the potential function that
each replacement causes in Table 3, and we can solve a simple linear system to get that
choosing a = 2, b = −3, and c = 1 is sufficient. For ease of analysis, we add a dummy
vertex vn+1 that does not appear in any constraint. Now, the potential function starts at
2n − 1 (a single p-node with n + 1 children) and decreases to 2 when a path is uniquely
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Table 3 How the terms in the potential function:
the updates.

P
p∈P

P2
P3
P4(1)
P4(2)
P5
P6(1)
P6(2)
Q2
Q3

P
p∈P

c(p), |P |, and |Q| change according to

c(p)

|P |

|Q|

−∆Φ

number of edges added

1
−2
−1
−2
−2
−1
−2
0
0

1
−1
0
−1
−1
0
−1
0
0

0
1
0
0
0
−1
−1
−1
−2

−a − b
2a + b − c
a
2a + b
2a + b
a+c
2a + b + c
c
2c

1
0
1
1
1
1
1
1
1

determined. Hence, the number of edges added by the algorithm is 2n − 3, which gives the
desired asymptotic upper bound.
J
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Abstract
Given a Markov Decision Process (MDP) M, an LTL formula ϕ, and a threshold θ ∈ [0, 1], the
verification question is to determine if there is a scheduler with respect to which the executions
of M satisfying ϕ have probability greater than (or ≥) θ. When θ = 0, we call it the qualitative
verification problem, and when θ ∈ (0, 1], we call it the quantitative verification problem. In this
paper we study the precise complexity of these problems when the specification is constrained to
be in different fragments of LTL.
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1

Introduction

Systems exhibiting both non-deterministic and probabilistic behaviors are semantically
interpreted using Markov Decision Processes (MDPs) [9, 11, 4]. Markov Decision Processes
are interpreted with respect to a scheduler who resolves the non-determinism at each step
– a single step of the MDP has two phases, where the scheduler first picks a probabilistic
transition out of the current state based on the sequence of states visited in the computation,
and then a dice is rolled to stochastically choose the next state according to the transition
chosen by the scheduler. The verification problem for MDPs with respect to specifications
in LTL is as follows. Given an MDP M, a formula ϕ, a threshold θ ∈ [0, 1], determine if
there is a scheduler with respect to which the measure of executions satisfying ϕ is greater
than (or greater than or equal to) the threshold θ. A special case of this problem is when
θ = 0 which is called the qualitative verification problem. When θ 6= 0, this is called the
quantitative verification problem.
The standard approach to solving the verification problem is using the automata theoretic
method [11, 4]. Here one translates the specification ϕ into a deterministic automaton A,
takes the cross product of A with the MDP M to construct a new MDP M0 , and then
analyzes M0 to check the desired property. The complexity of this procedure is polynomial in
the size of the final MDP M0 . Since any LTL formula can be translated into a deterministic
automaton of doubly exponential size, this approach shows that the verification problem
∗
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Table 1 Summary of results for quantitative and qualitative model checking of MDPs against
various fragments. The upper bounds for results marked a follow from the standard translation of
LTL to deterministic automata. Upper bounds for results marked b follow from the translation of
LTL to limit deterministic automata in [6]. Finally, upper bounds for the result marked c follow
from the translation of this fragment to deterministic automata presented in [1].

B(L♦,∧ )
B(L♦,∧,∨ )
B(L♦,,∧,∨ )
B(L♦, ,∧ )
B(L♦, ,∧,∨ )
B(L♦,, ,∧,∨ )

Quantitative
PSPACE-complete
EXPSPACE-complete
2EXPTIME-completea
EXPTIME-completec
EXPSPACE-complete
2EXPTIME-completea

Qualitative
NP-complete

EXPTIME-completeb

for MDPs is in 2EXPTIME [11, 4]. One can prove a matching lower bound [4] which
establishes the problem to be 2EXPTIME-complete.
In a series of recent papers [5, 10, 6], the qualitative verification problem for MDPs
has been investigated carefully. In particular, it has been shown that for an expressive
fragment of LTL called LTLD , the qualitative model checking problem is in EXPTIME (as
opposed 2EXPTIME). The basis of this result is an improved translation from LTL to a
special class of automata called limit deterministic automata which are then used in the
automata theoretic approach to verify the MDP. It is shown in [6], that the translation yields
exponential sized automata for the fragment LTLD which gives the improved upper bound.
In this paper, we continue this line of research to obtain a more complete picture about
quantitative and qualitative verification of MDPs against fragments of LTL. In this endeavour,
we are also inspired by [1, 7, 2] that characterize the complexity of solving 2-player games
against objectives described using fragments of LTL. Consider LTL to be formulae in
negation normal form built using Boolean operations ∨, ∧ and temporal operators
(next),
♦ (eventually),  (always), and U (until). Taking Lop1 ,...,opk to denote the LTL fragment
consisting of formulae built only using the operators op1 , . . . , opk , and B(Lop1 ,...,opk ) to be
all boolean combinations of formulae in Lop1 ,...,opk , our results are summarized in Table 1.
We begin by discussing our results for quantitative model checking. The upper bounds
that pertain to time complexity classes (namely those marked a or c in Table 1) are obtained
simply from the fact that these fragments can be translated into deterministic automata of
exponential (for the result marked c) or doubly-exponential (for results marked a) size. For
the other upper bounds in Table 1, we present a new space efficient algorithm to compute
the probability of repeatedly visiting a set of states in Markov chains of small diameter; this
result mimics a similar result in [1] for solving games on graphs with small diameter. The
upper bounds are then obtained by translating the LTL fragment into deterministic Büchi
automata of small diameter (using observations in [1]), taking the cross product with the
MDP, guessing an optimal scheduler, and computing the probability of repeated reachability
in the resulting Markov chain using the space efficient algorithm. The lower bounds are
obtained by observing that the reductions in [1, 2] work in this case, when the universal
player is replaced by a stochastic player. It is worth noting that our lower bounds apply to
the special case when the threshold θ = 1; thus, the difficulty in solving the quantitative
verification problem does not stem from the numbers involved.
For qualitative verification, the upper bound of EXPTIME (marked b) follows from the
results in [6]. The improved upper bound of NP for the fragment B(L♦,,∧,∨ ) is obtained
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by refining the translation given in [5]. The new modified translation constructs a limit
deterministic automata that is a disjoint union of exponentially many, polynomial sized
deterministic automata. The NP algorithm then guesses one of these disjoint automata and
analyzes the MDP relative to the guessed deterministic automaton.

2

Preliminaries

2.1

Strings and Prefixes

Given a set S, we use S ∗ denote the set of all finite sequences (finite words) of elements from
S, and S + to denote all non-empty finite sequences over S. The length of a finite word u is
denoted by |u|. We use S ω to denote all infinite sequences over S. Given a (finite or infinite)
word, we use ui to denote ith symbol in the sequence u (we assume indices start at 0), u[0,i] to
denote the prefix u0 u1 . . . ui−1 of length i, and u[i,∞] to denote the suffix ui ui+1 . . . starting
at index i. For u ∈ S + , we use hui to denote the last element in the sequence u. Given an
infinite word u, we use inf(u) to denote elements of S that appear infinitely often in u. We
use S ! to denote words in S + with distinct elements. The binary relations <, ≤ on S ∗ denote
the prefix relations: u < v iff u is a proper prefix of v. We have u ≤ v iff u < v or u = v. We
use l to denote the covering relation of prefixes, i.e., u l v iff v = ua for some a ∈ S. A set
U ⊆ S + is said to be closed under prefixes iff every non-empty prefix of a word in U is also
in U .
I Definition 1. A prefix tree on a set S is a pair (V, r), such that V ⊆ S + , the set of vertices,
is closed under prefixes, and r is the unique element in V of length 1. A vertex v ∈ V is
called a leaf if there is no u ∈ V for which v < u. The set of all leaf vertices of V is denoted
by Leaf(V ) and the set of all non-leaf vertices are called inner vertices, denoted by Inner(V ).
A prefix tree is infinite if V is infinite.

2.2

Linear Temporal Logic

We recall definitions related to LTL and its fragments. Let AP be a set of atomic propositions,
and let Π denote state predicates which represent boolean formulae over AP . LTL formulae are
constructed using state predicates from Π, boolean connectives conjunction (∧), disjunction
(∨), negation (¬), temporal connectives always (), eventually (♦), until ( U ) and next ( ).
I Definition 2 (LTL Syntax). Formulae in LTL are given by the following syntax:
ϕ

::=

p | ¬p | ϕ ∧ ϕ | ϕ ∨ ϕ |

ϕ | ♦ϕ | ϕ | ϕ U ϕ

p∈Π

We consider the usual semantics for LTL as given by [8]. In this paper we will be interested
in different fragments of LTL. We denote by Lop1 ,...,opk the set of formulae built using (only)
the operators op1 , . . . , opk . For a collection of formulae Γ, we use B(Γ) to denote all possible
boolean combinations of formulae in Γ.

2.3

Markov Chains

A Markov chain M is a tuple (Q, δ, q0 ) where Q is the set of states, q0 ∈ Q is the initial state
P
and δ : Q × Q → [0, 1] is the probabilistic transition function where s0 ∈Q δ(s, s0 ) = 1 for all
s ∈ Q. A labeling of a Markov chain is a function L : Q → 2AP that maps each state to an
assignment over the propositions AP .
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A Markov chain (Q, δ, q0 ) induces an underlying graph where each state in Q is a vertex and
there is an edge from s to s0 iff δ(s, s0 ) > 0. A (finite/infinite) path in the Markov chain is an
finite/infinite path π = q0 q1 q2 . . . in the underlying graph starting at q0 . For such a path π, its
trace under labeling L is defined as the sequence of assignments tr(π) = L(q0 )L(q1 )L(q2 ) · · · .
Let Paths(M ) denote the set of all infinite paths and Pathsf (M ) the set of all finite paths
in M starting from q0 . A Markov chain M induces a probability distribution PrM on the
infinite paths of the Markov chain. We refer the reader to [3] for detailed definitions. For an
LTL formula ϕ over propositions AP and labeling L : Q → 2AP , the set of paths of M that
yield a trace in [[ϕ]] is measurable, i.e., the quantity PrM ({π ∈ P aths(M ) | tr(π) ∈ [[ϕ]]}) is
well defined. We abuse notation and simply write the above quantity as PrM ([[ϕ]]).
A temporal property of particular interest is what is called repeated reachability. For a
set of states B ⊆ Q we use the LTL-like notation ♦B to denote paths that visit some state
in B infinitely often, i.e., {π ∈ P aths(M ) | inf(π) ∩ B 6= ∅}. The computation of PrM (♦B)
requires familiarity with the structure of the underlying graph of M . A set of vertices of
a directed graph are called strongly connected if every pair of vertices have paths to each
other. A Strongly Connected Component (SCC) is a set of vertices S that is maximally
strongly connected, i.e., no superset of S is strongly connected. The SCCs of a graph induces
a directed acyclic graph where the vertices are the SCCs and there is an edge from one SCC
to another if there is an edge going from a vertex in the first to a vertex in the second. A
SCC is called bottom (BSCC) if there is no other SCC that can be reached from it. It is
well known (see Chapter 10 of [3]) that a (infinite) path of a Markov chain almost certainly
(i.e. with probability 1) ends up in one of the BSCCs and visits each of the vertices in that
BSCC infinitely often. In order to compute PrM (♦B) it suffices to compute the probability
of reaching BSCCs that have at least one state from B. We will build upon these ideas in
our proofs.

2.4

Markov Decision Processes

A Markov decision process (MDP) M is a tuple (Q, Act, ∆, q0 ) where Q is the set of states,
Act is the set of actions, and q0 is the initial state and ∆ : Q × Act × Q → [0, 1] is the
P
probabilistic transition function where q0 ∈Q ∆(q, a, q 0 ) = 1 for every q ∈ Q and a ∈ Act. A
labeling of a MDP is a function L : Q → 2AP that maps each state to an assignment over
the propositions AP .
A MDP executes as follows: it begins at state q0 and non-deterministically picks an
action a0 ∈ Act. This is followed by stochastically choosing a state q1 with probability
∆(q0 , a0 , q1 ). This process is now continued with q1 which gives us an infinite run of the
form q0 a0 q1 a1 q2 . . . . Note that an MDP includes non-determinism in the form of the action
to be picked which is absent in Markov chains. Markov chains are special cases of MDPs,
which are devoid of non-determinism. In order to define the probability measure in an MDP,
one requires a scheduler (or adversary) that resolves this non-determinism. A scheduler
S : Q+ → Dist(Act) is a function that maps a sequence of states (states visited until a
certain point) to a distribution on actions. The action is picked stochastically according to
the distribution. Pure strategies S : Q+ → Act are those where the distribution corresponds
to picking a single action with probability 1. For the problems studied here pure schedulers
suffice and therefore we restrict our attention to them. A scheduler S induces a Markov
chain MS = (Q+ , δ, q0 ) where δ(u, v) = ∆(hui, S(u), hvi) if u l v and 0 otherwise. The
Markov chain MS is then used to define the measure on sets of paths of M. The probability
measure of an event E under scheduler S for MDP M, denoted by PrS
M (E) is defined as the
measure PrMS (E) associated with event E in Markov chain MS . A labeling L : Q → 2AP
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for M can be extended to a labeling L0 : Q+ → 2AP for MS where L0 (u) = L(hui), which
can then be used to define PrS
M ([[ϕ]]) for LTL formula ϕ over propositions AP .
I Definition 3. The quantitative model checking problem for LTL is to decide if there exists
a scheduler S such that PrS
M ([[ϕ]]) ≥ θ given MDP M, ϕ ∈ LTL, and θ ∈ [0, 1] as inputs.
Two schedulers S1 , S2 for MDP M are said to be equivalent, denoted by S1 ∼M S2 , when
Pathsf (MS1 ) = Pathsf (MS2 ) and S1 (u) = S2 (u) for every u ∈ Pathsf (MS1 ). Equivalent
schedulers yield Markov chains whose reachable portions are isomorphic. All equivalent
schedulers for a MDP can be viewed as tree which is obtained from “unfolding” the MDP
under the scheduler. We define prefix trees associated with an MDP and then see how they
are related to schedulers.
I Definition 4. Given a MDP M = (Q, Act, ∆, q0 ), a M-labeled prefix tree (V, q0 , λ), is
one where (V, q0 ) is a prefix tree on Q, and λ : Inner(V ) → Act is a labeling such that
∀u ∈ Inner(V ), q ∈ Q : uq ∈ V iff ∆(hui, λ(u), q) > 0.
Let S denote the set of all schedulers, and S/∼M denote the equivalence classes induced by
the ∼M relation. The proposition below captures the observation that equivalent schedulers
of M can be identified by their the infinite M-labeled prefix tree obtained by unfolding M
on those schedulers.
I Proposition 5. Given MDP M = (Q, Act, ∆, q0 ) there is a one to one correspondence
between S/∼M and infinite M-labeled prefix trees (V, q0 , λ).

3

Quantitative Model Checking

3.1

Upper Bounds

We will present upper bounds on the complexity of quantitative verification of MDPs against
formulae from different LTL fragments. In the automata theoretic approach, if the LTL
specification can be translated to a deterministic Büchi automaton, then the complexity is
intrinsically tied to solving the problem of computing the optimal probability for repeatedly
reaching a set of states. One of the contributions of this paper is a new space efficient
algorithm for the repeated reachability problem in MDPs which is presented in Section 3.1.1.
Before presenting this algorithm and using it to get the results in Table 1, we need to
introduce two special classes of schedulers – memoryless and depth-bounded schedulers – and
some simple observations about them.
I Definition 6. A memoryless scheduler S is one where S(u) = S(v) if hui = hvi.
A memoryless scheduler uses only knowledge about the latest state to decide which action
it is going to pick. For a finite execution u, hui represents the latest state and hence the
action S(u) is only dependent on hui.
Next we define depth-bounded schedulers that generalize memoryless schedulers. Depthbounded schedulers can make decisions based on the current history. However, they only
consider the portion of history from which “loops” have been removed. For example, consider
a history u = q1 , q2 , q3 , q4 , q2 , q5 . The sequence q2 , q3 , q4 , q2 is a loop, and removing it from u
gives the history v = q1 , q2 , q5 . The action chosen by a depth-bounded scheduler on history
u is the same as the one chosen on history v. This is formally defined next.
I Definition 7. A depth-bounded scheduler S : Q+ → Act is one such that
∀v ∈ Q∗ , u ∈ Q! , m ∈ {1, . . . , |u|} : S(uum v) = S(u[0,m] v).
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A depth-bounded scheduler removes loops from the current history as soon as they form,
and makes its decision based on the truncated history. Note that the process of loop removal
leaves the last state in the history unchanged. From this it follows that a memoryless
scheduler is a special case of the depth-bounded scheduler where the decision depends only
on hui.
I Proposition 8. Every memoryless scheduler is a depth-bounded scheduler.
Next, we define special kinds of prefix trees that correspond to depth-bounded schedulers.
Let D denote all depth-bounded schedulers.
I Definition 9. A prefix tree (V, r) on S is called depth-bounded if V is finite, Inner(V ) ⊆ S !
and Leaf(V ) ∩ S ! = ∅.
Next, analogous to Proposition 5, we observe that there is a 1-to-1 onto correspondence
between equivalence classes of depth-bounded scheduler for M and M-labeled depth-bounded
prefix trees. Let D denote all depth-bounded schedulers, and D/∼M denote the equivalence
classes induced by the ∼M relation.
I Proposition 10. Given MDP M = (Q, Act, ∆, q0 ) there is a one to one correspondence
between D/∼M and M-labeled depth-bounded prefix trees.

3.1.1

Space efficient algorithm for repeated reachability

In the section, we present one of our core technical results, that gives a space-bounded
algorithm for solving the quantitative repeated reachability problem for MDPs. The salient
feature of the algorithm is that its space requirements are polynomial in the diameter of the
underlying graph of the MDP and logarithmic in its size; here, by diameter we refer to the
length of the longest simple path in the graph. Thus, this algorithm is space efficient for
MDPs whose diameter is small when compared to its size.
I Theorem 11. Consider MDP M = (Q, Act, ∆, q0 ) with diameter d, graph size n, and
for any q, q 0 ∈ Q and a ∈ Act, ∆(q, a, q 0 ) is a rational number of size at most k. Given
a set of states B ⊆ Q, the problem of deciding if ∃S : PrS
M (♦B) ≥ θ can be solved in
2
non-deterministic space O(d · (log(n) + k)).
The proof of the theorem relies on an algorithm that guesses a scheduler S, computes
PrS
M (♦B) and compares it to θ. Recall that memoryless schedulers suffice for attaining
the maximum probability of repeatedly reaching a set of states. Guessing a memoryless
scheduler requires n bits of space, which does not meet our space requirements. But we
know every memoryless scheduler is also a depth-bounded scheduler (Proposition 8), so it
is suffices to look for a depth-bounded scheduler S. We use Proposition 10 to guess the
M-labeled depth-bounded prefix tree T (S) = (V, q0 , λ). Storing the entire tree would use too
much space; instead we guess the tree in a path-by-path manner using a depth first strategy
(DFS). In this approach, at any given time, we only store a single path in the tree T (S).
Observe that any single path in the depth-bounded tree has to be a path in M and hence
bounded by the diameter d. Therefore storing a path and its labels requires only d· log(n)
bits of space. To complete the proof of Theorem 11, we need to describe how to compute the
probability PrS
M (♦B) as we guess and explore the tree. The Markov chain MS induced by
a depth-bounded scheduler S can be shown to be (probabilistic) bisimulation [3] equivalent
to Markov chain MT (S) , which is obtained from T (S) as follows: MT (S) = (Inner(V ), δ, q0 )
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where
def

δ(u, v) =

(
∆(hui, λ(u), hvi)
0

if (u l v) OR (v ≤ u and uhvi ∈ Leaf(V ))
otherwise.

We classify the edges of the above Markov chain as: (i) forward edges (u, v) where u l v, (ii)
back edges (u, v) where v ≤ u.
The probability of repeatedly reaching B in MS equals the probability of repeatedly
reaching B 0 in MT (S) where B 0 = {v ∈ Inner(V ) | hvi ∈ B}. Computing repeated reachability
in Markov chains boils down to computing probability of reaching BSCCs that contain at
least one of the states in B 0 . In the remainder of this section we see how to do this during
the DFS that explores the tree T (S).
Index Vertex of a SCC. For a SCC of MT (S) define an index vertex w as one for which
there is no other vertex w0 in the SCC such that w0 < w. The first observation is that there
is a unique index vertex for a SCC. For contradiction assume there are two indices u =
6 v
for a SCC. By definition of SCC, there is a simple path from u to v. If this path does not
contain any back edges then clearly u < v contradicting the fact that v is an index. If the
path contains back edges, consider the first back edge in the path, say (u0 , v 0 ). Now v 0 cannot
be on the path from u to u0 , due to the fact that nodes cannot be repeated on a simple path
(otherwise v 0 would be visited twice from u to v). Now, v 0 < u0 (because back edges lead
to a prefix/ancestor), and u ≮ v 0 . This means v 0 < u because two ancestors of any node in
a tree are always directly related. Since there is a path from u to v 0 (as observed), and a
path from v 0 to u owing to the fact that v 0 < u, we get that v 0 is included in the SCC. This
contradicts u being an index. This proves the uniqueness of an index node. In our algorithm
we guess which nodes in the tree are index nodes and compute the probability of reaching
every index node. The probability of reaching a BSCC is simply the probability of reaching
the index vertex of that BSCC.
Parent-Child relationship between index vertices. In order to compute the probability of
reaching an index node in an inductive fashion, we identify the parent-child relationship
between index vertices. An index node v is called the child of an index node u if u < v and
there is no index node w such that u < w < v. Similarly u is called the parent of v, if v is
the child of u. Note that every index has a unique parent except for the root which has no
parent. For an index node u let C(u) denote all the children index nodes of u. Given a node
u, let pu denote the probability of reaching u. Given a node uv with u, v 6= , let qu,v denote
the probability of moving from u to uv along the unique path of forward edges from u to uv
in MT (S) . qu,v is given by
|v|−1
def

qu,v =

Y

δ(u.v[0,i] , u.v[0,i+1] )

(1)

i=0

The Proposition below formulates how we can calculate the probability of reaching an
index by using the reachability probability of its parent.
I Proposition 12. For a node uv ∈ C(u), the probability puv of reaching uv is given by
def P
(pu · qu,v )/su , where su = w∈C(u) qu,w is called the normalizing factor of u.
In order to use the above formula for the computation of puv we need to know the
normalizing factor su of the parent node u. We guess this quantity su associated with each
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node u that is an index, and store it along with u on the depth-first stack. Now, let us
see how these can be used to compute reachability probabilities. For an index node uv
whose parent is u, assume pu is already computed and stored. The parent of a node can be
identified by looking at the latest node before u in the stack that is an index node. For the
root node r, pr = 1. Now puv can be computed according to Proposition 12 using:
pu which is already computed and stored on the stack when u was first encountered
su which is guessed and stored on the stack when u was first encountered
qu,v which can be computed by looking at the path from u to uv on the depth-first stack.
Next, to compute the probabilities of reaching the BSCCs that have a state from B 0 in
them, we observe that an index node u corresponds to a BSCC iff the normalizing factor
su = 0, implying that it has no children. For such a state u we mark it as final as soon as a
descendant uv is encountered where huvi ∈ B. Once all the descendants of u are explored
we check if it is final, and if so we add the probability of reaching it, pu , to a running total.
The total value at the end of the DFS exploration is the required probability PrS
M (♦B).
Confirming guesses. In the computation described above we have guessed two things for
every node u: (a) if u is an index or not; (b) the normalizing factor su , whenever u is an
index. In order to check that our guess regarding u being an index is correct we use the
following:
I Proposition 13. For T (S) = (V, q0 , λ), a node u ∈ Inner(V ) is an index node of some
SCC in MT (S) iff every uv ∈ Leaf(V ) is such that huvi = huv 0 i for some uv 0 ∈ Inner(V ).
So, when u is guessed as an index node we make sure that every leaf descendant of u points
to a repetition of a state that is no earlier than u, and when u is guessed as non-index we
ensure there is a leaf descendant of u pointing to a repetition of a state earlier than u. In
order to check that the guess for su is correct, we maintain a running sum for each index
node u on the stack. When a uv ∈ C(u) is encountered we add the computed quantity qu,v
to the running sum associated with u. When the DFS exploration for u is complete we check
that the running sum equals the guess su .
Size of numerical quantities. So far we have not accounted for the space requirements
of the quantities we calculate. Let us begin by looking at qu,v for parent-child indices u, v.
Equation 1 tells us that qu,v is a product of transition probabilities from u to v of which there
are at most d. Therefore qu,v requires d·k bits to store since each transition probability has
no more than k bits. Next, the normalizing factor su for an index u is the sum of qu,v where
uv is a child of u. Note that the number of children for any index is bounded by the total
number of nodes in the tree which is at most nd . So each su , the sum of nd quantities (qu,v )
each of size d·k requires only d·(log(n) + k) bits. By Proposition 12, pu is pu0 · qu0 ,v0 /su0 ,
where u0 is the parent of u and u = u0 v 0 . By induction on the number of ancestors of u,
we can argue that pu has at most O(d2 · (log(n) + k)) bits, since the maximum number of
ancestors for any index node is d. The sum of pu for u that are final BSCCs of which there
are no more than nd , will increase the bits required by d· log(n). So the total space required
remains O(d2 · (log(n) + k)).

3.1.2

Upper Bounds for LTL-fragments

We are now ready to present all our upper bounds for the quantitative verification problem
for different LTL fragments. Our results rely on the automata theoretic approach that solves
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the quantitative verification problem by constructing a deterministic automaton for the given
LTL specification. We, therefore, begin by recalling results on translations of fragments of
LTL to deterministic automata.
I Theorem 14 (Alur-LaTorre [1]). The following fragments of LTL can be translated into
deterministic Büchi automata with the following space and diameter bounds.
L♦,∧ has automata of exponential size and linear diameter.
L♦, ,∧ has automata of exponential size and exponential diameter.
L♦,∧,∨ has automata of double exponential size and exponential diameter.
L♦, ,∧,∨ has automata of double exponential size and exponential diameter.
L♦,,∧,∨ has automata of double exponential size and double exponential diameter.
These bounds on size and diameter are also tight.
We now present our upper bound results for quantitative verification shown in Table 1.
I Theorem 15. The quantitative verification problem for MDPs against LTL specifications
has the following complexity bounds – for B(L♦,∧ ) it is in PSPACE; for B(L♦,∧,∨ ) it is in
EXPSPACE; for B(L♦,,∧,∨ ) it is in 2EXPTIME; for B(L♦, ,∧ ) it is in EXPTIME;
for B(L♦, ,∧,∨ ) it is in EXPSPACE; for B(L♦,, ,∧,∨ ) it is in 2EXPTIME.
Proof Sketch. Recall that in the automata theoretic approach to quantitative verification
of MDPs, the LTL specification ϕ is translated into a deterministic automaton A, and then
the cross product of A with the MDP M is analyzed. When the automaton A is Büchi ,
the analysis involves solving the repeated reachability problem on the cross product MDP.
The algorithm of [11, 4] runs in time that is polynomial in the size of the cross product.
Given the results on the size of deterministic Büchi automata mentioned in Theorem 14, we
immediately get the complexity bounds for B(L♦,,∧,∨ ), B(L♦, ,∧ ), and B(L♦,, ,∧,∨ ).
For the other upper bounds, we follow a similar approach, but we construct the product
of M and A on the fly. We exploit the fact that the Büchi automata constructions for LTL
formulae have a representation that allows one to guess its states and check the transition
relation just from knowing the formula. This allows us to apply Theorem 11 to the implicit
product whose diameter is the product of the diameters of M and A. Given the bounds
on the diameter of the deterministic Büchi automata mentioned in Theorem 14, and using
Theorem 11, we obtain the complexity bounds for the remaining fragments.
J

3.2

Lower Bounds

In this section we prove matching lower bounds for the upper bounds established in Theorem 15. The lower bounds essentially follow from lower bounds established in [1, 2] for
2-player games. The reason for this observation is that games constructed in the lower
bound reductions in [1, 2] have a special property that enable their lifting to the quantitative
verification problem for MDPs. We begin this section by identifying this property, and
showing how it helps transfer complexity bounds to the quantitative verification case.
Recall that a two player game is played on a graph G = (V, E), where the set of vertices
V is partitioned into two sets – V∃ which belong to ∃-player, and V∀ which belong to ∀-player.
At any given time, the play is at some vertex u of graph G. Player P (P ∈ {∃, ∀}) plays
from u if u ∈ VP , by picking the target of some outgoing edge from u. Starting from an
initial vertex u0 , a play is the infinite sequence of vertices visited as the players choose edges
on their turn. Given an objective described by LTL formula ϕ, we say a play π is winning
for ∃-player if π satisfies ϕ; otherwise the play is said to be winning for the ∀-player. We
now identify a special class of games that we call finitely winnable.
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I Definition 16. A game (G, u0 , ϕ) is said to be finitely-winnable for a player P (P ∈ {∃, ∀})
iff for any play π of (G, ϕ) that P wins, there is a prefix of π, say π 0 , such that every play
(according to game graph G) that is an extension of π 0 is also winning for P .
The main observation about games that are finitely winnable for the ∀-player is that if the
∀-player is replaced by a stochastic player that uniformly chooses among the available choices,
then in the resulting MDP, there is a scheduler that meets objective ϕ with probability 1 if
and only if the ∃-player has a winning strategy in the game.
I Proposition 17. Given a game (G, u0 , ϕ) which is finitely-winnable for the ∀-player, the
MDP MG obtained by replacing the ∀-player with stochastic choices is such that the ∃-player
has a winning strategy for (G, u0 , ϕ) if and only if there exists a scheduler S such that
PrS
MG ([[ϕ]]) = 1.
Proof. If the ∃-player has a winning strategy for (G, u0 , ϕ), then the strategy interpreted as
scheduler for MG is going to be such that all runs of that scheduler are going to satisfy ϕ,
which implies PrS
MG ([[ϕ]]) = 1. Now consider the case the where the ∀-player has a winning
strategy for (G, u0 , ϕ). Here, for any strategy for the ∃-player, there is going to be a play that
is won by the ∀-player. Since the game is finitely-winnable for the ∀-player, we know there is
a prefix of the play whose every extension is winning for the ∀-player. What this means in
the MDP setting, is that for any strategy there is a finite run ρ whose every extension results
in ϕ not being met. Since the measure associated with all extensions of ρ is non-zero (since
ρ is finite), we get that any strategy loses with non-zero probability, i.e., PrS
MG ([[ϕ]]) < 1 for
any scheduler S.
J
We use the above observations to obtain matching lower bounds for the quantitative
verification problem.
I Theorem 18. The quantitative verification problem for MDPs against LTL specification has the following complexity lower bounds – for B(L♦,∧ ) it is PSPACE-hard; for
B(L♦,∧,∨ ) it is EXPSPACE-hard; for B(L♦,,∧,∨ ) it is 2EXPTIME-hard; for B(L♦, ,∧ )
it is EXPTIME-hard; for B(L♦, ,∧,∨ ) it is EXPSPACE-hard; for B(L♦,, ,∧,∨ ) it is
2EXPTIME-hard.
Proof Sketch. All the lower bounds follow from similar lower bounds established for solving
2-player games for the same LTL fragments in [1, 2]. All reductions for games essentially
reduce the membership problem of a space/time bounded Alternating Turing machine (ATM)
– given an ATM A and an input w they construct a game graph G, initial state u0 , and a
specification ϕ such that w ∈ L(A) iff there exists a winning strategy for the ∃-player in the
game (G, u0 , ϕ). In each of these reductions, the game (G, u0 , ϕ) is finitely winnable for the
∀-player. Thus, we can use the same reduction and Proposition 17 to obtain a lower bound
for the quantitative verification problem for MDPs when the threshold is θ = 1.
J

4

Qualitative Model Checking

The qualitative model checking problem is the following: given MDP M and LTL formula
ϕ, check if there exists a scheduler S under which the probability of paths satisfying ϕ is
non-zero. In this section, we present results that refine our understanding of the complexity
of qualitative verification for LTL fragments.
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Upper Bounds

The qualitative problem for MDPs against LTL can be solved using an automata-theoretic
approach described by [11, 4] in which the LTL formula is translated into a limit-deterministic
automata. An automaton is said to be limit-deterministic (or deterministic in the limit) if
every state reachable from a final state is deterministic. The result proved by [4] is as follows:
I Proposition 19. Given an MDP M and a limit-deterministic Büchi automaton A, the
problem of checking if there exists S such that PrS
M ([[A]]) > 0, can be solved by taking a
cross-product of M and A and checking if this product has a reachable BSCC containing a
state (s, q) where q is a final state of A.
Checking for the existence of such a final BSCC boils down to analyzing the product
graph which runs in linear time. We have recently shown how to transform LTL to limitdeterministic Büchi automata (LDBA) such that the construction is of exponential size for a
large class of properties, namely LTLD [6]. This allows us to prove an EXPTIME upper
bound for qualitative model checking against that fragment using the result above. In this
section we see that the problem is in NP for the fragment B(L♦,,∧,∨ ). The construction
in [5] for ϕ ∈ B(L♦,,∧,∨ ) produces an exponential sized LDBA Aϕ , so it would seem
Proposition 19 is not useful for proving our desired upper bound. The key idea we introduce
here is the following: the automaton Aϕ can be split into a disjoint union of exponentially
many LDBAs each of which is polynomially large in the size of ϕ. In Proposition 19, if A is
a disjoint union of multiple LDBAs, then the product of M and A has reachable final BSCC
if and only if the product of M and some individual component of A has a final BSCC. The
NP-algorithm guesses this individual component of A (of polynomial size) and analyzes the
product graph of M and the individual component in time polynomial in both M and ϕ.
In order to understand the splitting of Aϕ we recall the core idea behind the construction
of Aϕ for ϕ ∈ B(L♦,,∧,∨ ). For each ♦ or  subformula ψ of ϕ, the automaton keeps track
of how often ψ is true, which is one of three things: (a) ψ is always true; (b) ψ is true at
some point but not always; (c) ψ is never true. This yields a tri-partition, π = h α | β | γ i, of
all the ♦,  subformulae of ϕ. If a ♦ subformula is in α, β or γ we take it to mean that it
is never true, true at some point but not always, or always true, respectively. Dually, if 
subformula is in α, β or γ we take it to mean that it is always true, true at some point but
not always, or never true, respectively. With this semantics in mind we see that a subformula
in α or γ should remain in α or γ respectively in the future, and a subformula in β can
remain in β only for a finite time before moving to α. It turns out that, for a given input
word w, correctly guessing (a) the triple π at the beginning of w and (b) the points along w
at which subformulae move from β to α, enables us to check if w satisfies the original formula
ϕ. A key observation here is that a triple at a certain point not only tells us how often a
♦,  subformula is true from that point onwards in the future, but also whether or not the
subformula is true at that point. In other words, a triple refines the truth of ♦,  formulae.
This observation is used to inductively check that the guessed triple is correct at every point.
We encourage the reader to refer to [5, 6] for a detailed account of the construction. For the
purposes of this paper it suffices to know that the state of the automaton for ϕ is of the form
(π, k) where:
π is a triple reflecting how often the ♦,  subformulae are true on the remaining input.
k is an integer counter no larger than |ϕ|, which is updated deterministically.
The transitions of the automaton allow moving from a state with π = h α | β | γ i to a state
with π 0 = h α0 | β 0 | γ 0 i only if α ⊆ α0 , β 0 ⊆ β and γ = γ 0 (π v π 0 for short) in accordance
with the semantics we associate with the triple. That is π v π 0 is a necessary condition for
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a transition to move from π to π 0 , i.e., subformulae in β are allowed to move α while the
remaining stay put. In order to split this automaton into smaller components as anticipated
earlier, we add restrictions to the order in which the formulae in β are moved to α. First, let
us fix an initial triple π = h α0 | β0 | γ0 i. Given π, consider a ranking function ρ : β0 → N
whose range is allowed to be any consecutive set of positive integers starting from 1, i.e.
{1, . . . , n}. Given π and ρ we are going to define a component A(π,ρ) of the original automaton
Aϕ . We define the space of possible triples πi = h αi | βi | γi i for i ∈ {0, 1, . . . , n} as follows:
αi = {ψ ∈ β0 | f (ψ) ≤ i} ∪ α0 ; βi = {ψ ∈ β0 | f (ψ) > i}; γi = γ0 The states of A(π,ρ) are
those states of Aϕ where the triple is restricted to be some πi as defined above. A transition
σ
τ , say (πi , m) −
→ (πj , n), is allowed in A(π,ρ) iff τ is a valid transition in Aϕ and either j = i
or j = i + 1. In A(π,ρ) a transition is allowed to either keep the triple unchanged (when
j = i), or move only the formulae mapped to i + 1 from β to α (when j = i + 1). Thus
the ranking function ρ restricts the order in which the subformulae move from β to α. A
subformula with smaller rank is moved earlier compared to one with a larger rank. Note that
two or more formulae can be mapped to the same number, which means those formulae are
moved simultaneously. The initial state of A(π,ρ) is defined to be (π0 , 0) and the state (πn , 0)
is marked as the only final state. Note that the size of the automaton A(π,ρ) is n + |γ0 |
which is linear in |ϕ|. The number of different (π, ρ) is exponential in ϕ, hence there can be
exponentially many different individual components.
U
What remains to be seen is that the disjoint union of these components A(π,ρ) accepts
exactly the same language as Aϕ . Since A(π,ρ) is a projection of Aϕ it is the case that
[[A(π,ρ) ]] ⊆ [[Aϕ ]] and so [[]A(π,ρ) ]] ⊆ [[Aϕ ]]. To see the other direction consider any word
w accepted by Aϕ , and let (π0 , k0 ), (π1 , k1 ), . . . be an accepting run for w on Aϕ with
πi = h αi | βi | γi i. From the construction of Aϕ we know that π0 v π1 v π2 · · · . Identify all
the positions j1 < j2 < · · · < jn where the triple changes, i.e.,
(π0 = π1 · · · = πj1 ) @ (πj1 +1 = · · · = πj2 ) @ (πj2 +1 = · · · = πj3 ) @ (· · · ) @ (πjn = · · ·
Here ji is the ith time the triple changes, n being the last. Now we consider the automaton
def
A(π0 ,ρ) where ρ(ψ) = i if ψ moves from β to α at position ji , i.e., ψ ∈ βji and ψ ∈ αji +1 .
Observe that the above accepting run is also an accepting run of A(π,ρ) on the word w. This
gives us [[Aϕ ]] ⊆ [[]A(π,ρ) ]].
Thus we have successfully split Aϕ into exponentially many individual components of
linear size. The index (π, ρ) for any component requires only polynomially many bits to
represent. This combined with our earlier observation of using Proposition 19 for the disjoint
union gives us the NP-algorithm for qualitative model checking against B(L♦,,∧,∨ ). We
end this section by summarizing the upper bound results for qualitative model checking.
I Theorem 20. The qualitative verification problem for MDPs against specifications in
B(L♦,,∧,∨ ) is in NP and against specifications in B(L♦,, ,∧,∨ ) is in EXPTIME.
Proof. The argument for qualitative model checking of B(L♦,,∧,∨ ) being in NP has been
spelt out above. The qualitative model checking problem of B(L♦,, ,∧,∨ ) is in EXPTIME
because B(L♦,, ,∧,∨ )-formulae can be translated into exponential sized limit deterministic
automata [5, 6] and the observation in Proposition 19.
J

4.2

Lower Bounds

In this section, we show that the upper bounds proved in Theorem 20 are tight.
I Theorem 21. The qualitative verification problem for MDPs against specifications in
B(L♦,∧ ) is NP-hard and against specifications in B(L♦, ,∧ ) is in EXPTIME-hard.
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We note that the EXPTIME-hardness for the fragment B(L♦, ,∧ ) strengthens the result
in [5] that establishes the hardness for the larger fragment B(L♦,, ,∧,∨ ).

5

Conclusions

In this paper, we presented results for the quantitative and qualitative verification problems
for MDPs against fragments of LTL studied in [1, 2]. In doing so we refined the upper and
lower bounds for qualitative verification that were obtained in [5, 10, 6].
Acknowledgements. We’d like to thank annonymous referees for their comments which
improved the draft.
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Abstract
In this work we consider the term evaluation problem which is, given a term over some algebra
and a valid input to the term, computing the value of the term on that input. In contrast to
previous methods we allow the algebra to be completely general and consider the problem of
obtaining an efficient upper bound for this problem. Many variants of the problems where the
algebra is well behaved have been studied. For example, the problem over the Boolean semiring
or over the semiring (N, +, ×). We extend this line of work.
Our efficient term evaluation algorithm then serves as a tool for obtaining polylogarithmic
depth upper bounds for various well-studied problems. To demonstrate the utility of our result we
show new bounds and reprove known results for a large spectrum of problems. In particular, the
applications of the algorithm we consider include (but are not restricted to) arithmetic formula
evaluation, word problems for tree and visibly pushdown automata, and various problems related
to bounded tree-width and clique-width graphs.
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1

Introduction

Background and motivation. Classically the notion of efficiently solvable problems is
defined to be the class of problems for which there are polynomial time algorithms, namely
the set of problems in the complexity class P. Over the last many decades a fine grained
study of classically efficient computation has lead to many interesting subclasses of problems
in P. One such class is a set of problems solvable using polynomially many processors which
run in parallel for at most polylogarithmic time. This class of problems is known to be NC.
There are many interesting and fundamental computational problems for which the
classical algorithms designed were inherently sequential in nature.
Owing to a series of theoretically intriguing and practically relevant discoveries we know
NC algorithms for some of these problems. That is, a fairly diverse set of problems from
the class P is known to be in NC. This raises a natural question: is P the same as NC?
That is, can any sequential algorithm be turned into an efficient parallel one? In fact, this is
one of the very central open questions in computer science. The question has implications
to many different practical aspects of computer science such as distributed computing and
parallel algorithms for large scale data (see for instance [25, 30, 38]).
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A lot of effort has gone into understanding the relative strengths and weaknesses of P
and NC. The study of Boolean and arithmetic circuits and many interesting results proved
therein show that some specific subclasses of NC are strictly less powerful than P. (See for
instance [13, 17, 18].) This rich body of work could be thought of as attempts to separate
NC from P. On the other hand, over the last many years, surprising NC upper bounds
have been proved for problems which were previously believed to be hard to parallelize. (See
for instance [19, 28, 1, 16, 12].)
Our contributions. All these algorithmic advances raise a natural question: what makes a
problem in P to have an NC algorithm? The main goal of this work is to build a theory
which attempts to answer this question. Our main contributions are given below:
We identify similarities between a large number of parallel algorithms. We observe that
if a problem has a core tree-like structure, then it is amenable to have an NC algorithm.
We formally define the notion of the tree-like structure and demonstrate the presence of
such a structure in a large collection of problems.
Our second important contribution is to mechanise the process of coming up with a
parallel algorithm for any problem that has this tree-like structure. This can be thought
of as an algorithmic contribution stemming from our work. We demonstrate the strength
of this algorithmic technique by rediscovering many known NC upper bounds.
This is also a technically challenging part of our work. The difficulty arises because
we need an algorithm which is independent of the problem and only dependent on the
underlying tree-like structure. The structure itself is dependent on the problem: for two
seemingly unrelated problem these structures could be different. Therefore, the algorithm
has to be general, which makes as few assumptions about the structure as possible.
One caveat worth mentioning is that in some cases the tree-like structure is clear from the
problem definition and in some cases it requires some work to notice this structure. We
assume that an expert working on a specific problem may be able to notice this structure
easily for the problem of her interest and then choose to use our approach mechanically
to obtain an NC algorithm for the problem.
Significance. Over the last four decades there has been a lot of work related to design of
parallel algorithms for tree-like problems. Given below is a notable and diverse (but not
exhaustive) list of problems which have been considered in this literature.
Boolean and arithmetic term evaluation [5, 7].
Membership for language classes [26, 24, 10, 2, 21].
Evaluation of circuits with bounded tree-width [20].
Courcelle’s Theorem and counting [9, 11].
Computation of maximal cuts in bounded clique-width graphs [37].
Counting Hamiltonian paths in bounded clique-width graphs [3, 37].
Using our techniques, we reprove the above results (see the full version [22]). That is, we
give a unified way of proving all the above bounds. Moreover, we also consider variants of
the above applications and obtain parallel (NC1 , NC2 , SAC1 , SAC2 ) upper bounds.
Techniques. Our approach uses algebra as a tool for obtaining the desired abstraction. An
algebra A consists of a set D and a finite set of operations {⊕1 , ⊕2 , . . . , ⊕k }, where k is fixed.
As mentioned earlier, we focus on coming up with an efficient parallel algorithm for problems
with a tree-like structure. For this, we consider the term evaluation problem. A term is
simply a tree in which the leaves are labelled by the elements of D and the internal nodes
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are labelled by the operations. The term evaluation problem deals with evaluating the value
of the term for a given assignment of the leaves from the domain D. The main algorithmic
and technical contribution of our work is to rewrite the term T as an equivalent term T 0
whose inputs are labelled by the elements of D and the internal nodes (gates) are labelled by
the operations of an algebra F(A), which is an extended algebra derived from A. Moreover,
if T has size s then T 0 has size poly(s) and depth O(log s)1 .
This result is our primary algorithmic contribution. It may be thought of as a meta
theorem for the general term evaluation problem. Using this result we obtain NC upper
bounds as follows: say Π is a problem for which we need to design an NC algorithm. For a
given Π, we show that solving Π is equivalent to evaluating a term TΠ over an appropriately
defined algebra AΠ . Now, using the above result, we get a log-depth term over the operations
of F(AΠ ). We then observe that each operation in F(AΠ ) is easy to evaluate. Note that for
a given problem Π, there may be many AΠ one could design. It is not necessary for every
choice of AΠ , the corresponding F(AΠ ) has operations which are easy to evaluate. This part
is sensitive to the choice of AΠ . However, the main result stated above is independent of Π.
The known NC algorithms can be thought of as algorithms which transform TΠ to TΠ0
for a particular Π. What we manage to do here is to obtain a transformation from T to T 0 ,
irrespective of any specific Π (and hence a specific AΠ ). This approach allows us to unify
many known results by noticing that each had to its core a term evaluation problem over an
algebra. The following are the main technical contributions in this result: (i) the algebraic
notions defined and used for the abstraction, and (ii) the definition of the extended algebra
F(A). The notion of an extended algebra is intricate and crucial in the algorithm design.
Related work. Our algorithm for the term evaluation problem fits in the long chain of
contributions dedicated to the term evaluation problem. The origin of which can be vaguely
traced back to the investigation of upper bounds for the Boolean formula value problem.
In [27] Lynch studied it first and achieved a log-space upper bound. Subsequently Cook
conjectured that this bound is tight [8] which, as we know today, is not (unless log space equals
log depth). Earlier, a way to deal with formulas that are very deep trees was investigated by
Spira [33]: by a quadratic increase in size, we can balance a Boolean formula. Brent built
upon this work [4]. Going from balancing to obtaining an NC (in fact NC1 , i.e. log-depth)
upper bound is not tough. It is known that if the transformation can be done in NC1 , the
evaluation is in NC1 .
Cook and Gupta [15] as well as Ramachandran [31] were the next in line who showed that
O(log n log log n) deep circuits suffice for evaluating formulas. Based on [15], Buss showed
an ALOGTIME bound [5] which equals logarithmic depth [32] and is known to be tight.
His proof utilized a sophisticated two-player pebbling game. From there on the research
proceeded in the direction of broadening the scope of the result. This continued research is
always rooted in the work of [15] and [5]. Many other interesting works have contributed to
this rich line of research, each solving the term evaluation problem over a specific algebra [29],
[10], [23], [21].
Subsequent work. Closely related to our work is a very recent work of Ganardi and
Lohrey [14] which uses the notion of algebras, terms and extended algebras (i.e. A, T, F(A))

1

Please refer to [36] for definitions of circuits, size and depth notions for terms and circuits and circuits
with gates coming from an algebra. Also, the size can in fact be bounded by O(s), but that is not
crucial here.
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and shows optimal upper bounds on the size of the NC circuits obtained for some of the
problems considered here. This is an interesting piece of follow up work, which improves
on the size of the circuits (to O(n/ log n)) for some of the problems and uses some of the
machinery developed here.
Organization. We give the details regarding the term evaluation problem in Section 3. We
present the relevant preliminaries and some definitions in Section 2. Finally the discussion
regarding the applications of the term evaluation algorithm is provided in Section 4.

2

Preliminaries: notations and definitions

As mentioned before, the term evaluation problem that we deal with here is over a very
general algebraic structure. In the literature, the term evaluation problem has been studied
with respect to specific algebras. However, as our main goal here is to give a unified approach
to solve the general term evaluation problem, we define algebraic structures which are as
general as possible. We also define circuits (and terms) which operate over these algebraic
structures and we formalize the notation of semantics for such circuits (and resp. terms).
To the best of our knowledge, the definitions appearing here have not been stated in this
form in any other literature in the series of works related to the term evaluation problem. In
that sense, they are new. However, some of the definitions are in fact generalizations/abstractions of well-known classical notions.

2.1

Notation

The set {1, . . . , n} is denoted by [n] and {i, . . . , j} by [i, j]. The set N stands for the natural
numbers containing 0, Z for the integers, and B for the Boolean values {⊥, >}. An alphabet,
denoted as Σ, is a finite sets of letters. A word w ∈ Σ∗ is a finite sequence of letters and
hence Σ∗ is the set of all words over Σ. The ith letter of w is denoted by w(i). The length of
w is denoted by |w|. The word of length 0 is denoted by . A language is a subset of Σ∗ .

2.2

Many-sorted signatures, circuits and terms

Operations and sorts. Below we will deal with operations which get inputs from different
domains. The distinct domains which any operation uses are called sorts. For example,
consider an operation f which has four inputs, say x1 , x2 , x3 , x4 , the first two are Boolean,
i.e. x1 , x2 ∈ B and x3 , x4 ∈ N. The operation f (x1 , x2 , x3 , x4 ) outputs x3 × x4 if x1 AND
3
x2 is 1 and outputs x4x+1
otherwise (i.e. if x1 AND x2 is 0). Unlike a usual Boolean or
arithmetic operation, f is more complicated. The inputs of f come from different sorts of
domains, i.e. B and N. The output is over yet another domain, namely Q. Here, B, N, Q are
the three different sorts.
We define, circuits, terms and algebras which use such generalized operations and also
define the semantics for them. Towards this, we first define a many-sorted signature, which
is a generalization of the notion of arity of a Boolean or arithmetic operation.
I Definition 1 (Many-sorted signature). Given S ∈ N different sorts, a many-sorted signature
σ of an operation is an element of [S]∗ × [S].
A many-sorted signature σ is a pair of a word and a letter (w, a). The word codes the
input sorts of the operation. The length of a word |w| is the arity of the operation. E.g.
the operation f defined above has the signature (1122, 3), where the three sorts are B, N, Q
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(numbered in that order). For a operation f with signature σ , we write Inσ (f ) to denote w
and Outσ (f ) to denote a. If we have a set of operations f1 , . . . , f` , with signatures σ1 , . . . , σ`
σ1 , . . . , σ` ) and σ(i) to address (wi , ai ). Also,
respectively, we use σ to denote the tuple (σ
Inσ (i, j) is the jth letter of Inσ (fi ). If we have an ordering on the operations f1 , . . . , f`
then we simply use Inσ (i) instead of Inσ (fi ). We use |σ| to denote the number of different
operations, i.e. `.
A single-sorted signature σ is one where |S| = 1. In this case σ corresponds to the
classical notion of signature assigning just an arity to the operation. For the sake of brevity,
henceforth we will simply say signature instead of many-sorted signature.
We now define a circuit which uses these operations. Suppose a gate F in the circuit is
assigned the operation f defined above. Then in such a circuit, one needs to ensure that the
first two inputs to F are Boolean, while the last two are from N. That is, only valid gate
types feed into one another. We ensure this using the notion of a signature defined above.
Formally, we define many-sorted circuits as follows.
I Definition 2 (Many-sorted circuit). For a signature σ, a many-sorted circuit over signature
σ of S sorts, n inputs and m outputs is a tuple C = (V, E, Order, Gatetype, Outputgates),
where (V, E) is a directed acyclic graph, Order : E → N is an injective map giving an order
on the edges, Gatetype : V → [|σ|] ∪ {x1 , . . . , xn } assigns a position of the signature or makes
it an input gate, Outputgates : {y1 , . . . , ym } → V makes gates output gates, such that:
If some v ∈ V has in-degree 0 then Gatetype(v) ∈ {x1 , . . . , xn } or Inσ (Gatetype(v)) = ,
i.e. it is 0-ary.
If some v ∈ V has in-degree k > 0 then |Inσ (Gatetype(v))| = k, hence it is k-ary.
For all i ∈ [n] there exists at most one v ∈ V such that Gatetype(v) = xi
All successors of an input gate can be assigned a unique sort which is fixed by the
successor gates and the signature. Also, InC ⊆ [S]n denotes the sorts of the n input gates
and OutC ⊆ [S]m denotes the sorts of the m output gates.
For all v ∈ V , let v1 , . . . v|Inσ (Gatetype(v))| be the input gates for v such that Order(vi ) ≤
Order(vj ) iff i ≤ j. Then Outσ (Gatetype(vi )) = Inσ (Gatetype(v), i). If vi is an input gate
then InC (j) = Inσ (Gatetype(v), i) where Gatetype(vi ) = xj .
By Circσ,n,m we denote the set of circuits over σ of n inputs and m outputs.
Terms and circuits are closely related. In general, a term is a circuit which is a tree.
However in our setting additionally, a term has no input variables. Instead, the inputs are
constants from the domain given as 0-ary operations. One can think of it as the case when all
variables have already been assigned a value. Also our terms have only binary operations2 .
We also consider the notion of terms with an unknown. Such terms come into play
when we decompose a given term in the term evaluation algorithm. Assume a term is to
be evaluated over a domain D (e.g. D could be B, N or Q) then a term with an unknown
evaluates to a map D → D. Formally,
I Definition 3 (Many-sorted term, many-sorted term with an unknown). Given a many-sorted
circuit T over σ where m = 1 and (V, E) is a tree with a degree bounded by two. If n = 0
then T is a many-sorted term and if n = 1 then T is a many-sorted term with an unknown.
By Termσ we denote the set of terms over the signature3 σ and by Termσ [X] we denote the
set of terms with an unknown over σ.
2
3

This is no restriction as an n-ary operations can be simulated by a small set of binary operations.
Note that for a term to be over some signature, the signature has to admit 0-ary operations since we
need them for the leafs.
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We assume that the term (with or without an unknown) is encoded as a string over a fixed
alphabet4 . We call this a linearization of a term. The details of this are presented in [22].
From now on we will not distinguish between terms and their linearizations.

2.3

Semantics: evaluation of circuits and terms without unknown

So far we have defined circuits and terms (with and without unknowns) syntactically. Now
we will give semantics for circuits and terms. Informally, the semantics of a circuit is the
tuple of functions its outputs compute and that of a term is the value which its output
evaluates to. We make this notion formal by introducing the notion of a many-sorted algebra,
which helps us assign semantics to the operations in the circuits/terms.
I Definition 4 (Many-sorted universal algebra). Given a many-sorted signature σ with S
sorts, a many-sorted universal algebra is a tuple A = ({D1 , . . . , DS }, ~1 , . . . , ~|σ| ) where
~i : DInσ (i,1) × . . . × DInσ (i,αi ) → DOutσ (i) where αi = |Inσ (i)|. We call the sets Di subdomains
and the union of all subdomains D, which is the domain.
From now on we will simply say algebra instead of many-sorted universal algebra. Given
an algebra which has the same signature as a circuit and valuations for the input gates,
we can evaluate the circuit under the given algebra. Note that this in turn can be used to
evaluate terms since terms are just circuits that are trees without inputs.
I Definition 5 (Evaluation of many-sorted circuits). Given an algebra A over signature σ and
a word w ∈ Dn , the evaluation map ηA,w : Circσ,n,m → Dm is a map defined inductively for
all v ∈ V . Here, let T (v) be the maximal subcircuit of a circuit C containing all nodes from
which v is reachable.
If Gatetype(v) = xi then ηA,w (T (v)) = wi provided wi ∈ Dj implies that InC (i) = j.
Let α be the arity |Inσ (Gatetype(v))| and v1 , . . . vk be the predecessors of v ordered by
their output wire order, then ηA,w (T (v)) = ~Gatetype(v) (ηA,w (T (v1 )), . . . , ηA,w (T (vα ))).
Let v1 , . . . vm be the output gates and C a circuit, then ηA,w (C) = (ηA,w (T (v1 )), . . . ,
ηA,w (T (vm ))) if for all Outputgates−1 (yi ) = vi the following holds: OutC (i) =
Outσ (Gatetype(vi )).

2.4

Semantics: evaluation of terms with an unknown

We have now described how to evaluate terms and circuits. However, we would like to treat
terms with an unknown slightly differently. We do not give a value to the unknown but we
let this term evaluate to a function. If some algebra is given, the set of functions we can get
can be obtained from this algebra. In fact we now get a many-sorted algebra since it needs
to contain the original algebra as well as these functions. There are operations of mixed
sorts. We can e.g. combine a function D → D and a value D.
I Definition 6 (Functional algebra). Given an algebra A = (D, ~1 , . . . , ~k ) over a singlesorted signature σ which only contains operations that are at most binary, the functional
e F ), where F is a placeholder for the operations
algebra is defined to be F(A) = ({D, D},
D
e
which we will define next and D ⊆ D is the smallest set containing the identity function
and is closed under the operations in F which are the following:
All operations of A: ~1 , . . . , ~k .
4

It is the usual way of encoding machines as strings.
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e →D
e which is the functional composition.
◦: D
e × D → D, where f c = f (c).
An operation for functional evaluation : D
←
− e
−
e and →
e → D,
e
For each ~i : D × D → D there are two variants: ~ i : D
×D → D
~: D×D
←
−
→
−
where (f ~ i c)(x) = f (x) ~i c and (c ~ i f )(x) = c ~i f (x).
e → D,
e where (~
ei : D
e i f )(x) = ~i f (x).
For each ~i : D → D there is ~
The signature of F(A) is denoted by σ(F(A)).
This definition can be lifted to arbitrary arities. The evaluation of terms with an unknown
can now be done using the previous definition. Again we use the linearization.
I Definition 7 (Evaluation of terms with an unknown). Let A = (D, ~1 , . . . , ~k ) be an algebra
over a single-sorted signature σ with maximal operation arity of two and let F(A) be the
e is a map defined inductively
functional algebra of A. The evaluation map µA : Termσ [X] → D
for all i ∈ [k]:
e
µA (X) = id ∈ D,
e i µA (f ) for f ∈ Termσ [X],
µA (⊕i f ) = ~
←
−
µA (f ⊕i t) = µA (f ) ~ i ηA (t) where f ∈ Termσ [X] and t ∈ Termσ ,
→
−
µA (t ⊕i f ) = ηA (t) ~ i µA (f ) where f ∈ Termσ [X] and t ∈ Termσ .

2.5

Interpreting classical circuit classes in this framework

In order to view the classical circuit complexity classes in this framework, we will first start
with the definitions of family of algebras and family of many-sorted circuits.
I Definition 8 (Family of algebras). A family of algebras (An )n∈N is a sequence of algebras,
p (i)
p (i)
where Ai = ({D11 , . . . , DSS }, ~i1 , . . . , ~ik ) for i ∈ N and pj being polynomials for j ∈ [S]5 .
Here, let us assume that the circuits have one output gate and all input gates have the
same sort6 . Given an algebra A let DI and DO be the two subdomains that correspond to
the input and output values, respectively. Then a circuit Cn of n inputs realizes a function
FA (Cn ) : DnI → DO . Given a family of circuits C we then get a function FA (C) = D∗I → DO .
In general, assuming a family of circuits is very powerful, so in complexity it is natural
to require that this family is computable in some complexity bound. We then speak of
uniformity. Our constructions will be DLOGTIME-uniform. (See e.g. [34] or [35] for basics
in circuit complexity.) We use our framework to define the classical Boolean version of NCi .
Here B is the Boolean algebra (B, ∧, ∨, ¬, ⊥, >).
I Definition 9 (NCi ). The set NCi contains all functions FB (C), where C is a family of
circuits of signature same as B that contains circuits of polynomial size and O(logi n) depth.
Note that the bounded fan-in of the gates is ensured through the signature of B. For
defining ACi we need a different algebra to handle the unbounded fan-in gates. In fact we
need a family of algebras B ∗ = (Bn )n∈N where Bi = (B, ∧, ∨, ¬, ⊥, >, ∧i , ∨i ), ∧i : Bi → B
and ∨i : Bi → B. Hence this is an example where the difference between the members of the
families only lies in the arity of operations.
I Definition 10 (ACi ). The set ACi contains all functions F(Bn )n∈N (C), where C = (Cn )n∈N
is a family of circuits that contains circuits of polynomial size, O(logi n) depth and where
Cn has the same signature as Bn .
5
6

Note that we are assuming a family of signatures here, rather than a single signature.
This is usually the case in the classical circuit complexity models and hence the assumption.
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The classes SACi we also get in a similar way as ACi ; we only have to replace the
unbounded AND gates ∧i from the algebras with the bounded fan-in AND gates.

2.6

Composition of algebras and extended circuit classes

We will now define circuit classes which are variants of the previously defined classes obtained
using some algebra A. These are circuits that have Boolean gates as well as A-gates. In our
context, such circuits arise in the algorithm design stage. Therefore, we ensure by design that
in these circuits Boolean values and values of A interact via multiplexer gates defined below.
I Definition 11 (Multiplexer operation). Given a domain D, the ternary multiplexer operation
is defined as mpD : B × D × D → D with
(
(b, d0 , d1 ) 7→

d0 if b = 0
d1 else

.

Now we can use multiplexer operations to compose algebras which have as subalgebras
the Boolean one B and some other algebra A and they interact via multiplexer operations.
I Definition 12 (Composition of algebras). Given an algebra A = ({D1 , . . . , DS }, ~1 , . . . , ~k ),
by (B, A) we denote the algebra ({B, D1 , . . . , DS }, ∧, ∨, ¬, ~1 , . . . , ~k , (mpDi )i∈[S] ). Given an
algebra of the form (B, A) and an algebra A0 = ({D01 , . . . , D0|S 0 | }, ~01 , . . . , ~0k0 ), by ((B, A), A0 )
we denote the algebra
({B,D1 , . . . , DS , D01 , . . . , D0|S 0 | }, ∧, ∨, ¬, ~1 , . . . , ~k , ~01 , . . . , ~0k0 , (mpDi )i∈[S] , (mpD0 )i∈[S 0 ] ).
i

Hence we write (B, A1 , . . . , Ak ) = ((B, A1 , . . . , Ak−1 ), Ak ) for the composition of k algebras.
Note that the previous definition also naturally carries over to families of algebras. We
can define classes similar to e.g. NCi that are enriched by some algebra. Intuitively, the
Boolean part is directing the non-Boolean part via multiplexer gates.
I Definition 13 (A-NCi , A-NCiD ). The set A-NCiD contains all functions F(B,A) (C), where
C is a family of circuits having the same family of signatures as (B, A) that contains circuits
of polynomial size, depth logi n, inputs of D and one output of a subdomain of A. For the
special case of Boolean inputs we set A-NCi = A-NCiB .
The class (N, +, ×, 0, 1)-NC1 is in fact #NC1 and (Z, +, ×, 0, 1)-NC1 is the well-studied
GapNC1 . The A -NCi and A-NCiD definitions naturally carry over to classes other than
NCi . The idea of A-NCiD is that we allow Boolean and non-Boolean inputs which then help
in composing such circuits, i.e. the output of one circuit is the input of another one.

3

Term evaluation algorithm

Given some term and an algebra A of the same signature, what does the term evaluate to
over A? This problem is the term evaluation problem. The purpose of this section is to
prove our main theorem regarding the parallel algorithm for the term evaluation problem.
I Theorem 14 (Main Theorem). Given an algebra A of single-sorted signature σ and domain
D, the evaluation function ηA : Termσ → D can be computed in F(A)-NC1 . Moreover, the
construction ensures that the we get a DLOGTIME-uniform F(A)-NC1 circuit family.
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Note that the theorem and its proof are independent of the actual algebra A. The
algebra can be arbitrary, with no restrictions such as commutativity or associativity on the
operations.
The rest of the section is devoted to proving the above theorem. Many details are omitted
in the this version due to shortage of space. (See [22] for those details.)

3.1

Representing terms in a normal form

Recall that we assume without loss of generality that all the operations used in the terms
are binary. A term (φ ~ ψ), where φ and ψ are also terms, is in infix notation. If φ0 and ψ 0
are the equivalent postfix notations for terms φ and ψ, then φ0 ψ 0 ~ is the postfix equivalent
of (φ ~ ψ). Note that parentheses are not needed in the postfix notation.
A postfix term is in postfix normal form (PNF) if for subterms φ and ψ of φψ~, |φ| ≥ |ψ|.
This normal-form was defined by Buss to design an NC algorithm [5] for evaluating Boolean
formulas. Our algorithm has its roots in this and other related works [7, 15]. We are aware
of a simplified version [6] of [5] which directly operates on the infix notation, however we use
PNF as that is more convenient here. The details of how the given term is converted into
the PNF form can be found in [22]. A crucial property of a term in PNF is that it always
has suffixes that are open terms, which correspond to terms with an unknown.

3.2

Dividing terms: some structural lemmas regarding terms

Let T be a term given as a string of length n in PNF. Let [l, r] be a subinterval. The size of
the interval is s = r − l + 1. Typically, an interval is specified by l and r and additionally
a position m which is approximately the middle position. It is either can be bl + 2s c or
dl + 2s e. Its exact position is not decided a priori, but comes through a recursive evaluation
of subintervals of [l, r]. We also use interval borders l0 = bl + 3s c and r0 = dl + 2s
3 e. This
divides the interval [l, r] in approximately thirds. We not only consider the three intervals
but also the intervals obtained by concatenating first two thirds and the second two thirds.
These five intervals will be our recursion intervals. Based on those static intervals we define
some dynamic intervals, i.e. intervals depending on the specific input:
The largest closed or open subterm in [l, r] that contains m. This interval is denoted as
M(l, m, r) = [M1 (l, m, r), M2 (l, m, r)].
The open subterm in [l, r] that begins with max{p | l ≤ p ≤ m∧l−1 <T p−1∧l−1 6<T p}
and ends with the largest position q ∈ [m, r] such that [p, q] is an open subterm. This
interval is denoted as N (l, m, r) = [N 1 (l, m, r), N 2 (l, m, r)].
The largest open subterm in [l, r] that precedes M(l, m, r). This interval is denoted as
L(l, m, r) = [L1 (l, m, r), L2 (l, m, r)]. It is L2 (l, m, r) + 1 = M1 (l, m, r).
The largest open subterm in [l, r] that follows [M1 (l, m, r), M2 (l, m, r) + 1]. This interval
is denoted as R(l, m, r) = [R1 (l, m, r), R2 (l, m, r)]. It is R1 (l, m, r) − 2 = M2 (l, m, r)
and M2 (l, m, r) + 1 is a binary operation symbol. If this operation exists, we denote the
set containing its position by O(l, m, r) = {M2 (l, m, r) + 1}.
If values of (l, m, r) are clear from the context, we drop them. Note that an M interval
could correspond to an open or a closed term. The N , R intervals always correspond, by
definition, to open terms. (That is the only way we use them in the algorithm.) The L
interval is also defined to be open however even if we allowed it to be closed, it can only be
an open term. This is because it is strictly shorter than M ∪ N and does not contain the
complete second operand of O. Figure 1 shows the considered intervals. The intervals might
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...

l0

l

r0

m

r ...

M(l, l0 , r0 − 1)
M(l0 + 1, m, r 0 − 1)

M(l0 + 1, r0 , r)
N (l0 + 1, r0 , r)
L

R

Figure 1 The figure shows how a recursion interval is subdivided into smaller recursion intervals.
In this case the subdivision for computing M(l, m, r) is shown. The six intervals yield recursively six
values which may be used to be combined in order to get the evaluation of the M(l, m, r) interval.

be empty. Note that the intervals are well-defined. We now state some properties (see proofs
in the full version [22]) regarding these intervals.
I Lemma 15. Given intervals [p1 , q1 ] ⊆ [l, r] and [p2 , q2 ] ⊆ [l, r] which address closed or
open terms with [p1 , q1 ] ∩ [p2 , q2 ] 6= ∅ then [p1 , q1 ] ∪ [p2 , q2 ] is also a closed or open term.
I Lemma 16. It holds M2 = N 2 and M2 (l, l0 , r0 − 1) + 1 = N 1 (l0 + 1, r0 , r).
The key lemmas which later constitute the recursive evaluation algorithm are given below.
They show how the algorithm actually composes a term by subterms coming from static
subintervals. For instance, Figure 1 shows the subintervals relevant for the next lemma.
I Lemma 17. Given a term T and subinterval [l, r] with middle m, M equals one of the
following intervals: 1. M(l, l0 , r0 − 1), 2. M(l0 + 1, r0 , r), 3. M(l0 + 1, m, r0 − 1),
4. M(l, l0 , r0 − 1) ∪ N (l0 + 1, r0 , r),
5. L(l, m, r) ∪ M(l, l0 , r0 − 1) ∪ N (l0 + 1, r0 , r) ∪ O(l, m, r) ∪ R(l, m, r). Further the sets
involved in the unions of case 4 and 5 are disjoint unions.
In a very similar way we can treat N as well.
I Lemma 18. Given a term T and subinterval [l, r] with middle m, N equals one of the
following intervals: 1. N (l, l0 , r0 − 1), 2. N (l0 + 1, r0 , r), 3. N (l0 + 1, m, r0 − 1),
4. N (l, l0 , r0 − 1) ∪ N (l0 + 1, r0 , r),
5. N (l, l0 , r0 − 1) ∪ N (l0 + 1, r0 , r) ∪ O(l, m, r) ∪ R(l, m, r). Further the sets involved in the
unions of case 4 and 5 are disjoint.
The intervals M and N are built around the property of containing a middle position m.
The intervals L and R are different. They can lie arbitrarily in [l, l0 − 1] resp. [r0 + 1, r] and
we initially do not know anything about the location of the middle points. Our goal is to
reduce L and R to some M(¯l, m̄, r̄) where find ¯l, m̄, and r̄ using a binary search.
I Lemma 19. Given a term T and subinterval [l, r] with middle m, there is an interval
[¯l, r̄] ⊆ [l, l0 − 1] with middle m̄ such that L = M(¯l, m̄, r̄) and this m̄ can be computed by a
binary search inside an appropriate range defined by l, m, r.
I Lemma 20. Given a term T and subinterval [l, r] with middle m there is an interval
[¯l, r̄] ⊆ [r0 + 1, r] with middle m̄ such that R = M(¯l, m̄, r̄) and m̄ can be computed by a binary
search inside an appropriate range defined by l, m, r.
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The evaluation algorithm

The algorithm we present is a recursive one which is given in terms of circuits. Lemmas 17,
18, 19, and 20 directly suggest how the recursive evaluation will work: to evaluate an interval
compute smaller fixed subintervals and use their evaluations to obtain the overall evaluation.
In particular, we proceed as follows: we wish to compute M(1, bn/2c, n). In order to do
that, we design a procedure called Eval, which at any given stage of recursion receives as
input an M, N , L or an R interval along with the current values of l, m, r.
If it is an M or an N interval then the procedure first determines which among the five
cases applies for the subsequent recursion call. By cases, we mean the five possibilities listed
in Lemmas 17, 18. Moreover, if it is an M interval then it also determines whether the term
defined by it is an open term or a closed term and keeps that information in a local flag.
(Say the flag is by default set to 0 and then it is toggled to 1 if the term is closed.)
If it is an L or an R interval then it first computes the appropriate ¯l, r̄ and m̄ values and
makes recursive calls for the appropriate M interval defined using these ¯l, r̄, m̄ values.
Finally, once the recurive calls return the values, the Eval procedure combines these
values. If the flag is set to 1 then we know that the current call is dealing with a closed term
and therefore, the procedure outputs an evaluated value. On the other hand, if the flag is
false, the procedure outputs a function from D → D.
For the evaluation we need to implement circuits which on a given interval [l, r] evaluate
the intervals M, N , L, and R. In the case of M we need to distinguish whether the
e In the other cases the result is always a function.
evaluation is a value of D or a function of D.
Correspondingly, the following circuits may arise: Eval(M(l, m, r)), Eval(N (l, m, r)),
Eval(L(l, m, r), ¯l, m̄, r̄), Eval(R(l, m, r), ¯l, m̄, r̄).
The variables ¯l, m̄, r̄ exist to serve the binary search as mentioned in Lemma 19 and 20.
Those circuits all work in a similar way: Depending on the structure of the term
one of a number of cases holds which determines how the output value is composed
of the recursion results. So the recursion results are combined according to the cases
and then fed into a multiplexer-gate which chooses the correct output. The circuits determining the cases are called Case(M(l, m, r)), Case(N (l, m, r)), Case(L(l, m, r), ¯l, m̄, r̄),
Case(R(l, m, r), ¯l, m̄, r̄).
Here we have already assumed that the term is given in the PNF form. To ensure this, as
the first step we perform this conversion to the PNF form as done in [5]. The conversion is
of complexity TC0 . The resulting term is T as above. The details of the working of various
recursive calls and the claimed complexity bounds are presented in the full version [22].

4

Application

Our main theorem can be used for many different applications. We first present a template
or recipe used for deriving these applications. It consists of the following steps:
1. Find an algebra A. Given a problem Π, which could be a language or a function, find
an algebra AΠ = (D, ~1 , . . . , ~k ), such that Π reduces to term evaluation over AΠ .
2. Find a coding for F(AΠ ). Now we know by our main theorem that Π is in F(AΠ )-NC1 .
However what we want is a “real” class like NC1 or #SAC7 . Hence we encode F(AΠ )
in a way that we end up with a Boolean or an arithmetic class. So find a code c mapping
(details in [22]) into a family of algebras, that have domains based on B, N, or Z, depending
on whether we wish to prove Boolean or arithmetic circuit upper bounds.
3. Analyze the complexity of the operations used in c(F(AΠ ))-NC1 . Now we know
that Π is in c(F(AΠ ))-NC1 since the coding admits a reduction. If we have chosen c
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well, we can implement the operations of c(F(AΠ )) efficiently. Note that c(F(AΠ )) could
be a family. The members of the family all contain the following coded operations:
The operations of AΠ : ~c1 . . . ~ck .
←
−
→
−
The functional versions for each binary operation ~i : ~ ci and ~ ci . Recall that
←
−
→
−
~ i : DD × D → DD and ~ i : D × DD → DD .
e ci : DD → DD .
The functional versions for each unary operation ~i which is ~
The functional composition of F(AΠ ): ◦c : DD × DD → DD .
The function application operation of F(AΠ ): c : DD × D → D.
An algebra usually also has 0-ary operations, but here there is no complexity to analyze.
The following is not a part of the algebra but comes into play in the construction of the
c(F(AΠ ))-NC1 circuits: Multiplexer operations for all subdomains D of c(F(AΠ )): mpD .
These operations are used in the c(F(AΠ ))-NC1 circuit as black boxes. In this third
step we have to come up with a efficient implementation of all these operations in order
to derive a good upper bound. In general, the depth increases by a logarithmic factor
when comparing the complexity of the functions and the overall circuit. So, if, say, all
the functions are in #NC1D , then c(F(AΠ ))-NC1 ⊆ #NC2 .
All the applications we show follow this template. A simple application regarding
arithmetic formula evaluation is presented here. Due to lack of space, the rest of the
applications are omitted from this version. (See [22] for the other applications.)

4.1

Evaluating arithmetic terms and distributive algebras

We consider evaluating terms over N = (N, +, ×, 0, 1) and Z = (Z, +, ×, 0, 1).
I Theorem 21 ([7]). Evaluating terms over N (Z) is in #NC1 (GapNC1 resp.).
Proof. We give the proof for N . The case of Z is handled similarly.
step 1. The problem is directly a term evaluation problem, hence no reduction is needed.
− →
−
− ←
− →
e ⊆ NN .
e +, ×, 0, 1, ←
step 2. Consider the algebra F(N ) = ({N, N},
+ , × , + , × , ◦, ), where N
2
e = N . The functions in N
e are of the form
We choose a coding c such that c(N) = N and c(N)
x 7→ ax + b for some a, b ∈ N: We begin with the identity function x 7→ 1x + 0 which is
clearly of this form. Now we show that the operations of F(N ) keep functions in this form.
◦c : Given some functions f (x) = af x + bf and g(x) = ag x + bg , then f ◦ g is of this form:
x 7→ af ag x + af bg + bf . So c(f ◦ g) = c(f ) ◦c c(g) = (af , bf ) ◦c (ag , bg ) = (af ag , af bg + bf ).
←
−
+ c : Consider c(f + e) for f ∈ NN and e ∈ N. Now c(f ) +c c(e) = (a, b) +c e = (a, b + e)
→
−
where f (x) = ax + b. The operation + c follows similarly.
←
−
× c : Consider c(f × e) for f ∈ NN and e ∈ N. Now c(f ) +c c(e) = (a, b) +c e = (a × e, b × e)
→
−
where f (x) = ax + b. The operation × c follows similarly.
This shows that c is indeed a valid coding.
step 3. We now have an upper bound of c(F(B))-NC1 . As all operations use constantly
many inputs of natural numbers, there exist arithmetic circuit implementations for all
operations. Further, all Boolean gates and multiplexer gates can be simulated by arithmetic
circuit constructions, so all operations are in #NC0N . Hence we get c(F(B))-NC1 ⊆
#NC1 .
J
In the previous proof we used distributivity of + and × which allows us to represent
functions by two values. This we can do in general, so we get the following:
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I Theorem 22. Given a distributive algebra A = (D, ~1 , ~2 ), then evaluating terms over A
is in A-NC1 .

5

Discussion

We have seen that many problems that have a tree-like structure can be solved in parallel
using our term evaluation algorithm. The list of problem we covered here should indicate
the potential of the framework. We expect that there will be many more applications, which
can be derived using the unifying framework presented here.
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Abstract
We consider the problem of recovering a planted pseudorandom 3-coloring in expanding and low
threshold-rank graphs. Alon and Kahale [SICOMP 1997] gave a spectral algorithm to recover
the coloring for a random graph with a planted random 3-coloring. We show that their analysis
can be adapted to work when coloring is pseudorandom i.e., all color classes are of equal size
and the size of the intersection of the neighborhood of a random vertex with each color class has
small variance. We also extend our results to partial colorings and low threshold-rank graphs to
show the following:
For graphs on n vertices with threshold-rank r, for which there exists a 3-coloring that is
ε-pseudorandom and properly colors the induced subgraph on (1 − γ) · n vertices, we show
how to recover the coloring for (1 − O(γ + ε)) · n vertices in time (r · n)O(r) .
For expanding graphs on n vertices, which admit a pseudorandom 3-coloring properly coloring
all the vertices, we show how to recover such a coloring in polynomial time.
Our results are obtained by combining the method of Alon and Kahale, with eigenspace
enumeration methods used for solving constraint satisfaction problems on low threshold-rank
graphs.
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1

Introduction

Given an undirected graph G = (V, E), a k-coloring of G is a map χ : V → [k] such that for
all edges {u, v} ∈ E, we have χ(u) 6= χ(v). Finding the minimum number of colors with
which a graph can be colored, or even finding a coloring which uses few colors for a graph G
which is promised to be 3-colorable has been a major open problem in the field of algorithm
design. Starting from an early work of Wigderson [17] who showed how to color 3-colorable
√
graphs with O( n) colors, there has been a series of works using novel combinatorial ideas,
as well as ideas based on semidefinite programming (SDP), which give algorithms for coloring
3-colorable graphs with fewer colors [6, 13, 7, 4, 9, 5, 14]. The most recent algorithm of
∗
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[14] achieves a coloring with o(n1/5 ) colors. On the hardness side, Dinur, Mossel and Regev
[12] showed the hardness of coloring 3-colorable graphs with any constant number of colors,
assuming a variant of the Unique Games Conjecture. It is also known [11, 15] to be NP-hard
to find an independent set of size n/9 (which is a weaker goal than 9-coloring) in a graph G
on n vertices, when G is promised to have a (1 − ε)-partial 3-coloring i.e., a coloring which
properly colors the induced subgraph on at least (1 − ε) · n vertices.
There has also been a significant amount of research trying to recover a planted 3-coloring
in special families of graphs [8, 1, 10]. Notably, an algorithm by Alon and Kahale [1], shows
how to 3-color a random 3-colorable graph G (with high probability over the choice of G).
The graphs in their model, denoted G3,p,n , are generated by dividing the vertices in three
color classes of size n/3 each, and connecting each pair of vertices in distinct color classes
independently with probability p. As their main result, [1] are able to recover the color
classes in polynomial time with a small probability of failure even when p is as small as 3d/n
for a constant d. Notice that in expectation a vertex in this graph will have degree 2d and
will have d neighbors in each color class different from its own.
A generalization of the above result is to consider models with limited amount of
randomness (semi-random) or arbitrary graphs with random-like properties (pseudorandom
graphs). While both models seek to capture the minimal assumptions needed for the methods
developed for random graphs, the study of pseudorandomness properties is also motivated by
developing decompositions of worst-case objects into structured and pseudorandom parts [16].
The works by Blum and Spencer [8] already considered semi-random models for p = n−(1−δ) .
Motivated by the notion of pseudorandomness and decompositions and pseudorandomness
used in the sub-exponential algorithms for Unique Games [2, 3], Arora and Ge [5] showed
how to find a large independent set in 3-colorable graphs with small threshold rank. A recent
work of David and Feige [10] shows that even when the graph is pseudorandom (an expander)
and the 3-coloring is arbitrary, one can recover the coloring on most vertices of the graph.
They also show that when the coloring is random, it can be recovered for all vertices in the
graph.

Our Results
In this work, we focus on showing that the first 2 steps in [1]’s proof can be adapted to
(almost) 3-color a special family of pseudorandom graphs with a pseudorandom coloring (see
Subsection 1.1 for a comparison with [10]). To state our results, we first define the relevant
notions of pseudorandomness. Note that in the definitions below, we take the average degree
of the graph to be 2d, since we think of the degree in each color class as being d.
I Definition 1 (Pseudorandom colorings). Let G = (V, E) be any graph with |V | = n and
|E| = d · n. Let χ : V → {1, 2, 3} be a (proper or improper) coloring of vertices with 3 colors.
χ is considered (2d, ε)-pseudorandom if
1. χ is balanced i.e., all color classes (1, 2, 3 above) have the same size, n3 .
2. The coloring of G in the above step is a low variance coloring i.e., for all i, j ∈ {1, 2, 3},
we have Varv∈COLi dij (v) ≤ ε · d2 .
The first family of pseudorandom graphs is low threshold-rank graphs, which (in the context
of coloring) are defined as having a small number of negative eigenvalues with a large
magnitude. This notion of pseudorandomness (with a different notion of the threshold) was
also considered in the work of Arora and Ge [5].
I Definition 2 (Threshold Rank). A graph G = (V, E) with |E| = d · n. The threshold rank
of G is defined to be the number of eigenvalues of the adjacency matrix that are smaller
than −9d/10.
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We will also require the following notion of a partial coloring.
I Definition 3 (Partial Coloring). For a graph G = (V, E), a function χ : V → [3] ∪ {⊥} is
said to be a (1 − γ)-partial 3-coloring if
χ−1 (⊥) ≤ γ · n.
χ is a proper 3-coloring for the induced subgraph on χ−1 ([3]).
Note that there exists a (1 − γ)-partial 3-coloring χ of G if and only if there exits a total
(but not necesarily proper) coloring χ0 : V → [3] such that χ0 can be made a (1 − γ)-partial
3-coloring by replacing the colors of γ fraction of vertices by ⊥. Since our pseudorandomness
properties are defined only for total colorings, we will abuse notation to say that there is
a pseudorandom (1 − γ)-partial 3-coloring if there exists a pseudorandom χ0 which agrees
with a (1 − γ)-partial 3-coloring χ on χ−1 ([3]). We will refer to such a coloring as (2d, ε)pseudorandom (1 − γ)-partial 3-coloring. We now state the first theorem we prove.
I Theorem 4. There exists an algorithm which, given G = (V, E) such that
|E| = d · n and th(G) = r, and
there exists
is (2d, ε)-pseudorandom and forms a (1 − γ)-partial 3-coloring of G,
 χ, which

√

runs in time

r·n
ε

r

· poly(n) and w.h.p. returns a (1 − O(ε + γ))-partial 3-coloring of G.

We also consider the futher specialized pseudorandom family, where the graphs will
also be required to be expanding. Note that the graphs below capture the random family
considered by Alon and Kahale [1]. For graphs in this family, we will recover all the color
classes exactly.
I Definition 5 (Expanding 3-colorable graphs). A 3-colorable graph is said to be expanding if
for some small positive constant δ < 1, |λi | ≤ δd holds ∀ 2 ≤ i ≤ n − 2 i.e., if all eigenvalues
other than the leading eigenvalue and the last two are small in magnitude.
For graphs coming from this family, we have the following theorem.
I Theorem 6. There exists a polynomial-time algorithm which, given G = (V, E) such that
G is an expanding 3-colorable graph with |E| = d · n, and
there exists χ : V → [3], which is (2d, ε)-pseudorandom and a proper 3-coloring of G,
recovers χ.

1.1

Related work

There is a huge amount of literature devoted to find a complete or partial (legal) 3-coloring
of an input graph under some assumptions on the graph and/or some assumptions on some
3-coloring of the given graph. Here we briefly examine works related to the current work.

1.1.1

The algorithm of Alon and Kahale

[1] described how to 3-color a random graph G ∼ G3,d/n,n . Thus, they have a random graph
with a planted 3-coloring which they 3-color using a three phase algorithm. Their main result
shows that graphs coming from G3,d/n,n have nice spectral properties which, in the first
phase, can be exploited by a spectral clustering approach to find a good candidate coloring,
χ1 , which misclassfies very few vertices. This candidate coloring is later refined to obtain a
coloring χ2 in the next phase. The second phase is a local search which locally improves
the coloring on the set H ⊆ V of vertices which have close to d neighbors in each color
class according to the current coloring. This is then followed up by a cleanup phase which
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recolors vertices in V \ H (all the components on the subgraph induced on these vertices
have logarithmic sizes and can be brute forced upon).
We show how to construct χ1 in low threshold-rank graphs which admit a pseudorandom
partial coloring. When the graphs are also expanding admit a full coloring, we also show
how to complete the second phase.

1.1.2

The results of David and Feige

[10] considered extensions of the problem of coloring random 3-colorable graphs in several
directions. In particular, they tried to relax the randomness assumption on the graph and the
planted coloring inherent in [1]. To this end, they considered 4 models. They take as input
an approximately d-regular (spectrally) expanding graph which can be either adversarial or
random and a balanced planted coloring which again can be adversarial or random.
Our results are somewhat incomparable with theirs. Perhaps the most directly related
setting from their work is the one where the graph is an arbitrary expander with an arbitrary
(balanced) 3-coloring. In this case, they recover a (1 − γ) partial coloring. In this work, we
start with additional pseudorandomness assumptions on the coloring (beyond balance), and
can recover a partial coloring without assuming expansion in the input graph G, but making
a different assumption about the negative eigenvalues. When G is also expanding in addition
to these properties, we can recover the coloring completely.

Notation
Our notations are standard. We will write vectors and matrices in boldface (like u and A
respectievely). For a graph G we will denote its adjacency matrix by A = A(G). We denote
a unit vector along the direction of u with û. And the transpose of a vector u is denoted uT .
Also, 1 will denote the vector which is 1 in every coordinate. The stationaty distribution of
random walks will be denoted µ. We denote the degree of a vertex i ∈ V by deg(i). The set
of edges with one end point in a set S and the other in T is denoted E(S, T ).

2

Partially 3-coloring partially 3-colorable graphs

As a first step, we use lemma 7, to get a full coloring which only miscolors an O(ε + γ)
fraction of the vertices. In the next step, we will uncolor the incorrectly colored vertices.
The first step is summarized by the following lemma.
I Lemma 7. There exists an algorithm which given a graph G = (V, E) such that
|E| = d · n and th(G) = r
there exists a coloring χ which is a (2d, ε)-pseudorandom coloring, and forms a (1 − γ)partial-3-coloring
of

G
√

r

runs in time O r·n
and returns a coloring which has (1 − O(ε + γ)) fraction of the
ε
vertices colored correctly, i.e., the graph induced on them has no monochromatic edges.
Following [1], we



2
x(v) = −1


−1

consider two special vectors which we call x and y as defined below.


if v ∈ COL1 ,
if v ∈ COL1 ,

0
y(v)
=
if v ∈ COL2 ,
1
if v ∈ COL2 ,


−1 if v ∈ COL ,
if v ∈ COL ,
3

3

(1)
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The point of these vectors is that they are both constant on all color classes and so are their
linear combinations. Simlar to [1], we will try to find a vector which is close enough to some
linear combination of x and y and use it to obtain a coloring of the kind Lemma 7 seeks.
Now let us detail our algorithm.
Algorithm 1 Find Coloring
Require: Graph G with th(G) = r and the eigenvectors {vn−r+1 , vn−r+2 , · · · vn }
p
1: Let t ← Subspace enumeration( rε )
2: Let COL1 = { i ∈ V : ti > 1/2 }, COL2 = { i ∈ V : ti < −1/2 } and COL3 = V \
(COL1 ∪ COL2 )
This algorithm relies on a procedure called Subspace Enumeration which is described below.
Algorithm 2 Subspace enumeration(τ )
Require: Graph G with th(G) = r and the eigenvectors {vn−r+1 , vn−r+2 , · · · vn }
√
√
1: Let Br ← [−100 n, 100 n]r
2: . Br denotes a bounding box in the space of r eigenvectors above
3: Partition Br into grid cells. Each cell
length τ in all dimensions.
 has
√ r
200 n
4: . The number of cells produced is O
τ
5: Let Pr denote the set of all corners of any grid cell.
6: . Thus, Pr = { p ∈ Br : τ divides all r coordinates in p }
7: Find in Pr a point t which has
√
med(t) = 0 and kt0 k2 = Θ( n)

p
distance at most ≤ O
εn + γn + τ 2 r from span(x, y).
8: . We later show, in Claim 10 that such a vector exists.
9: return t
To put this plan in motion, we make the following claims which are generalization of the
corresponding claims in [1].

2
2
I Claim 8. kAx + d(1 − γ)xk2 , kAy + d(1 − γ)yk2 ≤ O εnd2 .
2

2

I Claim 9. There exist small shift vectors sn and sn−1 with ksn k2 , ksn−1 k2 ≤ O(εn) such
that both x − sn and y − sn−1 are the linear combinations of last r eigenvectors of A.
IClaim
 10. Algorithm 2 finds a vector t in the span of {vn−r+1 , vn−r+2 , . . . vn } in time
√

O

n
τ

r

such that

√
med(t) = 0 and kt0 k2 = Θ( n)
√
kt − f k2 ≤ O( εn + γn) where f is some vector that lies in span(x, y).
Now, using these claims we will sketch how to establish Lemma 7. Taking cue from [1], we
find a vector in the span of the last r eigenvectors, span(vn−r+1 , vn−r+2 , . . . , vn ), a vector t
√
which is close to a vector f ∈ span(x, y) has length Θ( n) and median zero. In particular,
the intuition is to have t (which the algorithm finds) be close to a vector f which has large
positive entries indicating the first color class, large negative entries for the second color class
and 0 entries for the last color class. In t hopefully the large positive entries and negative
entries of f will remain away from zero and maintain their sign and the zero entries in f will
hopefully remain close to 0. The remaining details of the proof are given in Appendix A.
The proof follows [1].
With the proof of Lemma 7, let us see how to prove Theorem 4.
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Proof. (Of Theorem 4) Let Ebad ⊆ E be the set of edges which have both endpoints with
the same color in the coloring derived using the first step described in the proof of Lemma 7.
Let Ubad ⊆ V be the set of endpoints of these edges and consider the graph G[Ubad ] induced
on these vertices. We note that the set U of vertices misclassified in Lemma 7 also forms
a vertex cover in G[Ubad ]. By the standard 2-approximation algorithm for vertex cover we
can find a vertex cover C ⊆ Ubad where |C| ≤ 2|U |. And on “uncoloring” the vertices in the
set C we obtain a partial coloring which omits only a O(|U |) of the vertices – which is a
(1 − O(ε + γ))-partial 3-coloring.
J
Now, let us prove Claim 8 and Claim 9.
Proof. (Of Claim 8) Let us prove this for the vector x. The proof with vector y is similar.
Let u = Ax + dx. Let aiT denote the ith row in A. Thus, ui = aiT x + dxi . Let us say that
in the vector x, xi = 2 for i ∈ COL1 , and it is −1 otherwise. Note that for i ∈ COL1 , we get
ui2 = (aiT x + dx)2
2

= (−d12 (i) − d13 (i) + 2d11 (i) + 2d(1 − γ)) ≤ O(M1 (i))
def

where M1 (i) = (d12 − d)2 + (d13 − d)2 + (d11 − γd)2 . In a similar fashion, we see that for
i ∈ COL2 ui2 ≤ O(M2 (i)) where M2 (i) = (d21 (i) − d)2 + (d23 (i) − d)2 + (d22 − γd)2 . And an
analogous upper bound holds for ui2 when i ∈ COL3 . Thus,
X
X
X
X

2
kuk2 =
ui2 ≤
M1 (i) +
M2 (i) +
M3 (i) ≤ O εnd2
i∈COL1

i∈COL2

i∈COL3
2

as the Varv∈COLi dii (v) ≤ εd2 as well. The proof for upperbound on kAy + dyk2 is similar.
J
And next, we prove Claim 9 as well. Here is a quick adaptation of [1]’s proof.
P
Proof. (Of Claim 9) Write x =
ci vi in the eigenbasis. Again let u = Ax + dx.
2

kuk2 =

n
X
i=1

c2i (λi + d(1 − γ))2 ≥

n−r
X
i=1

c2i (λi + d(1 − γ))2 ≥ Ω(d2 )

n−r
X

c2i

i=1

The last step above follows because the firstn − r eigenvalues are all at least −9d/10.
Pi=n−r
2
And together with the fact that kuk2 ≤ O εnd2 , we get i=1 c2i ≤ O(εn). And this is
the shift vector sn we seek with the desired bound on its length. A similar argument can be
made to find sn−1 and its length using the vector y.
J
Proof of Claim 10. Let I denote the set of indices that are left uncolored in the hidden
planted pseudorandom coloring. Let us define a vector z as z(i) = −1 for i ∈ COL1 , z(i) = 0
for i ∈ I ∪ COL2 and z(i) = +1 for i ∈ COL3 . Note that this there exists a vector (say f )
√
in span(x, y) such that z and f are pretty close – the distance is at most γn. Further,
there also exists a vector t ∈ span(vn−r+1 , vn−r+2 , · · · , vn ) which is pretty close to z. This
distance is easily bounded by arguments similar to Claim 8 and Claim 9. In particular,
√
it follows that the distance of z and t considered above is at most O( εn + γn). And
√
therefore, the distance kt − f k2 ≤ O( εn + γn). And finally, we also note that med(t) = 0
√
and ktk2 = Θ( n).
This only proves that such a vector exists. We need to algorithmically find one. To this
end, we use the subspace enumeration procedure described earlier. Given any vector p ∈ Br
(which, recall, was defined in Algorithm 2), this procedure finds a vector t which is within
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√
a distance τ r of p. In particular, this also holds for t0 . Moreover, t0 being close to z has
√
several 0 entries one of which is the median. And the
vector t being 
τ r close to t0 also has

p
√
med(t) = 0, length Θ( n) and has kt − f k2 ≤ O
εn + γn + τ 2 r as can be easily seen
by triangle inequality.
J

3

Coloring expanding-3-colorable

In the case of (2d, ε)-expanding-3-colorable, γ = 0. So, the coloring obtained by the first
step of the algorithm returns a (1 − O(ε)) partial coloring. We briefly review what [1] do in
the second step for 3-coloring a random 3-colorable graph G ∈ G3,d/n,3n . Their algorithm
receives as input a 3-colored graph G and a set U of bad vertices (with |U | = O(n/d)) that
have been incorrectly colored. This bad 3 coloring of G is improved via an iterative process.
Each step in the iteration reduces the number of bad vertices by a constant factor. The
algorithm is given below, and we use the same algorithm. However, our analysis is different.
Algorithm 3 Improve Coloring
Require: A (1 − O(ε))partial 3-coloring of G vertices.
1: Let the current color classes be denoted V10 , V20 and V30
2: Add the uncolored vertices arbitrarily to the partitions in any order.
3: for i = 1 : log n do
4:
For j ∈ {1, 2, 3}, put v ∈ Vji only if |N (v) ∩ Vji−1 | ≤ |N (v) ∩ Vli−1 | for all l 6= j
5:
. i.e.,, put v in the least popular color class among its neighbors from previous iteration
6:
. V1i , V2i , V3i denotes the color classes in the ith iteration
7: end for
The above algorithm derives from the following intuition. Given a 3-colored graph
G ∈ G3,d/n,3n with a small set U of bad vertices, a “local search procedure” can recolor those
vertices in V which do not have way too many neighbors in U . Thus, another way to express
the intuition is to say that a bad vertex at the beginning of iteration i remains bad after
iteration i finishes only if it is surrounded by many bad vertices. To make this formal, let us
consider the set
W = { v ∈ V : degU (v) ≥ d/4 } .
W will be referred to as being U -rich. The main step in the argument is to show that the
size of U -rich set is at most |U2 | and that at the end of every iteration the set which remains
incorrectly colored is only a subset of the U -rich set. We will now use this argument in the
case of expanding graphs. This is done in the following lemma.
I Lemma 11. There exists a polynomial time algorithm which returns, given (2d, ε)expanding-3-colorable graph G = (V, E) (recall that this means for some absolute positive
constant δ < 1, |λi | ≤ δd f or 2 ≤ i ≤ n − 2) and a (1 − O(ε)) partial 3-coloring of V , a
proper 3 coloring of V .
We will prove Lemma 11 by using the expander mixing lemma. The key here would be
to again show that |U |-rich sets have small size if |U | is small. This is done in the following
claim.
I Claim 12. Let U ⊆ V be a set with size at most O(εn). Let
W = { v ∈ V : degU (v) ≥ 2d/5 } .
Then |W | ≤ 0.99|U |.
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Proof of Claim 12. We begin by finding upper bounds and lower bounds for |E(U, W )|. We
see that
|E(U, W )| ≥

1 2d|W |
d|W |
·
=
.
2
5
5

The inequality here comes because there are 2d
5 edges incident on every vertex in |W | with at
least one endpoint in U . The factor of 1/2 compensates for the fact that both the endpoints
of the edge may belong to U .
Now, we need to upper bound |E(U, W )|. To do this, we use expander mixing lemma.
Let the indicator vector for U be denoted 1U and the indicator vector for W be denoted
P
P
1W . Let us write 1U =
αi vi and 1W =
βi vi . We know
X
 X

X
|E(U, W )| = 1U T A1W = |
αi viT A
βj vj | = |
(αi βi λi ) |
And it is immediately seen that the following holds
|E(U, W )| ≤ |α1 β1 λ1 | + |αn βn | · |λn | + |αn−1 βn−1 | · |λn−1 | +

n−2
X

|αi βi λi |

(2)

i=2

Now, we upper bound the RHS of Equation 2. We show how to bound each of the summands
seprately.
1. Let us begin by bounding the first summand. For intuition sake consider the ε = 0 case.
Then in fact we have a 2d regular graph and v1 = un where un = √1n · 1 denotes the
normalized uniform distribution vector.
|α1 β1 λ1 | ≤|1U T v1 | · |1W T v1 | · 2d
|U | · |W | · 2d
|U | |W |
= √ · √ · 2d =
n
n
n

(3)

In case ε > 0, we will show that something close holds. In particular, we will show that
the vector v1 has a large dot product with un . Denote by µ the stationary distribution
vector for random walks on G (and thus, µi = Pdeg(i)
). Now, note
deg(i)


v1T 1
√
n

2


=
=

1
√ ·
n



µ
kµk2

2

(E[deg(i)])2
=
E[deg(i)2 ]

P
P
1 ( µi )2
1
1
( deg(i))2
= ·
= ·
= P
2
n
n kµk22
n deg(i)2
kµk2

1
1
1
≥
=
≥ 1 − 8ε
Vari∼V deg(i)
1 + 4εd2 /d2
1 + 4ε
1+
2
E[deg(i)]

Here the first inequality follows because of Claim 13 which is proved later in this section.
I Claim 13. Vari∼V deg(i) ≤ 4εd2 .
√
This means that the vector v1 is very close to the vector 1/ n. Now, we know that
vT 1

vector 1U T √1n is small. And we know that √1n is large. It follows from this that 1U T v1
will also be fairly small. In particular, we get
|U |
|W |
|U | · |W | · 2d(1 + 20ε)
|α1 β1 λ1 | ≤ 5 √ (1 + 8ε) · √ (1 + 8ε) · 2d ≤
n
n
n

(4)

Now, we bound the second summand.
√
As we will see in Claim 15, we have nvn can be expressed as a linear combination of
vectors x − sn and y − sn−1 with coefficients O(1) in absolute value. So, let us write
√
nvn = a1 (x − sn ) + b1 (y − sn−1 ) with a1 and b1 being constants. A similar expression
√
can be obtained for nvn−1 . Now, we claim
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|
I Claim 14. |αn βn λn | ≤ O d · |U ||W
+
n

√

|U |

√
|W | ε
√
n

√

+

|W |

√
|U | ε
√
n


p
+ ε |U ||W |

Proof of Claim 14.
√
√
1
1
|αn βn λn | ≤ √ |1U T nvn | · √ |1W T nvn | · 2d
n
n
≤

|1U T a1 (x − sn ) + 1U T b1 (y − sn−1 )|
√
n
×

|1W T a2 (x − sn ) + 1W T b2 (y − sn−1 )|
√
· 2d
n

(5)

We now need to understand how to bound terms like √1n |1U T a1 (x − sn )|. To this end,
note that we have the following.
√ √ p
a. |1U T a1 (x − sn )| ≤ |1U T a1 x| + |a1 |ksn k2 k1U k2 ≤ |1U T a1 x| + |a1 | ε n |U |.
b. |1U T x| = |2U1 − U2 − U3 | ≤ 2|U |
Here U1 refers to number of vertices colored with COL1 in U . Other terms have
analogous meaning.
Putting all of this together and absorbing all constants in the O(.), we get
 
 

|U | √ p
|W | √ p
|αn βn λn | ≤ O d · √ + ε |U | · √ + ε |W |
n
n

(6)
J

2. The 3rd item has an analogous bound to the one above. That is, we have
|αn−1 βn−1 λn−1 | ≤ O(|αn βn λn |)

(7)

3. The last item can be simply bounded by using Cauchy Schwartz and the fact that all
other eigenvalues are at most δd for some sufficiently small δ. This gives
n−2
X

|αi βi λi | ≤ δd ·

p
|U | · |W |

(8)

i=1

Putting all of these bounds Equation 4, Equation 6, Equation 7, Equation 8 together
we get and upper bound on |E(U, W )|. Also, we already computed a lower bound on
|E(U, W )| ≥ d|W |/5. Chaining the upper bound and the lower bound thus obtained, using
the fact that |U | ≤ O(εn) we get
!
p
p
p
√
p
|W |
2|U | |W |(1 + 20ε)
|U | |W |
ε|U ||W |
ε|U |
√
≤
+O
+
+ √
+ ε |U |
5
n
n
n
n
p
+ δ |U |
p
 p
p 
|W |
=⇒
≤ O ε |U | + δ |U |
10

=⇒ |W | ≤ O δ 2 + ε2 |U |.
p

This finishes the proof of Claim 12.

J
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Proof of Lemma 11. Observe that by Claim 12, it follows that the set of badly colored
vertices shrinks significantly in each step of the local search. Thus, after O(log |U |) many
steps, we do not have any bad vertices and we get a proper 3-coloring. This finishes the
description of the algorithm for adapting the second step of [1] algorithm which finishes the
proof of Lemma 11
J
Proof of Claim 13. Note that here we are taking variance in the degree of a random vertex
over the full graph whereas by definition in (2d, ε)-expanding-3-colorable graph case we
only know Var
(v) ≤ εd2 . So, a little more work is needed. Let us begin by
 v∈COL2j dij P
noting that E deg(i) = j∈{1,2,3} E deg(i)2 |i ∈ COLj /3. Also, note E[degi|i ∈ COL1 ] =


2
E[deg(i)|i ∈ COL
]
=
E[deg(i)|i
∈
COL
]
=
d.
Let
M
=
E
(d
(i)
+
d
)
and
2
3
1
i∈COL
12
23
1


2
2
N1 = Ei∈COL1 (d12 (i) + d13 (i) ) and similarly define M2 , N2 and M3 , N3 . So, writing


2
Vari∼V deg(i) = E deg(i)2 − E[deg(i)] and expanding by using the foregoing expressions,
we get


X E deg(i)2 |i ∈ COLj − 4d2
Vari∼V =
3
j∈{1,2,3}

=

X
j∈{1,2,3}

≤

X
j∈{1,2,3}

Mj − 4d2
3
2Nj − 4d2
3

2(Var d12 + Var d13 + . . . Var d32 + Var d31 )
3
≤ 4εd2
=

J
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Missing Proofs

Proof of Lemma 7. Obtain vectors t and f from Claim 10. These vectors have several
useful properties
which willbe useful for us in what follows. Write t = f + w. We have
p
kwk2 ≤ O
εn + γn + τ 2 r .
Now, let αi = f COL for 1 ≤ i ≤ 3 – that is, αi ’s are scalars and equal the constant
i
value that f takes over the ith color class. Assume α1 ≥ α2 ≥ α3 . Using the fact that
2
kwk ≤ O(εn + γn + τ 2 r), it follows that only O εn + γn + τ 2 r coordinates in w can take
on values large in magnitude (at least 0.01). Note that this means |α2 | ≤ 1/4. This is
because, we have t − f = w and only a few entries in w can be big in magnitude.
In more

detail, suppose if α2 > 1/4 were to hold then at least 2n − O εn + γn + τ 2 r entries in t
will be big too and thus will have the same sign. This contradicts the 0 median assumption
in t. An analogous argument prevents α2 < −1/4.
Finally, recall that α1 + α2 + α3 = 0 (since f ∈ span(x, y)) and
α12 + α22 + α32 =

2
2
2

kf k
ktk − kwk
≥
≥ 6 − O ε + γ + τ 2 r/n .
n/3
n/3

Together with the fact that |α2 | ≤ 1/4, this implies that α1 ≥ 3/4 and α3 ≤ −3/4. This
means that t which is obtained by corrupting f on at most O(εn) entries coming from the
noisy vector is a pretty good coloring. And the number of misclassified vertices in the coloring
according to t is at most O(εn + γn + τ 2 r) – the `22 length of the noisy vector w.
p
2
And now note that setting τ = rε prodcues w with kwk2 = O(εn + γn). And the size of
 √ r
the discrete subspace that we search over is at most O r·n
as claimed. And this finishes
ε
the proof.
J
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Finding Pseudorandom Colorings of Pseudorandom Graphs
√
√
I Claim 15. The vectors nvn and nvn−1 can be expressed as a linear combination of
vectors x − sn and y − sn−1 with coefficients at most a constant in absolute value.
Proof of Claim 15. Let us first quickly see that vn lies in span(x − sn , y − sn−1 ). By
definition of (2d, ε)-expanding-3-colorable graphs, we have that all eigenvalues other than
λ1 , λn−1 and λn are small in absolute value. So, there exist tiny shift vectors sn , sn−1
(according to Claim 9) such that both x − sn , y − sn−1 lie in span(vn , vn−1 ). Thus, the
space spanned by the last 2 eigenvectors is a tiny perturbation of span(x, y). So, any vector
√
in span(vn , vn−1 ) also lies in span(x − sn , y − sn−1 ). And so, does nvn .
Intuitively, the at most constant in absolute value part should follow because x − sn , y −
√
√
√
sn−1 , nvn , nvn−1 have length Θ( n) and x − sn , y − sn−1 are nearly orthogonal. This
is because x and y are orthogonal and sn and sn−1 are very tiny perturbations to these
orthogonal vectors. In more detail,
√

nvn = α(x − sn ) + β(y − sn−1 )
√
=⇒ αx + βy = nvn + αsn + βsn−1
√
=⇒ kαx + βyk2 ≤ n + |α| · ksn k2 + |β| · ksn−1 k2

(9)

On taking squared `2 norms on both sides of (9), it follows that
2nβ 2
6nα2
+
≤ n + O(α2 + β 2 )εn.
3
3
On simplifying it is clear that this means both |α| and |β| are O(1).
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Abstract
In the traditional maximal-flow problem, the goal is to transfer maximum flow in a network by
directing, in each vertex in the network, incoming flow into outgoing edges. While the problem
has been extensively used in order to optimize the performance of networks in numerous application areas, it corresponds to a setting in which the authority has control on all vertices of the
network. Today’s computing environment involves parties that should be considered adversarial.
We introduce and study flow games, which capture settings in which the authority can control
only part of the vertices. In these games, the vertices are partitioned between two players: the
authority and the environment. While the authority aims at maximizing the flow, the environment need not cooperate. We argue that flow games capture many modern settings, such
as partially-controlled pipe or road systems or hybrid software-defined communication networks.
We show that the problem of finding the maximal flow as well as an optimal strategy for the
P
authority in an acyclic flow game is ΣP
2 -complete, and is already Σ2 -hard to approximate. We
study variants of the game: a restriction to strategies that ensure no loss of flow, an extension to
strategies that allow non-integral flows, which we prove to be stronger, and a dynamic setting in
which a strategy for a vertex is chosen only once flow reaches the vertex. We discuss additional
variants and their applications, and point to several interesting open problems.
1998 ACM Subject Classification G.2.2 Graph Theory
Keywords and phrases Flow networks, Two-player Games, Algorithms
Digital Object Identifier 10.4230/LIPIcs.FSTTCS.2017.38

1

Introduction

A flow network is a directed graph in which each edge has a capacity, bounding the amount
of flow that can go through it. The amount of flow that enters a vertex equals the amount of
flow that leaves it, unless the vertex is a source, which has only outgoing flow, or a target,
which has only incoming flow. The fundamental maximum-flow problem gets as input a flow
network with a source vertex and a target vertex and searches for a maximal flow from the
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source to the target [9, 19]. The problem was first formulated and solved in the 1950’s [16, 17].
It has attracted much research on improved algorithms [11, 10, 20] and applications [2].
The maximum-flow problem can be applied in many settings in which something travels
along a network. This covers numerous applications domains, including traffic in road or rail
systems, fluids in pipes, currents in an electrical circuit, packets in a communication network,
and many more [2]. Less obvious applications involve flow networks that are constructed in
order to model settings with an abstract network, as in the case of elimination in partially
completed tournaments [32] or scheduling with constraints [2]. In addition, several classical
graph-theory problems can be reduced to the maximum-flow problem. This includes the
problem of finding a maximum bipartite matching, minimum path cover, maximum edgedisjoint or vertex-disjoint path, and many more [9, 2]. Variants of the maximum-flow problem
can accommodate further settings, like circulation problems, where there are no sink and
target vertices, yet there is a lower bound on the flow that needs to be traversed along each
edge [34], networks with multiple source and target vertices [12], networks with costs for unit
flows, and more.
All studies of flow networks so far assume that all the vertices in the network can be
controlled by a central authority. That is, the maximum-flow algorithm finds a flow that
directs, in all vertices of the network, incoming flow into the outgoing edges. In many
applications of flow networks, however, only some of the vertices of the network can be so
controlled: In road systems, police can direct traffic in only some of the junctions; in pipe
systems, a company may have control only on some of the valves; and in communication
networks, the authority may control only in some of the routers. In particular, in the area of
software defined network (SDN), there is growing interest in hybrid networks, where some
vertices are software-defined by a logically-centralized controller and in some others the
routers behave as they see fit (e.g., running traditional or proprietary routing protocols,
making adversarial decisions, etc.). Moreover, new network elements (e.g., SDN switches)
should be added to the network gradually, so that traffic in not suspended, which results in
a hybrid network [1, 35].
The above applications suggest that the maximal-flow problem should be revisited, taking
into account the game-theoretic nature of the setting. Indeed, in more and more applications,
the authority can direct the flow only in a subset of the vertices. In the others, it is the
environment that directs the flow. The environment need not cooperate, giving rise to a
game between the authority and the environment.
We introduce and study flow games.1 In a flow game, the vertices in the network are
partitioned between two players, Player 0 and Player 1. Player 0 corresponds to the network
authority, whose goal is to maximize the flow, while Player 1 corresponds to the hostile
environment. A strategy for a player advices him how to direct flow that enters vertices
under his control. Formally, for each vertex u, let Eu denote the set of edges outgoing from
u. Also, for each edge e, let c(e) ∈ IN denote its capacity. Then, for each vertex u controlled
by the player, a strategy for the player includes a policy fu : IN → INEu that maps every
incoming flow x ∈ IN to a function describing how x is partitioned among the edges outgoing
from u. For each incoming flow x ∈ IN and edge e ∈ Eu , we require that fu (x)(e) ≤ c(e) and
P
P
e∈Eu fu (x)(e) = min{x,
e∈Eu c(e)}. Thus, fu (x) assigns to each edge outgoing from u a
flow that is bounded by its capacity. Also, when the incoming flow is larger than the capacity
of the outgoing edges (which bounds the outgoing flow), then flow gets stuck or leaks and the

1

Not to confuse with games in which players cooperate in order to construct a sub-graph that maximizes
the flow in the traditional setting, which are also termed flow games (c.f., [24]).
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outgoing flow is lower than the incoming flow. In addition, a policy for the source s assigns
to each edge outgoing from s a flow that is bounded by its capacity. The goal of Player 0 is
to maximize the flow that enters the target t, no matter how Player 1 plays. Thus, it is a
Stackelberg game where Player 0 is the leader [29]. Note that the definition of flow in a flow
game is different from the traditional definition, which corresponds to the case all vertices
belong to Player 0, and in which the “flow conservation” property is respected in all vertices.
Indeed, in the game setting, Player 1 may cause flow to gets stuck or to leak by directing the
flow to vertices whose outgoing capacity is smaller than the incoming flow.
I Example 1. Consider the flow game in the figure below. We represent vertices of Player 0
by circles and vertices of Player 1 by squares. Sinks, namely vertices other than the target
that do not have outgoing edges, are represented by filled circles. In the classical max-flow
problem, the maximal flow is 2, which is also the minimal cut in the network.

We can view the network as a road system, where the vertex u, which belongs to Player 1, is
a junction in which the police does not direct incoming traffic. Note that the traffic is not
lost in u, it is only that the police cannot direct it to t, and so it may go to the sink, where
it gets lost, or to vertex v. In the context of road systems, flow loss means that the outgoing
flow is less than the incoming flow and thus a traffic jam occurs. Likewise, the network may
model a communication network in which the vertex u is a router whose software we do not
control. Again, unless the outgoing channels are filled, the router does not dismiss packets
that reach it, but it can direct the packets however it chooses. A strategy for Player 0 that
directs 1 unit of flow from s to v and no flow from s to u ensures a flow of 1. Also, since
the incoming flow to u is at most 2, and Player 1 can direct it to the sink and to vertex v,
Player 0 does not have a strategy that ensures a flow of more than 1. Hence, the maximum
flow that Player 0 can ensure is 1.
In essence, what we propose here is to lift the maximum-flow problem from its classical
one-player setting to a two-player setting. Such a transition has been studied in computer
science in many contexts. In graph theory, this transition corresponds to going from graph
reachability to alternating graph reachability (Path Systems) [7]. In complexity theory, this
is the transition from nondeterministic computation to alternating computation [6]. In logic,
this is the transition from Boolean satisfiability [8] to quantified Boolean satisfiability [33].
In temporal reasoning, this is the transition from satisfiability [27] to temporal synthesis [30].
Generally, this can be viewed as a transition from closed systems, which are completely under
our control, to open systems, in which we have to contend with adversarial environments.
The absence of regulation by some central authority is indeed a driving theme of algorithmic
game theory, cf. [28], inspired by the open nature of today’s computing environments. Thus,
this work can be viewed as a study of maximal flow in a network from the perspective of
algorithmic game theory.2 In addition, flow games extend less direct applications of the

2

Different aspects of networks have already been extensively studied from the perspectives of algorithmic
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maximum-flow problem to open settings. In particular, many of the constrained scheduling
problems that are reduced to maximum-flow problems [2] actually correspond to cases in
which not all involved entities may be controlled. We note that one could also consider
flow games among more than two players, and also examine classical algorithmic gametheory questions: existence of a Nash equilibrium, stability inefficiency, and many more (see
Section 7). Two-player games are an important and popular first step in studying richer
multiplayer settings. Beyond the technical interest (lower bounds apply to the multiplayer
setting, and upper bounds are often extendible), the two-player setting captures also an
environment composed of different entities. Even when these different entities have no
centralized authority, a worst case approach to their joint behavior, which is the one we want
to take, amounts to viewing them as a single player.
Other game variants of classical graph-theory problems include the study of Turán
numbers and Saturation numbers for various graph monotone decreasing properties such
as triangle freedom, planarity, and 3-colorability. There, two players take turns choosing
edges of a given graph as long as the property is preserved in the generated subgraph. One
player aims for the process to be long (that is, for the generated subgraph to be big), and
the second aims for it to be short [18, 21]. Likewise, the game chromatic number of graphs is
the smallest number of colors with which a graph can be colored when two players alternate
turns in deciding the color of the next vertex [5]. Finally, in spanning-tree games, the players
alternate turns choosing edges of a weighted graph as long as a cycle is not closed. One
player aims to maximize the weight of the generated spanning tree and the second aims to
minimize it [22].
The transition from closed to open systems does not come without a computational
price. Graph reachability is in NLOGSPACE, while alternating reachability is PTIMEcomplete. Boolean satisfiability is NP-complete, while quantified Boolean satisfiability is
PSPACE-complete. Temporal satisfiability is PSPACE-complete, while temporal synthesis is
2EXPTIME-complete. Understanding the computation cost from going from network flow
to network-flow games is a major theme of this work.
We study here acyclic game networks. There, given strategies for the players, it is possible
to calculate the flow by following a topological ordering of the vertices. We first show that
the problem of finding the maximal flow as well as an optimal strategy for the authority
P
in a flow game is ΣP
2 -complete, and is already Σ2 -hard to approximate. We point to easy
fragments and variants: when the network is a tree, and the goal is to maximize the flow
that reaches the leaves, and when the environment may swallow flow.
Once we find the complexity of flow games, we turn to study three important variants of
the setting. Recall that when the incoming flow is larger than the capacity of the outgoing
edges, then flow is lost: it gets stuck or leaks. Sometimes it is desirable to find a strategy
of Player 0 such that for every strategy of Player 1, there is no loss of flow. Indeed, in
some applications the authority cannot tolerate loss of traffic and is willing to reduce the
flow in order to ensure no loss. We study the problem of finding the maximal flow that the
authority can transfer while ensuring no loss. As good news, we show that the problem of
deciding whether some positive flow can be transferred is PTIME-complete, as opposed to
the ΣP
2 -completeness in the “with loss" setting. Finding, however, the maximal flow that can
be guaranteed with no loss stays ΣP
2 -complete.

game theory. This includes, for example, network formation games [4] or incentive issues in interdomain
routing and the BGP protocol [13]. We are the first, however, to consider the maximal-flow problem
from this perspective.
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Our definition of strategies assumes that policies are integral: vertices receive integral
incoming flow and partition it to integral flows in the outgoing edges. Integral-flow games
arise naturally in settings in which the objects we transfer along the network cannot be
partitioned into fractions, as is the case with cars, packets, and more. Sometimes, however,
as in the case of liquids, flow can be partitioned arbitrarily. In the traditional maximum-flow
problem, it is well known that the maximum flow can be achieved by integral flows [16].
We show that, interestingly, the game setting makes strategies that use non-integral flow
stronger: partitioning outgoing flows into non-integers may increase the flow that Player 0
can ensure. Moreover, the gain cannot be bounded by a constant. We leave open the problem
of finding the flow that Player 0 can ensure when using non-integral strategies. Hardness in
ΣP
2 holds also for this setting. Yet, as real numbers are second-order creatures, the problem
may be undecidable.
As a third variant, we define dynamic flow games, in which the policy for a vertex u
is chosen only when flow reaches it. More formally, the policy in u is chosen once flow in
all edges that precede u in the topological order has traveled. We show that the dynamic
setting enables a formulation of the problem by means of the first-order theories of integral
addition or real addition, making the related decision problems decidable for both integral
and non-integral flows [15, 14].
Finally, we discuss additional variants, which we leave for future research: The first is
motivated by evacuation scenarios [25]: Consider, for example, a road network of a city,
where the vertex s denotes the center of the city and the vertex t denotes the area outside of
the city. In order to evacuate the center of the city, drivers are asked to navigate from s to t.
In each vertex, every incoming driver chooses an arbitrary outgoing edge. If the outgoing
capacity from a vertex is smaller than the incoming flow, then a traffic jam occurs, and flow
is lost. We want to find the number of cars that are guaranteed to evacuate in the worst
scenario. This corresponds to solving a flow-game in which all vertices belong to Player 1.3
Then, in multiplayer flow games, the vertices of the network are partitioned among several
(possibly more than 2) players, each having her target vertex. Finally, in partially-specified
flow networks, a strategy is known for some vertices, and we need to find an optimal strategy
for the others.
Due to the lack of space, some details and proofs are omitted, and can be found in the
full version, in the authors’ URLs.

2

Flow Games

A flow network is N = hV, E, c, s, ti, where V is a set of vertices, E ⊆ V × V is a set of
directed edges, and c : E → IN is a capacity function, assigning to each edge an integral
amount of flow that the edge can transfer, and s, t ∈ V are source and target vertices. We
assume that t is reachable from s and the capacities are given in unary. A flow game between
two players, denoted Player 0 and Player 1, is G = hV0 , V1 , E, c, s, ti, where V0 and V1 are sets
of vertices and hV0 ∪ V1 , E, c, s, ti is a flow network in which the set of vertices is partitioned
between Player 0 and Player 1. Intuitively, Player 0 directs flow that arrives to vertices in V0
and his goal is to maximize the flow from s to t. Then, Player 1 directs flow that arrives
to vertices in V1 and his goal is to minimize the flow from s to t. A sink is a vertex u with
no outgoing edges. That is, there is no vertex v with E(u, v). We assume that t is a sink,
s ∈ V0 , and that no edge enters s. That is, there is no vertex v with E(v, s).

3

We note that this is different from work done in evacuation planning, where the goal is to find routes
and schedules of evacuees (for a survey, see [31]).
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Let V = V0 ∪ V1 . For a vertex u ∈ V , let E u and Eu be the sets of incoming and outgoing
edges to and from u, respectively. That is, E u = (V × {u}) ∩ E and Eu = ({u} × V ) ∩ E. A
policy for a vertex u ∈ V , for u 6= s, is a function that partitions an incoming flow between the
outgoing edges. Formally, a policy for u is a function fu : IN → INEu such that for every flow
P
P
x ∈ IN and edge e ∈ Eu , we have fu (x)(e) ≤ c(e) and e∈Eu fu (x)(e) = min{x, e∈Eu c(e)}.
Thus, fu (x) assigns to each edge outgoing from u a flow that is bounded by its capacity.
Also, when the incoming flow is larger than the capacity of the outgoing edges (which bounds
the outgoing flow), then flow is lost and the outgoing flow is lower than the incoming flow.
In practice, loss of flow may correspond to leaks – fluid in a pipe system that is lost when
the system is overflowed, to traffic that gets stuck – in jammed road systems, or to packets
that are thrown by routers all whose outgoing channels are filled. Note that this is different
from the traditional definition of flow in a network, which corresponds to the case all vertices
belong to Player 0, and in which the “flow conservation" property is respected. Note also
that fu (0)(e) = 0 for every e. For the source vertex s, a policy is a function fs ∈ INEs such
that for every edge e ∈ Es , we have fs (e) ≤ c(e).
A flow in a flow game is a function f ∈ INE that assigns to each edge the flow that travels
in it. We require that for every edge e ∈ Eu , we have f (e) ≤ c(e), and for every vertex u ∈ V ,
P
P
P
except for s and t, we have e∈Eu f (e) = min{ e∈E u f (e), e∈Eu c(e)}. That is, the flow
in each edge is bounded by its capacity, and the flow that leaves each vertex is the minimum
between the flow that enters the vertex and the sum of the capacities of edges outgoing
from it. We focus on the case where the graph hV, Ei is acyclic. Then, given policies fu for
all vertices in u ∈ V , we can calculate the flow in the game as follows. First, we order the
vertices in a topological ordering. Then, we start from the vertex s (we ignore every vertex
preceding s), and use fs to assign a flow to each edge in Es . Now, we continue to the next
vertex in the topological ordering. Whenever we reach a vertex u, the incoming flow to u,
denoted x, has already been calculated. We then use fu (x) to assign a flow for each edge in
Eu , and continue along the topological ordering until we reach t. Since the flow that enters a
vertex u depends only on the sub-game that reaches u, it is easy to see that the calculation
above is independent of the topological ordering. Indeed, if u1 and u2 are not ordered, then
flow that leaves u1 does not reach u2 , and vice versa.
A strategy for Player 0 is a collection of policies, one for each vertex in V0 . Likewise,
a strategy for Player 1 is a collection of policies, one for each vertex in V1 . Let F0 and F1
be the sets of all possible strategies of Player 0 and Player 1 respectively. Given strategies
α ∈ F0 and β ∈ F1 , the flow in the game, denoted f α,β , can be calculated as described above.
The outcome of the game with strategies α and β is then the amount of flow that reaches the
P
target t. Thus, outcome(α, β) = e∈E t f α,β (e). The value of the game, denoted value(G),
is defined by maxα∈F0 minβ∈F1 outcome(α, β). That is, against every strategy of Player 0,
we take the most hostile strategy of Player 1, and the value is obtained by considering the
strategy of Player 0 that achieves the maximal flow no matter how Player 1 responds. Note
that since we quantify on the strategies of Player 1 universally, this corresponds to a setting
in which Player 0 proceeds first and determines the policies in all his vertices, and then
Player 1 responds by determining the policies in all his vertices.

3

Problem Complexity

In this section we study the complexity of the problem of finding the value of a flow game.
We consider the corresponding decision problem, which is parameterized by a threshold.
Formally, the input to the flow-game problem (FG problem, for short) is a flow game G and
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Figure 1 The circuit Cψ and the external-source flow game Gψ , for ψ = x ∨ (x̄ ∧ y) ∧ ((x ∧ ȳ) ∨
(y ∨ ȳ ∨ x̄)).

a threshold γ ∈ IN, and the goal is to decide whether value(G) ≥ γ.
We show that the problem is complete in ΣP
2 , namely the class of problems that can
be solved by a nondeterministic polynomial Turing machine that has an oracle to some
NP-complete problem.
I Theorem 2. The FG problem is ΣP
2 -complete.
Proof. We start with the upper bound. Consider a flow game G and a threshold γ ∈ IN.
Strategies for Player 0 and Player 1 can be represented by polynomial-length strings. Given
a strategy α for Player 0, the problem of checking whether there is a strategy β for Player 1
such that outcome(α, β) < γ is in NP. Consequently, deciding whether there is a strategy α
for Player 0 such that for every strategy β for Player 1 we have outcome(α, β) ≥ γ, can be
done by a nondeterministic polynomial-time Turing machine with an NP oracle.
We continue to the lower bound and describe a reduction from QBF2 : satisfiability
for quantified Boolean formulas with 2 alternations of quantifiers, where the most external quantifier is “exists". Let ψ be a Boolean propositional formula over the variables
x1 , . . . , xn , y1 , . . . , ym and let θ = ∃x1 . . . ∃xn ∀y1 . . . ∀ym ψ. Also, let X = {x1 , . . . , xn },
X̄ = {x̄1 , . . . , x̄n }, Y = {y1 , . . . , ym }, Ȳ = {ȳ1 , . . . , ȳm }, Z = X ∪ Y , and Z̄ = X̄ ∪ Ȳ . We
construct a flow game Gθ such that the value of Gθ is 1 if θ holds and is 0 otherwise.
We assume that ψ is given in a positive normal form, that is, ψ is constructed from the
literals in Z ∪ Z̄ using the Boolean operators ∨ and ∧, and that there is k ≥ 1 such that
every literal in Z ∪ Z̄ appears in ψ exactly k times. Clearly, every Boolean propositional
formula can be converted with only a quadratic blow-up to an equivalent one that satisfies
these conditions.
We first translate ψ into a Boolean circuit Cψ with k(2n + 2m) inputs – one for each
occurrence of a literal in ψ. For example, in Figure 1, on the left, we describe Cψ for
ψ = x ∨ (x̄ ∧ y) ∧ ((x ∧ ȳ) ∨ (y ∨ ȳ ∨ x̄)). Each gate in Cψ has fan-in 2 and fan-out 1. We
say that an input assignment to Cψ is consistent if it corresponds to an assignment to the
variables in Z. That is, for each variable z ∈ Z, there is a value b ∈ {0, 1} such that all the k
inputs that correspond to the literal z have value b and all the k inputs that correspond to
the literal z̄ have value b̄. If the input to Cψ is consistent then Cψ computes the value of ψ
for the corresponding assignment.
Now, we translate Cψ to an external-source flow game Gψ = hV0 , V1 , E, c, ti: a flow game
in which there is no source vertex, and an input flow is given externally. Formally, some of
the edges in E have an unspecified source, to be later connected to edges with an unspecified
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target. The idea behind the translation is as follows: The capacities in Gψ are all 1. Each
OR gate in Cψ induces a vertex v0 in V0 that has in-degree 2 and out-degree 1. Thus, if the
incoming flow in each incoming edge to v0 is 0 or 1, then its outgoing flow is 1 iff at least one
of its incoming edges has flow 1. Then, each AND gate in Cψ induces a vertex v1 in V1 that
has in-degree 2 and out-degree 2, yet, one of the two edges that leaves v1 leads to a sink.
Accordingly, if the incoming flow in each incoming edge to v1 is 0 or 1, then the outgoing
flow in the edges that does not lead to the sink is 1 in all the policies for v1 iff both incoming
edges have flow 1. For example, the Boolean circuit Cψ from Figure 1 is translated to the
external-source flow game Gψ to its right.
The following lemma can be proved by an induction on the structure of ψ.
I Lemma 3. Consider a Boolean formula ψ and its corresponding external-source flow
game Gψ .
1. Given input flows to Gψ , if we increase some input flow, then the new value of the game
is greater than or equal to the original value.
2. Given input flows in {0, 1} to Gψ , the value of the game is equal to the output of Cψ with
the same input. Thus, if the input flows to Gψ corresponds to a consistent input to Cψ ,
then the value of Gψ is the value of ψ for the corresponding assignment.
We complete the reduction by constructing the flow game Gθ , which uses Gψ as a sub-game.
As can be seen in Figure 2, the game Gθ has a source s that can direct flow to a layer of
variable vertices – vertices associated with the variables in Z. The existentially quantified
variables, namely these in X, are associated with V0 vertices, and the universally quantified
ones, namely these in Y , are associated with V1 vertices. The source s can direct 2k units of
flow to each variable vertex. The third layer of the game consists of literal vertices: each
variable vertex dz has two successors, associated with the literals z and z̄. Vertices associated
with literals in X ∪ X̄ are in V1 , whereas these associated with literals in Y ∪ Ȳ in V0 . The
edges from a variable vertex to its literal vertices have capacity 2k. Intuitively, the structure
of the game, together with Lemma 3, imply that optimal strategies for both players directs all
the 2k units that enter a variable vertex dz into one of its literal vertices, which corresponds
to a choice between z and z̄. Consequently, there is a correspondence between the outgoing
flow from the variable vertices and assignments to the variables, which induces an input to
Cψ . Each outgoing edge from a literal vertex enters an input of Cψ that corresponds to this
literal.
In the full version we describe the game Gθ for the case ψ = (x ∨ y) ∧ (x̄ ∨ ȳ), and prove
that the value of Gθ is 1 if θ holds and is 0 otherwise.
J
Note that from the proof of Theorem 2 we can also conclude that the FG problem is
ΣP
-hard
already for flow games in which the capacities of the edges are 1. Indeed, we can
2
change the reduction so that in the game Gθ , an edge with capacity d is replaced by d parallel
edges with capacity 1.
A natural question that arises is whether we can efficiently find an approximated solution
for the FG problem. In particular, we say that a solution x is a δ-approximation for the
value of a flow game G if xδ ≤ value(G) ≤ δ · x. As we now show, finding an approximated
solution to the FG problem is not easier than finding an exact solution. Formally, we have
the following.
I Theorem 4. It is ΣP
2 -hard to approximate the FG problem within any multiplicative factor.
Proof. The reduction used for proving the ΣP
2 lower bound in the proof of Theorem 2 is
such that the value of the flow game Gθ is 1 if θ holds and is 0 otherwise. Thus, deciding
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Figure 2 The game Gθ .

whether the value of a flow game is 0 or 1 is already ΣP
2 -hard. Since every algorithm that
approximates the solution of the problems within a multiplicative factor can determine
whether the value of the game is positive or is 0, then approximated solution amounts to a
precise solution, and is therefore ΣP
J
2 -hard.

3.1

Feasible Cases

We describe a variant of the problem as well as a structural restriction on games for which
the FG problem can be solved efficiently.

Swallowing Flow. A most hostile environment is one that simply swallows all flow that
reaches vertices it controls. That is, flow that reaches V1 is lost. It is easy to analyze flow
games in this setting, as they coincide with traditional networks in which the vertices in V1
are eliminated. Indeed, Player 0 should avoid sending flow to vertices in V1 . It follows that
maximal flow in this setting can be found in polynomial time. A variant of this setting is
one in which there is a bound on the flow that Player 1 can swallow in each vertex. It is not
hard to see that this variant can be reduced to our model by adding an edge to a sink from
each vertex of Player 1. The capacity of the edge is the amount of flow that Player 1 can
swallow in the vertex.

Tree Flow Games. Let G = hV0 , V1 , E, c, si be a flow game without a target vertex. Let
V = V0 ∪ V1 . Assume that the directed graph hV, Ei is a tree, namely, the in-degree of every
vertex in V \ {s} is 1. The goal of Player 0 is to maximize the flow that enters the leaves of
the tree. In the full version we show that if the out-degree of every vertex is bounded by a
constant then the FG problem can be solved in polynomial time. Essentially, the value of a
game from a vertex u can be expressed as a min-max expression over the possible values of
the games that start from the successors of u, which enables the formulation of the problem
by means of dynamic programming. When the out-degrees of the vertices are constants, the
latter can be solved in polynomial time.
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4

No-Loss Flow Games

Recall that when the incoming flow is larger than the capacity of the outgoing edges, then
flow is lost and the outgoing flow is lower than the incoming flow. Sometimes it is desirable
to find a strategy of Player 0 such that for every strategy of Player 1, there is no loss of flow.
We call such a strategy of Player 0 a no-loss strategy. Formally, α ∈ F0 is a no-loss strategy
if for every strategy β ∈ F1 , there is no vertex u ∈ V such that the flow that enters u in f α,β
is larger than the sum of the capacities of the edges that leave u. Thus, for all vertices u ∈ V
P
P
except for s and t, we have e∈Eu f α,β (e) = e∈E u f α,β (e).
No-loss strategies are required in applications in which the authority cannot tolerate loss
of traffic and is willing to reduce the flow in order to ensure no loss. For example, when it
involves leaks of hazards or loss of crucial packets in a communication network. The trivial
strategy, where the flow is 0, is clearly a no-loss strategy. In this section we study optimal
no-loss strategies, namely no-loss strategies that ensure a maximal flow. Given a flow game
G, let nl_value(G) denote the value of the G when the strategy of Player 0 is restricted to
strategies that ensure no loss.
Recall that in Theorem 2 we showed that deciding whether value(G) ≥ 1 is ΣP
2 -complete.
We start with some good news and show that if Player 0 is restricted to no-loss strategies, the
problem can be solved in polynomial time. In order to prove this, we first define reachability
games.
Consider a graph hV, Ei, source and target vertices s, t ∈ V , and a partition V0 ∪ V1 of V .
The reachability game on hV0 , V1 , E, s, ti is played between Player 0 and Player 1 as follows.
Initially, a token is placed on s. Then, in each step, if the token is placed on a vertex u ∈ V0
(respectively, u ∈ V1 ), then Player 0 (respectively, Player 1) chooses a successor vertex v,
namely v such that hu, vi ∈ E, and moves the token to v. A strategy of Player 0 (respectively
Player 1) maps each vertex u ∈ V0 (respectively, u ∈ V1 ) that is neither t nor a sink to a
successor vertex v. A pair of strategies, α for Player 0 and β for Player 1, induces a unique
path, denoted outcome(α, β), to be traversed by the token when the players follow their
strategies. When the graph is acyclic, the path is finite and Player 0 wins if the path reaches
t. Otherwise, the path reaches a sink and Player 1 wins. A winning strategy for Player 0 is a
strategy α such that for every strategy β of Player 1, the path outcome(α, β) reaches t. it is
well known that the problem of deciding the winner in a reachability game can be solved in
linear time and is PTIME-complete [23].
I Theorem 5. Consider a flow game G. Deciding whether nl_value(G) ≥ 1 can be done in
linear time and is PTIME-complete.
Proof. We reduce the problem of deciding whether a flow game G = hV0 , V1 , E, c, s, ti
satisfies the requirement nl_value(G) ≥ 1 to the problem of deciding the reachability
game G 0 = hV0 , V1 , E, s, ti, and reduce the reachability game for G 0 to the problem of
deciding whether a flow game G = hV0 , V1 , E, c, s, ti in which all capacities are 1 satisfies
nl_value(G) ≥ 1. The upper and lower bounds then follow from known complexity of
reachability games. In both reductions, a no-loss strategy for Player 0 in G is related with a
strategy for Player 0 in G 0 . Essentially, the successor vertex to which the flow of 1 is going
to be directed in a no-loss strategy is the successor vertex to which the token is going to be
moved, and vice versa. The details of the reductions can be found in the full version.
J
While deciding whether a positive outcome can be achieved by a no-loss strategy can be
done in polynomial time, calculating the no-loss value of the game is not easier than in the
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general case. Formally, in the no-loss flow game problem (NLFG problem, for short) the input
is a flow game G and a threshold γ ∈ IN, and the goal is to decide whether nl_value(G) ≥ γ.
I Theorem 6. The NLFG problem is ΣP
2 -complete.
Proof. The upper bound is similar to the case where loss is allowed. Indeed, given a strategy
α for Player 0, the problem of checking whether there is a strategy β for Player 1 such that
there is loss or that outcome(α, β) < γ is in NP, which implies membership in ΣP
2 for the
NLFG problem.
For the lower bound, we show that the reduction from QBF2 described in the proof of
Theorem 2 can be manipulated to address no-loss strategies. Essentially, this is done by
replacing all sinks by a single vertex in which loss is possible, but may be avoided when the
formula is satisfiable. The details of the reduction are described in the full version.
J

5

Non-Integral Flow Games

Recall that the capacities in the network are integral and that a policy for a vertex can
assign only integral flows. Integral-flow games arise naturally in settings in which the objects
we transfer along the network cannot be partitioned into fractions, as is the case with cars,
packets, and more. Moreover, sometimes, as in cases of messages or other information
packages, objects can be partitions up to a known granularity. It is easy to see that by
multiplying all capacities by factor γ and solving an integer-flow game in the obtained game,
we get a solution that involves strategies with fractions of γ1 in the original game. Sometimes,
however, as in the case of liquids, flow can be partitioned arbitrarily. In the traditional
one-player setting, it is known that when the capacities are integral, then there exists an
integral maximum flows. In this section we study an extension of the setting and allow
strategies to use flows in IR. We show that, interestingly, the game setting makes these
strategies stronger, in the sense that partitioning outgoing flows into reals may enlarge the
value of the game. Moreover, the gain cannot be bounded by a constant.
Consider a flow game G = hV0 , V1 , E, c, s, ti. Let IR+ denote the set of non-negative real
u
numbers. A non-integral policy for a vertex u 6= s is a function fu : IR+ → IRE
such that
P +
for every flow x ∈ IR+ and edge e ∈ Eu , we have fu (x)(e) ≤ c(e) and e∈Eu fu (x)(e) =
P
s
min{x, e∈Eu c(e)}. Likewise, a non-integral policy fs for the source s is a function in IRE
+ .
Thus, non-integral policies allow non-integral flows. We say that a strategy is a non-integral
strategy if it contains non-integral policies. We use ni_value(G) to denote the non-integral
value of G, namely the value when the players are allowed to use non-integral strategies. We
first show that Player 0 can benefit from using non-integral strategies:
I Theorem 7. There is a flow game G such that an optimal strategy for Player 0 in G must
be non-integral even when Player 1 is restricted to integral strategies. Thus, ni_value(G) >
value(G).
Proof. Consider the flow game appearing in Figure 3 on the left. Consider the non-integral
strategy α that assigns an outgoing flow of 2 to hs, ui and partitions the incoming flow to
v0 equally between hv0 , v1 i and hv0 , v2 i. It is not hard to see that for every strategy β for
Player 1, we have that outcome(α, β) ≥ 1.5. Indeed, the sum of the incoming flows to v1 and
v2 is 2, implying that there is loss of flow in at most one of these vertices. Since the flow
from v0 to both v1 and v2 is at most 0.5, then the loss is at most 0.5. On the other hand,
if Player 0 is restricted to integral strategies, then an outcome of more than 1 cannot be
ensured, as once Player 0 has chosen his strategy and directs 2 units to u, Player 1 can cause
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Figure 3 A FG in which Player 0 benefits from non-integral strategies (left) and its amplification
(right).

a loss of 1 by choosing a policy in u that directs 1 to v0 and directs 1 to the vertex (v1 or v2 )
to which Player 0 directs the incoming flow of 1 to v0 .
J
In the non-integral flow game problem (NIFG problem, for short) the input is a flow game
G and a threshold γ ∈ IR+ , and the goal is to decide whether ni_value(G) ≥ γ. We consider
also the no-loss non-integral flow game problem (NLNIFG, somewhat shorter), where we
consider non-integral strategies that also ensure no loss of flow.
The reduction from QBF2 described in Theorem 2 holds also for these new settings.
Indeed, by Lemma 3, the optimal strategies of the players would result in integral input to
Gψ . Hence, the following theorem.
I Theorem 8. The NIFG and NLNIFG problems are ΣP
2 -hard. The NIFG problem is also
P
Σ2 -hard to approximate within any multiplicative factor.
Theorem 8 only gives a lower bound for the problem. The upper bound for the FG
problem relied on the fact that integer strategies have a polynomial representation, which
cannot be applied in the NIFG problem. Moreover, since reals are second-order creatures,
the problem may be undecidable. We leave the decidability problem open and describe, in
Section 6, a decidable variant. A natural question is whether an algorithm that solves the
FG problem (for integral strategies) approximates the solution for the case of non-integral
strategies. As we show in the following theorem, such an approximation cannot be bounded
by a constant factor.
I Theorem 9. For all n > 1, there is a flow game Gn s.t. value(Gn ) = 1 and ni_value(Gn ) ≥
n.
Proof. We amplify the construction used in the proof of Theorem 7. Recall that there, we
showed that the flow game in Figure 3 on the left has value 1 and has non-integral value 1.5.
The amplification involves two ideas: we parameterize the branching degree of v0 and we
use a recursion that involves sub-games for which a smaller ratio between the value and the
non-integral value is known.
Let G be a flow game such that value(G) = 1 and ni_value(G) = k, for k > 1, and assume
that 2k is an integer. For example, in the game presented in Figure 3 on the left, we have
k = 1.5. We construct a flow game G 0 such that value(G 0 ) = 1 and ni_value(G 0 ) = 2k − 1.
By repeating the construction logarithmically many times, we obtain the required flow game
Gn .
Consider the game G. Let d1 and d2 be the outgoing flow from the source in an optimal
strategy and a non-integral strategy of Player 0 in G, respectively. Let d be an integer greater
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than d1 and d2 . We define the new game G 0 as shown in Figure 3 on the right. The game G 0
contains G twice as a sub-game: the incoming edge to G enters its source and the outgoing
edge from G leaves its target. In a flow game on G 0 , the maximum flow to the vertex u
that Player 0 can ensure with an integral strategy is 2. Hence, value(G 0 ) = 1. Allowing
non-integral strategies, the maximum flow to the vertex u that Player 0 can ensure is 2k,
making ni_value(G 0 ) = 2k − 1.
J

6

Dynamic Flow Games

In our definition of flow games, the players choose their strategies before the game starts.
The universal quantification on the strategies of Player 1 implies that this is equivalent to
a scenario in which Player 0 chooses a strategy and then Player 1 chooses a strategy. In
dynamic flow games we refer to the way information flows in the graph and let the players
choose policies in a vertex only after flow travels in the subgraph from which the vertex is
reachable. Since the graph is acyclic, this is well defined.
Formally, we first order the graph in a topological ordering such that V0 vertices appear,
whenever possible, before V1 vertices. That is, we fix a topological ordering ≤ such that if
there is neither a path from u ∈ V0 to v ∈ V1 nor from v to u then u ≤ v. Now, Player 0
chooses a flow for each outgoing edge of s. Then, we follow the order ≤ and for each vertex
u, the player that controls u directs the incoming flow to the outgoing edges. Thus, instead
of choosing a strategy that describes the behavior for each possible incoming flow for each
vertex u, the player just chooses how to direct the incoming flow, and he has information on
the flow in edges whose source precedes u in ≤. The value of the game is the maximal flow
to t that Player 0 can ensure.
Note that the dynamic setting is not equivalent to the non-dynamic (original) one. For
example, the value of the flow game in Figure 3 is 1 (and is 1.5 when we allow non-integral
strategies), whereas the dynamic setting leads to a value of 2. The flow game in Figure 3
suggests that the information about “earlier” flow helps Player 0 to use integral flows. Indeed,
coming to decide the flow from vertex v0 , Player 0 already known which of v1 and v2 have
already received 1 flow unit. As we show in the full version, however, the information may
not be sufficient in general, and Player 0 can benefit from using non-integral strategies.
The ΣP
2 lower bounds described in Sections 3 and 4 apply also for the dynamic setting.
On the positive side, the dynamic setting enables a formulation of the problem by means
of the first-order theories of integral addition or real addition, making the related decision
problems decidable for both integral and real flows [15, 14].

7

Discussion and Future Work

Today’s computing environment involves parties that should be considered adversarial. This
calls for a re-examination of classical algorithmic problems. We introduced and studied flow
games, which capture settings in which the authority can control the flow only in part of the
vertices in a flow network. Below we discuss possible extensions of our work as well as open
problems we have left for future research.
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7.1

Extensions

Evacuation. An evacuation flow game is G = h{s}, V1 , E, c, s, ti. Thus, all vertices except
for the source belong to Player 1.4 As explained in Section 1, an evacuation flow game
corresponds to scenarios in which the authority has no control on how flow travels on the
network [25]. Solving the FG problem in an evacuation flow game amounts to finding a
strategy for Player 1 that minimizes the flow.
Beyond the clear practical applications, it is interesting to study the computational
aspects of the evacuation problem. As it refers only to one player, and thus involves no
alternation of quantification, there is hope the problem can be solved in polynomial time,
possibly by a reduction to a prioritized variant of the maximal-flow problem. The latter
is strongly related to several weighted variants of the max-flow problem. In particular,
polynomial solutions are known for the min-cost max-flow problem [34] and to max-flow with
lexicographically ordered edges problem [26].
A Classical Algorithmic Game-Theory Examination. Beyond the questions we studied for
FGs, the game setting calls for a classical algorithmic game-theory examination: existence
of a Nash equilibrium, stability inefficiency, and many more. We plan to study them for
multiplayer flow games, where the vertices of the network are partitioned between some k > 1
players, there are k target vertices, and the objective of each player is to direct as much flow
as possible to her target vertex. For example, in a communication network controlled by
several companies (that is, vertices correspond to routers owned by the companies), each
company wants to maximize the number of messages from its source to target vertices, and
we want to find the best Nash equilibria or design networks for which this equilibria is close
to the social optimum.
Partially Specified Networks. In some cases, a strategy is known for some vertices and we
need to find an optimal strategy for the others. For example, in hybrid networks, where
some vertices are new SDN routers whose behaviour can be controlled, and the other vertices
run known traditional routing protocols (e.g., route via the shortest path) [3]. As another
example, consider the case where each time that a driver reaches an uncontrolled vertex,
it randomly chooses an outgoing edge with free capacity. In this case, we need to find a
strategy that maximizes the expected flow to the target.

7.2

Open Problems

Recall that a maximum flow in a flow game may involve non-integrals even when all capacities
are integrals. While we settle the complexity of flow games for strategies that only use
integrals, decidability for the setting in which strategies may use non-integrals is open. One
approach to obtain decidability and analyze flow games with non-integral strategies is to
approximate their value with integral strategies. While such an approximation cannot be
bounded by a constant multiplicative factor (Theorem 9), we conjecture that it can be
bounded by a linear additive factor. In particular, we conjecture that for every flow game
G, we have that ni_value(Gn ) ≤ value(Gn ) + |E|, where the intuition is that a non-integral

4

Recall that we define a flow game with s ∈ V0 . Alternatively, we could have defined an evacuation flow
game as one in which all vertices are in V1 and parameterize the game with an initial flow that enters s.
Indeed, saturating the edges from s is a dominating strategy for Player 0, so Player 0 does not really
take decisions even when s ∈ V0 .
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flow in G should not exceed flow in the game obtained from G by increasing all capacities
by 1. Another approach would be to find a granularity to which it would be sufficient to
break an integral flow. Our efforts in this direction so far reveal some counter-intuitive facts.
For example, flow games are not local monotonic: increasing the flow that enters a vertex
may cause a decrease in the flow directed by an optimal strategy to one of its outgoing
edges. Also, the required granularity is not continuous, in the following sense: for every
k ≥ 1, we can generate a FG such that an optimal strategy that can break the flow into
1
the fractions 12 , 13 , . . . , k−1
achieves the same flow achieved by an optimal strategy that only
uses integrals, yet breaking the flow into the fraction k1 improves this flow. Also, while we
know that non-integral strategies may be better than integral ones, we do not know whether
strategies that use rational numbers are as good as strategies that use real ones.
Acknowledgment. We thank David Hay for helpful discussions on software-defined networks.
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Abstract
The inverse satisfiability problem over a set of Boolean relations Γ (Inv-SAT(Γ)) is the computational decision problem of, given a relation R, deciding whether there exists a SAT(Γ) instance
with R as its set of models. This problem is co-NP-complete in general and a dichotomy theorem
for finite Γ containing the constant Boolean relations was obtained by Kavvadias and Sideri. In
this paper we remove the latter condition and prove that Inv-SAT(Γ) is always either tractable
or co-NP-complete for all finite sets of relations Γ, thus solving a problem open since 1998. Very
few of the techniques used by Kavvadias and Sideri are applicable and we have to turn to more
recently developed algebraic approaches based on partial polymorphisms. We also consider the
case when Γ is infinite, where the situation differs markedly from the case of SAT. More precisely,
we show that there exists infinite Γ such that Inv-SAT(Γ) is tractable even though there exists
finite ∆ ⊂ Γ such that Inv-SAT(∆) is co-NP-complete.
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1

Introduction

A constraint language is a set of Boolean relations. The parameterized satisfiability problem
over a constraint language Γ (SAT(Γ)) is the computational decision problem of determining
whether a conjunctive formula over Γ is satisfiable. In a seminal paper by Schaefer it was
proven that SAT(Γ) is either always tractable or is NP-complete [21]; a property that should
not be taken for granted in light of the NP-intermediate problems constructed by Ladner [15].
In this paper we will study the computational complexity of the inverse satisfiability problem
over a constraint language Γ (Inv-SAT(Γ)), which, as the name suggests, is the exact
opposite of SAT(Γ). Hence, instead of a SAT(Γ) instance, we are given a relation R, and the
question is then to determine if there exists an instance of SAT(Γ) with precisely R as it sets
of models. In fact, for every problem in NP there exists a corresponding inverse problem, and
we refer the reader to Chen [7] for a survey on this topic. Contrary to SAT(Γ), Inv-SAT(Γ)
∗
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is in general co-NP-complete, and its computational complexity was studied by Kavvadias
and Sideri [14]. While a complete dichotomy theorem was not obtained, Kavvadias and
Sideri proved that for finite constraint languages Γ containing the constant relations {(0)}
and {(1)}, Inv-SAT(Γ) is always either tractable or co-NP-complete. We will strengthen
this result and give a complete dichotomy theorem for Inv-SAT(Γ) for finite constraint
languages, and thus solve a long-standing open problem. At a first glance, the condition
that Γ contains the constant relations might only look like a minor technical difficulty, but
there are several reasons why Inv-SAT(Γ) has previously escaped a complete complexity
classification. First, for SAT and its multi-valued generalization CSP, it is known that the
introduction of constant relations does not affect the complexity of the problem, provided
that the constraint language satisfies the algebraic property of being a core. Such a property
does not hold a priori for Inv-SAT(Γ), which increases the number of cases we need to
consider. Second, and perhaps most importantly, the majority of dichotomies for CSP and for
Boolean problems parameterized by constraint languages, have been obtained via the so-called
algebraic approach. For a thorough survey of this approach we refer the reader to Creignou
et al. [8] and to Barto [1]. In short, the algebraic approach allows us to relate the complexity
of a problem parameterized by a set of relations Γ to properties of the polymorphisms of Γ,
which we may think of as a collection of functions preserving the structure of the relations in
Γ. The main applicability of this connection is that sets of polymorphisms are well-studied
and are in fact completely determined in the Boolean domain [19]. Hence, instead of directly
reasoning by properties of constraint languages, we can instead prove complexity results by
exploiting properties of well-known polymorphisms. The Inv-SAT(Γ) problem, however, is
fundamentally incompatible with polymorphisms, and instead we turn to the more refined
concept of partial polymorphisms. Unfortunately, partial polymorphisms are not nearly as
well-studied as total polymorphisms, which makes such classifications more problematic. To
tackle this issue we use the algebraic techniques developed by Schnoor and Schnoor [23] and
Lagerkvist [16] and are able to classify the constraint languages under consideration according
to their expressive power, in an extremely fine-grained way. These expressibility results turn
out to be vital when we prove our dichotomy theorem for Inv-SAT(Γ) in Section 3. More
precisely, our dichotomy result states that Inv-SAT(Γ) is co-NP-complete for finite Γ if the
polymorphisms of Γ can be generated by a set of unary Boolean operations — a property
which in the literature is also sometimes called non-Schaefer. This complexity classification
in fact exactly coincides with the complexity of enumerating the solutions of SAT(Γ) with
polynomial delay [10].
After having proven the dichotomy theorem for Inv-SAT(Γ) for finite Γ we investigate
the case when Γ is infinite in Section 4. For SAT(Γ), Schaefer’s dichotomy theorem remain
valid also for infinite languages, and given the similarity between SAT(Γ) and Inv-SAT(Γ),
one might conjecture that the same is also true for Inv-SAT(Γ). Somewhat surprisingly,
this turns out to be false: we show that there exists an infinite constraint language Γ such
that (1) Inv-SAT(Γ) is tractable, (2) SAT(Γ) is NP-hard, and (3) there exists finite ∆ ⊂ Γ
such that Inv-SAT(∆) is co-NP-complete. Hence, for infinite languages, the complexity
of Inv-SAT(Γ) is markedly different from the complexity of enumeration, even though the
complexity coincides for finite languages. Moreover, we provide an algebraic criterion for this
phenomena based on the expressive power of the partial polymorphisms of Γ, and conjecture
that this property is both necessary and sufficient.

2

Preliminaries

A Boolean relation is a subset of {0, 1}n for some n ≥ 1, and if R is a relation we write ar(R)
to denote its arity. For a tuple t = (x1 , . . . , xn ) we write t[i] to denote the ith element xi ,
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and Pri1 ,...,in0 (t) = (t[i1 ], . . . , t[in0 ]) to denote the projection on the coordinates i1 , . . . , in0 ∈
{1, . . . , n}. Similarly, for an n-ary relation R we let Pri1 ,...,in0 (R) = {Pri1 ,...,in0 (t) | t ∈ R}.
We will typically use first-order logical formulas to define relations, and write R(x1 , . . . , xn ) ≡
ϕ(x1 , . . . , xn ) to define the relation R = {(f (x1 ), . . . , f (xn )) | f is a model of ϕ(x1 , . . . , xn )}.
Let BR denote the set of all Boolean relations and ΠB the set of all Boolean projections,
i.e., operations of the form πin (x1 , . . . , xi , . . . , xn ) = xi . A (not necessarily finite) Γ ⊆ BR is
called a Boolean constraint language, or, if there is no risk for confusion, simply a constraint
language. If {(0)}, {(1)} ∈ Γ then we say that Γ is ultraidempotent. We prefer the term
ultraidempotent over idempotent since the latter typically only requires that the constant
relations are primitively positively definable (see Section 2.2 for a definition of this concept).

2.1

The Inverse Satisfiability Problem

The parameterized satisfiability problem over a constraint language Γ (SAT(Γ)) is the
computational decision problem defined as follows.
Instance: A tuple (V, C) where V is a set of variables and C a set of constraint
applications of the form R(x1 , . . . , xar(R) ) where R ∈ Γ and x1 , . . . , xar(R) ∈ V .
Question: Does there exist a function f : V → {0, 1} such that (f (x1 ), . . . , xar(R) ) ∈ R
for every R(x1 , . . . , xar(R) ) ∈ C?

I Example 1. Let R1/3 be the ternary relation {(0, 0, 1), (0, 1, 0), (1, 0, 0)}. Then SAT({R1/3 })
can be viewed as a formulation of the 1-in-3-SAT problem without negation, and is well-known
to be NP-complete.
We will sometimes view a SAT(Γ) instance as a conjunctive formula ϕ and write Sols(ϕ)
to denote its set of models. The inverse satisfiability problem over a constraint language Γ
(Inv-SAT(Γ)) can then be viewed as the problem of, given a relation R, determining whether
there exists a SAT(Γ) instance with precisely R as it set of models. More formally, we define
Inv-SAT(Γ) as follows.
Instance: A Boolean relation R.
Question: Does there exist a SAT(Γ) instance ϕ such that Sols(ϕ) = R?
If this question can be answered in polynomial time with respect to the number of
bits required to represent R then we say that Inv-SAT(Γ) is tractable. In general the
Inv-SAT(Γ) problem is co-NP-complete and a dichotomy theorem is known for finite and
ultraidempotent constraint languages Γ [14].
I Theorem 2. Let Γ be a finite and ultraidempotent constraint language. Then Inv-SAT(Γ)
is either co-NP-complete or tractable.
I Example 3. Consider the relation R1/3 from Example 1. Then Inv-SAT({R1/3 }) is the
problem of, given a relation R, deciding if there exists a 1-in-3-SAT instance without negation
with exactly R as its set of models. Since {R1/3 } is not ultraidempotent we cannot however
use Theorem 2 to conclude that Inv-SAT({R1/3 }) is co-NP-complete. We will return to this
problem in Section 3 where we prove our dichotomy theorem for Inv-SAT(Γ).
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2.2

Closure Operators on Relations

In this section we introduce two closure operators on relations that will be important when
explaining the algebraic approach in the forthcoming section. First, if R is an n-ary Boolean
relation and Γ a constraint language we say that R has a primitive positive definition over Γ
if R(x1 , . . . , xn ) ≡ ∃y1 , . . . , yn0 .R1 (x1 ) ∧ . . . ∧ Rm (xm ), where each Ri ∈ Γ ∪ {(0, 0), (1, 1)}
and each xi is a tuple of variables over x1 , . . . , xn , y1 , . . . , yn0 of length ar(Ri ). In other
words R is definable over Γ by a (possibly) existentially quantified, conjunctive formula of
constraints over Γ and the equality relation {(0, 0), (1, 1)}. Given a constraint language Γ we
now write hΓi to denote the smallest set of relations containing Γ and which is closed under
taking pp-definition. Sets of the form hΓi are called relational clones or co-clones.
Similarly, say that an n-ary Boolean relation has a quantifier-free primitive positive
definition (qfpp-definition) over a constraint language Γ if R(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧
Rm (xm ), where each Ri ∈ Γ∪{(0, 0), (1, 1)} and each xi is a tuple of variables over x1 , . . . , xn
of length ar(Ri ). Let hΓi6∃ denote the smallest set of relations containing Γ and which is
closed under taking qfpp-definitions. These sets are usually called weak systems or weak
partial co-clones. We remark that there is a very strong connection between Inv-SAT(Γ)
and the set hΓi6∃ . To see this, note that an instance of Inv-SAT(Γ) is simply a relation
R, and the question of whether there exists an instance ϕ of SAT(Γ) with Sols(ϕ) = R,
can be rephrased as whether R admits a qfpp-definition over Γ, i.e., R ∈ hΓi6∃ . Whenever
convenient we will therefore assume that Inv-SAT(Γ) is the problem of checking whether
R ∈ hΓi6∃ . We remark that the related problem of checking whether R admits a pp-definition
over Γ is tractable for Boolean Γ [9] but co-NEXPTIME-hard for sufficiently large, but finite,
domains [24].

2.3

Closure Operators on Operations

Let f : {0, 1}k → {0, 1} be a k-ary Boolean operation and R an n-ary Boolean relation. We
say that f preserves R, that f is a polymorphism of R, or that R is invariant under f , if
f (t1 , . . . , tk ) ∈ R for every sequence of tuples t1 , . . . , tk ∈ R, where
f (t1 , . . . , tk ) = (f (t1 [1], . . . , tk [1]), . . . , (f (t1 [n], . . . , tk [n]))).
We write Pol(R) for the set of polymorphisms of the relation R and if Γ is a constraint
T
language we let Pol(Γ) = R∈Γ Pol(R). Sets of the form Pol(Γ) are usually called clones and
are known to be sets of operations containing all projections (i.e., ΠB ⊆ Pol(Γ)) and closed
under composition (i.e., if f, g1 , . . . , gm ∈ Pol(Γ) where f has arity m and each gi arity n
then the n-ary operation f ? g1 , . . . , gm (x1 , . . . , xn ) = f (g1 (x1 , . . . , xn ), . . . , gm (x1 , . . . , xn )) is
included in Pol(Γ)). We let [F ] be the smallest clone containing the set F . There is a powerful
connection between clones and co-clones which we will now describe. First, if we let Inv(F)
be the set of all relations invariant under the set of operations F , it is known that Inv(F) is
in fact closed under pp-definitions, i.e., is a co-clone. Second, for any constraint language Γ
it is known that Inv(Pol(Γ)) = hΓi, and that for any set of operations F , Pol(Inv(F)) = [F].
We now have the following Galois connection between Inv(·) and Pol(·).
I Theorem 4 ([3, 4, 11]). Let Γ and Γ0 be two constraint languages. Then Γ ⊆ hΓ0 i if and
only if Pol(Γ0 ) ⊆ Pol(Γ).
There is a similar Galois connection between weak systems and sets of partial operations.
Formally, we view a (Boolean) partial operation f of arity k as a mapping X → {0, 1}
where X ⊆ {0, 1}k is called the domain of f and denoted by domain(f ). We now say
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that a k-ary partial operation f is a partial polymorphism of an n-ary relation R if either
f (t1 , . . . , tk ) ∈ R or there exists 1 ≤ i ≤ n such that (t1 [i], . . . , tk [i]) ∈
/ domain(f ), for every
sequence t1 , . . . , tk ∈ R. We write pPol(R) for the set of all partial polymorphisms of R
T
and pPol(Γ) for the set R∈Γ pPol(Γ). These sets are usually referred to as strong partial
clones and are known to be sets of partial operations containing all projections, closed
under composition, and closed under taking subfunctions. More precisely, composition of
partial operations is defined in exactly the same way as composition of total operations, but
the resulting partial operation is only defined for a sequence of arguments if every partial
operation in the composition is defined; and by closed under taking subfunctions we mean
that if f ∈ pPol(Γ) then g ∈ pPol(Γ) for every g such that domain(g) ⊆ domain(f ) and g
matches the values of f for these arguments. We write [F ]s for the smallest strong partial
clone containing F , and say that [F ]s is finitely generated if there exists finite G ⊆ [F ]s such
that [F ]s = [G]s , is infinitely generated otherwise, and in both cases we say that G is a base
of [F ]s . The reason why we define these technical concepts will be explained in Section 4
where we study the complexity of Inv-SAT(Γ) when pPol(Γ) is finitely generated.
Similar to the total case, if we let Inv(F) be the set of relations invariant under the set
of partial operations F , then it is known that Inv(F) is closed under qfpp-definitions, and
is therefore a weak system. Moreover, hΓi6∃ = Inv(pPol(Γ)) and [F ]s = pPol(Inv(F)). We
then have the following Galois connection between Inv(·) and pPol(·), due to Geiger [11] and
Romov [20].
I Theorem 5 ([11, 20]). Let Γ and Γ0 be two constraint languages. Then Γ ⊆ hΓ0 i6∃ if and
only if pPol(Γ0 ) ⊆ pPol(Γ).
Using the results in this section we can now present the dichotomy theorem from Kavvadias
and Sideri [14] more precisely as follows.
I Theorem 6. Let Γ be a finite and ultraidempotent constraint language. Then Inv-SAT(Γ)
is co-NP-complete if Pol(Γ) = ΠB and is tractable otherwise.
We remark that the tractable cases in Theorem 6 stem from the observation that if one
can enumerate the solutions of SAT(Γ) with polynomial delay, then Inv-SAT(Γ) must be
tractable. To see this, let R be an instance of Inv-SAT(Γ), and begin by computing a
qfpp-definition ϕ over Γ with the property that Sols(ϕ) ⊇ R, according to the strategy in
Kavvadias and Sideri [14]. Then it is sufficient to enumerate at most |R| + 1 solutions to ϕ
(viewed as an instance of SAT(Γ)) and stop if any of these solutions do not match the tuples
in R.

3

A Dichotomy Theorem for Inv-SAT(Γ)

In this section we will extend Theorem 6 to finite constraint languages that are not necessarily
ultraidempotent, in order to obtain a complete dichotomy theorem for Inv-SAT(Γ). First
observe that the tractable cases of Theorem 6 remain valid even if Γ is not ultraidempotent
since the enumeration algorithms works equivalently well in these cases. To better describe
the remaining cases we will need to define the following Boolean operations.
I
1.
2.
3.

Definition 7. We define the following Boolean operations.
f0 (x) = 0,
f1 (x) = 1,
x=1−x
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Figure 1 The complexity of Inv-SAT(Γ) for finite Γ.

Then, using the terminology from Böhler et al. [5, 6], [{f0 , f1 , x}] = N, [{f0 , f1 }] = I,
[{f0 }] = I0 , [{f1 }] = I1 , [{x}] = N2 , and [{π11 }] = I2 = ΠB . Our aim is now to prove the
following theorem, which is visualized in Figure 1. The intuition behind the theorem is that
one cannot enumerate the solutions of SAT(Γ) with polynomial delay if Pol(Γ) ⊆ [F] for
F ⊆ {f0 , f1 , x}, unless P = NP [10].
I Theorem 8. Let Γ be a finite constraint language. Then Inv-SAT(Γ) is co-NP-complete
if Pol(Γ) ⊆ [F] for F ⊆ {f0 , f1 , x} and is tractable otherwise.
The theorem will be proved in Lemma 11, Lemma 12, Lemma 14, and Lemma 16. At
this stage it might be helpful to review how dichotomy theorems for problems parameterized
by Boolean constraint languages are usually obtained. Hence, assume that X(Γ) is a
computational decision problem for which it is true that X(Γ) admits a polynomial-time
reduction to X(∆) whenever Pol(∆) ⊆ Pol(Γ). Then, what one needs to do is simply to take
every clone Pol(Γ) in Post’s lattice and determine the complexity of X(Γ), since the results
then automatically carry over to every X(∆) such that Pol(∆) = Pol(Γ). This is e.g. the
case for SAT and many Boolean optimization and logical reasoning problems [8]. For the
Inv-SAT(Γ) problem we do not have such a result, implying that the proof strategy is more
complex. However, we will see that it is possible to overcome this using properties of weak
systems. For this we will need the following lemma.
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I Lemma 9. Let Pol(Γ) ⊆ [F] for F ⊆ {f0 , f1 , x}. Then
01
1. τ 01 = {(0, 1)}, τ6=
= {(0, 1, 0, 1), (1, 0, 0, 1)} ∈ hΓi6∃ if Pol(Γ) = ΠB ,
2. τ6= = {(0, 1), (1, 0)} ∈ hΓi6∃ if Pol(Γ) = [{x}],
3. τf0 ,f1 ,x = {(0, 0, 0, 0), (1, 1, 1, 1), (0, 1, 0, 1), (1, 0, 0, 1), (1, 0, 1, 0), (0, 1, 1, 0)} ∈ hΓi6∃ if
Pol(Γ) = [{f0 , f1 , x}],
4. τ→ = {(0, 0), (1, 0), (1, 1)} ∈ hΓi6∃ if Pol(Γ) = [{f0 , f1 }],
01
5. τ6=
∪ {(0, 0, 0, 0)} = {(0, 0, 0, 0), (0, 1, 0, 1), (1, 0, 0, 1)} ∈ hΓi6∃ if Pol(Γ) = [{f0 }], and
01
6. τ6=
∪ {(1, 1, 1, 1)} = {(0, 1, 0, 1), (1, 0, 0, 1), (1, 1, 1, 1)} ∈ hΓi6∃ if Pol(Γ) = [{f1 }].
Proof. We consider each case in turn. The various cases follow a similar structure and make
use of the algebraic machinery developed by Schnoor and Schnoor [23] and Lagerkvist [16].
We first remark that for Pol(Γ) ∈ {[{f0 }], [{f1 }], [{f0 , f1 , x}]} the relations follow immediately
from Theorem 11 in Lagerkvist [16]. Hence, the remaining cases are when Pol(Γ) = ΠB ,
Pol(Γ) = [x], and Pol(Γ) = [{f0 , f1 }]. First assume that Pol(Γ) = ΠB . From Lagerkv6=6=6=01
6=6=6=01
ist [16] we know that R1/3
∈ hΓi6∃ where R1/3
= {(0, 0, 1, 1, 1, 0, 0, 1), (0, 1, 0, 1, 0, 1, 0, 1),
01
(1, 0, 0, 0, 1, 1, 0, 1)}, and using this relation we can qfpp-define τ6=
as
01
6=6=6=01
τ6=
(x1 , x2 , x3 , x4 ) ≡ R1/3
(x1 , x2 , x3 , x2 , x1 , x4 , x3 , x4 )
01
and τ 01 as τ 01 (x1 , x2 ) ≡ τ6=
(x1 , x2 , x1 , x2 ). Now assume that Pol(Γ) = [{x}]. In this case
6=6=6=6=
6=6=6=01
6=6=6=01
it is known that the relation R2/4
= R1/3
∪ {t | t ∈ R1/3
} is qfpp-definable by Γ [13,
6=6=6=6=
16]. Using this relation one can verify that τ6= (x1 , x2 ) ≡ R2/4
(x1 , x1 , x2 , x2 , x2 , x1 , x1 , x2 ).
Last, for Pol(Γ) = [{f0 , f1 }], the relation R = {(0, 0, 0, 0), (0, 0, 1, 1), (0, 1, 0, 1), (1, 1, 1, 1)} ∈
hΓi6∃ [16], and this relation can qfpp-define τ→ by τ→ (x1 , x2 ) ≡ R(x1 , x1 , x2 , x2 ).
J

The usefulness of this lemma is that we now have a better understanding of the expressiveness of the languages under consideration. For example, if Pol(Γ) = [{x}] then we know that
Γ is expressive enough to qfpp-define the binary inequality relation τ6= . Before we begin to
prove Theorem 8 we present a lemma that will simplify some of the forthcoming reductions.
If R is an n-ary relation then the ith argument is redundant if there exists j 6= i such that
t[i] = t[j] for every t ∈ R, and R is said to be irredundant if it does not have any redundant
arguments. It is not difficult to see that there for any R exists an irredundant relation Rirr
with the property that h{R}i6∃ = h{Rirr }i6∃ , and we obtain the following lemma.
I Lemma 10. Let Γ be a constraint language and R an n-ary relation. Then R ∈ hΓi6∃ if
and only if Rirr ∈ hΓi6∃ .
In some of the forthcoming reductions we will need the ability to output an arbitrary
yes- or no-instance of Inv-SAT(Γ). Clearly, a yes-instance can easily be produced by simply
outputting R ∈ Γ, but to find R ∈
/ hΓi6∃ requires a bit more work. We will provide a
proof sketch for how such a relation can be constructed. Begin by enumerating all partial
polymorphisms of Γ up to arity k + 1, where k is the maximum arity of any relation in Γ. It
is well-known that any finite Boolean constraint language containing only relations of arity k
contains a partial polymorphism which is not a partial projection [18]. Hence, let f denote
such a partial polymorphism of arity n ≤ k + 1, and let domain(f ) = {t1 , . . . , tm }. Now
consider the relation R obtained by for each 1 ≤ i ≤ n adding the tuple (t1 [i], . . . , tm [i]). By
construction, f does not preserve R since it is not a subfunction of a projection, which by
Theorem 5 implies that R ∈
/ hΓi6∃ . We are now ready to prove our first result, and begin with
the case when Pol(Γ) consists only of projections (which due to Theorem 4 implies that Γ
can pp-define every Boolean relation).
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I Lemma 11. Let Γ be a finite constraint language such that Pol(Γ) = ΠB . Then Inv-SAT(Γ)
is co-NP-complete.
Proof. First consider the constraint language ∆ = {τ × {(0, 1)}} | τ ∈ Γ} ∪ {{(0)}, {(1)},
i.e., each relation in Γ is adjoined with two constant arguments, and in addition ∆ contains
both {(0)} and {(1)}. Since ∆ is ultraidempotent and Pol(∆) = Pol(Γ) = ΠB it follows
from Theorem 6 that Inv-SAT(∆) is co-NP-complete. Hence, let R be an n-ary relation,
i.e., an instance of Inv-SAT(∆). We now observe that if there exists 1 ≤ i ≤ n such that
Pri (R) = {(0)} but no 1 ≤ j ≤ n such that Prj (R) = {(1)}, then R ∈ h∆i6∃ if and only if
R ∈ h{(0)}i6∃ . Similarly, if there exists 1 ≤ i ≤ n such that Pri (R) = {(1)} but no 1 ≤ j ≤ n
such that Prj (R) = {(0)}, then R ∈ h∆i6∃ if and only if R ∈ h{(1)}i6∃ . In both these cases we
can compute the answer in polynomial time and output an arbitrary yes- or no-instance to
Inv-SAT(Γ).
Hence, assume that there exist both i and j such that Pri (R) = {(0)} and Prj (R) = {(1)},
and for simplicity assume that R does not contain any redundant arguments, which is possible
by Lemma 10. We then claim that R ∈ h∆i6∃ if and only if R ∈ hΓi6∃ . Hence, first assume
that R ∈ h∆i6∃ , and let R(x1 , . . . , xi , . . . , xj , . . . , xn ) ≡ ϕ(x1 , . . . , xn ) ∧ {(0)}(xi ) ∧ {(1)}(xj )
be a qfpp-definition witnessing this, where we without loss of generality assume that every
constraint in ϕ(x1 , . . . , xn ) is of the form τk × {(0, 1)}(xk , xi , xj ) for τ × {(0, 1)} ∈ ∆, where
xk is a tuple of variables of length ar(τk ) not containing xi or xj . Then we may obtain a
qfpp-definition of R over Γ by first replacing {(0)}(xi ) ∧ {(1)}(xj ) by the single constraint
{(0, 1)}(xi , xj ), and then replacing every constraint τk ×{(0, 1)}(xk , xi , xj ) in ϕ(x1 , . . . , xn ) by
τk (xk ). This is clearly a valid qfpp-definition of R over Γ since {(0, 1)} ∈ hΓi6∃ by Lemma 9.
For the other direction, assume that R ∈ hΓi6∃ and let R(x1 , . . . , xi , . . . , xj , . . . , xn ) ≡
ϕ(x1 , . . . , xn ) be a qfpp-definition of R over Γ, where every constraint in ϕ(x1 , . . . , xn ) is
of the form τ (x) for τ ∈ Γ. Then we can construct a qfpp-definition of R over ∆ by first
introducing the constraints {(0)}(xi ) and {(1)}(xj ), and then replacing every τk (xk ) by
τk × {(0, 1)}(xk , xi , xj ).
J
I Lemma 12. Let Γ be a finite constraint language such that Pol(Γ) = [{x}]. Then
Inv-SAT(Γ) is co-NP-complete.
Proof. We will give a polynomial-time reduction from Inv-SAT(Γ ∪ {(0, 1)}), which is
co-NP-complete by Lemma 11, since Pol(Γ ∪ {(0, 1)}) = ΠB . Hence, let R be an n-ary
relation, i.e, an instance of Inv-SAT(Γ ∪ {(0, 1)}}). If there exist neither i nor j such that
Pri (R) = {(0)} and Prj (R) = {(1)} then R ∈ hΓi6∃ if and only if R ∈ hΓ ∪ {(0, 1)}i6∃ , and
the output of the reduction is simply R. Furthermore, if there exists 1 ≤ i ≤ n such that
Pri (R) = {(0)} but no 1 ≤ j ≤ n such that Prj (R) = {(1)}, or vice versa, then it cannot
be the case that R ∈ hΓ ∪ {(0, 1)}i6∃ or R ∈ hΓi6∃ , which again implies that we may simply
output R. This implies that the only remaining case is when there exist both i and j such
that Pri (R) = {(0)} and Prj (R) = {(1)}. By Lemma 10 we may without loss of generality
assume that R does not contain any other constant arguments.
In this case we claim that R ∈ hΓ ∪ {(0, 1)}i6∃ if and only if ¬(R) ∈ hΓi6∃ , where
¬(R) = R∪{t | t ∈ R}, i.e., R closed under complement. Assume first that R ∈ hΓ∪{(0, 1)}i6∃
and let R(x1 , . . . , xi , . . . , xj , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(xi , xj ) denote a qfppdefinition over Γ ∪ {(0, 1)}, where R1 , . . . , Rm ∈ Γ. We will construct a qfpp-definition of
¬(R) over Γ as follows. First, we replace {(0, 1)}(xi , xj ) by the constraint τ6= (xi , xj ), which
is qfpp-definable over Γ by Lemma 9. Then every other constraint is kept unchanged and we
obtain the qfpp-definition R0 (x1 , . . . , xi , . . . , xj , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ τ6= (xi , xj )
over Γ. We claim that R0 = ¬(R). It is easy to see that ¬(R) ⊆ R0 . Hence, let t ∈ R0 ,
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assume that t ∈
/ ¬(R), and observe that this also implies that t ∈
/ ¬(R), since ¬(R) is closed
under complement. Due to the construction of R0 this is clearly not possible. For the other
direction, assume that ¬(R) ∈ hΓi6∃ and let ¬(R)(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) be
a qfpp-definition over Γ where R1 , . . . , Rm ∈ Γ. We can then qfpp-define R using Γ and
{(0, 1)} as R(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(xi , xj ), since this only keeps
t ∈ ¬(R) satisfying t[i] = 0 and t[j] = 1.
J
For the case when Γ is preserved by a constant operation we will first need to show
co-NP-completeness of the following auxiliary problem. Say that an n-ary Boolean relation R
is complementary saturated if there for every 1 ≤ i ≤ n exists 1 ≤ j ≤ n such that t[i] 6= t[j]
for every t ∈ R. In other words for each argument of the relation there exists an argument
which is its complement. For a finite constraint language Γ by Inv-SAT6= (Γ) now we denote
the structurally restricted Inv-SAT(Γ) problem defined as follows.
Instance: A complementary saturated Boolean relation R.
Question: R ∈ hΓi6∃ ?
We will now prove that Inv-SAT6= (Γ) remains co-NP-complete when Pol(Γ) = ΠB .
I Lemma 13. Let Γ be a finite constraint language such that Pol(Γ) = ΠB .
Inv-SAT6= (Γ) is co-NP-complete.

Then

Proof. We will first construct the language Γ6= for every R ∈ Γ by letting R6= ∈ Γ6= where R6=
is obtained by adding the minimum number of arguments to R such that R6= is complementary
saturated. Without loss of generality we assume that the arguments to each relation R6= ∈ Γ6=
is ordered in such a way that Pr1,...,ar(R) (R6= ) = R, and that the remaining arguments are
the complement of the arguments of R. Observe that Pol(Γ6= ) = ΠB , which by Lemma 11
implies that Inv-SAT(Γ6= ) is co-NP-complete.
Hence, let R be an n-ary relation. Assume that R is not complementary saturated,
i.e., not a valid instance of Inv-SAT6= (Γ). Then either R ∈ h{(0, 0), (1, 1)}i6∃ ⊆ hΓ6= i6∃ , in
which case we output an arbitrary yes-instance, or R ∈
/ hΓ6= i6∃ , in which case we output
an arbitrary no-instance. Otherwise R is already a valid instance of Inv-SAT6= (Γ), and
in this case we claim that R ∈ hΓ6= i6∃ if and only if R ∈ hΓi6∃ . First assume that R ∈
01
∈ hΓi6∃ , and from this property it follows that
hΓ6= i6∃ . Via Lemma 9 we know that τ6=
6=
Γ ⊆ hΓi6∃ , implying that R ∈ hΓi6∃ . For the other direction, assume that R ∈ hΓi6∃ . Let
R(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) be a qfpp-definition over Γ, and for each tuple of
variables xi let yi denote the corresponding tuple of complementary variables. It then follows
6=
that R(x1 , . . . , xn ) ≡ R16= (x1 , y1 ) ∧ . . . ∧ Rm
(xm , ym ) is a valid qfpp-definition of R over
6=
Γ .
J
I Lemma 14. Let Γ be a finite constraint language such that Pol(Γ) = [{f0 }] or Pol(Γ) =
[{f1 }]. Then Inv-SAT(Γ) is co-NP-complete.
Proof. We present the proof for the case when Pol(Γ = [{f1 }] since the other case is
entirely analogous. In order to prove this we will give a polynomial-time reduction from
Inv-SAT6= (Γ ∪ {(0, 1)}) to Inv-SAT(Γ). The problem Inv-SAT6= (Γ ∪ {(0, 1)}) is co-NPcomplete by Lemma 13 since Pol(Γ ∪ {(0, 1)}) = ΠB .
Let R be an instance Inv-SAT6= (Γ ∪ {(0, 1)}) of arity n. If there does not exist i, j ∈
{1, . . . , n} such that Pri (R) = {(0)} and Prj (R) = {(1)} then it is already the case that
R ∈ hΓi6∃ if and only if R ∈ hΓ ∪ {(0, 1)}i6∃ ; therefore we assume that such i and j exist. First
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construct the relation R0 = R ∪ {(0, . . . , 0)}, i.e., the relation R adjoined with the constant 0
tuple. We will now prove that R0 ∈ hΓi6∃ if and only if R ∈ hΓ ∪ {(0, 1)}i6∃ . Hence, first assume
that R0 ∈ hΓi6∃ and let R0 (x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) be a qfpp-definition over Γ.
Then consider the qfpp-definition R(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(xi , xj ).
The intuition behind this qfpp-definition is that the additional constraint {(0, 1)}(xi , xj ) will
ensure that the constant 0 tuple included in R0 but not in R. For the other direction assume
that R ∈ hΓ ∪ {(0, 1)}i6∃ and let R(x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(xi , xj )
denote a qfpp-definition, where we without loss of generality assume that R1 , . . . , Rm ∈ Γ.
01
Now recall the relation τ6=
∪ {(0, 0, 0, 0)} = {(0, 1, 0, 1), (1, 0, 0, 1), (0, 0, 0, 0)} from Lemma 9,
and observe that this relation is nothing else than the binary inequality relation with two
constant arguments, adjoined with the constant 0 tuple. We will use this relation as a
gadget in order to enforce that the correct inequalities hold between the complementary
variables. Hence, assume that the arity of R is 2k + 2, that the variables occuring in positions
k + 1, . . . , 2k are the complement of the k first, and that the last two arguments are constant
0 and constant 1, respectively. We can thus qfpp-define R0 as
R0 (x1 , . . . , xk , xk+1 , . . . , x2k , x2k+1 , x2k+2 ) ≡R1 (x1 ) ∧ . . . ∧ Rm (xm )∧
k
^

01
τ6=
∪ {(0, 0, 0, 0)}(xi , xi+k , x2k+1 , x2k+2 ).

i=1

To see that this definition is indeed correct, note that if xi and xi+k are both assigned the
value 0, then this also forces the variable x2k+2 the value 0. But this implies that every other
variable must be assigned 0 as well, yielding the constant 0 tuple which is included in R0 . J
I Lemma 15. Let Γ be a finite constraint language such that Pol(Γ) = [{f0 , f1 }]. Then
Inv-SAT(Γ) is co-NP-complete.
Proof. In order to prove the result we will give a polynomial-time reduction from
Inv-SAT(Γ ∪ {(0, 1)}), which is co-NP-complete since Pol(Γ ∪ {(0, 1)}) = ΠB . Hence,
let R be an n-ary relation. If there does not exist i, j ∈ {1, . . . , n} such that Pri (R) =
{(0)} and Prj (R) = {(1)} then it is already the case that R ∈ hΓi6∃ if and only if
R ∈ hΓ ∪ {(0, 1)}i6∃ . Therefore, assume that such i and j exist, and construct the relation R0 = R ∪ {(0, . . . , 0), (1, . . . , 1)}. We claim that R ∈ hΓ ∪ {(0, 1)}i6∃ if and only if
R0 ∈ hΓi6∃ . For the first direction, assume that R ∈ hΓ ∪ {(0, 1)}i6∃ and let R(x1 , . . . , xn ) ≡
R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(xi , xj ) denote a qfpp-definition such that R1 , . . . , Rm ∈ Γ.
Recall that τ→ = {(0, 0), (0, 1), (1, 1)} from Lemma 9 is qfpp-definable by Γ. Now construct
the qfpp-definition
R0 (x1 , . . . , xn ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧

n
^

(τ→ (xi , xk ) ∧ τ→ (xk , xj ).

k=1

To see that this definition is correct, observe that the additional constraints of the form
(τ→ (xi , xk ) ∧ τ→ (xk , xj ) ensure that either xi and xj are assigned 0 and 1, respectively, or
every variable is assigned 0 or 1, resulting in the two constant tuples (0, . . . , 0) and (1, . . . , 1).
The other direction (R ∈ hΓ ∪ {(0, 1)}i6∃ if R0 ∈ hΓi6∃ ) can be proven using similar arguments
as in the proof of Lemma 14.
J
I Lemma 16. Let Γ be a finite constraint language such that Pol(Γ) = [{f0 , f1 , x̄}]. Then
Inv-SAT(Γ) is co-NP-complete.
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Proof. As Pol(Γ) = [{f0 , f1 , x̄}] it follows that Pol(Γ ∪ {(0, 1)}) = ΠB . We will give a
polynomial-time reduction from Inv-SAT6= (Γ ∪ {(0, 1)}) to Inv-SAT(Γ) (Inv-SAT6= (Γ ∪
{(0, 1)}) is co-NP-complete since Pol(Γ ∪ {(0, 1)}) = ΠB ). Let R be an instance of
Inv-SAT6= (Γ∪{(0, 1)}). First we check whether there exists i and j such that Pri (R) = {(0)}
and Prj (R) = {(1)}. If this is not the case then R ∈ hΓi6∃ if and only if R ∈ hΓ ∪ {(0, 1)}i6∃ ,
and we are done. Therefore assume that such i and j exists. For simplicity we will
also assume that R is irredundant, n = 2k + 2, i = 2k + 1, j = 2k + 2, and that the
arguments in positions k + 1, . . . , 2k are the complement of the k first. Construct the
relation R0 = R ∪ {t̄|t ∈ R} ∪ {(0, . . . , 0), (1, . . . , 1)}. We will prove that R0 ∈ hΓi6∃ if
and only if R ∈ hΓ ∪ {(0, 1)}i6∃ . Therefore, first assume that R ∈ hΓ ∪ {(0, 1)}i6∃ and let
R(x1 , . . . , x2k+2 ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧ {(0, 1)}(x2k−1 , x2k ) be a qfpp-definition over Γ
where R1 , . . . , Rm ∈ Γ. Now consider the qfpp-definition
^
00
R (x1 , . . . x2k+2 ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm ) ∧
τf0 ,f1 ,x (xl , xl+k , x2k+1 , x2k+2 ),
l∈{1,...,n}

where τf0 ,f1 ,x = {(0, 0, 0, 0), (1, 1, 1, 1), (0, 1, 0, 1), (1, 0, 0, 1), (1, 0, 1, 0), (0, 1, 1, 0)} ∈ hΓi6∃ is
00
the relation from Lemma 9. We claim that R0 = R , i.e., then the above qfpp-definition
defines R0 . It is clearly the case that R ⊆ R00 , and this also implies that R0 ⊆ R00 since
R00 is closed under f0 , f1 , and x. For the other direction, assume there exists t ∈ R00 \ R0 .
It must then be the case that t is not constant 0 or constant 1, and furthermore also that
t∈
/ R0 . Assume first that there exists 1 ≤ l ≤ k such that t[l] = t[l + k]. Then, due to the
V
constraints l∈{1,...,n} τf0 ,f1 ,x (xl , xl+k , x2k+1 , x2k+2 ), it is easy to verify that this will force
t[2k + 1] = t[2k + 2] = t[l], which in turn implies that t[l] = t[l0 ] for every 1 ≤ l0 ≤ 2k + 2, and
also that t ∈ R. This contradicts the assumption, and we conclude (1) that t[l] 6= t[l + k] for
every 1 ≤ l ≤ k and (2) that t[2k + 1] = 0 and t[2k + 2] = 1 or t[2k + 1] = 1 and t[2k + 2] = 0.
In the first case it directly follows that t ∈ R ⊆ R0 , and in the second case that t ∈ R, and
hence that t ∈ R0 .
To prove the reverse direction we assume that R0 (x1 , . . . x2k+2 ) ≡ R1 (x1 ) ∧ . . . ∧ Rm (xm )
where R1 , . . . , Rm ∈ Γ. We can then qfpp-define R by R(x1 , . . . x2k+2 ) ≡ R0 (x1 , . . . x2k+2 ) ∧
{(0, 1)}(x2k+1 , x2k+2 ). This concludes the reduction.
J
By combining Lemma 11– 12 and Lemma 14– 16 we have thus finally proven Theorem 8.
I Example 17. We can now answer the question regarding the complexity of
Inv-SAT({R1/3 }) from Example 3. It is not hard to verify that R1/3 is only preserved
by the projections, from which it follows that Pol(R1/3 ) = ΠB . An application of Theorem 8
then reveals that Inv-SAT({R1/3 }) is indeed co-NP-complete.

4

The Inv-SAT(Γ) Problem over Infinite Constraint Languages

Since we have proven that Inv-SAT(Γ) is always either tractable or co-NP-complete for
finite Γ, it is tempting to investigate the case when Γ is infinite. First, it is important to note
that Schaefer’s dichotomy theorem for SAT(Γ) is also valid for infinite constraint languages,
and in fact that many natural satisfiability problems such as CNF-SAT, Horn-SAT, and
linear equations modulo 2, can only be represented as SAT(Γ) problems over infinite Γ. It
thus makes sense to ask whether it is possible to extend Theorem 8 to infinite constraint
languages. First, note that if SAT(Γ) is NP-complete then SAT(∆) is NP-complete whenever
∆ ⊆ Γ. This straightforward property does not hold for Inv-SAT(Γ), since, for example,
Inv-SAT({R1/3 }) is co-NP-complete but Inv-SAT(BR) is trivially solvable in polynomial
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time by always answering “yes”. We will now describe a more general class of tractable
Inv-SAT(Γ) problems based on properties of the partial polymorphisms of Γ.
I Theorem 18. Let Γ be a constraint language such that pPol(Γ) admits a finite base F .
Then Inv-SAT(Γ) is solvable in polynomial time.
Proof. Let R be an instance of Inv-SAT(Γ) of arity n. Due to the Galois connection in
Theorem 5 the question R ∈ hΓi6∃ is equivalent to checking whether F ⊆ pPol({R}), or,
put otherwise, whether R is preserved by every partial operation in F . Now consider the
following algorithm.
1. Let k be the maximum arity among the partial operations in F .
2. For each 1 ≤ i ≤ k enumerate all sequences t1 , . . . , ti ∈ R.
3. For each f ∈ F of arity i compute f (t1 , . . . , ti ) = t. If t ∈
/ R then answer “no”.
4. Answer “yes”.
As remarked, this algorithm is sound and complete since R ∈ hΓi6∃ if and only if every
f ∈ F preserves R, and an i-ary partial operation f preserves R if and only if there does
not exist t1 , . . . , ti ∈ R such that f (t1 , . . . , ti ) ∈
/ R. Regarding the time complexity, we in
the ith iteration enumerate all sequences of tuples from R of length i, which takes O(|R|i )
time, and for each f ∈ F check whether f applied to this sequence results in a tuple
included in R, which takes O(i · n · |R|) time. Put together this gives a running time of
O(k · |F | · |R|k · k · n · |R|) = O(k 2 · |F | · |R|k+1 · n) which is bounded by a polynomial since k
is a fixed constant.
J
It is worth remarking that Γ is always infinite when pPol(Γ) is finitely generated and
Pol(Γ) ⊇ [{f0 , f1 , x] [17] — hence there is no possible overlap between Theorem 8 and Theorem 18. This result may be seen as surprising since computational problems parameterized
by Boolean constraint languages tend to be rather well-behaved, and to the best of our
knowledge only a variant of the propositional abduction problem exhibits a similar difference
in complexity between finite and infinite constraint languages [12]. At this stage it is fair
to ask if Inv-SAT(Γ) is always tractable when Γ is infinite. This is however not the case.
First take any finite constraint language Γ such that Inv-SAT(Γ) is co-NP-complete by
Theorem 8. Then consider the infinite constraint language hΓi6∃ obtained by closing Γ under
qfpp-definitions. Clearly, Inv-SAT(Γ) and Inv-SAT(hΓi6∃ ) are the same computational
problem, and in particular Inv-SAT(hΓi6∃ ) is co-NP-complete even though hΓi6∃ is infinite.
Based on these observations and Theorem 18, it is natural to conjecture that the question of
whether Inv-SAT(Γ) is co-NP-complete or tractable does not depend on whether Γ is finite
or infinite, but rather whether pPol(Γ) is sufficiently simple. We thus make the following
conjecture.
I Conjecture 19. Let Γ be a Boolean constraint language such that Pol(Γ) ⊇ [{f0 , f1 , x}].
Then Inv-SAT(Γ) is tractable if pPol(Γ) is finitely generated and is co-NP-hard otherwise.

5

Concluding Remarks

We have studied the complexity of Inv-SAT(Γ) and obtained a complete dichotomy theorem
for finite Γ. To prove this we first limited the number of cases we needed to consider with
polymorphisms, and for each such case then used expressibility results based on partial
polymorphisms, in order to proceed with the required reductions. We also demonstrated that
Inv-SAT(Γ) is also a relevant problem for infinite constraint languages, even though the
situation differs drastically from the finite case. These results raise a few different directions
for future research.
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A good starting point for proving Conjecture 19 is to find examples of infinite Γ such
that (1) there does not exist any finite ∆ ⊂ Γ such that hΓi6∃ = h∆i6∃ and (2) pPol(Γ)
is infinitely generated. One candidate for such a language is ΓXSAT = {R1/k | k ≥ 3},
R1/k = {(b1 , . . . , bk ) ∈ {0, 1}k | b1 + . . . + bk = 1}, where both these properties can be proven
to hold. Is Inv-SAT(ΓXSAT ) tractable or co-NP-complete?

The Inverse Constraint Satisfaction Problem
The constraint satisfaction problem over a constraint language Γ (CSP(Γ)) is a multi-valued
generalization of SAT where Γ may contain non-Boolean relations. One may then define
Inv-CSP(Γ) analogously to Inv-SAT and ask if a dichotomy theorem can be obtained for
finite Γ. This is likely a good deal harder than the Boolean case and a starting point would
be to compare the complexity of Inv-CSP(Γ) to the complexity of enumerating solutions
of Inv-CSP(Γ) with polynomial delay [22]. In particular it would be interesting to find
examples of Γ such that Inv-CSP(Γ) is tractable even though the enumeration problem is
not tractable.
Another tempting problem is to study Inv-CSP(Γ) over infinite domains. In this case
some extra care is needed since the instance R cannot always be represented explicitly as a
list of tuples. However, there exist well-studied, so called ω-categorical, constraint languages
where the Inv-CSP problem could be interesting, since there exist better methods to represent
relations than listing its tuples. However, even the problem of checking if R ∈ hΓi for Γ over
infinite domains is in general undecidable [2], so there is little hope in obtaining a complete
dichotomy.
Acknowledgements. We thank the anonymous reviewers for several helpful comments.
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Abstract
The family of judicious partitioning problems, introduced by Bollobás and Scott to the field
of extremal combinatorics, has been extensively studied from a structural point of view for
over two decades. This rich realm of problems aims to counterbalance the objectives of classical
partitioning problems such as Min Cut, Min Bisection and Max Cut. While these classical
problems focus solely on the minimization/maximization of the number of edges crossing the cut,
judicious (bi)partitioning problems ask the natural question of the minimization/maximization
of the number of edges lying in the (two) sides of the cut. In particular, Judicious Bipartition
(JB) seeks a bipartition that is “judicious” in the sense that neither side is burdened by too many
edges, and Balanced JB also requires that the sizes of the sides themselves are “balanced”
in the sense that neither of them is too large. Both of these problems were defined in the work
by Bollobás and Scott, and have received notable scientific attention since then. In this paper,
we shed light on the study of judicious partitioning problems from the viewpoint of algorithm
design. Specifically, we prove that BJB is FPT (which also proves that JB is FPT).
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Introduction

More than twenty years ago, Bollobás and Scott [3] defined the notion of judicious partitioning
problems. Since then, the family of judicious partitioning problems has been extensively
studied in the field of Extremal Combinatorics, as can be evidenced by the abundance
of structural results described in surveys such as [7, 35]. This rich realm of problems
aims to counterbalance the objectives of classical partitioning problems such as Min Cut,
Min Bisection, Max Cut and Max Bisection. While these classical problems focus
∗
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solely on the minimization/maximization of the number of edges crossing the cut, judicious
(bi)partitioning problems ask the natural questions of the minimization/maximization of the
number of edges lying in the (two) sides of the cut. Another significant feature of judicious
partitioning problems that also distinguishes them from other classical partitioning problems
is that they inherently and naturally encompass several objectives, aiming to minimize (or
maximize) the number of edges in several sets simultaneously.
In this paper, we shed light on properties of judicious partitioning problems from the
viewpoint of the design of algorithms. Up until now, the study of such problems has
essentially been overlooked at the algorithmic front, where one of the underlying reasons for
this discrepancy might be that standard machinery does not seem to handle them effectively.
Specifically, we focus on the Judicious Bipartition problem, where we seek a bipartition
that is "judicious” in the sense that neither side is burdened by too many edges, and on the
Balanced Judicious Bipartition problem, where we also require that the sizes of the
sides themselves are “balanced” in the sense that neither of them is too large. Both of these
problems were defined in the work by Bollobás and Scott, and have received notable scientific
attention since then. Formally, Balanced Judicious Partition is defined as follows.
Parameter: k1 + k2

Balanced Judicious Bipartition (BJB)

Input: A multi-graph G, and integers µ, k1 and k2
Question: Does there exist a partition (V1 , V2 ) of V (G) such that |V1 | = µ and for all
i ∈ {1, 2}, it holds that |E(G[Vi ])| ≤ ki ?
We note that in the literature, the term BJB refers to the case where µ = d |V (G)|
e, and
2
hence it is more restricted then the definition above. By dropping the requirement that
|V1 | = µ, we get the Judicious Bipartition (JB) problem. By using new crucial insights
into these problems on top of the most advanced machinery in Parameterized Complexity
to handle partitioning problems,1 we are able to resolve the question of the Parameterized
Complexity of BJB (and hence also of JB). In particular, we prove the following theorem.
I Theorem 1. BJB can be solved in time 2k

O(1)

· |V (G)|O(1) .

Structural Results
Denote n = |V (G)| and m = |E(G)|. To survey several structural results about judicious
partitioning problems, we first define the notions of t-cut and max (min) t-judicious
partitioning. Given a partition of V (G) into t parts, a t-cut is the number of edges going
across the parts, while a max (min) judicious t-partitioning is the maximum (minimum)
number of edges in any of the parts. When t = 2, we use the standard terms bipartite-cut
and judicious bipartitioning, respectively. Furthermore, by t-judicious partitioning we
mean max t-judicious partitioning. As stated earlier, Bollobás and Scott [3] defined the
notion of judicious partitioning problems in 1993. In that paper, they showed that for
any positive integer t and graph G, we can partition V (G) into t sets, V1 , . . . , Vt , so that
t
|E(G[Vi ])| ≤ t+1
m for all i ∈ {1, . . . , t}. Bollobás and Scott also studied this problem on
graphs of maximum degree ∆, and showed that there exists a partition of V (G) into t
sets V1 , . . . , Vt so that it simultaneously satisfies an upper bound and a lower bound on
the number of edges in each part as well as on edges between every pair of parts. Later,

1

To the best of our knowledge, up until now, this machinery has actually only been proven useful to
solve one natural problem which could not have been tackled using earlier tools.
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Bollobás and Scott [7] gave several new results, leaving open other new questions around
judicious partitioning. In [8] they showed an optimal bound for judicious partitioning on
bounded-degree graphs. These problems have also been studied on general hypergraphs [4],
uniform hypergraphs [23], 3-uniform hypergraphs [6] and directed graphs [25].
The special cases of judicious partitioning problems called judicious bipartitioning and
balanced judicious bipartitioning problems have also been studied intensively. Bollobás and
Scott [5] proved an upper bound on judicious bipartitioning and proved that every graph that
achieves the essentially best known lower bound on bipartite-cut, given by Edwards in [17]
and [18], also achieves this upper bound for judicious bipartitioning. In fact, they showed
that this is exact for complete graphs of odd order, which are the only extremal graphs
without isolated vertices. Alon et al. [1] gave a non-trivial connection between the size of a
bipartite-cut in a graph and judicious partitioning into two sets. In particular, they showed
that if a graph has a bipartite-cut of size at least m
2 + δ where δ ≤ m/30, then there exists a
√
δ
10δ 2
bipartition (V1 , V2 ) of V (G) such that |E(G[Vi ])| ≤ m
4 − 2 + m + 3 m for i ∈ {1, 2}. They
complemented these results by showing an upper bound on the number of edges in each
part when δ > m/30. Bollobás and Scott [9] studied similar relations between t-cuts and
t-judicious partitionings for t ≥ 3. Recently, these results were further refined [38, 28]. Xu et
al. [37] and Xu and Yu [39] studied balanced judicious bipartitioning where both parts are of
almost equal size (that is, one of the sizes is d n2 e). Both of these papers concern the following
conjecture of Bollobás and Scott [7]: if G is a graph with minimum degree of at least 2, then
V (G) admits a balanced bipartition (V1 , V2 ) such that for each i ∈ {1, 2}, |E(G[Vi ])| ≤ m
3.
For further results on judicious partitioning, we refer to the surveys [7, 35].

Algorithmic Results
While classical partitioning problems such as Min Cut, Min Bisection, Max Cut and
Max Bisection have been studied extensively algorithmically, the same is not true about
judicious partitioning problems. Apart from Min Cut, all the above mentioned partitioning
problems are NP-complete. These NP-complete partitioning problems were investigated
by all algorithmic paradigms meant for coping with NP-complete, including approximation
algorithms and parameterized complexity. In what follows, we discuss known results related
to these problems in the realm of parameterized complexity.
First, note that for every graph G, there always exists a bipartition of the vertex set
into two parts (in fact equal parts [21, Corollory 1]) such that at least m/2 edges are going
across. This immediately implies that Max Cut and Max Bisection are FPT when
parameterized by the cut size (the number of edges going across the partition). This led
Mahajan and Raman [29] to introduce the notion of above-guarantee parameterization. In
particular, they showed that one can decide whether a graph has a bipartite-cut of size
m
k
2 + k in time O(m + n + k4 ). However, Edwards [17] showed that every connected graph
n−1
G has a bipartite-cut of size m
2 + 4 . Thus, a more interesting question asks whether
n−1
finding a bipartite-cut of size at least m
2 + 4 + k is FPT. Crowston et al. [15] showed that
indeed this is the case as they design an algorithm with running time O(8k n4 ). Recently,
Etscheid and Mnich [19] discovered a kernel with a linear number of vertices (improving upon
a kernel by Crowston et al. [14]), and the aforementioned algorithm was sped-up to run in
time O(8k m) [19]. Gutin and Yeo studied an above-guarantee version of Max Bisection
[21], proving that finding a balanced bipartition such that it has at least m
2 + k edges is
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FPT (also see [33]).2 In this context Max Bisection, it is also relevant to mention the
(k, n − k)-Max Cut, which asks for a bipartite-cut of size at least p where one of the sides is
of size exactly k. Parameterized by k, this problems is W[1]-hard [11], but parameterized by
p, this problem is solvable in time O∗ (2p ) [34] (this result improved upon algorithms given
in [10, 36]).
Until recently, the parameterized complexity of Min Bisection was open. Approaches
to tackle this problem materialized when the parameterized complexity of `-Way Cut was
resolved. Here, given a graph G and positive integers k and `, the objective is to delete at
most k edges from G such that it has at least ` components. Kawarabayashi and Thorup [24]
showed that this problem is FPT. Later, Chitnis et al. [13] developed a completely new tool
based on this, called randomized contractions, to deal with plethora of cut problems. Other
cut problems that have been shown to be FPT include the generalization of Min Cut
to Multiway Cut and Multicut [12, 31, 32]. Eventually, Cygan et al. [16], combining
ideas underlying the algorithms developed for Multiway Cut, Multicut, `-Way Cut
and randomized contractions together with a new kind of decomposition, showed Min
Bisection to be FPT. Finally, let us also mention the min c-judicious partitioning (which is
a maximization problem), called c-Load Coloring, where given a graph G and a positive
integer k, the goal is to decide whether V (G) can be partitioned into c parts so that each
part has at least k edges. Barbero et al. [2] showed that this problem is FPT (also see [20]).
Despite the abundance of work described above, the parameterized complexity of JB
and BJB has not yet considered. We fill this gap in our studies by showing that both of these
problems are FPT. It is noteworthy to remark that one can show that the generalization
of Min Bisection to c-Min Bisection, where the objective is to find a partition into
c-parts such that each part are almost equal and there are at most k edges going across
different parts, is FPT [16]. However, such a generalization is not possible for either JB or
BJB. Indeed, even the existence of an algorithm with running time nf (k) , for any arbitrary
function f , would imply a polynomial-time algorithm for 3-Coloring, where k is set to 0.

Our Approach
For the sake of readability, our strategy of presentation of our proof consists of the definition
of a series of problems, each more “specialized” (in some sense) than the previous one, where
each section shows that to eventually solve BJB, it is sufficient to focus on some such problem
rather than the previous one. We start by showing that we can focus on the solution of the
case of BJB where the input graph is bipartite at the cost of the addition of annotations.
For this purpose, we present a (not complicated) Turing reduction that employes a known
algorithm for the Odd Cycle Transversal problem (see Section 3). The usefulness of
the ability to assume that the input graph is bipartite is a key insight in our approach. In
particular, the technical parts of our proof crucially rely on the observation that a connected
bipartite graph has only two bipartitions (here, we consider bipartitions as ordered pairs).
Keeping this intuition in mind, our next step is to reduce the current annotated problem to
one where the input graph is also assumed to be connected (this specific argument relies on
a simple application of dynamic programming).
Having at hand an (annotated) problem where the input graph is assumed to be a
connected bipartite graph, we proceed to the technical part of our proof, which employs
the (heavy) machinery developed by Cygan et al. [16]. While this machinery primarily

2

We refer to surveys [30, 22] for details regarding above-guarantee parameterizations.
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aims to tackle problems where one seeks small cuts in addition to some size constraint, our
problem involves a priori seemingly different type of constraints. Nevertheless, we observe
that once we handle a connected graph, the removal of any set of k edges (to deal with the
size constraint and annotations) would not break the graph to more than k + 1 connected
components, and each of these components would clearly be a bipartite graph. Hence, we
can view (in some sense) our problem as a cut problem. In practice, the relation between
our problem and a cut problem is quite more intricate, and to realize our idea, we crucially
rely on the fact that the connected components are bipartite graphs, which allows us to
“guess” a binary vector specifying the biparition of their vertex sets in the final solution.
This operation entitles the employment of coloring functions (employing k + 1 colors) and
their translation into bipartitions (which at a certain point in our paper, we would start
viewing as colorings employing two colors). Let us remark that the machinery introduced
by [16] is the computation of a special type of tree decomposition. Accordingly, our approach
would eventually involve the introduction of a specialization of BJB that aims to capture
the work to perform when handling a bag of the tree decomposition. The definition of this
specific problem is very technical, and hence we defer the description of related intuitive
explanations to the appropriate locations in Section 5, where we have already set up the
required notations to discuss it.
Note that the proofs of statements marked by (?) are omitted due to space constraints
and can be found in the full version of the paper [27].

2

Preliminaries

Let f : A → B be some function. Given A0 ⊆ A, the notation f (A0 ) = b indicates that for
all a ∈ A0 , it holds that f (a) = b. An extension f 0 of the function f is a function whose
domain A0 is a superset of A and whose range is B, such that for all a ∈ A, it holds that
f 0 (a) = f (a). For any A0 ⊆ A, the restriction f |A0 of f is a function from A0 to B such
that for any a ∈ A0 , f |A0 (a) = f (a). Bold face lower-case letters are used to denote tuples
(vectors). For any tuple v, we let v[i] denote the ith coordinate of v. Given some condition
ψ, we define [ψ] = 1 if ψ is true and [ψ] = 0 otherwise. For any positive integer x, we denote
by [x] the set {1, 2, . . . , x} and by [x]0 the set {0, 1, . . . , x}.
Given a graph G, we let V (G) and E(G) denote the vertex-set and the edge-set of G,
respectively. For a subset A ⊆ V (G), we denote by δ(A) the set of boundary vertices of
A, that is, δ(A) = {v ∈ A : there exists u ∈ V (G) \ A such that {u, v} ∈ E(G)}. We let
G \ A denote the subgraph of G induced by V (G) \ A. A bipartite graph is a graph G such
that there exists a bipartition (X, Y ) of V (G) where X and Y are independent sets. In this
paper, we treat such bipartitions as ordered pairs. That is, if (X, Y ) is a bipartition of some
bipartite graph G, then (Y, X) is assumed to be a different bipartition of the graph G. For
connected bipartite graphs, we have the following simple yet powerful insight.
I Proposition 1 (Folklore). Any connected bipartite graph G has exactly 2 bipartitions, (X, Y )
and (Y, X).
The treewidth of a graph aims to measure how close the graph is to a tree. Formally,
this notion is defined as follows. A tree decomposition of a graph G is a pair (T, β) such
that T is a rooted tree, β : V (T ) → 2V (G) , and the following conditions are satisfied.
1. For all {u, v} ∈ E(G), there exists t ∈ V (T ) such that u, v ∈ β(t).
2. For all v ∈ V (G), the subgraph of T induced by Xv = {t : v ∈ β(t)} is a (connected)
subtree of T on at least one node.
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Given t, b
t ∈ V (G), the notation b
t  t indicates that b
t is a descendant of t in T . Note that
t is a descendant of itself. For any t ∈ V (T ), let t0 denote the unique parent of t in T . We
S
also need the standard notations σ(t) = β(t) ∩ β(t0 ) and γ(t) =
β(b
t).
btt
I Proposition 2 (Folklore). Let (T, β) be a tree decomposition of a graph G. Given a node
t ∈ V (T ), let t1 , . . . , ts denote the children of t in T , and for all i ∈ [s], define Vti = γ(ti )\β(t).
s
S
Let Vt0 = V (G) \ (β(t) ∪
Vti ). Then, the vertex-set of each connected component of G \ β(t)
i=1

is a subset of one of Vt1 , . . . , Vts , Vt0 .
Let H be some hypergraph. A s panning forest of H is a subset E 0 ⊆ E(H) of minimum
size such that the set containing all endpoints of the hyperedges in E 0 is equal to V (H). In
this paper, we implicitly assume that hypergraphs contain no isolated vertices.
A separation of a graph G is a pair (X, Y ) such that X, Y ⊆ V (G) and X ∪ Y = V (G).
The order of a separation (X, Y ) is equal to |X ∩ Y |. Let G be a graph, A ⊆ V (G), and
q, k ∈ N. The set A is said to be (q, k)-unbreakable in G if for every separation (X, Y )
of G of order at most k, either |(X \ Y ) ∩ A| ≤ q or |(Y \ X) ∩ A| ≤ q. We also define
a notion of unbreakability in the context of functions. A function g : U → [k]0 is called
P
|g −1 (j)| ≤ q. Let us now claim
(q, k)-unbreakable if there exists i ∈ [k]0 such that
j∈[k]0 \{i}

that there do no exist “too many” (q, k)-unbreakable functions.
I Lemma 2 (?). For all q, k ∈ N, the number of (q, k)-unbreakable functions from a universe
q
 k
P
|U |
U to [k]0 is upper bounded by
· q · (k + 1).
l
l=0

3

Solving Balanced Judicious Bipartition

In this section, we prove Theorem 1 under the assumption that we are given an algorithm
for an annotated, yet restricted, variant of BJB. Throughout this section, an instance of
BJB is denoted by BJB(G, µ, k1 , k2 ), and we define k = k1 + k2 . Given a partition (V1 , V2 )
that witnesses that an instance BJB(G, µ, k1 , k2 ) is a YES-instance, we think of the vertices
in V1 as colored 1 and the vertices in V2 as colored 2; hence, we call such a partition a
witnessing coloring of BJB(G, µ, k1 , k2 ). To prove Theorem 1, we first define the Odd Cycle
Transversal problem. Here, given a graph G, a set S ⊆ V (G) is called an odd cycle
transversal if G \ S is a bipartite graph.
Odd Cycle Transversal (OCT)

Parameter: k

Input: An undirected multi-graph graph G, and an integer k.
Question: Does G have an odd cycle transversal of size at most k?
An instance of Odd Cycle Transversal is denoted by OCT(G, k). The algorithm
given by the result below shall be a central component in the design of our algorithm for BJB.
I Proposition 3 ([26]). Odd Cycle Transversal can be solved in time 2.3146k nO(1) .
Apart from OCT, we also need to define an auxiliary problem that we call Annotated
Bipartite-BJB (AB-BJB). As we proceed with our proofs, we shall continue defining
auxiliary problems, where each problem captures a task more specific and technically more
challenging than the previous one. The choice of this structure aims to ease the readability
of our paper. Intuitively, AB-BJB is basically the BJB problem on bipartite graphs, with
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Figure 1 The construction in the proof of Theorem 1.

an extra constraint that demands that certain vertices are assigned a particular color by the
witnessing coloring. We remark that the necessity of the reduction to bipartite graphs stems
from the fact that we would like to employ Proposition 1 later. The formal definition of
AB-BJB is given below.
Parameter: k1 + k2

Annotated Bipartite-BJB (AB-BJB)

Input: A bipartite multi-graph G with bipartition (P, Q), A, B ⊆ V (G) such that
A ∩ B = ∅, and integers µ, k1 and k2 .
Question: Does there exist a partition (V1 , V2 ) of V (G) such that A ⊆ V1 , B ⊆ V2 ,
|V1 | = µ and for i ∈ {1, 2}, |E(G[Vi ])| ≤ ki ?
An instance of AB-BJB is denoted by AB-BJB(G, A, B, µ, k1 , k2 ). A partition (V1 , V2 )
satisfying the above properties is called a witnessing coloring of AB-BJB(G, A, B, µ, k1 , k2 ).
Furthermore, we need the following theorem, proven later in this paper.
I Theorem 3. AB-BJB can be solved in time 2k

O(1)

· nO(1) .

Let us now turn to focus on the proof of Theorem 1.
Proof of Theorem 1. Given an instance BJB(G, µ, k1 , k2 ), call the algorithm given by Proposition 3 with the instance OCT(G, k) as input.
I Claim 1. If OCT(G, k) is a NO-instance, then BJB(G, µ, k1 , k2 ) is a NO-instance.
Proof. Suppose BJB(G, µ, k1 , k2 ) is a YES-instance. Let (V1 , V2 ) be a witnessing coloring
for this instance. Let E 0 = E(G[V1 ]) ∪ E(G[V2 ]). Then, observe that G \ E 0 is a bipartite
graph. Let V 0 be a set of vertices of minimum size such that every edge in E 0 has at least
one endpoint in V 0 . Since |E 0 | ≤ k, it holds that |V 0 | ≤ k. Moreover, G \ V 0 is bipartite.
Therefore, V 0 is an odd cycle transversal of G of size at most k. Thus, OCT(G, k) is a
YES-instance.
J
Henceforth, let S be an odd cycle transversal of G of size at most k. Then, G \ S is a
bipartite graph. Fix some bipartition (P, Q) of G \ S. Let F be the family of all subsets of
S, that is, F = 2S . For any F ∈ F, denote l1F = |E(G[F ])| and l2F = |E(G[S \ F ])|, and let
GF be the graph constructed as follows (see Fig. 1).
V (GF ) = V (G \ S) ∪ {wF , xF , yF , zF }, where wF , xF , yF , zF are new distinct vertices.
E(GF ) = E(G \ S) ∪ EwF ∪ ExF ∪ EyF ∪ EzF , where the multisets EwF , ExF , EyF and
EzF are defined as follows.
EwF = {eu = (wF , u) : u ∈ P, and there exists v ∈ F such that (u, v) ∈ E(G)},
ExF = {eu (xF , u) : u ∈ Q, and there exists v ∈ F such that (u, v) ∈ E(G)},
EyF = {eu = (yF , u) : u ∈ Q, and there exists v ∈ S \ F such that (u, v) ∈ E(G)},
EzF = {eu = (zF , u) : u ∈ P, and there exists v ∈ S \ F such that (u, v) ∈ E(G)}.

FSTTCS 2017

40:8

Balanced Judicious Bipartition is Fixed-ParameterTractable

Observe that GF is a bipartite graph with (P ∪ {xF , yF }, Q ∪ {wF , zF }) as a bipartition.
I Claim 2. BJB(G, µ, k1 , k2 ) is a YES-instance if and only if there exists F ∈ F such that
AB-BJB(GF , {wF , xF }, {yF , zF }, µ − |F | + 2, k1 − l1F , k2 − l2F ) is a YES-instance.
Proof. In the forward direction, suppose that BJB(G, µ, k1 , k2 ) is a YES-instance, and
let (V1 , V2 ) be a witnessing coloring for BJB(G, µ, k1 , k2 ). Moreover, let F = V1 ∩ S.
Now, we define a partition (V10 , V20 ) of V (GF ) as follows: V10 = (V1 \ S) ∪ {xF , yF } and
V20 = (V2 \ S) ∪ {wF , zF }. Let us now argue that (V10 , V20 ) is a witnessing coloring for
AB-BJB(GF , {wF , xF }, {yF , zF }, µ − |F | + 2, k1 − l1F , k2 − l2F ). First, by the construction of
(V10 , V20 ), we have that {xF , yF } ⊆ V10 and {wF , zF } ⊆ V20 . Second, as V10 = (V1 \S)∪{xF , yF },
we also have that |V10 | = |V1 | − |F | + 2 = µ + |F | + 2. Third, observe that for any i ∈ {1, 2},
|E(G[Vi0 ])| = |E(G[Vi ])| − |E(G[F ])|. Thus, |E(G[Vi ])| ≤ ki − liF .
In the backward direction, suppose that there exists an F ∈ F such that AB-BJB(GF ,
{wF , xF }, {yF , zF }, µ − |F | + 2, k1 − l1F , k2 − l2F ) is a YES-instance, and let (V10 , V20 ) be
a witnessing coloring for this instance. We now define a partition (V1 , V2 ) of V (G) as
follows: V1 = (V10 ∩ V (G)) ∪ F and V2 = (V20 ∩ V (G)) ∪ (S \ F ). Let us now argue
that (V1 , V2 ) is a witnessing coloring for BJB(G, µ, k1 , k2 ). From the definition of V1 ,
and since V (G) = (V (GF ) \ {wF , xF , yF , zF }) ∪ F and F ∩ V (GF ) = ∅, we have that
|V1 | = |V10 |−|{xF , yF }|+|F | = µ−|F |+2−2+|F | = µ. Moreover, observe that |E(G[V1 ])| =
|E(G[V10 ])| + |E(G[F ])| ≤ k1 + l1F and |E(G[V2 ])| = |E(G[V20 ])| + |E(G[S \ F ])| ≤ k2 + l2F .
This concludes the proof of the claim.
J
Thus, to solve an instance of BJB, it is enough to solve 2|S| ≤ 2k instances of AB-BJB.
O(1)
Hence, by Theorem 3, BJB can be solved in time 2k
nO(1) .
J

4

Solving Annotated Bipartite-BJB

Recall the problem definition of Annotated Bipartite-BJB (AB-BJB) from Section
3. In this section, we prove Theorem 3. For this purpose, let us define another auxiliary
problem, which we call Annotated Bipartite Connected-BJB (ABC-BJB). Intuitively,
ABC-BJB is exactly the same problem as AB-BJB where we are interested in an answer
for every choice of µ ∈ [n]0 , l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , and additionally we demand the input
graph to be connected.
Parameter: k1 + k2

Annotated Bipartite Connected-BJB (ABC-BJB)

Input: A connected bipartite multi-graph G = (P, Q), A, B ⊆ V (G) such that A ∩ B = ∅,
and integers k1 and k2 .
Output: For all µ ∈ [n]0 , l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , output a binary value, aJP[µ, l1 , l2 ],
which is 1 if and only if there exists a partition (V1 , V2 ) of V (G) such that
A ⊆ V1 and B ⊆ V2 ,
|V1 | = µ, and
for i ∈ {1, 2}, |E(G[Vi ])| ≤ li .
For any µ ∈ [n]0 , l1 ∈ [k1 ]0 , l2 ∈ [k2 ]0 , a partition witnessing that aJP[µ, l1 , l2 ] = 1 is called
a witnessing coloring for aJP[µ, l1 , l2 ] = 1. Moreover, an instance of ABC-BJB is denoted
by ABC-BJB(G, A, B, k1 , k2 ). In the rest of this paper, we prove the following theorem.
I Theorem 4. ABC-BJB can be solved in time 2k

O(1)

· nO(1) .

Having Theorem 4 at hand, a simple application of the method of dynamic programming
results in the proof of Theorem 3 (see full version of the paper [27]).
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Recall the problem definition of ABC-BJB from Section 5. In this section, we prove
Theorem 4. Let us start by stating a known result that is a crucial component of our
proof. By this result, we would have an algorithm that efficiently computes a special type
of tree decomposition, that we call a highly connected tree decomposition, where every bag
is “highly-connected” rather than “small” as in the case of standard tree decompositions.
While this property is the main feature of this decomposition, it is also equipped with other
beneficial properties, such as a (non-trivial) upper bound on the size of its adhesions, which
are all exploited by our algorithm.
2

I Theorem 5 ([16]). There exists an 2O(k ) n2 m-time algorithm that, given a connected
graph G together with an integer k, computes a tree decomposition (T, β) of G with at most
n nodes such that the following conditions hold, where η = 2O(k) .
1. For each t ∈ V (T ), the graph G[γ(t) \ σ(t)] is connected and N (γ(t) \ σ(t)) = σ(t).
2. For each t ∈ V (T ), the set β(t) is (η, k)-unbreakable in G[γ(t)].
3. For each non-root t ∈ V (T ), we have that |σ(t)| ≤ η and σ(t) is (2k, k)-unbreakable in
G[γ(parent(t))].
In order to process such a tree decomposition in a bottom-up fashion, relying on the
method of dynamic programming, we need to address a specific problem associated with
every bag, called Hypergraph Painting (HP). We chose the name HP to be consistent
with the choice of problem name in [16], yet we stress that our problem is more general than
the one in [16] (since the handling of a bag in our case is more intricate than the one in [16]).
Roughly speaking, an input of HP would consist of the following components. First, we
are given “budget” parameters k1 and k2 as in an instance of ABC-BJB. Second, we are
given an argument b which would simply be n (to upper bound |γ(t)|) when we construct an
instance of HP while processing some node t in the tree decomposition. Third, we are given a
hypergraph H which would essentially be the graph G[β(t)] to which we add hyperedges that
are supposed to represent the sets σ(b
t) for the children b
t of t. Fourth, we are given an integer
q whose purpose is clarified in the discussion below the definition of HP (in Definition 8).
Finally, for every hyperedge F , we are given a function fF : [k]F
0 × [b]0 × [k1 ]0 × [k2 ]0 → {0, 1}.
To roughly understand the meaning of this function, first recall that F is supposed to
represent σ(b
t) for some child b
t of t. Now, the function fF aims to capture all information
obtained while we processed the child b
t of t that might be relevant to the node t. In particular,
let us give an informal, intuitive interpretation of an element (Γ, µ, l1 , l2 ) in the domain of
fF . For this purpose, note that when we remove at most k edges from the (connected) graph
G[γ(b
t)], we obtain at most k + 1 connected components. The function Γ can be thought of
as a method to assign to each vertex in σ(b
t) the connected component in which it should lie.
Such information is extremely useful since each such connected component is in particular a
bipartite graph, and hence by relying on Proposition 1 and an exhaustive search, we would be
able to use it to extract a witnessing coloring for an instance of ABC-BJB. The arguments
µ, l1 and l2 can be thought of as those in the definition of an output of ABC-BJB. Now, the
value fF (Γ, µ, l1 , l2 ) aims to indicate whether Γ, µ, l1 and l2 are “realizable” in the context of
the child b
t (the precise meaning of this value would become clearer later, once we establish
additional necessary definitions.)
Let us now give the formal definition of HP. In this definition, we denote k = k1 + k2 .
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Hypergraph Painting (HP)

Input: Integers k1 , k2 , b, d and q, a multi-hypergraph H with hyperedges of size at most
d, and for all F ∈ E(H), a function fF : [k]F
0 × [b]0 × [k1 ]0 × [k2 ]0 → {0, 1}.
Output: For all 0 ≤ µ ≤ b, 0 ≤ l1 ≤ k1 , 0 ≤ l2 ≤ k2 , output the binary value
_

aHP[µ, l1 , l2 ] =

_

^

fF (Υ|F , µF , l1F , l2F ),

Υ:V (H)→[k]0 {µF }|F ∈E(H) F ∈E(H)
{l1F }|F ∈E(H)
{l2F }|F ∈E(H)

where µ =

P

µF ,

F ∈E(H)

P
F ∈E(H)

l1F ≤ l1 ,

P

l2F ≤ l2 and each of µF , l1F and l2F is a

F ∈E(H)

non-negative integer.
For a particular choice of µ, l1 and l2 , a function Υ witnessing that aHP[µ, l1 , l2 ] = 1
is called a witnessing coloring for aHP[µ, l1 , l2 ]. An instance of Hypergraph Painting is
denoted by HP(k1 , k2 , b, d, q, H, {fF }|F ∈E(H) ).
Although we are not able to tackle HP efficiently at its full generality, we are still able to
solve those instances that are constructed when we would like to “handle” a single bag in a
highly connected tree decomposition. For the sake of clarity, let us now address the beneficial
properties that these instances satisfy individually, where each of them ultimately aims to
ease our search for a witnessing coloring. The first property, called local unbreakability,
unconditionally restricts the way a function Γ : F → [k]0 , to be thought of as a restriction of
the witnessing coloring we seek, can color a hyperedge F so that the value of fF is 1.3
I Definition 6 (Local Unbreakability). An instance HP(k1 , k2 , b, d, q, H, {fF }|F ∈E(H) ) is
locally unbreakable if every F ∈ E(H) satisfies the following property: for any Γ : F → [k]0
that is not (3k 2 , k)-unbreakable, fF (Γ, µ, l1 , l2 ) = 0 for all 0 ≤ µ ≤ b, 0 ≤ l1 ≤ k1 and
0 ≤ l2 ≤ k2 .
The second property, called connectivity, implies that if we would like to use a function
Γ : F → [k]0 to color a hyperedge (as a restriction of a witnessing coloring) with more than
one color, then we would have to “pay” at least 1 from our budget l1 + l2 .
I Definition 7 (Connectivity). An instance HP(k1 , k2 , b, d, q, H, {fF }|F ∈E(H) ) is connected
if every F ∈ E(H) satisfies the following property: for any Γ : F → [k]0 for which there exist
distinct i, j ∈ [k]0 such that |Γ−1 (i)|, |Γ−1 (j)| > 0, it holds that fF (Γ, µ, l1 , l2 ) = 1 only if
l1 + l2 ≥ 1.
The third property, called global unbreakability, directly restricts our “solution space” by
implying that we only need to determine whether there exists a (q, k)-unbreakable witnessing
coloring.
I Definition 8 (Global Unbreakability). An instance HP(k1 , k2 , b, d, q, H, {fF }|F ∈E(H) ) is
globally unbreakable if for all 0 ≤ µ ≤ b, 0 ≤ l1 ≤ k1 , 0 ≤ l2 ≤ k2 : if aHP[µ, l1 , l2 ] = 1, then
there exists a witnessing coloring Υ : V (H) → [k]0 that is (q, k)-unbreakable.
An instance HP (k1 , k2 , b, d, q, H, {fF }|F ∈E(H) ) is called a favorable instance of HP if it
is locally unbreakable, connected and globally unbreakable. For such instances we have the
following theorem.

3

In this context, it may be insightful to recall Lemma 2.
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I Theorem 9 (?).
2
HP on favorable instances is solvable in time 2O(min(k,q) log(k+q)) dO(k ) mO(1) .
The proof of this theorem is very technical, involving non-trivial analysis of a very “messy”
picture obtained by guessing part of a hypothetical witnessing coloring via the method of
color coding. Due to space constraints, the details are omitted here but can we found in the
full version of the paper [27].
From now onwards, to simplify the presentation of arguments ahead with respect to
ABC-BJB, we would abuse notation and directly define a witnessing coloring as a function
rather than a partition. More precisely, the term witnessing coloring for aJP[µ, l1 , l2 ] = 1
would refer to a function col : V (G) → {V1 , V2 } such that A ⊆ V1 , B ⊆ V2 , |V1 | = µ and for
i ∈ {1, 2}, |E(G[Vi ])| ≤ li . To proceed to our proof of Theorem 4, we first need to introduce
an additional notation. Roughly speaking, this notation translates a coloring Υ of the form
that witnesses some aHP[µ, l1 , l2 ] = 1 to a coloring of the form that witnesses aJP[µ, l1 , l2 ] = 1
k+1
via some tuple v ∈ {0, 1}
. Formally,
I Definition 10. For a tuple v ∈
A ⊆ V (G) and Υ : A → [k]0 , define
b v (v) = V1 if and
For all v ∈ P , Υ
b v (v) = V1 if and
For all v ∈ Q, Υ

k+1

{0, 1}
, bipartite graph G with bipartition (P, Q),
b v : A → {V1 , V2 } as follows.
Υ
only if v[Υ(v)] = 0.
only if v[Υ(v)] = 1.

Suppose we are given an instance ABC-BJB(G, A, B, k1 , k2 ). Fix some bipartition (P, Q)
of G. Let (T, β) be the highly connected tree decomposition computed by the algorithm of
Theorem 5, and let r be the root of T . In what follows, η = 2O(k) as in Theorem 5, and
q = (η + k)k. We now proceed to define a binary variable that is supposed to represent the
answer we would like to compute when we process the bag of a specific node of the tree. Hence,
one of the arguments is a node t, and three additional arguments are µ ∈ [n]0 , l1 ∈ [k1 ]0 and
l2 ∈ [k2 ]0 . However, we cannot be satisfied with one answer, but need an answer for every
possible “interaction” between the bag of t and the bag of its parent t0 . Thus, the definition
also includes a coloring of σ(t). The tuple v ∈ {0, 1}k+1 is necessary for the translation
process described in Definition 10 (the way in which we shall obtain such a “right” tuple
later in the proof would essentially rely on brute-force).
I Definition 11. Given t ∈ V (T ), a (3k 2 , k)-unbreakable function Υσ : σ(t) → [k]0 , a
tuple v ∈ {0, 1}k+1 , and integers µ ∈ [n]0 , l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , the binary variable
y[t, Υσ , v, µ, l1 , l2 ] is 1 if and only if there exists Υ : γ(t) → [k]0 extending Υσ such that
b v maps to V1 exactly µ vertices, that is, |Υ
b −1 (V1 )| = µ.
1. The translation Υ
v
b v maps A ∩ γ(t) to V1 and B ∩ γ(t) to V2 , that is, A ∩ γ(t) ⊆ Υ
b −1 (V1 )
2. The translation Υ
v
b −1 (V2 ).
and B ∩ γ(t) ⊆ Υ
v
b −1 (Vi )])| ≤ li .
3. For all i ∈ {1, 2}, it holds that |E(G[Υ
v
4. The set of edges between vertices receiving different colors by Υ is exactly the set of edges
b v , that is,
between vertices that are mapped to the same side by the translation Υ
[
b −1 (V1 )]) ∪ E(G[Υ
b −1 (V2 )]).
E(Υ−1 (i), Υ−1 (j)) = E(G[Υ
v
v
i,j∈[k]0 ,i6=j

A function Υ as above is called a witnessing coloring for y[t, Υσ , v, µ, l1 , l2 ].
I Lemma 12 (?). For any µ ∈ [n]0 , l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , aJP[µ, l1 , l2 ] = 1 if and only if
there exists v ∈ {0, 1}k+1 such that y[r, φ, v, µ, l1 , l2 ] = 1.
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By Lemma 12, it is sufficient to compute y[r, φ, v, µ, l1 , l2 ] for all µ ∈ [n], l1 ∈ [k1 ]0 and
l2 ∈ [k2 ]0 . To this end, we need to compute y[t, Υσ , v, µ, l1 , l2 ] for every node t ∈ V (T ),
function Υσ : σ(t) → [k]0 that is (3k 2 , k)-unbreakable, tuple v ∈ {0, 1}k+1 , and integers
µ ∈ [n]0 , l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 . Here, we employ bottom-up dynamic programming over
the tree decomposition (T, β). Let us now zoom into the computation of y[t, Υσ , v, µ, l1 , l2 ]
for all µ ∈ [n], l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , for some specific t, Υσ and v. Note that we now
assume that values corresponding to the children of t (if such children exist) have been already
computed correctly. Moreover, note that |σ(t)| ≤ η, the number of (3k 2 , k)-unbreakable
O(1)
O(1)
functions Υσ : σ(t) → [k]0 is at most |η|k
= 2k
(by Lemma 2), and the number of
binary vectors of size k + 1 is at most 2k+1 . Thus, the total running time would consist of
the computation time of (T, β), and n · q O(k) · 2k+1 times the computation time for a set of
values as the one we examine now. Hence, it remains to show how to compute the current
O(1)
set of values in time 2k
.
To compute our current set of values, let us construct an instance HP(k1 , k2 , n, η, q, H,
{fF }|F ∈E(H) ) of HP where V (H) = β(t), and E(H) and {fF }|F ∈E(H) are defined as follows.
1. Type-1 Hyperedges. For all v ∈ β(t), insert F = {v} into E(H). Define fF :
[k]F
0 × [n]0 × [k1 ]0 × [k2 ]0 → {0, 1} as


0, if v ∈ σ(t) and Γ(v) 6= Υσ (v)




b


1, if v ∈ A, Γv (F ) = V1 , l1 = l2 = 0 and µ = 1
b v (F ) = V2 , l1 = l2 = 0 and µ = 0
fF (Γ, µ, l1 , l2 ) = 1, if v ∈ B, Γ



b v (F ) = V1 ]

1, if v 6∈ A ∪ B, l1 = l2 = 0 and µ = [Γ



0, otherwise
2. Type-2 Hyperedges. For all (u, v) ∈ E(G[β(t)]), add F = {u, v} in E(H). Define
fF : [k]F
0 × [n]0 × [k1 ]0 × [k2 ]0 → {0, 1} as


0, if µ 6= 0



b v (u) 6= Γ
b v (v) and Γ(u) = Γ(v)
1, if Γ


b
b
fF (Γ, µ, l1 , l2 ) = 1, if Γv (u) = Γv (v) = V1 and l1 ≥ 1



b v (u) = Γ
b v (v) = V2 and l2 ≥ 1

1, if Γ



0, otherwise
3. Type-3 Hyperedges. For all b
t ∈ V (T ) that is a child of t in the tree T , insert F = σ(b
t)
F
into E(H). Define fF : [k]0 × [n]0 × [k1 ]0 × [k2 ]0 → {0, 1} as
(
0, if Γ is not (3k 2 , k)-unbreakable or y[b
t, Γ, µ + µ0 , l1 + l10 , l2 + l20 ] = 0
fF (Γ, µ, l1 , l2 ) =
1, otherwise
b −1 (V1 )|, and l0 = |{{u, v} ∈ E(G[σ(b
b v (u) = Γ
b v (v) = Vi }| for i ∈ [2].
where µ0 = |Γ
t)]) : Γ
v
i
Let us first claim that witnessing colorings related to HP(k1 , k2 , n, η, q, H, {fF }|F ∈E(H) )
are useful in the sense that they can be extended to witnessing colorings for the binary values
in which we are interested.
I Lemma 13 (?). For all µ ∈ [n], l1 ∈ [k1 ]0 , l2 ∈ [k2 ]0 , if aHP[µ, l1 , l2 ] = 1, then
y[t, Υσ , v, µ, l1 , l2 ] = 1. In fact, for any witness Υ : β(t) → [k]0 of aHP[µ, l1 , l2 ] = 1,
there exists a function Υ0 : γ(t) → [k]0 that extends Υ and witnesses y[t, Υσ , v, µ, l1 , l2 ] = 1.
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In light of Lemma 13, we now turn to verify that HP(k1 , k2 , n, η, q, H, {fF }|F ∈E(H) ) is
of the form that we are actually able to solve.
I Lemma 14 (?). HP(k1 , k2 , n, η, q, H, {fF }|F ∈E(H) ) is a favorable instance of HP.
Finally, we turn to address the statement complementary to the one of Lemma 13.
I Lemma 15 (?). For all µ ∈ [n], l1 ∈ [k1 ]0 and l2 ∈ [k2 ]0 , if y[t, Υσ , v, µ, l1 , l2 ] = 1, then
aHP[µ, l1 , l2 ] = 1.
Recall that we have argued that to prove Theorem 9, it is sufficient to show that
O(1)
nO(1) . Here,
the current set of values y[t, Υσ , v, µ, l1 , l2 ] can be computed in time 2k
n refers to |V (G)|. By Lemmas 13 and 15, this set of values can be derived from the
solution of HP(k1 , k2 , n, η, q, H, {fF }|F ∈E(H) ). Since HP(k1 , k2 , n, η, q, H, {fF }|F ∈E(H) ) is
a favorable instance of HP (by Lemma 14), the algorithm given by Theorem 9 solves it in time
2
O(1)
2O(min(k,q) log(k+q)) dO(k ) |E(H)|O(1) = 2k
nO(1) . This concludes the proof of Theorem 9.
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Abstract
Propositional model counting is a fundamental problem in artificial intelligence with a wide
variety of applications, such as probabilistic inference, decision making under uncertainty, and
probabilistic databases. Consequently, the problem is of theoretical as well as practical interest.
When the constraints are expressed as DNF formulas, Monte Carlo-based techniques have been
shown to provide a fully polynomial randomized approximation scheme (FPRAS). For CNF constraints, hashing-based approximation techniques have been demonstrated to be highly successful.
Furthermore, it was shown that hashing-based techniques also yield an FPRAS for DNF counting without usage of Monte Carlo sampling. Our analysis, however, shows that the proposed
hashing-based approach to DNF counting provides poor time complexity compared to the Monte
Carlo-based DNF counting techniques. Given the success of hashing-based techniques for CNF
constraints, it is natural to ask: Can hashing-based techniques provide an efficient FPRAS for
DNF counting? In this paper, we provide a positive answer to this question. To this end, we introduce two novel algorithmic techniques: Symbolic Hashing and Stochastic Cell Counting, along
with a new hash family of Row-Echelon hash functions. These innovations allow us to design a
hashing-based FPRAS for DNF counting of similar complexity (up to polylog factors) as that
of prior works. Furthermore, we expect these techniques to have potential applications beyond
DNF counting.
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Introduction

Propositional model counting is a fundamental problem in artificial intelligence with a wide
range of applications including probabilistic inference, databases, decision making under
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uncertainty, and the like [1, 6, 7, 23]. Given a Boolean formula φ, the problem of propositional
model counting , also referred to as #SAT, is to compute the number of solutions of φ [28].
Depending on whether φ is expressed as a CNF or DNF formula, the corresponding model
counting problems are denoted as #CNF or #DNF, respectively. Both #CNF and #DNF
have a wide variety of applications. For example, probabilistic-inference queries reduce to
solving #CNF instances [1, 20, 21, 23], while evaluation of queries for probabilistic database
reduce to #DNF instances [6]. Consequently, both #CNF and #DNF have been of theoretical
as well as practical interest over the years [16, 18, 22, 24]. In his seminal paper, Valiant [28]
showed that both #CNF and #DNF are #P-complete, a class of problems that are believed
to be intractable in general.
Given the intractability of #CNF and #DNF, much of the interest lies in the approximate
variants of #CNF and #DNF, wherein for given tolerance and confidence parameters ε and
δ, the goal is to compute an estimate C such that C is within a (1 + ε) multiplicative factor of
the true count with confidence at least 1 − δ. While both #CNF and #DNF are #P-complete
in their exact forms, the approximate variants differ in complexity: approximating #DNF
can be accomplished in fully polynomial randomized time [5, 17, 18], but approximate
#CNF is NP-hard [24]. Consequently, different techniques have emerged to design scalable
approximation techniques for #DNF and #CNF.
In the context of #DNF, the works of Karp, Luby, and Madras [17, 18] led to the
development of highly efficient Monte-Carlo based techniques, whose time complexity is
linear in the size of the formula. On the other hand, hashing-based techniques have emerged
as a scalable approach to the approximate model counting of CNF formulas [3, 4, 10, 13, 24],
and are effective even for problems with existing FPRAS such as network reliability [8].
These hashing-based techniques employ 2-universal hash functions to partition the space of
satisfying solutions of a CNF formula into cells such that a randomly chosen cell contains
only a small number of solutions. Furthermore, it is shown that the number of solutions
across the cells is roughly equal and, therefore, an estimate of the total count can be obtained
by counting the number of solutions in a cell and scaling the obtained count by the number
of cells. Since the problem of counting the number of solutions in a cell when the number of
solutions is small can be accomplished efficiently by invoking a SAT solver, the hashing-based
techniques can take advantage of the recent progress in the development of efficient SAT
solvers. Consequently, algorithms such as ApproxMC [3, 4] have been shown to scale to
instances with hundreds of thousands of variables.
While Monte Carlo techniques introduced in the works of Karp et al. have shown to not be
applicable in the context of approximate #CNF [18], it was not known whether hashing-based
techniques could be employed to obtain efficient algorithms for #DNF. Recently, significant
progress in this direction was achieved by Chakraborty, Meel and Vardi [4], who showed
that hashing-based framework of ApproxMC could be employed to obtain FPRAS for #DNF
counting1 . There is, however, no precise complexity analysis in [4]. In this paper, we provide
a complexity analysis of the proposed scheme of Chakraborty et al., which is worse than
quartic in the size of formula. In comparison, state-of- the-art approaches achieve complexity
linear in the number of variables and cubes for #DNF counting. This begs the question:
How powerful is the hashing-based framework in the context of DNF counting? In particular,
can it lead to algorithms competitive in runtime complexity with state-of-the-art?

1

It is worth noting that several hashing-based algorithms based on [10, 27] do not lead to FPRAS schemes
for #DNF despite close similarity to Chakraborty et al.’s approach
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In this paper, we provide a positive answer to this question. To achieve such a significant
reduction in complexity, we offer three novel algorithmic techniques: (i) A new class of
2-universal hash functions that enable fast enumeration of solutions using Gray Codes, (ii)
Symbolic Hashing, and (iii) Stochastic Cell Counting. These techniques allow us to achieve the
complexity of Õ(mn log(1/δ)/ε2 ), which is within polylog factors of the complexity achieved
by Karp et al. [18]. Here, m and n are the number of cubes and variables respectively while
ε and δ are the tolerance and confidence of approximation. Furthermore, we believe that
these techniques are not restricted to #DNF. Given recent breakthroughs achieved in the
development of hashing-based CNF-counting techniques, we believe our techniques have the
potential for a wide variety of applications.
The rest of the paper is organized as follows: we introduce notation in section 2 and
discuss related work in section 3. We describe our main contributions in section 4, analyze
the resulting algorithm in section 5 and discuss future work and conclude in section 6.

2

Preliminaries

DNF Formulas and Counting
We use Greek letters φ, θ and ψ to denote boolean formulas. A formula φ over boolean
variables x1 , x2 , . . . , xn is in Disjunctive Normal Form (DNF) if it is a disjunction over
conjunctions of variables or their negations. We use X to denote the set of variables appearing
in the formula. Each occurrence of a variable or its negation is called a literal. Disjuncts in the
formula are called cubes and we denote the ith cube by φCi . Thus φ = φC1 ∨ φC2 ∨ ... ∨ φCm
where each φCi is a conjunction of literals. We will use n and m to denote the number of
variables and number of cubes in the input DNF formula, respectively. The number of literals
in a cube φCi is called its width and is denoted by width[φCi ].
An assignment to all the variables can be represented by a vector x ∈ {0, 1}n with 1
corresponding to true and 0 to f alse. U = {0, 1}n is the set of all possible assignments,
which we refer to as the universe or state space interchangeably. An assignment x is called
a satisfying assignment for a formula φ if φ evaluates to true under x. In other words x
satisfies φ and is denoted as x |= φ. Note that an assignment x will satisfy a DNF formula
φ if x |= φCi for some i. The DNF-Counting Problem is to count the number of satisfying
assignments of a DNF formula.
Next, we formalize the concept of a counting problem. Let R ⊆ {0, 1}∗ × {0, 1}∗ be a
relation which is decidable in polynomial time and there is a polynomial p such that for
every (s, t) ∈ R we have |t| ≤ p(|s|). The decision problem corresponding to R asks if for a
given s there exists a t such that (s, t) ∈ R. Such a problem is in NP. Here, s is a called the
problem instance and t is called the witness. We denote the set of all witnesses for a given s
by Rs . The counting problem corresponding to R is to calculate the size of the witness set
|Rs | for a given s. Such a problem is in #P[28]. The DNF-Counting problem is an example
of this formalism: A formula φ is a problem instance and a satisfying assignment x is a
witness of φ. The set of satisfying assignments or the solution space is denoted Rφ and the
goal is to compute |Rφ |. It is known that the problem is #P-Complete, which is believed
to be intractable [26]. Therefore, we look at what it means to efficiently and accurately
approximate this problem.
A fully polynomial randomized approximation scheme (FPRAS) is a randomized algorithm
that takes as input a problem instance s, a tolerance ε ∈ (0, 1) and confidence parameter
1
δ ∈ (0, 1) and outputs a random variable c such that Pr[ 1+ε
|Rs | ≤ c ≤ (1 + ε)|Rs |] ≥ 1 − δ
and the running time of the algorithm is polynomial in |s|, 1/ε, log(1/δ) [17]. Notably,
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while exact DNF-counting is inter-reducible with exact CNF-counting, the approximate
versions of the two problems are not because multiplicative approximation is not closed under
complementation.

Matrix Notation
We use x,y, z, . . . to denote scalar variables. We use subscripts x1 , x2 , . . . as required. In
this paper we are dealing with operations over the boolean ring, where the variables are
boolean, ’addition’ is the XOR operation (⊕) and ’multiplication’ is the AND operation (∧).
We use the letters i,j,k, l as indices or to denote positions. We denote sets by non-boldface
capital letters. We use capital boldface letters A,B, . . . to denote matrices, small boldface
letters u, v, w, . . . to denote vectors. A[p×q] denotes a matrix of p rows and q columns,
while u[q] denotes a vector of length q. 0[q] and 1[q] are the all 0s and all 1s vectors of
length n, respectively. We omit the dimensions when clear from context. x[i] denotes the
ith element of x, while A[i, j] denotes the element in the ith row and j th column of A.
A[r1 : r2 , c1 : c2 ] denotes the sub-matrix of A between rows r1 and r2 excluding r2 and
columns c1 and c2 excluding c2 . Similarly v[i : j] denotes the sub-vector of v between index
i and index j excluding j. The ith row of A is denoted A[i, :] and j th column as A[:, j]. The
p × (q1 + q2 ) matrix formed by concatenating rows of matrices A[p×q1 ] and B [p×q2 ] is written
A
in block notation as [A | B], while [ B
] represents concatenation of columns. Similarly the
(q1 + q2 )-length concatenation of vectors v [q1 ] and w[q2 ] is [v | w]. The dot product between
matrix A and vector x is written as A.x. The vector formed by element-wise XOR of vectors
v and w is denoted v ⊕ w.

Hash Functions
A hash function h : {0, 1}q → {0, 1}p partitions the elements of of the domain {0, 1}q into 2p
cells. h(x) = y implies that h maps the assignment x to the cell y. h−1 (y) = {x|h(x) = y}
is the set of assignments that map to the cell y. In the context of counting, 2-universal
families of hash functions, denoted by H(q, p, 2), are of particular importance. When h is
sampled uniformly at random from H(q, p, 2), 2-universality entails
1. Pr[h(x1 ) = h(x2 )] ≤ 2−p for all x1 6= x2
2. Pr[h(x) = y] = 2−p for every x ∈ {0, 1}q and y ∈ {0, 1}p .
Of particular interest is the random XOR family of hash functions, which is defined as
HXOR (q, p) = {A.x⊕b | A[i, j] ∈ {0, 1} and b[i] ∈ {0, 1} ; 0 ≤ i < p, 0 ≤ j < q}. Selecting
A[i, j]s and b[i]s randomly from {0, 1} is equivalent to drawing uniformly at random from this
family. A pair A and b now defines a hash function hA,b as follows: hA,b (x) = A.x ⊕ b. This
family was shown to be 2-universal in [2]. For a hash function h ∈ HXOR (q, p), we have that
h(x) = y is a system of linear equations modulo 2: A.x ⊕ b = y. From another perspective,
Vp L q
it can be viewed as a boolean formula ψ = i=1 ( j=1 (A[i, j] ∧ x[j])) ⊕ b[i] = y[i]. The
solutions to this formula are exactly the elements of the set h−1 (y).

Gaussian Elimination
Solving a system of linear equations over q variables and p constraints can be done by row
reduction technique known variously as Gaussian Elimination or Gauss-Jordan Elimination.
A matrix is in Row-Echelon form if rows with at least one nonzero element are above any
rows of all zeros. The matrix is in Reduced Row-Echelon form if, in addition, every leading
non-zero element in a row is 1 and is the only nonzero entry in its column. We refer to the
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technique for obtaining the Reduced Row-Echelon form of a matrix as Gaussian Elimination.
We refer the reader to any standard text on linear algebra (cf., [25]) for details. For a matrix
in Reduced Row-Echelon form, the row-rank is simply the number of non-zero rows.
For a system of linear equations A.x ⊕ b = y, if the row-rank of the augmented matrix
is same as row-rank of A, then the system is consistent and the number of solutions is
2q−rowrank(A) where q is the number of variables in the system of equations. Moreover, if A
is in Reduced Row-Echelon form, then the values of the variables corresponding to leading 1s
in each row are completely determined by the values assigned to the remaining variables. The
variables corresponding to the leading 1’s are called dependent variables and the remaining
variables are free. Let XF and X \ XF denote the set of free and dependent variables
respectively. Let f = |XF |. Clearly f = q − rowrank(A). For each possible assignment to
the free variables we get an assignment to the dependent variables by propagating the values
through the augmented matrix in O(q2 ) time. Thus we can enumerate all 2f satisfying
assignments to a system of linear equations A.x ⊕ b = y if A in Reduced Row-Echelon form.

Gray Codes
A Gray code [14] is an ordering of 2l binary numbers for some l ≥ 1 with the property that
every pair of consecutive numbers in the sequence differ in exactly one bit. Thus starting
from 0l we can iteratively construct the entire Gray code sequence by flipping one bit in each
step. We assume access to a procedure nextGrayBit that in each call returns the position
of the next bit that is to be flipped. Such a procedure can be implemented in constant time
by a trivial modification of Algorithm L in [19].

3

Related Work

Propositional model counting has been of theoretical as well as practical interest over the
years [16, 17, 22, 26]. Early investigations showed that both #CNF and #DNF are #Pcomplete [28]. Consequently, approximation algorithms have been explored for both problems.
A major breakthrough for approximate #DNF was achieved by the seminal work of Karp
and Luby [17], which provided a Monte Carlo-based FPRAS for #DNF. The proposed
FPRAS was improved by follow-up work of Karp, Luby and Madras [18] and Dagum et
al. [5], achieving the best known complexity of O(mn log(1/δ)/ε2 ). In this work, we bring
certain ideas of Karp et al. into the hashing framework with significant adaptations.
For #CNF, early work on approximate counting resulted in hashing-based schemes
that required polynomially many calls to an NP-oracle [24, 27]. No practical algorithms
materialized from the these schemes due to the impracticality of the underlying NP queries.
Subsequent attempts to circumvent hardness led to the development of several hashing
and sampling-based approaches that achieved scalability but provided very weak or no
guarantees [13, 11]. Due to recent breakthroughs in the design of hashing-based techniques,
several tools have been developed recently that can handle formulas involving hundreds
of thousands of variables while providing rigorous formal guarantees. Overall, these tools
can be broadly classified by their underlying hashing-based technique as: (i) obtain a
constant factor approximation and then use identical copies of the input formula to obtain
ε approximations [10], or (ii) directly obtain ε guarantees[3, 4]. The first technique when
applied to DNF formulas is not an FPRAS. In contrast, Chakraborty, Meel and Vardi [4]
recently showed that tools based on the latter approach, such as ApproxMC2, do provide
FPRAS for #DNF counting. Chakraborty et al. did not analyze the complexity of the
algorithm in their work. We now provide a precise complexity analysis of ApproxMC2 for
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#DNF. To that end, we first describe the ApproxMC framework on which ApproxMC2 is
built.

3.1

ApproxMC Framework

Chakraborty et al. introduced in [3] a hashing-based framework called ApproxMC that
requires linear (in n) number of SAT calls. Subsequently in ApproxMC2, the number of
SAT calls was reduced from linear to logarithmic (in n). The core idea of ApproxMC is to
employ 2−universal hash functions to partition the solution space into roughly equal small
cells, wherein a cell is called small if it has less than or equal to hiThresh solutions, such
that hiThresh is a function of ε. A SAT solver is employed to check if a cell is small by
enumerating solutions one-by-one until either there are no more solutions or we have already
enumerated hiThresh + 1 solutions. Following the terminology of [3], we refer to the above
described procedure as BSAT (bounded SAT). To determine the number of cells, ApproxMC
performs a search that requires O(log n) steps and the estimate is returned as the count of
the solutions in a randomly picked small cell scaled by the total number of cells. To amplify
confidence to the desired levels of 1 − δ, ApproxMC invokes the estimation routine O(log 1δ )
times and reports the median of all such estimates. Hence, the number of BSAT invocations
is O(log n log( 1δ )).

FPRAS for #DNF
The key insight of Chakraborty et al. [4] is that the BSAT procedure can be done in
polynomial time when the input formula to ApproxMC is in DNF. In particular, the input to
every invocation of BSAT is a formula that is a conjunction of the input DNF formula and a
set of XOR constraints derived from the hash function. Chakraborty et al. observed that one
can iterate over all the cubes of the input formula, substitute each cube into the set of XOR
constraints separately, and employ Gaussian Elimination to enumerate the solutions of the
simplified XOR constraints. Note that at no step would one have to enumerate more than
hiThresh solutions. Since Gaussian Elimination is a polynomial-time procedure, BSAT can
be accomplished in polynomial time as well. Chakraborty et al. did not provide a precise
complexity analysis of BSAT. We now provide such an analysis. For lack of space we defer
all proofs to the full version. The following lemma states the time complexity of the BSAT
routine.
I Lemma 1. The complexity of BSAT when the input formula to ApproxMC2 is in DNF is
O(mn3 + mn2 /ε2 ).
We can now complete the complexity analysis:
I Lemma 2. The complexity of ApproxMC2 is O((mn3 + mn2 /ε2 ) log n log(1/δ)) when the
input formula is in DNF.

4

Efficient Hashing-based DNF Counter

We now present three key novel algorithmic innovations that allow us to design hashing-based
FPRAS for #DNF with complexity similar to Monte Carlo-based state-of-the-art techniques.
We first introduce a new family of 2-universal hash functions that allow us to circumvent the
need for expensive Gaussian Elimination. We then discuss the concept of Symbolic Hashing,
which allows us to design hash functions over a space different than the assignment space,
allowing us to achieve significant reduction in the complexity of search procedure for the
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Algorithm 1 enumNextREX(D, u, v, k)
1: v 0 ← v;
2: v 0 [k] ← ¬v[k];
3: u0 ← u ⊕ D[., k];
4: return (u0 , v 0 )

number of the cells. Finally, we show that BSAT can be replaced by an efficient stochastic
estimator. These three techniques allow us to achieve significant reduction in the complexity
of hashing-based DNF counter without loss of theoretical guarantees.

4.1

Row-Echelon XOR Hash Functions

The complexity analysis presented in Section 3 shows that the expensive Gaussian Elimination
contributes significantly to poor time complexity of ApproxMC2. Since the need for Gaussian
Elimination originates from the usage of HXOR , we seek a family of 2-universal hash functions
that circumvents this need. We now introduce a Row-Echelon XOR family of hash functions
defined as HREX (q, p) = {A.x ⊕ b | A[p×q] = [I [p×p] : D[p×(q−p)] ]} where I is the identity
matrix, D and b are random 0/1 matrix and vector respectively. In particular, we ensure
that for every D[i, j] and b[i] we have Pr[D[i, j] = 1] = Pr[D[i, j] = 0] = 0.5 and also
Pr[b[i] = 1] = Pr[b[i] = 0] = 0.5. Note that D and b completely define a hash function from
HREX . The following theorem establishes the desired properties of universality for HREX .
The proof is deferred to full version for lack of space.
I Theorem 3. HREX is 2-universal.
The naive way of enumerating satisfying assignments for a given D[p×(q−p)] , b[p] , and y [p]
is to iterate over all 2f assignments to the free variables in sequence starting from 0[f ] to
1[f ] , where f = (q − p). For each assignment v [f ] to the free variables, the corresponding
assignment to the dependent variables u[q−f ] can be calculated as u = (D.v) ⊕ b ⊕ y, which
requires O(pq) time. Can we do better?
We answer the above question positively by iterating over the 2f assignments to the
free variables out of sequence. In particular, we iterate using the Gray code sequence for f
bits. The procedure is outlined in enumNextREX (Algorithm 1). The algorithm takes the
hash matrix D, an assignment to the free variables v, and an assignment to the dependent
variables u as inputs, and outputs the next free-variable assignment v 0 in the Gray sequence
and the corresponding assignment u0 to the dependent variables. k represents the position
of the bit that is changed between v and v 0 . Thus enumNextREX constructs a satisfying
assignment to a Row-Echelon XOR hash function in each invocation in O(q) time.

4.2

Symbolic Hashing

For DNF formulas, Rφ can be exponentially sparse compared to U , which is undesirable2 . It
is possible, however, to transform U to another space U 0 and the solution space Rφ to Rφ0 such
that the ratio |U 0 |/|Rφ0 | is polynomially bounded and |Rφ | = |Rφ0 |. For DNF formulas, the
new universe U 0 is defined as U 0 = {(x, φCi ) | x |= φCi }. Thus, corresponding to each x |= φ
that satisfies cubes φCi1 , ..φCix in φ, we have the states {(x, φCi1 ), (x, φCi2 )..(x, φCix )} in

2

Number of steps of ApproxMC2 search procedure increases with sparsity
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Algorithm 2 SymbolicDNFApproxMCCore(φ, hiThresh)
1: w ← width of cubes;
2: q ← n − w + log m;
3: sI ← n − w − log hiThresh;
[(q−1)×(q−sI)]

4: (D̂

, b̂,ŷ) ← SampleBase(q, sI);

5: p ← LogSATSearch(φ, D̂, b̂, ŷ, hiThresh, sI, q − 1);
6: solCount ← BSAT(φ, D̂, b̂, ŷ, hiThresh, p, q, sI);
7: return (2p , solCount)

U 0 . Next, the solution space is defined as Rφ0 = {(x, φCi ) | x |= φCi and ∀j < i, x 6|= φCj }
for a fixed ordering of the cubes. The definition of Rφ0 ensures that |Rφ | = |Rφ0 |. This
transformation is due to Karp and Luby [17].
The key idea of Symbolic Hashing is to perform 2-universal hashing symbolically over the
transformed space. In particular, the sampled hash function partitions the space U 0 instead
of U . Therefore, we employ hash functions from HREX (q, p) over q = n − w + log m variables
instead of n variables. Note that the variables of a satisfying assignment z ∈ {0, 1}q to the
hash function are now different from the variables to a satisfying assignment x ∈ {0, 1}n of
the input formula φ. We interpret z as follows: the last log m bits of z are converted to a
number i such that 1 ≤ i ≤ m. Now φCi corresponds to a partial assignment of width[φCi ]
variables in that cube. For simplicity, we assume that each cube is of the same width w.3
The remaining n − w bits of z are interpreted to be the assignment to the n − w variables
not in φCi giving a complete assignment x. Thus we get a pair (x, φCi ) from z such that
x |= φCi . For a fixed ordering of variables and cubes we see that there is a bijection between
(x, φCi ) and z and hence the 2-universality guarantee holds over the partitioned space of U 0 .

4.3

Stochastic Cell-Counting

To estimate the number of solutions in a cell, we need to check for every tuple (x, φCi )
generated using symbolic hash function as described above: if (x, φCi ) ∈ Rφ0 . Such a check
would require iteration over cubes φCj for 1 ≤ j ≤ (i − 1) and returning no if x |= φCj for
some j and yes otherwise. This would result in procedure with O(mn) complexity.
Our key observation is that a precise count of the number of solutions in a cell is not
required and therefore, one can employ a stochastic estimator for the number of solutions in
a cell. We proceed as follows: we define the coverage of an assignment x as cov(x) = {j|x |=
P
1
φCj }. Note that (x,φCi )∈U 0 |cov(x)|
= |Rφ |.
We define a random variable cx as the number of steps taken to uniformly and independently sample from {1, 2, . . . , m}, a number j such that x |= φCj . For a randomly chosen j,
the probability Pr[x |= φCj ] = |cov(x)|/m, which follows the Bernoulli distribution. The
random variable cx is the number of Bernoulli trials for the first success, which follows
the geometric distribution. Therefore, E[cx ] = m/|cov(x)|, and E[cx /m] = 1/|cov(x)|. The
estimator cx /m has been previously employed by Karp et al. [18]. Here, we show that it
can also be used for Stochastic Cell-Counting: we define the estimator for the number of
P
solutions in a cell as Ωy = (x,φCi )∈h−1 (y) cx /m.

3

n−width[φCi ]

We can handle non-uniform width cubes by sampling φCi with probability Pm2

j=1

uniformly

2n−width[φ

Cj ]

instead of
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Algorithm 3 SymbolicDNFApproxMC(φ, ε, δ)


2
ε
1: hiThresh ← 2 ∗ (1 + 9.84 1 + 1+ε
1 + 1ε );
2: t ← d17 log2 (3/δ)e;
3: EstimateList ← emptyList; iter ← 0;
4: repeat
5:

iter ← iter + 1;

6:

(cellCount, solCount) ← SymbolicDNFApproxMCCore(φ, hiThresh);

7:

if (cellCount 6= ⊥) then AddToList(EstimateList, solCount × cellCount);

8: until (iter ≥ t);
9: finalEstimate ← FindMedian(EstimateList);
10: return finalEstimate

Algorithm 4 SampleBase(q, sI)
1: Sample G uniformly from {0, 1}[sI×(q−sI)] ;
[(q−sI−1)×(q−sI)]

2: Sample uniformly an upper triangular matrix E
3: D̂ ←

with E[i, i] = 1 for all i.

[ GE ];

4: Sample b̂ and ŷ uniformly from {0, 1}q−1 ;
5: return D̂, b̂, ŷ

4.4

The Full Algorithm

We now incorporate the above techniques into ApproxMC2 and call the revised algorithm
SymbolicDNFApproxMC, which is presented as Algorithm 3. First, note that expression
for hiThresh is twice that for ApproxMC2. Then, in line 4, a matrix D̂ and vectors b̂ and
ŷ are obtained, which are employed to construct an appropriate hash function and cell
during the search procedure of SymbolicDNFApproxMCCore. SymbolicDNFApproxMC makes
t = O(log(1/δ)) calls to SymbolicDNFApproxMCCore (line 4-8) and returns median of all the
estimates (lines 9-10) to boost the probability of success to 1 − δ .
We now discuss the subroutine SymbolicDNFApproxMCCore, which is an adaptation of
ApproxMC2Core but with significant differences. First, for DNF formulas with cube width
w, the number of solutions is lower bounded by 2n−w . Therefore, instead of starting with 1
hash constraint, we can safely start with sI = n − w − log hiThresh constraints (lines 3-4).
Thereafter, SymbolicDNFApproxMCCore calls LogSATSearch in line 5 to find the right number
p of constraints. The cell count with p constraints is calculated in line 6 and the estimate
(2p , solCount) is returned in line 7.
SampleBase algorithm constructs the base matrix D̂ and base vectors b̂ and ŷ required
for sampling from HREX family. G is a random matrix of dimension sI × (q − sI) and E
is a random upper triangular matrix of dimension (q − sI − 1) × (q − sI) with all diagonal
elements 1. In line 3, D̂ is constructed as the vertical concatenation [ GE ].
LogSATSearch (algorithm 5) performs a binary search to find the number of constraints p
at which the cell count falls below hiThresh. For DNF formula with cube width of w, since
the number of solutions is bounded between 2n−w and m ∗ 2n−w , we need to perform search
for p between n − w and n − w + log m. Therefore, binary search can take at most O(log log m)
steps to find correct p.
Symbolic Hashing is implemented in Algorithm 6 (BSAT). In line 2, we obtain a hash
function from HREX (q, p) over q = n − w + log m variables by calling Extract. We assume
access to a procedure nextGrayBit in line 10 that returns the position of the bit that is
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Algorithm 5 LogSATSearch(φ, D̂, b̂, ŷ, hiThresh, low, hi)
1: lowerFib ← 0; upperFib ← hi − low + 1; p ← low;
2: FailRecord[0] ← 1; FailRecord[hi − low + 1] ← 0;
3: FailRecord[i] ← ⊥ for all i other than 0 and hi − low + 1;
4: while true do
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

CBSAT ← BSAT(φ, D̂, b̂, ŷ, hiThresh, p, q, sI);
if (CBSAT ≥ hiThresh) then
if (FailRecord[p + 1 − low + 1] = 0) then return p + 1;
FailRecord[i] ← 1 for all i ∈ {1, . . . p − low + 1};
lowerFib ← p − low + 1;
p ← (upperFib + lowerFib)/2;
else
if (FailRecord[p − 1 − low + 1] = 1) then return p;
FailRecord[i] ← 0 for all i ∈ {p, . . . hi − low + 1};
upperFib ← p − low + 1;
p ← (upperFib + lowerFib)/2;

Algorithm 6 BSAT(φ, D̂, b̂, ŷ, hiThresh, p, q, sI)
1: count ← 0;
2: D, b, y ← Extract(D̂, b̂, ŷ, p, q, sI);
3: up ← b ⊕ y;
4: v q−p ← 0q−p ;
5: for (j = 0; j < 2q−p ; j + +) do
6:
7:
8:
9:
10:
11:

z ← [u : v];
(x, φCi ) = interpret(z);
count = count + CheckSAT(x, φCi , count, hiThresh);
if count ≥ hiThresh then return hiT hresh;
k ← nextGrayBit(q − p, j);
(u, v) ← enumNextREX(D, u, v, k);

12: return count

flipped between two consecutive assignments. A satisfying assignment z to the hash function
is constructed in line 6. z is interpreted to generate a pair (x, φCi ) in line 7 which is checked
for satisfiability in line 8. The final cell count is returned in line 12.
In CheckSAT (algorithm 7), we implement the stochastic cell counting procedure. The
key idea is to sample cubes uniformly at random from {1, 2. . . . m} till a cube φCj is found
such that x |= φCj (lines 2-5). The number of cubes sampled cx divided by total number of
cubes m is the estimate returned (line 6).
Procedure LogSATSearch in SymbolicDNFApproxMC is based upon the LogSATSearch in
ApproxMC2[4]. As noted in the analysis of ApproxMC2, such a logarithmic search procedure
requires that the solution space for a hash function with p + 1 hash constraints is a subset of
the solution space with p hash constraints. Furthermore, we want to preserve Row-Echelon
nature of the resulting hash constraints. To this end, we first construct D[q×(q−p)] and b[q−1]
as follows:
To seed the construction procedure, in SampleBase (algorithm 4) we first randomly sample
a 0/1 vector b̂ of size q − 1 which is the maximum number of hash constraints possible. We
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Algorithm 7 CheckSAT(x, φCi , count, hiThresh)
1: cx ← 0;
2: while count + cx /m < hiThresh do
3:
4:
5:
6:

Uniformly sample j from {1, 2, .., m};
cx ← cx + 1;
if x |= φCj then
return cx /m;

7: return cx /m

Algorithm 8 Extract(D̂, b̂, ŷ, p, q, sI)
1: D̂0 ← D̂[0 : p, 0 : q − sI]; b ← b̂[0 : p];
2: y ← ŷ[0 : p];
3: for (i = sI; i < p; i + +) do
4:
5:
6:
7:
8:

for (j = 0; j < i; j + +) do
if D̂0 [j, (i − sI)] == 1 then
D̂0 [j, .] ← D̂0 [j, .] ⊕ D̂0 [i, .];
b[j] ← b[j] ⊕ b[i];
y[j] ← y[j] ⊕ y[i];

9: D ← D̂0 [0 : p, p − sI : q − sI];
10: return D, b, y

[(q−1)×(q−sI)]

then construct a 0/1 matrix D̂ as follows: D̂
= [ GE ] where matrix G[sI×(q−sI)] is
[(q−sI)×(q−sI)]
a random 0/1 matrix with sI rows, and matrix E
is defined as as follows:
E[i, j] = 1 if i = j
E[i, j] = 0 if i > j
Pr[E[i, j] = 1] = Pr[E[i, j] = 0] = 0.5 if i < j
The reason for this definition of D̂ is that for DNF counting we have a good lower bound
on the number of hash constraints we can start with. The number of rows in G corresponds
to this lower bound. The definition of E ensures that the rows of E are linearly independent
which results in a monotonically shrinking solution space.
The Extract procedure (algorithm 8) takes D̂,b̂ and ŷ and a number p as input and returns
D,b and cell y such that (D, b) represents a hash function from HREX with p constraints and
y represents a cell. A precondition for Extract is sI ≤ p ≤ q − 1. In lines 1 and 2, the first p
rows of D̂ and first p elements of b̂ and ŷ are selected as D̂0 , b and y respectively. The first
sI rows of D̂0 form the matrix G in the definition of D̂ and the remaining p − sI rows of D̂0
are the first p − sI rows of matrix E. Each row from sI to p is used to reduce the preceding
rows in lines 5 to 8 so that the only non-zero elements of the first p − sI columns are the
leading 1s in rows sI to p. Thus Extract ensures that for a given D̂,b and ŷ, the solution
space of D[p×(q−p)] ,b[p] and y [p] is a superset of solution space of D[(p+1)×(q−p−1)] ,b[p+1] and
y [p+1] for all p.

5

Analysis

In order to prove the correctness of SymbolicDNFApproxMC, we first state the following helper
lemma. We defer the proofs to the full version due to lack of space.
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I Lemma 4. For every 1 ≤ p ≤ q and let µp = |Rφ |/2p . For every β > 0 and 0 < ε < 1 we
have
ε
µp ] ≤ ε22
1. Pr[|Ωy − µp | > (1+ε)
(1+ε)2

2. Pr[Ωy ≤ βµp ] ≤

µp

2
2+(1−β 2 )µp

The difference in lemma 4 and lemma 1 in [4] is that the probability bounds differ by a factor
of 2. We account for this difference by making hiThresh in SymbolicDNFApproxMC twice the
value of hiThresh in ApproxMC2. Therefore the rest of the proof of Theorem 7 (below) is
exactly the same as the proof of Theorem 4 of [4]. For completeness, we first restate lemmas
2 and 3 from [4] below.
In the following, Tp denotes the event (Ωy < hiThresh), and Lp and Up denote the
|Rφ |
|Rφ |
ε
∗
events (Ωy < (1+ε)2
p ) and (Ωy >
2p (1 + 1+ε )) respectively. p denotes the integer


log2 |Rφ | − log2 (4.92(1 + 1ε )2 )
I Lemma 5. The following bounds hold: 1) Pr[Tp∗ −3 ] ≤
1
1
Pr[Lp∗ −1 ] ≤ 10.84
4) Pr[Lp∗ ∪ Up∗ ] ≤ 4.92

1
62.5

2) Pr[Lp∗ −2 ] ≤

1
20.68

3)

Let B denote the event that SymbolicDNFApproxMC returns a pair (2p , nSols) such that
|Rφ |
2p ∗ nSols does not lie in the interval [ 1+ε
, |Rφ |(1 + ε)].
I Lemma 6. Pr[B] ≤ 0.36
I Theorem 7. Let SymbolicDNFApproxMC(φ, ε, δ) return count c. Then Pr[|Rφ |/(1 + ε) ≤
c ≤ (1 + ε)|Rφ |] ≥ 1 − δ.
Theorem 7 follows from lemmas 4, 5 and 6 and noting that SymbolicDNFApproxMC boosts
the probability of correctness of the count returned by SymbolicDNFApproxMCCore to 1 − δ
by using median of t = O(log(1/δ)) calls.
I Theorem 8. SymbolicDNFApproxMC runs in Õ(mn log(1/δ)/ε2 ) time.4

6

Conclusion

Hashing-based techniques have emerged as a promising approach to obtain counting algorithms and tools that scale to large instances while providing strong theoretical guarantees.
This has led to an interest in designing hashing-based algorithms for counting problems
that are known to be amenable to fully polynomial randomized approximation schemes.
The prior hashing-based approach [4] provided FPRAS for DNF but with complexity much
worse than state-of-the-art techniques. In this work, we introduced (i) Symbolic Hashing, (ii)
Stochastic Cell-Counting, and (iii) a new 2-universal family of hash functions, and obtained
a hashing-based FPRAS for #DNF with complexity similar to state-of-the-art.
Given the recent interest in hashing-based techniques and generality of our contributions,
we believe concepts introduced in this paper can lead to design of hashing-based techniques
for other classes of constraints. For example, all prior versions of ApproxMC relied on
deterministic SAT solvers for exactly counting the solutions in a cell for #CNF. The technique
of Stochastic Cell-Counting opens up the door for the usage of probabilistic SAT solvers for
#CNF. Furthermore, a salient feature of the HREX family is the sparsity of its hash functions.
In fact, the sparsity increases with the addition of constraints. Sparse hash functions have
been shown to be desirable for efficiently solving CNF+XOR constraints [15, 9, 12]. An
interesting direction for future work is to test HREX family with CNF formulas.
4

We say f (n) ∈ Õ(g(n)) if ∃k : f (n) ∈ O(g(n) logk (g(n))
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Abstract
We study the average stack cost of Büchi pushdown automata (Büchi PDA). We associate a
non-negative price with each stack symbol and define the cost of a stack as the sum of costs of all
its elements. We introduce and study the average stack cost problem (ASC), which asks whether
there exists an accepting run of a given Büchi PDA such that the long-run average of stack costs
is below some given threshold. The ASC problem generalizes mean-payoff objective and can be
used to express quantitative properties of pushdown systems. In particular, we can compute the
average response time using the ASC problem. We show that the ASC problem can be solved in
polynomial time.
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1

Introduction

Weighted pushdown systems (WPSs) combine finite-control, unbounded stack and weights on
transitions. Weights are aggregated using semiring operations [10] or the long-run average [5].
These features make them a powerful formalism capable of expressing interesting program
properties [10, 9]. Still, WPSs considered in the literature fall short of expressing the following
basic quantitative specification.
Consider the following client-server scenario, consisting of two agents, a server and a
client. The client sends requests (r), which are granted (g) by the server. Each grant satisfies
all pending requests. All other events are abstracted to a null instruction (#). We are
interested in checking properties of such systems over infinite runs. We are only interested in
sequences with infinitely many requests and grants. The average workload property (AW)
for client-server scenario, defined as the long-run average of the number of pending requests
over all positions, was studied in [4].
WPSs can model the client-server scenario, but they cannot express AW for two reasons.
First, WPSs considered in the literature [5] have no Büchi acceptance condition, and hence
we cannot specify traces with infinitely many requests and grants. Second, weights in WPSs
are bounded, and hence the long-run average is bounded by the maximal weight, whereas
AW is unbounded.
In this paper we study WPSs with Büchi acceptance conditions (known as Büchi pushdown
automata) and unbounded weights depending on the stack content, called stack costs. More
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precisely, we define the stack cost as a non-negative linear combination of the number of
occurrences of every stack letter, i.e., given stack pricing that assigns a non-negative cost
with stack symbols, the stack cost is the sum of prices of its elements. We investigate the
average stack cost (ASC) during infinite computations of an Büchi pushdown automaton.
For a finite computation, the average stack cost is simply the sum of the stack costs in every
position divided by the number of positions. It is extended to infinite computations by taking
the limit of the average stack costs of all the (finite) prefixes of this infinite computation. As
the limit may be undefined (when the sequence of prefixes diverge), we consider two values,
the limit inferior and limit superior over all prefixes.
We argue that with the ASC problem we can express interesting system properties. In
particular, we can express AW from the client-server scenario. Moreover, we can express
a variant of AW where each grant satisfies only one request. This variant of AW cannot
be specified with models from [4]. We can also use ASC to compute the average response
time property [3], which asks for the average number of steps between a request and the
corresponding grant. In this variant of the average response time, we can assume that each
grant satisfies one request, which has not been possible in previous formalisms [3].
Contributions. The main results presented in this paper are as follows.
The average stack cost problem can be solved in polynomial time assuming unary encoding
of stack pricing.
One-player games on WPSs with the conjunctions of mean-payoff and Büchi objectives
can be solved in polynomial time, even assuming binary encoding of weights.
The average response time property over WPSs in a variant of the client-server scenario
where each grant satisfies only one request can be computed in polynomial time.
Overview. We start with basic definitions in Section 2. Next, in Section 3 we discuss
convergence of the partial averages of the stack costs. In Section 4, we show that to solve
ASC we can bound the stack costs along the whole run. This allows us to reduce ASC to
the average letter cost problem, which is equivalent to one-player games on WPSs with the
conjunction of mean-payoff and Büchi objectives. We chose letter-based formalization rather
than WPSs with weights on transitions, as it allows us to use classical language-theoretic
results on ω-PDA. We apply these results in Section 5 to show that the average letter cost
problem can be solved in polynomial time. Finally, we discuss the connection between ASC
and the average response time property (Section 6).
The detailed proofs are presented in the full version of this paper [7].
Related work. WPSs with weights from a bounded idempotent semiring and their applications have been studied in [10, 9]. In bounded idempotent semirings there are no infinite
descending chains, e.g., the natural numbers, in contrast to the integers. The results from [9]
have been generalized to WPSs over indexed domains [8], which still do not capture the
integers. WPSs with integer weights aggregated with the long-run average operation (a.k.a.
mean-payoff objective) have been studied in [5]. It has been shown that one-player games on
WPSs with mean-payoff objective can be solved in polynomial time.
The average stack cost is closely related to the average energy objective studied over finite
graphs [1]. In contrast to stack cost, energy levels are not observable, i.e., transitions do not
depend on energy levels. One player energy games are decidable in polynomial time. As we
can express energy levels using stack costs, the results of this paper can be considered as a
generalization of the average-energy objective in the one-player case. However, two-player
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energy games are decidable in NP ∩ coNP [1], while even mean-payoff games on WPSs
are undecidable [5]. Since the average stack cost generalizes the mean-payoff objectives,
two-player average-stack-cost games are undecidable.

2

Preliminaries

Words and automata. Given a finite alphabet Σ of letters, a word w is a finite or infinite
sequence of letters. We denote the set of all finite words over Σ by Σ∗ , and the set of all
infinite words over Σ by Σω . We use  to denote the empty word.
For a word w, we define w[i] as the i-th letter of w, and we define w[i, j] as the subword
w[i]w[i + 1] . . . w[j] of w. We allow j = ∞ in w[i, j]. By |w| we denote the length of w. We
use the same notation for sequences that start from 0.
A (non-deterministic) pushdown automaton (PDA) is a tuple (Σ, Γ, Q, Q0 , QF , δ), where
Σ is the input alphabet, Γ is a finite stack alphabet, Q is a finite set of states, Q0 ⊆ Q is a
set of initial states, QF ⊆ Q is a set of accepting states, and δ ⊆ Q × Σ × (Γ ∪ {⊥}) × Q × Γ∗
is a finite transition relation. We define Büchi-PDA (called ω-PDA for short) in the same
way; these automata differ in semantics. The size of an automaton A = (Σ, Γ, Q, Q0 , QF , δ),
denoted by |A|, is |Q| + |δ|.
Assume a PDA (resp., ω-PDA) A = (Σ, Γ, Q, Q0 , QF , δ). A configuration of A is a tuple
(q, a, u) ∈ Q × (Σ ∪ {)} × (Γ ∪ {⊥})∗ , where ⊥ occurs only once in u; it occurs as its first
symbol. A run π of A is a sequence of configurations such that π[0] = (q0 , , ⊥) for some
q0 ∈ Q0 and for every i < |π|, if π[i, i + 1] = (q, a, u)(q 0 , a0 , u0 ), we have δ(q, a0 , x, q 0 , y) for
some x, y such that either x = u = ⊥ and u0 = y or x =
6 ⊥, u = us x for some us and u0 = us y.
Runs of PDA are finite sequences, while runs of ω-automata are infinite.
A run π = (q 0 , a0 , u0 )(q 1 , a1 , u1 ) . . . gives the word a0 a1 . . . . A finite run π of a PDA is
accepting if the last state in π belongs to QF . An infinite run π of an ω-PDA is accepting if it
visits QF infinitely often, i.e., satisfies the Büchi acceptance condition, and gives an infinite
word. The language recognized (or accepted) by the PDA A (resp., ω-PDA A), denoted L(A),
is the set of all words given by accepting runs of A.

Weighted pushdown systems. A weighted pushdown system (WPS) P is pair (A, wt) such
that (1) A is a PDA (resp., ω-PDA) A = (Σ, Γ, Q, Q0 , QF , δ), (2) the alphabet Σ is a
singleton, (3) all states are accepting, i.e., Q = QF , and (4) wt is a cost function that maps
transitions δ into a cost domain (which is Z in our case). The alphabet Σ and the set of
accepting states are typically omitted.

Context-free grammars (CFG) and their languages. A context-free grammar (CFG) is
a tuple G = (Σ, V, S, P ), where Σ is the alphabet, V is a set of non-terminals, S ∈ V is a
start symbol, and P is a set of production rules. Each production rule p has the following
form v → u, where v ∈ V and u ∈ (Σ ∪ V )∗ . We define derivation →G as a relation on
(Σ ∪ V )∗ × (Σ ∪ V )∗ as follows: w →G w0 iff w = w1 vw2 , w0 = w1 uw2 , and v → u is a
production from G. We define →∗G as the transitive closure of →G . The language generated
by G, denoted by L(G) = {w ∈ Σ∗ | S →∗G w} is the set of words that can be derived from
the start symbol S. CFGs and PDAs are language-wise polynomial equivalent (i.e., there is
a polynomial time procedure that, given a PDA, outputs a CFG of the same language and
vice versa) [6].
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2.1

Basic problems

Let A = (Σ, Γ, Q, Q0 , QF , δ) be an ω-PDA. A stack pricing is a function c : Γ → N that
assigns each stack symbol with a natural number (we assume 0 is natural). We extend c to
P|u|
configurations (q, a, u) by setting c((q, a, u)) = i=1 c(u[i]), where we assume that c(⊥) = 0.
Given a run π of A, a stack pricing c and k > 0, we define the average stack cost of the
Pk−1
prefix of π of length k, denoted by ASC(π, c, k), as k1 i=0 c(π[i]).
We are interested in establishing the average stack cost for the whole runs, which can be
formalized in two ways. The infimum-average stack cost of π, denoted by IASC(π, c), and
the supremum-average stack cost of π, denoted by SASC(π, c), are defined as
IASC(π, c) = lim inf ASC(π, c, k)
k→∞

SASC(π, c) = lim sup ASC(π, c, k)
k→∞

If c is known from the contexts, we omit it and write IASC(π) instead of IASC(π, c) and
similarly for SASC.
We define two decision questions collectively called the average stack cost problem.
I The IASC problem: given an ω-PDA A, a stack pricing c, ./∈ {<, ≤} and a threshold
λ ∈ Q, decide whether there exists an accepting run π of A such that IASC(π, c) ./ λ.
I The SASC problem: given an ω-PDA A, a stack pricing c, ./∈ {<, ≤} and a threshold
λ ∈ Q, decide whether there exists an accepting run π of A such that SASC(π, c) ./ λ.
We assume that the numbers in the stack pricing and the threshold are given in unary,
i.e., in an instance I of the average stack cost problem, values of c and λ are polynomially
bounded (in the size of the instance).
I Remark. Observe that the average stack cost problem generalizes WPSs with mean-payoff
objectives. First, WPSs consists of a PDA (resp., ω-PDA) and a cost function from transitions
into integers. We can however add a constant C to all weights, which change all mean-payoff
values by C. Thus, we can assume that costs are non-negative. Second, we can emulate
costs on transitions by extending the stack alphabet with letters corresponding to transitions,
and storing the last taken transition at the top of the stack. Hence, allowing, in addition
to stack costs, costs on transitions does not change the expressive power or the complexity.
For simplicity, we do not consider costs on transitions. Finally, the average stack cost
strictly generalizes WPSs with mean-payoff objectives as it can be unbounded whereas the
mean-payoff is bounded by the maximal weight of the transition.
I Example 1. Recall the client-server scenario from the introduction. Assume that the stack
alphabet is Γ = {r} and all requests are pushed on the stack by the client. Then, upon a
grant the server empties the stack. Observe that if the cost of a request on the stack is 1,
i.e., c(r) = 1, then the average stack cost equals AW.
We can modify this example to model that each grant satisfies a single request. Simply,
we require the server to pop only a single request upon a grant. Again, the average stack
cost equals AW.

3

Properties of Average Stack Cost

We extend the notion of the average stack cost to PDA, defining IASC(A, c) = inf{IASC(π, c) |
π is an accepting run of A} and SASC(A, c) = inf{SASC(π, c) | π is an accepting run of A}.
We can easily construct a run π and stack pricing c, such that IASC(π, c) < SASC(π, c).
We now show an example proving a stronger claim, stating that even IASC(A, c) and
SASC(A, c) can have different values.
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I Example 2. Consider an automaton A with three states U, B, A, one alphabet symbol a
and two stack symbols α, β, and the stack pricing such that c(α) = 0 and c(β) = 3. State A
is the only accepting and the only starting state. The transition function is as follows.
δ(A, a, ⊥, U, α)

δ(U, a, α, U, αα)

δ(U, a, α, B, β)

δ(B, a, β, B, )

δ(B, a, β, A, )

δ(B, a, α, B, β)

Every accepting run of A starts in the state A, adds some number of symbols α to the
stack in state U , and then goes to the state B, where it clears the stack, but to remove a
symbol α, it first needs to convert it to (costly) β. Then it reaches A with empty stack and
repeats.
Observe that SASC(A, c) = 1. To see this, consider an accepting run π. For any position
p > 0 with an accepting state we have that ASC(π, c, p − 1) = 1. To show this, we assign to
every β symbol that occur in π[0, p − 1] three positions: right before it was removed, right
before it replaced some α, and right before this α was added. In this way we cover all the
positions in π[0, p − 1], which means that the number of β symbols is three times the number
of positions, so ASC(π, c, p − 1) = 1.
In contrast, we show that IASC(A, c) = 0. Let πi be the sequence of configurations
(A, a, ⊥)(U, a, ⊥α) . . . (U, a, ⊥αi )(B, a, ⊥αi−1 β)(B, a, ⊥αi−1 )(B, a, ⊥αi−2 β) . . . (B, a, ⊥β)
Pi
For IASC, consider a sequence ai defined recursively1 as a1 = 1, ai+1 = i · j=1 aj
Pa1 +···+ai
and a run π = πa1 πa2 πa3 . . . . For each i, we have j=0
c(π[j]) = 3(a1 + · · · + ai )
(as in the SASC case, one can assign exactly three positions to each β). Therefore, at the
position 3ai + ai+1 in π, which is in πai+1 and it is the first position there with B, the value
3(a1 +···+ai )
3
1 +···+ai )
ASC(π, c, 3ai + ai+1 ) ) can be bounded by 3(a3(a
= (3+i)(a
= 3+i
. The
1 +···+ai )+ai+1
1 +···+ai )
3
sequence 3+i converges to 0, and since we only have non-negative costs, IASC(A, c) = 0.
The above example uses both non-accepting states (to ensure that the stack is emptied
infinitely often) and zero costs. Both are needed; we show a no-free-lunch theorem, saying
that we can only have two out of three things: (1) ω-PDA with non-accepting states, (2) stack
symbols with cost 0, or (3) a guarantee that IASC and SASC coincide.
I Theorem 3. Let A be an ω-PDA and c be a stack pricing c. If A has only accepting
states or c returns only positive values, then IASC(A, c) = SASC(A, c).
Proof sketch. In the only-accepting-runs case, the theorem follows from a reduction to oneplayer games on WPSs with mean-payoff objectives [5]. Mean-payoff objectives are considered
in two variants: mean-payoff infimum corresponding to limit infimum of partial averages and
mean-payoff supremum corresponding to limit supremum of parial averages. However, it is
shown in [5] that winning against one objective (say, the mean-payoff infimum objective) is
equivalent to winning against the other (the mean-payoff supremum objective). From that
and our reduction, we conclude that IASC(A, c) = SASC(A, c). In the only-positive-values
case, we prove that it is enough to consider runs with bounded size of the stack; then, we
reduce the average stack cost to the regular language case, in which the results on weighted
automata [2] and simple arguments show that the infimum over all runs of a weighted
automaton with accepting states is realized by a run, in which partial averages converge. We
conclude that IASC(A, c) = SASC(A, c).
J
1

It can be defined explicitly as ai = ii!, but the recursive definition is more convenient for us.
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We conclude with a realisability theorem, stating that if IASC(A, c) and SASC(A, c)
coincide, then there is a single run that witnesses both.
I Theorem 4. For an ω-PDA A and a stack pricing c we have IASC(A, c) = SASC(A, c)
iff there is a run π such that IASC(π, c) = SASC(π, c) = IASC(A, c).
Proof sketch. We prove that SASC(A, c) is always realized, i.e., for every PDA A there
exists π such that SASC(π, c) = SASC(A, c). This immediately implies the theorem.
J

4

From Average Stack Cost to Average Letter Cost

The average letter cost problem takes an ω-PDA A and a cost function defined on letters,
and asks whether there is a word in the language of A whose long-run average of costs of
letters is below a given threshold. This section is devoted to a polynomial time reduction
from the average stack cost problem to the average letter cost problem.
The reduction consists of two steps. First, we show that in the average stack cost problem,
we can impose a bound B on the stack cost (which depends on the ω-PDA and the threshold).
Next, we take the ω-PDA A from the average stack cost problem and define an ω-PDA AM ,
which recognizes words encoding the runs of A. The words accepted by AM correspond
precisely to runs with stack height bounded by B and are annotated with the current stack
cost along the run. These annotated costs are treated as costs of the letters, which completes
the reduction.
Formally, a letter-cost function lc is a function from a finite alphabet of letters Σ into
rationals. We assume the binary encoding of numbers. The letter-cost function extends
naturally to words by lc(a1 . . . an ) = lc(a1 ) + . . . + lc(an ). For a finite word w, we define
the average letter cost avglc(w) as lc(w)
|w| . The average letter cost extends to infinite words
as the low and the high average letter cost. For an infinite word w, we define the average
low letter cost as avgInflc(w) = lim inf k→∞ avglc(w[1, k]) and the average high letter cost as
avgSuplc(w) = lim supk→∞ avglc(w[1, k])).
I The IALC problem: given an ω-PDA A, a letter-cost function lc, ./∈ {<, ≤} and a
threshold λ ∈ Q, decide whether there exists a word w ∈ L(A) such that avgInflc(w) ./ λ.
I The SALC problem: given an ω-PDA A, a letter-cost function lc, ./∈ {<, ≤} and a
threshold λ ∈ Q, decide whether there exists a word w ∈ L(A) such that avgSuplc(w) ./ λ).
In contrast to the average stack cost problem, we allow the binary encoding of numbers
for lc and λ (a rational is encoded as a pair of integers, which are encoded in binary). The
main result of this section is the following theorem:
I Theorem 5. There are polynomial-time reductions from the IASC problem to the IALC
problem and from the SASC problem to the SALC problem.
We start the proof with auxiliary tools and lemmas.

4.1

Pumping lemma

For a run π and a position i, by qπ [i], aπ [i] and uπ [i] we denote the state, letter and stack at
position i of π, i.e., (qπ [i], aπ [i], uπ [i]) = π[i].
Consider a run π. We define two useful functions, first π (i, j) and last π (i, j), that take
a position i in π and a stack position j of the configuration π[i] and return a position
from π. Intuitively, π[first π (i, j)] is the configuration where the jth stack symbol in the ith
configuration of π was added to the stack and π[last π (i, j)] is the configuration right before
this stack symbol was removed from the stack. More formally, the functions first π and last π
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i

Figure 1 An example of i, j, k-contraction. The top part of the picture illustrates twelve
consecutive stack contents; the sixth one is marked as i and contains two distinguished equivalent
stack positions j and k. The bottom part of the picture is obtained by removing configurations 3, 4,
9 and 10 and removing stack positions 3 and 4 at positions 5-8 in the run.

are such that for each i ∈ N and each j ∈ {1, . . . , |uπ [i]|}, first π (i, j) is a minimal number
and last π (i, j) is a maximal number such that first π (i, j) ≤ i ≤ last π (i, j) and all the stacks
among uπ [first π (i, j)], . . . , uπ [last π ](i, j) start with the same j stack symbols u1 , . . . , uj .
A stack position j in a configuration i is persistent if last π (i, j) = ∞ (i.e., this symbol is never removed) and ceasing otherwise. We define a function lifespan lsπ (i, j) =
(first π (i, j), last π (i, j)). For a finite word w = w1 w2 , . . . , ws let w[l, ∞] denote the suffix
wl wl+1 . . . ws .
Assume a run π and a position i ∈ N such that uπ [i] = u1 . . . un . Two stack positions
j, k ∈ {1, . . . , n} are equivalent in π[i] if
uj = uk and they first appeared with the same symbols above, i.e., uπ [first π (i, j)][j, ∞] =
uπ [first π (i, k)][k, ∞], and
qπ [first π (i, j)] = qπ [first π (i, k)], and
Either both j and k are persistent in i, or both are ceasing and then qπ [last π (i, j)] =
qπ [last π (i, k)].
Assume a run π, i ∈ N and two stack positions j < k equivalent in π[i]. We define a
i, j, k-contraction of π as a sequence π C defined as follows:
If j and k are ceasing, then π C = π[0, first π (i, j)]π 0 π[last π (i, j), ∞], where π 0 is the
result of removing in π[first π (i, k) + 1, last π (i, k) − 1] in each stack symbols at positions
j + 1, j + 2, . . . , k.
If j and k are persistent, then π C = π[0, first π (i, j)]π 0 , where π 0 is the result of removing
in π[first π (i, k) + 1, ∞] in each stack symbols at positions j + 1, j + 2, . . . , k.
The proof of the following lemma is now straightforward.
I Lemma 6. A contraction of an accepting run is an accepting run.
If the stack size is at least 3|Q| · |Γ| · |δ|, then either there are more than 2|δ| persistent
positions on the stack with the same stack symbol or more than 2|Q||δ| ceasing positions
with the same stack symbols; in both cases, one can always pick three equivalent positions
among them. We state this observation as a lemma.
I Lemma 7. Among any 3|Q| · |Γ| · |δ| stack positions in any configuration π[i] there are
three stack positions pairwise equivalent in π[i].
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4.2

The bounded stack cost property

We show the bounded stack cost property for the IASC and SASC problem.
I Lemma 8. Assume an ω-PDA A, stack pricing c, ./∈ {<, ≤}, λ ∈ Q and an accepting
run π such that IASC(π) ./ λ. There is an accepting run π 0 such that IASC(π 0 ) ./ λ and for
each i, c(π[i]) ≤ maxs∈Γ c(s) · 3|Q| · |Γ| · |δ| + λ. The same holds for SASC.
Proof sketch. We first show the proof for IASC and ./=≤. Assume an ω-PDA A, stack
pricing c, λ ∈ Q and an accepting run π such that IASC(π) ≤ λ.
Let i be the smallest number such that c(π[j]) ≤ i for infinitely many j. Clearly i ≤ λ
since IASC(π) ≤ λ. If there are only finitely many positions where the stack cost exceeded
maxs∈Γ c(s) · 3|Q| · |Γ| · |δ| + λ, then for every such a position i we can find, by Lemma 7,
two equivalent stack positions j < k and obtain the i, j, k-contraction of the run. We repeat
it until the cost reaches the desired bound. Since we repeat this only finitely many times for
the whole run, the obtained run π 0 is accepting and IASC(π 0 ) ≤ λ.
For the rest of this proof, we focus on the case where there are infinitely many positions
with costly stack. There are two new challenges now: we need to make sure to preserve
infinitely many accepting states, and guarantee that IASC stays within desired bound.
To preserve infinitely many accepting states, we decompose π as π1ok π1 π2ok π2 π3ok . . . such
that every positions in πi has stack cost exceeding λ and all the positions of πiok cost at most
λ. Our goal is to define a new run π 0 that is obtained from π by contracting some of the
runs among π1 , π2 , . . . . To preserve the acceptance condition, we mark one configuration
with an accepting state in each πi that has such a configuration and guarantee that this
state will be retained.
Let π 0 = π1ok π10 π2ok π20 π3ok . . . , where for each i, we define πi0 starting from πi , and then
by repeating the following procedure as long as needed. For any j such that c(πi0 [j]) >
maxs∈Γ c(s) · 3|Q| · |Γ| · |δ| + λ, there are at least 3|Q| · |Γ| · |δ| stack positions k whose symbols
have positive cost and lifespan is within π 0 , as the total cost of the remaining stack position
is bounded by λ. Among them, we can find three pairwise equivalent stack positions, from
which one can choose two positions k, l such that the j, k, l-contraction of πi0 retains the
marked accepting state. We set πi0 to be the contraction.
For each position i in π 0 , we define its origin o(i) as the position in π from which i originates
(o is a monotonic function). We argue that if ASC(π, c, i) ≤ λ, then ASC(π 0 , c, o(i)) ≤ λ; the
proof is based on the fact that we only remove or alter positions where the cost is greater
than λ (see [7] for details). It follows that IASC(π 0 ) ≤ IASC(π), as required.
For the strict inequality assume that IASC(π) < λ. Then for some  > 0, we have
IASC(π) ≤ λ − . By the above reasoning, there exists π 0 such that IASC(π 0 ) ≤ λ −  and for
each i, c(π[i]) ≤ maxs∈Γ c(s) · 3|Q| · |Γ| · |δ| + λ. Then, IASC(π 0 ) < λ.
The case of SASC uses the same construction, but the reasoning now is slightly more
technical as we have to argue that all the subsequences of π 0 have the cost less than λ, but
the idea is exactly the same, so we skip it here.
J
We now prove Theorem 5.
Proof. We show the reduction of IASC to IALC. The reduction is through a construction of
a meta-automaton defined below. Given an instance I = hA, c, ./, λi of the IASC problem,
we define a meta-automaton AM for I as an ω-PDA that recognizes the language of infinite
words corresponding to accepting runs of A. Formally, let N = maxs∈Γ c(s) · 3|Q| · |Γ| · |δ| + λ.
The ω-PDA AM works over the alphabet δ × {0, . . . , N }, where δ is the transition relation
of A, and AM accepts all words w such that (1) w encodes an accepting run π w of A, and
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(2) the stack cost of π at position i is encoded as the second component of w[i]. In particular,
(2) implies that the meta-automaton accepts words that correspond to runs of A in which
the stack cost is bounded by N at every position.
To build a meta-automaton we need to track the current stack cost. However, even
a finite-state automaton can store in its states the current stack cost, which belongs to
{0, . . . , N } and update it based in the current symbol being pushed to or popped from the
stack. Therefore, a meta-automaton can be constructed in polynomial time.
Consider a letter-cost function defined over δ × {0, . . . , N } such that lc(t, x) = x, i.e., the
letter cost of a transition is the current stack cost. Observe that each partial averages of
stack cost in a run π coincides with the corresponding partial average of letter costs in the
corresponding word. Therefore, if the instance (AM , lc, ./, λ) of the IALC problem is solved
by a word w, then the corresponding run π w of A is a solution of I. Conversely, if I has a
solution π, then by Lemma 8 it has a solution π 0 , in which all stack costs are bounded by N .
Then, there is a word w0 accepted by AM corresponding to the run π 0 . Observe that w0 is a
solution of the instance (AM , lc, ./, λ) of the IALC problem.
The same construction gives us the reduction from SASC to SALC. The prove of correctness
is the same as we only need to use different variant of Lemma 8.
J

5

The average letter cost problem

We prove that the average letter cost problem can be solved in polynomial time. In Section 5.1
we study the finite-word variants of the average letter cost problem. Next, we use finiteword results to solve the average letter cost problem over infinite word (Section 5.2). We
supplement this section with the comparison of the average letter cost problem and one-player
games on WPSs with conjunctions of mean-payoff and Büchi objectives.

5.1

Average letter cost over finite words

We are interested in the average letter cost over all (finite) words accepted by a given PDA.
I The avglc problem: given a letter-cost function lc, a PDA A, ./∈ {<, ≤} and a threshold
λ, decide whether inf w∈L(A) avglc(w) ./ λ.
To solve this problem, we first discuss how to compute the infimum of lc(w) over all
words accepted by A, i.e., inf w∈L(A) lc(w). Next, we solve the average letter cost problem
by computing inf w∈L(A) lcλ (w) for a modified letter cost function lcλ .
I Lemma 9. Given a PDA A and a letter-cost function lc, we can compute inf w∈L(A) lc(w),
the infimum of lc(w) over all words accepted by A, in polynomial time in A.
I Remark. The values of the letter-cost function in Lemma 9 can be represented in binary.
Proof sketch. To compute inf w∈L(A) lc(w), we transform A to a CFG G generating the
same language. Then, we adapt the classic algorithm for checking the emptiness of the
language generated by a CFG [6]. The algorithm from [6] marks iteratively non-terminals
that derive some words. It starts by marking non-terminals that derive a single letter. Then
it takes |G| iterations of a loop, in which it applies all the rules of G, and marks non-terminals
that derive marked non-terminals. Here, we associate with each non-terminal A, a variable
vA storing the minimal value of lc(w) for w derivable from A in G. We update values of vA
in each iteration, by putting vA = min(vA , vB + vC ) for every rule A → BC. The algorithm
terminates if (1) there is an iteration, in which no variable has changed or (2) after |G| + 1
iterations. In the first case, we return vS , the computed value for the start symbol. In the
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second case, we observe that no further iterations are necessary as there exists a derivation
B →∗G vL BvR with lc(vL vR ) < 0, and hence inf w∈L(A) lc(w) = −∞.
J
Using Lemma 9, we can solve the average letter cost problem in the finite word case.
I Lemma 10. The avglc problem can be solved in polynomial time.
Proof sketch. First, if inf w∈L(A) avglc(w) < λ, then there is a word w with avglc(w) <
λ. Observe that the average of a1 , . . . , an is less than lambda if and only if the sum of
(a1 − λ), . . . , (an − λ) is less than 0. Therefore, to check existence of w with avglc(w) < λ, we
define lcλ by substructing λ from each value of lc and apply Lemma 9 to check existence of
w with lcλ (w) < 0. The case of the non-strict inequality is more difficult as the infimum need
not be realized. However , we consider a CFG G generating the language of A and we show
that inf u∈L(A) avglc(u) ≤ λ if and only if (1) there exists u ∈ L(A) with avglc(u) ≤ λ, or
(2) there is a non-terminal A such that A →∗G uL AuR and avglc(uL uR ) ≤ λ. Both conditions
can be checked in polynomial time using the letter-cost function lcλ and Lemma 9.
J

5.2

Average letter cost over infinite words

In this section, we discuss the average letter cost problem in the infinite-word case. We begin
with the average letter cost problem with the limit supremum of partial averages.
I Lemma 11. The SALC problem can be decided in polynomial time.
Proof sketch. We reduce the problem to the finite-word case and use Lemma 10. Consider
an instance of the SALC problem consisting of an ω-PDA A, letter-cost function lc, ./∈ {<, ≤}
S
and λ. Any context-free omega language L can be presented as L = 1≤i≤k Vi (Ui )ω , where
V1 , U1 , . . . , Vk , Uk are non-empty finite-word context-free languages. We can look for w in
each Vi (Ui )ω separately. Then, we show that there exists a word w ∈ Vi (Ui )ω such that
avgSuplc(w) ./ λ if and only if inf u∈Ui avglc(ui ) ./ λ. The latter condition can be checked
in polynomial time (Lemma 10).
J
Now, we consider the average letter cost problem with the limit infimum of partial averages.
We again reduce it to the finite-word case, but now the reduction is not as straightforward.
The following example explains the main difficulty.
I Example 12. Consider Σ = {0, 2}, and the letter-cost function lc, which simply returns
the value of a letter, i.e., for x ∈ Σ we have lc(x) = x. Now, let A be an ω-PDA accepting
the language U0ω , where U0 = {0n 2n | n ∈ N}. Observe that for every w ∈ L(A) we
n2

have avgSuplc(w) = 1. However, for a word w0 = 0202 22 . . . 02 22
2 2

2n

2

(n−1)2 +1−n2

n2

. . . we observe that

−2(n−1)

avglc(020 2 . . . 0 ) < 2
=2
, and hence avgInflc(w0 ) = 0. Therefore,
avgSuplc(w0 ) 6= avgInflc(w0 ). We conclude that for a language of the form U ω , knowing
average letter costs of words in U is insufficient to decide whether there is a word w with
avgInflc(w) ≤ λ. Still, in the following we show how to decide avgInflc(w) ≤ λ by examining
the structure of U .
I Lemma 13. The IALC problem can be decided in polynomial time.
S
Proof sketch. Again we represent the language of an ω-PDA A as L = 1≤i≤k Vi (Ui )ω ,
where V1 , U1 , . . . , Vk , Uk are non-empty finite-word context-free languages and look for w
in each Vi (Ui )ω separately. Let Gi be a CFG generating the language Ui . We assume
that Gi is pruned, i.e., every non-terminal occurs in some derivation of some word. For
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./∈ {<, ≤}, we show that there exists a word w ∈ Vi (Ui )ω such that avgInflc(w) ./ λ if
and only if (1) inf u∈Ui avglc(ui ) ./ λ or (2) there exists a non-terminal A in Gi , such that
inf{avglc(uL ) | A →∗Gi uL AuR } ./ λ. Both conditions can be checked in polynomial time
using Lemma 10. Condition (1) is inherited from the avgSuplc. For condition (2), observe
that avgInflc(w) ≤ λ if there is a subsequence of partial averages that converges to a value at
most λ. For a word vu1 u2 . . . ∈ Vi (Ui )ω , the subsequence from the limit infimum may pick
only positions inside words u1 , u2 , . . . (as in Example 12), and the subsequence of partial
averages at boundaries of words may converge to a higher value. Condition (2) covers this
case. In Example 12, U0 is generated by a grammar S → 0S2, S →  and observe that this
grammar satisfies condition (2) with λ = 0, i.e., for S → 0S2 we have avglc(0) ≤ 0.
J

5.3

Weighted pushdown systems with fairness

We briefly discuss the connection between the average letter cost problem and one-player
games on WPSs with conjunctions of mean-payoff and Büchi objectives.
A WPS-game consists of a WPS P = (A, wt) and a game objective. In each WPS-game,
the only player plays infinitely many rounds selecting consecutive transitions in order to
obtain a run satisfying given objectives. A game objective is a conjunction of a mean-payoff
objective and a Büchi objective, defined as follows.
A mean-payoff objective is of the form LimAvgInf(π) ./ λ or LimAvgSup(π) ./ λ, where
./∈ {<, ≤} and λ ∈ Q. The interpretation of such an objective is as follows: each play
constructs a run π of P and the cost sequence wt(π) of π which is the sequence of costs of the
Pk
transitions of π. We interpret LimAvgInf(π) as lim inf k→∞ k1 i=1 wt(π)[i] and LimAvgSup(π)
Pk
as lim supk→∞ k1 i=1 wt(π)[i], and we say that a mean-payoff objective is satisfied if its
inequality holds. A Büchi objective is a set of states; it is satisfied by π if π visits some state
from QF infinitely often.
To solve a WPS-game is to determine whether the player can construct a run that satisfies
all the game objectives. The following theorem extends [5, Theorem 1] by adding Büchi
objectives.
I Theorem 14. Each WPS-game can be solved in polynomial time.
The proof follows from a reduction to the average letter cost problem that encodes the
transitions costs in corresponding letter costs. A converse polynomial-time reduction is also
possible; in this case, we encode letter costs in transition costs.

6

Average Response Time Example

In this section, we use the ASC problem to compute a variant of the average response time
property [3]. In this variant, there are two agents: a client and a server. A client can state
a request, which is later granted or rejected by the server. Requests are dealt with on the
first-come, first-served basis, but not immediately — the server may need some time to issue
a grant. We assume that both client and server are modeled as systems with finitely many
states and can check whether the number of pending requests at a given moment is zero. We
also assume a fairness condition stating that there are infinitely many requests and grants.
A trace of such system is a word over the alphabet {r, g, #}, where r denotes a new
request, g denotes a grant and # denotes a null instruction. We are interested in bounding
the minimal possible average response time of such a model . In other words, we are interested
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checking, for a given λ and a model, whether
n

lim inf
n→∞

1X
ai < λ
n i=1

(1)

for some computation of the model in which the ith request was realised after ai steps of
computations (our technique works for lim sup as well, but we focus on lim inf).
Feasibility study. To apply our technique, we need to overcome two main difficulties. First,
our technique only works for stacks, but requests are handled in a queue manner. In general,
non-emptiness of automata with queue is undecidable. Second, the denominator in (1) refers
only to the number of requests, not the number of positions in words (they may differ because
of the letter #).
Dealing with queues. We abstract the counter to a stack over a unary alphabet {P } whose
size equals the value of the counter in the straightforward way.
We claim that there is a run satisfying (1) if and only if there is a run satisfying
G

lim inf
n→∞

n
1X
c(π[i]) < λ
n i=1

(2)

where Gn denotes the position of the nth grant in the run (we assume that each grant
correspond to a request).
We present the main idea (see [7] for details). Consider a position in a run n where there
are no pending requests; then, the total waiting time of all requests up to this position is
equal to the sum of the number of waiting processes in each position up to n. At a position
with unfulfilled requests, this is no longer guaranteed, as the pending processes may have
some waiting time in the future. However, it can be shown that a run for (2) can be chosen
in a way that guarantees that the difference between the two numbers is bounded by some
constant, and therefore can be neglected in the lim inf.
Selected positions.

We argue that (2) is equivalent to

n

lim inf
n→∞

1X ∗
c (π[i]) < λ
n i=1

(3)

where c∗ (π[i]) equals c(π[i]) if the position i corresponds to a grant and c(π[i]) + λ otherwise.
Pgn
PGn
PGn ∗
Observe that n1 i=1
c(π[i]) < λ iff i=1
c(π[i])−nλ+gn λ < gn λ iff g1n i=1
c (π[i]) < λ.
PGn ∗
The last equivalence follows from the fact that there are n grants, and so i=1 c (π[i]) =
PGn
i=1 c(π[i]) + (Gn − n)λ.
PGn
If (2), then there is an infinite sequence of positions where n1 i=1
c(π[i]) < λ, and by
P
Gn ∗
the above reasoning each position in this sequence satisfies G1n i=1
c (π[i]) < λ. This
means that (2) implies (3). The converse if also true. To see this, observe that if at a
Pn
position n > 0 that does not correspond to a grant we have n1 i=1 c∗ (π[i]) < λ, then also
P
n−1 ∗
1
c (π[i]) < λ as c∗ (π[n]) ≥ λ. If we have an infinite sequence of positions with
n−1
Pn i=1∗
1
grants, we can select an infinite sequence of positions
i=1 c (π[i]) < λ and infinitely manyP
n
n
n corresponding to grants such that n1 i=1 c∗ (π[i]) < λ.
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Putting it all together. From the above consideration, we know that (1) if and only if
(3). Therefore, to verify (1), we modify the automaton as follows: we add an additional
stack symbol • of weight λ + 1 that can only appear at the top of the stack. We modify the
transition function to stipulate that whenever the automaton is in a position that does not
correspond to a grant, then the topmost symbol is •. By our results, checking whether there
is a run with the average stack cost less than λ (and therefore whether the average waiting
time is less than λ) can be done in polynomial time.
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Abstract
Querying graph databases has recently received much attention. We propose a new approach
to this problem, which balances competing goals of expressive power, language clarity and computational complexity. A distinctive feature of our approach is the ability to express properties
of minimal (e.g. shortest) and maximal (e.g. most valuable) paths satisfying given criteria. To
express complex properties in a modular way, we introduce labelling-generating ontologies. The
resulting formalism is computationally attractive – queries can be answered in non-deterministic
logarithmic space in the size of the database.
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1

Introduction

Graphs are one of the most natural representations of data in a number of important
applications such as modelling transport networks, social networks, technological networks
(see surveys [2, 39, 5]). The main strength of graph representations is the possibility to
naturally represent not only the data itself, but also the links among data. Effective search
and analysis of graphs is an important factor in reasoning performed in various AI tasks.
This motivates the study of query formalisms for graph databases, which are capable of
expressing properties of paths.
One of the most challenging problems of recent years is to process big data, typically too
large to be stored in the modern computers’ memory. This stimulates a strong interest in
algorithms working in logarithmic space w.r.t. the size of the database (data complexity) [11,
4, 7]. At the same time, even checking whether there is a path between two given nodes is
already NL-complete, so NL is the best complexity for any expressive graph query language.
Our contribution. We propose a new approach to writing queries for graph databases, in
which labelling-generating ontologies are first-class citizens. It can be integrated with many
existing query formalisms. However, in order to make the presentation clear we introduce
the concept by defining a new language OPRA. OPRA features NL-data complexity, good
expressive power and a modular structure. The expressive power of OPRA strictly subsumes

∗
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the expressive power of popular existing formalisms with same complexity (see Fig. 1).
Distinctive properties expressible in OPRA are based on aggregation of data values along
paths and computation of extremal values among aggregated data. One example of such
a property is “p is a path from s to t that has both the minimal weight and the minimal
length among all paths from s to t”.
To ease the presentation, we define OPRA in two steps. First, we define the language
PRA, whose main components are three types of constraints: Path, Regular and Arithmetical.
We use path constraints to specify endpoints of graph paths; the other constraints only
specify properties of paths. Regular constraints specify paths using regular expressions,
adapted to deal with multiple paths and infinite alphabets. Arithmetical constraints compare
linear combinations of aggregated values, i.e., values of labels accumulated along whole paths.
The language PRA can only aggregate and compare the values of labelling functions
already defined in the graph. The properties we are interested in often require performing
some arithmetical operations on the labellings, either simple (taking a linear combination)
or complicated (taking minimum, maximum, or even computing some subquery). Such
operations are often nested inside regular expressions (as in LARE [23]) making queries
unnecessarily complicated. Instead, similarly as in [3] we specify such operations in a modular
way as ontologies. This leads to the language OPRA, which comprises Ontologies and PRA.
In our approach all knowledge on graph nodes is encoded by labellings, and our ontologies
also are defined as the auxiliary labellings. For example, having a labelling child(x, y) stating
that x is a child of y, we can define a labelling descendant(x, y) stating that x is a descendant
of y. Such labellings can be computed on-the-fly during the query evaluation.
Related work. Regular Path Queries (RPQs) [15, 12] are usually used as a basic construction
for graph querying. RPQs are of the form x →π y ∧ π ∈ L(e) where e is a (standard) regular
expression. Such queries return pairs of nodes (v, v 0 ) connected by a path π such that the
labelling of π forms a word from L(e). Conjunctive Regular Path Queries (CRPQs) are the
closure of RPQs under conjunction and existential quantification [14, 32]. Barcelo et al., [7]
introduced extended CRPQs (ECRPQs) that can compare tuples of paths by regular relations
[19, 22]. Examples of such relations are path equality, length comparisons, prefix (i.e., a path
is a prefix of another path) and fixed edit distance. Regular relations on tuples of paths can
be defined by the standard regular expressions over alphabet of tuples of edge symbols.
Graph nodes often store data values from an infinite alphabet. In such graphs, paths are
interleaved sequences of data values and edge labels. This is closely related to data words
studied in XML context [34, 18, 37, 10]. Data complexity of query answering for most of
the formalisms for data words is NP-hard [30]. This is not, however, the case for register
automata [26], which inspired Libkin and Vrgoč to define Regular Queries with Memory
(RQMs) [30]. RQMs are again of the form x →π y ∧ π ∈ L(e). However, e is now Regular
Expression with Memory (REM). REMs can store in a register the data value at the current
position and test its equality with other values already stored in registers. Register Logic [6]
is, essentially, the language of REMs closed under Boolean combinations, node, path and
register-assignment quantification. It allows for comparing data values in different paths. The
positive fragment of Register Logic, RL+ , has data complexity in NL, even when REMs can
be nested using a branching operator. Walk Logic [25] extends FO with path quantification
and equality tests of data values on paths. Query answering for WL is decidable but its
data complexity is not elementary [6]. LARE [23] is a query language that can existentially
quantify nodes and paths, and check relationship between many paths. Path relationships
are defined by regular expressions with registers that allow for various arithmetic operations
on registers.
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Figure 1 Comparison between different query languages.

Aggregation. Ability to use aggregate functions such as sum, average or count is a fundamental mechanism in database systems. Klug [28] extended the relational algebra and
calculus with aggregate functions and proved their equivalence. Early graph query languages
G+ [16] or GraphLog [14, 13] can aggregate data values. Consens and Mendelzon [13] studied
path summarization, i.e., summarizing information along paths in graphs. They assumed
natural numbers in their data model and allowed to aggregate summarization results. In
order to achieve good complexity (in the class NC) they allowed aggregate and summing
operators that form a closed semiring. Other examples of aggregation can be found in [39].
Summing vectors of numbers along graph paths have been already studied in the context
of various formalisms based on automata or regular expressions and lead to a number of
proposals that have combined complexity in PSPACE and data complexity in NL. Kopczyński
and To [29] have shown that Parikh images (i.e., vectors of letter counts) for the usual finite
automata can be expressed using a union of linear sets that is polynomial in the size of the
automaton and exponential in the alphabet size (the alphabet size, in our context, corresponds
to the dimension of vectors). Barcelo et al. [7] extended ECRPQs with linear constraints
on the numbers of edge labels counts along paths. They expressed the constraints using
reversal-bounded counter machines, translated further to Presburger arithmetic formulas of
a polynomial size and evaluate them using techniques from [29, 36].
Figueira and Libkin [20] studied Parikh automata introduced in [27]. These are finite
automata that additionally store a vector of counters in Nk . Each transition specifies also a
vector of natural numbers. While moving along graph paths according to a transition the
automaton adds this transition’s vector to the vector of counters. The automaton accepts if
the computed vector of counters is in a given semilinear set in Nk . Also a variant of regular
expressions capturing the power of these automata is shown. This model has been used to
define a family of variants of CRPQs that can compare tuples of paths using synchronization
languages [21]. This is a relaxation of regularity condition for relations on paths of ECRPQs
and leads to more expressive formalisms with data complexity still in NL. These formalisms
are incomparable to ours since they can express non-regular relations on paths like suffix but
cannot express properties of data values, nodes’ degrees or extrema.
Cypher [38] is a practical query language implemented in the graph database Neo4j. It
uses property graphs as its data model. These are graphs with labelled nodes and edges,
but edges and nodes can also store attribute values for a set of properties. MATCH clause of
Cypher queries allows for specifying graph patterns that depend on nodes’ and edges’ labels
as well as on their properties values. Cypher does not allow full regular expressions however
graph patterns can contain transitive closure over a single label. More on Cypher can be
found in a survey [2].
RDF [17] is a W3C standard that allows encoding of the content on the Web in a form of
a set of triples representing an edge-labelled graph. Each triple consists of the subject s, the
predicate p, and the object o that are resource identifiers (URI’s), and represents an edge
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from s to o labelled by p. Interestingly, the middle element, p, may play the role of the first
or the third element of another triple. Our formalism OPRA allows to operate directly on
RDF without any complex graph encoding, by using a ternary labelling representing RDF
triples. This allows for convenient navigation by regular expressions in which also the middle
element of a triple can serve as the source or the target of a single navigation step (cf. [31]).
The standard query formalism for RDF is SPARQL [35, 24]. It implements property paths
which are RPQs extended with inverses and limited form of negation (see survey [2]).

2

Language OPRA

Various kinds of data graphs are possible and presented in the literature. The differences
typically lie in the way the elements of graphs are labelled – both nodes and edges may
be labelled by finite or infinite alphabets, which may have some inner structure. Here, we
choose a general approach in which a labelled graph, or simply a graph, is a tuple consisting
of a finite number of nodes V and a number of labelling functions λ : V l → Z ∪ {−∞, ∞}
assigning integers to vectors of nodes of some fixed size. While edges are not explicitly
mentioned, if needed, one can consider an edge labelling λE such that λE (v, v 0 ) is 1 if there is
an edge from v to v 0 and it is 0 otherwise. More sophisticated edges, e.g., with integer labels,
may be handled by means of standard embedding, defined in Section 4. For convenience, we
assume that the set of nodes always contains a distinguished node  – we use it as a “sink
node”, to avoid problems with paths of different lengths.
A path is a sequence of nodes. For a path p = v1 . . . vk , by p[i] we denote its i-th element,
vi , if i ≤ k, and  otherwise.

2.1

Basic constructs

We first define the language PRA, which is the core of the language OPRA. The queries of
PRA are of the form
MATCH NODES ~
x, PATHS ~π
SUCH THAT Path_constraints
WHERE Regular_constraints
HAVING Arithmetical_constraints

where ~x are free node variables, ~π are free path variables, Path_constraints is a conjunction
of path constraints, Regular_constraints is a conjunction of regular constraints and, finally,
Arithmetical_constraints is a conjunction of arithmetical constraints, as defined below. The
constraints may contain variables not listed in the MATCH clause (which are then existentially
quantified).
Path constraints. Path constraints are expressions of the form xs →π xt , where xs , xt are
node variables and π is a path variable, satisfied if π is a sequence of nodes starting from xs
and ending in xt .
Regular constraints. The main building blocks of regular constraints are node constraints.
Syntactically, a k-node constraint is an expression containing free node variables @1 , @01 , . . . ,
@k , @0k and of the form X ∼ X 0 , where ∼∈ {≤, <, =} and each of X, X 0 is an integer constant
or a labelling function λi applied to some of the free variables.
A k-node constraint for a regular constraint over k paths may be seen as a function that
takes a vector containing two nodes of each path: a current node (represented by @i ) and
a next node (represented by @0i ), and returns a Boolean value. The semantics is given by
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applying the appropriate labelling functions to the nodes given as an input and comparing
the value according to the ∼ symbol.
A regular constraint R(π1 , . . . , πk ) is syntactically a regular expression over an infinite
alphabet consisting of all the possible k-node constraints. Assume p1 , . . . , pk are paths and
let w1 . . . ws be the word such that s = max(|p1 |, . . . , |pk |) and each wi ∈ V 2k is defined as
wi = (p1 [i], p1 [i + 1], . . . , pk [i], pk [i + 1]), i.e., it is a vector consisting of i-th and i + 1-th node
of each path (or can be substituted by  if not present). We say that p1 , . . . , pk satisfy R,
denoted as R(p1 , . . . , pk ), if the w1 . . . ws belongs to the language LG (R), defined inductively
in the usual manner:
LG (R), where R is a node constraint, is defined as a set of vectors of length 2k for which
the constraint R returns true.
LG (R · R0 ) = {a · b | a ∈ LG (R) ∧ b ∈ LG (R0 )}.
LG (R + R0 ) is the union of LG (R) and LG (R0 ).
LG (R∗ ) is the Kleene-star closure of LG (R).
Note that acccording to the definitions above, the variables @1 , @01 , . . . , @k , @0k in a regular
constraint R(π1 , . . . , πk ) always refer to the nodes of the paths π1 , . . . , πk , e.g., @4 refers to
the current node of the path π4 and @02 refers to the next node of the path π2 . In order not
to mix the variables with ordinary ones we disallow to use them in any other context.
Arithmetical constraints. An arithmetical constraint is an inequality c1 Λ1 +. . .+cj Λj ≤ c0 ,
where c0 , . . . , cj are integer constants and each Λ` is an expression of the form
λi [πi1 , . . . , πik ]. The value of λi [πi1 , . . . , πik ] over paths p1 , . . . , pn is defined as the sum
Ps
i=1 λi (pi1 [i], . . . , pik [i]), where s = max{|p1 |, . . . , |pk |}, i.e., the sum of the labelling for
vectors of nodes on corresponding positions of all paths. Paths p~ satisfy the arithmetical
expression c1 Λ1 + . . . + cj Λj ≤ c0 if the value of the left hand side, with ~π instantiated to p~,
is less than or equal to c0 .
Query semantics. Let Q(~x, p~) be a PRA query, and ~x0 and ~π 0 be node and path variables
in Q that are not listed as free. We say that nodes ~v and paths p~ (of some graph G) satisfy Q,
denoted as Q(~v , p~), if and only if there exist nodes ~v 0 and paths p~0 such that the instantiation
~x = ~v , ~x0 = ~v 0 , ~π = p~ and ~π 0 = p~0 satisfies all constraints in Q.

2.2

Auxiliary labelling

We introduce a way of defining auxiliary labellings of graphs, which are defined based
on existing graph labellings and its structure. The ability to define auxiliary labellings
significantly extends the expressive power of the language. The essential property of auxiliary
labellings is that their values do not need to be stored in the database, which would require
polynomial memory, but can be computed on demand. An auxiliary labelling may be seen
as an ontology or a view.
We assume a set F of fundamental functions f : (Z ∪ {−∞, ∞})∗ → Z ∪ {−∞, ∞}
consisting of aggregate functions maximum Max, minimum Min, counting Count, summation Sum, and binary functions +, −, · and ≤ (assuming 0 for false and 1 for true, and
that these functions return 0 if the number of inputs is not two). F can be extended, if
needed, by any functions computable by a non-deterministic Turing machine whose size
of all tapes while computing f (~x) is logarithmic in length of ~x and values in ~x, assuming
binary representation, provided that additional aggregate functions in F are invariant under
permutation of arguments.
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Terms. In order to specify values for auxiliary labellings we use terms. A term t(~x) is
defined by the following BNF:
t(~x) ::= c | λ(~y ) | [Q(~y )] | min Q(~y , π) | max Q(~y , π)
λ,π

λ,π

| y = y | f (t(~y ), . . . , t(~y )) | f 0 ({t(x) : t(x, ~y )})
where ~x is a vector of node variables, x is a fresh node variable, c is a constant, λ is a labelling,
Q is a PRA query in G, f ∈ F, f 0 ∈ F is aggregate, ~y ranges over vectors of variables among
~x and y ranges over variables among ~x.
Let G be a graph. A variable instantiation η G : ~x → V in G is a function that maps
variables in ~x to nodes of G. Such a function extends canonically to subvectors of ~x. Below
we inductively extend variable instantiations to terms. If G is clear from the context, we
write t(~v ) as a shorthand of η G (t(~x)), where η G (~x[i]) = ~v [i] for all i.
1. η G (c) = c, where c is a constant,
2. η G (λ(~y )) = λ(η G (~y )), where λ is a labelling of G
3. η G ([Q(~y )]) is 1 if Q(η G (~y )) holds in G and 0 otherwise,
4. η G (minλ,π Q(~y , π)) is the minimum of values of λ[p], defined as in the arithmetical
constraints, over all paths p such that Q(η G (~y ), p) holds in G,
5. η G (maxλ,π Q(~y , π)) = max({λ[p] | Q(η G (~y ), p)}),
6. η G (y = y 0 ) is 1 if η G (y) = η G (y 0 ) and 0 otherwise,
7. η G (f (t1 (~y1 ), . . . , tk (~yk ))=f (η G (t1 (~y1 ), . . . , η G (tk (~yk ))),
8. η G (f ({t(x):t0 (x, ~y )})) = f (t(v1 ), . . . , t(vn )), where v1 , . . . , vn are all nodes v of G satisfying
t0 (v, η G (~y )) = 1.
Auxiliary labellings. Consider a term t(~x) and a graph G, which does not have a labelling
λ. We define the graph G[λ:=t] as the graph G extended with the labelling λ such that
λ(~v ) = t(~v ) for all ~v ∈ V k . We call λ an auxiliary labelling of G. We write G[λ1 :=t1
, . . . , λn :=tn ] to denote the results of successively adding labellings λ1 , . . . , λn to the graph
G, i.e., G[λ1 :=t1 ][λ2 :=t2 ] . . . [λn :=tn ].
Language OPRA. An OPRA query is an expression of the form LET O IN Q0 , where Q0
is a PRA query, O is of the form λ1 :=t1 , . . . , λn :=tn and t1 , . . . , tn are terms. The query Q
holds over graph G, nodes ~v and paths p~, denoted as Q(~v , p~), if and only if Q0 (~v , p~) holds
over G[O]. Note that Q0 (~x) can refer to auxiliary labellings λ1 , . . . , λn . The size of Q is the
sum of binary representations of terms t1 , . . . , tn and the size of query Q0 .

3

Examples

We focus on the following scenario: a graph database that corresponds to a map of some
area. Each graph’s node represents either a place or a link from one place to another. The
graph has four unary labellings and one binary labelling. The labelling λtype represents the
type of a place for places (e.g., square, park, pharmacy) or the mode of transport for links
(e.g., walk, tram, train); we assume each type is represented by a constant, e.g., csquare , cpark .
The labelling λattr represents attractiveness (which may be negative, e.g., in unsafe areas),
and λtime represents time. The binary labelling λE represents edges: for nodes v1 , v2 , the
value λE (v1 , v2 ) is 1 if there is an edge from v1 to v2 and 0 otherwise. For example, the
graph on Fig. 2 represents a map with two places: S is a square and P is a park. There
are three nodes representing links: node W represents moving from S to P by walking, T
moving from S to P by tram and B moving from P to S by bus.
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P
type:park
time:60
attr:30
T
type:tram
time:10
attr:40

S
type:square
time:10
attr:5

W
type:walk
time:100
attr:10

Figure 2 An example of a map-representing graph.

3.1

Language PRA

We begin with the query Qroute (s, t, π) stating that there is a path π from a node s to a node
t such that each pair of consecutive nodes on this path is connected by an edge given by the
edge labelling λE . Recall that our path constraints of the form s →π t require only that π is
a sequence of nodes that starts at s and ends at t. It does not depend on any labelling, in
particular λE . We introduce a regular constraint route(π) defined as hλE (@1 , @01 ) = 1i∗ h>i(π)
that states that any two consecutive nodes on π satisfy λE . As the last node has no successor
(i.e., @01 =  for the last node), the constraint ends with h>i that is always satisfied. Then,
we can express Qroute (s, t, π) as
MATCH NODES (s, t) SUCH THAT s →π t WHERE route(π)

Sums. The language PRA can express properties of paths’ sums. For example, the query
below holds iff there is a route from s to t that takes at most 6 hours and its attractiveness
is over 100.
MATCH NODES (s, t) SUCH THAT s →π t WHERE route(π)
HAVING λtime [π] ≤ 360 ∧ λattr [π] > 100

Furthermore, we can compute averages, to some extent. For example, the following
arithmetical constraint says that for some path π the average attractiveness of π is at
least 4 attractiveness points per minute: λattr [π] ≥ 4λtime [π].
Multiple paths. We define a query that asks whether there is a route from s to t, such
that from every place we can take a tram (e.g., if it starts to rain). We express that by
stipulating a route π from s to t and a sequence ρ of tram links, such that every node of
π representing a place is connected with the corresponding tram link in ρ. In a way, ρ
works as an existential quantifier for nodes of π.
MATCH NODES (s, t) SUCH THAT s →π t
WHERE route(π) ∧ hλtype (@1 ) = ctram i∗ (ρ) ∧ Link(π, ρ)
where Link = (hλtype (@1 ) = cbus i + hλtype (@1 ) = cwalk i + hλtype (@1 ) = ctram i + hλE (@1 , @2 ) =
1i)∗ states that every node of the first path either is not a place, i.e, it represents any of

possible links (by a bus, a walk or a tram), or is connected with the corresponding node
of the second path. Note also that in the regular constraint hλtype (@1 ) = ctram i∗ (ρ) the
variable @1 represents the current node of the path ρ, whereas, in Link(π, ρ) the variable
@1 represents the current node of π, and @2 represents the current node of ρ.

FSTTCS 2017

43:8

Querying Best Paths in Graph Databases

3.2

Language OPRA

We show how to employ auxiliary labellings in our queries. For readability, we introduce
some syntactic sugar – constructions which do not change the expressive power of OPRA, but
allow queries to be expressed more clearly. We use the function symbols =, =
6 and Boolean
connectives, which can be derived from ≤ and arithmetical operations. Also, we use terms
t(x, y) in arithmetical constraints, which can be expressed by first defining the labelling
λt (x, y):=t(x, y), defining additional paths ρ1 = x, ρ2 = y of length 1, and using λt [ρ1 , ρ2 ].
Processed labellings. Online route planners often allow to look for routes which do not
require much walking. The following query asks whether there exists a route from s
to t such that the total walking time is at most 10 minutes. To express it, we define a
labelling λt_walk (x), which is the time of x for x that are walking links, and 0 otherwise.
LET λt_walk (x) := (λtype (x) = cwalk ) · λtime (x) IN
MATCH NODES (s, t) SUCH THAT s →π t
WHERE route(π) HAVING λt_walk [π] ≤ 10

Nested queries. It is often advisable to avoid crowded places, which are usually the most
attractive places. We write a query that holds for routes that are always at least 10
minutes away from any node with attractiveness greater than 100. We define a labelling
λcrowded (x) as
[MATCH NODES (x) SUCH THAT x →π y WHERE
route(π) ∧ h>i∗ hλattr (@1 ) > 100i(π) HAVING λtime [π] ≤ 10]

Notice that π and y are existentially quantified. We check whether the value of λcrowded
is 0 for each node of the path π.
MATCH PATHS (π) WHERE route(π) ∧ hλcrowded (@1 ) = 0i∗ (π)

Nodes’ neighbourhood. “Just follow the tourists” is an advice given quite often. With
OPRA, we can verify whether it is a good advice in a given scenario. A route is called
greedy if at every position, the following node on the path is the most attractive successor.
We define a labelling λMAS (x, y) that is 1 if y is the most attractive successor of x, and
0 otherwise: λE (x, y) ∧ (Count({λattr (z) : λE (x, z) ∧ λattr (z)≥λattr (y)})=1). We express that
there is a greedy route from s and t.
MATCH NODES (s, t) SUCH THAT s →π t
WHERE hλMAS (@1 , @01 ) = 1i∗ h>i(π)

Properties of paths’ lengths. In route planning, we often have to balance time, money,
attractions, etc. The following query asks whether is it possible to get from s to t in
a shortest time possible, in the same time maximising the attractiveness of the route.
Recall that Qroute is a PRA query defined in Subsection 3.1.
MATCH NODES (s, t) SUCH THAT s →π t WHERE route(π)
HAVING (λattr [π] = maxλattr ,ρ Qroute (s, t, ρ)) ∧
(λtime [π] = minλtime ,ρ Qroute (s, t, ρ))

Registers. Registers are an important concept often in graph query languages. For instance,
to express that two paths have a non-empty intersection, we load a (non-deterministically
picked) node from the first path to a register and check whether it occurs in the second
path. The following query asks whether there exists a route from a club s to a club t on
which the attractiveness of visited clubs never decreases. In the register-based approach,
we achieve this by storing the most recently visited club in a separate register. Here, we
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express this register using an additional path ρ, storing the values of the register, and
a labelling λr (x0 , y, y 0 ) which states that y 0 = x0 if x0 is a club, and y 0 = y otherwise,
defined as (λtype (x0 ) = cclub ⇒ y 0 = x0 ) ∧ (λtype (x0 ) 6= cclub ⇒ y = y 0 ).
MATCH NODES (s, t) SUCH THAT s →π t ∧ s →ρ t
WHERE route(π) ∧ ends(π) ∧ regs(π, ρ) ∧ inc(ρ)
where ends = hλtype (@1 ) = cclub ih>i∗ hλtype (@1 ) = cclub i states that the both ends of a
path are clubs, regs = hλr (@01 , @2 , @02 ) = 1i∗ h>i ensures that at each position the second
path contains the most recently visited club along the first path, and inc = hλattr (@1 ) ≤
λattr (@01 )i∗ h>i checks that the attractiveness never decreases.

4

Expressive power

We compare the expressive power of OPRA and other query languages for graph databases
from the literature. We prove the results depicted in Figure 1: that OPRA subsumes ECRPQ,
ECRPQ with linear constraints [7] and LARE [23] query languages.
These query languages assume a different notion of graphs from the one considered in
this paper. We call graphs as defined in these papers data graphs. A data graph is a tuple
G = hV, E, λi where V is a finite set of nodes, E ⊆ V × Σ × V is a set of edges labelled by a
finite alphabet Σ, and λ : V → ZK is a labelling of nodes by vectors of K integers. A path in
G is a sequence of interleaved nodes and edge labels v0 e1 v1 . . . vk such that for every i < k
we have E(vi , ei+1 , vi+1 ).
The difference between graphs and data graphs is mostly syntactical, yet it prevents us
from comparing directly the languages of interest. To overcome this problem, we define
the standard embedding, which is a natural transformation of data graphs to graphs. For
a data graph G = hV, E, λi with edges labelled by Σ and nodes labelled by ZK , we define
E
E
the graph GE = (V E , λE
1 , . . . , λK , λK+1 ), called the standard embedding of G, such that
E
(1) V = V ∪ Σ, (2) for every i ∈ {1, . . . , K} and every v ∈ V we have λE
i (v) equal
to the i-th component of λ(v), (3) for every i ∈ {1, . . . , K} and every v ∈ Σ we have
E
λE
we have λE
i (v) = 0, and (4) for all v1 , v2 , v3 ∈ V
K+1 (v1 , v2 , v3 ) = 1 if (v1 , v2 , v3 ) ∈ E
E
and λK+1 (v1 , v2 , v3 ) = 0 otherwise. Observe that every node v (resp., every path p) in G
corresponds to the unique node v E (resp., path pE ) in GE .
A query Q1 on data graphs is equivalent w.r.t. the standard embedding, se-equivalent
for short, to a query Q2 on graphs if for all data graphs G, nodes ~v in G and paths p~ query
Q1 (~v , p~) holds in G if and only if Q2 (~v E , p~E ) holds in GE , where GE , ~v E , p~E result from the
standard embedding of respectively G, ~v , p~. We say that OPRA subsumes a query language L
if every query in L can be transformed in polynomial time to an se-equivalent OPRA query.
LARE. Queries in LARE are built from arithmetical regular expressions, which extend
regular expressions with registers storing nodes and arithmetical operations on labels of the
nodes stored in registers (which are natural numbers). We briefly discuss how to express the
three main building blocks of LARE expressions: edge constraints specifying labels of edges,
register constraints specifying values of registers, and register assignments specifying how
registers change.
OPRA queries over the standard embedding can specify labels of edges in the original
graph and hence can express edge constraints. Next, we arithmetize all logical operations
assuming true:= 1 and false:= 0. With that, we can show by structural induction that
OPRA labellings can express register constraints (e.g., construction C ∨ C 0 can be expressed
by term max(tC , tC 0 )). Finally, we can express registers with additional paths as discussed
in Section 3.2.
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OPRA language is stronger than LARE. The set of (vectors of) paths satisfying a given
LARE query is regular. Therefore, for a fixed LARE query Q(π1 , π2 ), we can decide whether
∀π1 ∃π2 Q(π1 , π2 ) holds in a given graph G in polynomial space in G. The set of paths
satisfying an OPRA query Q is also related to automata, but due to linear constraints we can
express properties of weighted automata. We can define an OPRA query QU (π1 , π2 ) which
interprets the input graph G as a weighted automaton, path π1 as an input word and π2 as
a run r on π1 ; query QU holds only if the value of r is at most 0. Then, ∀π1 ∃π2 Q(π1 , π2 )
holds only if the value of every word (w.r.t. the weighted automaton corresponding to G)
is at most 0. Such a problem for weighted automata is called (quantitative) universality
problem and it is undecidable [1]. Therefore, checking whether a given graph G satisfies
∀π1 ∃π2 Q(π1 , π2 ) is undecidable. Thus, no LARE query is se-equivalent to QU .
I Theorem 1. (1) OPRA subsumes LARE. (2) There is an OPRA query Q with no LARE
query Q0 se-equivalent to Q.
ECRPQ with linear constraints. ECRPQ has been extended with linear constrains
(ECRPQ+LC) [7], expressing that a given vectors paths ~π satisfying a given ECRPQ
query satisfies linear inequalities, which specify the multiplicity of edge labels in various
components of ~π . Language OPRA subsumes LARE, which extends ECRPQ, and hence
OPRA subsumes ECRPQ. Linear constraints can be expressed by arithmetical constraints of
OPRA and hence OPRA subsumes ECRPQ+LC. Moreover, linear constrains are unaffected
by nodes’ labels and hence ECRPQ+LC cannot express a PRA query saying “the sum of
integer labels of nodes along path p is positive”. Thus, we have the following.
I Theorem 2. (1) OPRA subsumes ECRPQ+LC. (2) There is an OPRA query Q with no
ECRPQ+LC query Q0 se-equivalent to Q.

5

The query answering problem

The query-answering problem asks, given an OPRA Q(~x, ~π ), a graph G, nodes ~v and paths
p~ of G, whether Q(~v , p~) holds in G. We are interested in the data complexity of the problem,
where the size of a query is treated as constant, and combined complexity, where there is no
such restriction.
To obtain the desired complexity results, we assume that the absolute values of the
graph labels are polynomially bounded in the size of a graph. This allows us to compute
arithmetical relations on these labels in logarithmic space. Without such a restriction, the
data complexity of the query-answering problem we study is NP-hard by a straightforward
reduction from the knapsack problem.
We state the complexity bounds as follows.
I Theorem 3. The query answering problem for OPRA queries with bounded number of
auxiliary labellings is PSpace-complete and its data complexity is NL-complete.
The emptiness problem (whether there exist nodes ~v and paths p~ such that a given OPRA
query Q holds for ~v , p~ in a given graph G) has the same complexity; this follows from the
fact that a query Q(~x, ~π ) is non-empty in G iff Q(, ) (same query without free variables)
holds in G.
The lower bounds in Theorem 3 follow from the PSpace-hardness of ECRPQ [7], as
discussed in Section 4, and for the NL-hardness of the reachability problem.
Recall that an OPRA query is of the form LET O IN Q0 , where Q0 is a PRA query, O is
of the form λ1 :=t1 , . . . , λn :=tn and t1 , . . . , tn are terms. Also, by |O| we denote the number
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of labellings defined in O. The upper bound in Theorem 3 follows directly from the following
lemma.
I Lemma 4. For every fixed s ≥ 0, we have:
(1) Given a graph G and an OPRA query Q := LET O IN Q0 such that |O| ≤ s, we can decide
whether Q holds in G in non-deterministic polynomial space in Q and non-deterministic
logarithmic space in G.
(2) Given a graph G and an OPRA query Q := LET O IN Q0 such that |O| ≤ s, we can
compute minλ,π Q(~y , π) (resp., maxλ,π Q(~y , π)) non-deterministically in polynomial space
in Q and logarithmic space in G. The computed value is either polynomial in G and
exponential in Q, or −∞ (resp., ∞).
We first prove the upper bounds for PRA (i.e., for s = 0), and then extend the results to
OPRA.

5.1

Language PRA

Assume a PRA query Q = MATCH NODES ~x, PATHS ~π SUCH THAT P WHERE R HAVING A. We
prove the results in two steps. First, we construct a Turing machine of a special kind (later
on called QAM) that represents graphs, called answer graphs, with distinguished initial and
final nodes, such that every path from an initial node to a final node in this graph is an
encoding of paths that satisfy constraints P and R of Q in graph G (for some instantiation
of variables ~x). These graphs are augmented with the computed values of expressions that
appear in arithmetical constraints A. Then, we prove that checking whether in an answer
graph there is a path from an initial node to a final node that encodes a path in G satisfying
A can be done within desired complexity bounds. Deriving values for ~x from computed paths
is straightforward.
The first step is an adaptation of the technique commonly used in the field, e.g., in [7, 23].
We encode vectors (p1 , . . . , pn ) of paths of nodes from some V as a single path p1 ⊗ . . . ⊗ pn
over the product alphabet V n (shorter paths are padded with ).
Consider a graph G with nodes V , its paths p~ and an OPRA query
Vm
A ≤ ci with |~
p| = |~π | and
i=1 i
existentially quantified path variables ~π 0 . Let k = |~π | + |~π 0 |. The answer graph for Q on G,
p~ is a triple (G0 , S, T ), where S, T ⊆ MQ × V k ;
Answer graphs.

Q = MATCH NODES ~
x, PATHS ~π SUCH THAT P WHERE R HAVING

G0 is a graph with nodes MQ × V k , where MQ is a finite set computed from Q;
for each i ≤ m and a node (s, v1 , . . . , vk ) ∈ MQ × V k , the labelling λi ((s, v1 , . . . , vk )) is
defined as the value of the arithmetic constraint Ai over single-node paths v1 , . . . , vk ;
and
a path q = q1 ⊗ · · · ⊗ qk from (a node in) S to (a node in) T is such that λE (v, v 0 ) = 1
for all consecutive v, v 0 of q iff the paths q1 , . . . , qk satisfy P ∧ R and (q1 , . . . , q|π| ) = p~.
Intuitively, the labelling λE can be defined in such a way that along paths of G0 the V k components of the nodes correctly encode paths of Q satisfying the path constraints P and
the MQ components store valid runs of automata corresponding to the regular constraints R.
QAMs. Answer graphs can be represented (on-the-fly) in logarithmic space. A Query
Applying Machine (QAM) is a non-deterministic Turing Machine which works in logarithmic
space and only accepts inputs encoding tuples of the form (G, t, w), where G is a graph and
t is a symbol among V, λ, S, T .
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For a graph G and k ≥ 0, a QAM M gives a graph GM
k = (V, λ1 , . . . , λk ) and sets of
M
nodes SG
, TGM such that:
V consists of all the nodes v s.t. M accepts on (G, V, v),
λi is such that λi (~v ) = n iff M accepts on (G, λ, (i, ~v , n))
M
SG
(resp., TGM ) consists of v ∈ V such that M accepts on (G, S, v) (resp., (G, T, v)).
For soundness, we require that for each G, i and ~v there is exactly one n such that M accepts
on (G, λ, (i, ~v , n)).
I Lemma 5. For a given query Q and paths p~, we can construct in polynomial time a QAM
M Q such that for every graph G, machine M Q gives an answer graph for Q on G, p~.
The second step amounts to the following lemma.
Q

I Lemma 6. Let G be a graph and M Q a QAM, such that M Q gives the graph GM
and the
Vm m
Q
Q
MQ
MQ
sets SG
and TGM . Let Π be the set of paths from SG
to TGM satisfying i=1 λi [π] ≤ ci
Q
in GM
m . Checking emptiness of Π can be done non-deterministically in polynomial space in
Q and logarithmic space in G.
To solve the emptiness problem from Lemma 6, we need to solve the weighted reachability
problem for the corresponding answer graph, which is a graph labelled by vectors of integers.
This problem is equivalent to the Z-reachability problem for vector addition systems with
states (VASS) [9]. The latter problem has polynomial size solutions. The answer graph is
exponential in Q and polynomial in G. Therefore, if Π from Lemma 6 is non-empty, then it
contains a path of exponential size in Q and polynomial size in G, and hence its existence
can be verified non-deterministically in polynomial space in Q and logarithmic space in G.

5.2

Language OPRA

Assume O = λ1 :=t1 , . . . , λs :=ts . We show by induction on s that the values of the labellings
of a graph G[O] can be non-deterministically computed in space polynomial in O.
I Lemma 7. Let s be fixed. For a graph G and O = λ1 :=t1 , . . . , λs :=ts , the value of
each labelling of G[O] can be non-deterministically computed in polynomial space in O and
logarithmic space in G.
The proof studies all the possible constructors of terms. In the case of subqueries, we
apply the inductive assumption, i.e., Theorem 3 for a query with fewer auxiliary labellings.
The case of minimum follow from a counterpart of Lemma 6 for the problem of computing
minp∈Π λi [p], which can be proved by deducing from [8] that minp∈Π λi [p] is either −∞, +∞
or exponential in Q and polynomial in G. Therefore, it can be computed using Lemma 6
and the bisection method. The case for the maximum is symmetric. Finally, application of a
function symbol to terms or ranges can be implemented in the expected complexity.
Now we give some intuition for the proof of Lemma 4. To solve the query answering
problem for OPRA, for a given query LET O IN Q0 and a graph G, we first build a QAM
0
0
M Q , as in Lemma 5. M Q may refer to labellings from O, not defined in G. We change it
so that whenever it wants to access a value of one of labellings defined in O, it instead runs
a procedure guaranteed by Lemma 7. Finally, we use Lemma 6 to determine the result.

6

Conclusions

We defined a new query language for graph databases, OPRA and demonstrated its expressive
power in two ways. We presented examples of natural properties and OPRA queries expressing
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them in an organized, modular way. We showed that OPRA strictly subsumes query languages
ECRPQ+LC and LARE. Despite additional expression power, the complexity of the queryanswering problem for OPRA matches the complexity for ECRPQ+LC and LARE.
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Abstract
We consider the well-studied Hospital Residents (HR) problem in the presence of lower quotas
(LQ). The input instance consists of a bipartite graph G = (R ∪ H, E) where R and H denote
sets of residents and hospitals, respectively. Every vertex has a preference list that imposes a
strict ordering on its neighbors. In addition, each hospital h has an associated upper-quota q + (h)
and a lower-quota q − (h). A matching M in G is an assignment of residents to hospitals, and
M is said to be feasible if every resident is assigned to at most one hospital and a hospital h is
assigned at least q − (h) and at most q + (h) residents.
Stability is a de-facto notion of optimality in a model where both sets of vertices have preferences. A matching is stable if no unassigned pair has an incentive to deviate from it. It is
well-known that an instance of the HRLQ problem need not admit a feasible stable matching.
In this paper, we consider the notion of popularity for the HRLQ problem. A matching M is
popular if no other matching M 0 gets more votes than M when vertices vote between M and
M 0 . When there are no lower quotas, there always exists a stable matching and it is known that
every stable matching is popular.
We show that in an HRLQ instance, although a feasible stable matching need not exist,
there is always a matching that is popular in the set of feasible matchings. We give an efficient
algorithm to compute a maximum cardinality matching that is popular amongst all the feasible
matchings in an HRLQ instance.
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matchings
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1

Introduction

In this paper we consider the Hospital Residents problem in the presence of Lower Quotas
(HRLQ). The input to our problem is a bipartite graph G = (R ∪ H, E) where R denotes the
set of residents, and H denotes the set of hospitals. Every resident as well as hospital has a
non-empty preference ordering over a subset of elements of the other set. Every hospital
h ∈ H has a non-zero upper-quota q + (h) denoting the maximum number of residents that
can be assigned to h. In addition, every hospital h also has a non-negative lower-quota q − (h)
denoting the minimum number of residents that have to be assigned to h. The goal is to
assign residents to hospitals such that the upper and lower quotas of all the hospitals are
respected (that is, it is feasible) as well as the assignment is optimal with respect to the
preferences of the participants.
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I Definition 1. A feasible matching M in G = (R ∪ H, E) is a subset of E such that
|M (r)| ≤ 1 for each r ∈ R and q − (h) ≤ |M (h)| ≤ q + (h) for each h ∈ H, where M (v) is the
set of neighbors of v in M .
Stability is a de-facto notion of optimality in settings where both sides have preferences. A
matching M (not necessarily feasible) is said to be stable if there is no blocking pair with
respect to M . A resident-hospital pair (r, h) blocks M if r is unmatched in M or prefers h
over M (r), and either |M (h)| < q + (h) or h prefers r over at least one resident in M (h).
There are simple instances of the HRLQ problem where there is no feasible matching
that is stable. We give an example here: Let R = {r}, H = {h1 , h2 }, q + (h1 ) = q + (h2 ) = 1,
q − (h1 ) = 0, and q − (h2 ) = 1. Let preference list of r be hh1 , h2 i. That is, r prefers h1 over h2 .
The only stable matching here is M1 = {(r, h1 )} which is not feasible as |M1 (h2 )| < q − (h2 ).
On the other hand, the only feasible matching M2 = {(r, h2 )} is not stable as (r, h1 ) is a
blocking pair with respect to M2 . This raises the question: given an HRLQ instance G,
does G admit a feasible stable matching? This can be answered by constructing an HR
instance G+ by disregarding the lower quotas of all hospitals in G. It is well-known that the
Gale-Shapley algorithm [5] computes a stable matching M in G+ . Furthermore, from the
“Rural Hospitals Theorem” it is known that, in every stable matching of G+ , each hospital is
matched to the same capacity [6, 17]. Thus G admits a stable feasible matching if and only
if M is feasible for G.
The HRLQ problem is motivated by practical scenarios like assigning medical interns
(residents) to hospitals. While matching residents to hospitals, rural hospitals often face the
problem of being understaffed with residents, for example the National Resident Matching
Program in the US [3, 16, 17]. In such real-world applications declaring that there is no feasible
stable matching is simply not a solution. On the other hand, any feasible matching that
disregards the preference lists completely is socially unacceptable. We address this issue by
relaxing the requirement of stability by an alternative notion of optimality namely popularity.
Our output matching M has two desirable criteria – firstly, it is a feasible matching in the
instance, assuming one such exists, and hence no hospital remains understaffed. Secondly, the
matching respects preferences of the participants, in particular, no majority of participants
wishes to deviate to another feasible matching in the instance.
Our contribution: We consider the notion of popularity for the HRLQ problem. Popularity
is a relaxation of stability and can be interpreted as overall stability. We define it formally
in Section 2. In this work, we present an efficient algorithm for the following two problems
in an HRLQ instance.
1. Computing a maximum cardinality matching popular in the set of feasible matchings.
We give an O(|R| · (|R| + |H| + |E|)) time algorithm for this problem.
2. Computing a popular matching amongst maximum cardinality feasible matchings. We
give an O(|R|2 · (|R| + |H| + |E|)) time algorithm for this problem.
Our algorithms are based on ideas introduced in earlier works on stable marriage (SM) and
HR problems[11, 3, 15]. In SM and HR problem, a popular matching is guaranteed to exist
because a stable matching always exists and it is also popular. On the other hand, in the
HRLQ setting even a stable matching may not exist. Yet, we prove that a feasible matching
that is popular amongst all feasible matchings always exists and is efficiently computable.
We believe that this is not only surprising but also a useful result in practical scenarios.
Moreover, our notion of popularity subsumes the notions proposed in [3] and [15] and is more
general than both. In [3], popularity is proved using linear programming, but our proofs for
popularity are combinatorial.
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Overview of the algorithm: Our algorithms are reductions, that is, given an HRLQ instance
G, both our algorithms construct instances G0 and G00 of the HR problem such that there is
a natural way to map a stable matching in G0 (respectively, G00 ) to a feasible matching in G.
Moreover, any stable matching in G0 (G00 ) gets mapped to a maximum cardinality matching
that is popular amongst all the feasible matchings in G (respectively, a matching that is
popular amongst all maximum cardinality matchings in G).

Organization of the paper: We define the notion of popularity in Section 2. The reduction
for computing a maximum cardinality popular matching amongst feasible matchings is given
in Section 3 and its correctness is proved in Section 4. Finally, Section 5 gives an overview
of the algorithm for computing a feasible matching that is popular amongst maximum
cardinality feasible matchings.

Related work: The notion of popularity was first proposed by Gärdenfors [7] in the stablemarriage (SM) setting, where each vertex has capacity 1. The notion of popularity has
been well-studied since then [2, 10, 11, 9, 4, 12]. A linear-time algorithm to compute a
maximum cardinality popular matching in an HR instance is given in [3] and [15] with
different notions of popularity. Furthermore, for the SM and HR problem, it is known that
a matching that is popular amongst the maximum cardinality matchings exists and can be
computed in O(|E|(|R| + |H|)) time [11, 15]. The reductions in our paper are inspired by
the work of [3, 4, 11, 15]. In all these earlier works, the main idea is to execute Gale-Shapley
algorithm on the HR instance and then allow unmatched residents to propose with increased
priority [11] certain number of times. As mentioned in [11], this idea was first proposed by
Király [13] in the context of approximation algorithms for the SM problem with ties. The
HRLQ problem has been recently considered in [1] and [8] in different settings. Very recently,
Yokoi [18] considered the notion of envy free matchings for the HRLQ problem. Similar to
popularity, envy-freeness is also a relaxation of stability. However, unlike popular matchings,
every instance of the HRLQ problem need not admit an envy free matching.

2

Notion of popularity

The notion of popularity uses votes from vertices to compare two matchings. For r ∈ R, and
any matching M in G, if r is unmatched in M then, M (r) = ⊥. A vertex prefers any of its
neighbours over ⊥. For a vertex u ∈ R ∪ H, let x, y ∈ N (u) ∪ {⊥}, where N (u) denotes the
neighbours of u in G. We define voteu (x, y) = 1 if u prefers x over y, −1 if u prefers y over
x and 0 if x = y. Given two matchings M1 and M2 in the instance, for a resident r ∈ R, we
define voter (M1 , M2 ) = voter (M1 (r), M2 (r)).
Voting for a hospital: A hospital h is assigned q + (h)-many votes to compare M1 and M2 ;
this is one vote per position of the hospital. If a position is not filled in a matching, we put a
⊥ there, so that |M1 (h)| = |M2 (h)| = q + (h).
In our voting scheme, hospital h is indifferent between M1 and M2 as far as its |M1 (h) ∩
M2 (h)| positions are concerned. To compare between the two sets M1 (h) \ M2 (h) and
M2 (h) \ M1 (h), a hospital can decide any pairing of the elements of these two sets. We denote
this correspondence by corrh and call it the correspondence function of h. Note that corrh
is dependent on M1 and M2 . Under this correspondence, for a resident r ∈ M1 (h) \ M2 (h),
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corrh (r, M1 , M2 ) is the resident in M2 (h) \ M1 (h) corresponding to r. We define
voteh (M1 , M2 , corrh )

=

X

voteh (r, corrh (r, M1 , M2 ))

r∈M1 (h)\M2 (h)

A hospital h prefers M1 over M2 under corrh if voteh (M1 , M2 , corrh ) > 0. There are several
ways for a hospital to define the corrh function. For example, a hospital h may decide to
order and compare the two sets in the decreasing order of preferences (as in [15]) or in the
most adversarial order (as in [3]). That is, the order due to which h gives the least votes to
M1 when comparing it with M2 . We believe that our definition offers flexibility to hospitals
to compare residents in M1 (h) \ M2 (h) and M2 (h) \ M1 (h) according to their custom designed
criteria. To compare M1 and M2 , each hospital h fixes corrh . The disjoint union of these
U
functions, corr = h corrh , called the correspondence function from M1 to M2 is then used
to define the collective votes of M1 compared to M2
X
X
∆(M1 , M2 , corr) =
voter (M1 , M2 ) +
voteh (M1 , M2 , corrh )
r∈R

h∈H

We can now define popularity.
I Definition 2. A matching M1 is more popular than M2 (denoted as M1 corr M2 ) under
corr if ∆(M1 , M2 , corr) > 0. A matching M1 is popular if there is no matching M2 such
that M2 corr M1 for any choice of corr from M2 to M1 .
It is important to note that, between two matchings M1 and M2 , matching M1 may get more
votes than M2 under one correspondence function, but not under another correspondence
function. For M1 to be popular, we require that any other matching M2 does not get more
votes than M1 under any choice of correspondence function. Surprisingly, such a matching
indeed exists, as shown in Sections 3 and 4. We also note that both our algorithms (in fact
reductions), do not need as an input the correspondence function corr.
Decomposing M1 ⊕ M2 : In the one-to-one setting, M1 ⊕ M2 for any two matchings M1
and M2 is a collection of vertex-disjoint paths and cycles. Our setting is many-to-one and
hence M1 ⊕ M2 has a more complex structure. Here, we recall a simple algorithm from [15]
which, given two matchings M1 and M2 and a correspondence function corr from M1 to M2 ,
decomposes the edges of M1 ⊕ M2 into (possibly non-simple) alternating paths and cycles.
Consider the graph G̃ = (R ∪ H, M1 ⊕ M2 ), for any two feasible matchings of the HRLQ
instance. We note that the degree of every resident in G̃ is at most 2 and the degree of every
hospital in G̃ is at most 2 · q + (h). Consider any connected component C of G̃ and let e ∈ M1
be any edge in C. We show how to construct a unique maximal M1 -alternating path or cycle
ρ containing e: Start with ρ = hei. Use the following inductive procedure.
1. Let r ∈ R be one end-point of ρ, and let (r, M1 (r)) ∈ ρ. We grow ρ by adding the edge
(r, M2 (r)). Similarly if (r, M2 (r)) ∈ ρ, add (r, M1 (r)) to ρ.
2. Let h ∈ H be an end-point of ρ, and let the last edge (r, h) on ρ be in M1 \ M2 . We
extend ρ by adding corrh (r, M1 , M2 ) if it is not equal to ⊥. A similar step is performed
if the last edge on ρ is (r, h) ∈ M2 \ M1 .
3. We stop the procedure when we complete a cycle (ensuring that the two adjacent residents
of a hospital h are corrh for each other according to h), or the path can no longer be
extended. Otherwise we go to Step 1 or Step 2 as applicable and repeat.
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r1

: h1 , h3 , h4 , h5

(0, 1) h1

: r1 , r2 , r3

r2

: h2 , h1 , h3

(0, 1) h2

: r2 , r3 , r4

r3

: h2 , h1

(0, 1) h3

: r1 , r2

r4

: h2

(0, 1) h4

: r1

(1, 1) h5

: r1

Figure 1 Resident and hospital preferences in G. The (0, 1) beside h1 denote the lower and upper
quotas of h1 respectively. Preferences can be read as: r1 prefers h1 followed by h3 and so on.

Labels on edges: While comparing M1 with M2 using corr, the voting scheme induces a
label on edges of M2 with respect to M1 . Let (r, h) ∈ M2 . The label of (r, h) is (a, b) where
a = voter (M1 (r), M2 (r)) and b = voteh (corrh (r, M2 , M1 ), r). Thus a, b ∈ {−1, 1}. Here it is
important to note that corrh is a bijection between M1 (h) \ M2 (h) and M2 (h) \ M1 (h).

3

Maximum cardinality popular matching

We first give some intuition and an example which illustrates the overall idea of our algorithm.
We then present a reduction from HRLQ to HR which simulates the algorithm.
At the high-level, our algorithm has three phases. In Phase-0 we simply execute the
hospital-proposing Gale-Shapley algorithm on G by disregarding lower quotas of all hospitals.
Let M0 be a matching obtained. Phase-1 is the “second chance phase”. In this phase,
all hospitals that are under-subscribed in M0 (a hospital h is under-subscribed in M if
|M (h)| < q + (h) ), propose to residents in their preference list with increased priority and
a new matching M1 is obtained. The priority is simulated by assigning levels to hospitals.
Phase-0 is executed with all the hospitals at level 0. The priority of a hospital is increased
by increasing its level. A resident prefers a higher level hospital to any lower level hospital
irrespective of the relative positions of the hospitals in the his preference list.
Finally, Phase-2 is the “feasibility phase”. If there are deficient hospitals in M1 (h is
deficient in M if |M (h)| < q − (h)), they again apply with an even higher priority. This
process is repeated until there is no deficient hospital (we prove that |R| repetitions are
sufficient) and every under-subscribed hospital has got a second chance.
Example: Let G = (R ∪ H, E) where R = {r1 , . . . , r4 } and H = {h1 , . . . , h5 }. Figure 1
shows the quotas and the preferences of vertices in G.
The first part of the algorithm is an execution of hospital-proposing Gale-Shapley algorithm, with all hospitals at level-0. This results in a stable but infeasible matching
M0 = {(r1 , h01 ), (r2 , h02 )}. As h3 , h4 , h5 are under-subscribed in M0 , their level is increased,
and h13 , h14 , h15 propose from the beginning of the respective preference lists. The hospital
h13 proposes to r1 which is accepted. This leaves h1 under-subscribed. However, note
that h01 has not yet exhausted its preference list, so h01 proposes to r3 and this proposal
is accepted. Also note that h14 and h15 do not get matched, as the only resident in their
preference list, r1 , prefers h13 over them. This results in a larger but infeasible matching
M1 = {(r1 , h13 ), (r2 , h02 ), (r3 , h01 )}.
We further increase the level of the deficient hospital h5 , thus h25 proposes to r1 . This
triggers a series of proposals (see Figure 2(b) and Figure 2(c) in Appendix A for details)
and we finally obtain the feasible matching M2 = {(r1 , h25 ), (r2 , h11 ), (r3 , h02 )}. As all the
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under-subscribed hospitals have exhausted their preference lists at level-0 and level-1 and
there are no deficient hospitals, the algorithm terminates.
Note that all the hospitals are allowed to propose at level-0, any under-subscribed
hospital is allowed to propose at level-1 (all hospitals except h2 , in the example), whereas
only deficient hospitals are allowed to propose at level-2 and higher (h5 in the example).

3.1

The reduced graph G0

To simulate the above algorithm on an HRLQ instance G, we convert G to an HR instance
G0 = (R0 ∪ H0 , E 0 ). The main idea is to have in G0 multiple copies of every hospital in G
– the first two copies have capacity equal to upper-quota and the rest of the copies have
capacity equal to lower-quota. Furthermore, we need a suitably large set of dummy residents
to ensure that a matching in G0 matches at most upper-quota many non-dummy residents
across all copies of a hospital. We describe our reduction – we begin with vertices in G0 .
The set H0 : For each hospital h ∈ H we have ` copies h0 , . . . , h`−1 of h in H0 . Here
P
` = 2 + h∈H q − (h). We need to define the capacities of all hospitals h ∈ H0 (recall G0 is an
HR instance, so we do not have lower quotas for h ∈ H0 ). For the upper quota of a hospital,
we use the term “capacity” in an HR instance whereas “upper quota” in an HRLQ instance.
The hospitals in H0 and their capacities are as described below:
H0
Capacities of h ∈ H0 : q + (hs )
+

s

q (h )

= {h0 , . . . , h`−1 | h ∈ H}
=
=

q + (h),
−

q (h),

s ∈ {0, 1}
s ∈ {2, . . . , ` − 1}

We call hospital hs ∈ H0 a level-s copy of h. Note that, if h ∈ H has zero lower-quota, then
h2 , . . . , h`−1 have zero capacity in H0 . As will be seen later, a resident prefers a hospital at a
higher level to any hospital at a lower level. The following observation is immediate.
I Observation 1. For a hospital h ∈ H, the sum of capacities of all the copies of h in G0 is
qh = 2 · q + (h) + (` − 2) · q − (h).
The set R0 : The set of residents R0 consists of the set R along with a set of dummy
residents Dh corresponding to every hospital h ∈ H. The sets R0 and Dh are as defined
below:
!
[
[
0
R = R∪
Dh where
Dh =
Dhs
∀h ∈ H
h∈H

Here
and

Dhs
Dhs

=
=

{dsh,1 , . . . , dsh,q+ (h) },
{dsh,1 , . . . , dsh,q− (h) },

s∈{0,...,`−2}

s ∈ {0, 1}
s ∈ {2, . . . , ` − 2}

We refer to Dh as dummy residents corresponding to h and Dhs as s-th set of dummy residents
corresponding to h. Note that, for a hospital h, for any level s except the last level, we have
dummy residents in Dhs exactly equal to the capacity of hs in G0 . For h ∈ H, if q − (h) = 0,
then Dhs = ∅ for each s ∈ {2, . . . , ` − 2}.
I Observation 2. For a hospital h ∈ H, the total number of dummy residents corresponding
h in R0 is |Dh | = 2 · q + (h) + (` − 3) · q − (h).
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Preference lists: We denote by hlistr i and hlisth i the preference lists of r and h in G,
respectively. Furthermore, hDhs i denotes the strict list consisting of elements of Dhs in
increasing order of indices. Finally, ◦ denotes the concatenation of two lists. We now describe
the preferences of hospitals and residents in G0 .
Hospitals’ preference lists: For a hospital h in H, the preference lists of its copies hs ∈ H0 for
s ∈ {0, 1, . . . , ` − 1} are given by:
s=0

: hlisth i ◦ hDh0 i

s=1

: hDh0 i ◦ hlisth i ◦ hDh1 i

s=2

: hd1h,k(h) , . . . , d1h,q+ (h) i ◦ hlisth i ◦ hDh2 i,

s ∈ {3, 4, . . . , ` − 2}
s=`−1

k(h) = q + (h) − q − (h) + 1

: hDhs−1 i ◦ hlisth i ◦ hDhs i
(`−2)

: hDh

i ◦ hlisth i

The preference list of the level-2 copy of h is slightly different. In Dh1 we have q + (h) dummy
residents but we want only q − (h) many out of them to be in the preference list of h2 .
Residents’ preference lists: For any s ∈ {0, . . . , ` − 1}, and any r ∈ R, let hlistr is denote
the list obtained by replacing every hospital h in hlistr i by its level-s copy hs . Then the
preference list of r in G0 is given by:
For r ∈ R : hlistr i`−1 ◦ hlistr i`−2 ◦ . . . ◦ hlistr i0
Thus r prefers any level-s hospital to any level-(s − 1) hospital. For two hospitals at the same
level s, r prefers hs over h0s in G0 iff r prefers h over h0 in G. We now give the preference
list of every dummy resident in Dh . Recall that for any h ∈ H, k(h) = q + (h) − q − (h).
For h ∈ H,

dsh,i ∈ Dh
s=0

s = 1, i ∈ {1, . . . , k(h)}
s = 1, i ∈ {k(h) + 1, . . . , q + (h)}
s ∈ {2, . . . , ` − 2}

3.2

:
: h0 , h1
: h1
: h1 , h2
: hs , hs+1

Properties of the stable matching M 0 in G0

Having described the reduction from an HRLQ instance G to an HR instance G0 , we now
discuss some useful properties of a stable matching M 0 in G0 . With respect to a stable
matching M 0 in G0 we introduce the following definitions.
I Definition 3. Level-s resident: A non-dummy resident r ∈ R0 is said to be at level-s
in M 0 if r is matched to a level-s hospital in M 0 . Let R0s denote the set of level-s residents.
I Definition 4. Active hospital: A hospital hs is said to be active in M 0 if M 0 (hs ) contains
at least one non-dummy resident. Otherwise, (when all positions of hs are matched to dummy
residents), hs is said to be inactive.
In Lemma 5, we prove some invariants for any stable matching M 0 in G0 . These invariants
allow us to define a natural map from M 0 to a matching M in G, and to show that M is
feasible as well as popular among feasible matchings.
I Lemma 5. The following hold for any stable matching M 0 in G0 :
1. For any h ∈ H, M 0 matches at most q + (h) non-dummy residents across all its level copies
in G0 .
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2. The matching M 0 in G0 leaves only the level-(` − 1) copy of any hospital (if it exists)
under-subscribed.
3. Let hs ∈ H0 be active in M 0 . Then,
(a) M 0 (hs−1 ) contains at least one resident from the (s − 1)-th set of dummy residents.
(b) For 0 ≤ j ≤ s − 2, hj is inactive in M 0 and all positions of hj are matched to the
j-th set of dummy residents.
(c) For s + 2 ≤ j ≤ ` − 1, hj is inactive in M 0 and all positions of hj are matched to
the (j − 1)-th set of dummy residents.
4. For any h ∈ H, at most two consecutive level copies hs and hs+1 are active in M 0 .
5. A level-s resident r in M 0 does not have any hospital h in its preference list which is
active at level-(s + 2) or more in M 0 .
Proof.
Proof of 1: We first note that the total capacity of all the copies of h in G0 is qh =
2 · q + (h) + (` − 2) · q − (h). Furthermore, the total number of dummy residents for h is
given by |Dh | = 2 · q + (h) + (` − 3) · q − (h). We now show that at most q + (h) − q − (h)
dummy residents out of Dh can remain unmatched in a stable matching M 0 . Assuming
this, it is immediate that the total number of non-dummy residents that can be matched
across all copies of h is at most qh − {|Dh | − (q + (h) − q − (h))} = q + (h).
We now argue that at most q + (h) − q − (h) dummy residents of Dh can remain unmatched
in M 0 . Consider the set of dummy residents corresponding to a hospital h ∈ H i.e.
S`−2 s
(s−1)
2
s
are the most preferred q + (hs )
s=0 Dh . With the exception of h , for any h , Dh
s−1
s
dummy residents of h . A dummy resident dh,j which is a top choice for hs cannot
s
0
remain unmatched in M 0 , else (ds−1
h,j , h ) blocks M . Thus, these dummy residents can
never remain unmatched in M 0 . The only dummy residents that are not the first choice
of any hospital and hence can remain unmatched are the subset of Dh1 consisting of the
first q + (h) − q − (h) dummy residents from Dh1 . This is because, by construction of G0 ,
only the last q − (h) dummy residents from Dh1 are present in the preference list of h2 as
its top q + (h2 ) top-choices. This establishes that the number of dummy residents of Dh
that can remain unmatched in M 0 is at most q + (h) − q − (h).
Proof of 2: Consider a hospital h ∈ H. For each copy hs of h in H0 , where s < ` − 1, the
s-th set of dummy residents have hs as their first choice. Further, their number is same
as q + (hs ). Thus hs can not remain under-subscribed in any stable matching M 0 of G0 ,
otherwise these dummy residents will form a blocking pair with hs .
Proof of 3a: For the sake of contradiction, assume that hs−1 is not matched to any resident
from the (s − 1)-th set of dummy residents and still hs is matched to a non-dummy
resident. As there are exactly q + (hs ) many dummy residents in the preference list of
hs from the (s − 1)-th set and each dummy resident from the (s − 1)-th set has only
hs−1 and hs in its preference list, this means that there is a dummy resident d from its
(s − 1)-th set of dummy residents unmatched in M 0 . But hs prefers any dummy resident
in its (s − 1)-th set of dummy residents over any non-dummy resident. Thus (d, hs ) forms
a blocking pair with respect to M 0 , contradicting the stability of M 0 .
Proof of 3b: If hs is active and hj is matched to a non-dummy resident r for some
0 ≤ j ≤ s − 2, then (r, h(s−1) ) is a blocking pair with respect to M 0 . This is because,
(s−1)
as proved above, h(s−1) must be matched to at least one resident in Dh
, and h(s−1)
(s−1)
prefers any non-dummy resident over any dummy resident in Dh
.
Proof of 3c: If hs is active then hj can not be active for s + 2 ≤ j ≤ ` − 1 else h(j−1)
(j−1)
must be matched to a resident from Dh
as proved above, and then each non-dummy
resident r in M 0 (hs ) forms a blocking pair with hj contradicting the stability of M 0 . But
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if hs is active, then hj can not be matched to a dummy resident from Dhj either, otherwise
a resident in M 0 (hs ) forms a blocking pair with hj−1 . The latter is true because any
resident in hlisth i prefers hj over hs for j > s and hj prefers any resident in listh to any
(j−1)
dummy resident in Dhj . Hence hj must be matched to only dummy residents in Dh
.
Proof of 4: Assume the contrary. Thus let h be a hospital such that there are two levels
i and j, j < i − 1, where hi and hj are active in M 0 . Further, assume that hi is matched
to ri and hj be matched to rj . Then, by part 3a above, hi−1 must be matched to at
least one resident from the (i − 1)-th set of dummy resident. But, by the structure of
preference lists, hi−1 prefers a non-dummy resident, and hence rj , over any resident in
the (i − 1)-th set of dummy residents. Also, rj prefers hi−1 over hj since j < i − 1. Thus
(rj , hi−1 ) forms a blocking pair in G0 w.r.t. M 0 , contradicting the stability of M 0 .
Proof of 5: Let there be an edge (r, ht ) in G0 such that r is a level-s resident and t ≥ s + 2
and ht is active in M 0 . Then, by part 3a above, ht−1 has at least one resident from
its (t − 1)-th set of dummy residents in M 0 (hs+1 ). As r has edge to ht , r also has an
edge to ht−1 by construction of G0 . Also, again by construction of G0 , r prefers any
level-(t − 1) hospital over any level-s hospital and ht−1 prefers any non-dummy resident
in its preference list over any dummy resident in its (t − 1)-th set of dummy residents.
Thus (r, ht−1 ) forms a blocking pair with respect to M 0 in G0 , contradicting its stability.
This completes the proof of all invariants.
J

4

Proof of popularity

In this section, we show how to use the reduction in the previous section to compute a
maximum cardinality matching that is popular amongst all feasible matchings. Thus, amongst
all feasible matchings, our algorithm outputs the largest popular matching. We call such a
matching a maximum cardinality popular matching.
Our algorithm reduces the HRLQ instance G to an HR instance G0 as described in
Section 3. We then compute a stable matching M 0 in G0 . Finally, to obtaina matching M
S`−1 0 s 
in G we describe a simple map function. For every h ∈ H, let M (h) = R ∩
s=0 M (h ) .
Note that M (h) denotes the set of non-dummy residents matched to any copy hs of h in M 0 .
Thus, a resident r is matched to a hospital h in M if and only if r is matched to a level-s
copy of h in M 0 for some s ∈ {0, . . . , ` − 1}. We say that M = map(M 0 ).
Division of R and H into subsets: We divide the residents and hospitals in G into subsets
depending upon a matching M 0 in G0 . Let Ri be the set of non-dummy residents matched
to a level-i hospital hi in M 0 . We define the same set Ri in G as well. Further, define Hj
to be the set of hospitals h ∈ H such that R ∩ M 0 (hj ) 6= ∅, that is, level-j copy hj of h is
active in M 0 . Define the unmatched residents to be in R0 . Also, a non-lower-quota hospital
h such that M (h) = ∅ is defined to be in H1 , and a lower-quota hospital h with M (h) = ∅ is
defined to be in H`−1 . The following lemma summarizes the properties of the sets Ri and
Hj . See full-version [14] for proof.
I Lemma 6. For a stable matching M 0 in G0 , let M = map(M 0 ). The following hold:
1. Each hospital is present in at most two sets Hj , Hj+1 for some j. We say that h ∈
Hj ∩ Hj+1 .
2. If h ∈ Hj ∩ Hj+1 , then there is no edge from h to any r ∈ Ri where i ≤ j − 1.
3. All the non-lower-quota hospitals that are under-subscribed in M are in H1 .
4. All the deficient lower-quota hospitals from M are in H`−1 .
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5. If a non-lower-quota hospital is under-subscribed, it has no edge to any resident in R0 .
If a lower-quota hospital is deficient, it does not have an edge to any resident in Ri for
i < ` − 1. Similarly an unmatched resident does not have an edge to any hospital in
H1 ∪ . . . ∪ H`−1 .
6. Let h ∈ H be such that |M (h)| > q − (h). Then h ∈
/ H2 ∪ . . . ∪ H`−1 .
Throughout the following discussion, assume that M is a matching which is a map of a stable
matching M 0 in G0 and N is any feasible matching in G. Additionally, whenever we consider
the decomposition of M ⊕ N into paths and cycles, we use an arbitrary correspondence
function corr. Using Theorem 7 we prove that M is feasible in G.
I Theorem 7. If G admits a feasible matching, then M = map(M 0 ) is feasible for G.
Proof. Suppose M is not feasible. Thus, there is a deficient lower-quota hospital h in M . Let
N be a feasible matching in G. Consider decomposition of M ⊕ N into (possibly non-simple)
paths and cycles using an arbitrary correspondence function corr (recall decomposition from
Section 2). As h is deficient in M and not deficient in N , there must be a path ρ in M ⊕ N
ending in h. Moreover, if the other end of ρ is a hospital h0 then |M (h0 )| − |N (h0 )| > 0. Note
that in this case, ρ has even-length and hence ends with a M -edge. The other case is where
ρ ends in a resident r and hence ends with a N -edge. We consider the two cases below:
ρ ends in a hospital h0 : As h is deficient in M , h ∈ H`−1 by part 4 of Lemma 6.
Also, since |M (h0 )| > |N (h0 )| ≥ q − (h0 ), by part 6 of Lemma 6, h0 ∈ H0 ∪ H1 . Thus ρ
starts at H`−1 and ends in H0 or H1 . Let ρ = hh, r1 , h1 , r2 , h2 , . . . , rt , ht , r0 , h0 i, where
(ri , hi ) ∈ M and (r0 , h0 ) ∈ M . We show below that such a path ρ can not exist and hence
M must be feasible.
By part 5 of Lemma 6, h has edges only to residents in R`−1 . Hence r1 ∈ R`−1 and
hence h1 ∈ H`−1 . By part 2 of Lemma 6, h1 has no edges to residents in R0 ∪ . . . ∪ R`−3 .
Therefore r2 ∈ R`−1 ∪R`−2 and h2 ∈ H`−1 ∪H`−2 . Thus each hi ∈ ρ can not be in Hj , for
any j < ` − i. But h0 ∈ H0 ∪ H1 and hence r0 ∈ R0 ∪ R1 . Therefore ht ∈
/ H3 ∪ . . . ∪ H`−1
by part 2 of Lemma 6, otherwise (ht , r0 ) edge can not exist in G. In other words, ρ has to
contain at least one hospital from each level i, 1 ≤ i ≤ ` − 1. Thus t ≥ ` − 2. Moreover,
all the hospitals in ρ which are in H`−1 ∪ . . . ∪ H2 are lower-quota hospitals. Thus ρ has
at least t + 1 = ` − 1 lower-quota hospitals. Note that this count includes repetitions, as
a hospital can appear multiple times in ρ. However, any hospital in H2 ∪ . . . ∪ H`−1 can
not be matched to more than q − (h) residents in M by part 6 and hence can appear at
most q − (h) times on ρ. But then the sum of lower quotas of all the hospitals is ` − 2,
contradicting that ρ has a total of ` − 1 occurrences of lower-quota hospitals. Thus such
a path ρ can not exist and M must be feasible.
ρ ends in a resident r: Now consider the case where ρ ends at a resident r. Then the
last edge on ρ must be a N -edge and hence r is unmatched in M . Therefore r ∈ R0 .
Let ρ = hh, r1 , h1 , r2 , h2 , . . . , rt , ht , ri where (ri , hi ) ∈ M for 1 ≤ i ≤ t and the remaining
edges are in N . Consider the first hospital, say hj on ρ such that hj ∈ H2 and for each
hi , i < j, hi ∈ H3 ∪ . . . ∪ H`−1 . Such an hj has to exist by the argument given for the
previous case. Moreover, j ≥ ` − 2 as ρ has to contain at least one hospital from each
level as described in the previous case. Thus the number of occurrences of lower-quota
hospitals on ρ exceeds the sum of lower quotas and hence such a ρ can not exist.
This completes the proof of the lemma.
J
In Lemma 8 and Theorem 9 below, we give crucial properties of the division of R and H that
will be helpful in proving popularity of the matching M which is a map of a stable matching
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M 0 in G0 . For both of them, assume that corr is an arbitrary correspondence function from
N to M . The proofs appear in the full-version [14].
I Lemma 8. Let N be any feasible matching. Let (r, h) ∈ M and (r0 , h) ∈ N such that
r0 = corrh (r, M, N ). Further let h ∈ Hj ∩ Hj+1 and r ∈ Rj+1 . Further, let r0 ∈ Rj . Then
the label on (r0 , h) edge is (−1, −1).
Let ρ = hh0 , r1 , h1 , r2 , h2 , . . . , ht , rt+1 i be a path in M ⊕ N where M = map(M 0 ) and
N is any feasible matching in G. Also, label the edges of N \ M . See Section 2 for the
decomposition and labeling of edges.
I Theorem 9. Let ρ = hh0 , r1 , h1 , r2 , h2 , . . . , ht , rt+1 i be a path in M ⊕ N as described above.
Here (rk , hk ) ∈ M for all k and (hk , rk+1 ) ∈ N with rk+1 = corrhk (rk , M, N ). Moreover, let
h0 ∈ Hp ∩ Hp+1 and rt+1 ∈ Rq . Then the number of (1, 1) edges in ρ is at most the number
of (−1, −1) edges plus q − p.
Proof. We prove this by induction on the number of (−1, −1) edges. Note that, except h0 ,
all the hi s are matched in M 0 , and hence we can consider them at the same level as their
matched residents.
Base case: Let ρ have no (−1, −1) edges. As ρ starts at h ∈ Hp ∩ Hp+1 , r1 has to be in
level-(p + 1) or above. This is because there is no edge from h to a resident in R0 ∪ . . . ∪ Rp−1 ,
and if r1 ∈ Rp then by Lemma 8 the label on (h0 , r1 ) must be (−1, −1). By assumption,
there is no (−1, −1) edge in ρ. So r1 ∈ Rj for some j, p + 1 ≤ j ≤ `. Therefore h1 ∈ Hj .
Thus the path can only use edges from a hospital at a lower level to a resident at the
same or higher level. Further, there is no (1, 1) edge in Hk × Rk for any k; otherwise the
same edge blocks M 0 in G0 contradicting the stability of M 0 . So (1, 1) edges can appear in ρ
only when it goes from a hospital in a lower level to a resident in a higher level. So there can
be at most q − p many (1, 1) edges on ρ.
Induction step: Let the theorem hold for at most i − 1 many (−1, −1) edges. Let (hk , rk+1 )
be one such edge. Further, let hk ∈ Ha and rk+1 ∈ Rb . Consider the two subpaths
ρ1 = hh0 , . . . , rk i and ρ2 = hhk+1 . . . , rt+1 i. As the number of (−1, −1) edges in each of ρ1
and ρ2 is less than i, the induction hypothesis holds. Therefore, the number of (1, 1) edges in
ρ1 is at most a − p plus the number of (−1, −1) edges in ρ1 . Similarly, the number of (1, 1)
edges in ρ2 is q − b plus the number of (−1, −1) edges in ρ2 . The number of (−1, −1) edges
in ρ is one more than the total number of (−1, −1) edges in ρ1 and ρ2 . Hence the number of
(1, 1) edges in ρ is at most the number of (−1, −1) edges in ρ plus a − p + q − b − 1. As there
is an edge between hk and rk+1 , b ≥ a − 1 by Lemma 6 part 2. Thus a − p + q − b − 1 ≤ q − p,
which completes the proof.
J
Theorem 10 shows that M is a popular matching amongst all the feasible matchings in G.
I Theorem 10. Let N be any feasible matching in G and corr be an arbitrary correspondence
function from N to M .
1. If ρ is an alternating cycle in the decomposition of M ⊕ N , then ∆(M ⊕ ρ, M, corr)1 ≤ 0.
2. If ρ is an alternating path in the decomposition of M ⊕ N with exactly one end-point
matched in M , then ∆(M ⊕ ρ, M, corr) ≤ 0.

1

Note that when comparing M ⊕ ρ with M , we use the restriction of the correspondence function corr
used to compare N with M . With the abuse of notation we refer to the restriction also as corr.

FSTTCS 2017

44:12

Popular Matchings with Lower Quotas

3. If ρ is an alternating path in the decomposition of M ⊕ N with both the end-points matched
in M then ∆(M ⊕ ρ, M, corr) ≤ 0.
Proof. We prove the three cases below.
1. Let ρ be an alternating cycle in M ⊕ N . Further, let (r, h) ∈ M . Consider ρ0 = ρ \ {(r, h)}
which is an alternating path from h to r. The path ρ0 starts and ends at the same level.
Hence the number of (1, 1) edges on ρ0 is at most the number of (−1, −1) edges on ρ0 .
The same holds for ρ.
2. Let ρ be an alternating path in M ⊕ N with exactly one end-point matched in M . Thus
ρ has even length, and both its end-points are either hospitals or both are residents.
Consider the first case. So let ρ = hh0 , r1 , h1 , . . . , rt , ht i where (ri , hi ) ∈ M for all i. Thus
|M (h0 )| < |N (h0 )| ≤ q + (h0 ), and hence h0 is under-subscribed. Then by part 3 of Lemma
6 and feasibility of M , h0 ∈
/ H0 . By feasibility of N , ht ∈ H0 ∪ H1 . As (rt , ht ) ∈ M ,
r ∈ R0 ∪ R1 by the definition of levels. Consider the subpath ρ0 = ρ \ {(rt , ht )} i.e. the
path obtained by removing the edge (rt , ht ) from ρ. Applying Theorem 9 to ρ0 with p ≥ 1
and q = 0 or q = 1, we get the number of (1, 1) edges on ρ0 to be at most the number of
(−1, −1) edges on ρ0 .
Consider the case when both the end-points of ρ are residents.
Thus ρ =
0
hr0 , h1 , r1 , . . . , ht , rt i where (hi , ri ) ∈ M for all i. Again consider ρ = ρ \ {(ht , rt )}.
As r0 is unmatched in M , r0 ∈ R0 by the definition of levels. Applying Theorem 9 to
ρ0 with q = 0, we get that the number of (1, 1) edges on ρ0 is at most the number of
(−1, −1) edges on ρ0 .
3. Consider the case when both the end-points of the alternating path ρ are matched in
M . Thus one end-point of ρ is a hospital whereas the other end-point is a resident. Let
ρ = hr0 , h0 , . . . , rt , ht i where (ri , hi ) ∈ M for all i. Hence |M (ht )| > |N (ht )| ≥ q − (ht )
by feasibility of N . Therefore ht ∈ H0 ∪ H1 by part 6 of Lemma 6 which implies that
rt ∈ R0 ∪ R1 . Consider the subpath ρ0 = ρ \ {(r0 , h0 ), (rt , ht )}. Thus ρ0 begins at h0 and
ends at rt . Applying Theorem 9 with q = 1 and 0 ≤ p ≤ ` gives that the number of (1, 1)
edges on ρ0 , and hence on ρ, is at most one more than the number of (−1, −1) edges
on ρ. These votes in favor of N are compensated by the end-points r0 and ht as r0 is
unmatched in N and |M (ht )| > |N (ht )|.
This completes the proof of the theorem.
J
The following lemma proves that M is a maximum cardinality popular matching in G.
The proof appears in the full-version [14].
I Lemma 11. Let N be any feasible matching in G such that |N | > |M |. For any arbitrary
correspondence function corr from N to M , ∆(N, M, corr) < 0.

Size of G0 : Note that |H0 | = `·|H|. Furthermore, |R0 | = |R|+(`−1)·|H|. The second term
in |R0 | accounts for the number of dummy residents in G0 . Finally, |E 0 | ≤ ` · |E| + 2(` − 1) · |H|.
The first term in |E 0 | is because the preference list of every hospital in G appears ` times in
G0 . The second term is because every dummy resident in G0 appears on the preference list
of at most two hospitals in G0 . Since, ` is upper bounded by |R|, the size of our HR instance
G0 is O(|R| · (|R| + |H| + |E|)). This is the same as the running time of our algorithm to
compute a maximum cardinality popular matching in G.
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Popular matching amongst maximum cardinality feasible matchings

In this section our goal is to compute a maximum cardinality feasible matching that is
popular amongst the set of maximum cardinality feasible matchings. Our algorithm is similar
to the one described in Section 3. We give an overview of our algorithm and illustrate the
execution of the same on the example instance in Figure 1.
As in Section 3, the algorithm here is a three phase algorithm. Phase-0 and Phase-2 are
exactly as in Section 3. The modification is in Phase-1. In Section 3, we gave every hospital
a second chance to propose if it was under-subscribed in the output of Phase-0. Here, we give
(|R| − 1) chances for every hospital to propose if it is under-subscribed at the end of Phase-0.
To see this, recall the example instance in Figure 1. The output of hospital-proposing
Gale-Shapley algorithm with all hospitals at level-0 is the matching M0 = {(r1 , h01 ), (r2 , h02 )}.
When all the under-subscribed hospitals are allowed to propose at level-1, the matching
obtained is M1 = {(r3 , h01 ), (r2 , h02 ), (r1 , h13 )}. Note that h14 and h15 are still under-subscribed.
The execution continues with under-subscribed hospitals being allowed to propose at level-2
and then at level-3 (see Figure 2 (d), Appendix A for a detailed proposal sequence). The
matching obtained is M3 = {(r1 , h34 ), (r2 , h23 ), (r3 , h11 ), (r4 , h02 )}. Note that this is a maximum
cardinality matching but it is infeasible as h5 is deficient.
Subsequently, the only deficient hospital h5 is allowed to propose at level-4. This results
in h45 applying to r1 , and thus M3 gets changed to a feasible matching with maximum
cardinality, which is M4 = {(r1 , h45 ), (r2 , h23 ), (r3 , h11 ), (r4 , h02 )}. A possible proposal sequence
can be found in table in Figure 2 (b) followed by Figure 2 (d) in Appendix A.
To simulate this algorithm, we again reduce the HRLQ instance G to an HR instance G00
P
where every hospital has ` = |R| + h∈H q − (h) many copies. In the interest of space, we
give the details of the reduction and proof of correctness in the full-version [14]. A similar
calculation for size of G00 as in Section 4 and the fact that ` ≤ |R|2 gives us the size of G00 as
O(|R|2 · (|R| + |H| + |E|)). This matches the running time of our algorithm in this section.
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Execution Sequence of Algorithm in Section 3

r1

: h1 , h3 , h4 , h5

r2

: h2 , h1 , h3

r3

: h2 , h1

r4

: h2

Proposal

A/R

mMatching

h01
h02
h03
h04
h05

→ r1
→ r2
→ r1
→ r1
→ r1

X
X
×
×
×

m{(r1 , h01 )}
m{(r1 , h01 ), (r2 , h02 )}
m{(r1 , h01 ), (r2 , h02 )}
m{(r1 , h01 ), (r2 , h02 )}
m{(r1 , h01 ), (r2 , h02 )}

h13
h14
h15
h01
h01

→ r1
→ r1
→ r1
→ r2
→ r3

X
×
×
×
X

m{(r1 , h13 ), (r2 , h02 )}
m{(r1 , h13 ), (r2 , h02 )}
m{(r1 , h13 ), (r2 , h02 )}
m{(r1 , h13 ), (r2 , h02 )}
m{(r1 , h13 ), (r2 , h02 ), (r3 , h01 )}

= M0

(0, 1) h1

: r1 , r2 , r3

(0, 1) h2

: r2 , r3 , r4

(0, 1) h3

: r1 , r2

(0, 1) h4

: r1

(1, 1) h5

: r1

= M1

(b)

(a)
Proposal

Proposal
h25
h13
h02
h11
h11

→ r1
→ r2
→ r3
→ r1
→ r2

A/R
X
X
X
×
X

mMatching
m{(r1 , h25 ), (r2 , h02 ), (r3 , h01 )}
m{(r1 , h25 ), (r2 , h13 ), (r3 , h01 )}
m{(r1 , h25 ), (r2 , h13 ), (r3 , h02 )}
m{(r1 , h25 ), (r2 , h13 ), (r3 , h02 )}
m{(r1 , h25 ), (r2 , h11 ), (r3 , h02 )}
= M2

(c)

h24
h25
h13
h02
h11
h11
h23
h34
h23
h11
h02

A/R

mMatching

→ r1
→ r1
→ r2
→ r3
→ r1
→ r2
→ r1
→ r1
→ r2
→ r3
→ r4

X
×
X
X
×
X
X
X
X
X
X

m{(r1 , h24 ), (r2 , h02 ), (r3 , h01 )}
m{(r1 , h24 ), (r2 , h02 ), (r3 , h01 )}
m{(r1 , h24 ), (r2 , h13 ), (r3 , h01 )}
m{(r1 , h24 ), (r2 , h13 ), (r3 , h02 )}
m{(r1 , h24 ), (r2 , h13 ), (r3 , h02 )}
m{(r1 , h24 ), (r2 , h11 ), (r3 , h02 )}
m{(r1 , h23 ), (r2 , h11 ), (r3 , h02 )}
m{(r1 , h34 ), (r2 , h11 ), (r3 , h02 )}
m{(r1 , h34 ), (r2 , h23 ), (r3 , h02 )}
m{(r1 , h34 ), (r2 , h23 ), (r3 , h11 )}
m{(r1 , h34 ), (r2 , h23 ), (r3 , h11 ), (r4 , h02 )}

h35 → r1

X

= M3
m{(r1 , h35 ), (r2 , h23 ), (r3 , h11 ), (r4 , h02 )}
= M4

(d)
Figure 2 (a) Preference lists of residents and hospitals are recalled from Figure 1. Tables (b) (c)
and (d) above show the proposal sequence for the instance in Figure 1. In each of the tables, the X
denotes that the proposal is accepted and the × denotes that the proposal is rejected. A possible
proposal sequence for algorithm in Section 3 can be obtained by using table (b) followed by the
sequence in table (c). A possible proposal sequence for algorithm in Section 5 can be obtained by
using Table (b) followed by the sequence in Table (d).

FSTTCS 2017

The Complexity of the Diagonal Problem for
Recursion Schemes∗
Paweł Parys
University of Warsaw, Poland

Abstract
We consider nondeterministic higher-order recursion schemes as recognizers of languages of finite
words or finite trees. We establish the complexity of the diagonal problem for schemes: given a set
of letters A and a scheme G, is it the case that for every number n the scheme accepts a word (a
tree) in which every letter from A appears at least n times. We prove that this problem is (m−1)EXPTIME-complete for word-recognizing schemes of order m, and m-EXPTIME-complete for
tree-recognizing schemes of order m.
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1

Introduction

The diagonal problem in its original formulation over finite words asks, for a set of letters A
and a language of words L, whether for every n ∈ N there is a word in L where every letter
from A occurs at least n times. The same problem can be also considered for a language of
finite trees. In this paper, we study the complexity of the diagonal problem for languages of
finite words and finite trees recognized by nondeterministic higher-order recursion schemes.
Higher-order recursion schemes (schemes in short) are used to faithfully represent the
control flow of programs in languages with higher-order functions. This formalism is equivalent
via direct translations to simply-typed λY -calculus [22] and to higher-order OI grammars [8,
16]. Collapsible pushdown systems [9] and ordered tree-pushdown systems [5] are other
equivalent formalisms. Schemes cover some other models such as indexed grammars [1] and
ordered multi-pushdown automata [3].
The goal of this paper is to establish the complexity of the diagonal problem for higherorder schemes. By a recent result by Clemente et al. [6] we know that this problem is
decidable. For schemes of order m their algorithm works in f (m)-fold exponential time
for some quadratic function f (although the complexity of the algorithm is not mentioned
explicitly in the paper, it can be easily estimated as being such). In the current work, we
tighten the upper bound: we prove that the diagonal problem for word-recognizing (treerecognizing) schemes of order m is (m − 1)-EXPTIME-complete (m-EXPTIME-complete,
respectively).
Let us recall from [6] that the decidability result for the diagonal problem entailed other
decidability results for recursion schemes, concerning in particular computability of the
downward closure of recognized languages [23], and the problem of separability by piecewise
testable languages [7]. Although our complexity result for the diagonal problem does not
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influence directly our knowledge on the complexity of the other problems (the aforementioned
reductions preserve only decidability, but not complexity), it can be seen as the first step in
establishing the complexity of the other problems as well.
Our solution is based on an appropriate system of intersection types. Intersection types
were intensively used in the context of schemes, for several purposes like model-checking
[11, 14, 4, 21], pumping [12], transformations of schemes [13, 6], etc. Among such type
systems we have to distinguish those [18, 19], in which the (appropriately defined) size of a
type derivation for a term approximates some quantity visible in the Böhm tree of that term.
In particular, in our recent work [19] we have developed a type system that allows to solve
the diagonal problem for a special case of a single-letter alphabet.
Here, we generalize the last type system mentioned above to multiple letters. In result, a
type derivation in this system is labeled by flags of different kinds. The key property lies in
some (quite rough) correspondence between words (trees) that can be generated from a term
and type derivations for the term, where, for every letter a, the number of appearances of a
in the generated word (tree) is approximated by the number of appearances of an appropriate
flag in the type derivation. In effect, the diagonal problem reduces to checking whether there
exist type derivations with arbitrarily many flags corresponding to every letter from the
input set A.
Some further work was needed to carefully optimize the developed type system in order
to obtain an algorithm achieving the optimal complexity.
Our paper is structured as follows. In Section 2 we introduce all necessary definitions.
In Section 3 we introduce the type system, and we show how to use it for deciding the
diagonal problem for word-recognizing schemes. Finally, Section 4 presents extensions of the
algorithm, in particular to tree-recognizing schemes.

2

Preliminaries

Infinitary λ-calculus. The set of sorts (a/k/a simple types), constructed from a unique
basic sort o using a binary operation →, is defined as usual. We omit brackets on the right
of an arrow, so e.g. o→(o→o) is abbreviated to o→o→o. The order of a sort is defined by
induction: ord(o) = 0, and ord(α1 → . . . →αs →o) = 1 + max(ord(α1 ), . . . , ord(αs )) for s ≥ 1.
A sort α1 → . . . →αs →o is homogeneous if ord(α1 ) ≥ · · · ≥ ord(αs ) and all α1 , . . . , αs are
homogeneous. In the sequel we restrict ourselves to homogeneous sorts (even if not always
this is written explicitly).
Let Σ be an infinite set of symbols (alphabet). To denote nondeterministic choices we use
a symbol nd. Assuming that nd 6∈ Σ, we denote Σnd = Σ∪{nd}. Let also V = {xα , y β , z γ , . . . }
be a set of variables, containing infinitely many variables of every homogeneous sort (sort of
a variable is written in superscript).
We consider infinitary, sorted λ-calculus. Infinitary λ-terms (or just λ-terms) are defined
by coinduction, according to the following rules:
node constructor – if a ∈ Σnd , and P1o , . . . , Pro are λ-terms, then (ahP1o , . . . , Pro i)o is a
λ-term,1

1

Our node constructor differs from the standard definition in two aspects. First, one usually assumes
that symbols are ranked, i.e., that the number r is determined by the choice of a. Second, typically
o
o
a symbol a is considered itself as a λ-term of sort o→
. . →o
| .{z
} →o, which after applying P1 , . . . , Pr as
r

arguments is equivalent to our (ahP1o , . . . , Pro i)o . These are, though, only superficial differences.
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variable – every variable xα ∈ V is a λ-term,
application – if P α→β and Qα are λ-terms, then (P α→β Qα )β is a λ-term, and
λ-binder – if P β is a λ-term and xα is a variable, then (λxα .P β )α→β is a λ-term;
in the above, α, β, and α→β are homogeneous sorts. We naturally identify λ-terms differing
only in names of bound variables. We often omit the sort annotations of λ-terms, but we
keep in mind that every λ-term (and every variable) has a particular sort. Free variables of
a λ-term are defined as usual. A λ-term P is closed if it has no free variables.
For a λ-term P , the order of P is just the order of its sort, while the complexity of P is
the smallest number m such that the order of all subterms of P is at most m. We restrict
ourselves to λ-terms that have finite complexity. We also define the order of a β-reduction as
the order of the involved variable. More precisely, for a number k ∈ N, we say that there is a
β-reduction of order k from a λ-term P to a λ-term Q, written P →β(k) Q, if Q is obtainable
from P by replacing a redex (λx.R) S where ord(x) = k with R[S/x].
Trees. A tree is defined as a λ-term that is built using only node constructors, i.e., not
using variables, applications, nor λ-binders. A tree is Γ-labeled if only symbols from Γ appear
in it.
Let us now define how we resolve nondeterministic choices. Although this is mainly
used for trees, we define it for arbitrary λ-terms. We write P →nd Q if Q is obtained from
P by choosing some appearance of the nd symbol surrounded only by symbols from Σ,
and removing this nd symbol together with all but one of its arguments. Formally, we let
→nd to be the smallest relation such that ndhP1 , . . . , Pr i →nd Pi for i ∈ {1, . . . , r}, and if
a ∈ Σ, and Pi →nd Pi0 for some i ∈ {1, . . . , r}, and Pj = Pj0 for all j ∈ {1, . . . , r} \ {i}, then
ahP1 , . . . , Pr i →nd ahP10 , . . . , Pr0 i. For a relation r, by r∗ we denote the reflexive transitive
closure of r. For a λ-term P (which is usually a Σnd -labeled, potentially infinite tree), by
L(P ) we denote the set of all finite, Σ-labeled trees T such that P →∗nd T .
Böhm Trees. We consider Böhm trees only for closed λ-terms of sort o. For such a
term P , its Böhm tree BT (P ) is constructed by coinduction, as follows: if there is a
sequence of β-reductions from P to a λ-term of the form ahP1 , . . . , Pr i (where a ∈ Σnd ), then
BT (P ) = ahBT (P1 ), . . . , BT (Pr )i; otherwise BT (P ) = ndhi.
Higher-Order Recursion Schemes. We use a very loose definition of schemes. A higherorder recursion scheme (or just a scheme) is a triple G = (N , R, N0o ), where N ⊆ V is a
finite set of nonterminals, R is a function that maps every nonterminal N ∈ N to a finite
λ-term whose free variables are contained in N and whose sort equals the sort of N , and
N0o ∈ N is a starting nonterminal, being of sort o. We assume that elements of N are not
used as bound variables, and that R(N ) is not a nonterminal. The order of the scheme is
defined as the maximum of complexities of R(N ) over all its nonterminals N .
The infinitary λ-term generated by a scheme G = (N , R, N0o ), denoted Λ(G), is defined as
the limit of the following process starting from N0o : take any nonterminal N appearing in
the current term, and replace it by R(N ) (so that every nonterminal is eventually replaced).
Observe that in the limit we obtain a closed λ-term of sort o and of complexity not greater
than the order of the scheme. The language of G is defined as L(G) = L(BT (Λ(G))).
We remark that according to our definition all subterms of all λ-terms (and all nonterminals
as well) have homogeneous sorts; usually it is not assumed that sorts used in a scheme are
homogeneous. It is, however, the case that any scheme using also non-homogeneous sorts
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can be converted into one in which all sorts are homogeneous, and that this can be done in
logarithmic space [20]. We make the homogeneity assumption for technical convenience.
A word is defined as a tree in which every node has at most one child (such a tree
can be identified with a word understood in the classic sense). We say that a λ-term P
is word-recognizing if for every its subterm of the form ahP1 , . . . , Pr i with a ∈ Σ it holds
r ≤ 1; a scheme G is word-recognizing if Λ(G) is word-recognizing. In this case, all elements
of L(BT (P )) or L(G), respectively, are words.
I Example 1. Consider the higher-order recursion scheme G1 with two nonterminals, Mo
(taken as the starting nonterminal) and N(o→o)→o , and with rules
R(M) = N (λx.ndhahxi, bhxii) ,

R(N) = λf.ndhf (chi), N (λy.f (f y))i .

We obtain Λ(G1 ) = R1 (λx.ndhahxi, bhxii), where R1 is the unique λ-term such that R1 =
λf.ndhf (chi), R1 (λy.f (f y))i. We have BT (Λ(G1 )) = ndhT20 , ndhT21 , ndhT22 , . . .iii, where
T0 = chi and Ti+1 = ndhahTi i, bhTi ii. In L(G1 ) we have words of length 2i + 1 for all i ∈ N,
where the first 2i letters are chosen from {a, b} arbitrarily, and the last letter is c. In the
following examples we will continue to consider this scheme, together with the set A = {a, b}.

3

Type System for the Diagonal Problem

In this section we introduce a type system that allows to solve the diagonal problem for
schemes.
I Definition 2. For a set of trees L and a set of symbols A, the predicate Diag A (L) holds if
for every n ∈ N there is some T ∈ L with at least n occurrences of every symbol from A. The
diagonal problem for tree-recognizing order-m schemes is to decide whether Diag A (L(G)) holds,
given a scheme G of order at most m and a set A. The diagonal problem for word-recognizing
order-m schemes is as the above, but with the restriction that G is word-recognizing.
I Theorem 3. For m ≥ 1, the diagonal problem for word-recognizing order-(m + 1) schemes
is m-EXPTIME-complete. For m ∈ {−1, 0} it is NP-complete.
Throughout the rest of this section we solve the diagonal problem for word-recognizing
schemes, and thus all schemes considered here are assumed to be word-recognizing. Moreover,
we fix a set of symbols A, for which we want to solve the diagonal problem.
Intuitions. The main novelty of our type system lies in labeling nodes of type derivations
by two kinds of labels called flags and markers. To each marker we assign a number, called
an order. Flags, beside of their order, are also identified by a symbol from A; thus we have
(k, a)-flags for k ∈ N and a ∈ A. While deriving a type for a λ-term of complexity at most
m + 1, we use markers of order from the range 0, . . . , m, and flags of order from the range
1, . . . , m + 1.
Let Pm+1 be a λ-term of complexity at most m + 1. Recall that our goal is to describe a
word T ∈ L(BT (Pm+1 )) using a type derivation for Pm+1 itself. While doing that, we want
to preserve the information that T has many appearances of every symbol from A.
Since T can be found in some finite prefix of BT (Pm+1 ), in order to find T it is enough
to perform finitely many β-reductions from Pm+1 . Moreover, thanks to the fact that all
sorts are homogeneous, the β-reductions can be rearranged so that those of higher order are
performed first. Namely, we can find λ-terms P0 , . . . , Pm such that
Pm+1 →∗β(m) Pm →∗β(m−1) . . . →∗β(0) P0

and

P0 →∗nd T .
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Some prefix of P0 can be seen as a tree, in which we can find a path on which there are all
symbols of T , and some additional nd symbols. Let us place an order-0 marker in the leaf
ending this path. Additionally, for every symbol a ∈ A, we place (1, a)-flags in all a-labeled
nodes of the considered path.
Next, we proceed back to P1 . The leaf constructor of P0 containing our order-0 marker
was created out of some particular appearance of such constructor in P1 ; let us put there
as well the order-0 marker. Similarly, we find node constructors in P1 out of which in P0
we obtain node constructors with flags, and we transfer the flags back to P1 . The crucial
observation is that no two flagged node constructors of P0 could come out of a single node
constructor of P1 . Indeed, recall that all the β-reductions between P1 and P0 are of order 0.
This means that in every such β-reduction we take a whole subtree (i.e., a λ-term of sort o)
of P1 , and we replace it somewhere, possibly replicating it. But since all flags lie in P0 on a
single path, they may lie only in at most one copy of the replicated subtree. In effect, the
number of appearances of order-1 flags of every kind is the same in P1 as in P0 .
We cannot directly repeat the same reasoning to move flags from P1 back to P2 , since now
there is a problem: a single node constructor in P2 may result in multiple (uncontrollably
many) node constructors with a flag in P1 . We rescue ourselves by considering only |A| paths
in P1 , one for each symbol in A. Namely, for every symbol a ∈ A we place in P1 a marker of
order 1, choosing in this way the path from the root to the position of this marker. Then,
for every node labeled by a (1, a)-flag we place a (2, a)-flag in the closest ancestor that lies
on the chosen path. Although the number of (2, a)-flags may be smaller than the number of
(1, a)-flags (the closest ancestor on the path may be the same for multiple (1, a)-flags), we
can ensure that it is smaller only logarithmically; to do so, we choose the marked node in a
clever way: staring from the root, we always proceed to this subtree in which the number of
(1, a)-flags is the largest. In effect, if the number of (1, a)-flags was “very large”, then also
the number of (2, a)-flags will be “very large”.
Once for every a ∈ A all (2, a)-flags lie on a single path of P1 , we can transfer them
back to P2 without changing their number. Then in P2 we again reduce to |A| paths by
introducing markers of order 2, and so on. At the end we obtain some labeling of Pm+1
by several kinds of flags and markers. The goal of the type system we develop is, roughly
speaking, to ensure that a labeling of Pm+1 actually is obtainable in the process as above (in
fact, we will not be labeling nodes of Pm+1 itself, but rather nodes of a type derivation for
Pm+1 ).
Type Judgments. Recall that A is the set of symbols for which we want to solve the
diagonal problem. For storing the information about flags and markers used in a derivation
of a type we use flag sets and marker multisets. Recall that a flag is parameterized by a
pair (k, a), where k ∈ N is called an order, and a ∈ A is called a symbol. For flags it is
enough to remember for every order whether at least one flag of this order was used, and
if so, then also a symbol of this flag (if flags with multiple symbols were used, it is enough
for us to remember just one of these symbols). Thus for m ∈ N we define Fm to contain
sets F ⊆ {1, . . . , m} × A such that (k, a), (k, b) ∈ F implies a = b. Such sets F are called
m-bounded flag sets. For markers the situation is slightly different, as we want to remember
precisely how many markers were used. Moreover, markers do not have a symbol, only an
order. We thus define Mm to contain functions M : N → {0, . . . , |A|} such that M (0) ≤ 1
and M (k) = 0 for all k > m. Such functions M are called m-bounded marker multisets.
By M + M 0 and M − M 0 we mean the coordinatewise sum or difference, respectively. We
use 0 to denote a function that maps every element of its domain to 0 (where the domain
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should be always clear from the context). By {|k1 , . . . , kn |} we mean the multiset M such
that M (k) = |{i ∈ {1, . . . , n} | ki = k}| for all k ∈ N. When F ∈ Fm , M ∈ Mm , n ∈ N, and
 is one of ≤, >, we write F n for {(k, a) ∈ F | kn}, and M n for the function that
maps every k to M (k) if kn, and to 0 if ¬(kn).
Next, for every sort α and for m ∈ N we define three sets: the set T α of types of sort α,
α
the set T T α
m of m-bounded type triples of sort α, and the set T C of triple containers of sort
α. They are defined by mutual induction on the structure of α.
If α = α1 → . . . →αs →o, the set T α contains types that are of the form C1 → . . . →Cs →o,
where Ci ∈ T C αi for i ∈ {1, . . . , s}.
α
Type triples in T T α
1 → . . . →Cs →o) ∈ Fm × Mm × T , where
m are just triples (F, M, C
P
s
M (k) = 0 for all (k, a) ∈ F , and where M (0) + i=1 Mk(Ci )(0) = 1 (we will define Mk(Ci )
soon). These triples store a type, together with the information about flags and markers
used while deriving this type. In order to distinguish type triples from types, the former
are denoted by letters with a hat, like τ̂ . We also define a function Mk that extracts the
marker multiset out of a type triple: Mk(τ̂ ) = M for τ̂ = (F, M, τ ). A type triple is balanced
if Mk(τ̂ ) = 0; otherwise it is unbalanced.
Triple containers are used to store (multi)sets of type triples that have to be derived for
an argument of a λ-term, or for a λ-term substituted for a free variable. For balanced type
triples, triple containers behave like sets, that is, they remember only whether every balanced
type triple is required or not. Conversely, for unbalanced type triples, triple containers behave
like multisets, that is, they remember precisely how many times every unbalanced type triple
is required. Thus, formally, in T C α we have functions C : T T α
ord(α) → {0, . . . , |A|} such that
P
PC(τ̂ )
α
C(τ̂ ) ≤ 1 if Mk(τ̂ ) = 0. For C ∈ T C we define Mk(C) = τ̂ ∈T T α
i=1 Mk(τ̂ ). For two
ord(α)

triple containers C, D ∈ T C α we define their sum C t D : T T α
ord(α) → N so that for every
α
τ̂ ∈ T T ord(α) ,

(C t D)(τ̂ ) =

C(τ̂ ) + D(τ̂ )
max(C(τ̂ ), D(τ̂ ))

if Mk(τ̂ ) 6= 0 ,
if Mk(τ̂ ) = 0 .

We also say that C v D if C(τ̂ ) = D(τ̂ ) for every unbalanced τ̂ ∈ T T α
ord(α) , and C(τ̂ ) ≤ D(τ̂ )
for every balanced τ̂ ∈ T T α
.
We
sometimes
write
{
|τ̂
,
.
.
.
,
τ̂
|
}
1
n or {|τ̂i | i ∈ {1, . . . , n}|}
ord(α)
to denote the triple container C such that C(σ̂) = |{i ∈ {1, . . . , n} | τ̂i = σ̂}| for every
unbalanced type triple σ̂, and C(σ̂) = 1 ⇔ ∃i ∈ {1, . . . , n} . τ̂i = σ̂ for every balanced type
triple σ̂.
A type environment is a function Γ that maps every variable xα to a triple container from
α
T C ord(α) . We use ε to denote the type environment mapping every variable to 0. When
Γ(x) = 0, by Γ[x 7→ C] we denote the type environment that maps x to C, and every other
variable y to Γ(y) (whenever we write Γ[x 7→ C], we implicitly require that Γ(x) = 0). For
two type environments Γ, Γ0 we define their sum Γ t Γ0 so that (Γ t Γ0 )(x) = Γ(x) t Γ0 (x) for
every variable x.
A type judgment is of the form Γ `m P : τ̂ . c, where Γ is a type environment, m ∈ N is
called the order of the type judgment, P is a λ-term, τ̂ is an m-bounded type triple of the
same sort as P (i.e. τ̂ ∈ T T α
m when P is of sort α), and c is a function A → N called a flag
counter.
As usually for intersection types, the intuitive meaning of a type C→τ is that a λ-term
having this type can return a λ-term having type τ , while taking an argument for which
we can derive all type triples from C. Let us now explain the meaning of a type judgment
Γ `m P : (F, M, τ ) . c. Obviously τ is the type derived for P , and Γ contains type triples
that could be used for free variables of P in the derivation. As explained above for triple
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containers, balanced and unbalanced type triples behave differently: all unbalanced type
triples assigned to variables by Γ have to be used exactly once in the derivation; conversely,
balanced type triples may be used any number of times. Going further, the order m of the
type judgment bounds the order of flags and markers that can be used in the derivation:
flags can be of order at most m + 1, and markers of order at most m. The multiset M
counts markers used in the derivation, together with those provided by free variables (i.e., we
imagine that some derivations, specified by the type environment, are already substituted in
our derivation for free variables); we, however, do not include markers provided by arguments
of the λ-term (i.e. coming from the triple containers Ci when τ = C1 → . . . →Cs →o). The
set F contains an information about flags of order at most m used in the derivation. A pair
(k, a) can be contained in F if a (k, a)-flag is placed in the derivation itself, or provided by
a free variable, or provided by an argument. We do not have to keep in F all such pairs,
i.e., if we can derive a type triple with some flag set F , then we can derive it also with every
subset of F as the flag set. In fact, we cannot keep in F all such pairs due to two restrictions.
First, the definition of a flag set allows to have in F at most one pair (k, a) for every order k.
Second, we intentionally remove from F all pairs (k, a) for which M (k) > 0. Finally, in a
type judgment we have a function c, called a flag counter, that for each symbol a counts the
number of (m + 1, a)-flags present in the derivation.
Type System. Before giving rules of the type system, let us state two general facts. First,
all type derivations are assumed to be finite – although we derive types mostly for infinite
λ-terms, each type derivation analyzes only a finite part of a term. Second, we require that
premisses and conclusions of all rules are valid type judgments. For example, when the type
environment appearing in the conclusion of a rule is Γ t Γ0 , this implies that for all x and all
unbalanced type triples τ̂ it holds Γ(x)(τ̂ ) + Γ0 (x)(τ̂ ) ≤ |A| (so that (Γ t Γ0 )(x) is indeed a
valid triple container). Let us also remark that rules of the type system will guarantee that
the order m of all type judgments used in a derivation will be the same.
Rules of the type system correspond to particular constructs of λ-calculus. We start by
giving the first three rules:
M ≤ord(x) = M 0

Γ `m Pi : τ̂ . c

0

ε[x 7→ {|(F, M , τ )|}] `m x : (F, M, τ ) . 0

(Var)

Γ[x 7→ C 0 ] `m P : (F, M, τ ) . c

i ∈ {1, . . . , r}

Γ `m ndhP1 , . . . , Pr i : τ̂ . c

(Nd)

C0 v C

Γ `m λx.P : (F, M − Mk(C), C→τ ) . c

(λ)

The (Var) rule allows to have in the resulting marker multiset M some numbers that do
not come from the multiset assigned to x by the type environment; these are the orders of
markers placed in the leaf using this rule. Notice, however, that we allow here only orders
greater than ord(x). This is consistent with the intuitive description of the type system
(page 4), which says that a marker of order k can be put in a place that will be a leaf after
performing all β-reductions of order at least k. Indeed, the variable x remains a leaf after
performing β-reductions of orders greater than ord(x), but while performing β-reductions of
order ord(x) this leaf will be replaced by a subterm substituted for x. Recall also that, by
α
definition of a type judgment, we require that (F, M 0 , τ ) ∈ T T α
ord(x) and (F, M, τ ) ∈ T T m ,
for appropriate sort α; this introduces a bound on maximal numbers that may appear in F
and M .
I Example 4. Denoting ρ̂0 = (∅, {|0|}, o) we can derive:
ε[x 7→ {|ρ̂0 |}] `1 x : (∅, {|0|}, o) . 0

(Var)

ε[x 7→ {|ρ̂0 |}] `1 x : (∅, {|0, 1, 1|}, o) . 0

(Var)
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In the derivation on the right, two markers of order 1 are placed in the conclusion of the rule.
We see that to derive a type for the nondeterministic choice ndhP1 , . . . , Pr i, we need to
derive it for one of the subterms P1 , . . . , Pr .
For the (λ) rule, recall that C 0 v C means that in C 0 we have all unbalanced type triples
from C, and some subset of balanced type triples from C. Thus in a subderivation concerning
the λ-term P , we need to use all unbalanced type triples provided by an argument of λx.P ,
while balanced type triples may be used or not. Recall also that we intend to store in the
marker multiset the markers contained in the derivation itself and those provided by free
variables, but not those provided by arguments. Because of this, in the conclusion of the
rule we remove from M the markers provided by x. It is required, implicitly, that the result
remains nonnegative. The set F , unlike M , stores also flags provided by arguments, so we
do not need to remove anything from F .
I Example 5. In this example we show how the (Nd) and (λ) rules can be used. Notice that
in the conclusion of the (λ) rule, in both derivations, we remove 0 from the marker multiset,
because an order-0 marker is provided by x.
ε[x 7→ {|ρ̂0 |}] `1 ahxi : ({(1, a)}, {|0|}, o) . 0
ε[x 7→ {|ρ̂0 |}] `1 ndhahxi, bhxii : ({(1, a)}, {|0|}, o) . 0
ε `1 λx.ndhahxi, bhxii : ({(1, a)}, 0, {|ρ̂0 |}→o) . 0

(Nd)
(λ)

ε[x 7→ {|ρ̂0 |}] `1 ahxi : (∅, {|0, 1, 1|}, o) . {(a, 1), (b, 0)}
ε[x 7→ {|ρ̂0 |}] `1 ndhahxi, bhxii : (∅, {|0, 1, 1|}, o) . {(a, 1), (b, 0)}
ε `1 λx.ndhahxi, bhxii : (∅, {|1, 1|}, {|ρ̂0 |}→o) . {(a, 1), (b, 0)}

(Nd)
(λ)

The next three rules use a predicate Compm , saying how flags and markers from premisses
contribute to the conclusion. It takes “as input” pairs (Fi , ci ) for i ∈ I, consisting of a flag set
Fi and a flag counter ci from some premiss. Moreover, the predicate takes a marker multiset
M that will appear in the conclusion of the rule. The goal is to compute a flag set F and a
flag counter c that should be placed in the conclusion. First, for each k ∈ {1, . . . , m + 1}
consecutively, we decide which flags of order k should be placed in the considered node of a
type derivation. We follow here the rules mentioned in the intuitive description. Namely, we
place a (k, a)-flag if we are on the path leading to a marker of order k −1 (i.e., if M (k −1) > 0),
and simultaneously we receive an information about a (k − 1, a)-flag. By receiving this
information we mean that either a (k − 1, a)-flag was placed in the current node, or (k − 1, a)
belongs to some set Fi . Actually, we place multiple (k, a)-flags: one per each (k − 1, a)-flag
placed in the current node, and one per each set Fi containing (k − 1, a). Then, we compute
F and c. In c(a), for every a ∈ A, we store the number of (m + 1, a)-flags: we sum all the
flag counters ci , and we add the number of (m + 1, a)-flags placed in the current node. In
F , we allow to keep elements of all Fi , and we allow to add pairs (k, a) for flags that were
placed in the current node, but it can be chosen “nondeterministically” which of them are
actually taken to F , and which are dropped. It is often necessary to drop some elements,
since when the set F is used in a type triple, the definitions of a flag set and of a type triple
put additional requirements on this set.
0
Below we give a formal definition, in which fk,a
contains the number of (k, a)-flags
placed in the current node, while fk,a additionally counts the number of premisses for which
(k, a) ∈ Fi . We say that (F, c) ∈ Compm (M ; ((Fi , ci ))i∈I ) when
X
F ⊆ {(k, a) | fk,a > 0} ,
and
c(a) = fm+1,a +
ci (a)
for all a ∈ A,
i∈I
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where, for k ∈ {0, . . . , m + 1} and a ∈ A,
fk,a =

0
fk,a

+

X

|Fi ∩ {(k, a)}|,

i∈I

0
fk,a


=

if k = 0 or M (k − 1) = 0,
otherwise.

0
fk−1,a

We now present rules for node constructors using symbols other than nd:
(F, c) ∈ Compm (M ; ({(0, a)}, 0))

a 6= nd
(Con0)

ε `m ahi : (F, M, o) . c
Γ `m P : (F 0 , M, o) . c0

(F, c) ∈ Compm (M ; ({(0, a)}, 0), (F 0 , c0 ))

a 6= nd

Γ `m ahP i : (F, M, o) . c

(Con1)

In these rules we do not claim that the set {(0, a)} passed to Compm is an element of
Fm (and in fact it is not, because the order is 0, which is forbidden for flags; we also do
not necessarily have that a ∈ A). The effect of passing this set is that if M (0) > 0 (i.e., we
are on the path to the order-0 marker) and a ∈ A, then Compm places a (1, a)-flag in the
current node, and maybe also some (k, a)-flags for higher k. In the (Con0) rule, i.e., if we
are in a leaf, we are allowed to place markers of arbitrary order: the marker multiset M may
be arbitrary.
I Example 6. The (Con1) rule may be instantiated in the following ways:
ε[x 7→ {|ρ̂0 |}] `1 x : (∅, {|0|}, o) . 0
ε[x 7→ {|ρ̂0 |}] `1 ahxi : ({(1, a)}, {|0|}, o) . 0

(Con1)

ε[x 7→ {|ρ̂0 |}] `1 x : (∅, {|0, 1, 1|}, o) . 0
ε[x 7→ {|ρ̂0 |}] `1 ahxi : (∅, {|0, 1, 1|}, o) . {(a, 1), (b, 0)}

(Con1)

In the first example, a (1, a)-flag is placed in the conclusion of the rule (because the marker
multiset contains 0, the pair (0, a) passed to the Comp1 predicate results in the (1, a) pair in
the flag set). In the second example, (1, a)- and (2, a)-flags are placed in the conclusion of
the (Con1) rule: since order-1 markers are visible, we do not put (1, a) to the flag set, but
instead we create a (2, a)-flag, which results in increasing the flag counter.
The last rule describes application:

Γi `m

Γ0 `m P : (F 0 , M 0 , {|(Fi ≤ord(Q) , Mi ≤ord(Q) , τi ) | i ∈ I|}→τ ) . c0
X
Q : (Fi , Mi , τi ) . ci for each i ∈ I
M = M0 +
Mi
ord(Q) ≤ m
i∈I

(F, c) ∈ Compm (M ; (F 0 , c0 ), ((Fi >ord(Q) , ci ))i∈I )
{(k, a) ∈ F 0 | M (k) = 0} ⊆ F
G
(@)
Γ0 t
Γi `m P Q : (F, M, τ ) . c
i∈I

In this rule, it is allowed (and potentially useful) that for two different i ∈ I the type
triples (Fi , Mi , τi ) are equal. It is also allowed that I = ∅, in which case no type needs to
be derived for Q. Observe how flags and markers coming from premisses concerning Q are
propagated: only flags and markers of order k ≤ ord(Q) are visible to P , while only flags
of order k > ord(Q) are passed to the Compm predicate. This can be justified if we recall
the intuitions staying behind the type system (see page 4). Indeed, while considering flags
and markers of order k, we should imagine the λ-term obtained from the current λ-term by
performing all β-reductions of order at least k; the distribution of flags and markers of order
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k in the current λ-term actually simulates their distribution in this imaginary λ-term. Thus,
if k ≤ ord(Q), then our application will disappear in this imaginary λ-term (thanks to the
homogenity assumption), and Q will be already substituted somewhere in P ; for this reason
we need to pass the information about flags and markers of order k from Q to P . Conversely,
if k > ord(Q), then in the imaginary λ-term the considered application will be still present,
and in consequence the subterm corresponding to P will not see flags and markers of order
k placed in the subterm corresponding to Q. The condition {(k, a) ∈ F 0 | M (k) = 0} ⊆ F
(saying that some flags from F 0 cannot disappear) is useful for proofs.
I Example 7. Recalling that ρ̂0 = (∅, {|0|}, o), denote by τ̂a and τ̂m the type triples derived
in Example 5: τ̂a = ({(1, a)}, 0, {|ρ̂0 |}→o) and τ̂m = (∅, {|1, 1|}, {|ρ̂0 |}→o). We can derive:
ε[f 7→ {|τ̂m |}] `1 f : τ̂m . 0
ε[f 7→ {|τ̂a |}] `1 f : τ̂a . 0

ε[y 7→ {|ρ̂0 |}] `1 y : ρ̂0 . 0

ε[f 7→ {|τ̂m |}, y 7→ {|ρ̂0 |}] `1 f y : (∅, {|0, 1, 1|}, o) . 0

ε[f 7→ {|τ̂a , τ̂m |}, y 7→ {|ρ̂0 |}] `1 f (f y) : (∅, {|0, 1, 1|}, o) . {(a, 1), (b, 0)}
ε[f 7→ {|τ̂a , τ̂m |}] `1 λy.f (f y) : τ̂m . {(a, 1), (b, 0)}

(@)
(@)

(λ)

Below the lower (@) rule the information about a (1, a)-flag (from the first premiss) meets
the information about a marker of order 1 (from the second premiss), and thus a (2, a)-flag
is placed, which increases the flag counter.
all
all
all
all
Denote ρ̂m = (∅, Mm
, o), where Mm
∈ Mm is such that Mm
(0) = 1 and Mm
(k) = |A|
for all k ∈ {1, . . . , m}. The key property of the type system is described by the following
theorem.

I Theorem 8. Let m ∈ N, and let P be a closed word-recognizing λ-term of sort o and
complexity at most m + 1. Then Diag A (L(BT (P ))) holds if and only if for every n ∈ N we
can derive ε `m P : ρ̂m . cn with some cn such that cn (a) ≥ n for all a ∈ A.
We omit the proof of this theorem. The overall idea is to follow the intuitions described
on page 4, and consider only such sequences of β-reductions in which reductions of higher
orders are performed before β-reductions of lower orders. The details are tedious, but rather
standard. Actually, a quite similar proof was performed in our recent work [19] concerning
the single-letter case.
I Example 9. Denote σ̂R = (∅, {|0|}, {|τ̂a , τ̂b , τ̂m |}→o), where τ̂b = ({(1, b)}, 0, {|ρ̂0 |}→o). We
can derive ε `1 R1 : σ̂R . 0 by descending to the first child of the outermost ndh·, ·i in
R1 = λf.ndhf (chi), R1 (λy.f (f y))i. Then, basing on a type judgment ε `1 R1 : σ̂R . c we
can derive ε `1 R1 : σ̂R . {(a, c(a) + 1), (b, c(b))} using in particular the derivation fragment
from Example 7, and similarly ε `1 R1 : σ̂R . {(a, c(a)), (b, c(b) + 1)}. By composing the
above derivation fragments, we can derive ε `1 R1 : σ̂R . c for c that is arbitrarily large on
both coordinates. Examples 4-6 contain derivations of type triples τ̂a and τ̂m for the λ-term
λx.ndhahxi, bhxii; similarly we can derive the type triple τ̂b . Using the (@) rule one more time,
we can derive ε `1 Λ(G1 ) : ρ̂1 . c for c that is arbitrarily large on both coordinates.
I Example 10. Consider the scheme G2 obtained from G1 by changing the rule R(N) to
λf.ndhf (chi), N (λy.f y)i. Then while deriving a type for λy.f y we can use only one type triple:
either τ̂a , or τ̂b , or τ̂m , which causes that the flag counter is not increased. Thus, by adopting
the derivation fragment considered in the previous example, out of ε `1 R2 : σ̂R . c we can
only derive ε `1 R2 : σ̂R . c, with the same flag counter (where R2 is defined analogously
to R1 ). Altogether, we can derive ε `1 Λ(G2 ) : ρ̂1 . c only for c with c(a) + c(b) ≤ 1. This
corresponds to the fact that L(G2 ) contains only words with at most one letter from {a, b}.
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I Example 11. In the derivation from Example 9 both order-1 markers were placed in
the same leaf, corresponding to the subterm x. Consider, however, a scheme G3 , where
additionally to M and N we have a nonterminal Mb of sort o, and the rules are changed to:
R(M) = N (λx.ahxi) ,

R(Mb ) = ndhchi, bhMb ii ,

R(N) = λf.ndhf Mb , N (λy.f (f y))i .
Here we need to place one order-1 marker (responsible for counting appearances of the a
symbol) in a leaf corresponding to x, and another order-1 marker (responsible for counting
appearances of the b symbol) in a leaf corresponding to chi.
Effectiveness. We now justify how Theorem 3 follows from Theorem 8, i.e., how given a
word-recognizing scheme G of order at most m + 1 and a set of symbols A, one can check
in m-EXPTIME whether ε `m Λ(G) : ρ̂m . c can be derived for flag counters c that are
arbitrarily large on every coordinate. Let us say that two type judgments are equivalent if
they differ only in values of the flag counter. One can see that if c is required to be large
enough on every coordinate, then in the derivation of ε `m Λ(G) : ρ̂m . c, for every symbol
a ∈ A, there are two equivalent type judgments lying on the same path (the path may depend
on a) and such that the a-coordinate of their flag counter differs. A derivation having this
property will be called pumpable. This name is justified, because the opposite implication
also holds: if we have a pumpable type derivation, then we can repeat (as many times as we
want) its fragment between all these pairs of equivalent type judgments, increasing arbitrarily
all coordinates of the flag counter in the resulting type judgment. This holds thanks to the
following additivity property of our type system: if out of Γ `m P : τ̂ . c we can derive
Γ0 `m P 0 : τ̂ 0 . c0 , then out of Γ `m P : τ̂ . d we can derive Γ0 `m P 0 : τ̂ 0 . c0 + d − c.
We exploit the above equivalence, and we also observe that while deriving ε `m Λ(G) :
ρ̂m . c we may only use type judgments Γ `m Q : τ̂ . d (call them useful) in which Q is a
subterm of Λ(G) and Γ(x) 6= 0 only for variables x that are free in Q. It is not difficult to
give an algorithm that checks whether there is a pumpable derivation of ε `m Λ(G) : ρ̂m . c
(for some c), and works in time polynomial in the number of equivalence classes of useful
type judgments (and exponential in |A|).
It remains to bound the number of these equivalence classes. We first bound the number
of type triples. Essentially, type triples in T T α
k with α = α1 → . . . →αs →o store “sets” of
i
type triples from T T α
,
and
thus
their
number
grows exponentially when we increase
ord(αi )
the order of α by one. There is a slight exception for α of order 1: the number of type
triples in T T α
k for such α is polynomial, not exponential. The reason is that, for a type
(C1 → . . . →Cs →o) ∈ Tkα with ord(α) = 1, the triple containers C1 , . . . , Cs can contain
Ps
altogether only at most one type triple (by definition it is required that i=1 Mk(Ci )(0) ≤ 1
while, on the other hand, for type triples σ̂ ∈ T T o0 it is required that Mk(σ̂)(0) = 1). In
effect, |T T α
m | for ord(α) ≤ m + 1 is m-fold exponential in the size of G. It easily follows that
the number of equivalence classes of useful type judgments is also m-fold exponential in the
size of G, because all variables appearing in Λ(G) are of order strictly smaller than m + 1.
A trivial reduction from the problem of emptiness of L(G) shows that our problem is
indeed m-EXPTIME-hard [15]. For m ∈ {−1, 0} one can prove NP-completeness.

4

Extensions

Downward Closure. The downward closure of a language of words L, denoted L↓, is the set
of all scattered subwords (subsequences) of words from L. Recall that the downward closure
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of any set is always a regular language; moreover, it is a finite union of ideals, i.e., languages
of the form Y0∗ {x1 , ε}Y1∗ . . . {xn , ε}Yn∗ , where x1 , . . . , xn are letters, and Y0 , . . . , Yn are sets
of letters. The main interest on the diagonal problem comes from the fact that this problem
is closely related to computability of the downward closure of a language of words (where we
aim in presenting the results by a list of ideals, or by a finite automaton). Indeed, having a
word-recognizing scheme G, it is not difficult to compute L(G)↓ by performing multiple calls
to a procedure solving the diagonal problem (for products of G and some finite automata).
The complexity of this algorithm is directly related to the size of its output. We, however, do
not know any upper bound on the size of (a representation of) L(G)↓. A recently developed
pumping lemma for nondeterministic schemes [2] may shed some new light on this subject
(while pumping lemmata for deterministic schemes [10, 12] seem irrelevant here).
Instead of actually computing the downward closure, Zetzsche [24] proposed to consider
the following decision problem of downward-closure inclusion: given two word-recognizing
schemes G, H of order at most m, check whether L(G)↓ ⊆ L(H)↓; he proved that this
problem is co-m-NEXPTIME-hard. It would be interesting to give some upper bound on
the complexity of this problem. Although, again, we do know how to do this, we can at least
give a partial result.
I Theorem 12. Let m ≥ 1. Given a word-recognizing scheme H of order at most m + 1,
and an ideal I, the problem of deciding whether I ⊆ L(H)↓ is m-EXPTIME-complete.
This is an easy consequence of Theorem 3: it is enough to appropriately combine H with
I, and then solve the diagonal problem.
Tree-Generating Schemes. Although the main interest on the diagonal problem is for
word-recognizing schemes, the problem can be also considered for tree-recognizing schemes.
Let us see how our methods can be adopted to this more general case. Consider a tree
T ∈ L(G), and a term P0 such that Λ(G) →∗β P0 and P0 →∗nd T , i.e., that T can be found in
a prefix of P0 . In the word case, we were placing order-1 flags in node constructors of T ,
and then we continued using the fact that they are all aligned along one path (as actually T
consisted of a single path). This is no longer possible in the tree case. In order to resolve
this issue, we additionally use flags of order 0, and we place them in node constructors of T
(dispersed on multiple paths). Then, we choose only |A| paths, by placing order-1 markers
in |A| leaves of P0 , and for every node labeled by a (0, a)-flag we place a (1, a)-flag in the
closest ancestor that lies on a chosen path. In effect all order-1 flags are concentrated on
only |A| paths, and we can continue as in the word case. The described modification causes
an exponential growth of the number of types, which results in the following theorem.
I Theorem 13. For m ≥ 1, the diagonal problem for tree-recognizing order-m schemes is
m-EXPTIME-complete. For m = 0 it is NP-complete.
Downward Closure for Trees. One can also consider the downward closure of a language
of trees, defined as a set of all trees that can be homeomorphically embedded in trees from
the language. By Kruskal’s tree theorem [17] downward closures of tree languages are regular
languages of trees. We notice, however, that (unlike for words) an algorithm solving the
diagonal problem is highly insufficient for the purpose of computing the downward closure.
Even in the single-letter case, in order to compute L↓, one has to check, in particular, whether
for every n ∈ N, a full binary tree of depth n can be embedded in some tree from L; using
the diagonal problem, we can only determine whether L contains arbitrarily large trees.
Extending our techniques to this kind of problems is an interesting direction for further work.
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Abstract
We give an elementary combinatorial proof of Bass’s determinant formula for the zeta function
of a finite regular graph. This is done by expressing the number of non-backtracking cycles of
a given length in terms of Chebyshev polynomials in the eigenvalues of the adjacency operator
of the graph. A related observation of independent interest is that the Ramanujan property of
a regular graph is equivalent to tight bounds on the number of non-backtracking cycles of every
length.
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1
1.1

Introduction
Ramanujan graphs and Non-backtracking Cycles

For a fixed d ≥ 3, a family Gn of d-regular n-vertex connected graphs is said to be an
expander family if the second largest eigenvalues of the corresponding adjacency matrices
are uniformly bounded away from d. It is easy to show (using a simple application of the
probabilistic method) that a random d-regular graph family is an expander family with high
probability. The question as to how small the second largest eigenvalue can get is answered
by the Alon-Bopanna
√ bound [16]: For fixed d ≥ 3, the second largest
√ eigenvalue, in absolute
value, is at least 2 d − 1 − on (1). The occurrence of the term 2 d − 1 in this setting is
related to it being the spectral radius of (the adjacency operator of) the universal cover of a
d-regular graph (which is the infinite d-regular tree).
I Definition 1. For d ≥ 3, a finite connected d-regular graph G is said to be Ramanujan if
every eigenvalue µ ∈ R of the adjacency matrix A of G with |µ| =
6 d satisfies
√
|µ| ≤ 2 d − 1
In other words, a family of Ramanujan graphs is the "optimal" expander family in light of the
Alon-Bopanna lower bound. Ramanujan graphs were defined and explicitly constructed by
Lubotzky, Phillips and Sarnak [11] for d − 1 being a prime, and extended by Morgenstern [14]
for d − 1 being a prime power. Their constructions used deep results from modern number
theory (in particular a conjecture of Ramanujan which was later settled by Deligne et al).
However, the existence (leave alone explicit constructions) of Ramanujan graph families for
general d ≥ 3 remained open for a long time until Marcus, Spielman and Srivastava [13]
used the method of interlacing polynomials to establish the existence of bipartite Ramanujan
families for every d ≥ 3. For a broad survey of Ramanujan graphs, expander families and
© Bharatram Rangarajan;
licensed under Creative Commons License CC-BY
37th IARCS Annual Conference on Foundations of Software Technology and Theoretical Computer Science
(FSTTCS 2017).
Editors: Satya Lokam and R. Ramanujam; Article No. 46; pp. 46:1–46:13
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

46:2

A Combinatorial Proof of Ihara-Bass’s Formula for Regular Graphs

their applications, the reader is referred to Murty’s monograph [15] and the survey by Hoory,
Linial and Wigderson [6].
The Ramanujan property (or more generally, the spectrum of the adjacency matrix) of a
graph is reflected in the error term in the number of closed walks on the graph of a given
length. More precisely, suppose d = µ0 ≥ µ1 ≥ · · · ≥ µn−1 ≥ −d are the n eigenvalues of an
Pn−1
n-vertex d-regular graph. Then we know that for every k ≥ 1, T r(Ak ) = dk + j=1 µkj is
precisely the number of closed walks of length k on G. We can express this succinctly using
Jacobi’s identity:
!
∞
n−1
k
X
Y
1
1
k t
=
= exp
T r(A )
det(I − At)
1 − µj t
k
j=0
k=1

√
Now if |µj | ≤ 2 d − 1 for every 1 ≤ j ≤ n − 1, then the number of closed walks of length k
in G is dk (or roughly a 1/n fraction of the total number ndk of walks of length k), and with
a small error term of O(n2k dk/2 ).
As we shall soon see in more detail, a stronger connection between the Ramanujan property
and closed walks on the graph reveals itself when we restrict the closed walks to be nonbacktracking. An instance of backtracking is said to occur in a walk when a traversed edge is
followed immediately by its reversal. Let Nk denote the number of non-backtracking cycles
of length k on G. We can construct an analogous generating function for {Nk }k≥1 as:
!
∞
X
tk
exp
Nk
k
k=1

As it so happens, the above formal series can also be expressed as the inverse of a polynomial
det(I − Ht) where H is the Hashimoto non-backtracking walk matrix of G, which is the
adjacency matrix of the oriented line digraph of G. This formal series is called the Ihara
zeta function of the graph, denoted ζG (t).

1.2

Zeta functions and Riemann Hypotheses

In the 158 years since Bernard Riemann published his seminal work "On the Number of
Primes Less Than a Given Magnitude", there have been several generalizations of the
Riemann zeta function in various settings. Broadly speaking, a zeta function is a complex
function which when expressed as an appropriate series, yields a coefficient sequence that
counts "objects" of a given "weight" assembled from an underlying set of building blocks or
"primes". For instance, the Riemann zeta function corresponds to a Dirichlet series where
the coefficient of 1/k s counts the number of positive integers (constructed using the primes
of Z as building blocks) of absolute value k (which in this case is trivially 1 for every k ∈ N).
The utility of a zeta function arises from the fact that many interesting properties of the underlying structure can be inferred from the zeros and poles of the corresponding zeta function.
The precursor to the zeta function of a graph, as we know it today, is the Selberg zeta
function of a Riemannian manifold. For a hyperbolic surface M = Γ/H, the Selberg zeta
function γM (s) is an Euler product over the set of all primitive closed geodesics of M . The
zeros and poles of the Selberg zeta function appear in the Selberg trace formula, which
relates the distribution of primes with the spectrum of the Laplace-Beltrami operator of the
surface. This line of study was further extended by Ihara [7] to obtain a p-adic analogue of
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the Selberg trace formula, opening up further avenues for the study of geodesic zeta functions
in discrete settings. The idea of considering closed geodesics as primes inspired the work
of Hashimoto [5], Hyman Bass [2], Kotani and Sunada [9] to study the analogous notion in
the discrete setting of a finite graph, using the prime cycle classes of the graph in place of
primitive geodesics. We shall construct the zeta function of a graph in this way in section 2.
Just like the Selberg zeta function is related to the spectrum of the Laplace-Beltrami operator
of the surface, it is natural to ask if its discrete analogue, the Ihara zeta function of a graph,
is related to the spectrum of the Laplacian matrix of the graph. This is precisely the result
of Bass [2] who gives an elegant expression for the Ihara zeta function of a graph G = (V, E)
as follows:
I Theorem 2 (Bass). For a finite connected graph G = (V, E),
ζG (t) =

1
(1 − t2 )|E|−|V | det(I − tA + (D − I)t2 )

where A is the adjacency matrix of G and D is the diagonal matrix of degrees of the vertices
of G, or in other words, D = diag(A~1).
In particular, if G is a d-regular connected graph, then
ζG (t) =

1
(1 −

t2 )|E|−|V | det(I

− tA + (d − 1)t2 )

This immediately tells us what the poles of the Ihara zeta function are. The significance
of these poles arises from a surprising analogue of the classical Riemann hypothesis in
our present context. The classical Riemann hypothesis for the Riemann zeta function ζ(t)
states that every non-trivial zero of ζ(t) lies on the line Re(z) = 1/2 in the complex plane.
Analogues of the Riemann hypothesis can be formulated for other zeta functions too. For
instance, the Riemann hypothesis for curves over finite fields states that every zero of the
Hasse-Weil zeta function for a projective curve over a finite field Fq is of absolute value
√
exactly 1/ q. It is interesting to note that while the classical Riemann hypothesis remains
elusive, the Riemann hypothesis for finite fields has been proved, and is one of the crowning
achievements of twentieth-century mathematics.
It is natural to ask if there is an appropriate formulation of a Riemann hypothesis for the
Ihara zeta function, and what it means for the graph. Recall that a d-regular graph G is
Ramanujan
6 d satisfies
√ if for every eigenvalue µ ∈ R of the adjacency matrix of G with |µ| =
|µ| ≤ 2 d − 1. Combining this with Bass’s determinant formula for the zeta function of G,
if can be easily shown [15] that
I Lemma 3 (Riemann Hypothesis for graphs). A d-regular graph G is Ramanujan iff every
pole λ ∈ C of ζG (t) such that |λ| =
6 1 and |λ| =
6 (d − 1)−1 satisfies
|λ| = √

1.3

1
d−1

Proof Sketch

There exist several proofs [9] [17] of theorem 2, and most proofs start by expressing the
zeta function in terms of not the adjacency matrix A of G, but the adjacency matrix H of
the oriented line digraph of G (the Hashimoto non-backtracking walk matrix). After all,
ζG (t)−1 = det(I − Ht), and so the problem reduces to expressing det(I − Ht) in terms of

FSTTCS 2017

46:4

A Combinatorial Proof of Ihara-Bass’s Formula for Regular Graphs

the adjacency matrix A. We shall briefly sketch the standard proof in the next section once
we have the preliminaries in place. There also exists another purely combinatorial proof by
Foata and Zeilberger [4] employing the algebra of Lyndon words.
In this paper, we shall see an elementary proof of theorem 2 for the special case when G
is d-regular. While the assumption of regularity is certainly a limitation, it allows for a more
transparent combinatorial proof. The basic idea is outlined as follows:
We use the fact that the zeta function ζG (t) has an expansion of the form
!
∞
X
tk
ζG (t) = exp
Nk
k
k=1

where for k ∈ N, Nk is the number of non-backtracking cycles in G of length k. This is
explored in section 2.
While an expression for Nk is not immediate, a natural starting point is the study
of non-backtracking walks on G. We can construct the family {Ak }k∈Z≥0 of n × n
matrices such that for every k ∈ Z≥0 and every v, w ∈ V , (Ak )v,w is the number of
non-backtracking walks on G of length k from v to w. We shall discuss the construction
of these non-backtracking walk matrices in section 3.
While it might be tempting to claim that Nk = T r(Ak ), unfortunately that is not the
case! However, while they may not be equal, they are indeed precisely related. In section
4, we develop a combinatorial lemma to relate Nk and T r(Ak ). This expression, while
simple, could prove useful and is of independent interest.
The combinatorial lemma greatly simplifies the problem since T r(Ak ) is well-understood
in terms of the eigenvalues of A and a family of orthogonal polynomials called the
Chebyshev polynomials. We shall put these ingredients together in section 5 to arrive at
Bass’s determinant formula.
Essentially, the main contribution of this paper is a proof of following lemma:
I Lemma 4. Let G be a finite, connected d-regular graph on n vertices, and suppose
d = µ0 ≥ µ1 ≥ · · · ≥ µn−1 ≥ −d are the n real eigenvalues of its adjacency matrix A. Let
Nk be the number of non-backtracking cycles of length k on G. Then
n−1


P
µj


2(d − 1)k/2 Tk 2√d−1
if k is odd

Nk = j=0


n−1
P

µj

n(d − 2) +
2(d − 1)k/2 Tk 2√d−1
if k is even
j=0

where Tk is the k-th Chebyshev polynomial of the first kind.
While the above expression is easy to derive given Bass’s determinant formula for the zeta
function, our proof proceeds in the other direction: by establishing this expression first
and then using it to derive Bass’s determinant formula using the generating function for
Chebyshev polynomials of the first kind.
An interesting consequence of the above formula for Nk is an interpretation of the
summand corresponding to the trivial eigenvalue d of G. Using a standard explicit formula
for the polynomial Tk given by
(
cos (k arccos x)
if |x| ≤ 1
Tk (x) = 1
√
√
1
k
k
2
2
x − 1) + 2 (x + x − 1)
if |x| > 1
2 (x −
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√
we can compute Tk (d/2 d − 1) to get


d
√
Tk
= (d − 1)k + 1
2 d−1
So if G is non-bipartite, we get



n−1
P
µj

(d − 1)k + 1 +
2(d − 1)k/2 Tk 2√d−1

j=1
Nk =


n−1
P

µj
k

(d − 1) + 1 + (d − 2) +
(d − 2) + 2(d − 1)k/2 Tk 2√d−1

if k is odd
if k is even

j=1

In particular, when G is Ramanujan,
(
(d − 1)k + 1 + O(ndk/2 )
Nk =
(d − 1)k + 1 + (d − 2) + O(ndk/2 )

if k is odd
if k is even

It is known that Tk is an odd function when k is odd, and an even function when k is even.
So when G is bipartite,


if k is odd
0



n−2
P
Nk =
µj
k

(d − 2) + 2(d − 1)k/2 Tk 2√d−1
if k is even
2(d − 1) + 2 + 2(d − 2) +
j=1

and in particular when G is a bipartite Ramanujan graph,
(
0
if k is odd
Nk =
k
k/2
2(d − 1) + 2 + 2(d − 2) + O(nd ) if k is even
It is interesting to ask what these dominant terms represent. It is known [12] that the number
of cyclically reduced words of length k in a free group of rank m is exactly (2m − 1)k + 1 when
k is odd, and (2m − 1)k + 2m − 1 when k is even. So if G were a Cayley graph of a group Γ
and a symmetric generating set S (without involutive elements) of size d, then consider the
walks on G corresponding to a choice of root and a cyclically reduced word over S of length k.

The total number of such walks is n (d − 1)k + 1 if k is odd, and n (d − 1)k + 1 + (d − 2)
if k is odd. If G is non-bipartite, we would expect a 1/n fraction of these walks to return
to the root (that is, become non-backtracking cycles). If G is bipartite, then for even k, we
would expect a 2/n fraction of these walks to be non-backtracking cycles (as there are now
only n/2 candidates for the end vertex). These quantities are precisely the ones that appear
as the dominant terms in the expressions for Nk .
So the Ramanujan property (or the graph Riemann hypothesis) implies that the number Nk
of non-backtracking cycles is close to the expected value, with optimally tight error term.

2
2.1

Preliminaries
Non-backtracking cycles and the Ihara Zeta Function

For an integer d ≥ 2, let G = (V, E) be a finite d-regular undirected graph with adjacency
matrix A. A walk on the graph G is a sequence v0 v1 . . . vk where v0 , v1 , . . . , vk are (not
necessarily distinct) vertices in V , and for every 0 ≤ i ≤ k − 1, (vi , vi+1 ) ∈ E. The vertex v0
is referred to as the root (or origin) of the above walk, vk is the terminus of the walk, and
the walk is said to have length k.
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It is often useful to equivalently define a walk as a sequence of directed or oriented edges.
Associate each edge e = (v, w) ∈ E with two directed edges (or rays) denoted
~e = (v → w) and ~e−1 = (w → v)
Note that the origin org(~e) is the vertex v and its terminus ter(~e) is the vertex w. Similarly,
~ denote the
the origin org(~e−1 ) is the vertex w and its terminus ter(~e) is the vertex v. Let E
set of m = nd directed edges of G. So a walk of length k can equivalently be described as a
~ such that for every
sequence ~e1~e2 . . . ~ek of k (not necessarily distinct) oriented edges in E
1 ≤ i ≤ k − 1, ter(~ei ) = org(~ei+1 ). This is a walk that starts at org(~e1 ) and ends at ter(~ek ).
It is easy to show that for any k ∈ N, the number of walks of length k between vertices
u, v ∈ V is exactly (Ak )u,v . In particular, the total number of closed walks of length k in G
is exactly T r(Ak ).
I Definition 5. A non-backtracking walk of length k from v0 ∈ V to vk ∈ V is a walk
v0 v1 . . . vk such that for every 1 ≤ i ≤ k − 1, vi−1 6= vi+1 . Equivalently, a non-backtracking
walk of length k from v ∈ V to w ∈ V is a walk ~e1~e2 . . . ~ek such that org(~e1 ) = v, ter(~ek ) = w
and for every 1 ≤ i ≤ k − 1, ~ek+1 6= ~e−1
k .
I Definition 6. A non-backtracking cycle of length k with root v is a non-backtracking closed
walk v, v1 , v2 , . . . , vk−1 , v with the additional boundary constraint that v1 6= vk−1 .
Non-backtracking random walks (NBRW) on graphs have been studied in the context of
mixing time [1], cut-offs [10], and exhibit more useful statistical properties than simple
random walks (SRW).
Let C denote the set of all non-backtracking cycles in G, and for C ∈ C, let |C| denote the
length of the cycle C. There are two elementary constructions we can carry out to generate
more elements of C from a given cycle C:
Powering: Given a non-backtracking cycle C ∈ C of length k of the form C = ~e1~e2 . . . ~ek
and m ≥ 1, define the power
C m = ~e1 . . . ~ek .~e1 . . . ~ek . . . ~e1 . . . ~ek
|
{z
}
m times

which is the concatenation of the string of edges corresponding to the walk C with itself
m times. Note that C m is also a non-backtracking cycle in G of length mk. Essentially,
C m represents the walk obtained by repeating or winding the walk C m times. Also note
that C and C m are both rooted at the same vertex. A cycle P ∈ C shall be called a prime
cycle if there exists no element C ∈ C and m ≥ 2 such that P = C m . Essentially, a prime
cycle in C is one that is not a repeated winding of a simpler cycle in C. Note that every
element of C is either a prime or a prime power.
Cycle Equivalence: Given a non-backtracking cycle C ∈ C of length k of the form
C = ~e1~e2 . . . ~ek , we can form another walk C (2) = ~e2~e3 . . . ~ek~e1 which is also a nonbacktracking cycle in G of length k, but now rooted at the origin of the directed edge ~e2
(or the terminus of ~e1 ). More generally, for 1 ≤ j ≤ k, define
C (j) = ~ej ~ej+1 . . . ~ek~e1~e2 . . . ~ej−1
which is a cyclic permutation of the walk C obtained by choosing a different root. So given
a cycle C ∈ C of length k, we get k − 1 additional cycles in C of length k for free this way.
In fact, this defines an equivalence class ∼ on C, and the set [C] = {C (1) , C (2) , . . . , C (k) }
is called the equivalence class of C. An element [C] ∈ C/ ∼ represents a non-backtracking
cycle modulo a choice of root.
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We can now formally define the zeta function of the graph G. For simplicity, let us
assume that G is connected and does not have any leaves (or vertices of degree 1).
I Definition 7. Let P denote the set of equivalence classes of prime non-backtracking cycles
in G. The Euler product
Y
[P ]∈P

1
1 − t|P |

is called the Ihara zeta function of the graph G, denoted ζG (t).
Let Nk denote the number of non-backtracking cycles in G of length k. Then observe that
!
∞
∞
X 1
X
X
X
tm|P |
tk
=−
log (1 − t|P | )
Nk =
k
|P | m=1 m
prime P

k=1

[P ]∈P

Thus,
ζG (t) =

Y
[P ]∈P

∞
X
tk
1
=
exp
N
k
k
1 − t|P |
k=1

!

Just like the number of cycles in G of length k is T r(Ak ), we can describe the number Nk
of non-backtracking cycles in G of length k as the trace of the matrix H k where H is the
Hashimoto non-backtracking walk matrix of G defined as follows: H ∈ Cdn×dn with
(
1 if ~ej 6= ~e−1
and ter(~ei ) = org(~ej )
i
Hi,j =
0 otherwise
In other words, the entry Hi,j is an indicator for whether the oriented edge ~ei feeds into the
oriented edge ~ej allowing us to form a non-backtracking walk ~ei~ej of length 2. Note that
unlike A, the Hashimoto matrix H is not a symmetric matrix, and hence it need not have all
real eigenvalues and an associated orthonormal eigenbasis. The interested reader is referred
to [10] where the authors work out the precise eigendecomposition of the Hashimoto matrix
H.
It is clear that for every k ∈ N ,
Nk = T r(H k )
and so
ζG (t) = exp

∞
X
k=1

tk
T r(H )
k
k

!
= exp (−T r (log (I − tH)))

By Jacobi’s formula relating the trace of the logarithm of a matrix to the logarithm of its
determinant, we get
ζG (t) =

1
det(I − Ht)

In particular, this establishes the rationality of the Ihara zeta function of a regular graph,
and further implies that the reciprocal ζG (t)−1 is a polynomial in t over Z of degree at
most m = nd. However, it is not immediate what the spectrum of H is. Thus, in a sense,
Bass’s determinant formula for regular graphs can be interpreted as a way to determine the
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spectrum of the Hashimoto matrix H in terms of the spectrum of the adjacency matrix A.
Now that we have defined the Hashimoto non-backtracking walk matrix H, we shall briefly
sketch a previous proof of Bass’s determinant formula (from [8]) involving expressing both
the matrix H and the adjacency matrix A in terms of two directed edge incidence matrices
S and T and a backtracking matrix B defined as follows: For a directed edge (u → v) and a
vertex w ∈ V , define
(
(
1 if u = w
1 if v = w
Sw,(u→v) =
T(u→v),w =
0 otherwise
0 otherwise
Note that S is an n × dn edge incidence matrix that indicates the origin or starting vertex of
the directed edge, while T is a dn × n edge incidence matrix that indicates the terminating
vertex of the directed edge. It can be checked that
A = ST
H = TS − B
SBT = dI
where B is a dn × dn backtracking indicator matrix defined as
(
1 if v = w and u = z
B(u→v),(w→z) =
0 otherwise
Now that A and H are related through S, T and B, standard matrix manipulation would
suffice to show that

dn
det(I − Ht) = (1 − t2 ) 2 −n det I − At + (d − 1)t2
In fact, this proof works even when the graph G is not regular. However, the linear-algebraic
calculations, though simple, tend to mask the underlying combinatorial structure.

2.2

Non-backtracking Walks and Chebyshev Polynomials

Just like (Ak )v,w counts the total number of walks on G from v to w (with backtrackings) of
length k, we can construct a family
A0 , A1 , A2 , A3 , . . .
of n × n matrices over C such that the value (Ak )v,w is the number of non-backtracking
walks on G from v to w of length k. This family {Ak }k∈N can be inductively defined using
powers of A as follows:
A0 = I and A1 = A
A2 = A2 − dI
For k ≥ 3,
Ak = Ak−1 A − (d − 1)Ak−2
The recurrence relation above can be used to easily show that the ordinary (matrix) generating
function for the above sequence, with some mild abuse of notation, is
∞
X
k=0

tk Ak =

1 − t2
I − At + (d − 1)t2
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The generating function above is closely related to the generating function of a well-studied
family of orthogonal polynomials. Consider the family of Chebyshev polynomials {Uk }k≥0 of
the second kind, which are univariate complex polynomials defined by the recurrence
U0 (x) = 1 and U1 (x) = 2x
and for k ≥ 2,
Uk (x) = 2xUk−1 (x) − Uk−2 (x)
and with generating function
∞
X

Uk (x)tk =

k=0

1
1 − 2xt + t2

It can be shown [3] that for every k ≥ 2,


X
A
k/2
√
Ak−2j = (d − 1) Uk
2 d−1
0≤j≤k/2
and so by taking trace on both sides we get
X

T r(Ak−2j ) = (d − 1)

k/2

n−1
X

0≤j≤k/2


Uk

j=0

µ
√ j
2 d−1



where
d = µ0 ≥ µ1 ≥ · · · ≥ µn−1 ≥ −d
are the n eigenvalues of the adjacency matrix A. Thus we have an expression for the
trace of Ak as a polynomial in the eigenvalues of A. This approach is used in the seminal
work of Lubotzky, Phillips and Sarnak in their construction of Ramanujan graphs [11],
and for a more detailed exposition of Chebyshev polynomials and non-backtracking walks
on regular graphs, the reader is referred to the monograph by Davidoff, Sarnak and Valette [3].
While (Ak )v,w counts the number of walks on G from vertex v to vertex w without
backtracking, observe that the diagonal element (Ak )v,v does not count the number of
non-backtracking cycles of length k rooted at v. This is because (Ak )v,v also counts walks of
the form ~e1~e2 . . . ~ek where ~ei+1 6= ~e−1
for any 1 ≤ i ≤ k − 1 but ~ek = ~e−1
e1~e2 . . . ~ek
1 . That is, ~
i
is non-backtracking as a walk from v to v, but when considered as a closed walk, the two
end edges form a backtracking and is hence not a non-backtracking cycle! Such an instance
of a backtracking that gets overlooked in T r(Ak ) shall be referred to as a tail.
So T r(Ak ) counts the number of closed walks of length k that could have at most 1 tail (and
hence does not count the non-backtracking cycles of length k). Denote T r(Ak ) by Mk . In
the following section, we shall establish a simple but useful combinatorial lemma relating
Mk with Nk .

3

The Combinatorial Lemma

Firstly it is clear that N1 = N2 = 0. For k ≥ 3, we can count the number Mk of tailed
non-backtracking, closed walks of length k based on the length of the tail as illustrated below:
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A tailless, non-backtracking closed walk of length k, and there are Nk of them.
A tailless, non-backtracking closed walks of length k − 2 and a tail of length 1. Since the
root is fixed and there are d − 2 choices for the tail (and consequently, the new root), the
number of non-backtracking closed walks of length k with a tail of length 1 is (d − 2)Nk−2 .
A tailless, non-backtracking closed walks of length k − 4 and a tail of length 2. In this
case the first vertex of the tail can be chosen in d − 2 ways, and the next vertex (the new
root) can be chosen in d − 1 ways. So the number of non-backtracking closed walks of
length k with a tail of length 2 is (d − 1)(d − 2)Nk−4 .

More generally, for 2 ≤ r ≤ bk/2c, the number of non-backtracking closed walks of length k
with a tail of length r is (d − 1)r−1 (d − 2)Nk−2r .

Thus for every k ≥ 3,
Mk =Nk + (d − 2)Nk−2 + (d − 2)(d − 1)Nk−4 + (d − 2)(d − 1)2 Nk−6
+ · · · + (d − 2)(d − 1)b

k−1
2 c−1

Nk−2b k−1 c
2

While this expression looks cumbersome, observe that


k−1
Mk − Nk = (d − 2) Nk−2 + (d − 1)Nk−4 + · · · + (d − 1)b 2 c−1 Nk−2b k−1 c
2

and a straightforward summation shows that
b k−1
2 c

X
j=1

Mk−2j = Nk−2 + (d − 1)Nk−4 + · · · + (d − 1)b

k−1
2 c−1

Nk−2b k−1 c
2
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I Lemma 8. For every k ≥ 3,
(
Mk − (d − 2)(Mk−2 + Mk−4 + · · · + M1 )
Nk =
Mk − (d − 2)(Mk−2 + Mk−4 + · · · + M2 )

4

if k is odd
if k is even

The Bass Determinant Formula

From the combinatorial lemma established in the previous section and the linearity of trace,
we get
(
T r (Ak − (d − 2)(Ak−2 + Ak−4 + · · · + A1 )) if k is odd
Nk =
T r (Ak − (d − 2)(Ak−2 + Ak−4 + · · · + A2 )) if k is even
Recall that
X

Ak−2j = (d − 1)

k/2


Uk

0≤j≤k/2

A
√
2 d−1



So for odd k
Ak − (d − 2)(Ak−2 + Ak−4 + · · · + A1 )
= (Ak + Ak−2 + · · · + A1 ) − (d − 1)(Ak−2 + Ak−4 + · · · + A1 )




A
A
√
√
− (d − 1)k/2 Uk−2
= (d − 1)k/2 Uk
2 d−1
2 d−1
Similarly for even k,
Ak − (d − 2)(Ak−2 + Ak−4 + · · · + A2 )
= (Ak + Ak−2 + · · · + A2 ) − (d − 1)(Ak−2 + Ak−4 + · · · + A2 )




A
A
√
√
= (d − 1)k/2 Uk
− (d − 1)k/2 Uk−2
+ (d − 2)I
2 d−1
2 d−1
As it so happens, the polynomial
Uk (x) − Uk−2 (x) = 2Tk (x)
where Tk (x) is called the Chebyshev polynomial of the first kind of order k. The Chebyshev
polynomials of the first kind are defined in a way very similar to the Chebyshev polynomials
of the second kind:
T0 (x) = 1
T1 (x) = x
and for k ≥ 2,
Tk (x) = 2xTk−1 (x) − Tk−2 (x)
It is easy to show that Tk (x) has a generating function
∞
X
k=0

Tk (x)tk =

1 − xt
1 − 2xt + t2
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It is convenient to express Nk in terms of Chebyshev polynomials of the first kind as follows:
 


T r 2(d − 1)k/2 Tk √A
if k is odd

 2 d−1 

Nk =
T r 2(d − 1)k/2 Tk √A
+ (d − 2)I
if k is even
2 d−1
This simplifies to
n−1


P
µj


2(d − 1)k/2 Tk 2√d−1

Nk = j=0


n−1
P

µj

n(d − 2) +
2(d − 1)k/2 Tk 2√d−1

if k is odd
if k is even

j=0

The generating function for Nk is given by
∞
X

Nk tk = n(d − 2)(t2 + t4 + t6 + . . . ) +

k=1

∞
X



n−1
X

tk 

j=0

k=1
2

4

6

= n(d − 2)(t + t + t + . . . ) +

n−1
X
j=0

2

= n(d − 2)

2(d − 1)k/2 Tk







µ

√ j
2 d−1


2 − µj t
−2
1 − µj t + (d − 1)t2

n−1
X

t
µj t − 2(d − 1)t2
+
1 − t2 j=0 1 − µj t + (d − 1)t2

Thus,
n−1

N1 + N2 t + N3 t2 + · · · = n(d − 2)

X µj − 2(d − 1)t
t
+
2
1−t
1 − µj t + (d − 1)t2
j=0

While this expression does not seem very elegant stated this way, observe that the derivative
of 1 − t2 is −2t, and the derivative of 1 − µj t + (d − 1)t2 is −µj + 2(d − 1)t. Rewriting the
above expression to highlight this observation,
n−1

N1 + N2 t + N3 t2 + · · · = −

X −µj + 2(d − 1)t
n(d − 2) −2t
−
2
1 − t2 j=0 1 − µj t + (d − 1)t2

This suggests that we could integrate both sides to obtain
N1 t + N2

n−1
X
t2
t3
n(d − 2)
log (1 − µj t + (d − 1)t2 )
+ N3 + . . . = −
log (1 − t2 ) −
2
3
2
j=0




n−1
Y
nd
=−
− n log (1 − t2 ) − log 
1 − µj t + (d − 1)t2 
2
j=0

2
= −(|E| − |V |) log (1 − t ) − log det(I − At + (d − 1)t2 )

Now since we know that the Ihara zeta function ζG (t) has the expression


t2
t3
ζG = exp N1 t + N2 + N3 + . . .
2
3
we now have the familiar determinant formula for the zeta function in terms of the adjacency
matrix:
I Theorem 9 (Bass’s determinant formula). Let d ≥ 3 and G = (V, E) be a d-regular connected
graph with adjacency matrix A. Then
ζG (t) =

(1 − t2 )|V |−|E|
det(I − At + (d − 1)t2 )
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Abstract
We present novel algorithms solving the satisfiability problem and the model checking problem
for Visibly Linear Dynamic Logic (VLDL) in asymptotically optimal time via a reduction to
the emptiness problem for tree automata with Büchi acceptance. Since VLDL allows for the
specification of important properties of recursive systems, this reduction enables the efficient
analysis of such systems.
Furthermore, as the problem of tree automata emptiness is well-studied, this reduction enables
leveraging the mature algorithms and tools for that problem in order to solve the satisfiability
problem and the model checking problem for VLDL.
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1

Introduction

Visibly Linear Dynamic Logic (VLDL) [24] is an expressive formalism for specifying properties
of recursive systems that allows for an intuitive and modular specification of an important
subclass of context-free properties. Although there exist tight bounds on the asymptotic
complexity of the satisfiability and the model checking problem for VLDL properties [24],
the upper bounds for both problems are witnessed by algorithms that rely on an intricate
reduction of the problems to the emptiness problem for visibly pushdown automata [2], for
which tool support is lacking.
We present novel reductions of the problems of VLDL satisfiability and VLDL model
checking to the emptiness problem for tree automata [20], yielding asymptotically optimal
algorithms for both problems. Moreover, as the emptiness problem for tree automata reduces
to the problem of solving two-player games with perfect information [15], which is of great
importance in the fields of program verification and program synthesis and enjoys mature
tool support, the algorithms yielded by our reductions allow us to leverage this tool support
for solving the problems of VLDL satisfiability and VLDL model checking.
VLDL is an extension of Linear Temporal Logic (LTL) [16], the de-facto standard for
the specification of properties of non-recursive systems. Although popular, it is lacking in
expressivity, as it cannot even express all ω-regular properties. The logic VLDL addresses
this shortcoming by guarding the temporal operators of LTL with visibly pushdown automata
(VPAs) [2]. A VPA is a pushdown automaton that operates over a fixed partition of the
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input alphabet into calls, returns, and local actions, and has to push (pop) a symbol onto
(off) its stack whenever it reads a call (return). Upon processing local actions, the automaton
must not touch the stack. Due to this extension, VLDL characterizes exactly the visibly
pushdown languages over infinite words [24].
A VLDL formula can be compiled into an equivalent VPA over infinite words of exponential
size [24]: First, the VLDL formula is translated into a one-way alternating jumping automaton
(1-AJA) [5], an automaton without stack that is able to jump from a call to its matching
return. This automaton is then transformed into a VPA of exponential size [5]. Since each
visibly pushdown automaton is a classical pushdown automaton, the emptiness problem for
VPAs is decidable in polynomial time [2]. The translation from 1-AJAs to VPAs, however,
is quite involved, as it handles a far more complex model than is needed for the translation
of VLDL formulas into 1-AJAs, thus hampering efforts towards an implementation of the
translation from VLDL to VPAs. This effort is further encumbered by the scant availability
of emptiness checkers and of model checkers for pushdown systems.
In this work, we introduce novel algorithms solving both the emptiness problem and
the model checking problem for VLDL formulas in asymptotically optimal time using a
translation of VLDL formulas to nondeterministic tree automata with Büchi acceptance. The
technical core of this translation is formed by an encoding of words over visibly pushdown
alphabets into trees that is adapted from the encoding of such words given by Alur and
Madhusudan [2], as well as by a translation of the 1-AJAs constructed from VLDL formulas
into tree automata using an adaptation of the breakpoint-construction by Miyano and
Hayashi [14] in order to remove alternation and obtain a nondeterministic automaton. We
then check satisfiability of a VLDL formula by checking the resulting tree automaton for
emptiness. For model checking a visibly pushdown system against a VLDL specification, we
translate the negation of the specification as well as the visibly pushdown system into tree
automata, which we subsequently intersect and check for emptiness.
Thus, we reduce both the satisfiability and the model checking problem for VLDL to
the emptiness problem for nondeterministic tree automata with Büchi acceptance. Hence,
we reduce the complex formalism of VLDL to the simple model of nondeterministic tree
automata. Moreover, since the problem of tree automata emptiness reduces to that of solving
Büchi games, which is efficiently solvable [7, 17] and enjoys mature tool support [9, 10],
our novel reductions enable efficient implementations of satisfiability checkers and of model
checkers for VLDL.
Related Work. There exist a number of logics other than VLDL that characterize the class
of visibly pushdown languages over infinite words, most prominently Visibly Linear Temporal
Logic (VLTL) [6], a fixed-point logic [5], and monadic second order logic augmented with
a binary matching predicate (MSOµ ) [2]. We focus here on the logic VLDL, as it most
naturally extends the concepts used by LTL [16], the de-facto standard for the specification
of non-recursive properties.
Moreover, there exist tools for model checking recursive systems, e.g., Bebop [3, 4] and
Moped [18, 19]. These tools are, however, no longer under active development, and have, to
the best of our knowledge, not found widespread adoption. In combination with the intricate
translation of 1-AJAs into VPAs, this motivates the development of the novel translation of
VLDL formulas into tree automata presented in this work.
A number of problems have been reduced to the emptiness problem for tree automata, as
such automata are a natural model for capturing the branching-time behavior of systems [15].
Moreover, the theory of tree automata is well-studied, with the most famous result being
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equivalence of tree automata and monadic second order logic of two successors [21, 25].
Finally, the emptiness problem for tree automata with Büchi acceptance reduces to the
problem of solving two-player Büchi games with perfect information [8]. Such games can be
solved efficiently [17] and, since Büchi games are a special case of parity games, there exist
mature solvers for them [9, 10].
Our Contributions. Firstly, in Section 3 we adapt the tree-encoding of words over visibly
pushdown alphabets introduced by Alur and Madhusudan [2] to our setting and show that
the resulting trees are recognizable by a tree automaton with Büchi acceptance condition in
Theorem 1.
Secondly, in Section 4, we show how to construct tree automata recognizing the encodings
of all words satisfying a given VLDL formula in Theorem 2. Moreover, we show that the
resulting automaton is of exponential size1 measured in the size of the original formula and
that this translation yields an asymptotically optimal algorithm for satisfiability checking of
VLDL formulas.
Finally, in Section 5 we provide a translation of visibly pushdown systems into tree
automata recognizing the encodings of all traces of the system. When combining this with
the results from Section 4, we obtain an asymptotically optimal algorithm for model checking
visibly pushdown systems against VLDL specifications. This result is given in Theorem 6.

2

Preliminaries

In this section we introduce the basic notions used in the remainder of this work, namely
(nondeterministic) visibly pushdown automata and related concepts [2].

2.1

Visibly Pushdown Languages

e = (Σc , Σr , Σl ) is a partition of an alphabet Σ into calls Σc , returns
A pushdown alphabet Σ
Σr , and local actions Σl . We write w and α for finite and infinite words, respectively, and
inductively define the stack height sh(w) reached by any automaton after reading w as
sh(ε) = 0, sh(wc) = sh(w) + 1 for c ∈ Σc , sh(wr) = max{0, sh(w) − 1} for r ∈ Σr , and
sh(wl) = sh(w) for l ∈ Σl . Let α = α0 α1 α2 · · · be a finite or infinite word. We say that a call
αi ∈ Σc at some position i of α is matched if there exists a position j > i such that αj ∈ Σr
and sh(α0 · · · αi−1 ) = sh(α0 · · · αj ) and call the return at the smallest such position j the
matching return of c. If no such j exists, we call c an unmatched call. If αi is a matched
call with αj as its matching return, we call the infix αi+1 · · · αj−1 of α the nested infix of
position i. A word is well-matched if it does not contain a return that is not a matching
return. Well-matched words may, however, contain unmatched calls.
e Γ, ∆, qI ) consists of a finite set Q of states,
A visibly pushdown system (VPS) S = (Q, Σ,
e = (Σc , Σr , Σl ), a stack alphabet Γ, which contains a stack-bottom
a pushdown alphabet Σ
marker ⊥, a transition relation ∆ ⊆ (Q×Σc ×Q×(Γ\{⊥}))∪(Q×Σr ×Γ×Q)∪(Q×Σl ×Q),
and an initial state qI ∈ Q. A configuration (q, γ) of S is a pair of a state q ∈ Q and a stack
content γ ∈ Γc = (Γ\{⊥})∗ ·⊥. The VPS S induces the configuration graph GS = (Q×Γc , E)
with E ⊆ ((Q × Γc ) × Σ × (Q × Γc )) and ((q, γ), a, (q 0 , γ 0 )) ∈ E if and only if either (i)
a ∈ Σc , (q, a, q 0 , A) ∈ ∆, and Aγ = γ 0 , (ii) a ∈ Σr , (q, a, ⊥, q 0 ) ∈ ∆, and γ = γ 0 = ⊥, (iii)

1

Throughout this work, we say that f (x) is exponential in x if there exist a constant c and a polynomial p
such that f (x) = cp(x) .
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a ∈ Σr , (q, a, A, q 0 ) ∈ ∆, A 6= ⊥, and γ = Aγ 0 , or (iv) a ∈ Σl , (q, a, q 0 ) ∈ ∆, and γ = γ 0 . A
run π = (q0 , γ0 ) · · · (qn , γn ) of S on w = w0 · · · wn−1 ∈ Σ∗ is a sequence of configurations
where q0 = qI , γ0 = ⊥, and where ((qi , γi ), wi , (qi+1 , γi+1 )) ∈ E in GS for all i ∈ [0; n − 1].
Infinite runs of S on infinite words are defined analogously. We define traces(S) as the set of
all infinite words α for which there exists a run of S on α.

2.2

Visibly Linear Dynamic Logic

e = (Σc , Σr , Σl ) be a partition of Σ = 2P .
Let P be a finite set of atomic propositions and let Σ
The syntax of Visibly Linear Dynamic Logic (VLDL) [24] is defined by the grammar
ϕ = p | ¬ϕ | ϕ ∧ ϕ | ϕ ∨ ϕ | hAiϕ | [A]ϕ ,
where p ∈ P and A ranges over testing visibly pushdown automata (TVPA) over the fixed
e A TVPA A = (Q, Σ,
e Γ, ∆, qI , QF , t) consists of a VPS S = (Q, Σ,
e Γ, ∆, qI ), a
alphabet Σ.
e
set of final states QF ⊆ Q, and a function t mapping states to VLDL formulas over Σ.
We define |A| = |Q| + |Γ| and |ϕ| as the sum of |cl(ϕ)| and the sum of the sizes of the
automata contained in ϕ, where cl(ϕ) is the set of all subformulas of ϕ, including those
contained as tests in automata and their subformulas. We require this subformula-relation
to be non-circular. A run of A on a finite word w is a run of the underlying VPS S on w.
Such a run is accepting if its final state is in QF .
Let ϕ be a VLDL formula, let α = α0 α1 α2 · · · ∈ Σω and let i ∈ N be a position in α. We
define the semantics of ϕ in the straightforward way for atomic propositions and for Boolean
connectives. Furthermore, we define
(α, i) |= hAiϕ if there exists j ≥ i s.t. (i, j) ∈ RA (α) and (α, j) |= ϕ,
(α, i) |= [A]ϕ if for all j ≥ i, (i, j) ∈ RA (α) implies (α, j) |= ϕ,
with RA (α) = {(i, j) ∈ N × N | ∃ acc. run (q0 , σ0 ) · · · (qj−i , σj−i ) of A on αi · · · αj−1 and
∀k ∈ [0; j − i]. (α, i + k) |= t(qk )}. We write α |= ϕ as a shorthand for (α, 0) |= ϕ and say that
α is a model of ϕ in this case. The language of ϕ is defined as L(ϕ) = {α ∈ Σω | α |= ϕ}.
If L(ϕ) 6= ∅, we say that ϕ is satisfiable.

2.3

Tree Automata

Let B = {0, 1} and let Σ be an alphabet. A Σ-tree t is a mapping t : B∗ → Σ. We call a
finite word b ∈ B∗ a node and an infinite word β ∈ Bω a branch. Given a node b, we call the
nodes b0 and b1 the left- and right-hand children of b. Analogously, we call the trees rooted
at the left- and right-hand children of b the left- and right-hand subtrees of b, respectively.
Moreover, b is the parent of both b0 and b1. The node ε is the root of t. As each node b is
associated with the unique path from the root of the tree to b, we say that a node b0 is on
the path to b if b0 is a prefix of b. Similarly, we say that a branch β contains a node b if b is
a prefix of β. If t(b) = a, we say that b is labeled with a. Moreover, given a tree t and a
node b, we define the sub-tree t b of t rooted at b by t b (b0 ) = t(bb0 ).
A tree automaton (with Büchi acceptance) T = (Q, Σ, ∆, qI , QF ) consists of a finite set
of states Q, an alphabet Σ, a transition relation ∆ ⊆ Q × Σ × Q × Q, an initial state qI ∈ Q,
and a set of accepting states QF ⊆ Q. A run r of T on a Σ-tree t is a Q-tree with r(ε) = qI
and (r(b), t(b), r(b0), r(b1)) ∈ ∆ for all b ∈ B∗ . A branch of r is accepting if it contains
infinitely many nodes b with r(b) ∈ QF . A run is accepting if all of its branches are accepting,
while an automaton T accepts a tree t if there exists an accepting run of T on t. The
language L(T) of T is defined as the set of all trees accepted by T. A set of trees is regular
if there exists a tree automaton recognizing it. We define |T| = |Q|. Tree automata are
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c

if c ∈ Σc and r is
matching return of c

st(cwrα) =

c
st(cα) =

st(rα) st(w)

st(ε) st(α)

x

⊥
if x ∈ Σl ∪ Σr

st(xα) =

if c ∈ Σc and
c is unmatched

st(α) st(ε)

st(ε) =
st(ε) st(ε)

Figure 1 Definition of st : Σω ∪ Σ∗ → TΣ⊥ .

closed under intersection via an adaptation of the product-construction for the intersection
of automata on words. Hence, for tree automata T1 ,T2 there exists a tree automaton T
with |T| ∈ O(|T1 ||T2 |) such that L(T) = L(T1 ) ∩ L(T2 ).

3

Stack Trees

Alur and Madhusudan showed how to encode words over some visibly pushdown alphabet
as trees by “folding away” the nested infixes of calls into subtrees, thus moving a matched
call and its matching return next to each other in the resulting tree [2]. In this section, we
slightly adapt their encoding in order to simplify our construction of tree automata later on
in Section 4. In that section, we construct for each VLDL formula ϕ a tree automaton that
accepts precisely the encodings of words satisfying ϕ.
For the remainder of this work, we fix some finite set P of atomic propositions and a
e = (Σc , Σr , Σl ) as a partition of 2P . Let α ∈ Σω be an infinite word and
pushdown alphabet Σ
define Σ⊥ = Σ ∪ {⊥}, where ⊥ is some fresh symbol. Intuitively, every node in the resulting
Σ⊥ -tree either denotes one position of α, or it is labeled with the special symbol ⊥. Formally,
we define the function st mapping finite and infinite words over Σ to infinite Σ⊥ -trees in
Figure 1. At every matched call, we encode its matched infix and the suffix starting at
and including its matched return in the right- and left-hand subtrees, respectively. At an
unmatched call, we encode the infinite suffix of the word starting at the symbol succeeding
the call in the right-hand subtree. If the current letter is not a call, we encode the suffix
starting at the current letter’s successor in the left-hand subtree. All vertices not encoding a
symbol of α are labeled with ⊥.
A Σ⊥ -tree t is a stack tree if t = st(α) for some α ∈ Σω . We define the set of all stack
trees over Σ as st(Σω ) = {st(α) | α ∈ Σω }.
I Theorem 1. The set st(Σω ) is regular.
Proof. We first introduce some notation. Let t be a Σ⊥ -tree. We say that a node b is
a matched call if t(b) ∈ Σc and t(b0) ∈ Σr . Similarly, the node b0 is a matched return
if t(b) ∈ Σc . If all calls and returns in t are matched, we say that t is well-matched. In
contrast to the notion of well-matched words, we demand that a well-matched tree does not
contain unmatched calls. Furthermore, we call a branch β finite in t if it eventually only
contains ⊥-labeled vertices. Otherwise, we call β infinite in t. Moreover, we call a tree finite
if all of its branches are finite.
We claim that a Σ⊥ -tree t is a stack tree if and only if t(ε) 6= ⊥, if there exists a single
branch that is infinite in t, and if the following properties hold true for all b ∈ B∗ :
1. If t(b) = ⊥, then t(b0) = t(b1) = ⊥,
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l
c

⊥

r
c
⊥

l
⊥

⊥

⊥

l

Figure 2 Encoding of α = lclrcl · · · , where the second occurrence of c is unmatched. The cardinal
branch of st(α) is marked in green and doubly lined.

2. if t(b) ∈ Σc , then
a. if b is matched, then t b1 is finite and well-matched, and
b. if b is unmatched, then t(b0) = ⊥ and t b1 contains no unmatched returns, and
3. if t(b) ∈ Σl ∪ Σr , then t(b1) = ⊥.
Each of these properties can be checked by a tree automaton. As tree automata are
closed under intersection, we can construct a single tree automaton that checks all of the
above properties. In the full version, we show that the conditions above indeed characterize st(Σω ) [23].
J
From the proof of Theorem 1 we obtain that for each α ∈ Σω , there exists a unique
branch β = b0 b1 b2 · · · of st(α) such that st(α)(b0 · · · bi−1 ) 6= ⊥ for each i ∈ N. We call β
the cardinal branch of st(α) and we call the positions of the symbols encoded along β the
cardinal positions of α.
e=
We give an example of the tree-encoding of the word α = lclrcl · · · over the alphabet Σ
(Σc , Σr , Σl ) = ({c}, {r}, {l}) in Figure 2. The positions 0, 1, 3, 4 are cardinal positions of α.
Moreover, if we assume the second c in α to be unmatched, then the position 5 is a cardinal
position as well.
Recall that we defined sh(w) to be the stack height reached by any visibly pushdown
automaton after processing w ∈ Σ∗ . Löding et al. defined the steps of a word α = α0 α1 α2 · · ·
as those positions of α that reach a lower bound on the stack height reached during processing
the remainder of the word, i.e., steps(α) = {i | ∀j ≥ i. sh(α0 · · · αi ) ≤ sh(α0 · · · αj )} [13].
This allows for an alternative characterization of cardinal positions: A position i is a cardinal
position of α if and only if it is either a step, or if αi is the matching return of some call
occurring at a step.

4

Reducing VLDL Satisfiability to Tree Automata Emptiness

We now reduce the problem of VLDL satisfiability to the emptiness problem for tree automata.
The former problem is formulated as follows: “Given some VLDL formula ϕ, is ϕ satisfiable?”
We formalize the reduction of this problem to the emptiness problem for tree automata in
the following theorem:
I Theorem 2. For every VLDL formula ϕ there exists an effectively constructible tree
3
automaton T such that L(T) = st(L(ϕ)) with |T| ∈ O(24|ϕ| ).
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Due to this theorem, we obtain an algorithm that checks VLDL formulas for satisfiability
by first transforming a given formula ϕ into the tree automaton T recognizing st(L(ϕ)) and
subsequently checking L(T) for emptiness. Since tree automata can be checked for emptiness
in polynomial time [11, 17], the algorithm runs in exponential time in |ϕ|. As the problem of
deciding VLDL satisfiability is ExpTime-hard [24], this algorithm is asymptotically optimal.
We split the proof of Theorem 2 into two parts: First, we transform a given VLDL
formula into an equivalent one-way alternating jumping automaton (1-AJA) [5] of polynomial
size. A 1-AJA is an alternating finite-state automaton on words that is able to “jump” from
calls to their matching return, skipping the nested infix. We describe this construction in
the proof of Lemma 3. In a second step, we transform the obtained 1-AJA A into a tree
automaton of exponential size that recognizes the stack trees of words recognized by A. We
describe this construction in the proof of Lemma 5.
Let us first define the above mentioned 1-AJA [5] formally. First, let Dirs = {→, y},
where we use
to denote an arbitrary member of Dirs. Moreover, for a finite set Q and
∈
Dirs, let Comms(Q) = Dirs × Q × Q and let B + (Comms(Q)) be the set of positive Boolean
formulas over Comms(Q). Note that B + (Comms(Q)) does not include the shorthands true
e δ, qI , QF ) consists of a finite set of
nor false. A 1-AJA (with Büchi acceptance) A = (Q, Σ,
e
states Q, a visibly pushdown alphabet Σ, a transition function δ : Q × Σ → B + (Comms(Q)),
an initial state qI ∈ Q, and a set of accepting states QF ⊆ Q. We define |A| = |Q|.
Intuitively, when such an automaton A is in state q at position i of the word α =
α0 α1 α2 · · · , it guesses a set of commands C ⊆ Comms(Q) such that C |= δ(q, αi ). It then
spawns one copy of itself for each command ( , q→ , qy ) ∈ C and executes the command
with that copy. If
= y and if αi is a matched call, the copy jumps to the position of the
matching return of αi and transitions to state qy . Otherwise, i.e., if
= →, or if αi is not
a matched call, the automaton advances to position i + 1 and transitions to state q→ . All
copies of A proceed in parallel. The automaton A accepts a word if all of its copies it visit
accepting states infinitely often.
Formally, a run of A on an infinite word α = α0 α1 α2 · · · is an infinite directed acyclic
graph R = (V, E) with V ⊆ N × Q, where vI = (0, qI ) ∈ V and all v ∈ V are reachable
from vI . We call vI the initial vertex of R and say that a vertex (i, q) ∈ V is on level i of R.
We require that for each (i, q) ∈ V , there exists some C ⊆ Comms(Q) such that C |= δ(q, αi )
and such that ((i, q), (j, q 0 )) ∈ E if and only if (j, q 0 ) = app(i, c) for some c ∈ C. To this end,
the command-application function app is defined as app(i, ( , q→ , qy )) = (j, qy ) if
=y
and αi is a matched call with αj as its matching return, and app(i, ( , q→ , qy )) = (i + 1, q→ )
otherwise. We say that a vertex (i, q) is accepting if q is accepting. Furthermore, a run R is
accepting if each vertex in R has at least one successor and if all infinite paths through R
starting in vI contain infinitely many accepting vertices.
In contrast to the classical definition of runs of alternating automata (without jumping
capability), an edge in a run of a 1-AJA does not characterize an advance by a single symbol.
Instead, there exist “long” edges that characterize the automaton skipping a nested infix.
Thus, there may exist positions i such that a run of a 1-AJA on a word does not contain
any vertices of the form (i, q), since all copies of the automaton jump over position i. The
cardinal positions of a word α, however, serve as synchronization points of a run on α, as no
copy of the automaton is able to jump over such positions.
I Lemma 3. For every VLDL formula ϕ there exists an effectively constructible 1-AJA A
3
such that L(A) = L(ϕ) and such that |A| ∈ O(|ϕ| ).
Proof. In earlier work, we constructed a 1-AJA with parity acceptance condition from a
given VLDL formula ϕ by induction over the structure of ϕ [24]. This more complicated
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acceptance condition allowed for complementation without a state-space-blowup in the
construction of an automaton equivalent to ϕ = ¬ϕ0 . As we are now aiming for a 1-AJA
with a simpler acceptance condition, namely a Büchi condition, we adapt this previous
construction.
In order to prevent the costly complementation of 1-AJA (with Büchi acceptance), we
require ϕ to be in negation normal form (NNF), i.e., we assume that negations only occur
directly preceding atomic propositions. Should this not be the case, we can easily transform ϕ
into NNF by “pushing down” negations along the syntax tree, using De Morgan’s law and
the duality ¬hAiϕ ≡ [A]¬ϕ. Note that this latter duality does not require complementation
of the automaton A, hence it is applicable in constant time. We then construct Aϕ equivalent
to ϕ inductively over the structure of ϕ.
If ϕ = p, ϕ = ¬p, or ϕ = ϕ1 ◦ϕ2 for ◦ ∈ {∨, ∧}, we trivially obtain Aϕ , with |Ap | = |A¬p | ∈
O(1) and |Aϕ1 ◦ϕ2 | ∈ O(|Aϕ1 | + |Aϕ2 |) due to closure of 1-AJA under these operations [5]. If
ϕ = hAiϕ0 , we follow the same intuition as in the previous construction, i.e., we construct
the 1-AJA Aϕ such that a single copy of A jumps along the cardinal positions of the inputword and spawns copies at every matched call in order to verify that the jumps taken
correctly summarize finite runs of A on the nested infix. Additionally, Aϕ spawns copies
verifying that the tests annotating the states along the simulated run hold true. Finally, Aϕ
nondeterministically decides to transition into Aϕ0 . The complete construction for this case
can be found in the full version of our previous work [24]. Although we constructed 1-AJAs
with parity acceptance condition in that work, this previous construction can easily be
adapted to use Büchi acceptance by making none of the states simulating A accepting in Aϕ ,
thus forcing the simulated run to eventually transition into Aϕ0 .
If ϕ = [A]ϕ0 , we obtain an automaton equivalent to ϕ via a dual construction to the
previous case ϕ = hAiϕ0 . We provide the detailed construction for this case in the full version
of this work [23].
J
Having translated VLDL formulas into 1-AJAs, we now show how to transform a given
1-AJA A into a tree automaton recognizing the stack trees of words from L(A). To this
end, consider a run R of a 1-AJA A on some word α ∈ Σω , as illustrated on the left-hand
side of Figure 3. As stated above, the cardinal positions of the processed word serve as
synchronization points in the run of A on α: If i is a cardinal position of α, then there exist
no positions j, j 0 ∈ N with j < i < j 0 such that R contains an edge from level j to level j 0 .
In other words, each infinite path starting in the initial vertex vI of R contains a vertex on
level i for each cardinal position i of α. Hence, we are able to decide whether or not R is
accepting by considering finite paths of R starting and ending in levels i and i0 , respectively,
where i and i0 are adjacent cardinal positions of α.
More formally, we demonstrate that the breakpoint construction of Miyano and
Hayashi [14] can be adapted to 1-AJAs. To this end, let R = (V, E) be a run of some 1-AJA
on some word. A breakpoint sequence over R is an infinite sequence of cardinal positions
0 = i0 < i1 < i2 · · · of α such that all finite paths in R starting on level ij and ending on
level ij+1 contain at least one accepting vertex. Each ij in a breakpoint sequence is called a
breakpoint.
I Lemma 4. Let R be a run of a 1-AJA. The run R is accepting if and only if there exists
a breakpoint sequence over R.
Proof. First assume that there exists a breakpoint sequence 0 = i0 , i1 , i2 , . . . over R.
Then R is clearly accepting, as each infinite path π of R starting in vI is of the form π =

A. Weinert

47:9

A→
(q4 , 2)

(q7 , 3)

A
(q3 , 2)

(q2 , 1)

l

(q6 , 3)

({q2 },
{q1 })

N

α=

(q1 , 1)
l

c

l

⊥

r

l
({q4 , q3 }, ∅,

(q5 , 3)
Ay

q⊥

c

({q6 },
{q5 , q7 })

(q0 , 0)

({q0 }, ∅)

{q7 }, {q6 })

r

Figure 3 Encoding of a run of a 1-AJA (left) into a run of a tree automaton (right). The states q1
and q7 are accepting and marked in green. The positions 0, 1, and 3 are cardinal positions of α. We
have A→ = {q5 }, Ay = {q7 }, A3 = {q5 , q7 }, and N→ = Ny = N = {q6 }. The set A is marked in
dark red, while the sets A→ and Ay are marked in light red. The set N is marked in blue.

v0 π0 v1 π1 v2 π2 · · · , where each vj πj vj+1 is a path from level ij to level ij+1 , hence vj πj vj+1
contains at least one accepting vertex. Thus, π is accepting.
For the other direction, assume that R is accepting. We show the existence of a breakpoint
sequence inductively and begin by defining i0 = 0. Now let i0 , . . . , ij be a finite prefix of
a breakpoint sequence and assume towards a contradiction that no cardinal position ij+1
exists such that i0 , . . . , ij , ij+1 is a prefix of a breakpoint sequence.
Consider the subgraph of R induced by removing those accepting vertices occurring on
levels greater than ij from R. Since for each cardinal position k, there exists a path from
some vertex on level ij to some vertex on level k that does not contain an accepting vertex,
this graph is infinite. Moreover, it is finitely branching, since it is a subgraph of the finitely
branching graph R. Due to König’s Lemma, the induced subgraph contains an infinite path.
Hence, there also exists an infinite path starting on level ij that does not contain
an accepting vertex, which contradicts R being accepting. Thus, there exists a cardinal
position ij+1 such that i0 , . . . , ij , ij+1 is a prefix of some breakpoint sequence. Hence, there
exists a breakpoint sequence over R.
J
Given some 1-AJA A, we now construct a tree automaton that verifies that the input tree
is indeed a stack tree and, if this is the case, simulates a run of A on the word represented
by the input tree by keeping track of the set of states at each level. Moreover, it verifies the
existence of a breakpoint sequence, visiting an accepting state on the cardinal branch of the
processed tree every time the corresponding symbol is at a cardinal position of the input
word that can continue the prefix of the breakpoint sequence constructed so far. In order to
do so, we adapt the breakpoint construction by Miyano and Hayashi [14].
The key insight of this construction is that, given some breakpoint i, the vertices of any
cardinal position j > i can be partitioned into two sets A and N . The set A contains those
states such that each finite path from some vertex on level i to some vertex on level j visits
at least one accepting state, while N contains the remaining vertices on level j. We illustrate
this partitioning on the left-hand side of Figure 3. If the set N is empty, then the position j
continues the breakpoint sequence constructed so far. We adapt this technique in order to
translate 1-AJA into tree automata by keeping track of the sets A and N along the cardinal
branch of the stack tree. Upon encountering a matched call at position i, the tree automaton
guesses the sets A and N reached at the next cardinal position j and verifies this guess when
processing the nested infix of position i.
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I Lemma 5. For every 1-AJA A there exists an effectively constructible tree automaton T
such that L(T) = st(L(A)) with |T| ∈ O(24|A| ).
Proof. We construct a tree automaton T0 such that L(T0 ) ∩ st(Σω ) = st(L(A)). Recall that,
due to Theorem 1, we obtain a tree automaton TΣ with L(TΣ ) = st(Σω ). By intersecting T0
with TΣ we subsequently obtain T with the properties stated above.
We have explained the behavior of the automaton T0 along the cardinal branch above.
It remains to take into account the effect of nested infixes on the states reached by A at
cardinal positions. To this end, we observe that each state reached at a cardinal position
is either reached by taking a jumping transition from the previous cardinal position, or by
taking a direct transition from the directly preceding position, i.e., from the last position of
the nested infix. Thus, when reading a matched call at position i, the automaton T guesses
sets A→ , N→ ⊆ Q that are reached eventually by copies of the automaton that process the
nested infix w of position i. It moreover guesses sets Ay , Ny ⊆ Q that are reached by copies
of the automaton that jump over the nested infix of position i. The automaton then assumes
that the states in A = A→ ∪ Ay and N = N→ ∪ Ny are indeed reached by processing w and
by skipping over w and verifies the former guess while processing st(w), i.e., the right-hand
subtree of the matched call. The latter guess is verified using the transition function of A.
We show an example of this encoding of a run of A as a run of T0 on the right-hand side of
Figure 3.
We use two kinds of states in order to implement this idea. States of the form (A, N ),
where A and N partition a nonempty subset of Q are used along the cardinal branch of the
processed stack tree, implementing the breakpoint construction. Furthermore, we use states
of the form ((A, N ), (AG , NG )), where (A, N ) as well as (AG , NG ) are partitions of nonempty
subsets of Q, in order to verify the guesses AG and NG about the effects of processing nested
infixes. Moreover, we use a sink-state q⊥ in order to process subtrees labeled exclusively
with ⊥.
The detailed construction of the tree automaton T recognizing stack trees of words in L(A)
can be found in the full version [23]. Correctness of T follows from Lemma 4 and the above
arguments. Moreover, we indeed obtain |T| ∈ O(24|A| ).
J
The proof of Theorem 2 follows from Lemma 3 and Lemma 5: Given a VLDL formula ϕ, we
first construct the 1-AJA A with L(A) = L(ϕ) as demonstrated in the proof of Lemma 3. The
3
automaton A is of size O(|ϕ| ). We then construct the tree automaton T with L(T) = st(L(A))
as shown in the proof of Lemma 5. The automaton T recognizes st(L(A)) = st(L(ϕ)) and is
3
of size O(24|A| ) = O(24|ϕ| ).

5

Reducing VLDL Model Checking to Tree Automata Emptiness

In the previous section we have reduced the problem of VLDL satisfiability checking to the
emptiness problem for tree automata. We now consider the problem of VLDL model checking,
which is formulated as follows: “Given a VPS S and a VLDL formula ϕ, does traces(S) ⊆ L(ϕ)
hold true?” We now reduce this problem to the emptiness problem for tree automata similarly
to the reduction of the satisfiability problem for VLDL to the same problem.
I Theorem 6. Let S be a VPS with state space Q and stack alphabet Γ and let ϕ be a
VLDL formula. There exists an effectively constructible tree automaton T such that L(T) =
3
2
st(traces(S) ∩ L(¬ϕ)) with |T| ∈ O(24|ϕ| |Q| |Γ|)).
Proof. Recall that we can effectively construct a tree automaton T¬ϕ such that L(T¬ϕ ) =
st(L(¬ϕ)) due to Theorem 2. We now construct a tree automaton TS recognizing st(traces(S)).
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By intersecting TS and T¬ϕ we subsequently obtain the tree automaton T recognizing
st(traces(S)) ∩ st(L(¬ϕ)). Since, due to injectivity of st, st(traces(S)) ∩ st(L(¬ϕ)) =
st(traces(S) ∩ L(¬ϕ)) holds true, we obtain the stated result.
It remains to construct TS . Similarly to the proof of Lemma 5, we first construct T0S
such that L(T0S ) ∩ st(Σω ) = st(traces(S)). By intersecting T0S with TΣ recognizing st(Σω ) as
constructed in the proof of Theorem 1 we then obtain the required TS . The idea behind
the construction of T0S is to simulate a run of S along the cardinal branch of the tree.
This is straightforward in the case of local actions and unmatched calls or returns. Upon
encountering a matched call, T0S guesses the state reached by S upon encountering the
matched return and verifies that guess on the stack tree of the nested infix.
e Γ, ∆, qI ). We define T0 = (Q0 , Σ, ∆0 , qI , Q0 ) with Q0 = Q ∪ (Q × Q) ∪
Let S = (Q, Σ,
S
F
(Q × Γ) ∪ (Q × Γ × Q) ∪ {q⊥ }, Q0F = Q0 , and ∆0 = ∆l ∪ ∆uc ∪ ∆ur ∪ ∆mc ∪ ∆mr ∪ ∆v ∪
∆s . The individual components of ∆0 are defined as follows: We process local actions
using transitions of the form ∆l = {(q, l, q 0 , q⊥ ), ((q, qG ), l, (q 0 , qG ), q⊥ ) | (q, l, q 0 ) ∈ ∆, qG ∈
Q}. Similarly, upon encountering unmatched calls or returns, we use transitions of the
form ∆uc = {(q, c, q⊥ , q 0 ) | (q, c, q 0 , A) ∈ ∆} and ∆ur = {(q, r, q 0 , q⊥ ) | (q, r, ⊥, q 0 ) ∈ ∆},
respectively. When encountering a matched call, we guess a state qG reached by the
automaton upon processing the matching return and verify that guess using transitions from
0
0
∆mc = {(q, c, (qG , A), (q 0 , qG )) | (q, c, q 0 , A) ∈ ∆, qG ∈ Q} ∪ {((q, qG ), c, (qG
, A, qG ), (q 0 , qG
)) |
0
0
(q, c, q , A) ∈ ∆, qG , qG ∈ Q}. Upon encountering a matched return, we are in some state
from (Q × Γ) ∪ (Q × Γ × Q), since a matched return only occurs directly following a
matched call. Hence, we use a transition from ∆mr = {((q, A), r, q 0 , q⊥ ) | (q, r, A, q 0 ) ∈
∆} ∪ {((q, A, qG ), r, (q 0 , qG ), q⊥ ) | (q, r, A, q 0 ) ∈ ∆} in order to process that matched return.
We verify that we have indeed guessed the correct state by using transitions from ∆v =
{((q, q), ⊥, q⊥ , q⊥ ) | q ∈ Q}. Finally, we define ∆s = {(q⊥ , ⊥, q⊥ , q⊥ )} to continue the run
of T0S upon encountering the sink state q⊥ .
Using the intuition given above, it can easily be verified that L(T0S )∩st(Σω ) = st(traces(S))
indeed holds true. Thus, we obtain the automaton TS,¬ϕ with the properties given in the
statement of this lemma as argued above.
J
Due to Theorem 6, we obtain a novel asymptotically optimal algorithm for VLDL model
checking: Given a VPS S and a VLDL formula ϕ, we construct T such that L(T) =
st(traces(S) ∩ L(¬ϕ)). Recall that traces(S) ⊆ L(ϕ) if and only if traces(S) ∩ L(¬ϕ) = ∅.
Since st(traces(S) ∩ L(¬ϕ)) is empty if and only if traces(S) ∩ L(¬ϕ) is empty, we obtain
that L(T) is empty if and only if traces(S) ⊆ L(ϕ).
The automaton T can be constructed in exponential time and is of exponential size
in |ϕ| and of polynomial size in both |Q| and |Γ|. Hence, we can check T for emptiness in
exponential time in |ϕ| and in polynomial time in both |Q| and |Γ|. Since the problem of
VLDL model checking is ExpTime-complete [24], this algorithm is asymptotically optimal.

6

Conclusion

In this work we have presented a correspondence between infinite words over a pushdown
alphabet and infinite binary trees. Moreover, we demonstrated a construction translating
VLDL formulas into tree automata that are language-equivalent with respect to the above
correspondence. This construction yields novel algorithms for satisfiability and model checking
of VLDL formulas that reduce the problem to the emptiness problem for tree automata. Thus,
this construction leverages the strong connection between visibly pushdown languages and
regular tree languages that was already exhibited by Alur and Madhusudan in their seminal
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work on the former family of languages [2]. Moreover, the construction demonstrates that the
well-known breakpoint construction by Miyano and Hayashi [14], which is routinely used to
remove alternation from stack-free automata, can easily be adapted to transform alternating
automata over visibly pushdown words into corresponding alternation-free automata over
trees representing such words.
In future work, we plan to empirically evaluate and compare the algorithms presented
in this work as well as those presented in earlier work [24], which reduce the satisfiability
and model checking problems for VLDL to the emptiness problem for visibly pushdown
automata. Recall that our novel algorithm reduces both problems to the emptiness problem
for tree automata, which in turn reduces to the problem of solving a two-player Büchi
game. The latter problem is well-studied due to its important applications, e.g., in program
verification [1, 22] and program synthesis [12]. Hence, there exist efficient algorithms [17]
for solving them as well as mature solvers [9, 10]. Thus, we expect our novel algorithm to
outperform the existing approach [24] to the above problems.
Moreover, in previous work we investigated the problem of solving two-player games
on a visibly pushdown arena in which the winning condition is given by a VLDL formula
and determined this problem to be 3ExpTime-complete [24]. We showed membership
of this problem in 3ExpTime by reducing it to the problem of solving visibly pushdown
games against a winning condition given by visibly pushdown automata. Currently, we are
investigating whether the approach presented in this work can be lifted to the setting of
games.
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