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Preface
The 21th International Conference on Database Theory (ICDT 2018) was held in Vienna,
Austria, on March 26-29, 2018. Originally biennial, the ICDT conference has been held
annually and jointly with the conference on Extending Database Technology (EDBT) since
2009. The proceedings of ICDT 2018 includes an overview of the keynote talks by Virginia
Vassilevska Williams (MIT EECS, MA, USA), by Ke Yi (Hong Kong University of Science
and Technology, Hong Kong, China), and by Thomas Zeume (TU Dortmund University,
Germany), as well as 17 research papers that were selected by the Program Committee.
Out of the 17 accepted papers, the Program Committee selected the paper “Evaluation
and Enumeration Problems for Regular Path Queries” by Wim Martens and Tina Trautner
(University of Bayreuth, Germany) for the ICDT 2018 Best Paper Award.
We wish to thank the many contributors to ICDT 2018: the authors of the submitted
papers, the external reviewers, the keynote speakers, the EDBT/ICDT 2018 local organization
officers, and the conference General Chair Reinhard Pichler. We wish to especially thank
the members of the ICDT 2018 Program Committee, who invested considerable time and
effort providing thorough paper reviews and conducting careful discussions. We also wish
to thank ICDT Council Chair Wim Martens and ICDT 2017 Program Committee Chair
Michael Benedikt for their guidance and support, as well as ICDT 2017 Proceedings Chair
Giorgio Orsi for useful advice on the publicity and production of the proceedings. Last, we
wish to acknowledge Michael Wagner and Marc Herbstritt from Dagstuhl Publishing for
their support with the publication of the proceedings in the LIPIcs (Leibniz International
Proceedings in Informatics) Series.
Benny Kimelfeld and Yael Amsterdamer
March 2018
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ICDT 2018 Test of Time Award
In 2013, the International Conference on Database Theory (ICDT) began awarding the
ICDT Test of Time (ToT) award, with the goal of recognizing one paper, or a small number
of papers, presented at ICDT at least a decade earlier, that have best met the “test of
time”. The ICDT ToT award for 2018 was presented during the EDBT/ICDT 2018 Joint
Conference, March 26–29, 2018 in Vienna, Austria. The ICDT 2018 ToT Award Committee
was charged with selecting the paper(s) from the ICDT 1999 and 2001 proceedings that have
had the most impact in terms of research, methodology, conceptual contribution, or transfer
to practice over the past decade. After careful consideration, the committee selected the
following papers as joint award winners for 2018:
Kevin S. Beyer, Jonathan Goldstein, Raghu Ramakrishnan, Uri Shaft:
When Is ”Nearest Neighbor” Meaningful?
This much cited, thought-provoking paper challenged the conventional wisdom in highdimensional similarity search by highlighting a surprising phenomenon: the distance to a
point’s nearest neighbor is almost the same as the distance to its farthest neighbor, in high
dimensions. This opened up new fundamental questions about the utility of indexes for
high-dimensional similarity search and pointed out a major weakness in the methodology of
empirical evaluations of prior works.
Peter Buneman, Sanjeev Khanna, Wang Chiew Tan:
Why and Where: A Characterization of Data Provenance
A seminal contribution to the foundations of data provenance, this article considered for
the first time the "where" and "why" flavors of provenance in a unified, application independent
framework, using a general-purpose semi-structured data model. "Why" provenance refers
to the portion of the database that justifies the presence of an item in the answer to a
query, while "where" provenance identifies actual locations in the database from which the
answer values were extracted. This influential and highly cited paper opened the way to an
important research area focusing on various semantic and computational aspects of data
provenance, still very active today.
Pablo Barcelo

Richard B. Hull

Victor Vianu

Univ. of Chile

IBM T.J. Watson Research Center

UC San Diego

The ICDT Test-of-Time Award Committee for 2018
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Fine-grained Algorithms and Complexity
Virginia Vassilevska Williams
MIT EECS, CSAIL, Cambridge, MA, USA
virgi@mit.edu

Abstract
A central goal of algorithmic research is to determine how fast computational problems can be
solved in the worst case. Theorems from complexity theory state that there are problems that,
on inputs of size n, can be solved in t(n) time but not in O(t(n)1−ε ) time for ε > 0. The main
challenge is to determine where in this hierarchy various natural and important problems lie.
Throughout the years, many ingenious algorithmic techniques have been developed and applied
to obtain blazingly fast algorithms for many problems. Nevertheless, for many other central
problems, the best known running times are essentially those of their classical algorithms from
the 1950s and 1960s.
Unconditional lower bounds seem very difficult to obtain, and so practically all known time
lower bounds are conditional. For years, the main tool for proving hardness of computational
problems have been NP-hardness reductions, basing hardness on P neq NP. However, when we
care about the exact running time (as opposed to merely polynomial vs non-polynomial), NPhardness is not applicable, especially if the problem is already solvable in polynomial time. In
recent years, a new theory has been developed, based on “fine-grained reductions” that focus on
exact running times. Mimicking NP-hardness, the approach is to (1) select a key problem X
that is conjectured to require essentially t(n) time for some t, and (2) reduce X in a fine-grained
way to many important problems. This approach has led to the discovery of many meaningful
relationships between problems, and even sometimes to equivalence classes.
The main key problems used to base hardness on have been: the 3SUM problem, the CNFSAT problem (based on the Strong Exponential Time Hypothesis (SETH)) and the All Pairs
Shortest Paths Problem. Research on SETH-based lower bounds has flourished in particular in
recent years showing that the classical algorithms are optimal for problems such as Approximate
Diameter, Edit Distance, Frechet Distance, Longest Common Subsequence etc.
In this talk I will give an overview of the current progress in this area of study, and will
highlight some exciting new developments and their relationship to database theory.
2012 ACM Subject Classification Theory of computation → Problems, reductions and completeness, Theory of computation → Design and analysis of algorithms
Keywords and phrases algorithms, complexity, fine-grained
Digital Object Identifier 10.4230/LIPIcs.ICDT.2018.1
Category Invited Talk
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Join Algorithms: From External Memory to the
BSP
Ke Yi
Hong Kong University of Science and Technology, Clear Water Bay, Hong Kong, China
yike@ust.hk

Abstract
Database systems have been traditionally disk-based, which had motivated the extensive study
on external memory (EM) algorithms. However, as RAMs continue to get larger and cheaper,
modern distributed data systems are increasingly adopting a main memory based, shared-nothing
architecture, exemplified by systems like Spark and Flink. These systems can be abstracted by
the BSP model (with variants like the MPC model and the MapReduce model), and there has
been a strong revived interest in designing BSP algorithms for handling large amounts of data.
With hard disks starting to fade away from the picture, EM algorithms may now seem less
relevant. However, we observe that many of the recently developed join algorithms under the
BSP model have a high degree of resemblance with their counterparts in the EM model. In this
talk, I will present some recent results on join algorithms in the EM and BSP model, examine
their relationships, and discuss a general theoretical framework for converting EM algorithms to
the BSP.
2012 ACM Subject Classification Theory of computation → Data structures and algorithms
for data management
Keywords and phrases External memory model, BSP, join algorithms
Digital Object Identifier 10.4230/LIPIcs.ICDT.2018.2
Category Invited Talk
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An Update on Dynamic Complexity Theory
Thomas Zeume
TU Dortmund University, Germany
thomas.zeume@cs.tu-dortmund.de

Abstract
In many modern data management scenarios, data is subject to frequent changes. In order to
avoid costly re-computing query answers from scratch after each small update, one can try to
use auxiliary relations that have been computed before. Of course, the auxiliary relations need
to be updated dynamically whenever the data changes.
Dynamic complexity theory studies which queries and auxiliary relations can be updated in a
highly parallel fashion, that is, by constant-depth circuits or, equivalently, by first-order formulas
or the relational algebra. After gently introducing dynamic complexity theory, I will discuss
recent results of the area with a focus on the dynamic complexity of the reachability query.
2012 ACM Subject Classification Theory of computation → Models of computation, Theory of
computation → Finite Model Theory
Keywords and phrases Dynamic descriptive complexity, SQL updates, Reachability
Digital Object Identifier 10.4230/LIPIcs.ICDT.2018.3
Category Invited Talk
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Rewriting Guarded Existential Rules into Small
Datalog Programs
Shqiponja Ahmetaj
TU Wien, Vienna, Austria

Magdalena Ortiz
TU Wien, Vienna, Austria

Mantas Šimkus
TU Wien, Vienna, Austria

Abstract
The goal of this paper is to understand the relative expressiveness of the query language in which
queries are specified by a set of guarded (disjunctive) tuple-generating dependencies (TGDs)
and an output (or ‘answer’) predicate. Our main result is to show that every such query can be
translated into a (disjunctive) Datalog program, which has polynomial size if the maximal number
of variables in the (disjunctive) TGDs is bounded by a constant. To overcome the challenge that
Datalog has no direct means to express the existential quantification present in TGDs, we define
a two-player game that characterizes the satisfaction of the dependencies, and design a Datalog
query that can decide the existence of a winning strategy for the game. For guarded disjunctive
TGDs, we can obtain Datalog rules with disjunction in the heads. However, the use of disjunction
is limited, and the resulting rules fall into a fragment that can be evaluated in deterministic single
exponential time. We proceed quite differently for the case when the TGDs are not disjunctive
and we show that we can obtain a plain Datalog query. Notably, unlike previous translations for
related fragments, our translation requires only polynomial time under the reasonable assumption
that the maximal number of variables in the (disjunctive) TGDs is bounded by a constant.
2012 ACM Subject Classification Theory of computation → Database query languages (principles), Theory of computation → Logic and databases, Theory of computation → Incomplete,
inconsistent, and uncertain databases
Keywords and phrases Existential rules, Expressiveness, Query Rewriting
Digital Object Identifier 10.4230/LIPIcs.ICDT.2018.4
Acknowledgements This work was supported by the Austrian Science Fund (FWF) projects
P30360, P30873, and W1255.

1

Introduction

This paper contributes to the understanding of the relative expressiveness and succinctness of
tuple-generating dependencies (TGDs) [6] and their extension with disjunction (DTGDs) [11]
as query languages for possibly incomplete data. TGDs and DTGDs are families of existential
rules that play a crucial role as constraint languages for databases, especially in areas like
data exchange and data integration. In recent years, they have also gained popularity in
knowledge representation, where they are used as languages for writing ontologies, which can
enrich possibly incomplete extensional data with intensional domain knowledge that can be
leveraged at query time to obtain more complete and accurate answers.
When (D)TGDs are viewed as a query language for incomplete data, a query takes the
form Q = (Σ, q), where Σ is a set of DTGDs and q is a predicate. Q can be seen as a close
© Shqiponja Ahmetaj, Magdalena Ortiz, and Mantas Šimkus;
licensed under Creative Commons License CC-BY
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Rewriting Guarded Existential Rules into Small Datalog Programs

relative of the ontology-mediated queries (OMQs) considered in the literature on Description
Logics (DLs) [25, 26, 1]. Given a database instance D, such a query asks to retrieve all tuples
of values that are present in the relation q, over all databases that contain D and satisfy
the dependencies in Σ. The corresponding query answering problem is only decidable if
suitable restrictions are imposed on Σ. Guardedness is one of the best known such restrictions.
Inspired by modal and first order logic [2], it yields a computationally robust family of TGDs
whose complexity is quite well understood [9].
The problem that we study is the rewritability into Datalog. That is, given such a query
Q = (Σ, q), we want to build from it a Datalog query (PQ , qQ ) that has the same certain
answers over every input database instance over the signature of Σ. From the theoretical
perspective, this problem is important: the existence of such a rewriting in the general case,
and its size, allow us to understand the relative expressiveness and succinctness of guarded
(D)TGDs as a query language. It also has practical relevance. Rewriting into standard query
languages is considered one the most promising approaches to achieve scalability of expressive
query languages, by reusing existing optimized database technologies. In the field of ontology
mediated querying, for instance, rewritings have been a major research line for most of the
last decade. Even ‘impracticable’ rewritings developed only for theoretical purposes can lay
the groundwork for practical rewriting techniques, and shed light on their limits.
Our central result is a novel translation of such queries into ‘small’ Datalog programs.
Our translation is non-trivial because guarded DTGDs allow for existential quantification in
rule heads, while disjunctive Datalog (Datalog∨ ) does not support it. To overcome this
challenge, the paper employs a game-theoretic characterization of answers to guarded DTGD
queries. In particular, we tie the inclusion of a tuple in a query answer to the existence
of a winning strategy in a two-player game. The Datalog∨ query that results from the
translation aims to compute the answer to the input query by actually checking the existence
of such winning strategies.
The translation takes polynomial time in the size of Q, if we assume that the guarded
DTGDs only use a bounded number of variables. In particular, since our dependencies are
guarded, this applies to theories where the arities of predicates are bounded by a constant,
and no arbitrary conjunctions of atoms occur in the consequent of the dependencies. We
stress that this case, although apparently restrictive, is very relevant, since in practice the
arities of predicates are often not high, especially in settings that are tailored to deal with
incomplete information (e.g., standard DLs use at most binary predicate symbols). If the
number of variables per rule are not bounded, the translation is exponential in the size of
Q, which is unavoidable under common assumptions in complexity theory (see Section 6).
From the translation and the combined complexity of Datalog∨ queries, we can easily infer
a coNExpTime upper bound for answering guarded DTGD queries under the assumption of
bounded number of variables. However, we can do better: by analyzing the shape of the
Datalog∨ queries resulting from our translation, we conclude that the program can be
evaluated in deterministic exponential time in its size, which yields a new worst-case optimal
algorithm for answering guarded DTGD queries with bounded number of variables.
Finally, we show that when the dependencies in the query are expressed using nondisjunctive guarded TGDs, we can provide a data-independent translation into plain Datalog
queries. Again, the translation takes only polynomial time, assuming bounded number of
variables. We note that translations into plain (resp., disjunctive) Datalog from guarded
TGDs (resp., guarded DTGDs) do exist in the literature (see Related Work), but their
techniques are quite different from ours, and more importantly, they are all exponential even
under bounded number of variables.
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Related Work. In the database community, there is a considerable amount of works on query
rewritings for variants of guarded TGDs. For instance, it is known that when q is a (union of)
conjunctive queries (rather than a predicate), (Σ, q) can be rewritten into a plain Datalog
program, for Σ a set of guarded TGDs or more general classes of dependencies [3, 18]. For
guarded disjunctive TGDs and q a union of conjunctive queries, a disjunctive Datalog
rewriting can be found in [7]. The rewritings in [3, 18, 7] take exponential time, even if the
number of variables in each TGD is bounded by a constant. In [16], the authors provide a
translation into non-recursive Datalog for guarded TGDs, which is polynomial if the size of
the schema of the input theory is bounded, which is a significantly stronger restriction that
bounding the arity only. Moreover, this rewriting adopts a so-called combined approach that
modifies the data incorporating inferences from the TGDs. The same authors proposed in
[17] a rewriting into non-recursive Datalog queries of polynomial size for linear existential
rules, without bounding the schema, or the arity. We remark that, for the case of bounded
arity, this result follows from [19, 14]. The polynomial rewritings into non-recursive Datalog
in [19, 17, 14] assume that the data contains some fixed number of constants. Our rewritings
also use a few constants, which are supported by the Datalog variants we employ as target
query languages.
In the context of DLs, rewritability into traditional query languages of queries enriched
with an ontology is considered one of the most central questions. For instance, the DLLite family of DLs is popular because they often support rewritability into first-order
(FO) queries [10]. In [23], the authors introduced the combined approach as a means to
obtain rewritings into FO queries for more expressive languages like EL. The authors of
[19] proposed a rewriting into non-recursive Datalog queries of polynomial size for the
prominent DL-LiteR . The succinctness problem of this and related FO rewritings has been
thoroughly investigated in [14]. For more expressive DLs and (unions of) conjunctive queries
(UCQs), which are often not FO-rewritable, there is a considerable amount of work on
rewritings into Datalog queries. The authors in [21] first showed that instance queries
in an expressive DL with disjunction can be rewritten into in a disjunctive Datalog a
program of exponential size. For variants of expressive DLs with disjunction and (U)CQs the
existence of exponential rewritings into disjunctive Datalog is known [7, 22]. The authors
of [27] propose a polynomial time Datalog translation of instance queries for an expressive
Horn-DL without disjunction. Some of the above rewritings lie at the core of implemented
systems, e.g., [28, 13, 29].
This paper is inspired by the technique in [1], where it was shown that instance queries
mediated by ontologies in the expressive Description Logic ALCHIO can be rewritten in
polynomial time into a Datalog∨ program. Guarded DTGDs can be seen as an ontology
language that is orthogonal to ALCHIO, which only supports unary and binary predicates
and has a rather restricted syntax, yet it features nominals (essentially, constants). The
guarded DTGDs considered here allow for predicates of arbitrary arities, but we disallow
constants. In general, the higher arities and the rather relaxed syntax of guarded DTGDs
makes the adaptation of the results in [1] highly non-trivial.

2

Preliminaries

General Technical Definitions. Let ∆c , ∆n and ∆v be infinite mutually disjoint sets of
constants, labeled nulls, and variables, respectively. Elements in ∆c ∪ ∆n ∪ ∆v are terms.
If no confusion arises, we may abuse notation and write a tuple of terms in the place of
the set of its elements. An atom α is an expression of the form R(t1 , . . . , tn ), where R is a
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predicate name with arity n, and t1 , . . . , tn are terms. We let terms(α) = {t1 , . . . , tn } and
vars(α) = terms(α) ∩ ∆v . If terms(α) ⊆ ∆c , then α is ground. For a set Γ of atoms, we let
S
terms(Γ) = α∈Γ terms(α) and vars(Γ) = terms(Γ) ∩ ∆v . An instance I is a (possibly infinite)
set of atoms with terms from ∆n ∪ ∆c . A database D is a finite instance with only ground
atoms. We denote with dom(I) the set of terms that occur in I. A substitution is a partial
function h from a set of symbols S to a set of symbols S 0 . We let h(~t) = (h(t1 ), . . . , h(tn ))
for a tuple ~t, h(R(~t)) = R(h(~t)) for an atom R(~t), and h(Γ) = {h(R1 (~t), . . . , h(Rn (~t))} for a
set of atoms Γ = {R1 (~t), . . . , Rn (~t)}.
Disjunctive Tuple-Generating Dependencies. A disjunctive tuple-generating dependency
(DTGD) (a.k.a. disjunctive existential rule) σ is an expression of the form
∀~x(ϕ(~x) →

n
_

∃~yi .ψi (~x, ~yi )),

(1)

i=1

where n ≥ 1, ~x, ~y1 , . . . , ~yn ⊆ ∆v , and ϕ, ψ1 . . . ψn , are conjunctions of atoms with terms
from ∆v only. If n = 1, then σ is simply called a tuple-generating dependency (TGD) (a.k.a.
existential rule). For simplicity, we use a comma for conjoining atoms and we omit the
universal quantifiers in front of DTGDs. An instance I satisfies σ, denoted I |= σ, if for
every substitution h from the variables in ~x to dom(I) such that h(ϕ) ⊆ I there exists an
i ∈ [n] and a substitution h0 from the variables in vars(ψi ) to dom(I) such that h0 (ψi ) ∈ I
and h0 (x) = h(x) for all x ∈ ~x. We say σ is guarded if there exists an atom α in ϕ, called a
guard, such that ~x ⊆ vars(α). We refer the reader to [9] and [8] for more details on guarded
(D)TGDs.
A set Σ of (D)TGDs is called a theory. The schema of Σ, denoted by sch(Σ), is the set of
predicate names that appear in Σ, and for a set of atoms Γ, sch(Γ), is the set of all predicates
that occur in Γ. A theory is guarded if all its (D)TGDs are guarded. An instance I satisfies
a theory Σ, written I |= Σ, if I |= σ for each σ ∈ Σ. For theories Σ, Σ0 , we say Σ entails Σ0 ,
written Σ |= Σ0 , if for all instances I, I |= Σ implies I |= Σ0 .
For a database D, we write I |= D if D ⊆ I. Given a database D and a theory Σ, a
model of (Σ, D) is an instance I, denoted I |= (Σ, D), such that I |= D and I |= Σ. Given
a ground atom α, we say α is entailed by Σ and D, written (Σ, D) |= α, if α ∈ I for every
model I of (Σ, D).
Queries. A query is a pair (Σ, q), where Σ is a theory and q is a predicate symbol. Given a
query (Σ, q) and a database D, we let
ans(Σ, q, D) = {~c ∈ (∆c )n | (Σ, D) |= q(~c)},
where n is the arity of q. We call ans(Σ, q, D) the (certain) answer to (Σ, q) over D.
Normal Form. To simplify some technical constructions, we focus on guarded DTGDs with
a restricted syntactic structure:
I Definition 1. (Normalized DTGDs) A theory Σ of DTGDs is in normal form if each σ ∈ Σ
is of one of the following forms:
B → ∃~y .H
n
_
ϕ→
Hi
i=1

where B, H are atoms with terms from ∆v

(2)

where each Hi is an atom and ϕ is a set of atoms over terms in ∆v (3)

S. Ahmetaj, M. Ortiz, and M. Šimkus

4:5

In other words, a normalized theory Σ of DTGDs consists of a set of TGDs with one atom
in the body and one atom in the head, and a set of guarded DTGDs without existentially
quantified variables. By means of fresh predicate names, a theory of guarded DTGDs can be
converted into the above normal form while preserving atom entailment (see, e.g., [18]). We
state this more precisely next.
I Proposition 2. Every query (Σ, q) can be transformed in polynomial time into a query
(Σ0 , q) such that
(a) ans(Σ, q, D) = ans(Σ0 , q, D) for every database D over sch(Σ);
(b) Σ0 is in normal form;
(c) if Σ is disjunctive guarded, then Σ0 is disjunctive guarded;
(d) if Σ has only guarded (non-disjunctive) TGDs, then Σ0 also has only TGDs.
Proof sketch. Assume a query (Σ, q). The idea is to replace every DTGD of the form (1)
that appears in Σ by
Wn
the DTGD ∀~x(ϕ(~x) → i=1 Fi (~xi )), were ~xi is a list of variables from ~x that appear in
ψi (~x, ~yi ), and each Fi is a fresh predicate symbol with arity |~xi |,
for all 1 ≤ i ≤ n, the TGD ∀~xi (Fi (~xi ) → ∃~yi .Fi0 (~xi , ~yi )), where Fi0 is a fresh predicate
name of arity |~xi | + |~yi |, and
for all 1 ≤ i ≤ n and each atom H in ψi (~x, ~yi ), the TGD ∀~xi ∀~yi (Fi0 (~xi , ~yi ) → H).
The points (b), (c), and (d) follow easily. The point (a) holds because (Σ0 , D) is a conservative
extension of (Σ, D) for any database D over sch(Σ). In particular, (i) any model of (Σ0 , D)
is a model of (Σ, D), and (ii) every model of (Σ, D) that is over sch(Σ) can be extended
to a model of (Σ0 , D) by properly populating the predicates Fi , Fi0 introduced during the
normalization process.
J
In the rest of the paper, we consider only normalized guarded theories Σ. We let Σ∃ and Σ∀
denote the guarded DTGDs of the form (2) and of the form (3) that appear in Σ, respectively.
The width of Σ, written width(Σ), is the maximal arity over the predicate in sch(Σ).
In the discussion below, and in particular in the complexity upper bounds, we often
refer to (normalized) theories with bounded width (or bounded predicate arity), in which
width(Σ) is bounded by a constant. We remark that the normalization process increases the
predicate arities (the Fi and Fi0 may exceed the width of the original theory). The width
of a normalized theory, however, is bounded whenever there is only a bounded number of
variables in each DTGD. It is also bounded if the original theory (before normalization) has
bounded width, and in the consequent of DTGDs, ψi (~x, ~yi ) is a single atom rather than
a conjunction of atoms. Therefore, the results below that refer to normalized theories of
bounded width apply to these relevant cases.
Datalog with Disjunction (Datalog∨ ). A rule ρ is an expression of the form H1 ∨. . .∨Hn ←
B1 , . . . , Bk , where H1 , . . . , Hn , B1 , . . . , Bk are atoms with terms from ∆v ∪ ∆c . The atoms
H1 , . . . , Hn are called head atoms, and B1 , . . . , Bk are called body atoms. We require that
each variable that appears in ρ also occurs in a body atom. A rule with no body atoms
of the form H ← is called a fact. A rule ρ with no head atoms of the form ← B1 , . . . , Bk
is a constraint. A finite set P of rules is called a program. If every rule in a program P
has at most one head atom, then P is called a (plain) Datalog program. The grounding
ground(P ) of a program P is the ground (i.e., variable-free) program that is obtained from
P by replacing each rule ρ of P by its ground instances, i.e., rules that can be obtained from
ρ by substituting its variables with constants of P .
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A database D is a model of a program P , if {B1 , . . . , Bk } ⊆ D implies D∩{H1 , . . . , Hn } =
6
∅ for all rules H1 ∨ . . . ∨ Hn ← B1 , . . . , Bk in ground(P ). A Datalog∨ query is a pair (P, q),
where P is a program, and q is a predicate symbol from P . We let ans(P, q, D) denote the
set of all n-tuples ~c of values from ∆c , where n is the arity of q, such that q(~c) ∈ D0 for all
models D0 of P ∪ {α ←| α ∈ D}. If P is a plain Datalog program, then (P, q) is a plain
Datalog query.

3

Counter Models

Assume Σ is a guarded theory of DTGDs. We want to decide whether (Σ, D) 6|= α for a given
database D and a ground atom α. That is, we want to decide the existence of a model I of
Σ and D such that α 6∈ I. Rather than aiming at constructing such a (possibly infinite) I,
we proceed as follows:
(1) We search for a ‘small’ part of such a possible I, which we call a core instance Dc for
(Σ, D). Intuitively, core instances are databases that extend D to ensure the satisfaction
of Σ∀ (but no nulls are added, and the satisfaction of Σ∃ is not guaranteed). They fix
how the constants of D participate in all predicates, while ensuring that α is false.
(2) For each candidate core instance Dc , we verify if it can be extended to also satisfy Σ∃ ,
while preserving satisfaction of Σ∀ . When extending Dc , entailment of ground atoms is
preserved, and hence so are the satisfaction of D and the non-entailment of α.
Core instances and their extensions are defined next:
I Definition 3. (Core instances) A core instance for (Σ, D) is a database Dc with predicates
from sch(Σ) such that:
(c1) dom(D) = dom(Dc ), and
(c2) Dc |= (Σ∀ , D)
An instance I is called an extension of Dc , if Dc is the result of restricting I to dom(D).
A core and its extensions coincide on the ground atoms they entail over dom(D). Hence, for
a given query (Σ, q) and a tuple ~c, deciding that ~c ∈
/ ans(Σ, q, D) amounts to deciding whether
there is a core instance that does not entail q(~c), and that can be extended into a model
of (Σ, D). Defining a disjunctive Datalog program whose models are the core instances
described above is not hard. The second part, that is, verifying if a core can be extended to
a full model, is more challenging. In fact, it corresponds to testing satisfiability of a database
(in this case, a candidate Dc ) w.r.t. a theory Σ of guarded DTGDs, which is known to be
ExpTime-complete when predicate arities are bounded, and 2ExpTime-complete otherwise
[20, 15].
In order to obtain a set of rules that solves this problem (and that has polynomial size if
width(Σ) is bounded), we characterize it as a game, revealing a simple algorithm that admits
an elegant implementation in Datalog∨ . The game relies on types which we define next.
I Definition 4. (Types) For a theory Σ, we assume an order over some special variables
x1 , . . . , xw , such that w = width(Σ). A type τ over a theory Σ is a set of atoms over sch(Σ)
such that terms(τ ) ⊆ {x1 , . . . , xw }. We denote by types(Σ) the set of all types over Σ.
Given an instance I and a tuple ~c = (c1 , . . . , ck ) with k ≤ w and ~c ⊆ dom(I), we let
the type type(~c, I) = {R(xi1 , . . . , xij ) | R(ci1 , . . . , cij ) ∈ I, {ci1 , . . . , cij } ⊆ ~c}. A type τ is
realized in I if there is some tuple ~c ⊆ dom(I) such that type(~c, I) = τ .
w

For a given Σ, the number of possible types that one can construct is bounded by 2n(w ) ,
where n is the number of predicates occurring in sch(Σ), and w is the width(Σ); if w is
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bounded, there are only exponentially many types. In the rest of the paper, we write X to
denote the set of special variables {x1 , . . . , xw } and ~x to denote the tuple (x1 , . . . , xw ).
I Definition 5. Let τ ∈ types(Σ) be a type over the special variables X and let Y ⊆ X. We
denote by τ |Y ⊆ τ the type that contains each atom R(~t) ∈ τ with ~t ⊆ Y.
We now describe a game to decide whether a given core Dc can be extended into a model
of (Σ, D). The game is played by Bob (the builder), who wants to extend Dc into a model,
and Sam (the spoiler), who wants to spoil all of Bob’s attempts. Sam starts by picking a
tuple ~c such that R(~c) ∈ Dc . They look at its type type(~c, Dc ) and if it does not satisfy the
DTGDs in Σ∀ , Sam is declared the winner. Otherwise, in each turn Sam chooses a TGD
σ ∈ Σ∃ of the form B → ∃~y .H and a substitution h such that h(B) is satisfied by the current
type, forcing Bob to pick a type that satisfies H and that coincides with the current type on
the shared variables of B and H. The game continues for as long as Bob can respond to the
challenges of Sam.
Formally, for a theory Σ with Σ = Σ∃ ∪ Σ∀ and an instance I, we define the set LC(Σ, I)
of locally consistent types as the set that contains each type τ ∈ types(Σ) such that the
following condition holds.
Wn
(LC∀ ) For all DTGDs σ ∈ Σ∀ of the form ϕ → i=1 Hi , and for all substitutions h from
vars(ϕ) to X, h(ϕ) ⊆ τ implies that there exists i ∈ [n] such that h(Hi ) ∈ τ .
The game on an instance I and a theory Σ starts by Sam choosing a tuple ~c such that
R(~c) ∈ I and τ = type(~c, I) is set to be the current type. Then:
() If τ ∈
/ LC(Σ, I) then Sam is declared winner.
Otherwise, Sam chooses a TGD σ ∈ Σ∃ of the form B → ∃~y .H and a substitution
h : vars(B) → X such that h(B) ∈ τ ; if there is no such TGD in Σ, Bob is declared the
winner. Otherwise, let Z = vars(B) ∩ vars(H). Bob has to choose a type τ 0 such that the
following conditions hold:
(C1) τ |h(Z) = τ 0 |h(Z) ,
(C2) there exists a substitution h0 : vars(H) → X with h(Z) = h0 (Z) such that h0 (H) ∈ τ 0 .
The type τ 0 is set to be the current type, and the game continues with a new round,
i.e. we go back to .
A run of the game on an instance I is a (possibly infinite) sequence ~cσ1 h1 τ1 σ2 h2 τ2 . . .
where ~c is a tuple initially picked by Sam such that some atom R(~c) ∈ I, and each σi , hi and
τi are the TGD and the substitution picked by Sam and the type picked by Bob in round
i, respectively. A strategy for Bob, to play on I and Σ, is a partial function str that maps
a type τ , a TGD σ ∈ Σ∃ of the form B → ∃~y .H, and a substitution h : vars(B) → X with
h(B) ∈ τ to a type τ 0 that satisfies (C1) and (C2); intuitively, the strategy gives a move for
Bob in response to the moves of Sam. A run ~cσ1 h1 τ1 σ2 h2 τ2 . . . with type(~c, I) = τ0 follows a
strategy str if τi = str(τi−1 , σi , hi ) for every i ≥ 1.
For a finite run r, we let tail(r) = type(~c, I) if r = ~c, and tail(r) = τ` if r = ~c . . . σ` h` τ`
with ` ≥ 1. The strategy str is called non-losing on I if for every finite run r that follows str:
(i) tail(r) ∈ LC(Σ, I), and
(ii) str(tail(r), σ, hσ ) is defined for every σ ∈ Σ∃ of the form B → ∃~y .H and every substitution hσ : vars(B) → X with hσ (B) ∈ tail(r).
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The correctness of the game is shown in the following theorem.
I Theorem 6. Let Σ be a theory of guarded DTGDs, D a database, and α a ground atom.
Then (Σ, D) 6|= α iff there is a core instance Dc for (Σ, D) such that:
(1) α ∈
/ Dc , and
(2) there is a non-losing strategy for Bob on Dc .
Proof sketch. We focus on showing that for any given core Dc , there is a non-losing strategy
str for Bob on Dc if and only if Dc can be extended into an instance I that satisfies (Σ, D).
For “⇐”, assume an arbitrary model I of (Σ, D) that is an extension of Dc . We extract
from I a non-losing strategy str for Bob as follows. First, let rlz(I) be the set of all types
realized in I. Observe that rlz(I) ⊆ LC(Σ, Dc ) holds since the core Dc must satisfy all the
rules in Σ∀ . It suffices to set, for each type τ ∈ rlz(I) and each σ ∈ Σ∃ of the form B → ∃~y .H
with h(B) ∈ τ , str(τ, σ, h) = τ 0 for an arbitrarily chosen type τ 0 ∈ rlz(I) that satisfies (C1)
and (C2) which exists because I is a model, thus it satisfies all the DTGDs in Σ.
For the “⇒” direction, from an arbitrary non-losing str for Dc , we build I as follows.
We write ~cτ to denote a tuple of constants realizing τ ; rn(Dc , str) to denote the set of all
finite runs ~cτ σ1 h1 τ1 σ2 h2 τ2 . . . that follow str; and fv(σ) to denote the set vars(B) ∩ vars(H)
of variables where σ ∈ Σ is a TGD of the form B → ∃~y .H. We let I be the set of atoms
R(t1 , . . . , t` ) such that one of the following holds:
(a) there exists a run r = ~cτ in rn(Dc , str) with R(xi1 , . . . , xi` ) ∈ τ and tj = cij ∈ c~τ for
each j ∈ [1, `] or
(b) there exists a run r = ~cτ . . . σi hi τi in rn(Dc , str), where i ≥ 1 and σi is of the form
B → ∃~y .H such that R(xi1 , . . . , xi` ) ∈ τi and for each tj with j ∈ [1, `] the following
holds:
(1) tj is the labelled null r0 xij , if
(i) r0 = ~cτ . . . σk hk τk and r = r0 . . . σi hi τi with 1 ≤ k ≤ i,
(ii) xij 6∈ hk (fv(σk )), and
(iii) xij ∈ hl (fv(σl )) for each k < l ≤ i if i 6= k.
(2) tj is the constant cij if xij ∈ hl (fv(σl )) for each l ∈ [1, i].
This I satisfies (Σ, D) and it is an extension of Dc . For more details, see Appendix A.

J

To decide whether Bob has a non-losing strategy on a given core, we use the type
elimination procedure Mark presented in Algorithm 1. Intuitively, the algorithm marks all
types from which Bob does not have a non-losing strategy. It takes as input a theory Σ, and
an instance I which intuitively is the core being checked. The algorithm builds the set of all
types, and then it starts marking the types that are not a winning choice for Bob. First, in
step (M∀ ), the algorithm marks the types that are not in LC(Σ, I). Then it iterates using
(M∃ ) to exhaustively mark types τ that allow Sam to pick a TGD for which Bob cannot
reply with any type τ 0 .
The formal relationship between the game and the marking algorithm is established next.
I Theorem 7. Let Dc be a core instance for (Σ, D). Then Bob has a non-losing strategy on
Dc iff none of the types realized in Dc is marked by Mark(Σ).
Proof sketch. For the “⇒” direction, we can show that if a type τ is marked, then it cannot
occur in a non-losing str for Bob. The proof is by induction in the number of iterations that
the algorithm Mark(Σ) requires to mark τ . For the “⇐” direction, a non-losing str for Dc is
obtained by first taking all unmarked types τ ∈ types(Σ) (which are all contained in LC(Σ, I),
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Algorithm 1: Mark.
input : theory Σ of guarded DTGDs
output : Set of (possibly) marked types
N ← {τ | τ ∈ types(Σ)}
(M∀ ) Mark each τ ∈ N such that there exists:
Wn
σ ∈ Σ∀ of the form ϕ → i=1 Hi , and
h from vars(ϕ) to X, s.t. h(ϕ) ⊆ τ , and h(Hi ) 6∈ τ for each i ∈ [n].
repeat
(M∃ ) Mark τ ∈ N if there exists a TGD B → ∃~y .H ∈ Σ∃ and a substitution
h : vars(B) → X with h(B) ∈ τ s.t. for each τ 0 ∈ N , at least one of the following
holds:
(C0) τ 0 is marked,
(C10 ) τ |h(Z) 6= τ 0 |h(Z) , or
(C20 ) h0 (H) 6∈ τ 0 for each h0 : vars(H) → X with h(Z) = h0 (Z)
where Z = vars(B) ∩ vars(H).
until no new type is marked
return N
as otherwise they would be marked by (M∀ ). Then, for each unmarked type τ , each TGD
σ ∈ Σ∃ of the form B → ∃~y .H and each substitution h : vars(B) → X with h(B) ∈ τ , we set
str(τ, σ, h) = τ 0 for an arbitrarily chosen unmarked type τ 0 that satisfies (C1) and (C2). J

4

Translation into Datalog∨

The goal of this section is to build, from a given query (Σ, q), a Datalog∨ program P such
that (Σ, q) and (P, q) have the same answers for all databases D over sch(Σ). Moreover, the
size of P is polynomial in Σ whenever width(Σ) is bounded. P has three major components:
(a) rules that non-deterministically generate a core instance Dc for (Σ, D), where D is an
input database;
(b) rules that implement the marking algorithm presented in the previous section;
(c) rules that ‘glue’ (a) and (b), by ensuring that all types that occur in Dc are not marked.
We emphasize that the construction of P depends exclusively on (Σ, q), and is independent
from a particular database D. In what follows, we let w = width(Σ), and let n be the number
of distinct predicate symbols occurring in sch(Σ).
(I) Collecting the constants. We first add rules to collect in the unary predicate const all
the constants that occur in the input database. For each R ∈ sch(Σ) with arity `, and for
each 1 ≤ i ≤ ` we add the rule:
const(ui ) ← R(u1 , . . . , u` )
For each 1 < i ≤ w we have an i-ary version of const that stores i-ary tuples of constants:
consti (u1 , . . . , ui ) ← const(u1 ), . . . , const(ui )
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(II) Generating core instances. We use a fresh predicate R for each R ∈ sch(Σ), and add
the following rules to P for each `-ary predicate R ∈ sch(Σ), where ~u is an `-ary tuple of
variables:
R(~u) ∨ R(~u) ← const` (~u)

← R(~u), R(~u)

Wn
To ensure (c2) in Definition 3, for each σ ∈ Σ∀ of the form ϕ → i=1 Hi we add the rule
Wn
i=1 Hi ← ϕ. For any input D, the models of the above rules (when restricted to the
predicates in sch(Σ)) are the core instances Dc of (Σ, D).
Towards checking whether Dc can be extended to satisfy all rules in Σ, we implement
the algorithm Mark from Section 3. We assume a fixed, arbitrary enumeration α1 , . . . , αm
of all the atoms that can be constructed over the predicate symbols in sch(Σ) and the
special variables in X. The set of all these atoms {α1 , . . . , αm } is denoted by A. Note that
1 ≤ m ≤ n(ww ), hence if w is bounded by a constant, then |A| is polynomially bounded.
We assume also a pair 0, 1 of special constants. Intuitively, we use an m-ary predicate
symbol Type = {0, 1}m to store all types in types(Σ). For instance, a tuple (r1 , . . . , rm ) ∈ Type,
encodes the type τ = {αi | ri = 1, 1 ≤ i ≤ m}. This relation is the basis to compute another
m-ary relation Marked ⊆ {0, 1}m that contains precisely the types marked by the Mark
algorithm. We next define the rules to compute Type and Marked, and other relevant relations.
(III) A linear order over types. The first ingredient is a linear order over all possible types.
Of course, we could hardcode the list of exponentially many types in the Datalog program,
but then the program would not be of polynomial size, and, therefore, we need to compute
it instead. To this end, for every 1 ≤ i ≤ m, we inductively define i-ary relations firsti and
lasti , and a 2i-ary relation nexti , which provide the first, the last, and the successor elements
from a linear order on {0, 1}i . In particular, given ~u, ~v ∈ {0, 1}i , the fact nexti (~u, ~v ) will be
true if ~v follows ~u in the ordering of {0, 1}i . The rules to populate nexti are quite standard
(see, e.g., Theorem 4.5 in [5]). For the case i = 1, we simply add the following facts:
first1 (0) ←

last1 (1) ←

next1 (0, 1) ←

Then, for all 1 < i ≤ m − 1 we add the following rules:
nexti+1 (0, ~u, 0, ~v ) ← nexti (~u, ~v )
nexti+1 (1, ~u, 1, ~v ) ← nexti (~u, ~v )
nexti+1 (0, ~u, 1, ~v ) ← lasti (~u), firsti (~v )

firsti+1 (0, ~u) ← firsti (~u)
lasti+1 (1, ~u) ← lasti (~u)

We can now collect in the relation Type all types in types(Σ):
Type(~u) ← firstm (~u)

Type(~v ) ← nextm (~u, ~v )

(IV) Implementing Step (M∀ ). First, we add the auxiliary facts F(0) ← and T(1) ← to
P . For an m-tuple of variables ~u and an atom αj in the enumeration α1 , . . . αm , we use
αj ∈ ~u to denote the atom T(uj ), and αj 6∈ ~u to denote the atom F(uj ). Then the step
(M∀ ), which marks types violating some rule of Σ∀ , is implemented using the following rule
Wn
for every DTGD ϕ → i=1 Hi ∈ Σ∀ . Assume ϕ is a set of atoms B1 , . . . Bl . Then, for all
substitutions h : vars(ϕ) → X, add the rule:
Marked(~u) ← Type(~u), h(B1 ) ∈ ~u, . . . , h(Bl ) ∈ ~u, h(H1 ) 6∈ ~u, . . . , h(Hn ) 6∈ ~u
There are at most wk possible substitutions, where k is the arity of the guard atom in ϕ.
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(V) Implementing Step (M∃ ). The following rules are added for all TGDs σ = B →
∃~y .H ∈ Σ∃ and for all substitutions h : vars(B) → X. Assume Z = vars(B) ∩ vars(H). Recall
that we need to mark a type τ if there exists a substitution h : vars(B) → X such that
h(B) ∈ τ , and for each type τ 0 , either τ 0 is marked or at least one of (C10 ) or (C20 ) holds.
First, for each TGD σ and substitution h, we use an auxiliary 2m-ary relation MarkedOneσ,h
to collect all such types τ 0 .
For collecting each τ 0 that satisfies condition (C0), we add:
MarkedOneσ,h (~u, ~v ) ← Type(~u), Marked(~v )
For (C10 ) we add a rule for each R(~x), such that ~x ⊆ h(Z):
MarkedOneσ,h (~u, ~v ) ← Type(~u), Type(~v ), R(~x) ∈ ~u, R(~x) 6∈ ~v
MarkedOneσ,h (~u, ~v ) ← Type(~u), Type(~v ), R(~x) ∈
/ ~u, R(~x) ∈ ~v
To implement condition (C20 ), we collect each τ 0 such that h0i (H) 6∈ τ for each substitution
h0i : vars(H) → X with h(Z) = h0i (Z). Notice that for k variables in ~y , there are wk possible
substitutions, that is 1 ≤ i ≤ wk . We add:
MarkedOneσ,h (~u, ~v ) ← Type(~u), Type(~v ), h01 (H) ∈
/ ~v , . . . , h0wk (H) ∈
/ ~v
Intuitively, we want to infer Marked(~u) if h(B) is set to true in ~u and MarkedOneσ,h (~u, ~v ) is
true for all types (bit vectors) ~v . To this aim, we need another 2k-ary relation MarkedUntilσ,h .
We add:
MarkedUntilσ,h (~u, ~t) ← MarkedOneσ,h (~u, ~t), firstm (~t)
MarkedUntilσ,h (~u, ~v ) ← MarkedUntilσ,h (~u, ~t), nextm (~t, ~v ), MarkedOneσ,h (~u, ~v )
Intuitively, with the above rules we traverse all types checking the conditions (C0), (C10 )
and (C20 ) described in (M∃ ). If we manage to reach the last type, and if h(B) ∈ ~u, we know
the condition is satisfied. We add the following rule:
Marked(~u) ← MarkedUntilσ,h (~u, ~t), h(B) ∈ ~u, lastm (~t)
(VI) Forbidding marked types in the core. Finally, we need to forbid each tuple of constants
in the generated core database from having a type from Marked. For all 0 ≤ j ≤ m we take
a fresh (j + w)-ary relation symbol Projj . We first add:
Projm (~x, ~u) ← constw (~x), Marked(~u)
Intuitively, we collect in constw (~x) all the possible w-ary tuples of constants from the core
database. We now project away bits from the Projj relations by looking at the actual types
of tuples of constants. We add the following rules for all 1 ≤ j ≤ m:
Projj−1 (~x, ~u) ← Projj (~x, ~u, 1), αj

Projj−1 (~x, ~u) ← Projj (~x, ~u, 0), αj

Finally, we need to rule out situations when the extracted type of a tuple of constants over
the core database is marked by adding the constraint ← Proj0 (~x).
This completes the polynomial translation of a query (Σ, q) where Σ is a set of guarded
DTGDs to a Datalog∨ query (P, q). Next, we provide a theorem that captures the
correctness of the above translation.
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I Theorem 8. For a query (Σ, q), where Σ is a normalized theory of guarded DTGDs,
we can build a query (P, q), where P is a set of disjunctive Datalog rules, such that
ans(Σ, q, D) = ans(P, q, D) for any given database D over sch(Σ). The construction requires
only polynomial time whenever width(Σ) is bounded.
From the complexity of Datalog∨ [12], we infer a coNExpTime upper bound in combined
complexity for guarded DTGDs whose normalized form uses only predicates whose arities are
bounded by a constant. However, we use disjunction in a limited way: only in the rules in (II),
whose heads have only two atoms over predicates of bounded arity. The resulting program
falls into a class of programs that can be evaluated in (deterministic) exponential time, see
Appendix A for more details. This matches the ExpTime-completeness of satisfiability of
guarded DTGDs with bounded predicate arities [20].
I Proposition 9. Deciding ~c ∈ ans(P, q, D), where P is the disjunctive Datalog program
obtained from the above translation of a set Σ of guarded DTGDs, can be done in ExpTime.

5

Non-Disjunctive TGDs

Now we consider the case of plain guarded TGDs, that have no disjunction. Recall that in
normalized theories of TGDs, each σ takes the form B → ∃~y .H or ϕ → H, where B, H are
atoms and ϕ is a set of atoms, all with terms from ∆v .
In this section, we provide a rewriting of queries given by a theory of TGDs into plain
Datalog. That is, given a query of the form (Σ, q), where Σ is a theory of TGDs, we obtain
(P, q), where P is a (non-disjunctive) plain Datalog program. The resulting program is of
polynomial size whenever width(Σ) is bounded, unlike previous rewritings that exist in the
literature for related query languages.

5.1

From Marked Types to Horn Rules

To obtain a non-disjunctive rewriting for TGDs, we leverage to a great extent the results of
the previous section, but proceed somewhat differently. We start by observing that if in the
input (Σ, q), the TGDs in Σ contain no disjunction, almost all rules of the program described
above are in plain Datalog. However, the rules in step (II) are disjunctive, and this is a
major issue. Indeed, the basic strategy that we described in Section 3, namely, to obtain a
core and then check if it can be suitably extended, is intrinsically based on the ability to
use disjunction to generate different core instances. Therefore, to obtain a program without
disjunction, we must proceed differently. Our strategy is to use the marked types to obtain a
new set of non-disjunctive TGDs ΣHorn , which correctly capture the consequences of Σ. This
TGDs are full, that is, they have no existentially quantified variables, and they can be easily
realized by Datalog rules.
Towards obtaining ΣHorn , let Marked(Σ) denote the set of all the types that are marked
by Algorithm 1 executed on Σ. We show that (independently of whether Σ contains or not
disjunctive heads), Marked(Σ) defines a set of full DTGDs ΣM that completely captures the
consequences of Σ. Therefore, we can replace Σ by ΣM , while preserving the entailment of
facts. Later we show that ΣM can in turn be replaced by the desired ΣHorn .
To define ΣM , recall that A is the set of all atoms that can occur in types(Σ). Each type
τ defines a full DTGD rule(τ ) as follows:
_
τ→
α
α∈A\τ
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Consider a core instance Dc , which we would like to extend to satisfy Σ. Intuitively, if
τ ∈ Marked(Σ), such a rule expresses that if all the atoms in τ are true in Dc , then some
atom not in τ must be true as well, as otherwise the marked type τ would be realized.
Formally, we can show the following. We remark that we formulate the lemma for TGDs,
but it holds also for DTGDs.
I Lemma 10. Let Σ be a set of guarded TGDs and let ΣM be the set of all rule(τ ) with
τ ∈ Marked(Σ). Then, for any given atom α and database D, (D, Σ) 6|= α iff (D, ΣM ) 6|= α.
Proof. For the “⇒” direction, let I be an instance such that I |= (D, Σ) and α 6∈ I. We show
that I |= (D, ΣM ). Let Dc be the restriction of I to constants in dom(D), that is Dc is a core
instance for (D, Σ). The latter together with Theorem 6 imply that Bob has a non-losing
strategy on Dc , which together with Theorem 7 imply that none of the types realized in Dc
is marked by Mark(Σ). We claim that Dc |= (D, ΣM ). Towards a contradiction assume
W
there there exists a rule(τ ) ∈ ΣM such that Dc 6|= τ → α∈A\τ α. That Dc doesn’t satisfy
W
τ → α∈A\τ α intuitively means that one can match τ to Dc , but cannot match any of α to
Dc . The latter imply that τ must be realized in Dc , but this contradicts that τ ∈ Marked(Σ)
by definition of rule(τ ).
For the “⇐” direction, let I be an instance such that I |= (D, ΣM ) and α 6∈ I. Recall that
no rule in ΣM enforces the invention of nulls, that is w.l.o.g. we assume terms(I) = dom(D).
One could easily show that I is a core instance for (D, Σ). Observe that none of the
types realized in I are marked by Mark(Σ) as otherwise, by definition of Marked(Σ), the
corresponding type would appear in the body of a rule in ΣM which together with I |= ΣM
contradict the assumption that the corresponding type is realized in I. The latter and
Theorem 7 imply Bob has a non-losing strategy on I which together with assumption α ∈
/ I,
and by Theorem 6 imply (D, Σ) 6|= α.
J
In general, ΣM is a set of full DTGDs, but if Σ is not disjunctive, then we can obtain a
set of non-disjunctive full TGDs that achieves the same effect. The core intuition is that,
for TGDs, the disjunctive heads express choices between atoms that are irrelevant, and one
can disregard such choices, obtaining full TGDs that enforce only the necessary atoms. To
identify the necessary and the irrelevant atoms, we rely on what we call abstract types, which
are types augmented with a set τir of irrelevant atoms.
I Definition 11. An abstract type (over Σ) is a pair (τc , τir ) of (possibly empty) disjoint
subsets of A.
Intuitively, an atom α is irrelevant for τc , with α 6∈ τc , if both τc and τc ∪ {α} are marked.
The algorithm Horn takes as input the set of all abstract types (τ, ∅) where τ ∈ Marked(Σ),
and outputs a set of abstract types. The pair (τc , τir ) will be returned by the algorithm
0
0
if τ = τc ∪ τir
is marked for each τir
⊆ τir , that is, if the presence of the atoms in τir is
irrelevant for the marking of τc . We use Horn(Σ) to denote the result of running Algorithm 2
on Marked(Σ) for a given theory Σ.
I Lemma 12. Let (τc , τir ) be an abstract type. Then (τc , τir ) ∈ Horn(Σ) if and only if
0
0
τc ∪ τir
∈ Marked(Σ) for each τir
⊆ τir .
If (τc , τit ) ∈ Horn(Σ), then the irrelevant atoms in τir can be omitted from the head of
rule(τc ), as shown next.
I Lemma 13. Let (τc , τir ) be an abstract type. Then (τc , τir ) ∈ Horn(Σ) if and only if
W
Σ |= τc → α∈A\(τc ∪τir ) α.
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Algorithm 2: Horn.
input : a set M0 of types
output : set of abstract types
N ← {(τc , ∅) | τc ∈ M0 }
repeat
if there exist {(τc , τir ), (τc0 , τir )} ⊆ N with τc = τc0 ∪ {α} for some atom α 6∈ τc0
then
add the pair (τc0 , τir ∪ {α}) to N
until no further changes
return N
These rules are still disjunctive, however, we can show that for every marked type, there
exists a corresponding abstract type that covers all atoms over the signature of the theory,
except for one, and hence it induces a full TGD with only one atom in the head. The
proof of the next lemma uses the well-known property that (non-disjunctive) TGDs are
Vk
Wn
convex, that is, Σ |= i=1 αi → j=1 αj implies that there exists l ∈ {1, . . . , n} such that
Vk
Σ |= i=1 αi → αl (see Lemma 2 in [3]).
I Lemma 14. Let Σ be a set of TGDs, M = Mark(Σ), and let N = Horn(Σ). Then τc ∈ M
implies that there exists a pair (τc , τir ) ∈ N such that τc ∪ τir ∪ {α} = A for some α ∈ A.
Now we state the central result of this section: from Horn(Σ) one can construct the
desired set of full TGDs ΣHorn , which has the same atomic consequences as the original Σ.
I Theorem 15. Let Σ be a set of TGDs, and let ΣHorn be the set of all full TGDs τc → α
such that there is an abstract type (τc , τir ) in Horn(Σ) with τc ∪ τir ∪ {α} = A. Then, for
any given atom α and database D, we have D ∪ Σ |= α iff D ∪ ΣHorn |= α.

5.2

Translation into Datalog

Assume a normalized theory Σ of guarded TGDs. Also, assume w = width(Σ), and n is the
number of distinct predicate symbols occurring in sch(Σ). Similarly as we did in Section 4,
we build next a program P such that the queries (Σ, q) and (P, q) have the same answers
for all databases D over sch(Σ). As before, P is polynomial under the assumption that w is
bounded by a constant. Crucially, in this case, P will be a plain Datalog program.
First of all, P contains the rules described in (I), (III), (IV), and (V) in Section
4. These rules that collect the constants and implement the marking algorithm from the
previous translation do not use the rules with disjunction in (II). Additionally, we include
the following rules that implement the algorithm Horn and the inferences from ΣHorn .
(VII) Generating abstract types from marked types. We add rules that construct the set
Horn(Σ) from Algorithm 2, creating abstract types from the marked types. Recall that we
represent (regular) types as m-sequences of 1 and 0, where the i-th value indicates whether
the atom αi in the enumeration is contained in the type or not. We extend this representation
using an additional constant 2 in position i to indicate that an atom αi is in the set τir of
an abstract type (τc , τir ). We will write ~u[i,j] to denote the tuple (ui , ui+1 , . . . , uj ); if j < i
then ~u[i,j] refers to the empty tuple. For all 1 ≤ i ≤ m, we add the rules:
Marked(~u[1,i−1] , 2, ~u[i+1,m] ) ← Marked(~u[1,i−1] , 0, ~u[i+1,m] ), Marked(~u[1,i−1] , 1, ~u[i+1,m] )
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(VIII) Constructing all horn types. We call a type horn if only one bit is set to 0, and the
other bits to 1 or 2. Intuitively, horn types stand for abstract types of the form (τc , τir ) that
can be converted into full TGDs of the form τc → α, where the atoms in τc are represented
with 1, the atoms in τir with 2, and atom α with 0. First, we use a new m-ary predicate
symbol Horn to construct all possible Horn types. To this end, we first add the following
facts for all 0 ≤ i < m:
Horn(1, . . . , 1, 0, 1, . . . , 1) ←
| {z } | {z }
i

m−i−1

To construct all possible alternations of 1 and 2, we add the following rule for all 1 ≤ i ≤ m:
Horn(~u[1,i−1] , 2, ~u[i+1,m] ) ← Horn(~u[1,i−1] , 1, ~u[i+1,m] )
Finally, we use another m-ary relation MarkedHorn to collect all types from Horn(Σ) that
are marked and that can be converted into full TGDs. The rule is as follows:
MarkedHorn(~u) ← Marked(~u), Horn(~u)
(IX) Implementing the full TGDs from ΣHorn . Finally, we guarantee each τc → α ∈ ΣHorn
is satisfied. For each Horn type in MarkedHorn, whenever the atoms in positions with 1 are
made true by some instantiation of the variables with constants, we infer the atom in the 0
position. For all 1 ≤ i, j ≤ m we take a fresh (j + 1)-ary predicate symbol Projji , where i
indicates the position of the bit labelled with 0. For all 1 ≤ i ≤ m, we add:
Projm
x, ~u[1,i−1] , 0, ~u[i+1,m] ) ← MarkedHorn(~u[1,i−1] , 0, ~u[i+1,m] ), constw (~x)
i (~
We will now project away bits from the Projji relations. We add the following rules for all
1 ≤ j ≤ m and for all 1 ≤ i ≤ m:
Projj−1
(~x, ~u) ← Projji (~x, ~u, 1), αj
i
j−1
Proji (~x, ~u) ← Projji (~x, ~u, 2)
Projj−1
(~x, ~u) ← Projji (~x, ~u, 0)
i
If we reach the last bit, we add the atom whose bit is set to 0. For all 1 ≤ i ≤ m, we add:
αi ← Proj0i (~x)
This completes the polynomial translation of a query (Σ, q), where Σ is a set of guarded
TGDs (without disjunction), to a (plain) Datalog query (P, q). Next, we provide a theorem
that captures the correctness of the above translation.
I Theorem 16. For a query (Σ, q), where Σ is a normalized theory of guarded TGDs, we
can build a query (P, q), where P is a set of (plain) Datalog rules such that ans(Σ, q, D) =
ans(P, q, D) for any given database D over sch(Σ). Moreover, if width(Σ) is bounded, then
(P, q) can be built in polynomial time.

6

Discussion and Conclusions

In this paper, we have studied a very rich query language, where a query predicate is given
together with a set of guarded (D)TGDs expressing domain knowledge. For queries (Σ, q)
with q an instance query, we have proposed rewritings to Datalog∨ for Σ a set of guarded
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DTGDs, and to (plain) Datalog for Σ a set of guarded (non-disjunctive) TGDs. To our best
knowledge, these are the first such rewritings that are polynomial under the relevant, useful
restriction that the maximal number of variables in the guarded (D)TGDs is bounded by a
constant. If the number of variables per rule is not bounded, the rewriting is exponential in
the size of the query. This is natural: answering guarded (D)TGD queries is 2ExpTime-hard
[4], and cautious inference from Datalog∨ queries is coNExpTime-complete, and from
Datalog is ExpTime-complete [12]. For the case with disjunction, a polynomial rewriting
would imply coNExpTime = 2ExpTime, and for the case without disjunction a polynomial
rewriting cannot exist since ExpTime 6= 2ExpTime.
Our results can easily be generalized to guarded (D)TGDs with acyclic conjunctive queries
or with quantifier-free conjunctive queries, that is conjunctive queries with no existential
variables. Acyclic conjunctive queries can be rewritten in polynomial time into a set of rules
that fall into the guarded (D)TGD fragment (see, e.g., the proof of Theorem 6.2 in [8]) and
the quantifier-free conjunctive queries are syntactically restricted to ensure that the relevant
variable assignments only map into the constants of the input database. Additionally, our
techniques can be easily extended to support nearly guarded (D)TGDs [18], which are a
strict extension of the guarded variants with non-guarded rules. Indeed, the latter rules
can ‘operate’ only on constants from the input database and we just need to add a simple
condition that ensures the satisfaction of these rules by the core instances. Identifying other
cases that are in ExpTime and that allow for polynomial Datalog rewritings is an open
research problem for future work.
Extending our approach to support other query languages is also an interesting direction
for the future. We remark, however, that generalizing our translation to guarded DTGDs
in the presence of arbitrary conjunctive queries while remaining polynomial is out of reach
under common assumptions in complexity theory. Indeed, the associated query answering
problem is 2ExpTime-hard in combined complexity already for a restricted fragment of arity
two [24]. For the case of TGDs without disjunction a polynomial rewriting to Datalog for
conjunctive queries may be feasible. However, although adapting the ideas in this work to
conjunctive queries may be possible, and at the cost of an exponential blow-up for DTGDs,
it seems a challenging task. The guarded DTGDs we studied in this paper do not allow for
constants. Extending our translation to support constants remains for future work.
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Appendix
Proofs of Section 3

To prove Theorem 6, we first introduce the following lemma.
I Lemma 17. Assume a theory Σ, a database D and an assertion α. Then (Σ, D) 6|= α iff
there exists a core instance Dc for (Σ, D) s.t.
(1) α ∈
/ Dc , and
(2) there exists an extension I of Dc s.t. I |= (Σ, D).
Proof. For the “⇐” direction, it is clear that I is the desired instance that satisfies (Σ, D)
(condition (2)) and is such that α ∈
/ I. The latter is true from condition (1) and the fact
that I is an extension of Dc . For the “⇒” direction, assume I with α ∈
/ I is an instance that
satisfies (Σ, D). W.l.o.g. assume that sch(I) ⊆ sch(Σ). We construct a core database Dc
such that Dc = {R(~t) | R(~t) ∈ I, ~t ⊆ dom(D)}. We claim that Dc is a core interpretation
for (Σ, D). Condition (c1) of Definition 3 holds by construction of Dc . Also, Dc satisfies all
the rules from Σ∀ ⊆ Σ as these rules can only create new atoms with terms that range over
constants from dom(D), and thus condition (c2) is also satisfied by Dc .
J
Proof of Theorem 6. By Lemma 17, we only need to show that, for any given core Dc ,
there is a non-losing strategy str for Bob on Dc if and only if Dc can be extended into an
instance I that satisfies (Σ, D).
For the “⇒” direction, from an arbitrary non-losing str for Dc , we build I as follows.
We write ~cτ to denote a tuple of constants realizing τ , that is τ = type(~cτ , Dc ). In the
following, we denote by rn(Dc , str) the set of all finite runs ~cτ σ1 h1 τ1 σ2 h2 τ2 . . . that follow str.
Additionally, we will denote with fv(σ) the set vars(B) ∩ vars(H) of variables where σ ∈ Σ is
a TGD of the form B → ∃~y .H ∈ Σ.
We let I be the set of atoms R(t1 , . . . , t` ) such that one of the following holds:
(a) there exists a run r = ~cτ in rn(Dc , str) with R(xi1 , . . . , xi` ) ∈ τ and tj = cij ∈ c~τ for
each j ∈ [1, `], or
(b) there exists a run r = ~cτ . . . σi hi τi in rn(Dc , str) for i ≥ 1 with R(xi1 , . . . , xi` ) ∈ τi ,
where σi is a TGD of the form B → ∃~y .H ∈ Σ such that, for each tj with j ∈ [1, `], the
following holds:
(1) tj is the labelled null r0 xij , if
(i) r0 = ~cτ . . . σk hk τk and r = r0 . . . σi hi τi with 1 ≤ k ≤ i,
(ii) xij 6∈ hk (fv(σk )), and
(iii) xij ∈ hl (fv(σl )) for each k < l ≤ i if i 6= k.
(2) tj is the constant cij if:
(i) xij ∈ hl (fv(σl )) for each l ∈ [1, i].
First, we show that I is an extension of Dc , that is for each predicate R ∈ sch(Σ) and
for each tuple ~c of constants from dom(Dc ), R(~c) ∈ Dc if and only if R(~c) ∈ I. Observe
that, by construction of I, condition (a), Dc is contained in I. That no other ground atom
(that does not appear in Dc ) is added to I is ensured by (b) point (2) and by definition of
a strategy, more precisely by condition (C1). That is (C1) guarantees that each type τi in
a run r = ~cτ . . . σi hi τi in rn(Dc , str) coincides with the type τi−1 on the shared variables
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hi (fv(σi )). Thus τi coincides with τ on the variables propagated throughout the run up to
i and that those variables are mapped to the same constants in the core is ensured by (b)
point (2) in the model I constructed above.
We now show that I models (Σ, D). That I |= D results by definition of a core instance
Dc . To prove I |= Σ, we first show that I satisfies all guarded DTGDs in Σ∀ . Assume
Wn
an arbitrary guarded DTGD σ of the form ϕ → i=1 Hi in Σ∀ and let h be an arbitrary
substitution from vars(ϕ) to terms(I) such that h(ϕ) ⊆ I. Recall that the guard atom in ϕ
contains all the variables that appear in σ. We show that there must exist an i ∈ [n] with
h(Hi ) ∈ I. We distinguish the following two cases:
(i) If h(ϕ) ⊆ Dc , then by definition of a core instance, Dc |= Σ∀ . In particular Dc satisfies
σ, that is there exists an i ∈ [n] with h(Hi ) ∈ Dc . The latter together with Dc ⊆ I
implies h(Hi ) ∈ I.
(ii) Otherwise, let the `-ary atom R(x1 , . . . , x` ) be the guard atom in ϕ and let h(xi ) = ti
for each i ∈ [1, `], such that R(t1 , . . . , t` ) ∈ I and R(t1 , . . . , t` ) 6∈ Dc , that is there exists
an i ∈ [1, `] such that ti is a labelled null. Observe that each ti is either a labelled null
rxij , or a constant cij , or a labelled null r0 xij where r0 is such that r = r0 . . . σi hi τi .
Let tj ∈ {t1 , . . . , t` } be the labelled null rxij with the longest prefix run r ∈ rn(Dc , str),
that is there is no k ∈ [1, `] such that tk = r0 xik , r0 = rr00 , and r0 6= r and assume r
is of the form ~cτ . . . σi hi τi and note that i ≥ 1. First we claim that the corresponding
R(xi1 , . . . , xi` ) ∈ tail(r) = τi , where each xij is in the position of a labelled null
tj = rxij or the labelled null tj = r0 xij with r = r0 r00 or the constant cij ∈ ~cτ . Towards
a contradiction assume R(xi1 , . . . , xi` ) ∈
/ τi . Then by construction of I, there exists a
run rl ∈ rn(Dc , str) of the form r . . . σl hl τl such that R(xi1 , . . . , xi` ) ∈ tail(rl ) and each
variable xi1 with tj = rxij must have been shared throughout the run up to τl from
τi and the other variables must come from earlier types in r. But then by condition
(C1) of the game all types appearing in the run rl from tail(r) = τi to tail(rl ) = τl must
coincide on these shared variables and hence the atom R(xi1 , . . . , xi` ) must be in each
type from τl to τi . The latter contradicts the assumption that R(xi1 , . . . , xi` ) ∈
/ τi .
0
That R(x1 , . . . , x` ) is the guard atom in ϕ and that h(ϕ) ⊆ I imply R (tij , . . . , tik ) ∈ I
for all atoms R0 (xij , . . . , xik ) in ϕ where {tij , . . . , tik } ⊆ {t1 , . . . , t` }. Assume an
arbitrary atom R0 (xij , . . . , xik ) in ϕ that is not the guard atom, that is R0 (tij , . . . , tik ) ∈
I. We claim that the corresponding R0 (xij , . . . , xik ) is also in τi . Let til ∈ {tij , . . . , tik }
be r0 xil with the longest prefix run r0 from the terms of R0 (tij , . . . , tik ). Indeed, if r0 = r
then R0 (xil , . . . , xik ) ∈ τi by construction of I. Otherwise observe that r = r0 . . . σi hi τi
since til ∈ {t1 , . . . , t` }. Then it is clear by construction of I that the atom R0 (til , . . . , tik )
is added to I because R0 (xil , . . . , xik ) ∈ tail(r0 ). We claim that R0 (xil , . . . , xik ) ∈ τj
for each type τj occurring in the run r from tail(r0 ) to τi . By assumption that the
guard R(xil , . . . , xi` ) ∈ τi and by construction points (1) and (2), each xij appears
in each type throughout the run from tail(r0 ) to τi which together with condition
(C2) imply R0 (xil , . . . , xik ) must have be carried throughout the run and in particular
R0 (xil , . . . , xik ) must be in τi . Finally, with a similar argument one prove the claim if
each tij is a constant from the database.
The above implies that there is a substitution h0 : {x1 , . . . , x` } → {xi1 , . . . , xi` } such
that h0 (ϕ) ⊆ τi . Since by construction each r ∈ rn(Dc , str) follows the strategy str
which is non-losing, thus τi ∈ LC(Σ, I), that is τi satisfies the condition LC∀ , thus
there exists i ∈ [n] with Hi (xij , . . . , xik ) ∈ τi , hence by construction of I also the
corresponding Hi (tj , . . . , tk ) ∈ I and Hi (tj , . . . , tk ) = h(Hi (xj , . . . , xk )), which shows
the claim.
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It is left to show that I satisfies all the TGDs σ in Σ∃ of the form B → ∃~y .H. Recall that
fv(σ) is the set of shared variables vars(B) ∩ vars(H). Let h be an arbitrary substitution from
vars(B) to terms(I) such that h(B) ∈ I. We show that there exists a substitution h0 from
vars(H) to terms(I) such that h0 (H) ∈ I and h0 (x) = h(x) for all x ∈ fv(σ). Intuitively, that
B is mapped to I implies there is a run with the corresponding atom in the tail type and hence
there is a substitution from B to the type. This makes the TGD σ applicable to the type,
and by the strategy there exists a new type that satisfies the head preserving the atoms over
the shared variables, and hence there is an h0 that satisfies the above properties. Formally,
let h(B) be the atom B(t1 , . . . , t` ) ∈ I such that B(t1 , . . . , t` ) ∈
/ Dc , that is at least one of
t1 , . . . , t` is a labelled null. The case when each ti is a constant, that is B(t1 , . . . , t` ) ∈ Dc ,
is analogous. Let tj ∈ {t1 , . . . , t` } be the labelled null rxij that has the longest prefix run
r ∈ rn(Dc , str), that is there is no k ∈ [1, `] such that tk = r0 xik , r0 = rr00 , and r0 =
6 r.
Then by construction of I there exists a run r ∈ rn(Dc , str) of the form r = ~cτ . . . σi hi τi
with i ≥ 1, such that B(xi1 , . . . , xi` ) ∈ τi where each xij is in the position of the labelled
null tj = r0 xij or the constant cij in R(t1 , . . . , t` ). Then let hσ be the substitution from
vars(B) to {xi1 , . . . , xi` } such that for each x ∈ vars(B), hσ (x) = xij if h(x) is the labelled
null r0 xij or the constant cij ∈ ~cτ . Observe that hσ (B) = B(xi1 , . . . , xi` ) ∈ τi . Since str is a
non-losing strategy, str(τi , σ, hσ ) is defined and hence there exists a type τi0 = str(τi , σ, hσ )
and a substitution h0σ : vars(H) → X such that h0σ (H) ∈ τi0 . Thus the run r0 = rσhσ τi0 is in
rn(Dc , str) with h0σ (H) ∈ τi0 . Then, from hσ (fv(σ)) = h0σ (fv(σ)) (condition (C2) in the game)
and by construction of I, h0 (H) ∈ I, where h0 is the substitution which coincided with h on
the shared variables fv(σ) and maps the other variables x ∈ vars(H) \ fv(σ) to r0 h0σ (x).
For “⇐”, assume an arbitrary model I of (Σ, D) that is an extension of Dc . We can
extract from it a non-losing strategy for Bob as follows. First, let rlz(I) be a the set of
all types realized in I, and observe that rlz(I) ⊆ LC(Σ, Dc ) and in particular that, for all
R(~c) ∈ Dc , type(~c, I) ∈ rlz(I). Then it suffices to set, for each type τ ∈ rlz(I) and each TGD
σ ∈ Σ∃ of the form B → ∃~y .H with h(B) ∈ τ , str(τ, σ, h) = τ 0 for an arbitrarily chosen type
τ 0 ∈ rlz(I) that satisfies (C1) and (C2) which exists because I is a model, hence it satisfies
all DTGDs in Σ. This str is a non-losing strategy for Bob.
J
Proof. (Proof of Theorem 7.) For the “⇒” direction, let str be a non-losing strategy on Dc .
It suffices to show that if a type is marked then it cannot occur in a run that follows str,
which implies that if a type realized in Dc is marked by the algorithm Mark(Σ), then there
is no non-losing strategy for Dc . The proof is by induction in the number of iterations needed
to mark a type. For the base case, k = 0, assume a type τ ∈ types(Σ) is marked by (M∀ ) in
the algorithm Mark(Σ), then τ doesn’t satisfy (LC∀ , that is τ ∈
/ LC(Σ, Dc ). Hence there
cannot exist a run r with tail(r) = τ since this contradicts the definition of non-losing str.
For the induction hypothesis, assume the claim holds for the first k iterations, that is
assume that every type marked by the algorithm Mark(Σ) from (M∀ ) or in the first k
iterations of (M∃ ) doesn’t occur in a run that follows str. We show that the claim holds also
for the next type that gets marked by (MΣ ). Thus for the inductive case, let τ ∈ types(Σ) be
the first type marked by the algorithm after some iteration j > k of (M∃ ) and let σ ∈ Σ∃ of
the form B → ∃~y .H and h : vars(B) → X with h(B) ∈ τ , be the TGD and the substitution,
respectively, chosen at that step. Let fv(σ) = vars(B) ∩ vars(H). Towards a contradiction,
assume there exists a run r that follows str and tail(r) = τ . By assumption and definition
of non-losing str, then there must exist a type τ 0 = str(τ, σ, h) s.t. τ 0 ∈ LC(Σ, Dc ), and
it satisfies conditions (C1) and (C2) of the game. But since τ gets marked then for each
τi ∈ types(Σ), either τi is marked at some earlier step in the algorithm Mark(Σ), and then
by hypothesis this type cannot appear in a run, or τi doesn’t satisfy conditions (C1) or (C2).
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It follows that there exists no τi that can define str(τ, σ, h) which contradicts that str is a
non-losing strategy.
For the “⇐” direction, let good(Σ) ⊆ types(Σ) be the set of all types that are not
marked by the algorithm Mark(Σ), that is good(Σ) ⊆ LC(Σ, Dc ). By assumption the types
realized in Dc are not marked. We can build a strategy str on Dc which maps all pairs
of a type τ ∈ good(Σ) and each TGD σ ∈ Σ∃ of the form B → ∃~y .H and substitution
h : vars(B) → X with h(B) ∈ τ to an arbitrary type τ 0 ∈ good(Σ) such that (C1) and (C2)
hold, that is τ |h(fv(σ)) = τ 0 |h(fv(σ)) , and there exist a substitution h0 : vars(H) → X with
h(fv(σ)) = h0 (fv(σ)) such that h0 (H) ∈ τ 0 . Such construction of str is possible since if there
would not exists a τ 0 = str(τ, σ, h) then τ would be marked by the algorithm as some iteration
of (M∃ ). We claim that str is a non-losing strategy on Dc . Towards a contradiction, assume
str is not a non-losing strategy on Dc , that is there exists a finite run r with tail(r) = τ that
follows str, such that either tail(r) ∈
/ LC(Σ, Dc ) or there exists some TGD σ ∈ Σ∃ of the form
B → ∃~y .H and a substitution h : vars(B) → X with h(B) ∈ τ and str(τ, σ, h) is not defined.
By construction of str, tail(r) ∈ good(Σ), hence it cannot be the case that tail(r) ∈
/ LC(Σ, Dc ),
because then τ doesn’t satisfy (LC∀ ) and as a consequence τ would be marked by (M∀ ) in the
algorithm, which then contradicts our assumption that τ is not marked. For the other case,
using similar reasoning as for the “⇒” direction, if str(τ, σ, h) is not defined then there exists
some iteration of (M∃ ) that would mark tail(r), which again contradicts our assumption.
Hence, str constructed as above is a non-losing strategy for Bob on Dc .
J

A.2

Proofs of Section 4

Proof. (Proof of Proposition 9.) This proof is similar to the proof of Theorem 3 in [1].
Program P can be partitioned into programs P1 and P2 as follows:
P1 consists of all rules in (I) and (II). P1 is a positive disjunctive program with at most
w variables in each rule.
P2 consists of the remaining rules, and is disjunction-free.
Note that P2 does not define any relations used in P1 , i.e. none of the relation symbols of P1
occurs in the head of a rule in P2 . Assume a set F of facts over the signature of P1 . Due
to the above properties, the successful runs of the following non-deterministic procedure
generate the set of all models of P ∪ F :
(S1) Compute a minimal model I1 of P1 ∪ F .
(S2) Compute the least model I2 of I1 ∪ P2I1 . If I2 does not exist due to a constraint violation,
then return failure.
Since P1 has at most w-variables in every rule, each minimal model I1 of P1 ∪F is of polynomial
size in the size of P1 ∪ F , and the set of all such models can be traversed in polynomial
space. For a given I1 , performing step (S2) is feasible in (deterministic) exponential time,
because P2I1 is a ground disjunction-free positive program of exponential size. It follows
that computing the answers to (P, q) for any given input database D over the schema sch(Σ)
requires single deterministic exponential time and is coNP in data complexity.
J

A.3

Proofs of Section 5

Proof. (Proof of Lemma 12.) To show the “⇒” direction, we consider an arbitrary run of
the algorithm that starts at N0 = {(τc , ∅) | τc ∈ M } with M = Marked(Σ), and we let Ni be
the set N after the i-th iteration of the algorithm. (Note that although different runs may
generate different sequences of Ni s, this is irrelevant for the proof, and the final Horn(Σ)
0
0
is unique). We show that (τc , τir ) ∈ Ni implies that τc ∪ τir
∈ M for each τir
⊆ τir , by
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induction on the minimal i such that (τc , τir ) ∈ Ni . The claim holds trivially for i = 0.
0
0
Next, assume (τc0 , τir
) ∈ Ni+1 but (τc0 , τir
) 6∈ Ni . Then there are {(τc , τir ), (τc0 , τir )} ⊆ Ni
0
0
with τc = τc ∪ {α} for some α 6∈ τc , and τir
= τir ∪ {α}. By hypothesis τc0 ∈ M and
0
00
0
00
00
τc = τc ∪ {α} ∈ M . Moreover, for any subset τir ⊆ τir
: if {α} ∈
/ τir
then τir
⊆ τir and by
0
00
00
0
00
hypothesis τc ∪ τir ∈ M ; otherwise if {α} ∈ τir then τc ∪ {α} = τc and τir \ {α} ⊆ τir and
00
again by hypothesis τc ∪ (τir
\ {α}) ∈ M .
We show the “⇐” direction by induction on the size of τir . Let M = Marked(Σ) and
N = Horn(Σ). For τir = ∅, by construction (τc , ∅) ∈ N . Assume the claim holds for all
0
abstract types with τir of size k ≤ |A| − |τc | − 1. We show it for k + 1. Assume τc ∪ τir
∈M
0
0
for each τir ⊆ τir with |τir | = k + 1. In particular, it must hold for an arbitrary τir ⊆ τir
0
0
0
with |τir
| = k. Thus by hypothesis (τc , τir
) ∈ N . Now, let {α} = τir \ τir
. By assumption
00
00
0
0
0
τc ∪ {α} ∪ τir ∈ M for each τir ⊆ τir . As |τir | = k, again by hypothesis (τc ∪ {α}, τir
) must
0
0
0
also be in the set N . But then (τc ∪{α}, τir ) ∈ N and (τc , τir ) ∈ N implies (τc , τir ∪{α}) ∈ N
by algorithm Horn, that is (τc , τir ) ∈ N .
J
Let ϕ be a disjunction of atoms. In what follows, for an instance I, we write I |= ϕ if
some atom from ϕ is in I, and I 6|= ϕ otherwise.
Proof. (Proof of Lemma 13.) Let M = Marked(Σ) and N = Horn(Σ). For convenience, we
ir
denote the atoms in τir by αir
1 , . . . , αl , and the disjunction of the atoms in A \ (τc ∪ τir ) by
AH
∨ . For the “⇒” direction, as (τc , τir ) ∈ N , we know from Lemma 12 that τc ∪ τir ∈ M ,
H
and by Lemma 10, Σ |= τc , τir → AH
∨ . To show that Σ |= τc → A∨ , we argue that one can
ir
always remove any of the atoms αi with 1 ≤ i ≤ ` from the rule and the new rule obtained
will still be entailed by the theory. The claim is trivial for l = 0. Let αir
i be an arbitrary
0
0
atom in τir and let τir
= τir \ {αir
}.
From
Lemma
12,
we
know
that
τ
c ∪ τir ∈ M , thus
i
0
H
ir
0
ir
H
Σ |= τc , τir → A∨ ∨ αi (*). But by assumption Σ |= τc , τir , αi → A∨ (**). Then one
can eliminate the atom αir
i and the resulting rule will is still entailed by the theory, that is
Σ |= τc , τir0 → AH
.
Assume
towards a contradiction that there exists a model I of Σ, and a
∨
substitution h such that h(τc ∪ τir0 ) ⊆ I, but I 6|= h(AH
∨ ). From this and (*), it follows that
ir
H
h(αi ) ⊆ I, but then by (**), I 6|= h(A∨ (a)), a contradiction. So Σ |= τc , τir0 → AH
∨.
H
For the “⇐” direction, Σ |= τc → AH
implies
Σ
|=
τ
→
τ
∨
A
.
But
then
by
Lemma
c
ir
∨
∨
00
10, τc ∈ M . Now, it easy to see that for every τir0 ⊆ τir , we have Σ |= τc , τir0 → AH
∨
τ
∨
∨ (***),
00
0
where τ∨ is the disjunction of all atoms in τir \τir . Indeed, if this were not the case, then there
00
would exist a model I of Σ and a substitution h such that h(τc , τir0 ) ⊆ I and I 6|= h(AH
∨ ∨ τ∨ ).
H
0
But then I 6|= h(A∨ ), which contradicts our assumption. Now, (***) implies τc ∪ τir is a
marked type for each τir0 ⊆ τir , and thus by Lemma 12, (τc , τir ) ∈ N follows.
J
Proof. (Proof of Lemma 14.) Let |A| = n. First, notice that |τc | ≥ n − 1, implies that
(τc , ∅) ∈ M is the desired abstract type. Now, assume |τc | < n − 1. Then by Lemma 10,
Σ |= τc → α1 ∨ . . . ∨ α` with {α1 , . . . , αn } = A \ τc . Since Σ is a set of (non-disjunctive)
TGDs, by the property of convexity there exists i ∈ {1, . . . , `} such that Σ |= τc → αi . Then,
by Lemma 13, we have (τc , {α1 , . . . , α` } \ {αi }) ∈ N , which proves the claim.
J
Proof. (Proof of Theorem 15.) Let M = Marked(Σ) and N = Horn(Σ), and let ΣM be the
set of all rule(τ ) with τ ∈ M . By Lemma 10, it is sufficient to show that Σ |= ΣM if and only
if Σ |= ΣHorn . For the “⇒” direction, it suffices to show that for every rule in ΣM there exists
a more restricted rule in ΣHorn that is also entailed by the theory. To this end, let τc → AH
∨
W
be an arbitrary rule in ΣM , where τc ∈ M and AH
=
α.
By
Lemma
14
there
∨
α∈A\τc
exists an abstract type (τc , τir ) in M with |τ | + |τir | ≥ |A| − 1. Hence τc → α ∈ ΣHorn for
{α} = A \ (τ ∪ τir ), and by Lemma 13, Σ |= τc → α. For the “⇐” direction, it is easy to see
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that for every rule in ΣHorn there exists a more general rule in ΣM . That is, for an arbitrary
H
H
τc → AH
∨ in ΣHorn with A∨ a disjunction over the set of atoms A , by Lemma 13, we have
H
00
(τc , τir ) ∈ N for τir = A \ (τc ∪ A ). Then by Lemma 12, τc ∈ M , hence τc → AH
∨ ∨ τ∨ is
00
in ΣM , where τ∨ is the disjunction of the atoms in τir .
J
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Abstract
We study how to evaluate MSO queries with free variables on trees, within the framework of
enumeration algorithms. Previous work has shown how to enumerate answers with linear-time
preprocessing and delay linear in the size of each output, i.e., constant-delay for free first-order
variables. We extend this result to support relabelings, a restricted kind of update operations on
trees which allows us to change the node labels. Our main result shows that we can enumerate the
answers of MSO queries on trees with linear-time preprocessing and delay linear in each answer,
while supporting node relabelings in logarithmic time. To prove this, we reuse the circuit-based
enumeration structure from our earlier work, and develop techniques to maintain its index under
node relabelings. We also show how enumeration under relabelings can be applied to evaluate
practical query languages, such as aggregate, group-by, and parameterized queries.
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1

Introduction

Enumeration algorithms are a common way to compute large query results on databases, see,
e.g., [28]. Instead of computing all results, these algorithms compute results one after the
other, while ensuring that the time between two successive results (the delay) remains small.
Ideally, the delay should be linear in the size of each produced solution, and independent of
the size of the input database. To make this possible, enumeration algorithms can build an
index structure on the database during a preprocessing phase that ideally runs in linear time.
Most enumeration algorithms assume that the input database will not change. If we update
the database, we must re-run the preprocessing phase from scratch, which is unreasonable in
practice. Losemann and Martens [24] proposed the first enumeration algorithm that addresses
this issue: they study monadic second-order (MSO) query evaluation on trees, and show
that the index structure for enumeration can be maintained under updates. More precisely,
they can update the index in time polylogarithmic in the input tree T (much better than
re-running the linear preprocessing). The tradeoff is that their delay is also polylogarithmic
in T , whereas the delay can be independent of T when there are no updates [8].
This result of [24] leads to a natural question: does the support for updates inherently
increase the delay of enumeration algorithms? This is not always the case: e.g., when
evaluating first-order queries (plus modulo-counting quantifiers) on bounded-degree databases,
updates can be applied in constant time [12] and the delay is constant, as in the case without
© Antoine Amarilli, Pierre Bourhis, and Stefan Mengel;
licensed under Creative Commons License CC-BY
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updates [18, 22]. However, when evaluating conjunctive queries (CQs) on arbitrary databases,
supporting updates has a cost: under complexity-theoretic assumptions, the class of CQs
with efficient enumeration under updates [11] is a strict subclass of the class of CQs for the
case without updates [9]. Could the same be true of MSO on trees, as [24] would suggest?
In this work, we answer this question in the negative, for a restricted update language.
Specifically, we show an enumeration algorithm for MSO on trees with the same delay as in
the case without updates [8], while supporting updates with a better complexity than [24]
(see detailed comparison of results in Section 3). The tradeoff is that we only allow updates
that change the labels of nodes, called relabelings, unlike [24] where updates can also insert
and delete leaves. We still show how these relabelings are useful to evaluate practical
query languages, such as parameterized queries and group-by queries with aggregates. A
parameterized query allows the user to specify some parameters for the evaluation (e.g., select
some positions on the tree). Our results support such queries: we can model the parameters as
labels and apply relabeling updates when the user changes the parameters. A group-by query
with aggregates partitions the set of results into groups based on an attribute, and computes
some aggregate quantity on each group (e.g., a sum). We show how to enumerate the results
of such queries. For groups, our techniques can handle them with one single enumeration
structure using relabelings to switch groups. For aggregates, we can efficiently compute and
maintain them in arbitrary semirings; this problem was left open by [24] even for counting,
and is practically relevant in its own right [26]. Of course, by Courcelle’s theorem [15], our
results generalize to MSO queries on bounded-treewidth data (see [3]), where relabelings
mean adding or removing unary facts (i.e., the tree decomposition is unchanged).
The proof of our main result follows the approach of [4] and is inspired by knowledge
compilation in artificial intelligence and by factorized representations in database theory.
Specifically, we encode knowledge (in our case, the query result) as a circuit in a restricted
class, and we then use the circuit for efficient reasoning and for aggregates as in [17]. In [4],
we have used this circuit-based approach to recapture existing enumeration results for MSO
on trees [8, 23]. In this work, we refine the approach and show that it can support updates.
Our key new ingredient are hybrid circuits: they have both set-valued gates that represent
the values to enumerate, and Boolean gates that encode the tree labels which can be updated.
We first show that we can efficiently compute such circuits to capture the possible results
of an MSO query under all possible labelings of a tree. Second, we show how to efficiently
enumerate the set of assignments captured by these circuits, also supporting updates that
toggle the Boolean gates affected by a relabeling. We also introduce some standalone
tools, e.g., a lemma to balance the input trees to MSO queries (Lemma 4.3), ensuring that
hybrid circuits have logarithmic depth so that changes can be propagated quickly; and a
constant-delay enumeration algorithm for reachability in forests under updates (Section 7).
Paper structure. We start with preliminaries in Section 2, and define our problem and
give our main result in Section 3. In Section 4, we review the set-valued provenance circuits
of [4], and show our balancing lemma. We introduce hybrid circuits in Section 5, and show
in Section 6 how to use them for enumeration under updates, using a standalone reachability
indexing scheme on forests given in Section 7. Having shown our main result, we outline its
consequences for application-oriented query languages in Section 8 and conclude in Section 9.

2

Preliminaries

Trees, queries, answers, assignments. In this work, unless otherwise specified, a tree is
always binary, rooted, ordered, and full. Let Γ be a finite set called a tree alphabet. A Γ-tree
(T, λ) is a pair of a tree T and of a labeling function λ that maps each node n of T to a set
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of labels λ(n) ⊆ Γ. We often abuse notation and identify T to its node set, e.g., write λ as a
function from T to the powerset 2Γ of Γ; we may also omit λ and write the Γ-tree as just T .
We consider queries in monadic second-order logic (MSO) on the signature of Γ-trees: it
features two binary relations E1 and E2 denoting the first and second child of each internal
node, and a unary relation Pl for each l ∈ Γ denoting the nodes that carry label l (i.e.,
nodes n for which l ∈ λ(n)). MSO extends first-order logic, which builds formulas from atoms
of this signature and from equality atoms, using the Boolean connectives and existential and
universal quantification over nodes. Formulas in MSO can also use second-order quantification
over sets of nodes, written as second-order variables. For instance, on Γ = {l1 , l2 , l3 }, we can
express in MSO that every node carrying labels l1 and l2 has a descendant carrying label l3 .
In this work, we study MSO queries, i.e., MSO formulas with free variables. The free
variables can be first-order or second-order, but we can rewrite any MSO query Q(x, Y) to
V
ensure that all free variables are second-order: for instance as Q0 (X, Y) : ∃x i Sing(Xi , xi )∧
Q(x, Y), where Sing(X, x) asserts that X is exactly the singleton set {x}. Hence, we usually
assume without loss of generality that MSO queries only have second-order free variables.
Given a Γ-tree T and an MSO query Q(X1 , . . . , Xm ), an m-tuple B = B1 , . . . , Bm of
subsets of T is an answer of Q on T , written T |= Q(B), if T satisfies Q(B) in the usual
logical sense. It will be more convenient to represent each answer as an assignment, which
is a set of pairs called singletons that indicate that an element is in the interpretation of
a variable. Formally, given an m-tuple B of subsets of T , the corresponding assignment is
{hXi : ni | 1 ≤ i ≤ m and n ∈ Bi }. We can convert each assignment in linear time to the
corresponding answer and vice-versa, so we will use the assignment representation throughout
this work. Our goal is to compute the set of assignments of Q on T , which we call the output
of Q on T ; we abuse notation and write it Q(T ). We measure the complexity of this task in
data complexity, i.e., as a function of the input tree T , with the query Q being fixed.
Enumeration. The output of an MSO query can be huge, so we work in the setting of
enumeration algorithms [31, 28] which we present following [4]. As usual for enumeration
algorithms [28], we work in the RAM model with uniform cost measure (see, e.g., [1]), where
pointers, numbers, labels for elements and facts, etc., have constant size.
An enumeration algorithm with linear-time preprocessing for a fixed MSO query Q(X)
on Γ-trees takes as input a Γ-tree T and computes the output Q(T ) of Q on T . It consists
of two phases. First, the preprocessing phase takes T as input and produces in linear time
a data structure J called the index, and an initial state s. Second, the enumeration phase
repeatedly calls an algorithm A. Each call to A takes as input the index J and the current
state s, and returns one assignment and a new state s0 : a special state value indicates that
the enumeration is over so A should not be called again. The assignments produced by the
successive calls to A must be exactly the elements of Q(T ), with no duplicates.
We say that the enumeration algorithm has linear delay if the time to produce each new
assignment A is linear in its cardinality |A|, and is independent of T . In particular, if all
answers to Q are tuples of singleton sets (for instance, if Q is the translation of a MSO query
where all free variables are first-order), then the cardinality of each assignment is constant
(it is the arity of Q). In this case, the enumeration algorithm must produce each assignment
with constant delay: this is called constant-delay enumeration. The memory usage of an
enumeration algorithm is the maximum number of memory cells used during the enumeration
phase (not counting the index J, which resides in read-only memory), expressed as a function
of the size of the largest assignment (as in [8]): we say that the enumeration algorithm has
linear memory if its memory usage is linear in the size of the largest assignment.
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Previous works have studied enumeration for MSO on trees. Bagan [8] showed that for any
fixed MSO query Q(X), given a Γ-tree T , we can enumerate the output of Q on T with linear
delay and memory, i.e., constant delay and memory when all free variables are first-order.
This result was re-proven by Kazana and Segoufin [23] via a result of Colcombet [14], and a
third proof via provenance circuits was recently proposed by the present authors [4].

3

Problem Statement and Main Result

Our goal is to address a limitation of these existing results, namely, the assumption that the
input Γ-tree T will never change. Indeed, if T is updated, these results must discard the
index J and re-run the preprocessing phase on the new tree. To improve on this, we want
our enumeration algorithm to support update operations on T , and to update J accordingly
instead of recomputing it from scratch. Specifically, an algorithm for enumeration under
updates on a tree T has a preprocessing phase that produces the index J as usual, but has
two algorithms during the enumeration phase: (i.) an enumeration algorithm A as presented
before, and (ii.) an update algorithm U. When we want to change the tree T , we call U with
a description of the changes: U modifies T accordingly, updates the index J, and resets the
enumeration state (so enumeration starts over on the new tree, and all working memory of the
enumeration phase is freed). The update time of the enumeration algorithm is the complexity
of U: like preprocessing, but unlike delay, it is a function of the size of the (current) tree T .
To our knowledge, the only published result on enumeration for MSO queries under
updates is the work of Losemann and Martens [24], which applies to words and to trees, for
MSO queries with only free first-order variables. They show an enumeration algorithm with
linear-time preprocessing: on words, the update complexity and delay is O(log |T |); on trees,
these complexities become O(log2 |T |). Thus the delay is worse than in the case without
updates [8], and in particular it is no longer independent from T .
Main result. In this work, we show that enumeration under updates for MSO queries on
trees can be performed with a better complexity that matches the case without updates:
linear-time preprocessing, linear delay and memory (in the assignments), and update time
in O(log |T |). This improves on the bounds of [24] (and uses entirely different techniques).
However, in exchange for the better complexity, we only support a weaker update language:
we can change the labels of tree nodes, called a relabeling, but we cannot insert or delete leaf
nodes as in [24], which we leave for future work (see the conclusion in Section 9). We show in
Section 8 that relabelings are still useful to derive results for some practical query languages.
Formally, a relabeling on a Γ-tree T is a pair of a node n ∈ T and a label l ∈ Γ. To apply
it, we change the label λ(n) of n by adding l if l ∈
/ λ(n), and removing it if l ∈ λ(n). In other
words, the tree T never changes, and updates only modify λ. Our main result is then:
I Theorem 3.1. For any fixed tree alphabet Γ and MSO query Q(X) on Γ-trees, given a
Γ-tree T , we can enumerate the output Q(T ) of Q on T with linear-time preprocessing, linear
delay and memory, and logarithmic update time for relabelings.
In other words, after preprocessing T in time O(|T |) to compute the index J, we can:
Enumerate the assignments of Q on T , using J, with delay linear in the size of each
assignment, so constant if the assignments to Q have constant size.
Toggle a label of a node of T , update J, and reset the enumeration, in time O(log |T |).
We show this result in Sections 4–7, and then give consequences of this result in Section 8.
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Our general technique for enumeration follows our earlier work [4]: from the query and input
tree, we compute in linear time a structure called a provenance circuit to represent the
results to enumerate, we observe that it falls in a restricted circuit class, and we conclude
by showing a general enumeration result for circuits of this class. In this section, we review
our construction of provenance circuits in [4], with some additional observations that will be
useful for updates. In particular, we show an independent balancing lemma on input trees,
which allows us to bound a parameter of the circuit called dependency size. We will extend
the formalism of this section to so-called hybrid circuits in the next section; and we will show
our enumeration result for such circuits in Sections 6 and 7.
Set circuits. We start with some preliminaries about circuits. A circuit C = (G, W, g0 , µ)
is a directed acyclic graph (G, W ) whose vertices G are called gates, whose edges W are
called wires, where g0 ∈ G is the output gate, and where µ is a function giving a type to each
gate of G (the possible types depend on the kind of circuit). The inputs to a gate g ∈ G are
inp(g) := {g 0 ∈ G | (g 0 , g) ∈ W } and the fan-in of g is its number of inputs |inp(g)|.
We define set-valued circuits, which are an equivalent rephrasing of the circuits in zerosuppressed semantics used in [4]. They can also be seen to be isomorphic to arithmetic
circuits, and generalize factorized representations used in database theory [27]. The type
function µ of a set-valued circuit maps each gate to one of ∪, ×, var. We require that ×-gates
have fan-in 0 or 2, and that var-gates have fan-in 0: the latter are called the variables of C,
with Cvar denoting the set of variables. Each gate g of C captures a set S(g) of assignments,
where each assignment is a subset of Cvar . These sets are defined bottom-up as follows:
For a variable gate g, we have S(g) := {{g}}.
S
For a ∪-gate g, we have S(g) := g0 ∈inp(g) S(g 0 ). In particular, if inp(g) = ∅ then S(g) = ∅.
For a ×-gate g with no inputs, we have S(g) := {{}}.
For a ×-gate g with two inputs g1 and g2 , we have S(g) := {A1 ∪ A2 | (A1 , A2 ) ∈
S(g1 ) × S(g2 )}, which we write S(g) := S(g1 ) ×rel S(g2 ) (this is the relational product).
The set S(C) captured by C is S(g0 ) for g0 the output gate of C. Note that each assignment
of S(C) is a satisfying assignment of C when seen in the usual semantics of monotone circuits.
Structural requirements. Before defining our provenance circuits, we introduce some structural restrictions that they will respect, and that will be useful for enumeration.
The first requirement is that the circuit is a d-DNNF. Our definition of d-DNNF is
inspired by [16] but applies to set-valued circuits, as in [4] (see also the z-st-d-DNNFs of [30]).
For each gate g of a set-valued circuit C, we define the domain dom(g) of g as the variable
gates having a directed path to g. In particular, for g ∈ Cvar , we have dom(g) = {g}, and
if inp(g) = ∅ then dom(g) = ∅. We now call a ×-gate g decomposable if it has no inputs or
if, letting g10 6= g20 be its two inputs, the domains dom(g10 ) and dom(g20 ) are disjoint. This
ensures that no variable of C occurs both in an assignment of S(g10 ) and in an assignment
of S(g20 ). We call a ∪-gate g deterministic if, for any two inputs g10 6= g20 of g, the sets S(g10 )
and S(g20 ) are disjoint, i.e., there is no assignment that occurs in both sets. We call C a
d-DNNF if every ×-gate g is decomposable and every ∪-gate g is deterministic. Under this
assumption, we can tractably compute the cardinality of the set S(C) captured by C.
The second requirement on circuits is called upwards-determinism and was introduced
in [3]. In that paper, it was used to show an improved memory bound; in the present paper,
we will always be able to enforce it. A wire (g, g 0 ) in a set-valued circuit C is called pure if:
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g 0 is a ∪-gate; or
g 0 is a ×-gate and, letting g 00 be the other input of g 0 , we have {} ∈ S(g 00 ), i.e., g 00 captures
the empty assignment.
We say that a gate g is upwards-deterministic if there is at most one gate g 0 such that (g, g 0 )
is pure. We call C upwards-deterministic if every gate of C is.
The third requirement concerns the maximal fan-in of circuits, which is simply defined
for a set-valued circuit C as the maximal fan-in of a gate of C. We will require that the
maximal fan-in is bounded by a constant.
The fourth and last requirement concerns a new parameter called dependency size. To
introduce this, we define the dependent gates ∆(g 0 ) of a gate g 0 in a set-valued circuit C
as the gates g such that there is a directed path from g 0 to g. Intuitively, the set S(g)
captured by g may then depend on the set S(g 0 ) captured by g 0 . The dependency size of C is
∆(C) := maxg∈C |∆(g)|, i.e., the maximal number of gates that are dependent on any given
gate g. We will require this parameter to be connected to the height of the input tree.
Set-valued provenance circuits. We can now define provenance circuits like in [4]. A
set-valued circuit C is a provenance circuit of a MSO query Q(X1 , . . . , Xm ) on a Γ-tree T if:
The variables of C correspond to the possible singletons, formally: Cvar = {hXi : ni | 1 ≤
i ≤ m and n ∈ T }; and
The set of assignments captured by C is the output of Q on T , formally: S(C) = Q(T ).
Equivalently, for any tuple B = (B1 , . . . , Bm ) of subsets of T , we have T |= Q(B) iff the
assignment {hXi : ni | 1 ≤ i ≤ m and n ∈ Bi } is in S(C).
I Example 4.1. Consider the unlabeled tree T of Figure 1, the alphabet Γ = {B}, and
the MSO query Q(x) with one free first-order variable asking for the leaf nodes whose
B-annotation is different from that of its parent (i.e., the node carries label B and the parent
does not, or vice-versa). Consider the labeling λ mapping 1 to {B} and 2 and 3 to ∅. A
set-valued circuit capturing the provenance of Q on (T, λ) is given in Figure 2.
We then know from [3] that provenance circuits can be computed efficiently, and they
can be made to respect our structural requirements:
I Theorem 4.2 (from [4], Theorem 7.3). For any fixed MSO query Q(X) on Γ-trees, given
a Γ-tree T , we can compute in time O(|T |) a set-valued provenance circuit C of Q on T .
Further, C is a d-DNNF, it is upwards-deterministic, its maximal fan-in is constant, and its
dependency size is in O(h(T )), where h denotes the height of T .
Proof sketch. We recall the main proof technique: we convert Q to a bottom-up deterministic
tree automaton A on Γ-trees, and we add nodes to T to describe the possible valuations
of variables. The provenance circuit C then captures the possible ways that A can read T
depending on the valuation: we compute it with the construction of [6], and is a d-DNNF
thanks to automaton determinism (see [2]). Upwards-determinism is shown like in [3].
The bounds on fan-in and dependency size are not stated in [4, 3] but already hold there.
Specifically, the maximal fan-in is a function of the transition function of A, i.e., it does not
depend on T . The bound on dependency size holds because C is constructed following the
structure of T : we create for each tree node a gadget whose size depends only on A, and
we connect these gadgets precisely following the structure of T , so that ∆(g) for any gate g
of C can only contain gates from the node n of g or from ancestors of n in the tree.
J
In the context of updates, the bound of dependency size will be crucial: intuitively, it
describes how many gates need to be updated when an update operation modifies a gate
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of the circuit. As this bound depends on the height of the input tree, we will conclude this
section by a balancing lemma that ensures that this height can always be made logarithmic
(which matches our desired update complexity). We will then add support for updates in the
next section by extending circuits to hybrid circuits.
Balancing lemma. Our balancing lemma is a general observation on MSO query evaluation
on trees, and is in fact completely independent from provenance circuits. It essentially says
that the input tree can be assumed to be balanced. Formally, we will show that we can
rewrite any MSO query Q on Γ-trees to an MSO query Q0 on a larger tree alphabet Γ0 so
that any input tree T for Q can be rewritten in linear time to a balanced tree T 0 on which Q0
returns exactly the same output. Because we intend to support update operations, the input
tree T will be unlabeled, and the rewritten tree T 0 will work for any labeling of T . Formally:
I Lemma 4.3. For any tree alphabet Γ and MSO query Q(X) on Γ-trees, we can compute a
tree alphabet Γ0 ⊇ Γ and MSO query Q0 (X) on Γ0 -trees such that the following holds. Given
any unlabeled tree T with node set N , we can compute in linear time a Γ0 -tree (T 0 , λ0 ) with
node set N 0 ⊇ N , such that h(T 0 ) = O(log |T |) and such that, for any labeling function
λ : T → 2Γ , we have Q(λ(T )) = Q0 (λ00 (T 0 )), where λ00 (n) maps n ∈ T 0 to λ(n) if n ∈ T and
λ0 (n) otherwise.
Proof sketch. We prove Lemma 4.3 by seeing the input tree T as a relational structure I
of treewidth 1, and invoking the result by Bodlaender [13] to compute in linear time a
constant-width tree decomposition of I which is of logarithmic height. We then translate the
query Q to a MSO query Q0 on tree encodings of this width, and compute from T the tree
encoding T 0 corresponding to the tree decomposition (we rename some nodes of T 0 to ensure
that the nodes of T are reflected in T 0 ). Note that the balanced tree decompositions of [13]
were already used for similar purposes elsewhere, e.g., in [19], end of Section 2.3.
J

5

Hybrid Circuits for Updates

In this section, we extend set-valued circuits to support updates, defining hybrid circuits.
We then extend Theorem 4.2 for these circuits. Last, we introduce a new structural notion
of homogenization of hybrid circuits and show how to enforce it. We close the section by
stating our main enumeration result on hybrid circuits, which implies our main theorem
(Theorem 3.1), and is proved in the two next sections.
Hybrid circuits. A hybrid circuit is intuitively similar to a set-valued circuit, but it additionally has Boolean variables (which can be toggled when updating), Boolean gates (∧, ∨,
¬), and gates labeled  which keep or discard a set of assignments depending on a Boolean
value. Formally, a hybrid circuit C = (G, W, g0 , µ) is a circuit where the possible gate types
are svar (set-valued variables), bvar (Boolean variables), ∪, ×, , ∧, ∨, and ¬. We call a
gate Boolean if its type is bvar, ∧, ∨, or ¬; and set-valued otherwise. We require that the
output gate g0 is set-valued and that the following conditions hold:
svar-gates and bvar-gates have fan-in exactly 0;
All inputs to ∧-gates, ∨-gates, and ¬-gates are Boolean, and ¬-gates have fan-in exactly 1;
All inputs to ∪ and ×-gates are set-valued, and ×-gates have fan-in either 0 or 2;
-gates have one set-valued input and one Boolean input (so they have fan-in exactly 2).
We write Cbvar to denote the gates of C of type bvar, called the Boolean variables, and define
likewise the set-valued variables Csvar . An example hybrid circuit is illustrated in Figure 3.
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Figure 2 Example set circuit.

Figure 1 Example unlabeled tree.
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∪




¬
¬
hB:2i hx: 2i hB:3i hx: 3i hB:2i hx: 2i hB:3i hx: 3i

Figure 3 Example hybrid circuit. Boolean gates are squared,
set-valued gates are circled, and variables are repeated.

∪

∪

hx: 2i hx: 3i
Figure 4 Example
switchboard.

Unlike set-valued circuits, which capture only one set of assignments, hybrid circuits
capture several different sets of assignments, depending on the value of the Boolean variables
(intuitively corresponding to the tree labels). This value is given by a valuation of C, i.e.,
a function ν : Cbvar → {0, 1}. Given such a valuation ν, each Boolean gate g captures a
Boolean value Vν (g) ∈ {0, 1}, computed bottom-up in the usual way: we set Vν (g) := ν(g)
for g ∈ Cbvar , and otherwise Vν (g) is the result of the Boolean operation given by the type
µ(g) of g, applied to the Boolean values Vν (g 0 ) captured by the inputs g 0 of g (in particular,
a ∧-gate with no inputs always has value 1, and a ∨-gate with no inputs always has value 0).
We then define the evaluation of C under ν as the set-valued circuit ν(C) obtained as
follows. First, replace each Boolean gate g of C by a ×-gate with no inputs (capturing {{}})
if Vν (g) = 1, and by a ∪-gate with no inputs (capturing ∅) if Vν (g) = 0. Second, relabel
each -gate g of C to be a ×-gate. Using ν(C), for each set-valued gate g of C, we define
the set captured by g under ν: it is the set of assignments (subsets of Csvar ) that g captures
in ν(C). The set Sν (C) captured by C under ν is then Sν (g0 ), for g0 the output gate of C.
We last lift the structural definitions from set-valued circuits to hybrid circuits. The
maximal fan-in and dependency size of a hybrid circuit are defined like before (these definitions
do not depend on the kind of circuit). A hybrid circuit C is a d-DNNF, resp. is upwardsdeterministic, if for every valuation ν of C, the set-valued circuit ν(C) has the same property.
For instance, the hybrid circuit in Figure 3 is upwards-deterministic and is a d-DNNF.
Hybrid provenance circuits. We can now use hybrid circuits to define provenance with
support for updates. The set-valued variables of the circuit will correspond to singletons
as before, describing the interpretation of the free variables of the query; and the Boolean
variables stand for a different kind of singletons, describing which labels are carried by each
node. To describe this formally, we will consider an unlabeled tree T , and define a labeling
assignment of T for a tree alphabet Γ as a set of singletons of the form hl : ni where l ∈ Γ
and n ∈ T . Given a labeling assignment α, we can define a labeling function λα for T , which
maps each node n ∈ T to λ(n) := {l ∈ Γ | hl : ni ∈ α}. Now, we say that a hybrid circuit C
is a provenance circuit of a MSO query Q(X1 , . . . , Xm ) on an unlabeled tree T if:
The set-valued variables of C correspond to the possible singletons in an assignment,
formally Csvar = {hXi : ni | 1 ≤ i ≤ m and n ∈ T };
The Boolean variables of C correspond to the possible singletons in an update assignment,
formally Cbvar = {hl : ni | l ∈ Γ and n ∈ T };
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For any labeling assignment α, let να be the Boolean valuation of Cbvar mapping each
hl : ni to 0 or 1 depending on whether hl : ni ∈ α or not, and let λα be the labeling function
on T defined as above. Then we require that the set of assignments Sνα (C) captured
by C under να is exactly the output of Q on λα (T ), formally, Sνα (C) = Q(λα (T )).
In other words, for each labeling λ of the tree T , considering the valuation ν that sets the
Boolean variables of C accordingly, then ν(C) is a provenance circuit for Q on λ(T ).
I Example 5.1. Recall the query Q(x) and alphabet Γ = {B} of Example 4.1, and the tree T
of Figure 1. A hybrid circuit C capturing the provenance of Q on T is given in Figure 3
(with variable gates being drawn at multiple places for legibility): square leaves correspond
to Boolean variables testing node labels, and circle leaves correspond to set-valued variables
capturing a singleton of the form hx: ni for some n ∈ T . In particular, for the labeling λ of
Example 4.1, the corresponding valuation ν maps hB:1i to 1 and hB:2i and hB:3i to 0, and
the evaluation ν(C) of C under ν captures the same set as the circuit of Figure 2.
We can now extend Theorem 4.2 to compute a hybrid provenance circuit as follows:
I Theorem 5.2. For any fixed MSO query Q(X) on Γ-trees, given an unlabeled tree T ,
we can compute in time O(|T |) a hybrid provenance circuit C which is a d-DNNF, is
upwards-deterministic, has constant maximal fan-in, and has dependency size in O(h(T )).
Proof sketch. The proof is analogous to that of Theorem 4.2. The only difference is that the
automaton now reads the label of each node as if it were a variable, so that the provenance
circuit C also reflects these label choices as Boolean variables.
J
Homogenization. We will make enumeration simpler by imposing one last requirement
on hybrid circuits. A hybrid circuit C is homogenized if there is no valuation ν of C and
set-valued gate g of C such that {} ∈ Sν (g). Note that the requirement does not apply to
the Boolean gates of C, nor to the gates that replace them in evaluations ν(C) of C, so it
equivalently means that C does not contain ×-gates with no inputs. Intuitively, set-valued
gates in C that capture the empty assignment would waste time in the enumeration. We will
show that we can rewrite circuits in linear time to make them homogenized, while preserving
our requirements; but we need to change our definitions slightly to ensure that the circuit can
still capture the empty assignment overall. To do so, we add the possibility of distinguishing
a Boolean gate g1 of a hybrid circuit C as its secondary output; in this case, given a valuation
ν of C, the set Sν (C) captured by C under ν is Sν (C) plus the empty assignment {} if the
secondary output g1 evaluates to 1, i.e., if Vν (g1 ) = 1. We say that two hybrid circuits C
0
0
and C 0 (with or without secondary outputs) are equivalent if Cbvar = Cbvar
, Csvar = Csvar
,
0
and for any valuation ν of C, we have Sν (C) = Sν (C ). We then have:
I Lemma 5.3. For any hybrid circuit C, we can build in linear time a hybrid circuit C 0 with
a secondary output g1 , such that C 0 is homogenized and it is equivalent to C. Further, if C
is a d-DNNF and is upwards-deterministic, then so is C 0 ; if C has bounded fan-in then the
same holds of C 0 ; and we have ∆(C 0 ) = O(∆(C)).
Proof sketch. This is shown analogously to homogenization in [4], which follows the technique
of Strassen [29] (only done for two “layers”, namely, empty and non-empty assignments). J
Hence, up to linear-time processing, we can additionally assume that the circuits of
Theorem 5.2 are homogenized. We can now use this theorem, the lemma above, and
Lemma 4.3, to reduce enumeration for MSO on trees (as in our main theorem, Theorem 3.1)
to the task of enumerating the set captured by a hybrid circuit satisfying some structural
properties. The result that we need is the following (we prove it in the next two sections):
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I Theorem 5.4. Given an upwards-deterministic, d-DNNF, homogenized hybrid circuit C
with constant fan-in, given an initial Boolean valuation ν of Cbvar , there is an enumeration
algorithm with linear-time preprocessing to enumerate the set Sν (C) captured by C under ν,
with linear delay and memory in each produced assignment, and with update time in O(∆(C)):
an update consists here of toggling one value in ν.

6

Enumerating Assignments of Hybrid Circuits

In this section and the next, we prove Theorem 5.4 by giving an algorithm for enumeration
under updates. We start by describing the preprocessing phase, computing two simple
structures: a shortcut function and a partial evaluation; we also explain how this index can
be efficiently updated. We then describe an algorithm for the enumeration phase, which
needs an additional index structure to achieve the required delay. We close the section by
presenting the missing index, called a switchboard. The switchboard must support a kind
of reachability queries with a specific algorithm for enumeration under updates: we give a
self-contained presentation of this scheme in the next section.
Preprocessing phase: shortcuts and partial evaluation. The first index structure that we
precompute on our hybrid circuit C consists of a shortcut function to avoid wasting time in
chains of -gates. For each -gate g, we precompute the one set-valued gate, called δ(g)
which is not a -gate and which has a directed path to g going only through -gates. The
function δ can clearly be computed in a linear-time bottom-up pass during the preprocessing,
and it will never need to be updated (it does not depend on ν). For notational convenience,
we extend δ by setting δ(g) := g for any set-valued gate g which is not a -gate.
The second index structure that we precompute is a partial evaluation, which depends on
the valuation ν: it is a function ων from the gates of C to {0, 1} satisfying the following:
For every Boolean gate g, we have ων (g) = Vν (g).
For every set-valued gate g, we have ων (g) = 1 iff Sν (g) is non-empty.
The function ων is intuitively an evaluation of the Boolean gates in the circuit, extended to
the set-valued gates to determine whether their set is empty or not. We can easily compute ων
bottom-up from ν. Further, whenever ν is changed on a Boolean variable gate g, we can
update ων by recomputing it bottom-up on ∆(g). Formally:
I Lemma 6.1. Given a hybrid circuit C of constant fan-in, given a valuation ν of C, we
can compute ων in linear time from ν and C. Further, for any g ∈ Cbvar , letting ν 0 be the
result of toggling the value of ν on g, we can update ων to ων 0 in time O(∆(g)).
Hence, we can compute ων and δ in the preprocessing and maintain them under updates.
Enumeration phase. We can use the shortcut function and partial evaluation to enumerate
the assignments in the set Sν (C) of our hybrid circuit C. Of course, if ων (g0 ) = 0 then we
detect in constant time that there is nothing to enumerate. Otherwise, the enumeration
scheme proceeds essentially like in [4]; to achieve the right delay bounds, it will need an
additional index that we will present later. We start by enumerating Sν (g0 ), and describe
what happens when we try to enumerate Sν (g) for a set-valued gate g; we will always ensure
that ων (g) = 1. The base case is when g is a set-valued variable, in which case the only
assignment to enumerate is {g}. There are three induction cases: ×-gates, -gates, and
∪-gates.
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First, assume that g is a ×-gate. As C is homogenized, g has two inputs g1 and g2 . Then
we have Sν (g) = Sν (g1 )×rel Sν (g2 ). Hence, we can simply enumerate Sν (g) as the lexicographic
product of Sν (g1 ) and Sν (g2 ). In particular, as ων (g) = 1, we have ων (g1 ) = ων (g2 ) = 1, so
neither set is empty. Formally, we have the following lemma:
I Lemma 6.2. For any ×-gate g with inputs g1 and g2 , if we can enumerate Sν (g1 ) and
Sν (g2 ) with delay and memory respectively θ1 and θ2 , then we can enumerate Sν (g) with
delay and memory θ1 + θ2 + c for some constant c.
Note that the constant c paid at the ×-gate is not a problem to achieve linear delay
and memory, because it is paid at most n − 1 times when enumerating an assignment A of
size n. Indeed, C is homogenized, so A is always split non-trivially at each ×-gate, and g is
decomposable in ν(C), so the two sub-assignments never share any variable.
Second, assume that g is a -gate. As ων (g) = 1, we clearly have Sν (g) = Sν (δ(g)).
Hence, we can simply follow the pointer to δ(g) and enumerate Sν (δ(g)). Intuitively, the cost
of this operation can be covered by that of g, because δ(g) can no longer be a -gate.
I Lemma 6.3. For any -gate g, if we can enumerate Sν (δ(g)) with delay and memory θ,
then we can enumerate Sν (g) with delay and memory θ + c for some constant c.
Third, assume that g is a ∪-gate g. Naively, we can enumerate Sν (g) as the union
of the Sν (g 0 ) for the inputs g 0 of g for which ων (g 0 ) = 1 (this union is disjoint thanks to
determinism). This is correct, but does not satisfy the delay bounds, because g 0 may be
another ∪-gate. A more clever scheme is to to “jump” to the ×-gate or set-valued variable
gates on which Sν (g) depends. Let us accordingly call exits the gates of these two types.
The set Sν (g) can then be expressed as a union of Sν (g 0 ) for the exits g 0 that have a directed
path of ∪-gates and -gates to g. We introduce definitions to “collapse” these paths.
The first definition collapses paths of -gates. There is a -path from a set-valued gate g 0
to a set-valued gate g =
6 g 0 , written g 0 →∗ g, if there is a directed path g 0 = g1 → · · · → gn = g
in C such that g2 , . . . , gn−1 are all -gates. In particular, a wire (g 0 , g) between set-valued
gates implies g 0 →∗ g (take n = 2), and δ(g) →∗ g whenever δ(g) 6= g. When g is a
∪-gate, there are two cases, depending on ν. First, we may have ων (gn−1 ) = 1, and then
ων (g 0 ) = 1 and Sν (g 0 ) contributes to Sν (g): we call the path live under ν. Second, we may
have ων (gn−1 ) = 0, and then Sν (g 0 ) does not contribute to Sν (g) via this path.
The second definition collapses paths of ∪-gates. An ∪-path from a set-valued gate g 0 to
a set-valued gate g 6= g 0 is a sequence g 0 = g1 →∗ · · · →∗ gn = g in C, where g2 , . . . , gn−1
are all ∪-gates and there is a -path between any two consecutive gates. The path is live
under ν if there is a live -path under ν between any two consecutive gates.
We now use these definitions to express Sν (g) as a function of the set of exits under ν
of g in C, written Dgν , which is the set of exits g 0 having a live ∪-path to g under ν in C:
I Lemma 6.4. For any valuation ν and ∪-gate g, we have Sν (g) =
this union is disjoint and all its terms are nonempty.

S

g 0 ∈Dgν

Sν (g 0 ). Further,

Hence, we can enumerate Sµ (g) for a ∪-gate g by enumerating Dgν and the set Sν (g 0 ) for
each g 0 in Dgν . Note that g 0 is an exit, i.e., a variable or a ×-gate; so we make progress.
I Lemma 6.5. For any ∪-gate g, if we can enumerate Dgν with delay and memory c, and
can enumerate Sν (g 0 ) for every g 0 ∈ Dgν with delay and memory θ, then we can enumerate
Sν (g) with delay and memory θ + c + c0 for some constant c0 .
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We have described our enumeration scheme in Lemmas 6.2, 6.3, and 6.5. The only
missing piece is to enumerate, for each ∪-gate g, the set Dgν of exits under ν of g, with
constant delay and memory. To do so, we will need additional preprocessing. We will rely on
upwards-determinism, and extend the tree-based index of [3] to support updates. We first
present an additional structure, called the switchboard, that we compute in the preprocessing;
and we explain in the next section an indexing scheme that we perform on this structure.
Switchboard. Our third index component in the preprocessing is called the switchboard. It
consists of a directed graph B = (V, E) called the panel, which does not depend on ν (so
it does not need to be updated), and a valuation βν : E → {0, 1} called the wiring. The
panel B = (V, E) is defined as follows: V consists of all ∪-gates, ×-gates, and svar-gates,
and E ⊆ V × V contains the edge (δ(g 0 ), g) for each wire (g 0 , g) of C such that g is a ∪-gate.
This implies that the maximal fan-in of B is no greater than that of C, and it implies that B
is a DAG. The wiring βν maps every edge (g 0 , g) of B to 1 if there is a -path from g 0 to g
in C which is live under ν, and 0 otherwise. We can use ων to compute the switchboard, and
to update it in time O(∆(C)) whenever ν is updated by toggling a gate of Cbvar . Formally:
I Lemma 6.6. The switchboard can be computed in linear time given C and ν, and we can
update it in time O(∆(C)) when toggling any gate in ν.
We now explain how we use the switchboard to enumerate, given a ∪-gate g, the set Dgν
of the exits g 0 having a live ∪-path to g under ν. In terms of the switchboard, we must
enumerate the exits g 0 that have a path to g in B whose edges are all mapped to 1 by βν .
Hence, we must solve the following enumeration task on the switchboard: letting βν (B)
be the DAG of edges of B mapped to 1 by βν , we are given a gate g of B, and we must
enumerate all exit gates g 0 of B (i.e., the ×-gates or svar-gates) that have a directed path
to g in βν (B). Further, we must be able to handle updates on βν (B), as given by updates
on ν. Fortunately, thanks to upwards-determinism, this problem is easier than it looks:
I Claim 6.7. For any valuation ν of the hybrid circuit C, the DAG βν (B) is a forest.
I Example 6.8. Figure 4 describes the switchboard for the hybrid circuit C of Figure 3.
The edges of the switchboard correspond to -paths. The switchboard itself is not a forest;
however, for every valuation of C, the -paths that are live must always form a forest.
Thus, what we need is a constant-delay reachability index on forests that can be updated
efficiently when adding and removing edges to the forest. This is the focus of the next section.

7

Reachability Indexing under Updates

In this section, we present our indexing scheme for reachability on forests under updates.
The construction in this section is independent from what precedes. For convenience, we will
orient the edges of the forest downwards, i.e., the reverse of the previous section (so g is the
parent of g 0 in the forest if there is an edge from g 0 to g in the switchboard). We first define
the problem and state the enumeration result, and then sketch the proof.
Definitions and main result. A reachability forest F = (V, E, X) is a directed graph (V, E)
where V is the vertex set, E ⊆ V × V are the edges, and X ⊆ V is a subset of vertices
called exits. When (v, v 0 ) ∈ E, we call v a parent of v 0 , and v 0 a child of v. We impose three
requirements on F : (i.) the graph (V, E) is a forest, i.e., each vertex of V has at most one
parent; (ii.) there is a constant degree bound c ∈ N such that every vertex has at most c
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children; (iii.) every exit v ∈ X is a leaf, i.e., a vertex with no children. We will call trees
the connected components of F . For convenience, we assume that F is ordered, i.e., there is
some total order < on the children of every node.
Given a reachability forest F = (V, E, X) and a vertex v ∈ V , we write reach(v) for the
set of exits reachable in F from v, i.e., the vertices of X to which v has a directed path.
These are the sets that we wish to enumerate efficiently, allowing two kinds of updates on the
edges E of F . First, a delete operation is written −E 0 for a set E 0 ⊆ E, and F = (V, E, X)
is updated to F − E 0 := (V, E \ E 0 , X); it is still a reachability forest. Second, an insert
operation is written +E 0 for some E 0 ⊆ V × V , and we require that the update result
F + E 0 := (V, E ∪ E 0 , X) still satisfies the three requirements above (with the same degree
bound). In terms of the order < on children, when we remove edges, we take the restriction
of < in the expected way, and when we insert edges, we add each new child at an arbitrary
position in <. We then introduce ancestry to measure the impact of updates (analogously to
dependency size): the ancestry AF (v) of v ∈ V is the set of vertices of F that have a directed
S
path to v, and the ancestry AF (E 0 ) for E 0 ⊆ V × V is (v,w)∈E 0 AF (v). We then have:
I Theorem 7.1. Given a reachability forest F , there is an enumeration algorithm with
linear-time preprocessing such that: (i.) given any v ∈ V , we can enumerate reach(v) with
constant delay and memory; (ii.) given an update ±E 0 , we can apply it (replacing F by
F ± E 0 and updating the index) with update time in O(AF (E 0 )).
Note how we can insert (or delete) many edges at the same time, paying only once the
price AF (E 0 ): this point is used in the proof of Theorem 5.4 to bound the total cost of each
update on the circuit. We sketch the proof of Theorem 7.1 in the rest of this section.
Construction for Theorem 7.1. Our index structure follows the one used to prove Proposition F.4 of [3]: it maps every v ∈ V to a pointer firstF (v) and a pointer lastF (v), called the
first and last pointer; and maps every exit v ∈ X to a pointer nextF (v) called the next pointer.
These pointers are defined using the order <0 given by a preorder traversal of F following <.
Specifically, firstF (v) is the first exit v 0 ∈ reachF (v) according to <0 , and lastF (v) is the last
such exit; if reachF (v) = ∅ then both pointers are null. Now, nextF (v) for v ∈ X is the exit
v 0 ∈ X in the tree of v which is the successor of v according to <0 ; if v is the last exit of its
tree, then nextF (v) is null. If we know these pointers, we can enumerate reachF (v) for any
v ∈ V with constant delay and memory as in [3]: if firstF (v) is null then there is nothing to
enumerate, otherwise start at v− := firstF (v), memorize v+ := lastF (v), and enumerate the
reachable exits following the next pointers from v− until reaching v+ . Hence, to conclude
the proof of Theorem 7.1, it suffices to compute and update these pointers efficiently:
I Lemma 7.2. Given a reachability forest F , we can compute the first, last, and next pointers
of all vertices in time O(|F |). Further, for any update ±E 0 , we can apply it and update the
pointers in time O(AF (E 0 )).
Proof sketch. The first and last pointers are computed bottom-up in linear time: for a leaf v,
they either point to v if v ∈ X or to null otherwise; for an internal vertex v, we set firstF (v)
as firstF (v 0 ) for the smallest child v 0 of v in the order <0 with a non-null first pointer (or null
if all first pointers of children are null), and we set lastF (v) analogously, using the last pointer
of the largest child of v in the order <0 for which the last pointer is non-null. Further, given
an update ±E 0 , the first and last pointers need only to be updated in AF (E 0 ), and we can
recompute them there with the same bottom-up scheme.
The next pointers are also computed bottom-up in linear time: at each internal vertex v,
we go over its children and stitch together the sequences of next pointers of their subtrees.
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Specifically, when lastF (v1 ) is not null for a child v1 , we find the next child v2 for which
firstF (v2 ) is not null, and set nextF (lastF (v1 )) := firstF (v2 ). Again, for an update ±E 0 , we
recompute the next pointers by processing AF (E 0 ) bottom-up in a similar fashion.
J

8

Applications

We have finished the proof of our main result (Theorem 3.1), and now explain how it applies
to query languages motivated by applications. Specifically, we show how to extend our
techniques to support aggregate queries in arbitrary semirings, following the ideas of semiring
provenance [21] and provenance circuits [17]. We then extend this to group-by queries, and
last explain how updates are useful to support parameterized queries. Throughout this section,
unlike the rest of the paper, we only study MSO queries with free first-order variables.
Aggregate queries. We will describe aggregation operators using a general structure called
a semiring (always assumed to be commutative). It consists of a set K (finite or infinite),
two binary operations ⊕ and ⊗, and distinguished elements 0K , 1K ∈ K. We require that
(K, ⊕) and (K, ⊗) are commutative monoids with neutral elements respectively 0K and 1K ;
that ⊗ distributes over ⊕, and that 0K is absorptive for ⊗, i.e., 0K ⊗ a = 0K for all a ∈ K.
We always assume that evaluating ⊕ or ⊗ take constant time, and that elements from K take
constant space. Examples of semirings include the natural numbers N with usual addition
and product (assumed to take unit time in the RAM model); or the security semiring [20],
the tropical semiring [17], etc. Note that sets of assignments with union and relational
product are also a semiring, but one that does not satisfy our constant-space assumption.
To define aggregation in a semiring K on a tree T , we consider a mapping ρ : T → K
N
giving a value in K to each node. We extend ρ to tuples b of T by setting ρ(b) := n∈b ρ(n);
N
to assignments A on some first-order variable set x by setting ρ(A) := hxi :ni∈A ρ(n); and to
L
sets S of assignments by setting ρ(S) := A∈S ρ(A). An aggregate query on Γ-trees consists
of a semiring K (satisfying our assumptions) and of a MSO query Q(x) on Γ-trees. Given a
Γ-tree T and a mapping ρ : T → K, the aggregate output Qρ (T ) of Q on T under ρ is ρ(Q(T )),
where Q(T ) is the output of Q on T as we studied so far, i.e., the set of assignments A such
that T |= Q(A). Aggregate MSO queries on trees were already studied, e.g., by Arnborg and
Lagergren [7], but our techniques allow us to handle updates:
I Theorem 8.1. For any aggregate query Q(x) on Γ-trees with semiring K, given a Γ-tree T
and mapping ρ : T → K, we can compute Qρ (T ) in time O(|T |), and recompute it in time
O(log |T |) after any update that relabels a node of T or that changes ρ(n) for a node n of T .
Proof sketch. We adapt hybrid circuits by replacing set-valued gates by K-valued gates.
Now, the set Sν (g) captured by a gate g under a Boolean valuation ν is an element of K,
so we can simplify our linear-time preprocessing by making ων compute exactly Sν (g) for
each gate g. We can then handle updates to ν as before, and handle updates to ρ by
recomputing ων bottom-up. All of this still relies on the balancing lemma (Lemma 4.3). J
One important application of this result is maintaining the number of query answers
under updates, a question left open by [24]. We answer the question for relabeling updates
(and in the set semantics), using the semiring N and mapping each node to 1 with ρ:
I Corollary 8.2. For any MSO query Q(x) on Γ-trees, given a Γ-tree T , we can compute the
number |Q(T )| of answers of Q on T in time O(|T |), and we can update it in time O(log |T |)
after a relabeling of T .
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However, we can also use Theorem 8.1 for more complex aggregation semirings:
I Example 8.3. Let Γ = {A, B}, let Q(x) be a MSO query with one variable that selects
some tree nodes (e.g., select the B-labeled nodes which are descendants of some A-labeled
node), let (T, λ) be a Γ-tree, and let χ be a function that maps each node of T to an element
of the set D of floating-point numbers (with fixed precision). We can compute in linear time
the average of χ(n) for the nodes n such that T |= Q(n), and update it in logarithmic time
when relabeling a node of T or changing a value of χ. This follows from Theorem 8.1: we use
the semiring of pairs in N × D and the mapping ρ : n 7→ (1, χ(n)) to compute and maintain
the number of selected nodes and the sum of their χ-images, from which we can deduce the
average in constant time.
Group-by. We have adapted our techniques to show results for aggregate queries under
updates. However, supporting updates is also useful for group-by queries. A group-by query
consists of a MSO query Q(x, y) on Γ-trees with two tuples of first-order variables, and of a
semiring K. A group on a Γ-tree T is a set of tuples G(b) := {(b, c) | T |= Q(b, c)} for some
tuple b of nodes of T . The output Qρ (T ) of Q on T under a mapping ρ : T → K contains
one pair (b, ρ(G(b))) for each tuple b such that G(b) is non-empty.
I Example 8.4. Consider a MSO query Q(x, y) and the semiring N. The output of Q on a
Γ-tree T under a mapping ρ contains one pair per n ∈ T , annotated with the sum of ρ(n0 ) for
n0 ∈ T such that T |= Q(n, n0 ), where we exclude the nodes n for which the sum is empty.
I Theorem 8.5. For any group-by query Q(x, y) and semiring K, given a Γ-tree T and
ρ : T → K, we can enumerate Qρ (T ) with linear-time preprocessing and delay in O(log |T |)
Proof sketch. We use two enumeration structures. First, we prepare the structure of
Theorem 8.1 for Q(x, y) but writing the valuation of x as part of the tree label. Second, we
enumerate the non-empty groups with constant delay using Theorem 3.1 on ∃y Q(x, y). For
each tuple b in the output of the second structure, letting G(b) be the corresponding group,
we update the first structure to compute ρ(G(b)) in time O(log |T |).
J
Parameterized queries. We conclude by presenting another kind of practical queries that
we can support thanks to updates. A parameterized MSO query Q(x, y) on Γ-trees has
two kinds of first-order variables, like group-by: we call x the parameters. The idea is that,
given a Γ-tree T , the user chooses a tuple b to instantiate the parameters x, and we must
enumerate efficiently the results of Q(b, y); however the user can change their mind and
modify b to change the value of the parameters. We know by Theorem 3.1 that we can
support these queries efficiently: after a linear-time preprocessing of T , we can enumerate the
results of Q(b, y) with constant delay; and we can react to changes to b in time O(log |T |)
by performing an update on the enumeration structure.

9

Conclusion

We have studied MSO queries on trees under relabeling updates, and shown how to enumerate
their answers with linear-time preprocessing, delay and memory linear in each valuation,
and update time logarithmic in the input tree. We have shown this by extending our circuitbased approach [4] to hybrid circuits, and we have deduced consequences for practical query
languages, in particular for efficient aggregation. Our results have another technical property
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that we have not presented in the main text: like those of [24], they are also tractable in the
size of the query when representing it as a deterministic automaton.
The main direction for future work would be to extend our result to support insertions and
deletions of leaves, like [24], hopefully preserving our improved bounds: while deletions can
be emulated with relabelings, insertions are trickier. Such a result was very recently shown
in [25] for the case of words rather than trees. We believe that many of our constructions on
trees should adapt to insertions and deletions. The main challenge is to extend Lemma 4.3,
which we believe to be an interesting question in its own right: the technique of [10] may be
applicable here, although it would lead to an O(log2 n) update time.
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Abstract
Several query evaluation tasks can be done via knowledge compilation: the query result is compiled as a lineage circuit from which the answer can be determined. For such tasks, it is important
to leverage some width parameters of the circuit, such as bounded treewidth or pathwidth, to convert the circuit to structured classes, e.g., deterministic structured NNFs (d-SDNNFs) or OBDDs.
In this work, we show how to connect the width of circuits to the size of their structured representation, through upper and lower bounds. For the upper bound, we show how bounded-treewidth
circuits can be converted to a d-SDNNF, in time linear in the circuit size. Our bound, unlike
existing results, is constructive and only singly exponential in the treewidth. We show a related
lower bound on monotone DNF or CNF formulas, assuming a constant bound on the arity (size of
clauses) and degree (number of occurrences of each variable). Specifically, any d-SDNNF (resp.,
SDNNF) for such a DNF (resp., CNF) must be of exponential size in its treewidth; and the
same holds for pathwidth when compiling to OBDDs. Our lower bounds, in contrast with most
previous work, apply to any formula of this class, not just a well-chosen family. Hence, for our
language of DNF and CNF, pathwidth and treewidth respectively characterize the efficiency of
compiling to OBDDs and (d-)SDNNFs, that is, compilation is singly exponential in the width
parameter. We conclude by applying our lower bound results to the task of query evaluation.
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Introduction

Uncertainty and errors in data can be modeled using probabilistic databases [39], annotating
every tuple with a probability of existence. Query evaluation on probabilistic databases must
then handle the uncertainty by computing the probability that each query result holds. A
common technique to evaluate queries on probabilistic databases is the intensional approach:
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first compute a representation of the lineage of the query on the database, which intuitively
describes how the query depends on the possible database facts; then use this lineage to
compute probabilities efficiently. Specifically, the lineage can be computed as a circuit [32],
and efficient probability computation can be achieved by restricting to tractable circuit
classes via knowledge compilation. Thus, to evaluate queries on probabilistic databases, we
can use knowledge compilation algorithms to translate circuits to tractable classes; conversely,
lower bounds in knowledge compilation can identify the limits of the intensional approach.
In this paper, we study the relationship between two kinds of tractable circuit classes in
knowledge compilation: width-based classes, specifically, bounded-treewidth and boundedpathwidth circuits; and structure-based classes, specifically, OBDDs (ordered binary decision
diagrams [17], following a variable order) and d-SDNNFs (structured deterministic decomposable negation normal forms [35], following a v-tree). Circuits of bounded treewidth can be
obtained as a result of practical query evaluation [4, 6, 30], whereas OBDDs and d-DNNFs
have been studied to show theoretical characterizations of the query lineages they can represent [31]. Both classes enjoy tractable probabilistic computation: for width-based classes,
using message passing [33], in time linear in the circuit and exponential in the treewidth; for
OBDDs and d-SDNNFs, in linear time by definition of the class [22]. Hence the question
that we study: can we compile width-based classes efficiently into structure-based classes?
We first study how to perform this transformation, and show corresponding upper
bounds. Existing work has already studied the compilation of bounded-pathwidth circuits
to OBDDs [32], which can be made constructive [7, Lemma 6.9]. Accordingly, we focus on
compiling bounded-treewidth circuits to d-SDNNF circuits. Our first contribution, stated in
Section 3 and proved in Section 4, is to show the following:
I Result 1 (Theorem 5). Given as input a Boolean circuit C of treewidth k, we can compute
a d-SDNNF equivalent to C in time O(|C| × f (k)) where f is singly exponential.
The algorithm transforms the input circuit bottom-up, considering all possible valuations of
the gates in each bag of the tree decomposition, and keeping track of additional information to
remember which guessed values have been substantiated by a corresponding input. Our result
relates to a recent theorem of Bova and Szeider in [16], except that our bound depends on |C|
(the circuit size) whereas their bound depends on the number of variables of C. In exchange
for this, we improve on their result in two ways. First, our result is constructive, whereas [16]
only shows a bound on the size of the d-SDNNF, without bounding the complexity of
effectively computing it. Second, our bound is singly exponential in k, whereas [16] is
doubly exponential; this allows us to be competitive with message passing (also singly
exponential in k), and we believe it can be useful for practical applications. Indeed, beyond
probabilistic query evaluation, our result implies that all tractable tasks on d-SDNNFs (e.g.,
enumeration [2] and MAP inference [27]) are also tractable on bounded-treewidth circuits.
Second, we study lower bounds on how efficiently we can convert from width-based to
structure-based classes. Our bounds already apply to a weaker formalism of width-based
circuits, namely monotone CNFs and DNFs of bounded width, so we focus on them. Our
second contribution (in Section 5) concerns pathwidth and OBDD representations: we show
that, up to factors in the formula arity (maximal size of clauses) and degree (maximal
number of variable occurrences), any OBDD for a monotone CNF or DNF must be of width
exponential in the pathwidth of the formula. Formally:
CNF, let a := arity(ϕ)
I Result 2 (Theorem 15). Let ϕ be a monotone DNF or monotone

pw(ϕ)
Ω a3 ×d2
and d := degree(ϕ). Then any OBDD for ϕ has width 2
.
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This result generalizes several existing lower bounds in knowledge compilation that exponentially separate CNFs from OBDDs, such as [25] and [15, Theorem 19].
Our third contribution (Section 6) is to show an analogue for treewidth and (d-)SDNNFs:
I Result 3 (Theorem 25). Let ϕ be a monotone DNF (resp., monotone CNF), let a := arity(ϕ)
Ω

and d := degree(ϕ). Then any d-SDNNF (resp., SDNNF) for ϕ has size 2

tw(ϕ)
a3 ×d2

.

Our two lower bounds contribute to a vast landscape of knowledge compilation results
giving lower bounds on compiling specific Boolean functions to restricted circuits classes,
e.g., [15, 25, 37] to OBDDs, [18] to decision structured DNNF, [9] to sentential decision
diagrams (SDDs), [13, 36] to d-SDNNF, [13, 19, 20] to d-DNNFs and DNNFs. However, all
those lower bounds (with the exception of some results in [19, 20] discussed in Section 6)
apply to well-chosen families of Boolean functions (usually CNF), whereas Result 2 and 3
apply to any monotone CNF and DNF. Together with Result 1, these generic lower bounds
point to a strong relationship between width parameters and structure representations, on
monotone CNFs and DNFs of constant arity and degree. Specifically, the smallest width of
OBDD representations of any such formula ϕ is in 2Θ(pw(ϕ)) , i.e., precisely singly exponential
in the pathwidth; and an analogous bound applies to d-SDNNF size and treewidth of DNFs.
To prove our lower bounds, we rephrase pathwidth and treewidth to new notions of
pathsplitwidth and treesplitwidth, which intuitively measure the performance of a variable
ordering or v-tree. We also use the disjoint non-covering prime implicant sets (dncpi-sets),
a tool introduced in [7, 1] by some of the present authors, and generalizing subfunction
width [15]. These dncpi-sets allow us to derive lower bounds on OBDD width directly
using [1]. We show how they can also imply lower bounds on d-SDNNF size, using the recent
communication complexity approach of Bova, Capelli, Mengel and Slivovsky [13].
Our fourth contribution (Section 7) applies our lower bounds to intensional query evaluation on relational databases. We reuse the notion of intricate queries of [7], and show
that d-SDNNF representations of the lineage of these queries have size exponential in the
treewidth of any input instance. This extends the result of [7] from OBDDs to d-SDNNFs:
I Result 4 (Theorem 33). There is a constant d ∈ N such that the following is true. Let
σ be an arity-2 signature, and Q be a connected UCQ6= which is intricate on σ. For any
1/d
instance I on σ, any d-SDNNF representing the lineage of Q on I has size > 2Ω(tw(I) ) .
As in [7], this result shows that, on arity-2 signatures and under constructibility assumptions, treewidth is the right parameter on instance families to ensure that all queries (in
monadic second-order) have tractable d-SDNNF lineage representations.
We start in Section 2 with preliminaries.

2

Preliminaries

Hypergraphs, treewidth, pathwidth. A hypergraph H = (V, E) consists of a finite set of
nodes (or vertices) V and of a set E of hyperedges (or simply edges) which are non-empty
subsets of V . We always assume that hypergraphs have at least one edge. For a node v of H,
we write E(v) for the set of edges of H that contain v. The arity of H, written arity(H),
is the maximal size of an edge of H. The degree of H, written degree(H), is the maximal
number of edges to which a vertex belongs, i.e., maxv∈V |E(v)|.
A tree decomposition of a hypergraph H = (V, E) is a finite, rooted tree T , whose nodes b
(called bags) are labeled by a subset λ(b) of V , and which satisfies:
1. for every fact e ∈ E, there is a bag b ∈ T with e ⊆ λ(b);
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2. for all v ∈ V , the set of bags {b ∈ T | v ∈ λ(b)} is a connected subtree of T .
For brevity, we identify a bag b with its domain λ(b). The width of T is maxb∈T |λ(b)| − 1.
The treewidth of H is the minimal width of a tree decomposition of H. Pathwidth is defined
similarly but with path decompositions, where T is a path rather than a tree.
It is NP-hard to determine the treewidth of a hypergraph, but we can compute a tree
decomposition in linear time when parametrizing by the treewidth:
I Theorem 1 ([10]). Given a hypergraph H and an integer k ∈ N we can check in time
O(|H| × g(k)) whether H has treewidth 6 k, and if yes output a tree decomposition of H of
3
width 6 k, where g is a fixed function in O(2(32+ε)k ) for any ε > 0.

1.
2.
3.
4.
5.

For simplicity, we will often assume that a tree decomposition is nice, meaning that:
it is a full binary tree, i.e., each node has exactly zero or two children;
for every internal bag b with children bl , br we have b ⊆ bl ∪ br ;
for every leaf bag b we have |b| 6 1;
for every non-root bag b with parent b0 , we have |b \ b0 | 6 1;
for the root bag b we have |b| 6 1.

I Lemma 2. Given a tree decomposition T of width k having n nodes, we can compute in
time O(k × n) a nice tree decomposition T 0 of width k having O(k × n) nodes.
Boolean circuits and functions. A (Boolean) valuation of a set V is a function ν : V →
{0, 1}. A Boolean function ϕ on variables V is a mapping that associates to each valuation ν
of V a Boolean value in {0, 1} called the evaluation of ϕ according to ν.
A (Boolean) circuit C = (G, W, goutput , µ) is a directed acyclic graph (G, W ) whose
vertices G are called gates, whose edges W are called wires, where goutput ∈ G is the output
gate, and where each gate g ∈ G has a type µ(g) among var (a variable gate), not, or, and.
The inputs of a gate g ∈ G are the gates g 0 ∈ G such that (g 0 , g) ∈ W ; the fan-in of g is its
number of inputs. We require not-gates to have fan-in 1 and var-gates to have fan-in 0. The
treewidth of C, and its size, are those of the graph (G, W ). The set Cvar of variable gates
of C are those of type var. Given a valuation ν of Cvar , we extend it to an evaluation of C
by mapping each variable g ∈ Cvar to ν(g), and evaluating the other gates according to their
type. The Boolean function on Cvar captured by the circuit is the one that maps ν to the
evaluation of goutput under ν. Two circuits are equivalent if they capture the same function.
We recall restricted circuit classes from knowledge compilation. We say that C is in
negation normal form (NNF) if the inputs of not-gates are always variable gates. For a gate g
in a Boolean circuit C, we write Vars(g) for the set of variable gates of Cvar that have a
directed path to g in C. An and-gate g of C is decomposable if for every two input gates
g1 6= g2 of g we have Vars(g1 ) ∩ Vars(g2 ) = ∅. We call C decomposable if each and-gate is.
A stronger requirement than decomposability is structuredness. A v-tree [35] over a set V
is a rooted ordered binary tree T whose leaves are in bijection with V ; we identify each
leaf with the associated element of V . For n ∈ T , we denote by Tn the subtree of T rooted
at n, and for a subset U ⊆ T of nodes of T , we denote by Leaves(U ) the leaves that are in
U , i.e., U ∩ V . We say that T structures a Boolean circuit C (and call it a v-tree for C) if
T is over the set Cvar and if, for every and-gate g of C with inputs g1 , . . . , gm and m > 0,
there is a node n ∈ T that structures g, i.e., n has m children n1 , . . . , nm and we have
Vars(gi ) ⊆ Leaves(Tni ) for all 1 6 i 6 m. We call C structured if some v-tree structures it.
Note that structured Boolean circuits are always decomposable, and their and-gates have at
most two inputs because T is binary.
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A last requirement on circuits is determinism. An or-gate g of C is deterministic if there
is no pair g1 6= g2 of input gates of g and valuation ν of Cvar such that g1 and g2 both
evaluate to 1 under ν. A Boolean circuit is deterministic if each or-gate is.
The main structured class of circuits that we study in this work are deterministic structured
decomposable NNFs, which we denote d-SDNNF for brevity as in [35].
DNFs and CNFs. We also study other representations of Boolean functions, namely, Boolean
formulas in conjunctive normal form (CNFs) and in disjunctive normal form (DNFs). A
DNF (resp., CNF) ϕ on a set of variables V is a disjunction (resp., conjunction) of clauses,
each of which is a conjunction (resp., disjunction) of literals on V , i.e., variables of V (a
positive literal) or their negation (a negative literal). A monotone DNF (resp., monotone
CNF) is one where all literals are positive, in which case we often identify a clause to the
set of variables that it contains. We always assume that monotone DNFs and monotone
CNFs are minimized, i.e., no clause is a subset of another. This ensures that every monotone
Boolean function has a unique representation as a monotone DNF, and likewise for CNF. We
assume that CNFs and DNFs always contain at least one non-empty clause (in particular,
they cannot represent constant functions). Monotone DNFs and CNFs ϕ are isomorphic to
hypergraphs: the vertices are the variables of ϕ, and the hyperedges are the clauses of ϕ.
We often identify ϕ to its hypergraph. In particular, the pathwidth and treewidth of ϕ, and
its arity and degree, are defined as that of its hypergraph.

3

Upper Bounds

Our upper bound result studies how to compile a Boolean circuit to a d-SDNNF, parametrized
by the treewidth of the input circuit. To present it, we first review the independent result
that was recently shown by Bova and Szeider [16] about these circuit classes:
I Theorem 3 ([16, Theorem 3 and Equation (22)]). Given a Boolean circuit C with n variables
and of treewidth 6 k, there exists an equivalent d-SDNNF of size O(f (k) × n), where f is
doubly exponential.
An advantage of their result is that it depends only on the number of variables of the
circuit (and on the width parameter), not on the size of the circuit. None of our results
will have this advantage, and we will always measure complexity as a function of the size of
the input circuit. In exchange for this advantage, their result has two drawbacks: (i) the
doubly exponential dependency on the width; and (ii) its nonconstructive aspect, because [16]
gives no time bound on the computation, leaving open the question of effectively compiling
bounded-treewidth circuits to d-SDNNFs.
Naive constructive bound. We first address the second drawback by showing an easy
constructive result. The argument is very simple and appeals to techniques from our earlier
works on provenance circuits [6, 7]; it is independent from the techniques of [16].
I Theorem 4. Given any circuit C of treewidth k, we can compute an equivalent d-SDNNF
in linear time parametrized by k, i.e., in time O(|C| × f (k)) for some computable function f .
Proof sketch. We encode in linear time the input circuit C to a relational instance I
with same treewidth. We use [7, Theorem 6.11] to construct in linear time a provenance
representation C 0 on I of a fixed MSO formula that describes Boolean circuit evaluation. This
allows us to obtain in linear time from C 0 the desired equivalent d-SDNNF representation. J
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This result shows that we can effectively compile in linear time parametrized by the
treewidth k, but does not address the first drawback, namely, the dependency in k.
Improved bound. Our main upper bound result subsumes the naive bound above, with a
more elaborate proof, again independent of the techniques of [16]. It addresses both drawbacks
and shows that we can effectively compile in time singly exponential in k; formally:
I Theorem 5. Given as input a Boolean circuit C and tree decomposition T of width k, we
can compute a d-SDNNF equivalent to C with its v-tree, in O |T | × 2(4+ε)k for any ε > 0.
We prove Theorem 5 in the next section. Observe how we assume the tree decomposition
to be given as part of the input. If it is not, we can compute one with
 Theorem 1, but this
3
becomes the bottleneck: the complexity becomes O |C| × 2(32+ε)k for any ε > 0.
Applications. Theorem 5 implies several consequences for bounded-treewidth circuits. The
first one deals with probability computation: we are given a probability valuation π mapping
each variable g ∈ Cvar to a probability that g is true (independently from other variables),
and we wish to compute the probability π(C) that C evaluates to true under π, assuming
that arithmetic operations (sum and product) take unit time. This problem is #P-hard
for arbitrary circuits, but it is tractable for d-SDNNF [22]. Hence, our result implies the
following, where |π| denotes the size of writing the probability valuation π:
I Corollary 6. Given a Boolean circuit C, a tree decomposition T of width k of C, and a
probability valuation π of C, we can compute π(C) in O |π| + |T | × 2(4+ε)k for any ε > 0.
This improves the bound obtained when applying message passing techniques [33] directly
on the bounded-treewidth input circuit (as presented, e.g., in [5, Theorem D.2]). Indeed,
message passing applies to moralized representations of the input: for each gate, the tree
decomposition must contain a bag containing all inputs of this gate simultaneously, which is
problematic for circuits of large fan-in. Indeed, if the original circuit has a tree decomposition
of width k, rewriting it to make it moralized results in a tree decomposition of width 3k 2
(see [3, Lemmas 53 and 55]), and
 the bound of [5, Theorem D.2] then yields an overall
3k2
complexity of O |π| + |T | × 2
for message passing. Our Corollary 6 achieves a more
favorable bound because Theorem 5 uses directly the associativity of and and or. We note
that the connection between message-passing techniques and structured circuits has also
been investigated by Darwiche, but his result [23, Theorem 6] produces arithmetic circuits
rather than d-DNNFs, and it also needs the input to be moralized.
A second consequence concerns the task of enumerating the accepting valuations of
circuits, i.e., producing them one after the other, with small delay between each accepting
valuation. The valuations are concisely represented as assignments, i.e., as a set of variables
that are set to true, omitting those that are set to false. This task is of course NP-hard on
arbitrary circuits (as it implies that we can check whether an accepting valuation exists),
but was recently shown in [2] to be feasible on d-SDNNFs with linear-time preprocessing and
delay linear in the Hamming weight of each produced assignment. Hence, we have:
I Corollary 7. Given a Boolean circuit C and a tree decomposition T of width k of C,
 we
can enumerate the accepting assignments of C with preprocessing in O |T | × 2(4+ε)k and
delay linear in the size of each produced assignment.
Other applications of Theorem 5 include counting the number of satisfying valuations
of the circuit (a special case of probability computation), MAP inference [27] or random
sampling of possible worlds (which can be done on the d-SDNNF in an easy manner).
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Proof of the Main Upper Bound Result

In this section, we present the construction used to prove Theorem 5. We start with
prerequisites, and then describe how to build the d-SDNNF equivalent to the input boundedtreewidth circuit. Last, we sketch the correctness proof.
Prerequisites. Let C be the input circuit, and T the input tree decomposition. By Lemma 2,
we assume that T is nice. Further, up to adding a constant number of bags and re-rooting T ,
we can assume that the root bag of T contains only the output gate goutput . For any bag b
of T , we define VarT(b) to be the set of variable gates such that b is the topmost bag in
which they appear; as T is nice, VarT(b) is either empty or is a singleton {g}, in which case
we call b responsible for the variable gate g. We can explicitly compute the function VarT
in O(|T |), i.e., compute VarT(b) for each b ∈ T ; see for instance [28, Lemma 3.1].
To abstract away the type of gates and their values in the construction, we will talk of
strong and weak values. Intuitively, a value is strong for a gate g if any input g 0 of g which
carries this value determines the value of g; and weak otherwise. Formally:
I Definition 8. Let g be a gate and c ∈ {0, 1}:
If g is an and-gate, we say that c = 0 is strong for g and c = 1 is weak for g;
If g is an or-gate, we say that c = 1 is strong for g and c = 0 is weak for g;
If g is a not-gate, c = 0 and c = 1 are both strong for g;
For technical convenience, if g is a var-gate, c = 0 and c = 1 are both weak for g.
If we take any valuation ν : Cvar → {0, 1} of the circuit C = (G, W, goutput , µ), and extend
it to an evaluation ν : G → {0, 1}, then ν will respect the semantics of gates. In particular, it
will respect strong values: for any gate g of C, if g has an input g 0 for which ν(g 0 ) is a strong
value, then ν(g) is determined by ν(g 0 ), specifically, it is ν(g 0 ) if g is an or- or an and-gate,
and 1 − ν(g 0 ) if g is a not-gate. In our construction, we will need to guess how gates of the
circuit are evaluated, focusing on a subset of the gates (as given by a bag of T ); we will then
call almost-evaluation an assignment of these gates that respects strong values. Formally:
I Definition 9. Let U be a set of gates of C. We call ν : U → {0, 1} a (C, U )-almostevaluation if it respects strong values, i.e., for every gate g ∈ U , if there is an input g 0 of g
in U and ν(g 0 ) is a strong value for g, then ν(g) is determined from ν(g 0 ) in the sense above.
Respecting strong values is a necessary condition for such an assignment to be extensible
to a valuation of the entire circuit. However, it is not sufficient: an almost-evaluation ν may
map a gate g to a strong value even though g has no input that can justify this value. This
is hard to avoid: when we focus on the set U , we do not know about other inputs of g. For
now, let us call unjustified the gates of U that carry a strong value that is not justified by ν:
I Definition 10. Let U be a set of gates of a circuit C and ν a (C, U )-almost-evaluation. We
call g ∈ U unjustified if ν(g) is a strong value for g, but, for every input g 0 of g in U , the value
ν(g 0 ) is weak for g; otherwise, g is justified. The set of unjustified gates is written Unj(ν).
Let us start to explain how to construct the d-SDNNF circuit D equivalent to the input
circuit C. We do so by traversing T bottom-up, and for each bag b of T we create gates Gν,S
b
in D, where ν is a (C, b)-almost-evaluation and S is a subset of Unj(ν) which we call the
suspicious gates of Gν,s
b . We will connect the gates of D created for each internal bag b with
the gates created for its children in T , in a way that we will explain later. Intuitively, for a
gate Gν,S
of D, the suspicious gates g in the set S are gates of b whose strong value is not
b
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justified by ν (i.e., g ∈ Unj(ν)), and is not justified either by any of the almost-evaluations at
descendant bags of b to which Gν,S
is connected. We call innocent the other gates of b; they
b
are the gates that are justified in ν (in particular, those who carry weak values), and the
gates that are unjustified in ν but have been justified by an almost-evaluation at a descendant
bag b0 of b. Crucially, in the latter case, the gate g 0 justifying the strong value in b0 may no
longer appear in b, making g unjustified for ν; this is why we remember the set S.
We still have to explain how we connect the gates Gν,S
of D to the gates Gνbll ,Sl and Gνbrr ,Sr
b
created for the children bl and br of b in T . The first condition is that νl and νr must mutually
agree, i.e., νl (g) = νr (g) for all g ∈ bl ∩ br , and ν must then be the union of νl and νr ,
restricted to b. Remember that T is nice, so b is a subset of bl ∪ br , and it is easy to verify that
ν is then a (C, b)-almost-evaluation. We impose a second condition to prohibit suspicious
gates from escaping before they have been justified, which we formalize as connectibility of a
pair (ν, S) at bag b to the parent bag of b.
I Definition 11. Let b be a non-root bag, b0 its parent bag, and ν a (C, b)-almost-evaluation.
For any set S ⊆ Unj(ν), we say that (ν, S) is connectible to b0 if S ⊆ b0 , i.e., the suspicious
gates of ν must still appear in b0 .
If a gate Gν,S
is such that (ν, S) is not connectible to the parent bag b0 , then this gate will
b
not be used as input to any other gate (but we do not try to preemptively remove these
useless gates in the construction). We are now ready to give the formal definition that will
be used to explain how gates are connected:
I Definition 12. Let b be an internal bag with children bl and br , let νl and νr be respectively
(C, bl ) and (C, br )-almost-evaluations that mutually agree, and Sl ⊆ Unj(νl ) and Sr ⊆ Unj(νr )
be sets of suspicious gates such that both (νl , Sl ) and (νr , Sr ) are connectible to b. The result
of (νl , Sl ) and (νr , Sr ) is then defined as the pair (ν, S) where:
ν is a (C, b)-almost-evaluation defined as the restriction of νl ∪ νr to b.
S ⊆ Unj(ν) is the new set of suspicious gates, defined as follows. A gate g ∈ b is
innocent (i.e., g ∈ b \ S)
 if it is justified for ν or if it is innocent for some child. Formally,
:=
b\S
(b \ Unj(ν)) ∪ b ∩ [(bl \ Sl ) ∪ (br \ Sr )] .
Construction. We now use these definitions to present the construction formally. For every
variable gate g of C, we create a corresponding variable gate Gg,1 of D, and we create
Gg,0 := not(Gg,1 ). For every internal bag b of T , for each (C, b)-almost-evaluation ν and set
S ⊆ Unj(ν) of suspicious gates of ν, we create one and-gate Gν,S
and one or-gate Gν,S
b
b,children
ν,S
which is an input of Gν,S
.
For
every
leaf
bag
b
of
T
,
we
create
one
gate
G
for
every
b
b
(C, b)-almost-evaluation ν, where we set S := Unj(ν); intuitively, in a leaf bag, an unjustified
gate is always suspicious (it cannot have been justified at a descendant bag).
Now, for each internal bag b of T with children bl , br , for each pair of gates Gνbll ,Sl
and Gνbrr ,Sr that are both connectible to b and where νl and νr mutually agree, letting (ν, S)
be the result of (νl , Sl ) and (νr , Sr ), we create a gate Gνb l ,Sl ,νr ,Sr = and(Gνbll ,Sl , Gνbrr ,Sr ) and
make it an input of Gν,S
b,children . Last, for each bag b which is responsible for a variable gate g,
for each (C, b)-almost-evaluation ν and set of suspicious gates S ⊆ Unj(ν), we set the gate
ν,∅
Gg,ν(g) to be the second input of Gν,S
b . The output gate of D is the gate Gbroot where broot
is the root of T and ν maps goutput to 1 (remember that broot contains only goutput ).
Correctness. We have formally described the construction of our d-SDNNF D. The
construction clearly works in linear time, and we can prove that the dependency on k of the
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running time is as stated. Further, we easily see that D is structured by a v-tree constructed
from the tree decomposition T . To show that D is equivalent to C, one direction is easier:
any valuation χ that satisfies C also satisfies D, because we can construct an accepting trace
in D using the gates Gν,S
for ν the restriction of the evaluation χ to b, and for S := Unj(χ|Tb )
b
where Tb denotes the gates of C occurring in the bags of the subtree of T rooted at b. The
converse is trickier: we show that any accepting trace of D describes an evaluation of C that
respects strong values by definition of almost-evaluations, and eventually justifies every gate
which is given a strong value thanks to our bookkeeping of suspicious gates. Last, we show
that D is deterministic: this is unexpected because we freely guess the values of gates of C
at leaf bags, but it holds because, when we know the valuation of the variable gates, knowing
the valuation of all gates of a bag b uniquely fixes the valuation at the subtree rooted at b.
This concludes the proof sketch of Theorem 5; see the extended version [8] for the full proof.

5

Lower Bounds on OBDDs

We now move to lower bounds on the size of structured representations of Boolean functions,
in terms of the width of a circuit for that function. Our end goal is to obtain a lower bound
for (d-)SDNNFs, that will form a counterpart to the upper bound of Theorem 5. We will do
so in Section 6. For now, we consider a weaker class of lineage representations: OBDDs.
I Definition 13. An ordered binary decision diagram (or OBDD) on a set of variables
V = {v1 , . . . , vn } is a rooted DAG O whose leaves are labeled by 0 or 1, and whose internal
nodes are labeled with a variable of V and have two outgoing edges labeled 0 and 1. We
require that there exists a total order v = vi1 , . . . , vin on the variables such that, for every
path from the root to a leaf, the sequence of variables which labels the internal nodes of the
path is a subsequence of v and does not contain duplicate variables. The OBDD O captures
a Boolean function on V defined by mapping each valuation ν to the value of the leaf reached
from the root by following the path given by ν. The size |O| of O is its number of nodes, and
the width w of O is the maximum number of nodes at every level, where a level is defined for
a prefix of v as the set of nodes reached by enumerating all possible valuations of this prefix.
Our upper bound in the previous section applied to arbitrary Boolean circuits; however,
our lower bounds in this section and the next one will already apply to much weaker formalisms
for Boolean functions, namely, monotone DNFs and monotone CNFs (recall their definition
from Section 2). Some lower bounds are already known for the compilation of monotone
CNFs into OBDDs: Bova and Slivovsky have constructed a family of CNFs of bounded degree
whose OBDD width is exponential in their number of variable occurrences [15, Theorem 19],
following an earlier result of this type by Razgon [37, Corollary 1]. The result is as follows:
I Theorem 14 ([15, Theorem 19]). There is a class of monotone CNF formulas of bounded
degree and arity such that every formula ϕ in this class has OBDD size at least 2Ω(|ϕ|) .
We adapt some of these techniques to show a more general result: our lower bound applies
to any monotone DNF or monotone CNF, not to one specific family. Specifically, we show:
I Theorem 15. Let ϕ be a monotone DNF or monotone
 pw(ϕ)  CNF, let a := arity(ϕ) and
d := degree(ϕ). Then any OBDD for ϕ has width > 2 a3 ×d2 .
From our Theorem 15, we can easily derive Theorem 14 using the fact (also used in the
proof of [15, Theorem 19]) that there exists a family of monotone CNFs of bounded degree
and arity whose treewidth (hence pathwidth) is linear in their size, namely, the CNFs built
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from expander graphs (see [29, Theorem 5 and Proposition 1]). Note that expander graphs
can also be used to show lower bounds for DNNFs for a CNF formula [12]; our lower bound
on SDNNFs of Section 6 does not capture this result (because we need structuredness).
We observe that, for a family of formulas with bounded arity and degree, the bound of
Theorem 15 is optimal, up to constant factors in the exponent. Indeed, following earlier
work [26, 37], Bova and Slivovsky have shown that any CNF ϕ can be compiled to OBDDs
of width 2pw(ϕ)+2 [15, Theorem 4 and Lemma 9]. (Their upper bound result also applies
to DNFs, and does not assume monotonicity nor a bound on the arity or degree.) In other
words, for any monotone DNF or monotone CNF of bounded arity and degree, pathwidth
characterizes the width of an OBDD for the formula, in the following sense:
I Corollary 16. For any constant c, for any monotone DNF (or monotone CNF) ϕ with
arity and degree bounded by c, the smallest width of an OBDD for ϕ is 2Θ(pw(ϕ)) .
This corollary talks about the pathwidth of ϕ measured as that of its hypergraph, but
note that the same result would hold when measuring the pathwidth of the incidence graph
or dual hypergraph of ϕ. Indeed, all these pathwidths are within a constant factor of one
another when the degree and arity are bounded by a constant.
We prove Theorem 15 in the rest of this section. We present the proof in the case of
monotone DNFs to reuse existing lower bound techniques from [7, 1], but explain at the end
of this section how the proof adapts to monotone CNFs. We first present pathsplitwidth, a new
notion which intuitively measures the performance of a variable ordering for an OBDD on the
monotone DNF ϕ, and connect it to the pathwidth of ϕ. Second, we recall the definition of
dncpi-sets introduced in [7, 1] to show lower bounds from the structure of Boolean functions.
Last, we conclude the proof by connecting pathsplitwidth to the size of dncpi-sets.
Pathsplitwidth. The first step of the proof is to rephrase the bound on pathwidth, arity,
and degree, in terms of a bound on the performance of variable orderings. Intuitively, a good
variable ordering is one which does not split too many clauses. Formally:
I Definition 17. Let H = (V, E) be a hypergraph, and v = v1 , . . . , v|V | be an ordering
on the variables of V . For 1 6 i 6 |V |, we define Spliti (v, H) as the set of hyperedges e
of H that contain both a variable at or before vi , and a variable strictly after vi , formally:
Spliti (v, H) := {e ∈ E | ∃l ∈ {1, . . . , i} and ∃r ∈ {i + 1, . . . , |V |} such that {vl , vr } ⊆ e}.
Note that Split|V | (v, H) is always empty. The pathsplitwidth of v relative to H is the maximum
size of the split, formally, psw(v, H) := max16i6|V | |Spliti (v, H)|. The pathsplitwidth psw(H)
of H is then the minimum of psw(v, H) over all variable orderings v of V .
In other words, psw(H) is the smallest integer n ∈ N such that, for any variable ordering v
of the nodes of H, there is a moment at which n hyperedges of H are split, i.e., for n
hyperedges e, we have begun enumerating the nodes of e but we have not enumerated all of
them yet. We note that the pathsplitwidth of H is exactly the linear branch-width [34] of the
dual hypergraph of H, but we introduced pathsplitwidth because it fits our proofs better.
For a monotone DNF ϕ with hypergraph H, the quantity psw(H) is intuitively connected
to the quantity of information that an OBDD will have to remember when evaluating ϕ
following any variable ordering, which we will formalize via dncpi-sets. This being said, the
definition of pathsplitwidth is also reminiscent of that of pathwidth, and we can indeed
connect the two (up to a factor of the arity):
I Lemma 18. For any hypergraph H = (V, E), we have pw(H) 6 arity(H) × psw(H).
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Proof sketch. From a variable ordering v, we construct a path decomposition of H by
S
creating |V | bags in sequence, each of which containing vi plus Spliti (v, H). The width is
6 arity(H) × psw(H), and we check the two conditions of path decompositions. First, each
hyperedge of H is contained in a bag where it is split. Second, each vertex vi occurs in the
corresponding bag bi and at all positions where the edges containing v are split, which forms
a segment of v: thus, the connectedness condition of tree decompositions is respected. J
 psw(ϕ) 
Thanks to Lemma 18, it suffices to show that an OBDD for ϕ has width > 2 (a×d)2 ,
which we will do in the rest of this section.
dncpi-sets. To show this lower bound, we use the technical tool of dncpi-sets [7, 1]. We
recall the definitions here, adapting the notation slightly. Remember that our monotone
DNFs are assumed to be minimized. Note that dncpi-sets are reminiscent of subfunction
width in [15] (see Theorem 17 in [15]), but the latter notion is only defined for graph CNFs.
I Definition 19 ([1, Definition 6.4.6]). Given a monotone DNF ϕ on variables V , a disjoint
non-covering prime implicant set (dncpi-set) of ϕ is a set S of clauses of ϕ which:
are pairwise disjoint: for any D1 6= D2 in S, we have D1 ∩ D2 = ∅.
S
are non-covering in the following sense: for any clause D of ϕ, if D ⊆ S, then D ∈ S.
The size of S is the number of clauses that it contains.
Given a variable ordering v of V , we say that v shatters a dncpi-set S if there exists
1 6 i 6 |V | such that S ⊆ Spliti (v, H), where H is the hypergraph of ϕ.
We recall the main result on dncpi-sets:
I Lemma 20 ([1, Lemma 6.4.7]). Let ϕ be a monotone DNF on variables V and n ∈ N.
Assume that, for every variable ordering v of V , there is some dncpi-set S of ϕ with |S| > n,
such that v shatters S. Then any OBDD for ϕ has width > 2n .
Proof sketch. Considering the point at which the dncpi-set is shattered, the OBDD must
remember exactly the status of each clause of the set: any valuation that satisfies a subset of
these clauses gives rise to a different continuation function. This is where we use the fact
that the DNF is monotone: it ensures that we can freely choose a valuation of the variables
that do not occur in the dncpi-set without making the formula true.
J
Concluding the proof. We conclude the proof of Theorem 15 by showing that any variable
ordering of the variables of a monotone DNF ϕ shatters a dncpi-set of the right size. The
formal statement is as follows, and it is the last result to prove:
I Lemma 21. Let ϕ be a monotone DNF, H its hypergraph, and v an enumeration
of its varij
k
psw(H)
ables. Then there is a dncpi-set S of ϕ shattered by v such that |S| > (arity(H)×degree(H))
2 .
We prove this result in the rest of the section. Our goal is to construct a dncpi-set, which
intuitively consists of clauses that are disjoint and which do not cover another clause. We
can do so by picking clauses sufficiently “far apart”. Let the exclusion graph of H = (V, E)
be the graph on E where two edges e 6= e0 are adjacent if there is an edge e00 of E with
which they both share a node: this is in particular the case when e and e0 intersect as we
can take e00 := e. Formally, the exclusion graph is GH = (E, {{e, e0 } ∈ E 2 | e 6= e0 ∧ ∃e00 ∈
E, (e ∩ e00 ) 6= ∅ ∧ (e0 ∩ e00 ) 6= ∅}). In other words, two hyperedges are adjacent in GH iff they
are different and are at distance at most 4 in the incidence graph of H.
Remember that an independent set in the graph GH is a subset S of E such that no two
elements of S are adjacent in GH . The definition of GH then ensures:
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I Lemma 22. For any monotone DNF ϕ, letting H be its hypergraph, any independent set
of the exclusion graph GH is a dncpi-set of ϕ.
In other words, our goal is to compute a large independent set of the exclusion graph. To
do this, we will use the following straightforward lemma about independent sets:
I Lemma 23. Let G =(V, E) be agraph and let V 0 ⊆ V . Then G has an independent set
|V 0 |
S ⊆ V 0 of size at least degree(G)+1 .
Moreover, we can bound the degree of GH using the degree and arity of H:
I Lemma 24. Let H be a hypergraph. Then degree(GH ) 6 (arity(H) × degree(H))2 − 1.
Proof sketch. The bound on the arity and degree of H implies a bound on the number
of edges that can be at distance 6 4 of another edge in the incidence graph of H, hence
bounding the degree of the exclusion graph.
J
We are now ready to conclude the proof of Lemma 21, which combined with Lemma 18
and Lemma 20 concludes the proof of Theorem 15.
Proof of Lemma 21. Let ϕ be a monotone DNF, H = (V, E) its hypergraph, and v an
enumeration of its variables. By definition of pathsplitwidth, there is vi ∈ V such that, for
E 0 := Spliti (v, H), we have |E 0 | > psw(H).
 Now, by jLemma 23, GH has kan independent
|E 0 |
psw(H)
0
set S ⊆ E of size at least degree(GH )+1 which is > (arity(H)×degree(H))
by Lemma 24.
2
Hence, S is a dncpi-set by Lemma 22, has the desired size, and is shattered since S ⊆ E 0 . J
From DNFs to CNFs. We now argue that Theorem 15 also holds for monotone CNFs. Let
ϕ be a monotone CNF, a := arity(ϕ) and d :=
and suppose for a contradiction
 degree(ϕ),

pw(ϕ)

that there is an OBDD O for ϕ of width < 2 a3 ×d2 . Consider the monotone DNF ϕ0 built
from ϕ by replacing each ∧ by a ∨ and each ∨ by a ∧. Now, let O0 be the OBDD built from
O by replacing the label b ∈ {0, 1} of each edge by 1 − b, and replacing the label bof each


leaf by 1 − b. It is clear, by De Morgan’s laws, that O0 is an OBDD for ϕ0 of size < 2
which contradicts Theorem 15 applied to monotone DNFs.

6

pw(ϕ)
a3 ×d2

,

Lower Bounds on d-SDNNFs

In the previous section, we have shown that pathwidth measures how concisely an OBDD
can represent a monotone DNF or CNF formula with bounded degree and arity. In this
section, we move from OBDDs to (d-)SDNNFs, and show that treewidth plays a similar role
to pathwidth in this setting. Formally, we show the following analogue of Theorem 15:
I Theorem 25. Let ϕ be a monotone DNF (resp., monotone CNF), let a := arity(ϕ)
and

tw(ϕ)
3
2
d := degree(ϕ). Then any d-SDNNF (resp., SDNNF) for ϕ has size > 2 3×a ×d − 1.
Combined with Theorem 5 (or with existing results specific to CNF formulas such as [14,
Corollary 1]), this yields an analogue of Corollary 16. However, its statement is less neat:
unlike OBDDs, (d-)SDNNFs have no obvious notion of width, so the lower bound above
refers to size rather than width, and it does not exactly match our upper bound. We obtain:
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I Corollary 26. For any constant c, for any monotone DNF (resp., monotone CNF) ϕ with
arity and degree bounded by c, there is a d-SDNNF for ϕ having size |ϕ| × 2O(tw(ϕ)) , and any
d-SDNNF (resp., SDNNF) for ϕ has size 2Ω(tw(ϕ)) .
Our proof of Theorem 25 will follow the same overall structure as in the previous section.
We present the proof for monotone DNFs and d-DNNFs: see the extended version [8] for the
extension to monotone CNFs and SDNNFs. Recall that d-SDNNFs are structured by v-trees,
which generalize variable orders. We first introduce treesplitwidth, a width notion that
measures the performance of a v-tree by counting how many clauses it splits; and we connect
treesplitwidth to treewidth. We use again dncpi-sets, and argue that a d-SDNNF structured
by a v-tree must shatter a dncpi-set whose size follows the treesplitwidth of the v-tree. We
then show that shattering a dncpi-set forces d-SDNNFs to be large: instead of the easy
OBDD result of the previous section (Lemma 20), we will need a much deeper result of
Pipatsrisawat and Darwiche [36, Theorem 3], rephrased in the setting of communication
complexity by Bova, Capelli, Mengel, and Slivovsky [13].
Note that [13], by a similar approach, shows an exponential lower bound on the size of
d-SDNNF which is reminiscent of ours. However, their bound again applies to one well-chosen
family of Boolean functions. In essence, our result is shown by observing that the family
of functions used in their lower bound occurs “within” any bounded-degree, bounded-arity
monotone DNF. Also note that a result similar to the lower bound of Corollary 26 is proven
by Capelli [19, Corollary 6.35] as an auxiliary statement to separate structured DNNFs
and FBDDs. The result uses MIM-width, but Theorem 4.2.5 of [40], as degree and arity
are bounded, implies that we could rephrase it to treewidth; further, the result assumes
arity-2 formulas, but it could be extended to arbitrary arity as in [20, Theorem 12]. More
importantly, the result applies only to monotone CNFs and not to DNFs .
Treesplitwidth. Informally, treesplitwidth is to v-trees what pathsplitwidth is to variable
orders: it bounds the “best performance” of any v-tree.
I Definition 27. Let H = (V, E) be a hypergraph, and T be a v-tree over V . For any node n
of T , we define Splitn (T, H) as the set of hyperedges e of H that contain both a variable
in Tn and one outside Tn (recall that Tn denotes the subtree of T rooted at n). Formally:
Splitn (T, H) := {e ∈ E | ∃vi ∈ Leaves(Tn ) and ∃vo ∈ Leaves(T \ Tn ) such that {vi , vo } ⊆ e}.
The treesplitwidth of T relative to H is tsw(T, H) := maxn∈T |Splitn (T, H)|. The
treesplitwidth tsw(H) of H is then the minimum of tsw(T, H) over all v-trees T of V .
Again, the treesplitwidth of H is exactly the branch-width [38] of the dual hypergraph
of H, but treesplitwidth is more convenient for our proofs. As with pathsplitwidth and
pathwidth (Lemma 18), we can bound the treewidth of a hypergraph by its treesplitwidth:
I Lemma 28. For any hypergraph H = (V, E), we have tw(H) 6 3 × arity(H) × tsw(H).
Moreover, using the same techniques that we used in the last section, we can show the
analogue of Lemma 21. Specifically, given a monotone DNF ϕ on variables V , a v-tree T
over V , and a dncpi-set S of ϕ, we say that T shatters S if there is a node n in T such that
S ⊆ Splitn (T, ϕ). Reusing Lemmas 22, 23, and 24, we can show that any v-tree over V must
shatter a large dncpi-set (depending on the treewidth, degree, and arity):
I Lemma 29. Let ϕ be a monotone DNF, H its hypergraph, and T bej a v-tree over its varik
tsw(H)
ables. Then there is a dncpi-set S of ϕ shattered by T such that |S| > (arity(H)×degree(H))
2 .
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Hence, to prove Theorem 25, the only missing ingredient is a lower bound on the size of
d-SDNNFs that shatter large dncpi-sets. Specifically, we need an analogue of Lemma 20:
I Lemma 30. Let ϕ be a monotone DNF on variables V and n ∈ N. Assume that, for every
v-tree T over V , there is some dncpi-set S of ϕ with |S| > n, such that T shatters S. Then
any d-SDNNF for ϕ has size > 2n − 1.
We will prove Lemma 30 in the rest of this section using a recent lower bound by Bova,
Capelli, Mengel, and Slivovsky [13]. They bound the size of any d-SDNNF for the set
intersection function, defined as SINTn := (x1 ∧ y1 ) ∨ . . . ∨ (xn ∧ yn ). This bound is useful
for us: a dncpi-set intuitively isolates some variables on which ϕ computes exactly SINTn :
I Lemma 31. Let ϕ be a DNF with variables V , and let S = {D1 , . . . , Dn } be a dncpi-set
of ϕ where every clause has size > 2. Pick two variables xi 6= yi in Di for each 1 6 i 6 n, and
let V 0 := {x1 , y1 , . . . , xn , yn }. Then there is a partial valuation ν of V with domain V \ V 0
such that ν(ϕ) = SINTn .
S
Proof sketch. The valuation ν sets to 1 the variables V 00 which are in S but not in V 0 ,
and sets to 0 all remaining variables. This amounts to discarding the clauses not in the
dncpi-set, and discarding the variables of V 00 in the dncpi-set: what remains of the DNF is
then precisely SINTn . Note that this result relies on monotonicity, and on the fact that ϕ is
a DNF. (However, in the full version [8], we show a dual result for monotone CNF.)
J
This observation allows us to leverage the bound of [13] on the size of d-SDNNFs that
compute SINTn , assuming that they are structured by an “inconvenient” v-tree:
I Proposition 32 ([13, Proposition 14]). Let Xn = {x1 , . . . , xn } and Yn = {y1 , . . . , yn }
for n ∈ N, and let T be a v-tree over Xn t Yn such that there exists a node n ∈ T with
Xn ⊆ Leaves(Tn ) and Yn ⊆ Leaves(T \ Tn ). Then any d-SDNNF structured by T computing
SINTn has size > 2n − 1.
In our setting, an “inconvenient” v-tree for a dncpi-set is one that shatters it: each clause
of the dncpi-set is then partitioned in two non-empty subsets where we can pick xi and yi for
Lemma 31. Hence, when every v-tree shatters a large dncpi-set of ϕ, Proposition 32 allows
us to deduce the lower bound on the size of every d-SDNNF for ϕ. We have thus shown
Lemma 30, and this concludes the proof of Theorem 25 (in the DNF case).

7

Application to Query Lineages

In this section, we adapt the lower bound of the previous section to the computation of query
lineages on relational instances. Like in [7], for technical reasons, we must assume a graph
signature. We first recall some preliminaries and then state our result.
We fix a graph signature σ of relation names and arities in {1, 2}, with at least one
relation of arity 2. An instance I on σ is a finite set of facts of the form R(a1 , . . . , an ) for n
the arity of R; we call a1 , . . . , an elements of I. An instance I 0 is a subinstance of I if I 0 ⊆ I.
The treewidth tw(I) of I is that of its Gaifman graph, which has the elements of I as vertices
and has one edge between each pair of elements that co-occur in some fact of I.
A Boolean conjunctive query (CQ) is an existentially quantified conjunction of atoms of
the form R(x1 , . . . , xn ) where the xi are variables. A UCQ is a disjunction of CQs, and a
UCQ6= also allows atoms of the form x 6= y. A UCQ6= is connected if the Gaifman graph
of each disjunct (seen as an instance, and ignoring 6=-atoms) is connected. For instance,
letting σR consist of one arity-2 relation R, the following connected UCQ6= tests if there are
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two facts that share one element: Qp : ∃xyz (R(x, y) ∨ R(y, x))) ∧ (R(y, z) ∨ R(z, y)) ∧ x 6= z.
(While Qp is not given as a disjunction of CQs, it can be rewritten to one using distributivity.)
The lineage of a UCQ6= Q over I is a Boolean formula ϕ(Q, I) on the facts of I that maps
each Boolean valuation ν : I → {0, 1} to 1 or 0 depending on whether Iν satisfies Q or not,
where Iν := {F ∈ I | ν(F ) = 1}. The lineage intuitively represents which facts of I suffice
to satisfy Q. Lineages are useful to evaluate queries on probabilistic databases [39]: we can
obtain the probability of the query from an OBDD or d-DNNF representing its lineage.
We study when query lineages can be computed efficiently in data complexity, i.e., as
a function of the input instance, with the query being fixed. A first question asks which
queries have tractable lineages on all instances: Jha and Suciu [32, Theorem 3.9] showed
that inversion-free UCQ6= queries admit OBDD representations in this sense, and Bova and
Szeider [16, Theorem 5] have recently shown that UCQ6= queries with inversions do not even
have tractable d-SDNNF lineages. A second question asks which instance classes ensure that
all queries have tractable lineages on them. This was studied for OBDD representations
in [7]: bounded-treewidth instances have tractable OBDD lineage representations for any
MSO query ([7, Theorem 6.5], using [32]); conversely there are intricate queries (a class of
connected UCQ6= queries) whose lineages never have tractable OBDD representations in the
instance treewidth [7, Theorem 8.7]. The query Qp above is an example of an intricate query
on the signature σR (refer to [7, Definition 8.5] for the formal definition of intricate queries).
This result shows that we must bound instance treewidth for all queries to have tractable
OBDDs, but leaves the question open for more expressive lineage representations.
Our bound in the previous section allows us to extend Theorem 8.7 of [7] from OBDDs
to d-SDNNFs, yielding the following:
I Theorem 33. There is a constant d ∈ N such that the following is true. Let σ be an
arity-2 signature, and Q a connected UCQ6= which is intricate on σ. For any instance I
1/d
on σ, any d-SDNNF representing the lineage of Q on I has size 2Ω(tw(I) ) .
Proof sketch. As in [7], we use a result of Chekuri and Chuzhoy [21] to show that the
Gaifman graph of I has a degree-3 topological minor S of treewidth Ω(tw(I)1/d ) for some
constant d ∈ N; we also ensure that S has sufficiently high girth relative to Q. We focus on
a subinstance I 0 of I that corresponds to S: this suffices to show our lower bound, because
we can always compute a tractable representation of ϕ(Q, I 0 ) from one of ϕ(Q, I). Now,
we can represent ϕ(Q, I 0 ) as a minimized DNF ψ by enumerating its minimal matches: ψ
has constant arity because the number of atoms of Q is fixed, and it has constant degree
because S has constant degree and Q is connected. Further, as Q is intricate and I 0 has high
girth relative to Q, we can ensure that this DNF has treewidth Ω(tw(I 0 )). We conclude by
1/d
Theorem 25: d-SDNNFs representing ϕ(Q, I 0 ), hence ϕ(Q, I), have size 2Ω(tw(I) ) .
J
To summarize, given an instance family I satisfying the constructibility requirement of
Theorem 8.1 of [7], there are two regimes: (i.) I has bounded treewidth and then all MSO
queries have d-SDNNF lineages on instances of I that are computable in linear time; or (ii.)
the treewidth is unbounded and then there are UCQ6= queries (the intricate ones) whose
lineages on instances of I have no d-SDNNF representations polynomial in the instance size.

8

Conclusion

We have shown tight connections between structured circuit classes and width measures on
circuits. We constructively rewrite bounded-treewidth circuits to d-SDNNFs in time linear
in the circuit and singly exponential in the treewidth, and show matching lower bounds for
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arbitrary monotone CNFs or DNFs under degree and arity assumptions; we also show a lower
bound for pathwidth and OBDDs. Our results have applications to rich query evaluation:
probabilistic query evaluation, computation of lineages, enumeration, etc.
Our work also raises a number of open questions. First, the d-SDNNF obtained in the
proof of Theorem 5 does not respect the definition of a sentential decision diagram (SDD) [24].
Can this be fixed, and Theorem 5 extended to SDDs? Or is it impossible, which could solve
the open question [11] of separating SDDs and d-SDNNFs? Second, can we weaken the
hypotheses of bounded degree and arity in Corollaries 16 and 26, and can we rephrase the
latter to a notion of (d-)SDNNF width to match more closely the statement of the former?
Last, Section 7 shows that d-SDNNF representations of the lineages of intricate queries are
exponential in the treewidth; we conjecture a similar result for pathwidth and OBDDs, but
this would require a pathwidth analogue of the minor extraction results of [21].
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1

Introduction

Context. Due to the growing number of scenarios in which exact query evaluation is
infeasible – e.g., when the volume of the data being queried is very large, or when queries
are inherently complex – approximate query answering has become an important area of
study in databases (see, e.g. [15, 20, 24, 12, 13]). Here we focus on approximate query
answering for the fundamental class of conjunctive queries (CQs), for which exact evaluation
is NP-complete. (Recall that CQ evaluation is the problem of given a CQ q, a database D,
and a tuple ā of constants in D, check if ā belongs to q(D), the result of q over D).
It is known that the complexity of evaluation of a CQ depends on its degree of acyclicity,
which can be formalized using different notions. One of the most general and well-studied
such notions corresponds to generalized hypertreewidth [17]. Notably, the classes of CQs
of bounded generalized hypertreewidth can be evaluated in polynomial time (see [16] for a
survey). Following recent work on approximate query answering for CQs and some related
query languages [5, 6], we study the process of approximating a CQ as one of bounded
generalized hypertreewidth. This provides us with a certificate of efficiency for the cost of
evaluating such an approximation.
It is worth noticing that our approximations are static, in the sense that they depend
only on the CQ q and not on the underlying database D. This has clear benefits in terms of
the cost of the approximation process, as q is often orders of magnitude smaller than D and
an approximation that has been computed once can be used for all databases. Moreover, it
allows us to construct a principled approach to CQ approximation based on the well-studied
notion of CQ containment [8]. Recall that a CQ q is contained in a CQ q 0 , written q ⊆ q 0 ,
if q(D) ⊆ q 0 (D) over each database D. This notion constitutes the theoretical basis for the
study of several CQ optimization problems [1].
We denote by GHW(k) the class of CQs of generalized hypertreewidth at most k, for k ≥ 1.
As mentioned above, we look for an approximation of a CQ q in GHW(k). A formalization of
this notion was first introduced in [4], based on the following partial order vq over the set of
CQs in GHW(k): if q 0 , q 00 ∈ GHW(k), then q 0 vq q 00 iff over every database D the symmetric
difference between q(D) and q 00 (D) is contained in the symmetric difference between q(D)
and q 0 (D). Intuitively, this states that q 00 is a better GHW(k)-approximation of q than q 0 .
The GHW(k)-approximations of q then correspond to maximal elements with respect to
vq among a distinguished class of CQs in GHW(k). Three notions of approximation were
introduced in [4], by imposing different “reasonable” conditions on such a class. These are:
Underapproximations: In this case we look for approximations in the set of CQs q 0 in
GHW(k) that are contained in q, i.e., q 0 ⊆ q. This ensures that the evaluation of such
approximations always produce correct (but not necessarily complete) answers to q. A
GHW(k)-underapproximation of q is then a CQ q 0 amongst these CQs that is maximal
with respect to the partial order defined by vq . Noticeably, the latter coincides with being
maximal with respect to the containment partial order ⊆ among the CQs in GHW(k)
that are contained in q; i.e., no other CQ in such a set strictly contains q 0 .
Overapproximations: This is the dual notion of underapproximations, in which we look
for minimal elements in the class of CQs q 0 in GHW(k) that contain q, i.e., q ⊆ q 0 . Hence,
GHW(k)-overapproximations produce complete (but not necessarily correct) answers to q.
Symmetric difference approximations: While underapproximations must be contained
in the original query, and overapproximations must contain it, symmetric difference
approximations do not impose any constraint on approximations with respect to the
partial order ⊆. Thus, a symmetric difference GHW(k)-approximation of q – or simply
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GHW(k)-∆-approximation from now on – is a maximal CQ in GHW(k) with respect to
the partial order vq .
The approximations presented above provide “qualitative” guarantees for evaluation, as
they are as close as possible to q among all CQs in GHW(k) of a certain kind. In particular,
under- and overapproximations are dual notions which provide lower and upper bounds for
the exact evaluation of a CQ, while ∆-approximations can give us useful information when
the quality of the result of the under- and overapproximations is poor. Then, in order to
develop a robust theory of bounded hypertreewidth static approximations for CQs, it is
necessary to have a good understanding of all three notions.
The notion of underapproximation is by now well-understood [5]. Indeed, it is known
that for each k ≥ 1 the GHW(k)-underapproximations have good properties that justify their
application: (a) they always exist, and (b) evaluating all GHW(k)-underapproximations of a
CQ q over a database D is fixed-parameter tractable with the size of q as parameter. This is
an improvement over general CQ evaluation for which the latter is believed not to hold [26].
The notions of GHW(k)-overapproximations and GHW(k)-∆-approximations, while already introduced in [4], are much less understood. No general tools have been identified so
far for studying the decidability of basic problems such as:
Existence: Does CQ q have a GHW(k)-overapproximation (or GHW(k)-∆-approximation)?
Identification: Is q 0 a GHW(k)-overapproximation (or GHW(k)-∆-approximation) of q?
Evaluation: Given a CQ q, a database D, and a tuple ā in D, is it the case that ā ∈ q 0 (D),
for some GHW(k)-overapproximation (resp., GHW(k)-∆-approximation) q 0 of q?
Partial results were obtained in [4], but based on ad-hoc tools. It has also been observed
that some CQs have no GHW(k)-overapproximations (in contrast to underapproximations,
that always exist), which was seen as a negative result.
Contributions. We develop tools for the study of overapproximations and ∆-approximations.
While we mainly focus on the former, we provide a detailed account of how our techniques
can be extended to deal with the latter. In the context of GHW(k)-overapproximations,
we apply our tools to pinpoint the complexity of evaluation and identification, and make
progress in the problem of existence. We also study when overapproximations do not exist
and suggest how this can be alleviated. Our contributions are as follows:
1. Link to existential pebble games. We establish a link between GHW(k)-overapproximations and existential pebble games [22]. Such games have been used to show that CQs
of bounded width can be evaluated efficiently [11, 9]. Using the fact that the existence
of winning conditions in the existential pebble game can be checked in PTIME [9], we
show that identification and evaluation for GHW(k)-overapproximations are tractable
problems.
2. A more liberal notion of overapproximation. We observe that non-existence of overapproximations is due to the fact that in some cases overapproximations require expressing
conjunctions of infinitely many atoms. By relaxing our notion, we get that each CQ
q has a (potentially infinite) GHW(k)-overapproximation q 0 . This q 0 is unique (up to
equivalence). Further, it can be evaluated efficiently – in spite of being potentially infinite
– by checking a winning condition for the existential k-pebble game on q and D.
3. Existence of overapproximations. It is still useful to check if a CQ q has a finite GHW(k)overapproximation q 0 , and compute it if possible. This might allow us to optimize q 0
before evaluating it. There is also a difference in complexity, as existential pebble game
techniques are PTIME-complete in general [21], and thus inherently sequential, while
evaluation of CQs in GHW(k) is highly parallelizable (Gottlob et al. [17]).
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Table 1 Summary of results on under- and overapproximations of bounded generalized hypertreewidth. The complexity of identification coincides with that of evaluation in both cases. New
results are marked with (∗ ). All remaining results follow from [4, 5].

GHW(k)-underapp.
GHW(k)-overapp.

Existence?
always
not always

Unique?
not always
always

Evaluation
NP-hard
PTIME∗

Existence check
N/A
For k = 1:
2Exptime∗
PTIME∗ on binary schemas
For k > 1: Open

By exploiting automata techniques, we show that checking if a CQ q has a (finite) GHW(1)overapproximation q 0 is in 2Exptime. Also, when such q 0 exists it can be computed
in 3Exptime. This is important since GHW(1) coincides with the well-known class of
acyclic CQs [27]. If the arity of the schema is fixed, these bounds drop to Exptime and
2Exptime, respectively. Also, we look at the case of binary schemas, such as the ones used
in graph databases [3] and description logics [2]. In this case, GHW(1)-overapproximations
can be computed efficiently via a greedy algorithm. This is optimal, as over ternary
schemas we prove an exponential lower bound for the size of GHW(1)-overapproximations.
We do not know if the existence problem is decidable for k > 1. However, we show that
it can be recast as an unexplored boundedness condition for the existential pebble game.
Understanding the decidability boundary for such conditions is often difficult [25, 7].
Table 1 shows a summary of these results in comparison with underapproximations.
Our contributions for GHW(k)-∆-approximations are as follows. As a preliminary step, we
show that GHW(k)-under and GHW(k)-overapproximations are particular cases of GHW(k)∆-approximations, but not vice versa. Afterwards, as for GHW(k)-overapproximations, we
provide a link between GHW(k)-∆-overapproximations and the existential pebble game, and
use it to characterize when a CQ q has at least one GHW(k)-∆-approximation that is neither
a GHW(k)-underapproximation nor a GHW(k)-overapproximation (a so-called incomparable
GHW(k)-∆-approximation). This allows us to show that the identification problem for
such ∆-approximations is coNP-complete. As for the problem of checking for the existence
of incomparable GHW(k)-∆-approximations, we extend our automata techniques to prove
that it is in 2Exptime for k = 1 (and in Exptime for fixed-arity schemas). In case such
a GHW(1)-∆-approximation exists, we can evaluate it using a fixed-parameter tractable
algorithm. We also provide results on existence and evaluation of infinite incomparable
GHW(1)-∆-approximations.
Organization. Section 2 contains preliminaries. Basic properties of overapproximations are
presented in Section 3, while the existence of overapproximations is studied in Section 4. In
Section 5 we deal with ∆-approximations, and conclude in Section 6 with final remarks.

2

Preliminaries

Relational databases and homomorphisms. A relational schema σ is a finite set of relation
symbols, each one of which has an arity n > 0. A database D over σ is a finite set of atoms of
the form R(ā), where R is a relation symbol in σ of arity n and ā is an n-tuple of constants.
We often abuse notation and write D also for the set of elements in D.
Let D and D0 be databases over σ. A homomorphism from D to D0 is a mapping h
from D to D0 such that for every atom R(ā) in D it is the case that R(h(ā)) ∈ D0 . If ā
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and b̄ are n-ary tuples (n ≥ 0) in D and D0 , respectively, we write (D, ā) → (D0 , b̄) if there
is a homomorphism h from D to D0 such that h(ā) = b̄. Checking if (D, ā) → (D0 , b̄) is a
well-known NP-complete problem.
Conjunctive queries. A conjunctive query (CQ) over schema σ is a formula q of the
V
form ∃ȳ 1≤i≤m Ri (x̄i ), where each Ri (x̄i ) is an atom over σ (1 ≤ i ≤ m). We often write
this as q(x̄) to denote that x̄ are the free variables of q, i.e., those that are not existentially
quantified in ȳ. If x̄ is empty, then q is Boolean. We define the evaluation of CQs in terms
V
of homomorphisms. Recall that the canonical database Dq of a CQ q = ∃ȳ 1≤i≤m Ri (x̄i )
consists precisely of the atoms Ri (x̄i ), for 1 ≤ i ≤ m. The result of q over D, denoted q(D),
is the set of all tuples ā such that (Dq , x̄) → (D, ā). We often do not distinguish between a
CQ q and its canonical database Dq (i.e., we write q for Dq ).
Evaluation and tractable classes of CQs. The evaluation problem for CQs is as follows:
Given a CQ q, a database D, and a tuple ā in D, is ā ∈ q(D)? Since this problem corresponds
to checking if (q, x̄) → (D, ā), it is NP-complete [8]. This led to a flurry of activity for finding
classes of CQs for which evaluation is tractable.
Here we deal with one of the most studied such classes: CQs of bounded generalized hypertreewidth [17], also called coverwidth [9]. We adopt the definition of [9] which is better suited
V
for working with non-Boolean queries. A tree decomposition of a CQ q = ∃ȳ 1≤i≤m Ri (x̄i )
is a pair (T, χ), where T is a tree and χ is a mapping that assigns a subset of the existentially
quantified variables in ȳ to each node t ∈ T , such that:
1. For each 1 ≤ i ≤ m, the variables in x̄i ∩ ȳ are contained in χ(t), for some t ∈ T .
2. For each variable y in ȳ, the set of nodes t ∈ T for which y occurs in χ(t) is connected.
S
The width of node t in (T, χ) is the minimal size of an I ⊆ {1, . . . , m} such that i∈I x̄i
covers χ(t). The width of (T, χ) is the maximal width of the nodes of T . The generalized
hypertreewidth of q is the minimum width of its tree decompositions.
For a fixed k ≥ 1, we denote by GHW(k) the class of CQs of generalized hypertreewidth
at most k. The CQs in GHW(k) can be evaluated in polynomial time; see [16].
Containment of CQs. A CQ q is contained in a CQ q 0 , written as q ⊆ q 0 , if q(D) ⊆ q 0 (D)
over every database D. Two CQs q and q 0 are equivalent, denoted q ≡ q 0 , if q ⊆ q 0 and q 0 ⊆ q.
It is known that CQ containment and CQ evaluation are, essentially, the same problem
[8]. In particular, let q(x̄) and q 0 (x̄) be CQs. Then
q ⊆ q0

⇐⇒

x̄ ∈ q 0 (Dq )

⇐⇒

(Dq0 , x̄) → (Dq , x̄).

(1)

Thus, q ⊆ q 0 and (q 0 , x̄) → (q, x̄) (i.e., (Dq0 , x̄) → (Dq , x̄)) are used interchangeably.
Approximations of CQs. Fix k ≥ 1. Let q be a CQ. The approximations of q in GHW(k)
are defined with respect to a partial order vq over the set of CQs in GHW(k). Formally, for
any two CQs q 0 , q 00 in GHW(k) we have
q 0 vq q 00 ⇐⇒ ∆(q(D), q 00 (D)) ⊆ ∆(q(D), q 0 (D)), for every database D,
where ∆(A, B) denotes the symmetric difference between sets A and B. Thus, q 0 vq q 00 ,
whenever the “error” of q 00 with respect to q – measured in terms of the symmetric difference
between q 00 (D) and q(D) – is contained in that of q 0 for each database D. As usual, we write
q 0 @q q 00 if q 0 vq q 00 but q 00 6vq q 0 .
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q0 :

q:
Pb

Pb
Pa

Pb

Pb
Pa

Figure 1 The CQ q and its GHW(1)-overapproximation q 0 from Example 2.

The approximations of q in GHW(k) always correspond to maximal elements, with respect
to the partial order vq , over a class of CQs in GHW(k) that satisfies certain conditions. The
following three basic notions of approximation were identified in [4]:
Underapproximations: Let q, q 0 be CQs such that q 0 ∈ GHW(k). Then q 0 is a GHW(k)underapproximation of q if it is maximal, with respect to vq , among all CQs in GHW(k)
that are contained in q. That is, q 0 ⊆ q, and there is no CQ q 00 ∈ GHW(k) such that
q 00 ⊆ q and q 0 @q q 00 . In particular, the GHW(k)-underapproximations of q produce
correct (but not necessarily complete) answers with respect to q over every database D.
Overapproximations: Analogously, q 0 is a GHW(k)-overapproximation of q if it is maximal,
with respect to vq , among all CQs in GHW(k) that contain q. That is, the GHW(k)overapproximations of q produce complete (but not necessarily correct) answers with
respect to q over every database D.
∆-approximations: In this case we impose no restriction on q 0 . That is, q 0 is a GHW(k)∆-approximation of q if it is maximal with respect to the partial order vq , i.e., there is
no q 00 ∈ GHW(k) such that q 0 @q q 00 .
Underapproximations and overapproximations admit an equivalent, but arguably simpler,
characterization as maximal (resp., minimal) elements, with respect to the containment
partial order ⊆, among all CQs in GHW(k) that are contained in q (resp., contain q):
I Proposition 1. [4] Fix k ≥ 1. Let q, q 0 be CQs such that q 0 ∈ GHW(k). Then:
q 0 is a GHW(k)-underapproximation of q iff q 0 ⊆ q and there is no CQ q 00 ∈ GHW(k) such
that q 0 ⊂ q 00 ⊆ q.
q 0 is a GHW(k)-overapproximation of q iff q ⊆ q 0 and there is no CQ q 00 ∈ GHW(k) such
that q ⊆ q 00 ⊂ q 0 .
As mentioned before, GHW(k)-underapproximations are by now well-understood. We
concentrate on GHW(k)-overapproximations and GHW(k)-∆-approximations in this paper.
We start by studying the former.

3

Overapproximations

Recall that GHW(k)-overapproximations are minimal elements (in terms of ⊆) in the set of
CQs in GHW(k) that contain q. We show an example of a GHW(1)-approximation below:
I Example 2. Figure 1 shows a CQ q and its GHW(1)-overapproximation q 0 . The schema
consists of binary symbols Pa and Pb . Dots represent variables, and an edge labeled Pa
between x and y represents the presence of atoms Pa (x, y) and Pa (y, x). (Same for Pb ). All
variables are existentially quantified. Clearly, q ⊆ q 0 (as q 0 → q). In addition, there is no CQ
q 00 ∈ GHW(1) such that q ⊆ q 00 ⊂ q 0 . We provide an explanation for this later.
J
We start in Section 3.1 by stating some basic properties on existence and uniqueness
of GHW(k)-overapproximations. Later in Section 3.2 we establish a connection between
GHW(k)-overapproximations and the existential pebble game, which allows us to show that
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Figure 2 The CQ q is in GHW(2) but has no GHW(1)-overapproximations, while q 0 is in GHW(3)
but has no GHW(`)-overapproximations for ` ∈ {1, 2}.

both the identification and evaluation problems for GHW(k)-overapproximations are tractable.
Finally, in Section 3.4 we look at the case when GHW(k)-overapproximations do not exist,
and suggest how this can be alleviated by allowing infinite overapproximations.

3.1

Existence and uniqueness of overapproximations

As shown in [4], existence of overapproximations is not a general phenomenon. In fact, for
every k > 1 there is a Boolean CQ q in GHW(k) that has no GHW(1)-overapproximation.
Using the characterization given later in Theorem 21, we can strengthen this further:
I Proposition 3. For each k > 1, there is a Boolean CQ q ∈ GHW(k) without GHW(`)overapproximations for any 1 ≤ ` < k.
Figure 2 depicts examples of CQs in GHW(k), for k = 2 and k = 3, respectively, without
GHW(`)-overapproximations for any 1 ≤ ` < k.
Interestingly, when GHW(k)-overapproximations do exist, they are unique (up to equivalence). This follows since, in this case, GHW(k)-overapproximations are not only the minimal
elements, but also the lower bounds of the set of CQs in GHW(k) that contain q:
I Proposition 4. Let q, q 0 be CQs such that q 0 ∈ GHW(k). The following are equivalent:
1. q 0 is a GHW(k)-overapproximation of q.
2. (i) q ⊆ q 0 , and (ii) for every CQ q 00 ∈ GHW(k), it is the case that q ⊆ q 00 implies q 0 ⊆ q 00 .
Proof. We only prove the nontrivial direction (1) ⇒ (2). By contradiction, suppose that
there is a CQ q 00 ∈ GHW(k) such that q ⊆ q 00 but q 0 6⊆ q 00 . Note that we can assume that
q 0 and q 00 have the same free variables x̄; otherwise we can rename them accordingly. Let
(q 0 ∧ q 00 ) be the conjunction of q 0 and q 00 , i.e., the CQ which is obtained by first renaming
each existentially quantified variable in q 0 and q 00 with a different fresh variable, and then
taking the conjunction of the atoms in q 0 and q 00 . The tuple of free variables of (q 0 ∧ q 00 ) is
x̄. Observe that (q 0 ∧ q 00 ) is in GHW(k). Also, by the definition of (q 0 ∧ q 00 ) we have that
q ⊆ (q 0 ∧ q 00 ) ⊆ q 0 . But q 0 is a GHW(k)-overapproximation of q, and thus q 0 ⊆ (q 0 ∧ q 00 ). On
the other hand, we have that (q 0 ∧ q 00 ) ⊆ q 00 , and then q 0 ⊆ q 00 . This is a contradiction. J
As a corollary, we immediately obtain the following:
I Corollary 5. If a CQ q has GHW(k)-overapproximations q1 and q2 , then q1 ≡ q2 .
The previous results show the stark difference between GHW(k)-overapproximations and
GHW(k)-underapproximations: GHW(k)-overapproximations do not necessarily exist, but
when they do they are unique; GHW(k)-underapproximations always exist but there can be
exponentially many incomparable ones [5].
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3.2

A link with the existential pebble game

We characterize GHW(k)-overapproximations in terms of the existential pebble game. We
use a version of such a game, known as existential cover game, that is tailored for CQs of
bounded generalized hypertreewidth [9]. Let k ≥ 1. The existential k-cover game is played
by Spoiler and Duplicator on pairs (D, ā) and (D0 , b̄), where D and D0 are databases and ā
and b̄ are n-ary (n ≥ 0) tuples over D and D0 , respectively. The game proceeds in rounds.
In each round, Spoiler places (resp., removes) a pebble on (resp., from) an element of D, and
Duplicator responds by placing (resp., removing) its corresponding pebble on an element of
(resp., from) D0 . The number of pebbles is not bounded, but Spoiler is constrained as follows:
At any round p of the game, if c1 , . . . , c` (` ≤ p) are the elements marked by Spoiler’s pebbles
in D, there must be a set of at most k atoms in D that contain all such elements (this is why
the game is called k-cover, as pebbled elements are covered by no more than k atoms).
Duplicator wins if she has a winning strategy, i.e., she can indefinitely continue playing the
game in such a way that after each round, if c1 , . . . , c` are the elements that are marked by
Spoiler’s pebbles in D and d1 , . . . , d` are the elements marked
by the corresponding pebbles

of Duplicator in D0 , then (c1 , . . . , c` , ā), (d1 , . . . , d` , b̄) is a partial homomorphism from D
to D0 . That is, for every atom R(c̄) ∈ D, where each element c of c̄ appears in (c1 , . . . , c` , ā),
¯ ∈ D0 , where d¯ is the tuple obtained from c̄ by replacing each element c
it is the case that R(d)
of c̄ by its corresponding element d in (d1 , . . . , d` , b̄). We write (D, ā) →k (D0 , b̄) if Duplicator
has a winning strategy.
Notice that →k “approximates” → as follows: → ⊂ · · · ⊂ →k+1 ⊂ →k ⊂ · · · ⊂ →1 .
These approximations are convenient complexity-wise: Checking whether (D, ā) → (D0 , b̄) is
NP-complete, but (D, ā) →k (D0 , b̄) can be solved efficiently.
I Proposition 6. [9] Fix k ≥ 1. Checking whether (D, ā) →k (D0 , b̄) is in polynomial time.
Moreover, there is a connection between →k and the evaluation of CQs in GHW(k) that
we heavily exploit in our work:
I Proposition 7. [9] Fix k ≥ 1. Then (D, ā) →k (D0 , b̄) iff for each CQ q(x̄) in GHW(k) we
have that if (q, x̄) → (D, ā) then (q, x̄) → (D0 , b̄).
In particular, if q(x̄) ∈ GHW(k) then for every D and ā:
ā ∈ q(D)

⇐⇒

(q, x̄) → (D, ā)

⇐⇒

(q, x̄) →k (D, ā).

(2)

That is, the “approximation” of → provided by →k is sufficient for evaluating CQs in GHW(k).
Together with Proposition 6, this proves that CQs in GHW(k) can be evaluated efficiently.
The characterization. Existential cover games can be applied to obtain a semantic characterization of GHW(k)-overapproximations:
I Theorem 8. Fix k ≥ 1. Let q, q 0 be CQs with q 0 ∈ GHW(k). Then q 0 (x̄) is the GHW(k)overapproximation of q(x̄) iff (q 0 , x̄) →k (q, x̄) and (q, x̄) →k (q 0 , x̄).
Proof. Assume that q 0 (x̄) is the GHW(k)-overapproximation of q(x̄). Then (q 0 , x̄) → (q, x̄),
and thus (q 0 , x̄) →k (q, x̄) since →⊂→k . We prove now that (q, x̄) →k (q 0 , x̄). From
Proposition 7, we need to prove that if q 00 (x̄) is a CQ in GHW(k) such that (q 00 , x̄) → (q, x̄),
then also (q 00 , x̄) → (q 0 , x̄). This follows directly from Proposition 4.
Assume now that (q 0 , x̄) →k (q, x̄) and (q, x̄) →k (q 0 , x̄). Since q 0 ∈ GHW(k), we have that
q ⊆ q 0 by Equation (2). From Proposition 7, if q ⊆ q 00 and q 00 ∈ GHW(k) then q 0 ⊆ q 00 , i.e.,
there is no q 00 in GHW(k) such that q ⊆ q 00 ⊂ q 0 . Hence q 0 is a GHW(k)-overapproximation. J
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I Example 9. (Example 2 cont.) It is now easy to see that the CQ q 0 in Figure 1 is a
GHW(1)-overapproximation of q. In fact, since q 0 → q, we only need to show that q →1 q 0 .
The latter is simple and left to the reader.
J
Next we show that this characterization allows us to show that the identification and
evaluation problems for GHW(k)-overapproximations can be solved in polynomial time.

3.3

Identification and evaluation of GHW(k)-overapproximations

A direct corollary of Proposition 6 and Theorem 8 is that the identification problem for
GHW(k)-overapproximations is in polynomial time:
I Corollary 10. Fix k ≥ 1. Given CQs q, q 0 such that q 0 ∈ GHW(k), checking if q 0 is the
GHW(k)-overapproximation of q can be solved in polynomial time.
This corresponds to a promise version of the problem, as it is given to us that q 0 is in
fact in GHW(k). Checking the latter is NP-complete for every fixed k ≥ 2 [18, 14].
Assume now that we are given the promise that q has a GHW(k)-overapproximation q 0
(but q 0 itself is not given). How hard is it to evaluate q 0 over a database D? We could try to
compute q 0 , but so far we have no techniques to do that. Notably, we can use existential
cover games to show that GHW(k)-overapproximations can be evaluated efficiently, without
even computing them. This is based on the next result, which states that evaluating q 0 over
D boils down to checking (q, x̄) →k (D, ā) for the tuples ā over D.
I Theorem 11. Fix k ≥ 1. Let q(x̄) be a CQ with a GHW(k)-overapproximation q 0 (x̄). Then
for every D and ā:
ā ∈ q 0 (D)

⇐⇒

(q 0 , x̄) → (D, ā)

⇐⇒

(q, x̄) →k (D, ā).

Proof. Assume first that (q, x̄) →k (D, ā). Since q 0 is a GHW(k)-overapproximation of q, we
have that (q 0 , x̄) → (q, x̄). Since winning strategies for Duplicator compose and →⊂→k then,
(q 0 , x̄) →k (D, ā). But q 0 ∈ GHW(k), and thus (q 0 , x̄) → (D, ā) from Equation (2). Assume
now that (q 0 , x̄) → (D, ā). From Theorem 8, we have that (q, x̄) →k (q 0 , x̄). By composition
and →⊂→k , it follows that (q, x̄) →k (D, ā) holds.
J
As a corollary to Theorem 11 and Proposition 6 we obtain:
I Corollary 12. Fix k ≥ 1. Checking if ā ∈ q 0 (D), given a CQ q that has a GHW(k)overapproximation q 0 , a database D, and a tuple ā in D, can be solved in polynomial time by
checking if (q, x̄) →k (D, ā). Moreover, this can be done without even computing q 0 .

3.4

More liberal GHW(k)-overapproximations

CQs may not have GHW(k)-overapproximations, for some k ≥ 1. We observe in this
section that this anomaly can be solved by extending the language of queries over which
overapproximations are to be found.
An infinite CQ is as a finite one, save that now the number of atoms is countably infinite.
We assume that there are finitely many free variables in an infinite CQ. The evaluation of an
infinite CQ q(x̄) over a database D is defined analogously to the evaluation of a finite one.
Similarly, the generalized hypertreewidth of an infinite CQ is defined as in the finite case,
but now tree decompositions can be infinite. We write GHW(k)∞ for the class of all CQs,
finite and infinite ones, of generalized hypertreewidth at most k. The next result states a
crucial relationship between the existential k-cover game and the class GHW(k)∞ :
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I Lemma 13. Fix k ≥ 1. For every CQ q there is a q 0 in GHW(k)∞ such that for every
database D and tuple ā of constants in D:
ā ∈ q 0 (D)

⇐⇒

(q 0 , x̄) → (D, ā)

⇐⇒

(q, x̄) →k (D, ā).

This holds even for countably infinite databases D.
The proof of this result follows from techniques in [22]. The basic idea is that q 0 has an
(infinite) generalized hypertree decomposition of width k that represents all possible moves
of Spoiler in the existential k-cover game played from q.
Since we now deal with infinite CQs and databases, we cannot apply Proposition 7 directly
in our analysis of GHW(k)∞ -overapproximations. Instead, we use the following suitable
reformulation of it, which we obtain by inspection of its proof:
I Proposition 14. Fix k ≥ 1. Consider countably infinite databases D and D0 . Then
(D, ā) →k (D0 , b̄) iff for each CQ q(x̄) in GHW(k)∞ , if (q, x̄) → (D, ā) then (q, x̄) → (D0 , b̄).
GHW(k)∞ -overapproximations. We expand the notion of overapproximation by allowing
infinite CQs. Let q 0 ∈ GHW(k)∞ . Then q 0 is a GHW(k)∞ -overapproximation of CQ q, if q ⊆ q 0
and there is no q 00 ∈ GHW(k)∞ such that q ⊆ q 00 ⊂ q 0 . (Here, ⊆ is still defined with respect
to finite databases only). In GHW(k)∞ , we can provide each CQ q an overapproximation:
I Theorem 15. Fix k ≥ 1. For every CQ q there is a CQ in GHW(k)∞ that is a GHW(k)∞ overapproximation of q.
Proof. We prove that q 0 , as given in Lemma 13, is a GHW(k)∞ -overapproximation of q.
Notice that (q 0 , x̄) → (q, x̄) (by choosing (D, ā) as (q, x̄) in Lemma 13). Therefore, q ⊆ q 0
since this direction of Equation (1) continues to hold for countably infinite CQs. Observe
now that (q, x̄) →k (q 0 , x̄) (by choosing (D, ā) as (q 0 , x̄) in Lemma 13). Proposition 14 tells
us that for every q 00 (x̄) in GHW(k)∞ , if (q 00 , x̄) → (q, x̄) then (q 00 , x̄) → (q 0 , x̄). But then
q ⊆ q 00 implies that q 0 ⊆ q 00 , since Equation (1) continues to hold if q (but not necessarily q 0 )
is finite. Thus, q 0 is a GHW(k)∞ -overapproximation of q.
J
Despite the non-computable nature of GHW(k)∞ -overapproximations, we get from Proposition 6 and the proof of Theorem 15 that they can be evaluated efficiently:
I Corollary 16. Fix k ≥ 1. Checking whether ā ∈ q 0 (D), given a CQ q with GHW(k)∞ overapproximation q 0 , a database D, and a tuple ā in D, boils down to checking if (q, x̄) →k
(D, ā), and thus it can be solved in polynomial time.

4

Deciding existence of GHW(k)-overapproximations

CQs always have GHW(k)∞ -overapproximations, but not necessarily finite ones. Here we
study when a CQ q has a finite overapproximation. We start with the case k = 1, which we
show to be decidable in 2Exptime (we do not know if this is optimal). For k > 1 we leave
the decidability open, but provide some explanation about where the difficulty lies.

4.1

The acyclic case

We start with the case of GHW(1)-overapproximations. Recall that GHW(1) is an important
class, as it consists precisely of the well-known acyclic CQs. Our main result is the following:
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I Theorem 17. There is a 2Exptime algorithm that checks if a CQ q has a GHW(1)overapproximation and, if one exists, it computes one in triple-exponential time.
If the arity of the schema is fixed, there is an Exptime algorithm that does this and
computes a GHW(1)-overapproximation of q in double-exponential time.
We sketch the proof for nonfixed arities. From a CQ q we build a two-way alternating
tree automaton [10], or 2ATA, Aq , such that the language L(Aq ) of trees accepted by Aq is
nonempty iff q has a GHW(1)-overapproximation. Intuitively, Aq accepts those trees that
encode a GHW(1)-overapproximation q 0 of q. Formally:
I Proposition 18. There exists a double-exponential time algorithm that takes as input a
CQ q and returns a 2ATA Aq with exponentially many states, such that q has a GHW(1)overapproximation iff L(Aq ) 6= ∅. Furthermore, from every tree T in L(Aq ) one can construct
in polynomial time a GHW(1)-overapproximation of q.
Proof sketch. For simplicity we assume that q is Boolean. Before describing the construction
of Aq , we explain how input trees for Aq encode CQs in GHW(1). To this end let q 0 be a CQ
in GHW(1) and (Tq0 , χ) a tree decomposition of q 0 . The CQ q 0 can have unbounded many
variables. Yet, in each node of Tq0 at most r variables appear, where r is the maximum arity
of an atom in q. Thus, by reusing variables, (Tq0 , χ) can be encoded by using 2r variables in
such a way that it can then be decoded, i.e. a variable name ui is used in two neighboring
nodes v and v 0 of the encoding iff the corresponding variables of the tree decomposition also
occur in neighboring nodes. The encoding Enc(Tq0 , χ) of (Tq0 , χ) is a tree labeled by (a) the
variables {u1 , . . . , u2r } as described, and (b) the atoms of q 0 covered by those variables.
The 2ATA Aq checks that the CQ q 0 encoded by T 0 = Enc(Tq0 , χ) is a GHW(1)overapproximation of q. From Theorem 8, we need to check: (1) q 0 →1 q, and (2) q →1 q 0 .
The 2ATA Aq will be defined as the intersection of 2ATAs A1 and A2 , that check conditions
(1) and (2), respectively. Condition (1) is equivalent to q 0 → q (since q 0 ∈ GHW(1)). A
2ATA A1 can guess and verify a homomorphism from q 0 to q. In particular, A1 requires no
alternation and has at most exponentially many states.
We now sketch how the automaton A2 works. First, q →1 q 0 can be restated as Duplicator
having a compact winning strategy [9] as follows. The set of variables appearing in an atom
of q constitute a 1-union of q. Then q →1 q 0 iff there is a non-empty family F of partial
homomorphisms from q to q 0 such that: (a) the domain of each f ∈ F is a 1-union of q, and
(b) if U and U 0 are 1-unions of q, then each f ∈ F with domain U can be extended to U 0 ,
i.e., there is f 0 ∈ F with domain U 0 such that f (x) = f 0 (x) for every x ∈ U ∩ U 0 .
The 2ATA A2 assumes an annotation of T 0 = Enc(Tq0 , χ) that encodes the intended
strategy F. This annotation labels each node t0 of T 0 by the set of partial mappings from q
to q 0 whose domain is a 1-union of q, and whose range is contained in the variables from
{u1 , . . . , u2r } labeling t0 . It can be easily checked from the labelings of T 0 if each mapping in
this annotation is a partial homomorphism. To check condition (2), the 2ATA A2 makes a
universal transition for each pair (U, U 0 ) of 1-unions and partial mapping g with domain U
annotating a node t0 of T 0 . Then it checks the existence of a node t0 in T 0 that is annotated
with a mapping g 0 that extends g to U 0 . The latter means that, for each x ∈ U ∩ U 0 , both
g(x) and g 0 (x) are the same variable of q 0 , that is, g(x) and g(x0 ) are connected occurrences of
the same variable in {u1 , . . . , u2r }. Thus to check the consistency of g and g 0 , the automaton
can store the variables in {g(x) | x ∈ U ∩ U 0 }, and check that these are present in the label
of each node guessed before reaching t0 . As this is a polynomial amount of information, A2
can be implemented using exponentially many states.
J
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Figure 3 Illustration of the CQs q3 and q30 from Proposition 20. Each triple of variables represents
two atoms in the query; e.g., {y0 , y11 , y12 } represents atoms R(y0 , y11 , y12 ) and R(y0 , y12 , y11 ) in q30 .

It is easy to see how Theorem 17 follows from Proposition 18. Checking if a CQ q has a
GHW(1)-overapproximation amounts to checking if L(Aq ) 6= ∅. The latter can be done in
exponential time in the number of states of Aq [10], and thus in double-exponential time in
the size of q. If L(Aq ) 6= ∅, one can construct a tree T ∈ L(Aq ) in double-exponential time
in the size of Aq , and thus in triple-exponential time in the size of q. From T one then gets
in polynomial time (i.e., in 3EXPTIME in the size of q) a GHW(1)-overapproximation of q.
The case of binary schemas. For schemas of arity two the existence and computation
of GHW(1)-overapproximations can be solved in polynomial time. This is of practical
importance since data models such as graph databases [3] and description logic ABoxes [2]
can be represented using schemas of this kind. Note that in this context GHW(1) coincides
with the class of CQs of treewidth one [11]. Then:
I Theorem 19. There is a Ptime algorithm that checks if a CQ q over a schema of maximum
arity two has a GHW(1)-overapproximation q 0 , and computes such a q 0 if it exists.
The proof of this result can be found in the appendix.
Size of overapproximations. Over binary schemas GHW(1)-overapproximations are of
polynomial size. This is optimal as over schemas of arity three there is an exponential lower
bound for the size of GHW(1)-overapproximations:
I Proposition 20. There is a schema σ with a single ternary relation symbol and a family
(qn )n≥1 of Boolean CQs over σ, such that (1) qn is of size O(n), and (2) the size of every
GHW(1)-overapproximation of qn is Ω(2n ).
Proof. The CQ qn contains the atoms R(x0 , x11 , x21 ), R(x0 , x21 , x11 ), as well as R(xji , x1i+1 , x2i+1 )
and R(xji , x2i+1 , x1i+1 ), for each 1 ≤ i ≤ n−1 and j ∈ {1, 2}. Consider now the CQ qn0 with the
w
w1
w2
w
w2
w1
atoms R(y0 , y11 , y12 ), R(y0 , y12 , y11 ), as well as R(y|w|
, y|w|+1
, y|w|+1
) and R(y|w|
, y|w|+1
, y|w|+1
),
0
for each word w over {1, 2} of length 1 ≤ |w| ≤ n − 1. Figure 3 depicts q3 and q3 .
The query qn0 indeed is an overapproximation of qn . The mapping h : qn0 → qn defined
wj
as h(y0 ) = x0 and h(y|w|+1
) = xj|w|+1 , for each word w over {1, 2} of length 0 ≤ |w| ≤ n − 1
and j ∈ {1, 2}, is a homomorphism. On the other hand, a compact winning strategy for
Duplicator can be obtained by basically “inverting” the homomorphism h.
The size of qn0 is Ω(2n ). We claim that qn0 is the smallest GHW(1)-overapproximation of qn ,
which proves the proposition. A straightforward case-by-case analysis shows that qn0 is a core
[8, 19]. Now assume, towards a contradiction, that q 0 is a GHW(1)-overapproximation of qn
with fewer atoms than qn0 . Then qn0 ≡ q 0 by Corollary 5. Composing the homomorphisms
h1 : qn0 → q 0 and h2 : q 0 → qn0 yields a homomorphism from qn0 to a proper subset of the
atoms of qn0 . This is a contradiction to qn0 being a core.
J
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Beyond acyclicity

Theorem 8 characterizes when a CQ has a GHW(k)-overapproximation. We provide an
alternative characterization in terms of a boundedness condition for the existential cover
game. This helps understanding where lies the difficulty of determining the decidability
status of the problem of existence of GHW(k)-overapproximations, for k > 1.
We write (D, ā) →ck (D, b̄), for k ≥ 1 and c ≥ 0, if Duplicator has a winning strategy
in the first c rounds of the existential k-cover game on (D, ā) and (D, b̄). The next result
establishes that a CQ q has a GHW(k)-overapproximation iff the existential k-cover game
played from q is “bounded”, i.e., if there is a constant c ≥ 0 that bounds the number of
rounds this game needs to be played in order to determine if Duplicator wins.
I Theorem 21. Fix k ≥ 1. The CQ q(x̄) has a GHW(k)-overapproximation iff there is an
integer c ≥ 0 such that (q, x̄) →k (D, ā) iff (q, x̄) →ck (D, ā), for each database D and ā ∈ D.
Boundedness conditions are a difficult area of study, with a delicate decidability boundary.
For least fixed point logic (LFP), undecidability results for boundedness abound with the
exception of a few restricted fragments [25, 7]. The existence of winning Duplicator strategies
in existential pebble games is expressible in LFP [23], yet results from this context are not
directly applicable to determine the decidability status of the condition from Theorem 21.

5

Beyond under and overapproximations: ∆-approximations

We now turn to GHW(k)-∆-approximations. Recall that a GHW(k)-∆-approximation of q
is a maximal element in GHW(k) with respect to the order vq , where q 0 vq q 00 , for CQs
q 0 , q 00 ∈ GHW(k), iff ∆(q(D), q 00 (D)) ⊆ ∆(q(D), q 0 (D)) for all databases D. It is not surprising
that GHW(k)-∆-approximations generalize over- and underapproximations.
I Proposition 22. Fix k ≥ 1. Let q, q 0 be CQs such that q 0 ∈ GHW(k). If q ⊆ q 0 (resp., q 0 ⊆
q), then q 0 is a GHW(k)-∆-approximation of q if and only if q 0 is a GHW(k)-overapproximation
(resp., GHW(k)-underapproximation) of q.
Thus, we concentrate on the study of GHW(k)-∆-approximations that are neither GHW(k)under- nor GHW(k)-overapproximations. Evaluating such ∆-approximations can give us
useful information when the quality of GHW(k)-under- and GHW(k)-overapproximations
is poor. But, are there GHW(k)-∆-approximations that are neither GHW(k)-under- nor
GHW(k)-overapproximations? In the rest of this section, we settle this question and study
complexity questions associated with such GHW(k)-∆-approximations.

5.1

Incomparable GHW(k)-∆-approximations

Let q be a CQ. In view of Proposition 22, the GHW(k)-∆-approximations q 0 of q that are
neither GHW(k)-overapproximations nor GHW(k)-underapproximations must be incomparable
with q in terms of containment; i.e., both q 6⊆ q 0 and q 0 6⊆ q must hold. Incomparable GHW(k)∆-approximations do not necessarily exist, even when approximating in the set of infinite CQs
GHW(k)∞ . A trivial example is any CQ q in GHW(k), as its only GHW(k)-∆-approximation
(up to equivalence) is q itself. The following characterization will help us to find CQs with
incomparable GHW(k)-∆-approximations.
I Theorem 23. Fix k ≥ 1. Let q(x̄), q 0 (x̄) be CQs such that q 0 ∈ GHW(k). Then q 0 is an
incomparable GHW(k)-∆-approximation of q iff (q, x̄) →k (q 0 , x̄), and both q 6⊆ q 0 and q 0 6⊆ q.
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Proof. Suppose that q 0 is an incomparable GHW(k)-∆-approximation of q and assume,
by contradiction, that (q, x̄) 6→k (q 0 , x̄). By Proposition 7, there is a q 00 ∈ GHW(k) such
that q ⊆ q 00 and q 0 6⊆ q 00 . We show that q 0 @q (q 00 ∧ q 0 ), which is a contradiction as
(q 00 ∧ q 0 ) ∈ GHW(k). Assume that ā ∈ ∆(q(D), (q 00 ∧ q 0 )(D)), for some D and ā ∈ D. If
ā 6∈ q(D), then ā ∈ (q 00 ∧ q 0 )(D) ⊆ q 0 (D), and thus, ā ∈ ∆(q(D), q 0 (D)). Otherwise, ā ∈ q(D)
and ā 6∈ (q 00 ∧ q 0 )(D). Since q ⊆ q 00 , we have ā 6∈ q 0 (D), and then ā ∈ ∆(q(D), q 0 (D)). Hence
q 0 vq (q 00 ∧ q 0 ). Now, since q 0 6⊆ q 00 , there is a database D∗ such that q 0 (D∗ ) 6⊆ q 00 (D∗ ), i.e.,
ā ∈ q 0 (D∗ ) but ā 6∈ q 00 (D∗ ), for some tuple ā in D∗ . In particular ā ∈ ∆(q(D∗ ), q 0 (D∗ )) and
ā 6∈ ∆(q(D∗ ), (q 00 ∧ q 0 )(D∗ )), and thus (q 00 ∧ q 0 ) 6vq q 0 . For the converse, we need the following:
I Lemma. Fix k ≥ 1. Let q(x̄), q 0 (x̄), q 00 (x̄) be CQs such that q 00 ∈ GHW(k). Suppose that
(q, x̄) →k (q 0 , x̄). Then (q 00 , x̄) → (q 0 ∧ q, x̄) implies (q 00 , x̄) → (q 0 , x̄).
Assume that q * q 0 , q 0 * q, and (q, x̄) →k (q 0 , x̄). By contradiction, suppose that there
is a CQ q 00 ∈ GHW(k) such that q 0 @q q 00 . We show that q 0 ≡ q 00 , which is a contradiction.
Recall that D(q0 ∧q) denotes the canonical database of (q 0 ∧ q). Clearly, x̄ ∈ q(D(q0 ∧q) )
and x̄ ∈ q 0 (D(q0 ∧q) ). It follows that x̄ 6∈ ∆(q(D(q0 ∧q) ), q 0 (D(q0 ∧q) )), and by hypothesis,
x̄ 6∈ ∆(q(D(q0 ∧q) ), q 00 (D(q0 ∧q) )). Hence, x̄ ∈ q 00 (D(q0 ∧q) ). By the lemma above, we have
(q 00 , x̄) → (q 0 , x̄), that is, q 0 ⊆ q 00 . For q 00 ⊆ q 0 , note that x̄ 6∈ q(Dq00 ); otherwise, q 00 ⊆ q
would hold, implying that q 0 ⊆ q, which is a contradiction. Since x̄ ∈ q 00 (Dq00 ), we have
x̄ ∈ ∆(q(Dq00 ), q 00 (Dq00 )). This implies that x̄ ∈ ∆(q(Dq00 ), q 0 (Dq00 )), and then x̄ ∈ q 0 (Dq00 ),
i.e., q 00 ⊆ q 0 . Hence, q 0 ≡ q 00 .
J
I Example 24. Consider again the CQ q = ∃x∃y∃z(E(x, y) ∧ E(y, z) ∧ E(z, x)) from
Figure 2. Then q has a unique GHW(1)-underapproximation q 0 = ∃xE(x, x). As mentioned
in Section 3.1, q has no GHW(1)-overapproximations. Does q have incomparable GHW(1)-∆approximations? By applying Theorem 23, we can give a positive answer to this question:
the CQ q 00 = ∃x∃y(E(x, y) ∧ E(y, x)) is an incomparable GHW(1)-∆-approximation of q. J
Therefore, as Example 24 shows, incomparable GHW(k)-∆-approximations may exist for
some CQs. However, in contrast with overapproximations, they are not unique in general:
I Proposition 25. There is a CQ with infinitely many (non-equivalent) incomparable
GHW(1)-∆-approximations. In fact, this holds for the CQ q in Figure 1.
Identification, existence and evaluation. A direct consequence of Theorem 23 is that
the identification problem, i.e., checking if q 0 ∈ GHW(k) is an incomparable GHW(k)-∆approximation of a CQ q, is in coNP. It suffices to check that q 6⊆ q 0 and q 0 6⊆ q – which are
in coNP – and (q, x̄) →k (q 0 , x̄) – which is in Ptime from Proposition 6. This is optimal:
I Proposition 26. Fix k ≥ 1. Checking if a given CQ q 0 ∈ GHW(k) is an incomparable
GHW(k)-∆-approximation of a given CQ q, is coNP-complete.
As in the case of GHW(k)-overapproximations, we do not know how to check existence of
incomparable GHW(k)-∆-approximations, for k > 1. Nevertheless, for k = 1 we can exploit
the automata techniques developed in Section 4 and obtain an analogous decidability result:
I Proposition 27. There is a 2Exptime algorithm that checks if a CQ q has a incomparable
GHW(1)-∆-approximation and, if one exists, it computes one in triple exponential time. The
bounds become Exptime and 2Exptime, respectively, if the arity of the schema is fixed.
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Figure 4 The CQ q ∈ GHW(2) from Example 29. The CQ (q ∗ ∧ q 0 ) is an incomparable GHW(1)∞ ∆-approximation of q. On the other hand, q has no incomparable GHW(1)-∆-approximations.

Now we study evaluation. Recall that, unlike GHW(k)-overapproximations, incomparable
GHW(k)-∆-approximations of a CQ q are not unique. In fact, there can be infinitely many
(see Proposition 25). Thus, it is reasonable to start by trying to evaluate at least one of
them. It would be desirable, in addition, if the one we evaluate depends only on q (i.e., it
is independent of the underlying database D). Proposition 27 allows us to do so as follows.
Given a CQ q with at least one incomparable GHW(1)-∆-approximation, we can compute in
3Exptime one such an incomparable GHW(1)-∆-approximation q 0 . We can then evaluate q 0
over a database D in time O(|D| · |q 0 |) [27], which is O(|D| · f (|q|)), for f a triple-exponential
function. This means that the evaluation of such a q 0 over D is fixed-parameter tractable,
i.e., it can be solved by an algorithm that depends polynomially on the size of the large
database D, but more loosely on the size of the small CQ q. (This is a desirable property for
evaluation, which does not hold in general for the class of all CQs [26]). Formally, then:
I Theorem 28. There is a fixed-parameter tractable algorithm that, given a CQ q that
has incomparable GHW(1)-∆-approximations, a database D, and a tuple ā, checks whether
ā ∈ q 0 (D), for some incomparable GHW(1)-∆-approximation q 0 of q that depends only on q.
It is worth noticing that the automata techniques are essential for proving this result,
and thus for evaluating incomparable GHW(1)-∆-approximations. This is in stark contrast
with GHW(k)-overapproximations, which can be evaluated in polynomial time by simply
checking if (q, x̄) →k (D, ā). It is not at all clear whether such techniques can be extended
to allow for the efficient evaluation of incomparable GHW(k)-∆-approximations.
The infinite case. All the previous results continue to apply for the class of infinite CQs in
GHW(k)∞ . The following example shows that, as in the case of GHW(k)-overapproximations,
considering GHW(k)∞ helps us to obtain better incomparable GHW(k)-∆-approximations.
I Example 29. Consider the CQ q that asks for the existence of the two oriented paths P1
and P2 , as shown in Figure 4. Theorem 23 can be used to show that q has no incomparable
GHW(1)-∆-approximation. However, q has an incomparable GHW(1)∞ -∆-approximation.
In fact, let q ∗ be the GHW(1)∞ -overapproximation of q which is depicted in Figure 4 (a
P1 -labeled edge represents a copy of the oriented path P1 , similarly for P2 ). Also, let q 0 be
an arbitrary CQ in GHW(1) which is incomparable with q (one such a q 0 is shown in Figure
4). Applying the extension of Theorem 23 to the class GHW(k)∞ , we can prove that (q ∗ ∧ q 0 )
is an incomparable GHW(1)∞ -∆-approximation of q.
J
Example 29 also illustrates the following fact: If there is a CQ q 0 ∈ GHW(k) which is
incomparable with q, then (q ∗ ∧ q 0 ) is an incomparable GHW(k)∞ -∆-approximation of q,
where q ∗ is the GHW(k)∞ -overapproximation of q. Given a database D and a tuple ā in
D, we can check whether ā belongs to the evaluation of such a ∆-approximation (q ∗ ∧ q 0 )
over D as follows: First we compute q 0 , and then we check both (q, x̄) →k (D, ā) and
ā ∈ q 0 (D). In other words, we evaluate (q ∗ ∧ q 0 ) via the existential k-cover game, as for the
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GHW(k)∞ -overapproximation, and then use the incomparable CQ q 0 to filter out some tuples
in the answer. Interestingly, we can easily exploit automata techniques and compute such an
incomparable q 0 (in case one exists). Thus we have the following:
I Theorem 30. Fix k ≥ 1. There is a fixed-parameter tractable algorithm that given a CQ q
that has an incomparable q 0 in GHW(k), a database D, and a tuple ā in D, decides whether
ā ∈ q̂(D), for some incomparable GHW(k)∞ -∆-approximation q̂ of q that depends only on q.

6

Final Remarks

Several problems remain open: is the existence of GHW(k)-overapproximations decidable
for k > 1? What is the precise complexity of checking for the existence of GHW(1)overapproximations? In particular, can we improve the 2Exptime upper bound from
Theorem 17? What is an optimal upper bound on the size of GHW(1)-overapproximations?
In the future we plan to study how our notions of approximation can be combined with
other techniques to obtain quantitative guarantees. One possibility is to exploit semantic
information about the data – e.g., in the form of integrity constraints – in order to ensure
that certain bounds on the size of the result of the approximation hold. Another possibility is
to try to obtain probabilistic guarantees for approximations based on reasonable assumptions
about the distribution of the data.
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7

Appendix

I Theorem 19 (restated). There is a Ptime algorithm that checks if a CQ q over a schema
of maximum arity two has a GHW(1)-overapproximation q 0 , and computes such q 0 if it exists.
The idea is to show that if a CQ q has a GHW(1)-overapproximation then it can be
extracted from q in a simple way: it is a subquery of q or it is a subquery of a CQ qu #qv
constructed from q and two distinguished variables u, v in q. The algorithm then greedily
searches through the subqueries of q and qu #qv to find an overapproximation of q.
We need to introduce some notation. The Gaifman graph of a CQ q, denoted by G(q), is
the undirected graph whose set of nodes is the set of variables of q and where there is an
edge {z, z 0 } whenever z and z 0 are distinct variables that appear together in an atom of q.
The existential Gaifman graph of q, denoted by G∃ (q), is the subgraph of G(q) induced by
the existentially quantified variables of q.
I Claim 31. Let q(x̄) be a CQ. Then q ∈ GHW(1) iff G∃ (q) is an acyclic graph.
A CQ q is connected if G(q) is connected. Using Theorem 8, we have the following:
I Lemma 32. Let q be a connected CQ. If q has a GHW(1)-overapproximation, then it has
one that is connected.
We start by proving Theorem 19 for Boolean CQs; thus, until stated otherwise, we assume
all CQs to be Boolean. First we show Theorem 19 for connected CQs, then we extend it to
the non-connected case and finally prove the general non-Boolean statement.

7.1

The connected case

We start with the following technical lemma. Let q be a CQ. We say that u and v are
adjacent if {u, v} is an edge in G(q), that is, if u and v appear together in an atom of q.
I Lemma 33. Let q be a connected CQ in GHW(1). If q is a core then for all variables u
and v in q there is at most one endomorphism of q that maps u to v.
Proof. Assume that there are two distinct endomorphisms h1 and h2 with h1 (u) = h2 (u) = v.
Recall that, since q is a core, h1 and h2 are isomorphisms. We root G(q) at u. Let x be a
variable in q with h1 (x) 6= h2 (x) whose distance to u is minimal in G(q). Then there is a
unique y such that h1 (x) = h2 (y). We claim that x and y have the same parent in G(q). Let
z be the parent of x. Since h1 is an isomorphism, h1 (x) and h1 (z), and therefore also h2 (y)
and h2 (z), are adjacent in G(q). Thus, also y and z are adjacent. However, y cannot be the
parent of z since h1 and h2 agree on all variables above z in G(q). Therefore z is the parent
of y.
Construct a new endomorphism h that maps variables w in the subtree G(q) rooted at y
to h2 (w), and all other variables w0 to h1 (w0 ). Then h is an endomorphism, but not injective
as both x and y are mapped to h1 (x) = h2 (y). This is a contradiction to q being a core, and
therefore there are no two distinct endomorphisms h1 and h2 mapping u to v.
J
Suppose q ∈ GHW(1) is connected and u, v are adjacent. If we remove all the atoms that
mention u, v, we obtain two connected CQs, one containing u and the other containing v.
We denote these CQs by tqu and tqv , respectively.
Suppose q ∈ GHW(1) is a connected core. If an endomorphism h of q maps u to v where
u and v are adjacent, then it is the case that h(u) = v and h(v) = u, and h swaps the
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subqueries tqu and tqv . We call such an h a swapping endomorphism for u and v. Note that
Lemma 33 tells us that if such a swapping homomorphism for u and v exists, then it is
unique.
I Lemma 34. Let q be a connected core in GHW(1). Then q has at most one endomorphism
besides the identity mapping. If this endomorphism exists, it is a swapping endomorphism.
Proof. Let P = x0 , x1 , ...xm be a simple path of maximal length in G(q). For each endomorphism h of q, the path P 0 = y1 . . . ym where yi = h(xi ) is a simple path of the same
length (as q is a core and therefore h is an isomorphism). Furthermore, P and P 0 share a
vertex. Indeed, if this not the case, since q is connected, one can pick w in P and w0 in P 0
such that w and w0 are connected by a path P 00 vertex-disjoint (except for w and w0 ) from
P and P 0 , and construct a longer path than P .
Now, if |P | is even, then its middle vertex u = xm/2 is in the intersection of P and P 0 (as
otherwise q would contain a path longer than P ). But then h(u) = u and then h must be
the identity mapping by Lemma 33.
If |P | is odd, then u = xbm/2c and v = xdm/2e are in the intersection of P and P 0 (again,
as otherwise q would contain a path longer than P ). If h(u) = u, again we have that h is
the identity. Otherwise, if h(u) = v, since u and v are adjacent, we have that h must be the
swapping endomorphism for u and v.
J
For a CQ q and variables u, v in q the CQ qu #qv is defined as follows. Denote by q \ v the
CQ obtained from q by removing all atoms that contain v. Let qu be the query constructed
from q \ v by replacing each variable z by a fresh variable zu . Similarly let qv be the CQ
where each variable z in q \ u is replaced by a fresh variable zv . The CQ qu #qv is the union of
qu and qv plus all atoms R(uu , vv ) when R(u, v) is an atom in q. Likewise for atoms R(v, u).
By construction, we have the following:
I Claim 35. For each CQ q and variables u, v in q, it is the case that qu #qv → q.
Before immersing into the proof of Theorem 19 for connected CQs, we need some notation
and properties of GHW(1)-overapproximations. Suppose q̂, q̂ 0 are CQs and X, Y are set of
variables from q̂ and q̂ 0 , respectively. We denote by (q̂, X) →1 (q̂ 0 , Y ) the fact that Duplicator
has a winning strategy in the existential 1-cover game on q̂ and q̂ 0 with the property that
whenever Spoiler places a pebble on an element of X in q̂, then Duplicator responds with
some element of Y in q̂ 0 . Checking whether (q̂, X) →1 (q̂ 0 , Y ) can still be done in polynomial
time.
I Lemma 36. Suppose q is a CQ and suppose q 0 is a connected core that is a GHW(1)overapproximation of q. Then we have the following:
If the only endomorphism of q 0 is the identity, then any homomorphism from q 0 to q is
injective. In particular, q 0 is a subquery of q.
If q 0 has a swapping endomorphism for u0 and v 0 , then for any homomorphism h from q 0
to q, we have that
(q, {h(u0 ), h(v 0 )}) →1 (q 0 , {u0 , v 0 }), and
h is “almost” injective, more precisely, h(z 0 ) 6= h(z 00 ) for all pairs of variables z 0 , z 00 ,
0
0
except maybe for z 0 6= u0 in tqu0 and z 0 6= v 0 in tqv0 . In particular, q 0 is a subquery of
qh(u0 ) #qh(v0 ) .
Proof. Suppose the only endomorphism of q 0 is the identity and towards a contradiction,
suppose there is a non-injective homomorphism h from q 0 to q. Then we have h(z 0 ) = h(z 00 ),
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for distinct variables z 0 , z 00 in q 0 . Using the fact that q →1 q 0 , it is easy to see that there is a
Duplicator winning strategy on q 0 and q 0 such that z 00 is a possible response of Duplicator
when Spoiler starts playing on z 0 . Since q 0 ∈ GHW(1), we can define an endomorphism g of
q 0 that maps z 0 to z 00 . Then g is an endomorphism different from the identity, which is a
contradiction.
Suppose now that q 0 has a swapping endomorphism for u0 and v 0 , and let h be a
homomorphism from q 0 to q. First, assume by contradiction that Duplicator’s strategy
witnessing q →1 q 0 is such that for h(u0 ) (the case for h(v 0 ) is analogous), Duplicator
responds with z 0 6∈ {u0 , v 0 }. By composing h with this strategy, and using the fact that
q 0 ∈ GHW(1), it follows that there is an endomorphism g of q 0 that maps u0 to z 0 . This
endomorphism is different from the identity and from the swapping endomorphism for u0 and
v 0 , which contradicts Lemma 34. Finally, suppose towards a contradiction that h(z 0 ) = h(z 00 ),
0
where z 0 6= z 00 and z 0 = u0 and z 00 is in tqv0 (the other case is analogous). Again by composing
h with the strategy witnessing q →1 q 0 and the fact that q 0 ∈ GHW(1), it is easy to derive
an endomorphism of q 0 that is neither the identity nor the swapping endomorphism for u0
and v 0 .
J
As a corollary of Lemma 36 and Lemma 34, we have that whenever q 0 is a connected
core, and it is a GHW(1)-overapproximation of q, then q 0 is a subquery of q or a subquery of
qu #qv , for some variables u, v in q.
Proof of Theorem 19 for connected, Boolean CQs. We assume that the given CQ q is
connected. The algorithm first checks whether a subquery of q is a GHW(1)-overapproximation.
This is Step 1. In Step 2, the algorithm checks whether a subquery of qu #qv is a GHW(1)overapproximation, for some u and v in q. If neither step succeed then the algorithm rejects.
Step 1 is as follows:
1. Set q0 to be q.
2. While qi ∈
/ GHW(1), search for an atom e such that qi →1 qi \ e. If there is no such atom
then continue with Step 2. Otherwise, set qi+1 to be qi \ e.
3. If qi ∈ GHW(1), for some i, then accept and output qi .
For Step 2, let P be an enumeration of the pairs (u, v) such that u, v are adjacent in q
and q →1 qu #qv . Step 2 is as follows:
1. Let (u, v) be the first pair in P.
2. Set q0 to be qu #qv .
3. While qi ∈
/ GHW(1), search for an atom e that does not mention uu and vv simultaneously
such that (qi , {uu , vv }) →1 (qi \ e, {uu , vv }). If there is no such atom, let (u, v) be the
next pair in P and repeat from item 2. Otherwise, set qi+1 to be qi \ e.
4. If qi ∈ GHW(1), for some i, then accept and output qi .
Notice that the described algorithm can be implemented in polynomial time. Below we
argue that it is correct.
Suppose first that the algorithm, on input q, accepts with output q ∗ . By construction q ∗ ∈ GHW(1). Assume first that the algorithm accepts in the m-th iteration of Step 1, and
thus q ∗ = qm . By construction, for each 0 ≤ i < m, we have that qi →1 qi+1 and qi+1 →1 qi .
In particular, q →1 q ∗ and q ∗ →1 q, and thus q ∗ is a GHW(1)-overapproximation of q.
Suppose now that the algorithm accepts in Step 2 for a pair (u, v) ∈ P, in the m-th iteration.
Again we have that qi →1 qi+1 and qi+1 →1 qi , for each 0 ≤ i < m, and thus qu #qv →1 q ∗
and q ∗ →1 qu #qv . Since (u, v) ∈ P, it follows that q →1 qu #qv , and then q →1 q ∗ . Using the
fact that qu #qv → q, we have that q ∗ →1 q. Hence, q ∗ is a GHW(1)-overapproximation of q.
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It remains to show that if q has a GHW(1)-overapproximation q 0 then the algorithm
accepts. Since q is connected, we can assume that q 0 also is. Moreover, we can assume
w.l.o.g. that q 0 is a core. By Lemma 34, we have two cases: (1) the only endomorphism of
q 0 is the identity, or (2) q 0 has two endomorphisms, namely, the identity and the swapping
endomorphism for some variables u0 and v 0 .
First suppose case (1) applies. We show that the algorithm accepts in Step 1. By
definition, qi →1 qi+1 and qi+1 →1 qi (actually qi+1 → qi ), for each 0 ≤ i ≤ m, where m is
the number of iteration in Step 1. It follows that q0 = q →1 qm and qm →1 q. Since the
relation →1 composes, q 0 is a GHW(1)-overapproximation of qm and by using Lemma 36, q 0
is a subquery of qm . Now for the sake of contradiction assume that the algorithm does not
accept in Step 1. Then qm 6∈ GHW(1) and there is no edge e in qm such that qm →1 qm \ e.
Since q 0 is GHW(1)-overapproximation of qm , we have that qm →1 q 0 and, since q 0 ∈ GHW(1),
q 0 is a proper subquery of qm . It follows that there is an edge e in qm such that qm →1 qm \ e,
which is a contradiction.
Suppose case (2) holds. In this case the algorithm accepts in Step 2. Let h be a
homomorphism from q 0 to q, and let u = h(u0 ) and v = h(v 0 ). By Lemma 36, u 6= v and
then u and v are adjacent. Also, by Lemma 36, q 0 is a subquery of qu #qv . Since q →1 q 0 , it
follows that q →1 qu #qv , and then (u, v) ∈ P. We claim that the algorithm accepts when
(u, v) is chosen from P. First, note that q 0 is a GHW(1)-overapproximation of qm . Indeed,
by definition, qm → qu #qv , qu #qv → q (Claim 35), and q →1 q 0 . It follows that qm →1 q 0 .
On the other hand, we have that (q 0 , (u0 , v 0 )) → (qu #qv , (uu , vv )) (q 0 is a subquery of qu #qv )
and (qu #qv , {uu , vv }) →1 (qm , {uu , vv }). It follows that (q 0 , {u0 , v 0 }) →1 (qm , {uu , vv }),
which implies that (q 0 , (u0 , v 0 )) → (qm , (uu , vv )) via a homomorphism g. Then q 0 is a
GHW(1)-overapproximation of qm . By applying Lemma 36 to qm , q 0 and g, we obtain that
(qm , {uu , vv }) →1 (q 0 , {u0 , v 0 }), and g is “almost” injective. Observe that g(z 0 ) 6= g(z 00 ) for
0
0
all z 0 6= u0 in tqu0 and z 00 6= v 0 in tqv0 , since {uu , vv } is a bridge of G(qm ), that is, its removal
disconnect G(qm ). We conclude that g is injective and then q 0 is a subquery of qm .
Towards a contradiction, assume that the algorithm do not accept when (u, v) is chosen
from P. Then qm 6∈ GHW(1) and there is no edge e that does not mention both uu , vv such
that (qm , {uu , vv }) →1 (qm \e, {uu , vv }). Since (qm , {uu , vv }) →1 (q 0 , {u0 , v 0 }), (q 0 , (u0 , v 0 )) →
(qm , (uu , vv )) via the injective homomorphism g and q 0 ∈ GHW(1), it follows that there is
an edge e that does not mention both uu , vv such that (qm , {uu , vv }) →1 (qm \ e, {uu , vv }).
This is a contradiction.
J

7.2

The unconnected case

Now we consider the non-connected case. A connected component of a CQ is a maximal
connected subquery. Given a CQ q with connected components q1 , . . . , qm , the algorithm
proceeds as follows:
1. Start by simplifying q: Compute a minimal subset of CQs Q in {q1 , . . . , qm } such that
for each 1 ≤ i ≤ m, there is a p ∈ Q with qi →1 p.
2. Check whether each p ∈ Q has a GHW(1)-overapproximation p0 using the algorithm
V
described for connected CQs. If this is the case then accept and output p∈Q p0 .
Clearly, the algorithm can be implemented in polynomial time. For the correctness,
V
V
suppose first that the algorithm accepts and outputs q 0 = p∈Q p0 . Then q 0 → p∈Q p → q.
V
V
We also have that q →1 p∈Q p (by definition of Q), and p∈Q p →1 q 0 . This implies that q 0
is a GHW(1)-overapproximation of q.
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V
Suppose now that q has a GHW(1)-overapproximation q 0 . Since q →1 p∈Q p and
V
0
p∈Q p →1 q, it follows that q is also a GHW(1)-overapproximation of
p∈Q p. By the
minimality of Q, we have that p 6→1 p̂, for each pair of distinct CQs p, p̂ ∈ Q. Let p be
a CQ in Q. Since p →1 q 0 and p is connected, it follows that p →1 p∗ , where p∗ is a
V
connected component of q 0 . Also, since q 0 → p∈Q p, there is p0 ∈ Q such that p∗ → p0 .
In particular, p →1 p0 . It follows that p0 = p, and then p∗ is a GHW(1)-overapproximation
of p. We conclude that each p ∈ Q has a GHW(1)-overpproximation, and thus the algorithm
accepts.
V

7.3

The non-Boolean case

Finally, we consider the general case that includes non-Boolean queries. Let q(x̄) be a CQ.
We denote by q B the Boolean CQ obtained from q(x̄) by existentially quantifying the free
variables x̄. Recall that G(q) is the Gaifman graph of q, while G∃ (q) denotes the restriction
of G(q) to the existentially quantified variables of q. Recall also that q(x̄) is connected if G(q)
is connected, and a connected component of q is a maximal connected subquery. If q(x̄) is
connected, q 0 (x̄) is a part of q if it is a maximal subquery of q with G∃ (q 0 ) connected.
Let q(x̄) be a CQ. Let q1 . . . , qm be the connected components of q. Let C free be the CQs
in {q1 . . . , qm } that contain a free variable from x̄, and let C ∃ be the rest of the CQs. The
algorithm proceeds as follows:
1. Simplify q(x̄): Compute a minimal subset of CQs Q in {q1 , . . . , qm } such that C free ⊆ Q
and for each 1 ≤ i ≤ m, there is a p ∈ Q with qiB →1 pB .
2. Check whether each p ∈ Q has a GHW(1)-overapproximation p0 . If this is the case then
V
accept and output p∈Q p0 . To check if p ∈ Q has a GHW(1)-overapproximation, for a
p ∈ C ∃ , we simply apply the algorithm for the Boolean and connected case described
previously. In case p(z̄) ∈ C free ∩ Q, where z̄ are the free variables from x̄ present in p,
the algorithm does the following:
a. Simplify p(z̄): Compute a minimal subset S of the parts of p(z̄) such that for each
part p0 (z̄) of p(z̄) there is a part p00 (z̄) ∈ S such that (p0 , z̄) →1 (p00 , z̄).
b. Check whether each part p0 (z̄) ∈ S has a GHW(1)-overapproximation p0∗ (z̄). If this is
V
the case then accept and output p0 ∈S p0∗ (z̄).
It remains to explain how the algorithm checks the existence of GHW(1)-overapproximations for a part p0 (z̄) of a connected CQ p(z̄). This is done by applying an adaptation of
the algorithm described for the connected and Boolean case. For p0 (z̄) and two existentially
quantified variables u, v adjacent in G∃ (p0 ), we define p0u #p0v (z̄) as the CQ obtained from
p0 (z̄) as follows: the free variables are z̄ and the atoms in p0u #p0v (z̄) mentioning only variables
in z̄ are exactly those in p0 (z̄). The CQ induced by the existentially quantified variables of
p0u #p0v (z̄) is the Boolean CQ p00u #p00v , where p00 is the subquery of p0 induced by the existential
variables. Finally, if there is an atom in p0 mentioning a free variable and an existential
variable w, then the same atom appears in p0u #p0v (z̄) but replacing w by its “copies”, that is,
by wu or wv , if w = u or w = v respectively, or by wu and wv , if w 6∈ {u, v}.
Observe that Lemma 3–5, Claim 35 and Lemma 36 hold for the non-Boolean case, when
we consider the adapted definition for qu #qv (exactly the same arguments apply). Using
this, we have that the algorithm developed for Boolean and connected CQs still works for
non-Boolean CQs p0 (z̄) that are parts of connected CQs.
This finishes the proof of Theorem 19.
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1

Introduction

Dynamic query evaluation refers to a setting where a fixed query q has to be evaluated
against a database that is constantly updated [20]. In this paper, we study dynamic query
evaluation for unions of conjunctive queries (UCQs) on relational databases that may be
updated by inserting or deleting tuples. A dynamic algorithm for evaluating a query q
receives an initial database and performs a preprocessing phase which builds a data structure
that contains a suitable representation of the database and the result of q on this database.
After every database update, the data structure is updated so that it suitably represents the
new database D and the result q(D) of q on this database.
To solve the counting problem, such an algorithm is required to quickly report the number
|q(D)| of tuples in the current query result, and the counting time is the time used to compute
this number. To solve the testing problem, the algorithm has to be able to check for an
arbitrary input tuple if it belongs to the current query result, and the testing time is the
time used to perform this check. To solve the enumeration problem, the algorithm has to
enumerate q(D) without repetition and with a bounded delay between the output tuples.
The update time is the time used for updating the data structure after having received a
database update. We regard the counting (testing, enumeration) problem of a query q to be
tractable under updates if it can be solved by a dynamic algorithm with linear preprocessing
time, constant update time, and constant counting time (testing time, delay).
This setting has been studied for conjunctive queries (CQs) in our previous paper [5],
which identified a class of CQs called q-hierarchical that precisely characterises the tractability
frontier of the counting problem and the enumeration problem for CQs under updates: For
every q-hierarchical CQ, the counting problem and the enumeration problem can be solved
with linear preprocessing time, constant update time, constant counting time, and constant
delay. And for every CQ that is not equivalent to a q-hierarchical CQ, the counting problem
(and for the case of self-join-free queries, the enumeration problem) cannot be solved with
sublinear update time and sublinear counting time (delay), unless the OMv-conjecture or the
OV-conjecture (the OMv-conjecture) fails. The latter are well-known algorithmic conjectures
on the hardness of the Boolean online matrix-vector multiplication problem (OMv) and the
Boolean orthogonal vectors problem (OV) [19, 1], and “sublinear” means O(n1− ), where
 > 0 and n is the size of the active domain of the current database.
Our contribution. We identify a new subclass of CQs which we call t-hierarchical, which
contains and properly extends the class of q-hierarchical CQs, and which precisely characterises
the tractability frontier of the testing problem for CQs under updates (see Theorem 3.4):
For every t-hierarchical CQ, the testing problem can be solved by a dynamic algorithm with
linear preprocessing time, constant update time, and constant testing time. And for every
CQ that is not equivalent to a t-hierarchical CQ, the testing problem cannot be solved with
arbitrary preprocessing time, sublinear update time, and sublinear testing time, unless the
OMv-conjecture fails.
Furthermore, we transfer the notions of t-hierarchical and q-hierarchical queries to unions
of conjunctive queries (UCQs) and identify a further class of UCQs which we call exhaustively
q-hierarchical, yielding three increasingly restricted subclasses of UCQs. In a nutshell, our
main contribution concerning UCQs shows that these notions precisely characterise the
tractability frontiers of the testing problem, the enumeration problem, and the counting
problem for UCQs under updates (see the Theorems 4.1, 4.2, 4.5): For every t-hierarchical (qhierarchical, exhaustively q-hierarchical) UCQ, the testing (enumeration, counting) problem
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can be solved with linear preprocessing time, constant update time, and constant testing time
(delay, counting time). And for every UCQ that is not equivalent to a t-hierarchical (q-hierarchical, exhaustively q-hierarchical) UCQ, the testing (enumeration, counting) problem cannot
be solved with sublinear update time and sublinear testing time (delay, counting time). To
be precise, the lower bound for enumeration is obtained only for self-join-free queries, the
lower bounds for testing and enumeration are conditioned on the OMv-conjecture, and the
lower bound for counting is conditioned on the OMv-conjecture and the OV-conjecture.
Finally, we transfer our results to a scenario where databases are required to satisfy a
set of small domain constraints (i.e., constraints stating that all values which occur in a
particular column of a relation belong to a fixed domain of constant size), leading to a precise
characterisation of the UCQs for which the testing (enumeration, counting) problem under
updates is tractable in this scenario (see Theorem 5.3).

Further related work. The complexity of evaluating CQs and UCQs in the static setting
(i.e., without database updates) is well-studied. In particular, there are characterisations of
“tractable” queries known for Boolean queries [17, 16, 24] as well as for the task of counting
the result tuples [12, 8, 13, 15, 9]. In [3], the fragment of self-join-free CQs that can be
enumerated with constant delay after linear preprocessing time has been identified, but
almost nothing is known about the complexity of the enumeration problem for UCQs on static
databases. Very recent papers also studied the complexity of CQs with respect to a given set
of integrity constraints [14, 21, 4]. The dynamic query evaluation problem has been considered
from different angles, including descriptive dynamic complexity [27, 28, 29] and, somewhat
closer to what we are aiming for, incremental view maintenance [18, 10, 22, 23, 26]. In [20],
the enumeration and testing problem under updates has been studied for q-hierarchical and
(more general) acyclic CQs in a setting that is very similar to our setting and the setting of
[5]; the Dynamic Constant-delay Linear Representations (DCLR) of [20] are data structures
that use at most linear update time and solve the enumeration problem and the testing
problem with constant delay and constant testing time.

Outline. The rest of the paper is structured as follows. Section 2 provides basic notations
concerning databases, queries, and dynamic algorithms for query evaluation. Section 3 is
devoted to CQs and proves our dichotomy result concerning the testing problem for CQs.
Section 4 focuses on UCQs and proves our dichotomies concerning the testing, enumeration,
and counting problem for UCQs. Section 5 is devoted to integrity constraints. Due to space
restrictions, some proof details had to be deferred to the paper’s full version [6].

2

Preliminaries

Basic notation. We write N for the set of non-negative integers and let N>1 := N \ {0} and
[n] := {1, . . . , n} for all n ∈ N>1 . By 2S we denote the power set of a set S. We write ~vi to
denote the i-th component of an n-dimensional vector ~v , and we write Mi,j for the entry in
row i and column j of a matrix M . By () we denote the empty tuple, i.e., the unique tuple of
arity 0. For an r-tuple t = (t1 , . . . , tr ) and indices i1 , . . . , im ∈ {1, . . . , r} we write πi1 ,...,im (t)
to denote the projection of t to the components i1 , . . . , im , i.e., the m-tuple (ti1 , . . . , tim ),
and in case that m = 1 we identify the 1-tuple (ti1 ) with the element ti1 . For a set T of
r-tuples we let πi1 ,...,im (T ) := {πi1 ,...,im (t) : t ∈ T }.
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Databases. We fix a countably infinite set dom, the domain of potential database entries.
Elements in dom are called constants. A schema is a finite set σ of relation symbols, where
each R ∈ σ is equipped with a fixed arity ar(R) ∈ N (note that here we explicitly allow
relation symbols of arity 0). Let us fix a schema σ = {R1 , . . . , Rs }, and let ri := ar(Ri ) for
i ∈ [s]. A database D of schema σ (σ-db, for short), is of the form D = (R1D , . . . , RsD ), where
RiD is a finite subset of domri . The active domain adom(D) of D is the smallest subset A
of dom such that RiD ⊆ Ari for all i ∈ [s].
Queries. We fix a countably infinite set var of variables. We allow queries to use variables
and constants. An atom ψ of schema σ is of the form Rv1 · · · vr with R ∈ σ, r = ar(R), and
v1 , . . . , vr ∈ var ∪ dom. A conjunctive formula of schema σ is of the form
∃y1 · · · ∃y` ψ1 ∧ · · · ∧ ψd



(∗)

where ` > 0, d > 1, ψj is an atom of schema σ for every j ∈ [d], and y1 , . . . , y` are distinct
elements in var. For a conjunctive formula ϕ of the form (∗) we let vars(ϕ) (and cons(ϕ),
respectively) be the set of all variables (and constants, respectively) occurring in ϕ. The
set of free variables of ϕ is free(ϕ) := vars(ϕ) \ {y1 , . . . , y` }. For every variable x ∈ vars(ϕ)
we let atomsϕ (x) (or atoms(x), if ϕ is clear from the context) be the set of all atoms ψj of
ϕ such that x ∈ vars(ψj ). The formula ϕ is called quantifier-free if ` = 0, and it is called
self-join-free if no relation symbol occurs more than once in ϕ.
For k > 0, a k-ary conjunctive query (k-ary CQ, for short) is of the form
{ (u1 , . . . , uk ) : ϕ }

(∗∗)

where ϕ is a conjunctive formula of schema σ, u1 , . . . , uk ∈ free(ϕ) ∪ dom, and {u1 , . . . , uk } ∩
var = free(ϕ). We often write qϕ (u) for u = (u1 , . . . , uk ) (or qϕ if u is clear from the context)
to denote such a query. We let vars(qϕ ) := vars(ϕ), free(qϕ ) := free(ϕ), and cons(qϕ ) :=
cons(ϕ) ∪ ({u1 , . . . , uk } ∩ dom). For every x ∈ vars(qϕ ) we let atomsqϕ (x) := atomsϕ (x),
and if qϕ is clear from the context, we omit the subscript and simply write atoms(x). The
CQ qϕ is called quantifier-free (self-join-free) if ϕ is quantifier-free (self-join-free).
The semantics are defined as usual: A valuation is a mapping β : vars(qϕ ) ∪ dom → dom
with β(a) = a for every a ∈ dom. A valuation β is a homomorphism
from qϕ to a σ-db

D
D if for every atom Rv1 · · · vr in qϕ we have β(v1 ), . . . , β(vr ) ∈ R . We sometimes write
β : qϕ → D to indicate that β is a homomorphism from qϕ to D. The query result qϕ (D)

of a k-ary CQ qϕ (u1 , . . . , uk ) on the σ-db D is defined as the set { β(u1 ), . . . , β(uk ) :
β is a homomorphism from qϕ to D}. If x = (x1 , . . . , xk ) is a list of the free variables of ϕ
and a ∈ domk , we sometimes write D |= ϕ[a] to indicate that there is a homomorphism
β : q → D with a = β(x1 ), . . . , β(xk ) , for the query q = qϕ (x1 , . . . , xk ).
A k-ary union of conjunctive queries (UCQ) is of the form q1 (u1 )∪· · ·∪qd (ud ) where d > 1
and qi (ui ) is a k-ary CQ of schema σ for every i ∈ [d]. The query result of such a UCQ q on a
Sd
σ-db D is q(D) := i=1 qi (D). For example, {(x, y) : Exy} ∪ {(x, x) : Exy} ∪ {(y, y) : Exy}
is a 2-ary UCQ q with q(D) = E D ∪ { (a, a) : a ∈ adom(D) } for every {E}-db D.
For a k-ary query q we write vars(q) (and cons(q)) to denote the set of all variables (and
constants) that occur in q. Clearly, q(D) ⊆ (adom(D) ∪ cons(q))k . A Boolean query is a
query of arity k = 0. As usual, for Boolean queries q we will write q(D) = yes instead of
q(D) 6= ∅, and q(D) = no instead of q(D) = ∅. Two k-ary queries q and q 0 are equivalent
(q ≡ q 0 , for short) if q(D) = q 0 (D) for every σ-db D.
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Homomorphisms. We use standard notation concerning homomorphisms (cf., e.g. [2]). The
notion of a homomorphism β : q → D from a CQ q to a database D has already been
defined above. A homomorphism g : D → q from a database D to a CQ q is a mapping from
adom(D) to vars(q) ∪ cons(q) such that g(a) = a for all a ∈ adom(D) ∩ cons(q) and whenever
(a1 , . . . , ar ) is a tuple in some relation RD of D, then Rg(a1 ) · · · g(ar ) is an atom of q.
Let q(u1 , . . . , uk ) and q 0 (v1 , . . . , vk ) be two k-ary CQs. A homomorphism from q to q 0 is a
mapping h : vars(q) ∪ dom → vars(q 0 ) ∪ dom with h(a) = a for all a ∈ dom and h(ui ) = vi
for all i ∈ [k] such that for every atom Rw1 · · · wr in q there is an atom Rh(w1 ) · · · h(wr )
in q 0 . We sometimes write h : q → q 0 to indicate that h is a homomorphism from q to q 0 .
Note that by [7] there is a homomorphism from q to q 0 if and only if for every database D it
holds that q(D) ⊇ q 0 (D). A CQ q is a homomorphic core if there is no homomorphism from
q into a proper subquery of q. Here, a subquery of a CQ qϕ (u) where ϕ is of the form (∗)
is a CQ qϕ0 (u) where ϕ0 is of the form ∃yi1 · · · ∃yim (ψj1 ∧ · · · ∧ ψjn ) with i1 , . . . , im ∈ [`],
j1 , . . . , jn ∈ [d], and free(ϕ0 ) = free(ϕ).
We say that a UCQ is a homomorphic core if every CQ in the union is a homomorphic
core and there is no homomorphism between two distinct CQs. It is well-known that every
CQ and every UCQ is equivalent to a unique (up to renaming of variables) homomorphic
core, which is therefore called the core of the query (cf., e.g., [2]).
P
Sizes and Cardinalities. The size ||σ|| of a schema σ is |σ| + R∈σ ar(R). The size ||q||
of a query q of schema σ is the length of q when viewed as a word over the alphabet
σ ∪ var ∪ dom ∪ { ∧ , ∃ , ( , ) , { , } , : , ∪ } ∪ { , }. For a k-ary query q and a σ-db D, the
cardinality of the query result is the number |q(D)| of tuples in q(D). The cardinality |D| of
P
a σ-db D is defined as the number of tuples stored in D, i.e., |D| := R∈σ |RD |. The size
P
||D|| of D is defined as ||σ|| + |adom(D)| + R∈σ ar(R)·|RD | and corresponds to the size of a
reasonable encoding of D.
The following notions concerning updates, dynamic algorithms for query evaluation, and
algorithmic conjectures are taken almost verbatim from [5].
Updates. We allow to update a σ-db by inserting or deleting tuples as follows. An insertion
command is of the form insert R(a1 , . . . , ar ) for R ∈ σ, r = ar(R), and a1 , . . . , ar ∈ dom.
0
When applied to a σ-db D, it results in the updated σ-db D0 with RD := RD ∪ {(a1 , . . . , ar )}
0
and S D := S D for all S ∈ σ \ {R}. A deletion command is of the form delete R(a1 , . . . , ar )
for R ∈ σ, r = ar(R), and a1 , . . . , ar ∈ dom. When applied to a σ-db D, it results in the
0
0
updated σ-db D0 with RD := RD \ {(a1 , . . . , ar )} and S D := S D for all S ∈ σ \ {R}. Note
that both types of commands may change the database’s active domain.
Dynamic algorithms for query evaluation. Following [11], we use Random Access Machines
(RAMs) with O(log n) word-size and a uniform cost measure to analyse our algorithms. We
will assume that the RAM’s memory is initialised to 0. In particular, if an algorithm uses an
array, we will assume that all array entries are initialised to 0, and this initialisation comes
at no cost (in real-world computers this can be achieved by using the lazy array initialisation
technique, cf. [25]). A further assumption is that for every fixed dimension k ∈ N>1 we have
available an unbounded number of k-ary arrays A such that for given (n1 , . . . , nk ) ∈ Nk the
entry A[n1 , . . . , nk ] at position (n1 , . . . , nk ) can be accessed in constant time (while this can
be accomplished easily in the RAM-model, for an implementation on real-world computers
one would probably have to resort to replacing our use of arrays by using suitably designed
hash functions). For our purposes it will be convenient to assume that dom = N>1 .
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Our algorithms will take as input a k-ary query q and a σ-db D0 . For all query evaluation
problems considered in this paper, we aim at routines preprocess and update which achieve
the following. Upon input of q and D0 , the preprocess routine builds a data structure D
which represents D0 (and which is designed in such a way that it supports the evaluation of
q on D0 ). Upon input of a command update R(a1 , . . . , ar ) (with update ∈ {insert, delete}),
calling update modifies the data structure D such that it represents the updated database
D. The preprocessing time tp is the time used for performing preprocess. The update time
tu is the time used for performing an update, and in this paper we aim at algorithms where
tu is independent of the size of the current database D. By init we denote the particular
case of the routine preprocess upon input of a query q and the empty database D∅ , where
RD∅ = ∅ for all R ∈ σ. The initialisation time ti is the time used for performing init. In all
algorithms presented in this paper, the preprocess routine for input of q and D0 will carry
out the init routine for q and then perform a sequence of |D0 | update operations to insert
all the tuples of D0 into the data structure. Consequently, tp = ti + |D0 | · tu .
In the following, D will always denote the database that is currently represented by the
data structure D. To solve the enumeration problem under updates, apart from the routines
preprocess and update, we aim at a routine enumerate such that calling enumerate
invokes an enumeration of all tuples, without repetition, that belong to the query result q(D).
The delay td is the maximum time used during a call of enumerate
until the output of the first tuple (or the end-of-enumeration message EOE, if q(D) = ∅),
between the output of two consecutive tuples, and
between the output of the last tuple and the end-of-enumeration message EOE.
To test if a given tuple belongs to the query result, instead of enumerate we aim at a
routine test which upon input of a tuple a ∈ domk checks whether a ∈ q(D). The testing
time tt is the time used for performing a test. To solve the counting problem under updates,
we aim at a routine count which outputs the cardinality |q(D)| of the query result. The
counting time tc is the time used for performing a count. To answer a Boolean query under
updates, we aim at a routine answer that produces the answer yes or no of q on D. The
answer time ta is the time used for performing answer. Whenever speaking of a dynamic
algorithm, we mean an algorithm that has routines preprocess and update and, depending
on the problem at hand, at least one of the routines answer, test, count, and enumerate.
When writing poly(n) we mean nO(1) , and for a query q we often write poly(q) instead of
poly(||q||). We will often adopt the view of data complexity and suppress factors that may
depend on the query q but not on the database D. E.g., “linear preprocessing time” means
tp 6 f (q) · ||D0 || and “constant update time” means tu 6 f (q), for some function f .
Algorithmic conjectures. Similarly to [5] we obtain hardness results that are conditioned on
algorithmic conjectures concerning the hardness of the following problems. These problems
deal with Boolean matrices and vectors, i.e., matrices and vectors over {0, 1}, and all the
arithmetic is done over the Boolean semiring, where multiplication means conjunction and
addition means disjunction.
The orthogonal vectors problem (OV-problem) is the following decision problem. Given
two sets U and V of n Boolean vectors of dimension d, decide whether there are vectors
~u ∈ U and ~v ∈ V such that ~u T~v = 0. The OV-conjecture states that there is no  > 0 such
that the OV-problem for d = dlog2 ne can be solved in time O(n2− ), see [1].
The online matrix-vector multiplication problem (OMv-problem) is the following algorithmic task. At first, the algorithm gets a Boolean n × n matrix M and is allowed to do
some preprocessing. Afterwards, the algorithm receives n vectors ~v 1 , . . . , ~v n one by one and
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has to output M~v t before it has access to ~v t+1 (for each t < n). The running time is the
overall time the algorithm needs to produce the output M~v 1 , . . . , M~v n . The OMv-conjecture
[19] states that there is no  > 0 such that the OMv-problem can be solved in time O(n3− ).
A related problem is the OuMv-problem where the algorithm, again, is given a Boolean
n × n matrix M and is allowed to do some preprocessing. Afterwards, the algorithm receives
a sequence of pairs of n-dimensional Boolean vectors ~u t , ~v t for each t ∈ [n], and the task is
to compute (~u t ) T M~v t before accessing ~u t+1 , ~v t+1 . The OuMv-conjecture states that there
is no  > 0 such that the OuMv-problem can be solved in time O(n3− ). It was shown in [19]
that the OuMv-conjecture is equivalent to the OMv-conjecture, i.e., the OuMv-conjecture
fails if, and only if, the OMv-conjecture fails.

3

Conjunctive queries

This section’s aim is twofold: Firstly, we observe that the notions and results of [5] generalise
to CQs with constants in a straightforward way. Secondly, we identify a new subclass of CQs
which precisely characterises the CQs for which testing can be done efficiently under updates.
The definition of q-hierarchical CQs can be taken verbatim from [5]:
I Definition 3.1. A CQ q is q-hierarchical if for any two variables x, y ∈ vars(q) we have
(i) atoms(x) ⊆ atoms(y) or atoms(y) ⊆ atoms(x) or atoms(x) ∩ atoms(y) = ∅, and
(ii) if atoms(x) atoms(y) and x ∈ free(q), then y ∈ free(q).
Obviously, it can be checked in time poly(q) whether a given CQ q is q-hierarchical. It is
straightforward to see that if a CQ is q-hierarchical, then so is its homomorphic core. In
particular, a CQ is equivalent to a q-hierarchical CQ iff its homomorphic core is q-hierarchical.
Using the main results of [5], it is not difficult to show the following; for details see [6].
I Theorem 3.2.
(a) There is a dynamic algorithm that receives a q-hierarchical k-ary CQ q and a σ-db D0 ,
and computes within tp = poly(q) · O(||D0 ||) preprocessing time a data structure that can
be updated in time tu = poly(q) and allows to
(i) compute the cardinality |q(D)| in time tc = O(1),
(ii) enumerate q(D) with delay td = poly(q),
(iii) test for an input tuple a ∈ domk if a ∈ q(D) within time tt = poly(q),
(iv) and when given a tuple a ∈ q(D), the tuple a0 (or the message EOE) that the
enumeration procedure of (aii) would output directly after having output a, can be
computed within time poly(q).
(b) Let  > 0 and let q be a CQ that is not equivalent to a q-hierarchical CQ.
(i) If q is Boolean, then there is no dynamic algorithm with arbitrary preprocessing
time and tu = O(n1−ε ) update time that answers q(D) in time ta = O(n2−ε ), unless
the OMv-conjecture fails.
(ii) There is no dynamic algorithm with arbitrary preprocessing time and tu = O(n1−ε )
update time that computes the cardinality |q(D)| in time tc = O(n1−ε ), unless the
OMv-conjecture or the OV-conjecture fails.
(iii) If q is self-join-free, then there is no dynamic algorithm with arbitrary preprocessing
time and tu = O(n1−ε ) update time that enumerates q(D) with delay td = O(n1−ε ),
unless the OMv-conjecture fails.
All lower bounds remain true if we restrict ourselves to the class of databases that map
homomorphically into q.
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Note that neither the results of [5] nor Theorem 3.2 provide a precise characterisation of
the CQs for which testing can be done efficiently under updates. Of course, according to
Theorem 3.2 (aiii), the testing problem can be solved with constant update time and constant
testing time for every q-hierarchical CQ. But the same holds true for the non-q-hierarchical
CQ pS-E-T := { (x, y) : Sx ∧ Exy ∧ T y } . The corresponding dynamic algorithm simply uses
1-dimensional arrays AS and AT and a 2-dimensional array AE such that for all a, b ∈ dom
we have AE [a, b] = 1 if (a, b) ∈ E D , and AE [a, b] = 0 otherwise, and AR [a] = 1 if a ∈ RD ,
and AR [a] = 0 otherwise, for R ∈ {S, T }. When given an update command, the arrays can
be updated within constant time. And when given a tuple (a, b) ∈ dom2 , the test routine
simply looks up the array entries AS [a], AE [a, b], AT [b] and returns the correct query result
accordingly. To characterise the conjunctive queries for which testing can be done efficiently
under updates, we introduce the following notion of t-hierarchical CQs.
I Definition 3.3. A CQ q is t-hierarchical if the following is satisfied:
(i) for all x, y ∈ vars(q) \ free(q), we have
atoms(x) ⊆ atoms(y) or atoms(y) ⊆ atoms(x) or atoms(x) ∩ atoms(y) = ∅, and
(ii) for all x ∈ free(q) and all y ∈ vars(q) \ free(q), we have
atoms(x) ∩ atoms(y) = ∅ or atoms(y) ⊆ atoms(x).
Obviously, it can be checked in time poly(q) whether a given CQ q is t-hierarchical. Note
that every q-hierarchical CQ is t-hierarchical, and a Boolean query is t-hierarchical if and
only if it is q-hierarchical. The queries pS-E-T and pE-E-R := { (x, y) : ∃v1 ∃v2 ∃v3 ( Exv1 ∧
Eyv2 ∧ Rxyv3 ) } are examples for queries that are t-hierarchical but not q-hierarchical. It
is straightforward to verify that if a CQ is t-hierarchical, then so is its homomorphic core.
This section’s main result shows that the t-hierarchical CQs precisely characterise the CQs
for which the testing problem can be solved efficiently under updates:
I Theorem 3.4.
(a) There is a dynamic algorithm that receives a t-hierarchical k-ary CQ q and a σ-db D0 ,
and computes within tp = poly(q) · O(||D0 ||) preprocessing time a data structure that
can be updated in time tu = poly(q) and allows to test for an input tuple a ∈ domk if
a ∈ q(D) within time tt = poly(q).
(b) Let  > 0 and let q be a k-ary CQ that is not equivalent to a t-hierarchical CQ. There is
no dynamic algorithm with arbitrary preprocessing time and tu = O(n1− ) update time
that can test for any input tuple a ∈ domk if a ∈ q(D) within testing time tt = O(n1− ),
unless the OMv-conjecture fails. The lower bound remains true if we restrict ourselves to
the class of databases that map homomorphically into q.
Proof. To avoid notational clutter, and without loss of generality, we restrict attention
to queries qϕ (u1 , . . . , uk ) where (u1 , . . . , uk ) is of the form (z1 , . . . , zk ) for pairwise distinct
variables z1 , . . . , zk . For the proof of (a), we combine the array construction described above
for the example query pS-E-T with the dynamic algorithm provided by Theorem 3.2 (a)
and the following Lemma 3.5. To formulate the lemma, we need the following notation.
A k-ary generalised CQ is of the form { (z1 , . . . , zk ) : ϕ1 ∧ · · · ∧ ϕm } where k > 0,
z1 , . . . , zk are pairwise distinct variables, m > 1, ϕj is a conjunctive formula for each j ∈ [m],
free(ϕ1 )∪· · ·∪free(ϕm ) = {z1 , . . . , zk }, and the quantified variables of ϕj and ϕj 0 are pairwise
disjoint for all j, j 0 ∈ [m] with j 6= j 0 and disjoint from {z1 , . . . , zk }. For each j ∈ [m] let z (j)
be the sublist of z := (z1 , . . . , zk ) that only contains the variables in free(ϕj ). I.e., z (j) is
obtained from z by deleting all variables that do not belong to free(ϕj ). Accordingly, for a
tuple a = (a1 , . . . , ak ) ∈ domk by a(j) we denote the tuple that contains exactly those ai
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where zi belongs to z (j) . The query result of q on a σ-db D is the set
q(D) := { a ∈ domk : D |= ϕj [a(j) ] for each j ∈ [m] } ,
where D |= ϕj [a(j) ] means that there is a homomorphism βj : qj → D for the query
qj := { z (j) : ϕj }, with βj (zi ) = ai for every i with zi ∈ free(ϕj ). For example, p0E-E-R :=
{ (x, y) : ∃v1 Exv1 ∧ ∃v2 Eyv2 ∧ ∃v3 Rxyv3 } is a generalised CQ that is equivalent to
the CQ pE-E-R . The proof of the following lemma can be found in the appendix.
I Lemma 3.5. Every t-hierarchical CQ qϕ (z1 , . . . , zk ) is equivalent to a generalised CQ
q 0 = { (z1 , . . . , zk ) : ϕ1 ∧ · · · ∧ ϕm } such that for each j ∈ [m] the CQ qj := { z (j) : ϕj }
is q-hierarchical or quantifier-free. Furthermore, there is an algorithm which decides in time
poly(qϕ ) whether qϕ is t-hierarchical, and if so, outputs an according q 0 .
The proof of Theorem 3.4 (a) now follows easily: When given a t-hierarchical CQ
qϕ (z1 , . . . , zk ), use the algorithm provided by Lemma 3.5 to compute an equivalent generalised
CQ q 0 of the form {(z1 , . . . , zk ) : ϕ1 ∧ · · · ∧ ϕm } and let qj := {z (j) : ϕj } for each j ∈ [m].
W.l.o.g. assume that there is an m0 ∈ {0, . . . , m} such that qj is q-hierarchical for each
j 6 m0 and qj is quantifier-free for each j > m0 . We use in parallel, for each j 6 m0 , the
data structures provided by Theorem 3.2 (a) for the q-hierarchical CQ qj . In addition to
this, we use an r-dimensional array AR for each relation symbol R ∈ σ of arity r := ar(R),
and we ensure that for all b ∈ domr we have AR [b] = 1 if b ∈ RD , and AR [b] = 0 otherwise.
When receiving an update command update R(b), we let AR [b] := 1 if update = insert, and
AR [b] := 0 if update = delete, and in addition to this, we call the update routines of the
data structure for q (j) for each j 6 m0 . Upon input of a tuple a ∈ domk , the test routine
proceeds as follows. For each j 6 m0 , it calls the test routine of the data structure for q (j)
upon input a(j) . Additionally, it uses the arrays AR for all R ∈ σ to check if for each j > m0
the quantifier-free query q (j) is satisfied by the tuple a(j) . All this is done within time poly(q),
and we know that a ∈ q(D) if, and only if, all these tests succeed. This completes the proof
of part (a) of Theorem 3.4.
Let us now turn to the proof of part (b) of Theorem 3.4. We are given a query q :=
qϕ (z1 , . . . , zk ), and without loss of generality we assume that q is a homomorphic core and q
is not t-hierarchical. Thus, q violates condition (i) or (ii) of Definition 3.3. In case that it
violates condition (i), the proof is virtually identical to the proof of Theorem 3.4 in [5] (see
[6] for a proof). Let us consider the case where q violates condition (ii) of Definition 3.3. In
this case, there are two variables x ∈ free(q) and y ∈ vars(q) \ free(q) and two atoms ψ x,y and
ψ y of q with vars(ψ x,y ) ∩ {x, y} = {x, y} and vars(ψ y ) ∩ {x, y} = {y}. The easiest example
of a query for which this is true is qE-T := { (x) : ∃y ( Exy ∧ T y ) } . Here, we illustrate
the proof idea for the particular query qE-T ; a proof for the general case can be found in [6].
Assume that there is a dynamic algorithm that solves the testing problem for qE-T with
update time tu = O(n1− ) and testing time tt = O(n1− ) on databases whose active domain
is of size O(n). We show how this algorithm can be used to solve the OuMv-problem.
For the OuMv-problem, we receive as input an n×n matrix M . We start the preprocessing
phase of our testing algorithm for qE-T with the empty database D = (E D , T D ) where
E D = T D = ∅. As this database has constant size, the preprocessing is finished in constant
time. We then apply O(n2 ) update steps to ensure that E D = {(i, j) : Mi,j = 1}. All this
takes time at most O(n2 ) · tu = O(n3− ). Throughout the remainder of the construction, we
will never change E D , and we will always ensure that T D ⊆ [n].
When we receive two vectors ~u t and ~v t in the dynamic phase of the OuMv-problem, we
proceed as follows. First, we perform the update commands delete T (j) for each j ∈ [n] with
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~vjt = 0, and the update commands insert T (j) for each j ∈ [n] with ~vjt = 1. This is done
within time n · tu = O(n2− ). By construction of D we know that for every i ∈ [n] we have
i ∈ qE-T (D)

⇐⇒

there is a j ∈ [n] such that Mi,j = 1 and ~vjt = 1 .

Thus, (~u t ) T M~v t = 1 ⇐⇒ there is an i ∈ [n] with ~uit = 1 and i ∈ qE-T (D). Therefore,
after having called the test routine for qE-T for each i ∈ [n] with ~uit = 1, we can output
the correct result of (~u t ) T M~v t . This takes time at most n · tt = O(n2− ). I.e., for each
t ∈ [n] after receiving the vectors ~u t and ~v t , we can output (~u t ) T M~v t within time O(n2− ).
Consequently, the overall running time for solving the OuMv-problem is bounded by O(n3− ).
Using the technical machinery of [5], this can be generalised from qE-T to all queries q
that violate condition (ii) of Definition 3.3. This completes the proof of Theorem 3.4.
J

4

Unions of conjunctive queries

In this section we consider dynamic query evaluation for UCQs. To transfer our notions
of hierarchical queries from CQs to UCQs, we say that a UCQ q(u) of the form q1 (u1 ) ∪
· · · ∪ qd (ud ) is q-hierarchical (t-hierarchical) if every CQ qi (ui ) in the union is q-hierarchical
(t-hierarchical). Note that for Boolean queries (CQs as well as UCQs) the notions of being
q-hierarchical and being t-hierarchical coincide, and for a k-ary UCQ q it can be checked in
time poly(q) if q is q-hierarchical or t-hierarchical.
Testing. The following theorem generalises the statement of Theorem 3.4 from CQs to
UCQs. Its proof follows easily from the Theorems 3.4 and 3.2; see [6] for details.
I Theorem 4.1.
(a) There is a dynamic algorithm that receives a t-hierarchical k-ary UCQ q and a σ-db
D0 , and computes within tp = poly(q) · O(||D0 ||) preprocessing time a data structure that
can be updated in time tu = poly(q) and allows to test for an input tuple a ∈ domk
if a ∈ q(D) within time tt = poly(q). Furthermore, the algorithm allows to answer a
t-hierarchical Boolean UCQ within time ta = O(1).
(b) Let  > 0 and let q be a k-ary UCQ that is not equivalent to a t-hierarchical UCQ. There
is no dynamic algorithm with arbitrary preprocessing time and tu = O(n1− ) update time
that can test for any input tuple a ∈ domk if a ∈ q(D) within testing time tt = O(n1− ),
unless the OMv-conjecture fails. Furthermore, if k = 0 (i.e., q is a Boolean UCQ), then
there is no dynamic algorithm with arbitrary preprocessing time and tu = O(n1−ε ) update
time that answers q(D) in time ta = O(n2−ε ), unless the OMv-conjecture fails.
Enumerating. It turns out that q-hierarchical UCQs, like q-hierarchical CQs, allow for
efficient enumeration under updates. This, and the according lower bound, is stated in the
following Theorem 4.2. In contrast to Theorem 4.1, the result does not follow immediately
from the tractability of the enumeration problem for q-hierarchical CQs, because one has
to ensure that tuples from result sets of two different CQs are not reported twice while
enumerating their union.
I Theorem 4.2.
(a) There is a dynamic algorithm that receives a q-hierarchical k-ary UCQ q and a σ-db D0 ,
and computes within tp = poly(q) · O(||D0 ||) preprocessing time a data structure that can
be updated in time tu = poly(q) and allows to enumerate q(D) with delay td = poly(q).
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(b) Let  > 0 and let q be a k-ary UCQ whose homomorphic core is not q-hierarchical and is
a union of self-join-free CQs. There is no dynamic algorithm with arbitrary preprocessing
time and tu = O(n1−ε ) update time that enumerates q(D) with delay td = O(n1−ε ),
unless the OMv-conjecture fails.
To prove Theorem 4.2 (a), we first develop a general method for enumerating the union of
sets. We say that a data structure for a set T allows to skip if it is possible to test whether
t ∈ T in constant time and for some ordering t1 , . . . , tn of the elements in T there are a
function start, which returns t1 in constant time, and a function next(ti ), which returns ti+1
(if i < n) or EOE (if i = n) in constant time. Note that a data structure that allows to skip
enables constant delay enumeration of ti , ti+1 , . . . , tn starting from an arbitrary element
ti ∈ T (but we do not have control over the underlying order). An example of such a data
structure is an explicit representation of the elements of T in a linked list with constant
access. Another example is the data structure of the enumeration algorithm for the result
T := q(D) of a q-hierarchical CQ q, provided by Theorem 3.2 (aii)&(aiv). The next lemma
S
states that we can use these data structures for sets Tj to enumerate the union j Tj with
constant delay and without repetition.
I Lemma 4.3. Let ` > 1 and let T1 , . . . , T` be sets such that for each j ∈ [`] there is a data
structure for Tj that allows to skip. Then there is an algorithm that enumerates, without
repetition, all elements in T1 ∪ · · · ∪ T` with O(`) delay.
Proof. For each i ∈ [`] let starti and nexti be the start element and the iterator for the set Ti .
The main idea for enumerating the union T1 ∪ · · · ∪ T` is to first enumerate all elements in T1 ,
and then T2 \ T1 , T3 \ (T1 ∪ T2 ), . . . , T` \ (T1 ∪ · · · ∪ T`−1 ). In order to do this we have to
exclude all elements that have already been reported from all subsequent sets. As we want to
ensure constant delay enumeration, we cannot just ignore the elements in Ti ∩ (T1 ∪ · · · ∪ Ti−1 )
while enumerating Ti . As a remedy, we use an additional pointer to jump from an element
that has already been reported to the least element that needs to be reported next. To do this
we use arrays skipi (for all i ∈ [`]) to jump over excluded elements. For technical reasons we
add for each set Ti a dummy element EOE at the end of its list representation. The algorithm
preserves the following invariant: “If tr , . . . , ts is a maximal interval of elements in Ti that
have already been reported, then skipi [tr ] = ts+1 .” For technical reasons we also need the
array skipbacki which represents the inverse pointer, i.e., skipbacki [ts+1 ] = tr . It follows from
the invariant that skipi [t] 6= nil implies skipi [skipi [t]] = nil. As a consequence, Algorithm 1
enumerates elements with constant delay. It uses the procedure excludej described in
Algorithm 2 to update the arrays whenever an element t has been reported (note that every
element is excluded at most once). See Figure 1 in the appendix for an illustration. It is
straightforward to verify that these algorithms provide the desired functionality within the
claimed time bounds.
J
Proof of Theorem 4.2. The upper bound follows immediately from combining Lemma 4.3
with Theorem 3.2 (aiv). For the lower bound let qi be a self-join-free non-q-hierarchical CQ
in the homomorphic core q 0 of the UCQ q. For every database D that maps homomorphically
into qi it holds that qj (D) = ∅ for every other CQ qj in q 0 (with j 6= i), since otherwise
there would be a homomorphism from qj to D and hence to qi , contradicting that q 0 is a
homomorphic core. It follows that every dynamic algorithm that enumerates the result of
q on a database D which maps homomorphically into qi also enumerates qi (D) = q(D),
contradicting Theorem 3.2 (biii).
J
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Algorithm 1 Enumeration algorithm for T1 ∪ · · · ∪ T` .
Input: Data structures for sets Tj with first element startj and iterator nextj .
Pointer skipj [t] = skipbackj [t] = nil for all j ∈ [`] and t ∈ Tj .
for i = 1, . . . , ` do
t = starti
while t 6= EOE do
if skipi [t] == nil then
Output element t
for j = i + 1 → ` do
excludej (t)
t = nexti (t)
else
t = skipi [t]
Output the end-of-enumeration message EOE.
Algorithm 2 Procedure excludej for excluding t from Tj .
if t ∈ Tj then
if skipbackj [t] 6= nil then
t− = skipbackj [t]
skipbackj [t] = nil
else
t− = t
if skipj [nextj (t)] 6= nil then
t+ = skipj [nextj (t)]
skipj [nextj (t)] = nil
else
t+ = nextj (t)
skipj [t− ] = t+ ; skipbackj [t+ ] = t−

Counting. Note that according to Theorem 3.2, for CQs the enumeration problem as well
as the counting problem can be solved by efficient dynamic algorithms if, and (modulo
algorithmic conjectures) only if, the query is q-hierarchical. In contrast to this, it turns
out that for UCQs computing the number of output tuples can be much harder than
enumerating the query result. To characterise the UCQs that allow for efficient dynamic
counting algorithms, we use the following notation. For two k-ary CQs qϕ (u1 , . . . , uk ) and
qψ (v1 , . . . , vk ) we define the intersection q := qϕ ∩ qψ to be the following k-ary query. If there
is an i ∈ [k] such that ui and vi are distinct elements from dom, then q := ∅ (and this query
is q-hierarchical by definition). Otherwise, we let w1 , . . . , wk be elements from var ∪ dom
which satisfy the following for all i, j ∈ [k] and all a ∈ dom:


wi = a ⇐⇒ ui = a or vi = a
and
wi = wj ⇐⇒ ui = uj or vi = vj .
We obtain ϕ0 from ϕ (and ψ 0 from ψ) by replacing every ui ∈ {u1 , . . . , uk } ∩ free(ϕ) (and
vi ∈ {v1 , . . . , vk } ∩ free(ψ)) by wi . Finally, we let q = { (w1 , . . . , wk ) : ϕ0 ∧ ψ 0 }, where we
can assume that ϕ0 ∧ ψ 0 is (equivalent to) a conjunctive formula of the form (∗). Note that
for every database D it holds that q(D) = qϕ (D) ∩ qψ (D).
S
To compute the number of result tuples in a UCQ q = i∈[d] qi (ui ) we first define for
T
every I ⊆ [d] the CQ qI = i∈I qi . To take care of equivalent queries qI and qI 0 we define
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the equivalence relation I ∼
= I 0 ⇐⇒ qI ≡ qI 0 and let P be the partition of {I : ∅ 6= I ⊆ [d]}
into equivalence classes. For an I ∈ P we denote by qI the common homomorphic core of
P
all qI , I ∈ I, and define aI := I∈I (−1)|I|+1 . By the inclusion-exclusion principle we get:
|q(D)|

=

X

(−1)|I|+1 · |qI (D)|

=

X

aI · |qI (D)|.

(1)

I∈P

∅6=I⊆[d]

If all qI with non-zero coefficients aI are q-hierarchical, then we can compute the result size
of the UCQ as a linear combination of a constant number of q-hierarchical CQs. We will
show in Theorem 4.5 that this approach is indeed optimal, justifying the following definition.
I Definition 4.4. A UCQ q is exhaustively q-hierarchical if qI is q-hierarchical for every
I ∈ P with aI 6= 0.
Being exhaustively q-hierarchical is a stronger requirement than being q-hierarchical,
e.g., the UCQ { (x, y) : Sx ∧ Exy } ∪ { (x, y) : Exy ∧ T y } is q-hierarchical, but
not exhaustively q-hierarchical. The straightforward way of deciding whether a UCQ q is
exhaustively q-hierarchical requires time 2poly(q) , and it is open whether this can be improved.
The next theorem shows that the exhaustively q-hierarchical queries are precisely those
UCQs that allow for efficient dynamic counting algorithms.
I Theorem 4.5.
(a) There is a dynamic algorithm that receives an exhaustively q-hierarchical UCQ q and a
σ-db D0 , computes in tp = 2poly(q) · O(||D0 ||) preprocessing time a data structure that can
be updated in time tu = 2poly(q) and computes |q(D)| in time tc = O(1).
(b) Let  > 0 and let q be a UCQ that is not exhaustively q-hierarchical. There is no dynamic
algorithm with arbitrary preprocessing time and tu = O(n1−ε ) update time that computes
|q(D)| in time tc = O(n1−ε ), unless the OMv-conjecture or the OV-conjecture fails.
Proof. Part (a) follows from the upper bound of Theorem 3.2 (ai) and the inclusion-exclusion
argument (1). For proving part (b) let H ⊆ P be the set of equivalence classes I such that
aI 6= 0 and qI is q-hierarchical, and let N ⊆ P be the set of equivalence classes I such that
aI 6= 0 and qI is not q-hierarchical. By Definition 4.4 we have that N 6= ∅. Moreover, since
for all distinct I, I 0 ∈ N the queries qI and qI 0 are not homomorphically equivalent, we
can choose a J ∈ N, which is minimal in the sense that for every I ∈ N \ {J } there is no
homomorphism from qI to qJ .
Now suppose that D is a database from the class of databases that map homomorphically
into qJ and let h : D → qJ be a homomorphism. For every I ∈ N \ {J } it holds that there
is no homomorphism h0 : qI → D, since otherwise h ◦ h0 would be a homomorphism from qI
to qJ . Hence, qI (D) = ∅ for all I ∈ N \ {J } and thus, by (1) we have
|q(D)|

=

aJ · |qJ (D)| +

X

aI · |qI (D)|.

I∈H

Assume for contradiction that we can efficiently compute |q(D)| with update time tu and
counting time tc . By Theorem 3.2 (ai) we can maintain |qI (D)| for each I ∈ H with update
time poly(qI ) and counting time O(1). Thus, we can compute |qJ (D)| = a1J |q(D)| −

P
with update time tu + 2poly(q) and counting time tc + 2poly(q) . Since qJ
I∈H aI · |qI (D)|
is a non-q-hierarchical homomorphic core, the lower bound for maintaining |q(D)| follows
from Theorem 3.2 (bii). This completes the proof of Theorem 4.5.
J
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5

CQs and UCQs with integrity constraints

In the presence of integrity constraints, the characterisation of tractable queries changes and
depends on the query as well as on the set of constraints. When considering a scenario where
databases are required to satisfy a set Σ of constraints, we allow to execute a given update
command only if the resulting database still satisfies all constraints in Σ. When speaking
of (σ, Σ)-dbs we mean σ-dbs D that satisfy all constraints in Σ. Two queries q and q 0 are
Σ-equivalent (for short: q ≡Σ q 0 ) if q(D) = q 0 (D) for every (σ, Σ)-db D.
We first consider small domain constraints, i.e., constraints δ of the form R[i] ⊆ C where
R ∈ σ, i ∈ {1, . . . , ar(R)}, and C ⊆ dom is a finite set. A σ-db D satisfies δ if πi (RD ) ⊆ C.
For these constraints we are able to give a clear picture of the tractability landscape by
reducing CQs and UCQs with small domain constraints to UCQs without integrity constraints
and applying the characterisations for UCQs achieved in Section 4. We start with an example
that illustrates how a query can be simplified in the presence of small domain constraints.
I Example 5.1. Consider the Boolean query qS-E-T := { () : ∃x∃y ( Sx ∧ Exy ∧ T y ) } ,
which is not q-hierarchical. By Theorem 3.2 it cannot be answered by a dynamic algorithm
with sublinear update time and sublinear answer time, unless the OMv-conjecture fails. But in
the presence of the small domain constraint δsd := S[1] ⊆ C for a set C = {a1 , . . . , ac } ⊆ dom,
S
the query qS-E-T is {δsd }-equivalent to the q-hierarchical UCQ q 0 :=
ai ∈C { () :
0
∃y ( Sai ∧ Eai y ∧ T y ) } . Therefore, by Theorem 4.1, q and hence qS-E-T can be answered
with constant update time and constant answer time on all databases that satisfy δsd .
For handling the general case, assume we are given a set Σ of small domain constraints
and an arbitrary k-ary CQ q of the form (∗∗) where ϕ is of the form (∗). We define a
function Domq,Σ that maps each x ∈ vars(q) to a set Domq,Σ (x) ⊆ dom as follows. As an
initialisation let f (x) = dom for each x ∈ vars(q). Consider each constraint δ in Σ and let
S[i] ⊆ C be the form of δ. Consider each atom ψj of ϕ and let Rv1 · · · vr be the form of
ψj . If R = S and vi ∈ var, then let f (vi ) := f (vi ) ∩ C. We let Domq,Σ be the mapping f
obtained at the end of this process and define the set of variables of q that are restricted by
Σ by rvarsΣ (q) := {x ∈ vars(q) : Domq,Σ (x) 6= dom}. Let Mq,Σ be the set of all mappings
α : V → dom with V = rvarsΣ (q) and α(x) ∈ Domq,Σ (x) for each x ∈ V . Note that Mq,Σ is
finite; and it is empty if, and only if, Domq,Σ (x) = ∅ for some x ∈ vars(q). For a mapping
α : V → dom with V ⊆ var we let qα be the k-ary CQ obtained from q as follows: for
each x ∈ V , if present in q, the existential quantifier “∃x” is omitted, and afterwards every
occurrence of x in q is replaced with the constant α(x). Clearly, qα (D) ⊆ q(D) for every
σ-db D. With these notations, we obtain the following (the proof can be found in [6]).
I Lemma 5.2. For a CQ q and a set Σ of small domain constraints, let M := Mq,Σ . If
M = ∅, then q(D) = ∅ for every (σ, Σ)-db D. Otherwise, q is Σ-equivalent to the UCQ
S
qΣ := α∈M qα .
This reduction from a CQ q to a UCQ qΣ directly translates to UCQs: if q is a union of
S
the CQs q1 , . . . , qd , then we let qΣ := i∈[d] (qi )Σ . Note that if the UCQ q is a homomorphic
core, then so is qΣ . Therefore, the following dichotomy theorem for UCQs under small
domain constraints is a direct consequence of Lemma 5.2 and the Theorems 4.1, 4.2, and 4.5.
I Theorem 5.3. Let q be a UCQ that is a homomorphic core and Σ a set of small domain
constraints with Mq,Σ 6= ∅. Suppose that the OMv-conjecture and the OV-conjecture hold.
(1a) If qΣ is t-hierarchical, then q can be tested on (σ, Σ)-dbs in constant time with linear
preprocessing time and constant update time.
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(1b) If qΣ is not t-hierarchical, then on the class of (σ, Σ)-dbs testing in time O(n1− ) is
not possible with O(n1− ) update time.
(2a) If qΣ is q-hierarchical, then there is a data structure with linear preprocessing and
constant update time that allows to enumerate q(D) with constant delay on (σ, Σ)-dbs.
(2b) If qΣ is not q-hierarchical and in addition self-join-free, then q(D) cannot be enumerated
with O(n1− ) delay and O(n1− ) update time on (σ, Σ)-dbs.
(3a) If qΣ is exhaustively q-hierarchical, then there is data structure with linear preprocessing
and constant update time that allows to compute |q(D)| in constant time on (σ, Σ)-dbs.
(3b) If qΣ is not exhaustively q-hierarchical, then computing |q(D)| on (σ, Σ)-dbs in time
O(n1− ) is not possible with O(n1− ) update time.
Thus, the tractability of a UCQ q on (σ, Σ)-dbs only depends on the structure of the query
qΣ . Note that while the size of qΣ might be cO(q) , where c is the largest number of constants
in a small domain, it can be checked in time poly(q) whether qΣ is (t- or q-)hierarchical.
Let us take a brief look at two other kinds of constraints: inclusion dependencies and
functional dependencies, which both can also cause a hard query to become tractable.
An inclusion dependency δ is of the form R[i1 , . . . , im ] ⊆ S[j1 , . . . , jm ] where R, S ∈ σ,
m > 1, i1 , . . . , im ∈ {1, . . . , ar(R)}, and j1 , . . . , jm ∈ {1, . . . , ar(S)}. A σ-db D satisfies δ if
πi1 ,...,im (RD ) ⊆ πj1 ,...,jm (S D ). As an example, consider the query qS-E-T and the inclusion
dependency δind := E[2] ⊆ T [1]. Obviously, qS-E-T is {δind }-equivalent to the q-hierarchical
(and hence easy) CQ q 0 := { () : ∃x∃y ( Sx ∧ Exy ) }. To turn this into a general
principle, we say that an inclusion dependency δ of the form R[i1 , . . . , im ] ⊆ S[j1 , . . . , jm ]
can be applied to a CQ q if q contains an atom ψ1 of the form Rv1 · · · vr and an atom ψ2 of
the form Sw1 · · · ws such that
1. (vi1 , . . . , vim ) = (wj1 , . . . , wjm ),
2. for all j ∈ [s] \ {j1 , . . . , jm } we have wj ∈ var, wj 6∈ free(q), atoms(wj ) = {ψ2 }, and
3. for all j, j 0 ∈ [s] \ {j1 , . . . , jm } with j 6= j 0 we have wj 6= wj 0 ;
and applying δ to q at (ψ1 , ψ2 ) then yields the CQ q 0 which is obtained from q by omitting
the atom ψ2 and omitting the quantifiers ∃z for all z ∈ vars(ψ2 ) \ {wj1 , . . . , wjm }. By this
construction we have vars(q 0 ) = vars(q) \ {wj : j ∈ [s] \ {j1 , . . . , jm }}.
I Claim 5.4. q 0 ≡{δ} q, and if q is q-hierarchical, then so is q 0 .
See [6] for a proof. From the claim it follows that we can simplify a query by iteratively
applying inclusion dependencies to pairs of atoms of the query. In some cases, this transforms
queries that are hard in general into Σ-equivalent queries that are q-hierarchical and hence easy
for dynamic evaluation. E.g., an iterated application of δind := E[2] ⊆ E[1] transforms the
non-t-hierarchical query { (x, y) : ∃z1 ∃z2 ( Exy ∧ Eyz1 ∧ Ez1 z2 ) } into the q-hierarchical
query { (x, y) : Exy }. However, the limitations of this approach are documented by the query
q := { () : ∃x∃y∃z∃z 0 ( Sx ∧ Exy ∧ T y ∧ Rzz 0 ) }, which is Σ-equivalent to the q-hierarchical
query q 0 := { () : ∃z∃z 0 Rzz 0 }, for Σ := { R[1, 2] ⊆ E[1, 2] , R[1] ⊆ S[1] , R[2] ⊆ T [1] }, but
where q 0 cannot be obtained by iteratively applying dependencies of Σ to q.
Also, the presence of functional dependencies can cause a hard query to become tractable:
Consider the functional dependency δfd := E[1 → 2], which is satisfied by a database D
iff for every a ∈ dom there is at most one b ∈ dom such that (a, b) ∈ E D . On databases
that satisfy δfd , the query qS-E-T can be evaluated with constant answer time and constant
update time as follows: One can store for every b the number mb of elements (a, b) ∈ E D
P
such that a ∈ S D , and, in addition, the number m = b∈T D mb , which is non-zero if and
only if qS-E-T (D) = yes. The functional dependency guarantees that every update affects at
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most one number mb and one summand of m. Using constant access data structures, the
query result can therefore be maintained with constant update time.
The nature of this example is somewhat different compared to the approaches for small
domain constraints or inclusion constraints described above: We can show that the query
becomes tractable, but we are not aware of any {δfd }-equivalent q-hierarchical CQ or UCQ
that would explain its tractability via a reduction to the setting without integrity constraints.
To exploit the full power of functional dependencies for improving dynamic query evaluation,
it seems therefore necessary to come up with new algorithmic approaches that go beyond the
techniques we have for (q- or t-)hierarchical queries.
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Proof of Lemma 3.5

Proof. Along Definition 3.3 it is straightforward to construct an algorithm which decides in
time poly(q) whether a given CQ q is t-hierarchical.
Let q := qϕ (z1 , . . . , zk ) be a given t-hierarchical CQ. Let A0 be the set of all atoms ψ of q
V
with vars(ψ) ⊆ free(q), and let ϕ0 be the quantifier-free conjunctive formula ϕ0 := ψ∈A0 ψ.
For each Z ⊆ free(q) let AZ be the set of all atoms ψ of q such that Z = vars(ψ) ∩ free(q)
and vars(ψ) ! Z. Let Z1 , . . . , Zn (for n > 0) be a list of all those
Z ⊆ free(q) with AZ 6= ∅.

S
For each j ∈ [n] let Aj := AZj and let Yj :=
vars(ψ)
\
Z
.
j
ψ∈Aj
I Claim A.1. Yj ∩ Yj 0 = ∅ for all j, j 0 ∈ [n] with j 6= j 0 .
Proof. We know that Zj 6= Zj 0 . W.l.o.g. there is a z ∈ Zj with z 6∈ Zj 0 .
For contradiction, assume that Yj ∩ Yj 0 contains some variable y. Then, y ∈ vars(ψ) for
some ψ ∈ Aj and y ∈ vars(ψ 0 ) for some ψ 0 ∈ Aj 0 . By definition of Aj we know that vars(ψ) ∩
free(q) = Zj , and hence z ∈ vars(ψ). By definition of Aj 0 we know that vars(ψ 0 )∩free(q) = Zj 0 ,
and hence z 6∈ vars(ψ 0 ). Hence, ψ ∈ atoms(z) and ψ 0 6∈ atoms(z). Since ψ ∈ atoms(y) and
ψ 0 ∈ atoms(y), we obtain that atoms(z) ∩ atoms(y) 6= ∅ and atoms(y) 6⊆ atoms(z). But by
assumption, q is t-hierarchical, and this contradicts condition (ii) of Definition 3.3.
J
(j)

(j)

For each j ∈ [n] consider the conjunctive formula ϕj := ∃y1 · · · ∃y`j

V

ψ∈Aj ψ, where
(j)
(j)
`j := |Yj | and (y1 , . . . , y`j ) is a list of all variables in Yj . Using Claim A.1, it is straightforV
ward to see that q 0 := { (z1 , . . . , zk ) : ϕ0 ∧ j∈[n] ϕj } is a generalised CQ that is equivalent
0

to q. Furthermore, q can be constructed in time poly(q). To complete the proof of Lemma 3.5
we consider for each j ∈ [n] the CQ qj := { z (j) : ϕj }, where z (j) is a tuple of length |Zj |
consisting of all the variables in Zj .
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I Claim A.2. qj is q-hierarchical, for each j ∈ [n].
Proof. First of all, note that qj satisfies condition (ii) of Definition 3.1, since free(qj ) = Zj ,
atomsqj (z) = Aj for every z ∈ Zj , and atomsqj (y) ⊆ Aj for every y ∈ Yj = vars(qj ) \ free(qj ).
For contradiction, assume that qj is not q-hierarchical. Then, qj violates condition (i)
of Definition 3.1. I.e., there are variables x, x0 ∈ Zj ∪ Yj and atoms ψ1 , ψ2 , ψ3 ∈ Aj such
that vars(ψ1 ) ∩ {x, x0 } = {x}, vars(ψ2 ) ∩ {x, x0 } = {x0 }, and vars(ψ3 ) ∩ {x, x0 } = {x, x0 }.
Since vars(ψ) ∩ free(q) = Zj for all ψ ∈ Aj , we know that x, x0 6∈ free(q). Therefore,
x, x0 ∈ vars(q) \ free(q), and hence ψ1 , ψ2 , ψ3 are atoms of q which witness that condition (i)
of Definition 3.3 is violated. This contradicts the assumption that q is t-hierarchical.
J
J

This completes the proof of Lemma 3.5.

B

Illustration of the effect of the EXCLUDEj -Procedure used in the
proof of Lemma 4.3
t0

t

t̂

t00

t0

t

t̂

···

t0

···

t

t̂

t00

t0

···

t

t̂

···

t00

t00

⇒

t0

t

t̂

t00

⇒

t0

t

t̂

···

⇒

t0

···

t

t̂

t00

⇒

t0

···

t

t̂

···

t00

t00

Figure 1 Modifications of the data structure caused by excludej (t). In this illustration, a blue
arrow from t to t̂ means that t̂ = nextj (t); a dashed red arrow from t to t̂ means that t̂ = skipj [t],
and a dotted red arrow from t̂ to t means that t = skipbackj [t̂].
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In this paper, we consider MongoDB, a widely adopted but not formally understood database
system managing JSON documents and equipped with a powerful query mechanism, called the
aggregation framework. We provide a clean formal abstraction of this query language, which we
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Introduction

JavaScript Object Notation (JSON) is currently adopted extensively as the de-facto standard
format for representing nested data. JSON organizes data as semi-structured tree-shaped
documents, with a minimalistic set of node types, and as such is commonly considered
a lightweight alternative to XML. JSON documents can also be seen as complex values
[11, 1, 9, 7], in particular due to the presence of nested arrays. Consider, e.g., the document
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Listing 1 A sample JSON document in the bios collection.
{ " _id " : 4 ,
" awards " : [
{ " award " : " Rosing Prize " , " year " : 1999 , " by " : " Norwegian Data Association " } ,
{ " award " : " Turing Award " , " year " : 2001 , " by " : " ACM " } ,
{ " award " : " IEEE John von Neumann Medal " , " year " : 2001 , " by " : " IEEE " } ] ,
" birth " : " 1926 -08 -27 " ,
" contribs " : [ " OOP " , " Simula " ] ,
" death " : " 2002 -08 -10 " ,
" name " : { " first " : " Kristen " , " last " : " Nygaard " } }

in Listing 1, containing personal information (such as name and birth-date) about Kristen
Nygaard, and information about the awards he received, the latter stored inside an array.
Following its massive adoption by practitioners, recently JSON has also received attention
in the database theory community. A powerful (Turing-complete, in its full generality)
Datalog-like query language for JSON named JLogic is introduced in [12], where the expressive
power and complexity of the full language and of significant fragments are studied. In [4],
both JSON and its main schema language JSON Schema2 are formalized, and their expressive
power and the computational complexity of basic computational tasks, such as satisfiability
and evaluation of expressions, are studied. Although some of the latter results apply to
the simple find query language3 of the widespread JSON-based document database system
MongoDB, still little is known about the precise formal properties of the query languages
for JSON with rich capabilities popular among practitioners, such as JSONiq [10] and
SQL++ [16].
Differently from XML, where XQuery is the official standard query language, embraced
also by the developer community, so far there is no standard query language for JSON.
However, in terms of adoption, the MongoDB aggregation framework 4 is currently the most
prominent language providing rich querying capabilities over collections of JSON documents,
and hence has become the de-facto standard language for JSON. This language is modeled
on the flexible notion of a data processing pipeline, where a query consists of multiple stages,
each defining a transformation using a specific operator, applied to the set of documents
produced by the previous stage. As such, the language is very expressive and rich in features,
but it has been developed in an ad-hoc manner, resulting in some counter-intuitive behavior.
Here, we propose a first study on the formal foundations and computational properties
of the MongoDB aggregation framework. Since JSON documents can be seen as complex
values and are closely related to XML documents, we expect the aggregation framework to
have many similarities with well-known query languages for complex values, such as monad
algebra [5, 15], nested relational algebra (NRA) [19, 8] and Core XQuery [15].
Our first contribution is a formalization of the JSON data model and of the aggregation
framework query language. We aim at achieving a good balance between the contrasting
requirements of capturing all aspects of MongoDB, and of keeping the formalization sufficiently
simple and streamlined so as to allow for a formal study of the language properties. To do
so, we deliberately abstract away some low-level features of MongoDB, which appear to be
motivated by implementation aspects and possibly by ad-hoc choices, and we make some
simplifying assumptions, commonly considered in database theory. Specifically, we adopt set
semantics (as opposed to bag or list semantics), and we abstract away from order within

2
3
4

http://json-schema.org/
https://docs.mongodb.com/manual/crud/
https://docs.mongodb.com/manual/core/aggregation-pipeline/
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documents. Our formal language, which we call MQuery, includes the match, unwind, project,
group, and lookup operators, roughly corresponding to the NRA operators select, unnest,
project, nest, and left join, respectively. In our investigation, we consider various fragments
of MQuery, which we denote by Mα , where α consists of the initials of the stages allowed
in the fragment. As a useful side-effect of our formalization effort, we point out different
“features” exhibited by MongoDB’s query language that are somewhat counter-intuitive, and
that might need to be reconsidered by the MongoDB developers.
Our second contribution is a characterization of the expressive power of MQuery obtained
by comparing it with NRA. Given the regular structure of nested relations, the comparison
requires considering JSON documents that are suitably well-typed, for which we define a
relational view, and restricting the attention to well-typed MQuery, given that an arbitrary
MQuery might produce non well-typed documents. We devise translations in both directions
between well-typed MQuery and NRA, showing that the two languages are equivalent in
expressive power. We also consider the Mmupg fragment, where we rule out the lookup
operator, which allows for joining a given document collection with external ones. Actually,
we establish that already Mmupg is equivalent to NRA over a single relation, and hence is
capable of expressing arbitrary joins (within one collection), contrary to what is believed in
the community of MongoDB practitioners. Interestingly, all our translations are compact
(i.e., polynomial), hence complexity results between MQuery and NRA carry over.
Finally, we carry out an investigation of the computational complexity of Mmupgl and its
fragments. In particular, we establish that what we consider the minimal fragment, which
allows only for match, is LogSpace-complete (in combined complexity). Projection and
grouping allow one to create exponentially large objects, but by representing intermediate
results compactly as DAGs, one can still evaluate Mmpgl queries in PTime. The use of
unwind alone causes loss of tractability in combined complexity, specifically it leads to
NP-completeness, but remains LogSpace-complete in query complexity. Adding also project
or lookup leads again to intractability even in query complexity, although Mmupl stays
NP-complete in combined complexity. In the presence of unwind, grouping provides another
source of complexity, since it allows one to create doubly-exponentially large objects; indeed
we show PSpace-hardness of Mmug . Finally, we establish that the full language and also the
O(1)
Mmupg fragment are TA[2n , nO(1) ]-complete (i.e., complete for exponential time with a
polynomial number of alternations under LogSpace reductions) in combined complexity. As
O(1)
a byproduct of this study, we also establish that the TA[2n , nO(1) ] lower bound previously
known for the combined complexity of Boolean query evaluation in NRA is actually tight
(the best known upper bound was ExpSpace [15]).

2

Preliminaries

We recap the basics of nested relational algebra (NRA) [13, 8], mainly to fix the notation.
Let A be a countably infinite set of attribute names and relation schema names. A
relation schema has the form R(S), where R ∈ A is a relation schema name and S is a finite
set of attributes, each of which is an atomic attribute (i.e., an attribute name in A) or a
schema of a sub-relation. A relation schema can also be obtained through an NRA operation
(see below). We use the function att to retrieve the attributes from a relation schema name,
i.e., att(R) = S. Let ∆ be the domain of all atomic attributes in A. An instance R of a
relation schema R(S) is a finite set of tuples over R(S). A tuple t over R(S) is a finite set
{a1 :v1 , . . . , an :vn } such that if ai is an atomic attribute, then vi ∈ ∆, and if ai is a relation
schema, then vi is an instance of ai . We may refer to relation schemas by their name only.
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e
f

::= a | c | f | (f ? e: e) | subrel(t, . . . , t)
::= true | a = a | a = c | ¬f | f ∧ f | f ∨ f

t ::=

{b:e, . . . , b:e}

Figure 1 Syntax of expressions e used in extended projection. Here, a ∈ att(R), c is a constant,
f a Boolean expression, b a fresh attribute name, t a tuple definition, and subrel(t1 , . . . , tn ) a relation
definition, which constructs a relation from the tuples t1 , . . . , tn of the same schema.
Value ::= Literal | Object | Array
Object ::= {{ List<Key : Value> }}
Array ::= [ List<Value> ]

List<T> ::= ε | List+ <T>
List+ <T> ::= T | T , List+ <T>

Figure 2 Syntax of JSON objects. We use double curly brackets to distinguish objects from sets.

A filter ψ over a set A ⊆ A is a Boolean formula constructed from atoms of the form
(a = v) or (a = a0 ), where {a, a0 } ⊆ A, and v is an atomic value or a relation. Let R and R0
be relation schemas. We use the following operators:
(1) set union R ∪ R0 and set difference R \ R0 , for att(R) = att(R0 );
(2) cross-product R × R0 , resulting in a relation schema with attributes {rel1.a | a ∈
att(R)} ∪ {rel2.a | a ∈ att(R0 )};
(3) selection σψ (R), where ψ is a filter over att(R);
(4) projection πP (R), for P ⊆ att(R);
(5) extended projection πP (R), where P may also contain elements of the form b/e, for b a
fresh attribute name, and e an expression constructed according to the grammar shown
in Figure 1. Notice that such an expression is computable in AC0 in data complexity;
(6) nest ν{a1 ,...,an }→b (R), resulting in a schema with attributes (att(R) \ {a1 , . . . , an }) ∪
{b(a1 , . . . , an )}; and
(7) unnest χa (R), resulting in a schema with attributes (att(R) \ {a}) ∪ att(a).
For more details on (5)–(7) (including the semantics of extended projection), we refer to [3].
Given an NRA query Q and a (relational) database D, the result of evaluating Q over D is
denoted by ans ra (Q, D).

3

JSON Documents

In this section, we propose a formalization of the syntax and the semantics of JSON documents.
With respect to MongoDB, we abstract away the order of key-value pairs within a document.
A MongoDB database stores collections of documents, where a collection corresponds to
a table in a (nested) relational database, and a document to a row in a table. We define the
syntax of documents. Literals are atomic values, such as strings, numbers, and Booleans. A
JSON object is a finite set of key-value pairs, where a key is a string and a value can be a
literal, an object, or an array of values, constructed inductively according to the grammar
in Figure 2 (where the terminals are ‘{{’, ‘}}’, ‘[’, ‘]’, ‘:’, and ‘,’). We require that the set
of key-value pairs constituting a JSON object does not contain the same key twice. A
(MongoDB) document is a JSON object not nested within any other object, with a special
key ‘_id’, used to identify the document. Listing 1 shows a document with keys _id, awards,
birth, etc. Given a collection name C, a (MongoDB) collection for C is a finite set FC of
documents, each identified by its value of _id, i.e., each value of _id is unique in FC . Given
a set C of collection names, a MongoDB database instance D (over C) is a set of collections,
one for each name C ∈ C. We write D.C to denote the collection for name C.
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Figure 3 The tree tKN corresponding to the JSON document in Listing 1.

We formalize JSON objects as finite unordered, unranked, node-labeled, and edge-labeled
trees (see Figure 3 for the tree tKN corresponding to the document in Listing 1, where we
have additionally labeled nodes with ni , to refer to them later). We assume three disjoint
sets of labels: the sets K of keys and I of indexes (non-negative integers), used as edge-labels,
and the set V of literals, containing the special elements null, true, and false, and used
as node labels. A tree is a tuple (N, E, Ln , Le ), where N is a set of nodes, E is the edge
relation, Ln : N → V ∪ ‘{{}}’, ‘[ ]’ is a node labeling function, and Le : E → K ∪ I is an
edge labeling function, such that
(i) (N, E) forms a tree,
(ii) a node labeled by a literal must be a leaf,
(iii) all outgoing edges of a node labeled by ‘{{}}’ must be labeled by keys, and
(iv) all outgoing edges of a node labeled by ‘[ ]’ must be labeled by distinct indexes.
The type of a node x in a tree t, denoted type(x, t), is defined as literal if Ln (x) ∈ V , object
if Ln (x) = ‘{{}}’, and array if Ln (x) = ‘[ ]’. root(t) denotes the root of t. A forest is a set
of trees.
We define inductively the value represented by a node x in a tree t, denoted value(x, t):
(i) value(x, t) = Ln (x), if x is a leaf in t;
(ii) let x1 , . . . , xm , be all children of x with Le (x, xi ) = ki . Then value(x, t) is
{{k1 :value(x1 , t), . . . , km :value(xm , t)}} if type(x, t) = object, and
[value(x1 , t), . . . , value(xm , t)], if type(x, t) = array.
The JSON value represented by t is then value(root(t), t). Conversely, the tree corresponding
to a value u, denoted tree(u), is defined as (N, E, Ln , Le ), where N is the set of all xv such
that v is an object, array, or literal value appearing in u, and for xv ∈ N :
(i) if v is a literal, then Ln (xv ) = v and xv is a leaf;
(ii) if v = {{k1 :v1 , . . . , km :vm }} for m ≥ 0, then Ln (xv ) = ‘{{}}’, and xv has m children
xv1 , . . . , xvm with Le (xv , xvi ) = ki ;
(iii) if v = [v1 , . . . , vm ] for m ≥ 0, then Ln (xv ) = ‘[ ]’, and xv has m children xv1 , . . . , xvm
with Le (xv , xvi ) = i − 1.
In the following, when convenient, we blur the distinction between JSON values and the
corresponding trees.

4

The MQuery Language

MongoDB is equipped with an expressive query mechanism provided by the aggregation
framework (we refer to [3] for its formal syntax, but we provide in App. A some examples to
illustrate its main features). Our first contribution is a formalization of the core aspects of this
query language, where we use set (as opposed to bag and list) semantics, and we deliberately
abstract away some low-level features that either are not relevant for understanding the
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ϕ
d
β
s

::=
::=
::=
::=

true | p = v | ∃p | ¬ϕ | ϕ ∨ ϕ | ϕ ∧ ϕ
v | p | [d, . . . , d] | β | (β? d: d)
true | p = p | p = v | ∃p | ¬β | β ∨ β | β ∧ β
µϕ | ωp | ρP | γG : A | λp=C.p
p

P ::= p | p/d | p, P | p/d, P
G ::= p/p | p/p, G
A ::= p/p | p/p, A
MQuery ::= C . s . · · · . s

Figure 4 The MQuery language. Here, p denotes a path, v a value, C a collection name, ϕ a
criterion, d a value definition, β a Boolean value definition, s a stage, P a list for project, G a list
for grouping, and A a list for aggregation.

expressive power and computational properties of the language, or appear ad-hoc and possibly
are remnants of experimental development. We call the resulting language MQuery.
An MQuery is a sequence of stages, also called a pipeline, applied to a collection name C,
where each stage transforms a forest into another forest. The grammar of MQuery is given in
Figure 4. In an MQuery, paths, which are (possibly empty) concatenations of keys, are used
to access actual values in a tree, similarly to how attributes are used in relational algebra.
We use ε to denote the empty path. For two paths p and p0 , we say that p0 is a (strict) prefix
of p, if p = p0 .p00 , for some (non-empty) path p00 . MQuery allows for five types of stages 5 :
match µϕ , which selects trees according to criterion ϕ. Such criterion is a Boolean
combination of atomic conditions p = v, expressing the equality of a path p to a
value v, or ∃p, expressing the existence of a path p. E.g., for ϕ1 = (_id=4), ϕ2 =
(awards.award="Turing Award"), and ϕ3 = (name = {{first: "Kristen"}}), µϕ1 and µϕ2 select tKN , but µϕ3 does not. (See App. A.1 for details.)
unwind ωp , which flattens an array reached through a path p in the input tree, and outputs
a tree for each element of the array. E.g., ωawards applied to tKN produces three trees,
which coincide on all key-value pairs, except for the awards key, whose values are nested
objects such as, e.g., {{award: "Turing Award", year: 2001, by: "ACM"}}. (See App. A.2.)
project ρP , which modifies trees by projecting away paths, renaming paths, or introducing
new paths. Here P is a sequence of elements of the form p or q/d, where p is a path to
be kept, q is a new path whose value is defined by d, and among all such paths p and q,
there is no pair p, p0 where p is a prefix of p0 . A value definition d can provide for q:
(i) a constant v,
(ii) the value reached through a path p (i.e., renaming path p to q),
(iii) a new array defined through its values,
(iv) the value of a Boolean expression β, or
(v) a value computed through a conditional expression (β? d1 : d2 ).
E.g., ρbool/(birth=death), cond/((∃awards)? contribs: _id), newArray/[0,1] applied to tKN produces
{{bool: false, cond: ["OOP", "Simula"], newArray: [0,1]}}. (See App. A.3.)
group γG : A , which groups trees according to a grouping condition G and aggregates
values of interest according to A. Both G and A are (possibly empty) sequences of
elements of the form p/p0 , where p0 is a path in the input trees, and p a path in the
output trees. Each different combination ~v of values in the input trees for the p0 s in G
determines a group. For each such group there is a tree in the output with an _id whose
value is constructed from ~v and the ps in G. The remaining keys in each output tree
have as value an array constructed using the aggregation expression A. Consider, e.g.,

5

We suggest readers unfamiliar with MongoDB to read the following paragraphs in parallel to the
respective subsections in App. A, which contain additional examples and the actual syntax of MongoDB.
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as input {{a: 1, b: "x"}}, {{a: 1, b: "y"}}, and {{a: 2, b: "z"}}. Then γc/a : bs/b produces the two
groups {{_id: {{c: 1}}, bs: ["x","y"]}} and {{_id: {{c: 2}}, bs: ["z"]}}. (See App. A.4.)
lookup λpp1 =C.p2 , which joins input trees with trees in an external collection C, using a
local path p1 and a path p2 in C to express the join condition, and stores the matching
trees in an array under a path p. E.g., let C consist of {{_id: 1, a: 3}} and {{_id: 2, a: 4}}.
Then λ_id=C.a
evaluated over tKN adds to it docs: [{{_id: 2, a: 4}}]. (See App. A.5.)
docs
Observe that the Boolean expressions β allowed in a project stage are more expressive than
those in the criterion ϕ of a match stage, since in the former one can also compare the values
of two paths, while in the latter one can only compare the value of a path to a constant
value. We consider also various fragments Mα of MQuery, where α consists of the initials of
the allowed stages. E.g., Mmupgl denotes MQuery itself, while Mmupg disallows lookup.
To define the semantics of MQuery, we introduce some auxiliary notions.
First, we show how to interpret paths over trees. Specifically, a path p is interpreted as
the set of nodes reachable via p from the root, where the indexes of intermediate arrays that
might be encountered in the tree are skipped. Given a tree t = (N, E, Ln , Le ), we interpret a
(possibly empty) path p, and its concatenation p.i1 . . . im with indexes i1 , . . . , im , respectively
as the sets of nodes [[p]]t and [[p.i1 . . . im ]]t , according to the following inductive definition
(below, q is a path, j1 , . . . , jn are indexes, and k is a key): [[ε]]t = {root(t)}, and
[[q.j1 . . . jn ]]t = {y ∈ N | there is x ∈ [[q.j1 . . . jn−1 ]]t s.t. (x, y) ∈ E and Le (x, y) = jn }
[[q.k]]t = {y ∈ N | there are j1 , . . . , jn , n ≥ 0, and x ∈ [[q.j1 . . . jn ]]t
s.t. (x, y) ∈ E and Le (x, y) = k}
For example, referring to the tree tKN in Figure 3, [[ε]]tKN = {n0 }, [[_id]]tKN = {n1 },
[[awards]]tKN = {n2 }, [[awards.1]]tKN = {n10 }, and [[awards.award]]tKN = {n14 , n17 , n20 }. When
[[p]]t = ∅, we say that the path p is missing in t.
Given a tree t and a path p, when type(x, t) = ty, for each x ∈ [[p]]t , where ty ∈
{array, literal, object}, we define the type of p in t, denoted type(p, t), to be ty. Also, when
type(p, t) = array and type(x, t) = ty for each x ∈ [[p.i]]t for i ∈ I, we write type(p[ ], t) = ty.
Second, we define when a tree t satisfies a criterion or a Boolean value definition ϕ,
denoted t |= ϕ, as follows. It always holds that t |= true, while:
t |= (p = v),
t |= (∃p),
t |= ¬ϕ,
t |= (p1 = p2 ),

if
if
if
if

there is x in [[p]]t or in [[p.i]]t for i ∈ I s.t. value(x, t) = v holds
[[p]]t 6= ∅
t |= ϕ1 ∧ ϕ2 , if t |= ϕ1 and t |= ϕ2
t 6|= ϕ
t |= ϕ1 ∨ ϕ2 , if t |= ϕ1 or t |= ϕ2
there is a value v s.t. t |= (p1 = v) ∧ (p2 = v), or t |= ¬(∃p1 ) ∧ ¬(∃p2 )

In this definition, we employ the classical semantics for “deep” equality of non-literal
values, where we ignore duplicates and order in arrays, in line with set semantics. We
also assume that (v = null) holds iff v is null. Note that, the equality (p = v) may
hold both when v is the array reached by p and when v is an element inside this array.
E.g., tKN |= (contribs = ["OOP", "Simula"]) and tKN |= (contribs = "OOP"). Also note that
the values of several paths inside an array can come from different array elements. E.g.,
tKN |= (awards.award = "Rosing Prize") ∧ (awards.year = 2001).
Next, we define the evaluation of a value definition d in a tree t, denoted by eval(d, t), as:
d, if d ∈ V ;
the value of (t |= d), if d is a Boolean value definition;
subtree(t, d), if d is a path;
[eval(d1 , t), . . . , eval(dm , t)], if d = [d1 , . . . , dm ];
eval(d0 , t), if d = (c? d1 : d2 ), where d0 = d1 when t |= c and d0 = d2 otherwise.

Finally, we informally introduce some auxiliary operators over trees (for a formal definition,
see App. B). Let t, t1 , t2 be trees, F a forest, p a path, and N a set of nodes. Then:
subtree(t, p) returns the subtree of t rooted at the single node in [[p]]t when |[[p]]t | = 1.
Instead, when |[[p]]t | > 1, it returns the array of all subtrees rooted at the nodes in
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Table 1 The semantics of MQuery stages.
Match



F . µϕ = t | t ∈ F and t |= ϕ



Unwind ωp (t) = replace(t, subtree(t, p), subtree(t, p.i))
F . ωp =

S
t∈F

[[p.i]]t 6=∅, i∈I

if p is a first array, and ωp (t) = ∅ otherwise

ωp (t)

Project ρp (t) = subtree(t, Np ), where Np are all the nodes in t on a path from root(t) to a leaf via some x ∈ [[p]]t
ρq/d (t) = attach(q, eval(d, t)), unless d is a path and t 6|= ∃d, in which case ρq/d (t) returns the empty tree
F . ρP =
Group

L
p∈P

ρp (t) ⊕

L
(q/d)∈P

F . γg1 /yn
1 ,..,gn /yn : a1 /b1 ,..,am /bm =

nL
j∈J

attach(_id, null) ⊕

Lm

attach(_id.gj , tj ) ⊕

Lm

i=1
i=1

ρq/d (t) | t ∈ F



attach ai , array(F . µϕ∧∃bi , bi ) | ϕ =



Vn
j=1

{1,..,n}

attach ai , array(F . µψ∧∃bi , bi ) | J ∈ 2

tj ∈ forest(F, yj ) for j ∈ J, ψ =

V
j∈J

((yj = tj ) ∧ ∃yj ) ∧

(¬∃yj ), (F . µϕ ) 6= ∅

V
j ∈J
/

o

∪

\ ∅,

(¬∃yj ), (F . µψ ) 6= ∅

o

Lookup λpp1 =C.p2 [F 0 ](t) = t ⊕ attach(p, array(F 0 . µϕ , ε)), for ϕ = (p2 = subtree(t, p1 )) if t |= ∃p1 , and ϕ = ¬∃p2 otherwise

F . λpp1 =C.p2 [F 0 ] = λpp1 =C.p2 [F 0 ](t) | t ∈ F

[[p]]t , and when [[p]]t = ∅, it returns null. E.g., subtree(tKN , name) returns {{first: "Kristen",
last: "Nygaard"}}, and subtree(tKN , awards.year) returns [1999,2001,2001].
subtree(t, N ) returns the subtree (i.e., a subgraph) of t induced by the set N of nodes.
attach(p, t) constructs a new tree by attaching t (via its root) to the end of the path p.
E.g., attach(info.name,{{first: "Kristen"}}) returns {{info: {{name: {{first: "Kristen"}}}}}}.
replace(t, t1 , t2 ) constructs a new tree by replacing in t its subtree t1 by a new tree t2 .
t1 ⊕ t2 constructs a new tree resulting from merging t1 and t2 by identifying nodes
reachable via identical paths. E.g., {{name: {{first: "Kristen"}}}} ⊕ {{name: {{last: "Nygaard"}}}}
returns {{name: {{first: "Kristen", last: "Nygaard"}}}}.
array(F, p) constructs a new tree that is the array of all subtree(t, p) for t ∈ F , while
forest(F, p) keeps all subtree(t, p) in a set.
Now, we are ready to define the semantics of the MQuery stages: specifically, given a
forest F and a stage s, we define the forest F . s (for a lookup stage, we also require an
additional forest F 0 as parameter), as shown in Table 1. We observe that, for all operators
except group, each tree in the input can be processed independently of the other trees, and
gives rise to zero, one, or more trees in the output. Below, we provide some explanations:
Match. We just observe that match might produce an empty output.
Unwind. We say that a path p is a first array in t if type(p, t) = array and type(p0 , t) 6= array,
for each strict prefix p0 of p. When p is a first array in t with value different from [ ], then
ωp (t) contains one tree for each element in such an array, obtained by replacing in t the
array by the element. In all other cases (i.e., when p is a first array in t and its value is
[ ], when p is missing in t, when type(p, t) 6= array, or when type(p, t) = array but p is not
a first array in t), we have that ωp (t) is empty.
Project. ρP produces exactly one output tree from each input tree, obtained by applying to
the input tree each of the elements in P , independently of the other elements. Note that,
when q/p ∈ P and p is missing in the input tree, then also q is missing in the output tree.
Instead, for q/[p] ∈ P with p missing, q is present in the output with value [null].
Group. In γG : A , when G is empty, i.e., n = 0, ϕ is the empty conjunction and hence true,
so all input trees are grouped in one output tree where the value of _id is null. Instead,
when G = g1 /y1 , . . . , gn /yn with n ≥ 1, then the set of input trees is partitioned into
“groups”, where each group corresponds to a (possibly empty) subset Y of {y1 , . . . , yn },
so that the trees in the group agree not only on the respective values tj reached through
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all the paths yj ∈ Y , but also on the non-existence of paths not in Y . Each group
Y = {yj1 , . . . , yjk } gives rise to one output tree. In the case where k > 0 and all gji s are
keys, in the output tree the value of _id for that group is {{gj1 :tj1 , . . . , gjk :tjk }}, and in
the case where k = 0 (i.e., Y = ∅) the value of _id is null. Moreover, for each pair ai /bi
in A, the values of bi of all trees in a group are collected in an array, and such an array is
inserted in the output tree for that group as the value of ai .
Lookup. λpp1 =C.p2 [F 0 ] produces exactly one output tree from each input tree. Each such tree
coincides with the input tree, except for one additional array containing all the trees of
F 0 for which the value of p2 coincides with the value of p1 in the input tree.
We clarify what we mean by “employing set semantics”. For every stage s and forest F , F . s
is a set of trees, i.e., contains no duplicates. Duplicates are detected by comparing trees using
deep equality, where comparison of arrays ignores the element indexes. However trees might
contain arrays with duplicates. Also, array indexes are sometimes important for merging
trees correctly when computing the result of a project stage (see Example 24 in App. A.3).
The semantics of an MQuery is obtained by composing (via .) the answers of its stages.
I Definition 1. Let q = C . s1 . · · · . sn be an MQuery. The result of evaluating q over
a MongoDB instance D, denoted ans mo (q, D), is defined as Fn , where F0 = D.C, and for
i ∈ {1, . . . , n}, Fi = (Fi−1 . si ) if si is not a lookup stage, and Fi = (Fi−1 . si [D.C 0 ]) if si is
a lookup stage referring to an external collection name C 0 .

Counter-intuitive Choices in the Semantics of MongoDB
We conclude this section by discussing some choices in the semantics of MongoDB that we
consider counter-intuitive, and that could be considered as an inconsistency in the behavior
of operators. Therefore, in MQuery, we have chosen a cleaner, more uniform semantics.
“Entering an array” when comparing value and path. In MongoDB, the satisfaction relation t |= (p = v) behaves differently in match and in project when the type of p in t is
array. In match, equality holds when v is
(1) exactly the array value of p, or
(2) an element inside the array value of p,
while project checks only condition (1). In MQuery, we take a uniform approach, in
which t |= (p = v) in project behaves as in match.
Null and missing values. In some cases, MongoDB does not distinguish
(a) when the value of a path p is null, i.e., [[p]]t = {x} and value(x, t) = null, from
(b) when p is missing in t.
In particular, in match both (a) and (b) imply that t |= (p = null). Instead, in project, only
(a) implies it. Similarly, in group, when grouping by one path (e.g., γg/p : A ), MongoDB
puts the trees satisfying (a) and (b) into the same group (having _id = {{g : null}}).
Instead, when grouping with multiple paths (e.g., γg1 /p1 ,g2 /p2 ,... : A ), the trees with all
pi missing are put into a separate group (having _id = {{}}). In MQuery, instead, we
systematically distinguish the cases (a) and (b).
Comparison of values. In MongoDB, equality of non-literal values is determined by comparing their binary representation6 . Hence, two objects with the same key-value pairs but in
different orders, will not be considered the same, which might result in missed answers.
In MQuery, we employ the classical semantics for “deep” equality of non-literal values.
6

https://docs.mongodb.org/manual/reference/bson-types/#comparison-sort-order
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5

Expressivity of MQuery

In this section we characterize the expressivity of MQuery in terms of nested relational
algebra (NRA), and we do so by developing translations between the two languages.

5.1

Nested Relational View of MongoDB

We start by defining a nested relational view of MongoDB instances. In the case of a
MongoDB instance with an irregular structure, there is no natural way to define such a
relational view. This happens either when the type of a path in a tree is not defined, or
when a path has different types in two trees in the instance. Therefore, in order to define a
schema for the relational view, which is also independent of the actual MongoDB instances,
we impose on them some form of regularity. We start by introducing the notion of type of a
tree, which is analogous to complex object types [15], and similar to JSON schema [17].
I Definition 2. Consider JSON values constructed according to the following grammar:
Type

::=

literal | {{List<Key:Type>}} | [Type]

Given such a JSON value d, we call the tree tree(d) a type. We say that a tree t is of type τ
if for every path p we have that t |= ∃p implies
(i) τ |= ∃p,
(ii) type(p, t) = type(p, τ ), and
(iii) type(p[ ], t) = type(p[ ], τ ).
A forest F is of type τ if all trees in F are of type τ . A forest (resp., tree) is well-typed if it
is of some type.
We now associate to each type τ a relation schema rschema(τ ) in which, intuitively,
attributes correspond to paths, and each nested relation corresponds to an array in τ . In the
following definition, given paths p and q, we say that p.q is a simple extension of p if there is
no strict prefix q 0 of q such that type(p.q 0 , τ ) = array.
I Definition 3. For a type τ , the relation schema rschema(τ ), is defined as Rτ (rattτ (ε)),
where, for a path p in τ , rattτ (p) is the set of simple extensions p0 of p such that p0 is an
atomic attribute if type(p0 , τ ) = literal, and p0 is a sub-relation if type(p0 , τ ) = array. In the
latter case, p0 has attributes {p0 .lit} if type(p0 [ ], τ ) = literal, and rattτ (p0 ) otherwise.
Observe that the names of sub-relations and of atomic attributes in rschema(τ ) are given by
paths from the root in τ , and therefore are unique.
Next, we define the relational view of a well-typed forest. In this view, to capture the
semantics of the missing paths, we introduce the new constant missing.
I Definition 4. The relational view of a well-typed forest F , denoted rel(F ), is defined as
{rtupleτ (Rτ , ε, t) | t ∈ F }, where τ is the type of F . For a relation name R in rschema(τ )
and a path p, rtupleτ (R, p, t) is the R-tuple {p.q : rval(p.q, t)}p.q∈rattτ (p) , where

missing,



value(subtree(t, q)),

rval(p.q, t) =
t

 (p.q.lit : value(subtree(t, q.i))) | [[q.i]]t 6= ∅, for i ∈ I ,

rtupleτ (p.q, p.q, subtree(t, q.i)) | [[q.i]] 6= ∅, for i ∈ I ,

if [[q]]t = ∅;
if p.q is atomic;
if attτ (p.q) = {p.q.lit};
otherwise.
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Figure 5 Relational view of the document about Kristen Nygaard.

I Example 5. Consider the type τbios for bios:
{ " _id " : " literal " ,
" awards " : [ { " award " : " literal " , " year " : " literal " } ] ,
" birth " : " literal " , " contribs " : [ " literal " ] ,
" name " : { " first " : " literal " , " last " : " literal " } }

Then, rschema(τbios ) is defined as bios _id, awards(awards.award, awards.year), birth, contribs(contribs.lit), name.first, name.last . Moreover, for the tree t in Figure 3, the relational
view rel({t}) is illustrated in Figure 5.
J
To define the relational view of MongoDB instances, we introduce the notion of (MongoDB)
type constraints, which are given by a set S of pairs (C, τ ), one for each collection name C,
where τ is a type. We say that a database D satisfies the constraints S if D.C is of type τ ,
for each (C, τ ) ∈ S. For a given S, for each (C, τ ) ∈ S, we refer to τ by τC . Moreover, we
assume that in rschema(τC ), the relation name RτC is actually C.
I Definition 6. Let S be a set of type constraints, and D a MongoDB instance satisfying S.
The relational view rdbS (D) of D with respect to S is the instance {rel(D.C) | (C, τ ) ∈ S}.
Finally, we define equivalence between MQueries and NRA queries. To this purpose, we
also define equivalence between two kinds of answers: well-typed forests and nested relations.
I Definition 7. A well-typed forest F is equivalent to a nested relation R, denoted F ' R, if
rel(F ) = R. An MQuery q is equivalent to an NRA query Q w.r.t. type constraints S, denoted
q ≡S Q, if ans mo (q, D) ' ans ra (Q, rdbS (D)), for each MongoDB instance D satisfying S.
Notice that the above definition of equivalence between well-typed forests and nested
relations appears to be asymmetric, since it would in principle allow for nested relations
that are not equivalent to any well-typed forest. We remark, however, that the MongoDB
view of a nested relation always exists, is well-typed, and can be defined in a straightforward
way. Therefore, we can consider both translations (from NRA to MQuery, and vice-versa),
as defined on well-typed forests and their relational views.

5.2

From NRA to MQuery

We now show that Mmupgl captures NRA, while Mmupg captures NRA over a single collection.
In our translation from NRA to MQuery, we have to deal with the fact that an NRA
query in general has a tree structure where the leaves are relation names, while an MQuery
contains one sequence of stages. So, we first show how to “linearize” tree-shaped NRA
expressions into a MongoDB pipeline. More precisely, we show that it is possible to combine
two Mmupg sequences q 1 and q 2 of stages into a single Mmupg sequence pipeline(q 1 , q 2 ), so
that the results of q 1 and q 2 can be accessed from the result of pipeline(q 1 , q 2 ) for further
processing. We define pipeline(q 1 , q 2 ) as dup . subq1 (q 1 ) . subq2 (q 2 ).
The idea of dup is to create for each tree t of the input forest two trees differentiated
by an ad-hoc key-value pair actRel: j and storing the original tree as relj: t, for j ∈
{1, 2}. More precisely, we want to obtain for each forest F that F . dup = F1 ∪ F2 , where
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Table 2 Subquery subqj (s) for stage s, where we have detailed only the short forms for project
and group stages. We use e[p→q] to denote the expression e in which every occurrence of the path p
is replaced by the path q, and use norm to abbreviate ρactRel, {reli/((actRel=i)? reli: dummy)}i=1,2 .
s
µϕ
ωp
ρp, q/d

subqj (s)
s
µ(actRel=3−j)∨ϕ[p→relj.p]
γg/y : a/b
ρactRel, rel(3−j), relj/((actRel=j)? relj: {{p:[0]}})
. ωrelj.p . norm
ρactRel, rel(3−j), relj.p,

subqj (s)
γg/relj.y, actRel : a/relj.b, rel(3−j) .
ρactRel/_id.actRel, relj._id.g/_id.g, relj.a/a, rel(3−j)
.ρactRel, relj, rel(3−j)/((actRel=3−j)? rel(3−j): [0])
. ωrel(3−j) . norm

relj.q/((actRel=j)? d[q0 →relj.q0 ] : dummy)

F1 = {{{actRel: 1, rel1: t}}}t∈F and F2 = {{{actRel: 2, rel2: t}}}t∈F . This is achieved by setting
dup = ρorigDoc/ε, actRel/[1,2] . ωactRel . ρactRel, {relj/((actRel=j)? origDoc: dummy)}j=1,2 , where dummy
is a path that does not exist in any collection.
The idea of subqj (q j ) is to execute q j so that it affects the trees from Fj , but not
from F3−j , and to obtain that (F1 ∪ F2 ) . subq1 (q 1 ) . subq2 (q 2 ) evaluates to the forest
{{{actRel: 1, rel1: t}}}t∈(F .q1 ) ∪ {{{actRel: 2, rel2: t}}}t∈(F .q2 ) . Before describing subqj formally,
we provide the intuition in an example.
I Example 8. Consider the sequences of stages q 1 = µa=1 . ρa, b and q 2 = µc="x" . ρc, d , and
the forest F = {t1 , t2 , t3 , t4 }, for t1 = {{a:1, b:6, d:8}}, t2 = {{a:1, b:7, c:"x", d:9}}, t3 = {{a:2, b:6,
c:"x", d:7}}, and t4 = {{a:3, b:8, c:"y", d:6}}.
Denote by tpq
i the tree resulting from ti by applying ρp, q to it. Then F . q 1 evaluates to
ab ab
cd
{t1 , t2 }, and F .q 2 to {tcd
2 , t3 }. Thus, (F1 ∪F2 ).subq1 (q 1 ).subq2 (q 2 ) should be {{{actRel: 1,
ab
ab
rel1: t1 }}, {{actRel: 1, rel1: t2 }}, {{actRel: 2, rel2: tcd
}, {{actRel: 2, rel2: tcd
}}. We achieve this by
2 }
3 }
setting subq1 (q 1 ) = µ(actRel=2)∨(rel1.a=1) . ρrel2, actRel, rel1.a, rel1.b and subq2 (q 2 ) =
µ(actRel=1)∨(rel2.c="x") . ρrel1, actRel, rel2.c, rel2.d . Here, in the case of subq1 (q 1 ), by transforming
the criterion (a = 1) into (actRel = 2)∨(rel1.a = 1) we make sure to preserve the trees in F2 ,
and we check the condition on the correct path rel1.a in the trees in F1 . Similarly, the
project stage ρa,b became ρrel2, actRel, rel1.a, rel1.b in order to preserve the ti s in F2 stored under
rel2, to preserve the auxiliary key actRel, and to project the correct paths rel1.a and rel1.b
in the trees from F1 .
J
Formally, when q j = s1 . · · · . sn then subqj (q j ) is defined as subqj (s1 ) . · · · . subqj (sn ),
for j ∈ {1, 2}, where subqj for single stages is defined in Table 2. Recall that the idea of
subqj (s) is to affect only the trees in Fj , hence:
subqj (µϕ ) selects all trees in F3−j (those that satisfy (actRel = 3 − j)), while from Fj it
selects the trees that satisfy ϕ, where all original paths p are replaced by relj.p.
The unwind stage ωp cannot be implemented simply by ωrelj.p , since all trees in F3−j
would be lost (they do not contain the path relj.p). Therefore we first create a temporary
non-empty array ([0]) under the path relj.p in the trees from F3−j , unwind the path
relj.p, and then in norm normalize the trees by making sure that the trees with (actRel = i)
contain only reli but not rel(3 − i).
The encoding of the project stage ρp, q/d makes sure that rel(3 − j) and actRel are not
lost, and that the path relj.q is not created in the trees from F3−j (guaranteed by the
conditional expression for q/d).
The encoding of the group stage γg/y : a/b adds actRel to the grouping condition and
aggregates rel(3 − j) so as to group all trees from F3−j in one tree, and then renames
appropriately the paths _id.actRel, _id.g, and a. It is concluded similarly to subqj (ωp )
in order to flatten the array rel(3 − j) where all trees from F3−j have been aggregated.
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Table 3 Translation from NRA to Mmupg . We extend the function att from schema names to
NRA queries such that att(Q) is the attribute set of the schema implied by an NRA query Q.
Q
C
σψ (Q1 )
πS (Q1 )
νS→b (Q1 )
χa (Q1 )
Q1 × Q2
Q1 ∪ Q2
Q1 \ Q2

nra2mq(Q)
ρatt(C)
nra2mq(Q1 ) . ρatt(Q1 ), cond/ψ . µcond=true . ρatt(Q1 )
nra2mq(Q1 ) . ρS
nra2mq(Q1 ) . ρ(att(Q1 )\S), {b.p/p | p∈S} . γ(att(Q1 )\S) : b . ρb, {p/_id.p | p∈att(Q1 )\S}
nra2mq(Q1 ) . ωa
pipeline(nra2mq(Q1 ), nra2mq(Q2 )) . γ : rel1, rel2 . ωrel1 . ωrel2
pipeline(nra2mq(Q1 ), nra2mq(Q2 )) . ρ{pi/((actRel=1)? rel1.pi: rel2.pi)}ni=1 . γp1,...,pn : . ρ{pi/_id.pi}ni=1
pipeline(nra2mq(Q1 ), nra2mq(Q2 )) . ρrel2, {pi/((actRel=1)? rel1.pi: rel2.pi)}ni=1 . γp1,...,pn : rel2 . µrel2=[ ]
.ρ{pi/_id.pi}ni=1

Now, having defined pipeline(q 1 , q 2 ), we are ready to show how to translate NRA to
MQuery. We start with a singleton set S = {(C, τC )} of type constraints for a collection
name C, and consider an NRA query Q over the relation name C (with schema rschema(τC )).
The translation of Q is the Mmupg query C . nra2mq(Q), where nra2mq(Q) is defined
inductively in Table 3. To encode select, the filter is translated as a Boolean value definition,
except that atoms of the form ¬(a = missing) become ∃a. The translation of Q1 × Q2 first
groups all input trees in one tree, where the answer trees ti to Qi are aggregated in arrays
reli, i ∈ {1, 2}, and then unwinds these two arrays, thus producing all possible pairs (t1 , t2 ).
The translations of Q1 ∪ Q2 and Q1 \ Q2 , where we assume that att(Qi ) = {p1, . . . , pn}, first
create fresh paths pi in each tree to be used in the grouping condition. Then, in the case of
union it only remains to rename the paths _id.pi back to pi, while in the case of difference,
we also select only those “tuples” that were not present in the answer to Q2 .
I Example 9. Consider the forest F from Example 8 stored under a collection name C,
and the type τC = {{a: literal, b: literal, c: literal, d: literal}}. Then rschema(τC ) is defined
as C(a,b,c,d), and rel(F ) is the relation {(a: 1, b: 6, c: missing, d: 8), (a: 1, b: 7, c: "x", d: 9),

(a: 2, b: 6, c: "x", d: 7), (a: 3, b: 8, c: "y", d: 6)}. Let Q be the NRA query σrel1.b=rel2.d Q1 × Q2 ,
where Q1 = πa,b (σa=1 (C)) and Q2 = πc,d (σc="x" (C)). Then Q evaluated over rel(F ) returns
{(rel1.a: 1, rel1.b: 7, rel2.c: "x", rel2.d: 7)}.
Now, nra2mq(Qj ) = ρa, b, c, d . q j , for j = 1, 2, where q 1 and q 2 are as in Example 8.
Since ρa, b, c, d . q j and q j are equivalent (return the same answers over all forests), we have
that F . pipeline(nra2mq(Q1 ), nra2mq(Q2 )) = F . pipeline(q 1 , q 2 ). Denote by F 0 the result
of F . pipeline(q 1 , q 2 ), see Example 8. Then
ab
cd
cd
F 00 = F 0 . γ : rel1, rel2 is the forest {{{rel1: [tab
}}.
1 , t2 ], rel2: [t2 , t3 ]}
ab
cd
cd
000
00
F = F . ωrel1 . ωrel2 is the forest {{{rel1: t1 , rel2: t2 }}, {{rel1: tab
}, {{rel1: tab
2 , rel2: t2 }
1 ,
cd
ab
cd
rel2: t3 }}, {{rel1: t2 , rel2: t3 }}}.
Finally, F 000 .ρcond/(rel1.b=rel2.d) .µcond=true .ρrel1.a, rel1.b, rel2.c, rel2.d is the forest {{{rel1: tab
2 ,
rel2: tcd
}
}
},
or
equivalently
{
{
{rel1:
{
{a:
1,
b:
7}
},
rel2:
{
{c:
"x",
d:
7}
}}
}
}.
J
3
I Theorem 10. Let Q be a NRA query over C. Then C . nra2mq(Q) ≡S Q.
Next, we consider NRA queries across several collections, and show how to translate them
to Mmupgl . Let S be a set of type constraints for collection names C1 , . . . , Cn , with n ≥ 2,
Q an NRA query over C1 , . . . , Cn , and C1 the collection over which we evaluate the generated
MQuery. The translation of Q is the Mmupgl query C1 . bring(C2 , . . . , Cn ) . nra2mq? (Q),
where intuitively (1) the phase bring(C2 , . . . , Cn ) “brings in” the trees from the collections
C2 , . . . , Cn , and (2) the function nra2mq? (Q), adapted from nra2mq(Q), simulates the NRA

ICDT 2018

9:14

Expressivity and Complexity of MongoDB Queries

operators in Q. More precisely, we want that if F1 , . . . , Fn are collections for C1 , . . . , Cn , the
Sn
result of F1 . bring(C2 , . . . , Cn )[F2 , . . . , Fn ] is the forest i=1 {{{actColl: i, colli: t}}}t∈Fi . This
is done by setting bring(C2 , . . . , Cn ) as
dummy=C2 .dummy
n .dummy
γ : coll1/ε . λcoll2
. · · · . λdummy=C
. ρcoll1,..,colln, actColl/[1..n] . ωactColl .
colln
ρactColl, {colli/((actColl=i)? colli: [0])}ni=1 . ωcoll1 . · · · . ωcolln . ρactColl, {colli/((actColl=i)? colli: dummy)}ni=1

Moreover, we define the function nra2mq? (Q) that differs from nra2mq(Q) in the translation
of the collection names as nra2mq? (Ci ) = µactColl=i . ρ{p/colli.p | p∈att(Ci )} .
I Theorem 11. Let Q be an NRA query over C1 , . . . , Cn , and q = C1 . bring(C2 , . . . , Cn ) .
nra2mq? (Q). Then q ≡S Q. Moreover, the size of q is polynomial in the size of Q.
Thus, we obtain that Mmupgl captures full NRA, and that Mmupg captures NRA over a
single collection. We observe that the above translation serves the purpose of understanding
the expressive power of MQuery, but is likely to produce queries that MongoDB will not be
able to efficiently execute in practice, even on relatively small database instances. We also
note that the translation from NRA to MQuery works even if we allow for database instances
D such that D.C is not strictly of type τC , but may also contain other paths not in τC .

5.3

From MQuery to NRA

In this section, we aim at defining a translation from MQuery to NRA, and for this we
want to exploit the structure, i.e., the stages of MQueries. Hence, we define a translation
mq2nra(s) from stages s to NRA expressions such that, for an MQuery C . s1 . · · · . sn ,
the corresponding NRA query is defined as C ◦ mq2nra(s1 ) ◦ · · · ◦ mq2nra(sn )7 , where we
identify the collection name C with the corresponding relation schema in the relational
view. However, such a translation might not always be possible, since MQuery is capable
of producing non well-typed forests, for which the relational view is not defined. This
capability is due to value definitions in a project operator: already a query as simple as
ρa/(_id=1? [0,1]: "s") produces from the well-typed forest {{{_id: 1}}, {{_id: 2}}} a non well-typed
one: {{{_id: 1, a: [0,1]}}, {{_id: 2, a: "s"}}}. Therefore, in order to derive such a translation
mq2nra(s), we restrict our attention to MQueries with stages preserving well-typedness.
I Definition 12. Given a type τ (and a type τ 0 ), a stage s is well-typed for τ (and τ 0 ), if for
each forest F of type τ (and each forest F 0 of type τ 0 ), F . s (resp., F . s[F 0 ] when s is a
lookup stage) is a well-typed forest.
We observe that the match, unwind, group and lookup stages are always well-typed, and,
given such a stage s and input types τ , τ 0 , we can compute the output type τo of s:
(i) match does not change the input type, i.e., τo = τ ,
(ii) for unwind and group stages s, τo is obtained by evaluating s over {τ }, i.e., {τo } = {τ }.s,
and
(iii) similarly, the output type for a lookup stage is the single tree in ({τ } . λpp1 =C.p2 [{τ 0 }]).
As for a project stage s = ρP and an input type τ , we can check whether s is well-typed
for τ , and if yes, we can compute the output type τo of s, as follows. For each p/d ∈ P , we
compute the type τd of d with respect to τ ; if all τd are defined, then s is well-typed and τo
is the type where subtree(τo , p) coincides with τd for each p/d ∈ P , and that agrees with τ
on all p ∈ P ; otherwise s is not well-typed. The type τd of a value definition d with respect
to a type τ is defined inductively as follows: τv = τ 0 for a value v, if v is of type τ 0 , and
7

We follow the convention that (f ◦ g)(x) = g(f (x)).
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undefined otherwise; τβ = literal for a Boolean value definition β; τp = subtree(τ, p), for a
path p; τ[d1 ,...,dn ] = [τd1 ] if τd1 = · · · = τdn , and undefined otherwise; τ(c? d1 : d2 ) is τd1 if c is
valid, τd2 if c is unsatisfiable, τd1 if c is satisfiable and not valid and τd1 = τd2 , and undefined
otherwise.
Then, given a set S of type constraints and an MQuery q = C . s1 . · · · . sn , we can check
whether each stage in q is well-typed for its input type determined by q and S. To do so, we
take the input type for s1 to be τ0 , where (C, τ0 ) ∈ S, and we compute sequentially the input
type for each stage si , as long as this is possible, i.e., all stages preceding it are well-typed.
The translation mq2nra(s), for well-typed stages s, is quite natural, although it requires
some attention to properly capture the semantics of MQuery. It is reported in [3].
I Theorem 13. Let S be a set of type constraints, q an MQuery C . s1 . · · · . sm in which
each stage is well-typed for its input type, and Q = C ◦ mq2nra(s1 ) ◦ · · · ◦ mq2nra(sm ). Then
q ≡S Q, moreover, the size of Q is polynomial in the size of q and S.
A natural question is when an MQuery can be translated to NRA even if it contains non
well-typed stages. E.g., in the example above, this can happen when the path a is projected
away in the subsequent stages without being actually used. We leave this for future work.

6

Complexity of MQuery

In this section we report results on the complexity of different fragments of MQuery. Specifically, we are concerned with the combined and query complexity of the Boolean query
evaluation problem (i.e., the problem of checking non-emptiness of query answers).
We first establish that Mmupgl and Mmupg are complete for exponential time with a
polynomial number of alternations under LogSpace reductions [6, 14]8 . That is, they have
the same complexity as monad algebra with atomic equality and negation [15], which however
is strictly less expressive than NRA. As a corollary, we obtain a tight bound for NRA.
O(1)

I Theorem 14. Mmupg and Mmupgl are TA[2n
and in AC0 in data complexity.
I Corollary 15. NRA is TA[2n

, nO(1) ]-complete in combined complexity,

O(1)

, nO(1) ]-complete in combined complexity.

Next, we study some of the less expressive fragments of MQuery. We consider match to
be an essential operator, and we start with the minimal fragment Mm , for which we show
that query answering is tractable and very efficient.
I Theorem 16. Mm is LogSpace-complete in combined complexity.
The project and group operators allow one to create exponentially large values by
duplicating the existing ones. For instance, the result of {{{a:1}}} . s1 . · · · . sn , for s1 =
· · · = sn = ρa.`/a, a.r/a consists of a full binary tree of depth n. Nevertheless, without the
unwind operator it is still possible to maintain tractability.
I Theorem 17. Mmp is PTime-hard in query complexity and Mmpgl is in PTime in
combined complexity.

8

We observe that TA[2n

O(1)

, nO(1) ] lies between NExpTime and ExpSpace, hence is provably intractable.

ICDT 2018

9:16

Expressivity and Complexity of MongoDB Queries

We can identify the unwind operator as one of the sources of complexity, as it allows
one to multiply the number of trees each time it is used in the pipeline. Indeed, adding the
unwind operator alone causes already loss of tractability, provided the input tree contains
multiple arrays (hence in combined complexity).
I Theorem 18. Mmu is LogSpace-complete in query complexity and NP-complete in
combined complexity.
Adding project and lookup does not increase the combined complexity, but does increase
the query complexity, since they allow for creating multiple arrays from a fixed input tree.
I Theorem 19. Mmup and Mmul are NP-hard in query complexity, and Mmupl is in NP
in combined complexity.
In the presence of unwind, group provides another source of complexity, since in Mmug
we can generate doubly exponentially large trees, analogously to monad algebra [15]. Let
t0 = {{_id: {{x: 0}}}} and t1 = {{_id: {{x: 1}}}}. The result of applying the Mmug query s1 . · · · . sn ,
n
where si = γ : x/_id.x .γx.l/x, x.r/x : .ω_id.x.l .ω_id.x.r , to {t0 , t1 } is a forest containing 22 trees,
each encoding one 2n -bit value. Below we show that already Mmug queries are PSpace-hard.
I Theorem 20. Mmug is PSpace-hard in query complexity.

7

Conclusions and Future Work

We have carried out a first formal investigation on the foundations and computational
properties of the MongoDB aggregation framework, currently the most widely adopted
expressive query language for JSON. We proposed a clean abstraction for its five main
operators, which we called MQuery. Our formalization focuses on set semantics and, similarly
to [12], ignores ordering; bag and list semantics are left for future work. MQuery also
“polishes” some counter-intuitive aspects in the syntax and semantics of the actual aggregation
framework, which are inherited from its ad-hoc development. We believe that these last
changes, which are independent of our simplifying assumptions, make the framework more
uniform, and we consequently encourage the designers of MongoDB to adopt them.
We have studied the expressivity of MQuery, establishing the equivalence between its
well-typed fragment and NRA, by developing compact translations in both directions. This
shows that, despite its design driven by practical requirements, the aggregation framework
relies on solid foundations, and hence is worth attention from the DB theory community. We
hope that our study will also clarify the apparent confusion among practitioners about its
capabilities to perform joins, in particular in the absence of lookup. Moreover, we analyzed
the computational complexity of significant fragments of MQuery, obtaining several (tight)
bounds. As a byproduct, we obtained also a tight bound for NRA.
With version v3.4, MongoDB has been extended with a graph-lookup stage in a pipeline,
allowing for a recursive search on a collection, and it is of interest to understand how this
affects formal and computational properties. We also propose to investigate the properties of
MQuery when the well-typedness restrictions are lifted, and to compare it to JLogic [12],
which is likewise able to handle flexible types. We are currently working on applying the
results presented here, to provide high-level access to MongoDB data sources by relying on
the standard ontology-based data access (OBDA) paradigm [18]. For this, we build on the
translation from NRA to MQuery presented in Section 5.2 [2].
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A

Examples and Syntax of the MongoDB Aggregation Framework

The MongoDB aggregation framework provides a powerful querying mechanism, in which
a query consists of a pipeline of stages, each transforming a forest into a new forest. We
formalized a core part of this query language consisting of five stages as MQuery. In the
examples below, we provide all queries both as MQueries and in the actual MongoDB syntax.
We assume to have a second document in the bios collection as follows:
{ " _id " : 6 ,
" awards " : [
{ " award " : " Award for the Advancement of Free Software " , " year " : 2001 , " by " : " FSF " } ,
{ " award " : " NLUUG Award " , " year " : 2003 , " by " : " NLUUG " } ] ,
" birth " : " 1956 -01 -31 " ,
" contribs " : [ " Python " ] ,
" name " : { " first " : " Guido " , " last " : " van Rossum " } }

A.1

Match

The match operator takes as input a criterion, a Boolean condition on the trees, and returns
the trees that satisfy that condition.
I Example 21. The following MQuery selects trees where the value of the path name.first
is Kristen, and there exists an awards path:
bios . µname.first=“Kristen” ∧ ∃awards

where the corresponding MongoDB query is:
db . bios . aggregate ([
{ $match : { " name . first " : { $eq : " Kristen " } ,
" awards " : { $exists : true } }} ])

This query returns the document about Kristen Nygaard.

J
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I Example 22. Consider the following query consisting of a match stage with two conditions
on keys inside the awards array:
bios . µawards.year=1999 ∧ awards.award=“Turing Award”

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $match : { " awards . year " : { $eq : 1999} ,
" awards . award " : { $eq : " Turing Award " } }} ])

The query returns all persons that have received an award in 1999, and the Turing award in a
possibly different year. Observe that it does not impose that one array element must satisfy
all the conditions. This query retrieves the document about Kristen Nygaard because he
received an award (the Rosing Prize) in 1999 in addition to the Turing Award (in 2001). J

A.2

Unwind

The unwind operator creates a new document for every element in an array.
I Example 23. The following MQuery unwinds path awards:
bios . ωawards

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $unwind : " $awards " } ])

When applied to the document about Guido van Rossum, it outputs 2 documents:
{ " _id " : 6 ,
" awards " : { " award " : " Award
" by " : " FSF " } ,
" birth " : " 1956 -01 -31 " ,
" contribs " : [ " Python " ] ,
" name " : { " first " : " Guido " ,
{ " _id " : 6 ,
" awards " : { " award " : " NLUUG
" birth " : " 1956 -01 -31 " ,
" contribs " : [ " Python " ] ,
" name " : { " first " : " Guido " ,

for the Advancement of Free Software " , " year " : 2001 ,

" last " : " van Rossum " } } ,
Award " , " year " : 2003 , " by " : " NLUUG " } ,
" last " : " van Rossum " } }

However, unwinding path birth in the same document gives the empty result, since the
value of this path is not an array.
J

A.3

Project

The project stage is similar to the extended projection from relational algebra.
I Example 24. The following query preserves the paths starting with _id, name, awards.award
and awards.year:
bios . ρ_id, name, awards.award, awards.year

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $proj e c t : { " name " : true , " awards . award " : true , " awards . year " : true }} ])

The document about Kristen Nygaard is then transformed into the document:
{ " _id " : 4 ,
" name " : { " first " : " Kristen " , " last " : " Nygaard " } ,
" awards " : [ { " award " : " Rosing Prize " , " year " : 1999 } ,
{ " award " : " Turing Award " , " year " : 2001 } ,
{ " award " : " IEEE John von Neumann Medal " , " year " : 2001 } ] }
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Observe that _id is preserved by MongoDB by default. In our formalization, though, the
behaviour of project is the same for all paths. Note also that the information by whom the
awards were given is lost as the path awards.by was not passed as a parameter.
J
I Example 25. Project allows for renaming paths. The following query renames name.first
to firstName, awards.award and awards.year to awardsName and awardsYear, respectively, and
a non-existing path abc to invisible:
bios . ρ_id, firstName/name.first, awardsName/awards.award, awardsYear/awards.year, invisible/abc

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $ p r o j e c t : { " firstName " : " $name . first " ,
" awardsName " : " $awards . award " , " awardsYear " : " $awards . year " ,
" invisible " : " $abc " }} ])

It produces from the document about Kristen Nygaard:
{ " _id " : 4 ,
" firstName " : " Kristen " ,
" awardsName " : [ " Rosing Prize " , " Turing Award " , " IEEE John von Neumann Medal " ] ,
" awardsYear " : [ 1999 , 2001 , 2001 ] }

Note that in the resulting document awardsName and awardsYear are two separate arrays
unlike in the previous example, where keeping awards.award and awards.year without renaming them does not create two arrays. Also note that since there is no path abc in the input
document, the result does not contain invisible key.
J
I Example 26. Project also allows for creating new values, either fresh or from the existing ones. The following query introduces new keys occupation with value "Computer
Scientist", fields whose value is array consisting of the name, birth date and contributions,
sameFirstAndLastNames whose value is the Boolean value of a comparison, and condValue
whose value is calculated based on a condition:
bios . ρ

_id, occupation/“Computer Scientist”, fields/[name, birth, contribs],
sameFirstAndLastNames/(name.first=name.last), condValue/((_id=4)? contribs: name)

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $ p r o j e c t : { " occupation " : { $literal : " Computer Scientist " } ,
" fields " : [ " $name " , " $birth " , " $contribs " ] ,
" s a m e F i r s t A n d L a s t N a m e s " : { $eq : [ " $name . first " , " $name . last " ]} ,
" condValue " : { $cond : {
if : { $eq : [ " $_id " , 4]} , then : " $contribs " , else : " $name " }} ])

It produces from the documents in the bios collection:
{ " _id " : 4 ,
" occupation " : " Computer Scientist " ,
" fields " : [ { " first " : " Kristen " , " last " : " Nygaard " } , " 1926 -08 -27 " ,
[ " OOP " , " Simula " ] ] ,
" s a m e F i r s t A n d L a s t N a m e s " : false , " condValue " : [ " OOP " , " Simula " } ,
{ " _id " : 6 ,
" occupation " : " Computer Scientist " ,
" fields " : [ { " first " : " Guido " , " last " : " van Rossum " } , " 1956 -01 -31 " , [ " Python " ] ] ,
" s a m e F i r s t A n d L a s t N a m e s " : false , " condValue " : { " first " : " Guido " ,
" last " : " van Rossum " } }

Note that this project stage is a non-well-typed one. First, the array fields is not a welltyped array. Second, the types of condValue in the two resulting trees do not coincide. This
demonstrates that project is a very powerful stage and can produce from a well-typed input
forest a non-well-typed one.
J
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Group

The group stage allows to combine different trees into one. More specifically, the set of input
trees is partitioned into several according to a grouping condition, and for each group a single
output tree is produced. The documents are grouped together according to the grouping
condition, and only the values of paths specified in the aggregation expression are included
in the output, combined into an array for each group. Notice that, in the MongoDB syntax,
the grouping condition G is specified through the key-value pair _id : G.
Let us consider an additional collection, called awards, focusing on the award information:
{
{
{
{

" _id " :
" _id " :
" _id " :
" _id " :

1,
2,
3,
4,

" person_id " :
" person_id " :
" person_id " :
" person_id " :

4,
4,
4,
6,

" name " :
" name " :
" name " :
" name " :

" Rosing Prize " , " in " : 1999 } ,
" Turing Award " , " in " : 2001 } ,
" IEEE John von Neumann Medal " , " in " : 2001 } ,
" Award for the Advancement of Free Software " ,
" in " : 2001 } ,
{ " _id " : 5 , " person_id " : 6 , " name " : " NLUUG Award " , " in " : 2003 }

I Example 27. The following query returns for each year the identifiers of scientists that
received an award in that year:
awards . γyear/in : scientists/person_id

The corresponding MongoDB query is:
db . awards . aggregate ([
{ $group : { " _id " : { " year " : " $in " } , " scientists " : { $addToSet : " $person_id " } }} ])

Running this query over the awards collection produces the following output:
{ " _id " : { " year " : 2001 } , " scientists " : [4 , 6] } ,
{ " _id " : { " year " : 1999 } , " scientists " : [4] } ,
{ " _id " : { " year " : 2003 } , " scientists " : [6] }

I Example 28. The following group stage has no aggregation condition, so all input documents are aggregated into one. It returns the names of all the scientists in the bios collection:
bios . γ : names/name

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $group : { " _id " : null , " names " : { $addToSet : " $name " } }} ])

Running this query over the bios collection produces the following output:
{ " _id " : null ,
" names " : [ { " first " : " Kristen " , " last " : " Nygaard " } ,
{ " first " : " Guido " , " last " : " van Rossum " } ] }

I Example 29. The following query groups persons according to their date of death:
bios . γdeath : names/name

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $group : { " _id " : " $death " , " names " : { $addToSet : " $name " } }} ])

When executing over the bios collection, it produces the following output:
{ " _id " : " 2002 -08 -10 " ,
" names " : [ { " first " : " Kristen " , " last " : " Nygaard " } ] } ,
{ " _id " : null ,
" names " : [ { " first " : " Guido " , " last " : " van Rossum " } ] }

Since the death path is not present in the document about Guido van Rossum, the latter is
grouped in the document where _id is null.
J
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A.5

Lookup

The lookup stage joins input documents with documents in an external collection, using a
local path and a path in the external collection to express the join condition, and stores the
matching external documents in an array.
I Example 30. For each document in the bios collection, the following query collects
information about the awards received by the scientist from the awards collection and stores
it in the awards_info array:
_id=awards.person_id

bios . λawards_info

The corresponding MongoDB query is:
db . bios . aggregate ([
{ $lookup : {
from : " awards " , localField : " _id " , foreignField : " person_id " , as : " awards_info " }}
])

Executing this query over the bios collection produces the following result:
{ " _id " : 4 ,
" awards " : [
{ " award " : " Rosing Prize " , " year " : 1999 , " by " : " Norwegian Data Association " } ,
{ " award " : " Turing Award " , " year " : 2001 , " by " : " ACM " } ,
{ " award " : " IEEE John von Neumann Medal " , " year " : 2001 , " by " : " IEEE " } ] ,
" birth " : " 1926 -08 -27 " ,
" contribs " : [ " OOP " , " Simula " ] ,
" death " : " 2002 -08 -10 " ,
" name " : { " first " : " Kristen " , " last " : " Nygaard " } ,
" awards_info " : [
{ " _id " : 1 , " person_id " : 4 , " name " : " Rosing Prize " , " in " : 1999 } ,
{ " _id " : 2 , " person_id " : 4 , " name " : " Turing Award " , " in " : 2001 } ,
{ " _id " : 3 , " person_id " : 4 , " name " : " IEEE John von Neumann Medal " , " in " : 2001 } ] } ,
{ " _id " : 6 ,
" awards " : [
{ " award " : " Award for the Advancement of Free Software " , " year " : 2001 , " by " : " FSF " } ,
{ " award " : " NLUUG Award " , " year " : 2003 , " by " : " NLUUG " } ] ,
" birth " : " 1956 -01 -31 " ,
" contribs " : [ " Python " ] ,
" name " : { " first " : " Guido " , " last " : " van Rossum " } ,
" awards_info " : [
{ " _id " : 4 , " person_id " : 6 , " name " : " Award for the Advancement of Free Software " ,
" in " : 2001 } ,
{ " _id " : 5 , " person_id " : 6 , " name " : " NLUUG Award " , " in " : 2003 } ] }

B

Details on the Semantics of tree operations in MQuery

In the following, let t = (N, E, Ln , Le ) be a tree. Below, when we mention reachability, we
mean reachability along the edge relation.
subtree: The subtree of t rooted at x and induced by M , for x ∈ M and M ⊆ N , denoted
subtree(t, x, M ), is defined as (N 0 , E|N 0 ×N 0 , Ln |N 0 , Le |E 0 ) where N 0 is the subset of nodes
in M reachable from x by traversing only nodes in M . Note that subtree(t, x, M ) might be
the empty tree, e.g., when M is a set of nodes disconnected from x. We write subtree(t, M )
as abbreviation for subtree(t, root(t), M ).
For a path p with |[[p]]t | = 1, the subtree subtree(t, p) of t hanging from p is defined as
subtree(t, rp , N 0 ) where {rp } = [[p]]t , and N 0 are the nodes reachable from rp via E. For a
path p with |[[p]]t | = 0, subtree(t, p) is defined as tree(null).
attach: The tree attach(k1 . . . kn , t) constructed by inserting the path k1 . . . kn on top of the
tree t, for n ≥ 1, is defined as (N 0 , E 0 , L0n , L0e ), where
(i) N 0 = N ∪ {x0 , x1 , . . . , xn−1 }, for fresh x0 , . . . , xn−1 ,
(ii) E 0 = E ∪ {(x0 , x1 ), (x1 , x2 ), . . . , (xn−1 , root(t))},
(iii) L0n = Ln ∪ {(x0 , ‘{{}}’), . . . , (xn−1 , ‘{{}}’)}, and
(iv) L0e = Le ∪ {((x0 , x1 ), k1 ), . . . , ((xn−2 , xn−1 ), kn−1 ), ((xn−1 , root(t)), kn )}.
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intersection: Let tj = (N j , E j , Ljn , Lje ), j = 1, 2, be trees. The function t1 ∩ t2 returns
the set of pairs of nodes (xn , yn ) ∈ N 1 × N 2 reachable along identical paths in t1 and
t2 , that is, such that there exist (x0 , x1 ), . . . , (xn−1 , xn ) in E 1 , for x0 = root(t1 ), and
(y0 , y1 ), . . . , (yn−1 , yn ) in E 2 , for y0 = root(t2 ), with L1n (xi ) = L2n (yi ) and L1e (xi−1 , xi ) =
L2e (yi−1 , yi ), for 1 ≤ i ≤ n.
merge: Let tj = (N j , E j , Ljn , Lje ), j = 1, 2, be trees such that N 1 ∩ N 2 = ∅, and for each
path p leading to a leaf in t2 , i.e., t2 |= (p = v) for some literal value v, we have that
t1 6|= ∃p and the other way around. Then the tree t1 ⊕ t2 resulting from merging t1 and t2
is defined as (N, E, Ln , Le ), where
0
0
(i) N = N 1 ∪ N 2 , for N 2 = N 2 \ {x2 | (x1 , x2 ) ∈ t1 ∩ t2 },
0
0
(ii) E = E 1 ∪ (E 2 ∩ (N 2 × N 2 )) ∪ ((t1 ∩ t2 ) ◦ E 2 ),
1
2
(iii) Ln = Ln ∪ Ln |N 2 0 , and
(iv) Le = L1e ∪ L2e |N 2 0 ×N 2 0 ∪ {((x1 , y2 ), `) | L2e (y1 , y2 ) = `, (x1 , y1 ) ∈ t1 ∩ t2 }
replace: Let t = (N, E, Ln , Le ) and tj = (N j , E j , Ljn , Lje ), j = 1, 2, be trees such that t1 is
a subtree of t with root(t1 ) 6= root(t) and N 2 is disjoint from N . Further, let x be the
parent of root(t1 ) in t, i.e., (x, root(t1 )) ∈ E, with Ln (x, root(t1 )) = `. Then the tree
replace(t, t1 , t2 ) resulting from replacing t1 by t2 in t is defined as (N 0 , E 0 , L0n , L0e ), where
(i) N 0 = N \ N 1 ∪ N 2 ,
(ii) E 0 = E ∩ (N 0 × N 0 ) ∪ E 2 ∪ {(x, root(t2 ))},
(iii) L0n = Ln \ L1n ∪ L2n , and
(iv) L0e = Le |E 0 ∪ L2e ∪ {((x, root(t2 )), `)}.
array: Let {t1 , . . . , tn }, n ≥ 0, be a forest and p a path. The operator array({t1 , . . . , tn }, p)
creates the tree encoding the array of the values of the path p in the trees t1 , . . . , tn . Let
tpj = subtree(tj , p) with (N j , E j , Ljn , Lje ) where all N j are mutually disjoint, tj1 6= tj2 for
j1 6= j2 , and rj = root(tpj ), where 1 ≤ j ≤ m ≤ n (without loss of generality, we may
assume that t1 , . . . , tn are ordered accordingly). Then, array({t1 , . . . , tn }, p) is the tree
(N, E, L
n , Le ) where

Sn
j
(i) N =
∪ {v0 },
j=1 N
S

n
j
(ii) E =
∪ {(v0 , r1 ), . . . , (v0 , rn )},
j=1 E

Sn
j
(iii) Ln =
L ∪ {(v0 , ‘[ ]’)}, and
S j=1 n
n
j
(iv) Le =
j=1 Le ∪ {((v0 , r1 ), 0), . . . , ((v0 , rn ), n − 1)}.
We also define subtree(t, p) for paths p such that |[[p]]t | > 1. In this case it returns
the tree encoding the array of all subtrees hanging from p. Formally, subtree(t, p) =
array({t1 , . . . , tn }, ε), where {r1 , . . . , rn } = [[p]]t , Nj the set of nodes reachable from rj
via E, and tj = subtree(t, rj , Nj ). We observe that the definition of the array operator is
recursive as it uses the generalized subtree operator.
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Introduction

Data scientists often use matrices to represent their data, as opposed to using the relational
data model. These matrices are then manipulated in programming languages such as R or
MATLAB. These languages have common operations on matrices built-in, notably matrix
multiplication; matrix transposition; elementwise operations on the entries of matrices; solving
nonsingular systems of linear equations (matrix inversion); and diagonalization (eigenvalues
and eigenvectors). Such programming languages trace back to the APL language [20].
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Providing database support for matrices and multidimensional arrays has been a long-standing
research topic [31], originally geared towards applications in scientific data management, and
more recently motivated by machine learning over big data [5, 36, 8, 29].
Database theory and finite model theory provide a rich picture of the expressive power
of query languages [1, 24]. In this paper we would like to bring matrix languages into this
picture. There is a lot of current interest in languages that combine matrix operations
with relational query languages or logics, both in database systems [19] and in finite model
theory [10, 11, 18]. In the present study, however, we focus on matrices alone. Indeed, given
their popularity, we believe the expressive power of matrix sublanguages also deserves to be
understood in its own right.
The contents of this paper can be introduced as follows. We begin the paper by defining
the language MATLANG as an analog for matrices of the relational algebra for relations. This
language is based on five elementary operations reflecting basic matrix operations available
in R, namely, the one-vector; turning a vector in a diagonal matrix; matrix multiplication;
matrix transposition; and pointwise function application. We give examples showing that
this basic language is capable of expressing common matrix manipulations. For example, the
Google matrix of any directed graph G can be computed in MATLANG, starting from the
adjacency matrix of G.
Well-typedness and well-definedness notions of MATLANG expressions are captured via
a simple data model for matrices. In analogy to the relational model, a schema consists of
a number of matrix names, and an instance assigns matrices to the names. Recall that in
a relational schema, a relation name is typed by a set of attribute symbols. In our case, a
matrix name is typed by a pair α × β, where α and β are size symbols that indicate, in a
generic manner, the number of rows and columns of the matrix.
In Section 3 we show that our language can be simulated in the relational algebra with
aggregates [23, 28], using a standard representation of matrices as relations. The only
aggregate function that is needed is summation. In fact, MATLANG is already subsumed by
aggregate logic with only three nonnumerical variables. Conversely, MATLANG can express
all queries from graph databases (binary relational structures) to binary relations that can
be expressed in first-order logic with three variables. In contrast, the four-variable query
asking if the graph contains a four-clique, is not expressible.
In Section 4 we extend MATLANG with an operation for inverting a matrix, and we
show that the extended language is strictly more expressive. Indeed, the transitive closure
of binary relations becomes expressible. The possibility of reducing transitive closure to
matrix inversion has been pointed out by several researchers [26, 9, 33]. We show that the
restricted setting of MATLANG suffices for this reduction to work. That transitive closure
is not expressible without inversion, follows from the locality of relational algebra with
aggregates [28].
Another prominent operation of linear algebra, with many applications in data mining
and graph analysis [16, 27], is to return eigenvectors and eigenvalues. There are various ways
to define this operator formally. In Section 5 we define the operation eigen to return a basis
of eigenvectors, in which eigenvectors for a same eigenvalue are orthogonal. We show that
the resulting language MATLANG + eigen can express inversion. The argument is well known
from linear algebra, but our result shows that it can be carried out in MATLANG, once more
attesting that we have defined an adequate matrix language. It is natural to conjecture that
MATLANG + eigen is actually strictly more powerful than MATLANG + inv in expressing, say,
boolean queries about matrices. Proving this is an interesting open problem.
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Finally, in Section 6 we look into the evaluation problem for MATLANG+eigen expressions.
In practice, matrix computations are performed using techniques from numerical mathematics [14]. It remains of foundational interest, however, to know whether the evaluation of
expressions is effectively computable. We need to define this problem with some care, since we
work with arbitrary complex numbers. Even if the inputs are, say, 0-1 matrices, the outputs of
the eigen operation can be complex numbers. Moreover, until now we have allowed arbitrary
pointwise functions, which we should restrict somehow if we want to discuss computability.
Our approach is to restrict pointwise functions to be semi-algebraic, i.e., definable over the
real numbers. We will observe that the input-output relation of an expression e, applied to
input matrices of given dimensions, is definable in the existential theory of the real numbers,
by a formula of size polynomial in the size of e and the given dimensions. This places
natural decision versions of the evaluation problem for MATLANG + eigen in the complexity
class ∃R (combined complexity). We show moreover that there exists a fixed expression
(data complexity) for which the evaluation problem is ∃R-complete, even restricted to input
matrices with integer entries. It also follows that equivalence of expressions, over inputs of
given dimensions, is decidable.

2

MATLANG

We assume a sufficient supply of matrix variables, which serve to indicate the inputs to
expressions in MATLANG. Variables can also be introduced in let-constructs inside expressions.
The syntax of MATLANG expressions is defined by the grammar:
e ::= M
|

let M = e1 in e2
∗

(matrix variable)
(local binding)

|

e

|

1(e)

(one-vector)

|

diag(e)

(diagonalization of a vector)

|

e1 · e2

(matrix multiplication)

|

apply[f ](e1 , . . . , en )

(pointwise application, f ∈ Ω)

(conjugate transpose)

In the last rule, f is the name of a function f : Cn → C, where C denotes the complex
numbers. Formally, the syntax of MATLANG is parameterized by a repertoire Ω of such
functions, but for simplicity we will not reflect this in the notation.
I Example 1. Let c ∈ C be a constant; we also use c as a name for the constant function
c : C → C : z 7→ c. Then
let N = 1(M )∗ in apply[c](1(N ))
is an example of an expression. At this point, this is a purely syntactical example; we will
see its semantics shortly. The expression is actually equivalent to apply[c](1(1(M )∗ )). The
let-construct is useful to give names to intermediate results, but is not essential for now. It
will become essential later, when we enrich MATLANG with the eigen operation.
J
In defining the semantics of the language, we begin by defining the basic matrix operations.
Following practical matrix sublanguages such as R or MATLAB, we will work throughout
with matrices over the complex numbers. However, a real-number version of the language
could be defined as well.
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Figure 1 Basic matrix operations of MATLANG. The matrix multiplication example is taken
from Axler’s book [3].

Transpose: If A is a matrix then A∗ is its conjugate transpose. So, if A is an m × n matrix
then A∗ is an n × m matrix and the entry A∗i,j is the complex conjugate of the entry Aj,i .
One-vector: If A is an m × n matrix then 1(A) is the m × 1 column vector consisting of all
ones.
Diag: If v is an m × 1 column vector then diag(v) is the m × m diagonal square matrix with
v on the diagonal and zero everywhere else.
Matrix multiplication: If A is an m × n matrix and B is an n × p matrix then the well known
Pn
matrix multiplication AB is defined to be the m×p matrix where (AB)i,j = k=1 Ai,k Bk,j .
In MATLANG we explicitly denote this as A · B.
Pointwise application: If A(1) , . . . , A(n) are matrices of the same dimensions m × p, then
(1)
(n)
apply[f ](A(1) , . . . , A(n) ) is the m × p matrix C where Ci,j = f (Ai,j , . . . , Ai,j ).
I Example 2. The operations are illustrated in Figure 1. In the pointwise application
example, we use the function −̇ defined by x −̇ y = x − y if x and y are both real numbers
and x ≥ y, and x −̇ y = 0 otherwise.

2.1

Formal semantics

The formal semantics of expressions is defined in a straightforward manner, as shown in
Figure 2. An instance I is a function, defined on a nonempty finite set var(I) of matrix
variables, that assigns a matrix to each element of var(I). Figure 2 provides the rules that
allow to derive that an expression e, on an instance I, successfully evaluates to a matrix A.
We denote this success by e(I) = A. The reason why an evaluation may not succeed can
be found in the rules that have a condition attached to them. The rule for variables fails
when an instance simply does not provide a value for some input variable. The rules for diag,
apply, and matrix multiplication have conditions on the dimensions of matrices, that need to
be satisfied for the operations to be well-defined.
I Example 3 (Scalars). The expression from Example 1, regardless of the matrix assigned
to M , evaluates to the 1 × 1 matrix whose single entry equals c. We introduce the shorthand
c for this constant expression. Obviously, in practice, scalars would be built in the language
and would not be computed in such a roundabout manner. In this paper, however, we
are interested in expressiveness, so we start from a minimal language and then see what is
already expressible in this language.
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M ∈ var(I)
M (I) = I(M )

e1 (I) = A

e2 (I[M := A]) = B

(let M = e1 in e2 )(I) = B
e(I) = A
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e(I) = A
∗

e (I) = A

e(I) = A
∗

1(e)(I) = 1(A)

A is a column vector

diag(e)(I) = diag(A)
e1 (I) = A

e2 (I) = B

number of columns of A equals the number of rows of B
e1 · e2 (I) = A · B

∀k = 1, . . . , n : (ek (I) = Ak )

all Ak have the same dimensions

apply[f ](e1 , . . . , en )(I) = apply[f ](A1 , . . . , An )
Figure 2 Big-step operational semantics of MATLANG. The notation I[M := A] denotes the
instance that is equal to I, except that M is mapped to the matrix A.

I Example 4 (Scalar multiplication). Let A be any matrix and let C be a 1 × 1 matrix; let c
be the value of C’s single entry. Viewing C as a scalar, we define the operation C A as
multiplying every entry of A by c. We can express C A as
let M = 1(A) · C · 1(A∗ )∗ in apply[×](M, A).
If A is an m × n matrix, we compute in variable M the m × n matrix where every entry
equals c. Then pointwise multiplication is used to do the scalar multiplication.
I Example 5 (Google matrix). Let A be the adjacency matrix of a directed graph (modeling
the Web graph) on n nodes numbered 1, . . . , n. Let 0 < d < 1 be a fixed “damping factor”.
Let ki denote the outdegree of node i. For simplicity, we assume ki is nonzero for every i.
Then the Google matrix [7, 6] of A is the n × n matrix G defined by
Gi,j = d

1−d
Aij
+
.
ki
n

The calculation of G from A can be expressed in MATLANG as follows:
let J = 1(A) · 1(A)∗ in
let K = A · J in
let B = apply[/](A, K) in
let N = 1(A)∗ · 1(A) in
apply[+](d B, (1 − d) apply[1/x](N )

J)

In variable J we compute the n × n matrix where every entry equals one. In K we compute
the n × n matrix where all entries in the ith row equal ki . In N we compute the 1 × 1 matrix
containing the value n. The pointwise functions applied are addition, division, and reciprocal.
We use the shorthand for constants (d and 1 − d) from Example 3, and the shorthand for
scalar multiplication from Example 4.
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I Example 6 (Minimum of a vector). Let v = (v1 , . . . , vn )∗ be a column vector of real
numbers; we would like to extract the minimum from v. This can be done as follows:
let V = v · 1(v)∗ in
let C = apply[≤](V, V ∗ ) · 1(v) in
let N = 1(v)∗ · 1(v) in
let S = apply[=](C, 1(v) · N ) in
let M = apply[1/x](S ∗ · 1(v)) in
M · v∗ · S
The pointwise functions applied are ≤, which returns 1 on (x, y) if x ≤ y and 0 otherwise; =,
defined analogously; and the reciprocal function. In variable V we compute a square matrix
holding n copies of v. Then in variable C we compute the n × 1 column vector where Ci
counts the number of vj such that vi ≤ vj . If Ci = n then vi equals the minimum. Variable
N computes the scalar n and column vector S is a selector where Si = 1 if vi equals the
minimum, and Si = 0 otherwise. Since the minimum may appear multiple times in v, we
compute in M the inverse of the multiplicity. Finally we sum the different occurrences of the
minimum in v and divide by the multiplicity.

2.2

Types and schemas

We have already remarked that, due to conditions on the dimensions of matrices, MATLANG
expressions are not well-defined on all instances. For example, if I is an instance where
I(M ) is a 3 × 4 matrix and I(N ) is a 2 × 4 matrix, then the expression M · N is not defined
on I. The expression M · N ∗ , however, is well-defined on I. We now introduce a notion
of schema, which assigns types to matrix names, so that expressions can be type-checked
against schemas.
Our types need to be able to guarantee equalities between numbers of rows or numbers
of columns, so that apply and matrix multiplication can be typechecked. Our types also need
to be able to recognize vectors, so that diag can be typechecked.
Formally, we assume a sufficient supply of size symbols, which we will denote by the letters
α, β, γ. A size symbol represents the number of rows or columns of a matrix. Together with
an explicit 1, we can indicate arbitrary matrices as α × β, square matrices as α × α, column
vectors as α × 1, row vectors as 1 × α, and scalars as 1 × 1. Formally, a size term is either a
size symbol or an explicit 1. A type is then an expression of the form s1 × s2 where s1 and
s2 are size terms. Finally, a schema S is a function, defined on a nonempty finite set var(S)
of matrix variables, that assigns a type to each element of var(S).
The typechecking of expressions is now shown in Figure 3. The figure provides the rules
that allow to infer an output type τ for an expression e over a schema S. To indicate that a
type can be successfully inferred, we use the notation S ` e : τ . When we cannot infer a type,
we say e is not well-typed over S. For example, when S(M ) = α × β and S(N ) = γ × β,
then the expression M · N is not well-typed over S. The expression M · N ∗ , however, is
well-typed with output type α × γ.
To establish the soundness of the type system, we need a notion of conformance of an
instance to a schema.
Formally, a size assignment σ is a function from size symbols to positive natural numbers.
We extend σ to any size term by setting σ(1) = 1. Now, let S be a schema and I an instance
with var(I) = var(S). We say that I is an instance of S if there is a size assignment σ such
that for all M ∈ var(S), if S(M ) = s1 × s2 , then I(M ) is a σ(s1 ) × σ(s2 ) matrix. In that
case we also say that I conforms to S by the size assignment σ.
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M ∈ var(S)

S ` e1 : τ1

S ` M : S(M )

S[M := τ1 ] ` e2 : τ2

S `e:s×1

S ` 1(e) : s1 × 1

S ` diag(e) : s × s

n>0

f : Cn → C

S ` e : s1 × s2
S ` e∗ : s2 × s1

S ` let M = e1 in e2 : τ2

S ` e : s1 × s2
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S ` e1 : s1 × s2

S ` e2 : s2 × s3

S ` e1 · e2 : s1 × s3
∀k = 1, . . . , n : (S ` ek : τ )

S ` apply[f ](e1 , . . . , en ) : τ
Figure 3 Typechecking MATLANG. The notation S[M := τ ] denotes the schema that is equal to
S, except that M is mapped to the type τ .

We now obtain the following obvious but desirable property.
I Proposition 7 (Safety). If S ` e : s1 × s2 , then for every instance I conforming to S, by
size assignment σ, the matrix e(I) is well-defined and has dimensions σ(s1 ) × σ(s2 ).

3

Expressive power of MATLANG

It is natural to represent an m × n matrix A by a ternary relation
Rel 2 (A) := {(i, j, Ai,j ) | i ∈ {1, . . . , m}, j ∈ {1, . . . , n}}.
In the special case where A is an m × 1 matrix (column vector), A can also be represented
by a binary relation Rel 1 (A) := {(i, Ai,1 ) | i ∈ {1, . . . , m}}. Similarly, a 1 × n matrix (row
vector) A can be represented by Rel 1 (A) := {(j, A1,j ) | j ∈ {1, . . . , n}}. Finally, a 1 × 1
matrix (scalar) A can be represented by the unary singleton relation Rel 0 (A) := {(A1,1 )}.
Note that in MATLANG, we perform calculations on matrix entries, but not on row or
column indices. This fits well to the relational model with aggregates as formalized by
Libkin [28]. In this model, the columns of relations are typed as “base”, indicated by b, or
“numerical”, indicated by n. In the relational representations of matrices presented above,
the last column is of type n and the other columns (if any) are of type b. In particular, in
our setting, numerical columns hold complex numbers.
Given this representation of matrices by relations, MATLANG can be simulated in the
relational algebra with aggregates. Actually, the only aggregate operation we need is
summation. We will not reproduce the formal definition of the relational algebra with
summation [28], but note the following salient points:
Expressions are built up from relation names using the classical operations union, set difference, cartesian product (×), selection (σ), and projection (π), plus two new operations:
function application and summation.
For selection, we only use equality and nonequality comparisons on base columns. No
selection on numerical columns will be needed in our setting.
For any function f : Cn → C, the operation apply[f ; i1 , . . . , in ] can be applied to any
relation r having columns i1 , . . . , in , which must be numerical. The result is the relation
{(t, f (t(i1 ), . . . , t(in ))) | t ∈ r}, appending a numerical column to r. We allow n = 0, in
which case f is a constant.
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The operation sum[i; i1 , . . . , in ] can be applied to any relation r having columns i, i1 , . . . ,
in , where column i must be numerical. In our setting we only need the operation in cases
where columns i1 , . . . , in are base columns. The result of the operation is the relation
X
{(t(i1 ), . . . , t(in ),
t0 (i)) | t ∈ r},
t0 ∈group[i1 ,...,in ](r,t)

where
group[i1 , . . . , in ](r, t) = {t0 ∈ r | t0 (i1 ) = t(i1 ) ∧ · · · ∧ t0 (in ) = t(in )}.
Again, n can be zero, in which case the result is a singleton.

3.1

From MATLANG to relational algebra with summation

To state the translation formally, we assume a supply of relation variables, which, for
convenience, we can take to be the same as the matrix variables. A relation type is a tuple of
b’s and n’s. A relational schema S is a function, defined on a nonempty finite set var(S) of
relation variables, that assigns a relation type to each element of var(S).
One can define well-typedness for expressions in the relation algebra with summation, and
define the output type. We omit this definition here, as it follows a well-known methodology
[37] and is analogous to what we have already done for MATLANG in Section 2.2.
To define relational instances, we assume a countably infinite universe dom of abstract
atomic data elements. It is convenient to assume that the natural numbers are contained
in dom. We stress that this assumption is not essential but simplifies the presentation.
Alternatively, we would have to work with explicit embeddings from the natural numbers
into dom.
Let τ be a relation type. A tuple of type τ is a tuple (t(1), . . . , t(n)) of the same arity
as τ , such that t(i) ∈ dom when τ (i) = b, and t(i) is a complex number when τ (i) = n. A
relation of type τ is a finite set of tuples of type τ . An instance of a relational schema S is a
function I defined on var(S) so that I(R) is a relation of type S(R) for every R ∈ var(S).
We must connect the matrix data model to the relational data model. Let τ = s1 × s2 be
a matrix type. Let us call τ a general type if s1 and s2 are both size symbols; a vector type
if s1 is a size symbol and s2 is 1, or vice versa; and the scalar type if τ is 1 × 1. To every
matrix type τ we associate a relation type



(b, b, n) if τ is general;
Rel(τ ) := (b, n)
if τ is a vector type;


(n)
if τ is scalar.
Then to every matrix schema S we associate the relational schema Rel(S) where Rel(S)(M ) =
Rel(S(M )) for every M ∈ var(S). For each instance I of S, we define the instance Rel(I)
over Rel(S) by



Rel 2 (I(M )) if S(M ) is a general type;
Rel(I)(M ) = Rel 1 (I(M )) if S(M ) is a vector type;


Rel (I(M )) if S(M ) is the scalar type.
0

Here we use the relational representations Rel 2 , Rel 1 and Rel 0 of matrices introduced in the
beginning of Section 3.

R. Brijder, F. Geerts, J. Van den Bussche, and T. Weerwag

10:9

I Theorem 8. Let S be a matrix schema, and let e be a MATLANG expression that is
well-typed over S with output type τ . Let ` = 2, 1, or 0, depending on whether τ is general,
a vector type, or scalar, respectively.
1. There exists an expression Rel(e) in the relational algebra with summation, that is welltyped over Rel(S) with output type Rel(τ ), such that for every instance I of S, we have
Rel ` (e(I)) = Rel(e)(Rel(I)).
2. The expression Rel(e) uses neither set difference, nor selection conditions on numerical
columns.
3. The only functions used in Rel(e) are those used in pointwise applications in e; complex
conjugation; multiplication of two numbers; and the constant functions 0 and 1.
Proof. We only give a few representative examples.
If M is of type α × β then Rel(M ∗ ) is apply[z; 3] π2,1,3 (M ), where z is the complex
conjugate. If M is of type α × 1, however, Rel(M ∗ ) is apply[z; 2](M ).
If M is of type 1×α then Rel(1(M )) is π3 (apply[1; 2](M )). Here, 1 stands for the constant
1 function.
If M is of type α × 1 then Rel(diag(M )) is
σ$1=$2 (π1 (M ) × M ) ∪ apply[0; ] σ$16=$2 (π1 (M ) × π1 (M )).
If M is of type α × β and N is of type β × γ, then Rel(M · N ) is
sum[7; 1, 5] apply[×; 3, 6] σ$2=$4 (M × N ).
If, however, M is of type α × 1 and N is of type 1 × 1, then Rel(M · N ) is
π1,4 apply[×; 2, 3](M × N ).
We use pointwise multiplication.
If M and N are of type 1×β then Rel(apply[f ](M, N )) is π1,5 apply[f ; 2, 4] σ$1=$3 (M ×N ).
We may ignore the let-construct as it does not add expressive power.
J
I Remark. The different treatment of general types, vector types, and scalar types is necessary
because in our version of the relational algebra, selections can only compare base columns
for equality; in particular we can not select for the value 1.
I Remark. We can sharpen the above theorem a bit if we work in the relational calculus
with aggregates. Every MATLANG expression can already be expressed by a formula in the
relational calculus with summation that uses only three distinct base variables (variables
ranging over values in base columns).

3.2

Expressing graph queries

So far we have looked at expressing matrix queries in terms of relational queries. It is also
natural to express relational queries as matrix queries. This works best for binary relations,
or graphs, which we can represent by their adjacency matrices.
Formally, define a graph schema to be a relational schema where every relation variable is
assigned the type (b, b) of arity two. We define a graph instance as an instance I of a graph
schema, where the active domain of I equals {1, . . . , n} for some positive natural number
n. The assumption that the active domain always equals an initial segment of the natural
numbers is convenient for forming the bridge to matrices. This assumption, however, is not
essential for our results to hold. Indeed, the logics we consider do not have any built-in
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predicates on base variables, besides equality. Hence, they view the active domain elements
as abstract data values.
To every graph schema S we associate a matrix schema Mat(S), where Mat(S)(R) = α×α
for every R ∈ var(S), for a fixed size symbol α. So, all matrices are square matrices of
the same dimension. Let I be a graph instance of S, with active domain {1, . . . , n}. We
will denote the n × n adjacency matrix of a binary relation r over {1, . . . , n} by Adj I (r).
Now any such instance I is represented by the matrix instance Mat(I) over Mat(S), where
Mat(I)(R) = Adj I (I(R)) for every R ∈ var(S).
A graph query over a graph schema S is a function that maps each graph instance I of
S to a binary relation on the active domain of I. We say that a MATLANG expression e
expresses the graph query q if e is well-typed over Mat(S) with output type α × α, and for
every graph instance I of S, we have Adj I (q(I)) = e(Mat(I)).
We can now give a partial converse to Theorem 8. We assume active-domain semantics
for first-order logic [1]. Please note that the following result deals only with pure first-order
logic, without aggregates or numerical columns.
I Theorem 9. Every graph query expressible in FO3 (first-order logic with equality, using
at most three distinct variables) is expressible in MATLANG. The only functions needed in
pointwise applications are boolean functions on {0, 1}, and testing if a number is positive.
We can complement the above theorem by showing that the quintessential first-order
query requiring four variables is not expressible.
I Proposition 10. The graph query over a single binary relation R that maps I to I(R)
if I(R) contains a four-clique, and to the empty relation otherwise, is not expressible in
MATLANG.

4

Matrix inversion

Matrix inversion (solving nonsingular systems of linear equations) is an ubiquitous operation
in data analysis. We can extend MATLANG with matrix inversion as follows. Let S be a
schema and e be an expression that is well-typed over S, with output type of the form α × α.
Then the expression e−1 is also well-typed over S, with the same output type α × α. The
semantics is defined as follows. For an instance I, if e(I) is an invertible matrix, then e−1 (I)
is defined to be the inverse of e(I); otherwise, it is defined to be the zero square matrix
of the same dimensions as e(I). The extension of MATLANG with inversion is denoted by
MATLANG + inv.
I Example 11 (PageRank). Recall Example 5 where we computed the Google matrix of A. In
the process we already showed how to compute the n × n matrix B defined by Bi,j = Ai,j /ki ,
and the scalar N holding the value n. So, in the following expression, we assume we already
have B and N . Let I be the n × n identity matrix, and let 1 denote the n × 1 column vector
consisting of all ones. The PageRank vector v of A can be computed as follows [12]:
v=

1−d
(I − dB)−1 1.
n

This calculation is readily expressed in MATLANG + inv as
(1 − d)

apply[1/x](N )

apply[−](diag(1(A)), d

B)−1 · 1(A).
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I Example 12 (Transitive closure). We next show that the reflexive-transitive closure of a
binary relation is expressible in MATLANG + inv. Let A be the adjacency matrix of a binary
relation r on {1, . . . , n}. Let I be the n × n identity matrix, expressible as diag(1(A)). From
earlier examples we know how to compute the scalar 1 × 1 matrix N holding the value n.
P∞
1
The matrix B = n+1
A has 1-norm strictly less than 1, so S = k=0 B k converges, and is
equal to (I − B)−1 [14, Lemma 2.3.3]. Now (i, j) belongs to the reflexive-transitive closure of
r if and only if Si,j is nonzero. Thus, we can express the reflexive-transitive closure of r as
apply[6= 0] apply[−](diag(1(A)), apply[1/(x + 1)](N )


A)−1 ,

where x 6= 0 is 1 if x 6= 0 and 0 otherwise. We can obtain the transitive closure by multiplying
the above expression with A.
J
By Theorem 8, any graph query expressible in MATLANG is expressible in the relational
algebra with aggregates. It is known [17, 28] that such queries are local. The transitive-closure
query from Example 12, however, is not local. We thus conclude:
I Theorem 13. MATLANG + inv is strictly more powerful than MATLANG in expressing
graph queries.
Once we have the transitive closure, we can do many other things such as checking
bipartiteness of undirected graphs, checking connectivity, checking cyclicity. MATLANG
is expressive enough to reduce these queries to the transitive-closure query, as shown in
the following example for bipartiteness. The same approach via FO3 can be used for
connectedness or cyclicity.
I Example 14 (Bipartiteness). To check bipartiteness of an undirected graph, given as a
symmetric binary relation R without self-loops, we first compute the transitive closure T of
the composition of R with itself. Then the FO3 condition ¬∃x∃y(R(x, y) ∧ T (y, x)) expresses
that R is bipartite (no odd cycles). The result now follows from Theorem 9.
I Example 15 (Number of connected components). Using transitive closure we can also easily
compute the number of connected components of a binary relation R on {1, . . . , n}, given as
an adjacency matrix. We start from the union of R and its converse. This union, denoted
by S, is expressible by Theorem 9. We then compute the reflexive-transitive closure C of S.
Pn
Now the number of connected components of R equals i=1 1/ki , where ki is the degree of
node i in C. This sum is simply expressible as 1(C)∗ · apply[1/x](C · 1(C)).

5

Eigenvalues

Another workhorse in data analysis is diagonalizing a matrix, i.e., finding a basis of eigenvectors. Formally, we define the operation eigen as follows. Let A be an n × n matrix. Recall
that A is called diagonalizable if there exists a basis of Cn consisting of eigenvectors of
A. In that case, there also exists such a basis where eigenvectors corresponding to a same
eigenvalue are orthogonal. Accordingly, we define eigen(A) to return an n × n matrix, the
columns of which form a basis of Cn consisting of eigenvectors of A, where eigenvectors
corresponding to a same eigenvalue are orthogonal. If A is not diagonalizable, we define
eigen(A) to be the n × n zero matrix.
Note that eigen is nondeterministic; in principle there are infinitely many possible results.
This models the situation in practice where numerical packages such as R or MATLAB return
approximations to the eigenvalues and a set of corresponding eigenvectors. Eigenvectors,
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however, are not unique. Hence, some care must be taken in extending MATLANG with
the eigen operator. Syntactically, as for inversion, whenever e is a well-typed expression
with a square output type, we now also allow the expression eigen(e), with the same output
type. Semantically, however, the rules of Figure 2 must be adapted so that they do not infer
statements of the form e(I) = B, but rather of the form B ∈ e(I), i.e., B is a possible result
of e(I). The let-construct now becomes crucial; it allows us to assign a possible result of
eigen to a new variable, and work with that intermediate result consistently.
In this and the next section, we assume notions from linear algebra. An excellent
introduction to the subject has been given by Axler [3].
I Remark (Eigenvalues). We can easily recover the eigenvalues from the eigenvectors, using
inversion. Indeed, if A is diagonalizable and B ∈ eigen(A), then Λ = B −1 AB is a diagonal
matrix with all eigenvalues of A on the diagonal, so that the ith eigenvector in B corresponds
to the eigenvalue in the ith column of Λ. This is the well-known eigendecomposition. However,
the same can also be accomplished without using inversion. Indeed, suppose B = (v1 , . . . , vn ),
and let λi be the eigenvalue to which vi corresponds. Then AB = (λ1 v1 , . . . , λn vn ). Each
eigenvector is nonzero, so we can divide away the entries from B in AB (setting division
by zero to zero). We thus obtain a matrix where the ith column consists of zeros or λi ,
with at least one occurrence of λi . By counting multiplicities, dividing them out, and finally
summing, we obtain λ1 , . . . , λn in a column vector. We can apply a final diag to get it back
into diagonal form. The MATLANG expression for doing all this uses similar tricks as those
shown in Examples 5 and 6.
J
The above remark suggests a shorthand in MATLANG + eigen where we return both B
and Λ together:
let (B, Λ) = eigen(A) in . . .
This models how the eigen operation works in the languages R and MATLAB. We agree that
Λ, like B, is the zero matrix if A is not diagonalizable.
I Example 16 (Rank of a matrix). Since the rank of a diagonalizable matrix equals the
number of nonzero entries in its diagonal form, we can express the rank of a diagonalizable
matrix A as follows:
let (B, Λ) = eigen(A) in 1(A)∗ · apply[6= 0](Λ) · 1(A).
I Example 17 (Graph partitioning). A well-known heuristic for partitioning an undirected
graph without self-loops is based on an eigenvector corresponding to the second-smallest
eigenvalue of the Laplacian matrix [27]. The Laplacian L can be derived from the adjacency
matrix A as let D = diag(A · 1(A)) in apply[−](D, A). (Here D is the degree matrix.) Now let
(B, Λ) ∈ eigen(L). In an analogous way to Example 6, we can compute a matrix E, obtained
from Λ by replacing the occurrences of the second-smallest eigenvalue by 1 and all other
entries by 0. Then the eigenvectors corresponding to this eigenvalue can be isolated from B
(and the other eigenvectors zeroed out) by multiplying B · E.
J
It turns out that MATLANG + inv is subsumed by MATLANG + eigen.
I Theorem 18. Matrix inversion is expressible in MATLANG + eigen.
A very interesting open problem is the following: Are there graph queries expressible
deterministically in MATLANG + eigen, but not in MATLANG + inv? This is an interesting
question for further research. The answer may depend on the functions that can be used in
pointwise applications.
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I Remark (Determinacy). The stipulation deterministically in the above open question is
important. Ideally, we use the nondeterministic eigen operation only as an intermediate
construct. It is an aid to achieve a powerful computation, but the final expression should have
only a single possible output on every input. The expression of Example 16 is deterministic
in this sense, as is the expression for inversion underlying the proof of Theorem 18.

6

The evaluation problem

The evaluation problem asks, given an input instance I and an expression e, to compute the
result e(I). There are some issues with this naive formulation, however. Indeed, in our theory
we have been working with arbitrary complex numbers. How do we even represent the input?
Notably, the eigen operation on a matrix with only rational entries may produce irrational
entries. In fact, the eigenvalues of an adjacency matrix (even of a tree) need not even be
definable in radicals [13]. Practical systems, of course, apply techniques from numerical
mathematics to compute rational approximations. But it is still theoretically interesting to
consider the exact evaluation problem.
Our approach is to represent the output symbolically, following the idea of constraint
query languages [21, 25]. Specifically, we can define the input-output relation of an expression,
for given dimensions of the input matrices, by an existential first-order logic formula over the
reals. Such formulas are built from real variables, integer constants, addition, multiplication,
equality, inequality (<), disjunction, conjunction, and existential quantification.
I Example 19. Consider the expression eigen(M ) over the schema consisting of a single
matrix variable M . Any instance I where I(M ) is an n × n matrix A can be represented
by a tuple of 2 × n × n real numbers. Indeed, let ai,j = <Ai,j (the real part of a complex
number), and let bi,j = =Ai,j (the imaginary part). Then I(M ) can be represented by
the tuple (a1,1 , b1,1 , a1,2 , b1,2 , . . . , an,n , bn,n ). Similarly, any B ∈ eigen(A) can be represented
by a similar tuple. We introduce the variables xM,i,j,< , xM,i,j,= , yi,j,< , and yi,j,= , for
i, j ∈ {1, . . . , n}, where the x-variables describe an arbitrary input matrix and the y-variables
describe an arbitrary possible output matrix. Denoting the input matrix by [x̄] and the
output matrix by [ȳ], we can now write an existential formula expressing that [ȳ] is a possible
result of eigen applied to [x̄]:
To express that [ȳ] is a basis, we write that there exists a nonzero matrix [z̄] such that
[ȳ] · [z̄] is the identity matrix. It is straightforward to express this condition by a formula.
To express, for each column vector v of [ȳ], that v is an eigenvector of [x̄], we write that
there exists λ such that [x̄] · v = λ[x̄].
The final and most difficult condition to express is that distinct eigenvectors v and w
that correspond to a same eigenvalue are orthogonal. We cannot write ∃λ([x̄] · v =
λv ∧ [x̄] · w = λw) → v ∗ · w = 0, as this is not a proper existential formula. (Note
though that the conjugate transpose of v is readily expressed.) Instead, we avoid an
explicit quantifier and replace the antecedent by the conjunction, over all positions i, of
vi 6= 0 6= wi → ([x̄] · v)i /vi = ([x̄] · w)i /wi .
A final detail is that we should also be able to express that [x̄] is not diagonalizable,
for in that case we need to define [ȳ] to be the zero matrix. Nondiagonalizability is
equivalent to the existence of a Jordan form with at least one 1 on the superdiagonal. We
can express this as follows. We postulate the existence of an invertible matrix [z̄] such
that the product [z̄] · [x̄] · [z̄]−1 has all entries zero, except those on the diagonal and the
superdiagonal. The entries on the superdiagonal can only by 0 or 1, with at least one 1.
Moreover, if an entry i, j on the superdiagonal is nonzero, the entries i, i and j, j must be
equal.
J
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The approach taken in the above example leads to the following general result. The
operations of MATLANG are handled using similar ideas as illustrated above for the eigen
operation, and are actually easier. The let-construct, and the composition of subexpressions
into larger expression, are handled by existential quantification.
I Theorem 20. An input-sized expression consists of a schema S, an expression e in
MATLANG + eigen that is well-typed over S with output type t1 × t2 , and a size assignment
σ defined on the size symbols occurring in S. There exists a polynomial-time computable
translation that maps any input-sized expression as above to an existential first-order formula
ψ over the vocabulary of the reals, expanded with symbols for the functions used in pointwise
applications in e, such that
1. Formula ψ has the following free variables:
For every M ∈ var(S), let S(M ) = s1 × s2 . Then ψ has the free variables xM,i,j,< and
xM,i,j,= , for i = 1, . . . , σ(s1 ) and j = 1, . . . , σ(s2 ).
In addition, ψ has the free variables yi,j,< and yi,j,= , for i = 1, . . . , σ(t1 ) and j =
1, . . . , σ(t2 ).
The set of these free variables is denoted by FV(S, e, σ).
2. Any assignment ρ of real numbers to these variables specifies, through the x-variables, an
instance I conforming to S by σ, and through the y-variables, a σ(t1 ) × σ(t2 ) matrix B.
3. Formula ψ is true over the reals under such an assignment ρ, if and only if B ∈ e(I).
The existential theory of the reals is decidable; actually, the full first-order theory of
the reals is decidable [2, 4]. But, specifically the class of problems that can be reduced in
polynomial time to the existential theory of the reals forms a complexity class on its own,
known as ∃R [34, 35]. The above theorem implies that the partial evaluation problem for
MATLANG + eigen belongs to this complexity class. We define this problem as follows. The
idea is that an arbitrary specification, expressed as an existential formula χ over the reals,
can be imposed on the input-output relation of an input-sized expression.
I Definition 21. The partial evaluation problem is a decision problem that takes as input:
an input-sized expression (S, e, σ), where all functions used in pointwise applications are
explicitly defined using existential formulas over the reals;
an existential formula χ with free variables in FV(S, e, σ) (see Theorem 20).
The problem asks if there exists an instance I conforming to S by σ and a matrix B ∈ e(I)
such that (I, B) satisfies χ.
For example, χ may completely specify the matrices in I by giving the values of the entries
as rational numbers, and may express that the output matrix has at least one nonzero entry.
An input (S, e, σ, χ) is a yes-instance to the partial evaluation problem precisely when the
existential sentence ∃FV(S, e, σ)(ψ ∧ χ) is true in the reals, where ψ is the formula obtained
by Theorem 20. Hence we can conclude:
I Corollary 22. The partial evaluation problem for MATLANG + eigen belongs to ∃R.
Since the full theory of the reals is decidable, our theorem implies many other decidability
results. We give just two examples.
I Corollary 23. The equivalence problem for input-sized expressions is decidable. This
problem takes as input two input-sized expressions (S, e1 , σ) and (S, e2 , σ) (with the same S
and σ) and asks if for all instances I conforming to S by σ, we have B ∈ e1 (I) ⇔ B ∈ e2 (I).
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Note that the equivalence problem for MATLANG expressions on arbitrary instances (size not
fixed) is undecidable by Theorem 9, since equivalence of FO3 formulas over binary relational
vocabularies is undecidable [15].
I Corollary 24. The determinacy problem for input-sized expressions is decidable. This
problem takes as input an input-sized expression (S, e, σ) and asks if for every instance I
conforming to S by σ, there exists at most one B ∈ e(I).
Corollary 22 gives an ∃R upper bound on the combined complexity of query evaluation
[38]. Our final result is a matching lower bound, already for data complexity alone.
I Theorem 25. There exists a fixed schema S and a fixed expression e in MATLANG + eigen,
well-typed over S, such that the following problem is hard for ∃R: Given an integer instance I
over S, decide whether the zero matrix is a possible result of e(I). The pointwise applications
in e use only simple functions definable by quantifier-free formulas over the reals.
I Remark (Complexity of deterministic expressions). Our proof of Theorem 25 relies on the
nondeterminism of the eigen operation. Coming back to our remark on determinacy at the
end of the previous section, it is an interesting question for further research to understand not
only the expressive power but also the complexity of the evaluation problem for deterministic
MATLANG + eigen expressions.

7

Conclusion

There is a commendable trend in contemporary database research to leverage, and considerably
extend, techniques from database query processing and optimization, to support large-scale
linear algebra computations. In principle, data scientists could then work directly in SQL or
related languages. Still, some users will prefer to continue using the matrix sublanguages
they are more familiar with. Supporting these languages is also important so that existing
code need not be rewritten.
From the perspective of database theory, it then becomes relevant to understand the
expressive power of these languages as well as possible. In this paper we have proposed a
framework for viewing matrix manipulation from the point of view of expressive power of
database query languages. Moreover, our results formally confirm that the basic set of matrix
operations offered by systems in practice, formalized here in the language MATLANG + inv +
eigen, really is adequate for expressing a range of linear algebra techniques and procedures.
In the paper we have already mentioned some intriguing questions for further research.
Deep inexpressibility results have been developed for logics with rank operators [30]. Although
these results are mainly concerned with finite fields, they might still provide valuable insight
in our open questions. Also, we have not covered all standard constructs from linear algebra.
For instance, it may be worthwhile to extend our framework with the operation of putting
matrices in upper triangular form, with the Gram-Schmidt procedure (which is now partly
hidden in the eigen operation), and with the singular value decomposition.
Finally, we note that various authors have proposed to go beyond matrices, introducing
data models and algebra for tensors or multidimensional arrays [31, 22, 32]. When moving to
more and more powerful and complicated languages, however, it becomes less clear at what
point we should simply move all the way to full SQL, or extensions of SQL with recursion.
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Abstract
We study the complexity of enumerating the answers of Conjunctive Queries (CQs) in the presence
of Functional Dependencies (FDs). Our focus is on the ability to list output tuples with a constant
delay in between, following a linear-time preprocessing. A known dichotomy classifies the acyclic
self-join-free CQs into those that admit such enumeration, and those that do not. However, this
classification no longer holds in the common case where the database exhibits dependencies among
attributes. That is, some queries that are classified as hard are in fact tractable if dependencies
are accounted for. We establish a generalization of the dichotomy to accommodate FDs; hence,
our classification determines which combination of a CQ and a set of FDs admits constant-delay
enumeration with a linear-time preprocessing.
In addition, we generalize a hardness result for cyclic CQs to accommodate a common type
of FDs. Further conclusions of our development include a dichotomy for enumeration with linear
delay, and a dichotomy for CQs with disequalities. Finally, we show that all our results apply
to the known class of “cardinality dependencies” that generalize FDs (e.g., by stating an upper
bound on the number of genres per movies, or friends per person).
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1

Introduction

When evaluating a non-boolean Conjunctive Query (CQ) over a database, the number of
results can be huge. Since this number may be larger than the size of the database itself, we
need to use specific measures of enumeration complexity to describe the hardness of such a
problem. In this perspective, the best we can hope for is to constantly output results, in
such a way that the delay between them is unaffected by the size of the database instance.
For this to be possible, we need to allow a precomputation phase before printing the first
result, as linear time preprocessing is necessary to read the input instance.
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A known dichotomy determines when the answers to self-join-free acyclic CQs can be
enumerated with constant delay after linear time preprocessing [3]. This class of enumeration
problems, denoted by DelayClin , can be regarded as the most efficient class of nontrivial
enumeration problems and therefore current work on query enumeration has focused on this
class [10, 15, 5]. Bagan et al.[3] show that a subclass of acyclic queries, called free-connex,
are exactly those that are enumerable in DelayClin , under the common assumption that
boolean matrix multiplication cannot be solved in quadratic time. An acyclic query is called
free-connex if the query remains acyclic when treating the head of the query as an additional
atom. This and all other results in this paper hold under the RAM model [16].
The above mentioned dichotomy only holds when applied to databases with no additional
assumptions, but oftentimes this is not the case. In practice, there is usually a connection
between different attributes, and Functional Dependencies (FDs) and Cardinality Dependencies (CDs) are widely used to model situations where some attributes imply others. As the
following example shows, these constraints also have an immediate effect on the complexity
of enumerating answers for queries over such a schema.
I Example 1. For a list of actors and the production companies they work with, we have
the query: Q(actor, production) ← Cast(movie, actor), Release(movie, production). At first
glance, it appears as though this query is not in DelayClin , as it is acyclic but not free-connex.
Nevertheless, if we take the fact that a movie has only one production company into account,
we have the FD Release : movie → production, and the enumeration problem becomes easy:
we only need to iterate over all tuples of Cast and replace the movie value with the single
production value that the relation Release assigns to it. This can be done in linear time by
first sorting (in linear time [12]) both relations according to movie.
J
Example 1 shows that the dichotomy by Bagan et al. [3] does not hold in the presence of
FDs. In fact, we believe that dependencies between attributes are so common in real life, that
ignoring them in such dichotomies can lead to missing a significant portion of the tractable
cases. Therefore, to get a realistic picture of the enumeration complexity of CQs, we have to
take dependencies into account. The goal of this work is to generalize the dichotomy to fully
accommodate FDs.
Towards this goal, we introduce an extension of a query Q according to the FDs. The
extension is called the FD-extended query, and denoted Q+ . In this extension, each atom,
as well as the head of the query, contains all variables that can be implied by its variables
according to some FD. This way, instead of classifying every combination of CQ and FDs
directly, we encode the dependencies within the extended query, and use the classification
of Q+ to gain insight regarding Q. This approach draws inspiration from the proof of a
dichotomy in the complexity of deletion propagation, in the presence of FDs [13]. However,
the problem and consequently the proof techniques are fundamentally different.
The FD-extension is defined in such a way that if Q is satisfied by an assignment, then
the same assignment also satisfies the extension Q+ , as the underlying instance is bound
by the FDs. In fact, we can show that enumerating the solutions of Q under FDs can be
reduced to enumerating the solutions of Q+ . Therefore, tractability of Q+ ensures that Q
can be efficiently solved as well. By using the positive result in the known dichotomy, Q+ is
tractable w.r.t enumeration if it is free-connex. Moreover, it can be shown that the structural
restrictions of acyclicity and free-connex are closed under taking FD-extensions. Hence, the
class of all queries Q such that Q+ is free-connex is an extension of the class of free-connex
queries, and this extension is in fact proper. We denote the classes of queries Q such that
Q+ is acyclic or free-connex as FD-acyclic respectively FD-free-connex.
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To reach a dichotomy, we now need to answer the following question: Is it possible that
Q can be enumerated efficiently even if Q+ is not free-connex? To show that an enumeration
problem is not within a given class, enumeration complexity has few tools to offer. One such
tool is a notion of completeness for enumeration problems [9]. However, this notion focuses
on problems with a complexity corresponding to higher classes of the polynomial hierarchy.
So in order to deal with this problem, Bagan et al. [3] reduced the matrix multiplication
problem to enumerating the answers to any query that is acyclic but not free-connex. This
reduction fails, however, when dependencies are imposed on the data, as the constructed
database instance does not necessarily satisfy the underlying dependencies.
As it turns out, however, the structure of the FD-extended query Q+ allows us to
extend this reduction to our setting. By carefully expanding the reduced instance such that
on the one hand, the dependencies hold and on the other hand, the reduction can still be
performed within linear time, we establish a dichotomy. That is, we show that the tractability
of enumerating the answers of a self-join-free query Q in the presence of FDs is exactly
characterized by the structure of Q+ : Given an FD-acyclic query Q, we can enumerate the
answers to Q within the class DelayClin iff Q is FD-free-connex.
The resulting extended dichotomy, as well as the original one, brings insight to the case
of acyclic queries. Concerning unrestricted CQs, providing even a first solution of a query in
linear time is impossible in general. This is due to the fact that the parameterized complexity
of answering boolean CQs, taking the query size as the parameter, is W[1]-hard [14]. This
does not imply, however, that there are no cyclic queries with the corresponding enumeration
problems in DelayClin . The fact that no such queries exist requires an additional proof, which
was presented by Brault-Baron [6]. This result holds under a generalization of the triangle
finding problem, which is considered not to be solvable within linear time [17]. As before,
this proof does no longer apply in the presence of FDs. Moreover, it is possible for Q to
be cyclic and Q+ acyclic. In fact, Q+ may even be free-connex, and therefore tractable
in DelayClin . We show that, under the same assumptions used by Brault-Baron [6], the
evaluation problem for a self-join-free CQ in the presence of unary FDs where Q+ is cyclic
cannot be solved in linear time. As linear time preprocessing is not enough to achieve the
first result, a consequence is that enumeration within DelayClin is impossible in that case.
This covers all types of CQs and shows a full dichotomy, at least for the case of unary FDs.
The results we present here are not limited to FDs. CDs (Cardinality Dependencies)
[7, 2] are a generalization of FDs, denoted (Ri : A → B, c). Here, the right-hand side does
not have to be unique for every assignment to the left-hand side, but there can be at most
c different values to the variables of B for every value of the variables of A. FDs are in
fact a special case of CDs where c = 1. Constraints of that form appear naturally in many
applications. For example: a movie has only a handful of directors and there are at most 200
countries. We show that all results described in this paper also apply to CDs. Moreover, we
show how our results can be easily used to yield additional results, such as a dichotomy for
CQs with disequalities, and a dichotomy to evaluate CQs with linear delay.
Contributions. Our main contributions are as follows.
We extend the class of queries that can be evaluated in DelayClin by incorporating the
FDs. This extension is the class of FD-free-connex CQs.
We establish a dichotomy for the enumeration complexity of self-join-free FD-acyclic CQs.
Consequently, we get a dichotomy for self-join-free acyclic CQs under FDs.
We show a lower bound for FD-cyclic CQs. In particular, we get a dichotomy for all
self-join-free CQs in the presence of unary FDs.
We extend our results to CDs.
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This work is organized as follows: In Section 2 we provide definitions and results that we
will use. Section 3 introduces FD-extended queries and establishes the equivalence between a
query and its FD-extension. The generalized version of the dichotomy is shown in Section 4.
In Section 5, a lower bound for cyclic queries under unary FDs is shown, and Section 6 shows
that all results from the previous sections extend to CDs. Concluding remarks are given in
Section 7. All missing proof details can be found in the full version of this article [8].

2

Preliminaries

In this section we provide preliminary definitions as well as state results that we will use
throughout this paper.
Schemas and Functional Dependencies. A schema S is a pair (R, ∆) where R is a finite
set {R1 , . . . , Rn } of relational symbols and ∆ is a set of Functional Dependencies (FDs).
We denote the arity of a relational symbol Ri as arity(Ri ). An FD δ ∈ ∆ has the form
Ri : A → B, where Ri ∈ R and A, B are non-empty with A, B ⊆ {1, . . . , arity(Ri )}.
Let dom be a finite set of constants. A database I over schema S is called an instance of S,
and it consists of a finite relation RiI ⊆ dom arity(Ri ) for every relational symbol Ri ∈ R, such
that all FDs in ∆ are satisfied. An FD δ = Ri : A → B is said to be satisfied if, for all tuples
u, v ∈ RiI that are equal on the indices of A, u and v are equal on the indices of B. Here
we assume that all FDs are of the form Ri : A → b, where b ∈ {1, . . . , arity(Ri )}, as we can
replace an FD of the form Ri : A → B where |B| > 1 by the set of FDs {Ri : A → b | b ∈ B}.
If |A| = 1, we say that δ is a unary FD.
Conjunctive Queries. Let var be a set of variables disjoint from dom. A Conjunctive Query
(CQ) over a schema S = (R, ∆) is an expression of the form Q(~x) ← R1 (~v1 ), . . . , Rm (~vm ),
where R1 , . . . , Rm are relational symbols of R, the tuples ~x, ~v1 , . . . , ~vm hold variables, and
every variable in ~x appears in at least one of ~v1 , . . . , ~vm . We often denote this query as Q(~x)
Sm
or even Q. Define the variables of Q as var(Q) = i=1 ~vi , and define the free variables of
Q as free(Q) = ~x. We call Q(~x) the head of Q, and the atomic formulas Ri (~vi ) are called
atoms. We further use atoms(Q) to denote the set of atoms of Q. A CQ is said to contain
self-joins if some relation symbol appears in more than one atom.
For the evaluation Q(I) of a CQ Q with free variables ~x over a database I, we define Q(I)
to be the set of all mappings µ|~x such that µ is a homomorphism from R1 (~v1 ), . . . , Rm (~vm )
into I, where µ|~x denotes the restriction (or projection) of µ to the variables ~x. The problem
Decide∆ hQi is, given a database instance I, determining whether such a mapping exists.
Given a query Q over a schema S = (R, ∆), we often identify an FD δ ∈ ∆ as a
mapping between variables. That is, if δ has the form Ri : A → b for A = {a1 , . . . , a|A| }, we
sometimes denote it by Ri : {~vi [a1 ], . . . , ~vi [a|A| ]} → ~vi [b], where ~u[k] is the k-th variable of ~u.
To distinguish between these two representations, we usually denote subsets of integers by
A, B, C, . . ., integers by a, b, c, . . ., and variables by letters from the end of the alphabet.
Hypergraphs. A hypergraph H = (V, E) is a pair consisting of a set V of vertices, and
a set E of non-empty subsets of V called hyperedges (sometimes edges). A join tree of a
hypergraph H = (V, E) is a tree T where the nodes are the hyperedges of H, and the running
intersection property holds, namely: for all u ∈ V the set {e ∈ E | u ∈ e} forms a connected
subtree in T . A hypergraph H is said to be acyclic if there exists a join tree for H. Two
vertices in a hypergraph are said to be neighbors if they appear in the same edge. A clique of
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a hypergraph is a set of vertices, which are pairwise neighbors in H. A hypergraph H is said
to be conformal if every clique of H is contained in some edge of H. A chordless cycle of H
is a tuple (x1 , . . . , xn ) such that the set of neighboring pairs of variables of {x1 , . . . , xn } is
exactly {{xi , xi+1 } | 1 ≤ i ≤ n − 1} ∪ {{xn , x1 }}. It is well known (see [4]) that a hypergraph
is acyclic iff it is conformal and contains no chordless cycles.
A pseudo-minor of a hypergraph H = (V, E) is a hypergraph obtained from H by a finite
series of the following operations: (1) vertex removal: removing a vertex from V and from all
edges in E that contain it. (2) edge removal: removing an edge e from E provided that some
other e0 ∈ E contains it. (3) edge contraction: replacing all occurrences of a vertex v (within
every edge) with a vertex u, provided that u and v are neighbors.
Classes of CQs. To a CQ Q we associate a hypergraph H(Q) = (V, E) where the vertices
V are the variables of Q and every hyperedge E is a set of variables occurring in a single
atom of Q, that is E = {{v1 , . . . , vn }} | Ri (v1 , . . . , vn ) ∈ atoms(Q)}. With a slight abuse of
notation, we also identify atoms of Q with edges of H(Q). A CQ Q is said to be acyclic if
H(Q) is acyclic, and it is said to be free-connex if both Q and (V, E ∪ {free(Q)}) are acyclic.
A head-path for a CQ Q is a sequence of variables (x, z1 , . . . , zk , y) with k ≥ 1, such that:
(1) {x, y} ⊆ free(Q) (2) {z1 , . . . , zk } ⊆ V \ free(Q) (3) It is a chordless path in H(Q), that is,
two succeeding variables appear together in some atom, and no two non-succeeding variables
appear together in an atom. Bagan et al. [3] showed that an acyclic CQ has a head-path iff
it is not free-connex.
Enumeration Complexity. Given a finite alphabet Σ and binary relation R ⊆ Σ∗ × Σ∗ , we
denote by EnumhRi the enumeration problem of given an instance x ∈ Σ∗ , to output all
y ∈ Σ∗ such that (x, y) ∈ R. In this paper we adopt the Random Access Machine (RAM)
model (see [16]). Previous results in the field assume different variations of the RAM model.
Here we assume that the length of memory registers is linear in the size of value registers,
that is, the accessible memory is polynomial. For a class C of enumeration problems, we
say that EnumhRi ∈ C, if there is a RAM that – on input x ∈ Σ∗ – outputs all y ∈ Σ∗ with
(x, y) ∈ R without repetition such that the first output is computed in time p(|x|) and the
delay between any two consecutive outputs after the first is d(|x|), where:
For EnumhRi ∈ DelayClin , we have p(|x|) ∈ O(|x|) and d(|x|) ∈ O(1).
For EnumhRi ∈ DelayLin, we have p(|x|), d(|x|) ∈ O(|x|).
Let EnumhR1 i and EnumhR2 i be enumeration problems. We say that there is an exact
reduction from EnumhR1 i to EnumhR2 i, written as EnumhR1 i ≤e EnumhR2 i, if there
are mappings σ and τ such that for every x ∈ Σ∗ the mapping σ(x) is computable in
O(|x|), for every y ∈ Σ∗ with (σ(x), y) ∈ R2 , τ (y) is computable in constant time and
{τ (y) | y ∈ Σ∗ with (σ(x), y) ∈ R2 } = {y 0 ∈ Σ∗ | (x, y 0 ) ∈ R1 } in multiset notation.
Intuitively, σ is used to map instances of EnumhR1 i to instances of EnumhR2 i, and τ
is used to map solutions to EnumhR2 i to solutions of EnumhR1 i. An enumeration class
C is said to be closed under exact reduction if for every EnumhR1 i and EnumhR2 i such
that EnumhR1 i ≤e EnumhR2 i and EnumhR2 i ∈ C, we have EnumhR1 i ∈ C. Bagan et
al. [3] proved that DelayClin is closed under exact reduction. The same proof holds for any
meaningful enumeration complexity class that guarantees generating all unique answers with
at least linear preprocessing time and at least constant delay between answers.
Enumerating Answers to CQs. For a CQ Q over a schema S = (R, ∆), we denote by
Enum∆ hQi the enumeration problem EnumhRi, where R is the binary relation between
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instances I over S and sets of mappings Q(I). We consider the size of the query as well as
the size of the schema to be fixed. Bagan et al. [3] showed that a self-join-free acyclic CQ is
in DelayClin iff it is free-connex:
I Theorem 2 ([3]). Let Q be an acyclic CQ without self-joins over a schema S = (R, ∅).
1. If Q is free-connex, then Enum∅ hQi ∈ DelayClin .
2. If Q is not free-connex, then Enum∅ hQi 6∈ DelayClin , assuming the product of two n × n
boolean matrices cannot be computed in time O(n2 ).

3

FD-Extended CQs

In this section, we formally define the extended query Q+ . We then discuss the relationship
between Q and Q+ : their equivalence w.r.t. enumeration and the possible structural differences
between them. As a result, we obtain that if Q+ is in a class of queries that allows for
tractable enumeration, then Q is tractable as well.
We first define Q+ . The extension of an atom R(~v ) according to an FD S : A → b where
S(~u) ∈ atoms(Q) is possible if ~u[A] ⊆ ~v but ~u[b] ∈
/ ~v . In that case, ~u[b] is added to the
variables of R. The FD-extension of a query is defined by iteratively extending all atoms
as well as the head according to every possible dependency in the schema, until a fixpoint
is reached. The schema extends accordingly: the arities of the relations increase as their
corresponding atoms extend, and dummy variables are added to adjust to that change in
case of self-joins. The FDs apply in every relation that contains all relevant variables.
I Definition 3. [(FD-Extended Query)] Let Q(w)
~ ← R1 (v~1 ), . . . , Rm (v~m ) be a CQ over a
schema S = (R, ∆). We define two types of extension steps:
The extension of an atom Ri (~
vi ) according to an FD Rj : A → b.
Prerequisites: v~j [A] ⊆ v~i and v~j [b] ∈
/ v~i .
Effect: The arity of Ri increases by one, and Ri (~
vi ) is replaced by Ri (~
vi , v~j [b]). In
addition, every Rk (v~k ) such that Rk =Ri and k 6= i is replaced with Rk (v~k , tk ), where tk
is a fresh variable.
The extension of the head Q(w)
~ according to an FD Rj : A → b.
Prerequisites: v~j [A] ⊆ w
~ and v~j [b] ∈
/ w.
~
Effect: The head is replaced by Q(w,
~ v~j [b]).
+
The FD-extension of Q is the query Q+ (~y ) ← R1+ (u~m ), . . . , Rm
(u~m ), obtained by performing
all possible extension steps on Q according to FDs of ∆ until a fixpoint is reached. The
extension is defined over the schema S + = (R+ , ∆Q+ ), where R+ is R with the extended
arities, and ∆Q+ = {Ri+ : C → d | ∃(Rj : A → b) ∈ ∆ s.t. u~i [C] = v~j [A] and u~i [d] = v~j [b]}.
Given a query, its FD-extension is unique up to a permutation of the added variables,
and renaming of the new variables. As the order of the variables and the naming make no
difference w.r.t. enumeration, we can treat the FD-extension as unique.
I Example 4. Consider a schema with ∆ = {R1 : 1 → 2, R3 : 2, 3 → 1}, and the query
Q(x) ← R1 (x, y), R2 (x, z), R2 (u, z), R3 (w, y, z). As the FDs are x → y and yz → w, the
FD-extension is Q+ (x, y) ← R1+ (x, y), R2+ (x, z, y, w), R2+ (u, z, t1 , t2 ), R3+ (w, y, z). We first
apply x → y on the head, and then x → y and consequently yz → w on R2 (x, z). These
two FDs now appear in the schema also for R2 , and the FDs of the extended schema are
∆Q+ = {R1+ : 1 → 2, R2+ : 1 → 3, R2+ : 3, 2 → 4, R3+ : 2, 3 → 1}.
J
We later show that the enumeration complexity of a CQ Q over a schema with FDs only
depends on the structure of Q+ , which is implicitly given by Q. Therefore, we introduce the
notions of acyclic and free-connex queries for FD-extensions:
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Let Q be a CQ over a schema S = (R, ∆), and let Q+ be its FD-extension.
Q is FD-acyclic, if Q+ is acyclic.
Q is FD-free-connex, if Q+ is free-connex.
Q is FD-cyclic, if Q+ is cyclic.

The following proposition shows that the classes of acyclic queries and free-connex queries
are both closed under constructing FD-extensions.
I Proposition 6. Let Q be a CQ over a schema S = (R, ∆).
If the query Q is acyclic, then it is FD-acyclic.
If the query Q is free-connex, then it is FD-free-connex.
Example 1 shows that the converse of the proposition above does not hold. This means
that, by Theorem 2, there are queries Q such that we can enumerate the answers to Q+ in
DelayClin , but we cannot enumerate the answers to Q with the same complexity, if we do
not assume the FDs. The following lemma shows that enumerating the answers of Q (when
relying on the FDs) is in fact equally hard as enumerating the answers of Q+ .
I Theorem 7. Let Q be a CQ over a schema S = (R, ∆), and let Q+ be its FD-extended
query. Then Enum∆ hQi ≤e Enum∆Q+ hQ+ i and Enum∆Q+ hQ+ i ≤e Enum∆ hQi.
Proof Sketch. We first sketch the reduction Enum∆ hQi ≤e Enum∆Q+ hQ+ i. Given an
instance I for the problem Enum∆ hQi, we set σ(I) = I + as described next. We start
by removing tuples that interfere with the extended dependencies. For every dependency
Rj : X → y and every atom Rk (v~k ) that contains the variables X ∪ {y}, we only keep tuples
of RkI that agree with some tuple of RjI over the values of X ∪ {y}. Next, we follow the
0
extension of the schema, and in each step we extend some RiI to RiI according to some FD
Rj : X → y. For each tuple t ∈ RiI , if there is no tuple s ∈ RjI that agrees with t over the
0
values of X, then we remove t altogether. Otherwise, we copy t to RiI and assign y with the
same value that s assigns it. Given an answer µ ∈ Q+ (σ(I)), we set τ (µ) to be the projection
of µ to free(Q). To show that Enum∆Q+ hQ+ i ≤e Enum∆ hQi, we describe the construction
of an instance σ(I + ) by “reversing” the extension steps. If an atom was extended, we simply
remove the added attribute. If the head was extended using some Rj : X → y, then for each
i+1
tuple in RjI
that assigns y and X with the values y0 and ~x0 respectively, we add the value
y0 to a lookup table with pointer (X, ~x0 , y). For every µ ∈ Q(σ(I + )), τ (µ) is defined as µ
extended by the values from the lookup table.
J
The direction Enum∆ hQi ≤e Enum∆Q+ hQ+ i of Theorem 7 proves that FD-extensions
can be used to expand tractable enumeration classes, as the following corollary states.
I Corollary 8. Let C be an enumeration class that is closed under exact reduction. Let Q be
a CQ and let Q+ be its FD-extended query. If Enum∆Q+ hQ+ i ∈ C, then Enum∆ hQi ∈ C.
Since free-connex queries are in DelayClin and DelayClin is closed under exact reduction, if
Q is an FD-free-connex query, then the corresponding enumeration problem is in DelayClin .
This follows from Theorem 2 and the fact that Enum∆Q+ hQ+ i ≤e Enum∅ hQ+ i.
I Corollary 9. Let Q be a CQ over a schema S = (R, ∆). If Q is FD-free-connex, then
Enum∆ hQi ∈ DelayClin .
We can now revisit Example 1. The query Q(x, y) ← R1 (z, x), R2 (z, y) is not free-connex.
Therefore, disregarding the FDs, according to Theorem 2 it is not in DelayClin . However, given
R2 : z → y, the FD-extended query is Q+ (x, y) ← R1+ (z, y, x), R2+ (z, y). As it is free-connex,
enumerating Q+ is in DelayClin by Corollary 9.
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4

A Dichotomy for Acyclic CQs

In this section, we characterize which self-join-free FD-acyclic queries are in DelayClin . We use
the notion of FD-extended queries defined in the previous section to establish a dichotomy
stating that enumerating the answers to an FD-acyclic query is in DelayClin iff the query is
FD-free-connex. We will prove the following theorem:
I Theorem 10. Let Q be an FD-acyclic CQ without self-joins over a schema S = (R, ∆).
If Q is FD-free-connex, then Enum∆ hQi ∈ DelayClin .
If Q is not FD-free-connex, then Enum∆ hQi 6∈ DelayClin , assuming that the product of
two n × n boolean matrices cannot be computed in time O(n2 ).
The positive case for the dichotomy was described in Corollary 9. Note that the restriction of considering only self-joins-free queries is required only for the negative side. This
assumption is standard [3, 6, 13], as it allows to assign different atoms with different relations
independently. The hardness result described here builds on that of Bagan et al. [3] for
databases that are assumed not to have FDs, and it relies on the hardness of the boolean
matrix multiplication problem. This problem is defined as the enumeration Enum∅ hΠi of the
query Π(x, y) ← A(x, z), B(z, y) over the schema ({A, B}, ∅) where A, B ⊆ {1, . . . , n}2 . It is
strongly conjectured that this problem is not computable in O(n2 ) time and currently, the
best known algorithms require O(nω ) time for some 2.37 < ω < 2.38 [11, 1].
The original proof describes an exact reduction Enum∅ hΠi ≤e Enum∅ hQi. Since Q is
acyclic but not free-connex, it contains a head-path (x, z1 , . . . , zk , y). Given an instance
of the matrix multiplication problem, an instance of Enum∅ hQi is constructed, where the
variables x,y and z1 , . . . , zk of the head-path respectively encode the variables x, y and z of
Π, while all other variables of Q are assigned constants. This way, A is encoded by an atom
containing x and z1 , and B is encoded by an atom containing zk and y. Atoms containing
some zi and zi+1 only propagate the value of z. Since x and y are in f ree(Q), but zi are
not, the answers to Q correspond to those of Π. As no atom of Q contains both x and y, the
instance can be constructed in linear time. Constant delay enumeration for Q after linear
time preprocessing would result in the computation of the answers of Π in O(n2 ) time.
FDs restrict the relations that can be assigned to atoms. This means that the reduction
cannot be freely performed on databases with FDs, and the proof no longer holds. The
following example illustrates where the reduction fails in the presence of FDs.
I Example 11. The CQ from Example 1 has the form Q(x, y) ← R1 (z, x), R2 (z, y) with the
single FD ∆ = {R2 : z → y}. In the previous section, we show that it is in DelayClin , so the
reduction should fail. Indeed, it would assign R2 with the same relation as B of the matrix
multiplication problem, but this may have two tuples with the same z value and different y
values. Therefore, the construction does not yield a valid instance of Enum∆ hQi.
J
We now give a detailed sketch of a modification of this construction that shows that
Enum∅ hΠi ≤e Enum∆Q+ hQ+ i. Any violations of the FDs are fixed by carefully picking more variables other than those of the head-path to take the roles of x,y and z of the
matrix multiplication problem. This is done by introducing the sets Vx ,Vy and Vz which are
subsets of var(Q). We say that a variable β plays the role of α, if β ∈ Vα .
To clarify the explanation of the reduction, we start by describing a restricted case, where
all FDs are unary. The basic idea in the case of general FDs will remain the same, but it
will require a more involved construction of the sets Vα .
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Unary Functional Dependencies

For the unary case, we define the sets Vx , Vy and Vz to be the sets of variables that iteratively
imply x, y and some zi respectively. That is, for α ∈ {x, y, z1 , . . . , zk } we first set Vα := {α},
and then apply Vα := Vα ∪ {γ ∈ var(Q) | γ → β ∈ ∆Q+ ∧ β ∈ Vα } until a fixpoint is reached.
We then define Vz := Vz1 ∪ · · · ∪ Vzk .
The Reduction. Let I = (AI , B I ) be an instance of Enum∅ hΠi. In order to define σ(I), we
describe how to construct the relation RI for every atom R(~v ) ∈ atoms(Q+ ). If var(R)∩Vy =
∅, then every tuple (a, c) ∈ AI is copied to a tuple in RI . Variables in Vx get the value a,
variables in Vz get the value c, and variables that play no role are assigned a constant ⊥.
That is, we define Rσ(I) = {(f (v1 , a, c), . . . , f (vk , a, c)) | (a, c) ∈ AI }, where:

a
if vi ∈ Vx \ Vz ,



c
if vi ∈ Vz \ Vx ,
f (vi , a, c) =

(a,
c)
if vi ∈ Vx ∩ Vz ,


⊥
otherwise.
Otherwise, var(R) ∩ Vy 6= ∅, and we show that var(R) ∩ Vx = ∅. In this case we define the
relation similarly with B I . Given a tuple (c, b) ∈ B I , the variables of Vy get the value b, and
those of Vz are assigned with c.
I Example 12. Consider the FD-extended query Q+ (x, y, v) ← R(u, x, z), S(v, y, z) with
∆Q+ = {R : u → x, R : u → z, S : y → v}. Using the head-path (x, z, y), the reduction will
set Vx = {x, u}, Vy = {y}, Vz = {z, u}. Given an instance of the matrix multiplication
problem with relations A and B, every tuple (a, c) ∈ A will result in a tuple ((a, c), a, c) ∈ R,
and every tuple (c, b) ∈ B will result in a tuple (⊥, b, c) ∈ S.
J
We now outline the correctness of this reduction:
Well-defined reduction: For an atom R, either we have var(R) ∩ Vy = ∅ or var(R) ∩ Vx = ∅.
That is, no atom contains variables from both Vx and Vy . Due to the definition of Q+ ,
this atom would otherwise also contain both x and y. However, they cannot appear in
the same relation according to the definition of a head-path. The reduction is therefore
well defined, and it can be constructed in linear time via copy and projection.
Preserving FDs: The construction ensures that if an FD γ → α exists, then γ has all the
roles of α. Therefore, either α has no role and corresponds to the constant ⊥, or every
value that appears in α also appears in γ. In any case, all FDs are preserved.
1-1 mapping of answers: If a variable of Vz would appear in the head of Q+ , then by the
definition of Q+ , some zi will be in the head as well. This cannot happen according to
the definition of a head-path. Therefore, the head only encodes the x and y values of
the matrix multiplication problem, so two different solutions to Enum∆Q+ hQ+ i must
differ in either x or y, and correspond to different solutions of Enum∅ hΠi. For the other
direction, the head necessarily contains the variables x and y. Therefore, two different
solutions to Enum∅ hΠi also correspond to different solutions of Enum∆Q+ hQ+ i.

4.2

General Functional Dependencies

Next we show how to lift the idea of this reduction to the case of general FDs. In the case of
unary FDs, we ensure that the construction does not violate a given FD γ → α, by simply
encoding the values of α to γ. In the general case, when allowing more than one variable on
the left-hand side of an FD γ1 , . . . , γk → α, we must be careful when choosing the variables
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e(x, z1 )

Tx

...

sepx

...

e(z1 , z2 )

...

Tmid

e(zk−1 , zk )

...

sepy

...

e(zk , y)

Ty

Figure 1 Join tree T of H(Q+ ) for head-paths of length greater than 3. The subtrees Tx , Ty and
Tmid are disjoint, and are separated by the nodes sepx and sepy .

γj to which we copy the values of α. Otherwise, as the following example shows, we will not
be able to construct the instance in linear time.
I Example 13. Consider the query Q(x, y) ← R1 (x, z, t1 ), R2 (z, y, t1 , t2 ) over a schema with
the FD R2 : t1 t2 → y. Note that Q = Q+ is acyclic but not free-connex, and that (x, z, y)
is a head-path in H(Q+ ). To repeat the idea shown in the unary case and ensure that the
FDs still hold, the variable on the right-hand side of every FD is encoded to the variables on
the left-hand side. If we encode y to t1 , then R1 would contain the encodings of x, y and z.
This means that its size will not be linear in that of the matrix multiplication instance, and
we cannot hope for linear time construction. On the other hand, if we choose to encode y
only to t2 , the reduction works.
J
In the following central lemma, we describe a way of carefully picking the variables to
which we assign roles, such that all FDs hold and yet the instance can be constructed in
linear time. The idea is that we consider the join-tree of Q+ and define Vx and Vy to hold
variables that appear only in disjoint parts of this tree. This ensures that no atom contains
variables of each. The property of a join-tree is used to guarantee that Vx and Vy are inclusive
enough to correct all FD violations.
I Lemma 14. Let Q be a CQ with no self-joins over a schema S = (R, ∆), such that Q+ is
acyclic but not free-connex. Denote a head-path of Q+ by (x, z1 , . . . , zk , y). Then there exist
sets of variables Vx , Vy , Vz such that:
1. x ∈ Vx , y ∈ Vy , {z1 , . . . zk } ⊆ Vz .
2. For all U → v ∈ ∆Q+ such that v ∈ Vα with α ∈ {x, y, z}, we have U ∩ Vα 6= ∅.
3. For every R ∈ atoms(Q+ ), we have var(R) ∩ Vy = ∅ or var(R) ∩ Vx = ∅.
4. Vz ∩ free(Q+ ) = ∅
Proof Sketch. We first define a partition of the atoms of Q into three sets: Tx , Ty and Tmid ,
where Tmid may be empty. Let T be a join tree of H(Q+ ), and denote the hyperedges on the
head-path by e(x, z1 ), . . . , e(zk , y). Note that, by definition, each hyperedge of the head-path
is a vertex of T . By the running intersection property of T , we can conclude that there
is a simple path P from e(x, z1 ) to e(zk , y) in T , such that e(z1 , z2 ), . . . , e(zk−1 , zk ) lie on
that path in the order induced by the head-path. Let sepx be the first node on the path P
that does not contain x. This exists because e(zk , y) does not contain x, as the head-path is
chordless. Similarly, let sepy be the last node on P that does not contain y. Let Tx be the
set of nodes v in T such that the unique path from v to e(x, z1 ) does not go through sepx .
Similarly, let Ty be the set of nodes w in T such that the unique path from w to e(zk , y)
does not go through sepy . Next set Tmid = V (T ) \ (Tx ∪ Ty ). Note that the nodes of T are
exactly Tx ∪ Tmid ∪ Ty , and we can show that this union is disjoint (see Figure 1). Also note
that e(x, z1 ) ∈ Tx and e(zk , y) ∈ Ty , but Tmid may be empty if the head-path is of length
three. Therefore, we established a partition of the atoms to two or three sets.
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Next we define the sets of variables Vx , Vy and Vz . To do so, for w ∈ var(Q), denote
Implies(w) = {u ∈ var(Q) | u ∈ U with U → w ∈ ∆Q+ }. Intuitively, Implies(w) is the set
of all variables on the left-hand side of FDs that have w on the right-hand side. We now
define Vx to contain x, and recursively to contain variables that imply those of Vx , but we
do not take variables that appear outside of Tx . Vy is defined symmetrically. Vz is defined to
contain z1 , . . . , zk , and recursively contain variables that imply those of Vz , but now we do
not take variables that appear in the head of the query.
More formally, we recursively define:
Vx : Base Vx := {x}; Rule Vx := Vx ∪ {t ∈ Implies(w) | w ∈ Vx } \ var(Ty ∪ Tmid )
Vy : Base Vy := {y}; Rule Vy := Vy ∪ {t ∈ Implies(w) | w ∈ Vy } \ var(Tx ∪ Tmid )
Vz : Base Vz := {z1 , . . . zk }; Rule Vz := Vz ∪ {t ∈ Implies(w) | w ∈ Vz } \ free(Q+ )
We now prove that Vx , Vy and Vz meet the requirements of the lemma.
1. The first claim is immediate from the definition of the sets.
2. We first show the claim for α = x. Let δ = U → v ∈ ∆Q+ , and let e(U, v) be an atom
containing all variables of δ. As v ∈ Vx , we know that e(U, v) ∈
/ Ty ∪ Tmid , therefore
e(U, v) ∈ Tx . Assume by contradiction that U ∩ Vx = ∅. Let u ∈ U . By definition of Vx ,
this means that u ∈ var(eu ) for some eu ∈ Ty ∪ Tmid . As Tx , Ty and Tmid are disjoint,
we have that eu ∈
/ Tx , which means that the path between eu and e(x, z1 ) goes through
sepx . This means that the path from eu to e(U, v) goes through sepx too, otherwise
the concatenation of this path with the path from e(U, v) to e(x, z1 ) would result in a
path from eu to e(x, z1 ) not going through sepx . By the running intersection property,
u ∈ var(sepx ). Since this is true for all for all u ∈ U , it follows that v ∈ var(sepx ) by
definition of Q+ , contradicting the fact that v ∈ Vx . The case α = y is symmetric.
Now for the case where α = z. If U ∩ Vz = ∅, then U ⊆ free(Q+ ), and by the definition
of Q+ , zi ∈ free(Q+ ), which is a contradiction to the fact that v ∈ var(Q) \ free(Q+ ).
3. Let R ∈ atoms(Q+ ). If R ∈ Tx , then by definition of Vy we have that var(R) ∩ Vy = ∅.
Otherwise, R ∈ Ty ∪ Tmid , and similarly var(R) ∩ Vx = ∅.
4. By definition of Vz , it does not contain any variables of free(Q+ ).
J
With the sets Vx , Vy , Vz at hand, we can now perform the reduction between the two
problems for general FDs. The reduction is based on the case of unary FDs, but with the sets
defined according to Lemma 14. Requirements 1 and 4 on the sets guarantee a one-to-one
mapping between the results of the two problems, requirement 2 guarantees that all FDs are
preserved, and requirement 3 guarantees linear time construction.
I Lemma 15. Let Q be a CQ with no self-joins over a schema S = (R, ∆). If Q+ is acyclic
and not free-connex, then Enum∅ hΠi ≤e Enum∆Q+ hQ+ i.
This lemma, along with Theorem 7, establishes the hardness result in Theorem 10. This
result does not contradict the dichotomy given in Theorem 2: If for a given query Q we have
that Q+ is acyclic but not free-connex, then Q cannot be free-connex by Proposition 6.
Note that Theorem 10, just like the dichotomy presented by Bagan et al. [3], also applies
for CQs with disequalities. The extension for such a query is performed as before, ignoring
the disequalities. The equivalence described in Theorem 7 still holds, and the proof remains
intrinsically the same. The proof of the hardness result presented here also remains similar,
with the sole difference that during the construction we take a different and disjoint domain
for each variable. This guarantees that all possible disequalities are preserved.
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5

Cyclic CQs

In the previous section, we established a classification of FD-acyclic CQs, but we did not
consider FD-cyclic queries. A known result states that, under certain assumptions, selfjoin-free cyclic queries are not in DelayClin [6]. In this section, we therefore explore how
FD-extensions can be used to obtain some insight on the implications of this result in the
presence of FDs. We show that (under the same assumptions) self-join-free FD-cyclic queries
that contain only unary FDs cannot be evaluated in linear time. For schemas containing
only unary FDs, this extends the dichotomy presented in the previous section to all CQs,
and also proves a dichotomy for the queries that can be enumerated in linear delay. We will
prove the following theorem:
I Theorem 16. Let Q be a CQ with no self-joins over a schema S = (R, ∆), where ∆ only
contains unary FDs. If Q is FD-cyclic, then Decide∆ hQi cannot be solved in linear time,
assuming that the Tetra(k) problem cannot be solved in linear time for any k.
As before, the initial hardness proof for cyclic queries no longer holds in the presence of
FDs, and we modify the reduction to fix any violations of the FDs. We start by describing
the assumption used to obtain the conditional lower bounds. We define Tetra(k) to be
the hypergraph with the vertices {1, . . . , k} and the edges {{1, . . . , k} \ {i} | i ∈ {1, . . . , k}}.
Let H be a hypergraph. With a slight abuse of notation, we also denote by Tetra(k) the
decision problem of whether H contains a subhypergraph isomorphic to Tetra(k). Note
that Tetra(3) is the problem of deciding whether a graph contains a triangle, which is
strongly believed to be not solvable within time linear in the size of the graph [17]. The
generalization of this assumption is that the Tetra(k) problem cannot be solved in time
linear in the size of the graph for any k. This is a stronger assumption than we used in
Section 4, as the Tetra(3) can be reduced to the matrix multiplication problem [17]. We
will show that if Q+ is cyclic and only unary FDs are present, the problem Tetra(k) for
some k can be reduced to Decide∆Q+ hQ+ i.
I Definition 17. Let H be a cyclic hypergraph. We denote by Tetpm (H) the pseudo-minors
of H isomorphic to Tetra(k) for some k, which are obtained in one of the following ways:
1. Vertex removal steps followed by all possible edge removals.
2. Vertex and edge removal steps that lead to a chordless cycle, followed by edge contraction
and edge removal steps that result in a Tetra(3).
Given a query Q, we define Tetpm (Q) = Tetpm (H(Q)).
Brault-Baron [6] showed that if H is cyclic, then Tetpm (H) 6= ∅. This proof is provided in
the full version of this paper. For the reduction we will present next, we first need to show
that for an FD-cyclic query Q, no pseudo-minor in Tetpm (Q+ ) contains all variables of any
FD X → y. Here, we assume that ∆ only contains non-trivial FDs, meaning y ∈
/ X.
I Lemma 18. Let Q be an FD-cyclic CQ with no self-joins over a schema S = (R, ∆). For
every Hpm = (V, E) ∈ Tetpm (Q+ ) and non-trivial X → y ∈ ∆Q+ , we have X ∪ {y} 6⊆ V .
Proof Sketch. Assume by contradiction that the variables of the FD δ = X → y are all part
of the pseudo-minor Hpm . Note that the variables X ∪ {y} must appear in a common edge
that corresponds to the atom that defines δ. We distinguish between two cases. If Hpm is
obtained only by vertex removal and edge removal steps, then by the definition of Tetra(k)
it also contains an edge e with X ⊆ e and y 6∈ e. However, this contradicts the fact that
Q+ is an FD-extension, as every edge containing X must also contain y. The other case is
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that Hpm is a Tetra(3) obtained by edge contraction steps performed on a cycle C. Then
X ∪ {y} is contained in a single edge in C, as none of the vertices X ∪ {y} have been deleted.
Thus, we have that |X| = 1 and we can denote X = {x}. As C is a cycle, it contains an edge
e with x ∈ e and y 6∈ e, which contradicts the fact that Q+ is an FD-extension.
J
We are now ready to establish the reduction. Given a pseudo-minor of Tetpm (Q+ )
isomorphic to some Tetra(k), we can reduce the problem of checking whether a hypergraph
contains a subhypergraph isomorphic to Tetra(k) to finding a boolean answer to Q+ .
I Lemma 19. Let Q be an FD-cyclic CQ with no self-joins over a schema S = (R, ∆), where
∆ only contains unary FDs. Let Hpm ∈ Tetpm (Q+ ) be a pseudo-minor of H(Q+ ) isomorphic
to Tetra(k). Then, Tetra(k) ≤m Decide∆Q+ hQ+ i, and this reduction can be computed
in linear time.
Proof Sketch. Given an input hypergraph G for the Tetra(k) problem, we define an
instance I of Decide∆Q+ hQ+ i. We consider a sequence H(Q+ ) = H1 , H2 , . . . , Ht = Hpm of
pseudo-minors, each one obtained by performing one operation over the previous one. We
define the instance I inductively, by first generating relations that correspond to the edges of
Hpm , and then “reversing” the operations. For every edge e of Hpm , we define a relation Ret
that contains all edges of G that have the same size as e. We then construct the relations
Rei of Hi given the relations Rei+1 of Hi+1 . We make the following case distinction: If an
edge e was removed as some e0 contains it, then the relation Re is added as a projection
of Re0 . If Hi+1 is obtained from Hi by an edge contraction in which a vertex v is replaced
by u, then the values corresponding to u in every tuple are copied to the index of v. If a
vertex v is removed, then it is assigned with a constant value, and then the following steps
are performed on every tuple to correct any FD violations. First, the values of all variables
implied by v are concatenated to its value, and then the new value of v is concatenated to all
variables implying it. Since Q+ is an FD-extension, and since only unary FDs are present,
we can conclude that whenever a vertex is removed, if x implies y, then y is present in every
edge containing x. This fact guarantees that the FD-correction steps can be performed. This
construction defines relations that correspond to H(Q+ ), which form I in such a way that G
has a subhypergraph isomorphic to Hpm iff Q+ (I) 6= ∅. Compliance to any FDs included
in Hi is shown by induction on the sequence, and the induction base holds trivially due to
Lemma 18.
J
Theorem 16 is an immediate consequence of Lemma 19. As in the previous section, by
taking a disjoint domain for every variable in the proof of Lemma 19, Theorem 16 also holds
for CQs with disequalities. In terms of enumeration complexity, Theorem 16 means that any
enumeration algorithm for the answers of such a query cannot output a first solution (or
decide that there is none) within linear time, and we get the following corollary.
I Corollary 20. Let Q be a CQ with no self-joins over a schema S = (R, ∆), where ∆
only contains unary FDs. If Q is FD-cyclic, then Enum∆ hQi 6∈ DelayClin , assuming that the
Tetra(k) problem cannot be solved in linear time for any k.
Less restrictive than constant delay enumeration, the class DelayLin consists of enumeration
problems that can be solved with a linear delay between solutions. A lower bound for this
class can be achieved similarly to Corollary 20. Regarding tractability, as acyclic CQs are
in DelayLin [3], we conclude from Corollary 8 that FD-acyclic CQs are in this class as well.
Thus, we obtain a dichotomy stating that CQs are in DelayLin iff they are FD-acyclic.
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I Theorem 21. Let Q be a CQ with no self-joins over a schema S = (R, ∆), where ∆ only
contains unary FDs.
If Q is FD-acyclic, then Enum∆ hQi ∈ DelayLin.
Otherwise (if Q is FD-cyclic), Enum∆ hQi 6∈ DelayLin, assuming that the Tetra(k)
problem cannot be solved in linear time for any k.
We conclude this section with a short discussion about the extension of our results to
general FDs. The following example shows that the proof for Theorem 16 that was provided
here cannot be lifted to general FDs. Exploring this extension is left for future work.
I Example 22. Consider the query Q() ← R1 (x, y, u), R2 (x, w, z), R3 (y, v, z), R4 (u, v, w),
over a schema with all possible two-to-one FDs in the relations R1 , R2 and R3 . That is,
∆ = {xy → u, yu → x, ux → y, zy → v, yv → z, vz → y, xz → w, zw → x, wx → z}. Note
that Q+ = Q. The hypergraph H(Q+ ) is cyclic, yet it is unclear whether Q can be solved
in linear time, and whether Tetra(3) can be reduced to answering Q+ . Using Lemma 18,
H(Q+ ) has triangle pseudo-minors that do not contain all variables of any FD. Consider for
example the one obtained by removing all vertices other than x, y, z. A construction similar
to that of Lemma 19 would assign u with the values of x and y, assign v with the values of y
and z, and assign w with the values of x and z. This results in the edge {u, v, w} containing
all three values of any possible triangle, meaning that this edge cannot be constructed in
linear time. Other choices of triangle pseudo-minors lead to similar encoding problems. J

6

Cardinality Dependencies

In this last section, we show that the results of this paper also apply to CQs over schemas
with cardinality dependencies. Cardinality Dependencies (CDs) [2, 7] are a generalization of
FDs, where the left-hand side does not uniquely determine the right-hand side, but rather
provides a bound on the number of distinct values it can have. Formally, ∆ is the set of
CDs of a schema S = (R, ∆). Every δ ∈ ∆ has the form (Ri : A → B, c), where Ri : A → B
is an FD and c is a positive integer. A CD δ is satisfied by an instance I over S, if every set
of tuples S ⊆ (Ri )I that agrees on the indices of A, but no pair of them agrees on all indices
of B, contains at most c tuples. It follows from the definition that δ is an FD if c = 1.
Denote by ∆FD the FDs obtained from a set of CDs ∆ by setting all c values to one. Given
a query Q over S = (R, ∆), we define the CD-extended query Q+ of Q to be the FD-extended
query of Q over S = (R, ∆FD ). The schema S + is defined with the original c values, and the
CDs are ∆Q+ = {(Ri+ : A → b, c) | ∃(Rj : A → B, c) ∈ ∆, b ∈ B, A ∪ {b} ⊆ var(Ri+ )}. Note
that FD-extensions are indeed a special case of CD-extensions.
The hardness results extend to CDs because FDs are a special case of CDs. Since
every instance that preserves the FDs ∆FD also preserves the CDs ∆, we can conclude that
Enum∆FD hQi ≤e Enum∆ hQi. When only FDs are present we can apply Theorem 7, and get
Enum∆FD+ hQ+ i ≤e Enum∆FD hQi. Combining the two we get the following lemma.
Q

I Lemma 23. Let Q be a CQ over a schema S = (R, ∆), where ∆ is a set of CDs, and let
Q+ be the corresponding CD-extension. Then Enum∆FD+ hQ+ i ≤e Enum∆ hQi.
Q

Lemma 23 implies that all negative results presented in this paper hold for CDs. In order
to extend the positive results, we need to show that the CD-extension is at least as hard as
the original query w.r.t. enumeration. We use a slight relaxation of exact reductions: For
EnumhR1 i ≤e0 EnumhR2 i, instead of a bijection between the sets of outputs, one output of
EnumhR1 i corresponds to at most a constant number of outputs of EnumhR2 i.
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I Lemma 24. Let Q be a CQ over a schema S = (R, ∆), where ∆ is a set of CDs, and let
Q+ be the corresponding CD-extension. Then Enum∆ hQi ≤e0 Enum∆Q+ hQ+ i.
Proof Sketch. When dealing with FDs, we assume that the right-hand side has only one
variable, as we can use such FDs to describe all possible ones. With CDs this no longer holds.
Nonetheless, every instance of the schema S = (R, ∆) is also an instance of S 1 = (R, ∆1 ),
where ∆1 = {(Ri : A → b, c) | (Ri : A → B, c) ∈ ∆, b ∈ B}. Therefore, we can conclude that
Enum∆ hQi ≤e Enum∆1 hQi.
We now show that Enum∆1 hQi ≤e0 Enum∆+ hQ+ i. The proof remains the same as in
+
Theorem 7, except now, for each tuple extended from RiI to RiI we can have at most c new
tuples. Since this process is only done a constant number of times, the construction still
only requires linear time, and the rest of the proof holds. Note that now one solution of
Enum∆+ hQ+ i may correspond to several solutions of Enum∆1 hQi, as some variables were
possibly added to the head. However, as the possible values of the added head variables are
bounded by CDs, the number of solutions of Q+ that correspond to one solution of Q is
bounded by a constant.
J
DelayClin is closed under this type of reduction. To avoid printing duplicates, we store
the printed results. This requires a polynomial amount of memory, where the power of
the polynomial is | free(Q)|. Defining the classes of CD-acyclic and CD-free-connex queries
similarly to the case with FDs, we can use Lemma 23 and Lemma 24 with Theorem 10 to
generalize the dichotomy presented in Section 4 to accommodate CDs.
I Theorem 25. Let Q be a CD-acyclic CQ with no self-joins over a schema S = (R, ∆),
where ∆ is a set of CDs.
If Q is CD-free-connex, then Enum∆ hQi ∈ DelayClin .
If Q is not CD-free-connex, then Enum∆ hQi 6∈ DelayClin , assuming that the product of
two n × n boolean matrices cannot be computed in time O(n2 ).
Similarly, we conclude the hardness of self-join-free CD-cyclic CQs over schemas that
contain only unary CDs, of the form (A → B, c) with |A| = 1. Combining Lemma 23 with
Theorem 16, we have that such queries cannot be evaluated in linear time, assuming that
the Tetra(k) problem cannot be solved in linear time for any k.

7

Concluding Remarks

Previous hardness results regarding the enumeration complexity of CQs no longer hold in the
presence of dependencies. In this paper, we have shown that some of the queries which where
previously classified as hard are in fact tractable in the presence of FDs, and that the others
remain intractable. We have classified the enumeration complexity of self-join-free CQs
according to their FD-extension. Under previously used complexity assumptions: a query is
in DelayClin if its extension is free-connex, it is not in DelayClin if its extension is acyclic but
not free-connex, and it is not even decidable in linear time if the schema has only unary FDs
and its extension is cyclic. In addition to our results on constant delay enumeration of CQs
with FDs, the tools provided here have immediate implications in other settings, such as for
CQs with disequalities, schemas with CDs, and other enumeration classes such as DelayLin.
This work opens up quite a few directions for future work. Our proof for the hardness of
FD-cyclic CQs assumes that all FDs are unary. The question of whether this result holds
for general FDs, along with the classification of Example 22, remains open. This result, as
well as the original one given by Brault-Baron [6] assumes the hardness of the Tetra(k)
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problem for every k. It will be interesting to see whether we can get the same result based on
a weaker assumption. Another possible direction involves CDs. To show that enumerating
CD-free-connex CQs can be done in DelayClin , we require polynomial space to store all printed
results. It is unclear whether there exists a solution that requires less space. Finally, we wish
to explore how the tools provided here can be used to extend other known results on query
enumeration, such as a dichotomy for enumerating CQs [6] with negation, to accommodate
FDs.
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dependencies – is considered a central database task. To this end, several versions of a construction called chase have been described. Given a set Σ of dependencies, it is interesting to
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Introduction

The chase [7, 14, 23] is an essential family of algorithms used to solve entailment questions
in databases in the presence of constraints, such as computing certain answers to queries in
data integration scenarios. Given a database instance I and a set of dependencies Σ, chase
procedures compute an instance that extends I and satisfies all constraints in Σ, and that is
universal in the sense that it admits a homomorphism into any other model of I and Σ. In
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particular, such a universal model can be used for query answering, as it entails exactly the
certain answers to conjunctive queries over I and Σ.
Now I might satisfy constraints that are not part of Σ, and it is a relevant question to ask
whether or not they are preserved by the chase, i.e., whether they still hold in the computed
universal model. This can be viewed as an extension of integrity checks to the virtual,
possibly infinite views that are defined by a set of dependencies. Moreover, constraints that
are preserved in this sense can safely be assumed to hold, and hence be used in algorithms.
For instance, query rewriting algorithms can benefit from additional constraints [22, 25].
For the case of Datalog rules (full dependencies) Σ, constraint preservation is a known
problem in databases [1, 28], which is typically further generalised by asking if some set of
constraints Γ is implied by Σ given arbitrary input instances I that merely satisfy certain input
constraints Γ0 . Constraint preservation then is the special case where Γ = Γ0 . Traditionally,
one is asking which constraints Γ are satisfied in the (unique, finite) least model of Σ, but
there have also been works that consider all (first-order) models [29].
Unfortunately, however, these simple notions of constraint preservation (or implication)
are no longer meaningful if we consider more general theories Σ that may contain tuplegenerating dependencies. Which constraints are preserved then becomes highly sensitive to
the details of the chase, since a constraint might be preserved in some universal models of I
and Σ but not in others. It is often possible to preserve a constraint even if it is not logically
entailed by I and Σ. How can we find out if any universal model preserves a particular
constraint, and how can we possibly compute such a model? The answer is not obvious,
especially in the general case where universal models are necessarily infinite.
To tackle this problem, we propose the notion of incidental constraints to capture the
intuitive idea of a constraint being “preservable” (possibly with some effort). Concretely, a
constraint ρ is incidental for I and Σ if adding ρ to Σ does not lead to any additional answer
to conjunctive queries over I (and thereby to many other positive queries). Constraints that
do not hold in I may therefore be incidental, too.
We only require conjunctive query equivalence rather than semantic equivalence, since the
main use of the chase is positive query answering. Incidentality therefore is not the same as
logical entailment. For example, any constraint whose premise is not entailed (as a Boolean
conjunctive query, BCQ) is incidental, and is satisfied by all universal models, yet may not
be a entailed. Dependencies can be incidental even if violated in some universal models:
I Example 1. Consider the dependency ρ = R(x, y) → ∃z.R(y, z) and an instance I with
a single relation R(n0 , n1 ) where n0 and n1 are nulls. Then I and ρ has a universal model
that is an infinite R-chain, starting at R(n0 , n1 ). The dependency ρ0 = R(y, z) → ∃x.R(x, y)
is not satisfied in this model, but is incidental for I and ρ. Indeed, I and {ρ, ρ0 } has a
universal model that is a two-way infinite R-chain, which entails the same queries as the
one-way infinite chain, but is not a universal model of I and ρ.
We study incidentality and the related problem of recognising incidental constraints. This
problems turns out to be hard: it is on the second level of the arithmetic hierarchy, and
remains undecidable even in cases where conjunctive query answering is decidable. We give a
complete (and computable) characterisation for theories that admit a finite model. Even for
cases where a finitary computation procedure is impossible, we seek a deeper understanding
of models that preserve incidental constraints. This leads us to develop a new notion of
chase, which we use to establish the existence of core models that characterise both BCQ
answers and the entailed incidental relationships. In summary, our main contributions are as
follows:
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We formalise a new notion of constraint preservation based on incidental dependencies.
We show that incidentality is not recursively enumerable in general, and remains undecidable even in restricted cases.
We show that the core chase [14] can be used to decide incidentality for cases where a
finite universal model exists.
We develop the stable chase as a generalisation of the core chase to the infinite case.
We show that the stable chase produces a core that can be used both for query answering
and for characterising full incidental dependencies.
Finally, we combine our results to establish the existence of a model that entails the same
queries as a universal model and that satisfies exactly the tuple-generating depenencies that
are incidental. This model can no longer be universal, but it is a core.

2

Preliminaries

We consider countably infinite, disjoint sets of constants ∆c and of nulls ∆n . A schema S is a
finite set of relation symbols, where ar(R) is the arity of R ∈ S. An instance I over S assigns
to each relation symbol R ∈ S a (possibly infinite) ar(R)-ary relation RI over ∆c ∪ ∆n . We
often refrain from mentioning the schema S of an instance I explicitly, assuming that such a
signature has been fixed. The active domain of I, denoted by ∆I , is the set of all domain
elements that occur in relations of I. We write a for a tuple ha1 , . . . , an i of domain elements.
Morphisms. Let I and J be instances over a schema S. A homomorphism h : I → J
is a function from ∆I to ∆J such that (i) h(c) = c for all c ∈ ∆I ∩ ∆c , and (ii) a ∈ RI
implies h(a) ∈ RJ for all R ∈ S and a = ha1 , . . . , an i ∈ (∆I )ar(R) , where h(a) is short for
tuple hh(a1 ), . . . , h(an )i. It is strong if (ii) is strengthened to require a ∈ RI if and only if
h(a) ∈ RJ .1 An embedding is an injective strong homomorphism, and an isomorphism is a
bijective strong homomorphism (i.e., a surjective embedding). An endomorphism of I is a
homomorphism h : I → I.
Dependencies and Queries. We use a countably infinite set ∆v of variables, disjoint from
∆c ∪ ∆n . A term is an element t ∈ ∆v ∪ ∆c . We use letters x, y, z, u, v, w and expressions
such as x for tuples hx1 , . . . , x` i of the corresponding elements. We treat such tuples as
sets when order is not relevant. An atom is a formula R(t) with R ∈ S and |t| = ar(R).
First-order formulae are defined as usual. We write ϕ[x] to emphasise that the free variables
in ϕ are a subset of x. A tuple generating dependency (TGD) is a formula of the form
∀x, z.(ϕ[x, z] → ∃y.ψ[x, y])

(1)

where the body ϕ and the head ψ are conjunctions of atoms, and ψ contains at least one
conjunct. TGDs never contain free variables, hence we usually omit the universal quantifiers.
A TGD is full if it does not contain existentially quantified variables. A Boolean conjunctive
query (BCQ), or simply a query, is a formula of the form ∃y.ϕ[y] with ϕ a conjunction of
atoms. We allow TGDs with empty bodies to assert facts (possibly with existentials), and
we often omit → in this case. We generally assume that Σ denotes a finite set of TGDs.
A conjunction of atoms ϕ (resp. a BCQ q = ∃y.ϕ[y]) gives rise to a finite instance Iϕ
(resp. Iq ), obtained by treating ϕ as a set of relational tuples using a fresh null nx in place
1

Strong homomorphisms were called full by Deutsch et al. [14].
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of each variable x. Conversely, every finite instance I induces a conjunction ϕI that has an
atom for every relational tuple, using fresh variables xn in place of nulls n. The BCQ qI
then is the existential closure of ϕI . Note that TGDs can encode a given finite instance I
using a dependency → qI . This is why we will generally state our results for sets Σ of TGDs
without mentioning an additional instance.
Universal Models and Cores. Instances naturally correspond to first-order interpretations.
We let |= denote first-order modelhood and entailment. Note that, for an instance I and a
finite instance J , we have I |= qJ iff there exists a homomorphism h : J → I. The set of
all BCQs modelled (entailed) by an interpretation I or a set of TGDs Σ is denoted with
BCQ(I) and BCQ(Σ), respectively. A model J |= Σ is universal if, for every model I |= Σ,
there is a homomorphism h : J → I. In this case, BCQ(J ) = BCQ(Σ), i.e., J and Σ are
BCQ-equivalent [14]. Two instances I and J are BCQ-equivalent if BCQ(I) = BCQ(J ).
I Definition 2. An instance I is a core if every endomorphism of I is an embedding. A core
I is called a core of J if there is an endomorphism h of J such that I is the restriction of
J to the image of h.
Definition 2 corresponds to Bauslaugh’s property IN [5], and has also been used, e.g.,
in studies of constraint satisfaction [8]. Bauslaugh favours a stronger definition based on
isomorphisms instead of endomorphisms (property ISN), but this forces cores to be unique
up to isomorphism, which is too restrictive for our needs. There are several further definitions
of cores, all of which differ only on infinite instances [5, 6]. For finite instances, Definition 2
agrees with the one in [14] and a unique core (up to isomorphism) always exists, whereas (for
Definition 2) infinite instances may have no core or several cores (see examples in Section 4).
Applying Rules. A TGD ρ as in (1) is applicable to an instance I if there is a homomorphism
h : Iϕ → I. We then extend h to Iψ by defining, for all variables y ∈ y that are existentially
quantified, h(ny ) = ny,ρ,h to be a null that is specific for y, ρ, and h, where we assume that
all nulls of the form ny,ρ,h exist and are mutually distinct. Let ρ(I) denote the union of I
with all sets of the form h(Iψ ) for some extended homomorphism h : Iϕ → I. For a set Σ of
S
TGDs, we set Σ(I) = ρ∈Σ ρ(I).

3

Incidental Dependencies

It is intuitive to ask whether a dependency ρ that holds for a finite instance I is “preserved”
by a given set Σ of TGDs. We formalise this as follows, where we omit I since it can be
captured by a TGD in Σ:
I Definition 3. A TGD ρ is incidental for a set Σ of TGDs if BCQ(Σ) = BCQ(Σ ∪ {ρ}).
The set of all incidental TGDs of Σ is denoted ICDT(Σ).
Clearly, Σ ⊆ ICDT(Σ). Indeed, every TGD that is logically entailed is also incidental.
However, the converse is not true, as illustrated in Example 1 (where the instance I can be
expressed by a TGD → ∃x, y.R(x, y)). In particular, incidental TGDs are not automatically
“preserved” in an arbitrary chase procedure, hence we avoid this terminology, though it was
used previously, e.g., related to constraint preservation under non-recursive full TGDs [28].
Note that our notion of incidental TGDs is not specific to BCQs. Indeed, BCQ-equivalent
sets of TGDs are also equivalent with respect to many other types of negation-free queries,
such as Datalog queries and its numerous fragments, including (unions of) conjunctive regular
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path queries [18, 11], monadic [12] and linear [19] Datalog queries, (nested) monadically
defined queries [27, 9] and many more. Queries with negation, however, are not preserved:
in Example 1, Σ |= ∃x.∀y.¬R(y, x) whereas Σ ∪ {ρ} 6|= ∃x.∀y.¬R(y, x).
A noteworthy property is that a TGD is incidental exactly if it does not lead to a newly
entailed BCQ in a single derivation step. To state this formally, we use ρ(p) to abbreviate
the BCQ qρ(Ip ) for any BCQ p and TGD ρ.
I Theorem 4. For a TGD ρ and a set Σ of TGDs, ρ ∈ ICDT(Σ) iff ρ(q) ∈ BCQ(Σ) for
every q ∈ BCQ(Σ).
Proof. (⇒) For the contrapositive, assume that q ∈ BCQ(Σ) and ρ(q) ∈
/ BCQ(Σ). Then
ρ is applicable to Iq . Let J be any model of Σ. Since J |= q, there is a homomorphism
Iq → J , hence ρ is applicable to J . Therefore, any instance J 0 ⊇ J that satisfies ρ entails
ρ(q). Since J was arbitrary, we find that Σ ∪ {ρ} |= ρ(q). Hence ρ is not incidental for Σ.
(⇐) Assume that ρ(q) ∈ BCQ(Σ) for all q ∈ BCQ(Σ). Suppose for a contradiction that
Σ∪{ρ} |= q for some q ∈
/ BCQ(Σ). Then there is a finite derivation I = ρk (ρk−1 (. . . ρ0 (I∅ ) . . .))
with I∅ the empty instance and rules ρi ∈ Σ ∪ {ρ}, such that I |= q. Let q w.l.o.g. be such
that k is minimal. Then Σ |= qJ for J = ρk−1 (. . . ρ0 (I∅ ) . . .), and we have ρk = ρ. By the
assumption on ρ, also Σ |= ρ(qJ ). Therefore Σ |= qI , since Σ |= qI = qρ(J ) is isomorphic to
ρ(qJ ). Hence, since I |= q implies qI |= q, we get the desired contradiction Σ |= q.
J
An important insight from the preceding theorem is that incidentality for some set Σ can
be established solely on BCQ(Σ).
I Lemma 5. For every two BCQ-equivalent sets Σ, Σ0 of TGDs, ICDT(Σ) = ICDT(Σ0 ).
Proof. Let ρ ∈ ICDT(Σ) be an incidental TGD for Σ. Then, by Theorem 4, ρ(q) ∈ BCQ(Σ)
for every q ∈ BCQ(Σ). Due to BCQ equivalence, this means ρ(q) ∈ BCQ(Σ0 ) for every
q ∈ BCQ(Σ0 ), which, by the other direction of Theorem 4, implies that ρ ∈ ICDT(Σ0 ). The
converse follows by symmetry.
J
One of the uses of this result is to show the following theorem, which asserts that individual
incidental TGDs are also jointly incidental, i.e., do not entail any additional BCQs together.
I Theorem 6. For every set Σ of TGDs, BCQ(Σ) = BCQ(ICDT(Σ)).
Proof. Let q ∈ BCQ(ICDT(Σ)) be a BCQ. Then, by compactness, there is a finite subset
Γ = {γ1 , . . . , γk } ⊆ ICDT(Σ) such that q ∈ BCQ(Σ∪Γ). But then BCQ(Σ) = BCQ(Σ∪{γ1 }) =
BCQ(Σ ∪ {γ1 , γ2 }) = · · · = BCQ(Σ ∪ Γ): Since γ1 is incidental for Σ, we have BCQ(Σ) =
BCQ(Σ ∪ {γ1 }). By Lemma 5, γ2 is incidental for Σ ∪ {γ1 }, i.e., BCQ(Σ ∪ {γ1 }) = BCQ(Σ ∪
{γ1 , γ2 }). Further applications of Lemma 5 show that γk is incidental for Σ ∪ {γ1 , . . . , γk−1 },
yielding the above equality. This shows q ∈ BCQ(Σ). Hence, BCQ(ICDT(Σ)) ⊆ BCQ(Σ), and
by monotonicity, we also have BCQ(Σ) ⊆ BCQ(ICDT(Σ)).
J
I Definition 7. Incidental is the following decision problem. Given a set Σ of TGDs and
a TGD ρ, is ρ incidental for Σ?
Since BCQ entailment checking over a set of TGDs is undecidable, it is not surprising that
the same is true for Incidental. However, the problem is actually on the second level of the
arithmetic hierarchy [26], i.e., strictly harder than query answering, and neither incidental
dependencies nor non-incidental dependencies can be recursively enumerated (are in RE):
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I Theorem 8. Incidental is Π02 -complete, and in particular neither in RE nor in coRE.
Proof. For membership note that we can characterise incidentality by quantifying over
(finite) derivations (or proofs) in some theory. Indeed, a TGD ρ is incidental for Σ if: for
all derivations that show Σ ∪ {ρ} |= q for some BCQ q, there is a derivation that shows
Σ |= q. Using Gödel numbers for representing derivations, this condition can be expressed as
a ∀∃-sentence in first-order arithmetic.
We show hardness by many-one reduction from the universal halting problem, which is as
follows: given a (deterministic) Turing machine M, does M halt on all inputs? Universal
halting is known to be complete for Π02 (see [26, Theorem VIII], and apply Post’s Theorem).
For the reduction, we construct for a given TM M a set ΣM of TGDs and a full TGD ρ
such that ρ is incidental for Σ iff M halts universally. The rules of ΣM consist of three parts:
Σ1 ensures that each model contains representations of all possible inputs; Σ2 simulates M
on a particular input; Σ3 marks elements of an accepting TM simulation with a specific
unary relation halted. The rule ρ then asserts that initial elements in TM simulations are
always marked by halted, which is incidental if all runs have indeed terminated. The detailed
constructions in each case are given in the appendix.
J
There are many known classes of TGD sets for which query answering becomes decidable,
such as acyclic TGDs or guarded TGDs [15, 16, 2, 3, 21, 13], and Incidental is indeed in
coRE in this case.
I Theorem 9. Let C be a class of sets of TGDs over which BCQ entailment is decidable.
There is an algorithm that, given Σ ∈ C, enumerates all TGDs ρ such that ρ ∈
/ ICDT(Σ).
Proof. Let ρ be an arbitrary TGD. Then ρ is non-incidental iff there is some BCQ q such
that either Σ |= q but Σ ∪ {ρ} 6|= q, or Σ 6|= q but Σ ∪ {ρ} |= q. Due to monotonicity
of TGDs, only the second case can occur. Now, enumerating all q such that Σ 6|= q and
checking Σ ∪ {ρ} |= q yields a semi-decision procedure for non-incidentality. Using a suitable
diagonalisation, we can enumerate all ρ ∈
/ ICDT(Σ).
J
By Theorem 9, establishing non-incidentality of a given rule ρ is in RE, even if Σ∪{ρ} ∈
/ C.
On the other hand, Incidental in general remains undecidable even if BCQ-entailment is
decidable, and even when asking only for the incidentality of one fixed full dependency.
I Theorem 10. There is a class C of sets of TGDs for which BCQ answering is decidable,
and a full dependency ρ for which Σ ∪ {ρ} ∈ C for all Σ ∈ C, such that the following problem
is undecidable: given some Σ ∈ C, is ρ incidental for Σ?
Proof. We show undecidability by reducing the halting problem of deterministic Turing
machines when started on the empty tape. Consider a Turing machine M = hQ, Γ, δ, qs , qe i
as in the proof of Theorem 8, which w.l.o.g. does not return to its initial state qs in any run.
We consider predicate symbols as used in the proof of Theorem 8, and define the set τ (M)
of TGDs to contain the rules Σ2 as in this proof, together with the additional rules (facts):
→ ∃v, w.headqs (v) ∧ symbol (v) ∧ right(v, w) ∧ symbol (w) ∧ end(w)
^
^
→ ∃v.right(v, v) ∧ right+ (v, v) ∧ next(v, v) ∧ end(v) ∧
headq (v) ∧
symbolσ (v)
q∈Q\{qs }

(2)
(3)

σ∈Γ

Here, (2) encodes the initial configuration of M on the empty tape, which is the start of
a Turing machine simulation as effected by Σ2 ; and (3) creates an element that stands in
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all possible relations not involving headqs . Let ρ = headqe (x) → halted(x), and let C be the
class of all TGD sets of the form τ (M) or τ (M) ∪ {ρ}.
BCQ answering over TGD sets of C is decidable. Indeed, any BCQ that does not contain
headqs is trivially entailed by any Σ ∈ C, due to (3). On the other hand, if a connected
component in a BCQ contains headqs , then it describes a property of a finite initial segment
of the simulation of a TM, which can be checked effectively.
For a Turing machine M, the full TGD ρ is incidental for τ (M) iff M does not halt
on the empty input. Indeed, if M does not halt, then the only occurrence of headqe in a
universal model of τ (M) is in the element created due to (3), and ρ is already satisfied by
this element. Conversely, if M halts, then headqe occurs for an element that is connected
to the starting sequence a created due to (2). Hence, there is a BCQ of the form q =
∃x.headqs (x0 ) ∧ p1 (x0 , x1 ) ∧ . . . ∧ pn (xn−1 , xn ) ∧ halting(xn ) with pi ∈ {right, next}, such that
τ (M) 6|= q and τ (M) ∪ {ρ} |= q.
J
The previous result is particularly interesting since it only considers situations where
query answering is decidable, both for the TGDs with and without the candidate dependency
ρ. In spite of this general result, concrete classes of TGD sets with decidable BCQ entailment
may allow us to decide Incidental, as discussed in the next section.

4

Cores and Incidentals

In this section we relate incidental dependencies with the notion of a core of an instance.
Theorem 11 shows that if a set of TGDs has a finite universal model I then all incidental
dependencies follow from the core of I. It then follows from Theorem 11 that if the core
chase [14] (also, see Definition 19) terminates then Incidental is decidable. In the following,
let core(I) denote the core of a finite instance I.
I Theorem 11. Let Σ be a set of TGDs with a finite universal model I and let ρ be a TGD.
Then, ρ ∈ ICDT(Σ) iff core(I) |= ρ.
Proof. (⇒) Consider ρ = ϕ[x, z] → ∃y.ψ[x, y] with ρ ∈ ICDT(Σ). Let h : Iϕ → core(I)
be some homomorphism, and assume that it is extended to Iψ using new nulls to map
to as defined before. Then set J := core(I) ∪ h(Iψ ), i.e. the core with the consequence
of ρ under h added (possibly by adding new elements). J is finite since core(I) is, and
clearly ρ(core(I)) |= qJ . Therefore Σ ∪ {ρ} |= qJ , and hence Σ |= qJ by incidentality.
So core(I) |= qJ since core(I) is a universal model, and we obtain a homomorphism
g : J → core(I). But then the restriction of g to elements of ∆core(I) is an endomorphism,
and therefore an embedding since core(I) is a core. Every embedding on a finite core is an
isomorphism [20, 5], so g has an inverse g − : core(I) → core(I). For K = g(h(Iψ ∪ Iψ )) we
have K ⊆ core(I) and hence g − (K) ⊆ core(I). Since g − (g(h(Iψ ))) = h(Iψ ), we can find a
homomorphism h0 such that h0 (Iϕ ) = h(Iϕ ) and h0 (Iψ ) ⊆ g − (K) ⊆ core(I) (h0 may differ
from h in the choice of null values for existentially quantified variables). This shows that ρ is
satisfied by core(I) for the particular match h. Since h was arbitrary, we obtain core(I) |= ρ.
(⇐) This follows by direct application of the definitions.
J
Given this connection between finite cores and incidental dependencies, one may ask
whether it extends to cases where the set of TGDs does not admit a finite universal model.
Unfortunately, this it not the case: Example 1 shows a case where an incidental dependency
does not hold in a universal model that is in fact a core (the one-way infinite chain).
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...
(a)

...

...

(b)

...
(c)

Figure 1 Universal models that have (a) two non-isomorphic cores, (b) no core, and (c) a core
that is not a model, where R is black and S is orange (grey).

This discrepancy between incidentals and cores goes together with a general loss of good
properties of the core on infinite models. Finite instances (i) always have a core, which is (ii)
unique up to isomorphism [17, 20], and (iii) the core of a finite universal model of a set of
TGDs is also a universal model [14]. Examples 12, 13, and 14 show that we no longer have
any of these properties when dealing with infinite universal models.
I Example 12. Let Σ consist of the following TGDs:
∃x, y.R(x, y)

∃x, y.S(z, w)

R(x, y) → ∃z.S(y, z)

S(x, y) → ∃z.R(y, z)

Figure 1a illustrates a universal model I of Σ. The upper and the lower chain of relations
each by itself is a core of I, but the chains are not isomorphic, so property (ii) does not hold.
I Example 13. Let Σ consist of the following three TGDs:
∃x, y.R(x, y) ∧ S(x, y)

R(x, y) ∧ S(x, y) → ∃z.R(y, z) ∧ S(y, z)

R(y, z) → ∃x.R(x, y)

Figure 1b illustrates a universal model of Σ, which is not a core, since there are non-embedding
endomorphisms that map parts of the single chain into the double chain. In fact, one can see
that this instance does not have a core.
I Example 14. Let Σ consist of the following TGDs:
∃x, y.R(x, y) ∧ S(x, y)

R(x, y) ∧ S(x, y) → ∃z.R(y, z) ∧ S(y, z)

S(y, z) → ∃x.R(x, y)

Figure 1c shows a universal model I of Σ. It is not a core, since there is a non-embedding
endomorphism that maps each element to its right neighbour. This results in an instance
that is isomorphic to I with the left-most node and its R-relation removed, which is a core
of I but not a model for the third rule in Σ.
Nevertheless, cores can be relevant in finding instances that satisfy incidental dependencies.
To this end, we consider a particularly well-behaved type of core that can be obtained as a
limit of a growing sequence of finite cores.
I Definition 15 (Core Cover). An instance J has a core cover if there are finite subinstances
S
J0 ⊆ J1 ⊆ J2 ⊆ . . . with J = i≥0 Ji such that, for all Ji , every homomorphism h : Ji → J
is an embedding.
I Theorem 16. If an instance has a core cover then it is a core.
Proof. Consider an instance J with core cover (Ji )i≥0 , and an endomorphism h : J → J .
S
By Definition 15, the restriction hi : Ji → J is an embedding for all i ≥ 0. With J = i≥0 Ji
and Ji ⊆ Ji+1 it follows that h is an embedding, otherwise, since injectivity and being strong
both are finitary conditions, there would be a non-embedding hi : Ji → J .
J
We remark that the condition that Ji ⊆ Ji+1 is needed for Theorem 16 to hold. Figure 2
illustrates an instance that satisfies the remaining conditions of Definition 15 for a set of
disjoint instances (Ji )i≥0 , but which is not a core.
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J3
...

Figure 2 An instance that satisfies most conditions of Definition 15 but is not a core.

...

...

Figure 3 A core without a core cover, using two relations R (black) and S (orange/grey).

I Example 17. Having a core cover is a sufficient but not a necessary condition for an instance
to be a core. Figure 3 illustrates an instance I that is a core. Indeed, any endomorphism
must preserve the adjacency in this two-way infinite chain. But since one pair of elements is
not S-related, only this very same pair can be mapped to this position in the chain, so the
only endomorphism is the identity mapping.
However, I has no core cover, since any finite subset of I that contains the pair without
the S connection can be mapped by a non-strong endomorphism into a sufficiently long fully
R-S-connected segment of I.
The next theorem shows that cores with core covers can characterise the set of full
incidental dependencies for a set of TGDs.
I Theorem 18. Let Σ be a set of TGDs and let I be an instance. Assume that BCQ(I) =
BCQ(Σ) and I has a core cover. Then, ρ ∈ ICDT(Σ) iff I |= ρ, for any full dependency ρ.
Proof. (⇒) Let (Ii )i≥0 be a core cover for I, and consider a full dependency ρ : ϕ → ψ
that is incidental for Σ. If I |= ϕ for some homomorphism h : Iϕ → I, then there is Ii such
that h can be considered as a homomorphism Iϕ → Ii . Let J := Ii ∪ h(Iψ ), where we note
that h does not introduce new nulls since ρ is full. Similar to the proof of Theorem 11, we
find that Σ ∪ {ρ} |= qJ . Therefore I |= qJ as ρ is incidental, and there is a corresponding
homomorphism g : J → I. Since ∆J = ∆Ii , g is a homomorphism g : Ii → I, and therefore
an embedding (Definition 15). This shows that h(Iϕ ∪ Iψ ) ⊆ Ii as required. Since h and Ii
was arbitrary, we conclude that I |= ρ.
(⇐) This follows by direct application of the definitions.
J
Given Theorem 18 and the observation that a core cover is closely related to a bottom-up
construction of a core, one naturally wonders if a chase-like procedure could be used to
obtain a suitable model. The prime candidate is the core chase of Deutsch et al. [14]:
I Definition 19. The core chase sequence for a set Σ of TGDs is a sequence I0 , I1 , . . . of
instances, where I0 is the empty instance, and, for each i > 0, Ii is the core of Σ(Ii−1 ). A
finite core chase sequence I0 , . . . , I` is terminating if I` |= Σ, and in this case, I` is called
the core chase.
Intuitively, the procedure defined by Deutsch et al. consists on applying the rules and
taking the core of the resulting instance in each step. Deutsch et al. do not define the core
chase for cases where Σ require infinite models, and indeed the limit of infinite core chase
sequences is not defined here. While this issue can be repaired by using a more sophisticated
definition, the deeper problem is that the result of applying the rules and then taking the
core in each step may not be a core. This can be seen, e.g., from the TGDs in Example 12,
on which an infinite core chase would simply produce the universal model shown in Figure 1b,
which is not a core.
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5

The Stable Chase

In the following section, we show that all sets of TGDs admit a BCQ-equivalent model that is
a core and that characterises full incidental dependencies. To this end, we introduce the stable
chase, a novel variant of the chase. Our approach can be viewed as a generalisation of the core
chase where core computation is performed by looking for non-embedding homomorphisms
of an instance into any future instance along a chase sequence. If such a homomorphism is
found, all instances in the current chase sequence are rewritten as follows:
I Definition 20. Consider a homomorphism h : I → J on finite instances over S, and let ≺
be a strict total order on ∆I . The h-rewriting of an instance K is obtained as follows:
1. For all R ∈ S and a ∈ (∆K ∩ ∆I )ar(R) , with h(a) ∈ RJ , insert a ∈ RK .
2. Replace all a ∈ ∆K ∩ ∆I by the ≺-least element b ∈ ∆K ∩ ∆I for which h(a) = h(b).
The h-rewriting of a sequence of instances is the sequence of h-rewritings of its members.
I Example 21. Let Ii,j be the instance occurring in the i-th row, j-th column of Figure
4. Moreover, let h : I3,2 → I3,3 be the homomorphism that maps ni to ni+1 for every
−1 ≤ i ≤ 2. Then, I4,2 is the h-rewriting of I3,2 , and (the sequence) I4,1 , I4,2 , I4,3 is the
h-rewriting of (the sequence) I3,1 , I3,2 , I3,3 .
We proceed with the definition of a stabilising chase sequence for a set of TGDs, which
is a chase sequence that evolves in the sense that also previously derived instances may be
modified at a later stage. The limit of this construction will yield a chase sequence from
which we can obtain the potentially infinite core we are looking for.
I Definition 22 (Stabilising Chase Sequence). A stabilising chase sequence for a set Σ of
TGDs is a series Q = Q0 , Q1 , . . . of chase sequences. Each Qk = Qk,0 · · · Qk,`(k) is a finite
chase sequence of length `(k) + 1 consisting of instances Qk,i , such that the following hold:
1. Q0 is the singleton sequence containing the empty instance;
2. for all k ≥ 0, either
(2.a) Qk+1 = Qk,0 , · · · , Qk,`(k) , Σ(Qk,`(k) ) is Qk extended by Σ(Qk,`(k) ), or
(2.b) Qk+1 is the h-rewriting of Qk for some homomorphism h : Qk,i → Qk,j with
0 ≤ i ≤ j that is not an embedding,
where we require that the order ≺ from Definition 20 is an extension of the (partial) order in
which new nulls are introduced, and that all possible rewritings will eventually be applied: if
there is a homomorphism h : Qk,i → Qk,j as in (2.b), then there is k 0 > k such that h is an
embedding from the sub-structure of Qk0 ,i on which h is defined to Qk,j .
Our requirement on ≺ ensures that in cases where two elements are merged by a
homomorphism in step (2.b), we will always pick one as a representative that has the longest
history in the chase sequence. This ensures monotone growth of the domain within a sequence.
While we define the stabilising chase sequence Q = Q0 , Q1 , . . . to be infinite, it may
happen that neither new derivations nor core constructions are possible at some stage. The
process can still continue with step (2.a), appending copies of the last instance of the chase
sequence, even if they contain no new derivations. Finite termination of the chase is therefore
captured in the sequence becoming constant at some point.
I Example 23. Figure 4 illustrates a stabilising chase sequence Q for the set of TGDs from
Example 13. Q4 is the h-rewriting of Q3 for the non-strong homomorphism h denoted with
dotted arrows in the figure.
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Q1
Q2
Q3
Q4
Q5
Q6
n0 n1

n-1 n0 n1 n2

n-2 n-1 n0 n1 n2 n3

n-3 n-2 n-1 n0 n1 n2 n3 n4

Figure 4 Stabilising chase sequence Q of Example 13 without the initial sequence Q0 ; relations
R and S are denoted in black and orange (grey), respectively; domain elements are named below
each column of instances.

I Example 24. A stabilising chase sequence might not be unique. For the set Σ of TGDs
from Example 12, parallel chase steps as in (2.a) of Definition 22 yield instances that contain
finite initial segments R(a0 , a1 ), S(a1 , a2 ), . . . and S(b0 , b1 ), R(b1 , b2 ), . . . of parallel chains as
in Figure 1a. Non-embedding homomorphisms collapse the lower chain into (a longer future
version of) the upper, or vice versa. In each case, the chase produces initial segments of a
single infinite chain, which might begin with R or S depending on the chosen homomorphism.
For a particular stabilising chase sequence, however, the instances occurring in the i-th
positions of the sequence will eventually stabilise to a unique structure.
I Definition 25. An instance I is stable for position i in a stabilising chase sequence Q if
there is k ≥ 0 such that I = Qk0 ,i for all k 0 ≥ k.
I Lemma 26. There is a unique stable instance for every stabilising chase sequence Q and
position i ≥ 0. This stable instance is a core.
Proof. There are three ways in which the finite structure Q`,i may evolve for some ` ≥ 0:
(1) Q`,i = Q`+1,i ; (2) ∆Q`,i ⊃ ∆Q`+1,i ; or (3) RQ`,i ⊂ RQ`+1,i for some relational symbol R.
The (not mutually exclusive) cases (2) and (3) can only occur for a finite number of times.
For (2), it is clear that the finite domain cannot decrease in size infinitely often. Moreover,
domain elements are only ever renamed if two of them are merged by a homomorphism
during rewriting. The finite bound for (3) follows since there can only be at most finitely
many relations over a finite domain. Therefore, there is some k for which Qk,i is stable.
Stable instances are cores: otherwise they would admit a non-embedding endomorphism,
which would eventually be used in step (2.b) of Definition 22, contradicting stability.
J
We may therefore denote the stable instance for position i in Q by st(Q, i), and use the
sequence of stable instances to define an infinite structure:
I Definition 27 (Stable Chase). If Q is a stabilising chase sequence for some set Σ of TGDs,
S
then (st(Q, i))i≥0 is a stable chase sequence for Σ, and i≥0 st(Q, i) is a stable chase for Σ.
I Example 28. In Figure 4, all instances below the dashed line are stable in the stabilising
chase sequence Q from Example 23 (using the TGDs Σ from Example 13). The corresponding
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stable chase sequence is (S i )i≥0 where, for every i ≥ 0, S i is a chain of length 2i of elements
connected by R and S. This sequence S is unique up to isomorphism in this case. The stable
chase for Σ then is a two-way infinite chain of elements sequentially connected by R and S.

6

Properties of the Stable Chase

We start by showing that every set of TGDs admits a stable chase. We then show that
the stable chase algorithm yields a model of Σ (Theorem 30) that is BCQ-equivalent to Σ
(Theorem 31), and that is a core (Theorem 32). We show that it satisfies all full incidental
dependencies (Theorem 33) and that it coincides with the result of the core chase in finite
cases (Theorem 34). Nevertheless, we observe that the stable chase is neither unique nor a
universal model. Finally, we show the existence of another BCQ-equivalent model that is a
core and entails all incidental dependencies.
I Theorem 29. Every set of TGDs has a stable chase sequence.
Proof. We show that every set of TGDs admits a stabilising chase sequence Q. Indeed, let
Q = Q0 , Q1 , . . . be a stabilising chase sequence constructed as follows:
1. Set Q0 as the singleton sequence containing the empty instance.
2. For every k ≥ 0: If every homomorphism h : Qk,i → Qk,j for every 0 ≤ i ≤ j is
an embedding, then let Qk+1 = Qk,0 · · · Qk,`(k) Σ(Qk,`(k) ). Otherwise, Qk+1 is the
h-rewriting of Qk with h some (arbitrarily chosen) non-embedding homomorphism from
some instance of Qk to another.
It is clear that the resulting series Q satisfies 1 and 2 from Definition 22.
It remains to verify the fairness condition on the application of step (2.b). Consider some
k ≥ 0, some 0 ≤ i ≤ j, and some non-embedding homomorphism h : Qk,i → Qk,j . Then,
let Qk0 be the sequence in Q with the same length as Qk such that k 0 is maximal (note
that, k 0 ≥ k). By item (2) and Definition 22, every homomorphism from Qk00 ,i to Qk00 ,j with
k 00 ≥ k 0 is an embedding. Moreover, we can show via induction that there is a homomorphism
h0 : Qk,j → Qk00 ,j for every k 00 ≥ k 0 . Note that, given some k 00 ≥ k, the existence of a
non-embedding homomorphism h00 : Qk00 ,i → Qk,j would imply the existence of another
homomorphism from Qk00 ,i to Qk00 ,j which is not an embedding either (namely, h0 ◦ h00 ).
Hence, for every k 00 ≥ k 0 , every homomorphism h00 : Qk00 ,i → Qk,j is an embedding.
J
I Theorem 30. If C is a stable chase for Σ, then C |= Σ.
Proof. Let Q be the stabilising chase sequence from which C was extracted. Consider any
rule ϕ → ∃y.ψ ∈ Σ that is applicable to C based on some homomorphism h : Iϕ → C. Since
Iϕ is finite, there is i ≥ 0 such that h restricts to a homomorphism Iϕ → st(Q, i). Let k be
the least number such that Qk,i = st(Q, i). By Definition 22, we find that Qk,i ⊆ Qk,j for all
i ≤ j ≤ `(k). Moreover, there is k 0 > k with `(k 0 ) = `(k) + 1 and Qk0 ,`(k)+1 = Σ(Qk0 −1,`(k) )
(step 2.a). Since st(Q, i) = Qk,i = Qk0 −1,i ⊆ Qk0 −1,`(k) , rule ϕ → ∃y.ψ is applicable to
Qk0 −1,`(k) under h. Therefore, Qk0 ,`(k)+1 contains the result of this rule application, and by
Definition 20 this remains true (possibly for some renaming of new nulls) in st(Q, `(k) + 1)
and hence in C.
J
I Theorem 31. If C is a stable chase for Σ, then C and Σ are BCQ-equivalent.
Proof. By Theorem 30 and the definition of BCQ entailment, Σ |= q implies C |= q for all
BCQs q.
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For the converse, let Q be some stabilising chase sequence for C. We show that C |= q
implies Σ |= q for every BCQ q. By compactness, it suffices to show that st(Q, i) |= q implies
Σ |= q for all for any i ≥ 0. We show the stronger claim Qk,i |= q implies Σ |= q for all i ≥ 0
by induction on k.
For the base case, Q0,0 is the empty instance, and the claim is immediate. Now assume
the claim holds for all instances of Qk . Definition 22 has two ways for constructing Qk+1 :
(2.a) Then the only new instance is Σ(Qk,`(k) ). Since the claim holds for I = Qk,`(k) , we
find that Σ |= qI for the corresponding BCQ qI . Therefore, any rule application that is
possible on I is possible (up to isomorphism) in any model of Σ, and hence Σ |= qΣ(I) ,
which entails the claim.
(2.b) Let h : Qk,i → Qk,j be the homomorphism used for the rewriting. Then h restricts to a
homomorphism Qk+1,i → Qk,j . By Definition 22, we find that Qk+1,i0 ⊆ Σ(Qk+1,i0 −1 )
for all i0 > i. Therefore, Qk+1,`(k) ⊆ Σ`(k)−i (Qk+1,i ) (‡). It suffices to consider BCQs
q that are entailed by Qk+1,`(k) (where `(k) = `(k + 1)), since they subsume all BCQ
entailment in any instance of Qk+1 . By (‡), Qk+1,`(k) |= q implies Qk+1,i , Σ |= q.
Using the homomorphism h : Qk+1,i → Qk,j , we get Qk,j , Σ |= q and hence Σ |= q.
J
I Theorem 32. If C is a stable chase for Σ, then C is a core.
Proof. By Definition 27, there is some rewritten chase sequence S = S 0 , S 1 , . . . with
S
C = i≥0 S i . Moreover, for every i ≥ j ≥ 0 and every homomorphism h : S i → S j , h is an
embedding. Since every element of S is finite, every homomorphism h mapping such element
to C is also an embedding. Since S i−1 ⊆ S i for every i ≥ 1, we conclude that S is a core
cover for C. Therefore, we can apply Theorem 16 to show that the theorem follows.
J
The previous observation that the stable chase sequence yields a core cover, together
with the BCQ-equivalence of stable chase and Σ (Theorem 31), lets us apply Theorem 18 to
conclude that the stable chase does indeed characterise the full incidental dependencies:
I Theorem 33. Every stable chase of Σ entails exactly those full dependencies that are
incidental for Σ.
As one would expect in the light of Theorem 8, the stable chase does not constitute a
semi-decision procedure for incidentality or non-incidentality. On the one hand, the stable
chase may not terminate, on the other hand we cannot even decide if a given finite instance
in a stabilising chase sequence is already stable.
The core chase can be viewed as a special case of the stable chase procedure, since it
can be obtained by prioritising step (2.b) in Definition 22, while applying it only to the
last instance in a chase sequence Qk (this forces the homomorphism that is used to be an
endomorphism). For finite models, this does not change the outcome, and indeed the stable
chase coincides with the core chase whenever the latter is defined:
I Theorem 34. If a set Σ of TGDs has a finite universal model, then the stable chase over
Σ is equal to the result of the core chase, up to isomorphism.
Proof. Deutsch et al. showed that the core chase yields a finite universal model in this
case [14, Theorem 7]. Let U be this model, and let C be a stable chase of Σ. Since U is
universal, there is a homomorphism h : C → U, since C is a model (Theorem 30). Moreover,
since U is finite, U |= qU , and since U and C are BCQ-equivalent (Theorem 31), there is a
homomorphism h0 : U → C. Therefore, the function h ◦ h0 is an endomorphism over C with a
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Figure 5 Instances I (left), J (middle), and K (right). Roles U, V, R, and S are represented
with dashed and black, dashed and orange (possibly grey), black, and orange (possibly grey) arrows,
respectively; dotted edges indicate the continuation of a sequence of elements up to some length.

finite range. Since C is a core (Theorem 32), every endomorphism (including h ◦ h0 ) must be
injective and hence, C must be finite. Since C is finite, BCQ-equivalent to U, and a core, we
conclude that C is equal to U up to isomorphism.
J
We continue with some limitations of the stable chase: it may not yield a universal
model, it may admit uncountably many non-isomorphic results, and it cannot be used to
characterise non-full incidental TGDs. As already pointed out in Section 4, there are sets of
TGDs that only admit universal models which are not cores (e.g., see the set of TGDs from
Example 14). Hence, since the stable chase is guaranteed to yield a core (Theorem 32), it
may not always produce a universal model. To illustrate the other limitations, consider the
following example.
I Example 35. Consider a set Σ of TGDs containing the following dependencies.
∃x, y.V (x, y)
V (x, y) → ∃z.V (y, z)

U (x, y) ∧ R(y, z) → U (x, z)
U (x, y) ∧ S(y, z) → U (x, z)

V (x, y) → ∃z, w.U (x, z) ∧ R(z, w)

R(x, y) → ∃z.S(y, z)

V (x, y) → ∃z, w.U (x, z) ∧ S(z, w)

S(x, y) → ∃z.R(y, z)

Moreover, let I, J , and K be the instances depicted in Figure 5.
By iteratively applying the chase step (2.a) from Definition 22 during the computation of
some stabilising chase sequence Q of Σ, we can produce an instance such as I containing an
arbitrarily long V chain, and two alternating R and S chains linked to every element vi of
such V -chain. Applying step (2.b) from Definition 22, we can, for each pair of chains in I
linked to the same vi , collapse the lower chain into the upper, or vice versa. In each case, the
chase will produce initial segments of a single alternating infinite chain, which might begin
with R or S. Applying such h-rewritings, we can produce instances such as J and K.
The h-rewritings discussed above are somehow similar to the rewriting discussed in
Example 24. However, in the current example, we have an infinite number of rewritings to
consider–one for each element vi in the infinite V chain. Taking into account all of these
choices, we can generate uncountably many different stable chase sequences which can in
turn be used to define uncountably many non-isomorphic stable chases.
Finally, note that there are (non-full) incidental TGDs for Σ, such as V (x, y) → ∃z.V (z, x),
which are not entailed by any stable chase of Σ.
As highlighted by the previous example, instances resulting from the stable chase sequence
may not be used to characterise non-full TGDs. Nevertheless, we can show that, for a set of
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TGDs, there is an instance that satisfies all incidentals. While this result shows the existence
of a suitable structure, it does not offer a constructive way of approximating it, since it relies
on the (infinite) set of all incidentals to be given.
I Theorem 36. Given a set Σ of TGDs, there is an instance I such that:
1. I is a core;
2. I |= Σ;
3. BCQ(I) = BCQ(Σ); and
4. ρ ∈ ICDT(Σ) iff I |= ρ, for any TGD ρ.
Proof. To show this theorem we sketch how one can adapt the stable chase so that it can
deal with infinite sets of TGDs. In this case infinite instances may occur in a stabilising chase
of ICDT(Σ) and hence, the stable chase is not well-defined. To avoid this, we slightly modify
Definition 22: In (2.a), instead of setting Qk+1 as the extension of Qk with ICDT(Σ)(Qk,`(k) ),
we define this sequence as the extension of Qk with ρ(Qk,`(k) ) for some ρ ∈ ICDT(Σ).
Moreover, we must also ensure fairness of the application of the rules in ICDT(Σ); i.e., each
rule in ICDT(Σ) must be applied after the computation of a finite amount of sequences. With
this modified version of the stable chase, one can show that it maintains its main properties.
Then, by Theorem 29 there is some stable chase I of ICDT(Σ) which, by Theorem 32,
I is a core; by Theorem 30, I |= ICDT(Σ) and hence, I entails all subsets of ICDT(Σ),
including Σ; and by Theorem 31, BCQ(I) = BCQ(Σ). Also, if ρ ∈ ICDT(Σ), then I |= ρ since
I |= ICDT(Σ). Conversely, if I |= ρ then ρ(q) ∈ BCQ(Σ) for every q ∈ BCQ(Σ). Therefore,
by Theorem 4, ρ ∈ ICDT(Σ).
J

7

Conclusion

To the best of our knowledge, this is the first study on constraint implication in the presence
of arbitrary theories of tuple-generating dependencies. This idea is embodied in our new
notion of incidental dependencies, which correspond to constraints that can be safely assumed
to hold when checking BCQ entailment, despite not being a consequence of the given TGD
set. Even for a single, fixed instance, finding incidental dependencies remains a challenging
problem which is highly undecidable.
Our work reveals close connections between incidental dependencies and cores. If a
finite universal model exists, its unique core perfectly characterises the incidentals. The
correspondence breaks down if models become infinite, but we can still find cases where cores
characterise at least all full incidental dependencies. However, one then has to be content
with cores that are BCQ-equivalent to the universal models, but that are not universal
themselves. To obtain such cores, we presented the stable chase as a generalisation of the
core chase that can be used to build infinite models, and which is interesting in its own right.
On the theoretical level, several questions remain for future work: Is there a construction
alike the stable chase which produces a BCQ-equivalent model which is indicative of all
incidental TGDs (not just the full ones), without knowing all incidentals beforehand? What
are the computational characteristics of Incidental for restricted classes of TGDs (such
as guarded [4], sticky [10], etc.)? Obviously, all classes that warrant a finite universal
model (such as diverse versions of acyclic TGDs [16, 24, 21, 13] and full TGDs) guarantee
decidability, but the exact complexity of checking incidentality of individual TGDs would
still be of interest. Further questions arise when considering equality-generating dependencies
in addition to TGDs. Finally, it is of great importance to understand how known incidentals
can be exploited toward more efficient practical query answering, as already suggested in
some previous works [22, 25].
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Appendix: Proof of Theorem 8

I Theorem 8. Incidental is Π02 -complete, and in particular neither in RE nor in coRE.
Proof. For membership note that we can characterise incidentiality by quantifying over
(finite) derivations (or proofs) in some theory. Indeed, a TGD ρ is incidental for Σ if: for
all derivations that show Σ ∪ {ρ} |= q for some BCQ q, there is a derivation that shows
Σ |= q. Using Gödel numbers for representing derivations, this condition can be expressed as
a ∀∃-sentence in first-order arithmetic.
We show hardness by many-one reduction from the universal halting problem, which is as
follows: given a (deterministic) Turing machine M, does M halt on all inputs? Universal
halting is known to be complete for Π02 (see [26, Theorem VIII], and apply Post’s Theorem).
For the reduction, we construct for a given TM M a set ΣM of TGDs and a full TGD ρ
such that ρ is incidental for Σ iff M halts universally. The rules of ΣM consist of three parts:
Σ1 ensures that each model contains representations of all possible inputs; Σ2 simulates M
on a particular input; Σ3 marks elements of an accepting TM simulation with a specific
unary relation halted. The rule ρ then asserts that initial elements in TM simulations are
always marked by halted, which is incidental if all runs have indeed terminated.

ICDT 2018

12:18

Preserving Constraints with the Stable Chase

In detail, let Q be the set of states, Γ be the tape alphabet with blank symbol , and
δ : Q × Γ → Q × Γ × {r, l} the (total, deterministic) transition function of M. Let qs , qe ∈ Q
be the starting and halting state, respectively. We assume without loss of generality that M
never returns to qs during a run. Our encoding uses the following unary relation symbols:
symbolσ : marks tape positions with symbol σ ∈ Γ
headq : marks tape position of head with TM in state q ∈ Q
end: marks last (explicitly represented) tape position
halted: used to mark halting configurations
as well as binary relations g, f (used to generate inputs), right, right+ (right tape neighbour
and its transitive closure), and next (tape cell in next configuration).
Now Σ1 contains the followig rules
→ ∃y.symbol (y)

(4)

symbolσ (x) → ∃y.g(x, y) ∧ symbolσ0 (y)

(5)

symbolσ (x) → ∃y.f (x, y) ∧ symbolσ (y) ∧ headqs (y)

(6)

symbolσ (x) ∧ g(x, y) ∧ f (y, z) → ∃v.f (x, v) ∧ right(z, v)

(7)

symbol (x) ∧ f (x, y) → end(y)

(8)

each instantiated for all σ, σ 0 ∈ Γ. Models of Σ1 projectively contain an infinite g-tree
with root labelled symbol (4) and other nodes labeled by symbols symbolσ (5). Each node
f -relates to the start of an initial sequence (6), which continues as a parallel copy of the
finite path up until the root of the tree (7). The last cell of each initial tape is marked with
end (8).
The set Σ2 that simulates M is defined as follows. The following rules generate an infinite
grid of TM tapes, with each tape one cell longer than the previous:
end(x) → ∃v, w.next(x, v) ∧ right(v, w) ∧ end(w) ∧ symbol (w)
right(x, y) ∧ next(y, z) → ∃v.next(x, v) ∧ right(v, z)

(9)
(10)

For every transition δ(q, σ) = hq 0 , σ 0 , ri, Σ2 contains a rule:
headq (x) ∧ symbolσ (x) ∧ right(x, y) ∧ next(x, x0 ) ∧ next(y, y 0 )

(11)

→ symbolσ0 (x0 ) ∧ headq0 (y 0 )
and for every transition δ(q, σ) = hq 0 , σ 0 , li the rule
headq (x) ∧ symbolσ (x) ∧ right(y, x) ∧ next(x, x0 ) ∧ next(y, y 0 )

(12)

→ symbolσ0 (x0 ) ∧ headq0 (y 0 ).
Finally, Σ2 also contains the following rules for all σ ∈ Γ and q ∈ Q:
right(x, y) → right+ (x, y)
+

+

right(x, y) ∧ right (y, z) → right (x, z)

(13)
(14)

+

0

0

(15)

+

0

0

(16)

symbolσ (x) ∧ right (x, y) ∧ headq (y) ∧ next(x, x ) → symbolσ (x )
symbolσ (x) ∧ right (y, x) ∧ headq (y) ∧ next(x, x ) → symbolσ (x )

Rules (13) and (14) define right+ to be (a superset of) the transitive closure of right, used by
rules (15) and (16) to preserve tape contents at positions different from the head position. It is
not hard to see that rules (9)–(16) create a simulatation of M for each starting configuration.
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Finally, Σ3 contains the rules
headqe (x) → halting(x)

(17)

right(x, y) ∧ halting(y) → halting(x)

(18)

next(x, y) ∧ halting(y) → halting(x)

(19)

which propagate halting back to the first position of the first tape if the TM ever reaches qe .
We claim that ρ is incidental for ΣM = Σ1 ∪ Σ2 ∪ Σ3 iff M is universally halting. Indeed,
if M is universally halting, then any universal model of ΣM will have halting propagated
back to the first cell of the first tape in each TM simulation, so that the rule is already
satisfied in this model.
Conversely, if M is not universally halting, then there is an input w = w1 · · · wn on
which it does not halt. Any universal model of ΣM contains an initial tape for w, with the
first position not marked by halting. The BCQ ∃x.halting(x1 ) ∧ headqs (x1 ) ∧ symbolw1 (x1 ) ∧
right(x1 , x2 ) ∧ . . . ∧ symbolwn (xn ) ∧ right(xn , xn+1 ) ∧ end(xn ) is not entailed by ΣM but by
ΣM ∪ {ρ}.
J
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1

Introduction

One of the most basic tasks in data analysis is to identify correlations between data sources,
modeled as random variables. Discovered correlations are used to remove unnecessary
features, to build predictive models, and to identify unexpected behaviors and dependencies.
In this paper, we consider the most common measure of correlation: the Pearson productmoment correlation coefficient, which describes the linear relationship between a pair of
random variables. This measure is simple to state and interpret: it is computed as the
(sample) covariance of the two variables, divided by the product of the corresponding standard
deviations. It ranges from −1 (strong negative correlation) through 0 (no correlation) to +1
(strong positive correlation). Hence, we are typically interested only in attribute pairs with
correlation close to 1 in (absolute) magnitude.
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For large numbers of variables, it can quickly become infeasible to compute the correlations
of all of the quadratically many pairs. However, our observation is that most correlations
are uninteresting: for many kinds of data, we expect that most pairs of variables would not
display any (strong) correlation. For example, if we consider the activity profiles of users
of a large web service, then we do not expect many pairs to be strongly correlated (there
may be weak correlations due to similar time-of-day and day-of-week behavior)—any strong
correlation between a pair would be unusual, indicating potentially nefarious activity worthy
of further investigation. We model this by assuming that the number of correlated pairs is
asymptotically smaller than the quadratically many possible pairs.
With this in mind, we can ask the following questions: given a stream of observation
data, can we identify all correlation outliers (unusually large correlation coefficients, defined
by being greater in magnitude than some parameter φ) with query time cost sub-quadratic
in the number of variables and sub-linear in the number of observations?
This can be accomplished using a combination of a Fast Johnson-Lindenstrauss Transform
(FJLT, to compress the rows of the input matrix) and Locality Sensitive Hashing (LSH, to
efficiently find the outlier pairs). However, for small φ, the query time of this strategy looks
like n2−Θ(φ) , even as we shrink√all the non-outlier correlations down to 0. Valiant [19] showed
how to improve this to n2−Θ( φ) , but we would like to remove the dependence on φ from
the exponent of n.
This paper describes an algorithm which takes sketches of the rows and uses fast matrix
multiplication to quickly transform them into an approximation of a sketch of the correlation
matrix. We then remove the 1’s along the diagonal, and use a heavy hitters recovery technique
to pull out the outliers.
We then provide analysis for this algorithm, showing that for constant Frobenius norm1
of the non-outlier non-diagonal correlations, this query process can be performed in time2
Õ(φ−2 n5/3 ), assymptotically better than LSH for small enough φ. However, this comes at
the cost of requiring much larger sketches of the input matrix rows.

2

Preliminaries

2.1

Models

We treat the observation data as defining an n × p matrix of reals, M. Here, n denotes
the number of attributes, while p indexes the different observations. Hence, each of the p
columns represents an independent observation of some n-dimensional random variable. We
label the columns (observations) as x(i) for i ∈ [p]. For this data, we can apply standard
definitions of covariance and correlation.
I Definition 1. Recall that:
The sample mean is given by x =

1
p

Pp

i=1

x(i) .

1
The sample covariance is given by V = p−1
(M − xeT )(M − xeT )T , where e is the
p-dimensional vector with entries all ones.
1
1
The sample correlation is given by C = Σ− 2 VΣ− 2 , where Σ is the diagonal matrix
consisting of the diagonal entries of V.

1

1

For matrix A, the Frobenius norm is kAkF = (

2

Using the convention that Õ(·) is the O(·) cost with log factors suppressed.

P

A2i,j ) 2 .

i,j
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Essentially, the covariance is found by shifting the rows of M to have mean 0 and then
1
taking inner products between them normalized by a factor of p−1
. The definition of the
correlations is similar, but further normalized by diving out the standard deviations.
It will be useful for our analysis to have notations for the rows of M with the shift
normalization applied.
I Definition 2. For each row vector y(i) :
Let the standardized row vector ŷ(i) be given by ŷ(i) =

ŷ(i) −x̄i eT
.
kŷ(i) −x̄i eT k2

The observation matrix M is input as a stream of m updates hu1 , u2 , · · · um i arriving one
at a time. Starting from the zero matrix M(0) = 0, each update us describes a change to be
made to M(s−1) in order to determine M(s) . By the end of the stream, we have M(m) = M.
The format of the updates depends on the exact choice of stream model—we will consider
three variants: row-wise permutation, column-wise permutation, and turnstile.
Row-Wise Permutation Stream (RPS). In this model, the updates are simply a list of the
entries of M, one row at a time. With each step from M(s−1) to M(s) , one entry is changed
from 0 to its final value. Entries in the same row arrive contiguously, so each row is filled
out one after the other. Without loss of generality, we can assume that rows arrive in index
order, so that Mi,j ← u(i−1)p+j Since each entry is set exactly once, the stream has length
m = np. The arrival of each new row corresponds to adding a new attribute to the data set.
Column-Wise Permutation Stream (CPS). This model works the same as the row-wise
version, but with entries arriving as contiguous columns. Again, m = np but now Mi,j ←
u(j−1)n+i . The arrival of a new column corresponds to adding a new observation (e.g. from
a new time step).
Turnstile Stream (TS). The turnstile model is the most general that we consider. Here
updates are of the form ut = (α, i, j) indicating that the (i, j)th entry should be incremented
(s)
(s−1)
by α ∈ R. That is, Mi,j ← Mi,j + α, while all other entries remain the same. Changes
happen in any order, and entries can change any number of times as long as the correct state
is reached by the end of the stream. Hence, the stream length m is arbitrary.
Both RPS and CPS are then special cases of this model. TS represents the situation
where each of the observed values needs to be aggregated from a variety of sources. For
example: suppose the entries in our observation matrix represent the number of requests for
a specific resource (indexed by rows) at a specific site (indexed by columns) in a distributed
system. Then, the number of requests at each node will need to be accumulated to produce
the actual observation data.

2.2

Problem Statement

In what we term the correlation outliers problem, we are given a stream describing M
(according to one of the three models), and three parameters: k, φ, and R. We make use of
the following concepts:
I Definition 3. For the sample correlation matrix C (of M):
Let Largeφ ⊂ [n]2 refer to the set of index pairs of off-diagonal entries of C which have
magnitude at least φ.
Let C−k refer to the matrix obtained by taking C, removing all the diagonal entries, and
removing the k largest magnitude off-diagonal entries (replacing them with 0’s).
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The problem is then to maintain a summary of the stream so that all index pairs contained
in Largeφ can be retrieved with high probability (o( n1 ) chance of failure), provided that
|Largeφ | ≤ k and kC−k kF ≤ R. Since the full input can be trivially maintained in O(np)
space, we seek solutions with space cost that is o(np). Further, the summary should be quick
to update (taking polylogarithmic time) and, at the end of the stream, the query routine
should run in time o(n2 ).
Parameter Regimes of Interest. We argue that the assumption that k, the number of
highly correlated pairs, is o(n2 ) is a reasonable one: otherwise, simply reporting all the
correlated pairs would take quadratic time, and naive exhaustive solutions would suffice.
Prior work has made various assumptions to limit the scale and quantity of the correlations.
In particular, Valiant’s ‘light bulb problem’ [20] considers the case when all vectors are chosen
uniformly at random from the Boolean hypercube, except for one correlated pair. In this
setting, the expected correlation of the uncorrelated pairs is 0, and the observed values are
bounded by O(p−1/2 ).
Our problem description similarly models the underlying correlation matrix as having k
“large” pairs with correlation magnitude ≥ φ and all other (off-diagonal) correlations have a
Frobenius weight of at most R. Our results provide the most interesting bounds when we
take R to be polynomially small as a function of the number of vectors n. We argue that
this is consistent with analogous problems, such as in compressed sensing, sparse Fourier
transform, and coding theory. In these settings, it is common to study the case when the
target vector is sparse, i.e. outside of the k non-zero values, the data is exactly zero [17];
noisy with zero mean [5]; or asymptotically decaying polynomially [8] All of these cases fall
within our model of constant R as long as p is some moderately high degree polynomial of n.

2.3

Our Contributions

We describe an algorithm which answers the correlation outliers problem in the turnstile
streaming model. We analyze its space and time costs, and show that they meet the desiderata
above. Our algorithm stores a separate sketch of each row of M (described in Section 2.5).
Comparing these directly would still take time Θ(n2 ) to perform an all-pairs comparison.
Instead, we achieve an improved query time with the following three ideas:
By randomly assigning variables into Π groups, and linearly combining the (sketched)
information of all variables in the same group we can go from having to consider n2 pairs
of variables to Π2 pairs of groups. This can be seen as a second level of sketching. This
has previously been used in the offline setting for Valiant’s Boolean correlation outliers
algorithm [19].
Error correcting codes are composed with the grouping step (including/excluding variables
from groups based on code bits) in a way that allows us to recover the identities of large
entries in a particular group pair using the decoder. This has previously been used for
heavy hitters problems on sketches (see: [9, 16, 14]).
Fast matrix multiplication algorithms allow us to quickly generate batches of sketch
estimates of inner products. This speeds up the evaluation of the inner products between
pairs of groups. Then checking whether the results of these computations exceeds a given
threshold produces the strings of bits for the decoder.
Several other offline algorithms can be similarly implemented under this sketch-and-search
strategy, notably Locality Sensitive Hashing [10] and the approximate Closest Pair algorithm
of Valiant [19]. We compare these with out method below.
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We note that the LSH and Closest Pair algorithm consider slightly different input
assumptions from us which makes the comparison a little tricky. While in this paper we
consider a bound R on the total Frobenius weight of the non-outlier pairs, these other
algorithms consider an input with non-outlier pairs having a correlation magnitude smaller
than a flat threshold φ1 .
Since we are motivated by the case when R is constant, we include in the table the costs
for these other two algorithms in the case when φ1 tends to 0. For details of this as well as
minor modifications for the streaming setting see Section 2.4.
Our main result is stated in full in Theorem 20. Using θ = 2/3 we get:
Technique
Full Search
LSH

Models
All
All

Valiant
Our Approach

All
All

Sketch Size
Õ(φ−2 n)
Õ(n)
Õ(n)
(k2 +

5/3

Õ(n

R2
))
φ2

Query Space
Õ(φ−2 n)
Õ(n)
√
Õ(n2−Θ( φ) )
2
))
Õ(n5/3 (k2 + R
φ2

Query Time
Õ(φ−2 n2 )
Õ(kn2−Θ(φ) )
√
Õ(kn2−Θ( φ) )
2
))
Õ(φ−2 n5/3 (k2 + R
φ2

This space usage is o(np) and subquadratic in n for p ∈ Ω(n2/3+ ) and constant k, R, φ.

2.4

Related Work

Locality Sensitive Hashing. Asking for high correlation is equivalent to looking for small
Euclidean distance between the standardized (normalized and centered) row vectors. A
√
correlation of φ corresponds to a distance on the sphere of 2 − 2φ. Hence, this problem
can be solved using Euclidean Locality Sensitive Hashing (LSH). Negative correlation outlier
pairs can be found by simply considering every row and its negation.
The LSH framework is parameterised by c > 1: the ratio dd12 between d1 , the smallest
distance between “dissimilar” items and d2 , the largest distance between “similar” items. To
compare the efficiency of different families of hash functions, we talk about their sensitivity ρ
1/p1
as a function of c. This is given by ρ = log
log 1/p2 where p1 and p2 are the collision probabilities
of the similar and dissimilar pairs respectively. The best known Euclidean LSH algorithms
have ρ = c12 + o(1) (data independent, [10]) and ρ = 2c21−1 + o(1) (data dependent, [4]).
For n input vectors of d-dimensions, the framework can be used to find all similar
pairs with high probability in Õ(nd) space and Õ(n1+ρ d) time. Notice that we can save
space compared with the normal operation of the framework, since we can check for similar
pairs and scrap the results of each hash function before moving on to the next. Assuming
outlier correlations are greater than φ0 , and non-outlier correlations are smaller than φ1 ,
we can use a Fast Johnson-Lindenstrauss Transformation to compress input rows to length
O(−2 log n), distorting the pairwise distances by at most (1 ± ). Then we can do LSH with

2 

1−φ0
2−Θ(φ0 )
c2 = 1−
),
1+
1−φ1 . This gives us a space cost of Õ(n) and a time cost of Õ(n
even if  goes to 1 and φ1 goes to 0.
Compressed Matrix Multiplication. Pagh [16] considered the problem of efficiently computing sparse or approximate matrix products. The key idea is that by choosing a particular
structure for the sketching functions, it is possible to quickly compute a sketch of the outer
product xyT , from sketches of x and y, through the use of FFTs (in time O(b log b) for
length b sketches). Since a matrix product ABT can be decomposed into a sum of such outer
products between corresponding columns, this allows for efficient computation of matrix
products from sketches of columns.
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As the algorithm only requires access to matched columns of A and B one at a time, in
the special case of A = B this approach can be used in the CPS model to build a sketch
of AAT . In particular, we can build a sketch of the covariance matrix V in this streaming
model, from input observation matrix M, with update time cost O(b log b) (O(1) amortized,
since n dominates b log b) and space usage O(b). To recover dominant entries from these
sketches, Pagh describes an approach (building on [9, 16, 14]) that uses O(log2 n) sketches of
sub-matrices of AB, along with error correcting codes, to discover the identity of a small
number of entries which dominate the Frobenius norm of the product, with high probability.
This process runs in O(b log2 n) time and space. Putting these pieces together provides a
solution to a covariance outliers version of our problem in the CPS model.
Unfortunately, this approach cannot be adapted directly to the correlation outliers
problem. Large correlations between low variance signals would be drowned out by the
contribution from high variance signals that are much more weakly correlated. To apply
this technique, we would need to record the whole of M (perhaps feasible for small np), or
perform two passes over the stream—using the first to determine the variances, and then
using the covariance solution on the rescaled inputs with the second pass. Instead, we will
adapt the recovery process to work on different kinds of sketches.
Boolean Vectors. Valiant [19] showed how to quickly find a single correlated pair among
5−ω
Boolean vectors in time O(n 4−ω + + nd) ⊂ O(n1.62 + nd), where ω < 2.4 is the exponent of
matrix multiplication. They then used this along with embeddings into the Hamming space
to develop a Euclidean space approximate closest pair
algorithm capable of finding a (1 + )
√
approximation to the closest pair in time O(n2−Θ( ) ).
This algorithm can be adapted to solve our streaming problem in a similar manner to
LSH. We keep random hyperplane projections of each of the input vectors as sketches, and
then using their signs for the algorithm at query time. This takes only Õ(n) space and k
repetitions can be used to find k outlier pairs. Again, using the model where outliers
have
q

1
correlation magnitude above φ0 and non-outliers below φ1 , we can choose  = 1−φ
1−φ0 − 1.
This looks like Θ(φ0 ) even as φ1 goes to 0.
Karppa et al. [13] improved on this work, giving a faster algorithm for Boolean vector
2ω
outlier pairs, tending towards Õ(n 3 ) ⊂ Õ(n1.6 ) as the non-outlier correlations tend to 0.
Our approach uses several of the same ideas, such as Cartesian grouping and signed
aggregation of the rows, but as we are interested in a slightly different problem (with
vanishing rather than fixed-small-threshold non-outliers) we do not need to rely on the nice
concentration properties for Boolean vectors, and can apply these ideas directly on to the
Euclidean vectors - producing a fast and simple algorithm.

2.5

Sketches of Vectors

Our results make use of sketches of vectors. These can be thought of as random projections
from the original high-dimensional space down to a lower dimensional space, such that
geometric properties of the vectors are (approximately) preserved. In particular, given
vectors x and y, sketches exist that can estimate:

Squared Euclidean length kxk22 up to error kxk22 .

(1)

Inner product hx, yi up to error kxk2 kyk2 .

(2)
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Many results for such sketches are known, from the earliest (non-constructive) results based
on the Johnson-Lindenstrauss lemma [11], the tug-of-war sketches due to Alon, Matthias,
Szegedy and Gibbons [3, 2], and several more [1, 15, 12]. For concreteness, we will adopt the
so-called (fast) AMS sketches (explained in [7]). These create a sketch of size O(−2 log 1/δ)
so that any query obtains the above claimed  guarantee with probability at least 1 − δ,
where the probability is over the random choices used to determine the random projection.
The AMS sketching procedure maps (linearly and randomly) the space of p-dimensional
vectors to the space of d × b matrices. Each row of the output sketch is obtained by premultiplying the input vector by a diagonal matrix whose entries are Rademacher (uniformly
random ±1), and then pre-multiplying by a b × p sparse matrix where each column has
a single 1, with 0 everywhere else3 . This process generates one row of the sketch, and is
repeated independently d times to generate all rows. The stated (, δ) guarantee can be
achieved for d ∈ Θ(log 1/δ) and b ∈ Θ(−2 ). As they are a sparse linear transformation of
their input, any addition to an entry in the sketched vector can be applied to the sketch in
time O(d) = O(log 1/δ).
I Definition 4. Let:
AMS,δ refer to a distribution of random linear maps corresponding to fast AMS sketches
with the stated (, δ) norm and inner product approximation guarantees ((1) and (2)).
(, δ)-sketch transformation S be a linear map drawn from AMS,δ .
The symbol
represent the binary operation of performing the inner product query
between two sketches. So S(x) S(y) ≈ hx, yi, and S(x) S(x) ≈ kxk22 .
One application of sketches is to estimate the value of a particular index in a vector. This
can be achieved as a special case of an inner product query: we use the sketch to estimate
hx, ei i, where ei is the vector that is 1 at location i and 0 elsewhere. The guarantee ensures
that we obtain an estimate with error at most kxk2 . This use of sketches is referred to as a
Count sketch [6].

3

Algorithm and Analysis

3.1

Algorithm Overview

Our algorithm works in the most general stream model we considered, the turnstile model.
At a high level, our algorithm consists of:
An initialization procedure to set up the sketch data structure.
An update procedure to process updates from the stream.
A query procedure to recover the suspected elements of Largeφ,k .
Our sketch structure is built on top of a collection of AMS sketches with standard
initialization and update procedures, plus some additional variables to keep running totals.
We will briefly review these procedures in Section 3.2, as well as discussing some basic
properties and routines required for the query algorithm.
The query process itself is based on two main ideas. First, we can take linear combinations
of AMS sketches and then perform inner product queries between them in order to estimate

3

The construction does not require the entries to be chosen fully independently at random, so it is common
to describe the sketch transformations in terms of hash functions drawn from limited independence
families. This allows the transform to be stored in polylogarithmic space.
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Algorithm 1: Update.
Input: TS model update us = (α, i, j)
1
2

r(i) ← r(i) + α · S(ej )
t(i) ← t(i) + α

Algorithm 2: Standardize.
1
2
3

for i ∈ [n] do
r(i) ← r(i) − (t(i) /p) · S(e)
r(i) ← (r(i) r(i) )−1/2 · r(i)

certain kinds of linear combinations of entries of C. Further, we can perform batches of such
queries quickly using fast matrix multiplication. And secondly, we can utilize error correcting
codes to identify the large magnitude entries in these linear combinations of entries even
with the error introduce by the AMS sketches.
Rather than fast matrix multiplication between combinations of rows, we could have
hoped to employ Pagh’s compressed matrix multiplication for our second layer of sketching.
w
However, to produce a w-bucket sketch would take time w log
for each row of the AMS
2
sketches. Then to control the variance of the output buckets, we would need w = n2 2 , giving
a time cost of Ω(n2 ) to build the secondary sketch.
The outline and the discussion of the query algorithm is therefore broken up into four
parts. In Section 3.3 we describe a “Cartesian sketch” which compresses a matrix by applying
a pair of independent transformations (each akin to the Count sketch), one row-wise and
one column-wise. Then, in Section 3.4 we show that we can use the error correcting code
technique to recover large entries from Cartesian sketches. Further, we show that the recovery
technique is robust to additional sources of noise per entry of the sketch. Next, in Section
3.5 we show how the AMS sketches in our structure can be used to build good enough
approximations of the Cartesian sketches to satisfy the noise limits. Finally, in Section 3.6
we analyze the overall space and time costs and discuss how to amplify the probability of
success. For brevity, full proofs are deferred to the Appendix, and we present informal proofs
in the main body to convey the high level ideas.

3.2

Row Sketching

For our data structure we will keep an AMS sketch of each row of the observation matrix
along with a running total. The choice of sketch parameters (, δ) will be made in the final
analysis in Section 3.6.
To initialize the structures, we randomly pick an (, δ)-sketch transformation S, and
initialize n sketches r(i) to all zeros. We also create n counters t(i) , initialized to zero.
Algorithm 1 shows how to apply a received update in the TS model. We use ej to indicate
the length p-vector consisting of a 1 in entry j and 0 everywhere else. The update simply
updates the ith sketch with index j, and updates the corresponding sum of weights, t(i) .
Let y(i) refer to the ith row of M for i ∈ [n]. By following these procedures we will have
P
r(i) = S(y(i) ) and t(i) = j∈[p] y(i) j at the conclusion of the stream.
An important operation we will need to be able to perform on these row sketches is to
standardize them. Recalling x and e from Definition 1, we define:
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I Definition 5. For a given row vector y(i) , the standardized vector ŷ(i) is given by:

ŷ(i) = (y(i) − xi eT ) ky(i) − xi eT k2 .
If we have a sketch S(y(i) ) we will refer to S(ŷ(i) ) as the standardized sketch.
In the RPS and CPS models we could keep track of the running sums of α2 for each
row, allowing us to compute the exact rescaling factor required to standardize the sketches.
However, in the more general TS setting, the best we can do is an approximation. Algorithm 2
describes the procedure for computing the approximately standardized sketches.
Initially, it may appear that to perform this standardization at query time, we need to
spend Ω(pd) time building the sketch S(e). However, we can amortize this cost during the
update phase. As long as at least p entries of the final M are non-zero, then we can build up
S(e) one entry per update by using a single counter to track which entries have been added.
In the atypical case that M is extremely sparse, we will need to add O(pd) to the query time
to complete the construction of this sketch.
I Lemma 6. After performing the standardize routine, the inner product query between
sketches r(i) and r(j) produces an estimate of Ci,j having 4 additive error with probability at
least 1 − 3δ, for  < 1/2.
Informal Proof. Each sketch approximates the sketch of a standardized row (r(i) ≈ S(ŷ(i) )
and the inner product query between sketches of standardized rows approximates the
correlation (S(ŷ(i) ) S(ŷ(j) ) ≈ Ci,j ). To get a small additive error on our estimates, we
then just need both sketches to be approximated well and the inner product query between
them to give a good results. Each of the three events occurs with probability (1 − δ).
The correlation between two rows can be expressed as the inner product of the corresponding standardized vectors. The sketches output by standardize approximate the true
standardized sketches. To get a small additive error on our estimate, we then just need both
sketches to be approximated well and the inner product query between them to give a good
result. Each of the three occurs with probability (1 − δ).
J

3.3

Cartesian Sketches

I Definition 7. For an n × n matrix A, we call Cart(A) a Π × Π Cartesian sketch of A if
for each (h, g) ∈ [Π]2 we have
X
X
Cart(A)h,g =
(s1 (x)s2 (y)Ax,y ) ,
P1 (x)=h P2 (y)=g

where s1 and s2 are independently selected from a pairwise independent family of random
sign functions [n] → {−1, +1}, and where P1 and P2 are functions [n] → [Π] selected
independently and uniformly at random from the set of functions:
{f : [n] → [Π] s.t. |f −1 (i)| = n/Π for each i ∈ [Π]}.
From this definition, we can see that a Cartesian sketch transformation is very similar to a
pair of independent Count sketch transformations (one performed row-wise, one column-wise).
The difference is the use of fully random partitioning functions which produce exactly equal
buckets. If we were performing exactly a pair of Count sketches, we would also have P1 and
P2 expressed as limited independence hash functions. However, the O(n log n) space needed
to store fully random permutations will not impact our asymptotic space usage and makes
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the subsequent analysis simpler. The entries of the sketches will be referred to as buckets,
and the (i, j)th entry of the original matrix A is said to be mapped to the (h, g)th bucket
(for a given choice of sketch functions) if P1 (i) = h and P2 (j) = g.
I Definition 8. Let Bh,g = {(i, j) ∈ [n]2 s.t. P1 (i) = h and P2 (j) = g}, i.e. the set of index
pairs mapped to bucket (h, g).

3.4

Recovery Process

Now we will describe how to apply the recovery process to a series of Cartesian sketches of a
given matrix. We will describe an algorithm which gives a constant probability of finding
any given element of Largeφ,k (Definition 3) and argue that it works.
For this procedure, we apply an error correcting code to encode row and column indices
(which take values in [n]) into a longer binary codeword. We will assume access to some
family of functions (over choices of n) with the desired properties to perform the encoding
and decoding. For a fixed n, let:
E : [n] → {0, 1}L log n and D : {0, 1}L log n → [n]
where L > 1 indicates how much bigger the codeword is compared to the input size. Here,
we write E and D for the encoder and decoder functions (respectively) of a scheme which
can recover from up to λL log n bit flip errors — i.e. an error rate of λ. That is, for any
length L log n binary word w with at most λL log n bits set to 1, we have4 D(E(i) ⊕ w) = i
for every i ∈ [n].
Error correcting codes are known to exist for L ∈ O(1) and λ ∈ Ω(1), which can be
implemented to perform encoding and decoding in O(log n) time and O(polylog n) space (for
example [18]).
I Definition 9. For each l ∈ [L log n] (each bit in the code words), we define a masking
matrix E(l) . This is a diagonal binary matrix where entry E(l) i,i is the lth bit of the code
word E(i). That is, E(l) i,i = E(i)l .
These masking matrices can be pre- or post-multiplied with C to mask rows or columns
(respectively) based on bits of their index encodings.
The recovery process is described in Algorithm 3. It takes as input sketches L(l) =
Cart(CE(l) ) and R(l) = Cart(E(l) C) for each l ∈ [L log n], for a randomly selected
Cartesian sketch transformation Cart.
To understand why this process should work, consider the special case where C is 0 on
all the non-large, off-diagonal entries. That is, the only non-zero entries are the diagonals
(which must be 1) and the entries corresponding to elements of Largeφ,k . In this situation,
the only entries contributing to the Cartesian sketches are entries of Largeφ,k corresponding
to unmasked rows and columns. Now, consider what happens in a bucket with a single
large entry mapped to it. Whenever the row or column of the large entry is masked, the
corresponding bucket value will be 0; and when the row and column are not masked, the
bucket value will have magnitude at least φ — in particular, greater than φ/2. This means
that, in the algorithm, on the outer loop corresponding to this bucket, I and J will be
exactly the code words corresponding to the row and column indices of the large entry. Hence,
the index pair of the large entry is added to Ω. So, isolated large entries will be correctly

4

Here ⊕ represents the “exclusive-or” bitwise operation between binary words.
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Algorithm 3: RecoveryStep.
Input: Cartesian sketches L(l) and R(l) for l ∈ [L log n], and Cartesian sketch
transformation Cart
Output: Index multiset Ω of suspected large entries
1
2
3
4
5
6
7
8

Create new empty multiset Ω
for (h, g) ∈ [Π]2 do
Create new empty strings I and J
for l ∈ [L log n] do
if |L(l) − Cart(E(l) )| ≥ φ/2 then Append 1 to I else Append 0 to I
if |R(l) − Cart(E(l) )| ≥ φ/2 then Append 1 to J else Append 0 to J
Append (D(I), D(J )) to Ω
return Ω

recovered in this special case, and as long as k is sufficiently smaller than Π we have a good
chance of any given large entry being isolated. To formalize this argument, and extend it to
the more general case, we define a few different events.
I Definition 10. For fixed C and a fixed coding scheme define the following random events,
over the random choice of sketch functions:
Let CorrectDecodeh,g be the event that the recovery process returns the “correct”
index for bucket (h, g). If there is exactly one of Largeφ,k in the bucket, then the correct
result is the index pair of that entry. Otherwise, any returned value is considered correct.
Let SmallErrorh,g,l be the event that the non-large entries of CE(l) − E(l) and E(l) C −
E(l) each contribute less than φ/4 to bucket (h, g) of their corresponding sketches. That
is, Cart(E(l) C−k )h,g has magnitude smaller than φ/4.
We begin with a lemma explaining the circumstances we are looking for to successfully
find a large entry.
I Lemma 11. If we have that: P [CorrectDecodeh,g ] ≥ 1 − x for all (h, g) ∈ [Π]2 , then
for any given (i, j) ∈ Largeφ,k , we have that (i, j) is in the list of index pairs produced by
RecoveryStep with probability at least 1 − x − 2k/Π.
From this lemma, we can see that if we can get a lower bound on the probability of
CorrectDecodeh,g for every (h, g) ∈ [Π]2 , then we can get an overall guarantee for the
recovery process.
I Lemma 12. If we have that: P [SmallErrorh,g,l ] ≥ 1 − y for all l ∈ [L log n], then
P [CorrectDecodeh,g ] ≥ 1 − y/λ.
The last piece we need is a lower bound on the probability of SmallErrorh,g,l .
I Lemma 13. Recalling Definition 3, we have:
P [SmallErrorh,g,l ] ≥ (1 − 32kC−k k2F /(Π2 φ2 )).
Now we have all the pieces we need to show that the recovery process works.
I Lemma 14. If we have that Π ≥ max{18k, 18kC−k kF /(φλ1/2 )}, then the output of
RecoveryStep will include any fixed index pair in Largeφ,k with probability at least 23 .
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Algorithm 4: Approximate.
Input: Approximately standardized row sketches r(1) , · · · , r(n) and functions P1 ,
P2 , s1 , s2 corresponding to a Cartesian sketch transformation Cart
Output: L(l) and R(l) , estimates of Cart(E(l) C) and Cart(CE(l) ) respectively,
for l ∈ [L log n]
1
2
3
4

5
6
7
8
9
10
11
12
13

for l ∈ [L log n] do
Initialize empty matrices L(l) and R(l)
for h ∈ [Π] do
Initialize left[h], right[h], leftMasked[h], rightMasked[h] as zero
sketches S(0) = 0
for i ∈ [n] do
left[P1 (i)] ← left[P1 (i)] + s1 (i) · r(i)
leftMasked[P1 (i)] ← leftMasked[P1 (i)] + E(l) i,i · s1 (i) · r(i)
right[P2 (i)] ← right[P2 (i)] + s2 (i) · r(i)
rightMasked[P2 (i)] ← rightMasked[P2 (i)] + E(l) i,i · s2 (i) · r(i)
for (h, g) ∈ [Π]2 do
L(l) h,g ← leftMasked[h] right[g]
R(l) h,g ← left[h] rightMasked[g]
return L(1) , · · · , L(L log n) and R(1) , · · · , R(L log n)

Observe that we chose the definition of the event SmallErrorh,g,l to leave room for an
additional source of noise of similar size φ/4. We will need this robustness later.
I Corollary 15. Lemma 14 holds even when there is additional noise applied to each bucket
entry, provided it has magnitude smaller than φ/4 with probability at least (1 − λ/18) on any
fixed bucket.
In the next subsection, we will show that an approximate Cartesian sketch can be
constructed from row sketches within these tolerances.

3.5

Approximation from Row Sketches

We need a way of quickly approximating Cart(E(l) C) and Cart(CE(l) ) for each l ∈ [L log n]
for a randomly chosen Cartesian sketch transformation Cart, from the row sketches described
in Section 3.2. This is done by the procedure described in Algorithm 4.
For each l ∈ [L log n], the returned L(l) is our approximate Cart(E(l) C) and R(l) is our
approximate Cart(CE(l) ).
The algorithm works by observing that C can be approximated from the row sketches
by performing all the possible inner product queries between pairs of sketches and placing
the results in the corresponding positions of the matrix. We could then apply Cart to the
result. However, we make the further observation that since Cart can be broken up into
pieces that look like pre- and post-multiplication by matrices, we can rearrange the order of
operation. We can perform the Cart sketch first, directly on the row sketches, and then
perform the all-pairs inner product query second. This simple change results in the main
performance bottle-neck (the all-pairs inner product query) happening on a much smaller
matrix, greatly speeding up the entire query process.
We will show that this process produces a good enough approximation of the Cart sketch
to act as the input to RecoveryStep.
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Algorithm 5: Recover.
Input: Row sketches r(1) , · · · , r(n) and totals t(1) , · · · , t(n)
Output: Index set Ω of entries we are confident are large
1
2
3
4
5
6
7
8

Create empty multiset Ω
for γ ∈ [Γ] do
Randomly generate functions P1 , P2 , s1 , s2 for a Cartesian sketch Cart
Run Approximate, passing it P1 , P2 , s1 , s2 and the row sketches
Run RecoveryStep, passing it Cart and the result of Approximate
Append the result of RecoveryStep to Ω
Remove entries from Ω appearing fewer than Γ/2 times
return Ω (as a set)

I Lemma 16. At the end of Approximate, for any given (h, g) ∈ [Π]2 , we have:
|L(l) h,g − Cart(E(l) C)h,g | ≤ nΠ−1 207λ−1/2 ,
and |R(l) h,g − Cart(CE(l) )h,g | ≤ nΠ−1 207λ−1/2 ,
with probability at least 1 − λ/27 − δ(2 + 12n/Π), as long as  < 1/2.
To meet the requirements for Recovery to work on these approximations, we need to
set limits on the choices of  and δ.
I Lemma 17. If we have that: δ ≤ λ/(54(2 + 12n/Π)), and  ≤ min{1/2, (φΠλ1/2 )/(828n)},
then Approximate produces approximations which are within the noise tolerance of RecoveryStep.

3.6

Analysis of Algorithm

Putting together the previous subsections, we can make the full recovery algorithm. The
outline is listed in Algorithm 5.
I Lemma 18. If we have that:
δ ≤ λ/(54(2+12n/Π)),  ≤ min{1/2, φΠλ1/2 /828n}, Π ≥ max{18k, 18kC−k kF φ−1 λ−1/2 )},
then we can choose a Γ ∈ O(log n) such that Recover returns every element of Largeφ,k
with probability at least 1 − n−3 .
Using M(x, y) to represent the time required to multiply a x × y matrix by an y × x
matrix, we can bound the time and space costs of the overall algorithm.
I Lemma 19. Recover can be implemented to run in
time Õ(Γ(Π2 + log (1/δ)(n−2 + M(Π, −2 )))) and space Õ(Π2 + n−2 log (1/δ)).
By setting Π = nθ we can look for the right trade-off.
I Theorem 20. For every θ ∈ [0, 1], there exists a sketch of size


R2
φ2
Õ n2θ (k 2 + 2 ) + n3−2θ ( 2 2
)
φ
k φ + R2
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from which we can extract the (up to k) entries with magnitude at least φ in time



R2
φ2
R
φ2
2θ 2
3−2θ
θ
2−2θ
) + M n (k + ), n
Õ n (k + 2 ) + n
( 2 2
( 2 2
φ
k φ + R2
φ
k φ + R2
with high probability.

I Corollary 21. In particular, for θ = 2/3, we can build a sketch of size Õ n5/3 (k 2 +


2
with query time Õ n5/3 (k 2 + R
φ2 ) .

4



R2
φ2 )

Concluding Remarks

We have shown how to guarantee accurate recovery of correlation outliers using a sketch-based
method, beating LSH on query time for small correlation outliers and vanishing correlation
non-outliers. A key part of our approach is to use sketching and coding ideas repeatedly: as
well as using sketching to reduce the initial dimensionality of the data, we use a second “layer”
of sketching when we combine subsets of signals, in order to speed up queries over many pairs
of sketches at the cost of increased error. Where LSH tries to hash the correlated elements
together, we try to separate them and then recover them from the noise. This produces a
trade-off between the size of the underlying sketches and the final query time. This general
approach could work in other situations where a large number of sub-queries need to be
evaluated to search for large values, for example with measures of similarity/distance other
than correlation.
Further, as the technique produces a linear intermediate sketch, this approach is easily
adapted to recover pairs whose correlation deviates from some expected correlation matrix,
or has changed compared with some previous point in time (simply perform the heavy
hitters recover on the difference between two intermediate sketches built using the same
permutations, signs, and codes).
Future directions would include finding ways to use alternative primitives to fast matrix
multiplication (such as fast convolution via FFT, as adopted by Pagh) and trying to combine
the advantages of LSH-based methods and heavy-hitters-based methods.
It would also be useful to re-analyze the algorithms of Valiant and Karppa et al. in our
model of bounded total weight of the non-outliers. This could allow us to use some of their
more powerful ideas to bring down the exponent in our query time cost from 5/3 to less than
1.6 (as they achieve in their Boolean algorithm for all vanishing non-outliers).
References
1
2
3
4
5

D. Achlioptas. Database-friendly random projections. In ACM Principles of Database
Systems, pages 274–281, 2001.
N. Alon, P. Gibbons, Y. Matias, and M. Szegedy. Tracking join and self-join sizes in limited
storage. In ACM Principles of Database Systems, pages 10–20, 1999.
N. Alon, Y. Matias, and M. Szegedy. The space complexity of approximating the frequency
moments. In ACM Symposium on Theory of Computing, pages 20–29, 1996.
Alexandr Andoni and Ilya P. Razenshteyn. Optimal data-dependent hashing for approximate near neighbors. CoRR, abs/1501.01062, 2015. arXiv:1501.01062.
Emmanuel Candes, Mark Rudelson, Terence Tao, and Roman Vershynin. Error correction
via linear programming. In Foundations of Computer Science, 2005. FOCS 2005. 46th
Annual IEEE Symposium on, pages 668–681. IEEE, 2005.

G. Cormode and J. Dark

6

7

8
9
10
11
12
13

14

15

16
17

18
19

20

13:15

M. Charikar, K. Chen, and M. Farach-Colton. Finding frequent items in data streams.
In Procedings of the International Colloquium on Automata, Languages and Programming
(ICALP), 2002.
Graham Cormode. Sketch techniques for massive data. In Graham Cormode, Minos Garofalakis, Peter Haas, and Chris Jermaine, editors, Synposes for Massive Data: Samples,
Histograms, Wavelets and Sketches, Foundations and Trends in Databases. NOW publishers, 2011.
David L Donoho. Compressed sensing. IEEE Transactions on information theory,
52(4):1289–1306, 2006.
Anna C Gilbert, Yi Li, Ely Porat, and Martin J Strauss. Approximate sparse recovery:
optimizing time and measurements. SIAM Journal on Computing, 41(2):436–453, 2012.
P. Indyk and R. Motwani. Approximate nearest neighbors: Towards removing the curse of
dimensionality. In ACM Symposium on Theory of Computing, pages 604–613, 1998.
W.B. Johnson and J. Lindenstrauss. Extensions of Lipshitz mapping into Hilbert space.
Contemporary Mathematics, 26:189–206, 1984.
Daniel M. Kane and Jelani Nelson. Sparser johnson-lindenstrauss transforms. Journal of
the ACM, 61(1):4:1–4:23, 2014.
Matti Karppa, Petteri Kaski, and Jukka Kohonen. A faster subquadratic algorithm for
finding outlier correlations. In Proceedings of the Twenty-Seventh Annual ACM-SIAM Symposium on Discrete Algorithms, SODA ’16, pages 1288–1305, Philadelphia, PA, USA, 2016.
Society for Industrial and Applied Mathematics. URL: http://dl.acm.org/citation.
cfm?id=2884435.2884525.
Kasper Green Larsen, Jelani Nelson, Huy L Nguyên, and Mikkel Thorup. Heavy hitters
via cluster-preserving clustering. In Foundations of Computer Science (FOCS), 2016 IEEE
57th Annual Symposium on, pages 61–70. IEEE, 2016.
P. Li, T. Hastie, and K. W. Church. Nonlinear estimators and tail bounds for dimension
reduction in L1 using cauchy random projections. Journal of Machine Learning Research
(JMLR), 2007.
Rasmus Pagh. Compressed matrix multiplication. TOCT, 5(3):9:1–9:17, 2013. doi:10.
1145/2493252.2493254.
Eric Price and David P. Woodruff. (1 + eps)-approximate sparse recovery. In Rafail
Ostrovsky, editor, IEEE 52nd Annual Symposium on Foundations of Computer Science,
FOCS 2011, Palm Springs, CA, USA, October 22-25, 2011, pages 295–304. IEEE Computer
Society, 2011. doi:10.1109/FOCS.2011.92.
Daniel A. Spielman. Linear-time encodable and decodable error-correcting codes. IEEE
Trans. Information Theory, 42(6):1723–1731, 1996. doi:10.1109/18.556668.
Gregory Valiant. Finding correlations in subquadratic time, with applications to learning
parities and the closest pair problem. J. ACM, 62(2):13:1–13:45, 2015. doi:10.1145/
2728167.
Leslie Valiant. Functionality in neural nets. In First Workshop on Computational Learning
Theory, page 28–39, 1988.

ICDT 2018

13:16

Fast Recovery of Correlation Outliers

A

Detailed Proofs
−1/2

−1/2

Proof of Lemma 6. Recalling Definition 1, Ci,j can be expressed as Vi,i Vi,j Vj,j , where
each Vh,g is the scaled inner product between standardized rows ŷ(h) and ŷ(g) :
Vh,g =

1
(y(h) − xh eT )(y(g) − xg eT )T .
p−1

Observe that factors in Vh,g involving p − 1 cancel in the expression for Ci,j , so they can
be ignored. What remains is the inner product between normalized (to Euclidean norm 1)
versions of vectors y(i) − xi eT and y(j) − xj eT .
Before performing standardize, we had each r(i) = S(y(i) ). We also have that (t(i) /p) =
xi . This means that at the end of the routine, each r(i) is now a sketch of (z (i) )−1/2 (y(i) −xi eT ),
where (z (i) )−1/2 is the correct normalization factor to within multiplicative error in the range
[(1 − 2)1/2 , (1 + 2)1/2 ] with probability at least 1 − δ.
For the result, we require two such rescaling factors to be within their bounds, and also
for the inner product query to succeed. Each of these three events holds with probability at
least 1 − δ, giving an overall probability at least 1 − 3δ by the union bound.
To determine the overall error, consider that since  < 1/2 and |Ci,j | ≤ 1,
(ỹ(h) (1 ± 2)1/2 ) (ỹ(g) (1 ± 2)1/2 ) ∈ (1 ± 2)Ci,j + (1 ± 2) ⊂ Ci,j ± 4.
J
Proof of Lemma 11. Let (h, g) = (P1 (i), P2 (j)) be the bucket (i, j) is mapped to. Since the
partition functions are chosen uniformly at random, the chance that none of the other entries
mapped to the same bucket are in Largeφ,k is at least 1 − 2k/Π. To see this, observe that
in the worst case, all index pairs in Largeφ,k have either the same row or same column
index. Then, by the Markov inequality, we have less than 2k/Π probability that at least one
of the remaining k − 1 entries in Largeφ,k are mapped into one of the remaining n/Π − 1
slots in that bucket.
Now, if entry (i, j) turns out to be the only large entry in its bucket, then the event
CorrectDecodeh,g occurring implies that the index pair recovered from bucket (h, g) will
be (i, j). The chance of both occurring is then at least 1 − x − 2k/Π.
J
Proof of Lemma 12. In the event that bucket (h, g) contains more or less than one large
entry, then CorrectDecodeh,g automatically holds, so we only need to consider the case
of exactly one large entry in the bucket.
Now, consider the case of only one large entry Ci,j being mapped to the bucket. Observe
that we can write
Cart(E(l) C − E(l) )h,g = Big + Small,
where Big = E(l) i,i · s1 (i) · s2 (j) · Ci,j and Small = Cart(E(l) C−k )h,g (see Definition 3).
When the event SmallErrorh,g,l holds, we have that |Small| ≤ φ/4. Also, |Big| is
either 0 (when the row of the large entry is masked) or greater than φ (when not masked).
So, SmallErrorh,g,l holding means that the lth threshold bit will match the lth bit of the
code word for the row index we are trying to recover. An analogous argument applies to
Cart(CE(l) − E(l) )h,g and the column index.
For the decoder to correctly recover an index from its code word, we need at most a λ
fraction of errors. So, we need less than a λ fraction of the events SmallErrorh,g,l for
l ∈ [L log n] failing to hold. By Markov’s inequality, we can put the chance of more than a λ
fraction of failures at less than y/λ.
J
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Proof of Lemma 13. For fixed (h, g, l) ∈ [Π]2 × [L log n], consider the random variable
Cart(E(l) C−k )h,g (random over the choices of P1 , P2 , s1 , and s2 that make up Cart). This
can be broken down into a sum of contributions from each entry of E(l) C−k , as follows:
X
Cart(E(l) C−k )h,g =
βi,j,l
(i,j)∈[n]2

(
where βi,j,l =

(E(l) i,i )s1 (i)s2 (j)(C−k )i,j

if (i, j) ∈ Bh,g

0

otherwise,

recalling from definition 8 that Bh,g represents the index pairs mapped to bucket (h, g).
Due to the independently selected pairwise independent random sign functions s1 and
s2 , each term has mean E [βi,j,l ] = 0 and covariance Cov[βi1 ,j1 ,l , βi2 ,j2 ,l ] = 0 (where either
i1 =
6 i2 or j1 =
6 j2 ). This means the variance of the sum (the bucket value) is simply the sum
of the variances of the terms.
Each term has variance Var [βi,j,l ] ≤ (E(l) C−k )2i,j /Π2 . To see this, observe that each
term has at most a 1/Π2 chance of being non-zero (due to the random partition functions).
Summing up all the terms gives us
h
i
Var Cart(E(l) C−k )p,q = kE(l) C−k k2F /Π2 ≤ kC−k k2F /Π2 .
Then, by Chebyshev’s inequality, we have Cart(E(l) C−k )p,q ≥ φ/4, with probability less
than 16kC−k k2F /(Π2 φ2 ). An analogous argument applies to Cart(C−k E(l) )h,g , giving the
result by union bound.
J
Proof of Lemma 14. Substituting Π ≥ 18kC−k kF /(φλ1/2 ) into Lemma 13 gives us that:
P [SmallErrorh,g,l ] ≥ 1 − 8λ/81.
Then by Lemma 11 (with y = 8λ/81), we get that:
P [CorrectDecodeh,g ] ≥ 1 − 8/81.
Finally, using the fact that Π ≥ 18k (from the initial assumptions) along with Lemma 12
(with x = 8/81), we have that any fixed (i, j) ∈ Largeφ,k will be in the output of RecoveryStep with probability at least 1 − 8/81 − 1/9 = 64/81 ≥ 2/3.
J
Proof of Corollary 15. Observe that the proof of Lemma 12 still works with an additional
term of magnitude no more than φ/4. Then, observe that the choice of parameters in Lemma
14 leaves enough slack to condition on an additional event occurring with probability greater
than 1 − λ/18 per SmallErrorh,g,l .
J
Proof of Lemma 16. If we performed the algorithm with the exact vectors instead of AMS
sketches, then L(l) h,g would be exactly Cart(E(l) C). Any difference is due to the inner
product approximation error which is smaller than khk2 kgk2 with probability at least 1 − δ,
where h and g are the vectors that LeftMasked[h] and Right[g] are sketches of. First
consider
X
h=
(E(l) i,i · s1 (i) · R(i) · ỹ(i) ),
P1 (i)=h

where R(i) is the rescaling error caused by Standardize (see Section 3.2). Recall that each
|R(i) | ≤ 1 + 4 with probability at least 1 − 3δ as long as  < 1/2.
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The squared 2-norm khk22 is given by:
X
R(i) R(j) h(E(l) i,i s1 (i)ỹ(i) ), (E(l) j,j s1 (j)ỹ(j) )i
P1 (i)=P1 (j)=h

For each i = j, the corresponding term is equal to R(i) R(j) , and for each i < j there is a
matching equal term with i and j swapped. So, with probability at least 1 − 3nδ/Π the norm
is at most n(1 + 4)2 /Π plus an independent random variable (random over choice of s1 )
with mean 0 and variance less than
4kCk2F (1 + 4)2 /Π2 ≤ 4n2 (1 + 4)2 /Π2 .
n
So by Chebyshev’s inequality and a union bound, khk22 is smaller than Π
(1+4)2 (22λ−1/2 +1)
with probability greater than 1 − λ/108 − 3nδ/Π. The same bound applies to kgk22 , so
khk2 kgk2 ≤ (1 + 4)2 nΠ−1 23λ−1/2 ≤ nΠ−1 207λ−1/2 with probability at least 1 − λ/54 −
δ(1 + 6n/Π).
An analogous argument works for entry R(l) h,g and Cart(CE(l) ). A union bound over
the probabilities of failure gives the result.
J

Proof of Lemma 17. The assumptions imply that:
nΠ−1 23λ−1/2 ≤ 23φ/828 ≤ φ/4, and 1 − δ(2 + 12n/Π) − λ/27 ≤ 1 − λ/18.
This tells us exactly that the errors on the approximations according to Lemma 16 are
within the bounds allowed by Lemma 15.
J
Proof of Lemma 18. From Lemmas 14 and 17 we know for Γ = 1, this algorithm succeeds at
finding any one large entry with probability at least 2/3. By performing O(log n) independent
repetitions and then only considering those index pairs appearing at least half the time, then
by the Chernoff bound we can amplify the probability of finding any one of the large entries
to 1 − n−5 . There are at most n2 such pairs, giving the result.
J
Proof of Lemma 19. RecoveryStep can be implemented to run in time O(Π2 polylogn)
since we have Π2 iterations of the outer loop, O(log n) iterations of the inner loop, and all
operations taking O(polylogn) time (coding schemes with such fast decoding algorithms
exist).
Approximate can be implemented to run in time O(log n log (1/δ)(n−2 + M(Π, −2 )))
where M(Π, −2 ) is the time required to multiply a Π × −2 matrix by an −2 × Π matrix.
This holds because there are O(log n) iterations of the outer loop. Then within we have O(n)
additions involving sketches of size O(−2 log (1/δ)). We also have a series of inner products
which can be expressed as a batched all-pair query. This can be performed as a series of
O(log (1/δ)) matrix multiplications.
Putting this together, we get a time cost of Õ(Γ(Π2 + log (1/δ)(n−2 + M(Π, −2 )))). The
filtering step adds no extra asymptotic time, since we can filter by sorting the O(Π2 log n)
pairs and then iterating over them counting repetitions to see if any exceed the Γ/2 threshold.
RecoveryStep uses O(Π2 log n + polylogn) space to store a pair of length O(log n)
strings, a multiset of up to Π2 index pairs, and the input of O(log n) Π-by-Π sketches. The
polylog overhead is used for the encoding scheme.
Approximate uses O(Π2 log n+n−2 log (1/δ)) space to store O(n) sketches and O(log n)
Π × Π matrices.
All together we need Õ(Π2 + n−2 log (1/δ)) space, since the multiset contains at most
O(Π2 log n) index pairs.
J
Proof of Theorem 20. Substitute bounds in Lemma 18 into costs in Lemma 19.

J
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Introduction

Despite the availability of numerous standardized formats for semi-structured and semantic
web data such as XML, RDF, and JSON, a very large percentage of data and open data
published on the web remains tabular in nature.1 Tabular data is most commonly published
in the form of comma separated values (CSV) files because such files are open and therefore
processable by numerous tools, and tailored for all sizes of files ranging from a number of KBs
1

Jeni Tennison, one of the two co-chairs of the W3C CSV on the Web working group claims that over
90% of the data published on data.gov.uk is tabular data [14].
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1
2
3
4
5
6
7

1

2

3

4

subject
:e4
:e4
:e4
:e4
:e4
:e4

predicate
type
mention
mention
per:sibling
per:age
per:parent

object
PER
"Bart"
"JoJo"
:e7
"10"
:e9

provenance
D00124
D00124
D00124
D00124
D00124

5

6

7

8

9

10

283-286
145-149
283-286
180-181
180-181

0.9
173-179
173-179
381-380

274-281
182-191
399-406

0.9
D00101

220-225

230-233

Figure 1 Fragment of a CSV-like file (added row and column numbers), inspired by use case 13
in [13].

1
2
3
4
5
6
7

1
subj
iri
iri
iri
iri
iri
iri

2
pred
pred-type
pred-type
pred-type
iri
iri
iri

3
obj
ent-type
literal
literal
iri
literal
iri

4
prov

5

6

7

8

9

10

doc-id
doc-id
doc-id
doc-id
doc-id

position
position
position
position
position

certainty
position
position
position

position
position
position

certainty
doc-id

position

position

Figure 2 Tokenized version of Figure 1, with added row and column numbers.

to several TBs. Despite these advantages, working with CSV files is often cumbersome [14]
since they are typically not accompanied by a schema that describes the file’s structure (i.e.,
“the second column is of integer datatype”, “columns are delimited by tabs”, . . . ) and captures
its intended meaning. In fact, without schema information, already converting CSV-like
data into a relational database is a challenging engineering problem [14]. In recognition of
this problem, the CSV on the Web Working Group of the World Wide Web Consortium
(W3C) [17] argues for the introduction of a schema language for tabular data to ensure higher
interoperability when working with datasets using the CSV or similar formats. Inspired by
the recent W3C effort towards a recommendation for tabular data and metadata on the Web,
Martens et al. proposed the tabular schema language SCULPT [11]. At its core, SCULPT
is a rule-based language with rules of the form ϕ → ρ where ϕ selects a set of regions2
of the input table and ρ constrains the allowed structure and content of each such region.
The region selection expressions ϕ are not limited to selecting columns but can navigate
through a table, much like XPath expressions can navigate the nodes of an XML tree. This
generalization beyond columns is necessary since there are natural cases in practice in which
CSV-like data is not rectangular [2, 13] (see also Figure 1). In this paper, we address static
optimization of SCULPT schemas, but first we present the main ideas behind the language
by means of an example.
SCULPT schemas operate on tabular documents which are text files describing tabular
data. Figure 1, coming from use case 13 in [13], shows an example CSV file, to which we added
row numbers 1–7 on the left and column numbers 1–10 at the top. The original file uses tab
(\t) as a column delimiter and newline (\n) as row delimiter. The rows and columns divide
the document into cells. In this example, rows can have different numbers of cells, e.g., row
two has three cells, whereas row three has five. The W3C describes the data as coming from
a text extraction scenario, where “facts [are extracted] from text and [represented] as [RDF]
triples along with associated metadata that include provenance and certainty values” [13].
Furthermore, “a single row in the table comprises a triple (subject-predicate-object), one
or more provenance references and an optional certainty measure” [13]. In Figure 1, we see

2

A region is a set of cells.
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that the provenance information includes a document ID (e.g., the value D00124), pairs
of string offsets within the document (e.g., 283–286), and an optional float representing a
certainty measure (e.g., 0.9). This information can be repeated for several documents as is
the case in row seven. There may not be an a priori bound on the number of columns that
are needed for representing the provenance information. As we can infer from the W3C’s
textual description of the data, the logical organization of the data from column four to the
right is in rows rather than in columns. The current W3C proposal for schemas [12, Section
5.5] does not deal with row-wise organization (and not even with different types of data in
the same column) and therefore cannot adequately describe the data in their own use case
13. As we will see, SCULPT can capture the logic inherent in this example by describing the
structure of the rectangle starting at cell (3,4) in the rule (†).3
Figure 3 shows an example SCULPT schema for CSV files of the form as depicted in
Figure 1. It consists of two parts. The first part concerns parsing information – it defines the
row and column delimiters and describes how cells should be tokenized. This allows to parse
the text file and build a table-like structure consisting of rows and columns. Tokenization
then proceeds as follows. The content of each cell is matched against the regexes in the
schema’s token rules. To each cell the first token is assigned for which the corresponding regex
matches.4 For instance, cell (4,3) in Figure 1 gets the token literal because it matches
its regex "[a-zA-Z0-9]*" and none of the earlier regexes. Figure 2 depicts the tokenized
CSV resulting from Figure 1, using the schema in Figure 3. The second part of the schema
consists of structural rules. Left-hand sides select a set of regions, whereas right-hand sides
are regular expressions that the tokens in each region should match. Consider the rule
row((1,1)) -> subj, pred, obj, prov
whose left-hand side selects one region (the row of the tokenized table starting at (1,1))
and requires it to match the regular expression subj, pred, obj, prov where the comma
stands for concatenation. In our example, the right-hand side expressions always describe
what each row in the selected region should look like. This is mostly important for the rule
rectangle(prov +(1,0)) -> (doc-id, position*, certainty?)*.

(†)

where the left-hand side selects an unbounded rectangular region for which the top left corner
is the node matching the token prov, plus an offset (1, 0), i.e., one row, zero columns. Each
row in the selected rectangle should then match the expression
(doc-id, position*, certainty?)*
which it does in the example, as we can see in Figure 2. The language SCULPT is formally
defined in Section 3.
In this paper, we study static optimization of SCULPT schemas. In particular, we
address the satisfiability problem that asks whether for a given a SCULPT schema there is
a CSV file that satisfies it. Not only is satisfiability a core problem in the foundations of
database management field that has been studied in depth for a variety of formalisms, it
is also particularly relevant for schema design as it allows to detect schemas that are not
well-defined.
3
4

We use coordinate (x, y) to refer to the cell in row x, column y.
There are other options to assign tokens, e.g., as in [11], but tokenization is not our present focus.
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% Parsing information; Delimiters
Col Delim = \t
% Token rules of the form <token name> = <regex>
subj
= subject
obj
= object
iri
= [a-zA-Z0-9]*:[a-zA-Z0-9]*
doc-id
= D[0-9]{5}
certainty = 0.[0-9] + 1.0
ent-type
= PER + ORG + GPE

Row Delim

= \n

pred
prov
pred-type
position
literal

=
=
=
=
=

% Structural rules
row((1,1)) -> subj, pred, obj, prov
col(subj)
col(obj)
-> (literal + iri + entity-type)*
col(pred)
rectangle(prov +(1,0)) -> (doc-id, position*, certainty?)*

predicate
provenance
type + mention
[0-9]{3}-[0-9]{3}
"[a-zA-Z0-9]*"

-> iri*
-> (pred-type + iri)*

Figure 3 Schema for files of the type in Figure 1. (Syntax uses two columns to save space.)

Unsurprisingly, satisfiability of SCULPT quickly turns out to be undecidable, which we
show by an easy reduction from the domino tiling problem [16]. Indeed, using only one
rule, a region selection expression can be used to ‘walk’ over a grid testing all horizontal
and vertical constraints, or alternatively many much simpler rules can be used to test all
horizontal and vertical constraints in parallel for every domino type (cf. Section 4 for more
details). Even though these observations are valid to demonstrate undecidability they use
rather artificial constructions.
For this reason, we introduce a restricted variant of SCULPT called Lego SCULPT
(L-SCULPT) that not only suffices to express the W3C use cases but also admits tractable
satisfiability. In brief, L-SCULPT restricts region selection expressions to only select rectangular shaped areas, that is (parts of) rows, columns, and rectangles, thereby constraining
the structural power of the language. A second restriction is that L-SCULPT only considers
tables on which no two selected regions intersect. Specifically, in this paper, we make the
following contributions:
1. We show that the safisfiability problem for the structural core of SCULPT is undecidable.
2. We define a fragment of SCULPT called L-SCULPT that is powerful enough to capture
the structural core of the schemas for tabular data in the current W3C recommendation
[12, Section 5.5]. Intuitively, L-SCULPT allows selections of rows, columns, and rectangles
and bounded-size regions in the directions up, left, down, and right, whereas the W3C’s
recommendation only allows column selection.5 As Figure 1 shows, column selection
alone is too limited to describe schemas for the data fragments in the W3C’s use cases,
because the number of columns that the schema can describe is bounded by the number
of rules in the schema. In the example, the number of columns can grow arbitrarily large.
L-SCULPT strictly extends the structural core of the W3C recommendation.
3. Depending on which axes are used, we show that satisfiability of L-SCULPT is PTIMEcomplete or undecidable. Our main technical result shows that for L-SCULPT using only
row, column, right, and rectangle selections satisfiability is in PTIME. The proof is an
intricate reduction to the emptiness problem of nondeterministic tree automata where
tables are encoded as trees.

5

We only focus on the structural core of the languages. The W3C’s proposal also supports key and
foreign key constraints, which are out of scope here but easy to add to the language. (In fact, we
implemented them in [3].)
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4. Even the tractable fragments of L-SCULPT extend the structural core of the current
W3C schema recommendation and are expressive enough to define a natural schema for
Figure 1, one example is the schema in Figure 3. As such, our result shows how the W3C
recommendation can be extended without making satisfiability intractable.

Related Work
Tabular or CSV-like data is one of many popular models for semi-structured data [1]. The
schema language SCULPT was introduced in [11]. This work provides an initial formal model
and considers efficient evaluation. In addition, several extensions like region semantics, token
types, and transformations are considered. We implemented the system Chisel for specifying,
validating, analyzing, and debugging of SCULPT schemas and data transformations based
on schema information [3]. Arenas et al. [2] propose a simple and expressive framework for
adding metadata to CSV documents. They focus in particular on noisy CSV-like documents
and consider the problem of annotating different elements of CSV-like files such as, for
instance, cells, rows and columns. Documents are viewed as strings and regular expressions
are used to select intervals. Navigation is restricted to moving to the next delimiter (any
delimiter or one of a specific kind). They consider satisfiability as well as efficient evaluation.
As the setting is considerably different from the one considered in this paper (grids versus
strings), their and our results do not imply each other.
Labeled grids have been studied in the context of two-dimensional languages, also referred
to as picture languages (cf., e.g., [5]). The bulk of the research in this area has focused on
formalisms that could capture natural counterparts of string language theory, like regular
languages, context-free languages, closure properties, etc. For instance, the equivalence
of existential monadic-second order logic, complementation-free regular expressions, tiling
systems (as projections of local languages) and two-dimensional online tessallation automata,
provided enough motivation to refer to the latter class as the recognizable two-dimensional
languages. Satisfiability for this class is shown to be undecidable through a direct simulation
of Turing Machines [5]. Proposition 4 uses essentially the same idea but employs tiling
systems. Although the proofs of Proposition 4 and Proposition 5 are rather straightforward
and their novelty is limited, they do provide the necessary motivation for the introduction of
L-SCULPT.
In Section 2, we introduce the necessary preliminaries. In Section 3, we formalize the
structural core of SCULPT and show that the satisfiability problem is undecidable. In
Section 4, we define L-SCULPT. In Section 5, we present our main technical result showing
that satisfiability for L-SCULPT using only row, col, right and rectangle selections is PTIMEcomplete. In addition, we show that various extensions are undecidable. We conclude in
Section 6.

2

Preliminaries

For numbers n, m ∈ N, with n < m, we denote the sets {1, . . . , n} and {n, . . . , m} by [n] and
[n, m], respectively. By ∆ we denote an alphabet, that is, a finite, non-empty set of symbols.
A language is a set of words over ∆. We assume familiarity with regular expressions but
briefly describe their notation. The regular expressions over ∆ are inductively defined as
follows. Every symbol a ∈ ∆ is a regular expression, and so is the special symbol ε, which
denotes the empty word and which we assume not to be in ∆. If e1 and e2 are regular
expressions, then so are e1 · e2 , e1 + e2 , and e∗1 . We assume the usual precedence of operators.
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The language L(e) of e is defined as usual. We sometimes omit the concatenation symbol
“·”, write e+ to abbreviate ee∗ , and write e? to abbreviate e + ε.

Tables
CSV-like data consists of a text file with row and column delimiters (often newline and
comma, respectively). These delimiters uniquely determine a tabular structure that can be
given to the data, as we describe next. The main idea is very simple: if the file has n row
delimiters, the table has n + 1 rows (a row delimiter is a separator between two consecutive
rows). Likewise, if the file has m column delimiters in row i, then row i in the table has
m + 1 cells. The main idea is visualised in Figure 4, which we revisit later.
We use a set e = {t, /} of special symbols that do not appear in any other set unless
explicitly mentioned otherwise. We use t to denote empty cells in the CSV file and / to
denote cells that do not exist in the CSV file.6
If we denote a set by a single symbol (say, V), we always assume that it does not contain
any symbol from e. We use the following notation: V e = V ∪ {t, /} and Vx = V ∪ {x} for
every symbol x ∈ e.
Let V be a set and n, m ∈ N. A matrix M over V e is a mapping from [n] × [m] to
V e . We say that M has n rows and m columns. A cell is determined by its coordinate
(k, `) ∈ [n] × [m] and its content is the value M (k, `). We usually denote the later value as
Mk,` . We denote the set [n] × [m] of all coordinates of M by Coords(M ). A region in M is a
set of coordinates, that is, a subset of [n] × [m].
I Definition 1 (Core Tabular Data Model, [11, 15]). A table T over V e is a matrix over V e
that satisfies the requirement that whenever Ti,j = / then Ti,j 0 = / for all j 0 > j (i.e., / is
only used for padding to the right).
The purpose of the / symbol is just to indicate how many cells there are in a row in the
underlying CSV-like text file. The text file in Figure 4 has two row separators (←-), so the
corresponding table has three rows. The number of columns in the table is the maximal
number of column separators (comma) in a row of the text file, plus one. The first row
of the CSV-like file has three cells, for which the first two are empty (do not even contain
whitespace). We use t to denote this in the table. Furthermore, the last cell in the first row
in the table is labeled / to indicate that this cell does not exist in the underlying text file on
the left. (Since rows are left-aligned in CSV-like files, there can only be / to the right of /.)
The second row in the text file on the left has one cell, which is empty. The third and final
row has four cells. The last cell contains t since the column separator is the last symbol of
the CSV-like text file.
We assume the natural table order on coordinates. That is, we say that coordinate (k, `)
precedes coordinate (k 0 , `0 ) (denoted (k, `) < (k 0 , `0 )) if (k, `) precedes (k 0 , `0 ) lexicographically,
that is: either (1) k < k 0 or (2) k = k 0 and ` < `0 . When depicting tables, we always put cell
(1,1) on the top left.

6

These symbols play a similar role as the “end of tape” marker and the blank symbol in some definitions
of Turing Machines. Here we only focus on t and / and their correspondence to the underlying CSV-like
text files.
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Figure 4 A CSV-like text file (left) and its corresponding tabular representation (right).

3

A Structural Core of SCULPT

We present a formal model for the structural core of SCULPT. In our formalization, we will
work with tables corresponding to tokenized CSV files as exemplified in Figure 2. Formally,
a SCULPT schema is a tuple S = (∆e , R) where
∆e is a finite set of elements which we call tokens, and
R is a set of structural rules of the form s → ρ that constrain the admissible table content:
s is a region selection expression that maps every table over ∆e to a set of regions;
and,
ρ is a content expression that defines the permitted content of regions selected by s.
The schema in Figure 3 has, in addition to the structural rules R, a set of token rules that
associate tokens to cell contents. We omitted these here because we focus on the structural
core of the language. In what follows we just use the term rules to refer to structural rules.
In brief, a SCULPT schema defines a set of tables over ∆e . Intuitively, such tables should
satisfy all rules s → ρ in the schema. Let T be a table over ∆e and z be a region of T . In
the different versions of SCULPT that we consider, we will define when z satisfies ρ, which
we denote by z |= ρ. The region selection expressions s, when applied to a table T , returns a
set of regions, i.e., JsKT is a subset of 2Coords(T ) .
I Definition 2. A table T over ∆e satisfies a SCULPT schema S = (∆e , R), denoted T |= S,
if z |= ρ for every rule s → ρ in R and z ∈ JsKT .
We now define the region selection and content expressions for SCULPT. The full
language SCULPT will only be used in this section, where the main goal is to understand
which properties of SCULPT make satisfiability undecidable. In Section 4, we introduce
L-SCULPT which avoids these properties and for which satisfiability becomes tractable for
some fragments.

Region Selection Expressions
We now define region selection expressions for the most general schemas we consider. Intuitively, a region selection expression is of the form f (ϕ) where ϕ is a formula that returns a
region z and f is an operator in {region, rows} that maps regions to sets of regions.7 The
formulas ϕ in SCULPT are formulas in propositional dynamic logic (PDL for short) [4],
tweaked for navigation over grids. We refer to Appendix A for details. Then, for a region z, we define region(z) as {z} and rows(z) as the set of rows in z, more specifically
rows(z) = {{(i, j) ∈ z | j ∈ N} | i ∈ N}.8

7
8

In [11, 3], this operator is encoded in rules by using different arrows: rules with => use f = region and
rules with -> use f = rows. We use the same convention in Figure 3, where f = row for every rule.
SCULPT as defined in [11] only uses regions and rows. We also implemented cols [3], that cuts z into
its set of columns (and can be defined analogously), but do not use it in the present paper.
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Content Expressions
As content expressions, we simply use regular expressions over ∆e . Let T be a table, let z be
a region of T , and let ρ be a content expression. Then z satisfies ρ (denoted z |= ρ) if there
exist tokens a1 , . . . , an ∈ ∆e such that a1 · · · an ∈ L(ρ) and a1 · · · an is the enumeration of
all tokens in z in table order. Recall that Definition 2 now implies that T |= (∆e , R) if, for
every rule f (ϕ) → ρ in R, we have that z |= ρ for every z ∈ f (Z), where Z is the region
selected by ϕ in T .

Decision Problems
We recall that validation of SCULPT schemas is in linear time:
I Theorem 3 ([11]). Given a table T and SCULPT schema S, testing if T |= S can be done
in time O(|T | · |S|).
In this paper, we study satisfiability problems for SCULPT. The most straightforward
variant is defined as follows:
Problem:
Input:
Question:

SAT
A SCULPT schema S.
Is there a table T such that T |= S?

In its full generality, SAT is easily seen to be undecidable. The proof is a simple reduction
from Domino Tiling where only one region selection expression is used to ‘walk’ over the
grid checking all horizontal and vertical constraints.
I Proposition 4. SAT is undecidable for SCULPT, even if schemas use only one rule that
selects only one cell.
We note that a similar result was obtained by Göller et al. [7, Theorem 4.11], where
satisfiability of PDL with restricted negation was shown to be undecidable. The main
difference is that Göller et al. consider infinite satisfiability whereas we consider finite
satisfiability. Göller et al. encode the grid structure in their formula but, from there on, their
proof and ours use a similar main idea.
Restricting the ‘walking’ power of region selection expression does not suffice for decidability as the next proposition shows. Again, a reduction from Domino Tiling is used but
now the schema needs to select ‘intersecting’ regions: every cell containing a certain domino
is in a selected region that checks the horizontal constraints and another region that tests
the vertical constraints for this domino.
I Proposition 5. SAT is undecidable for SCULPT, even if rules only use left-hand-sides
that select “the row of cell (1,1)”, “the column of cell (1,1)”, “the cell(s) to the immediate
right of a given token”, and “the cell(s) immediately below a given token”.

4

Lego SCULPT

The use cases put forward by W3C [13] do not use powerful ‘walking’ expressions or select
‘intersecting’ regions as is done in the proofs of Propositions 4 and 5. As in addition
the schemas used in the proofs of the mentioned propositions are rather artificial, we
introduce a restricted variant of SCULPT called Lego SCULPT (L-SCULPT). From a structural
perspective, this language is still more powerful than the W3C’s proposal for a schema
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language, can more accurately describe the data in the W3C use cases (see Figures 1–3), and
admits tractable satisfiability. In brief, L-SCULPT restricts region selection expressions to
select rows, columns, and rectangles. A second restriction is that L-SCULPT only considers
tables on which no two selected regions intersect.9 Formally, an L-SCULPT schema S =
(∆e , R) is a pair as before but with some restrictions that we explain next.

Region Selection Expressions
We first discuss the region selection expressions occurring as left-hand sides of rules in R:
s := c | up(d) | down(d) | left(d) | right(d) | row• (d) | col• (d) | rect(d + o)
Here, • ∈ {∗, +}, c is a coordinate, d is a coordinate or a token (different from / or t), and
o ∈ {0, 1} × {0, 1} is an offset. We allow offsets in rectangles for flexibility. In Figure 3, it is
convenient to use the offset (1,0), for example. For the definition of JsKT , we use the following
shorthand: If c is a coordinate and a is a token, we write c |= a if Tc = a. Additionally, we
define c |= c for each coordinate c of T . Furthermore, we denote by RT the region consisting
of all cells of T . Then, JsKT defines a set of regions as follows:10
JcKT
:= {{c}}
Jrect(d + o)KT := {{c + o + (k, `) | k, ` ∈ N} ∩ RT | c |= d}

Jup(d)KT
Jdown(d)KT
Jleft(d)KT
Jright(d)KT

:= {{(i − 1, j)} ∩ RT | (i, j) |= d}
:= {{(i + 1, j)} ∩ RT | (i, j) |= d}
:= {{(i, j − 1)} ∩ RT | (i, j) |= d}
:= {{(i, j + 1)} ∩ RT | (i, j) |= d}

Jrow∗ (d)KT
Jrow+ (d)KT

:= {{c + (0, k) | k ∈ N} ∩ RT | c |= d}
:= {{c + (0, k + 1) | k ∈ N} ∩ RT | c |= d}

Jcol∗ (d)KT
Jcol+ (d)KT

:= {{c + (k, 0) | k ∈ N} ∩ RT | c |= d}
:= {{c + (k + 1, 0) | k ∈ N} ∩ RT | c |= d}

Again, c is a coordinate, d is a coordinate or token, and o an offset. We give some intuition.
Rule col∗ (c) selects a singleton region consisting of c and all cells below c. Rule row+ (a)
selects a set of regions, namely, for each cell c with token a, the region having all cells to
the right of c. The rule right(a) contains, for each cell c with token a, the region {c + (0, 1)}.
Finally, rect(c + (1, 0)) contains the set of rows starting in coordinates below c.
We refer to rules with a coordinate in their left-hand side as coordinate rules and to
the other rules as token rules. We say that the expressions of the form rect are rectangular.
Although rect selects sets of rows, the terminological intuition is the following: since the
rows we select are consecutive and all start in the same column, their union in T is always
rectangular.
Observe that, in the case of coordinate rules, row+ ((x, y)) is syntactic sugar for row∗ ((x,
y + 1)), whereas row∗ ((1, 1)) (“select the first row”) cannot be expressed with row+ . In the
9

The restriction to brick-like regions together with the disjointness requirement explains why we refer to
this fragment as Lego SCULPT.
10
For simplicity, we do not make use of a ‘slice’ operator f as in Section 3, but rather defined the set of
regions directly.
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case of token rules, although one can use row∗ (a), it introduces redundancy: its content
expression will have to repeat that the first cell in the region contains a. In the remainder
of the paper, we therefore do not consider row+ (c) or row∗ (a). Furthermore, we just write
row(c) for row∗ (c) and row(a) for row+ (a) and follow the same conventions for columns. The
rules in Figure 3 are all in L-SCULPT, with the semantics as define here.
We assume in the sequel that the coordinates c are encoded in unary. We feel that
this assumption is reasonable because we have not yet encountered data for which large
coordinates are needed. In W3C schemas for tabular data, such numbers (the number of
columns of the data) are encoded in unary as well.

Content Expressions
Content expressions define the allowed content of cells but can no longer force cells in the
underlying CSV-file to be missing. We therefore restrict content expressions in L-SCULPT,
by disallowing the explicit use of /, i.e., content expressions are now regular expressions over
∆t . In addition, when matching a region against a content expression, we allow arbitrarily
long padding at the end. Formally, for a content expression ρ, denote by Le (ρ) the language
L(ρ · t∗ · /∗ ). We say that a region z satisfies ρ (denoted z |= ρ) if a1 · · · an ∈ Le (ρ), where
a1 , . . . , an are the tokens in z, in table order.
Padding with / allows us to take non-rectangular CSV-like files into account. Padding
with t ensures that content expressions cannot “force” a row in a CSV-file to be short.
Indeed, consider the following contrived example with a rule right(a) → ε. If we would define
Le (ρ) = L(ρ · /∗ ) then the content of the cell to the right of a would need to be /, therefore
forcing the cell in the underlying CSV data to be missing. In our definition, we allow the cell
to be missing or empty.

Region Disjointness
Let S = (∆e , R) be an L-SCULPT schema and T a table. Intuitively, we say that S is regiondisjoint on T if all regions selected by S are pairwise disjoint. Formally, S is region-disjoint
on T if, for every pair of rules r1 = s1 → ρ1 and r2 = s2 → ρ2 and every pair of regions
z1 ∈ Js1 KT and z2 ∈ Js2 KT , if z1 ∩ z2 =
6 ∅, then r1 = r2 and z1 = z2 . Finally, we say that
T |= S if S is region-disjoint on T and r |= ρ for every rule s → ρ in R and for every region
r ∈ JsKT .
Notice that, given a table T and schema S, it is easy to check whether T is region-disjoint
on S. This can be checked during evaluation, which is in in time O(|T | · |S|), even for full
SCULPT (Theorem 3).
Recall that we introduced region-disjointness to avoid the undecidability problems in
Proposition 5. An alternative, more restrictive way of introducing region-disjointness would
be to require that a schema is in L-SCULPT only if it is region-disjoint on every table for
which the rules match. But as we discuss next, this severely limits the power of L-SCULPT
and makes schemas more difficult to design. For instance, already the schema consisting of
the two rules row(a1 ) → b∗ and col(a2 ) → b∗ would be disallowed, because there exist tables
(say, with a1 in cell (2,1) and a2 in cell (1,2)) in which the row and column intersect. (In our
semantics, the schema for instance is satisfied by putting a1 in (1,1), a2 in (2,1), and no b at
all.) Furthermore, the alternative semantics would introduce strange behavior. While the
schema with the rule row(a) → b∗ is clearly satisfiable, the rule row(a) → b∗ + c∗ (ac + d)∗ c∗
would not be allowed due to the occurrence of a in the content expression. The burden then
lies with the user to rewrite the rule to row(a) → b∗ + c∗ d∗ c∗ to become allowed again. In the
semantics we propose, the last two rules are both allowed and define the same set of tables.
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Finally, notice that the problem of testing whether there is a table T such that S is
region-disjoint on T and all rules of S match is precisely SAT for L-SCULPT, which we study
in Section 5.

Comparison With W3C Schemas for Tabular Data
The W3C proposes a schema language for tabular data in [12, Section 5.5]. From a structural
perspective, this language is a strict subset of L-SCULPT, since it can be expressed as
L-SCULPT using only rules of the form col(c) → a∗ , where c is a coordinate and a is a
token. Furthermore, the W3C schemas also do not admit selection of intersecting regions.
Concerning our example in the introduction, although it is possible to define a schema using
only rules of the form col(c) → a∗ for the data in Figure 1, we feel that such an approach
leads to a much less accurate description of the data than our example in Figure 3.
I Example 6. The set of rules in Figure 3 are written in L-SCULPT. Furthermore, the
schema is region-disjoint on the table T corresponding to the CSV file of Figure 2. (Therefore,
T witnesses that the schema is satisfiable.) Recall that it is impossible to describe the
data in such CSV files using column navigation only, as is currently the case in the W3C
recommendation.

5

Satisfiability for L-SCULPT

In this section, we discuss the complexity of the satisfiability problem for L-SCULPT schemas.
We distinguish between L-SCULPT fragments by explicitly listing the allowed operators in
region selection expressions. For instance, L-SCULPT(row, col, right) denotes the fragment of
L-SCULPT that only uses the operators row, col and right as region selection expressions.
In Section 5.1, we obtain the main technical result of the paper by delineating a relevant
L-SCULPT fragment for which SAT is tractable, namely L-SCULPT(row, col, rect, right). In
Section 5.2, we show that various extensions of this fragment become undecidable.

5.1

Polynomial-Time Fragments

We first show that satisfiability is in polynomial time for L-SCULPT(row, col, rect, right):
I Theorem 7. SAT for L-SCULPT(row, col, rect, right) is PTIME-complete.
The lower bound is a straightforward reduction from the emptiness problem of context-free
grammars. The upper bound is significantly more challenging and is a reduction to the
emptiness problem of nondeterministic tree automata where we represent tables T satisfying
L-SCULPT schemas S as trees and use tree automata to match the rules of S on T and to
test for region-disjointness.
We start by introducing the necessary terminology concerning trees, tree automata and
the embedding of trees into tables in Section 5.1.1. When a schema has no coordinate rule,
it is trivally satisfiable as it is satisfied by any table containing only /-entries. So, we prove
in Section 5.1.2 the upper bound for Theorem 7 for the special case where schemas consist of
exactly one coordinate rule and do not make use of rectangular regions. Hereafter, we extend
the proof to multiple coordinate rules and rectangles in Section 5.1.3 thereby completing
the proof of Theorem 7. Finally, we discuss at the end of Section 5.1 how to obtain PTIME
satisfiability for other L-SCULPT fragments.
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(1, 1)
(1, 1) (1, 2) (1, 3) (1, 4)

(1, 2)
(2, 2)
(3, 2)
(4, 2)

(3, 3)

(1, 3)
(1, 4)
(2, 4)

(2, 2)
(3, 2) (3, 3)
(4, 2)

(1, 1)

(2, 4)
(2, 1)

(1, 2)

(3, 1) (2, 2) (2, 2) (1, 4)

Figure 5 A binary tree (left), a table embedding for the tree on the left (middle), and a tree that
does not have a table injection (right).

5.1.1

Preliminaries regarding trees

A (rooted, ordered, finite, labeled) binary tree is a finite tree where every node has at most
two children (left child and right child). We allow nodes to have a left (resp., right) child
only. We denote the empty tree by ε. Non-empty trees are denoted as a(t1 , t2 ). Here, the
root carries the label a, has left subtree t1 , and right subtree t2 . Notice that t1 or t2 can be
empty. For instance, a(ε, ε) is a tree that consists of a single node, labeled a. We denote by
Nodes(t) the set of nodes in the tree t. Every node u in the tree has a single label from ∆.
For a formal introduction into tree automata we refer to Appendix B.1.

Table Embeddings and Table Trees
As we want to use tree automata to reason about tables, we define a correspondence
between tables and trees. A table embedding of a binary tree t in a table T is a mapping
µ : Nodes(t) → Coords(T ) such that, for each node v of t,
the left child v1 is mapped directly below its parent, that is, µ(v1 ) = µ(v) + (1, 0), and
the right child v2 is mapped directly to the right of its parent, that is, µ(v2 ) = µ(v)+(0, 1).
A table injection is an injective table embedding.
Notice that a table embedding is always completely determined by the cell on which the
root of t is mapped. We illustrate table embeddings in Figure 5. The tree on the left has a
table injection which is depicted in the middle. The tree on the right does not have a table
injection: its canonical embedding is not injective on the nodes labeled (2, 2).
In the remainder, we use the term table tree for a tree that has a table injection. Since
we use trees to reason about tables, it will be more natural to speak of the downward and
the right child of nodes in trees (as opposed to the left and the right child). Similarly, a right
path (resp., downward path) is a path consisting only of right (resp., downward) children.
We note that other variants of table (or grid) embeddings have been studied in the
literature (see, e.g., [8, 9]). These works allow children of nodes to be mapped to neighboring
cells in the table, but they leave freedom as to which neighboring cells can be chosen. Under
this alternative definition of embeddings, it is NP-complete to decide if an injective embedding
exists for a given tree [8]. For table injections, however, this question is trivially in PTIME
because it only amounts to testing if the canonical table embedding is injective.
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(b) Smallest table tree satisfying the schema in
(a) SCULPT schema consisting of 2n + 1 rules, Figure 6a in a region disjoint manner. The path
each of size O(n).
at the top contains 2n nodes labeled an .
Figure 6 Schema for which the smallest region-disjoint table has an exponentially long path.

5.1.2

One Coordinate and No Rectangles

We assume that an L-SCULPT schema has at least one coordinate rule. As already mentioned
above, when a schema has no coordinate rule, it is trivially satisfiable. We first prove that
SAT is in PTIME for schemas with a single coordinate rule and that uses no rectangular
regions.
Given an L-SCULPT(row, col, right) schema S, we construct a tree automaton AS of size
polynomial in S such that L(AS ) 6= ∅ ⇔ S ∈ SAT. Ideally, AS would accept precisely
those trees whose table injection satisfies S. But as the following example shows the latter
condition could require AS to be of size exponential in S. Indeed, consider the class of
schemas in Figure 6a (which depends on a number n). Figure 6b shows that the smallest
trees corresponding to tables satisfying S in a region-disjoint manner have an exponentially
long path. Therefore, we construct AS to accept precisely those trees that can be pumped to
a tree that has a table injection satisfying S.

Pumping trees
We describe how trees are pumped, but first we need some terminology. We say that a token
a is a col token if col(a) is a left-hand side of a rule in S. We define row tokens and right
tokens analogously. A horizontal token is a row token or a right token. We sometimes also
call col tokens vertical tokens for consistency in terminology.
Consider a tree t with a long right path containing node u1 and, further right, u2 .
Moreover, u1 and u2 have col tokens and no node between them has a col token. (One can
think of u1 being the root node in Figure 6b and u2 the bn -labeled node.) Furthermore,
assume that t has a long downward path rooted at u2 . In any table embedding e, nodes u1
and u2 would be mapped to cells on the same row, i.e., with coordinates (i, j1 ) and (i, j2 )
for some i and j1 < j2 . So, for e to be injective, the entire subtree rooted at u1 ’s downward
child must be mapped into the region {(x, y) | x > i and j1 ≤ y < j2 }, in order to avoid
intersection with downward path below u2 .
A crucial observation is that we do not need to check this for very long paths. Since
content expressions are regular, if j2 − j1 exceeds the size of the largest content expression
in S, then the gap between u1 and u2 can be made arbitrarily large by pumping, avoiding
the use of any column tokens. This means that, in this case, the size of the subtree at u1 ’s
downward child does not matter for testing if the embedding e can be made injective. This
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will later help us to ensure region-disjointness. The tree automaton will therefore count
the distance between such branches up to a certain length, exceeding the size of the largest
content expression in S. Beyond that, it classifies the distance as ‘arbitrarily large’.
We also need to reason about the width of a tree t, which intuitively corresponds to
the number of columns that will be used in its table embedding. Formally, if t = ε then
width(t) = 0. If t = a(t↓ , t→ ), then width(t) = max{width(t↓ ), 1 + width(t→ )}.
As we only consider row, col, and right axes, testing if a schema is region-disjoint on a
table that corresponds to a table tree t amounts to the following. We need to test if, for
every subtree a(t↓ , t→ ) with width(t↓ ) = k, the tree t→ starts with a right path of length at
least k before we see the first node with a col token or a downward child. We formalize this
as follows. For a tree t = a(t↓ , t→ ), we define path-length(t) to be the number of nodes on
the right path starting at the root, before we reach a node with a col token or a downward
child. We set the value to ∞ if such a node does not exist. Formally, taking ∞ + 1 = ∞, we
define path-length as follows:
if t↓ 6= ε or a is a col token, then path-length(t) = 0,
else, if t→ = ε, then path-length(t) = ∞, and
otherwise, path-length(t) = 1 + path-length(t→ ).

Main Construction
We construct a tree automaton AS from a given L-SCULPT(row, col, right) schema S, such
that L(AS ) 6= ∅ ⇔ S ∈ SAT. We need one more technicality. We call a token a forbidden if
there are either two rules right(a) → ρ1 and row(a) → ρ2 , two distinct rules right(a) → ρ1
and right(a) → ρ2 , or two distinct rules s1 (a) → ρ1 and s2 (a) → ρ2 where s1 = s2 . Notice
that forbidden tokens can never appear in a table satisfying S. Observe that the set of
forbidden tokens can be trivially computed in PTIME.
The tree automaton AS is the intersection of the following automata:
Af orbidden , which accepts the trees without forbidden tokens;
Acontent , which checks conformity w.r.t. the content expressions and for region disjointness
in the same dimension. More precisely, Acontent checks
1. whether the table induced by the tree matches the rules in the schema, and
2. whether two row rules, a row and a right rule or two col rules select a common cell;11
Arow/col , which checks that there are no row and col rules that select a common cell; and
Aright/col , which checks that the input tree can be pumped to a tree where no right and
col rule select a common cell.
Formally, the invariants of the automata are captured by the four Lemmas 12, 13, 14,
15, which can be found in Appendix B.2. Using these lemmas, it can be proved that the
product automaton AS accepts a tree if and only if it can be pumped to a table tree that
satisfies S. By construction, in L(AS ), we will only be able to pump paths that are longer
than |Acontent |.
I Theorem 8. Let S be an L-SCULPT(row, col, right) schema that contains exactly one
coordinate rule and no rectangular regions. Then we can construct in time polynomial in |S|
a tree automaton AS such that L(AS ) 6= ∅ ⇔ S ∈ SAT.
As testing for non-emptiness of tree automata is in PTIME, SAT for L-SCULPT(row, col, right)
is in PTIME for schemas that contain at most one coordinate rule.
11

A col rule is a rule with col(d) as a left-hand side. Similar for row and right rule.
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(a) Example structure of a
model for a schema with
multiple coordinates.

(b) How the tree automaton
sees it similar to one coordinate case.

(c) Area of responsibility
of a state (c, ds , d) in the
automaton.

Figure 7 Dealing with the multiple coordinate case.

5.1.3

Multiple Coordinate Rules and Rectangles

We now show how to extend the result from Theorem 8 to the case where the schema may
contain multiple coordinate rules. The main idea is summarized in Figure 7. Figure 7a
depicts an instance of a region-disjoint forest with four roots. To turn it into a tree, we
compute an equisatisfiable L-SCULPT schema, where every coordinate is shifted one cell to
the right, add a new coordinate at (1,1) and select its entire column; see the dashed line in
Figure 7b. Since all coordinates in the new L-SCULPT schema are at column two or higher,
every coordinate in Figure 7a now has at least one selected cell somewhere to its left. We
then allow the tree automaton to read a branch to the right at every node, provided this
branch ends in a coordinate. (These are the dotted lines in Figure 7b.) The tree automaton
then tests if it finds every coordinate in the tree.
Naïvely, the latter test requires an exponential number of states (see Example 11 in
Appendix B.1), since it seems that the tree automaton needs a state for every subset of C,
the set of coordinates occurring in the schema. However, let n ∈ N be the smallest number
such that C ⊆ [n]2 . We can do the test with a polynomial number of states if we exploit
that the schema is in L-SCULPT(row, col, right). We prove that an automaton for finding
all coordinates in C can use states (c, ds , d), where c is a coordinate in [n]2 , and ds and d
are in [n] ∪ {0}. Formally, if a state (c, ds , d) is assigned to a node u in an accepting run,
it means that the automaton finds in the subtree at u all coordinates in (a, b) ∈ C of the
form (1) x = a and y ≤ b ≤ y + d and (2) a ≥ x and y + ds ≤ b ≤ y + d. See Figure 7c for
an illustration. Furthermore, we can also deal with rectangular regions:
I Theorem 9. Let S be an L-SCULPT(row, col, rect, right) schema. Then we can construct
in time polynomial in |S| a tree automaton AS such that L(AS ) 6= ∅ ⇔ S ∈ SAT.

5.2

Undecidable Fragments

L-SCULPT(row, col, rect, right) is asymmetric in that it only allows bounded navigation in one
direction (i.e., the right operator). Next, we show that bounded navigation in two directions
makes SAT undecidable. The first cases in the following theorem are the most natural ones.
Here, we need at most one direction for unbounded navigation. The last case needs two
unbounded directions, but we only need them once in the proof, for navigating to the bottom
right corner of the data and start the tiling encoding from there. The undecidability results
follow by reductions from Domino Tiling.
I Theorem 10. SAT is undecidable for L-SCULPT(row, up, down), L-SCULPT(right, down),
L-SCULPT(col, left, right), and L-SCULPT(row, col, up, left).
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6

Discussion

In this paper, we considered static optimization of SCULPT. As the satisfiability problem for
SCULPT becomes undecidable rather quickly, we defined the restriction L-SCULPT and show
that it admits a PTIME satisfiability test for the fragment L-SCULPT(row, col, rect, right).
This fragment contains selection of rows, columns, and rectangular regions, starting from a
given cell, plus bounded regions to the right (i.e., it can simulate “select three cells to the right
of coordinate (5,2)” or “select the five cells to the right of each a”). Although SAT is still in
PTIME if we replace right with down (by symmetry), we show that it becomes undecidable
when we extend this fragment with bounded navigation in two directions. Interestingly, the
just mentioned PTIME fragments contain the structural core of the W3C recommendation [12,
Section 5.5] and, in addition, extend it with features allowing to deal with cases like, for
instance, Use Case 13 in [13] that can not be addressed with the current recommendation.
To summarize, even though L-SCULPT(row, col, rect, right) seems to be very restrictive when
one starts from the full language SCULPT, it still extends the current W3C recommendation
and seems powerful enough to describe many data sets in practice.
Our result is still useful if one would omit the region disjointness condition in the semantics
of L-SCULPT. The PTIME algorithm would still be sound but incomplete. The only case
where the algorithm would return ‘no’, although the schema would be satisfiable is when it
can only be satisfied using tables in which selected regions are not disjoint.
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SCULPT Region Selection Expressions

SCULPT node expressions are formulas ϕ in propositional dynamic logic (PDL for short) [4],
tweaked for navigation over grids:
ϕ, ψ
α, β

:= a | root | true | hαi | ϕ ∨ ψ | ϕ ∧ ψ | ¬ϕ | α(ϕ)
:= ε | up | down | left | right | [ψ] | (α · β) | (α + β) | (α∗ )

Here, ϕ and ψ are node expressions and α and β are navigational expressions. Furthermore,
a ranges over tokens in ∆e and root is a constant referring to the cell at coordinate (1, 1).
Node expressions map a table to a region, whereas navigational expressions are mappings
from regions to regions.
When evaluated over a table T , a node expression ϕ defines a region LϕMT ⊆ Coords(T ),
as follows:

LaMT
LhαiMT
L(ϕ ∨ ψ)MT
L(¬ϕ)MT

:=
:=
:=
:=

{(i, j) ∈ Coords(T ) | a ∈ Ti,j }
{c ∈ Coords(T ) | Lα({c})MT 6= ∅}
LϕMT ∪ LψMT
Coords(T ) \ LϕMT

LrootMT
LtrueMT
L(ϕ ∧ ψ)MT

:= {(1, 1)}
:= Coords(T )
:= LϕMT ∩ LψMT

We define Lα(ϕ)MT as Lα(z)MT , where z = LϕMT and Lα(z)MT is recursively defined as follows
(for an arbitrary region z ⊆ Coords(T )):

Lε(z)MT
L(α · β)(z)MT
L(α + β)(z)MT
L(α∗ )(z)MT
L[ψ](z)MT

:=
:=
:=
:=
:=

z
Lβ(Lα(z)MT )MT
Lα(z)MT ∪ Lβ(z)MT
S
i
i≥0 Lα (z)MT
LψMT ∩ z

Lup(z)MT
Ldown(z)MT
Lleft(z)MT
Lright(z)MT

:=
:=
:=
:=

{(i − 1, j) | i > 1, (i, j) ∈ z}
{(i + 1, j) | i < n, (i, j) ∈ z}
{(i, j − 1) | j > 1, (i, j) ∈ z}
{(i, j + 1) | j < m, (i, j) ∈ z}
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Here, αi abbreviates the i-fold composition α · · · α. We also use this abbreviation in the
remainder. Notice that every coordinate (k, `) of T can be expressed as downk−1 right`−1 (root).
Henceforth, we therefore use coordinates (k, `) as syntactic sugar. Due to the close connection
to PDL, region selection expressions are also very close to some fragments of Graph XPath [10].
To sum up, f (ϕ) on a table T defines the set of regions region(LϕMT ) and rows(LϕMT ) when
f is region or rows, respectively.

B
B.1

Polynomial-Time Fragments
Trees and Tree Automata

A nondeterministic tree automaton (over alphabet ∆) or NTA is a tuple N = (Q, ∆, δ, F, e)
where Q is a finite set of states, F ⊆ Q is the set of accepting states, e is a bit indicating if
a
N accepts the empty tree or not, and δ is a set of transition rules of the form [q1 , q2 ] → q,
where a ∈ ∆ and q1 , q2 ∈ Q ] {ε}. A run of N on a labeled binary tree t is an assignment of
nodes to states λ : Nodes(t) → Q such that for every v ∈ Nodes(t) the following holds. Let
`

v
`v be the label of v. If v is a leaf, then [ε, ε] →
λ(v) ∈ δ; if v only has a left child v1 then

`

`

v
v
[λ(v1 ), ε] →
λ(v) ∈ δ; if v only has a right child v2 then [ε, λ(v2 )] →
λ(v) ∈ δ and, finally, if

`

v
v has left child v1 and right child v2 then [λ(v1 ), λ(v2 )] →
λ(v) ∈ δ. A run is accepting if
λ(r) ∈ F for the root r of t. A non-empty tree t is accepted if there exists an accepting run
on t. The empty tree is accepted if e = true. The set of all accepted trees is denoted by
L(N ).
Transition rules suggest that NTAs read trees in a bottom-up manner. For this reason,
NTAs are usually referred to as bottom-up nondeterministic tree automata. However, the
a
semantics of NTAs does not depend on whether we write rules “bottom-up” as [q1 , q2 ] → q
a
or “top-down” as q → [q1 , q2 ]. In our proofs, we mix notation depending on the situation at
hand.

I Example 11. We give an example of a tree automaton (that is useful in Section 5.1.3).
Let C ⊆ ∆. The tree automaton NC = (Q, ∆, δ, C, false) accepts precisely those trees in
which every symbol from C occurs. Define Q = 2C . We define δ as follows:
a

[ε, ε] → {a} ∩ C
a
[C1 , C2 ] → (C1 ∪ C2 ∪ {a}) ∩ C

a

[C1 , ε] → (C1 ∪ {a}) ∩ C
a
[ε, C2 ] → (C2 ∪ {a}) ∩ C

In an accepting run, NC visits a node u in a state C 0 ⊆ C iff C 0 is the largest subset from
C such that the subtree rooted at u contains every symbol from C 0 . We note that NC is
exponentially larger than |C|. This exponential size in C cannot be avoided as even on words,
the smallest NFA recognizing the words in which all symbols from C occur has exponential
size. The latter can be easily proved using Glaister and Shallit’s lower bound technique for
the size of NFAs [6]. Intuitively, the blow-up is due to the fact that the symbols from C may
occur in any order and therefore the automaton needs to remember which symbols have been
already encountered.

B.2

Invariants for the Main Construction

The invariants of the four tree automata used in Theorem 8 are captured by the following
four Lemmas.
I Lemma 12. An NTA Af orbidden can be constructed in time polynomial in |S| such that
L(Af orbidden ) is the set of trees containing no forbidden token.
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For a node u in t we define its set of triggering rules in S as follows:
if lab(u) = a, then its triggering rules are all rules of the form row(a) → ρ, col(a) → ρ, or
right(a) → ρ in S and
if u is the root of t, then, additionally, the unique coordinate rule of S is also triggering.
I Lemma 13. An NTA Acontent can be constructed in time polynomial in |S| such that
L(Acontent ) ∩ L(Af orbidden ) is the set of trees t such that for every node u all the following
hold:
1. If u has a triggering rule row(d) → ρ then the right path of t rooted at u forms a word in
L(ρ) that does not contain any horizontal tokens.
2. If u has a triggering rule col(d) → ρ then the downward path of t rooted at u forms a
word in L(ρ) that does not contain any vertical tokens.
3. If u has a triggering rule right(d) → ρ then the label of the right child of u either is t, or
a word in L(ρ).
4. u lies on a path described in cases 1-3.
In the above, d can be a coordinate or a token. For the unique rule where d is a coordinate,
node u is included in the respective path. In all other cases it is excluded.
We note that property 4 ensures that a tree accepted by Acontent is minimal in the sense
that it only contains nodes required to match the schema.
I Lemma 14. An NTA Arow/col can be constructed in time polynomial in |S| such that
t ∈ L(Arow/col ) if and only if, for every subtree a(t↓ , t→ ) of t, there is no row token in t↓ or
there is no col token in t→ .
I Lemma 15. An NTA Aright/col can be constructed in time polynomial in |S| such that
t ∈ L(Aright/col ) if and only if, for every node u of t, path-length(t→ ) ≤ |Acontent | implies
that
width(t↓ ) ≤ path-length(t→ ) + 1,
where a(t↓ , t→ ) is the subtree of t rooted in u.
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1

Introduction

In ontology-mediated querying, queries against incomplete and heterogeneous data are
supported by an ontology that provides domain knowledge and assigns a semantics to the
data [15, 19, 37, 41]. The ontologies are often formulated in a specialized language such as a
description logic [4, 5] or an existential rule language [6, 7, 22, 33] while the actual query
is typically a conjunctive query (CQ) or a mild extension thereof such as a union of CQs
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(UCQ). However, it can also be useful to consider more expressive decidable fragments of
first-order logic (FO) as an ontology language as this serves to explore the limits of the
ontology-mediated querying approach, to provide maximum expressive power for ontology
formulation, and to put ontology-mediated querying into a more general logical perspective.
Notably, this has been done in [8, 9, 19], where the guarded fragment (GF), the unary
negation fragment (UNFO), and the guarded negation fragment (GN) of FO have been used
as ontology languages. These fragments originate from the attempt to explain the good
computational behaviour of modal and description logics and to extend their expressive
power in a natural way. While GF and UNFO are orthogonal in expressive power, GN
subsumes both of these fragments [9] and all of them subsume many common modal and
description logics. It is an important result that, for all these fragments, ontology-mediated
querying with UCQs remains decidable and that the complexity stays within the expected,
namely 2ExpTime combined and coNP data.
From the perspective of database theory, it is an attractive property of both UNFO
and GN (but not of GF) that they can express CQs and UCQs. In ontology-mediated
querying, this allows to ‘express’ the evaluation of ontology-mediated queries in terms of
satisfiability in a natural way. It is easiest to state this for Boolean queries: if (O, Σ, q) is
an ontology-mediated query (OMQ) where O is an ontology, Σ a set of predicate symbols
(that is, relation names) that may occur in the data, and q a UCQ, and D is a Σ-database,
then D |= (O, Σ, q) iff O ∧ D ∧ ¬q is unsatisfiable. When O is formulated in UNFO or in
GN, then so is O ∧ D ∧ ¬q. What is more, the containment of OMQs can also be ‘expressed’
as a satisfiability problem in the natural case where both OMQs contain the same ontology
and Σ is the set of all predicates symbols; from now on, we generally mean this case when
speaking of OMQ containment. But also beyond ontology-mediated querying, we believe
that the ability to express UCQs makes UNFO and GN attractive as an expressive logical
backdrop for database theory.
In this paper, we study the natural extension UNFOreg of UNFO with regular path
expressions on binary relations. The resulting logic has the attractive property that it allows
to express regular path queries [29] and conjunctive two-way regular path queries (C2RPQs)
[25] as well as unions thereof (UC2RPQs). Such queries play a central role in the area of graph
databases [2, 10] and they have also received considerable attention in ontology-mediated
querying [12, 17, 18, 26, 27, 28, 40]. An additional reason to consider UNFOreg is provided by
the observation that transitive roles are an important feature of many common description
logics (a role is a binary relation), but that transitive roles cannot be expressed in UNFO. In
UNFOreg , even transitive closure of roles and regular expressions on roles are expressible,
two features that are provided by several expressive description logics [3, 24]. As a concrete
example, every ontology formulated in ALCI reg , the extension of the common description
logic ALCI with regular expressions on roles [44], can be expressed in UNFOreg and thus
the evaluation of ontology-mediated queries (O, Σ, q) where O is formulated in ALC reg and q
is a UC2RPQ can be ‘expressed’ as a satisfiability problem in UNFOreg ; of course, the same
is true when O is formulated in UNFOreg itself. We remark that transitive roles cannot be
expressed in GF and GNF either, and that adding transitive relations to GF without losing
decidability requires to impose rather strong syntactical restrictions [45], especially so in an
ontology-mediated querying context [34]. Adding transitive relations to GNF has, to the
best of our knowledge, not yet been studied.
The main problem that we are interested in is evaluating OMQs in which the ontology
is formulated in UNFOreg and the actual query is a UC2RPQ. We show that this problem
is decidable, 2ExpTime-complete in combined complexity and coNP-complete in data
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complexity. We further consider the OMQ containment problem and show that it is 2ExpTime-complete as well. We additionally show that the complexity of model checking in
2
UNFOreg is the same as in UNFO, namely complete for PNP[O(log n)] .
As explained above, both OMQ evaluation and OMQ containment can be reduced to
satisfiability in polynomial time. For studying the combined complexity of the former and
the complexity of the latter, we thus concentrate on the satisfiability problem and prove a
2ExpTime upper bound. Note that the addition of regular expressions does thus not increase
the complexity of this problem as satisfiability in UNFO is also 2ExpTime-complete [46]
and that the lower bound holds already when the arity of predicates is bounded by two,
as a consequence of the results in [39]. Our proof proceeds by first showing that every
satisfiable UNFOreg formula ϕ has a model whose treewidth is bounded by the size of ϕ,
then establishing a characterization of the satisfaction of C2RPQs (that occur as a building
block in ϕ) in such models in terms of certain witness trees, and finally showing that this
infrastructure gives rise to a decision procedure based on two-way alternating tree automata.
This ‘direct approach’ is in contrast to the reduction to satisfiability in the µ-calculus used
for UNFO in [46] which seems unwieldy in the presence of regular path expressions. Note
in particular that an important reason for the relative simplicity of the reduction in [46] is
that there is always a model of bounded treewidth in which any two bags overlap in at most
one element; this is no longer true in UNFOreg . To establish the coNP upper bound on
data complexity, we first observe that it suffices to consider a database satisfiability problem
(given a database D, is there a model of the fixed UNFOreg sentence ϕ that extends D?) and
then establish a certain kind of decoration of D as a witness for D being a positive instance,
in a way such that witnesses can be guessed and verified in polynomial time.
Related work. For general background on ontology-mediated querying, we refer to [15, 19,
37, 41] and the references therein. OMQ containment was considered in [11, 13, 14, 21].
UNFO was introduced and studied by ten Cate and Segoufin in [46] and it was considered
as an ontology language for OMQs in [19]. Regular path queries, C2RPQs, and variations
thereof emerge from graph databases, see the surveys [2, 10] and references therein. We use
C2RPQs that admit nesting via node tests, as considered in [16], see also [20]. Sometimes,
this is referred to as ‘nested’ C2RPQs. There are several further extensions of C2RPQs that
are not considered in this paper. We still mention two of them. A more powerful form of
nesting is obtained by allowing to use C2RPQs with two answer variables in place of binary
predicates in regular expressions, giving rise to regular queries [42]. Another expressive
extension of C2RPQs is defined by monadically defined queries, which implement a certain
‘flag and check’ paradigm [43]. OMQs in which the actual query is some form of regular
path queries are considered in [12, 17, 18, 26, 27, 28, 40]. As discussed in more detail later,
UNFOreg is also related (but orthogonal in expressive power) to propositional dynamic logic
with intersection and converse (ICPDL) [31] and to UNFO extended with fixed points [46].

2

Preliminaries

We assume that a countably infinite supply of predicate symbols of each arity is available.
In the unary negation fragment of first-order logic extended with regular path expressions
(UNFOreg ), formulas ϕ are formed according to the following grammar:
ϕ ::= P (x) | E(x, y) | x = y | ϕ ∧ ϕ | ϕ ∨ ϕ | ∃xϕ | ¬ϕ(x)
E

::= R | R− | E ∪ E | E · E | E ∗ | ϕ(x)?
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where P ranges over predicate symbols, R over binary predicate symbols, and, in the ¬ϕ(x)
clause, ϕ has no free variables besides (possibly) x. Expressions E formed according to the
second line are called (regular) path expressions and expressions ϕ(x)? according to the last
clause in that line are called tests. Tests are similar to the test operator in propositional
dynamic logic (PDL) [30] and to node tests in XPath [32] and in some versions of regular
path queries [16, 20]. When we write ϕ(x), we generally mean that the free variables of ϕ
are among x, but not all variables from x need actually be free in ϕ. For a UNFOreg formula
ϕ(x), we use ∀xϕ to abbreviate ¬∃x¬ϕ(x).

I Example 1. The following
are UNFOreg formulas: ∀x ∃yR(x, y) ∧ ¬(R · R∗ )(x, x) and

∃y R∗ (x, y) ∧ S ∗ (x, y) .
A structure A takes the form (A, R1A , R2A , . . . ) where A is a non-empty set called the domain
and Ri is an ni -ary relation over A if Ri is a predicate symbol of arity ni .Whenever convenient,
we use dom(A) to refer to A. Every path expression E is interpreted as a binary relation E A
over A: RA is part of A, (R− )A is the converse of RA , (E1 ∪ E2 )A = E1A ∪ E2A , (E1 ◦ E2 )A =
E1A ◦ E2A , (E ∗ )A is the reflexive-transitive closure of E A , and (ϕ(x)?)A = {(a, a) | A |= ϕ(a)}.
UNFOreg formulas are then interpreted under the standard first-order semantics with path
expressions being treated in the same way as binary predicates. A UNFOreg sentence ϕ(x) is
satisfiable if there is a structure A such that A |= ϕ. Such an A is called a model of ϕ(x).
I Example 2. Reconsider the UNFOreg formulas from Example 1. It can be verified that
the first sentence is satisfiable, but not in a finite model. Thus, in contrast to UNFO (and to
propositional dynamic logic), UNFOreg lacks the finite model property. The second sentence
expresses a property that cannot be expressed in UNFO extended with fixed points, as
studied in [46], which can formally be shown using UN-bisimulations, also defined in [46].
In fact, UNFOreg and UNFO with fixed points are orthogonal in expressive power. Another
related logic is ICPDL, that is, PDL extended with intersection and converse [31]. This
logic, too, is orthogonal in expressive power to UNFOreg . For example, the existence of a
4-clique can be expressed as a UNFO sentence, but not in ICPDL since every satisfiable
ICPDL formula is satisfiable in a structure of tree width two.
The expressive power of UNFOreg is closely related to that of conjunctive 2-way regular
path queries. A database D is a finite structure such that for every a ∈ dom(D), there
is an a ⊆ dom(D) and a predicate symbol P such that a ∈ a ∈ P D . Since a database
is a syntactic object, we refer to the elements of dom(D) as constants whereas we speak
about elements in the context of (semantic) structures. A conjunctive 2-way regular path
query (C2RPQ) is a formula of the form q(x) = ∃y ϕ(x, y) where ϕ(x, y) is a conjunction of
atoms of the form R(z) and E(z1 , z2 ), R a predicate symbol and E a two-way regular path
query, that is, an expression formed according to the second line of the syntax definition of
UNFOreg , but allowing only formulas ϕ(x) that are C2RPQs in tests. The variables x are
the answer variables of q(x) and q(x) is Boolean if x = ∅. A union of C2RPQs (UC2RPQ) is
a disjunction of C2RPQs that all have the same answer variables. A conjunctive query (CQ)
is a C2RPQ that does not use atoms of the form E(z1 , z2 ). The answers to a UC2RPQ q(x)
on a database D, denoted ans(q, D), are defined in the standard way, see for example [42].
Note that every UC2RPQ is a UNFOreg formula.
I Example 3. Consider the following database about family relationships, using binary
predicates Child and Spouse, and written as a set of facts.
D

= { Child(Nívea, Clara), Child(Clara, Blanca), Child(Blanca, Alba),
Spouse(Nívea, Severo), Spouse(Esteban, Clara)
}
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The following C2RPQ asks for all pairs (x, y) such that x is an ancestor of y in a line of only
married ancestors (using the shorthand R+ = R · R∗ ).
q(x, y) = (m(z)? · Child)+ (x, y) where

m(z) = ∃z 0 (Spouse ∪ Spouse− )(z, z 0 )

We have ans(q, D) = {(Nívea, Clara), (Nívea, Blanca), (Clara, Blanca)}.
Let q(x) = ∃y ϕ(x, y) be a C2RPQ. We use var(q) to denote the variables that occur in q
outside of tests, that is, x ∪ y. We do not distinguish between q(x) and the set of all atoms
in ϕ, writing e.g. R(x, y, z) ∈ q(x) to mean that R(x, y, z) is an atom in ϕ. For simplicity,
we treat an atom E(x, x) in a C2RPQ q(x) where E is the test ϕ(y)? as an atom of the form
ϕ(x); that is, w.l.o.g. we use tests not only in path expressions but also directly as atoms of
a C2RPQ. A C2RPQ q(x) can be viewed as a finite hypergraph in the expected way, that is,
every atom R(z) and E(z1 , z2 ) is viewed as a hyperedge. We say that q(x) is connected if the
Gaifman graph of this hypergraph is connected. It is interesting to observe that foundational
problems concerning UC2RPQs can be phrased as (un)satisfiability problems in UNFOreg .
I Example 4.
1. The problem whether a Boolean UC2RPQ q() evaluates to true on a database D (i.e.,
whether the empty tuple is in ans(q, D)) corresponds to the unsatisfiability of ϕD () ∧ ¬q()
where ϕD () is D viewed as a Boolean CQ in the obvious way.
2. The problem whether a Boolean UC2RPQ q1 () is contained in a Boolean UC2RPQ q2 ()
(defined in the usual way) corresponds to the unsatisfiability of q1 () ∧ ¬q2 ().
Both reductions extend to the case of non-Boolean queries by simulating answer variables
using fresh unary predicates, see the proof of Lemma 6 below.
An ontology-mediated query (OMQ) is a triple (O, Σ, q) where O is a logical sentence called
the ontology, Σ is a set of predicate symbols called the data signature, and q is a query. In
this paper, we shall primarily be interested in the case where O is an UNFOreg sentence
and q is a UC2RPQ. We use (UNFOreg , UC2RPQ) to denote the set of OMQs of this form
and similarly for other ontology languages and query languages. Let Q = (O, Σ, q) be from
(UNFOreg , UC2RPQ) and D a database that uses only symbols from Σ. We call a ⊆ dom(D)
a certain answer to Q on D if a ∈ ans(q, A) for every structure A that extends D and is
a model of O, where A extends D if dom(D) ⊆ dom(A) and P D ⊆ P A for all predicate
symbols P . Note that this semantics embodies a ‘standard names assumption’, that is,
constants in D are interpreted as themselves. The set of all certain answers to Q on D is
denoted cert(Q, D). We say that Q is Boolean if q is. For a Boolean OMQ Q, we write
D |= Q to indicate that Q is true on D, meaning that the empty tuple is in cert(Q, D).
I Example 5. Consider the OMQ Q = (O, Σ, q 0 ) based on an extension of the C2RPQ q
from Example 3, where O defines a single mother as an unmarried woman who has a child,
using additional unary predicates Female and SingleMother, and q 0 has an additional conjunct
requiring that y is a single mother, that is:

O = ∀x SingleMother(x) ↔ Female(x) ∧ Single(x) ∧ ∃y Child(x, y)
q 0 (x, y) = q(x, y) ∧ SingleMother(y)
Σ = {Child, Spouse, Female, Single}
Note that O is equivalent to a UNFOreg (even plain UNFO) formula obtained by eliminating
↔ in the usual way. Let D0 = D ∪ {Female(Blanca), Single(Blanca)}, where D is the database
from Example 3. Then cert(Q, D0 ) = {(Nívea, Blanca), (Clara, Blanca)}, but cert(Q, D) = ∅.
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OMQ evaluation in (UNFOreg , UC2RPQ) is the problem to decide, given an OMQ Q from
(UNFOreg , UC2RPQ), a database D, and an a ⊆ dom(D), whether a ∈ cert(Q, D). This is a
relevant problem since ontologies formulated in many logics used as ontology languages can be
translated into an equivalent UNFOreg sentence in polynomial time. In particular, this is the
case for the basic description logics ALC and ALCI [19] and for their extensions with transitive
closure of roles [3] and with regular expressions over roles [24]. For any of these logics L, this of
course also yields a polynomial time reduction of OMQ evaluation in (L, UC2RPQ) to OMQ
evaluation in (UNFOreg , UC2RPQ). Even UNFO itself has occasionally been considered as
an ontology language [19].
For the rather common extension of the description logic ALC with transitive roles [5], an
equivalence preserving translation of ontologies into UNFOreg sentences is not possible since
UNFOreg cannot enforce that a binary predicate is transitive. However, a transitive role can
be simulated using the transitive closure of a binary predicate R (and never using R without
transitive closure). In this way, one still obtains the desired polynomial time reduction
of OMQ evaluation. The same reduction can be applied even to UNFOreg extended with
reg
transitive relations. We use UNFOreg
where sentences
trans to denote the extension of UNFO
take the form ϕtrans ∧ ϕ with ϕtrans a conjunction of atoms of the form trans(R), R a binary
predicate symbol, and ϕ a UNFOreg sentence. An atom trans(R) is satisfied in a structure A
if RA is transitive.
Evaluation of Boolean OMQs in (UNFOreg
trans , UC2RPQ) reduces in polynomial time to
reg
satisfiability in UNFOtrans since D |= (O, Σ, q) iff ϕD () ∧ O ∧ ¬q() is unsatisfiable. The
reduction can be extended to non-Boolean queries by simulating answer variables using fresh
unary predicates. Because of this observation, in the main body of the paper we concentrate
on deciding satisfiability rather than OMQ evaluation.
I Lemma 6. Lemma OMQ evaluation in (UNFOreg
trans , UC2RPQ) reduces in polynomial time
to satisfiability in UNFOreg , and so does satisfiability in UNFOreg
trans .
Together with Theorem 14 it thus follows that UNFO can be extended with transitive
relations without losing decidability or affecting the complexity of satisfiability and of OMQ
evaluation. This is in contrast to the guarded fragment, where in both cases decidability
can only be obtained by adopting additional syntactic restrictions. While for satisfiability it
suffices to assume that transitive relations are only used in guard positions, even stronger
restrictions are necessary for OMQ evaluation [35, 45, 34].
There are also other interesting reasoning problems that can be reduced to satisfiability
in UNFOreg . Here we consider OMQ containment, leaving out transitive roles for simplicity.
Let Q1 = (O, Σfull , q1 ) and Q2 = (O, Σfull , q2 ) be OMQs from (UNFOreg , UC2RPQ) with the
same number of answer variables and where Σfull is the full data signature, that is, the set of
all predicate symbols. We say that Q1 is contained in Q2 and write Q1 ⊆ Q2 if for every
database D, cert(Q1 , D) ⊆ cert(Q2 , D). We observe that OMQ containment can also be
reduced to satisfiability in polynomial time.
I Lemma 7. OMQ containment in (UNFOreg , UC2RPQ) reduces in polynomial time to
satisfiability in UNFOreg .
There are also versions of OMQ containment that admit different ontologies in the two
involved OMQs and more restricted data signatures in place of Σfull [11, 13, 14, 21]. These are
computationally harder and a polynomial time reduction to satisfiability cannot be expected.
In fact, it follows from results in [21] that this more general form of OMQ containment is
2NExpTime-hard already when the ontologies are formulated in the description logic ALCI,
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a fragment of UNFO, and when the actual queries are CQs. Decidability remains an open
problem. We remark that when the actual queries in OMQs are CQs, then OMQ containment
under the full data signature can be reduced to query evaluation in a straightforward way,
essentially by viewing the query from the left-hand OMQ as a database. In the presence of
regular path queries, however, this does not seem to be easily possible.
We next introduce a normal form for UNFOreg sentences, similar but not identical to the
normal form used for UNFO in [46]. For a set L of UNFOreg formulas with one free variable,
a C2RPQ extended with L-formulas is a C2RPQ in which all tests ϕ(x)? in atoms E(z1 , z2 )
have been replaced with tests ψ(x)?, ψ(x) a formula from L. The set of normal UNFOreg
formulas is the smallest set of formulas such that
1. every connected C2RPQ with exactly one free variable, extended with normal UNFOreg
formulas, is a normal UNFOreg formula;
2. if ϕ(x) and ψ(x) are normal UNFOreg formulas, then ¬ϕ(x), ϕ(x) ∨ ψ(x), and ∃x ϕ(x)
are normal UNFOreg formulas.
Observe that Item 1 serves as an induction start since every connected C2RPQ without
tests (and with one free variable) is a normal UNFOreg formula. Note that normal formulas
are closed under conjunction in the sense that the conjunction of normal formulas ϕ1 (x)
and ϕ2 (x) is a C2RPQ extended with normal UNFOreg formulas and thus a normal formula.
Thus, unary disjunction could be eliminated, but for our purposes it is more convenient to
keep it. We note in passing that using this normal form, it is easy to observe that UNFOreg
has the same expressive power as C2RPQs that admit both tests and negated tests.
The width of a normal UNFOreg formula is the maximal number of variables in a C2RPQ
that occurs in it (not counting the variables that occur in the C2RPQ only inside tests).
The atom width is defined analogously, but referring to the number of atoms instead of the
number of variables. In the context of normal UNFOreg formulas, for brevity we speak of
C2RPQs when meaning C2RPQs extended with normal UNFOreg formulas. The size of a
UNFOreg formula is the number of symbols needed to write it, with variable symbols and
predicate symbols being counted as a single symbol.
I Lemma 8. Every UNFOreg sentence ϕ can be transformed into an equivalent normal
UNFOreg sentence ϕ0 in single exponential time. Moreover, the width and the atom width
of ϕ0 are at most polynomial in the size of ϕ and the path expressions that occur in ϕ0 are
exactly those in ϕ.
In the following sections, we replace atoms E(z1 , z2 ) in the C2RPQs that occur in a normal
UNFOreg formula with atoms of the form A(z1 , z2 ) where A is a nondeterministic automaton
on finite words (NFA) over a suitable alphabet; we call such atoms NFA atoms. Formally,
an NFA is a tuple (Q, Σ, ∆, q0 , F ) where Q is a finite set of states, Σ a finite alphabet,
∆ ⊆ Q × Σ × Q a transition relation, q0 ∈ Q an initial state and F ⊆ Q a set of final
states. When deciding the satisfiability of a UNFOreg sentence ϕ0 , we will generally take Σ
to be {R, R− | R a binary predicate in ϕ0 } ∪ {ϕ(x)? | ϕ(x)? a test in ϕ0 }. Clearly, all path
expressions in ϕ0 are regular expressions over this alphabet. Since every regular expression
can be converted into an equivalent NFA in polynomial time, we can thus w.l.o.g. assume
the NFA-based presentation. Let A = (Q, Σ, ∆, q0 , F ) be an NFA. Then we use A[F/F 0 ]
to denote the NFA obtained from A by replacing F with F 0 ⊆ Q and A[q0 /q] for the NFA
obtained from A by replacing q0 with q ∈ Q. For a structure A, an NFA A, and a, b ∈ A, we
write A |= A(a, b) if there are a1 , . . . , an ∈ A and a word w ∈ L(A) of length n − 1 such that
a = a1 , an = b, (ai , ai+1 ) ∈ RA if the ith symbol in w is R, (ai+1 , ai ) ∈ RA if the ith symbol
in w is R− , and ai = ai+1 and A |= ϕ(ai ) if the ith symbol in w is ϕ(x)?. This gives a
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semantics to NFA atoms. The size of a normal UNFOreg formula with NFA atoms is defined
in the same way as the size of a UNFO formula, where every NFA A = (Q, Σ, ∆, q0 , F )
contributes the cardinality of Q plus the cardinality of ∆ plus the cardinality of F .

3

Tree-like Structures and Witness Trees

We give a characterization of satisfiability in UNFOreg that is tailored towards implementation
by tree automata. In particular, we show that every satisfiable UNFOreg formula ϕ has
a model whose treewidth is bounded by the width of ϕ, introduce a representation of
such models in terms of labeled trees, and characterize the satisfaction of C2RPQs in
models represented in this way in terms of tree-shaped witnesses. To simplify the technical
development, in this section and the subsequent one we disallow predicates of arity zero.
Note that an atom P () can be simulated by the formula ∃x P (x), so this assumption is
w.l.o.g. We work with normal UNFOreg sentences throughout the section.
A (directed) tree is a prefix-closed subset T ⊆ (N \ {0})∗ . A node w ∈ T is a successor of
v ∈ T and v is a predecessor of w if w = v · i for some i ∈ N. Moreover, w is a neighbor of v
if it is a successor or predecessor of v. A tree-like structure is a pair (T, bag) where T is a
tree and bag a function that assigns to every w ∈ T a finite structure bag(w) such that
[
the set of nodes {w ∈ T | a ∈ dom(w)} is connected in T , for each a ∈
dom(w)
w∈T

where, here and in the remainder of the paper, dom(w) is a shorthand for dom(bag(w)). The
width of (T, bag) is the maximum domain size of structures that occur in the range of bag. Its
outdegree is the outdegree of T . A tree-like structure (T, bag) defines the associated structure
A(T,bag) which is the (non-disjoint) union of all structures bag(w), w ∈ T . We use dom(T, bag)
as a shorthand for dom(A(T,bag) ). As witnessed by its representation (T, bag), the treewidth
of the structure A(T,bag) is bounded by the maximum cardinality of dom(bag(w)), w ∈ T .
We will show that every satisfiable UNFOreg sentence ϕ0 is satisfiable in a tree-like structure
whose width is bounded by the width of ϕ0 . In UNFO, it suffices to consider structures of
this form in which bags overlap in at most one element; this is not the case in UNFOreg .
Let ϕ0 be a normal UNFOreg sentence. We use sub(ϕ0 ) to denote the subformulas of ϕ0
with at most one free variable, and where the free variable is renamed to x. Then cl(ϕ0 )
denotes the smallest set of normal UNFOreg formulas that contains sub(ϕ0 ) and is closed
under single negation. A 1-type for ϕ0 is a subset t ⊆ cl(ϕ0 ) that satisfies the following
conditions:
1. ϕ ∈ t iff ¬ϕ ∈
/ t for all ¬ϕ ∈ cl(ϕ0 );
2. ϕ ∨ ψ ∈ t iff ϕ ∈ t or ψ ∈ t for all ϕ ∨ ψ ∈ cl(ϕ0 ).
We use TP(ϕ0 ) to denote the set of all 1-types for ϕ0 .
A type decorated tree-like structure for ϕ0 is a triple (T, bag, τ ) with (T, bag) a tree-like
structure such that only predicates from ϕ0 occur in the range of bag and τ : dom(T, bag) →
TP(ϕ0 ). Let (T, bag, τ ) be such a structure, A an NFA, and a, b ∈ dom(T, bag). We write
A(T,bag) , τ |= A(a, b) if A(T,bag) |= A(a, b) with the semantics of tests reinterpreted: instead
of demanding that A |= ϕ(a0 ) for a test ϕ0 (x)? to hold at an element a0 , we now require that
ϕ ∈ τ (a0 ). Let ϕ(x) = ∃y ψ(x, y) be a C2RPQ and a ∈ dom(T, bag). A homomorphism from
ϕ(x) to (T, bag, τ ) is a function h : {x} ∪ y → dom(T, bag) such that the following conditions
are satisfied:
h(x) ∈ RA(T ,bag) for each R(x) ∈ ϕ(x);
A(T,bag) , τ |= A(h(y), h(z)) for each A(y, z) ∈ ϕ(x).
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A type decorated tree-like structure (T, bag, τ ) for ϕ0 is proper if:
1. for all ∃x ϕ(x) ∈ cl(ϕ0 ), ∃x ϕ(x) ∈ τ (a) iff there is a b ∈ dom(T, bag) with ϕ(x) ∈ τ (b);
2. for all C2RPQs ϕ(x) ∈ cl(ϕ0 ), ϕ(x) ∈ τ (a) iff there is a homomorphism h from ϕ(x) to
(T, bag, τ ) such that h(x) = a.
The following lemma establishes proper type decorated tree-like structures for ϕ0 as witnesses
for the satisfiability of ϕ0 . The proof of the ‘only if’ direction is via an unraveling procedure
that constructs a type decorated tree-like structure in a top-down manner, introducing
fresh bags to satisfy C2RPQs and to implement a step-by-step chase of paths that witness
satisfaction of NFA atoms in C2RPQs.
I Lemma 9. A normal UNFOreg sentence ϕ0 of size n and width m is satisfiable iff there is
a proper type decorated tree-like structure (T, bag, τ ) for ϕ0 of width at most m and outdegree
at most n2 + n such that ϕ0 ∈ τ (a) for some a.
As the next step, we take a closer look at Point 2 of properness, that is, we characterize
carefully the existence of a homomorphism h from ϕ(x) to (T, bag, τ ) such that h(x) = a
in a way that is tailored towards implementation by tree automata. This gives rise to the
notion of a witness tree below. We start with introducing the notions of subdivisions and
splittings which shall help us to take care of the fact that the homomorphic image of a query
q(x) may be spread over several bags of a tree-like structure, and in fact this might even be
the case for a single NFA atom.
An instantiated C2RPQ is a C2RPQ in which all free variables have been replaced
with constants. We write ϕ(a) to indicate that the constants in the instantiated C2RPQ
are exactly a. When working with instantiated C2RPQs, we drop existential quantifiers,
assuming that all variables are implicitly existentially quantified. For brevity, we often omit
the word ‘instantiated’ and only speak of C2RPQs. We speak of terms to mean both variables
and constants, and we denote terms with t.
Let ϕ(a) be a connected C2RPQ, ∆ be a domain, and s ≥ 1. A (∆, s)-subdivision of of
an atom A(t, t0 ) ∈ ϕ(a) is a set of atoms
A[F/{q1 }](t, b1 ), A[q0 /q1 , F/{q2 }](b1 , b2 ), . . . , A[q0 /qk−1 , F/{qk }](bk−1 , bk ), A[q0 /qk ](bk , t0 )
where q1 , . . . , qk are states of A, k ≤ s, and b1 , . . . , bk are constants from ∆. A C2RPQ
ψ(a0 ) is a (∆, s)-subdivision of ϕ(a) if it is obtained from ϕ(a) by replacing zero or more
NFA atoms with (∆, s)-subdivisions. Let ψ(a0 ) be a (∆, s)-subdivision of ϕ(a). A splitting
of ψ(a0 ) is a sequence ψ0 (a0 ), . . . , ψ` (a` ), ` ≥ 0, of C2RPQs that is a partition of ψ(a0 )
(viewed as a set of atoms) where we also allow the special case that ψ0 (a0 ) is empty (and
thus ψ1 (a1 ), . . . , ψ` (a` ) is the actual partition). We require that the following conditions are
satisfied:
1. ψ1 (a1 ), . . . , ψ` (a` ) are connected;
2. var(ψi (ai )) ∩ var(ψj (aj )) ⊆ var(ψ0 (a0 )) for 1 ≤ i < j ≤ `;
3. each of ψ1 (a1 ), . . . , ψ` (a` ) contains at most one atom from each subdivision of an atom
in ϕ(a).
Intuitively, the ϑ0 (a) component of a splitting is the part of ψ(a0 ) that maps into a bag that
we are currently focussing on while the other components are pushed to neighboring bags.
R, S .
1
R
Let ∆ = {a, b, c} and Aij = A[0/i, F/j]. An example for a (∆, 2)-subdivision of A(a, y)
is {A01 (a, b), A11 (b, b), A11 (b, y)}, which yields the following (∆, 2)-subdivision of ϕ(a):

I Example 10. Consider q(a) = {A(a, y), T (a, z), Q(a, y, z)} with A =

0
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ψ(a, b) = {A01 (a, b), A11 (b, b), A11 (b, y), T (a, z), Q(a, y, z)}. ψ(a, b) admits a splitting into
ψ0 , ψ1 as follows: ψ0 (a, b) = {A01 (a, b), A11 (b, b), T (a, z)} and ψ1 (a, b) = {A11 (b, y), Q(y, z, a)}.
The query closure qcl(ϕ0 , ∆, s) is defined as the smallest set such that the following conditions
are satisfied:
if ϕ(x) ∈ cl(ϕ0 ) is a C2RPQ and a ∈ ∆, then ϕ(a) ∈ qcl(ϕ0 , ∆, s);
if ϕ(a) ∈ qcl(ϕ0 , ∆, s), ψ(a0 ) is a (∆, s)-subdivision of ϕ(a), ψ0 (a0 ), . . . , ψ` (a` ) is a
splitting of ψ(a0 ), 1 ≤ i ≤ `, and ψi0 (ai0 ) is obtained from ψi (ai ) by consistently replacing
zero or more variables with constants from ∆, then ψi0 (ai0 ) ∈ qcl(ϕ0 , ∆, s).
0

I Lemma 11. The cardinality of qcl(ϕ0 , ∆, s) is bounded by p · (a2 dm )m , where p is the
number of C2RPQs in ϕ0 , a the maximal number of states in an NFA in ϕ0 , d the cardinality
of ∆, m the width of ϕ0 , and m0 the atom width of ϕ0 .
We are almost ready to define witness trees. The following notion of a homomorphism is
more local than the ones used so far as it only concerns a single bag rather than the entire
tree-like structure. Let (T, bag, τ ) be a type decorated tree-like structure, w ∈ T , A an NFA,
and a, b ∈ dom(w). We write bag(w), τ |= A(a, b) if bag(w) |= A(a, b) with the semantics
of tests reinterpreted: instead of demanding bag(w) |= ϕ(a0 ) for a test ϕ(x)? to hold at an
element a0 , we now require that ϕ(x) ∈ τ (a0 ). Let ϕ(a) be a C2RPQ. A homomorphism
from ϕ(a) to bag(w) given τ is a function h : a ∪ var(ϕ) → dom(w) such that the following
conditions are satisfied:
h(a) = a for each a ∈ a;
h(t) ∈ Rbag(w) for each R(t) ∈ ϕ(a);
bag(w), τ |= A(h(t), h(t0 )) for each A(t, t0 ) ∈ ϕ(a).
Let n be the size of ϕ0 , a ∈ dom(T, bag), and ϕ(x) ∈ cl(ϕ0 ) a C2RPQ. A witness tree for
ϕ(a) in (T, bag, τ ) is a finite labeled tree (W, σ) with σ : W → T × qcl(ϕ0 , dom(T, bag), n2 )
such that the root is labeled with σ(ε) = (w, ϕ(a)) for some w ∈ T with a ∈ dom(w) and the
following conditions are satisfied for all u ∈ W :
(∗) if σ(u) = (w, ψ(a)), then there is a (dom(w), n2 )-subdivision ϑ0 (a) of ψ(a), a splitting
ϑ0 (a0 ), . . . , ϑ` (a` ) of ϑ0 (a), a homomorphism h from ϑ0 (a0 ) to bag(w) given τ , and
successors u1 , . . . , u` of u such that σ(ui ) = (wi , ϑ0i (ai0 )) for 1 ≤ i ≤ `, where each wi is a
neighbor of w in T with ai0 ⊆ dom(wi ) and ϑ0i (ai0 ) is obtained from ϑi (ai ) by replacing
each variable x in the domain of h with the constant h(x).
Informally, a witness tree decomposes a homomorphism h from ϕ(x) to AT,bag into local
‘chunks’, each of which concerns only a single bag. In particular, the splitting ϑ0 (a0 ), . . . ,
ϑk (ak ) in (∗) breaks the current C2RPQ down into components that are satisfied in different
parts of the tree-like structure.We need to first subdivide since satisfaction of NFA atoms
is witnessed by an entire path, and this path can pass through the current node several
times. Fortunately, the number of points introduced in a subdivision can be bounded: we
can w.l.o.g. choose a shortest path and such a path can pass through w at most once for
each element in dom(w) and each state of the automaton A, thus we need at most n2 points
in subdivisions.
I Lemma 12. Let (T, bag, τ ) be a type decorated tree-like structure, ϕ(x) ∈ cl(ϕ0 ) a C2RPQ,
and a ∈ dom(T, bag). Then there is a homomorphism h from ϕ(x) to (T, bag, τ ) with h(x) = a
iff there is a witness tree for ϕ(a) in (T, bag, τ ).
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Automata-Based Decision Procedure

We now reduce satisfiability of UNFOreg sentences to the nonemptiness problem of two-way
alternating tree automata. We start with recalling this automata model and discuss the
encoding of tree-like structures as an input to automata.
Two-way alternating tree automata. A tree is k-ary if each node has exactly k successors.
As a convention, we set w · 0 = w and wc · (−1) = w, leave ε · (−1) undefined, and for any
k ∈ N, set [k] = {−1, 0, . . . , k}. Let Σ be a finite alphabet. A Σ-labeled tree is a pair (T, L)
with T a tree and L : T → Σ a node labeling function.
An alternating 2-way tree automaton (2ATA) over Σ-labeled k-ary trees is a tuple
A = (Q, Σ, q0 , δ, F ) where Q is a finite set of states, q0 ∈ Q is an initial state, δ is the
transition function, and F is the (parity) acceptance condition, that is, a finite sequence
G1 , . . . , Gk with G1 ⊆ G2 ⊆ . . . ⊆ Gk = Q. The transition function maps a state q and
an input letter a ∈ Σ to a positive Boolean formula over the constants true and false, and
variables from [k] × Q. The semantics is given in terms of runs in the appendix of the long
version. As usual, L(A) denotes the set of trees accepted by A. The nonemptiness problem
for 2ATAs is the problem to decide, given a 2ATA A, whether L(A) is nonempty. It can
be solved in time single exponential in the number of states and the number of sets in the
parity condition, and linear in the size of the transition function [47].
Encoding of tree-like structures. Let ϕ0 be a normal UNFOreg sentence whose satisfiability
we want to decide. By Lemma 9, this corresponds to deciding the existence of a proper type
decorated tree-like structure for ϕ0 (of certain dimensions) and thus our aim is to build a
2ATA A such that L(A) 6= ∅ if and only if there is such a structure. 2ATAs cannot run
directly on tree-like structures because the labeling of the underlying trees is not finite: we
have already shown that UNFOreg does not have the finite model property and thus it might
be necessary that infinitely many elements occur in the bags. We therefor use an appropriate
encoding that ‘reuses’ element names so that we can make do with finitely many element
names overall, similar to what has been done, for example, in [36, 1].
Let R1 , . . . , R` be the predicate symbols that occur in ϕ0 and let m be the width
of ϕ0 . Fix a finite set ∆ with 2m elements and define Σ to be the set of all pairs (bag, τ )
such that bag = (A, R1bag , . . . , R`bag ) is a structure that satisfies A ⊆ ∆ and |A| ≤ m, and
τ : A → TP(ϕ0 ) is a map that assigns a 1-type to every element in bag.
Let (T, L) be a Σ-labeled tree. For convenience, we use bagw to refer to the first component
of L(w) and τw to refer to the second component, that is, L(w) = (bagw , τw ). Moreover, domw
is shorthand for dom(bagw ). For an element d ∈ ∆, we say that v, w ∈ T are d-equivalent
if d ∈ domu for all u on the unique shortest path from v to w. Informally, this means that
d represents the same element in bagv and in bagw . In case that d ∈ domw , we use [w]d to
denote the set of all v that are d-equivalent to w. We say that (T, L) is type consistent if, for
all d ∈ ∆ and all d-equivalent v, w ∈ T , τv (d) = τw (d). Each type consistent (T, L) represents
a type decorated tree-like structure (T, bag0 , τ 0 ) of width at most m as follows. The domain of
A(T 0 ,bag0 ) is the set of all equivalence classes [w]d with w ∈ T and d ∈ domw . The function τ 0
maps each domain element [w]d to τw (d), which is well-defined since (T, L) is type consistent.
bag(w)
bag(w)
Finally, for every w ∈ T , the structure bag0 (w) = (A(w), R1
, . . . , R`
) is defined by:
A(w)

=

{[w]d | d ∈ domw },

bag0 (w)
Ri

=

{([w]d1 , . . . , [w]dj ) | (d1 , . . . , dj ) ∈ Ri

bagw

}

for 1 ≤ i ≤ `.
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Conversely, for every type decorated tree-like structure (T, bag, τ ) of width m, there is a
Σ-labeled tree (T, L) that represents a type decorated tree-like structure (T, bag0 , τ 0 ) such
that there is an isomorphism π between A(T,bag) and A(T,bag0 ) that satisfies τ (d) = τ 0 (π(d)),
for all d ∈ dom(T, bag). In fact, since ∆ is of size 2m, it is possible to select a mapping
π : dom(T, bag) → ∆ such that for each w ∈ T \ {ε} and each d ∈ dom(w) \ dom(w · −1), we
have π(d) ∈
/ {π(e) | e ∈ dom(w · −1)}. Define the Σ-labeled tree (T, L) by setting, for all
w ∈ T , bagw to the image of bag(w) under π and τw to the map defined by τw (h(d)) = τ (d),
for all d ∈ domw . Clearly, π satisfies the desired properties.
The notion of a witness tree carries over straightforwardly from type decorated tree-like
structures to type consistent Σ-labeled trees. In fact, one only needs to replace τ with τw
in Condition (∗). Then, there is a witness tree for ϕ(a) in a type consistent (T, L) iff there
is a witness tree for ϕ(a) in the type decorated tree-like structure (T, bag0 , τ 0 ) represented
by (T, L). The notion of properness also carries over straightforwardly. For easier reference,
we spell it out explicitly below, and also replace the homomorphisms from the original
formulation by witness trees as suggested by Lemma 12. A type consistent Σ-labeled tree
(T, L) is proper if for all w ∈ T and a ∈ domw ,
10 . for all ∃x ϕ(x) ∈ cl(ϕ0 ), ∃x ϕ(x) ∈ τw (a) iff there is a v ∈ T , b ∈ domv with ϕ(x) ∈ τv (b);
20 . for all C2RPQs ϕ(x) ∈ cl(ϕ0 ), ϕ(x) ∈ τw (a) iff there is a witness tree for ϕ(a) in (T, L).
It is straightforward to verify that (T, L) is proper iff the type decorated tree-like structure
(T, bag0 , τ 0 ) represented by (T, L) is proper. Thus, our aim is to build a 2ATA A that accepts
exactly the proper type consistent Σ-labeled trees (T, L) such that ϕ0 ∈ τw (a) for some
w ∈ T and a ∈ domw .
Automata construction. Let n be the size of ϕ0 , k = n2 + n the bound on the outdegree
from Lemma 9, and assume from now on that the automata run over k-ary Σ-labeled trees.
It is straightforward to construct a 2ATA A0 that accepts (T, L) iff it is type consistent and
satisfies Condition 10 of properness and the condition that ϕ0 ∈ τw (a) for some w ∈ T and
a ∈ domw . The number of states of the automaton is linear in the size of ϕ0 ; details are
omitted. We next show how to construct a 2ATA A1 = (Q, Σ, q0 , δ, F ) that accepts a type
consistent (T, L) iff Condition 20 is satisfied. The automaton uses the set of states
Q = {q0 } ∪ {ϕ(a), ϕ(a) | ϕ(a) ∈ qcl(ϕ0 , ∆, n2 )}.
where states of the form ϕ(a) are used to verify the ‘only if’ part of Condition 20 while states
of the form ϕ(a) are used to verify the contrapositive of the ‘if’ part, that is, whenever a
C2RPQ ϕ(x) ∈ cl(ϕ0 ) is not in τw (a), then there is no witness tree for ϕ(a) in (T, L).
Starting from the initial state, A1 loops over all nodes and domain elements using the
following transitions, for all (bag, τ ) ∈ Σ:


^
^
^
^
δ(q0 , (bag, τ )) =
(i, q0 ) ∧
ϕ(a) ∧
ϕ(a)
1≤i≤k

a∈dom(bag)

ϕ(x)∈τ (a),
ϕ(x) a C2RPQ

¬ϕ(x)∈τ (a),
ϕ(x) a C2RPQ

We next give transitions for states of the form ϕ(a) ∈ qcl(ϕ0 , ∆, n2 ). Informally, if the
automaton visits a node w in state ϕ(a), then this is an obligation to show that there is
a witness tree whose root is labeled with (w, ϕ(a)). In particular, the automaton has to
demonstrate that there are suitable successors for the root of the witness tree, implementing Condition (∗). For a more concise definition of the transitions, we first establish a
suitable notation. Let ϕ(a), ϑ1 (a1 ), . . . , ϑ` (a` ) ∈ qcl(ϕ0 , ∆, n2 ) and (bag, τ ) ∈ Σ. We write
ϕ(a) →(bag,τ ) ϑ1 (a1 ), . . . , ϑ` (a` ) if there is a (∆, n2 )-subdivision ϑ(a0 ) of ϕ(a), a splitting
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ϑ00 (a00 ), . . . , ϑ0` (a`0 ) of ϑ(a0 ), a homomorphism h from ϑ00 (a00 ) to bag given τ , and ϑi (ai ) is
obtained from ϑ0i (ai0 ) by replacing each variable x in the domain of h with the constant
h(x); please note that this is an essential part of Condition (∗). Then, we include for each
ϕ(a) ∈ qcl(ϕ0 , ∆, n2 ) and each (bag, τ ) ∈ Σ the transition
_
^
_
δ(ϕ(a), (bag, τ )) =
(j, ϑi (ai ))
ϕ(a)→(bag,τ ) ϑ1 (a1 ),...,ϑ` (a` ) 1≤i≤` j∈[k]\{0}

if a ⊆ dom(bag) and set δ(ϕ(a), (bag, τ )) = false otherwise. States of the form ϕ(a) are
treated dually, that is, using the transitions
^
_
^
δ(ϕ(a), (bag, τ )) =
(j, ϑi (ai ))
ϕ(a)→(bag,τ ) ϑ1 (a1 ),...,ϑ` (a` ) 1≤i≤` j∈[k]\{0}

if a ⊆ dom(bag) and setting δ(ϕ(a), (bag, τ )) = true otherwise.
To ensure that the witness trees constructed by the states of the form ϕ(a) are finite,
we use the parity condition F = G1 , G2 with G1 = qcl(ϕ0 , ∆, n2 ) and G2 = Q. From an
accepting run of A1 on an input tree (T, L), one can extract the witness trees that are
required to show that the ‘only if’ direction of Condition 20 is satisfied. Moreover, the run
demonstrates that the witness trees forbidden by the ‘if’ direction do not exist. We thus
obtain the following.
I Lemma 13. The UNFOreg sentence ϕ0 is satisfiable iff L(A0 ) ∩ L(A1 ) is not empty.
Putting together Lemmas 8, 11, and 13, it follows that satisfiability in UNFOreg is in
2ExpTime. The corresponding lower bound is inherited from UNFO [46].
I Theorem 14. In UNFOreg , satisfiability is 2ExpTime-complete.

5

OMQ Evaluation and Containment

We study the complexity of OMQ evaluation and OMQ containment in (UNFOreg , UC2RPQ).
Recall that the complexity of OMQ evaluation can be measured in different ways. In combined
complexity, both the OMQ and the database on which it is evaluated are considered to be
an input. In data complexity, the OMQ is fixed and the database is the only input. We
first state our main result regarding the combined complexity of OMQ evaluation and the
complexity of OMQ containment.
I Theorem 15. In (UNFOreg , UC2RPQ),
1. OMQ evaluation is 2ExpTime-complete in combined complexity and
2. OMQ containment is 2ExpTime-complete.
The upper bounds in Theorem 15 are a consequence of Lemmas 6 and 7 and Theorem 14. The
lower bounds hold already when predicates are at most binary. For Point 1 this follows from
the fact that OMQ evaluation is 2ExpTime-hard even for OMQs from the class (ALCI, CQ)
where the ontology is formulated in the description logic ALCI, a fragment of UNFO with
only unary and binary predicates, and the actual query is a CQ [39]. The same is true for
Point 2 since in (ALCI, CQ), OMQ evaluation can be reduced in polynomial time to OMQ
containment in a straightforward way.
We next study the data complexity of (UNFOreg , UC2RPQ). A coNP lower bound is
again inherited from (rather small) fragments of (UNFOreg , C2RPQ) [38, 23]. We give a
coNP upper bound, thus establishing the following.
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I Theorem 16. OMQ evaluation in (UNFOreg , UC2RPQ) is coNP-complete in data complexity.
Instead of directly considering OMQ evaluation, we work with a problem that we call
database satisfiability. A database D is satisfiable with an UNFOreg sentence ϕ if there
is a model of ϕ that extends D. Let ϕ be an UNFOreg sentence and Σ a set of predicate
symbols. The database satisfiability problem associated with ϕ and Σ is to decide, given a
Σ-database D, whether D is satisfiable with ϕ. Note that OMQ evaluation can be reduced
in polynomial time to Boolean OMQ evaluation as in the proof of Lemma 6. Moreover, for a
Boolean OMQ Q = (O, Σ, q) and a Σ-database D, D 6|= Q iff D is satisfiable with O ∧ ¬q.
Consequently, a coNP upper bound for OMQ evaluation in (UNFOreg , UC2RPQ) can be
proved by establishing an NP upper bound for database satisfiability in UNFOreg .
Let ϕ0 be an UNFOreg formula and Σ a set of predicate symbols. We may assume w.l.o.g.
that ϕ0 is normal and that every symbol from Σ occurs in ϕ0 . Subdivisions and splittings,
defined as in Section 3, shall again play an inportant role. However, instead of subdividing
an atom A(t, t0 ) into at most n2 many atoms, we use at most two intermediary points.
Informally, this splits a witnessing path for A(t, t0 ) into three parts: the first part is from t
to the first element from D that appears on the path, the third subdivision atom represents
the part from the last element from D that appears on the path to t0 , and the second atom
represents the remaining middle part of the path.
We use ecl(ϕ0 ) to denote the union of cl(ϕ0 ) and qcl(ϕ0 ), closed under single negation,
where qcl(ϕ0 ) is qcl(ϕ0 , {x}, 2) extended with the set of all A[q0 /s, F/{s0 }](x, x) such that A
is an NFA that occurs in ϕ0 and s, s0 are states in A. An extended 1-type for ϕ0 is a subset
t ⊆ ecl(ϕ0 ) such that t satisfies the conditions for being a 1-type from Section 3. We denote
with eTP(ϕ0 ) the set of all extended 1-types for ϕ0 .
Let D be a Σ-database. A type decoration for D is a mapping τ : dom(D) → eTP(ϕ0 ).
We write D, τ |= A(a, b) if D |= A(a, b) with the semantics of tests reinterpreted: instead
of demanding D |= ϕ(a0 ) for a test ϕ(x)? to hold at an element a0 , we now require that
ϕ(x) ∈ τ (a0 ). Let ϕ(a) be an (instantiated) C2RPQ. A homomorphism from ϕ(a) to D
given τ is a function h : a ∪ var(ϕ) → dom(D) such that the following conditions are
satisfied: h(a) = a, h(t) ∈ RD for each R(t) ∈ ϕ(a), and for each A(t, t0 ) ∈ ϕ(a), there are
a1 , . . . , an ∈ dom(D) and states s0 , . . . , sn from A, and a word ν1 · · · νn−1 from the alphabet
of A such that
(a) a1 = h(t), an = h(t0 ), s0 = q0 , and sn ∈ F ,
(b) (ai , ai+1 ) ∈ RD if νi = R, (ai+1 , ai ) ∈ RD if νi = R− , and θ(x) ∈ τ (ai ) and ai+1 = ai if
νi = θ(x)?, for 1 ≤ i < n, and
(c) (s, νi , si+1 ) ∈ ∆ for some s with A[q0 /si , F/{s}](x, x) ∈ τ (ai+1 ), for 0 ≤ i < n.
Note that Condition (c) admits the spontaneous change from state si to state s at ai+1 ,
without reading any of the νj symbols, when the atom A[q0 /si , F/{s}](x, x) is contained in
τ (ai+1 ), asserting that we can indeed get from si to s starting at ai+1 and cycling back there
while reading some unknown subword.
A type decoration τ is called proper if for all a ∈ dom(D), the following hold:
V
1. ψ(x)∈τ (a) ψ(a) is satisfiable;
2. ∃xϕ(x) ∈ τ (a) iff ∃xϕ(x) ∈ τ (b), for all a, b ∈ dom(D) and all ∃xϕ(x) ∈ cl(ϕ0 );
3. if ¬ψ(x) ∈ τ (a) for some ψ(x) ∈ qcl(ϕ0 ), then for each (dom(D), 2)-subdivision ϑ(a) of
ψ(a) and each splitting ϑ0 (a0 ), ϑ1 (a1 ), . . . , ϑ` (a` ) of ϑ(a) such that there is a homomorphism h from ϑ0 (a0 ) to D given τ , there is an i ∈ {1, . . . , k} such that ¬ϑi (x) ∈ τ (ai ).
Our NP procedure for database satisfiability is, given a Σ-database D, to guess a type
decoration τ for D and to then verify in deterministic polynomial time that D is proper.
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Note that the size of a type decoration is O(c · |D|) for some constant c. The satisfiability
checks in Point 1 of properness concern sentences whose size is independent of D, thus they
need only constant time. Point 2 can be checked in time quadratic in the size of D. For
Point 3, note that there are only polynomially many (dom(D), 2)-subdivisions and splittings
(in the size of D). To check the existence of the required homomorphism h, we can go
through all candidates, directly verifying the homomorphism condition for relational atoms
and proceedings as follows for NFA atoms: first extend D by exhaustively adding ‘implied
facts’ of the form A(a, b), also taking into account assertions of the form A[q0 /si , F/{s}](x, x)
that occur in τ -labels, as in Condition (c) above, and then treat NFA atoms like relational
atoms. The following lemma finishes the proof of Theorem 16.
I Lemma 17. D is satisfiable with ϕ0 iff D has a proper type decoration τ such that
ϕ0 ∈ τ (a0 ) for some a0 ∈ dom(D).

6

Model Checking
2

We show that model checking in UNFOreg is complete for PNP[O(log n)] , the class of problems
that can be solved in polyniomial time given access to an NP oracle, but with only O(log2 n)
many oracle calls admitted. It thus has the same complexity as model checing in UNFO.
Formally, the model checking problem for UNFOreg is as follows: given a finite structure A
and a UNFOreg sentence ϕ, does A |= ϕ hold? Without tests in path expressions, UNFOreg
model checking can easily be reduced to model checking in UNFO: simply extend the input
structure by exhaustively adding ‘implied facts’ of the form A(a, b) and then replace every A
with a fresh binary relation symbol in both ϕ and A, obtaining an instance of UNFO model
checking. With tests, this does not work. We would need multiple calls to UNFO model
checking, essentially one call for every subformula inside a test in the input formula, but this
2
2
bring us outside of PNP[O(log n)] . We thus resort to expanding the PNP[O(log n)] upper bound
2
proof from [46], which is by reduction to a PNP[O(log n)] -complete circuit value problem.
I Theorem 18. The UNFOreg model checking problem is PNP[O(log

7

2

n)]

-complete.

Conclusion

We have proved that OMQ evaluation in (UNFOreg , UC2RPQ) is decidable, 2ExpTimecomplete in combined complexity, and coNP-complete in data complexity, and that OMQ
containment and satisfiability are also 2ExpTime-complete. There are several interesting
topics for future work. First, in contrast to UNFO, UNFOreg does not have the finite model
property and thus it would be interesting to study OMQ evaluation over finite models as well
as finite satisfiability. Second, there are various natural directions for further increasing the
expressive power. For example, one could allow any UNFOreg formula with two free variables
as a base case in regular path expressions instead of only atomic formulas. Such a logic
would be strictly more expressive than propositional dynamic logic (PDL) with converse
and intersection [31] and it would push the expressive power of UNFOreg into the direction
of regular queries, which have recently been proposed as an extension of C2RPQs [42].
Another natural extension was proposed by a reviewer of this paper: replace C2RPQs
with linear Datalog to remove the asymmetry between binary relations and relations of
higher arity in UNFOreg . Additional relevant extensions could arise from the aim to capture
additional description logics. From this perspective, it would for example be natural to
extend UNFOreg with constants, with fixed points, and with so-called role inclusions, please
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see [5]. Since functional relations and similar forms of counting play an important role in
description logics, we remark that it is implicit in [46] that satisfiability (and thus OMQ
evaluation) is undecidable in UNFO extended with two functional relations. Finally, it would
be interesting to inverstigate the complexity of OMQ containment in (UNFOreg , C2RPQ)
without the restriction to a single ontology and to the full data signature. For (UNFO, CQ), a
2NExpTime upper bound can be proved by a slight adaptation of the technique in [21], also
using (a slightly refined version of) the translation from (UNFO, CQ) to monadic disjunctive
Datalog from [19]. However, accommodating C2RPQs in this approach seems nontrivial.
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Abstract
We introduce succinct lossless representations of query results called covers. They are subsets of
the query results that correspond to minimal edge covers in the hypergraphs of these results.
We first study covers whose structures are given by fractional hypertree decompositions of
join queries. For any decomposition of a query, we give asymptotically tight size bounds for the
covers of the query result over that decomposition and show that such covers can be computed in
worst-case optimal time up to a logarithmic factor in the database size. For acyclic join queries,
we can compute covers compositionally using query plans with a new operator called cover-join.
The tuples in the query result can be enumerated from any of its covers with linearithmic precomputation time and constant delay.
We then generalize covers from joins to functional aggregate queries that express a host of
computational problems such as aggregate-join queries, in-database optimization, matrix chain
multiplication, and inference in probabilistic graphical models.
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1

Introduction

This paper introduces succinct lossless representations of query results called covers. Given a
database and a join query or, more generally, a functional aggregate query (FAQ) [18], a cover
is a subset of the query result that, together with a (fractional hypertree) decomposition of
the query [13], recovers the query result. Covers enjoy desirable properties.
First, they can be more succinct than the listing representation of the query result. For
a join query Q, database D, and a decomposition T of Q with fractional hypertree width
w [20], a cover over T has size O(|D|w ). In contrast, there are arbitrarily large databases
∗
for which the listing representation of the query result has size Ω(|D|ρ ), where ρ∗ is the
fractional edge cover number of Q [4]. The gap between the fractional hypertree width and
the fractional edge cover number can be as large as the number of relation symbols in Q.
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For an FAQ (and the special case of a join query) ϕ, any cover of its result can be computed
in time O(|D|w log |D|), where w is the FAQ-width [18] of ϕ. FAQs can express aggregates
over database joins [6], in-database optimization [24, 2], matrix chain multiplication, and
inference in probabilistic graphical models.
Second, the tuples in the query result can be enumerated from one of its covers with
linearithmic pre-computation time and constant delay. This is not the case for the representation defined by the pair of database and join query (unless W[1]=FPT) [25]. The benefits
of covers over the latter representation are less apparent for acyclic queries, for which both
representations share the same linear-size bound and desirable enumeration complexity [5].
For acyclic joins, the question thus becomes why to succinctly represent a query result by
one relation instead of the pair of a set of relations and the query. We next highlight three
practical benefits. Covers readily provide a subset of the query result without the need to
compute the join. This improves cache locality for subsequent operations, e.g., aggregates,
since we only need to read in tuple by tuple from the cover instead of reading tuples from
different relations stored at different locations in memory and then joining them. Similarly,
covers provide access locality for disk operations since tuples from the cover are stored on
the same disk page, whereas tuples from different relations are stored on different pages.
Furthermore, covers are samples of the query result that disregard the uninformative yet
exhaustive pairings brought by Cartesian products. In exploratory data analysis, the explicit
listing of Cartesian products is overwhelming to the user since it may be very large. An
alternative approach that would present the user with many relations and the query, would
have to rely on the user to figure out possible tuples in the query result, which is not desirable.
A cover, in contrast, is a compact relation that absolves the user from ad-hoc joining of
relations and from re-discovering Cartesian products in a large listing of tuples. Finally,
processing following the in-database joins may require a single relation as input, as it is the
case for machine learning over joins [24]. Indeed, instead of learning regression models over
the result of a join we can instead learn them over one of its covers.
Third, covers use the standard listing representation. Prior work introduced lossless
representations of query results called factorized databases that achieve the same succinctness
as covers, yet they are directed acyclic graphs that represent the query result as circuits
whose nodes are data values or the relational operators Cartesian product and union [23].
The graph representation makes difficult their adoption as a data representation model
by mainstream database systems that rely on relational storage (factorized computation is
however used in relational systems [2]). A relational alternative to factorized databases, as
metamorphosed in covers, can prove useful in a variety of settings. The intermediate results
in query plans can be represented as covers. In distributed query plans, covers can encode
succinctly the otherwise expensive intermediate query results that are communicated among
servers in each round [26] and can be processed as soon as each of their tuples is received.
The contributions of this paper are as follows:
Section 3 introduces covers of join query results and their correspondence to minimal
edge covers in the hypergraphs of the query results. We also give tight size bounds for
covers and show that the tuples in the query result can be enumerated from any cover
with linearithmic pre-computation time and constant delay.
Given a database and a join query, covers of its result can be computed in worst-case
optimal time (modulo a log factor). Section 4 focuses on the compositionality of cover
computation for acyclic join queries. We introduce cover-join plans to compute covers
in time linearithmic in their sizes and the size of the input database. A cover-join plan
is a binary plan that follows the structure of a join tree of the acyclic query. It uses a
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cover-join operator that computes covers of the join of two relations, which may be input
relations or covers for subqueries. Different plans may lead to different sets of covers.
There are covers that cannot be obtained using binary plans.
Section 5 generalizes our notion of covers from joins to functional aggregate queries by
representing succinctly both tuples and aggregates in the query result.
We consider natural join queries where each relation is used at most once. The appendix
extends our results to arbitrary equi-join queries and provides further details and examples.
The proofs of the formal statements are given in an extended version of this paper [17].
Related work. There are three strands of directly related work: cores in databases and
graph theory; succinct representations of query results; and normal forms for relational data.
Cores of graphs, queries, and universal solutions to data exchange problems revolve
around smaller yet lossless representations that are homomorphically minimal subgraphs [16],
subqueries [8], and universal solutions [11], respectively. A further application of graph cores
is in the context of the Semantic Web, where cores of RDF graphs are used to obtain minimal
representations and normal forms of such graphs [15]. Our notion of covers is different.
Covers rely on query decompositions to achieve succinctness, and they only become lossless
in conjunction with a decomposition. If we ignore the decomposition, the covers become
lossy as they are subsets of the result. Whereas in data exchange all universal solutions
have the same core (up to isomorphism), the result of a query may have exponentially many
incomparable covers. While not a defining component of cores in data exchange, generalized
hypertree decompositions can help derive improved algorithms for computing the core of a
relational instance with labeled nulls under different classes of dependencies [12].
Covers are relational encodings of d-representations, a lossless graph-based factorization
of the query result [23]. The structure of d-representations is given by variable orders called
d-trees, which are an alternative syntax for fractional hypertree decompositions. Whereas
d-representations are lossless on their own, covers need the decomposition to derive the
missing tuples. Decompositions are the data-independent price to pay for achieving the
data-dependent succinctness of factorized representations using the listing representation.
Both d-representations and covers achieve succinctness by avoiding the materialization of
Cartesian products. Whereas the former encode the products symbolically and losslessly, the
covers only keep a minimal subset of the product that is enough to reconstruct it entirely.
The goal of database design is to avoid redundancy in the input database. Existing normal
forms achieve this by decomposing one relation into several relations guided by functional
and join dependencies [9]. Covers exploit the join dependencies to avoid redundancy in the
query output. They do not decompose the result back into the (now globally consistent)
input database. Like factorized representations, covers are a normal form for relations
representing query results. From a cover of a join result over a decomposition, we can obtain
a decomposition of the join result in project-join normal form (5NF) [10] by taking one
projection of the cover onto the attributes of each bag of the decomposition.

2

Preliminaries

Databases. We assume an ordered domain of data values. A relation schema is a finite set
of attributes. For an attribute A, we denote by dom(A) its domain. A database schema is
a finite set of relation symbols. A tuple t over a relation schema S is a mapping from the
attributes in S to values in their respective domains. A relation over a relation schema S is a
finite set of tuples over S. A database D over a database schema S contains for each relation
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symbol in S, a relation over the same schema. For a relation (symbol) R and tuple t, we use
S(R) and S(t) to refer to their schemas and write R(S) to express that the schema of R is S.
The tuples t1 , . . . , tn are joinable if πSi,j ti = πSi,j tj for all i, j ∈ [n] and Si,j = S(ti ) ∩ S(tj ).
The size |R| of a relation R is the number of its tuples. The size |D| of a database D is the
sum of the sizes of its relations.
Natural Join Queries. We consider natural join queries of the form Q = R1 (S1 ) 1 . . . 1
Rn (Sn ), where each Ri is a relation symbol over relation schema Si and refers to a database
relation over the same schema. Notation-wise we do not distinguish between a relation symbol
and the corresponding relation. The joins in Q are expressed by sharing attributes across
relation schemas. The schema S(Q) of Q is the set of relation symbols in Q: S(Q) = {Ri }i∈[n] .
The set att(Q) of attributes of Q is the union of the schemas of its relation symbols:
S
att(Q) = i∈[n] Si . The size |Q| of Q is the number of its relation symbols: |Q| = n. A
database is globally consistent with respect to a query Q if there are no (dangling) tuples
that do not contribute to the result of Q [1]. Two relations R1 and R2 are consistent if the
database {R1 , R2 } is globally consistent with respect to the query R1 1 R2 . We assume
that the relation symbols in Q are non-repeating and each relation symbol corresponds to a
distinct relation. Appendix C extends our contributions to arbitrary equi-join queries.
Hypergraphs. Let H be a multi-hypergraph (hypergraph for short) whose edge multiset
E may contain multiple hyperedges (edges for short) with the same node set. A fractional
edge cover for H is a function γ mapping each edge in H to a positive number such that
Σe3v γ(e) ≥ 1 for each node v of H, i.e., the sum of the function values for all edges incident
to v is at least 1. We define the weight of a fractional edge cover γ as weight(γ) = Σe∈E γ(e).
The fractional edge cover number ρ∗ (H) of H is the minimum weight of fractional edge
covers of H. It can be obtained from a fractional edge cover where the edge weights are
rational numbers of bit-length polynomial in the size of H [4].
We use hypergraphs for queries and for relations representing their results. The hypergraph
H of a query Q consists of one node A for each attribute A in Q and one edge S(R) for each
relation symbol R ∈ S(Q). We define ρ∗ (Q) = ρ∗ (H).
Let R be a relation and P a set of (possibly overlapping) subsets of S(R) such that
S
S∈P S = S(R). The hypergraph H of R over P consists of one node for each distinct tuple
in πS R for each attribute set S ∈ P and one edge for each tuple in R. The edge for a tuple
t thus consists of all nodes for tuples πS (t) with S ∈ P. We use tuple(v) to denote the
tuple represented by a node or edge v in H. Given a subset M of the edges in H, we define
rel (M ) = {tuple(e)}e∈M as the relation represented by M . The set M is an edge cover of H
if each node in H is contained in at least one edge in M . The set M is a minimal edge cover
if it is an edge cover and any of its strict subsets is not.
I Example 1. Consider the path query Q = R1 (A, B) 1 R2 (B, C) 1 R3 (C, D). Figure 1
depicts in the top row a database of the three relations R1 , R2 and R3 , the query result and a
subset of it. In the bottom row, the figure depicts the hypergraph of Q (and its decomposition
defined below), the hypergraph of its result over the attribute sets {{A, B}, {B, C}, {C, D}},
and the hypergraph of a subset of the query result over the same attribute sets.

Decompositions. A hypertree decomposition T of (the hypergraph H of) a query Q is a pair
(T, χ), where T is a tree and χ a function mapping each node in T to a subset of the nodes
of H. For a node t ∈ T , the set χ(t) is called a bag. A hypertree decomposition satisfies
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Figure 1 Top row: database D = {R1 , R2 , R3 }, the result Q(D) of the path query Q in Example 1,
and a subset of Q(D); bottom row: the hypergraph of Q, the tree of a decomposition T of Q, the
hypergraph of Q(D) over attribute sets S(T ), and a minimal edge cover M of this hypergraph.

two properties. Coverage: For each edge e in H, there must be a node t in T with e ⊆ χ(t).
Connectivity: For each node v in H, the set {t | t ∈ T, v ∈ χ(t)} must be non-empty and
form a connected subtree in T . The schema of T is the set of its bags: S(T ) = {χ(t) | t ∈ T }.
S
The attributes of T are defined by att(T ) = B∈S(T ) B.
A fractional hypertree decomposition [14] of (the hypergraph H of) a query Q is a triple
(T, χ, {γt }t∈T ) where (T, χ) is a hypertree decomposition of H and for each node t ∈ T , γt is
a fractional edge cover of minimal weight for the subgraph of H restricted to χ(t). We define
the fractional hypertree width of T = (T, χ, {γt }t∈T ) as maxt∈T {weight(γt )} and we denote
it by fhtw(T ). The fractional hypertree width fhtw(H) of the hypergraph H is the minimal
possible such width of any fractional hypertree decomposition of H. The fractional hypertree
width fhtw(Q) of a query Q is the fractional hypertree width fhtw(H) of its hypergraph H.
For simplicity, we use the terms decomposition and width in place of fractional hypertree
decomposition and fractional hypertree width, respectively.
A hypergraph H is α-acyclic (acyclic for short) if it has a decomposition in which each
bag is contained in an edge of H [7]. A query whose hypergraph is acyclic is also called
acyclic. The width of any acyclic hypergraph or query is one. A join tree of a query Q is
a labelled tree (T, `) where T = (S(Q), E) is a tree and ` is an edge labelling such that (i)
each edge e = (R, R0 ) ∈ E is labelled by `(e) = S(R) ∩ S(R0 ) and (ii) for every pair R, R0
of distinct nodes and for each attribute A ∈ S(R) ∩ S(R0 ), the label of each edge along the
unique path between R and R0 includes A (Section 6.4 in [1]). A query is acyclic if and only
if it admits a join tree (Theorem 6.4.5 in [1]). The decomposition T corresponding to the
join tree J of a query Q is constructed as follows. Each node in J , which corresponds to a
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relation symbol R, is mapped to a node in T , which has the bag S(R). For each node t in T
with bag S(R), the function γt maps the hyperedge for R to 1.
I Example 2. Figure 1 gives the hypergraph (left, bottom row) of the path query in Example 1
along with one of its decompositions. This decomposition has width one, since each bag is
included in one edge of the hypergraph; the path query is acyclic. The decomposition, where
the top two bags are merged into one, has width two. For queries with cycles, the width can
be larger than one. For instance, the width of the triangle query is 3/2 [4].
Computational Model. We use the uniform-cost RAM model [3] where data values as well
as pointers to databases are of constant size. Our analysis is with respect to data complexity
e to hide a log |D| factor.
where the query is assumed fixed. We use O
Result-preserving Transformation. Let (Q, T , D) denote a triple of a natural join query
Q, a decomposition T of Q, and a database D.
I Proposition 3. Given (Q, T , D), we can compute (Q0 , T , D0 ) with size O(|D|fhtw(T ) ) and
fhtw(T )
e
in time O(|D|
) such that Q0 is an acyclic natural join query, T corresponds to a join
0
0
tree of Q , D is globally consistent with respect to Q0 and Q0 (D0 ) = Q(D).
I Example 4. Consider the path query Q, decomposition T , and database D in Example 2.
The application of Proposition 3 leaves Q unchanged, since Q is already acyclic and T
corresponds to a join tree of Q. The database in Figure 1 is not globally consistent with
respect to Q, since it contains tuples (under the thin lines) that do not contribute to the
result. We remove these dangling tuples to make it consistent.
Consider now the bowtie query Q1 = R1 (A, B) 1 R2 (B, C) 1 R3 (A, C) 1 R4 (A, D) 1
R5 (D, E) 1 R6 (A, E). A decomposition T1 with the lowest width of 3/2 has two bags
S1 = {A, B, C} and S2 = {A, D, E}, one for each clique (triangle) in the query. The
application of Proposition 3 constructs the acyclic query Q0 = B1 (A, B, C) 1 B2 (A, D, E).
The relations B1 (A, B, C) and B2 (A, D, E) are materializations of the two bags of T1 . The
database D0 = {B1 (A, B, C), B2 (A, D, E)} is globally consistent with respect to Q0 , i.e., each
tuple in B10 has at least one joinable tuple in B20 and vice versa. The decomposition T1
corresponds to a join tree of Q0 .

3

Covers for Join Queries

In this section we introduce the notion of covers of join query results along with a characterization of their size bounds, the connection to minimal edge covers for hypergraphs of join
query results, and the complexity for enumerating the tuples in the query result from a cover.
Let (Q, T , D) denote a triple of a natural join query Q, decomposition T of Q, and
database D. For an instance (Q, T , D), covers of the query result Q(D) are relations that
are minimal while preserving the information in the query result Q(D) in the following sense.
I Definition 5 (Result Preservation). A relation K is result-preserving with respect to (Q, T , D)
if its schema S(K) is att(Q) and πB K = πB Q(D) for each B ∈ S(T ).
That is, for each bag B in the decomposition T of Q, both the relation K and the query
result Q(D) have the same projection onto B. This also means that the natural join of these
projections of K is precisely Q(D).
I Proposition 6. Given (Q, T , D), a relation K with schema att(Q) is result-preserving
with respect to (Q, T , D) if and only if 1B∈S(T ) πB K = Q(D).
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We further say that the relation K is minimal result-preserving with respect to (Q, T , D)
if it is result-preserving with respect to (Q, T , D), yet this is not the case for any strict subset
of it. We can now define the notion of covers of query results.
I Definition 7 (Covers). Given (Q, T , D), a cover of the query result Q(D) over the decomposition T is a minimal result-preserving relation with respect to (Q, T , D).
I Example 8. Figure 1 gives the decomposition T of a path query and one cover rel(M ) of
the query result over T . We give below four relations that are subsets of the query result.
The relations K1 and K2 are covers, while the relations N1 and N2 are not covers:
K1

K2

N1

N2

A B C D

A B C D

A B C D

A B C D

a1
a2
a1
a2

a1
a2
a1
a2

a1 b1 c1 d1
a1 b1 c1 d2
a1 b2 c2 d1

a1
a1
a2
a1
a1

b1
b1
b2
b2

c1
c1
c2
c2

d2
d1
d2
d1

b1
b1
b2
b2

c1
c1
c2
c2

d2
d1
d1
d2

b1
b1
b1
b2
b2

c1
c1
c1
c2
c2

d1
d2
d1
d2
d1

To check the minimal result-preservation property, we take projections onto the bags
B1 = {A, B}, B2 = {B, C}, and B3 = {C, D}. The relation N1 is not result-preserving,
because (a2 , b2 ) 6∈ πB1 N1 . The same argument also applies to relation N2 .
0
Consider now the coarser decomposition T 0 with bags B1,2
= {A, B, C} and B30 = {C, D}.
0
The covers over T discussed above are also covers over T . The query result is the only cover
over the coarsest decomposition T 00 with only one bag.
I Example 9. A query result may admit exponentially many covers over the same decomposition. Consider for instance the product query R1 (A) 1 R2 (B) with relations R1 and R2
of size two and respectively n > 1. The query result has size 2 · n. To compute a cover, we
pair the first tuple in R1 with any non-empty and strict subset of the n tuples in R2 , while
the second tuple in R1 is paired with the remaining tuples in R2 . There are 2n − 2 possible
covers. The empty and the full sets are missing from the choice of a subset of R2 as they
would mean that one of the two tuples in R1 would have to be paired with tuples in R2 that
are already paired with the other tuple in R1 and that would violate the minimality criterion
of the covers. All covers have size n and none is contained in another.
We next give a characterization of covers via the hypergraph of the query result.
I Proposition 10. Given (Q, T , D), a relation K is a cover of the query result Q(D) over
T if and only if the hypergraph of Q(D) over S(T ) has a minimal edge cover M such that
rel(M ) = K.
I Example 11. Figure 1 gives a minimal edge cover M and the cover rel(M ). By removing
any edge from M , it is not anymore an edge cover. By removing the tuple corresponding to
that edge from rel(M ), it is not anymore a cover since it is not result preserving. By adding
an edge to M or the corresponding tuple to rel(M ), they are not anymore minimal.
We now turn our investigation to sizes and first note the following immediate property.
I Proposition 12. Given (Q, T , D), each cover of Q(D) over T is a subset of Q(D).
An implication of Proposition 12 is that the covers cannot be larger than the query result.
However, they can be much more succinct. We first give size bounds for covers using the
sizes of projections of the query result onto the bags of the underlying decomposition.
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I Proposition 13. Given (Q, T , D), the size of each cover K of Q(D) over T satisfies the
inequalities maxB∈S(T ) {|πB Q(D)|} ≤ |K| ≤ ΣB∈S(T ) |πB Q(D)|.
We can now characterize the size of a cover using the width of the decomposition.
I Theorem 14. Let Q be a natural join query and T a decomposition of Q.
(i) For each database D, each cover of the query result Q(D) over T has size O(|D|fhtw(T ) ).
(ii) There are arbitrarily large databases D such that each cover of the query result Q(D)
over T has size Ω(|D|fhtw(T ) ).
The size gaps between query results and their covers can be arbitrarily large. For any
∗
join query Q and database D, it holds that |Q(D)|= O(|D|ρ (Q) ) and there are arbitrarily
∗
large databases D for which |Q(D)|= Ω(|D|ρ (Q) ) [4]. For acyclic queries, the fractional edge
cover number ρ∗ can be as large as |Q|, while the fractional hypertree width is one. Section 4
shows that the same gap also holds for time complexity.
I Example 15. We continue Example 8. The decomposition T has width one, which is
minimal. The covers over T , such as K1 and K2 , have sizes upper bounded by the input
database size. The minimum size of a cover over T is the maximum size of a relation used in
the query (assuming the relations are globally consistent). In contrast, there are arbitrarily
large databases of size N for which the query result has size Ω(N 2 ).
Proposition 10 and Theorem 14 give alternative equivalent characterizations of the size
of a cover of a query result. The former gives it as the size of a minimal edge cover of the
hypergraph of the query result over the attribute sets given by the bags of a decomposition
T , while the latter states it using the fractional hypertree width of T or equivalently the
maximum fractional edge cover number over all the bags of T . Most notably, whereas the
former is an integral number, the latter is a fractional number.
This size gap between query results and their covers is precisely the same as for query
results and their factorized representations called d-representations [23]. In this sense, covers
can be seen as relational encodings of factorized representations of query results. We can
easily translate covers into factorized representations. Appendix A gives a brief introduction
to d-representations and a translation example.
I Proposition 16. Given (Q, T , D), each cover K of the query result Q(D) over T can be
e
translated into a d-representation of Q(D) of size O(|K|) and in time O(|K|).
The above translation allows us to extend the applicability of covers to known workloads over factorized representations, such as in-database optimization problems [2] and
in particular learning regression models [22]. Nevertheless, it is practically desirable to
process such workloads directly on covers, since this would avoid the indirection via factorized
representations that comes with extra space cost and non-relational data representation.
Aggregates, which are at the core of such workloads, can be computed directly on covers by
joint scans of the projections of the cover onto the bags of the decomposition; alternatively,
they can be computed by expressing any cover as the natural join of its bag projections and
then pushing the aggregates past the join.
I Example 17. We consider the query Q = R(A, B) 1 S(B, C) and its decomposition
T with bags {A, B} and {B, C}. To compute aggregates over the join result Q(D), we
can use any cover K of Q(D) over T . The expression for counting the number of reP
P
P
sult tuples is b∈dom(B) a∈dom(A) c∈dom(C) 1R(a,b) · 1S(b,c) , where 1E is the Kronecker
delta that is evaluated to 1 if the event E is satisfied and 0 otherwise. We can compute it in one scan over K if K is sorted on (B, A, C) or (B, C, A). For each B-value b,
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we multiply the distinct numbers of A-values and of C-values paired with b in K, and
we sum up these products over all B-values. We can rewrite this expression as follows:
P
P
P
b∈dom(B) (
a∈dom(A) 1(a,b)∈π{A,B} K )(
c∈dom(C) 1(b,c)∈π{B,C} K ). This expression only uses
the pairs (a, b) and (b, c) in K. The pairs (a, c), which make the difference among covers and
are the culprits for the explosion in the size of the query result, are not needed.
Despite their succinctness over the explicit listing of tuples in a query result, any cover of
the query result can be used to enumerate the result tuples with constant delay and extra
space (data complexity) following linear-time pre-computation. In particular, the delay and
the space are linear in the number of attributes of the query result which is as good as
enumerating directly from the result. This complexity follows from Proposition 16 and the
enumeration for factorized representations [23] with constant delay and extra space.
I Corollary 18 (Proposition 16, Theorem 4.11 [23]). Given (Q, T , D), the tuples in the
e
query result Q(D) can be enumerated from any cover K of Q(D) over T with O(|K|)
pre-computation time and O(1) delay and extra space.
e
An alternative way to achieve constant-delay enumeration with O(|K|)
pre-computation
is by noting that the acyclic join queries considered in this paper are free-connex and thus
e
allow for enumeration with constant delay and O(|D|)
pre-computation [5]. An acyclic
conjunctive query is called free-connex if its extension by a new relation symbol covering all
attributes of the result remains acyclic [25]. Moreover, given a cover K over a decomposition
T , the natural join of the projections of K onto the bags of T is an acyclic query that
computes the original query result (Proposition 6).

4

Computing Covers for Join Queries using Cover-Join Plans

Given an arbitrary join query and database, we can compute covers using a monolithic
algorithm akin to known algorithms for computing factorized representations of query
results [22]. However, is it possible to compute covers in a compositional way, by computing
covers for one join at a time? In this section, we answer this question in the affirmative for
acyclic natural join queries Q and globally consistent databases D with respect to Q.
For a triple (Q, J , D), where Q is an acyclic natural join query, J is a join tree of Q, and
D is a database globally consistent with respect to Q, we use so-called cover-join plans to
compute covers of the query result Q(D) over the decomposition corresponding to the join
tree J . Such plans follow the structure of the join tree J and use a new binary join operator
called cover-join. The cover-join of two relations yields a cover of their natural join. This
approach is in the spirit of standard relational query evaluation. It is compositional in the
sense that to compute a cover of the query result, it suffices to repeatedly compute a cover
of the join of two relations. This is practical since it can be supported by existing query
engines extended with the cover-join operator. We also show that, due to the binary nature
of the cover-join operator, the cover-join plans cannot recover all possible covers of the query
result. Furthermore, different plans may lead to different covers. Plans that do not follow
the structure of a join tree may be unsound as they do not necessarily construct covers.
To compute covers for an arbitrary join query and database, we proceed in two stages.
We first materialize the bags of a decomposition of the query so as to reduce it to an acyclic
query Q over an extended database D that is now globally consistent with respect to Q
(Proposition 3). We then use a cover-join plan to compute covers of Q(D). The first step has
a non-trivial time complexity overhead, whereas the second step is linearithmic. Overall, this
strategy is worst-case optimal for computing covers for arbitrary join queries and databases.
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4.1

The Cover-Join Operator

The building block of our approach to computing covers is the binary cover-join operator.
I Definition 19 (Cover-Join). The cover-join of two relations R1 and R2 , denoted by R1 1̊R2 ,
computes a cover of their join result over the decomposition with bags S(R1 ) and S(R2 ).
Following the alternative characterization of covers of a query result by minimal edge
covers in the hypergraph of the query result (Proposition 10), the cover-join defines the
relation rel(M ) of a minimal edge cover M of the hypergraph H of the result of the join
R1 1 R2 over the attribute sets S(R1 ) and S(R2 ). The hypergraph H is bipartite and
consists of disjoint complete bipartite subgraphs. Since a cover is a minimal edge cover, it
corresponds to a bipartite subgraph with the same number of nodes but a subset of the
edges, where all paths can only have one or two edges. A cover cannot have unconnected
nodes, since it would not be an edge cover. A path of three (or more) edges violates the
minimality of the edge cover: Such a path a1 − b1 − a2 − b2 in a bipartite graph covers the
four nodes, yet a minimal cover would only have the two edges a1 − b1 and a2 − b2 .
e 1 | + |R2 |), since
We can compute a cover of a join of two relations R1 and R2 in time O(|R
it amounts to computing a minimal edge cover in a collection of disjoint complete bipartite
graphs that encode the join result. The smallest size of a cover is given by the edge cover
number of the bipartite graph representing the join result, which is the maximum of the sizes
of the two sets of nodes in the graph [19]. The largest size can be achieved in case one of
the two node sets has size one, in which case this is paired with all nodes in the second set.
In case both sets have more than one node, the largest size is achieved when we pair one
node from one of the two node sets with all but one node in the second set and then the
remaining node in the second set with all but the already used node in the first set.
For the analysis in this paper, we assume that our cover-join algorithm may return any
cover of the natural join of two relations. In practice, however, it makes sense to compute
a cover of minimum size. We choose this cover as follows: For each complete bipartite
hypergraph in the join result with node sets V1 and V2 such that |V1 | ≤ |V2 |, we choose
a minimum edge cover by pairing each node in V1 with one distinct node in V2 and all
remaining nodes in V2 with one node in V1 .
I Proposition 20. Given two consistent relations R1 and R2 , the cover-join computes a
cover K of their join result over the decomposition with bags S(R1 ) and S(R2 ) in time
e 1 | + |R2 |) and with size max{|R1 |, |R2 |} ≤ |K| ≤ |R1 | + |R2 |.
O(|R
I Example 21. Consider again the product R1 (A) 1 R2 (B) in Example 9, where R1 = [2]
and R2 = [n] with n > 1. Examples of covers of size n over the decomposition T with
bags {A} and {B} are: {(1, i) | i ∈ [n] − {k}} ∪ {(2, k)} for any k ∈ [n]; {(1, i) | i ∈
[k]} ∪ {(2, j + k) | j ∈ [n − k]} for any k ∈ [n − 1]. If R1 = [m] with m > n, then examples
of covers over T of minimum size m are: {(i, i) | i ∈ [k − 1]} ∪ {(k − 1 + i, k + i) | i ∈
[n − k]} ∪ {(n − 1 + i, k) | i ∈ [m − n + 1]} for any k ∈ [n]. A cover over T of maximal size
n + m − 2 is: {(1, i) | i ∈ [n − 1]} ∪ {(j + 1, n) | j ∈ [m − 1]}. Below are depictions of the
complete bipartite graph corresponding to the query result for n = 4 and m = 5, where the
edges in a minimal edge cover are solid lines and all other edges are dotted. The left minimal
edge cover corresponds to a cover over T of minimum size m = 5, while the right minimal
edge cover corresponds to a cover over T of maximum size n + m − 2 = 7.
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Cover-join Plans

We now compose cover-join operators into so-called cover-join plans to compute covers for
acyclic natural join queries. Before we define such plans, we need to introduce some notation.
For a join tree J of a query Q, we write J = J1 ◦ J2 if J can be split into two non-empty
subtrees J1 and J2 that are connected by a single edge in J . Any subtree J 0 of J defines
the subquery of Q that is the natural join of all relation symbols that are nodes in J 0 .
I Definition 22 (Cover-Join Plan). Given (Q, J , D), a cover-join plan ϕ over the join tree
J is defined recursively as follows:
If J consists of one node R, then ϕ = R. The plan ϕ returns R.
If J = J1 ◦ J2 and ϕi is a cover-join plan over Ji , then ϕ = ϕ1 1̊ ϕ2 . The plan ϕ returns
the result of R1 1̊ R2 , where the relation Ri is returned by the plan ϕi (i ∈ [2]).

Lemma 23 states next that a cover-join plan computes a cover of the query result over
the decomposition corresponding to a given join tree of the query.
I Lemma 23. Given (Q, J , D) where D = {Ri }i∈[n] is globally consistent with respect to Q,
each cover-join plan over the join tree J computes a cover K of Q(D) over the decomposition
P
e
corresponding to J in time O(|K|)
and with size maxi∈[n] {|Ri |} ≤ |K| ≤ i∈[n] |Ri |.
Lemma 23 states three remarkable properties of cover-join plans. First, they compute
covers compositionally: To obtain a cover of the entire query result it is sufficient to compute
covers of the results for subqueries. More precisely, for a cover-join plan ϕ1 1̊ ϕ2 , the
sub-plans ϕ1 and ϕ2 compute covers for the subqueries defined by the joins of the relations
in the join trees J1 and respectively J2 . Then, the plan ϕ1 1̊ ϕ2 computes a cover for the
join of the relations in the join tree J = J1 ◦ J2 . Second, the output of a cover-join plan
is always a cover, regardless which cover is picked at each cover-join operator in the plan.
Third, it does not matter which cover-join plan we choose for a given join tree, the resulting
covers are computed with the same time guarantee. Nevertheless, different plans for the
same join tree may lead to different covers (Example 28).
These properties rely on the global consistency of the database and on the fact that the
plans follow the structure of the join tree. For arbitrary databases, a cover-join operator may
wrongly construct covers using dangling tuples at the expense of relevant tuples that are not
anymore covered and therefore lost. Furthermore, plans that do not follow the structure of a
join tree may be unsound (Example 26). Although each cover-join operator computes a cover
of minimum size for the join of its input relations, the overall cover computed by a cover-join
plan may not be a cover of minimum size of the query result (Example 35 in Appendix B).
I Example 24. A join tree that admits several splits can define many plans. For instance, the
join tree for the query R1 (A, B) 1 R2 (B, C) 1 R3 (C, D) is the path R1 − R2 − R3 and admits
two possible splits that lead to the plans ϕ1 = (R1 (A, B)1̊R2 (B, C))1̊R3 (C, D) and ϕ2 =
R1 (A, B)1̊(R2 (B, C)1̊R3 (C, D)). The relations are those in Figure 1, now calibrated. For this
database, the covers computed by the sub-plans R1 (A, B)1̊R2 (B, C) and R2 (B, C)1̊R3 (C, D)
correspond to full join results, since all join values only occur once in the relations. By taking
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any possible cover at each cover-join operator in the plans, both plans yield the same four
possible covers of the query result: One of them is rel(M ) in Figure 1 and two of them are
K1 and K2 in Example 8. The last cover is not depicted: It is the same as K1 with the
change that the values d1 and d2 are swapped between the first two rows.
A corollary of Proposition 3 and Lemma 23 is that covers over decompositions of arbitrary
natural join queries can be computed in time proportional to their sizes.
I Theorem 25 (Proposition 3, Lemma 23). Given a natural join query Q, decomposition T
of Q, and database D, a cover of the query result Q(D) over the decomposition T and with
fhtw(T )
e
size O(|D|fhtw(T ) ) can be computed in time O(|D|
).
Given (Q, T , D) where Q is an arbitrary natural join query and D is an arbitrary database,
we can compute a cover in four steps: construct (Q0 , T , D0 ) such that Q0 is an acyclic natural
join query, T corresponds to a join tree of Q0 and D0 consists of materializations of the
bags of T ; turn D0 into a globally consistent database D00 with respect to Q0 ; turn T into
a join tree J of Q0 by replacing each bag by the corresponding relation symbol in Q0 ; and
execute on D00 a cover-join plan for Q0 over J . Since there are arbitrarily large databases for
which the size bounds on covers are tight (Theorem 14), the cover-join plans, together with
a worst-case optimal algorithm for materializing bags [21], represent a worst-case optimal
algorithm for computing covers.
We conclude this section with three insights into the ability of cover-join plans to compute
covers. We give an example of an unsound cover-join plan that does not follow the structure
of a join tree. We then note the incompleteness of our cover-join plans due to the binary
nature of the cover-join operator. We give an example of a cover that cannot be computed
with our cover-join plans, but can be computed using a multi-way cover-join operator. Finally,
we give an example showing that distinct cover-join plans over the same (or also distinct)
join trees can yield incomparable sets of covers.
I Example 26 (Unsound plan). Consider the query Q = R1 (A, B) 1 R2 (B, C) 1 R3 (C, D),
the following database with relations R1 , R2 , and R3 , and four relations computed by
cover-joining two of the three relations:
R1

R2

R3

K1,3

AB

B C

C D

AB C D

a b1
a b2

b1 c 1
b2 c 2

c1 d
c2 d

a b1 c1 d
a b2 c2 d

0
K1,3

K1,2

K2,3

AB C D

AB C

B C D

a b1 c2 d
a b2 c1 d

a b1 c1
a b2 c2

b1 c 1 d
b2 c 2 d

Following Definition 22, the plan (R1 (A, B)1̊R3 (C, D))1̊R2 (B, C) would require a split
J1,3 ◦ J2 of a join tree, where the join tree J1,3 has two nodes R1 and R3 while the join tree
J2 has one node R2 . However, there is no join tree that allows such a split.
0
The cover-join R1 (A, B)1̊R3 (C, D) computes one of the two covers K1,3 and K1,3
. The
0
result of the join of K1,3 and R2 is empty and so is the cover-join. This means that this plan
does not always compute a cover, which makes it unsound.
This problem cannot occur with cover-join plans over join trees of Q. The only cover-join
plans over join trees of Q are (up to commutativity) (R1 (A, B) 1̊ R2 (B, C)) 1̊ R3 (C, D)
and R1 (A, B)1̊(R2 (B, C)1̊R3 (C, D)). The only cover of R1 (A, B)1̊R2 (B, C) is K1,2 above,
which can be cover-joined with R3 . The only cover of R2 (B, C)1̊R3 (C, D) is K2,3 above,
which can be cover-joined with R1 .
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I Example 27 (Cover-Join Incompleteness). Consider the product query Q = R1 (A) 1
R2 (B) 1 R3 (C), the following database D with relations R1 , R2 , and R3 and one cover K
of the query result over the decomposition with bags {A}, {B}, and {C}:
R1

R2

R3

K

A

B

C

A B C

a1
a2

b1
b2

c1
c2

a1 b1 c1
a1 b2 c2
a2 b1 c2

A decomposition of Q can have up to three bags which are not included in other bags.
In case of decompositions with three bags, each bag consists of exactly one attribute.
These decompositions correspond to the join trees that are permutations of the three
relation symbols. There are three possible cover-join plans (up to commutativity) over
these join trees: ϕ1 = R1 (A)1̊(R2 (B)1̊R3 (C)), ϕ2 = R2 (B)1̊(R1 (A)1̊R3 (C)) and ϕ3 =
R3 (C)1̊(R1 (A)1̊R2 (B)). None of these plans can yield the cover K above. As discussed after
Definition 19, a minimal edge cover corresponding to a cover computed by a binary cover-join
operator can only have paths of one or two edges. For instance, π{A,B} K, which should
correspond to a cover of R1 (A)1̊R2 (B), has the path of three edges b2 − a1 − b1 − a2 . The
cover-join R1 (A)1̊R2 (B) would not create this path since it corresponds to a non-minimal
edge cover. Similarly, π{A,C} K and π{B,C} K have paths of three edges.
For decompositions with two bags, two of the three attributes are in the same bag.
Without loss of generality, assume A and B are in the same bag. Following Proposition 3,
this bag is covered by a new relation R1,2 that is the product of R1 and R2 . This means
that K has to be the cover of R1,2 (A, B)1̊R3 (C), yet π{A,B} K is not R1,2 !
The decomposition with one bag consisting of all three attributes has this bag covered
by a new relation that is the product of the three relations. This relation is the Cartesian
product of the three relations that is the full query result and different from K = π{A,B,C} K.
We conclude that K cannot be computed using (binary) cover-join plans.
I Example 28 (Incomparable Sets of Covers). Consider the product query Q = R1 (A) 1
R2 (B) 1 R3 (C) and the following database {R1 , R2 , R3 }:
R1

R2

R3

K

K1,2

0
K1,2

A

B

C

A B C

A B

A B

a1
a2

b1
b2

c1
c2
c3

a1 b1 c1
a2 b2 c2
a1 b2 c3

a1 b1
a2 b2

a1 b2
a2 b1

Let us consider the join tree J = R1 − R2 − R3 of Q. There are (up to commutativity) two possible cover-join plans over J : ϕ1 = R1 (A)1̊(R2 (B)1̊R3 (C)) and ϕ2 =
(R1 (A)1̊R2 (B))1̊R3 (C). The above relation K is a cover of the result of Q and can be
computed by ϕ1 , which cover-joins R1 (A) and a cover of the join of R2 (B) and R3 (C). This
cover cannot be computed by ϕ2 . Indeed, ϕ2 first cover-joins R1 (A) and R2 (B), yielding
0
K1,2 or K1,2
as the only possible covers. Then, cover-joining any of them with R3 (C) does
0
not yield the cover K since π{A,B} K is different from both K1,2 and K1,2
. Similarly, ϕ2
computes covers that cannot be computed by ϕ1 .
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5

Covers for Functional Aggregate Queries

We first give a brief introduction to functional aggregate queries (FAQ) [18]. A detailed
description can be found in the extended report [17].
Given an attribute set S, we use aS to indicate that tuple a has schema S. For S 0 ⊆ S,
we denote by aS 0 the restriction of a to S 0 . A functional aggregate query has the following
form (slightly adapted to our notation):
M

ϕ(a{A1 ,...,Af } ) =

(f +1)

af +1 ∈dom(Af +1 )

···

M

(n)

O

ψS (aS ), where:

(1)

an ∈dom(An ) S∈E

H = (V, E) is the multi-hypergraph of the query with V = {Ai }i∈[n] .
Dom is a fixed (output) domain, such as {true,false}, {0, 1}, or R+ .
Vfree = {A1 , . . . , Af } is the set of result or free attributes; all other attributes are bound.
For each attribute Ai with i > f , ⊕(i) is a binary (aggregate) operator on the domain
Dom. Different bound attributes may have different aggregate operators.
For each attribute Ai with i > f , either ⊕(i) is ⊗ or (Dom, ⊕(i) , ⊗) forms a commutative
semiring with the same additive identity 0 and multiplicative identity 1 for all semirings.
Q
For every hyperedge S in E, ψS : A∈S dom(A) → Dom is an (input) function.
FAQs are a semiring generalization of aggregates over join queries, where the aggregates
N
are the operators ⊕(i) and the natural join is expressed by
S∈E ψS (aS ). The listing
representation RψS of a function ψS is a relation over the schema S ∪ {ψS (S)} which consists
of all input-output pairs for ψS where the output is non-zero, i.e., RψS contains a tuple
aS∪{ψS (S)} if and only if ψS (aS ) = aψS (S) 6= 0. An input database for ϕ contains for each ψS
its listing representation. We say that T is a decomposition of ϕ if T is a decomposition of
the hypergraph H of ϕ. Given an FAQ ϕ and database D, the FAQ-problem is to compute
the query result ϕ(D).
Each FAQ ϕ has an FAQ-width faqw(ϕ) which is defined similarly to the fractional
hypertree width of the hypergraph of ϕ. For instance, in case where all attributes of ϕ are
free, faqw(ϕ) is equal to the fractional hypertree width of the hypergraph of ϕ.
Given an FAQ ϕ and a database D, the InsideOut algorithm [18] solves the FAQ-problem
as follows. First, it eliminates all bound attributes along with their corresponding aggregate
operators by performing equivalence-preserving transformations on ϕ. Then, it computes the
faqw(ϕ)
e
listing representation of the remaining query. The algorithm runs in time O(|D|
+ Z)
where Z is the size of the output, i.e., the listing representation of ϕ.
faqw(ϕ)
e
We can compute a cover of the result of a given FAQ ϕ in time O(|D|
), which
does not depend on the size of the listing representation of ϕ. Our strategy is as follows.
We first eliminate all bound attributes in ϕ by using InsideOut resulting in an FAQ ϕ0 .
We then take a decomposition T of ϕ0 and compute bag functions βB , B ∈ S(T ), with
N
ϕ0 (aVfree ) = B∈S(T ) βB (aB ). Finally, we compute a cover of the join result of the listing
representations of the bag functions over the extension of T that contains, for each bag B,
the attribute βB (B) for the values of the function βB . Keeping the βB (B)-values of the bag
functions in the cover is necessary for recovering the output values of ϕ when enumerating
the result of ϕ from the cover.
I Example 29. We consider the following FAQ ϕ over the sum-product semiring (N, +, ·)
(for simplicity we skip the explicit iteration over the domains of the attributes in ϕ):
X
ϕ(a, b, d) =
ψ1 (a, b, c) · ψ2 (b, d, e) · ψ3 (d, e, f ) · ψ4 (f, h) · ψ5 (e, g), where
c,e,f,g,h
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ϕ, ψ1 , ψ2 , ψ3 , ψ4 and ψ5 are over {A, B, D}, {A, B, C}, {B, D, E}, {D, E, F }, {F, H} and
{E, G}, respectively. We first run InsideOut on ϕ to eliminate the bound attributes and
obtain the following FAQ:
X

ϕ0 (a, b, d) =

 X

ψ1 (a, b, c) ·

c

|

ψ2 (b, d, e) ·

X

e

{z

ψ6 (a,b)

ψ3 (d, e, f ) ·

f

X

 X

ψ4 (f, h) ·

| h {z

}

g

}

ψ7 (f )

|

{z
ψ9 (d,e)
{z

|



ψ5 (e, g) .

|

{z

ψ8 (e)

}

}
}

ψ10 (b,d)

We consider the decomposition T of ϕ0 with two bags B1 = {A, B} and B2 = {B, D} and
bag functions ψ6 and respectively ψ10 . Then, we execute the cover-join plan Rψ6 1̊ Rψ10 over
the extended decomposition T 0 with bags {A, B, ψ6 (A, B)} and {B, D, ψ10 (B, D)}. While the
computation of the result of ϕ0 can take quadratic time, the above cover-join plan takes linear time.
We exemplify the computation of the cover-join plan. Assume the following tuples in ψ6 and ψ10 ,
where γ1 , . . . , γ4 , δ1 , . . . , δ3 ∈ N:
ψ6

ψ10

K

A

B

ψ6 (A, B)

B

D

ψ10 (B, D)

A

B

D

ψ6 (A, B)

ψ10 (B, D)

a1
a2
a3
a4

b1
b1
b2
b2

γ1
γ2
γ3
γ4

b1
b1
b2

d1
d2
d3

δ1
δ2
δ3

a1
a2
a3
a4

b1
b1
b2
b2

d1
d2
d3
d3

γ1
γ2
γ3
γ4

δ1
δ2
δ3
δ3

The relation K is a possible cover computed by the cover-join plan. The cover carries over the
aggregates in columns ψ6 (A, B) and ψ10 (B, D), one per bag of T 0 . The aggregate of the first tuple
in K is γ1 · δ1 (or γ1 ⊗ δ1 under a semiring with multiplication ⊗).

The following theorem relies on Lemma 23 and Theorem 25 that give an upper bound on
the time complexity for constructing covers of join results.
I Theorem 30. For each FAQ ϕ and database D, a cover of the query result ϕ(D) can be
faqw(ϕ)
e
computed in time O(|D|
).
Any enumeration algorithm for covers of join results can be used to enumerate the tuples
of an FAQ result from one of its covers. We thus have the following corollary:
I Corollary 31 (Corollary 18). Given a cover K of the result ϕ(D) of an FAQ ϕ over a database
e
D, the tuples in the query result ϕ(D) can be enumerated with O(|K|)
pre-computation time
and O(1) delay and extra space.

6

Conclusion

Results of join and functional aggregate queries entail redundancy in both their computation
and representation. In this paper we propose the notion of covers of query results to reduce
such redundancy. While covers can be more succinct than the query results, they nevertheless
enjoy desirable properties such as listing representation and constant-delay enumeration of
result tuples. For a given database and a join or functional aggregate query, the query result
can be normalized as a globally consistent database over an acyclic schema. Covers represent
one-relational, lossless, linear-size encodings of such normalized databases.
I Definition 32.

borged /bôrjd/ : Buy One Relation, Get Entire Database!
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From Covers to D-Representations

We next give a brief introduction to d-representations; for a detailed description, we refer the
reader to the literature [23]. We then discuss a translation from covers to d-representations.

A.1

D-Representations in a Nutshell

D-representations are a lossless succinct representation for relational data. A d-representation
is a set of relational algebra expressions {N1 := E1 , . . . , Nn := En }, where each Ni is a
unique name and each Ei is a relational algebra expression with unions, Cartesian products,
singleton relations, i.e., unary relations with one tuple, and name references in place of
singleton relations. The size |E| of a d-representation E is the number of its singletons.
We consider a special class of d-representations that encode results of join queries and
whose nesting structure is given by so-called d-trees. In the literature, d-trees are defined as
orderings on query variables. We give here an alternative, equivalent definition that is in
line with our notion of fractional hypertree decomposition. Given a query Q, a d-tree of Q
is a decomposition of Q where each bag is partitioned into one attribute A, called the bag
attribute, and a set of attributes, called the key of A and denoted by key(A). There is one bag
per distinct attribute A in Q. Each decomposition T of a query Q can be translated into a
d-tree T 0 of Q with fhtw(T 0 ) ≤ fhtw(T ) (Proposition 9.3 in [23]). Given a query Q, a d-tree
T of Q, and a database D, a d-representation E of Q(D) over T with size O(|D|fhtw(T ) ) can
fhtw(T )
e
be computed in time O(|D|
) (Theorem 7.13 and Proposition 8.2 in [23]).
I Example 33. We consider the path query Q = R1 (A, B) 1 R2 (B, C) 1 R3 (C, D). Figure 2
depicts a database with relations R1 , R2 and R3 and the result of Q over the input database
{R1 , R2 , R3 }. It also shows a decomposition T of Q and a cover K of the query result over
T . Finally, it depicts a d-tree T 0 (right below) derived from T by using the translation in
the proof of Proposition 9.3 in [23].
D-representations can be encoded as parse graphs and sets of multi-maps. Figure 3
visualizes the two encodings for the d-representation of the query result from Figure 2 over
the d-tree T 0 . The parse graph follows the structure of the d-tree. At the top level we have a
union of B-values. Then, given any B-value, the A-values are independent of the values for
C and D. Therefore, under each B-value, the A-values are represented in a different branch
than the values for C and D. Within the branches for C and D, the values are first grouped
by C and then by D. The information on keys is used to share subtrees across branches.
Since the key of attribute D is C, all C-nodes with the same value point to the same union
of D-values. In our example, both c1 -nodes point to the same set {d1 , d2 } of D-values.
The cover K from Figure 2 can be mapped immediately to the parse graph: Under each
product node, we take a minimum number of combinations of its children to ensure that
every value under the product node occurs in one of these combinations. To enumerate
the tuples in the query result, it suffices to choose in turn one branch of each union node
and all branches of each product node. For instance, the left product node represents the
combinations of {a1 , a2 } with {d1 , d2 }, together with the values b1 and c1 . There are four
combinations, so four tuples in the result. The first two tuples in the cover represent two of
them, yet they are sufficient to recover all these tuples.
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T:

R1

R2

R3

Q(D)

K ⊆ Q(D)

A B

B C

C D

A B C D

A B C D

a1
a2
a3
a4

b1 c 1
b2 c 1

c1 d1
c1 d2

a1
a1
a2
a2
a3
a3
a4
a4

a1
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Figure 2 Top row: database D = {R1 , R2 , R3 }, the result Q(D) of the path query Q = R1 1
R2 1 R3 , and a cover K ⊆ Q(D) over the decomposition T ; bottom row: decomposition T of Q
and an equivalent d-tree T 0 .
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Figure 3 A d-representation encoded as a parse graph (left) and as a set of multimaps (right).
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cover2factorization (cover K, decomposition T )
convert T into an equivalent d-tree T 0 following Proposition 9.3 in [23];
let V be the set of attributes in T 0 ;
foreach attribute A ∈ V do
Q
create multi-map mA : X∈key(A) dom(X) 7→ dom(A);
foreach tuple t ∈ K do
foreach attribute A ∈ V do
insert assignment πkey(A) t 7→ πA t into mA ;
return {mA }A∈V ;
Figure 4 Translating a cover K over a decomposition T into an equivalent d-representation.

The (multi-)map encoding of a d-representation consists of one map for each bag attribute:
mA maps tuples over the attributes in key(A) to values of A. Figure 3 shows these maps as
relations with columns for the key attributes (the map keys) and the column for the attribute
A itself (the map payload). For instance, mA (b1 ) = a1 and mA (b1 ) = a2 , while mC (b1 ) = c1 .
Since key(A) = {B} and there are two B-values in the d-representation leading to the sets
{a1 , a2 } and {a3 , a4 }, respectively, mA maps the B-value b1 to both A-values a1 and a2 and
the B-value b2 to both A-values a3 and a4 .

A.2

Translating Covers into D-Representations

Figure 4 gives an algorithm that constructs an equivalent d-representation from a cover over
a decomposition. Both the cover K and the output d-representation are for the same query
result Q(D) of a query Q. The decomposition T is for the query Q.
The algorithm creates a multi-map for each attribute A and populates it with assignments
of tuples over the keys of A to the values of A as encountered in the tuples of the cover.
I Example 34. We consider the cover K over the decomposition T in Figure 2 and the d-tree
T 0 equivalent to T . The cover K is translated into a d-representation over T 0 as follows. On
the first tuple (a1 , b1 , c1 , d1 ), we add () 7→ b1 to mB , b1 7→ a1 to mA , b1 7→ c1 to mC , and
c1 7→ d1 to mD , where () means the empty tuple. On the second tuple (a2 , b1 , c1 , d1 ), we
only change mA by adding b1 7→ a2 to mA . On the third tuple (a3 , b2 , c1 , d2 ), we add the
following new assignments: () 7→ b2 to mB , b2 7→ a3 to mA , b2 7→ c1 to mC , and c1 7→ d2 to
mD . On the last tuple (a4 , b2 , c1 , d2 ), we add the new assignment b2 7→ a4 to mA .

B

Cover-Join Plans Computing Covers of Non-Minimum Size

I Example 35. We consider the acyclic natural join query Q = R1 (A, B) 1 R2 (B, C) 1
R3 (C, D), the database D = {R1 , R2 , R3 } globally consistent with respect to Q, and the join
tree J = R1 − R2 − R3 . The relations Ri are depicted below.
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The relation K is a cover of the query result Q(D) over the decomposition T corresponding
to J . It follows from Proposition 13 that every cover of Q(D) over T must have size at least
three. Hence, K is a minimum-sized cover of Q(D) over T .
We take the cover-join plan (R1 1̊R2 )1̊R3 over J and assume that the cover-join operator
computes for each two input relations R and R0 , a minimum-sized cover of R 1 R0 over the
decomposition with bags S(R) and S(R0 ). Then, a possible output of the sub-plan R1 1̊R2
is the relation K1,2 . A possible result of the cover-join of K1,2 with R3 is the relation K 0 ,
which is a valid cover of Q(D) over T , but not a minimum-sized cover of Q(D) over T .

C

Covers for Equi-Join Queries

In this section, we extend the class of queries from natural join queries to arbitrary equi-join
queries, whose relation symbols may map to the same database relation.
Equi-join Queries. An equi-join query, aka full conjunctive query, has the form Q =
σψ (R1 (S1 ) × . . . × Rn (Sn )), where each Ri is a relation symbol with schema Si and ψ is a
conjunction of equalities of the form A1 = A2 with attributes A1 and A2 . We require that all
relation symbols in the query as well as all attributes occurring in the schemas of the relation
symbols are distinct. We assume that each query comes with mappings (λ, {µRi }i∈[n] ), called
the signature mappings of Q, where λ maps the relation symbols in Q to relation symbols
in the schema of the database and each µRi is a bijective mapping from the attributes of
Ri to the attributes of λ(Ri ). Since we do not require λ to be injective, distinct relation
symbols in Q might refer to the same relation in the database (cf. Example 36). The joins in
equi-join queries are expressed by the equalities in ψ. The transitive closure ψ + of ψ under
the equality on attributes defines the attribute equivalence classes: The equivalence class A
of an attribute A is the set consisting of A and of all attributes equal to A in ψ + . For a set
S of attributes, S + denotes the set of attributes transitively equivalent to those in S.
The Hypergraph and the hypertree decompositions of Q are defined just like for natural
join queries with the additional requirement that each hyperedge or bag is closed with respect
to the equivalence classes in ψ + . More formally, the hypergraph of Q consists of one node A
for each attribute A in Q and one edge S(R)+ for each relation symbol R ∈ S(Q). Similarly,
a hypertree decomposition T (of the hypergraph H) of Q is a pair (T, χ), where T is a tree
and χ is a function mapping each node in T to a set V + where V is a subset of the nodes of
H. All other notions and notations introduced in Section 2 as well as the definitions of result
preservation and covers in Section 3 carry over to equi-join queries without any change.
I Example 36. We consider the equi-join query Q = σψ (R1 (A1 , A2 ) × R2 (A3 , A4 )) where
ψ = {A2 = A3 }. Let (λ, {µR1 , µR2 }) be the signature mappings of Q. Assume that
λ(R1 ) = λ(R2 ) = R, µR1 (A1 ) = µR2 (A4 ) = A and µR1 (A2 ) = µR2 (A3 ) = B, i.e., both
relation symbols are mapped to the same relation symbol R, attributes A1 and A4 are
mapped to attribute A and attributes A2 and A3 are mapped to attribute B. Let D = {R}
where R is defined as in Figure 5. The figure depicts in the top row the query result Q(D),
a cover K of the query result over the decomposition T depicted in the bottom row and two
relations R10 , R20 obtained from R by the application of Proposition 37 (given below). The
bottom row shows the hypergraph of Q, the hypergraph H of Q(D) over the attribute sets
{{A1 , A2 , A3 }, {A2 , A3 , A4 }}, and a minimal edge cover M of H with rel(M ) = K.
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Figure 5 Top row: database D = {R}, the result Q(D) of the query Q in Example 36, a cover K
of Q(D) over T , and relations R10 , R20 obtained from R by the application of Proposition 37; bottom
row: the hypergraph of Q, a decomposition T of Q, the hypergraph of Q(D) over the attribute sets
S(T ), and a minimal edge cover M of this hypergraph.

Adaption of the results on covers to equi-join queries. Due to the following two propositions, all results on covers in Sections 3 and 4 carry over to equi-join queries.
I Proposition 37. Given an equi-join query Q, a decomposition T of Q, and a database D,
there exist a natural join query Q0 and a database D0 such that: Q0 (D0 ) = Q(D), Q0 has the
decomposition T and can be constructed in time O(|Q|), and D0 can be constructed in time
O(|D|).
We briefly explain the construction. The query Q0 is obtained from Q by replacing each
relation symbol R(S) in Q by a relation symbol R0 (S + ). The database D0 contains, for each
relation symbol R0 (S + ) in Q0 , a relation over the same schema that is obtained from relation
λ(R(S)) as follows: for each attribute A contained in S + but not in S, λ(R(S)) is extended
by a new A-column that is a copy of any B-column in λ(R(S)) such that A is equivalent to
B. Figure 5 gives in the top row two relations R10 and R20 that result from relation R by the
application of Proposition 37 in case Q is defined as in Example 36.
It follows from Proposition 37 that, since Q0 (D0 ) = Q(D), any relation K is a cover of
Q(D) over T if and only if K is a cover of Q0 (D0 ) over T . Given the construction times for
Q0 and D0 , all our results on natural join queries in Sections 3 and 4, except the lower size
bound on covers in Theorem 14(ii), hold for equi-join queries, too.
The following proposition is the counterpart of Theorem 14(ii) for equi-join queries.
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I Proposition 38. For each equi-join query Q and decomposition T of Q, there are arbitrarily
large databases D such that each cover of Q(D) over T has size Ω(|D|fhtw(T ) ).
In Proposition 38, we first construct a natural join query Q0 from Q as in Proposition 37.
By Theorem 14(ii), there are arbitrarily large databases D0 such that each cover of Q0 (D0 )
over T has size Ω(|D0 |fhtw(T ) ). Given such a database D0 , it follows from Proposition 13, that
ΣB∈S(T ) |πB Q0 (D0 )| = Ω(|D0 |fhtw(T ) ), hence, maxB∈S(T ) {|πB Q0 (D0 )|} = Ω(|D0 |fhtw(T ) ). We
convert the database D0 into a database D of size O(|D0 |) such that |πB Q(D)| ≥ |πB Q0 (D0 )|
for each B ∈ S(T ). By Proposition 13 (adapted to equi-join queries), each cover of Q(D)
over T must have size at least maxB∈S(T ) {|πB Q(D)|}. Since maxB∈S(T ) {|πB Q0 (D0 )|} =
Ω(|D0 |fhtw(T ) ) and maxB∈S(T ) {|πB Q(D)|} ≥ maxB∈S(T ) {|πB Q0 (D0 )|}, we conclude that each
cover of Q(D) over T is of size Ω(|D0 |fhtw(T ) ) = Ω(|D|fhtw(T ) ).
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1

Introduction

Modern data management systems – such as Spark [27, 33], Hadoop [16, 11], and others [17]
– have extensively used parallelism to speed up query processing over massive volumes of
data. Parallelism enables the distribution of computation into multiple machines, and thus
significantly reduces the completion time for several critical data processing tasks. This
trend has inspired a rich line of research on how to formally reason about the parallel
complexity of join computation, one of the core tasks in massively parallel systems. Several
papers [7, 8, 20, 19] have studied the tradeoff between synchronization (number of rounds) and
communication cost, and have proposed and analyzed known and new parallel algorithms [4, 9].
Among these, the Hypercube algorithm [13, 4] can compute any multiway join query in one
round by properly distributing the input data.
To reason about Hypercube-like algorithms, Ameloot et al. [6] recently introduced a
framework that captures one-round evaluation of joins under different data distributions.
Their framework implicitly describes a single-round parallel algorithm through a distribution
policy, which specifies how the facts in the input relations are distributed among the machines.
While for non-recursive queries a distribution policy defines a scalable parallel evaluation
strategy, for Datalog programs this is typically not the case. For instance, a simple transitive
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closure query already requires for entire components of the input database that all facts must
reside on the same server to ensure correctness of the computation.
To reason about Datalog evaluation in a distributed setting, we introduce a general
theoretical framework that allows a combination of data and query parallelization strategies.
The central concept in this framework is the notion of an economic policy. Our key observation
is that, in order to deal with intensional predicates, we need to specify not only where a
fact must be located to be consumed by a rule, but also where a fact must be produced by
evaluating a rule of the program. An economic policy in our framework is defined as a pair
of distribution policies: a consumption policy, which specifies the location of the facts that
are used in the body of rules, and a production policy, which specifies the location of facts
that appear in the head of a rule. The evaluation strategy that is implicitly defined by the
data distribution must communicate any produced facts to the machines where they will be
consumed, and thus can run over multiple rounds.
Our framework is inspired by a rich line of research on parallel evaluation strategies for
Datalog programs from the early 90’s [30, 13, 31, 34]. There, Datalog evaluation strategies
are based on the idea of partitioning the instantiations of the program rules among machines
by adding conditions to the bodies of the rules, called program restrictions. Some of the
strategies proposed require no communication of intermediate (intensional) facts and thus
can be completed in one round; other strategies require communication over multiple rounds.
We show that an economic policy can capture several algorithms used for parallel evaluation
of recursive and non-recursive queries, including the Hypercube algorithm [13, 4], and the
decomposable strategies based on program restrictions [30].
In this framework we study several properties of economic policies. We first explore the
property of parallel-correctness: when does an economic policy lead to a correct evaluation
strategy? As can be expected, it is undecidable to show parallel-correctness for a general
Datalog program, even for the simplest of economic policies. We therefore identify a sufficient
condition: every minimal valuation of a rule must be supported by the policy. A rule valuation
is supported if some machine consumes all the facts in the body, and produces the fact in
the head. For unions of conjunctive queries, this condition is also necessary, recovering the
result of Ameloot et al. [6]; however, we show that even for non-recursive programs with
intermediate relations, the condition is no longer required. To overcome the undecidability
of parallel-correctness, we identify a general family of economic policies, called Generalized
Hypercube Policies (GHPs), which are always parallel-correct, and further capture several
commonly used parallel evaluation strategies.
Second, we study the property of boundedness: can we decide whether a given economic
policy terminates in k rounds, independent of the input size? We show that there exists a
sharp increase in complexity as we move from k = 1 to k ≥ 2. For k = 1, we can succinctly
characterize the structure of a policy that always terminates in one step. Additionally, given
a GHP, we can do this in polynomial time in the description of the GHP. On the other hand,
for k ≥ 2 it is undecidable to determine whether it terminates in at most k steps, even for a
GHP. We then ask which Datalog programs admit economic policies that are bounded by one
round: we show that such programs are characterized by a syntactic property called pivoting,
which was also identified by Wolfson and Silberschatz [32] in the context of decomposable
programs.
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Related Work
Parallel Complexity

The parallel complexity of Datalog was first investigated by Cosmadakis and Kanellakis [10,
18]. Later work used the complexity class N C to theoretically capture which Datalog
programs are efficiently parallelizable. Since Datalog evaluation is P -complete, it is unlikely
that every Datalog program belongs in N C, which implies that certain Datalog programs
may not be significantly sped up through parallelism. Ullman and Van Gelder [28] showed
that if a Datalog program has the polynomial fringe property, which says that every fact in
the output has a proof tree of polynomial size, evaluation is in N C. Every linear Datalog
program has the polynomial fringe property and is thus in N C. Afrati and Papadimitriou [3]
showed that for simple chain queries (including non-linear queries) evaluation is either in N C
or P -complete. Recently, Afrati and Ullman [5] studied the tradeoff between communication
and number of rounds. They describe a very restricted class of Datalog programs where it is
possible to reduce the number of recursion steps (to a number that is logarithmic in the size
of the input) without significantly increasing the communication cost.

2.2

Decomposability

The concept of predicate decomposability was first introduced by Wolfson and Silberschatz [32].
A predicate T is decomposable if there are r > 1 restricted copies P1 , P2 , . . . , Pr of the Datalog
program P (using arithmetic predicates) such that (i) the copies compute a partition of T for
every input, and (ii) there exists an input instance where each copy will produce some input
for T . The main result is that decomposability is equivalent to pivoting for sirups where
there are no constants, no repeating variables, and the sirup is linear or a simple chain rule.
Here, a sirup is a Datalog program with one idb predicate S and two rules: (i) a base rule
S(x) ← B(x), and (ii) a recursive rule with head predicate S. A sirup is linear if S appears
exactly once in the body of the recursive rule.
Later works [30, 31] redefine the concept of decomposability semantically. A Datalog
program is decomposable if it is possible to partition the output domain (to at least two
blocks) such that for every instance I, every output fact has a proof tree where all the idb
facts belong in the same partition block. Wolfson and Ozen [31] show that deciding whether
a given Datalog program is decomposable is undecidable. Cohen and Wolfson [30] provide
necessary and sufficient syntactic conditions for decomposability for sirups where the arity
of the idb predicate is ≤ 2. They also define the notion of strongly decomposable sirups,
where the partition must guarantee that, for some input, at least two blocks will produce a
fact using the recursive rule of the sirup. Following the same line of work, Zhang et al. [34]
present a more general framework that constructs partitionings of the rule instantiations.

2.3

Other Parallel Schemes

In addition to decomposability, several frameworks for parallel recursive processing were
introduced in the early 90s [30, 13, 31]. Wolfson [30] generalizes decomposability to load
sharing schemes, by allowing the output of a predicate to have overlap in the copies of the
program P . Under a load sharing scheme, every linear program can be parallelized, even
if it is not pivoting. In [13, 14, 31], general schemes are introduced that parallelize the
evaluation by partitioning the set of rule instantiations, and allowing for communication
among the machines (decomposable and load sharing schemes need no communication).
Dewan et al. [12] proposes similar techniques with dynamic adjustments, to balance the load
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of a computation. Our framework differs in that the set of rule instantiations is distributed
implicitly among the servers, according to the production and consumption policies, and
that the communication between servers is made explicit.

2.4

Systems

Recent work studies the implementation of Datalog (or fragments of Datalog) on modern
shared-nothing distributed systems. Seo et al. [24] present a distributed version of a Datalog
variant for social network analysis called Socialite; however, their framework requires that
the user provides annotations to guide the distribution of data. Wang et al. [29] implement
a variant of Datalog on the Myria system [17], focusing mostly on asynchronous evaluation
and fault-tolerance. The BigDatalog system [26] describes an implementation of Datalog on
Apache Spark, but focuses mostly on linear Datalog programs that use aggregation. The
task of parallelizing Datalog has also been studied in the context of the popular MapReduce
framework [2, 5, 25]. Motik et al. [22] provide an implementation of parallel Datalog in
main-memory multicore systems.

3

Preliminaries

We assume an infinite domain dom. A database schema σ is a finite set of relation names
{Ri }ni=1 with associated arities ar(Ri ). We shall write R(k) to denote a relation R with
arity k. A fact R(a1 , . . . , ak ) over U ⊆ dom is a tuple consisting of a relation name and a
sequence of values from U . We say that R(a1 , . . . , ak ) is over schema σ, if R(k) ∈ σ. For a
universe U ⊆ dom and schema σ, we denote by facts(σ, U ) the complete set of facts over σ
and U . An instance I over σ and U is defined as a finite subset of facts(σ, U ). We write I|σ
to denote the subset of I containing all facts in I that are over schema σ.
For i ∈ N, we abbreviate the set {1, . . . , i} by [i].

3.1

Datalog

We assume an infinite domain of variables var, disjoint from dom. An atom is a formula
R(t1 , . . . , tk ) consisting of a relation name and a tuple of terms; a term ti is either a variable
from var or a constant from dom.
A Datalog rule τ is of the form R(x) ← S1 (y1 ), . . . , Sn (yn ), where R(x) is a single atom
called the head of τ , denoted headτ , and all Si (yi ) are atoms called body atoms of τ , denoted
bodyτ . We say that Si (yi ) is over schema σ, when Si ∈ σ and k = ar(Si ). We say that τ is
over schema σ if all its atoms are. We assume that Datalog rules are always safe, i.e., that
all variables in the head occur in at least one body atom. By vars(τ ) we denote the set of
variables in rule τ .
A Datalog program P is a finite set of Datalog rules. A program P is said to be over
schema σ if all its rules are. Particularly, by edb(P ) ⊆ σ we denote the relation names
occurring only in the body of rules, and by idb(P ) ⊆ σ all other relation names occurring
in P . We further distinguish the names in idb(P ) by calling some of them output relations,
denoted out(P ) ⊆ idb(P ); all other idb relations are auxiliary. We write σ(P ) to denote
edb(P ) ∪ idb(P ).
Consider the directed graph where each node is an idb predicate, and there is an edge
from S to S 0 if S 0 occurs in the head of some rule τ of P , and S in the body of τ . We say that
P is recursive if the graph is cyclic; otherwise, we say it is non-recursive. A non-recursive
Datalog program with only one rule is called a conjunctive query (CQ).
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Evaluation Semantics

We define the evaluation semantics of Datalog programs as usual, through the immediate
consequence operator. Let P be a Datalog program and I an instance over edb(P ). A
valuation v for rule τ ∈ P is a constant-preserving mapping of the terms in τ to values in
dom. For a rule τ ∈ P and valuation v, we say that τ derives fact v(headτ ) over instance I
if v(bodyτ ) ⊆ I. We refer to v(τ ) as the instantiation of rule τ with valuation v.
We use TP to denote the immediate consequence operator for P , which applies all rules
in P exactly once over a given instance and adds all derived facts to that instance. Formally,
TP (I) = I ∪{v(headτ ) | τ ∈ P, valuation v s.t. v(bodyτ ) ⊆ I}. Then, P (I) is defined as the
fixpoint reached after iteratively applying the immediate consequence operator over I. It
is not difficult to see that TP is monotone, and thus always reaches a fixpoint after a finite
number of iterations. Moreover, the output of the query that P computes is defined as
P (I)|out(P ) . We refer to Abiteboul et al. [1] for a detailed description.
We call a fact f P -derivable if f ∈ P (I) for some instance I, and P -consumable if during
the evaluation of P on some instance I a rule instantiation v(τ ) fires that requires f . Both
notions naturally generalize to atoms and predicate symbols, e.g., predicate symbol R is
said to be P -consumable if some P -consumable fact f exists with symbol R. Atom A is
P -consumable if a rule instantiation as above exists, with A ∈ bodyτ .

3.3

Proof Theoretic Concepts

Let T = (V, E) be a tree. By fringeT we denote its leaves and by rootT its root vertex. All
other vertices are called internal vertices. For a vertex n ∈ V we denote by childrenT (n)
the set of child vertices of n in T . We now recall the classical notion of proof tree [1]. A
proof tree T for a fact f on instance I and Datalog program P is a tree T with vertices over
facts(σ(P ), dom), where fringeT ⊆ I, rootT = f , and for every internal vertex g, there is
a rule τ ∈ P and valuation v such that g = v(headτ ) and childrenT (g) = v(bodyτ ). In this
case, we shall say that T uses the instantiation of τ with valuation v. It is easy to see that
P (I) consists of exactly those facts f for which a proof tree for f on I and P exists. We say
that a rule instantiation v(τ ) is useless if v(headτ ) ∈ v(bodyτ ); otherwise, we say that it is
useful. W.l.o.g. we will consider only proof trees where all rule instantiations are useful.
We say that a proof tree T 0 is entailed by proof tree T for P , denoted T 0 v T , if
fringeT 0 ⊆ fringeT and rootT 0 = rootT .

4

The Framework

Our framework considers a setting with p servers (or machines) that share no memory
and can communicate only via messages – this is commonly referred to as a shared-nothing
parallel architecture. The set of servers forms a network [p] that we assume is fully connected.
In order to define how computation is performed, we will use policies that specify how the
data (input and output facts) are distributed over the network. We borrow the definition of
a distribution policy from [6]:
I Definition 4.1 (Distribution Policy). A distribution policy P = (U, factsP ) over schema
σ and network [p] consists of a universe U ⊆ dom and a function factsP : [p] → 2facts(σ,U )
mapping servers to sets of facts over U and σ.
Distribution policies are instance independent, i.e., they are oblivious of the specific
database instance. Intuitively, a policy expresses on which servers a fact should reside if
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the fact is in the network, but not whether the fact is in the network. Henceforth, we
slightly abuse notation and write P (f ) to denote the set of servers responsible for f , i.e.,
P (f ) = {i | f ∈ factsP (i)}.
In contrast to [6], where the focus is on single-round query evaluation and policies that
define only the initial data distribution over edb facts, we consider a multi-round setting
that allows the communication of intermediate facts.
I Definition 4.2 (Economic Policy). An economic policy E over schema σ and network [p] is
a pair (P , C) of distribution policies over the same universe U , where:
P is defined over idb(P ) and is called the production policy; and
C is defined over edb(P ) ∪ idb(P ) and is called the consumption policy.
A production policy describes which machines have the responsibility of producing a
certain idb fact. A consumption policy describes which machines need an edb or idb fact to
satisfy the body of a rule instantiation. We sometimes make universe U explicit, by writing
(P , C; U ) rather than (P , C).2 We say that a fact f is C-consumable if C(f ) 6= ∅.
A family of economic policies F is a set of economic policies over a common universe and
schema. We say that a family F satisfies property P if all the policies in F satisfy P.

4.1

Datalog Evaluation Modulo Policies

Instead of letting a server compute the full program over its local instance, we restrict
the evaluation process based on a server’s economic policy. That is, for economic policy
E = (P , C) and Datalog program P , the following sequential evaluation algorithm takes
place on server i:
First, every rule τ ∈ P is annotated with policy-predicates as follows. For the head R(x),
we add a predicate PolicyR (x) to the body of τ . Here, predicate PolicyR refers to relation
factsP (i)|{R} .
Second, for every atom S(y) in the body of τ , we add the predicate PolicyS (y), where
now PolicyS refers to the relation factsC (i)|{S} .
The added predicates may be infinitely large, but can be accessed through queries of the
form “t ∈ factsP (i)|{R} ?” or “t ∈ factsC (i)|{S} ?”.
Throughout the paper we assume the semi-naive evaluation strategy for Datalog programs.
Semi-naive evaluation proceeds as usual over the annotated program: after each application
of the fixpoint operator, the newly derived facts are added to a delta relation, and a rule
instantiation is triggered only if at least one of its facts is in the delta relation from the
previous iteration. We denote by PE (I, J) the fixpoint instance when we execute P restricted
to E on input I, with delta relations initialized with J.

4.2

Distributed Evaluation Strategy

We now present how an economic policy induces a parallel evaluation strategy. Our parallel
model is the BSP-based Massively Parallel Communication Model (MPC) [21]. In this model,
computation is performed over servers in a multi-round fashion. Each round has two distinct
phases: a local computation phase, and a synchronized communication phase.
Consider a Datalog program P , a network [p], and an economic policy E = (P , C).
Moreover, let I be the input instance, which we initially assume to be partitioned arbitrarily
2

Notice that mentioning U is redundant, but allows a slightly simpler notation, since P and C need not
be specified explicitly to reference their universe U .
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over the p servers. Denote by Ii the initial local instance of machine i. Let localki be the
instance on machine i right after the k-th communication phase.
We consider the following procedure: Initially, we set local0i ← Ii . Then, at the k-th
round (for k ≥ 1), we perform the following:
1. Communication: Every machine sends its facts as defined by the consumption policy C.
That is, server i sends local fact f ∈ localk−1
to server j if (and only if) f ∈ factsC (j).
i
Let recki be the facts received by machine i during the k-th communication phase.3
2. Computation: Every server computes the local fixpoint: if k = 1, then localki = PE (recki ∪
localk−1
, recki ∪ localk−1
), otherwise localki = PE (recki ∪ localk−1
, recki \ localk−1
).
i
i
i
i
Intuitively, the algorithm terminates when, after a round is finished, for every server all
locally derived facts that need to be sent to some other server according to the consumption
policy, were already sent to these servers in an earlier round.
Formally, for server i, we define set Fi = {f | C(f ) \ i =
6 ∅}. Intuitively, Fi represents all
facts consumed by servers other than i itself. We say that a server has reached a local fixpoint
state for E and P after round k ≥ 1, if localki ∩ Fi ⊆ localk−1
. We say that the network
i
[p] has reached a global fixpoint state for E and P after round k, if all servers i ∈ [p] have
reached a local fixpoint state after round k. Notice that this condition is as desired, because
every round goes into the communication phase first, then into the local computation phase.
One could imagine a smarter communication procedure that incorporates Datalog semantics as well. For example, a server does not need to send a local fact f ∈ factsC (j) to
server j if for every input I server j is guaranteed to already have f in its local instance.
However, it is in general undecidable to make such a decision (see Lemma 5.3).
For instance I, let [P, E](I) denote the union of all facts over out(P ) found at any server
after reaching the global fixpoint. Notice that the above evaluation strategy always reaches
a fixpoint, due to monotonicity of Datalog.
I Example 4.3. Consider the left-linear Datalog program that computes transitive closure:
T (x, y) ← R(x, y).

T (x, y) ← T (x, z), R(z, y).

For any function h : dom → [p], we define the economic policy (P 1 , C 1 ), where
C 1 (R(a, b)) = [p], and C 1 (T (a, b)) = P 1 (T (a, b)) = {h(a)} for all a, b ∈ dom. This
policy works as follows: it replicates the edb facts everywhere, and then produces/consumes
each fact T (a, b) at machine h(a). It is easy to see that the economic policy correctly
computes the transitive closure. In fact, the evaluation always terminates in a single round.
Consider a different policy (P 2 , C 2 ), which again takes any function h : dom → [p] and
has C 2 (R(a, b)) = {h(a)}, C 2 (T (a, b)) = {h(b)}, and P 2 (T (a, b)) = [p]. This policy does
not replicate the edb facts, but it hash-partitions them according to the first attribute.
Whenever a machine discovers a new fact, the new fact has to be consumed to the location
determined by the hash of the second attribute. Observe that the production policy is [p]
because we do not know where each fact will be produced (in other words, each machine will
produce as many idb facts as possible from its local input without any restrictions).
We will see later in Section 6 that all the above economic policies belong in a specific
family of policies that we call Generalized Hypercube Policies (GHPs). We notice that our
framework supports evaluation strategies that are oblivious of the instance: each fact is

3

We remark that from a practical viewpoint it makes no sense to communicate the same facts more than
once. When j = i, no actual communication takes place.
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communicated, consumed, and produced independent of whether other facts are in the same
local instance or not. Lastly, we note that monotonicity of Datalog ensures monotonicity of
economic policies for Datalog Programs.
I Proposition 4.4. For every Datalog program P and economic policy E for P , f ∈ [P, E](I 0 )
implies f ∈ [P, E](I), for all I 0 ⊆ I. More specifically, if f is derived by E for I 0 in round i
on server s, then f is derived by E for I in round j ≤ i on server s.

5

Parallel-Correctness

An economic policy for a Datalog program does not necessarily lead to the desired output.
For example, if the production policy maps every fact onto the empty set of servers, then
the execution will generate only empty idb relations. Henceforth, we are only interested in
economic policies that generate the expected output.
I Definition 5.1 (Parallel-correctness). An economic policy E = (P , C; U ) is parallel-correct
for Datalog program P if [P, E](I) = P (I)|out(P ) , for every instance I ⊆ facts(edb(P ), U ).
Parallel-correctness is in general undecidable, even for simple classes of policies. For
instance, consider the class of policies, where P (f 1 ) = P (f 2 ) and C(f 1 ) = C(f 2 ), whenever
f 1 , f 2 are facts with same relation symbol. We call this class of policies value-independent,
denoted Eindep , since the facts are mapped to machines only according to the relations they
belong to. Value-independent policies allow a succinct representation by simply enumerating
the idb predicates of P and the subsets of [p] where each relation is assigned.
We consider the following decision problem.
pc(L, E)
Input:
Program P ∈ L, policy E ∈ E.
Question: Is E parallel-correct for P ?

I Theorem 5.2. pc(Datalog, Eindep ) is undecidable.
The proof is given in Appendix A.1. We next show an even stronger result:
I Lemma 5.3. Let P be an arbitrary Datalog program and E = (P , C; U ) an economic
policy over σ that is parallel-correct for P . Now let f ∈ facts(σ, U ), and C 0 the consumption
policy where C 0 (g) = C(g) for all g ∈ facts(σ, U ) \ {f } and C 0 (f ) ( C(f ). It is still
undecidable whether E 0 is parallel-correct for P .
Despite the above results, we can present some syntactic conditions that are necessary
for parallel-correctness, and some that are sufficient.
I Definition 5.4 (Support). An instantiation of rule τ with valuation v is supported by
economic policy E = (P , C) if there exists some machine s ∈ [p] with v(headτ ) ∈ factsP (s)
and v(bodyτ ) ⊆ factsC (s).
We consider various categories of economic policies based on which rule instantiations
are supported for a given Datalog program P :
NPall : the set of all rule instantiations of P .
NPmin : the set of all minimal rule instantiations of P . An instantiation of rule τ with
valuation v is minimal if there is no rule τ 0 and valuation v 0 with v 0 (headτ 0 ) = v(headτ )
and v 0 (bodyτ 0 ) ( v(bodyτ ).
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NPuse : the set of all rule instantiations of P that are useful. Recall that an instantiation of
rule τ with valuation v is useful if v(headτ ) ∈
/ v(bodyτ ).
NPess : the set of all essential rule instantiations of P . An instantiation of rule τ with
valuation v is essential if for some P -derivable fact f and instance I, every proof tree T
for f on I and P has a vertex g with g = v(headτ ) and v(bodyτ ) ⊆ childrenT (g).
If the program is non-recursive, then NPuse = NPall , since there will be no rule that
contains the same relation in the head and the body. We also have:
I Proposition 5.5. For every Datalog program P , we have NPess ⊆ NPmin ∩ NPuse .
The proof is in Appendix A.2. The following example demonstrates the different types of
rule instantiations.
I Example 5.6. Let P be the left-linear transitive closure program from Example 4.3;
consider a rule instantiation of the recursive rule: T (a, b) ← T (a, c), R(c, b), for some (not
necessarily different) constants a, b, c. We distinguish the following cases:
c = a: in this case, the instantiation is not minimal, since we can derive the same head fact
from the instantiation T (a, b) ← R(a, b) of the first rule.
c = b: in this case, the instantiation is useless, since T (a, b) also belongs in the body. In
some sense, this derivation is unnecessary, as we have already “discovered” the head fact.
c 6= a, c 6= b: in this case, the instantiation is minimal and useful; it is also essential. To
show this, consider the instance I = {R(a, c), R(c, b)}, and the fact f = T (a, b). Because
c∈
/ {a, b}, the only proof tree for f without “useless” rule instantiations is the one with
root f , children T (a, c), R(c, b), where T (a, c) has R(a, c) as child.
Depending on which types of rule instantiations are supported by an economic policy,
we can define different types of policies. An economic policy that supports all possible rule
instantiations, that is, NPall , is said to be strongly supporting for Datalog program P .
I Proposition 5.7. Let P be a Datalog program and E an economic policy. If E supports all
minimal and useful rule instantiations in P , then it is parallel-correct. If E is parallel-correct
for P , then it supports all essential rule instantiations.
I Proposition 5.8. Let P be a Datalog program where each idb predicate occurs only in the
head of rules (i.e., P is a union of CQs). Then, NPess = NPmin ∩ NPuse .
Proofs are given in Appendix A.3 and A.4.
Together with Proposition 5.7, the above proposition implies that a Datalog program
where the body of each rule contains only edb relations is parallel-correct if and only if
it supports every minimal rule instantiation, or equivalently if and only it supports every
essential rule instantiation. Notice that this class of Datalog programs corresponds to a
program that computes a set of UCQs, and thus the above result captures the characterization
of parallel-correctness for CQs and UCQs in [6, 15]. We should emphasize here that [6, 15]
consider only economic policies where P assigns every fact to every server, while a general
economic policy can assign facts to any subset of servers.
For general Datalog programs, NPess = NPmin ∩ NPuse is not true anymore, and thus
supporting essential instantiations is not a sufficient condition for parallel-correctness, even
if P is non-recursive. (Recall that non-recursiveness is a syntactic condition, and that all
such programs are straightforwardly rewritable to UCQs.)
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U ()
V ()

R(a, b)

U ()
S(c, d)

R(a0 , b0 ) S(c0 , d0 ) S(d0 , c0 )

V ()

R(a, b)

S(d0 , c0 )

R(a0 , b0 ) S(c0 , d0 ) S(d0 , c0 )

Figure 1 The two proof trees for the fact f = U (a, b).

I Example 5.9. Consider the following non-recursive Datalog program P :
V () ← R(x, y), S(z, w), S(w, z).

U () ← V (), R(x, y), S(z, w).

and take the rule instantiation with head U () and body {V (), R(a, b), S(c, d)}. Assume that
c 6= d. This rule instantiation is minimal, but we will show that it is not essential.
For the sake of contradiction, assume that it is essential. Then, for some instance I
there exists a proof tree T for U () on I and P such that there exists a vertex U () with
{V (), R(a, b), S(c, d)} ⊆ childrenT (U ()). Since the proof tree contains the fact V (), it also
contains a rule instantiation that derives the fact V () with body {R(a0 , b0 ), S(c0 , d0 ), S(d0 , c0 )}
for some constants a0 , b0 , c0 , d0 . We can now construct two proof trees for U () on the same
instance, as seen in Figure 1. Because c 6= d, one of the facts S(c0 , d0 ), S(d0 , c0 ) must be
different from S(c, d) (In Figure 1 we assume this fact is S(d0 , c0 )). Thus, for one of the two
trees, the children of U () will not be a subset of {V (), R(a, b), S(c, d)}. This implies that the
rule instantiation we considered is indeed not essential.
I Example 5.10. This example shows that NPess = NPmin ∩ NPuse can hold for recursive
programs. Consider Example 5.6. Notice that every rule instantiation of the base rule,
T (x, y) ← R(x, y), is trivially minimal, useful and essential. As for the recursive rule, we
showed in Example 5.6 that an instantiation that is minimal and useful is also essential.
Observe that if this instantiation is only minimal but not useful, or only useful and not
minimal, it is not essential. Thus, both properties are necessary to guarantee essentiality.
We conclude this section by commenting on whether it is computationally feasible to test
the different properties of rule instantiations. It is easy to see that given an instantiation, it
is possible to check whether it is useful in polynomial time. The complexity for checking the
minimality of a rule instantiation is coNP-complete [6]. Unfortunately, testing essentiality
of a rule instantiation is undecidable.
I Proposition 5.11. Testing essentiality of rule instantiations is undecidable.

6

Generalized Hypercube Policies

In this section, we present a general class of economic policies, called Generalized Hypercube
Policies (GHP), which encompass a broad variety of evaluation strategies.
We first give an intuitive explanation. The formalism of GHPs relies on the Hypercube partitioning for CQs [4], which has been shown to provide nice guarantees on the
communication-cost for CQ evaluation [7]. Let P = {τ } be a CQ with k distinct variables.
Hypercube conceptually orders the p servers as a hypercube P = [p1 ] × [p2 ] × · · · × [pk ],
Q
with i pi = p, where every dimension pi ≥ 0 corresponds to a variable xi from the query;
every server is assigned a unique coordinate in space P; and every variable xi is associated
to a hash function hxi : dom 7→ [pi ]. Then, a fact R(a1 , . . . , ar ), matching with atom
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1

χ(τ1 )

p1,2

2

T (x, y) ← R(x, y).

χ(τ2 )
τ2 :

T (x, y) ← T (x, z), R(z, y).

τ3 :

U (x, y, z) ← T (x, y), S(y, z).

..
.
P2

χ(τ3 )

p2,1

map2
p2,2

p−1
p

Figure 2 Example of a GHP policy for the Datalog program P with three rules.

R(y1 , . . . , yr ) ∈ bodyτ , is sent to all servers whose coordinate agrees, for all j ∈ [r], with
position hyj (aj ) on the dimension of P where yj is associated with.
For GHPs we associate to every rule a hypercube over the full p-server network, and
intuitively define the consumption policy so that “a fact is consumed at server i if and only if
one of the considered Hypercube specifications would send it to server i”; for the specification
of the production policy, we rely on a similar mechanism.

GHP parameters
Let P be a Datalog program, and assume we have a network [p]. A GHP for P defines a
finite set of k-dimensional hypercubes P 1 , . . . , P ` , for some parameter k.4 The size of the
dimensions of the hypercubes are parametrized by a matrix P of dimensions ` × k, such that
Qk
j
i=1 pj,i = p, for each j ∈ [`]. Each hypercube is then defined as P = [pj,1 ]×[pj,2 ]×. . . [pj,k ].
j
j
For each hypercube P , we also define a bijective mapping map that assigns to every point
in P j a machine s ∈ [p]. The latter thus provides the mapping between conceptual machines
in the cube and real machines in the considered network.
A GHP policy next assigns each rule τ to exactly one of the hypercubes: let χ : P → [`]
be the function that encodes this assignment. Given this assignment, a GHP defines a
mapping ρτ : [k] → 2vars(τ ) that maps each dimension of the hypercube P χ(τ ) to a subset of
the variables that appear in τ , such that the following condition holds:
0

If χ(τ ) = χ(τ 0 ), then |ρτ (i)| = |ρτ (i)| for every dimension i. In other words, the
mappings of variables of different rules to the same hypercube must be consistent.
Finally, the GHP defines for each dimension i ∈ [k] and each hypercube P j a hash
function hji that maps sets of size ≤ α (α is the size of the set ρτ (i) for any τ such that
χ(τ ) = j) to a value in the i-th dimension. We require hash functions to be surjective. Notice
that our concept of hash-function is a generalization of the hash-functions used in, e.g., the
Hypercube algorithm, where α = 1. Further, we notice that, by definition, rules that use the
same hypercube, also use the same hash function for each dimension of that hypercube.

4

We assume w.l.o.g. that each hypercube has the same number of dimensions, but we can also define it
such that different rules have a different number of dimensions.
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GHP semantics
Let f be a fact and suppose that f = v(A), for some valuation v and atom A = R(y) that
appears in rule τ .5 We define the following set of machines:
χ(τ )

Sfτ ,A = {mapχ(τ ) (q) | q ∈ P χ(τ ) such that ∀i with ∅ ( ρτ (i) ⊆ y : qi = hi

(v(ρτ (i)))}.

Intuitively, Sfτ ,A denotes the set of machines whose coordinate q is consistent with the hash
mappings specified for τ . Notice that if the atom R(y) has only a part of the variables that
correspond to some dimension i, then facts are broadcast over dimension i, as it happens if
none of these variables are in y.
The consumption policy C(f ) is defined as the union over all sets Sfτ ,A for rules τ and
atoms A ∈ bodyτ with instantiation f . The production policy P (f ) is similarly defined as
the union over all sets Sfτ ,A for rules τ and atom headτ with instantiation f .
I Example 6.1. Consider the Datalog program depicted in Figure 2. We choose two
hypercubes P 1 , P 2 (` = 2) with dimension k = 2. The first two rules τ1 , τ2 are mapped to
the hypercube P 1 , and the third rule τ3 is mapped to P 2 . We choose the dimensions of the
hypercubes such that p1,1 · p1,2 = p, p2,1 = p, and p2,2 = 1. The two functions map1 , map2
map the points of P 1 , P 2 respectively to {1, . . . , p} in a one-to-one fashion. Finally, the
mapping of variables to dimensions is:
ρτ1 (1) = {x}, ρτ1 (2) = {y}, ρτ2 (1) = {x}, ρτ2 (2) = {z}, ρτ3 (1) = {y}, ρτ3 (2) = {}
Consider the first two rules (which form the left-linear TC example), and assume that
p1,1 = 1 and p1,2 = p. Then, the resulting GHP is equivalent to the hash partitioning policy
that we described in Example 4.3. Notice that since we use the same hypercube for both
rules, the edb relation R will be hash partitioned only once. If we now change the dimensions
to p1,1 = p, p1,2 = 1, we obtain the decomposable policy of Example 4.3 that broadcasts the
edb R to every machine and can terminate in a single round. Apart from the above two
GHPs, we can also define other GHPs by configuring different dimensions of the hypercube
√
P 1 . For example, we can choose p1,1 = p1,2 = p.
We next show that GHPs are strongly supporting policies. A proof is in Appendix A.5.
I Proposition 6.2. Let P be a Datalog program. Every GHP E for P is strongly supporting
for P and, as a consequence, parallel-correct for P .

GHP Families
Since we do not want to consider an encoding mechanism for hash functions – which is
necessary to formally reason about properties for GHPs – we introduce the concept of GHP
families. Given a Datalog program P and network [p], a GHP family H is defined as the
set of GHPs over P and [p] that all have the same parametrization for P, mapj , χ, ρτ . In
other words, policies in H can differ only with respect to the choice of hash functions, and
for every choice of hash functions, the associated GHP is in the family. By Fghp we denote
the class of all GHP families.

5

Notice that either v does not exist, or is unique for the variables in atom A.
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Bounded & Disjoint Evaluation

In this section, we we ask two main questions: First, can we reason about the number of
rounds that an economic policy needs to compute a Datalog program? Second, can we
constrain the number of machines that derive a copy of the same fact? We start with a
formal definition of boundedness.
I Definition 7.1 (Boundedness). An economic policy E for Datalog program P is bounded if
some constant k exists such that, for every instance I, the network reaches a global fixpoint
for E and P , when round k is finished. We say E is `-bounded if k ≤ `.
One should not confuse the number of rounds in the parallel computation with the
number of iterations of semi-naive evaluation. Nevertheless, as the following proposition
shows, boundedness of the Datalog program implies boundedness of the evaluation.
I Proposition 7.2. If P is a bounded Datalog program, then every parallel-correct economic
policy E for P is k-bounded, for some constant k that depends on P .
Surprisingly, there exist economic policies for bounded Datalog programs that are not
bounded. However, due to Proposition 7.2, such policies cannot be parallel-correct.
I Example 7.3. Consider the following bounded program.
T (x) ← A(x).

T (x) ← B(x), T (y).

We construct a network with p > 1 machines. Consider a policy that consumes T (i) and B(i)
at machine (i mod p) + 1, and produces T (i) at machine (i mod p). Every tuple in A is consumed at machine 1. Now, consider the following input instance: {A(0), B(1), B(2), . . . , B(p−
1)}. It is easy to see that T (0) is produced at machine 1 at round 1, T (1) is produced at
machine 2 at round 2, and so on, until T (p − 1) is produced at round p at machine p.
In the remainder of this section, we focus on pure Datalog (denoted PureDatalog). We
call a Datalog program pure if its variables occur at most once in every atom and it has no
constants [23]. We consider the following decision problems.
k-boundedness(L, E)
Input:
Program P ∈ L, policy E ∈ E.
Question: Is E k-bounded for P ?

boundednessF (L, W)
Input:
Program P ∈ L, family F ∈ W.
Question: Is there a k s.t. F is k-bounded for P ?

k-boundednessF (L, W)
Input:
Program P ∈ L, family F ∈ W.
Question: Is F k-bounded for P ?

I Theorem 7.4.
1. boundednessF (PureDatalog, Fghp ) is undecidable;
2. k-boundedness(PureDatalog, Eindep ) and k-boundednessF (PureDatalog, Fghp ) are undecidable for k ≥ 2; and
3. k-boundednessF (PureDatalog, Fghp ) is in ptime if k = 1.
Result (3) follows from the syntactical characterization shown in the next subsection.
Towards this characterization, we first give a general characterization of 1-boundedness for
strongly supporting policies.
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Let P be a Datalog program and E = (P , C) an economic policy. We denote by P ∗ the
policy obtained by removing from every P (f ) any server s for which no rule instantiation
v(τ ) exists with v(headτ ) = f , v(bodyτ ) ⊆ factsC (s), and v(bodyτ ) being all P -derivable.
Intuitively, P ∗ (f ) removes those servers that are allowed to produce f , but cannot due to
limitations of the consumption policy C. Notice that if E = (P , C) is strongly supporting for
P , then so is E = (P ∗ , C), since we have not removed the support of any rule instantiation.
I Proposition 7.5. Let P be a Datalog program and E = (P , C) a strongly supporting
economic policy for P . E is 1-bounded if and only if for every P -derivable idb fact f : (1)
|C(f )| ≤ 1; and (2) |C(f )| = 1 implies C(f ) = P ∗ (f ).

7.1

Weakly Pivoting GHPs

We present a necessary and sufficient syntactic condition for 1-boundedness of GHP families.
Here, for atom A and set of variables X ⊆ vars(A), we denote by posA (X) the positions in
A having variables from X.
I Definition 7.6 (Pivoting Relation). A relation R is pivoting for GHP family H if for every
two atoms A1 , A2 (in rules τ1 , τ2 respectively) over R, and for all dimensions i of cube χ(τ1 )
with pχ(τ1 ),i > 1: ∅ ( ρτ1 (i) ⊆ vars(A1 ); χ(τ1 ) = χ(τ2 ); and posA1 (ρτ1 (i)) = posA2 (ρτ2 (i)).
Intuitively, if R is pivoting, then every rule that sends R tuples will send each R tuple to
exactly one machine, and the rules agree on this machine.
I Example 7.7. For example, take the program
τ1 : T (x, y) ← R(x, y).

τ2 : T (x, y) ← T (x, z), R(z, y).

τ3 : O(y) ← T (x, y), S(x).

and the GHP over the single one-dimensional cube (cube 1). We define χ(τ1 ) = χ(τ2 ) =
χ(τ3 ) = 1 and ρτ1 (1) = ρτ2 (1) = ρτ3 (1) = {x}. Let map1 be the identity mapping. Here, S
and T are pivoting relations; O and R are not pivoting.
I Definition 7.8 (Pivoting/Weakly pivoting). We say that a GHP family is pivoting (weakly
pivoting, resp.) for P if all (all P -consumable, resp.) idb relations are pivoting.
The program from Example 7.7 is weakly pivoting. We can test whether a GHP family is
weakly pivoting in polynomial time, since we need to go over all P -consumable idb relations,
and then for each such relation R test all pairs of atoms over R. This observation, along
with the proposition below – that shows that weakly pivoting is a necessary and sufficient
condition for 1-boundedness – implies that deciding 1-boundedness for GHP families is indeed
in ptime.
I Proposition 7.9. Let P be a pure Datalog program, and H a GHP family. Then, H is
1-bounded for P if and only if it is weakly pivoting for P .
We remark that Proposition 7.9 cannot be easily generalized. For example, one cannot
replace GHP families by strongly supporting policies, since then facts that are not P consumable may still be C-consumable (i.e., C(f ) 6= ∅). Reasoning about the latter requires
a concrete representation mechanism. Further, it is unclear what the complexity becomes for
testing 1-boundedness under general (not necessarily pure) Datalog, since then it is required
to reason about P -derivability of facts. An example is given in Appendix A.6.
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We have so far looked at whether a given GHP family is 1-bounded. In this section, we ask:
which Datalog programs admit a 1-bounded policy?
If A = R(x) is an atom, we use A[i] to denote the variable/constant in atom A in
position i. We naturally extend A[·] to map tuples of positions (that take values from the
set {1, . . . , ar(R)}) onto tuples of variables/constants. For example, if A = R(x1 , x2 , x3 ) and
b = (1, 3), then A[b] = (A[1], A[3]) = (x1 , x3 ).
I Definition 7.10 (Pivot Base). Let P be a Datalog program, and let σ ⊆ idb(P ). Let β be
a function that takes as input some R ∈ σ and outputs a non-empty tuple with values in
[ar(R)]. We say that β is a pivot base for σ if:
For every rule τ ∈ P and for every pair of atoms R(x), S(y) in {headτ } ∪ bodyτ , such
that R, S ∈ σ, we have R(x)[β(R)] = S(y)[β(S)].
A Datalog program P is pivoting (weakly pivoting, resp.) if it has a pivot base for all relations
in idb(P ) (for all relations in idb(P ) that occur in the body of some rule in P ).
An example is given in Appendix A.7.
The concept pivoting Datalog was first introduced for single rule programs [30] and then
generalized to full Datalog [23] where it is called generalized pivoting. The latter definition is
based on a rather complex argument over fractional weight-mappings, but relates to pivoting
in that every generalized pivoting Datalog program is pivoting for all idb relations. For pure
Datalog these notions are equivalent. The proposition below shows that for pure Datalog, a
weakly pivoting program admits a weakly pivoting (and thus 1-bounded) GHP family.
I Proposition 7.11. Let P be a pure Datalog program and p ≥ 2. There is a 1-bounded
GHP family if and only if P is weakly pivoting.

7.3

Bounded and Disjoint Evaluation

Sometimes we want to guarantee that, at the end of computation, no two copies of the same
fact have been derived at different machines. We call this property disjointness.
I Definition 7.12 (Disjointness). Let P be a Datalog program, and R an idb predicate of
P . We call an economic policy E for P R-disjoint if for every instance, every fact of R is
produced in at most one server.
We study economic policies that are both 1-bounded and disjoint. For this, let P be a
Datalog program and E a strongly supporting economic policy for P over [p]. We call s ∈ [p]
a straggler if s ∈ C(f ) or s ∈ P ∗ (f ) for all facts f of some idb relation where P is defined
over. Intuitively, a straggler is a server that consumes or produces an entire relation.
I Proposition 7.13. Let P ∈ PureDatalog and H a GHP family for P . Then, H is 1-bounded,
disjoint for P , and without stragglers for idb relations, if and only if, H is pivoting.
Next, we show which programs admit a 1-bounded, disjoint policy.
I Proposition 7.14. Let P ∈ PureDatalog. Then P is pivoting if, and only if, P admits a
1-bounded, strongly supporting, disjoint economic policy without stragglers for idb relations.
I Remark. The reader may wonder how the above concepts relate to the class of decomposable
programs [32, 31]. A decomposable program is a (single rule) Datalog program that admits
an evaluation strategy (via predicate restrictions) that is parallel-correct, 1-bounded, disjoint,
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and non-trivial. (Here non-triviality means that all servers do part of the work.) We
did not consider the non-triviality property, but instead require the absence of stragglers.
Nevertheless, for GHPs, non-triviality is implied – at least for pure Datalog – by the use of
surjective hash functions).

8

Conclusion

We introduce a theoretical framework to reason about multi-round Datalog evaluation in
a distributed setting. In this framework we study three properties: parallel-correctness,
boundedness, and disjointness. There are many interesting questions left open. For example,
it would be interesting to come up with restrictions on Datalog programs and economic
policies, for which the mentioned properties are not undecidable. Another interesting direction
for future work would be to define a relevant fairness condition for economic policies, e.g.,
an instance independent notion of load-balancing; and to study bounds on the amount
of communication needed to evaluate Datalog programs. Another direction is to consider
smarter algorithms for local Datalog evaluation than semi-naive, by, for example, allowing to
express unique-decomposition conditions (c.f., [5]) in the economic policy.
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Appendix
Proof for Theorem 5.2

I Theorem 5.2. pc(Datalog, Eindep ) is undecidable.
Proof. The proof is by reduction from the Datalog containment problem, which is well-known
to be undecidable [1]. Let P1 and P2 be two arbitrary Datalog programs given as input for
the containment problem. As usual, we assume that both are over the same output predicate,
say O.
We first denote by Pi∗ an indexed version of program Pi ; particularly we define Pi∗ as
Pi in which all idb predicates are annotated with index i. We now construct a program
P by taking all rules from P1∗ and P2∗ , and adding the rules O(x) ← Oi (x), for i ∈ {1, 2}.
We note that edb(P ) = edb(P1∗ ) ∪ edb(P2∗ ) and out(P ) = {O}. As economic policy we take
E = (P , C) over the 2-node network {1, 2}. The consumption policy maps all facts with
index i to server i. The production policy maps all facts with index i to server i, and all
O-facts to server 2. The edb facts are consumed on all servers.
Intuitively, programs P1∗ and P2∗ are computed locally on server 1 and server 2. It thus
follows from the construction that (†) P1 (I) ∪ P2 (I) ⊆ [P, E](I), for every instance I. Notice
that rule O(x) ← O1 (x) is never used, since server 2 cannot consume facts over predicates
with index 1.
It remains to show that E is parallel-correct for P if and only if P1 ⊆ P2 . Indeed, if
P1 ⊆ P2 , then O(I) = P2 (I) for every instance I, which implies that the policy will compute
the correct result for O. The other direction follows from monotonicity of P . From (†) it
follows that this condition is satisfied if and only if all facts over the O relation produced by
P (I) are also produced by [P, E](I), which is the case only if every fact O(a) ∈ P (I) implies
a fact O2 (a) ∈ P (I). The latter is equivalent to saying O(a) ∈ P1 (I) implies O(a) ∈ P2 (I)
for every instance I, which means that P1 ⊆ P2 .
J

A.2

Proof for Proposition 5.5

We first show the following Lemma.
I Lemma A.1. For every proof tree T of depth d, there exists a proof tree T 0 v T of depth
at most d that uses only minimal and useful rule instantiations.
Proof. The proof is by induction on the depth of T , which we denote d. We show that there
exists a proof tree T 0 v T with depth ≤ d that uses only minimal rule instantiations.
For the base case, let d = 1. Then, T corresponds to a single rule instantiation (τ, v) for
P where all the facts in v(bodyτ ) are edb facts. By definition, there is also a minimal rule
instantiation (τ 0 , v 0 ), with v 0 (headτ 0 ) = v(headτ ) and v 0 (headτ 0 ) ⊆ v(bodyτ ), which admits
the desired proof tree.
As induction hypothesis we take the statement of the lemma. Now for the induction
step, suppose T has depth d > 1. Then, the root of T , together with its children, defines a
rule instantiation (τ, v) for P . Now take an entailed minimal instantiation (τ 0 , v) such that
v 0 (headτ 0 ) = v(headτ ) and v 0 (bodyτ 0 ) ⊆ v(bodyτ ). For every fact f ∈ v 0 (headτ 0 ), let Tf be
the subtree of T with root f (child of rootT ). By the induction hypothesis, there is a proof
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tree Tf0 v Tf with depth ≤ d − 1 that uses only minimal rule instantiations. The proof tree
that combines instantiation (τ 0 , v 0 ) with Tf0 for all f ∈ v 0 (τ 0 ) is as desired.
J
I Proposition 5.5. For every Datalog program P , we have NPess ⊆ NPmin ∩ NPuse .
Proof. The containment NPess ⊆ NPuse is straightforward, since a proof tree does not use
any useless rule instantiations. We next show that NPess ⊆ NPmin . Suppose that we have
an instantiation of rule τ with valuation v that is essential. Then, there exists some fact
f and instance I for which every proof tree T has a vertex g with g = v(headτ ) and
v(bodyτ ) ⊆ childrenT (g). By Lemma A.1, we can pick this tree such that it uses only
minimal rule instantiations. This implies that the rule instantiation with head g and body
childrenT (g) is minimal. Hence, the instantiation with head v(headτ ) and body v(bodyτ ) is
also minimal.
J

A.3

Proof for Proposition 5.7

We first show the following lemma.
I Lemma A.2. Let P be a Datalog program and E an economic policy. If a proof tree T for
P is supported by E, then for every instance I, with fringeT ⊆ I, we have rootT ∈ [P, E].
Proof. The proof is by induction on the depth d of T . Particularly we show using a
simple inductive argument that rootT ∈ localki , for some server i and k ≤ d, which implies
rootT ∈ [P, E]. Recall that localki denotes the facts residing locally on server i after the k-th
computation round.
As base case let d = 1, meaning that T describes a single rule instantiation. After the first
communication round, all servers j have local0j ∪ rec1j ⊆ I ∩ factsC (j). By the assumption that
E supports T , it follows that childrenT (rootT ) ⊆ factsC (i) ∩ I ⊆ local1i and rootT ∈ factsP (i),
for some server i, thus after the first computation round, rootT ∈ local1i .
For d > 1 we observe that rootT and its children in T define a rule instantiation (τ, v), and,
by the assumptions of the lemma, this rule instantiation is supported by E. More specifically,
some server i exists where rootT ∈ factsP (i) and childrenT (rootT ) ⊆ factsC (i). Further, for
all facts f ∈ childrenT (rootT ), the respective subtree Tf of T with root f is supported by E
and with depth d − 1. By the induction hypothesis it follows that for all these facts f there
∗
∗
is a server j and k ≤ d − 1, where f ∈ localkj . Therefore childrenT (rootT ) ⊆ localki ∪ recki ,
∗
where k ∗ denotes the maximal k, and consequently, rootT ∈ localki +1 ⊆ localdi .
J
We say that an economic policy E supports a proof tree T if all the rule instantiations in
T are supported.
I Lemma A.3. Let P be a Datalog program. An economic policy E = (P , C; U ) is parallelcorrect for P if and only if for every proof tree for P with fringe over facts(σ(P ), U ), an
entailed supported proof tree exists.
Proof. (If). Let I be an arbitrary instance, we show P (I) = [P, E](I). By monotonicity,
[P, E](I) ⊆ P (I), thus we focus on completeness. For this, let f ∈ P (I), which means that a
proof tree T exists with fringeT ⊆ I and rootT = f . Particularly, by the assumption of the
lemma we can choose T so that it is also supported by E. It now follows from Lemma A.2
that f ∈ [P, E].
(Only if). We assume (P , C) is parallel-correct for P . Let T be an arbitrary proof tree.
The proof is by construction following the derivation of rootT using E. First, from parallelcorrectness it follows that P (I) = [P, E](I), for any instance I. Here we take I = fringeT ,
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implying rootT ∈ [P, E](I). The proof now continues by induction on the number of rounds
needed for E to derive rootT .
The induction hypothesis is that if k rounds are needed to derive rootT , then a supported
proof-tree of depth k entailed by T exists.
As a base case suppose k = 1. That is, rootT ∈ local1i , meaning that rootT ∈ PE (local0j ∪
S
1
j recj ) for some server j. Particularly, a valuation v and rule τ ∈ P existed with v(bodyτ ) ⊆
factsC (j) ∩ I and v(headτ ) = rootT , which means that the corresponding rule instantiation
is supported by E. Here, the proof tree admitted by (τ, v) is as desired.
For k > 1 the proof is analogous, but now we take as proof tree the tree obtained by
concatenating the rule instantiation with the proof trees for each child. Existence of the
latter follows from the induction hypothesis. As the number of rounds decreases by one in
each inductive step, and the fringes of the obtained trees cannot have other facts than does
in I, the constructed proof tree is as again as desired.
J
I Proposition 5.7. Let P be a Datalog program and E an economic policy. If E supports all
minimal and useful rule instantiations in P , then it is parallel-correct. If E is parallel-correct
for P , then it supports all essential rule instantiations.
Proof. The first item follows from Lemma A.3 and Lemma A.1. For the second item, consider
a parallel-correct policy E and an essential instantiation of rule τ with valuation v. By the
definition of essential, for some fact f and instance I, every proof tree T for f on I and
P has a vertex g with g = v(headτ ) and v(bodyτ ) ⊆ childrenT (g). By Lemma A.3, there
must exist such a tree T that is supported. This implies that there exists server s with
v(headτ ) = g ∈ factsP (s) and v(bodyτ ) ⊆ childrenT (g) ⊆ factsC (s). Hence, the essential rule
instantiation is indeed supported.
J

A.4

Proof for Proposition 5.8

I Proposition 5.8. Let P be a Datalog program where each idb predicate occurs only in the
head of rules (i.e., P is a union of CQs). Then, NPess = NPmin ∩ NPuse .
Proof. Because P is not recursive, NPuse = NPall ; hence, because of Proposition 5.5 it suffices
to show that NPmin ⊆ NPess . Indeed, consider a minimal instantiation for rule τ with valuation
v, and consider the instance I = v(bodyτ ) and fact f = v(headτ ). Take any proof tree T for
f on I and P ; T must have depth one. Because of the minimality of the rule instantiation,
it must be that childrenT (f ) = v(bodyτ ), which proves the essentiality.
J

A.5

Proof for Proposition 6.2

I Proposition 6.2. Let P be a Datalog program. Every GHP E for P is strongly supporting
for P and, as a consequence, parallel-correct for P .
Proof. To show that E is supporting, consider some rule τ ∈ P , and its instantiation w.r.t.
some valuation v. Consider some atom A = R(y) in the body of τ ; then the consumption
policy says that its instantiation f = v(A) will be consumed in the set Sfτ ,A , as defined in
Section 6. Similarly if A is the head, the fact f will be produced in Sfτ ,A . Now we can write
T
the intersection A∈τ Sfτ ,A as:
\
χ(τ )
{mapχ(τ ) (q) | ∀i : ∅ ( ρτ (i) ⊆ vars(A) ⇒ qi = hi (v(ρτ (i)))}
A∈τ
χ(τ )

⊇ {mapχ(τ ) (q) | ∀i : qi = hi

(v(ρτ (i)))} ) ∅
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In other words, there will be at least one machine in
instantiation of the rule τ will be strongly supported.

A.6

T

A∈τ

τ
SA
, which means that every
J

Example A.4

I Example A.4. For an example showing that not every 1-bounded GHP is weakly pivoting,
consider the following non-pure Datalog program P :
R(x, x) ← S(x, x).

T (x, y) ← R(x, y).

T (x, y) ← T (z, x), R(z, y).

and GHP family H over a single one-dimensional cube 1. Let map1 be the identity mapping,
χ(τ ) = 1 and ρτ (1) = {x} for all rules τ . Clearly, H is not weakly pivoting. Nevertheless, it
can be shown that H is 1-bounded, which follows from the observation that only single-valued
rule instantiations can satisfy under P .

A.7

Example A.5

I Example A.5. Consider the left-linear TC example, and let σ = {T }. Suppose we choose
β(T ) = (1). Then β is a pivot base for σ, since for the recursive rule and the only pair
of T -atoms T (x, y), T (x, z) we have T (x, y)[β(T )] = T (x, y)[1] = (x), and T (x, z)[β(T )] =
T (x, z)[1] = (x). Since T is the only idb relation, left-linear TC is pivoting.
Next, consider the left-linear TC with an extra rule:
T (x, y) ← R(x, y).

T (x, y) ← T (x, z), R(z, y).

U (y) ← T (x, y).

Here, there are two idb relations, but only T occurs in the body of a rule. The pivot base β
from before is still a pivot base for {T }; hence the program is weakly pivoting. However,
there is no pivot base for to {T, U }, which means that the program is not pivoting.
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Single-round multiway join algorithms first reshuffle data over many servers and then evaluate
the query at hand in a parallel and communication-free way. A key question is whether a given
distribution policy for the reshuffle is adequate for computing a given query. This property is
referred to as parallel-correctness. Another key problem is to detect whether the data reshuffle
step can be avoided when evaluating subsequent queries. The latter problem is referred to as
transfer of parallel-correctness. This paper extends the study of parallel-correctness and transfer
of parallel-correctness of conjunctive queries to incorporate bag semantics. We provide semantical
characterizations for both problems, obtain complexity bounds and discuss the relationship with
their set semantics counterparts. Finally, we revisit both problems under a modified distribution
model that takes advantage of a linear order on compute nodes and obtain tight complexity
bounds.
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Introduction

The rise of parallel data management systems like, for instance, Spark [18] and Hadoop [11],
inspired a line of research on the foundations of parallel complexity of query evaluation.
Several papers investigate trade-offs between the number of rounds and the amount of
communication of parallel algorithms for join queries (e.g., [1–3, 6, 13, 14]). Among these,
the Hypercube algorithm [3, 6, 9] is a single-round algorithm that works in two phases.
The first phase is a distribution phase (where data is repartitioned or reshuffled over the
servers) that is followed by a computation phase, where each server contributes to the query
answer in isolation, by evaluating the query at hand over the local data without any further
communication.
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Ameloot et al. [5] introduced a framework for reasoning about generic one-round
Hypercube-style algorithms for the evaluation of join queries. In this model, the distribution phase is modeled through a distribution policy specifying how the facts in the input
relations are distributed among the machines. They defined two problems:
Parallel-Correctness: Given a distribution policy and a query, can we be sure that the
corresponding generic one-round algorithm will always compute the query result correctly,
no matter the actual data?
Parallel-Correctness Transfer: Given two queries Q and Q0 , can we infer from the fact
that Q is computed correctly under the current distribution policy, that Q0 is computed
correctly as well?
Ameloot et al. [5] obtained tight complexity bounds for (unions of) conjunctive queries
(with disequalities) for the above problems. In addition, they considered subcases that lower
the complexity by either restricting the structure of queries or restricting the family of
allowed distribution policies. Furthermore, it was shown (in the journal version and also
in [4]) that transferability of parallel-correctness for conjunctive queries is incomparable with
query containment. Geck et al. [10] consider the complexity of parallel-correctness for (unions
of) conjunctive queries with negation. As a by-product it is shown that the containment
problem for conjunctive queries with negation is coNEXPTIME-complete. Finally, Ketsman,
Albarghouthi and Koutris [12] introduce a framework to reason about multi-round evaluation
of Datalog programs and consider parallel-correctness for Datalog programs. Understanding
the optimization of single-round algorithms is still important as every multi-round algorithm
is a sequence of single-round steps and results from the single-round case can be transferred
to or used as inspiration for studying multi-round algorithms.
Whereas the bulk of the research related to conjunctive queries focuses on set semantics,
a more accurate approximation of SQL semantics is the bag semantics where multiplicities
of the same tuples are taken into account. Moreover, bag semantics is particularly relevant
for aggregate operators. In this paper, we therefore revisit parallel-correctness and parallelcorrectness transfer under bag semantics.
As in [5], we consider conjunctive queries (CQs), allowing disequalities. Parallel-correctness
under set semantics is characterized in terms of a property of minimal valuations. In brief, a
CQ is parallel-correct with respect to a distribution policy if and only if for every minimal
valuation for that query there is at least one compute node containing all the facts required
for that valuation. Using the latter characterization, Ameloot et al. [5] obtained that testing
parallel-correctness for CQs is Πp2 -complete. In Section 3, we prove the Highlander Lemma
stating that under bag semantics a CQ is parallel-correct with respect to a distribution policy
if and only if for every valuation (not only the minimal ones) there is exactly one compute
node containing all facts required for that valuation. Using the latter characterization, we
obtain that testing for parallel-correctness under bag semantics is coNP-complete. While
parallel-correctness under bag semantics implies parallel-correctness under set semantics,
the converse is not true. We obtain that when CQs are strongly minimal and distribution
policies are non-replicating, parallel-correctness coincides for set and bag semantics.
In a setting where multiple queries need to be evaluated, it is relevant to study whether
parallel-correctness carries over from one query to another. That is, whether two queries can
be evaluated after another without an intermediate reshuffling of the data. The latter can be
relevant w.r.t. ordering of queries to improve query evaluation. For instance, in the setting
of automatic data partitioning, an optimizer tries to automatically partition the base data
across multiple nodes to achieve overall optimal performance for a given workload of queries
(see, e.g., [15, 16]). In this setting, partitionings are thus instance dependent and not known
in advance.
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We say that parallel-correctness transfers from a query Q to a query Q0 when Q0 is
parallel-correct under every distribution policy P under which Q is parallel-correct. We prove
the Sandwich Lemma that provides a semantical characterization for parallel-correctness
transfer under bag semantics in terms of a sandwich property for valuations. Like in the
case for parallel-correctness, when comparing to set semantics, the characterization considers
all valuations instead of only the minimal ones. On the other hand, as a consequence
of the Highlander Lemma, the structure of queries can put additional requirements on
distribution policies that are bag-parallel-correct. Therefore, our semantical characterization
takes into account facts that are implied by a valuation w.r.t. a given query. Using the latter
characterization, we obtain a decision procedure in EXPTIME for testing parallel-correctness
transfer under bag semantics. In addition, we show that transferability under set and bag
semantics is incomparable in general but coincides for strongly minimal conjunctive queries
and non-replicating distribution policies.
The setting we have considered up to now allows every (distributed) compute node to
contribute to the query result. Indeed, as is the case for the Hypercube algorithm, the result
of the distributed query evaluation is the union of the results over all compute nodes. In this
setting and under bag-semantics, the Highlander Lemma of Section 3 implies that the space
of valuation for a conjunctive query should be perfectly partitioned over all compute nodes.
That is, every valuation should occur in exactly one compute node. The latter can lead to
situations where for particular queries the only bag-parallel-correct distribution policies are
those that assign all facts to one single node. To remedy this situation, we consider the setting
of ordered networks where every compute node is assigned a number and for every valuation
only the node with the smallest number containing all facts required for that valuation can
contribute to the query result. While both settings do not differ under set semantics, the
new setting is more natural for bag semantics. We characterize parallel-correctness as well as
transferability under bag semantics in this new setting and obtain tight complexity bounds.
In this paper, we make the following contributions:
1. The Highlander Lemma provides a semantical characterization of bag-parallel correctness.
We obtain tight bounds for the complexity of deciding bag-parallel-correctness. We show
that bag-parallel-correctness always implies set-parallel-correctness but not vice-versa and
obtain that they coincide for strongly minimal queries and non-replicating distribution
policies.
2. The Sandwich Lemma provides a semantical characterization of bag-parallel correctness
transfer. We obtain an EXPTIME upper bound for deciding bag-parallel correctness
transfer. We show that transfer of parallel-correctness under bag and set semantics is
incomparable. In addition, we show that they coincide for strongly minimal queries and
non-replicating distribution policies.
3. We introduce the ordered network model and again provide tight complexity bounds for
parallel-correctness and transfer.

Outline
This paper is structured as follows. In Section 2, we introduce the necessary definitions. In
Section 3 and Section 4, we consider parallel-correctness and parallel-correctness transfer
under bag semantics. We revisit both problems under a modified distribution model that
takes advantage of a linear order on compute nodes in Section 5. Finally, we conclude in
Section 6.
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2

Definitions

2.1

Queries and instances

We assume an infinite set dom of data values that are representable by strings over a fixed
alphabet. A database schema D is a finite set of relation names R where every R has arity
ar(R). A fact R(d1 , . . . , dk ) is over a database schema D and a universe U ⊆ dom where
R ∈ D, k = ar(R) and d1 , . . . , dk ∈ U . We use Facts(D, U ) to denote the set of all facts over
database schema D and universe U ⊆ dom. We note that U can be infinite. We sometimes
abbreviate Facts(D, dom) as Facts(D).
An annotated fact fa is a tuple (f , m) with f a fact and m ∈ N+ the multiplicity of f .
Here N+ denotes the set of strictly positive integers. A bag of facts F is a set of annotated
facts. Every fact f may appear at most once as an annotated fact in B. That is, (f , m) ∈ B
and (f 0 , m0 ) ∈ B implies f 6= f 0 . Intuitively, the multiplicity m of a fact f indicates the
number of times f appears in the bag. We denote the set of facts appearing in F by Facts(F )
and the multiplicity of a fact f in the bag F by mul F (f ). For convenience, we abuse notation
and extend mul F (f ) to arbitrary facts by setting mul F (f ) = 0 when f ∈
/ Facts(F ). We next
define the notion of bag union and subbag. We overload notation by using the same symbols
as for set union and subset. It should always be clear from the context whether we refer to
bags or to sets. For two bags of facts F and G, the bag union, denoted F ∪ G, is defined
as Facts(F ) ∪ Facts(G) and mul H (f ) = mul F (f ) + mul G (f ) for each fact f ∈ Facts(H).
Furthermore, F is a subbag of G, denoted F ⊆ G, if mul F (f ) ≤ mul G (f ) for each fact
P
f ∈ Facts(F ). By |F |, we denote the number of facts in F , that is, f ∈Facts(F ) mul F (f ).
A database instance I, instance for short, over a database schema D is a bag of facts,
with Facts(I) ⊆ Facts(D). We use adom(I) to denote the set of data values occurring in I.
A query Q over input schema D1 and output schema D2 is a generic mapping from
instances over D1 to instances over D2 . A query Q is monotone if Q(I 0 ) ⊆ Q(I) for every
pair of instances I and I 0 with I 0 ⊆ I.

2.2

Conjunctive queries

Assume an infinite set of variables var, disjoint from dom. An atom over a database schema
D is of the form R(x), with R ∈ D and x = (x1 , . . . , xk ) a tuple of variables in var with
k = ar(R).
A conjunctive query Q over input schema D is an expression of the form
T (x) ← R1 (y1 ), . . . , Rm (ym ), β1 , . . . , βp
where every Ri (yi ) is an atom over D, T (x) is an atom, called the head atom, with T 6∈ D,
and every βi is a disequality of the form z 6= z 0 (with z a variable different from z 0 ). Every
variable x ∈ x needs to appear in at least one yi . We require that every variable occurring
in a disequality occurs in at least one yi . Furthermore, we refer to T (x) as head Q , to the set
{R1 (y1 ), . . . , Rm (ym )} as body Q and to the set of all variables occurring in Q as vars(Q).
We denote by CQ6= the set of all conjunctive queries (allowing disequalities) and by CQ
the set of conjunctive queries without disequalities. A conjunctive query with disequalities is
without self-joins if all of its atoms have distinct relation names. A conjunctive query with
disequalities Q is full if every variable occurring in Q appears in the head atom.
A valuation for a conjunctive query Q ∈ CQ6= is a total function V : vars(Q) → dom
that is consistent with the disequalities in Q. More specifically: for every z 6= z 0 in Q it holds
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that V (z) 6= V (z 0 ). Valuations naturally extend to atoms and sets of atoms. We refer to
V (body Q ) as the set of facts required by V .
A valuation V satisfies a conjunctive query Q ∈ CQ6= on instance I if V (body Q ) ⊆
Facts(I). In that case, V derives the annotated fact fa = (V (headQ ), m), with
Y
m=
mul I (f ).
f ∈V (body Q )

For convenience, we also say that V derives the fact f = V (headQ ) if V satisfies Q on I.
The result of V on an instance I, denoted [Q, V ](I), is the bag of annotated facts derived by
V on instance I. This bag is empty when V does not satisfy Q on I. When V does satisfy Q
on I, the set Facts([Q, V ](I)) is always a singleton. The result Q(I) of a conjunctive query
Q ∈ CQ6= on I is defined as the bag union over all results of satisfying valuations for Q on I:
[
Q(I) =
[Q, V ](I)
V ∈V

with V the set containing all valuations that satisfy Q on I.

2.3

Networks, data distribution and policies

A network N is a nonempty finite set of values from dom, called nodes.
A distribution policy specifies how a database, possibly already distributed, is reshuffled by
determining which fact is sent to which server. Formally, a distribution policy P = (U, rfacts P )
for a database schema D and a network N consists of a universe U and a total function
rfacts P : N → 2Facts(D,U ) mapping each node κ ∈ N onto a set of facts from Facts(D, U ).
A node κ ∈ N is responsible for a fact f ∈ Facts(D, U ) under P if f ∈ rfacts P (κ). For an
instance I, the function loc-inst P ,I maps each node κ ∈ N to the bag of facts it is responsible
for. More formally, (f , m) ∈ loc-inst P ,I (κ) iff (f , m) ∈ I and f ∈ rfacts P (κ). We refer to I
as the global instance and to loc-inst P ,I (κ) as the local instance at node κ.
As distribution policies are defined on facts, either all copies of a certain fact are sent to
a specific server or none are. The latter happens for instance when using hash functions to
define distribution policies as is the case for instance for Hypercube [3, 6, 9].
Next, we define the one-round distributed evaluation induced by P . Query Q is evaluated
at each node κ separately, after which the bag union of all results is taken:
[
[Q, P ](I) =
Q(loc-inst P ,I (κ)).
κ∈N

2.4

Classes of distribution policies

To reason about the complexity of problems involving distribution policies (which are just
defined as functions), we need to consider a representation mechanism for these policies. For
this, we first discuss the classes Pfin and Pnondet as introduced by Ameloot et al. [5] and
then describe the class Pdet .
The class Pfin is defined over distribution policies with a finite universe. Intuitively,
Pfin allows to express all distribution policies over a finite universe, but uses the most
naive and exhaustive representation mechanism: explicit enumeration. Formally, a policy
P = (U, rfacts P ) belongs to Pfin if U is a finite set. Such policies are represented by an
explicit enumeration of the data values in U and an explicit enumeration of all pairs (κ, f )
where f ∈ rfacts P (κ).
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A more general way to describe classes of distribution policies by an arbitrarily succinct
representation is by means of a “test algorithm” that allows to decide f ∈ rfacts P (κ) with
time bound `k , where ` is the length of the input and k a constant. We call this class Pnondet .
k
More precisely, a policy P = (U, rfacts P ) over network N is in Pnondet
if it is specified by a
pair (n, AP ), with n a natural number in unary representation and AP a non-deterministic
algorithm. The value n is used to give an upper bound to the length of data values in universe
U and on the names of nodes in N . More specifically, the universe U consists of all data
values representable by a string of length at most n and the network N consists of all nodes
representable by strings of length at most n. A fact f is in rfacts P (κ) for a given node κ if
AP has an accepting run of at most |(κ, f )|k steps on input (κ, f ). We define Pnondet as the
k
2
set {Pnondet
| k ≥ 2}. We remark that each policy in Pfin can thus be described in Pnondet
.
The complexity of deciding set-parallel-correctness is so high that complexity bounds
k
are retained even when considering policies in Pnondet
. For bag-parallel-correctness this is
k
not the case and considering policies from Pnondet artificially increases the complexity of
k
the decision problem. Therefore, for bag-parallel-correctness, we use the class Pdet
, which is
k
defined next. A policy P = (U, rfacts P ) is in Pdet if it can be specified by a tuple (N , n, AP )
where N is an explicit enumeration of the nodes in the network, n is a natural number in
unary representation and AP is a deterministic algorithm. The universe U of P is the set of
values representable by strings of length at most n. Given a fact f and node κ, algorithm
AP decides in at most |(κ, f )|k steps whether f ∈ rfacts P (κ). We define Pdet as the set of
k
policies {Pdet
| k ≥ 2}.
Since each distribution policy implicitly induces a network and each query implicitly
defines a database schema, we often omit the explicit notation for networks and schemas.

3

Parallel-correctness

Intuitively, the notion of parallel-correctness relates to whether the distributed execution of
a query with relation to a specific distribution policy produces the correct result. That is,
whether the distributed execution produces the same result as when the query was evaluated
on the global instance.

3.1

Definition and results for set-parallel-correctness

We distinguish between parallel-correctness under the set and under the bag semantics. The
former was introduced in [5] and we refer to it as set-parallel-correctness. We next generalize
the notion to bag semantics and call it bag-parallel-correctness. Recall that Facts(F ) denotes
the set of facts occurring in the bag F .
I Definition 3.1. Let Q be a query and P a distribution policy. Then,
Q is bag-parallel-correct on instance I under P if Q(I) = [Q, P ](I);
Q is set-parallel-correct on instance I under P if Facts(Q(I)) = Facts([Q, P ](I)); and,
Q is bag-parallel-correct (resp., set-) under P if Q is bag-parallel-correct (resp., set-) on
all instances I under P .
We now formally define the decision problems related to parallel-correctness. In the
following, C denotes a query class, P denotes a class of distribution policies, and x ∈ {set, bag}.
Then, define the following problem definitions:
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PCIx (C, P, I)
Input:

Query Q ∈ C, distribution policy P ∈ P, instance I

Question:

Is Q x-parallel-correct on I under P ?
PCx (C, P)

Input:

Query Q ∈ C, distribution policy P ∈ P

Question:

Is Q x-parallel-correct under P ?

We recall the following result by Ameloot et al. [5]:
I Theorem 3.2 ([5]). Problems PCIset (C, P) and PCset (C, P) are Πp2 -complete for every
query class C ∈ {CQ, CQ6= } and for every policy class P ∈ {Pf in } ∪ Pnondet .
The upper bounds given by the above theorem follow rather directly from the semantical
characterization given in the next lemma. To this end, we need the notion of minimal
valuations. For Q in CQ6= , a valuation V is minimal if there is no valuation V 0 for Q
that derives the same head fact with a strict subset of body facts, that is, such that
V 0 (body Q ) ( V (body Q ) and V 0 (head Q ) = V (head Q ). Recall from the definitions that
V (body Q ) always refers to a set of facts, regardless of the considered semantics.
I Lemma 3.3 ([5]). Let Q be in CQ6= . Then Q is set-parallel-correct under distribution
policy P = (U, rfacts P ) if and only if for every minimal valuation V for Q over U , there is
a node κ ∈ N such that V (body Q ) ⊆ rfacts P (κ).

3.2

Bag-parallel-correctness

We now discuss the problem of deciding bag-parallel-correctness. To start, we obtain a
property that characterizes bag-parallel-correctness in direct analogy to Lemma 3.3. The
characterization for bag-parallel-correctness is again related to valuations but is more strict
than the condition of Lemma 3.3 in two different ways. First, the condition should now hold
for all valuations not just the minimal ones. Second, the condition requires that, for each
valuation, there can be only one node harboring all the required facts for that valuation.
To prove the next lemma, we introduce the notion of support. For Q ∈ CQ6= and
distribution policy P , we say that node κ supports valuation V for Q, if V (body Q ) ⊆
rfacts P (κ). By SupP (Q, V ), we denote the set of all nodes that support V under P .
I Lemma 3.4 (Highlander Lemma3 ). For Q ∈ CQ6= and a distribution policy P = (U, rfacts P )
over N , Q is bag-parallel-correct under P if and only if |SupP (Q, V )| = 1, for every valuation
V for Q.
Proof sketch. (If). Since every valuation V for Q is supported by exactly one node, bagparallel-correctness follows trivially.
(Only-if). Let Q be bag-parallel-correct for P . We claim that for all valuations V
for Q, |SupP (Q, V )| ≤ 1. Indeed, if there is a valuation V with |SupP (Q, V )| > 1 and
f = V (head Q ), it follows that the multiplicity of f in [Q, P ](I) with Facts(I) = V (body Q )
is too high.
It remains to argue that there cannot be a valuation V for Q with |SupP (Q, V )| = 0.
Assume towards a contradiction that such a valuation V exists, and let f = V (head Q ). For
3

“There can be only one.” https://en.wikipedia.org/wiki/Highlander_(film)
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an arbitrary instance I with Facts(I) = V (body Q ), the resulting multiplicity of f in [Q, P ](I)
is too low, unless there is a valuation W for Q with f = W (head Q ) and |SupP (Q, W )| > 1.
But this contradicts our earlier claim.
J
We next obtain the complexity of deciding bag-parallel-correctness. The upper bound
follows rather directly from Lemma 3.4. The lower bound is a reduction from the complement
of 3-SAT.
I Theorem 3.5. PCbag (C, P) is coNP-complete for every query class C ∈ {CQ, CQ6= } and
every policy class P ∈ {Pfin } ∪ Pdet , even over networks with only two nodes.

3.3

Relationship between set- and bag-parallel-correctness

We next address the relationship between set- and bag-parallel-correctness. The implication
in the following proposition follows immediately from Lemma 3.3 and Lemma 3.4. A
counterexample for the converse is given in Example 3.7.
I Proposition 3.6. Bag-parallel-correctness implies set-parallel-correctness for queries in
CQ6= , but not vice-versa.
I Example 3.7. For an example showing that the reverse direction of Proposition 3.6 does
not hold, consider query Q: T (x) ← R(x). Let P = (U, rfacts P ) be a distribution policy
over network N = {κ1 , κ2 }, with rfacts P (κ1 ) = rfacts P (κ2 ) = {R(a), R(b)}, and U = {a, b}.
We observe that Q has only two valuations under U which in addition are minimal:
Va = {x 7→ a} and Vb = {x 7→ b}. Since SupP (Q, V1 ) = SupP (Q, V2 ) = {κ1 , κ2 } it
follows immediately from Lemma 3.3 and Lemma 3.4 that Q is set-parallel-correct, but not
bag-parallel-correct, under P .
J
Interestingly, we can identify a class of CQ6= -queries and a class of distribution policies
for which the notions of set- and bag-parallel-correctness coincide. First, we introduce the
necessary definitions.
A query in CQ6= is strongly minimal if all its valuations are minimal. We consider the
family of non-replicating distribution policies that do not replicate any fact onto multiple
nodes. More formally, a distribution policy P = (U, rfacts P ) over a network N is nonreplicating if and only if rfacts P (κ1 ) ∩ rfacts P (κ2 ) = ∅ for every pair of nodes κ1 , κ2 ∈ N
with κ1 6= κ2 .
I Theorem 3.8. For a strongly minimal query Q in CQ6= and a non-replicating distribution
policy P , Q is bag-parallel-correct under P iff Q is set-parallel-correct under P .
Proof. It follows from Proposition 3.6 that bag-parallel-correctness of Q under P implies
set-parallel-correctness. We show the reverse direction through Lemma 3.4. For this, let V
be an arbitrary valuation for Q. Since Q is set-parallel-correct under P , and V is minimal
(due to strong minimality of Q), it follows from Lemma 3.3 that |SupP (Q, V )| ≥ 1. Since P
is non-replicating, the latter implies |SupP (Q, V )| = 1.
J
Notice that in the constructed counterexample from Example 3.7, the query Q is strongly
minimal, but P is replicating. In the following example we show that, for Theorem 3.8, the
condition that Q is strongly minimal can not be dropped.
I Example 3.9. Consider query Q: T (x) ← R(x), R(y), and network N = {κ1 , κ2 }. Let
P = (U, rfacts P ) be a distribution policy over U = {a, b} and N , with rfacts P (κ1 ) = {R(a)}
and rfacts P (κ2 ) = {R(b)}. Notice that P is non-replicating.
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We observe that P is set-parallel-correct for Q. Indeed, there are only two minimal
valuations for Q over U : Va = {x 7→ a, y 7→ a} and Vb = {x 7→ b, y 7→ b}. Furthermore, Va is
supported by κ1 while Vb is supported by κ2 . The result then follows from Lemma 3.3.
For non-minimal valuation V = {x 7→ a, y 7→ b}, we observe that |SupP (Q, V )| = ∅. Thus
P cannot be bag-parallel-correct for Q (due to Lemma 3.4).
J

4

Transferability

Parallel-correctness transfers from a query Q to a query Q0 when Q0 is parallel-correct under
every distribution policy P under which Q is parallel-correct. This means in particular that
query Q0 can always be evaluated after query Q without an intermediate, possibly expensive,
reshuffling of the data. The present section studies parallel-correctness transfer under bag
semantics.

4.1

Definition and results for transferability under set semantics

The notion of parallel-correctness transfer was introduced by Ameloot et al. [5]. We next
distinguish between transferability under set and bag semantics.
I Definition 4.1. For two queries Q and Q0 over the same input schema, bag-parallelcorrectness transfers from Q to Q0 if Q0 is bag-parallel-correct under every distribution policy
bag
for which Q is bag-parallel-correct. In this case, we write Q −−→ Q0 . Set-parallel-correctness
set
transferability is defined similarly and denoted by Q −−→ Q0 .
I Lemma 4.2 ([5]). For queries Q, Q0 ∈ CQ6= , set-parallel-correctness transfers from Q
to Q0 if for each minimal valuation V 0 for Q0 there is a minimal valuation V for Q where
V 0 (body Q0 ) ⊆ V (body Q ) and adom(V 0 (body Q0 )) = adom(V (body Q )).

4.2

Transferability under bag semantics

The following example highlights how, depending on the structure of the query, different
valuations must be supported by the same compute node for distribution policies under
which the query is bag-parallel-correct. In particular, the example shows that the assignment
of a fact to a particular node can imply that other facts should be assigned to that same
node as well.
I Example 4.3. Consider the query Q : H(x) ← R(x, y), R(x, z). Let P be a distribution
policy under which Q is bag-parallel-correct. Assume R(a, a) ∈ rfacts P (κ) for some node κ.
Then, by Lemma 3.4, every fact of the form R(a, c) for any c should belong to rfacts P (κ) as
well. Furthermore, denoting the valuation {x 7→ a, y 7→ b, z 7→ c} by Wa,b,c , the following set
of valuations {Wa,b,c | b, c ∈ U } for a fixed a have to be supported by the same node.
J
We formally define the set of facts that are implied by a valuation w.r.t. a given query.
I Definition 4.4. Let V be a valuation for Q ∈ CQ6= . A fact f is implied by V w.r.t. Q if
for every distribution policy P = (U, rfacts P ), with adom(V (body Q )) ⊆ U under which Q
is bag-parallel-correct, and for every node κ in the network of P : V (body Q ) ⊆ rfacts P (κ)
implies f ∈ rfacts P (κ). We denote the set of facts implied by V w.r.t. Q by ImpFacts(V, Q).
Notice that ImpFacts(V, Q) is well-defined as there is always a distribution policy under
which Q is bag-parallel-correct: namely, the policy which is defined over a single-node network
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and maps all facts to a single node. Furthermore, ImpFacts(V, Q) ⊆ rfacts P (κ) whenever
V (body Q ) ⊆ rfacts P (κ) for every distribution policy P under which Q is bag-parallel-correct.
We are now ready to characterize bag-parallel-correctness transfer. The lemma plays a
role similar to the Highlander Lemma and requires that every valuation for the second query
is sandwiched between a valuation for the first query and the implied facts.
I Lemma 4.5 (Sandwich lemma). Bag-parallel-correctness transfers from Q to Q0 if and
only if for each valuation V 0 for Q0 there is a valuation V for Q such that V (body Q ) ⊆
V 0 (body Q0 ) ⊆ ImpFacts(V, Q).
Proof. (If). Let P = (U, rfacts P ) be an arbitrary distribution policy such that Q is bagparallel-correct under P . Let V 0 be an arbitrary valuation for Q0 over U . We argue
that |SupP (Q0 , V 0 )| = 1 which by Lemma 3.4 implies that Q0 is bag-parallel-correct under
P as well. By assumption there is a valuation V for Q over U such that V (body Q ) ⊆
V 0 (body Q0 ) ⊆ ImpFacts(V, Q). Then, by Lemma 3.4, SupP (Q, V ) = {κ} for some node κ and
ImpFacts(V, Q) ⊆ rfacts P (κ). Therefore, V 0 (body Q0 ) ⊆ rfacts P (κ). So, |SupP (Q0 , V 0 )| ≥ 1.
However, as V (body Q ) ⊆ rfacts P (κ) and SupP (Q, V ) = {κ}, |SupP (Q0 , V 0 )| = 1.
(Only-If). The proof is by contraposition. In particular, we show that bag-parallelcorrectness does not transfer from Q to Q0 if the condition of the lemma fails for some
valuation V 0 for Q0 . We distinguish two cases: the case when no valuation V for Q exists
with V (body Q ) ⊆ V 0 (body Q0 ), and the case when for each valuation V , with V (body Q ) ⊆
V 0 (body Q0 ), we have that V 0 (body Q0 ) 6⊆ ImpFacts(V, Q).
Case 1: there is no valuation V with V (body Q ) ⊆ V 0 (body Q0 ). We construct the policy
P over a two-node network {κ1 , κ2 } and universe U consisting of all domain values used by
V 0 , with rfacts P (κ1 ) = Facts(D, U ) and rfacts P (κ2 ) = V 0 (body Q0 ). Then, SupP (Q0 , V 0 ) =
{κ1 , κ2 } and Lemma 3.4 implies that P is not bag-parallel-correct for Q0 . In contrast, every
valuation for Q is supported only on node κ1 (as none of them are included in V 0 (body Q0 ))
which implies that P is bag-parallel-correct for Q. We conclude that bag-parallel-correctness
does not transfer from Q to Q0 .
Case 2: for each valuation V , V (body Q ) ⊆ V 0 (body Q0 ) implies V 0 (body Q0 ) 6⊆
ImpFacts(V, Q). From the previous case, we can assume the existence of a valuation
V with V (body Q ) ⊆ V 0 (body Q0 ). Then, by definition of ImpFacts(V, Q), V 0 (body Q0 ) 6⊆
ImpFacts(V, Q) implies that there must be a policy P (over some network N ) such that
Q is bag-parallel-correct under P and P has a node κ with V (body Q ) ⊆ rfacts P (κ) and
V 0 (body Q0 ) 6⊆ rfacts P (κ). From Lemma 3.4, it follows that for all other nodes κ0 , that is
κ0 ∈ N \ {κ}, V (body Q ) 6⊆ rfacts P (κ0 ), and thus V 0 (body Q0 ) 6⊆ rfacts P (κ0 ). Hence, P is not
bag-parallel-correct for Q0 and, consequently, bag-parallel-correctness does not transfer from
Q to Q0 .
J
Notice that the inclusion between V (body Q ) and V 0 (body Q0 ) in Lemma 4.5 is in the
opposite direction as in Lemma 4.2, since the inclusion now asserts that V 0 is supported by
at most one node instead of at least one.
We formally define the respective decision problems for x ∈ {set, bag}. By C and C 0 we
denote query classes.
PC-Transx (C, C 0 )
Input:

Query Q ∈ C, query Q0 ∈ C 0

Question:

Does x-parallel-correctness transfer from Q to Q0 ?
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Algorithm 1 max-proof-forest(Q, U ).
Let I be the set of single-node IF-proof-trees, one for each set V (body Q ), where V is a
valuation for Q over U .
while Distinct T1 , T2 ∈ I and V for Q over U exist, with V (body Q ) ⊆ InstT1 (n1 ) ∩
InstT2 (n2 ), with n1 , n2 the roots of T1 , T2 respectively do
Remove T1 and T2 from I
Insert new node n with children T1 and T2 to I
InstT (n) = InstT1 (n1 ) ∪ InstT2 (n2 );
end while
return I
Algorithm 2 max-proof-tree(V, Q, U ).
Compute max-proof-forest(Q, U ).
return The unique tree T, with V (body Q ) ⊆ InstT (n), where n is the root of T.
Recall that under set semantics PC-Transset (CQ6= , CQ6= ) is Πp3 -complete [5]. In the
remainder of this section, we obtain the following result:
I Theorem 4.6. PC-Transbag (CQ6= , CQ6= ) is in exptime.
We introduce IF-proof-trees as a means for reasoning on implied facts.
I Definition 4.7. For a query Q and universe U ⊆ dom, an IF-proof-tree T for Q over U
is a binary tree in which all nodes n have an instance InstT (n) as label with the following
conditions:
1. If n is a leaf, then InstT (n) = V (body Q ) for some valuation V for Q over U ;
2. If n is an intermediate node with children n1 and n2 , then InstT (n) = InstT (n1 ) ∪
InstT (n2 ), and some valuation V for Q over U exists with V (body Q ) ⊆ InstT (n1 ) ∩
InstT (n2 ).
In the next lemma, we relate IF-proof-trees and bag-parallel-correct distribution policies.
In particular, the lemma says that all facts occurring together in an IF-proof-tree for a given
query have to be assigned to exactly one compute node by every distribution policy that is
bag-parallel-correct for that query.
I Lemma 4.8. Let Q ∈ CQ6= and T an IF-proof-tree over universe U 0 . For every distribution
policy P = (U, rfacts P ) with U 0 ⊆ U (over some network N ) that is bag-parallel-correct for
Q, there is exactly one node κ ∈ N , with InstT (n) ⊆ rfacts P (κ), for every n in T.
Algorithm 1 is a procedure that constructs all maximal IF-proof-trees. We notice that at
each point during the evaluation of max-proof-forest(Q, U ), all trees in I are valid IFproof-trees for Q and U , by construction. In particular, the output of Algorithm 1 contains for
every valuation V a unique tree with V (body Q ) ⊆ InstT (n). Indeed, if two such trees would
exist, they would have been combined into a new tree by construction. Algorithm 2 then
selects the unique tree w.r.t. a given valuation. We notice that max-proof-tree(V, Q, U )
is well-defined, since, if V is a valuation for Q over U , then the desired tree T indeed exists.
The next lemma shows that max-proof-tree(V, Q, U ) computes precisely the facts that
are implied by V and Q.
I Lemma 4.9. For a query Q and valuation V for Q, f ∈ ImpFacts(V, Q) if and only if
f ∈ InstT (n), with n being the root of T =max-proof-tree(V, Q, U ).
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(a) Bag-parallel-correctness transfer.

(b) Set-parallel-correctness transfer.

Figure 1 Relationship between the queries of Section 4.3 with respect to (a) bag-parallelcorrectness transfer and (b) set-parallel-correctness transfer.

Observe that when U is finite, max-proof-tree(V, Q, U ) runs in time exponential in
the size of Q and U . The next lemma says that we can restrict attention to finite universes
of size bounded by the number of variables in the queries.
I Lemma 4.10. Let Q, Q0 ∈ CQ6= and domk = {1, . . . , k} be a subset of dom, where
k = max(|Vars(Q)|, |Vars(Q0 )|). The following conditions are equivalent:
(1) For each valuation V 0 for Q0 over U ⊆ dom, there exists a valuation V for Q over U
such that V (bodyQ ) ⊆ V 0 (bodyQ0 ) ⊆ ImpFacts(V, Q).
(2) For each valuation W 0 for Q0 over Uk ⊆ domk , there exists a valuation W for Q over
Uk such that W (bodyQ ) ⊆ W 0 (bodyQ0 ) ⊆ ImpFacts(W, Q).
We are now ready to prove Theorem 4.6.
Proof. (of Theorem 4.6) The proof is by a naive verification of condition (2) of Lemma 4.10.
More specifically, for every universe U ⊆ domk and every valuation V for Q over U , we
compute ImpFacts(V, Q) through max-proof-tree(V, Q, U ) (cf. Lemma 4.9). Then, for
every valuation V 0 for Q0 over U and every valuation V for Q over U we test condition
V (body Q ) ⊆ V 0 (body Q0 ) ⊆ ImpFacts(V, Q). If for some V 0 no V is found that satisfies the
condition, then the algorithm returns false, otherwise it returns true.
Correctness of the algorithm follows directly from Lemma 4.10 and Lemma 4.5. It remains
to show that this algorithm proceeds in exponential time in the size of Q and Q0 . For this,
we recall that domk is linear in Q and Q0 by construction, and thus that there are only
exponentially many universes U ⊆ domk (w.r.t Q and Q0 ). The set of implied facts for a
given V and Q, restricted to U , is computable in exponential time and itself is of at most
exponential size. Since only exponentially many valuations for Q and Q0 exist over U , and
the test condition itself proceeds in a linear run over the set of implied facts, the result
follows.
J

4.3

Relationship between transferability under set and bag semantics

We argue that set-parallel-correctness transfer is orthogonal to bag-parallel-correctness
transfer. Indeed, consider the following queries:
Q1 : H() ← R(x, y), R(z, w).
Q2 : H() ← R(x, x), R(y, y), R(z, z), x 6= y, y 6= z, x 6= z.
Q3 : H() ← R(x, y), R(x, z), y 6= z.
Q4 : H() ← R(x, y), R(y, z), R(x, x).
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Figure 1 shows the directions in which set-parallel-correctness transfer and bag-parallelcorrectness transfer hold. In particular, when an edge is missing, there is no set- or bagparallel-correctness transfer between the two queries.
The next lemma follows directly from Theorem 3.8.
I Lemma 4.11. For strongly minimal queries Q, Q0 ∈ CQ6= and non-replicating distribution
bag
set
policies, we have that Q −−→ Q0 if and only if Q −−→ Q0 .

5

Modifying the distribution model

As already hinted upon in the Introduction, the Highlander Lemma of Section 3 implies
that the space of valuations for a conjunctive query should be perfectly partitioned over all
compute nodes. That is, every valuation should occur in exactly one compute node. We next
give a simple example query for which the distribution policies that are bag-parallel-correct
for it, have to map all facts to a single node.
I Example 5.1. Consider the query Q : H(x, z) ← R(x, y), R(y, z). We argue that distribution policies that map all facts to a single node are the only distribution policies that are
bag-parallel-correct. Indeed, let P be a distribution policy that is bag-parallel-correct for Q.
Assume R(a, a) ∈ rfacts P (κ) for some node κ. Then, the valuation {x 7→ a, y 7→ a, z 7→ b}
(for every b) together with Lemma 3.4, implies that every fact of the form R(a, b) for any b
should belong to rfacts P (κ) as well. Furthermore, the valuation {x 7→ a, y 7→ b, z 7→ c} (for
every b and c) together with Lemma 3.4, implies that every fact of the form R(b, c) for any b
and any c should belong to rfacts P (κ) as well. Consequently, P , to be bag-parallel-correct
for Q, maps all facts to node κ.
J
The previous example shows that there are queries where the demand for bag-parallelcorrectness effectively prohibits parallel computation. We note that this is not the case for
all queries. See for instance Example 4.3.
In this section, we consider the setting of ordered networks where every compute node is
assigned a number and for every valuation only the node with the smallest number containing
all facts required for that valuation can contribute to the query result. While both settings
do not differ under set semantics, the new setting is more natural for bag semantics and
alleviates the problem put forward in Example 5.1.
We associate a total order <N to every network N . We refer to these networks as ordered
networks. The definition of a distribution policy P = (U, rfacts P ) seamlessly carries over to
ordered networks. Let Q be a query and V be a valuation over U for Q. Then, we say that
a node κ ∈ N is responsible for V (of Q) if V (bodyQ ) ⊆ rfacts P (κ) and there is no node
κ0 ∈ N with κ0 <N κ and V (bodyQ ) ⊆ rfacts P (κ0 ). Intuitively, the node responsible for a
valuation V is the smallest node in the ordered network containing all the facts for V (body Q ).
We redefine the one-round distributed evaluation induced by P and <N as follows:
[
[Q, P , <N ](I) =
[Q, V ](loc-inst P ,I (κ))
κ∈N ,V ∈Vκ

with Vκ the set of valuations for which κ is responsible.
The notions of set- and bag-parallel-correctness carry over directly to the setting of
ordered networks. Notice that under set-semantics it does not matter whether the ordering
of nodes is taken into account.
I Proposition 5.2. For each query Q, distribution policy P , and ordered network (N , <N ),
the following hold for all instances I:
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1. [Q, P , <N ](I) ⊆ [Q, P ](I);
2. [Q, P , <N ](I) ⊆ Q(I); and,
3. Facts([Q, P ](I)) = Facts([Q, P , <N ](I));
In particular, Proposition 5.2(3) implies that Theorem 3.2 and Lemma 3.3 carry over to
ordered networks. The next lemma provides characterizations of bag-parallel-correctness and
transferability over ordered networks.
I Lemma 5.3. Let Q and Q0 be in CQ6= . Let P = (U, rfacts P ) be a distribution policy over
an ordered network N . Then the following characterizations hold true:
1. Q is bag-parallel-correct under P if and only if for every valuation V for Q over U there
is a node κ with V (body Q ) ⊆ rfacts P (κ); and,
2. bag-parallel-correctness transfers from Q to Q0 over ordered networks if and only if for
each valuation V 0 for Q0 over a universe U 0 there is a valuation V for Q over U 0 such
that V 0 (body Q0 ) ⊆ V (body Q ).
Notice the similarity with Lemma 3.3 and Lemma 4.2. In particular, the inclusion between
V (body Q ) and V 0 (body Q0 ) now is in the same direction as in Lemma 4.2. The only difference
is that in the above lemma all valuations are considered rather than only the minimal ones.
The latter is reflected in the complexity of the associated decision problems.
We formally define the respective decision problems. By C and C 0 we denote query classes,
by P a class of distribution policies.
PCbag <N (C, P)
Input:

Query Q ∈ C, distribution policy P ∈ P

Question:

Is Q bag-parallel-correct under P ?
PC-Transbag <N (C, C 0 )

Input:

Query Q ∈ C, query Q0 ∈ C 0

Question:

Does bag-parallel-correctness transfer from Q to Q0 ?

Using the characterizations in Lemma 5.3, we obtain the following results.
I Theorem 5.4. 1. PCbag <N (CQ, Pfin ) is coNP-hard and PCbag <N (CQ6= , P) is in coNP
for all P ∈ {Pfin } ∪ Pdet ; and
2. PC-Transbag <N (CQ6= , CQ6= ) and PC-Transbag <N (CQ6= , CQ) are Πp2 -complete; and
3. PC-Transbag <N (CQ, CQ6= ) and PC-Transbag <N (CQ, CQ) are np-complete.
Proof sketch. (1) We first argue that PCbag <N (CQ6= , P) is in coNP for P ∈ {Pfin } ∪ Pdet .
The required algorithm follows from Lemma 5.3(1). It suffices to guess a valuation V and a
node κ and verify that V (body Q ) 6⊆ rfacts P (κ) to check whether Q is not bag-parallel-correct
under a given distribution policy P .
To show that PCbag <N (CQ, Pfin ) is coNP-hard, we use a reduction from the problem
that asks whether a given graph is not 3-colorable. Let G be an arbitrary undirected graph
with n edges. We construct a query Q and policy P over a network with n nodes and a
universe U = {r, g, b} as follows: For every edge e = (u, v) in G, we add the atom Ee (xu , xv ) to
body Q and define rfacts P (e) = {f | f ∈ Facts({Ei }, U ), e 6= i} ∪ {Ee (r, r), Ee (g, g), Ee (b, b)}.
Intuitively, each valuation for Q corresponds to a coloring of G, and only valuations related
to an invalid coloring are supported by at least one node.
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(2) The algorithm to show that PC-Transbag <N (CQ6= , CQ6= ) is in Πp2 follows from
Lemma 5.3(2). The lower bound is by a non-trivial reduction from the quantified boolean
satisfiability problem for the respective level of the hierarchy that is inspired by a technique
used in [17].
(3) It can be shown that for a CQ Q, bag-parallel-correctness transfers from Q to Q0
over ordered networks if and only if a mapping θ for Q over adom(body Q0 ) exists such that
body Q0 ⊆ θ(body Q ). The required algorithm to show that PC-Transbag <N (CQ, CQ6= ) is in
np now follows.
To prove np-hardness, we provide a reduction from graph 3-colorability. Let G be an
arbitrary graph with n edges. We first introduce the following sets of atoms:
invalidE = {Ei (xi , xi ), Ei (yi , yi ), Ei (zi , zi ) | i ∈ [n]}.
surplusE = {Ei (_, _), Ei (_, _), Ei (_, _), Ei (_, _), Ei (_, _) | i ∈ [n] }.
We now define Q and Q0 as follows:
body Q = {Ei (xu , xv ) | E(u, v) ∈ G having label i} ∪ invalidE ∪ surplusE,
body Q0 = {Ei (x, y) | i ∈ [n] and x, y ∈ {xr , xg , xb }}.
Intuitively, body Q0 ⊆ θ(body Q ) implies that for every edge all colorings can be partitioned
into three sets: one valid coloring that participates in the 3-coloring of the graph; the invalid
colorings; and, the rest or the surplus of the colorings.
J

6

Discussion

In this paper, we revisited the framework of [5] under bag semantics. The latter represents a
more accurate semantics for real world queries and is a necessary step towards aggregate
queries. We obtained semantical characterizations for parallel-correctness as well as transferability under bag semantics. For bag-parallel-correctness we provide tight complexity bounds
whereas for transferability we provide an upper bound in EXPTIME. In addition, we show
correspondences and incomparabilities with the analog problems under set semantics. We
also introduced an ordered network setting that could be more natural for capturing bag
semantics and in this setting obtained tight complexity bounds for both decision problems.
We mention that all our results can be naturally extended to unions of conjunctive queries.
The latter does not need any additional ideas but clutters notation.
There are quite a number of directions for follow-up work. We did not prove a lower
bound for transfer of bag-parallel-correctness. Actually, we suspect the upper bound can be
improved by coming up with a more efficient algorithm to compute the set of implied facts.
A motivation for the ordered model presented in Section 5 is that bag-parallel-correctness
under the previous model can prohibit parallelization. Indeed, Example 5.1 shows a query
that can not be parallelized while retaining bag-parallel-correctness. A natural question is
whether this class of queries for which no efficient policy exists can be characterized.
Whereas the focus in this paper is on set and bag semantics, it could be interesting to
consider parallel-correctness and parallel-correctness transfer under bag-set [7] or combined
semantics [8]. Similarly, another direction of future work would be to consider parallelcorrectness in the context of aggregate operators.
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Abstract
Regular path queries (RPQs) are a central component of graph databases. We investigate
decision- and enumeration problems concerning the evaluation of RPQs under several semantics that have recently been considered: arbitrary paths, shortest paths, and simple paths.
Whereas arbitrary and shortest paths can be enumerated in polynomial delay, the situation is
much more intricate for simple paths. For instance, already the question if a given graph contains
a simple path of a certain length has cases with highly non-trivial solutions and cases that are
long-standing open problems. We study RPQ evaluation for simple paths from a parameterized
complexity perspective and define a class of simple transitive expressions that is prominent in
practice and for which we can prove a dichotomy for the evaluation problem. We observe that,
even though simple path semantics is intractable for RPQs in general, it is feasible for the vast
majority of RPQs that are used in practice. At the heart of our study on simple paths is a
result of independent interest: the two disjoint paths problem in directed graphs is W[1]-hard if
parameterized by the length of one of the two paths.
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1

Introduction

Regular path queries (RPQs) are a crucial feature of graph database query languages, since
they allow us to pose queries about arbitrarily long paths in graphs. Essentially, RPQs
are regular expressions that are matched against labeled directed paths in graph databases.
Currently, the openCypher project [33] and the World Wide Web Consortium (W3C) [39]
are considering how RPQ evaluation can be formally defined for the development of Neo4j’s
Cypher [31, 34] and SPARQL 1.1 [38], respectively. Several popular candidates that are
being considered for the semantics of RPQs are arbitrary paths, shortest paths, and simple
paths ([3, Section 4.4], [34]).
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We briefly explain these semantics. Given a graph, an RPQ r considers directed paths for
which the labels on the edges form a word in the language of r. We call such paths candidate
matches. The different semantics restrict the kind of paths that match the RPQ, i.e., can
be returned as answers. Arbitrary paths imposes no restriction and returns every candidate
match. Shortest paths, on the other hand, only returns the shortest candidate matches and
simple paths only returns candidate matches that do not have duplicate nodes.
Under arbitrary paths, the number of matches may be infinite if the graph is cyclic. This
may pose a challenge for designing the query language, even if one does not choose to return
all matching paths. Indeed, a well-known semantics of RPQs is to return node pairs (x, y)
such that there exists a matching path from x to y. Under bag semantics for node pairs,1
where each (x, y) is returned as often as the number of matches from x to y, one needs to
deal with the case where this number is infinite.
Under shortest paths and simple paths, the number of matching paths is always finite,
which simplifies the aforementioned design challenge. However, these two versions face other
challenges. Simple paths may present complexity issues. Two fundamental problems are that
counting the number of simple paths between two nodes is #P-complete [37] and
deciding if there exists a simple path of even length between two given nodes is NPcomplete [23].
Indeed, the first problem implies that evaluating the RPQ a∗ under bag semantics is #Pcomplete and the second one implies that deciding if the RPQ (aa)∗ returns at least one
answer is NP-complete.2 Shortest paths does not have these complexity issues, but it is
unclear if its semantics is very natural. For instance, under shortest paths semantics, if we
ask how many paths exist from x to y, then this number may decrease if a new, shorter,
path is added.3 This may seem counter-intuitive to users.
Since it seems that there is no one-size-fits-all solution, the openCypher project team
recently proposed to support several kinds of semantics for Cypher [34]. This situation
motivated us to shed more light on evaluation of RPQs and enumerating the answers, focusing
on the following aspects:
Our goal is to better understand enumerating the paths that match RPQs. That is, we
study problems where the task is to enumerate all matching paths without duplicates.
We are interested in which situations it is possible to answer queries in polynomial delay,
i.e., such that the time between consecutive answers is polynomial. To reach this goal,
we must also improve our understanding for some decision problems related to RPQ
evaluation.
We take into account a recent study that investigated the structure of about 250K RPQs
gathered from a wide range of SPARQL query logs [8]. It turns out that all these
RPQs have a relatively simple structure, which is remarkable because their syntax is not
restricted by the SPARQL recommendation.
Our contributions are the following.
1. We first observe that enumeration of arbitrary or shortest paths that match a given RPQ
can be done in polynomial delay (Section 3).
2. We then turn to simple paths and study RPQ evaluation as a decision problem. This
problem is challenging because it contains subproblems that are quite non-trivial. One

1
2
3

SPARQL 1.1 uses such a bag semantics approach.
It is also known that answering the RPQ a∗ ba∗ under simple path semantics is at least as difficult as
the Two Disjoint Paths problem [29].
Notice that each semantics only returns or counts the number of paths that match.
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such subproblem is testing if there exists a directed simple path of length log n between
two given nodes in a graph with n nodes, which was shown to be in PTIME by Alon et
al., using their color coding technique [2]. The question if it can be decided in PTIME if
there is a simple path of length log2 n [2] is an open problem since two decades. Notice
that these two problems are special cases of RPQ evaluation under simple path semantics
2
(i.e., evaluate the RPQs alog n and alog n in a graph where every edge has label a).
We therefore investigate RPQ evaluation from the angle of parameterized complexity
(Section 4). We introduce the class of simple transitive expressions (STEs) that capture
over 99% of the RPQs that were found in SPARQL query logs in a recent study [8].
We identify a property of STEs that we call cuttability and prove a dichotomy, showing
that the parameterized complexity for evaluating STEs R is in FPT if R is cuttable and
W[1]-hard otherwise. Examples of cuttable classes of expressions are {ak a∗ | k ∈ N} and
{(a+b)k a∗ | k ∈ N}. Examples of non-cuttable classes are {ak b∗ | k ∈ N}, {ak ba∗ | k ∈ N},
and {ak (a + b)∗ | k ∈ N}.
3. At the core of the dichotomy are two results of independent interest (Section 5). The first
is by the authors of [16], who showed that it can be decided in FPT if there is a simple
path of length at least k between two nodes in a graph (Theorem 9). The second shows
that the Two Disjoint Paths problem is W[1]-hard when parameterized by the length of
one of the two paths (Theorem 11).
4. We then turn to enumeration of simple paths and prove that the dichotomy on STEs
carries over to the enumeration setting. We also study the data complexity and show
that Bagan et al.’s dichotomy for deciding the existence of a simple path that matches an
RPQ [5] carries over to enumeration problems (Section 6).
Putting everything together, we see that, although simple path semantics leads to high
complexity in general, its complexity for RPQs that have been found in SPARQL query logs
is reasonable. We discuss this in the conclusions.

Related Work
RPQs on graph databases have been studied since the end of the 80’s [10, 11, 40]. Given a
graph database G, an RPQ r, and two nodes s and t, there are several natural fundamental
problems associated to RPQ evaluation.
The decision problem: Does r match a path from s to t in G?
The counting problem: How many paths from s to t does r match?
The computation problem: Compute the set of paths from s to t for which r matches.
The decision problem is well known to be tractable for arbitrary and shortest paths by
standard automata techniques. Mendelzon and Wood [29] studied the problem for simple
paths. They observed that the problem is NP-complete for a∗ ba∗ and (aa)∗ . These two
results heavily rely on the work of Fortune et al. [17], who showed NP-completeness of the
two disjoint paths problem, and Lapaugh and Papadimitriou [23], who showed that the even
length simple path problem is NP-complete.
Bagan et al. [5] provided a dichotomy for the data complexity of the decision problem.
They defined a class Ctract such that the problem is in PTIME for each language in Ctract
and NP-complete otherwise.
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The counting problem for arbitrary paths is #P-complete in general [21].4 However, if
the RPQ is represented by a deterministic automaton (or even an unambiguous one), the
counting problem is in PTIME [26], since it reduces to counting the number of paths in a
graph. The complexity results for arbitrary paths can easily be extended to shortest paths.
Indeed, all words have equal length in Kannan et al.’s #P-hardness proof [21] and the PTIME
algorithm also works if we need to count the words of a given length n.
Concerning simple paths, we know from the classical result of Valiant [37] that counting
the number of simple paths between two given nodes in a graph is #P-complete. This
immediately implies that counting is already #P-hard for the RPQ a∗ .
Concerning the computation problem, Ackermann and Shallit [1] proved that one can
enumerate the words accepted by a given NFA in polynomial delay. This is easily extended
to RPQ evaluation w.r.t. arbitrary paths and shortest paths, as we observe in Section 3.
Concerning simple paths, Yen’s algorithm [41] is a method to enumerate all simple paths
between two given nodes in polynomial delay. We build on this result in Section 6.
Yen’s algorithm was generalized by Lawler [24] and Murty [30] to a tool for designing
general algorithms for enumeration problems. Lawler-Murty’s procedure has been used for
solving enumeration problems in databases in various contexts [18, 20, 22].
Further related work concerning RPQs on graph databases are studies about the complexity of SPARQL 1.1 property paths [4, 26], which are relevant because property paths extend
RPQs. Their semantics is a mixture between arbitrary path and simple path semantics.
The relative expressive power of graph query languages using transitive closures, data value
comparisons, and branching was investigated in [25, 36]. Finally, we refer to [3, 6] for general
overviews of the wide literature on graph databases.

2

Preliminaries

By Σ we always denote an alphabet, that is, a finite set. A (Σ-)symbol is an element of Σ. A
word (over Σ) is a finite sequence w = a1 · · · an of Σ-symbols. The length of w, denoted by
|w|, is its number of symbols n. We denote the empty word by ε.
We assume familiarity with regular expressions and finite automata. The regular expressions we use in this paper are defined as follows: ∅, ε and every Σ-symbol is a regular
expression; and when r and s are regular expressions, then (rs), (r + s), (r?), (r∗ ), and
(r+ ) are also regular expressions. From now on, we use the usual precedence rules to omit
parentheses. The size |r| of a regular expression is the number of occurrences of Σ-symbols in
r. For example, |aba∗ | = 3. We define the language L(r) of r as usual. Since it is easy to test
if L(r) = ∅ for a given expression r, we assume in this paper that L(r) 6= ∅ for all expressions,
unless mentioned otherwise. For n ∈ N, we use rn to abbreviate the n-fold concatenation
r · · · r of r. We abbreviate (r?)n by r≤n . In the context of graph databases, regular path
queries (RPQs) are regular expressions that can be evaluated on graphs and return an output.
In this paper, we will blur the distinction between them (language acceptors vs. queries) and
use “regular expression” and RPQ as synonyms.
A non-deterministic finite automaton (NFA) N over Σ is a tuple (Q, Σ, ∆, QI , QF ), where
Q is a finite set of states, Σ is a finite alphabet, ∆ : Q × Σ × Q is the transition relation,
QI ⊆ Q is the set of initial states, and QF is the set of accepting states. By δ ∗ (w) we denote
the set of states reachable by N after reading w, that is, δ ∗ (ε) = QI and, for every word w

4

Kannan et al. proved that counting the number of words accepted by a non-deterministic automaton
for a finite language is #P-complete. This result trivially extends to RPQ evaluation.
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and symbol a, we define δ ∗ (wa) = {δ(q, a) | q ∈ δ ∗ (w)}. The size of an NFA is |Q|, i.e., its
number of states. We define the language L(N ) of N as usual.

2.1

Graph Databases

We use edge-labeled directed graphs as abstractions for graph databases. A graph G (with
labels in Σ) will be denoted as G = (V, E), where V is the finite set of nodes of G and
E ⊆ V × Σ × V is the set of edges. We say that edge e = (u, a, v) goes from node u to node
v and has label a. We use a-edge to refer to an edge with label a. Sometimes we write an
edge as (u, v) ∈ V × V if the label does not matter. In this paper, we assume that graphs
are directed, unless mentioned otherwise. Notice that our definition allows graphs to have
self-loops and multi-edges. The size of a graph G, denoted by |G| is |V | + |E|.
We assume familiarity with basic terminology on graphs. A path from node u to node v
in G is a sequence p = (v0 , a1 , v1 )(v1 , a2 , v2 ) · · · (vn−1 , an , vn ) of edges in G such that u = v0
and v = vn . For 0 ≤ i ≤ n, we denote by p[i, i] (or p[i]) the node vi and, for 0 ≤ i < j ≤ n,
we denote by p[i, j] the subpath (vi , ai+1 , vi+1 ) . . . (vj−1 , aj , vj ). A path p is simple if all
nodes v0 , . . . , vn are pairwise different.5 The length of p, denoted |p|, is the number n of
edges in p. By definition of paths, we consider two paths to be different if they are different
sequences of edges. In particular, two paths going through the same nodes in the same order,
but using different edge labels are different.
The set of nodes of path p is V (p) = {v0 , . . . , vn }. The word of p is a1 · · · an and is
denoted by lab(p). Path p matches a regular expression r (resp., NFA N ) if lab(p) ∈ L(r)
(resp., lab(p) ∈ L(N )). The concatenation of paths p1 = (v0 , a1 , v1 ) · · · (vn−1 , an , vn ) and
p2 = (vn , an+1 , vn+1 ) · · · (vn+m−1 , an+m , vn+m ) is simply the concatenation p1 p2 of the two
sequences.
We will often consider a graph G = (V, E) together with a source node s and a target
node t, for example, when considering paths from s to t. We denote such a graph with source
s and target t as (G, s, t) and define its size |(G, s, t)| as |G|.
The product of graph (G, s, t) and NFA N = (Q, Σ, ∆, QI , QF ) is a graph (V 0 , E 0 ) with
0
V = (V × Q) and E 0 = {((u1 , q1 ), a, (u2 , q2 )) | (u1 , a, u2 ) ∈ E and (q1 , a, q2 ) ∈ ∆}. We
denote this product by (G, s, t) × N . Notice that simple paths in (G, s, t) × N may use nodes
(u, q1 ) 6= (u, q2 ) and may therefore correspond to non-simple paths in G.

2.2

Decision and Enumeration Problems

We consider the following problems, where G is always a graph, s and t are nodes in G, and
r is an RPQ.
Path: Given (G, s, t) and r, is there a path from s to t that matches r?
SimPath: Given (G, s, t) and r, is there a simple path from s to t that matches r?
An enumeration problem P is a (partial) function that maps each input i to a finite or
countably infinite set of outputs for i, denoted by P(i). Terminologically, we say that, given
i, the task is to enumerate P(i). We consider the following enumeration problems:
EnumPaths: Given (G, s, t) and r, enumerate the paths in G from s to t that match r.
EnumShortPaths: Given (G, s, t) and r, enumerate the shortest paths in G from s to t
that match r.

5

We focus on node-distinct paths in this paper, but one can also consider edge-distinct paths. We come
back to this in the conclusions.
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EnumSimPaths: Given (G, s, t) and r, enumerate the simple paths in G from s to t that
match r.
An enumeration algorithm for P is an algorithm that, given input i, writes a sequence of
answers to the output such that every answer in P(i) is written precisely once. If A is an
enumeration algorithm for an enumeration problem P, we say that A runs in polynomial
delay if the time before writing the first answer and the time between writing every two
consecutive answers is polynomial in |i|.
For a class R of regular expressions, we denote by Path(R) the problem Path where we
always assume that r ∈ R. We use the same convention for all other decision- and enumeration
problems. We assume familiarity with the notions combined and data complexity. In our
decision problems, (G, s, t) is the data and r is the query.

3

Enumerating All Regular Paths and Shortest Regular Paths

It is well known that Path(R) is in PTIME for the complete class R of RPQs. Indeed, one
only needs to construct the product of the graph and an NFA N for the RPQ and test
if (t, qf ) is reachable from (s, q0 ), where q0 and qf are an initial and an accepting state
of N , respectively. We note that this favorable complexity carries over to EnumPaths and
EnumShortPaths. At the core lies the following result by Ackerman and Shallit.
I Theorem 1 (Theorem 3 in [1]). Given an NFA N , enumerating the words in L(N ) can be
done in polynomial delay.
This result generalizes a result of Mäkinen [27], who proved that the words in L(N ) can be
enumerated in polynomial delay if N is deterministic. Ackermann and Shallit genereralized
his algorithm for nondeterministic N and proved that, for a given length n (which they call
cross-section), the lexicographically smallest word in L(N ) can be found in time O(|Q|2 n2 )
([1], Theorem 1). They then prove that the set of all words of length n can be computed in
time O(|Q|2 n2 + |Σ||Q|2 x), where x is the sum of the lengths of the words that were written
to the output ([1], Theorem 2). A closer inspection of their algorithm actually shows that it
has delay O(|Σ||Q|2 |w|) where |w| is the size of the next output. In fact, Ackermann and
Shallit prove that the words in L(N ) can be enumerated in radix order.6
It is easy to extend the algorithm of Ackerman and Shallit to solve EnumPaths in
polynomial delay as follows. We construct an NFA Nr for r and take the product with
(G, s, t). The product automaton therefore has states (u, q) where u is a node from G and q
a state from Nr . In the resulting automaton, we replace every transition [(u1 , q1 ), a, (u2 , q2 )]
with [(u1 , q1 ), (u1 , a, u2 ), (u2 , q2 )]. Enumerating the words from the resulting automaton
corresponds to enumerating the paths from s to t that match r. Using Theorem 1, we have
the following corollary.
I Corollary 2. EnumPaths and EnumShortPaths can be solved in polynomial delay.
For completeness, we note that counting the number of paths from s to t that match a
given regular expression r is #P-complete in general, even if G is acyclic, see [26, Theorem
4.8(1)] and [4, Theorem 6.1].7 The same holds for counting the number of shortest paths,
since all paths in the proof of [26, Theorem 4.8(1)] have equal length.

6
7

That is, w1 < w2 in radix order if |w1 | < |w2 | or |w1 | = |w2 | and w1 is lexicographically before w2 .
Arenas et al. [4] actually prove that the problem is spanL-complete. Although it is not known if spanL
= #P, they are equal under Cook reductions.
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Deciding Existence of Simple Paths

We now turn to simple paths, which will require much more effort. First, we focus on the
decision problem SimPath, where our main result will be a dichotomy for simple transitive
expressions (STEs), a very restricted class of RPQs.
We will investigate SimPath from a parametrized complexity perspective. The main
reason is that the size of the regular expression has a drastic effect on the complexity of the
problem. Indeed, if G is a graph with n nodes and only a-edges, then asking if there is a
simple path that matches the expression an−1 is the NP-complete Hamilton Path problem.
On the other hand, Alon et al. [2] proved that SimPath for graphs with n nodes is in PTIME
2
for the language alog n . It is open8 since 1995 whether SimPath is in PTIME for alog n [2].
So, even very elementary RPQs of the form ak can behave very differently depending on
the relationship between k and the size of the graph. This motivates us to study the problem
from the angle of parameterized complexity.

4.1

Parameterized Complexity

We first give a quick overview of some notions in parameterized complexity. We follow the
exposition of Cygan et al. [12] and refer to their work for further details. A parameterized
problem is a language L ⊆ Σ∗ × N where, as before, Σ is a fixed, finite alphabet. For an
instance (x, p) ∈ Σ∗ × N, we call p the parameter. The size |(x, p)| of an instance (x, p) is
defined as |x| + p. A parameterized problem L is called fixed-parameter tractable if there
exists an algorithm A, a computable function f : N → N, and a constant c such that, given
(x, p) ∈ Σ∗ × N, the algorithm A correctly decides whether (x, p) ∈ L in time bounded
by f (p) · |(x, p)|c . The complexity class containing exactly the fixed-parameter tractable
problems is called FPT.
In the remainder of this section, we will study the parameterized complexity of SimPath.
The instances (x, p) of this problem will always be such that x encodes the graph G and
regular expression r, and the parameter p is |r|. For this reason, we overload notation and
also denote the parameterized problem as SimPath.

4.2

Some Illustrations of the Dichotomy

Before we present our main dichotomy, we illustrate a few of its implications to give the
reader some intuition about the result. In the following, we abbreviate the class of regular
expressions {ak | k ∈ N} simply by “ak ”, and similar for a≤k , ak a∗ , ak b∗ , ak ba∗ , bak a∗ , etc.
In the following Theorem, we consider problems SimPath(R), where R is one of the
abovementioned classes.
I Theorem 3.
(a) SimPath(ak ), SimPath(a≤k ), SimPath(ak a∗ ), and SimPath(bak a∗ ) are in FPT.
(b) SimPath(bk a∗ ) and SimPath(ak ba∗ ) are W[1]-hard.

8

Recently, Björklund et al. [7] showed that, under the Exponential Time Hypothesis, there is no PTIME
algorithm that can decide if there exists a simple path of length Ω(f (n) log2 n) between two nodes in a
graph of size n for any nondecreasing polynomial time computable function f that tends to infinity.
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Table 1 Structure of the 247,404 SPARQL property paths that were also used in the query logs
investigated by Bonifati et al. [8]. The structure is sometimes in terms of a variable ` ∈ N, for
which the second column indicated the values that were found in the logs. Relative indicates which
percentage of the 247,404 property paths have this structure.
Expression Type

`

Relative

STE?

Expression Type

(a1 + · · · + a` )∗
.
a∗
a1 · · · a`
a∗ b
(a1 + · · · + a` )
(a1 + · · · + a` )+
a1 ?a2 ? · · · a` ?
a(b1 + b2 )?
a1 a2 ? · · · a` ?
(ab∗ ) + c

2–4

29.10%
25.48%
19.66%
8.66%
7.73%
6.61%
1.54%
1.15%
0.01%
0.01%
< 0.01%

yes
yes(∗)
yes
yes
yes
yes
yes
yes
yes
yes
no

a∗ b?
abc∗
A1 · · · A`
.∗
(a1 + a2 )?
.?
a∗ + b
a + b+
a+ + b+
(ab)∗

2–6
1–6
1,2
1–3,5
2,3

`

2,6

Relative

STE?

<
<
<
<
<
<
<
<
<
<

yes
yes
yes
yes(∗)
yes
yes(∗)
no
no
no
no

0.01%
0.01%
0.01%
0.01%
0.01%
0.01%
0.01%
0.01%
0.01%
0.01%

We see that, even though all classes of regular expressions in Theorem 3 are similar, the
complexities are drastically different (assuming FPT 6= W[1]). The intuition is twofold:
1. “Short” paths can be dealt with using Color Coding [2] (or Bagan et al.’s extension thereof
that incorporates finite regular languages [5, Theorem 6]). This explains why SimPath(ak )
and SimPath(a≤k ) are in FPT.
2. If paths can become arbitrarily long, the complexity depends on the interplay between
the symbol in the transitive closure (which is always a here) and the rest. The intuition
is that symbols that are “incompatible” with a (which is always b here) should only occur
on positions that are a constant distance away from the beginning or end of words in the
language. This explains why SimPath is in FPT for the classes ak a∗ (no incompatible
symbols) and bak a∗ (b is always on position one). Likewise, for the classes bk a∗ and
ak ba∗ , the symbol b can occur at positions arbitrarily far away from the beginning and
end of words in the languages.

4.3

Dichotomy for Simple Transitive Expressions

We now aim at generalizing the results in Theorem 3 to more general RPQs which we call
simple transitive expressions (STEs). Although STEs are very restricted, we feel that they
are relevant and important from a practical perspective since they constitute more than
99.99% of the SPARQL property paths found in query logs in an extensive recent study [8].
Notice that SPARQL property paths strictly extend RPQs. Their syntax is not restricted
to a subset of regular expressions as, e.g., in Cypher patterns for “variable length pattern
matching” [32, Section 3.2.7.7].
In the following definition, we use sets A = {a1 , . . . , an } ⊆ Σ to abbreviate expressions
(a1 + · · · + an ). We allow A = ∅, in which case L(A) = ∅.
I Definition 4. An atomic expression is of the form A ⊆ Σ. A bounded expression is a
regular expression of the form A1 · · · Ak or A1 ? · · · Ak ?, where k ≥ 0 and each Ai is an atomic
expression. Finally, a simple transitive expression (STE) is a regular expression
Bpre T ∗ Bsuff ,
where Bpre and Bsuff are bounded expressions and T is an atomic expression.
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The central idea for STEs is that they can first perform some local navigation in Bpre , then
an optional transitive part, followed by a second step of local navigation in Bsuff . The local
navigation steps allow to test paths of length exactly k or at most k, for some k ∈ N. The
transitive part is optional, since one can take T = ∅, so that T ∗ only matches ε.
We believe that STEs capture many RPQs that users ask in practice. Bonifati et al. [8]
investigated the structure of 247,404 SPARQL property paths from query logs. Table 1
presents a classification of their raw data that facilitates comparison to RPQs. SPARQL
property paths can express wildcard tests, which we denote by “.” (similar to regexes).
Furthermore, SPARQL uses reverse edges (“ˆa” means “follow an a-edge in reverse direction”),
which we treat the same as a normal label test. Under Expression Type, the table summarizes
which types of expressions are in Bonifati et al.’s data set, sometimes parameterized by a
number ` for which the next column describes the values that were found. Relative describes
which percentage of the 247,404 expressions fall into this expression type, and STE? indicates
whether the expression is an STE. Here, we write “yes(∗) ” to indicate that the expression is
an STE if a wildcard is treated the same as a set of labels A. (Our algorithms indeed can be
generalized to incorporate wildcards.)
In total, we saw that only 20 property paths are not STEs or trivially equivalent to an
STE (by taking T = ∅ in the definition of STEs, for example).9 For instance, the expression
type a1 a2 ? · · · a` ? is equivalent to an STE where Bpre = a1 , T = ∅, and Bsuff = a2 ? · · · a` ?.
In summary, 99.992% of the property paths in Table 1 correspond to STEs.
We now define the notions that we need for the dichotomy.
I Definition 5. Let r = Bpre T ∗ Bsuff be an STE with L(r) 6= ∅. If Bpre = A1 · · · Ak1 , then
the left cut border c1 of r is the largest value such that T 6⊆ Ac1 if it exists and zero otherwise.
If Bpre = A1 ? · · · Ak1 ?, then the left cut border is zero. Symmetrically, if Bsuff = A0k2 · · · A01 ,
then the right cut border c2 of r is the largest value such that T 6⊆ A0c2 if it exists and zero
otherwise. (Notice that the indices in Bsuff are reversed.) If Bsuff = A0k2 ? · · · A01 ?, then the
right cut border is zero.
We explain the intuition behind cut borders in Figure 1. For c ∈ N, an expression is c-bordered
if the maximum of its left and right cut borders is c. We call a class R of STEs cuttable if
there exists a constant c ∈ N such that each expression in R is c0 -bordered for some c0 ≤ c.
We can now prove a dichotomy on the complexity of SimPath(R) for classes of STEs R,
if R satisfies the following mild condition. We say that R can be sampled if there exists an
algorithm that, given k ∈ N, returns an expression in R that is k 0 -bordered with k 0 ≥ k, and
“no” if there is no such expression. We need the condition that R can be sampled to prove
the W[1]-hardness. For this reason, this condition is no longer needed in Theorem 15.
I Theorem 6. Let R be a class of STEs that can be sampled.
(a) If R is cuttable, then SimPath(R) is in FPT and
(b) otherwise, SimPath(R) is W[1]-hard.
Proof idea. The main techniques will be presented in Section 5. We can attack case (a)
using Theorem 7, Observation 8, and the techniques for proving Theorem 9. In short, if R is
cuttable and we need to deal with arbitrarily long paths, then we can use exhaustive search
to enumerate all possible pre- and suffixes of length at most c. We then use a variation of
the representative sets technique [16] to obtain an FPT algorithm. In case (b), it is possible
to adapt the reduction in the proof of Theorem 11.
J
9

In fact, all expressions except for (ab)∗ can be handled with the techniques we present here. For instance,
the FPT algorithm can trivially be extended to unions of STEs by testing each STE separately. For the
expression (ab)∗ , even the data complexity of SimPath is NP-complete.
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k1

k2

s

t
≥ c1

≥ c2

Figure 1 Assume r = A1 · · · Ak1 T ∗ A0k2 · · · A01 has left and right cut borders c1 and c2 , respectively.
Assume that an arbitrary path from s to t matches r such that its length k1 prefix and length k2
suffix are node-disjoint. If, after removing all loops, (1) the length c1 prefix and length c2 suffix are
still the same and (2) the path still has length at least k1 + k2 , then it matches r.

Notice that the difference between cuttable and non-cuttable classes of STEs can be quite
subtle. For instance, bk a∗ and ak (a + b)∗ are non-cuttable, but (a + b)k a∗ is cuttable. Looking
back at Table 1, we see that abc∗ is 2-bordered and all other STEs are either 0-bordered or
1-bordered. It therefore seems that cut borders in practice are small and over 99% of the
expressions fall on the tractable side of Theorem 6.

5

Technical Core: Simple Paths With Length Constraints

In this section we investigate the parameterized complexity of problems that involve simple
paths with length constraints. The problems we consider here are the core of the RPQ
evaluation problems in Section 4.

5.1

One Path

We consider the following parameterized problems.
PSimPath: Given an instance ((G, s, t), k) with parameter k ∈ N, is there a simple path
from s to t of length exactly k in G?
PSimPath≤ and PSimPath≥ : These two problems are defined analogously to PSimPath
but ask if there is a simple path of length at most k and at least k, respectively.
These three problems are in FPT, but the techniques to obtain these results are quite different.
For PSimPath, membership in FPT follows from the famous color coding technique [2].
I Theorem 7 (Alon et al. [2]). PSimPath is in FPT.
PSimPath≤ is trivially in FPT because the shortest path problem is in PTIME.
I Observation 8. PSimPath≤ is in PTIME (and therefore in FPT).
Finally, PSimPath≥ can be shown to be in FPT by adapting methods from Fomin et al. [16].
They proved that finding simple cycles of length at least k is in FPT for cycles and discovered
that their technique also works for paths [13]. The following theorem is therefore due to
the authors of [16]. (Fomin et al. [16] already showed FPT membership for PSimPath≥ on
undirected graphs, but the techniques needed on directed graphs are quite different.)
I Theorem 9. (Similar to Theorem 5.3 in [16]) PSimPath≥ is in FPT.
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Two Disjoint Paths

We consider variants of the TwoDisjointPaths problem [17]. A two-colored graph is a directed
graph in which every edge is labeled a or b. An a-path is a path consisting of only a-edges.
We consider the following parameterized problems.
PTwoDisjointPaths: Given a graph G, nodes s1 , t1 , s2 , t2 , and parameter k ∈ N, are there
simple paths p1 from s1 to t1 and p2 from s2 to t2 such that p1 and p2 are node-disjoint
and p1 has length k?
PTwoColorDisjointPaths: Given a two-colored graph G, nodes sa , ta , sb , tb , and parameter
k ∈ N, is there a simple a-path pa from sa to ta and a simple b-path pb from sb to tb such
that pa and pb are node-disjoint and pa has length k?
It is well-known that TwoDisjointPaths, the non-parameterized version of PTwoDisjointPaths, is
NP-complete [17]. In terms of parameterized complexity, Downey and Fellows [14] introduced
the W-hierarchy, where FPT = W[0] and W[i] ⊆ W[j] for all i ≤ j. A famous complete
problem for W[1] (under so-called fpt-reductions) is k-Clique with parameter k [15]. Therefore,
k-Clique not being fixed-parameter tractable is equivalent to FPT 6= W[1], which is a standard
assumption in parameterized complexity.
Cai and Ye [9] proved that PTwoDisjointPaths is in FPT for undirected graphs, both
for the cases where one wants node-disjoint or edge-disjoint paths. They left the cases for
directed graphs as open problems [9, Problem 2]. We solve one of the cases by showing in
Theorem 11 that PTwoDisjointPaths is W[1]-hard. We also prove that PTwoColorDisjointPaths
is W[1]-hard – the proof for PTwoDisjointPaths relies on it.
I Theorem 10. PTwoColorDisjointPaths is W[1]-hard.
Proof idea. This result follows from a slight adaptation of a proof of Slivkins [35, Theorem
2.1]. Slivkins proved that k-Edge-Disjoint-Paths with parameter k is W[1]-hard in directed
acyclic graphs. More precisely, given an instance of k-Clique, Slivkins constructs a DAG G
and nodes si , ti (with 1 ≤ i ≤ k) and sij , tij (with 1 ≤ i < j ≤ k) such that the input graph
has a k-clique if and only if G has paths from each si to the corresponding ti and from each
sij to the corresponding tij , all edge-disjoint.
The main idea for our reduction is to take Slivkins’ construction and
connect each ti to si+1 with a b-edge;
connect each tik to s(i+1)(i+2) with an a-edge;
connect each tij with i < j < k to si(j+1) with an a-edge; and
label all edges intended for “verifiers” with a and all edges intended for “selectors” with b.
(Some edges in Slivkins’ proof are intended for both verifiers and selectors. Here we can
add two parallel edges, one labeled a and one labeled b.)
Then, it can be shown that the original instance is in k-Clique if and only if there exists an
a-path from s12 to t(k−1)k and a b-path from s1 to tk . Moreover, the a-path, if it exists, has
length k 0 ∈ O(k 2 ).
J
The two colors in the proof of Theorem 10 play a central role: since the a-path cannot
use any b-edges and vice versa, we have much control over where the two paths can be. The
following Theorem shows that the construction in Theorem 10 can be strengthened so that
we do not need the two colors.
This is a non-trivial change. Very roughly, one can think of the graph G in the proof of
Theorem 10 as a grid with k rows and n columns, where the a-edges are “vertical” and the b
edges are “horizontal”. (In reality, each coordinate in this grid is another gadget with 4k
nodes.) The task for Theorem 11 is to change the proof so that paths with mixed a-edges
and b-edges do not lead to a solution. For doing this, we use two ideas:
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We use the idea of “control nodes” by Grohe and Grüber [19, Lemma 16], who showed
that Slivkins’ construction can be used to show that k-Disjoint-Cycles is W[1]-hard.
We replace each b-edge by a path pb of length k 0 , ensuring that each path that has pb as
subpath is too long.
I Theorem 11. PTwoDisjointPaths is W[1]-hard.
We provide a proof sketch in Appendix A.
For completeness, we mention the complexity of other variants of PTwoDisjointPaths,
some of which can be shown by extending the technique from Theorem 11. We define
TwoDisjointPaths≤ and TwoDisjointPaths≥ analogously to PTwoDisjointPaths by requiring
that p1 has length ≤ k and ≥ k, respectively.
I Theorem 12.
TwoDisjointPaths≤ is W[1]-hard.
≥
TwoDisjointPaths is NP-complete for every constant k ∈ N ([17]).
PTwoColorDisjointPaths, PTwoDisjointPaths, and TwoDisjointPaths≤ are in W[P].
Here, being in W[P] implies that the problems are in PTIME for each fixed k.

6

Enumerating Simple Regular Paths

We now turn to the question of enumerating simple paths with polynomial delay. A starting
point is Yen’s algorithm [41] for finding simple paths from a source s to target t. Yen’s
algorithm usually takes another parameter K and returns the K shortest simple paths, but
we present a version here for enumerating all simple paths, see Algorithm 1.
We give a high-level explanation. First, observe that each shortest path in a graph is
also a simple one. Therefore, the first solution is obtained by finding a shortest path p. The
next shortest path must differ in some edge from p. So we search (if it exists), for all i, the
shortest path that shares the first i edges with p, but not the (i + 1)th edge. One of the
shortest paths found this way is the next solution, which we again store in p. The next
shortest path must again differ in some edge from the paths we already found. So we search
again, for all i, for a shortest path that shares the first i edges with the new p, but not the
(i + 1)th edge. To avoid rediscovering an old path, we also forbid other edges to appear in
the new path (lines 9–11). Correctness is proved in [41].
I Theorem 13 (Implicit in [41]). Given a graph G and nodes s, t, Algorithm 1 enumerates
all simple paths from s to t in polynomial delay.
Proof sketch. The original algorithm of Yen [41] finds, for a given G, s, t, and K ∈ N the
K shortest simple paths from s to t in G. Its only difference to Algorithm 1 is that it stops
when K paths are returned.
Yen does not prove that the algorithm has polynomial delay, but instead shows that the
delay is O(KN + N 3 ), where N is the number of nodes in G.10 Unfortunately, K can be
exponential in |G| in general. However, the reason why the algorithm has K in the complexity
is line 9, which iterates over all paths in A. If we do not store A as a linked list as in [41]
but as a prefix tree of paths instead, the algorithm only needs O(N 2 ) steps to complete the
entire for-loop on line 9 (without any optimizations). Indeed, if paths p and p0 share the first
i edges, they will share a path of length i from the root node in the prefix tree. So we can
find all forbidden i + 1th edges by forbidding all edges that start at the end of this path. We
therefore obtain delay O(N 3 ) from Yen’s analysis.
J
10

In [41], Section 5, he notes that computing path number k in the output costs, in his terminology,
O(KN ) time in Step I(a) and O(N 3 ) in Step I(b).
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Algorithm 1 Yen’s algorithm.
Input: Graph G = (V, E), nodes s, t
Output: The simple paths from s to t in G
1: A ← ∅
. A is the set of paths already written to output
2: B ← ∅
. B is a set of paths from s to t
3: p ← a shortest path from s to t in G
4: while p 6= null do
. As long as we find a path p
5:
output p
6:
Add p to A
7:
for i = 1 to |p| do
8:
G0 ← (V 0 , E 0 ), where V 0 = V \ V (p[0, i − 1]) and E 0 = E ∩ (V 0 × V 0 )
9:
for every path p1 in A with p1 [0, i − 1] = p[0, i − 1] do
10:
Delete the edge p1 [i − 1, i] in G0
11:
end for
. G0 now no longer has paths already in A
12:
Find a shortest path p2 from p[i, i] to t in G0
13:
Add p[0, i] · p2 to B
14:
end for
15:
p ← a shortest path in B
. p ← null if B = ∅
16:
Remove p from B
17: end while

6.1

Enumeration for Downward Closed Languages

Yen’s algorithm immediately shows that EnumSimPaths can be solved in polynomial delay
for languages that are closed under taking subsequences. Formally, we say that a language L
is downward closed if, for every word w = a1 · · · an ∈ L and every sequence 0 < i1 < · · · <
ik < n + 1, we have that ai1 · · · aik ∈ L.
I Proposition 14. EnumSimPaths is in polynomial delay for regular expressions r such that
L(r) is downward closed.
Proof sketch. Assume that (G, s, t) and r is an input for EnumSimPaths such that L(r) is
downward closed. Let N = (Q, Σ, δ, QI , QF ) be an NFA for r.
We change Algorithm 1 as follows. In line 3, instead of finding a shortest path p in G,
we first find a shortest path p in (G, s, t) × N . We then replace every node of the form
(u, q) ∈ V × Q in p by u.
In line 12 we need to find a shortest path in a product between (G0 , p[i, i], t) and N .
More precisely, let J = δ ∗ (lab(p[0, i])) and denote by NJ the NFA with initial state set J,
that is, (Q, Σ, δ, J, QF ). Then, in line 12 we first find a shortest path p2 from any node in
{(p[i, i], qi ) | qi ∈ δ ∗ (lab(p[0, i]))} to any node in {(t, qF ) | qF ∈ QF } in (G0 , p[i, i], t) × NJ .
We then replace every node of the form (u, q) ∈ V × Q in p2 by u.
J

6.2

Enumeration for STEs

We show that Theorem 6(a) – the FPT part – can be extended to enumeration problems.
We note that we do not need to show hardness, since the W[1]-hardness in Theorem 6(b)
already holds for the decision problems.
To this end, a parameterized enumeration problem is defined analogously as an enumeration
problem, but its input is of the form (x, k) ∈ Σ∗ × N. It is in FPT delay if there exists an
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algorithm that enumerates the output such that the time between two consecutive outputs is
bounded by f (k) · |(x, k)|c for a constant c and a computable function f . Notice that each
problem in polynomial delay is also in FPT delay.
I Remark. Yen’s algorithm makes two important calls to a black box algorithm for computing
a shortest path, namely on lines 3 and 12. (There is another call to “shortest path” on line 15,
but this one is only important for the ordering of the outputs and not for the correctness
of the algorithm.) We can show that the algorithm is also correct if these two calls simply
return a simple path instead of a shortest one. The main reason why this works is that no
simple path from s to t is a subpath of another simple path from s to t. Therefore, we do not
“lose” a path by enumerating them in this different order. Therefore, working on (G, s, t) × N
as in the proof of Proposition 14, Yen’s algorithm can be applied to any class of RPQs for
which we can compute simple paths on lines 3 and 12 sufficiently efficiently.
Using this idea, we can show the following.
I Theorem 15. Let R be a cuttable class of STEs. Then EnumSimPaths(R) is in FPT
delay.
To prove Theorem 15, we also need to show that the enumeration versions of PSimPath,
PSimPath≤ , and PSimPath≥ (from Section 5.1) are in FPT delay.
I Theorem 16. PEnumSimPaths, PEnumSimPaths≤ , and PEnumSimPaths≥ are in FPT
delay.
The proofs of the results in Theorem 16 are all along the same lines. We observe that the
FPT algorithms for the decision versions of the problems can be trivially adjusted to also
return a matching path if it exists. We also need to show that we can find simple paths
matching suffixes 11 in the language (for the adapted line 12 of Yen’s algorithm). This can
also be done here, essentially because the suffixes of the languages we need to consider again
can be solved with our FPT algorithms.

6.3

Data Complexity of Enumeration

Finally, we consider the data complexity of simple path enumeration. Bagan et al. [5] studied
the data complexity of SimPath and discovered a dichotomy w.r.t. a class Ctract of regular
languages.12 More precisely, although SimPath(r) can be NP-complete in general, it is in
PTIME if L(r) ∈ Ctract and NP-complete otherwise [5, Theorem 2]. Here, Ctract is defined
as follows.
I Definition 17 (Similar to [5], Theorem 4). For i ∈ N, we say that a regular language
L can be i-loop abbreviated if, for all w` , w, wr ∈ Σ∗ and w1 , w2 ∈ Σ+ we have that, if
w` w1i ww2i wr ∈ L, then w` w1i w2i wr ∈ L. We define Ctract as the set of regular languages L
such that there exists an i ∈ N for which L can be i-loop abbreviated.
We show that Bagan et al.’s classification also leads to a dichotomy w.r.t. polynomial
delay enumeration in terms of data complexity.

11
12

More precisely, we need language derivatives, sometimes also called Brzozowski derivatives.
They actually proved that there is a trichotomy: the third characterization is that SimPath is in AC0 if
L(r) is finite.

W. Martens and T. Trautner

19:15

I Theorem 18. In terms of data complexity,
(a) EnumSimPaths(r) can be solved in polynomial delay if L(r) ∈ Ctract and
(b) SimPath(r) is NP-complete otherwise.
Proof sketch. Part (b) is immediate from [5, Theorem 1]. For (a), our plan is to use Bagan
et al.’s algorithm for simple paths (which we call BBG algorithm) as a subroutine in Yen’s
algorithm. We call BBG in lines 3 and 12, so that the algorithm receives
(i) a simple path from s to t that matches r in line 3 and
(ii) a simple path p2 from p[i] to t such that p[0, i] · p2 matches r in line 12,
respectively. Change (i) to Yen’s algorithm is trivial. Change (ii) can be done by calling BBG
with (G0 , p[i], t) for the language of the automaton NJ in the proof of Proposition 14.
J
The algorithm for Theorem 18(a) can even be adapted to output paths in increasing length
or radix order.
I Remark (STEs versus Ctract ). Notice that every STE is in Ctract . Therefore, the data
complexity of their evaluation problem is in PTIME (and in polynomial delay for the
enumeration version). Since Ctract is a much bigger class than STEs, it is remarkable that,
in Table 1, all expressions in Ctract are unions of STEs.

7

Conclusions

Our main result shows a dichotomy on the parameterized complexity of evaluating simple
transitive expressions (STEs), which are a class of regular expressions powerful enough to
capture over 99% of the RPQs occurring in a recent practical study [8].
The central property that we require for a class of expressions so that evaluation is in
FPT is cuttability, i.e., constant cut borders (also see Figure 1). Looking at Table 1, we see
that the cut borders for expressions in practice are indeed very small: it is one for a∗ b, two
for abc∗ , and zero in all other cases.
Therefore, although the simple path semantics of RPQs is known to be hard in general, it
seems that the RPQs that users actually ask are much less harmful. In fact, since the vast
majority (over 99%) of expressions in Table 1 has cut borders of at most two, our FPT result
in Theorem 6 implies that evaluation for this majority of expressions is in polynomial time
combined complexity. Furthermore, matching paths can be enumerated in polynomial delay.
(Recall that, if P 6= NP, this is impossible even for fixed expressions: evaluation for a∗ ba∗ or
(aa)∗ under simple path semantics is NP-complete.)
Finally, we note that this paper investigated evaluation for node-distinct paths. Preliminary
work shows that our techniques can also be applied for edge-distinct paths [28]. More precisely,
there is a similar dichotomy for edge-distinct paths, with subtle differences. For instance,
evaluation for ak b∗ under edge-distinct path semantics is in FPT, whereas it is W[1]-hard
under node-distinct (i.e., simple) path semantics.
We also noticed that our techniques extend beyond the class of STEs. For instance, we can
also prove that, for every constant c and word w with |w| = c, the problem SimPath(ak w?a∗ )
with parameter k is in FPT. We believe that it would be very interesting to understand to
which extent cuttability can be used to obtain FPT results for larger classes of RPQs (such
as unions of STEs).
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Figure 2 Internal structure of each of the gadgets Gi,j .

A

Appendix

We present a proof sketch for Theorem 11. We will do an fpt-reduction, which we define next.
If L and L0 are two parameterized problems, an fpt-reduction from L to L0 is an algorithm
R that, given an instance (x, k) of L, outputs an instance (x0 , k 0 ) of L0 such that
(x, k) is a yes-instance of L if and only if (x0 , k 0 ) is a yes-instance of L0 ,
k 0 ≤ g(k) for some computable function g, and
the running time of R is f (k) · |x|O(1) for some computable function f .
I Theorem 11. PTwoDisjointPaths is W[1]-hard.
Proof sketch. We reduce from k-Clique, which is well known to be W[1]-complete [15,
Corollary 3.2]. Let G = (V, E) be an undirected graph and assume w.l.o.g. that V =
{1, . . . , n}.
The reduction consists of two steps. In the first step, we will construct a two-colored
graph G0 , nodes sa , ta , sb , tb , and parameter k 0 ∈ Θ(k 2 ) such that G has a k-clique if
and only if (G0 , sa , ta , sb , tb , k 0 ) ∈ PTwoColorDisjointPaths. The graph G0 will have O(k 2 n)
nodes. In the second step, we will construct a graph G00 and nodes s1 , t1 , s2 , t2 such
that (G0 , sa , ta , sb , tb , k 0 ) ∈ PTwoColorDisjointPaths if and only if (G00 , s1 , t1 , s2 , t2 , k 0 ) ∈
PTwoDisjointPaths. The graph G00 will have O(k 4 n) nodes.
We now explain the construction of G0 . It contains kn gadgets Gi,j with i = 1, . . . , k and
j = 1, . . . , n, each consisting of 2(k + 1) nodes. Gadgets will be ordered in k rows, where row
i has the gadgets Gi,1 , . . . , Gi,n . Furthermore, G0 contains k + 1 additional nodes r1 , . . . , rk+1
that link the rows together, and k + 1 + k(k − 1)/2 control nodes c1 , . . . ck+1 and ci1 i2 with
1 ≤ i1 < i2 ≤ k that will limit the number of disjoint paths from row i − 1 to row i or from
row i1 to i2 , respectively. (To be fair, c1 and ck+1 do not link rows together but just serve
as start and end-nodes.) We define sa = c1 , ta = ck+1 , sb = r1 , and tb = rk+1 .
a
We will now explain how the nodes are connected in G0 . We will denote by u → v that
there is an a-edge from u to v (similar for b-edges). Each gadget contains a disjoint copy
of 2(k + 1) nodes which we call u1 , u2 , . . . , uk+1 and v1 , v2 , . . . , vk+1 . To simplify notation,
we sometimes give these nodes the same name (e.g., in Figures 3, 4, and 5), even though
they are different. One such gadget is depicted in Figure 2. To avoid ambiguity, we may also
a
refer to node u` in gadget Gi,j by Gi,j [u` ]. Each gadget contains edges u` → v` (for every
b

b

` = 1, . . . , k + 1) and u` → u`+1 and v` → v`+1 (for every ` = 1, . . . , k).
We now explain how the gadgets Gi,j are connected within the same row, see Figure 3. In
b

b

each row i ∈ {1, . . . , k}, node ri has two outgoing edges ri → Gi,1 [u1 ] and ri → Gi,2 [v1 ]. We
b

b

also have two incoming edges for ri+1 , namely Gi,n−1 [uk+1 ] → ri+1 and Gi,n [vk+1 ] → ri+1 .
b

b

Furthermore, we have the edges Gi,j [uk+1 ] → Gi,j+1 [u1 ] and Gi,j [vk+1 ] → Gi,j+1 [v1 ] for
b

every j = 1, . . . , n − 1. We also add edges Gi,j [uk+1 ] → Gi,j+2 [v1 ] for every j = 1, . . . , n − 2.
We now explain how the gadgets Gi,j are connected in different rows via the control
nodes ci and ci1 i2 (Figure 4). We first consider the edges from row i to i + 1. In each
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Figure 3 The b-edges in row i. The internal structure of the Gi,j is as in Figure 2.
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Figure 4 The a-edges from row i to row i + 1. (We assume n = 3 in the picture).
a

row i = 1, . . . , k − 1, and every j = 1, . . . , n, we add the edges Gi,j [vk+1 ] → ci+1 and
a
a
a
ci+1 → Gi+1,j [ui+2 ]. Furthermore, we add the edges c1 → G1,j [u2 ] and Gk,j [vk+1 ] → ck+1 .
a
We connect two rows i1 , i2 , with 1 ≤ i1 < i2 ≤ k, by adding the edges Gi1 ,j [vi2 ] → ci1 i2 , and
a
ci1 i2 → Gi2 ,j [ui1 ] for all j = 1, . . . , n.
a
The edges in G are modeled in G0 by adding the edge Gi2 ,x [vi1 ] → Gi1 ,y [ui2 +1 ] if and
only if 1 ≤ i1 < i2 ≤ k, x 6= y, and (x, y) ∈ E. This is illustrated in Figure 5.
Finally, we define k 0 = k(k − 1)/2 · 5 + 3k.
This concludes the construction of G0 . We denote by G0a the subgrapn of G0 that contains
only the a-edges.
I Lemma 19. The graph G0a has the following properties:
(a) G0a is a DAG. Moreover, there is a strict total order <c on all control nodes C such that,
for every path from a node v ∈ C to another node v 0 ∈ C where no intermediate vertex
is in C, node v 0 is the successor of v in <c .
(b) Each path in G0a has length exactly k 0 if and only if it is from c1 to ck+1 .
(c) Each path in G0a of length k 0 visits all control nodes, i.e., it contains all ci and ci1 i2 , with
i ∈ {1, . . . , k + 1} and 1 ≤ i1 < i2 ≤ k.
a
(d) Each path in G0a of length k 0 has at least one edge u` → v` in every row of G0a .
We omit the proof of Lemma 19 due to space constraints.
We prove that (G, k) ∈ k-Clique if and only if (G0 , k 0 ) ∈ PTwoColorDisjointPaths. Let us
first assume that the undirected graph G has a k-clique with nodes {n1 , . . . , nk }. Then an
a-path can go from c1 to ck+1 using only the gadgets Gi,ni with i = 1, . . . , k. The reason is
a
that, since (ni1 , ni2 ) ∈ E, the edges Gi2 ,ni2 [vi1 ] → Gi1 ,ni1 [ui2 +1 ] exist for all i1 ≤ i2 . Due to
Lemma 19(b), this path has exactly k 0 edges. The b-path, on the other hand, can go from
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Figure 5 The a-edges in the gadgets and between gadgets Gi1 ,y , Gi1 ,z and Gi2 ,x , with i1 < i2 − 1,
under the assumption that (x, y) ∈ E and (x, z) ∈
/ E.

r1 to rk+1 and skip exactly Gi,ni for all i = 1, . . . , k (using the diagonal edges in Figure 3).
Since it skips these Gi,ni , it is node-disjoint from the a-path and therefore we have a solution
for PTwoColorDisjointPaths.
For the other direction let us assume that there exists a simple a-path pa from c1 to
ck+1 and a simple b-path pb from r1 to rk+1 in G0 such that pa and pb are node-disjoint and
pa has length k 0 . We show that G has a k-clique. Since every b-path from r1 to rk+1 goes
through each row, that is, from ri to ri+1 for all i = 1, . . . , k, this is also the case for pb . By
construction pb must also skip exactly one gadget in each row, using the diagonal edges in
Figure 3. Furthermore, for each gadget Gi,j that pb visits, it must be the case that it either
visits all nodes u1 , . . . , uk+1 or all nodes v1 , . . . , vk+1 . (This is immediate from Figure 2,
showing all internal edges of a gadget.) Therefore, since pa and pb are node-disjoint, the
pa cannot visit any gadget Gi,j already visited by pb . Therefore, pa , which goes from c1 to
ck+1 , can only do so through the k skipped gadgets, call them Gi,ni for i = 1, . . . , k. Recall
that the edges between the gadgets Gi2 ,ni2 and Gi1 ,ni1 only exist if (ni1 , ni2 ) ∈ E. As these
edges are necessary for the existence of the a-path from c1 to ck+1 that uses only the skipped
gadgets, all nodes ni must be pairwise adjacent in G. That is, they form a clique of size k in
G. This completes the first step of the reduction.
We now explain the second and final step. We construct the graph G00 from G0 by
replacing each b-edge with a b-path of length k 0 . (Even though PTwoDisjointPaths does not
care about a-edges or b-edges, we keep them to simplify the reasoning in the remainder of
the proof.) We define s1 = sa , t1 = ta , s2 = sb , and t2 = tb .
I Observation 20. In G00 , we have that
(a) every path from c1 to ck+1 has length at least k 0 and
(b) every path from c1 to ck+1 has length exactly k 0 if and only if it is an a-path.
We prove the observation using Lemma 19(b). For part (a) we have two cases. If a path
from c1 to ck+1 is an a-path, the result is immediate from Lemma 19(b). If it uses at least
one b-edge, then it uses at least k 0 b-edges by construction. Thus, the path will have length
at least k 0 .
For part (b), if a path from c1 to ck+1 has length exactly k 0 , it uses at least one a-edge
since ck+1 only has incoming a-edges. If it used at least one b-edge, it would therefore use at
least k 0 + 1 edges which contradicts that the length is k 0 . The converse direction is immediate
from Lemma 19(b). This concludes the proof of Observation 20.
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We show that (G0 , sa , ta , sb , tb , k 0 ) ∈ PTwoColorDisjointPaths if and only if (G00 , s1 , t1 , s2 ,
t2 , k 0 ) ∈ PTwoDisjointPaths. If (G0 , sa , ta , sb , tb , k 0 ) ∈ PTwoColorDisjointPaths, then we can
use the corresponding paths in G00 (where we follow the longer b-paths in G00 instead of the
b-edges in G0 ).
Conversely, if (G00 , s1 , t1 , s2 , t2 , k 0 ) ∈ PTwoDisjointPaths, it follows from Observation 20
that p1 can only use a-edges. We now show that the path p2 from r1 to rk+1 can only use
b-edges, that is, we show that it cannot use a-edges. There are three types of a-edges in G00 :
(i) the ones from and to control nodes, (ii) “upward” edges that connect row i2 to row i1
with i1 < i2 , and (iii) edges from u` to v` in one gadget.
Notice that, by construction, p2 must visit nodes in row 1 and later also nodes in row k.
To do so, p2 cannot use edges from or to control nodes (type (i)), since, due to Lemma 19(c),
p1 already visits all control nodes. So p2 cannot go from row i to a row j with i < j via
a-edges. This means that, if i < j, then p2 can only go from row i to row j through ri+1
(and through nodes in row i + 1), since every remaining path from row i to a larger row
goes through ri+1 . So, in order to go from row 1 to row k, path p2 needs to visit all nodes
r2 , . . . , rk , in that order. This means that it is also impossible for p2 to use edges of type
(ii). Indeed, if p2 were to use an edge from row j to row i with j > i, then it would need to
visit ri+1 a second time to arrive back in row j. Finally, if p2 used an edge of type (iii) in
row i, then, by construction, it would have to visit every gadget in this row. But since p1
already uses at least one edge from u` to v` in each row, see Lemma 19(d), this means that
p2 cannot be node-disjoint with p1 . This completes the proof.
J
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certain class satisfying the property that, for every (r, s) ∈ R × S, f (r, s) = 1 if and only if r and
s are a match.
Past research is accustomed to running a learning algorithm directly on all the labeled (i.e.,
match or not) pairs in R×S. This, however, suffers from the drawback that even reading through
the input incurs a quadratic cost. We pursue a direction towards removing the quadratic barrier.
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This paper provides evidence on the feasibility of the new direction, by showing how to
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1

Introduction

Entity matching has garnered considerable attention from the database community (representative works: [7, 13, 15, 21, 22, 23]). Generally speaking, the objective is to determine
whether two objects o1 and o2 belong to the same entity, e.g., “are the two voice recordings by
the same person?”. For this purpose, we are given training sets R and S such that, each pair
(r, s) ∈ R×S carries a label, indicating whether r matches s. The goal of learning is to produce
a classifier of a certain type that correctly decides the matching results for all (r, s) ∈ R × S.
This classifier will then be applied to new, unknown, object pairs (o1 , o2 ) ∈
/ R × S.
The literature on entity matching is accustomed to applying a learning algorithm directly
on the labeled R × S. This suffers from the drawback that even reading R × S itself forces a
quadratic cost. This issue has been recognized; for instance, [21] stated that “the resulting
quadratic complexity is inefficient for large datasets even on cloud infrastructures.” In practice,
it is commonly dealt with using the so-called “blocking technique” (e.g., [13, 21, 22, 23]),
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which relies on heuristic rules to divide R and S into blocks, such that only objects from
the same block can possibly match each other (e.g., a block includes the male recordings,
while the female recordings form another block). This technique, however, offers no provable
improvement in theory.
We will pursue a different direction towards removing the quadratic pitfall. The fundamental observation is that often times the non-matching pairs in R × S by far out-number
the matching ones. So, why not supply only R, S, and the set T of matching pairs in R × S?
Conceptually, nothing is lost because if (r, s) ∈ R × S does not appear in T , it must be
a non-matching pair. The hope is that we can design algorithms that produce precisely
the same learning result, but with cost proportional to |R| + |S| + |T |, thus harvesting a
significant gain when |T |  |R||S|. Algorithmically, this is essentially asking: is it possible
to carry out the learning without enumerating R × S?
This paper will establish theoretical evidence on the feasibility of this direction. We will
look at a specific form of entity matching—called entity matching with linear classification—
where the classifier is a multi-dimensional plane separating matching and non-matching
pairs. We will achieve the purpose on coarse-grained parallel computing platforms (e.g.,
MapReduce [10] and Spark [29]), responding to the need of deploying such platforms for
large-scale learning. Our algorithmic endeavor will require us to attack several fundamental
geometric problems as well. Next, after introducing the computation model, we will formally
define all the relevant problems, and then present our results.

1.1

The Computation Model

We will work under the massively parallel computation (MPC) model due to its popularity
in the database area [1, 3, 4, 5, 19, 20, 24, 25]. In this model, p machines are interconnected
in a network. An algorithm runs in rounds, each of which has two phases. In the first phase,
every machine carries out computation locally, whereas in the second phase, the machines
exchange information over the network. Specifically, a machine u can send messages to
arbitrary machines in the second phase, as long as u has prepared those messages in the first
phase (of the same round). This means, for example, that u is not allowed to decide what to
send based on what is received in this round.
The performance of an algorithm is measured by (i) the amount of network communication,
and (ii) The number of rounds executed. The first metric, specifically, is measured in load.
Formally, the load of a round equals maxpi=1 λi where λi is the number of words communicated
(sending and receiving combined) by the i-th machine in this round. The load of the algorithm
equals the maximum load of all the rounds executed. In the early development of the model,
research concentrated on algorithms that perform an exceedingly small number (e.g., 1 or
2) of rounds [2, 3, 25], because old MapReduce implementations suffered from expensive
system-level overhead in executing a round. Such overhead has been considerably reduced in
today’s systems [14, 29], making it feasible for algorithms to perform more (but preferably
O(1)) rounds [1, 4, 19, 20, 24, 28]. This is especially true when additional rounds help to
reduce the load by significant factors.
Several remarks are in order. By default, at the beginning of an MPC algorithm, the
input is distributed on the p machines at the will of an adversary, but in a balanced manner,
i.e., each machine stores O(N/p) elements, where N is the input size. Some of our algorithms
drop the “balanced” requirement, and instead allow an arbitrarily uneven distribution of the
N elements onto the p machines. All the previous work on the MPC model considers the
value of p to be less than the input size N by a polynomial factor. Our analysis will assume
p ≤ N 0.9 . The constant 0.9 is not mandatory, and can be replaced by any constant less than 1

Y. Tao

20:3

by adjusting the constants in our analysis accordingly. We assume that every number (from
either the input or intermediate computation) fits in a word. All our algorithms transmit a
number always as a whole word, while we allow the transmission of individual bits in proving
lower bounds. Regarding CPU calculation, our algorithms will use only comparisons, +, −,
·, and /. Finally, when we say that a randomized algorithm succeeds “with high probability”
(w.h.p.), we mean that its failure probability is O(1/N 2 ).

1.2

Definition of the Main Problem

We consider entity matching between two sets R, S of objects whose similarity is reflected
by absolute coordinate differences in a multi-dimensional space (the dimensions are the
extracted features based on which learning is performed). Formally, let R and S each be
a set of points in Rd . Denote the coordinate of a point q ∈ Rd on dimension i ∈ [1, d]
as q[i]. Each pair (r, s) ∈ R × S defines a d-dimensional point q(r,s) whose coordinate on
dimension i ∈ [1, d] is q(r,s) [i] = |r[i] − s[i]| that is, q(r,s) captures the similarity of r and s
on the d dimensions. Let QR,S be the (perhaps multi-) set of points thus obtained, namely:
Q(R,S) = {q(r,s) | (r, s) ∈ R × S}. Each q(r,s) ∈ Q(R,S) carries a label of either 1 or 0,
indicating whether r and s are a match. Define:
T(R,S)

= {(r, s) ∈ R × S | label of q(r,s) = 1},

that is, T(R,S) contains all and only the matches between R and S. We are now ready
to clarify the input and output of the entity matching with linear classification (EMLC)
problem:
Input: R, S, and T(R,S) .
Output: A linear plane π such that the label-1 points of Q(R,S) fall on one side of π,
while the label-0 points on the other. If such a separation plane does not exist, the output
is NULL.

1.3

Our Results: The Main and Accompanying Problems

The main result of the paper is:
I Theorem 1. Set N = |R| + |S| + |T(R,S) | for the EMLC problem in Rd with d =
O(polylog N ). There is a dO(1) -round MPC algorithm that solves the problem w.h.p. with
√
load dO(d) · N log N /p.
The result is most appealing when the dimensionality d is a fixed constant, in which case
√
our algorithm performs constant rounds with load O(N log N /p). The theorem confirms the
superiority of accepting R, S, and T(R,S) as the input to EMLC (rather than Q(R,S) ) when
|T(R,S) |  |R||S|. Indeed, even just “uploading” the labeled Q(R,S) onto the p machines will
entail a network cost of Ω(|R||S|/p) on at least one machine1 . The algorithm in Theorem 1
combines new MPC solutions to several geometric problems, as explained below.
Pd
Linear Programming (LP). Define a half-space h in Rd as the set {q ∈ Rd | i=1 αi · q[i] ≥
β}, where real numbers α1 , α2 , ..., αd and β are the coefficients of h. The input to LP
is a set H of N half-spaces. Let I(H) be the intersection of all the half-spaces in H.
The objective is to (i) determine whether I(H) is empty, and (ii) if not, report a point
q ∈ I(H) with the smallest q[1] (i.e., minimize the coordinate on dimension 1).
1

Remember that Q(R,S) is a set of labeled points; and the labeling depends on the underlying application,
and does not need to follow any geometric patterns. Thus, Q(R,S) cannot be computed from R and S.
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We are not aware of existing results in the MPC model, but the problem has been well studied
in PRAM (see [11, 17] for a collection of results). The focus of those algorithms, however,
is to minimize “work”2 , rather than communication. In particular, for constant d, when
N/p
adapted to finish within constant rounds under MPC, they all have a load of Ω( polylog
N ).
We will prove:
I Theorem 2. Suppose that the dimensionality d is O(polylog N ). Fix any constants , δ
satisfying δ >  > 0 and p ≤ N δ− . There is a dO(1) -round MPC algorithm which solves the
LP problem w.h.p. with load O(N δ /p). Furthermore, this is true even if the half-spaces are
distributed on the p machines arbitrarily at the beginning (i.e., perhaps unevenly).
The theorem may appear a bit unusual such that it is worth offering a guided tour,
assuming d = O(1) for simplicity:
First, look at the realistic scenario where p = O(polylog N ). In this case, the theorem
essentially says that LP can be settled in constant rounds with load O(N δ /p), for
arbitrarily small constant δ > 0 (simply set  = δ/2).
Consider now the less realistic scenario where p = Θ(N c ) for some constant c > 0. The
theorem tells us that the load is O(N c+ /p) = O(N  ) for arbitrarily small constant  > 0
(set δ = c + ).
In all circumstances, Theorem 2 asserts that LP can be settled with a load polynomially
N/p
less than N/p. Recall that Ω( log
N ) is a load lower bound for numerous problems under
the MPC model, e.g., sorting [16], set intersection [27], equi-joins [19], etc. It is thus
interesting to see that a problem as sophisticated as LP requires far less communication.
The theorem does not require a balanced distribution of the input on the p machines.
This is a nice property when the input is produced by a preceding operator (e.g., a join)
which may leave a huge number—in the worst case Ω(N )—of half-spaces on one machine.
Batched Range Counting (BRC). In Rd , define R as a set of axis-parallel rectangles, and
S as a set of points. The objective of BRC is to report, for every rectangle r ∈ R, the
number |r ∩ S| (i.e., how many points of S are covered in r).
Set N = |R| + |S|. For constant d, Hu et al. [19] recently presented a constant-round
algorithm with load O((N/p) logd−1 p). We improve their result to optimality:
I Theorem 3. There is an O(d)-round deterministic MPC algorithm that solves the BRC
problem with load dO(d) · N/p. Furthermore, any constant-round deterministic algorithm
must entail a load of Ω(N/p) when d = 2.
Dominance Join (DJ). In Rd , let R and S be two sets of points. The objective of DJ is to
report all pairs (r, s) ∈ R × S such that s dominates r (namely, s[i] ≥ r[i] for all i ∈ [1, d]).
An algorithm is α-out-balanced if each machine produces at most α · OUT/p result pairs,
where OUT is the total number of result pairs.
Let N = |R| + |S|. For constant
d, Hu et al. [19] proposed a constant-round algorithm
p
with load O((N/p) logd−1 p + OUT/p) (there was no discussion on α-out-balance in [19]).
We prove:

2

The work of a PRAM algorithm is the product of (i) the number of steps performed and (ii) the number
of processors deployed.
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I Theorem 4. For the DJ problem, there is a dO(d) -out-balanced deterministic MPC algorithm
that performs O(d2 ) rounds, and incurs load dO(d) · (N + OUT)/p.
For constant d, our algorithm does not always improve the load of [19], but it does
whenever OUT = o(N logd−1 p). This is especially useful when OUT is small and has no
dependence on d, as is indeed what we rely on to prove a “dimensionality-oblivious” load of
√
O(N log N /p) for EMLC under any constant d (see Theorem 1). Adopting the algorithm
of [19] instead will introduce a multiplicative factor of logO(d) p.

2

Preliminaries

-Nets and Its Application to LP. We will review some useful results on LP. Let H be a
set of d-dimensional planes. An -net of H is a subset X ⊆ H with the following property:
any point q ∈ Rd that appears in at least |H| half-spaces of H, must be in at least one
half-space of X.
I Lemma 5 (Theorem 5.7.3 of [26]). Consider an integer r ∈ [4d, N ] and a value ∆ ∈ (0, 1/2]
satisfying r ≤ 1/∆. Let X be a set of O(d · r log(1/∆)) samples from H taken uniformly at
random with replacement. Then, X is a (1/r)-net of H with probability at least 1 − O(∆).
The next corollary follows directly from the above lemma and the definition of -net (by
considering the complement of each half-space in H and X):
I Corollary 6. The following property holds with probability at least 1 − O(∆) on the sample
set X in Lemma 5: any point q ∈ Rd inside I(X) (i.e., the intersection of the half-spaces in
X). can be outside less than N/r half-spaces in H.
The next result we review concerns an elegant framework for solving the LP problem. At
the beginning, take an arbitrary subset X0 of H. In general, given a subset Xi of H (for
i ≥ 0), we perform an iteration as follows. First, solve the LP problem on Xi . If I(Xi ) is
empty, stop the algorithm and return empty. Otherwise, let φi be the solution point found.
If i = d + 1, return φd+1 (for the original LP problem). If i < d + 1, collect the set Yi of
half-spaces in H that do not contain φi . Launch the next iteration with Xi+1 = Xi ∪ Yi .
The lemma below states an interesting fact:
I Lemma 7 ([8]). Regardless of X0 , the above algorithm always solves the problem correctly.
The previous two lemmas constitute the core idea behind a number of LP algorithms
(e.g., [8, 6, 17]). The version below is based an original proposition from [8], but includes
optimization from [6]. Simply choose X0 to be a randompsample set (with replacement)
√
of size O(d · N log N ). Applying Lemma 5 with r = Θ( N/ log N ) and ∆ = 1/N 3 , we
know that X0 has the property stated in Corollary 6 with probability at least 1 − 1/N 3 .
The fact X0 ⊆ Xi (i ≥ 1) implies that every Xi also has this propertiy w.h.p. Hence,
√
w.h.p., |Yi | = O(N/r) = O( N log N ) holds for every i ∈ [1, d], which in turn tells us that
√
|Xi | ≤ |X0 | + i · N/r = O(d · N log N ) for all i ∈ [1, d + 1].
The above description essentially reduces an LP problem of size N to d + 1 smaller
√
problems each with size O(d · N log N ). Standard analysis shows that, when d is a constant,
the running time is O(N ) w.h.p. in the RAM model.
Broadcasting in MPC. Suppose that the machines carry ids 1, 2, ..., p. In designing an
algorithm, we often need to send information from one or more machines to several machines
in a continuous id range. The lemma below explains the cost when there is one source
machine:
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Lemma 8 ([18]). If a machine needs to broadcast x words to y machines in a continuous
range, this can be done in constant rounds with load
O(x) if x ≥ y c for an arbitrarily small constant c > 0;
O(y c ) otherwise, where c > 0 is an arbitrarily small constant.
This implies the next result for the case when there are multiple source machines:

I Corollary 9. Suppose that z machines are holding in total x words of messages. In constant
rounds, these x words can be broadcast to y machines in a continuous id range with load
O(x + y c ), where c > 0 is an arbitrarily small constant (this holds regardless of the value of
z).
Proof. In one round, instruct all the z machines to send their messages to one machine,
which requires load O(x). Then, the recipient machine broadcasts all the words to the y
machines. The previous lemma indicates that this can be done with constant rounds and
load O(x + y c ).
J

3

Linear Programming in MPC

We will prove Theorem 2 in this section. As before, let H be the input set of N half-spaces
in Rd , and I(H) be their intersection. The goal is to find a point q ∈ I(H) with the smallest
coordinate on dimension 1. We will give a dO(1) -round MPC algorithm with load O(N  )
which is O(N δ /p), for the selection of δ and  as in Theorem 2. Our algorithm for LP can
be thought of as an efficient implementation of the framework described in Section 2. The
main idea is to do away with the default requirement of MPC that, the input should be
distributed onto the machines evenly. Indeed, the requirement does not even allow us to
distribute X1 = X0 ∪ Y0 (as defined in Section 2) for recursion, because this would lead to a
√
load of Ω(d N log N /p). We circumvent this obstacle by sampling in an “in-place” manner
(keeping the samples on the original machines), and performing the recursion anyway in spite
of an unbalanced input distribution.

3.1

In-Place Sampling

Suppose that there is a set X of elements that are distributed on p machines in an arbitrary
manner (not necessarily balanced). We want to take t samples from X uniformly at random
with replacement. If an element e ∈ X is sampled te times, we indicate the fact by storing
the count te on the machine where e is stored. No elements need to be moved across the
machines.
The above purpose can be fulfilled in O(c) rounds with load O(p1/c ), for any constant
c ≥ 1. This holds regardless of |X| and t. We can organize the p machines arbitrarily into a
tree where each internal node, except possibly the root, has Θ(p1/c ) child nodes. The height
of the tree is O(c). The level of a node is the number of edges on its path to the root (the
root is at level 0).
Let X(u) be the set of elements stored on node (i.e., a machine) u. In the first step, each
node (i.e., a machine) u obtains the number—denoted as xu —of elements of X that are
stored in the subtree rooted at u. This is trivial if u is a leaf because xu is simply |X(u)|.
Inductively, after a node v at level i ≥ 1 has acquired xv , it sends xv to its parent u (at level
i − 1). Node u then sums up the numbers from its child nodes, together with |Xu |, to obtain
xu . This bottom-up process takes O(c) rounds to finish, and has a load equal to the internal
fanout O(p1/c ).
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In the second step, each node u decides the number tu of samples to be taken from Xu .
This can be done in a top-down manner. Suppose, inductively, that a node u at level i ≥ 0
has been informed that yu samples should be from the subtree rooted at u (for the base case
of induction, u is the root, and yu = t). Then, u generates yu independent integers uniformly
at random from [1, xu ]. Remember that, from the previous step, u has already obtained xv
P
for every child v, and that |Xu | + v xv = xu . Hence, from the yu random integers, u can
generate tu , as well as yv for each child v. This step also has O(c) rounds and load O(p1/c ).
Now that every machine u knows tu , it performs the sampling locally at Xu , which
completes the in-place sampling.

3.2

The LP Algorithm

The core of our algorithm can be summarized as:
I Lemma 10. Fix a sufficiently large integer N , an integer d = O(polylog N ), and a constant
satisfying 0 <  < 1. Consider that we are given an LP problem of size n ∈ [N  , N ].
Available to us is an algorithm A1 that is capable of solving any LP problem of a smaller
√
size m = O(d n log N ) with probability at least 1 − ∆A1 , even if the input is distributed on
the p machines arbitrarily. Suppose that A1 performs ρ(m) rounds, and incurs load λ(m).
Then, for the LP problem on size n, there is an O(d) + (d + 1) · ρ(m)-round algorithm
A2 that, with probability at least 1 − (1/N 3 + O(d · ∆A1 )), solves the problem with load
max{O(d + p ), λ(m)}, regardless of how the input is distributed on the machines initially.
Before proving the lemma, let us first explain how it leads to Theorem 2. Here, set N to
the input size of the original LP problem, and d to the problem’s dimensionality, and take
the value of  from Theorem 2. Given an LP problem with input size n ≤ N , we do the
following:
If n ≤ N  /d, simply send all the half-spaces to one machine, and solve the problem there
(with probability 1). Requiring apparently only ρ(n) = 1 round and load λ(n) = O(N  ),
this serves as the base algorithm A1 for the recursion Lemma 10 implies.
Otherwise, apply the algorithm A2 in Lemma 10, which performs ρ(n) = O(d) + (d + 1) ·
ρ(m) rounds, and requires load λ(n) = max{O(d + p ), λ(m)}. Effectively, the algorithm
solves d + 1 smaller problems of size at most m.
To settle the original LP problem, simply run the above algorithm on H. For performance
analysis, we need to solve the above recurrences in order to obtain ρ(N ) and λ(N ).
√
Notice that m = O(d n log N ) ≤ n0.51 for N larger than a certain constant, applying
d = O(polylog N ) and n ≥ N  . We compute ρ(n) by recursively computing d + 1 copies
of ρ(m) until n ≤ N  /d. The recursion tree triggered by ρ(N ) has a depth of O(log(1/)),
and contains (d + 1)O(log(1/)) = dO(1) nodes. As a result, ρ(N ) = O(d) · dO(1) = dO(1) . The
analysis of λ(N ) is much simpler: by (i) d = polylog(N ), and (ii) λ(n) = O(N  ) in the base
case (n ≤ N  ), we know that max{O(d + p ), λ(m)} is always λ(m). Therefore, we have
λ(N ) = O(N  ).
Our algorithm fails if, in any application of Lemma 10, A2 fails. The above analysis
indicates that Lemma 10 is applied dO(1) times in total. Hence, we guarantee that the
algorithm fails with probability dO(1) · O(d/N 3 ) = o(1/N 2 ), as desired in Theorem 2.
Proof of Lemma 10. It suffices to combine in-place sampling with the ideas reviewed in
Section 2. No half-spaces of H need to be moved from one machine to another. For each
machine u and any subset X ⊆ H, we denote by X(u) the set of half-spaces in X that are
stored at u.
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To solve the given LP problem of size n, first perform in-place sampling to obtain a
√
sample set X0 of size O(d n log N ). It follows from Section 3.1 that the sampling takes

3
O(1/)
p = O(1) rounds and incurs load O(p ). Applying Lemma 5 with ∆ = 1/N and
r = n/ log(1/∆), we know that X0 has the property in Corollary 6 with probability at
least 1 − 1/N 3 .
In general, given a subset Xi of H (i ≥ 0) which is not necessarily evenly distributed
on the machines, an iteration invokes algorithm A1 to solve the LP problem on Xi with
probability at least 1 − ∆A1 . If I(Xi ) is empty, stop the algorithm and return empty.
Otherwise, let φi be the solution point found. If i = d + 1, return φi . Now consider i < d + 1,
the machine holding φi broadcasts the point to all other machines in constant rounds with
load O(d + p ) (Lemma 8). Each machine u identifies the set Yi (u) of half-spaces that are in
S
H(u) and do not contain φi . This, conceptually, defines Yi = u Yi (u) and Xi+1 = Xi ∪ Yi .
The next iteration is then launched with Xi+1 .
When X0 has the property in Corollary 6, by the reasoning mentioned in Section 2, we
√
know that Xi ≤ |X0 | + i · n/r = O(d n log N ) for all i ∈ [1, d + 1]. Therefore, each iteration
requires O(1) + ρ(m) rounds and incurs load max{O(d + p ), λ(m)}. The number of rounds
of all iterations is O(d) + (d + 1) · ρ(m). The algorithm correctly solves the LP problem with
probability at least 1 − (1/N 3 + (d + 1)∆A1 ). This completes the proof of Lemma 10.

4

Batched Range Counting

This section will be mainly concerned with:
Batched Dominance Counting (BDC). In Rd , let R and S be two sets of points. The
objective is to report, for each point r ∈ R, the number of points s ∈ S such that r
dominates s (namely, r[i] ≥ s[i] for all i ∈ [1, d]).
Set N = |R| + |S|. We will give an MPC algorithm that solves the above problem in
O(d) rounds with load dO(d) · N/p. Our technique is bootstrapping in nature. First, design a
base algorithm that performs constant rounds and has load O(pd + d2 · N/p). This load is
acceptable only when p is small, but otherwise can be rather expensive (e.g., for p = N 0.9 ).
To fix this, we recursively partition the problem, until the number of machines in each
subproblem is small enough to apply the base algorithm with an acceptable load. The details
will be presented in Sections 4.1 and 4.2. Load O(N/p) is asymptotically optimal for constant
d, as shown in Section 4.3 via a reduction from sparse set disjointness. These BDC results
will then imply Theorem 3, as explained in Section 4.4.

4.1

A Base Algorithm with Load O(pd + d2 · N/p)

For each dimension i ∈ [1, d], divide the space Rd into p slabs using p − 1 planes perpendicular
to the dimension, such that each slab has Θ(N/p) points of the input R ∪ S. These slabs are
said to be on dimension i. The slab boundaries of all dimensions together define a grid of pd
cells. Count the number of points of S in each cell. We want to give every machine a copy of
all the pd counts (i.e., one per cell). It is fundamental to do so in constant rounds with load
O(pd + dN/p).3 A point s ∈ S dominated by a point r = (r[1], ..., r[d]) ∈ R must appear

3

The slab boundaries on each dimension can be decided by sorting, which takes constant rounds and
load O(N/p) [16]. Carrying this out for all dimensions simultaneously increases the load by a factor of
d, without changing the number of rounds. By Corollary 9, the d · pd boundaries can be broadcast to
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(Cat. 1) Either in a cell completely covered by (−∞, r[1]] × (−∞, r[2]] × ... × (−∞, r[d]];
(Cat. 2) Or in the same slab as r on at least one dimension.
The number of points in the first category can be calculated from the pd counts already
available on the machine where r is stored. It remains to count the pairs (r, s) in the second
category.
Since a slab has O(N/p) points, we can send all those points to one machine, which then
locally performs the counting of Category 2 for every r ∈ R in the slab. Specifically, for each
i ∈ [1, d], we send the points of each slab on dimension i to a distinct machine, which can be
done in a single round with load O(dN/p) . Doing so for all dimensions simultaneously still
in one round increases the load to O(d2 · N/p). A slight complication is that, if r and s are
in the same slab on more than one dimension, s may be counted multiple times for r. This
can be easily avoided by introducing a consistent de-duplication policy: e.g., count s for r in
a slab on dimension i only if they are not in the same slab on any dimension j < i. We thus
have obtained a constant-round algorithm of load O(pd + d2 · N/p).

4.2

An Algorithm with Load dO(d) · N/p

Next, we describe an alternative algorithm for BDC. More generally, given an arbitrary
f ∈ (0, 1], we discuss how to deploy p0 = pf machines to tackle a BDC problem of input size
N 0 = O(p0 · N/p); this will be referred to as an f -BDC problem. The original BDC problem
corresponds to f = 1. Our algorithm will perform ρ(f ) rounds, and incur load λ(f ), where
ρ(f ) and λ(f ) are functions to be resolved in the analysis. Notice that N 0 /p0 = O(N/p).
Base Case f ≤ 0.1/d. Simply invoke the base algorithm of Section 4.1. It finishes in
ρ(f ) = O(1) rounds, and incurs load λ(f ) = O(p0d + d2 · N 0 /p0 ) = O(pdf + d2 · N/p) =
O(p0.1 + d2 · N/p) = O(d2 · N/p), where the last step used p ≤ N 0.9 .
Inductive Case f > 0.1/d. Along each dimension, divide the space into p0.1/d slabs each
with Θ(N 0 /p0.1/d ) points of R ∪ S. As in Section 4.1, the slabs of all dimensions together
define a grid, which here has p0.1 cells. Count the number of points of S in each cell, and give
every machine a copy of the p0.1 counts (one count per cell). This can be done in constant
rounds with load O(p0.1 + dN 0 /p0 ) = O(dN/p).
We now proceed in the same way as in the base algorithm except that Category 2 is
now handled by solving (f − 0.1/d)-BDC problems recursively. Focusing on an arbitrary
dimension, let us assign Θ(p0 /p0.1/d ) machines to each slab on the dimension. Since a slab
has Θ(N 0 /p0.1/d ) points, counting the number of pairs (r, s) of Category 2 within the slab is
an (f − 0.1/d)-BDC problem. The (f − 0.1/d)-BDC problems of all slabs on the dimension
can be solved in parallel using α(f − 0.1/d) rounds and load λ(f − 0.1/d). Doing so for all
d dimensions together increases the load by a factor of d, without changing the number of

all the p0 machines in constant rounds with load O(d · pd ). Every machine can now locally calculate the
boundary faces of all cells. We then count the number of points of S in each cell using the sum-by-key
algorithm of [19] (for each point in S, its “key” is the id of the cell containing it; this algorithm counts,
for every key k, the number of points having k as the key), using constant rounds with load O(N/p).
Broadcasting the pd counters to all the machines can be done in constant rounds and load O(pd ) by
Corollary 9.
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rounds. This indicates the following recurrences:
O(1) + ρ(f − 0.1/d)

ρ(f )

=

λ(f )

= d · λ(f − 0.1/d) + O(d · N/p)

Resolving them gives ρ(1) = O(d), and λ(1) = dO(d) · N/p. We thus have obtained an
O(d)-round BDC algorithm with load dO(d) · N/p.

4.3

Lower Bound

We can prove that any constant-round deterministic BDC algorithm must incur a load of
Ω(N/p) when d = 2. For this purpose, let us revisit the sparse set disjointness problem in
communication complexity. Alice and Bob each take a size-k subset of {1, 2, ..., U }; denote
their subsets as XA and XB , respectively. They want to determine whether XA ∩ XB = ∅
by communicating the least number of bits. It is known that any deterministic algorithm
requires sending Ω(k log(2U/k)) bits between the two parties [27].
Fix U = k 2 and set the word length to log2 U bits. Suppose that we are given a constantround MPC algorithm A that solves the BDC problem with load o(N/p) (measured in
words). We can use A for sparse set disjointness as follows. Alice constructs a 2D point set
R = {(x, U − x) | x ∈ XA }, and likewise, Bob constructs S = {(x, U − x) | x ∈ XB }. It is
easy to verify that the BDC problem returns a non-zero count for at least one point in R, if
and only if XA ∩ XB 6= ∅. We ask Alice and Bob to simulate A, by asking each of them to
be in charge of p/2 machines. At the beginning, Alice (or Bob) distributes her (or his, resp.)
elements on her (or his, resp.) p/2 “machines” evenly. They then do the communication
as instructed by A. Since each round of A has load o(k/p), every “machine” from Alice
can send o(k/p) words over to Bob, and vice versa. Hence, a round necessitates only o(k)
words—namely o(k log U )—bits of communication. As A finishes in constant rounds, we
have obtained an algorithm solving sparse set disjointness with o(k log U ) bits, contradicting
the Ω(k log(2U/k)) = Ω(k log U ) lower bound.

4.4

Proving Theorem 3 and Beyond

Batched range counting (BRC) can be reduced to BDC elegantly [12]. For each rectangle
r ∈ R, the number |r ∩ S| can be aggregated from the “dominance counts” of the 2d
corners of r, where the dominance count of a corner q equals how many points in S are
dominated by q. Hence, we can convert BRC into 2d instances of BDC of the same size,
solve all of them simultaneously, and then aggregate the 2d dominance counts for each
r ∈ R. This gives an algorithm that settles the BRC problem in O(d) rounds with load
2d · dO(d) · N/p = dO(d) · N/p. Finally, the lower bound on BDC clearly applies to BRC. This
completes the proof of Theorem 3.

A Semi-Group Remark. Our solution actually settles the more general problem of batched
range sum. Specifically, let R and S be defined as in BRC. However, each point s ∈ S is now
associated with a weight from a semi-group domain. The goal now is to report, for every
r ∈ R, the sum of the weights of all the points in r ∩ S. The proposed algorithm solves this
problem in O(d) rounds with load dO(d) · N/p, which is optimal for constant d.
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Dominance Join

This section will establish Theorem 4 on the DJ problem. Recall that we have two sets of
points in Rd : R and S. The objective is to find all (r, s) ∈ R × S such that s dominates
r. Set N = |R| + |S|, and denote by OUT the number of pairs in the result. We will solve
the problem with an dO(d) -out-balanced algorithm that runs in O(d2 ) rounds with load
dO(d) · (N + OUT)/p.
Our solution benefits from the techniques of Section 4 in two ways. First, it deploys
BDC (batched dominance counting) as an intermediate operation. Second, following the
bootstrapping approach of Section 4, we will first develop a base algorithm for DJ that runs
in constant rounds but with load O(pd + d2 · N/p + d · OUT/p), and then attain the target
performance guarantees with recursion. Attention, however, should be paid to how we avoid
a logO(d) p term in the load. For this purpose, we abandon the range-tree-styled “canonical
decomposition” approach in [19], which is inherently penalized by a multiplicative O(log p)
factor per dimension. Instead, we will show how to use the grid partitioning approach in
Section 4 for reporting, by integrating it with new cell-pairing and machine-assignment ideas.
To facilitate discussion, in the following presentation, we will (conceptually) color the
points of R in red, and those of S in blue.

5.1

A Base Algorithm with Load O(pd + d2 · N/p + d · OUT/p)

Divide the space into p slabs on each dimension, such that each slab has Θ(N/p) points
of R ∪ S. Number these slabs as 1, 2, ..., p in ascending order (call those numbers slab ids).
The slab boundaries of all d dimensions define a grid of pd cells. For each cell in the grid,
count the number of red points and number of blue points. This gives a total of 2pd counts.
Broadcast a copy of all these counts to the p machines. As in Section 4.1, all the above can
be done in constant rounds with load O(pd + dN/p). We say that a cell c1 dominates another
c2 if the slab id of c1 is larger than or equal to that of c2 on every dimension.
Run the algorithm of Section 4.1 to obtain the value of OUT, which requires constant
rounds and load O(pd + dN/p). Recall from Section 4.1 that the set of result pairs (r, s) can
be classified into two categories. We slightly rephrase the description of those categories
below:
(Cat. 1) The cell containing r dominates the cell containing s;
(Cat. 2) r and s are in the same slab on at least one dimension.
Next, we will explain how to produce the result pairs of each category, in such a way that
O(d · OUT/p) pairs are produced on each machine.

Reporting Category 1
Let k = O(p2d ) be the number of dominance cell pairs (c, c0 ) satisfying (i) c 6= c0 , and (ii) c
dominates c0 . Let us order all such pairs lexicographically: (c1 , c01 ), (c2 , c02 ), ..., (ck , c0k ). For
each i ∈ [1, k], denote by F (i) the set of red points in ci , and by G(i) the set of blue points in c0i .
We say that (ci , c0i ) is heavy if |F (i)| · |G(i)| ≥ OUT/p, or light if 0 < |F (i)| · |G(i)| < OUT/p.
Note that, importantly, a light pair must produce at least one result pair. Next, we will
report (r, s) contributed by heavy and light pairs separately.
Dealing with Heavy Pairs. There are at most p heavy dominance cell pairs; denote them
as: (ci1 , c0i1 ), (ci2 , c0i2 ), ..., (cik1 , c0ik ) where k1 ≤ p. For each j ∈ [1, k1 ], assign pj =
1
P
|F (ij )||G(ij )|
Θ(
p) machines with continuous ids, making sure
j pj = p. Ask these pj
OUT
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machines to collect (from other machines) the points of F (ij ) and G(ij ) evenly, so that
|F (ij )|+|G(ij )|
each machines gets O(1 +
) points. Doing so for all j ∈ [1, k1 ] in parallel takes
pj
constant rounds and entails load




k1 |F (ij )| + |G(ij )|
k1 |F (ij )| + |G(ij )| OUT
O dN/p + d · max
= O dN/p + d · max
j=1
j=1
pj
|F (ij )||G(ij )|
p
= O(d(N + OUT)/p)
where the first term O(dN/p) is because every machine may send out all of the O(dN/p)
points in its local storage. Then, for each j ∈ [1, k1 ], compute F (ij ) × G(ij ) (i.e., the cartesian
product) on the pj machines assigned.
The algorithm of [3] can do this in constant rounds
q
with load O(d

|F (ij )|+|G(ij )|
pj

+d

|F (ij )||G(ij )|
)
pj

= O(d(N + OUT)/p). Their algorithm is

O(1)-out-balanced, with each machine producing O(

|F (ij )||G(ij )|
)
pj

= O(OUT/p) result pairs.

Dealing with Light Pairs. Let us redefine (ci1 , c0i1 ), (ci2 , c0i2 ), ..., (cik2 , c0ik ) as the light pairs
2
in lexicographic order where k2 = O(p2d ) is the number of such pairs. Partition the range
[1, k2 ] into p intervals I1 , I2 , ..., Ip such that O(OUT/p) result pairs are produced from every
P
Ii , namely: for any j ∈ [1, p], it holds that x∈Ij |F (ix )||G(ix )| = O(OUT/p). Such a
partitioning definitely exists because, by definition of light pair, |F (ix )||G(ix )| < OUT/p for
all x ∈ [1, k2 ]. Assign one machine to every Ij (j ∈ [1, p]). This machine collects the F (ix )
and G(ix ) for all x ∈ Ij , and then locally produces all the results pairs from them. This
requires constant rounds and load




p X
p X
O dN/p + d · max
|F (ix )| + |G(ix )|
= O dN/p + d · max
|F (ix )||G(ix )|
j=1

j=1

x∈Ij

=

x∈Ij

O(d(N + OUT)/p).

Reporting Category 2
Let σ1 , σ2 , ..., σp be the slabs of a certain dimension. The objective of processing this
dimension is to report all result pairs (r, s) such that r and s are both in an identical slab.
We achieve the purpose with constant rounds and O(dN/p) load as follows. For i ∈ [1, p], let
Ri and Si be the set of red and blue points in σi , respectively. To each σi , use a machine
to obtain (in parallel) locally the number OUTi of result pairs that are produced by Ri
P
i
and Si . Then, re-assign pi = Θ(d OUT
i pi = p. For
OUT pe) machines to σi , making sure
every σi , we carry out the following steps in parallel. First, broadcast Ri and Si to all
the pi assigned machines, which by Corollary 9 can be done in constant rounds with load
O(d(|Ri | + |Si |) + pi ) = O(dN/p + p). Each of the pi machines then produces O(OUT/p)
distinct result pairs from Ri and Si . This distinctness requirement can be fulfilled by, e.g.,
resorting to the lexicographic order of the result pairs.
We process all the dimensions simultaneously using the above strategy. The number
of rounds remains unchanged, but the load is increased d times to O(dp + d2 · N/p) =
O(pd + d2 · N/p). Each machine now reports at most O(d · OUT/p) result pairs. The
algorithm is therefore O(d)-out-balanced. Duplicate reporting can be avoided by the same
approach described in Section 4.1. Note that this approach can only decrease the number of
result pairs reported on a machine, and therefore, will not affect the O(d)-out-balance.
Thus, we have obtained a constant-round O(d)-out-balanced algorithm that solves the
DJ problem with a load bounded by O(pd + d2 · N/p + d · OUT/p).
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An Algorithm with Load dO(d) · (N + OUT)/p

We defer the algorithm to Appendix A, which also serves as a proof for Theorem 4.

6

Entity Matching with Linear Classification

We are now ready to solve EMLC. Recall that the input includes two sets R, S of points
in Rd , and the set T(R,S) of matching pairs in R × S. Every pair (r, s) ∈ T(R,S) defines a
point q(R,S) ∈ Q(R,S) with label 1, whereas every (r, s) ∈ R × S \ T(R,S) defines a point
q(R,S) ∈ Q(R,S) with label 0. We want to find a plane π that separates the 1-label points
from the 0-label points in Q(R,S) , or assert that such a plane does not exist.
Section 6.1 will explain the core of our technique: a reduction from EMLC to linear
programming and dominance join. We will first present the reduction without having any
computation models in mind. Then, Section 6.2 will give a fast implementation in MPC to
establish Theorem 1.

6.1

Reduction to LP and DJ

Pd
A plane π can be described as {q ∈ Rd | i=1 αi · q[i] = β} where αi (i ∈ [1, d]) and β
Pd
are the coefficients. It defines two half-spaces: π + : {q ∈ Rd | i=1 αi · q[i] ≥ β}, and
Pd
π − : {q ∈ Rd | i=1 αi · q[i] < β}. If a separation plane π exists, then π + contains all and
only either the label-1 points, or the label-0 points. Due to symmetry, it suffices to discuss
the former situation.
The space Rd where the points of Q(R,S) distribute is the primal space. We instead
look at the corresponding LP problem in the dual (d + 1)-dimensional space that consists
of all the possible (α1 , α2 , ..., αd , β). Every point q ∈ Q(R,S) defines a half-space hq =
Pd
{(α1 , α2 , ..., αd , β) ∈ Rd+1 | i=1 αi · q[i] ∨ β} where the operator ∨ is ≥ if q has label 1, or
< otherwise. This spawns a set H of |R||S| half-spaces. The LP problem on H returns a
solution point if and only if π exists for the original EMLC problem. To avoid the quadratic
pitfall, however, we cannot afford to materialize H, which precludes directly invoking an LP
algorithm on H. Next, we show that materialization is unnecessary.
Set n = |R| + |S|; it must hold that |H| ≤ n2 . Take a random sample set Σ (with
√
replacement) of H with size |Σ| = Θ(d · n log n). By Lemma 5, Σ is a (1/r)-net of H
√
with probability 1 − 1/n2 where r = Θ(n log n). Then, we carry out the LP algorithmic
framework in Section 2, by setting X0 = Σ. By reviewing the framework, one can see that it
suffices to implement two key steps:
(LP Step) In the i-th (i ≥ 0) iteration, solve the LP problem on Xi .
(DJ Step) If a solution point φi is found in the LP step, find the set Yi of half-spaces in
H that do not contain φi .
Note that Xi , Yi , and φi are as defined in Section 2. The details of each step are clarified
below (after which it will become clear why the second step is named as such).
The LP Step. The analysis in Section 2 tells us that |Xi | = O(|R||S|/r) = O(n2 /r) =
√
O(n log n) when Σ is a (1/r)-net. This means that w.h.p. we are able to afford to materialize
Xi and apply an LP algorithm on it.
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The DJ Step.

Divide Yi into:

Y 1 : the set of half-spaces hq ∈ Yi that are defined by a point q ∈ Q(R,S) with label 1;
Y 0 : the set of half-spaces hq ∈ Yi that are defined by a point q ∈ Q(R,S) with label 0.
As all the matching pairs have been given in T(R,S) , we can easily produce Y 1 by scanning
T(R,S) once: for each (r, s) ∈ T(R,S) , include hq(r,s) into Y 1 if it does not contain φi .
The computation of Y 0 is less trivial. Let us write out the coordinates of φi as
∗
(α1 , α2∗ , ..., αd∗ , β ∗ ). The next lemma gives a crucial observation:
I Lemma 11. Define Z(φi ) as the set of all (r, s) ∈ R × S satisfying
d
X

αi∗ · |r[i] − s[i]|

≥

β∗.

(1)

i=1

Then, Y 0 = Z(φi ) \ T(R,S) .
Proof. See Appendix B.

J

Motivated by the above, we turn our attention to computing Z(φi ), after which Y 0 can
then be obtained with a set difference with T(R,S) . It turns out that, as elaborated below,
this can be achieved by solving 2d instances of DJ, each of which is between two sets of
(d + 1)-dimensional points with sizes |R| and |S|, respectively.
Fix an arbitrary point r ∈ R. To compute T(R,S) , we want to find all s ∈ S satisfying (1).
There are 2d different ways to remove the absolute signs in (1) because, on each dimension
i ∈ [1, d], we should independently distinguish r[i] ≥ s[i] and r[i] < s[i]. Due to symmetry, it
suffices to consider
r[i] ≥ s[i] for all i ∈ [1, d]

(2)

in which case (1) can be written as:
d
X

αi∗ · r[i] ≥ β ∗ +

i=1

d
X

αi∗ · s[i].

(3)

i=1

Motivated by this, we construct two sets R0 , S 0 of (d + 1)-dimensional points:
(
!
)
d
X
0
∗
R =
r[1], r[2], ..., r[d],
αi · r[i] r ∈ R
i=1

(
S

0

=

∗

s[1], s[2], ..., s[d], β +

d
X

!
αi∗

· s[i]

)
s∈S

i=1

The DJ between the two sets returns all (r0 , s0 ) ∈ R0 × S 0 such that r0 dominates s0 .
Every (r0 , s0 ) corresponds to a unique pair (r, s) ∈ R × S satisfying (2) and (3), and vice
versa. Performing all the 2d DJs will produce the desired Z(φi ). It is possible that a pair
(r, s) ∈ R × S is reported multiple, but apparently at most 2d times.
A final remark concerns the size of Z(φi ). When Σ (i.e., the sample set on H) is a
√
√
(1/r)-net (recall that r = Θ(n log n), we know from Section 2 that |Yi | = O(d · n log n).
√
As Y 0 ⊆ Yi , Lemma 11 implies that w.h.p. Z(φi ) has size at most O(d · n log n) + |T(R,S) |.
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Proof of Theorem 1

To implement the reduction of Section 6.1, we first need to obtain the sample set Σ. This
√
is equivalent to sampling t = O(d · n log n) pairs from R × S with replacement. For this
purpose, we will take a size-t sample set Σ1 of R, a size-t sample set Σ2 of S, randomly
permute both, and then produce Σ by paring the i-th element (after permutation) of Σ1
with that of Σ2 .
To execute the strategy, first apply the in-place sampling algorithm of Section 3 to obtain
Σ1 and Σ2 , respectively. The fact p ≤ n0.9 assures that w.h.p. every machine produces
O(t/p) samples from Σ1 and Σ2 . To see why, notice that a machine holds O(n/p) points of
R ∪ S initially, and hence, produces Θ( np nt ) = Θ(t/p) samples in expectation. By Chernoff,
0.1

it produces O(t/p) samples with probability at least 1 − e−Θ(t/p) = 1 − e−Ω(n ) , which is
1 − o(1/(p · n2 )). Applying the union bound on p machines gives the desired high probability
result. Randomly permuting Σ1 (similarly for Σ2 ) can be done by first associating each
sample with an independent random integer in some domain [1, U ], and then, sorting all the
samples by their random integers. The sorted list is a random permutation of Σ1 , as long
as no two samples’ random integers collide, which can be ensured with probability at least
1 − 1/n2 as long as U is chosen to be nc for a sufficiently large constant c. Finally, pairing up
Σ1 and Σ2 can also be achieved with sorting. Therefore, w.h.p. the above algorithm returns
Σ in constant rounds with load O(d · t/p).
Implementing the rest of the reduction is a simple matter. Carry out the LP step
√
with Theorem 2, which has dO(1) rounds and requires load o(|Xi |/p) = o(n log n/p) w.h.p.
Regarding the DJ step, recall that we need to produce Y 1 and Y 0 . The former can be obtained
in constant rounds with load O(d · (N + |T(R,S) |)/p) by broadcasting φi to all machines, and
then, redistributing Y 1 evenly. To obtain Y 0 , we first prepare the 2d instances of DJ locally on
the p machines. These instances can then be solved in parallel with Theorem 4 in O(d2 ) rounds
√
and load dO(d) · (n + OUT)/p where OUT = |Z(φi )|, which is O(d · n log n) + |T(R,S) | w.h.p.
Since the algorithm of Theorem 4 is dO(d) -out-balanced, each machine holds dO(d) · |Z(φi )|/p
elements of Z(φi ). This allows the set difference Z(φi ) \ T(R,S) to be implemented again by
sorting in constant rounds and load dO(d) · |Z(φi )|/p + O(d · |T(R,S) |/p). Putting everything
together, we have obtained an algorithm solving the EMLC problem w.h.p. using dO(1)
√
rounds and load dO(d) · (n log n + |T(R,S) |)/p.
It is worth mentioning that the algorithm of Theorem 3, although not explicitly invoked
above, is required in the DJ algorithm of Theorem 4.

7

Conclusions

This paper pursues a new direction to perform entity matching classification with a cost
that is sub-quadratic to the number of objects involved in the training. The novelty lies in
receiving only the matching pairs, as opposed to the traditional approach of accepting all of the
matching and non-matching pairs. We have demonstrated the first success of the direction, by
proving its feasibility for entity matching with linear classification (EMLC) on the massively
parallel computation (MPC) model. Specifically, for small d (our results are most appealing
for constant d, and could also be interesting for d = O(log log N/ log log log N )), we have
designed an MPC algorithm that performs EMLC in a small number of rounds, with a load
that is (almost) as low as the communication cost of uploading the input to a parallel system.
In doing so, we have also obtained new MPC results on several geometric problems: linear
programming, batched range counting, and dominance join.
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The limitations of the new direction are still yet to be understood when the classifier
functions are more sophisticated. On the positive side, we want to develop algorithms with
similar performance guarantees for various forms of classifiers (e.g., decision trees and support
vector machines), perhaps leveraging recent advances on sparse matrices such as [9]. On the
negative side, it is an intriguing question to ask when the direction actually does not work,
namely, when it is essentially the best approach to work directly with a labeled cartesian
product.
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Proof of Theorem 4

Next, we present an algorithm for the DJ problem that will establish Theorem 4. More
generally, given an arbitrary f ∈ (0, 1], we discuss how to deploy p0 = pf machines to tackle
a DJ problem of input size N 0 = O(p0 · N/p) and output size OUT0 = O(p0 · OUp T ); this
will be referred to as an f -DJ problem. The original DJ problem corresponds to f = 1.
Our algorithm will be α(f )-out-balanced, perform ρ(f ) rounds, and incur load λ(f ), where
α(f ), ρ(f ), and λ(f ) are functions that are the target of analysis. Note that N 0 /p0 = O(N/p)
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and OUT0 /p0 = O(OUT/p). We will enforce the invariant that the value of OUT0 is already
known (at f = 1, this can be ensured by running the BDC algorithm of Section 4).
Base Case f ≤ 0.1/d. Simply invoke the base algorithm. From the previous subsection,
we know that the algorithm finishes in ρ(f ) = O(1) rounds, and incurs load λ(f ) =
O(d2 · N/p + d · OUT/p). The algorithm is O(d)-out-balanced, i.e., α(f ) = O(d).
Inductive Case f > 0.1/d. Impose a grid by dividing Rd along each dimension into p0.1/d
slabs. For each cell, count the number of red points and number of blue points therein. Send
a copy of these counts to all machines. All these can be accomplished in constant rounds
with load O(dN/p).
The result pairs can be divided into Categories 1 and 2 as explained in Section 5.1. We
will report the two categories separately.
Category 1. This category can be produced in the same way as described in the base
algorithm (replacing N, p, and OUT with N 0 , p0 , and OUT0 respectively), which performs
constant rounds and requires load O(d(N + OUT)/p).
Category 2. The procedure for this category also follows the framework illustrated in the
base algorithm. Consider the processing of a dimension with slabs σ1 , σ2 , ..., σp0.1/d (recall
that the objective is to find result pairs (r, s) such that r and s are both in some slab). For
each i ∈ [1, p0.1/d ], let Ri and Si be the set of red and blue points in σi , respectively.
To compute the number OUTi of result pairs produced by Ri and Si , we apply the
BDC algorithm of Section 4, by assigning Θ(p0 /p0.1/d ) machines to σi . Run an instance
of algorithm in parallel for each slab. All instances finish in O(d) rounds, and incur load
0

0.1/d

/p
O(d)
dO(d) · Np0 /p
· N/p.
0.1/d = d
For each i, we will compute the result pairs from Ri and Pi with
 0

p
OUTi 0
pi = Θ
+
·
p
p0.1/d
OUT0
P
machines, making sure that i pi = p0 . For this purpose, distribute Ri and Pi onto the pi
machines evenly. Doing so for all i simultaneously takes constant rounds and incurs load




dN 0 /p0.1/d
dN 0 p0.1/d d · (|Ri | + |Pi |)
dN 0
O
+
+
= O(dN/p).
max
=
O
i=1
p0
pi
p0
p0 /p0.1/d

Now, producing the result pairs from Ri and Pi becomes an (f − 0.1/d)-DJ problem. Solving
it recursively in parallel for all i. This requires ρ(f − 0.1/d) rounds with load λ(f − 0.1/d).
Each of the pi machines produces at most α(f − 0.1/d) · OUTi /pi = α(f − 0.1/d) · O(OUT/p)
result pairs.
We carry out the above processing on all the dimensions simultaneously. This does not
affect the number of rounds, but increases the load by d times. Each machine now produces
at most d · α(f − 0.1/d) · O(OUT/p) result pairs.
Summarizing the discussion on Categories 1 and 2 gives the following recurrences:
α(f )

=

d · α(f − 0.1/d)

ρ(f )

=

O(d) + ρ(f − 0.1/d)

λ(f )

=

d · λ(f − 0.1/d) + dO(d) · N/p + O(d · OUT/p).

Y. Tao

20:19

To analyze the performance of our algorithm on the initial DJ problem, we need to solve
the above recurrences to obtain ρ(1), λ(1), and α(1). It is straightforward to verify that
α(f ) = dO(d) and ρ(1) = O(d2 ). To compute λ(f ), recursively break it into d copies of
λ(f − 0.1/d) until f ≤ 0.1/d. The recursion tree triggered by λ(1) has a depth O(d) with
dO(d) nodes in total. Each leaf contributes O(d2 · N/p + d · OUT/p) to λ(f ), while each
internal node contributes dO(d) N/p + O(d · OUT/p). Hence:


λ(1) = dO(d) dO(d) · N/p + d · OUT/p = dO(d) · (N + OUT)/p.
This establishes the claim in Theorem 4.

B

Proof of Lemma 11

Consider an arbitrary non-matching pair (r, s) ∈ R × S \ T(R,S) . Since q(r,s) has label 0,
Pd
hq(r,s) = {(α1 , α2 , ..., αd , β) ∈ Rd+1 | i=1 αi · q(r,s) [i] < β}. By definition of q(r,s) , (1) can be
Pd
written as i=1 αi∗ · q(r,s) [i] ≥ β ∗ , which indicates that hq(r,s) does not contain φi . Therefore,
(r, s) satisfies (1) if and only if q(r,s) ∈ Y 0 . The correctness of the lemma then follows.
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