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Abstract
We consider a simple load-balancing game between an algorithm and an adaptive adversary. In
a simplified version of this game, the adversary observes the assignment of jobs to machines and
selects a machine to kill. The algorithm must then restart the jobs from the failed machine on
other machines. The adversary repeats this process, observing the new assignment and eliminating
another machine, and so on. The adversary aims to force the algorithm to perform many restarts,
while we seek a robust algorithm that minimizes restarts regardless of the adversary’s strategy. This
game was recently introduced by Bhattacharya et al. for designing a 3-spanner with low recourse
against an adaptive adversary.

We prove that a simple algorithm, which assigns each job to a randomly chosen live bin, incurs
O(n log n) recourse against an adaptive adversary. This enables us to construct a much simpler 3-
spanner with a recourse that is smaller by a factor of O(log2 n) compared to the previous construction,
without increasing the update time or the size of the spanner.

This motivates a careful examination of the range of attacks an adaptive adversary can deploy
against simple algorithms before resorting to more complex ones. As our case study demonstrates,
this attack space may not be as large as it initially appears, enabling the development of robust
algorithms that are both simpler and easier to analyze.
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1 Introduction

Real-world systems rarely operate in isolation – rather, they respond to sequences of updates
that may themselves be influenced by prior feedback from the system itself. This phenomenon
is particularly concerning in adversarial settings, where an adversary interacts with the system
to select inputs adaptively in order to exploit its weaknesses, or force worst-case behavior.

This motivates us to analyze the worst case performance of algorithms that get their input
via an interaction with an adaptive environment (or adversary). This adversary responds to
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prior outputs of the algorithm and may be malicious. Such an analysis may be needed for
streaming and dynamic graph algorithms [11, 45, 57, 23, 28, 43, 56] and for online learning
and machine unlearning models [42, 30, 33]. The importance of adaptivity has grown in recent
years, particularly with the rise of feedback loops in machine learning and data analysis,
since when the algorithm takes inputs that depend on its prior outputs we risk overfitting
and biased results.

If the algorithm is deterministic, then analyzing it against an adaptive input is equivalent
to analyzing it against an oblivious input (which means that the sequence of interactions
with the algorithm is fixed ahead of time). The reason is that the adversary cannot gain any
information about the algorithm that it did not have before it interacts with it (we assume
that the algorithm is public). However, if the algorithm is randomized, then the adversary
may reveal via feedback that the algorithm provides information about the algorithm’s
random coins. Then it can use this information to cause the algorithm to perform poorly.

A major obstacle in tackling adaptivity is the lack of applicable analytical tools. Many
classical probabilistic techniques, such as various concentration bounds require independence
or martingale assumptions on the random variables, that often could not be guaranteed in an
adaptive interaction. Furthermore, even the length and purpose of the sequence of random
coins that the algorithm uses, depends on the actions of the adversary, and are not fixed
before the interaction starts. All this often makes the analysis of the worst case against an
adaptive adversary quite challenging.

The holy grail to circumvent all these difficulties is to find a deterministic algorithm
(which cannot be fooled as we argued before). Indeed, this has been shown to be achievable
for several problems of interest [52, 18, 19, 46, 16, 8]. However, there are many cases for which
deterministic algorithms do not exist or remain elusive. Maybe the simplest example is the
classical adaptive data analysis problem [34, 44]. Here we want to estimate the probability
in the population of each predicate in a sequence of predicates chosen adaptively: The next
predicate is chosen based on the estimations returned by the algorithm for the previous ones.
The data available to us for this estimation task is a sample of the population, so the analysis
is inherently randomized. The risk is that the adversary will be able to find predicates that
overfit the sample (i.e. their frequency in the sample is very different than their frequency
in the population). In this context, techniques have been developed to guarantee that such
overfitting does not happen if we do not allow the adversary to estimate too many predicates
[34, 6, 54, 50, 21].

Same problem exists in many streaming tasks such estimating the heavy hitters [26, 32] or
estimating the second moment [2]. To perform these tasks without consuming too much space
randomization must be used [49, 2]. Therefore, if the input sequence depends on intermediate
estimates returned by the algorithm (such as occasional reports of the heavy hitters), then
standard analysis collapse and we risk an adversary that exploits these estimates and finds
a sequence on which the error of the algorithm is large. Recently, streaming algorithms
have been developed to prevent the adversary from finding short sequences that fool the
algorithm [11, 45, 57, 31, 3, 10, 1]. Similar examples from the field of dynamic algorithms
include [29, 43, 56, 15]. In particular, the proactive sampling technique [15] was developed to
construct dynamic cut sparsifiers that remain effective against an adaptive adversary. These
special “protection” techniques against an adaptive adversary are often difficult to deploy
and analyze, and they frequently incur large time and space overhead.

In these examples there is some input (sometimes even with probability 1 over the
randomness of the algorithm) on which the algorithm has large error, but the algorithm
is designed such that the adversary needs a rather long interaction in order to find it. In
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contrast, there may be situations in which there is no strategy for the adversary, that can fool
a simple algorithm that is provable good in an oblivious setting. Identifying such scenarios in
which the adversary, despite its seemingly large control, is inherently powerless is important.
In such situations, we may be safe using a simple algorithm rather than wasting time and
space on “protection” mechanisms that are not needed.

Our results

(1) Load balancing Games. We consider a family of simple games between an algorithm
and an adversary that seems powerful. We prove that in fact this seemingly strong adversary
has no way to fool the most natural algorithm. These games generalize load balancing games
that were introduced by [20] in order to design a 3-spanner with small recourse against an
adaptive adversary (more on spanner with small recourse below). In [20] they designed an
algorithm based on a version of the proactive sampling technique for this load balancing game
and thereby obtained an efficient 3-spanner algorithm against an adaptive adversary. Their
algorithm proactively refreshes its random bits in order to hide them from the adversary and
its analysis is somewhat challenging.

Our analysis shows that, in fact, a simple algorithm for this game cannot be fooled by
an adaptive adversary. Specifically, we prove that the adversary has no winning strategy
against this algorithm, so there is no reason for the algorithm to hide its randomness. A
key lesson from our proof is that one should first carefully analyze the actual power of an
adaptive adversary against simple strategies that succeed in the oblivious setting, before
resorting to complex algorithms that may be unnecessary for protection against adaptive
attacks or dangerous feedback loops.

A simplified version of this load balancing game is best described in the classical balls
and bins framework. We have n balls and n bins. The adversary looks at our assignment
(it sees exactly how many balls we have in each bin) and picks a bin to delete. We have to
take the balls in this bin and redistribute them in the remaining bins. The game continues
this way until one bin remains with all balls in it. The goal of the adversary is to maximize
the sum of the numbers of balls in the deleted bins (at the moment when they are deleted).
In other words, it wants to maximize the total number of balls that we redistribute. We
also use the term recourse for this quantity, as it represents the total number of changes in
the data structure. The goal is to find a simple algorithm for which the adaptive adversary
cannot cause high recourse.

A simple strategy is to pick a new bin randomly among the remaining bins for each ball
in the deleted bin. We prove that this scheme has O(n log n) recourse with high probability.
Moreover, this bound is asymptotically tight, as no strategy can achieve better recourse: A
deterministic greedy adversary that always deletes the bin with maximum load ensures that
each deletion contributes at least the average load among the remaining bins, leading to
recourse of at least

∑1
j=n

n
j = Ω(n log n).

Our proof technique is quite simple: using stochastic domination and a basic concentration
bound for a sum of geometric random variables, we prove that the probability of failing
against a fixed deletion ordering is so small that it remains small even after applying a
union bound over all possible deletion orderings. We then generalize this proof to more
complicated load balancing games, where each ball has a different probability distribution
over the bins, and we use this distribution each time we redraw a bin for it. Additionally, we
extend the proof to a setting in which the graph is actually a hypergraph, where a ball can
be simultaneously in several bins. In this case, we need to redraw the bins when one of the
bins containing the ball is eliminated.

ICALP 2025
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We can imagine several natural applications for this game, such as managing a server
farm. When a server goes down (for any reason), we need to redistribute and restart the
jobs running on it among the remaining servers. These restarts are expensive, so we want
to redistribute the jobs in a way that minimizes the number of restarts. This is especially
important if a malicious, adaptive adversary is attacking our farm, causing servers to go
down one by one.

(2) 3-spanner with small recourse. Another application of our improved analysis of the load
balancing game described above is the construction of a 3-spanner with better performance
against an adaptive adversary.

Prior to the work of [20] the only known dynamic spanner algorithm against an adaptive
adversary required O(n) amortized update time to maintain a (2k − 1)-spanner of size
O(n1+1/k) and this only for k ≤ 3. Only for large stretch of k = log6(n) a construction with
polylogarithmic update time was recently discovered [15]. This in contrast to the oblivious
setting where we know how to maintain a (2k − 1)-spanner of size O(n1+1/k) for any k ≥ 1
in O(k log2 n) amortized update time (and slightly larger but polylogarithmic worst case
update time). As noted by [20], even if we allow infinite time and only count recourse (which
is the number of changes in the dynamic data structure per update), no data structure with
sublinear recourse was known for small k. So naturally [20] asked whether we can construct a
spanner with small recourse for small value of k. Beside being a prerequisite for small update
time, recourse is an important metric in dynamic algorithms in general. It is particularly
important in settings where modifying the solution is costly, even when computation itself is
inexpensive [40, 39, 5, 41]. Furthermore, low recourse has historically been a stepping stone
to achieve faster dynamic algorithms in fundamental problems such as Matching, Single
source shortest path, Set cover and more [48, 47, 25, 9, 27, 41, 51, 17].

Bhattacharya et al. [20] answered their question positively and presented several con-
structions for spanners with low recourse against an adaptive adversary. For 3-spanner, their
construction also had a small update time of O(

√
n log n) simultaneously with polylogarithmic

recourse. To achieve this, they used a rather involved algorithm that employs proactive
sampling. Our analysis of the load balancing game described above allows us to obtain a
simpler algorithm (with a simpler analysis) for the 3-spanner against an adaptive adversary,
with improved performance. Specifically, our algorithm maintains a fully dynamic 3-spanner
of size O(n

√
n), with O(log n) amortized recourse per operation with high probability and

O(
√

n log n) worst-case update time. This improves the recourse bound of [20] by a log2 n

factor.

Additional games and related questions

For the load balancing game, one can consider other simple algorithms in which the balls
are not distributed independently and randomly. For example, we can imagine situations
where we want to redistribute the balls in bunches into a relatively small number of bins.
This approach may be more communication-efficient in the server farm application described
earlier. However, the dependencies introduced by such strategies between the balls make
them even more challenging to analyze. We elaborate on this in Section 5.

There are even simpler scenarios where adaptivity is an issue and presents an analytical
challenge. The analysis tools developed for these scenarios may be useful for analyzing more
complicated games. In these simple scenarios, we aim to understand the worst-case behavior
of a fixed strategy against a specific adaptive method of generating its input sequence.
One classical example is Polya’s urm model [35, 53]. Another example is the Optimal Ball
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Recycling problem studied by Bender et al. [12]. In this game, an adversary picks a set of
balls in a bin (or another well-defined subset of the balls) and redistributes them (the bin is
not removed) according to a fixed probability distribution over the bins, which is the same
for all balls. They studied the steady-state distribution of several adaptive strategies, such
as redistributing the balls in the fullest bin, using techniques from the theory of Markov
Decision Processes.

The structure of the paper is as follows: In section 2 we describe a simple version of our
load balancing framework as a warm-up. This version already demonstrates the main ideas
in our analysis. We generalize this framework in Section 3. In Section 4 we describe our
improves spanner construction. We conclude in Section 5.

2 Balls and Bins, Deletion Against An Adaptive Adversary

In this game, we have N bins and N identical balls. Additionally, we assume that N is a
power of 2, i.e. N = 2z for some integer z ∈ N.

Initially, the balls are distributed arbitrarily among the N bins. Then, at each step, an
adversary chooses one bin to delete. The chosen bin is removed, and all of its balls are
re-thrown uniformly into the remaining bins. This process continues until only one bin
remains.

We are interested in minimizing the value of a random variable which we call Recourse.
This variable counts the total number of balls in the bins that the adversary deletes at the
moments they are deleted. This is the same as the total number of balls that the algorithm
re-throws. We prove the following theorem.

▶ Theorem 1 (Main theorem). Pr[Recourse > 13 · N log2 N ] ≤ exp
(

− N ln N
)

We first assume that the adversary is oblivious and deletes bins in the order given by a
permutation π (that is first bin deleted is π(1), then π(2) until π(N)). To simplify the
presentation we also assume, without loss of generality, that π is the identity. That is we
first delete bin 1, then 2, and the last bin deleted is N.

Let Recourse(π) be a random value equals to the total recourse of an oblivious adversary
that deletes bins according to π. We prove the following:

▶ Theorem 2. Pr[Recourse(π) > 13 · N log2 N ] ≤ exp
(

− 2 N ln N
)

We focus on a single ball b and the recourse it incurs during its movements.

▶ Definition 3 (Phase). A phase is a disjoint interval of consecutive bins deletions. For an
integer ϕ ∈ {1, 2, ..., log2 N }, define

q(ϕ) = 1 + N
(

1 − 1
2ϕ −1

)
to be the first bin deleted in phase ϕ.

In particular, phase ϕ consists of the bins deleted from q(ϕ) through q(ϕ +1) − 1. Phase 1
goes from bin 1 to bin N /2, phase 2 goes from bin 1 + N /2 to bin 3 N /4, and so on.

For each phase ϕ, we define a random variable Rb(ϕ) to measure the recourse of ball b

caused by the deletions occurring in phase ϕ. If ball b never landed in any of phase ϕ’s bins,
Rb(ϕ) = 0. Otherwise, it equals the number of bins that ball b visited during phase ϕ. We
show that Rb(ϕ) is essentially dominated by a geometric random variable. Intuitively this
follows since the probability that a ball keeps re-landing in the same phase is at most 0.5
each time.

ICALP 2025
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▶ Definition 4 (First-order stochastic dominance). Let X and Y be two random variables
such that

Pr[X > u] ≤ Pr[Y > u] for all u ∈ (−∞, ∞).

Then Y has first-order stochastic dominance over X, and it is denoted by X ⪯ Y .

Let Geo(0.5) be a geometric random variable with success probability 0.5.

▶ Lemma 5. Rb(ϕ) ⪯
(
1 + Geo(0.5)

)
, i.e. Pr

[
Rb(ϕ) > u

]
≤ Pr

[(
1 + Geo(0.5)

)
> u

]
for

all u ∈ (−∞, ∞).

Proof. Both Rb(ϕ) and Geo(0.5) can only receive integer values, thus it is enough to prove
the statement for integer values of u.

Notice that Rb(ϕ) ≥ 0, so the claim is trivially true for u < 0. Also, Rb(ϕ) cannot exceed
the total number of bins in phase ϕ, i.e. Rb(ϕ) ≤ N

2ϕ , so the lemma is also trivially true for
u ≥ N

2ϕ .
We prove the bound for intermediate values of u by induction on u ∈

[
0, N

2ϕ

]
.

Base case (u = 0). This holds trivially since Pr
[(

1 + Geo(0.5)
)

> 0
]

= 1.
Let STAY IN(ϕ, u − 1) be the event that, after u − 1 re-throws in phase ϕ, the ball is

still in a bin of this same phase.

Inductive step. Assume the statement holds for u − 1, i.e. Pr
[
Rb(ϕ) > u − 1

]
≤ Pr

[(
1 +

Geo(0.5)
)

> u − 1
]
. Then:

P r[Rb(ϕ) > u] = P r
[
Rb(ϕ) > u − 1 ∩ ST AY IN(ϕ, u − 1)

]
= P r

[
Rb(ϕ) > u − 1

]
· P r

[
ST AY IN(ϕ, u − 1) | Rb(ϕ) > u − 1

]
≤ P r

[(
1 + Geo(0.5)

)
> u − 1

]
· P r

[
ST AY IN(ϕ, u − 1) | Rb(ϕ) > u − 1

]
≤ P r

[(
1 + Geo(0.5)

)
> u − 1

]
· 0.5

= P r
[(

1 + Geo(0.5)
)

> u
]
.

The 0.5 on the right-hand side of the second inequality follows because bins in phase ϕ account
for less than half of the remaining bins. Thus, when the ball is re-thrown uniformly, it lands
again in a phase-ϕ’s bin with probability at most 0.5. We conclude that Rb(ϕ) ⪯

(
1+Geo(0.5)

)
so the lemma follows. ◀

We need the following two technical theorems in order to bound the total recourse incurred
by all N balls for the deletion order π and prove Theorem 2. The first says that the stochastic
domination relation carries over for sums of random variables.

▶ Theorem 6 ([55]). Let {Xk, k = 1, 2, . . . , m} be a sequence of m independent random
variables. Let {Yk, k = 1, 2, . . . , m} be another sequence of m independent random variables.
If Xk ⪯ Yk for k = 1, 2, ..., m, then:

m∑
k=1

Xk ⪯
m∑

k=1
Yk.

The second theorem is a concentration bound for the sum of geometric random variables.
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▶ Theorem 7 ([24]). Let GS(n, p) be a negative binomially distributed random variable which
is the sum of n i.i.d. geometrically distributed random variables, each with success probability
p. Then, for k > 1:

Pr
[
GS(n, p) >

k · n

p

]
≤ exp

(
−k(1 − 1/k)2

2 · n
)

.

Proof of Theorem 2. Observe that all variables Ri(ϕ) are independent, the recourse of a
single ball does not affect the recourse of other balls, and a ball’s recourse in one phase does
not affect its recourse in another phase. Thus, we can apply Theorem 6 along with Lemma 5.

By Lemma 5, for each ball i and phase ϕ, Ri(ϕ) ⪯
(
1 + Geo(0.5)

)
.

Let Φ = log2 N, the index of the final phase. Note that all phases, from phase 1 to phase
Φ, include all bins except the last. Therefore, by Theorem 6:

Recourse(π) =
N∑

i=1

Φ∑
ϕ=1

Ri(ϕ) ⪯
N∑

i=1

Φ∑
ϕ=1

(
1 + Geo(0.5)

)
= N · Φ +GS

(
N · Φ, 0.5

)
= N · log2 N + GS

(
N · log2 N, 0.5

)
.

Using Theorem 7 with k = 6 to bound the sum of these N log2 N geometric random variables,
we get

P r
[
Recourse(π) > 13 · N · log2 N

]
≤ P r

[
N · log2 N + GS

(
N · log2 N, 0.5

)
> 13 · N · log2 N

]
= P r

[
GS

(
N · log2 N, 0.5

)
>

6 · N · log2 N
0.5

]
≤ exp

(
− 6(1 − 1/6)2

2 N · log2 N
)

≤ exp
(

− 2 N ln N
)
,

so the theorem follows. ◀

We now prove our main theorem:

Proof of Theorem 1. We model a simultaneous game against all possible choices of the
adaptive adversary using a rooted game tree T . Each node in T represents an assignment
of the balls into the bins which have not yet been deleted. The root represents the initial
assignment of the balls into N bins. A node v which has ℓ remaining bins (at depth N −ℓ of
T ) has ℓ children, each corresponds to a possible decision of the adversary (delete the first
among remaining bins, the second, etc). Each edge from v to a child u is associated with
sufficiently many random bits to redistribute the balls in the bin which the adversary deletes
when it faces the configuration associated with v. Each leaf corresponds to a configuration
with a single bin containing all the balls. The tree has a total of N! distinct leaves at depth
N. The path from the root to a leaf corresponds to a permutation π which represents a
complete deletion order of the bins.

The probability space of this simultaneous game corresponds to union of the random bits
on all the edges of T . Once we flip all these bits then the simultaneous game is completely
determined and in particular the recourse associated with each leaf (deletion ordering) is
determined.

Theorem 2 bounds the probability that the recourse is high at a specific leaf. We use the
union bound to bound the probability that the recourse is high in at least one leaf as follows

Pr
[
There is an order of deletion with recourse greater than 13 · N log2 N

]
≤ N! · exp

(
−2 N ln N

)
≤ exp

(
N ln N − 2 N ln N

)
= exp

(
− N ln N

)
.

Clearly if the recourse is small in every leaf then the adversary cannot cause the algorithm
to have an high recourse so the theorem follows. ◀

ICALP 2025
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3 Decremental Load Balancing Framework

We consider the following setting. We have a bipartite hyper-graph consisting of M jobs on
one side and N ≥ 2 machines on the other. The two sides are connected by hyper-edges,
where each hyper-edge connects a single job to a nonempty subset of machines. We have to
maintain a valid covering of the jobs, i.e. every job that connects to some hyper-edges must
be covered by exactly one hyper-edge. The jobs are not identical; each job i has its own
probability distribution over the hyper-edges that contain it. Let pi(h) be the probability
that job i is covered by hyper-edge h out of all hyper-edges. Additionally, the adversary
deletes d machines during the updates.

Initially, each job is covered by an arbitrary hyper-edge connected to it. Then, at each
step, the adversary chooses one machine to delete. The chosen machine is removed, and any
hyper-edge that includes this machine is also removed. Our cover might not be valid now;
If a job i was covered by one of those hyper-edges that we delete, then we need to cover it
by a different hyper-edge. If this job has remaining hyper-edges, we randomly select one
of the remaining hyper-edges incident to it to cover it. We draw the new hyper-edge for i

according to the normalized probabilities of the remaining hyper-edges. Specifically, if H(i)
is the set of hyper-edges still available for job i, then the new probability that i is covered by
hyper-edge h ∈ H(i) is:

p̂i(h) = pi(h)∑
h′∈H(i) pi(h′) .

This process continues until the adversary deletes d machines in total.
Let HyperRecourse be a random variable equals to the total recourse against an adaptive

adversary in this setting (for a given bipartite hyper-graph that we do not explicitly indicate
in our notation).

Let ∆ be the maximal degree of a machine. Let pmin be the minimal non-zero (initial)
probability of a hyper-edge, of any job, i.e. pmin = mini∈M, h∈H(i) pi(h). (Here H(i) is the
initial set of hyper-edges available for job i.)

We prove the following theorem:

▶ Theorem 8 (Main theorem). If pmin ≥ 1
N and the adversary deletes at most d machines

then

Pr
[
HyperRecourse > 16(d + M) log2 N

]
≤ exp

(
− M ln N

)
and each deletion is handled in O(∆ · log N) worst-case time.

We first prove this bound in the simpler setting where each hyper-edge consists of exactly
one machine, i.e. the hyper-graph is in fact a bipartite graph. This is the same balls-and-bins
setting from the previous section, except that each ball (job) now has its own probability
distribution over the bins (machines), instead of a uniform distribution. (Technically, the
distribution is over the edges incident to each ball b, but we associate the probability of
each edge (b, j) with bin j and denote it pb(j). If there is no edge from b to bin i then we
set pb(i) = 0.) In this simplified setting we still refer to jobs as “balls”, to machines as
“bins”, and Recourse is the random variable that counts the total number of balls re-thrown
from the bins deleted by the adversary. In the balls and bins setting, ∆ is equivalent to the
maximal possible load of a single bin. We prove:
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▶ Theorem 9. If pmin ≥ 1
N and for at most d deletions by an adaptive adversary:

Pr
[
Recourse > 16(d + M) log2 N

]
≤ exp

(
− M ln N

)
and each deletion is handled in O(∆ · log N) worst-case time.

As in the previous section we first assume that the adversary is oblivious and deletes
the bins in the order determined by a permutation π (that is π(1), π(2), . . .) until d bins are
deleted. For simplicity, we fix π to be the identity so we first delete bin 1, then 2 until bin
d. In practice, we bound the recourse against an adversary that follows π until all bins are
deleted, as if d = N. This upper bound on the recourse trivially applies to the recourse of
only d deletions.

Let Recourse(π) be a random variable for the total recourse against an oblivious adversary
following π. We prove the following:

▶ Theorem 10. For any r ≥ 1, if pmin ≥ 1
N , then:

Pr
[
Recourse(π) > 16 r M log2 N

]
≤ exp

(
− r M ln N

)
As in the previous section we focus on a single ball b and the recourse caused due to its
movements. For j1 ≤ j2, let pb[j1, j2] =

∑j2
j=j1

pb(j) be the total probability that ball b

assigns to bins j1 through j2. If j1 > j2, we set pb[j1, j2] = 0. We have to define the phases
more carefully as follows.

▶ Definition 11 (Phases). For ball b, partition the sequence of bins into disjoint phases, each
is an interval of consecutive bins. We define qb(ϕ), the first bin of phase ϕ, and then phase ϕ

consists of the bins in the interval [qb(ϕ), qb(ϕ +1) − 1]. We set qb(1) = 1 (the first bin), and
then for ϕ ≥ 1, if pb

[
qb(ϕ), N

]
> 0 and qb(ϕ) ≤ N , let β ≥ qb(ϕ) be the bin such that

pb

[
qb(ϕ), β − 1

]
< 0.5 · pb

[
qb(ϕ), N

]
≤ pb

[
qb(ϕ), β

]
We set qb(ϕ +1) = β + 1. Notice that when qb(ϕ) = N and pb[qb(ϕ), N] > 0, we set
qb(ϕ +1) = N +1, so the last interval consists only of bin N .

Thus, each phase ends precisely when its bins exceed half of b’s remaining probability
mass. The last phase Φb for ball b is the first index ϕ for which pb

[
qb(ϕ +1), N

]
= 0 or

qb(ϕ +1) = N + 1.
Let #b(ϕ) be the number of bins in phase-ϕ with non-zero probability for ball b.
We now upper bound the number of phases Φb of ball b.

▶ Lemma 12. Recall that Φb is the number of phases for ball b, and define pmin
b =

minj∈[N] pb(j). Then Φb ≤
(

1 + log2
1

pmin
b

)
.

Proof. Phases are consecutive and disjoint, so:

pb

[
qb(ϕ +1), N

]
= pb

[
qb(ϕ), N

]
− pb

[
qb(ϕ), qb(ϕ +1) − 1

]
≤ pb

[
qb(ϕ), N

]
− 0.5 · pb

[
qb(ϕ), N

]
= 0.5 · pb

[
qb(ϕ), N

]
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Repeatedly applying this halving argument shows that pb

[
qb(Φb), N

]
≤

(0.5)Φb −1pb

[
1, N

]
= (0.5)Φb −1. Clearly pmin

b ≤ pb

[
qb(Φb), N

]
so pmin

b ≤ (0.5)Φb −1

and Φb ≤
(

1 + log2
1

pmin
b

)
. ◀

We also need the following definitions. Let Rb(ϕ) be a random variable counting the
recourse ball b incurs during phase ϕ. If ball b never lands in any bin of phase ϕ, then
Rb(ϕ) = 0. The following lemma upper bounds Rb(ϕ).

▶ Lemma 13. Rb(ϕ) ⪯
(

2 + Geo(0.5)
)
, i.e. Pr

[
Rb(ϕ) > u

]
≤ Pr

[(
2 + Geo(0.5)

)
> u

]
for all u ∈ (−∞, ∞).

Proof. Let R′
b(ϕ) be a random variable that counts the number of bins that ball b changed

during phase ϕ, not including the last bin deleted in the phase, that is the bin at position
qϕ +1 − 1. We call these bins the internal bins of phase ϕ. Since both R′

b(ϕ) and Geo(0.5)
can only receive integer values, it is enough to prove the statement for integer values of
u. Since R′

b(ϕ) ≥ 0, the claim is trivial for u < 0. Also, the recourse of a single ball in a
phase cannot be greater than the number of bins of that phase with non-zero probability,
i.e. R′

b(ϕ) ≤ #b(ϕ), so the claim is trivial for u ≥ #b(ϕ) as well. We use induction on
u ∈

[
0, #b(ϕ)

]
to show that Pr

[
R′

b(ϕ) > u
]

≤ Pr
[ (

1 + Geo(0.5)
)

> u
]

for the remaining
integer values of u. From this the lemma follows, since Rb(ϕ) ≤ 1 + R′

b(ϕ) and therefore
Rb(ϕ) ⪯ 1 + R′

b(ϕ) ⪯ 2 + Geo(0.5). The induction is as follows.

Base case (u = 0). This holds trivially since Pr
[(

2 + Geo(0.5)
)

> 0
]

= 1.
Let STAY IN(ϕ, u − 1) be the event that, after u − 1 such re-throws, ball b is still in a

phase-ϕ’s bin.

Inductive step. Assume it holds for u − 1, i.e. Pr
[
R′

b(ϕ) > u − 1
]

≤ Pr
[(

1 + Geo(0.5)
)

>

u − 1
]
.

Thus, for u > 0:

P r
[
R′

b(ϕ) > u
]

= P r
[
R′

b(ϕ) > u − 1 ∩ ST AY IN(ϕ, u − 1)
]

= P r
[
R′

b(ϕ) > u − 1
]

· P r
[
ST AY IN(ϕ, u − 1) | Rb(ϕ) > u − 1

]
≤ P r

[(
1 + Geo(0.5)

)
> u − 1

]
· P r

[
ST AY IN(ϕ, u − 1) | Rb(ϕ) > u − 1

]
≤ P r

[(
1 + Geo(0.5)

)
> u − 1

]
· 0.5 = P r

[(
1 + Geo(0.5)

)
> u

]
.

Where the 0.5 bound in the second inequality follows from the way we defined the phases.
In particular the total probability (according to pb) of the internal bins of a phase is at most
half of the total probability of all remaining bins. Thus, when the ball is re-thrown according
to the normalized probabilities, it lands in an internal bin of phase ϕ with probability at
most 0.5. ◀

We are now ready to focus on the total recourse of all M balls for the deletion order π,
and prove Theorem 10:

Proof of Theorem 10. Note that all variables Ri(ϕ) are independent: the recourse of a
single ball does not affect the recourse of other balls, and a ball’s recourse in one phase does
not affect its recourse in another phase. Thus, we can use Theorem 6 and Lemma 13.
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By Lemma 13, for every ball i and every phase ϕ we have

Ri(ϕ) ⪯
(
2 + Geo(0.5)

)
.

Let A =
∑M

i=1 Φi. Therefore:

Recourse(π) =
M∑

i=1

Φi∑
ϕ=1

Ri(ϕ) ⪯
M∑

i=1

Φi∑
ϕ=1

(
2 + Geo(0.5)

)

=
(

2 + Geo(0.5)
)

·
M∑

i=1
Φi = 2A + GS

(
A, 0.5

)
Where GS

(
A, 0.5

)
is the sum of A i.i.d. geometrically distributed random variables.

By Lemma 12, A ≤
∑M

b=1

(
1 + log2

1
pmin

b

)
. Since by our definitions pmin

b ≥ pmin and
since we assume that pmin ≥ 1

N , we can conclude that A ≤ M ·(1 + log2 N ).
Let k = 8r M log2 N

A − 1. Note that k ≥ 3 because r ≥ 1, N ≥ 2 and A ≤ M ·(1 + log2 N ) ≤
2M log2 N.

Applying Theorem 7 for the sum of geometric random variables, using k

P r
[
Recourse(π) > 16 r M log2 N

]
= P r

[
Recourse(π) > 2A · (k + 1)

]
≤ P r

[
2A + GS

(
A, 0.5

)
> 2A · (k + 1)

]
= P r

[
GS

(
A, 0.5

)
>

k · A

0.5

]
≤ exp

(
− (1 − 1/k)2

2 · kA
)

(1)
≤ exp

(
− 1

8 · (8r M log2 N − A)
) (2)

≤ exp
(

− 1
8 · 6r M log2 N

)
(3)
≤ exp

(
− r M ln N

)
.

Inequality (1) follows since (1−1/k)2

2 ≥ 1
8 for k ≥ 3, Inequality (2) follows since A ≤ 2M log2 N,

and Inequality (3) follows since 6/(8 ln(2)) ≥ 1. ◀

We now prove our main theorem, Theorem 9:

Proof of Theorem 9. First, notice that when the adversary deletes bin b, the update time
of each ball in bin b is O(log N), as the ball randomly selects a new bin (using standard
binary search on the cumulative probabilities), or removed in the case that no bins that can
reside it are left. Thus, the update time of each deletion is O(∆ · log N).

We now bound the recourse for exactly d adaptive deletions, and the proof for less than
d deletions follows. Out of N total bins, d bins are deleted by the adversary. There are(N

d
)

(d)! distinct ways to pick and order these d bins. If any of these ordered d deletions
causes a high recourse then the recourse of any oblivious adversary that deletes all bins by
any permutation that extends these d deletions is high. Thus, it follows by the union bound
and Theorem 10 with r = d

M + 1 ≥ 1, that the probability that any of these orders produces
recourse above 16(d + M) log2 N is:

P r
[
There is an order of d deletions with recourse greater than 16(d + M) log2 N

]
= P r

[
There is an order of d deletions with recourse greater than 16( d

M + 1) M log2 N
]

≤
(

N
d

)
· (d)! · exp

(
− ( d

M + 1) M ln N
)

= N!
(N − d)! · exp

(
− (d + M) ln N

)
≤ N d · exp

(
− (d + M) ln N

)
= exp

((
d −(d + M)

)
ln N

)
= exp

(
− M ln N

)
.
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Finally, we adapt the argument from the uniform-bins case to show that an adaptive
adversary cannot do better. We simulate all possible deletion paths in parallel, revealing
the state of the bins to the adversary at each node of this decision tree. If there was a
high-recourse path, it would appear among the

(N
d
)

(d)! oblivious orders and we bounded the
probability that this happens. Hence, the theorem follows. ◀

Returning to the original hyper-edge setting: if a hyper-edge h connects multiple machines,
its effective “deletion time” in a fixed permutation π is given by the first machine among h’s
machines to be deleted. After that, the rest of h’s machines are irrelevant for h itself, since h

is already removed. Thus, once the deletion order π is fixed, each hyper-edge effectively acts
like a single-machine edge in terms of determining when it disappears. Consequently, the
hyper-edge setting can be reduced to a multi-probability-distribution “balls and bins” model
presented above. Concretely, let Si(j) be the set of hyper-edges that connect job i to machine
j, and for which j is the first machine to be deleted among these hyper-edges. Then, for ball
(job) i and bin (machine) j, the equivalent probability is given by pi(j) =

∑
h∈S pi(h).

All arguments carry through essentially unchanged, leading to
HyperRecourse ≤ 16 (d + M) log2(N) with high probability. This completes the proof of
Theorem 8.

4 Fully Dynamic 3-Spanner Against Adaptive Adversary

For completeness before we start, we repeat the definition of k spanner of a graph G: This is
a subgraph H of G on the same set of vertices as G such that the distance between any pair
of vertices in H is larger than in G by a factor of at most k. For more information about
spanners see e.g. [4, 36, 7, 22, 37, 14, 13].

In this section we apply our decremental load balancing framework to maintain a 3-
spanner against an adaptive adversary which performs insertions and deletions of edges to
the graph. We prove the following theorem:

▶ Theorem 14. There is a randomized algorithm that, given an unweighted graph G(V, E)
with |V | = n vertices and |E| = m edges undergoing edge insertions and deletions by an
adaptive adversary, maintains a 3-spanner of G. This spanner has O(n

√
n) edges and is

maintained with O(
√

n · log n) worst-case update time. Furthermore, the algorithm achieves
O(log n) amortized recourse with high probability.

4.1 Algorithm Description
Static Construction
We begin with a static 3-spanner construction for G(V, E). Let NG(u) be the set of neighbors
of vertex u. Partition V arbitrarily into

√
n equal-sized buckets V1, ..., V√

n, each of size
√

n.
We construct three edge sets E1, E2, E3 as follows:

Set E1: For each bucket Vℓ, ℓ ∈ [
√

n ], and every vertex v ∈ V \Vℓ such that NG(v)∩Vℓ ̸= ∅,
choose an arbitrary neighbor cℓ(v) ∈ Vℓ ∩ NG(v) and add

(
v, cℓ(v)

)
to E1. We call cℓ(v)

the ℓ-partner of v.
Set E2: For each edge e = (u, v) where u, v ∈ Vℓ (i.e. both in the same bucket), add e to
E2.
Set E3: For any pair of vertices u, u′ ∈ Vℓ that share at least one neighbor, pick an
arbitrary common neighbor wuu′ ∈ NG(u) ∩ NG(u′) and add the edges (u, wuu′) and
(wuu′ , u′) to E3. We refer to wuu′ as the witness for (u, u′).
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▷ Claim 15. The subgraph F ′ = (V, E1 ∪ E2 ∪ E3) is a 3-spanner of G with O(n
√

n) edges.

Proof. We show that every edge (u, v) ∈ E has a path of length at most 3 in F ′. If u and v

are in the same bucket, then (u, v) ∈ E2, so the claim is immediate.
Otherwise, suppose u ∈ Vℓ, v ∈ Vℓ′ . If (u, v) ∈ E1 because u is the ℓ′-partner of v (or

vice versa), then we are done. Otherwise, there must be another vertex u′ ∈ Vℓ serving as
the ℓ′-partner of v, i.e. (u′, v) ∈ E1, and u, u′ share the neighbor v. Hence there is a witness
wuu′ with edges (u, wuu′), (wuu′ , u′) ∈ E3, giving a path (u, wuu′), (wuu′ , u′), (u′, v) of length
3 between u and v.

Next, we bound |E1|, |E2|, and |E3|. Each vertex has at most one partner per bucket, so
|E1| = O(n

√
n). Each bucket has at most

√
n ×

√
n = n internal edges, with

√
n buckets,

giving |E2| = O(n
√

n). In each bucket, there are at most n vertex pairs, each contributing
up to 2 edges in E3, so |E3| = O(n

√
n). Altogether, |E1 ∪ E2 ∪ E3| = O

(
n

√
n

)
. ◁

Dynamic Maintenance
Our approach is based on the static algorithm of [38] with the modifications by [20], adapted
to handle edge insertions and deletions in G. We maintain E1, E2, and E3 separately as the
adversary add or remove edges from G. To handle updates efficiently we maintain for each
vertex v a data structure called neighbors-dictionary, that groups the neighbors of v to

√
n

sets, one set for each bucket. When an edge (u, u′) is added or deleted, where u ∈ Vℓ and
u′ ∈ Vℓ′ , we only need to update the dictionary entries for u and u′. Specifically, we add or
remove u′ from the set of neighbors of u in bucket ℓ′ and do the same for u in bucket ℓ of u′.
Since these operations involve simple insertions or deletions in a dictionary1, they run in
O(log n) worst-case time.

Maintaining E1 and E2

When the adversary deletes an edge
(
u, cℓ(u)

)
, we find a new (arbitrary) ℓ-partner for u

(if one exists) using the neighbors-dictionary of u and add it to E1. If an edge (u, u′) with
u ∈ Vℓ, u′ ∈ Vℓ′ is inserted and u does not have an ℓ′-partner, we set cℓ′(u) = u′ and add
(u, u′) to E1.

The maintenance of E2 is straightforward. These operations takes O(log n) time.

Maintaining E3: Deletions vs. Insertions
To handle E3 in a fully dynamic setting, we partition the sequence of updates into epochs,
each containing n

√
n updates. Let EInserted be the edges newly added during an epoch. It

suffices to maintain a 3-spanner F ′(V, E′) that only handles deletions in E3 throughout
the epoch. Since F

(
V, E′ ∪ EInserted

)
remains a 3-spanner of G (This follows from the

decomposability property of spanners, namely that the union of two spanners of sub-graphs
is itself a spanner of the union of those sub-graphs). We maintain EInserted since we may
need to delete edges from it (if we delete an edge which was inserted in the same epoch).
The list EInserted is of size O(n

√
n) so the union F has at most n

√
n edges which are not in

F ′, preserving our desired size. Hence, we only need to address deletions of E3 edges within
each epoch and to describe how we initialize an epoch to reflect newly inserted edges in the
previous epoch.

1 We represent these dictionaries as search trees. This would work also in a computational model that
does not allow dynamic hashing data structures. If we do allow them then it can take O(1) time
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Deletions in E3

When (u, wuu′) ∈ E3 is deleted and the pair u, u′ still share a neighbor, we must pick a
new witness for the pair u, u′. We use the decremental load balancing framework to do so.
Specifically, we form a bipartite hyper-graph, denoted by H, representing pairs (u, u′) which
are in the same bucket and their common neighbors:

For each pair (u, u′) in the same bucket, create a job J (u, u′) on one side of H. Because
each bucket has

√
n vertices and there are

√
n buckets, we have M = n

√
n jobs in total.

For each edge e ∈ E, create a machine M(e) on the other side of H, yielding N = m

machines.
A hyper-edge connects J (u, u′) to M(e) and M(e′) if u, u′ (of the same bucket) share a
neighbor via the edges e and e′.

A valid covering of the jobs by hyper-edges corresponds exactly to a valid set of witness edges
in E3. Each pair (u, u′) with a common neighbor is covered by a hyper-edge that corresponds
to a witness. Thus, we maintain a feasible cover of all jobs under machine (edge) deletions.
Specifically, for each job J (u, u′), let H(u, u′) be the hyper-edges incident to it, and define

pJ (u,u′)(h) =
{

1
|H(u,u′)| , if h ∈ H(u, u′),
0, otherwise.

After each deletion of a machine (edge), we remove all hyper-edges that are incident to the
deleted machine. Then, we draw new edges for each job that lost its covering hyperedge but
still has hyperedges incident to it. As in the decremental load balancing framework, we draw
an edge according to the normalized probability distribution of this job (which is uniform on
its remaining hyperedges). The job cover at any one time defines our set of witnesses and
thereby the edges in E3.

We analyze the recourse incurred by adversarial deletions within a single epoch using
Theorem 8. Since each job J (u, u′) has less than n hyper-edges, one hyper-edge for each
common neighbor, we have pJ (u,u′)(h) ≥ 1/n ≥ 1/m = 1/ N, meeting the conditions of
Theorem 8. The adversary deletes at most n

√
n machines during an epoch, so we can use

Theorem 8 with d = n
√

n. Let EpochRecourse be the total recourse incurred in a single
epoch against an adaptive adversary. By Theorem 8, we have:

Pr
[
EpochRecourse > 64n

√
n log2 n

]
≤ Pr

[
EpochRecourse > 16(d + M) log2 N

]
≤ exp

(
− M ln N

)
≤ exp

(
− n

√
n ln m

)
.

Hence, with high probability, the amortized recourse per epoch is O(log n).
In order to bound the update time we need the following lemma:

▶ Lemma 16. Let ∆ be the maximum degree of a machine in H. Then ∆ = O(
√

n).

Proof of Lemma 16. Each machine M(e) corresponds to an edge (u, u′) ∈ E, where u ∈ Vℓ

and u′ ∈ Vℓ′ (possibly ℓ = ℓ′). The machine M(e) can appear in hyper-edges that connects
to jobs of the form J (u, x) for x ∈ Vℓ or J (u′, y) for y ∈ Vℓ′ . Since each bucket contains
at most

√
n vertices, the number of jobs associated with a machine is at most 2

√
n. Thus,

∆ = O(
√

n). ◀

So, by Theorem 8 and Lemma 16, the worst-case update time for maintaining E3 is O(
√

n ·
log n).

Notice that the hyper-graph has a size of O(n2.5), which aligns with the size of the
Partnership Data Structures from [20].
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Epoch Initialization
To complete the description of the data structure we need to describe how to initialize an
epoch. We need to start each epoch with a hyper-graph and a job cover that accurately
represents the current state of G, and take into account all edges inserted in the previous
epoch which we collected in a separate list. Specifically, we have to update the hyper-graph’s
machines and hyper-edges to incorporate newly added edges to G from the previous epoch.
In addition, we may have to add hyper-edges to the cover such that it remains valid (this
corresponds to updating the set of witness and and their incident edges in E3 to be a valid
one).

We first describe the update process for a single edge (inserted in the previous epoch):
1. Machine Creation. We add a machine for each new edge.
2. Hyper-edge Updates. We add hyper-edges to represent new common neighbors: Let

M
(
(u, u′)

)
be the newly created machine for the edge (u, u′) where u ∈ Vℓ and u′ ∈ Vℓ′ .

We identify these new hyperedges by traversing u′’s neighbors from bucket ℓ and u’s
neighbors from bucket ℓ′. When we add an edge incident to a job that currently has
not hyperedge in the cover we add the edge to the cover as well. Since each bucket has
O(

√
n) vertices, then the update time is O(

√
n log n). During the entire reintialization

(processing all inserted edges) we add to the cover at most O(n
√

n) edges which we can
charge to the update operations during the epoch, thus maintaining the recourse bound of
O(log n) with high probability. Notice that when we delete an edge e which was inserted
in the same epoch we have to find it in the list of inserted edges, EInserted, and delete it
from this list. This would take O(log n) time if we represent this list as a search tree.

Amortize Initialization to Worst-Case

Notice that performing all the insertions of the previous epoch at the beginning of the new
epoch leads to O(

√
n) amortized update time. Instead, we can execute these updates “in

the background” and get good worst case update time. For this we utilize two copies of the
hyper-graph. The first copy represents the state of G at the beginning of the epoch, and is
used for the decremental maintenance of E3 during the epoch using the simple load balancing
algorithm. The second copy initially does not include the edges inserted (and not deleted)
in previous epoch. During the current epoch it is updated by the deletions and insertions
that the adversary does, and in addition we add the edges inserted in the previous epoch, a
constant number of such insertions per update of the current epoch. At the beginning of the
next epoch, the second copy represents the state of G, so both copies switch roles. Overall,
with this incremental rebuilding each update takes O(

√
n log n) worst-case time.

This completes the proof of Theorem 14.

5 Concluding remarks

Our results provide a new perspective on adaptivity in dynamic algorithms: sometimes,
complex schemes to hide randomness from the adversary may not be necessary if we can
show that the adversary is not as powerful as it appears. We demonstrated this within
the load-balancing framework and applied it to obtain a simple construction of a 3-spanner
against an adaptive adversary.

As we suggested in the introduction, there are several other simple algorithms one might
consider for the load-balancing game. We suspect that some of these algorithms share similar
properties with the one we analyzed. However, their analysis appears more challenging due
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to additional dependencies and may require developing new general tools. For example, one
might consider an algorithm that partitions the balls in the deleted bin into two equal-sized
groups and assigns each group to a randomly chosen bin.2 What is the recourse of this
scheme? Of course one can also split into k groups for some fixed k > 1. For larger k we
use more randomness so it may be easier to analyze. Additionally, we can consider games
in which bins are not deleted but remain in the system, or schemes where the adversary
forces us to redistribute only a subset of the balls in the targeted bin. Analyzing any of these
simple games may provide insights and fundamental tools for handling adaptive inputs.

Bounding the worst-case recourse also remains an open challenge. Furthermore, extending
this approach to maintain a general k-spanner in dynamic and adaptive settings presents
another intriguing direction for future research.
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