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—— Abstract

Given a set of source-sink pairs, the mazimum multiflow problem asks for the largest total amount
of flow that can be feasibly routed between them. The minimum multicut problem, which is dual to
multiflow, seeks the lowest-cost set of edges whose removal disconnects all source-sink pairs. It is
straightforward to see that the value of a minimum multicut is at least that of the corresponding
maximum multiflow. The ratio between the two is known as the multiflow-multicut gap. The classical
max-flow min-cut theorem tells us that this gap is exactly one when there is only a single source-sink
pair. However, for multiple source-sink pairs, the gap can be arbitrarily large. In this work, we
investigate the multiflow-multicut gap in cactus graphs, and establish the following results (i) tight
upper bound of 1.5 for cycle (ii) an upper bound of 2 + % < 3.45 for general cactus graph (iii) tight
upper bound of 2 for unicyclic graphs, where the graph contains exactly one cycle (iv) tight upper
bound of 2 for path cactus graphs, where cycles are arranged along a single path. We develop novel
generalizations of the classical rounding algorithm to establish our results.
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1 Introduction

Given an edge-weighted graph with k& source-sink pairs, a multicut is a set of edges whose
removal separates each source from its corresponding sink. The minimum multicut problem
aims to find such a multicut with the smallest possible total edge weight. This problem
generalizes the classical minimum s-t cut problem and has been extensively studied. Notably,
computing the minimum multicut is NP-hard, even on simple graph classes such as trees [10].
Closely related to the multicut problem is the multicommodity flow problem (or multiflow),
where the objective is to maximize the total flow that can be simultaneously routed between
the source-sink pairs. When the flow is required to be integral, the problem becomes the
mazimum integer multiflow problem, a generalization of the well-known edge-disjoint paths
problem. Since every source-sink path must cross some edge in any feasible multicut, the
value of any multicut provides an upper bound on the value of any feasible multiflow.
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In fact, the natural linear programming (LP) relaxation of the multicut problem is the
dual of the LP formulation of the multiflow problem. The ratio between the cost of the
minimum multicut and the value of the maximum multicommodity flow is known as the
multiflow—multicut gap. By LP strong duality, this ratio also bounds the integrality gap of
the LP relaxation of the multicut problem, and vice versa.

The celebrated max-flow min-cut theorem [7] states that the multiflow—multicut gap is exactly
1 when k =1, i.e., for a single source-sink pair. A classic result by Hu [11] extends this and
shows that the gap remains 1 when k = 2. However, the equality fails when k > 3, even on
very simple graphs (see [10] for an example).

Garg, Vazirani, and Yannakakis [9] established a tight bound of ©(log k) on the multiflow—
multicut gap in general graphs. For trees, the gap is exactly 2 [10]. For K,-minor-free graphs,
Tardos and Vazirani [16] used the decomposition theorem of Klein, Plotkin, and Rao [15]
to obtain an upper bound of O(r®). Building on a long sequence of results [5, 1, 8, 6],
Conroy and Filtser [3] recently proved an asymptotically tight bound of ©(logr) on the
multiflow—multicut gap for K,-minor-free graphs.

The primary motivation behind the aforementioned works was to establish asymptotic
bounds on the integrality gap (as a function of r), without focusing on optimizing the constants
involved. However, for specific graph families, such as planar graphs — the constants obtained
from these results are quite large (close to 100). As a result, determining the exact integrality
gap remains an intriguing open question. Tighter upper and lower bounds are still elusive
and serve as the central motivation for this paper.

While the multiflow—multicut gap is well understood for trees, in this work we study

a broader class of graphs, namely cactus graphs. Recall that in a cactus graph, any two
simple cycles are either vertex-disjoint or share exactly one vertex. Recently, [14] showed
that the multiflow—multicut gap for cactus graphs is at least 1—76. We complement their result
by proving improved upper bounds. In particular, we show that the multiflow—multicut
gap is at most 3.45 for cactus graphs, improving upon the bound of 4 by Bentz [2]. Our
approach involves a novel modification of the well-known algorithm for trees. Moreover,
we demonstrate that adding structural constraints to cactus graphs can yield even tighter
bounds. Specifically, we prove a tight upper bound of 2 for unicyclic graphs, graphs with
exactly one cycle, which we refer to as the central cycle, and also a tight upper bound of 2
for path cactus graphs, where cycles are arranged along a single path. For completeness, we
also include a tight integrality gap of % for simple cycles — likely known in the community,
although we could not find an explicit reference.
All our results are derived using the fact that the natural linear programming relaxations of
the multicut and multiflow problems are dual to each other. We introduce new algorithmic
ideas to round the linear programming relaxation to the multicut problem, and then use
strong duality to obtain our bounds.

2 Preliminaries

Given a connected graph G, we denote its vertex and edge sets by V(G) and E(G), respectively.
We will use K, to denote the complete graph on r vertices. In this paper, we will only be
concerned with cactus graphs. Graphs in which every edge is contained in at most one cycle
are called cactus graphs. Cactus graphs are a subclass of series-parallel and planar graphs,
and are arguably the simplest family of planar graphs after trees and cycles. Cactus and
series-parallel graphs do not contain K, as a minor.
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Let G be a simple undirected graph with edge costs c: E(G) — Rxq, and let {(s;, )},
be the set of source-sink pairs. Let P; denote the set of all paths between s; and ¢; in G,
and let P = Ule Pi. A multicut is a set of edges F' C E(G) such that every P € P contains
at least one edge in F. Equivalently, a multicut is a set of edges whose removal disconnects
every source-sink pair.

Given two arbitrary vertices u,v € V(G), we use dg(u,v) to denote the shortest path
distance between v and v in G. The diameter of G is the maximum distance between a
pair of vertices in G, i.e., diam(G) = max, yev(q) da(u,v). We use dg(v,e) to denote the
distance of a vertex v from an edge e = (x,y), i.e., dg(v,e) = min{dg (v, z),dg(v,y)}.

For F C E(G), we use G \ F' to denote the graph obtained after the removal of F' from G.
For any v € V(G), we use Cr(v) to denote the connected component of G\ F containing v.
We overload notation and also use Cr(v) to denote the set of vertices in the connected
component containing v. We define the radius of v with respect to F' as the distance of
the farthest vertex from v in Cr(v), i.e., radp(v) = max,ec, (v) dg(v,u). In addition, the
diameter of F' is the maximum diameter of a connected component after the removal of F
from G, i.e., diam(F) = max,cy(g) diam(Cr(v)). Given t € R>¢ as a parameter, we say
that F forms a t-diameter decomposition if diam(F') < ¢. We denote the set of all ¢-diameter
decompositions of G by F;(G). Note that when referring to the distance between two vertices
u,v in a component C, dg(u,v) denotes their distance in G, rather than in the subgraph
induced by C, i.e., G[C]. Given a cycle C' and a path P, we denote by len(C) and len(P)
the number of edges in C' and P, respectively.

» Definition 1. Let P = (v1,...,v,) be a path on n vertices. For any i # j, we denote by
Plv;,v;] the induced subpath of P between v; and v; (inclusive).

» Definition 2. Let P = (vy,...,v,) and Q = (vpn,...,Vp+m) be two distinct paths such
that they share the vertex v,. We denote by P & Q the path from vy to vy, obtained by
concatenating P and Q.

2.1 Graphs Classes

We recall a few definitions from the graph theory textbook by Diestel [4]. A block is a
maximal connected subgraph without a cut-vertex (of that subgraph). Thus, every block is
either a maximal 2-connected subgraph, or a cut-edge (with its ends), or an isolated vertex.
The block graph of a graph G is a bipartite graph on AU B, where A is the set of cut-vertices
of G and B is the set of blocks of G, and the block graph has an edge ab (where a € A, b € B)
iff a € V(B).

A cactus is a connected graph in which every block is either a cycle or a cut-edge (with its
ends). A path-cactus is a cactus whose block graph is a path and that has no cut-edges. A
unicyclic graph is a connected graph with exactly one cycle. We denote these families by
CACTUS, PATH CACTUS, UNICYCLIC, and CYCLE (the last being the family of all
simple cycles).

2.2 Linear Programming Relaxation for the Minimum Multicut Problem

We begin by describing an integer programming (IP) formulation for the minimum multicut
problem. For each edge e € E(G), we introduce an integer variable z(e) € {0, 1}, which
indicates whether the edge is selected in the multicut. For a given path P, we define
z(P) =3 .cpp)®(e). A feasible multicut must include at least one edge from each source-
sink path, so we impose the constraint z(P) > 1 for all P € P, ensuring that each path is cut
by at least one edge. We relax the integrality constraints to obtain the linear programming
(LP) relaxation (1) of the multicut problem, which is formulated as follows:

40:3
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subject to (1)
z(P)>1 VYPeP
z(e) >0 Vee E(G).

Even though there are an exponential number of constraints, it is well known that the optimal
solution to this LP can be computed in polynomial time [9]. We denote the optimal solutions
of the integer and linear programs as OPT;p and OPT p, respectively. We refer to OPTpp
as the minimum fractional multicut. We know that the value of the maximum multiflow is
equal to the minimum fractional multicut. Furthermore, a bound on the integrality gap of the
LP relaxation for the multicut problem provides the same bound for the multiflow-multicut
gap. Therefore, from this point onward, we will focus solely on the integrality gap of the
multicut LP.

» Definition 3. Let G be a family of graphs, and let M(G) be the family of all instances of
the minimum multicut problem on G, obtained by assigning arbitrary capacities to the edges

and selecting a set of source-sink pairs. The integrality gap apqgy of the minimum multicut
problem on M(G) is defined as follows:

«a = max 7OPTIP(M)
MO ™ prem(g) OPTpp(M)

From the discussion above, we know that a (rrer) = 2 [10], where TREE denotes the family
of all trees, and aq(pranar) = O(1) [15], where PLANAR refers to the family of all planar
graphs. In this paper, we focus on cactus graphs.

2.3 Transition from the Minimum Multicut Problem to the Small
Diameter Decomposition Problem

For all of our upper bounds, we reduce the analysis of the multicut LP to a Small Diameter
Decomposition (SDD) guarantee. We first define SDD formally.

» Definition 4 (Small Diameter Decomposition (SDD)). Given an unweighted graph G, an
integer k € N, and a parameter p € (0,1), an SDD for (G, k,p) is a probability distribution
D = {yr}rer. () over the family Fi.(G) of k-diameter decompositions of G such that every
edge e € E(Q) is included in o random k-diameter decomposition sampled from D with
probability at most p:

Z yr < p for all e € E(G).

FeFi(G)
ecF

If such a distribution exists, we write SDD(G, k,p).

We use the connection between SDDs and the multicut integrality gap established in [14]. We
only need the “backward” direction for upper bounds on the integrality gap (the “forward”
direction was used in [14] to derive the lower bound 16/7 for the family CACTUS).

» Theorem 5 (Theorem 2 of [14]). Let G be a family of graphs closed under taking minors
and under edge subdivisions, and let « > 0. Then

amg Sa = VGeg VweN, 3SDD(G, 2w, £).

? 2w
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Transitioning to the SDD framework removes any dependence on the placement of source—sink
pairs and edge costs, and replaces it with a uniform, metric-style requirement.

All graph families we consider (cycles, unicyclic graphs, path-cactus graphs, and cactus
graphs) are closed under minors and edge subdivisions. It is convenient to work with
instances in which every cycle of the graph has even length. More generally, for any
k € N, Lemma 6 shows that establishing an SDD with parameters (4kw, o/ (4dkw)) for the
normalized instances (where each cycle length is divisible by 2k) suffices to obtain an SDD
with parameters (2w, a/(2w)) for the original family.

» Lemma 6 (see Appendix B for the proof in the appendix). Fiz k € N and o > 0. Let G be a
subfamily of cactus graphs closed under minors and edge subdivisions, and let

G = {G'€G : every cycle of G' has length divisible by 2k }.
Then
VG e, YweN, ISDD(G', 4kw, ﬁ)} = [va €G.YweN, 3SDD(G, 2w, &) }

In what follows, we apply Theorem 5 together with Lemma 6 to obtain the stated upper
bounds for the families CYCLE, UNICYCLIC, PATH CACTUS, and CACTUS. By
Lemma 6, we may assume that every cycle in G has even length (the case k = 1 of the
normalization). For such graphs, it suffices to show that for any w € N there exists an
SDD(G, 2w, 5-).

Throughout, the setting is as follows: given a graph G from the relevant subfamily with all
cycles even (by Lemma 6) and a parameter w € N, we construct an SDD(G, 2w, 5-). This
certifies the required SDD and, by Theorem 5, yields the upper bound « on the integrality
gap. To prove existence, we design randomized algorithms that output a 2w-diameter
decomposition while controlling the marginal probability that any edge is cut. We fix w and
present four algorithms, each tailored to one graph class. Given G, an algorithm samples
a set F' C E(G) such that every component of G \ F' has diameter at most 2w — 1 (i.e.,
F € F5,(G)) and we bound Prle € F| for each edge. We will use Theorem 5 and Lemma 6
repeatedly in what follows.

Algorithm 1: For a cycle C € CYCLE of even length, each edge e € E(C) is removed
with probability at most %% By Theorem 5, this yields acycrg < 2- % = % A matching
lower bound (see Appendix A in the appendix) shows that acycLy = %
Algorithm 2: For a cactus graph G € CACTUS in which every cycle has even length,
each edge e € E(G) is removed with probability at most (1 + ﬁ) -1 ~1.721- L. Hence

w w

there exists an SDD(G, 2w, 1.721 - %)7 and Theorem 5 together with Lemma 6 implies
acactus < 2(1+ 5i5) =2+ 25 ~ 3.443 < 3.45.

Algorithm 3: For a unicyclic graph G € UNICYCLIC, each edge e € E(G) is removed
with probability at most ﬁ If this were ﬁ we would immediately get aunicycLic < 2;

since it is slightly larger, we apply Lemma 6 to obtain aynicycric < 2 (see Corollary 25).

Because unicyclic graphs contain trees as subgraphs (for which the gap is 2 [10]), we
conclude aynicycLic = 2.

Algorithm 4: For a path-cactus graph G € PATH-CACTUS in which all cycles have
even length, each edge e € E(G) is removed with probability at most i Hence there
exists an SDD(G, 2w, i), and Theorem 5 and Lemma 6 yield aparn.cactus < 2.

In the appendix (see Appendix C in the appendix), we give an explicit instance with gap
at least 2, and therefore QPATH-CACTUS = 2.

40:5
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2.4 Small Diameter Decomposition for Trees

As mentioned earlier, ay(rrer) = 2. By Theorem 5, this implies that for any tree 7" and any
w € N,

SDD(T,2w, &) = SDD(T, 2w, +) .

Here we give an explicit construction of SDD(T, 2w, %) without invoking Theorem 5. This
construction will be reused in Section 5 to obtain an appropriate SDD for unicyclic graphs.

» Theorem 7. Let T be a tree. Then for every integer w € N, there exists SDD(T, 2w l).

T w

Equivalently, there exists a probability distribution D = {yr} pe r,, () over Fau(T) such that

1
> yp < = Vee B(T). (2)
FeFr,(T) v
eeF

Proof. Root the tree T at an arbitrary vertex r € V(T). For i =0,...,w — 1, define
F,={ee E(T)|d(r,e) =i+ kw for some k € Z>g }.

Set yp, = i for each i =0,...,w — 1, and yr = 0 otherwise. Note that the sets F; partition
E(T): we have E(T) = U;U:_ol F, and F; N F; =0 for i # j. Thus,

w—1
Y yr=> yr=2%, VYeecE()
=0

FeF2,(T)
ecF ecF;

It remains to show that each Fj is a valid 2w-diameter decomposition. Fix Fj;, and consider a
pair of vertices (u, v) with d(u,v) > 2w. Let ¢ be the lowest common ancestor of u and v. The
unique u—v path consists of the u—¢ path and the g—v path. Since d(u,v) > 2w, one of these
subpaths has length at least w. Without loss of generality, suppose d(g,v) > w, and denote
this path by @ = eg, €1, ...,e,. Because ¢ is an ancestor of v, we have d(r,e;) = d(r,e;_1) +1
for i = 1,...,p. Hence there exists some e; € @ such that d(r,e;) = i (mod w), i.e.,
e; € F;. Removing F; therefore separates u and v, as required. This shows that F; defines a
2w-diameter decomposition, and hence D is a valid SDD(T, 2w, 1/w). <

The 2w-diameter decompositions Fy, ..., F,,_1 described in the proof of Theorem 7 will be
useful in the Algorithm 3 in Section 5, so we record a formal definition:

» Definition 8. Let w € N, and let T be a tree with a distinguished root vertex r € V(T').
For each i =0,1,...,w—1, define

Fi(T,r):={e€ BE(T) | dr(r,e)=i (mod w)},

where dr(r, ) denotes the distance from r to the closer endpoint of e. Then {Fi (T,r)} !

forms a partition of E(T). Moreover, each Fi(T,r) defines a 2w-diameter decomposition of
T, and the connected component containing the root r has radius at most i from r, that is,

Tadpﬁ}(T’r) (r)<i<w-1.
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Algorithm 1 Cycle Algorithm.

1: Let FF = @.

2: Choose an edge e € E(C) uniformly at random. Add e to F', and remove e from C.
3: Denote the path C'\ e as P, and let r € V(P) denote the starting-point of P.

4: Pick p € {0,1,...,2w — 1} uniformly at random.

5. Add FJ,(P,r) to F, and remove F}, (P,r) from P.

6: Return F.

3 Cycle

Let w € N and let C be a cycle of even length. If len(C) < 4w — 1, then diam(C) < 2w — 1
and no edges need be removed (set F' = )). Otherwise (len(C) > 4w), Algorithm 1 outputs
a random 2w-diameter decomposition F € Fy,(C) such that, for every edge e € E(C),

3.1

» Remark 9. The choice of p in the line 4 is independent of the choice of the edges in the
line 2 of Algorithm 1.

» Lemma 10. F € F5,,(C).

Proof. Let P be the path referenced in line 3 of Algorithm 1, and let r denote its starting
point. For all i = 1,...,2w — 1, observe that Fi (P,r) is a 2w-diameter decomposition of P.
Therefore, F is a 2w-diameter decomposition of C. <

Each edge e € E(C) is added to F either in the line 2, or the line 5. The first case occurs with

probability m < ﬁ, and the second case occurs with probability ﬁ Thus, using the
. . . . . ) 1 1 _ 3 1

union bound, the probability of e being remoysed by Algorithm 1 is at most 1> + 5. = 5 -

Theorem 5 implies that acycrep <2 x 3 = 3.

4 Cactus

Let w € N and G be a cactus with distinct cycles C, ..., Ck such that len(C;) is an even
number for ¢ = 1,..., k. For simplicity, we denote the distance function dg as d throughout
this section. Let r € V(G) be an arbitrary vertex, which we denote as the root. For any cycle
Ci, let ro, € V(C;) be the unique vertex such that d(r,r¢,) = min,ecy (c,) d(r,v), and let

len(C;)/2 1
_9. -
bi Z len(C;) — 5’

J=1

and let D; be the probability distribution on E(C;) defined by

1 1
P = - , Yee E(C)),
Df(e) Bi len(C;) —d(rc,,e) —1 ¢ (C)
where ; is the normalizing constant ensuring that the total probability sums to 1. To see
this note that for each j =1,..., %, we have |{e € E(C};) | d(r¢;,e) =j —1}| = 2. The

algorithm is described in detail in Algorithm 2.

» Lemma 11. F € F,(G).

FSTTCS 2025
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Algorithm 2 Cactus Algorithm.

1: Let FF = @.
2: fori=1,...,k do

Choose an edge e; € E(C;) randomly according to the distribution D;. Add e; to F,
and remove e; from C;.

@

end for
Let T denote the resulting graph, which is a tree.
Pick p € {0,1,...,w — 1} uniformly at random.
Add FA(T,r) to F, and remove FF(T,r) from T.
fori=1,...,k do
if the endpoints of e; are within the same connected component in G'\ F' then
10: Remove e; from F, and keep ¢; in G.
11: end if
12: end for
13: Return F.

Proof. Let I’ denote the set of edges in F' immediately before the execution of the line 8
of Algorithm 2. At that point, we have F' = (E(G) \ E(T)) U FA(T,r), which means that
F' € Fou(G), as FA(T,r) € Fauy(T) mentioned in Definition 8. During the execution of the
lines 8 to 12 of Algorithm 2, each edge e; is removed from F’ only if its endpoints are still
connected in G\ F’. This means that no two previously disconnected components become
reconnected. Thus, F € Fo,, (G). <

Now, we show that each edge e € E(G) is removed by Algorithm 2 with probability at most
(1+ 21112) ’ %

» Remark 12. The choice of p in the line 6 is independent of the choice of the edges in the
lines 2 to 4 of Algorithm 2.

Remark 12 implies that each cut-edge e € E(G) is removed by Algorithm 2 with probability
i. For edges that lie within cycles, we have the following Lemma 13.

» Lemma 13. Let e € E(C;) for somei=1,...,k. Prle€ F] = (1+é)~l.

w

Proof. Let A be the event that e € F, and let B be the event that e is chosen as e; in line 3
of Algorithm 2. Then,

Pr[A] = Pr[A | B] - Pr[B] + Pr[A | B] - Pr[B].

By Remark 12, we have

1
1l =—.
w

Pr[A | B} . Pr[B] <

g~

To compute Pr[A | B], let P, and P, denote the shorter and longer paths, respectively,
between r¢, and e in C; (see Figure 1). Note that

len(Py) = d(rc,,e) <len(Pe) =len(C;) — d(rg,,e) — 1.

Since r¢, is the least common ancestor (LCA) of P; and P; in the tree T rooted at r (as
defined in line 5), it follows that if E(Py) N FL(T,r) # &, then E(Py) N F2(T,r) # & as well.
Each edge in F(P;) is removed independently with probability % Therefore, by the union
bound, Pr[4 | B] < '),
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Now, observe that

_len(C;) —d(rg,,e) =1 1 1 1
PriA | B] - Pr[B] = w . E . len(C;) —d(rc,,e) — 1  Bw

Combining both parts, we conclude:

Pr[4] = 51 —|— 1 (1-1—51) %

Tci

51

Figure 1 P;, P>, ¢ in C;.

» Lemma 14. 5, > 2In2 foralli=1,... k.

Proof. It is sufficient to prove f(k) = % +-+ T1—1 > 1n2 for any k € N. f(k) is decreasing
in N. We have

2k1

Z - > /Qk ~dz = In(2k) — In(k) = In (2:> =1In2. <

Thus, the probability that any edge is removed by Algorithm 2 is at most (1 + 21n2) % By
Theorem 5 together with the lower bound established in [14], we obtain

2285 ~ L < acacrus < 20 (1+ 505) < 3.442.

5 Unicyclic Graphs

Let w € N and let G be a unicyclic graph with central cycle C' of even length. For each
u € V(C), let T'(u) denote the tree attached to v;. See the following figure for an illustration:

Algorithm 3 returns a (random) subset of edges F' € Fa,,(G) such that Prle € F] <
all e € E(G).

ST for

FSTTCS 2025



40:10

Improved Upper Bounds on Multiflow-Multicut Gaps in Cactus Graphs

The algorithm involves two sources of randomness. First, the algorithm selects an edge
e € E(C) uniformly at random and temporarily removes it, transforming the cycle C into a
path P := C'\ e. The path P is then extended at both ends, which we refer to as the extended
path P’. Next, the algorithm selects a sequence of roots R along P’ such that consecutive
roots are spaced at distance exactly 2w — 1 from each other. For each pair of consecutive
roots r1,72 € R, the algorithm removes the middle edge of the subpath P’[ry,75]. Then, for
each vertex u € V(P), it removes the set Fi (T'(u),u) from the tree T(u) attached at u,
where 0 < I(u) < w — 1 is chosen appropriately. Finally, if the algorithm ends up removing
an additional edge from P (other than the initially chosen edge e), then e is permanently
removed. Otherwise, if no other edge from P is removed, the edge e is retained.

Algorithm 3 Unicyclic Algorithm.

1: Let F' = 0.

2: Choose an edge e € E(C) uniformly at random. Denote the path C'\ e as P, and let
H = G\ e (see Figure 2).

3: Let Pjefi, Prighy be two new paths, each of length 2w — 1. Construct a new graph G’ by
gluing P to one endpoint of P and Ppigh: to the other endpoint of P in the graph H.
Define the extended path P’ = Pjsy & P & Pright = (o, . - ., Ug), where vg, vy, are the left
endpoint and the right endpoint of P’, respectively. (see Figure 3)

> Note that Pjes = (v, . .., Vaw—1)-

. Pick p € {1,...,2w — 1} uniformly at random.
5. Let R={u e V(P')|de(vp,u) =0 mod 2w — 1} denote the set of roots.
> Every two consecutive roots in R are at distance 2w — 1 of each other.
6: for each two consecutive r1,79 € R do
Add the middle edge of P'[r1,rs] to F, and remove it from P’.
8: end for
> Since all edges of P’ are cut-edges in G’, then each connected component of
G’ \ F, except the ones containing the endpoints of P/, has a unique root at this stage of
the algorithm.
9: for u € V(P) do

10: Let 7(u) € R be the unique root within the same connected component as u in G’ \ F.
Let {(u) = w — 1 —dg/(r(u),u), and add Fﬁu)(T(u), u) to F, and remove Fi (T'(u),w)
from T'(u).

> One can verify that 0 < dg/(r(u),u) < w — 1, which implies 0 < I(u) < w — 1. So,
the set F\* (T'(u),u) is well-defined. See Remark 15.
11: end for
12: if the endpoints of e are within different connected component in G’ \ F then
13: Add e to F, and remove e from G.
14: end if
15: F — F\ (E(Pleﬁ) U E(P'right>)
16: Return F'.

Let F’ denote the set of edges in F' immediately before the execution of the line 12 of the
Algorithm 3.

» Remark 15. Each two consecutive roots in R are at distance 2w — 1 of each other, and the
middle edge of the path between each two consecutive roots is contained in F’. This means
that on P’ any two consecutive edges in F” are at distance 2w —2 of each other, meaning there
are exactly 2w — 2 number of edges of P’ between them. Since len(Pes), len(Prignt) = 2w —1,
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then |F' N E(Pp)| = |F' N E(Prignt)| = 1. This means that any vertex v € V/(P) is between
two consecutive edges in F' N E(P’). Moreover, there are exactly 2w — 2 edges of the path
P’ between these two edges, which creates the path Q. The middle vertex of this sub-path
Q of P’ is the unique root r(v) € R denoted in the line 10 of the Algorithm 3. So, it can
be derived that 0 < dg/(y(v),0) < w — 1. Also, since each two consecutive roots of R are at
distance 2w — 1 of each other, then r(v) is the unique closest root to v in G’.

Figure 2 The left figure shows the random chosen edge e € E(C), and the right figure shows the
graph H =G \ e.

Pleft V2w—1 P Pright
P/

Figure 3 The extended graph G’ and the extended path P’ = Pisi @ P ® Prighi.

» Lemma 16. F € Fy,(G).

Proof. It suffices to prove F’ € Fy,,(G’): adding (or not adding) e cannot increase component
diameters, and removing Py and Pr4gn; affects only auxiliary edges outside E(G).

> Claim 17. If F' € Fo,(G’), then F € Fou (G).

Proof. Assume F’ € F5,(G"). Note that G’ + e is a super graph of G, i.e., G is an induced
sub-graph of G + e. So, we have F' U {e} € Fa, (G’ + ¢). Based on the if condition in the
line 12 of the Algorithm 3, there are two cases to consider:

1. The endpoints of e are within different connected component in G’ \ F’; then the line 13
is executed by the Algorithm 3, which means that F' = F’ N {e} right after the execution
of the line 14.

2. The endpoints of e are within the same connected component in G’ \ F’; then the line 13
is not executed by the Algorithm 3, which means that F' = F’ right after the execution
of the line 14, and F’ € Fa,, (G’ + €).

Thus, in both cases, F' € Fa,,(G’) right after the execution of the line 14. In the line 15 the

edges of Pjefi, Prignt are being excluded from F. Thus, F € F3,(G) after the execution of

the Algorithm 3. <
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We prove F' € Fa,(G’) in the remaining. As stated in the Remark 15, |[F' N E(Pp)| =
|F" N E(Prignt)| = 1, which means that the connected components containing the endpoints
of P' in G’ \ F’ are simple paths with length at most 2w — 2. Now, consider the other
connected components in G’ \ F’. Let D be a connected component not containing the
endpoints of P’. If D is a subgraph of T'(u) for some u € V(C), then diam(D) < 2w — 1,
since FA™) (T(u),u) C F', and Fqi,(u)(T(u),u) is a 2w-diameter decomposition for T'(u), as
stated in the Definition 8.

Thus, assume that D is not a sub-graph of any 7T'(v). This means that V(D) NV (P') # @.
Since F'NE(P’) must consists of edges along P’ spaced exactly 2w —2 apart using Remark 15,
and D does not contain the endpoints of P/, then the sub-graph induced by D on the vertices
V(P’), denoted D[V (P')], forms a contiguous sub-path @ of P’ of length 2w — 2. Moreover,
the unique middle vertex of @ is a root ' € R. Note that the only vertex in V(D) that
belongs to the root set R is this single, central vertex r’.

> Claim 18. dg/(r',u) <w —1 for all u € V(D).

Proof. If uw € V(Q), then since len(Q) = 2w — 2, and 7’ is the middle vertex of @Q, then
de (r',u) < w —1. So, assume u ¢ V(Q). This means that there exists a vertex v € V(Q)
such that v € V(T,). We have l[(v) = w — 1 —dg/(r',v). As stated in the Definition 8,

rasz(u)(T(u) W (v) < 1(v), which means that dg(v,u) < I(v). The triangle inequality implies
that

da(r',u) < dg (r',v) +dg(v,u) <w —1—1(v) +1(v) =w— 1. <
This shows that diam(D) < 2w — 2. Thus, F’ € Fa,(G’). <

Now, we are going to show that each edge e € F(G) is removed by the Algorithm 3 with

probability at most 2w271.

» Definition 19. For any z € Z, let my(2) € {—(w—1),...,0,...,w—1} be the unique integer
such that z = my,(z) mod 2w — 1. Note that 0 < |m,(2)] < w — 1, and my,(—2) = —my,(2).

» Lemma 20. Fiz the random edge e € E(C) in the line 2, and let G' and Py =
(vo,...,v2—1) be as stated in the line 3 and p stated in the line 4 of the Algorithm 3.
For any v € V(C) = V(P), we have dg/ (r(v),v) = |my(dg (vo, v) — p)|-

Proof. We have dg/(vo, ry) = dar(vo,v,) + dar (v, 7(v)) = p+ der (vp, 7(v)), which implies
dgr(vo,my) = p mod 2w — 1. There are two cases to consider:

1. r(v) € V(P'[vg, v]); this means that
dg(r(v),v) = dg (vo,v) — dg (vo, 7(v)),
which implies
de (r(v),v) = dgs(vg,v) —p mod 2w — 1.
Since 0 < dgv (r(v),v) < w — 1, then 0 < my,(dg/ (vg, v) — p), which implies
Ao (r(0),0) = map(des (v0,0) — p) = lmas(des (v0,v) — p)].
2. v € V(P'[vg, r(v)]); this means that

de/ (r(v),v) = dgr (vo, (V) — dgr (vo, v),
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which implies
dei (r(v),v) = —(dg(vo,v) — p) mod 2w — 1.

Since 0 < dg(r(v),v) < w — 1, then 0 < my,(—(dgr (vo,v) — p)) = =My (dgr (vo,v) — p),
which implies

dG'(T(v)?U) = _mw(dG’(UOav) - p) = |mw(dG’ (UOaU) - p)| <

» Remark 21. The choice of the edge e in the line 2 is independent from the choice of p in
the line 4 of the Algorithm 3.

» Lemma 22. Let u € V(C) = V(P) be an arbitrary vertex, and let k € {0,...,w — 1} be
an arbitrary number.

1 .
_ _ ) 2w—-1 Zf k=0
Pr[dcf(r(“)ﬂ)—k]_{ 2 if k=1,...,w—1.

2w—1

Proof. Fix k. Let e be the random edge denoted in the line 2 in the Algorithm 3. By
conditional probability, we have

Prldg: (r(u),u) = k] = Z Prldg: (r(u),u) = k| e = f]Prle = f].
feE(C)
Prle = f] = m for all f € E(C). Now, to compute Pr[dg: (r(u),u) =k | e = f], we fix
e = f. Lemma 20 implies that dg: (r(u),u) = |m,(dg (ve,v) — p)|, where p is the random
number denoted in the line 4 of the Algorithm 3. Note that dg:(vg,v) is a fixed value
assuming e = f is fixed. If &k = 0, then dg/(r(u),u) = 0 iff my,(de (vo,v) — p) = 0, and
this is equivalent to dg(vo,v) = p mod 2w — 1. It can be derived that Pr[p = dg (vg,v)

mod 2w — 1] = 524—. Thus, Prlde (r(u),u) = 0] e = f] = 52t5. If k€ {1,...,w—1},
then dg/ (r(u),u) = k iff my,(der (vo,v) — p) € {k,—k}. It can be derived that the events
My (dgr (vo,v) — p) = k and my,(dg: (vo,v) — p) = —k are disjoint from each other, and
each has probability 5-1—. Thus, Pr[de (r(u),u) = k | e = f] = 5-2+. This completes the
proof. |

» Lemma 23. Let f € E(G)\E(C), i.e., f € E(T(u)) for someu € V(u). Pr[f € F] < 3-2+.

Proof. As stated in the Definition 8, {F{(T(u),u)}¥ =4 is a partition of E(T(u)). Assume
f € Fi(T(u),u) for some j = 0,...,w — 1. Line 10 implies that f € F iff j = I(u) =
w—1—dg(r(u),u). So, e € F iff dev(r(u),u) = w — 1 — j. Lemma 22 implies that

1 g w1
Prldg: (r(u),u) =w —1-j] = {2“’21 s <
501 if 7=0,...,w—2.

» Lemma 24. Let f € E(C) be an arbitrary edge. Pr[f € F| < 2w2_1.

Proof. Let A denote the event that e = f, where e is the random edge denoted in the
line 2 of the Algorithm 3. Denote A as the complement of A. We compute Pr[f € F] by
conditioning on A. We have

Pr[f € F] = Pr[f € F|A|P[A] + Pr[f € F|A]P[A].
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We know that Pr[A] = m and Pr[A] = le;;slc(vgl. Now, if A happens, meaning that
e = f, then f is added to the set F’ in the line 13 iff the end-points of e = f are in different
connected components in G' \ F’. Note that the endpoints of e = f are indeed the endpoints
of the path P. Since G’ is a tree, then e = f is added to F’ iff F/ N E(P’) # (. We have two
cases to consider:

1. len(C) > 2w; then len(P) > 2w — 1, which means that F' N E(P’') # & by Remark 15.

Thus, Pr[f € F|A]=1< % in this case.
2. len(C) < 2w; Remark 15 implies that each edge of P’ is contained in F” with probability

ﬁ, assuming e = f is fixed. Using union bound, we have
len(C) -1

Pr[F’ .

r[F' N E(P < > PrfeF —
f’EE(P)
Thus, Prf € F|A] = -]

Now, we compute Pr[f € F|A]. Assuming A means f € F(P), and as mentioned before
each edge of P’ is present in F’ with probability assuming e # f is fixed. So,

2w—1
Pr[f € F|A] = 515 Thus,
len(C) -1 1 1 len(C) —1 2
P F| = < .
if e F] ow—1 len(C)  2w—1 . len(C) ~2w-—1 b

» Corollary 25. For the family UNICYCLIC, we have aynicycric < 2.

Proof. Fix w’ € N. By Algorithm 3, for any unicyclic graph G each edge is removed with
probability at most 57— 2 =1 and the algorithm outputs a random F € Fy,(G). Hence there
exists an SDD(G, 2w, 53—).

Now fix k € N and let w’ = 2kw for arbitrary w € N. Then SDD (G 4kw, 4k ) exists for

2 4k

_4k
we also have SDD (G 4k:w kT > Lemma 6

every unicyclic G. Since 2~ < ZZ-t

1 — 4kw’

implies that for every unicyclic G and Vw € N there exists SDD (G, 2w, 4’“ T ) Applying

Theorem 5 yields aynicycrLic < 2- 4k . Letting k — oo gives aynicycLic < 2. <

6 Path Cactus

In this section, we outline the algorithm for the path cactus. Due to space constraints, we
omit the analysis here and defer it to the section 2.8 of the first author’s Master’s thesis [12].
We first recall the definition of a path cactus graph.

» Definition 26. Let G be a cactus, we say that G is a path cactus if it is 2-edge connected
and each cycle shares a common vertex with at most 2 more cycles, or equivalently it is a
path of consecutive cycles. (Figure 4)

000

Figure 4 Path Cactus.



S. Kalantarzadeh and N. Kumar

» Definition 27. Let P = (v1,...,v,) be an even-length path. We denote the mid-vertex of
P by vrapy.

» Definition 28. Assume n > 3. Let P = (v1,...,v,) be a path. Let e; = (v;,viy1),€2 =
(vj,vj11) € E(P) be two distinct edges such that i < j. The distance between ey, e in P is
denoted as dp(e1,e3) =j — i — 1. Note that e1,es are consecutive edges in P iff j =i+ 1.

» Definition 29. Let C = (v1,...,v,,v1) be an even-length cycle. For any vertex v;, we
denote the opposite vertex of v; in C as

vi+%7 ’Lfl < %

vi—z, otherwise
Let G be a path cactus with consecutive cycles C1,. .., Cy, such that V(C;) NV (Ciy1) = {u;}
fori=1,...,k —1. Let uy # uy be an arbitrary vertex in Cy, and also ug # uip_1 an
arbitrary vertex in Cj. As mentioned before, we can assume that length of all cycles are even.
There are exactly 2 simple paths between each pair of u;_1,w; in the cycle C; fori =1,... k.
Let S; denotes the shorter, and L; denotes the longer one. (Figure 5)

L1 L2 Lk

Loz Loy

Uy g, U1 g, Uz Ug—1g, Uk
Figure 5 S; and L;.

Let P=51®---® S, with endpoints ug, ur. We refer v; = ug, ..., v, = ur as the ordered
vertices of P. To perform the Algorithm 4, we need to consider a super graph of G. Let
Prest = (V_2w, - - -, 00), Pright = (Un+1, ..., Unt2w) be 2 new paths. Extend G to G’ by adding
an edge (vo,v1), and another edge (vy,, Uny1). Let P/ = Piep® (v, v1) B P B (Vn, Unt1) S Prigha.
(Figure 6)

Ly

L,
L,

Pleft S ‘SQ o Sk -PriqhtA

V_2w V1 Vg Un, Un+2w
Figure 6 G’ and P'.

» Remark 30. dg/(u,v) = dg(u,v) for any two vertives u,v € V(G). Moreover, ug, 1, .. ., Uk
are cut-vertices of G'.

Given w € N, Algorithm 4 selects “blue” edges on P’ so that consecutive blue edges are

spaced at distance 2w — 1. Based on these blue edges, it removes additional edges from G'.

We have the following theorem (proof omitted here due to space; see the thesis [13]):

» Theorem 31. Let w € N, let G be a path—cactus graph in which every cycle has even
length, and let G’ be the extended graph used by Algorithm 4. Then Algorithm /4 outputs a
random set F' € Fa,(G') such that

Prlec F'] < L forallee E(G).

Hence SDD(G', 2w, %) exists. Since G is a subgraph of G', the same diameter and marginal
bounds hold for edges of G, and therefore SDD(G, 2w, %) exists as well.
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To describe Algorithm 4, we first introduce the following definitions.

» Definition 32. We say that a cycle C; is long if len(L;) > 2w — 1. For each long
cycle Cy, let a; be the mid-vertex of L;. Let Q; = L;[ui—1,a],Q; = Li[a;,u;]. Note that
len(Q;) = len(Q}) > w. (Figure 7a)

» Definition 33. We say that a cycle C; is short if len(L;) < 2w — 1. For each short cycle
C;, let a;, b; be the opposite points of u;—1,u; in C;, respectively. Let Q; = Lilu;—1, a;], Qf =
L;[u;,b;]). Also, let Q; = L;[b;, a;] be the common sub-path of Q;, Q. Let C; be a short
cycle. Let a; € V(P'[u;, Untow]) be the unique vertex with d(u;—1,a;) = %
len(C;)

5

. Stmilarly,
let b, € V(P'[v_aw,ui—1]) be the unique vertex with d(u;b;) =
P, = P'[al,b}]. (Figure 7b)

1) 7

Moreover, let

-—e o '/
bi

U;—1 S U

(a) Long cycle. (b) Short cycle.

Figure 7 Path-cactus illustrations: (a) long cycle; (b) short cycle.

Now, we are ready to describe the Algorithm 4.

Algorithm 4 Path Cactus Algorithm.

1: Pick uniformly random edges from P’ such that the distance of every consecutive edges
is 2w — 1, and call them blue edges.
2: for each long cycle C; do
: Let 0; be the distance of the closest blue edge to uw;_1. Pick edges with distance
o; + Kw(k' =0,..., L%J) from u;_1 in Q;.
4: Let z; be the distance of the closest blue edge to u;. Pick edges with distance
zi+Kwk =0,..., L%D from u; in Q).

5: Remove all the picked edges from C;.

6: end for

7: for each short cycle C; do

8: if P; contains a blue edge, then

9: Let f; be the blue edge in P;.

10: Let 0; = dp/(ui—1, fi). Pick the unique edge f with dg,(u;—1, f) = 0; in Q;.
11: Let z; = dp/(uy, f;). Pick the unique edge f’ with dg; (ug, f') = 2z in Q).

12: Remove f, f/ from C;.

13: end if

14: end for

15: Remove the blue edges.
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» Lemma 34. Let M be the following minimum multicut instance. The base graph is a cycle
C with 2k 4+ 1 vertices and unit edge costs ¢, =1 for all e € E(C). The source—sink pairs
are {(u,v) | de(u,v) = k}. Then

OPTip(M) _ 3 2

OPTLP(M) - 2 2k +1°

Proof. We claim OPT;p(M) = 3. Indeed, removing any two edges from C' yields two path
components whose total length is (2k + 1) — 2 = 2k — 1. Hence one component has length
at least k. That component contains a subpath of length exactly k£, which separates some
designated source—sink pair at distance k; thus two edges never suffice. Conversely, deleting
three suitably placed edges clearly disconnects all such pairs, so OPT;p(M) = 3.
For the LP relaxation (1), set z. = ¢ for all e € E(C). Every designated s—t path has exactly
k edges, so x(P) =Y. .cp®e = k- ¢ =1, and z is feasible. Therefore
2k +1
OPT.p(M) < 3 core = (2k+1)-1 = ]: .
ecE(C)

ecP

It follows that

OPT;p(M) 3 3k 3 2
> = = - : «
OPT.p(M) = (2k+1)/k  2k+1 2 2k+1

B Proof of Lemma 6

Proof. Fix G € G and w € N. Create G’ from G by subdividing every edge of G into a path
of length 2k. Since G is closed under subdivisions, G’ € G; moreover, every cycle length in G’
is multiplied by 2k, hence divisible by 2k, so G’ € G’. By assumption, there exists an SDD
distribution D’ = {yp } pre 7y, (o) With

F/lirp/[e’eF’] < for every ¢ € E(G').

Coarsening map. For F' C E(G’), define the coarsening
®(F') = {e € E(Q) : at least one subdivision edge of e lies in F’ }.

We claim: if F’ is a (4kw)-diameter decomposition of G’, then ®(F”) is a (2w)-diameter
decomposition of G. Indeed, distances in G’ are exactly 2k times the corresponding distances
in G (every original edge became a path of length 2k). Removing F’ leaves every component of
G’ with diameter < 4kw (in the G’ metric), which translates to diameter < (4kw)/(2k) = 2w
in the G metric after contracting each subdivided path back to its original edge. Thus
O(F') € Fauw(G). Define a distribution D = {yr}per,, () by

Yr = Z Y-

F'€Farw(G")
S(F)=F

This is a valid probability distribution since the ®-preimages of distinct F’s are disjoint and
Yy =1. Fix e € E(G), and let its 2k subdivision edges in G’ be €,...,e5,. Then

2k
— / _ , /
PriecFl = Pr [@o(F)5¢ = Pr | _\/1(616F)]
2k
<D pPrla Pl < 2k g = 5

i=1
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where we used the union bound and the marginal bound in D’. Therefore D witnesses
SDD(G, 2w, a/(2w)), as required. <

C 2 Lower Bound for PATH-CACTUS

We give a path—cactus instance with integrality gap approaching 2. Let the graph consist of
n triangles Ay, ..., A, in a path, where A; has vertices u; 1, u;,v; and consecutive triangles
share u;. Set c(u;,v;) = c(u;—1,v;) =1 for all 4, and assign arbitrarily large cost to all other
edges. Let the demand pairs be all (v;,v;) with 1 <i < j <n.

U1 V2 Un,
uo Ui U2 Up—1 Un

Figure 8 Path—cactus lower-bound construction.

Fractional solution: set z(u;, v;) = #(u;—1,v;) = % for all i. Every v;—v; path crosses 2(j — 1)
such edges, so z(P) > 1; the LP cost is n.

Integral cost: to separate all (v;,v;) pairs, at least two unit-cost edges must be cut in each
of at least n — 1 triangles, hence any multicut costs > 2n — 2.

Therefore the gap is

OPT]p > 2n — 2
OPTLP - n n—00

SO QUPATH-CACTUS = 2.
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