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—— Abstract

We present a +2 ZI.CH W;i-APASP algorithm for dense weighted graphs with a runtime of

i=1
O(n”ﬁ), where W; is the weight of an i*® heaviest edge on a shortest path between two
vertices. Dor, Halperin and Zwick [FOCS’96 and SICOMP’00] introduced two algorithms for the
commensurate unweighted +2 - (k + 1)-APASP problem: one for sparse graphs with a runtime of
o) (nz_k%r?mﬁ) and one for dense graphs with a runtime of O(nﬁﬁ) Subsequently, Cohen
and Zwick [SODA’97 and JALG’01] adapted the algorithm for sparse graphs to the weighted setting,
namely a +2 Zfill Wi-APASP algorithm with the same O n27%+2m%+2) runtime. We fill the
nearly three decades old gap by providing an algorithm for dense weighted graphs, matching the
runtime for the unweighted setting.

In addition, we explore nearly additive APASP, where the multiplicative stretch is 14+e. We present
a (14 ¢, min{2W7,4W>})-APASP algorithm with a runtime of O((é)o(l) 215185313 loe 11 )
This improves upon Saha and Ye [SODA’24|, which had the same runtime, yet (1 + ¢, 2W;)-APASP.

For pure multiplicative APASP, we present a (% + s)—APASP algorithm with a runtime of
O((%)O(l) 215138313 g W) This improves, for dense graphs, the O(nm% + n2) runtime of
the %—APASP algorithm by Baswana and Kavitha [FOCS’06 and SICOMP’10], at the cost of
introducing an additional € to the multiplicative stretch.

We further view this result in a broader framework of (%—24 + 5)—APASP algorithms, similarly

to the family of ?’ZZI;-APASP algorithms by Akav and Roditty [ESA’21]. This also generalizes the

(2 + €)-APASP algorithm by Dory, Forster, Kirkpatrick, Nazari, Vassilevska Williams, and de Vos
[SODA’24].

Finally, we show that it is possible to “bypass” an Q(n“’) conditional lower bound by Dor, Halperin,
and Zwick for a-APASP with a < 2, by allowing an additive component to the approximation (e.g.

a (6k+3 P Wi)-APASP with O(n2+f3kl+2) runtime.).
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APASP in Undirected Graphs: Trade-Offs and Algorithms

1 Introduction

We study the classic All-Pairs Shortest Paths (APSP) problem in a weighted undirected graph
G = (V, E,w) with non-negative weights w : E — R*. Floyd-Warshall’s algorithm [30, 21, 28]
solves APSP in O(n3) time. Johnson’s algorithm [16] improves it to O(n2 logn + nm)7 which
is still O(n?) for dense graphs. Despite advances (e.g. [19, 24, 29]), no truly sub-cubic APSP

algorithm currently exists. The fastest known one runs in O(#\/TTJ time [29].

Facing this, an immediate question arises: Can we approximate APSP in less than O(n?’)
time? To explore this, we properly define the problem of All-Pairs Approximated Shortest
Paths (APASP). For parameters «, 3, the goal of an («, 3)-APASP is to compute, for all
u,v € V, an approximate distance d[u, v] s.t. é(u,v) < d[u,v] < a-d(u,v) + 3, where §(u, v)
is the distance between v and v. If 8 = 0, the approximation is purely multiplicative, referred
to as an a-APASP, where « is the multiplicative stretch; if « = 1, the approximation is purely
additive, known as +3-APASP, where 3 is the additive stretch; otherwise, the approximation
is “mixed”.

In weighted graphs, defining additive approximation in a meaningful way is a bit tricky.
By scaling edge weights, we can show that any constant +5-APASP is equivalent to APSP.
To overcome this, we explore additive stretches that depend on w. One approach is a
+5W-APASP, where W = Igleaéc{w(e)}. However, it might hold that most shortest paths use

edges whose weight is much smaller than W, hence a +SW-APASP yields a very “weak”
guarantee.

Cohen and Zwick [9] addressed this issue by defining W; = W, (uwv) to be the weight
of an i*" heaviest edge on a shortest path uaw. This approach has since influenced many
approximation results for various graphs distance problems (e.g., [22, 18, 1, 14]).

We consider the approach of Cohen and Zwick under a broader spectrum which generalizes
the concept of equivalence between weighted and unweighted approximations. Consider an
(v, B)-APASP in an unweighted graph for arbitrary «, 8 and let f(8,G, P) be a function
whose parameters are: a numerical value 3, the weighted graph G and a path P between two
vertices V. The problem of an («, f(8, G, P))-APASP in weighted graphs is a commensurate
version of the (a, 8)-APASP problem in unweighted graphs if, when the weight function
w(e) = 1 for all e € E, the additive stretch of the two problems is the same. That is,
f(8,G,P) = B.

Two algorithms A; and As, with runtimes 7T (n) and Ty(n), respectively, are runtime
equivalent if Ty (n) € O (Ty(n)), where O (-) hides poly-logarithmic factors of n or W.
An (a, f(8,G, P))-APASP algorithm A, for weighted graphs is a strongly commensurate
version of an («, 5)-APASP algorithm As in unweighted graphs if (a, f(8, G, P))-APASP is
a commensurate version of («, 3)-APASP and A; and Az are runtime equivalent. Thus, as
long as Ay is not improved, A; is optimal. We consider the broad question:

» Question 1. For an (a, §)-APASP algorithm in unweighted graphs, what are its strongly
commensurate versions («, f(B,w))-APASP algorithms in weighted graphs?

Partial answers are already known. Cohen and Zwick [9] had two +2W;-APASP al-
gorithm with runtimes O(n%m%) and O (n%), matching the runtimes of the two +2-APASP
algorithms in unweighted graphs by Dor, Halperin, and Zwick [11]. Since +2W; = +2 when
w(e) =1 for all e € E, the two pairs are, respectively, strongly commensurate.
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Table 1 Our results for combinatorial and algebraic APASP for weighted graphs.

Approximation Combinatorial Algebraic Reference
Tl
1

+2 Z W; n?tsrre - Section 4
i=1

Tye - mnf WY+ (%)O(l) e log W Section 5

3 O(1) 215135313
~ (%) -n -log W
% +e - mn® +n?T7 4+ (%)O(U -G8 Log W | Section 6

mn® 4+ n2t 4 (é)ou) e1=B=) L og W
(1+ &, min{2W1,4W>}) - o) . Section 7
~ (1) 215135313 0 17

€

k+1
Cohen and Zwick also generalized one of their +2W;-APASP algorithms to a +2 Z W;-
i=1
APASP algorithm for weighted sparse graphs with O(nQ_k%r?m%ﬂ) runtime, hence finding
a strongly commensurate version to the unweighted +2 - (k + 1)-APASP algorithm of Dor,
Halperin, and Zwick for sparse graphs. Yet, the +2- (k + 1)-APASP algorithm for unweighted

dense graphs with O(anrﬁ) runtime of Dor, Halperin and Zwick was left unaddressed,

raising the following question:

k+1
» Question 2. Is there a +2 Z W;-APASP algorithm which is a strongly commensurate
i=1

version of the +2 - (k + 1)-APASP algorithm for dense unweighted graphs of [11]?

Question 2 remained open for nearly three decades since the work of Cohen and Zwick [9],

despite extensive progress on («, 5)-APASP algorithms for weighted graphs (e.g., [6, 17, 7, 3,
E+1

22, 12]). In this paper, we answer it in the affirmative by presenting a +2 Z W;-APASP
i=1

algorithm for dense weighted graphs, running in O(nyfﬁ time — establishing a strongly

commensurate version of Dor, Halperin, and Zwick’s algorithm.

A meaningful observation is that, in this approximation, no edge should be taken into
consideration more than once. That is, any i*® heaviest edge can contribute to the additive
stretch at most once. Therefore, for u,v € V, if there are less than k edges in a given
shortest path uwwv, the approximation which is due to that specfific path uwwv, is bounded
by 3-8 (u,v). If all shortest paths between u and v have less than k edges, the approximation
for this pair is bounded by 3 - §(u, v).

In our approach, we utilized only hitting sets and Single Source Shortest Paths (SSSP)
invocations. However, other powerful tools exist. Matrix Multiplication (MM), particularly
Min Plus Matrix Multiplication (MPMM), is a key tool for reducing the runtime of shortest
path algorithms. Over the years, there have been many improvements (e.g. [5, 13, 27, 4]) on
the exponent of n for the runtime of fast MM. However, these fast MM algorithms “hide”
large constants in their runtime, which make them inefficient for practical use.

Motivated by this, Aingworth, Chekuri, Indyk and Motwani [2] initiated the study of
algorithms for graph approximation problems (not necessarily APASP) that avoid fast MM.
Since then, APASP algorithms have been broadly categorized into either: an algebraic
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Table 2 Known additive (and nearly) combinatorial and algebraic APASP for unweighted graphs.

Approximation Combinatorial Algebraic
13 1 n?t? + MPCRBD(n, ™)
42 min{nS,n2 m2} [11] [10]
o 2 2.2867
~n
2+t + 1pw)
(1+¢,2) - € [12]
n 1. ,215135313
€

+2-(k+1) min{nHTlJr?,n%%ﬂmrlﬂ} [11] -

approach — which allows the use of fast MM (e.g., [8, 12, 17, 22, 31, 15]), and a combinatorial
approach — where such algorithms are not used (e.g., [3, 6, 12, 17, 20, 9]). We summarize?
results for unweighted graphs in Table 2 and for weighted graphs in Table 3.

One algebraic approach focuses on nearly additive approximations. Specifically, we show a
(14 &, min{2W;, 4W>})-APASP with a runtime of O(1 - n215135313 . Jog W) This improves
upon Saha and Ye [22], which had the same runtime, yet computed a (1 + ¢, 2W7)-APASP.

Another approach considers purely multiplicative stretches. We present a general frame-
work of (%—B‘l + 5) -APASP algorithms with O(mn5 +n2tr 4 (%)O(l) (== og W)
runtime, where S and - are parameters which depend on the graph’s density and / is a

parameter that indicates the quality of the stretch. When the graph is dense, the runtime
becomes O<n2+3 + (%)0(1) @ (=(EHD0) L og W), where 2+ 8 =w(l1— (£4+1)-03).

To properly understand the results that lie within this framework, we must first examine
purely multiplicative stretches. In this setting, the goal is to compute an a-APASP as
efficiently as possible. To do so, we first consider the known upper and lower bounds.

Dor, Halperin and Zwick [11] show that computing a (2 — £)-APASP, for any € > 0, is
as hard as Boolean Matrix Multiplication (BMM), which is only known to be solved in
O(n®)3. This conditional lower bound means that 2-APASP is the smallest multiplicative
stretch s.t. an a-APASP algorithm may require less than O(n®) time.

Since APASP algorithms output an n x n matrix, (n?) time is unavoidable. For weighted
graphs, the only known purely multiplicative stretch that can be computed in quadratic time
is 3-APASP [9, 6]. This stands in contrast to the conditional lower bound for (2 — )-APASP,
implying the existence of a threshold « € [2, 3], for which there is an a-APASP algorithm with
O(n2) runtime, while any (a — €)-APASP algorithm would require more* than quadratic
time.

» Question 3. What is the smallest a € [2,3], for which there is an a-APASP algorithm
that runs in O(n2) time, while any (o — €)-APASP algorithm necessitates Q(n%”) time?

Some results depend on certain parameters, such as w(c, 8,7) or MPCRBD(n, m), which is the runtime
for a MPMM on column and row bounded difference matrices of dimensions n x m and m x n. We
provide the mathematical expression and the numerical exponent with currently known values.

w(a, B,7) is the infimum of the exponent of the runtime for all algorithms which compute the multiplic-
ation of an n® x n? and n® x nY matrices. w(B) = w(1,5,1) and w = w(1).

Assuming BMM cannot be solved in quadratic time.
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Table 3 Known combinatorial and algebraic APASP runtimes for weighted graphs.

Approximation Combinatorial Algebraic
+2W5 nim? [9] -
+ min{2W, 4Ws} n% [9] _
1, nw(l,lfz,l) log W + n2+%
(1+4¢,2W1) - ¢ & [22]
~ L. 218135313 o0 1y
k1 .
1 1
+22Wi n? FE (9] -
i=1
k+1
(1+E,ZZW2) — % _nw(lf%ﬁ-z,lfz,l—l’z%w) .logW+n2+kL+2 [22}
i=1
2 nIm + n [6, 3] -
n'"m + (é)omn“’m -logW
2te N 1\O1) 221235201 [12]
~ (g) “n -logW
(2, W) n? [6, 7] _
i nmf +n? [6, 3] -
e L ) -
3 n? [9, 6] -

While exact quadratic-time algorithms are rare, there is notable progress for “near
quadratic” ones, as summarized in Table 3. This paper contributes in this direction by

presenting a (% + ¢)-APASP algorithm with O((%)O(l) 215135313 g W) runtime. For

dense graphs, we improve the O (m%n +n? ) runtime of the %-APASP algorithm by Baswana
and Kavitha [6], at the cost of adding an ¢ to the multiplicative stretch.

Baswana and Kavitha also presented a 2-APASP algorithm with O (n%m% + n2) runtime.
Recently, Dory, Forster, Kirkpatrick, Nazari, Vassilevska Williams and de Vos [12] presented
a (2 + ¢)-APASP algorithm with a O((%)O(l) 221235201 o W) runtime, improving the
runtime for dense graphs at the cost of adding an . This algorithm and our own (% + 5)—

. . . . Y]
APASP algorithm belong to a the previously discussed unified framework of (% + 5)—

APASP algorithms with O(mnﬁ +n2tY 4+ (%)O(l) -pe(1=8=6) L og W) runtime.

While these results primarily explore trade-offs between the runtime and the multiplicative
stretch, we would also like to fix the runtime and provide trade-offs between the multiplicative
and additive stretches, proceeding in alignment with the direction of Saha and Ye [22].

We begin by focusing on cases where the multiplicative stretch is below 2, offering a
way to “bypass” the conditional lower bound of 2(n*) of Dor, Halperin and Zwick [11] for

(ar, B)-APASP algorithms where o < 2.

» Question 4. For which values of o, 3 such that o < 2 is it possible to compute an
(v, B)-APASP in less than O(n®) runtime?

We partially answer this by presenting a family of (a,3)-APASP algorithms with
k+1
Z W; |-APASP. Furthermore, our approach helps
i=1
bridge a known gap in the literature: no combinatorial algorithms currently exists for purely

6k+3

) 2+ 3k1 2 i pltinnt®)
O(n 72 ) runtime, such as | 555,
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Table 4 Runtime equivalence for O~(n2+3k1+2 )

Approximation Combinatorial | Reference
k1
+2 Z W; n>taere Section 4
k+1
<g’;ig R Z WL-) n2+ﬁ Section 8
i=1
k1
<W, lffﬁ Z Wl> n2+#+2 Section 8
s < 0t 8

multiplicative a-APASP in weighted graphs where a € (2, ;) The lack of such can be

partially accommodated by an (a, 3)-APASP s.t. « € (2 7) and § is small. For instance,

we obtain a (&, W1tW2) APASP in O(n 5 ) time and a (1—6:3, w) APASP in

O(n%> time (See: Appendix C). These belong to a wider family of approximations comput-

able in O~(n2+ﬁ) time (see Table 4). We broaden the question to any runtime function
T(n):

» Question 5. Given an (ay,81)-APASP with T(n) runtime, what other (as, f2)-APASP
can be computed within O(T(n)) runtime?

1.1 Related Work
Cohen and Zwick [9] had a 2-APASP algorithm with O(n%m% + n2) runtime and a

7
3
APASP in O(n%> time. Both runtimes were improved by Baswana and Kavitha [6] t
O(m\/ﬁJr n2) and O(m%n + nz), respectively. Kavitha [17] showed a g—APASP algorithm

with O (n%) runtime, which was improved by Akav and Roditty [3] to O (n%m% + n2> time.

These multiplicative stretches were initially computed in an ad-hoc manner, each requiring
its own tailored algorithm. The approaches for these APASP algorithms were developed
without a unifying framework or a recognition of a broader underlying structure. Only later
did Akav and Roditty [3] observe that these seemingly distinct stretches are, in fact, a part

of a family of problems characterized by the form of %—APASP that can be computed in

(~)<n274+%m’3+% + nz) time. For example ¢ = 0 indicates a 2-APASP algorithm that runs

in ON(n%m + n2) and ¢ = 3 indicates a == APASP algorithm that runs in O(nomo +n )
time.

A related problem is Multi-Source Shortest Paths (MSSP), where instead of computing all
pairs of distances, we are given a set S C V of sources and we need to compute the distances
from this set to any v € V. We define an (a, 8)-MSASP similarly to an («, 5)-APASP.
Let € > 0, |S] € O(n") and assume edge weights are from {0,1,..., W} U {oco}. Recently,
Elkin and Neiman [15] a (1 4 ¢)-MSASP algorithm with O( Lo 1) + (2 )O(l) @) log W)
runtime.

Dory, Forster, Kirkpatrick, Nazari, Vassilevska Williams and de Vos [12] utilized the result
of Elkin and Neiman [15] and the 2-APASP of Baswana and Kavitha [6]. They achieved a

(2 + £)-APASP algorithm with a O(( )O(l) n2:21235201 150 W) runtime, which improves



L. Roditty and A. Sapir

the runtime of the 2-APASP of Baswana and Kavitha [6] for dense graphs. We generalize
this (2 4 £)-APASP algorithm [12] and our own (% + £)-APASP algorithm, similarly to Akav

and Roditty [3], and present a unified framework of (%—*24 + 5) -APASP algorithms.
k41
An equivalent approach was taken by Saha and Ye [22]. They computed a (1+¢,2 Z W)-
i=1
APASP. Their base case was (1 + ¢,2W;)-APASP with O(% - 215135313 L 1og 1) runtime.
We improve the base case and compute a (1 + ¢, min{2W;,4W5})-APASP, in the same

runtime.

2 Toolkit

2.1 Basic graph notions

Unless stated otherwise, we consider an undirected graph G = (V, E, w) with a non-negative
weight function w : E — R=%, where the weight of an edge (u,v) € E is w(u,v). Denote
V| = n and |E| = m. For k € N, let [k] = {1,2,...,k}. Each vertex u € V has its set
of neighbours N(u) and the set I'(u, k) of k-nearest neighbours. A path from a vertex u
to a vertex v is an ordered list v = yo,y1,Y2,- -, Yk, Yb+1 = v s.t. for any i € [k+ 1]:
(¥i—1,¥:i) € E. The weight of a path is w(P) = > . pw(e). A path with the smallest weight
is a shortest path and its weight is the distance, denoted by §(u,v). The distance between
a vertex u to a set of vertices S C V is the distance from u to the nearest s € S. That is,
o(u,S) = Islféigl{é(u, s)}. The pivot of u is a® vertex pg(u) such that 6(u,ps(u)) = §(u, S).

Denote a8 shortest path between u and v by uwwv: w(uwov) = &(u,v). If uwwv is a single
edge, we write u—uv, hence w(u,v) = d(u,v). Let W;(uv) be the weight of the i*® heaviest
edge. That is, Wj (uwv) for the heaviest, Wy (uwv) for the second heaviest, etc. The notion
of a W;(uwwv) applies to the fixed path uwwv, and so does Z W;. Yet, if no specific uww is

icl
stated, we consider any” shortest path, but all edges must be from the same path.

We denote by d[u, v] the distance estimate computed by our algorithms. For an («, 3)-
APASP algorithm, we prove that d(u,v) < d[u,v] < «-§(u,v) + . Since G is undirected,
we assume that any update to d[u, v] also updates d[v,u]. This adds only O(1) per update
and does not affect the overall runtime.

2.2 Nearest vertices and pivots

Given several sets T1, Ty, ..., Ty of elements from a universe U = {uy, usa, ..., u,}, a hitting
set is a set S C U such that for any ¢ € [¢(]: SNT; # @. In our context, U = V and
Ty, = T'(u, k) for u € V and some k that will be later specified. A hitting set, in this
sense, is a set S C V of small size which contains at least one of the k-nearest vertices of
u, for all w € V. Hence its pivot pg(u) is the nearest vertex between u and S. That is,
d(u,ps(u)) < o(u,s) for all s € S.

Let A C V and u € V. We can consider I'(u, A, k) = {a1,4,02,4,.-.,0ku} Where
O(u, ai—1,u) < 6(u,a;,) for i € [k], and for any a € A: §(ak,) < d(a,w). Hence, the nearest
vertices from the set A. These definitions are useful for APASP by distinguishing between

5 If there are several candidates we can break ties by a consistent criteria.
6 Several shortest paths may exist. If nothing is specifically mentioned, we consider an arbitrary one.
7 Or, the smallest sum.
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pairs of vertices u,v € V that are “far” from each other — and those that are “near” — that is,
one lies within I'(, k) of the other. For near vertices, usually the exact distance is computed,
by an algorithm [6, 25] similar to Dijkstra, while for “far” vertices, we use an approximation
on paths that pass through the pivots.

Es(u) = {(u,v) | w(u,v) < d(u,S)} is the set of edges near u whose weight is smaller
than 6(u, S), and Eg = U Es(u). Denote the auxiliary edges Hg = {(u,ps(u))| u € V}.

ucV

If there are multiple hitting sets H = U Hg is their union. When concerning a hierarchy of

s
hitting-sets S1 2 Sy D ..., we assume that S;;1 C S;, and that each S; has its set of edges
Es, and pivots p;(u) € S; for each u € V' (See Appendix A).

2.3 Min-plus matrix multiplication

A problem related to APSP is MPMM, which uses a different multiplication operator: given
two matrices A and B, their product C' = A x B, satisfies C[i, j] = min}_, {A[i, k] + Blk, 7]}
MPMM is runtime-equivalent to APSP [26]. However, MM and MPMM are not not known
to be runtime-equivalent®. Nonetheless, faster MM algorithms can be utilized for MPMM by
redefining the matrices (e.g. [23, 31, §]).

Zwick [31] introduced Approximated Min-Plus Matrix Multiplication (AMPMM) in the
same sense as APASP and presented a (1 4 ¢)-AMPMM algorithm with O~(é -n* - log W)
runtime. That is, this algorithm computes a matrix C', where C[i, j] < C[i, j] < (1 4 ¢€)-Ci, j].
It was later utilized for a (1 4+ €)-APASP [8] in O(é -n¥ - log 2) time.

3 Overview

Common to all our algorithms is a hierarchy of hitting sets V' =5y 2 51 2 ... O @, where
any S;+1 C S;. Each level S; has its own pivots p;(u) for every u € V and an associated
edge set Eg, (see: Section 2.2). The number and sizes of the hitting sets differs between the
algorithms.

From the combinatorial perspective, our methods consist of selecting pivots through
hitting sets and invoking multiple SSSP on graphs with sets of original and auxiliary sets of
edges, tailored for the desired approximation. Some of our algorithms are order-sensitive
considering the various SSSP invocations, as explicitly stated if so. We also consider distance

updates through selected vertices, i.e. we have d[u,x] and d[z, v] and we update d[u, v].
k+1

Our main contribution in the combinatorial setting is our +2 Z W;-APASP algorithm
i=1

for dense weighted graphs with a runtime of O(n“ﬁ). Extending the +2- (k 4+ 1)-APASP
algorithm of Dor, Halperin, and Zwick [11] to the weighted setting gives rise to several
challenges. First, we use I'(u, k) instead of N(u). This change is required to ensure that
if there exists an edge (z,y) € uwwv s.t. (z,y) ¢ Fg,, then §(z,p;(z)) < w(x,y), hence a
path uwp; (2)wv would not “cost” us more than 2 - w(z,y), which is at most 2W7 (uwv).
Repeating this approach k41 times results in an additive error of at most 2-(k + 1)- Wy (uwwv).
However, our goal is to avoid reusing the weight W7 of the heaviest edge repeatedly and to
use the lighter edges Wo, W3, ..., Wi 1. To obtain this, we must fix a certain shortest path
and carefully make sure we do not use any edge more than once in the upper-bound for our

8 If they would have been, as we already know w < 3, we could refute the APSP conjecture.
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additive error. We achieve that by recursively concatenating auxiliary paths through pivots,
ensuring that each additive term corresponds to a distinct edge from the original uwv. We
emphasize that this issue does not exist in the unweighted setting, where the upper-bound
is simply +2 - (k + 1).

From the algebraic perspective, our methods consist of invoking (1 + ¢)-MSASP instead
of several SSSP invocations, and (1 + ¢)-AMPMM for designated matrices. Note that
rectangular MPMM can be used as a tool to replace distance updates through selected
vertices.

Our main contribution in the algebraic setting is our unified framework of (%—*‘24 + 5)—

APASP algorithms with O(mn5 + 2t 4+ (%)O(l) cpe(1=8=£) L og W) runtime. For dense
graphs m € @(n2), setting £ = 0 results in the (2 + £)-APASP algorithm of Dory, Forster,

Kirkpatrick, Nazari, Vassilevska Williams and de Vos [12], setting ¢ = 1 results in our
own (% Jr(—:)—APASP algorithm. For ¢ = 2 we obtain a (g + s)—APASP algorithm with

O((%)O(l) -2 185119 o W) runtime. These results improve upon the framework of Akav

and Roditty [3] for dense graphs, at the cost of an additional € to the multiplicative stretch.

k41
4 Additive 42 Z W,;-APASP

=1

Algorithm 1 uses a parameter k that indicates a trade-off between the runtime and the
approximation and parameters fi,..., B3k+2 € (0,1), whose values will be determined as
part of the runtime analysis. Our algorithm works as follows: for each i € [3k + 2] we set

(2

o; = Zﬂj and compute a hitting set S; to the sets I'(u,n*), over all u € V. For each S;
we alsjo 1compute its corresponding Eg,. We set Sy =V and Ssi+3 = 9, hence Eg,..s = E.

We initialize our distance approximation matrix d : V xV — RZ0 with edges’ weights or oo
otherwise. For i € [3k + 2] and u € V we find the pivot p;(u) and set d[u, p;(u)] « §(u, p;(u))
by a single SSSP invocation (See: Observation 14). We proceed with SSSP invocations from
all s € S; over the weighted graph G;(s) = (V, Es,,, U ({s} x V) U H U F},d), where:

Es, ., - The union, over all u € V, of edges (u,v) such that w(u,v) < 6(u, piy1(u)),

{s} x V - Auxiliary edges from s to V, representing distances previously computed,

H = {(u,p;(uw))| v eV} - Auxiliary edges from any u to its pivots p,(u) for j € [3k + 2],

F; - Auxiliary edges from any s; € S; to any sp € Sy, for indices j,£s.t. i +j+£ > 3k +1.

The weights of these edges are given by d : V x V — R29% which is a weight function
over G;(s). These SSSP invocations are performed in descending order, from i < 3k + 2 to
0, since they rely on auxiliary edges whose weights were previously computed. To properly
understand the reason behind this, consider a u € V and let ¢ € [3k + 2] be the largest index
such that u € S;. Whenever d[p;11(v),u] is updated, we also update d[u, p;+1(v)]. Therefore,
when Algorithm 1 will invoke SSSP from u € S;, the auxiliary edge (u,p;+1(v)) will be
considered as well, and its weight is the already computed value d[u, p;+1(v)].

kt1

To prove an upper-bound of —|—QZW1-, we show d[u,v] < d(u,v) + 2 -
i=1

(w(er) + ...+ w(egs1)) for distinet k + 1 edges eq,...,ex+1 € wwo. That is, our main

argument would be that e; # e;, i.e.: no edge is taken into consideration in the upper-bound
more than once. Let:
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Algorithm 1 +2 3" """ Wi-APASP(G = (V, E, w)).

Input: An undirected non-negative weighted graph G = (V, E,w) and k € N.
Output: A +2 Zf:ll W;-APASP.

Let B1, ..., B3k+2 € (0,1) to be fixed later
Initialize d as the edges’ weights and oo otherwise
for i € [3k + 2] do

oy <— Z ﬂj
j=1
for w € V do
| Compute I'(u, V,n%)

Compute S; to be a hitting set to {I'(u, V,n%) | u € V}
Compute the distances from any u € V' to its pivot p;(u)

Construct the set of edges Eg,

oric (3k+2,...,1,0) do

Fi(*g

for j €{0,1,...,3k+ 2} do

Lfor€€{3k+1z‘j,3l<:+2ij,...,3k+2} do
LFi(—FZ‘U(S(XSj)

—

for s € S; do
L Invoke SSSP from s on G;(s) = (V, Es

update d accordingly

U({s} x V)UHUF;,d) and

i+1

r;turn d

k(u) be the largest index i € [3k + 2] for which v € S;. As the graph is undirected, we
can assume w.l.o.g that x(v) < k(u) (See: Figure 1).
A(uwv) be smallest j € [3k 4 3] s.t. uwv C Eg, UH, uwwv € Eg,_, UH (See: Figure 2).
£(j,uwv) be the edge (z,y) € uwv for which ywv C Es, ., and (z,y) ¢ Es; U H.
In other words, it is the first edge from v’s side that does not belong to Es, , U H.
Additionally:

o(J, uwv) = 2 and P(j, uwv) = y are the vertices of this edge (See: Figure 3).

¢(4, uww) is the maximal index ¢ € [3k + 2] for which: 6(y, p¢(y)) < w(z,y). The edge

(z,y) ¢ Es,,,, hence 6(y, pj+1(y)) < w(z,y). Hence, such j +1 < £ < 3k + 2 exists.
&(uww) be simply &(A(uwv) — 1, uwv). That is, we view the first edge (z,y), from
v’s side, s.t. (x,y) ¢ ESA(UJW,U) U H while ywv C ESA(uJWU) U H. Note such an edge
exists due to the definition of A(uwwv). We denote the endpoints of this edge by p(uwv)
Y(j, uwv), and define: ((uwv) = ((A(uwv) — 1,uwv) (Replace j by A(uwwv) — 1 in
Figure 3).
A(uww) be an upper-bound on the difference between the computed distance estimation
d[u,v] and the real distance §(u,v), where d[u,v] is computed due to the path uwwv.
|uwv| be the number of edges in uwwwv.
p(z—y, uvv) be the? integer j € [luwv|] such that W;(uwv) = w(z,y). In other words,
it is an index specifying “how heavy” is the edge (z,y).

9 If the weights of two edges on a certain shortest path are equal, we can break ties.
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Figure 1 The (smallest hitting set) largest index ¢ € [3k 4 2] s.t. u € S;.

L LN ABNNNBL LY

u al b1 ba az v
L | L |

Esx(u~v)—1 Esxu~v)—1

Figure 2 The first index j € [3k 4 2] s.t. wwv C Es; U H.

w(j, uwo) be equal to u(€(j, uwv), uwv). That is, we ask “how heavy” is the edge
£(J, wwv), which is the first edge, from v’s side, that is not in Eg,,, U H.
and p(uwv) be p(€(uwv), uwv) — “how heavy” is the edge £(umww), which is the first

edge, from v’s side, that is not in Egk(ujv\m) UH.

We state a recurrence relation on A(uwwv), considering three possible conditions:

» Lemma 1.
0 AMuwv) < k(u) +1 (A)
Auwv) > k(u) + 1 and
2Wu(u’\/\rv) (B)
A(uwo) < Auwv) > 3k + 1 — k(u) — K(v)
2Wu(m(u)+l,u’V\rv)+ A(u/\/\w) > m(u) + 1 and (C)
A(pg(,ﬁ(u)ﬂ,ufv\,v)(y)f\/\ry—xf\/\ru) Muwv) < 3k + 1 — k(u) — k(v)

Where v = ¢(k(u) + 1, uww) and y = ¥(k(u) + 1, uwv).

The proof Lemma 1 is in Appendix B. The core of Algorithm 1’s correctness lies within
Lemma 2, where we utilize Lemma 1 and show two claims: One is that no edge is considered
more than once in the upper-bound and the other is that there at most k+ 1 recurrences until
we reach a halting condition — either Condition (A) or Condition (B) of Lemma 1. By proving
both claims, we conclude that there are at most k£ + 1 distinct edges ey, ..., ex11 € wwo
that are considered in the upper-bound.

Fix a uwv. As G is undirected w.l.o.g. k(v) < k(u). Let (x,y) = £(k(u) + 1, uwv) be
the first edge, from v’s perspective, not in Es, (i1 If we had an estimate d[u, y], invoking
SSSP from u € Sy(y) would result in d[u,v] < d[u,y] + (y,v), as ywv C Es,_, .,

To estimate d[u, y], we would need an index j € [3k + 2] s.t. uwp,(y) Wy would be a good
estimate on §(u,y). To avoid having (z,y) considered more than once in the upper-bound,
we select the pivot pe(.(u)+1,uv)(y) as in Condition (C) of Lemma 1 (See: Figure 4).

As for the number of recurrences, note that Condition (A) and Condition (B) of Lemma 1
are the halting conditions of the recurrence relation. We prove two upper-bounds on the
number of recurrences of Condition (C) of Lemma 1: one until reaching Condition (A) and
the other until reaching Condition (B).
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cp(j,ﬁ ~ ) w(jyﬁt ~v)
u X Yy v

\ J
Esjt1

p{(j,urvv)(y)

Figure 3 From v’s perspective, the subpath ywv C Es,; , U H while (z,y) ¢ Es;,, UH. We

denote @(j, uwv) = 2, $(j, umv) = y and £(j, uwo) = (,y). Note that 5(y,pi+1(4) < w(z,y),
and let ¢(7, uWv) be the largest index s.t. 5(y,p<(j,u,\,\m)(y)) < w(z,y).

Edges from Es(u)+1
Edges from H

Missing distance to be computed

Pr(u)+4 1(!/)

Figure 4 The difference A between d and ¢. For a simpler, yet inaccurate, understanding, we
illustrate py(u)+1(y). However, the correct pivot to consider is P (u)+1,utMro) (v).

k41
» Lemma 2. A(uwv) < 2ZWZ-
i=1

Proof. If we are either at Condition (A) or Condition (B) of Lemma 1, the claim is trivial.

In Condition (C): A(uwv) = 2W,,(x(u)+1,utnev) + A(pc(ﬁ(u)_s_l,uf\/\”,)(y)!\/\ry—vavu), where

x = p(k(u) + 1,uwv) and y = Y (k(u) + 1, uwv). We want to show:

1. No edge is being taken into consideration in A(uwwv) more than once.

2. The number of recurrences until (including) we reached a halting condition is at most
k+1.

We start by showing no edge is considered twice. Let & = p¢(u(u)+1,utnv)(y) and 9 = u.

Hence, in Condition (C): A(pc(n(u)JrLuJ\/\m)(y)wy—xwvu) = A(dwy—azwd). Observe

that £(4) = £(Pe(nw)+1,ume)(¥) = C(s(u) + 1, uwv) > k(u) + 1. By the definition of

C(k(u) + 1, uwv) we know that y—z C ESC(n(u)+l,uj\/\fv)+1 = Es, ;.- Moreover, the added

sub-path 4wy C H, as @ is pivot of y. Consequently, wy—az C Eg,_ U H. That is, the

edge £(k(Q) + 1, 4 wy—a-wD) is from the path zwd. Ergo, the recurrence in Condition (C)

considers a different edge each time.

We now prove the second claim: for the number of recurrences of Condition (C). As we
showed in each recurrence a different edge is considered, all that remains is to bound the
number of edges, which is at most one more than the number of recurrences (if we halted
due to Condition (B)). We consider two options: k(u) = x(v) and x(u) > k(v). We begin
with the first, and by the end briefly consider the second option. We provide two bounds,
one when the relation halted due to Condition (B) and the other when it halted due to
Condition (A).

For Condition (B), observe that x(4) > x(u) + 1 and k(d) = r(u) = k(v). Let 4 =
D¢ k(@) +1,aMy—a o) (P (K (0) 4+ 1, twy—zand)) and & = 4. Therefore, k() > k(d) + 1
and k(0) = k() > k(u) +1 > k(u) = k(0). In other words, in the first recurrence of
Condition (C), k() increased by at least 1 compared to k(u) and x(9) is equal to k(v).
By the second invocation, both (@) and () increase by at least 1 compared to (@) and
k(0), respectively. The value A(uwv) = A(dwy—azwd) because the only edges we add to
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the path are from H and we neglect edges that belong to Eg , assuming

w1 S Esx(ufvvv)fl

"3k+17)\(us\fv)—‘ _
2

Auwv) > k(u) + 1. Therefore, there would be at most k(u) recurrences,

1— —
3k+ ;(u’\/\rv) 3k+1 ;(u’\/\rv) N K(’U,)

—k(u)+1<
For Condition (A), we bound the number of recurrences by A(uwv) — k(u) — 2, as x(u)
increases by at least 1 during each recurrence. This is also the number of distinct edges.

which means at most [ + 2 distinct edges.

As both upper-bounds on the number of distinct edges hold, we compare them to find the
actual bound: A(uwv) —k(u)—2 = w — k(u) + 2. This holds for A(uwv) = k+3.
The number of edges is at most AM(uwv) — k(u) —2=k+1—x(u) <k+1, as x(u) > 0.

As for the second option, x(u) > x(v), the only change is that k(@) and x(9) increase by
at least 1 from the first iteration rather than the second, which serves in our favor. <

k+1
» Theorem 3. Algorithm 1 computes a +2 Z W;-APASP in O(n%‘ﬁ) time.
i=1

The correctness proof and runtime analysis appear in the full version.

5 Multiplicative (g + s)-APASP

Algorithm 2 uses two parameters 3, € (0,1) whose value will be determined when we will

analyze the runtime. Our algorithm works as follows: we compute the hitting set S; (resp.

So) for the sets 1"(u7 V, nﬁ) (resp. F(u, V, nﬂ*‘V)), over all u € V. We then compute the set
I'(u, S1,nY). We compute Eg, (resp. Eg,). We also set Sy =V and S3 = @.

We initialize our distance approximation matrix d : V x V — RZ° to be either the
weight of the edge or co. We find the pivots pj(u) (resp. pa(u) ) for all w € V and the
exact distance d[u, py(u)] < 6(u, p1(u)) (resp. d[u, pa(u)]) by a single SSSP invocation (See:
Observation 14). We then update distances for (z,y) € E to the pivots p1(v) and p2(v) of
all v € F(y, V,nﬂ).

Let i € {0,1}. We begin by invoking SSSP from all s € S; over the weighted graph
Gi(s) = (V. Es,,, U({s} x V)U H,d), where:

Es, ., - The union, over all v € V, of edges (u,v) such that w(u,v) < 0(u, piy1(u)),

{s} x V - Auxiliary edges from s to V, representing distances previously computed,

H = {(u,pj(u))| u € V} - Auxiliary edges from any u to its pivots p;(u) for j € {1,2}.

The weight of each such edge is given by d: V x V — RZ°, which is a weight function
over G;(s). We then invoke a (1 + &)-MSASP from S5. In contrast to Algorithm 1, the order
between the invocations of SSSP and MSASP here holds no importance.

Finally, we perform two distance updates. The first is du,v] <«
min{d[u, s] + d[s,v],d[u,v]} for s € T'(u,S1,n”) and the second is simply by all of
the pivots of w and v, that is: d[u,v] - min{d[u, p;(v)] + d[p;(u), v], d[u,v]}.

To prove a multiplicative stretch of (% + 6), we follow the steps of the proof of the
7

£-APASP algorithm of Baswana and Kavitha [6] by providing a case analysis and proving

each case individually.

» Theorem 4. Algorithm 2 computes a (% + €)-APASP in O((l)o(l) -2 15135313 oo W)

€

time, for an arbitrary € > 0 and weights of the set [W] U {0, c0}.
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Algorithm 2 (I +¢)-APASP(G = (V, E,w)).

Input: An undirected non-negative weighted graph G = (V, E, w) and an € > 0.
Output: A (g + E)—APASP.

Let 3,7 € (0,1) to be fixed later
Initialize d as the edges’ weights and oo otherwise
Compute I‘(u, V,nﬂ) (resp. 1"(u7 V,nﬁ‘w)) forallueV
Compute S; (resp. S2) as a hitting set to {I'(u,V,n?) |u € V} (resp. T'(u, V,n"*7))
Compute the distances from any u € V to its pivot p1(u) (resp. pa(u))
Construct the set of edges Eg, (resp. Es,)
for (z,y) € E do

for v € F(y,V,nﬂ) do

for i € {0,1,2} do
L L d[pi (v)a x] — min{d[pi(v)’ U] + d[U7 y] + d[xv y], d[pi (’U)7 $]}

for i € {0,1} do
for s € S; do
L Invoke SSSP from s on G;(s) = (V, Es
accordingly

U({s} x V)UH,d) and update d

i+1
C;mpute a (14 ¢)-MSASP from Sy on G = (V, E,w) and update d accordingly
for u,v € V do
for s € I'(u, S1,n") do

| d[u,v] < min{d[u, s] + d[s, v], d[u,v]}

for u,v € V do
for i € [1,2] do
| d[u,v] + min{d[u, p;(uw)] + d[p;(w), v], d[u,v]}

rgturn d

In the full version, we prove the above and show how the runtime can be made to depend
on the graph’s density, namely:

o)
~ 1
O <m'flﬂ + n2+"/ + (6) . nw(l_ﬂ_’Y) . log W)

6 Multiplicative (% + s)-APASP

We extend our (% + €)-APASP algorithm (Algorithm 2) into a framework of %—APASP
algorithms (Algorithm 3). Let ¢ be a parameter that indicates the trade-off between the
runtime and the approximation and f, ..., Si+1 € (0, 1) be parameters, whose values depend

on graph’s density. The proofs for Algorithm 3 appear in the full version.

K3
Our algorithm works as follows: for i € [¢ + 1] we set a; = Z B; and compute a hitting
=1
set S; to the sets I'(u,n®), over all u € V. We compute the Jcorresponding Eg,. We also
set o = V and Syy2 = &, hence Eg,,, = E. We initialize the distance approximation
matrix d : V x V — RZ0 to hold all edges’ weights or oo else. We find the pivot p;(u) for all
u € V and update the distance d[u, p;(u)] < d(u,p;(u)) by a single SSSP invocation (See:
Observation 14).
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Algorithm 3 (3551 +¢)-APASP(G = (V, E,w)).

Input: An undirected graph G = (V, E), a positive weight function w : E — RT, an
integer £ € N and an arbitrary € > 0.

Output: A matrix d which is a (%—*24 + 5) -APASP.

Let f1,...,8e+1 € (0,1) to be fixed later
Initialize d as the edges’ weights and co otherwise
for i € [{] do

1
ai ) B
Jj=1

for w € V do

| Compute I'(u, V,n%)
Compute S; to be a hitting set to {I'(u, V,n%) | u € V}
Compute I'(u, S;, ni+1)
Compute the distances from any u € V' to its pivot p;(u)
Construct the set of edges Fg,

for (z,y) € E do
for i e [{+1] do
for v € F(y,Si_l,nﬁ’?) do
L L dlpi(v), =] = min{d[p;(v), v] + d[v, y] + dlz, y], d[pi(v), x|}

for i € {0} U[{] do
for s € S; do

Invoke SSSP from s on G;(s) = (V, Es
L accordingly

U ({s} x V)UH,d) and update d

it+1

Compute a (1 4 )-MSASP from Sy; on G = (V, E,w) and update d accordingly
for u,v € V do
for i € [(] do
L for s € F(u, Si,nﬁi“) do
| d[u,v] « min{d[u, s] + d[s, v], d[u,v]}

for u,v € V do
041

return d

Following the initialization, we update the distances, for i € [¢+ 1], from
any (z,y) € E to pi(v) of v € F(y, Si_l,nﬁi). That is, d[p;(v),z] <+
min{d[p;(v),v] + d[v,y] + d[z, y], d[p;(v),z]}. We now consider an ¢ € {0} U [¢] and
proceed with an SSSP invocation from all s € S; over the weighted graph G;(s) =
(V,Es,,, U({s} x V) U H,d), where:

Es, ., - The union, over all v € V, of edges (u,v) such that w(u,v) < 0(u, piy1(u)),

{s} x V - Auxiliary edges from s to V, representing distances previously computed,

H = {(u,pj(u))| u e V} - Auxiliary edges from any wu to its pivots p;(u) for j € [¢ + 1].

The weight of each is given by d : V x V — RZ%. Observe that d is a weight function
over G;(s). We then proceed by a (1 + ¢)-MSASP invocation from the set of sources Spi1
over the entire graph. We stress that, contrary to Algorithm 1 and similarly to Algorithm 2,
the order of invocations of SSSP and MSASP here holds no importance.

50:15

FSTTCS 2025



50:16

APASP in Undirected Graphs: Trade-Offs and Algorithms

Finally, we apply two types of distance updates. Let u,v € V and i € [¢ 4+ 1]. First,
d[u, v] < min{d[u, s] + d[s,v], d[u, v]} through any s € I'(u, S;,n”+1). The second is from all

the 2- (¢ + 1) pivots'? of both u and v, namely: d[u,v] +— min{d[u, p;(u)] + d[p;(u),v], d[u, v]}.
3044
{42
APASP of Akav and Roditty [3]. As we performed changes to their algorithm, we provide

To prove the correctness of our algorithm, we follow an analogous proof to the

a full proof of Algorithm 3, indicating where the additional ¢ affects. We begin with two
upper-bounds:

» Lemma 5. dfu,v] < (1+¢) -min{3-0(u,v) —2-6(b,v),3-6(u,v) —2-(u,a)}
» Lemma 6. dfu,v] < §(u,v)+2- (€ +1)-0(u,a) or dlu,v] < d(u,v) +2-(£+1)-6(b,v)

The proof of Lemma 5 and Lemma 6 appear in the full version. We follow with our main
theorem:
J
» Theorem 7. Let o = Zﬂ“ e > 0 with weights from [W]U{0,00}. Algorithm 3 computes
i=1

241
a (% + a) -APASP in O <(;)O(1) -pe=ee) og W + mn + in“&) time.
i=2

The proof for Theorem 7 appears in the full version. We observe that this runtime
can be written as O(mnﬂ + 2t 4+ (%)O(l) cped=B=t7) L og W), by selecting 81 = 3 and
Bo=...=Ber1=1- )

To perceive the wide range of our results, assume the graph is dense m € @(nQ).
When ¢ = 0 we compute a (2 + ¢)-APASP in O((é)o(l) 221235201 oo W) time, which
is the same as Dory, Forster, Kirkpatrick, Nazari, Vassilevska Williams, and de Vos [12];
when ¢ = 1 our algorithm computes a (% +¢)-APASP in O((%)O(l) -2 15135313 oo W)
time — as in Algorithm 2; when ¢ = 2 our algorithm computes a (g —|—€)—APASP in
O((l)o(l) -2 1185119 oo W) time, etc.

€

7 Near additive (1 + &, min{2W;,4W,})-APASP

Algorithm 4 has two parameters 5,7 € (0,1) whose values depend on the graph’s density
and will be determined when we will analyze the runtime. It works as follows: we compute
the hitting set S; (resp. S3) for the sets F(u, V, nﬁ) (resp. F(u, v, n5+7)), over all u € V.
We then compute the set I'(u, S1,nY). We compute Fg, (resp. Eg,). We also set Sop =V
and S3 = 2.

The distance approximation matrix d : V x V — R2Z0 is initialized to the weight of
the edges or oo else-wise. We find the pivots py(u) (resp. p2(u)) for all v € V' and the
exact distance d[u, p1(u)] <= 6(u, p1(u)) (resp. d[u, p2(u)]) by a single SSSP invocation (See:
Observation 14).

We proceed by invoking a (1 + ¢)-MSASP from Sy over the entire graph. We then
compute a (1 + €)-AMPMM of d3 x dy, where df is a rectangular matrix containing all values
of d, its rows narrowed down to include only the vertices of S; and its columns to those of
S;. We note that similarly to Algorithm 1, the order is of importance here.

The following, in decreasing order ¢ < 1 to 0 (only two hitting sets), occurs twice: we
invoke SSSP from all s € S; on the graph G;(s) = (V, Es,,, U ({s} x V) U H,d), where:

i+1

0Recall that d[u,v] is updated whenever d[v,u] is updated.
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Algorithm 4 (1 + &, min{2W;,4W>})-APASP(G = (V, E, w)).

Input: An undirected non-negative weighted graph G = (V, E,w) and an ¢ > 0.
Output: A (1+ &, min{2W;,4W5})-APASP.

Let 8,v € (0,1) to be fixed later
Initialize d as the edges’ weights and oo otherwise
Compute F(u, V, nﬁ) (respectively, F(u, v, nﬁ+7)) forallueV
Compute S (respectively, S2) to be a hitting set to {F(u, v, nﬁ) | ue V}
(respectively, I'(u, V,n"*7))
Compute the distances from any u € V' to its pivot pi(u) (respectively, pa(u))
Construct the set of edges FEg, (respectively, Esg,)
Compute (1 4 €)-MSASP from Sy on G = (V, E,w) and update d accordingly
Compute a (1 + &)-AMPMM d2 x dJ and update d accordingly
for j € [2] do
for i € (1,0) do
for s € §; do
Invoke SSSP from s on G;(s) = (V, Es
L d accordingly

U ({s} x V) U H,d) and update

i+1

Compute a (1 + ¢)-AMPMM d} x d} and update d accordingly
for ue Sy =V do
Invoke SSSP from u on Go(u) = (V, Eg, U ({u} x V) U H,d) and update d
L accordingly
return d

Es,., - The union, over all u € V, of edges (u,v) such that w(u,v) < 6(u, piy1(u)),
{s} x V - Auxiliary edges from s to V, representing distances previously computed,
H = {(u,pj(uw))| v €V} - Auxiliary edges from any u to its pivots p;(u) for j € {1, 2}.

In other words, after we performed an SSSP invocation from members of Sy, then Sy =V,
then S; and then again Sy = V. Observe that d: V x V — R2? is a weight function over
Gi(s).

We then compute another (1 + ¢)-AMPMM, this time for the rectangular matrices
d} x d}. Finally, we invoke one more SSSP from all u € V = Sy over the graph G;(u) =
(V,Es, U({u} x V)U H,d).

To prove the near additive approximation of (1 + &, min{2W;,4Ws}), we provide a case
analysis and prove each case individually in the full version, where we also show the runtime
analysis. We then conclude:

€

(14 &, min{2Wy,4W5})-APASP, for weights of the range [W]U {0, 00}.

» Theorem 8. Algorithm 4 runs in O((l)o(l) 215135313 oo W) time and computes a

We observe that while Algorithm 4 computes an equal or tighter approximation than
that of Algorithm 2, the latter’s runtime can be faster, as it depends on the graph’s density.

8 Multiplicative and additive trade-offs

k+1

Recall Algorithm 1 which computed a +2 Z W;-APASP and the 3;:24—APASP algorithm
i=1

by Akav and Roditty [3]. For dense graphs m € (:)(nz), the latter is a 22+4_APASP with

3k+2
O<n2+ﬁ) runtime, by setting ¢ = 3k.
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k+1
» Claim 9. Let a,3 € R*. It is possible to compute a (%W, (f—fﬁ ZWi>'
i=1

APASP in O~(n2+ﬁ> time.

The proof is straightforward by running both algorithms (it appears in the full version).
We observe that Claim 9 partially addresses Question 5 by presenting a family of APASP
~ 1

algorithms computable in O(n2+m) time. Claim 9 also partially answers Question 4, as,
k41

when o = 5 =1, we get a (g’;ig, Z WZ> -APASP, whose multiplicative stretch is smaller
i=1

than 2. For instance, £k = 1 indicates that a (%, Wy + Wg)—APASP can be computed in

O(n'#).

The same idea can be applied as well to Algorithm 3 that computes a (M—+4 + 5)—

£+2
k+1
APASP and the <1+5,22Wi>—APASP algorithm of Saha and Ye [22], eg. a
i=1

€

(2 + e, min{Wy, 2W,})-APASP computed in O((l)o(l) -p215135313 oo W) time.
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A Detailed observations

In this section we provide several observations that are widely common for APASP algorithms
that use hitting sets and pivots (e.g. [6, 25, 2]).

» Observation 10 ([2]). Let r € N such that |T;| > r for any i € [(]. A hitting set S C U of
size O(%) can be deterministically computed in O(nr) time.

Recall the notions mentioned in Section 2.1. While the following observations were proven
for a very similar concept to I'(u, k), their proofs work for our case well.

» Observation 11. Let k € [n]. The sets T'(u, k) and the exact distances du,x] = §(u,x) for
any x € T'(u, k) can be computed deterministically in O(kn) time, for allu € V.

» Observation 12 ([6]). Letu eV, S CV andv € T'(u, k). The edges of uwuv are contained
within Eg.

» Observation 13 ([25]). Let u € V.. Then: |Eg(u)| < k. Additionally, |Eg| < nk.

It should be observed that finding the pivots themselves and the exact distances from
each vertex to its pivot, can be accomplished by a single SSSP invocation with an auxiliary
vertex connected to S with edges of weight 0.

» Observation 14. Let k € [n]. The pivot ps(u) of each vertex uw € V and the exact distance
du, ps(u)] = §(u, ps(u)) can be computed in O(m) time.

» Observation 15. The set Es can be computed in O(nk) time.

» Observation 16. If Sy C S; then Eg, C Eg,.

B Proof of Lemma 1

In this section, we provide the missing proofs of Lemma 1 from Section 4. We recall:

» Lemma 1.
0 Auwv) < k(u) +1 (A)
Auwv) > k(u) + 1 and
2Wu(u’\/\rv) (B)
A(uwo) < AMuwv) > 3k +1 — k(u) — k(v)
2W i (m(w)+1,uv0) T Aluwv) > k(u) + 1 and (©)
A(Pe () + 1,00y (Y)Wy—zwu) — Muwv) < 3k + 1 — k(u) — K(v)

Where © = p(k(u) + 1, uwv) and y = ¥(k(u) + 1, uwv).
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Proof. Consider Condition (A), where A(uwv) < k(u) 4+ 1. Hence, S.y+1 € Sxuino)-
As u € S, (), we invoke SSSP on G, (u) which includes the set of edges Es, .- By
Observation 16 we know that Esk(ujwv) C Es, (44, By the definition of A(uwwv) we know
that wwov C Eg,_, ... We conclude that the exact distance d[u, v] = d(u,v) will be computed,
resulting in A(uwv) = 0.

If Condition (A) does not hold we know that x(u) < A(uwwv) — 1. Recall that the
SSSP invocations are performed in a decreasing order. Hence, when considering the SSSP
invocation from either u or v, the distance estimations from S nv)—1 to all the vertices
have already been computed in a previous iteration.

We now move on to Condition (B), where additionally: A(uwwv) > 3k + 1 — k(u) — k(v).
Let us consider i = x(u), j = k(v) and £ = A(uwv). Let w = p(uwv) and z = Y (uw).
Note that wwpyanvy—1(w) < Es ., by definition, hence the concatenated path
PAuMe)—1 (W) WW—2WU, Py (o) (W) Wwwo - C Eg Thus, the difference re-
mains A (pxune)—1(W)Ww—zwu) = A(pr@mne)—1(w)wwmv) = 0. In other words,
d[prunvv)—1(w), u] = §(prrne)—1(w),u) and d[prav)—1(w),v] = §(PaAre)—1(w), v).
Recall that ¢ > 3k + 1 — ¢ — j, which means that when we invoke SSSP from u the edges
{u} x S¢ and S¢ x S; will be considered as well. Hence:

dlu, v] < du, pruane)—1(w)] + d[Prwne)—1(w),v] = 8(u, prane)—1(w)) + (Prcws)—1(w), v)

Due to SSSP from u Our preceding discussion

< 5(“7 ’IU) +2- 6(w7p)\(uj\/\fv)71(w)) + (S(IU, ’U) = 5(“7 ’U) +2- 6(w7p/\(uj\/\fv)71(w))

Triangle inequality wWwWo is a shortest path
< 0(u,v) +2-w(z,w) = 6(u,v) + 2Wy )
By definition of A(uWwv) By definition of p(uwwv)

It follows that A(uwv) = d[u,v] — 6(u,v) < 2W,ne)-

Finally, we are left with Condition (C), where we assume that A(uwv) < 3k + 1 —
k(u) — k(v). In other words, we cannot use the edges through py(nv)—1, as invoking
SSSP with these edges will simply take too much time. Let z = o(k(u) + 1, uwv) and
y = ¥(k(u) + 1,uwv), as stated in the lemma. Here, we note that if we had already
previously computed d[pn(1L)+1(y), u], then an SSSP invocation from u can consider the
following path:

1. Utilize the auxiliary edge (u, py(u)+1(y)), whose weight is simply d[py(u)11(y), u].

2. Use the auxiliary edge (pu(u)+1(y),y) whose weight is exactly d[y,pew)+1(y)] =
0(Y: Pruy+1(v)-

3. Continue on ywwv, as y = Y (k(u) + 1, uwwv).

The weight of such a path is upper-bounded d[u, v] < d[u,p,ﬁ(u)_s_l(y)] + 5(p,i(u)+1(y), y) +
§(y,v). Hence, A(uwv) < A(pg)t1(y)wy—azwu) + 2 - w(z,y). Recall that
C(k(u) + L, uwv) > k(u) + 1 is defined to be the largest index for which the same edge
(z,y) is at least as heavy as the distance to y’s pivot. As a consequence, the above holds
as well when instead of selecting p,.(.)+1(y), we select the pivot pc(,{(u)ﬂ’uj\/\m)(y). Thus:
A(u/\/\,v) < A(pC(n(u)+1,uf\Arv) (y)’\/\ryf.’EJV\ru) +2- w(m, y)

The edge (z,y) is the first edge from v’s side on wwv that is not in Es,_,,,,, which
means that its the p(x(u)+ 1,uwv) heaviest edge on the path uwwv. In other words:
A(U/\/\’U) < A(pC(/i(u)+17uJV\rv) (y)’\/\ryfl”\/\ru) +2- Wu(ﬁ(u)+1,uJV\rv)~ <
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C Values for specified trade-offs

For completeness, we provide, in this section, values for the (a, 3)-APASP examples where
o € (2, %) that were mentioned in Section 1 between Question 4 and Question 5. Consider
the following:

a=3,=1and k=1 results in (—1 W1+W2)—APASP in O(nl?l) time;

50 2
a=2, 6 =1and k = 2 results in (%3, W)—APASP in O(n%) time.
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