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Abstract
We study a Faulty Congested Clique model, in which an adversary may fail nodes in the network
throughout the computation. We show that any task of O(n log n)-bit input per node can be solved
in roughly n rounds, where n is the size of the network. This nearly matches the linear upper bound
on the complexity of the non-faulty Congested Clique model for such problems, by learning the entire
input, and it holds in the faulty model even with a linear number of faults.

Our main contribution is that we establish that one can do much better by looking more closely
at the computation. Given a deterministic algorithm A for the non-faulty Congested Clique model,
we show how to transform it into an algorithm A′ for the faulty model, with an overhead that could
be as small as some logarithmic-in-n factor, by considering refined complexity measures of A.

As an exemplifying application of our approach, we show that the O(n1/3)-round complexity
of semi-ring matrix multiplication [Censor-Hillel, Kaski, Korhonen, Lenzen, Paz, Suomela, PODC
2015] remains the same up to polylog factors in the faulty model, even if the adversary can fail 99%
of the nodes (or any other constant fraction).
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1 Introduction

Distributed systems are prone to failures by their nature, and thus coping with faults in
distributed computing has been extensively studied since the dawn of this research area
[1, 39, 47]. In this work, we address the Congested Clique model (or Clique for short) [38], in
which n nodes of a network communicate in synchronous rounds by exchanging O(log n)-
bit messages between every pair of nodes in each round. This model is heavily studied,
through the lens of various computing tasks, such as algebraic computations [9, 21, 10], graph
problems such as computing an MST [38, 27, 26, 35, 34, 41], computing distances and spanners
[30, 40, 17, 3, 18, 2, 45], computing local tasks [29, 22, 23, 12, 15, 44, 43, 14], optimization
and approximation algorithms [29, 25, 24], subgraph finding [19, 16, 42, 4, 32, 33, 20, 6, 7]
and many more [46, 36, 28, 11] (see the full version [13] for additional related work).

We consider deterministic algorithms, and study a faulty version of the Clique model,
which we refer to as the Faulty Clique model. In this model an adversary may fail nodes
in the network throughout the computation, such that a failed node cannot continue to
participate in the computation. We capture the budget of failures that the adversary has as
a parameter c, such that at least n/c nodes must remain non-faulty. Thus, the adversary
may fail ( c−1

c )n nodes throughout the execution of an algorithm (see Section 2 for a formal
definition of the model and the additional concepts used throughout the paper). We ask:

How efficiently can one compute in the Faulty Clique model?
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10:2 Computing in a Faulty Congested Clique

Our contribution is a scheme that converts any Clique algorithm into a Faulty Clique
algorithm. The goal of such a scheme is to incur the smallest possible overhead to the round
complexity of the algorithm. We exemplify the strength of our scheme by showing that
it allows multiplying two matrices over a semi-ring in Õ(n1/3) rounds, thus retaining its
non-faulty complexity from [9] up to polylog factors. This is more than quadratically faster
compared to the complexity of n2/3+o(1) that can be obtained for this problem from the
follow-up work of [5].

Background. Without further restrictions on the adversary, it may fail a node at the very
first round of the algorithm, preventing the others from ever completing the computation
since they can never access the failed node’s input. Note that loss of information is not
allowed since the output may depend on the original inputs, as opposed to some other fault
models that allow the output to depend only on the inputs of non-faulty nodes. Thus,
the Faulty Clique model must allow at least one initial quiet round, in which no faults can
occur. We therefore consider the number of quiet rounds that are needed for a Faulty Clique
algorithm as an additional complexity measure which we aim to minimize. We emphasize
that our method will require a very small constant number of quiet rounds. This does not
render the model trivial for any task which can be solved in O(1) rounds in the non-faulty
Clique model, because if its exact complexity is larger than our constant then it cannot be
entirely executed during the quiet rounds (also note that we do not modify the bandwidth by
any constant, but rather we stick to a certain given bandwidth of b log n bits, as we cannot
change the communication model based on the task that we wish to solve).1

Similarly, the adversary can fail a node at the end of the computation, preventing its
output from being accessible. Thus, in the Faulty Clique model, the output requirement is
modified. Yet, some care should be taken when doing so. We denote by Aw the output that
node w should hold in a non-faulty execution of A, and we would like to require that for
every node w there is a node u which holds Aw. However, this is still insufficient because
the adversary may now fail u. Instead, we demand that for every w, the output Aw is
encoded in the network such that any node u can obtain it within some number of R rounds
of communication, even if additional nodes fail, as long as u itself does not fail. We call
this the decodability complexity of the algorithm. Thus, a Faulty Clique algorithm has three
complexity measures: the number of quiet rounds, the number of additional (not necessarily
quiet) rounds, and the number of rounds required for obtaining an output.

Our contribution is a method for computing in the Faulty Clique model that yields the
following. First, a simplified usage of it gives that any task that has O(n log n) bits of input
per node can be solved in Õ(n) rounds in the Faulty Clique model, for constant c (our results
hold for larger values of c as well, with the actual dependence on c being polynomial in c).
This nearly matches the upper bound of linear round complexity of computing such tasks in
the non-faulty Clique model, and is similarly obtained by learning all the inputs.

Second, our main result improves upon this greatly for computing certain functions f :
To this end, we identify two particular parameters which, informally, capture the locality of
communication and the locality of computation that a certain computation requires, and show
that our result obtains a super-fast computation of functions for which these parameters are
not large (see Section 2 for formal definitions). For such functions, the complexity overhead
of our approach can be as low as Õ(1) for a constant c. This insight is what allows us to
compute the semi-ring product of two matrices, whose complexity in the Clique model is
O(n1/3) due to [9], in Õ(n1/3)-rounds in the Faulty Clique model.

1 [5] work with already-coded inputs and thus avoid the notion of quiet rounds. Here, we care about how
the input is coded and hence we need these constant number of preprocessing rounds.
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1.1 Our Contribution
Our treatment of Clique and Faulty Clique algorithms goes through circuits, as was also
done in the follow-up work of [5], and is aligned with prior work of [19] which show how
to compute circuits with Clique algorithms. For completeness and for setting the ground
with the terminology that we need, we define in Section 2 the concept of layered circuits.
Roughly speaking, these are circuits whose gates can be nicely split into layers, with wires
only between two consecutive layers. When we compute a circuit by a Clique or Faulty Clique
algorithm, we assign each node with the task of computing some of the gates in a layer, which
we refer to as this node’s part. Note that a node always refers to a computing component in
the Clique or Faulty Clique model, while we use gates and wires to refer to circuits.

Layered circuits can be parametrized by what we call their parallel partition parameter.
Informally, this parameter relates to the number of gates that have wires into and from the
gates of any node’s part. This captures the amount of “communication” between layers
when we later interpret them as Clique algorithms. Intuitively, we say that a layered circuit
has a parallel partition of nφ when its gates have wires into/from O(n1+φ) gates in other
parts. Thus, when we compute a layer of the circuit by a Clique algorithm, the multiplicative
overhead beyond the n elements that each node can send/receive in a round is O(nφ). This
means that the Clique algorithm will incur this number of rounds per layer that it computes.
It is not hard to show that any Clique algorithm that runs in T rounds has a circuit of
depth O(T ) with a 1-parallel partition (φ = 0). Notably, this does not depend on any
non-adaptivity assumption on the Clique algorithm (that is, this applies also to algorithms
in which the communication pattern may depend on the inputs). We show this in the full
version [13].

Our key insight, is that for handling faults in the Faulty Clique model, we can exploit
additional parameters of a circuit that we wish to compute. To this end, we define two
additional parameters, which we call communication locality and computation locality. These
help us capture the amount of “locality” between layers when we later interpret them as
Faulty Clique algorithms. Informally, the computation locality of a layered circuit is nζ when
in each layer, each of the n parts can be split to O(nζ) pieces of n gates (for a total of at
most O(n1+ζ) gates). The communication locality is nξ, when for each of the n parts, the
number of pieces of other parts that have incoming wires into it is at most O(nξ).

Intuitively, the computation locality measures the amount of information that a node
needs to store in order to proceed with computing a layer of a circuit. The reason that
this plays a role is because in the Faulty Clique model we will need a non-faulty node u to
simulate the parts of the computation of a faulty node w. To do that, the non-faulty node u

will need to recover information that corresponds to the state of the faulty node w. However,
it may be that w does not need its entire state, and that it can instead be compressed or
partially “forgotten”. This will allow a better complexity for the Faulty Clique algorithm.
The communication locality captures the number of Θ(n)-sized pieces of other nodes, which
a non-faulty node u has to get in order to simulate the computation of a faulty node w

in a layer. That is, our algorithm would benefit from a circuit in which if a node u needs
information from a node w then it needs entire pieces of n bits rather than smaller chunks of
information. One can think of the information of w as checkpointed “in the cloud”, and a
smaller communication locality will also reduce the complexity of the Faulty Clique algorithm.

The reason that communication locality only addresses incoming wires is that the parallel
partition parameter nφ already takes care of communication regardless of faults. However, in
the Faulty Clique model we cannot trust the ability of a node to send its outgoing messages
because it or other nodes may be faulty. Thus, it still remains to capture the number of
coded pieces that a node has to collect in order to compute its gates in the upcoming layer.

OPODIS 2025



10:4 Computing in a Faulty Congested Clique

We are now ready to state our main result (proven in Section 3). For simplicity, we
assume throughout the paper that c is a constant (our results apply to all values of c with
an additional dependence on c). We prove that every layered circuit can be computed
by a Faulty Clique algorithm, with O(1) quiet rounds and decodability, and with a round
complexity that depends on the above parameters, as follows.

▶ Theorem 1 (Computing a layered circuit by a Faulty Clique algorithm). Let C be a circuit of
depth nδ with alphabet size |Σ| = b log(n) that has an nφ-parallel partition with computation
locality nζ and communication locality nξ. Let µ be such that O(n1+µ) bounds the max size
of the output per part. For every constant c, there is an algorithm A in the c-Faulty Clique
that computes the function fC with O(1) quiet rounds, a (non-quiet) round complexity of
O(c2(nδ+φ+η + nµ) log n), where η = max{ζ − φ, ξ − φ}, and decodability complexity of
R = O(nµ).

The layered circuit we obtain in the full version [13] for a general Clique algorithm with
T rounds has a depth of O(T ), which is nδ for δ = logn T , has an nφ-parallel partition with
φ = 0, communication locality of nζ for ζ = logn T , and computation locality of nξ for
ξ = 1. Thus, Theorem 1 gives us a c-Faulty Clique algorithm with a round complexity of
O(Tn log n), which is a roughly linear-in-n overhead for a constant c. This is expensive for
a general function f , as one can use a trivial circuit that has depth 1 to get a Õ(n) round
complexity (in which one can verify that δ = 0, µ = 0, φ = 1, ξ = 0, ζ = 1, and hence η = 0),
by essentially having each node learn all inputs. Yet, if there is a function f for which one
can construct a better circuit than the general construction we give in the full version [13],
then one can get a smaller overhead compared with the Clique algorithm. Indeed, this is
exactly what we exemplify for semi-ring matrix multiplication in Section 4.

▶ Theorem 2 (A Faulty Clique algorithm for semi-ring matrix multiplication). Suppose that the
inputs on the nodes are matrices A, B ∈ Σn×n, where each node begins with n coefficients of A

and B and Σ is a semi-ring, then the value C = A · B can be computed in the c-Faulty Clique
with O(1) quiet rounds, a round complexity of O(c2n1/3 log n), and O(1)-decodability.

In particular, Theorem 2 means that for any constant c, we incur only a logarithmic overhead
in the round complexity over the non-faulty Clique model, in which this task can be solved
in O(n1/3) rounds due to [9]. Following up on our work, [5] present a different scheme,
which yields a complexity of T 2 · no(1) rounds in the Faulty Clique model for any T -round
Clique algorithm. While for some Clique algorithms their approach improves upon ours, for
others our approach is significantly faster: their scheme would give a complexity of n2/3+o(1)

for semi-ring matrix multiplication, which is quadratically slower compared to ours. We
emphasize that matrix multiplication is just an example, and more cornerstone tasks can
enjoy our approach by constructing circuits that are efficient for the use of Theorem 1.

The way that the above is obtained is by compressing the communication rounds into a
constant number of layers, while still having small computation and communication locality
parameters, that are equal to the parallel partition parameter nφ (that is, ζ = ξ = φ). Thus
our algorithm incurs no additional overhead. We say that such a circuit has an nφ-local
parallel partition. That is, since our Theorem 1 shows that we can trade off δ and φ when
constructing the circuit, we leverage this while exploiting the concurrency depending on the
refined locality parameters.

This exemplifies an immediate corollary of Theorem 1, which is that circuits with small
local parallel partitions are the optimal choice for invoking Theorem 1, in the sense that
our transformation incurs the smallest overhead for them when implementing them in the
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Faulty Clique model. This should be viewed through the lens of what we can say about the
complexity of their Clique implementation, which is O(nδ+φ) round, as we prove in the full
version [13]. Note that this implies that layered circuits are equivalent to Clique algorithms.

A remark on quiet rounds. Matrix multiplication is an excellent example for why we
cannot simply replace quiet rounds by an assumption of coded inputs. If we do not carefully
shuffle the input matrices before encoding them, then the nodes will be forced to download
(decode) too much information compared to what they need, resulting in communication
and computation localities that are extremely higher compared to those of the circuit that
we construct for proving Theorem 2. More explicitly, if we want a matrix multiplication
algorithm to re-distribute the entries of the second input matrix among the nodes such that
each node holds a column of the matrix rather than a row, or if we want each node to hold
any other pattern of n entries as we do in Section 4, then we need the information to already
be encoded in this manner, as otherwise a node has to decode too much information in order
to obtain its relevant entries. This could result in a huge number of rounds for a task that
takes O(1) rounds in the non-faulty Clique model.

Regimes of lower number of faults. Finally, we show that if the bound on the number of
failures is sublinear, then our method allows circuits with relaxed properties to be implemented
by fast Faulty Clique algorithms. The high level intuition is that if we are promised no more
than (c − 1)nχ/c faults, we can replace the usage of codewords of length n with n1−χ disjoint
codewords of length nχ. Since these are only technical modifications, we defer them to the full
version [13]. This allows us to further extend our results for fast (ring) matrix multiplication,
for which we show the following in the full version [13].

▶ Theorem 3 (A Faulty Clique algorithm for Fast (Ring) Matrix Multiplication ). Suppose that
the inputs on the nodes are matrices A, B ∈ Σn×n, where each node begins with n coefficients
of A and B and Σ is a ring, then the value C = A·B can be computed in the (χ, c)-Faulty Clique
with O(1) quiet rounds, a round complexity of O(max{c2nχ log n, c2n1−2/ω log n}), and O(1)-
decodability.

Here ω is the exponent of matrix multiplication and O(n1−2/ω) is the complexity of ring
matrix multiplication in the non-faulty setting [8].

1.2 Technical Overview
To prove Theorem 1, our approach is as follows. First, we partition the gates of each layer of
the circuit into its respective parts in the parallel partition, and assign one node to each part.
In the first O(1) quiet rounds, we shuffle the inputs of the nodes such that each node holds
the input wires to its gates, using Lenzen’s routing scheme [36]. Then, each node w encodes
its state to prepare for the possibility of a failure, and sends one piece of the codeword to
every other node. The code that is used has to be able to tolerate ( c−1

c )n erasures, as this is
the number of nodes that may fail (a node that has already failed simply does not receive its
piece from w). We use [n, n/c, ( c−1

c )n + 1]q codes, where q is a field whose elements are of
Θ(cb log n) bits, and thus we need c = O(1) additional quiet rounds for this step.

We then split the layers of the circuit into epochs, where each epoch consists of computation
layers and ends with a communication layer. On a high level, we say that a layer is a
computation layer if for each part in the layer (a part is a set of gates assigned to a node for
computing them), all of its output wires go in the next layer to the part that is assigned
to the same node. This means that a node w computing its gates in the next layer already
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10:6 Computing in a Faulty Congested Clique

has all the information it needs for the computation without needing to communicate with
other nodes. A communication layer is any other layer. By the way we split into epochs, we
get that once a node w receives the information it needs to compute the gates in its part in
the first layer of the epoch, it can compute the gates in its parts in the rest of the layers
of the epoch. Eventually, we would want to have a circuit with as few epochs as possible.
We emphasize that an algorithm may be represented by many different circuits and, indeed,
given an algorithm, one needs to design a circuit that gives the parameters for which our
result yields the best complexity measures.

In a non-faulty Clique algorithm, we would simply precede the above with communication
between the nodes in order for w to obtain the information it needs for computing the gates
in its part in the first layer of the epoch (which is indeed what we do in the full version
when we compute a circuit in the non-faulty setting). However, in a Faulty Clique algorithm,
it is possible for the node w to fail, in which case some node u takes its role in computing
the gates of w in each layer in the epoch. Thus, each node w encodes its state at the end
of an epoch and sends one piece of the codeword to every other node. In the same spirit,
at the beginning of the epoch, a node u that simulates w needs to first collect the pieces of
the codeword. Communicating in order to obtain the required information for the epoch
takes O(cnξ) rounds, since there are nξ codes that need to be recovered, due to nξ being
the communication locality of the circuit. Encoding the information at the end of the epoch
takes O(cnζ) rounds, since there are nζ codes that need to be used, due to nζ being the
computation locality of the circuit. Thus, this approach takes O(c(nζ + nξ)) rounds per
epoch. If every part of the last layer gets successfully encoded, this also implies decodability
within a number of rounds that equals its output divided by n, as n data elements can be
routed to/from each node in a single round (again due to [36]).

However, the above is insufficient, because after a node w fails, it may be that another
node u which simulates w also fails. If we proceed with simulating w by yet another node u′,
we may incur a round complexity of the number of failures – an unacceptable ( c−1

c )n rounds.
Thus, we simulate nodes in a more careful manner. For each epoch, we progress by

attempts for simulating the failed nodes of the epoch. In a certain attempt, if the number
of simulation tasks that still need to occur for an epoch is greater or equal to the number
of currently non-faulty nodes, then we let each non-faulty node simulate one of them. This
promises that the attempt successfully simulates at least n/c failed nodes, as this number of
nodes is guaranteed to remain non-faulty. This type of attempt can only occur O(c) times.

The other case is when the number of remaining failed nodes that need to be simulated
drops below the number of currently non-faulty nodes. In this case we simulate every such
node by a multiplicity of non-faulty nodes, which implies that although we cannot argue
that n/c such tasks succeed, we have that it is still hard for the adversary to prevent such a
task from succeeding because it would have to fail all the nodes that are assigned to it. We
show that we make progress by succeeding in at least a constant fraction of the remaining
tasks, resulting in at most a logarithmic number of such attempts. To make our analysis
go through, we actually need to batch these remaining tasks into batches of size 3c, each of
which is handled by some carefully chosen multiplicity of non-faulty nodes.

Thus, one of the c factors in our complexity is due to coding, and the other is due
to either batching into O(c)-sized batches or requiring c attempts per epoch (these latter
two are disjoint events). Finally, we incur an additive O(c2nµ log n) for checkpointing the
outputs. Note that if µ is larger than the computation locality of the last epoch, then we can
replace the computation of the last epoch and instead consider it as part of the decodability
complexity: simply decode the checkpointed values from the penultimate epoch and compute
the last epoch (that is, simulate the last computation epoch as part of the decodability).
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We mention that, informally speaking, coding is essential for Faulty Clique algorithms.
We show in the full version [13] that if the messages of the quiet rounds depend only on the
input of each node and not on messages it receives, then the messages of c quiet rounds must
form codewords of an [n, n/c, ( c−1

c )n + 1]q error-correcting code.

2 Preliminaries

2.1 The Model
▶ Definition 4 (The Clique model). The Clique model is a synchronous communication model
on n nodes, where in each round every pair of nodes can exchange b log n-bit messages, for
some constant b. In an algorithm A, each node has an input in Σn for an alphabet Σ of size
2b log n, and after executing A each node holds an output in ΣM for some value of M .

▶ Definition 5 (The Faulty Clique model). The c-Faulty Clique model is similar to the Clique
model, except that an adversary may fail up to a fraction of (c − 1)/c of the nodes throughout
the execution of an algorithm (that is, n/c nodes must be non-faulty). A node that is failed in
a certain round, does not send or receive any message from that round on. The Faulty Clique
model allows an initial number of quiet rounds, in which no faults can occur.

▶ Definition 6 (The complexity of a Faulty Clique algorithm). An algorithm A for the
Faulty Clique model has three complexity parameters.

The first complexity measure is the number of quiet rounds it requires. The other two
complexity measures are the round complexity and decodability complexity, defined as follows.

Let A be an algorithm for the Faulty Clique model, and consider a non-faulty execution
Enon-faulty of A. Denote by σw,Tnon-faulty the state that node w has at the end of round Tnon-faulty
in Enon-faulty.

For a round Tnon-faulty of Enon-faulty, we say that a possibly faulty execution E of A
satisfies at round T the R-decodability condition if the following holds. Suppose every node
u is associated with some other node wu, then it is possible in R rounds for each node u that
is non-faulty at the end of these R rounds to obtain σwu,Tnon-faulty . (Informally, the only way
the adversary can prevent u from receiving knowledge of any other node’s state after the next
R rounds is by failing u itself.)

We stress that during these additional rounds the adversary may continue to fail nodes
up to its given budget. We say that the execution E is finished executing A in T rounds with
R-decodability, if at the end of T rounds, it satisfies the R-decodability condition for the last
round Tnon-faulty of Enon-faulty (note that it is possible that for other rounds of Enon-faulty, the
decodability condition in E holds with larger values than R).

The maximum values of T and R over all executions are the round complexity and the
decodability complexity of A, respectively.

2.2 Layered Circuits
We define layer circuits and pinpoint which of their parameters captures the complexities of
Clique and Faulty Clique algorithms that compute them.

▶ Definition 7 (fan-in, fan-out). For a vertex v in a directed graph G, let in(v) := {w ∈ V |
(w, v) ∈ E} and out(v) := {w ∈ V | (v, w) ∈ E}. The values |in(v)| and |out(v)| are called
the fan-in and fan-out of v, respectively.

OPODIS 2025



10:8 Computing in a Faulty Congested Clique

▶ Definition 8 (layered circuit). A layered circuit Cn = C = (V, E) of depth nδ over an
alphabet Σ is a connected directed graph with vertex set V = V0 ∪ V1 ∪ ... ∪ Vnδ and edge
set E ⊂ ∪i∈[nδ]Vi × Vi+1, where each vertex (gate) w with fan-in F is labeled by a function
fw : ΣF → Σ.

We say that a layered circuit C with V0 = {v
(0)
i }i∈[kin] and Vnδ = {v

(nδ)
i }i∈[kout] computes

a function f : Σkin → Σkout if the following recursively defined function fC is equal to f . The
function fC is defined as the function whose output is (fC

v
(nδ)
1

, ..., fC
v

(nδ)
kout

) where

1. For every 1 ≤ i ≤ kin, f
v

(0)
i

: Σ → Σ is the identity function and fC
v

(0)
i

= f
v

(0)
i

(xi) = xi,
where xi is the i-th input of f .

2. For every 1 ≤ ℓ ≤ nδ and every i such that v
(ℓ)
i ∈ Vℓ with fan-in Fℓ,i, there are gates vℓ−1

i,j

for j ∈ [Fℓ,i], such that fC
v

(ℓ)
i

= f
v

(ℓ)
i

(fC
v

(ℓ−1)
i,1

, ..., fC
v

(ℓ−1)
i,Fℓ,i

).

We make use of the following parameter of layered circuits, which we call the parallel
partition parameter, which captures the amount of “communication” between nodes for
computing a layer of the circuit in a Clique algorithm.

▶ Definition 9 (parallel partition). Let Gn = G = (V, E) be a bipartite directed graph
with V = L ∪ R and E ⊂ L × R. For a pair of partitions L = L0 ∪ L1 ∪ ... ∪ Ln−1 and
R = R0 ∪ R1 ∪ ... ∪ Rn−1, let

EL
i := {(ℓ, r) | ℓ ∈ Li and ∃j ̸= i, r ∈ Rj}, ER

j := {(ℓ, r) | r ∈ Rj and ∃i ̸= j, ℓ ∈ Li}.

We say that G has a parallel partition of size n with block fan size n1+φ if there exists such a
pair of partitions in which for every i, j ∈ [n], |EL

i |, |ER
j | = O(n1+φ). We say that a layered

circuit C = (V, E) of depth nδ has an nφ-parallel partition, if there is a refinement P of the
partition of V = V0 ∪ V1 ∪ ... ∪ Vnδ such that for every i, the restriction of P to each of the
subgraphs Vi ∪ Vi+1 is a parallel partition of size n with block fan size n1+φ with L = Vi,
R = Vi+1.

The following parameters of layered circuits, which we call communication locality and
computation locality, help us capture the amount of “locality” between layers when we later
interpret them as Faulty Clique algorithms.

▶ Definition 10 (Computation locality and Communication locality). Let C = (V, E) = (∪iVi, E)
be a layered circuit of depth nδ and an nφ-parallel partition with respect to a refinement P
of V . Let Pi,j denote the j-th part of Vi in P.

We say that C has computation locality nζ and communication locality nξ if there is a
constant h such that for all Pi,w there exists a further (not necessarily disjoint) subdivision
Pi,w =:

⋃
j∈[hnζ ] P

(j)
i,w such that |P (j)

i,w | = n. For each u, the number of pairs j, w such that
w ̸= u for which P

(j)
i,w has a wire into Pi+1,u is at most h′nξ for some constant h′. We denote

by bin(Pi+1,u) the parts corresponding to those pairs, that is, the parts P
(j)
i,w (where w ̸= u)

in Vi that consist of at least one gate that has a wire into a gate in the part Pi+1,u.

▶ Definition 11 (Local parallel partition). We say that a layered circuit C = (V, E) = (∪iVi, E)
of depth nδ has an nφ-local parallel partition, if it has an nφ-parallel partition for a refinement
V = ∪P ∈PP , with a computation locality of O(nφ) and a communication locality of O(nφ).
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3 Layered Circuits as c-Faulty Clique Algorithms

We now prove our main result about how to compute a layered circuit in the c-Faulty Clique
model.

▶ Theorem 1 (Computing a layered circuit by a Faulty Clique algorithm). Let C be a circuit of
depth nδ with alphabet size |Σ| = b log(n) that has an nφ-parallel partition with computation
locality nζ and communication locality nξ. Let µ be such that O(n1+µ) bounds the max size
of the output per part. For every constant c, there is an algorithm A in the c-Faulty Clique
that computes the function fC with O(1) quiet rounds, a (non-quiet) round complexity of
O(c2(nδ+φ+η + nµ) log n), where η = max{ζ − φ, ξ − φ}, and decodability complexity of
R = O(nµ).

An immediate corollary of Theorem 1 is that circuits with small local parallel partitions
are optimal if the output size is not huge, in the sense that our transformation incurs the
smallest overhead for them when implementing them in the Faulty Clique model, compared
to what we can say about their Clique implementation, which is O(nδ+φ) rounds (see the
full version for details).

▶ Corollary 12. Let C be a circuit of depth nδ with alphabet size |Σ| = b log(n) that has an
nφ-local parallel partition (i.e., with computation locality nφ and communication locality nφ).
Let µ be such that O(n1+µ) bounds the max size of the output per part. For every constant
c, there is an algorithm A in the c-Faulty Clique that computes the function fC with O(1)
quiet rounds, a (non-quiet) round complexity of O(c2(nδ+φ + nµ) log n), and decodability
complexity of O(nµ).

To prove the theorem, we make use of the following codes.

▶ Definition 13 (Error-correcting codes). An [N, K, d]q code is a mapping enc : (Fq)K →
(Fq)N , such that the Hamming distance between any two codewords s1, s2 ∈ Image(enc) ⊆
(Fq)N is at least d. By its definition, an [N, K, d]q code can correct up to d − 1 erasures, that
is, given a string s′ ∈ (Fq)N , there is at most one codeword s ∈ Image(enc) ⊆ (Fq)N which
equals s′ up to at most d − 1 erasures of symbols in (Fq)N .

▶ Lemma 14. Let n and c be some integers. Let p be a prime number and let k be an integer
such that the prime power q = pk satisfies log q = log(pk) = Θ(cb log(n)) = Θ(c log |Σ|), then
there exists an [N, K, d]q := [n, n/c, c−1

c n + 1]q code.

Proof. The existence of a code with these parameters (d = N − K + 1) is a classical result
in coding theory; in particular, since q ≥ n (i.e., since the field size is bigger than the length
of the code) we have that the classical construction of Reed-Solomon codes suffices. See
Section 6.8 of [37] or Section 5.2 of [31]. ◀

▶ Remark 15. Note that if we encode nb log n bits of information then the length of a
codeword is cnb log n. However, we consider the codeword as having n symbols, each one
held by a different node in the Faulty Clique model. Since faults are in terms of nodes, we
lose exactly cb log n bits of information per fault, and so when we consider the codeword as
having n symbols, the size of each symbol in the alphabet becomes cb log n.

Proof of Theorem 1.
Construction of the algorithm. We construct A as follows:
1. We associate node w with the gates in part P0,w. In the first O(1) quiet rounds, the

nodes shuffle their data so that each node w holds the inputs to its gates. This is possible
by Lenzen’s routing scheme [36].
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2. In the subsequent c = O(1) quiet rounds, each node w encodes all of its input and sends
a coded piece to each of the other nodes, as follows: denote by Enc(_) multiplication on
the right by the K × n generator matrix corresponding to the code given by Lemma 14,
and define the codeword P̃0,w = Enc(P0,w) ∈ Fn

q . Note that the total number of bits in a
codeword is at most cn|Σ|, since the size of the input of each node is n|Σ| and the first
layer is the identity function by Definition 8. We refer to the action of encoding the output
wires of a part and splitting the pieces of the codeword to all nodes as checkpointing this
information. Thus, at this point, all nodes have checkpointed the 0-th layer of the circuit.

3. We now recursively describe the method by which the nodes use the checkpointed values
P̃

(k)
ℓ,w of a layer ℓ to compute the values in Pℓ+1,w and then checkpoint them (but notice

that from this point on, we are not guaranteed to have quiet rounds). The method of
collecting coded checkpoints can be thought of as filling out “bingo cards”, which represent
the tasks of possibly faulty virtual nodes; in particular, we now have that the data of
node w lives “up in the cloud” and obtaining data from w is replaced with obtaining
coded pieces from the entire network.

i. Communication. Assume that the nodes have checkpointed all of the data from
the previous round so that every node has a coefficient of the codeword P̃

(k)
ℓ,v :=

Enc(P (k)
ℓ,v ) ∈ Fn

q , where k ∈ [hnζ ] (so there are hnζ codewords of length n). The
reason that there are hnζ such codewords is because nζ is the computation locality
(see Definition 10). In particular, node u has the value (P̃ (k)

ℓ,v )u ∈ Fn
q .

Each node w collects the pieces

b̃in(Pℓ+1,w) := {Enc(P (k′)
ℓ,v ) | P

(k′)
ℓ,v ∈ bin(Pℓ+1,w)} (1)

that they need for computing the gates contained in their part Pℓ+1,w, where k′ ∈
[h′nξ] because nξ is the communication locality (see Definition 10). In particular,
w collects P

(k1)
ℓ,v1

in a first set of c rounds, P
(k2)
ℓ,v2

in a second set of c rounds, ..., and
P

(k
h′nξ )

ℓ,v
h′nξ

in a h′nξ-th set of c rounds, where h′ is the constant in the definition of
communication locality. Therefore, this takes O(cnξ) rounds.

ii. Computation. If for every part Pℓ,w in this layer, all output wires go to the part
Pℓ+1,w in the next layer (and not to any Pℓ+1,v for some v ̸= w), we call this layer a
computation layer. Otherwise, we call the layer a communication layer.
If ℓ is a computation layer, the node w performs the computation corresponding to
the gates in Pℓ+1,w locally. The node w continues to do these computations locally
until there is a layer τ := ℓ + t for some t, in which either there is an output wire
that goes from a part Pτ,w for some w into a part Pτ+1,v for some v ̸= w (that is, τ

is a communication layer), or τ is the output layer. The round complexity of this
step is 0, because these are all local computations.

iii. Checkpointing. Upon arriving at some communication layer τ , each node w check-
points and sends each node u the value (P̃ (k)

τ,w)u := (Enc(P (k)
τ,w))u ∈ Fn

q for k ∈ [hnζ ]
(since nζ is the computation locality). Checkpointing a code with these parameters
requires O(c) rounds, since we have n symbols of size log q = O(cb log n) bits. Thus,
this completes in O(cnζ) rounds.

We refer to a non-faulty execution of steps (i)-(iii) as an epoch. We have that the
complexity of these steps is O(c(nζ + nξ)).

iv. Repeat/Fill out Missing Bingo Cards. If all of the parts in a layer have been
checkpointed, then the nodes move on to the next epoch; otherwise, they divide
the work of the failed nodes and simulate the computations of the gates in their
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parts until all are checkpointed. In particular, if F nodes failed so far, and of those
F , there are F ∗ nodes whose parts are yet to have been checkpointed, the n − F

non-faulty nodes evenly divide themselves and simulate those F ∗ parts by rerunning
steps (i)-(iii). This is done as follows.
a. If F ∗ > n − F , then each of the n − F non-faulty nodes is assigned to one failed

node whose part has not been checkpointed yet, and repeats steps (i)-(iii) for that
part.

b. Otherwise, there are F ∗ ≤ n − F such parts Pτ,v1 , Pτ,v2 , ..., PvF ∗ . We batch these
into sets of size at most 6c, and let each batch be simulated by multiple nodes, as
follows. We denote F ∗

batch = max{⌊F ∗/3c⌋, 1}, and mult = ⌊ n−F
F ∗

batch
⌋. We denote

by x the remainder when dividing n − F by F ∗
batch (thus, mult = n−F −x

F ∗
batch

). The
non-faulty nodes, w0, . . . , wn−F , are split into F ∗

batch batches:

R{v0,v1,...,v3c−1} := {w0, . . . , wmult−1},

R{v3c,v3c+1,...,v6c−1} := {wmult, . . . , w2mult−1}, . . . ,

R{v(F ∗
batch

−1)3c
,v(F ∗

batch
−1)3c+1

,...,vF ∗−1} := {w(F ∗−1)mult, . . . , wn−F −x}

Notice that since F ∗
batch is defined using the floor of the respective ratio, the size

of the last batch may be larger than 3c, but it is at most 6c. Further, in case
F ∗ is less than 3c then there is only one batch, which may also be small, but it
is assigned to all non-faulty nodes. For each batch, every node in that batch is
assigned to each vj in the batch, and repeats steps (i)-(iii) for the corresponding
part Pτ,vj

.
We call each iteration of these steps an attempt. If all of the parts have been
checkpointed and τ is the output layer, then the algorithm halts. Note that additional
failures can occur throughout repeating. Also, we stress that although the algorithm
describes exchanging messages between any two nodes, whenever it attempts to send
(receive) a message to (from) a failed node, such a message is not delivered.
The complexity of this step is equal to the complexity of O(c(nζ + nξ)) rounds for
steps (i)-(iii), plus an additive overhead of O(cnζ) rounds which corresponds to the
rounds needed to decode the information corresponding to the node that is being
simulated. In case (b), since the size of a batch is O(c), this introduces an overhead
of O(c) over that round complexity, for a total of at most O(c2(nζ + nξ)) rounds per
attempt. The number of attempts is bounded in what follows.

Correctness and complexity of the algorithm despite faults. It is immediate from the con-
struction that the algorithm produces the output of the circuit. Further, it is straightforward
that the number of quiet rounds is O(1).

We prove that R-decodability holds by induction, with R = O(cnζ) = O(nζ for all epochs
except the last, and R = O(cnµ) = O(nµ) for the last. The base case is straightforward
because the computation takes place through quiet rounds: at the end of step (1), each node
holds the inputs to its gates. In step (2), each node encodes its input using the code in
Lemma 14, and thus R-decodability holds with R = O(c) = O(1). For the the inductive
hypothesis, assume that epoch ℓ has been correctly checkpointed as at most O(nζ) codewords
of an [n, n

c , c−1
c n + 1]q-code for each node. Then, by the inductive hypothesis, we have

that a node can, in O(nζ) rounds, obtain all of the checkpointed data it needs and then
perform its local computations, and simulate any failed nodes. Thus, at the end of step 3(iv),
which we show below that it indeed checkpoints the computation of all nodes (also faulty
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10:12 Computing in a Faulty Congested Clique

nodes), we have that epoch ℓ + 1 is correctly checkpointed as at most O(nζ) codewords of an
[n, n

c , c−1
c n + 1]q-code for each node. Thus, R-decodability holds with R = O(cnζ) = O(nζ).

For the last epoch, we only need to encode the output and therefore we get R-decodability
with R = O(cnµ) = O(nµ).

It remains to bound the number of attempts needed for step 3(iv), which will also prove
that indeed it checkpoints the computation of all nodes (also faulty nodes). For an attempt,
recall that we denote by F the number of nodes that failed so far (and thus the number of
non-faulty nodes is n − F ), and by F ∗ the number of parts that are yet to be checkpointed.
Let F ′ be the additional number of nodes that fail throughout this attempt. We consider
the two possible cases, depending on how F ∗ relates to n − F .

In the first case, recall that if F ∗ > n − F then each of the non-faulty nodes is assigned
to one failed node whose part has not been checkpointed and repeats its computation. Since
there are at least n/c non-faulty nodes even despite the additional F ′ newly failed ones, we
have that at least n/c additional tasks get checkpointed in this attempt. Thus, such an
attempt can happen at most c times before all n parts are checkpointed for this epoch.

In the second case, we have that F ∗ ≤ n − F . Recall that each part that is not yet
checkpointed is now attempted to be checkpointed by a multiplicity of mult or mult − 1
nodes, where mult =

⌈
n−F
F ∗

⌉
≥ 1. There are two possible sub-cases based on how the value

of F ′ relates to the remaining number of allowed failures Fremain = ( c−1
c ) · n − F . It holds

that either F ′ ≥ Fremain · 1
2 or F ′ < Fremain · 1

2 . The former case can happen at most
log (( c−1

c ) · n) = O(log n) times before Fremain drops to 0.
Thus, suppose that the latter case happens in an attempt. If there is a single batch

because F ∗ < 3c, then all of the batch is performed by all of these nodes, and hence must
succeed because at least one of them (at least n/c of them) is non-faulty.

Otherwise, since x is the remainder of dividing n − F by F ∗
batch, we have x ≤ F ∗

batch − 1.
Thus, the actual number of nodes that are successful in checkpointing the tasks they are
now in charge of is at least n − F − F ′ − x. Possibly, every mult = ⌊(n − F )/F ∗

batch⌋ of them
are performing the same batch, but even in this worst case, the number of distinct newly
checkpointed batches is at least (n − F − F ′ − x)/mult. Note that with the notation of x, we
have that mult = (n − F − x)/F ∗

batch. Further, it holds that F ∗
batch = max{⌊F ∗/(3c)⌋, 1} ≤

n
3c ≤ (n−F )/3, where the first inequality is since F ∗ < n, and the second is since n/c ≤ n−F

because the number of non-faulty nodes can never go below n/c.
We bound this number of newly checkpointed batches (n − F − F ′ − x)/mult in terms of

the total number of remaining batches F ∗
batch, as follows. We have that:

n − F − F ′ − x

mult
= (n − F − F ′ − x)/n − F − x

F ∗
batch

= F ∗
batch · n − F − F ′ − x

n − F − x
= F ∗

batch · (1 − F ′

n − F − x
).

Since F ′ < Fremain/2, and by plugging Fremain = ( c−1
c )n − F , we get:

n − F − F ′ − x

mult
≥ F ∗

batch · (1 −
Fremain · 1

2
n − F − x

) = F ∗
batch · (1 −

(( c−1
c ) · n − F ) · 1

2
n − F − x

).

Further simple algebraic manipulations give:

n − F − F ′ − x

mult
≥ F ∗

batch ·
(

1 − n − F − n/c

2(n − F − x)

)
= F ∗

batch ·
(

1 − (n − F ) − n/c

2(n − F ) − 2x

)
= F ∗

batch ·

(
1 −

1 − n/c
n−F

2 − 2x
n−F

)
.
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Removing the n/c
n−F term from the nominator only decreases the value of the expression, as

well as using x ≤ F ∗
batch − 1. We thus have:

n − F − F ′ − x

mult
≥ F ∗

batch ·

1 − 1
2 − 2(F ∗

batch
−1)

n−F

 .

Since n−F
F ∗

batch
≥ 3, we finally have:

n − F − F ′ − x

mult
≥ F ∗

batch ·

1 − 1
2 − 2(F ∗

batch
−1)

3F ∗
batch


≥ F ∗

batch ·
(

1 − 1
2 − 2

3

)
= F ∗

batch · (1/4).

This yields that after this subcase, the number of batches to be checkpointed drops from
F ∗

batch to at most (1/4) · F ∗
batch. This implies that this can happen at most O(log n) times

before all n parts are checkpointed.
Thus the algorithm has all the parts checkpointed in O(c + log n) attempts. Each attempt

runs in either O(c · (nζ + nξ)) or O(c2 · (nζ + nξ)) rounds, where the latter number of rounds
occurs only in the case of batching, which can happen at most O(log n) attempts. Hence,
we obtain a total of O(c2 · (nζ + nξ) log n) rounds per epoch. In the final epoch, the nodes
checkpoint the outputs in O(c2nµ log n) rounds. This is done only once, and thus incurs only
an additive overhead. In total, since the depth of the circuit is nδ, we get a running time of
O(c2 · (nδ+φ+η + nµ) log n), where η = max{ζ − φ, ξ − φ}, as claimed. ◀

4 Application: Semi-Ring Matrix Multiplication

▶ Theorem 2 (A Faulty Clique algorithm for semi-ring matrix multiplication). Suppose that the
inputs on the nodes are matrices A, B ∈ Σn×n, where each node begins with n coefficients of A

and B and Σ is a semi-ring, then the value C = A · B can be computed in the c-Faulty Clique
with O(1) quiet rounds, a round complexity of O(c2n1/3 log n), and O(1)-decodability.

Proof. We prove the theorem by showing that there is circuit computing this function that
satisfies the hypothesis of Theorem 1. To describe our circuit, we define some notation.
Outer Partition. The matrices are split as follows: A is split into n1/3 × n1/3 block matrices
of equal dimension n2/3 ×n2/3, where the Ai

j are n2/3 ×n2/3 matrices, and similarly B is split
into n1/3 × n1/3 block matrices of equal dimension n2/3 × n2/3 where the Bi

j are n2/3 × n2/3

matrices; i.e.,

A =:

 A1
1 . . . A1

n1/3

... . . .
...

An1/3

1 . . . An1/3

n1/3

 =:
[
A1 . . . An1/3

]
, B =:

 B1
1 . . . B1

n1/3

... . . .
...

Bn1/3

1 . . . Bn1/3

n1/3

 =:

 B1

...
Bn1/3


Elementary linear algebra gives us that the product C = A · B satisfies the equation Ci

j =∑
k∈[n1/3](AkBk)i

j , which can be computed by a total of (# of k in Ak, Bk) · (# of i in Ai
k) ·

(# of j in Bk
j ) = n1/3 · n1/3 · n1/3 = n block (outer) matrix multiplications; indeed, by the

definition of an outerproduct we have that (AkBk)i
j = Ai

kBk
j , which we use to more efficiently

distribute the tasks, and so we have:

Ci
j =

∑
k∈[n1/3]

(AkBk)i
j =

∑
k∈[n1/3]

Ai
kBk

j (2)
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Inner Partition. We define sub-blocks Ai
j [m] of the blocks Ai

j , each of size n2/3 × n1/3,
as follows: (Ai

j [m])k
ℓ := (Ai

j)k
ℓ+mn1/3 , i.e., Ai

j [m] is implicitly defined by the equation
Ai

j =
[
Ai

j [1] . . . Ai
j [n1/3]

]
. Similarly, we define subblocks Bi

j [m] of the blocks Bi
j , each of

size n1/3 × n2/3, analogously to the previous construction: (Bi
j [m])k

ℓ := (Bi
j)k+mn1/3

ℓ , i.e.,
Bi

j [m] is implicitly defined by the following equation

Bi
j =

 Bi
j [1]
...

Bi
j [n1/3]

 .

In particular, we have that

Ai
kBk

j =
∑

m∈[n1/3]

Ai
k[m]Bk

j [m], (3)

which by Equation 2 further implies that Ci
j =

∑
k∈[n1/3] Ai

kBk
j =

∑
k,m∈[n1/3] Ai

k[m]Bk
j [m].

For the last layer of our circuit, we will also use the fact that

(Ci
j)ℓ

m =
∑

k∈[n1/3]

(Ai
kBk

j )ℓ
m. (4)
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Figure 1 Illustration for the inner and outer partitions, demonstrated on matrix A.

Construction of the circuit. We construct every layer of the circuit by considering it
as having n parts (sets of gates). We associate each part w with a 3-tuple of indices
(w1, w2, w3) ∈ [n1/3]3.

First Layer (Input/Shuffle). We make a part responsible for the entries of its 3-tuple over
all of the blocks in the very first shuffling layer; in particular, we assume that in the
initial shuffle step, the data has been rearranged so that part w now has incoming wires
corresponding to (Aw1

w2
[w3])i

j and (Bw1
w2

[w3])j
k for all i, j, k. We can formalize this as the

following: the wires of the gates in layer 0 shuffle data to the parts corresponding to
w0, w1, w2 to part w in layer 1 as given above; i.e., there are 2n gates in part w, which are:

P0,w :=
{

(Aw1
w2

[w3])i
j , (Bw1

w2
[w3])j

k | i, k ∈ [n2/3], j ∈ [n1/3]
}

.
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Second Layer (Communication). We define the next communication round by gates

P1,w := {(Aw1
w2

[v])i
j , (Bw2

w3
[v])j

k | v ∈ [n1/3], i, k ∈ [n2/3], j ∈ [n1/3]}; (5)

Each gate has a single input wire from the prior layer. There are at most n1/3 parts
whose indices differ from w = (w1, w2, w3) only on v (i.e., for parts w′ = (w1, w2, v))
and they are each connected by exactly n wires for a total of n4/3 wires; therefore, the
partition satisfies Definition 11, with:

(Communication Locality) Fix a part w = (w1, w2, w3) and consider its gates (Aw1
w2

[v])i
j

for all v ∈ [n1/3], i ∈ [n2/3], j ∈ [n1/3]. There are exactly n1/3 parts w′ = (w1, w2, v),
one for each such v, which have wires into part w in this layer (and each has precisely n

wires to part w in this layer, to its gates (Aw1
w2

[v])i
j for the respective v). For (Bw2

w3
[v])j

k

the count is similar. This gives a communication locality of O(n1/3).
(Computation Locality) We have that every part P0,(w1,w2,v) can be partitioned into
exactly 2 sets P

(1)
0,(w1,w2,v) := {(Aw1

w2
[v])i

j | i ∈ [n2/3], j ∈ [n1/3]} and P
(2)
0,(w1,w2,v) :=

{(Bw2
w3

[v])j
k | k ∈ [n2/3], j ∈ [n1/3]}. It is straightforward to see that this satisfies

computation locality with nζ = 1 (and h = 2).
Third Layer (Computation). In the third layer, part w is constructed so that its gates locally

compute Aw1
w2

Bw2
w3

. By saying that a gate in part w locally computes a function, we mean
that all of its incoming wires are from part w of the previous layer. That is, we define
the n4/3 gates:

P2,w := Aw1
w2

Bw2
w3

=
∑

v∈[n1/3]

Aw1
w2

[v]Bw2
w3

[v],

one for each element of the n2/3 × n2/3 matrix. By Equation 3 and the definition of the
gates in Equation 5, we get that indeed these are the values computed by the gates in
this layer.

Fourth Layer (Communication). We define the next communication round by

P3,w := {(Aw1
v Bv

w3
)w2n1/3+i
j | v, i ∈ [n1/3], j ∈ [n2/3]}; (6)

(Communication Locality) For (Aw1
v Bv

w3
)w2n1/3+i

j there are at most n1/3 parts w′ =
(w1, v, w3) that have the information corresponding to Aw1

v Bv
w3

and furthermore there
are precisely n input wires for each one, since i, j have in total a range of n.
(Computation Locality) The parts in the third layer that have outputs wires are all of
size n4/3 gates, which can each be partitioned perfectly into n1/3 sets

P
(w1,w2,w3)
2,(w1,v,w3) := {(Aw1

v Bv
w3

)w2n1/3+i
j | v, i ∈ [n1/3], j ∈ [n2/3]}

(one for each of the n1/3 choices for w2). Each set is of size n and these sets, P
(w1,w2,w3)
2,(w1,v,w3) ,

are all of the subparts corresponding to (w1, v, w3). Thus, we have that nζ = n1/3.
Fifth Layer (Computation/Output). Now we can have gates of part w in the fifth layer

that can locally (with incoming wires from the fourth layer only from part w) compute

P4,w := {(Cw1
w2

)w3n1/3+i
j , | i ∈ [n1/3], j ∈ [n2/3]}

=

 ∑
v∈[n1/3]

(Aw1
v Bv

w3
)w3n1/3+i
j | i ∈ [n1/3], j ∈ [n2/3]

 .
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By Equation 4 and the definition of the gates in Equation 6, we get that indeed these are
the values that are computed by the gates in this layer.

This completes the proof that the circuit correctly computes the product of the matrices.
The circuit has a constant depth, and an O(n1/3)-parallel partition. By Theorem 1, it
can be computed in the c-Faulty Clique model within O(c2n1/3 log n) rounds, with O(1)
quiet rounds and O(1)-decodability. ◀
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