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Abstract
This paper studies distributed-computing tasks through the lens of space complexity in the read/write
wait-free model, defined as the number of multi-reader-multi-writer atomic read/write registers
needed to solve a task using a wait-free algorithm. Surprisingly, even though the read/write wait-free
model is at the foundation of distributed computing, previous work on space complexity has focused
on synchronization primitives stronger than read/write registers or on weaker progress conditions.

The paper reveals that the read/write wait-free model offers a rich space-complexity landscape:
(1) assuming non-anonymous processes, it shows that there is an infinite hierarchy of tasks of
increasing space complexity; (2) it shows that space complexity separates anonymous from non-
anonymous memory; (3) regardless of process or register anonymity, it exhibits a task of space
complexity two, which is the minimal non-trivial space complexity; (4) finally, it shows that subcases
of the adopt-commit task have different space complexity in non-anonymous memory under bounded
wait-freedom.
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1 Introduction

Parallel Computing is the science of breaking down data-processing problems into independent
parts that can be performed simultaneously by multiple processors to maximize performance.
The nature of Distributed Computing is different: it is the science of (formalized) cooperation
among independent computing entities [34]. At its core, it consists of designing and classifying
distributed abstractions, each of which captures a specific form of cooperation. For example,
Herlihy’s famous wait-free hierarchy [23] classifies distributed abstractions called objects
according to the maximum number of wait-free processes that can solve consensus when they
have access to instances of the object and read/write registers.

There are a large number of distributed abstractions and computing models in which
to study them. However, one of the simplest possible settings is to consider distributed
abstractions called tasks in the read/write wait-free model. Tasks are cooperation abstractions
in which a number of processes each receive a single input and must produce a single output.
The task’s specification relates assignments of inputs to processes to allowed assignments
of outputs to processes. To solve a task in the read/write wait-free model, processes must
communicate through atomic read/write registers only, and each process that takes sufficiently
many steps must eventually output, regardless of what other processes do.
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21:2 Solving Tasks with Fewer Registers Than Processes

Surprisingly, there is no systematic classification of tasks in this simple setting. Here,
Herlihy’s hierarchy is not informative, since consensus is not wait-free solvable with only
read/write registers, and therefore such tasks are at level 1 of the consensus hierarchy.

This paper studies the classification of read/write wait-free solvable tasks according to
the minimum number of atomic read/write registers needed (without a limit on register size)
to solve the task wait-free. We call this number the read/write space complexity of a task
(abbreviated space complexity in the rest of the paper). The space complexity of a task may
vary depending on whether processes and registers are anonymous or not, and we consider
all four possible anonymity combinations. Many previous works study other notions of space
complexity (see Section 7), often based on primitives stronger than read/write registers or
under progress conditions weaker than wait-freedom, but little is known about the space
complexity of tasks in the read/write wait-free model.

Delporte-Gallet et al. [12] show that, for non-anonymous wait-free processes in non-
anonymous memory, n registers (where n is the number of processes) are sufficient to solve
any read/write wait-free solvable task even if registers are not pre-allocated to processes1.
Thus, at least in the non-anonymous case, space complexity is only interesting when there
are fewer registers than processes. Some tasks are known to be implementable wait-free with
fewer registers than processes. For example, the splitter [29] and the binary conflict-detector
task [4] are solvable wait-free with just 2 non-anonymous registers; other tasks, such as
lattice agreement [5], require n registers [12]. However, beyond these few examples, the space
complexity of read/write wait-free solvable tasks has so far not been systematically explored.

The paper shows that the read/write wait-free model offers a rich space-complexity
landscape by presenting novel space-complexity separation results:

Section 3 shows that for non-anonymous processes, whether registers are anonymous
or not, there is a task of space complexity k for every integer k > 1. Thus, assuming
non-anonymous processes, every level of the space complexity hierarchy is populated. The
lower bound needed for this result is obtained using a classic covering argument in the spirit
of Burns and Lynch [7].

Section 4 shows that space complexity separates non-anonymous registers from anonymous
registers by showing that, regardless of process anonymity, binary adopt-commit has space
complexity 3 if the registers are non-anonymous and space complexity n if the registers are
anonymous. This is an interesting result because recent work [26] conjectures that read/write
wait-free solvability of tasks, when the number of registers is not constrained, does not
depend on register anonymity.

Section 5 presents the contention-detection task, and it shows that it achieves the weakest
non-trivial space complexity – i.e., two – regardless of process or register anonymity.

Section 6 shows that space complexity separates sub-cases of the adopt-commit task:
assuming each process receives as input one of two values drawn from a set of three values,
adopt-commit is solvable bounded wait-free with three non-anonymous registers, but if the two
values are drawn from a set of four values, then four registers are needed. Finally, Section 7
surveys related work and Section 8 concludes with open questions.

1 Nevertheless, they make the wrong claim that n registers are also necessary to implement any wait-free
solvable task
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2 Computation Model

The computing model is the standard asynchronous wait-free model for deterministic,
unbounded-state processes communicating using shared atomic, multi-reader-multi-writer
(MRMW) read/write registers of unbounded size. The set of processes may be countably
infinite or limited to n processes.

A run in the model is a (possibly infinite) sequence of atomic steps. Each step is taken
by a single process, which applies either a read or a write operation to a shared register and
then updates its private state. A read operation returns the current value of the register, and
a write operation takes a value parameter and replaces the current contents of the register
with the provided value. Processes run an algorithm, and the operation applied by a process
in a step is determined by the algorithm as a function of the local state of the process before
the step. Since we focus exclusively on solving tasks, we assume that, in each run, each
process initially receives a single input and produces at most one output. When a process
outputs, it stops taking steps.

The system is asynchronous, meaning there are no restrictions on the process schedule. In
particular, any process may stop taking steps at any point in a run, which may be interpreted
as crashing. An algorithm is wait-free when every process that takes sufficiently many steps
produces an output, and it is bounded wait-free when there is a fixed constant c such that
no process takes more than c steps before producing an output.

A process participates in a run when it takes at least one step, and a run is complete
when all participating processes produce an output. An input assignment is a map from
a subset of the processes to inputs, and, similarly, an output assignment is a map from a
subset of the processes to outputs. A complete run determines an input assignment and an
output assignment in the obvious way.

A task is a relation between input assignments and output assignments that have the same
domain. An algorithm solves a task when, for each complete run, if the input assignment is in
the domain of the task, then the output assignment is in the image of that input assignment.
(Note that, since we only consider solving tasks and wait-free algorithms, and since a process
can never tell whether another process that has not produced an output will take further
steps, it suffices to place requirements on complete runs.)

Each process has a unique natural number called its process identifier. When processes
are not anonymous, the algorithm may use this identifier. When processes are anonymous,
we forbid the algorithm from using the process identifier.

As recently introduced by Taubenfeld [37], the shared registers may also be anonymous.
In this case, each process p is assigned an arbitrary permutation σp of the registers, which is
unknown to the processes. When p executes a read or write of a register r, the register that
is accessed is not r but σp(r). If processes are anonymous, we preclude from consideration
tasks that assign each process a unique input, as, in this case, each process can use its input
as a unique identifier. When both processes and registers are anonymous, we say that the
model is fully anonymous [36].

Note that solvability of a task for anonymous processes implies solvability for non-
anonymous processes, and that solvability with anonymous registers implies solvability with
non-anonymous registers.

Finally, the space complexity of a task in a given variant of the model (anonymous/non-
anonymous processes, anonymous/non-anonymous memory, n processes or an infinite number
of processes) is the minimum number of registers needed to solve the task in the model
variant.

OPODIS 2025



21:4 Solving Tasks with Fewer Registers Than Processes

3 For Every k > 1, There is a Task of Space Complexity k

This section shows that, assuming either finitely or infinitely many non-anonymous processes,
for every k > 1, there is a task of space complexity k. This holds regardless of register
anonymity. To show this, we define the k-bounded lattice agreement task, for k > 0, and we
show that:

k-bounded lattice agreement is not wait-free solvable with fewer than k + 1 registers, and
There is a wait-free algorithm (Algorithm 1) that solves k-bounded lattice agreement
using k + 1 anonymous registers in a system of infinitely many non-anonymous processes.

▶ Definition 1. For every k ≥ 1, the k-bounded lattice-agreement task for n ≥ 1 processes
is defined as follows. Processes receive no input, and each participating process outputs a set
of process identifiers (possibly of cardinality greater than k), such that:

Validity. Each participating process outputs a set of participating processes.
Self-inclusion. Each process appears in its own output.
Containment. Every two outputs of cardinality at most k are related by containment.

Note that, for k > 1, any algorithm that solves k-bounded lattice agreement also solves
(k−1)-bounded lattice agreement, but not necessarily vice versa. Also note that, if there are n

processes, then (n− 1)-bounded lattice agreement is the same as the classic lattice-agreement
task [5] on the lattice of sets of process identifiers.

3.1 Lower Bound: k + 1 Registers Are Necessary
▶ Theorem 2 (Space Complexity Lower Bound for k-Bounded Lattice Agreement). For every
integer k ≥ 1, no read/write wait-free algorithm solves k-bounded lattice agreement for k + 1
processes using k registers or fewer.

In a nutshell, to prove this theorem, we build a finite run at the end of which each register i,
1 ≤ i ≤ k, is about to be overwritten by a distinct process pi, process p1 has not written
thus far, and process pk+1 /∈ {pi | 1 ≤ i ≤ k} has not taken any steps. Then, we schedule
pk+1 until it outputs. Next, we obliterate any trace that pk+1 participated by scheduling
the writes of p1, . . . , pk. Finally, we let p1 run until it outputs. To p1 and pk+1, this run
is indistinguishable from a run where the other did not participate. Thus p1 must output
a set not containing pk+1 and pk+1 must output a set not containing p1; this violates the
containment condition. A full proof appears in [19] and in the full version of this paper.

3.2 Upper Bound: k + 1 Registers Are Sufficient
This section presents, for every k > 1, a wait-free algorithm that solves k-bounded lattice
agreement for infinitely many non-anonymous processes using k + 1 anonymous registers.
Pseudocode appears in Algorithm 1.

At a high level, the algorithm works as follows. Every process keeps track of the set of
processes it has seen so far (local variable seen), and it eventually outputs this set. Until it
determines it can output, each process p executes the following loop in which it accesses a
shared register array of k + 1 registers:
1. First, at line 10, p writes to a shared register (indicated by the cyclic counter i) a triple

consisting of its identifier, a locally unique sequence number (equal to the number of
writes it has done so far), and the set of processes it has seen so far.

2. Second, between lines 13 and 20, p tries to take an atomic snapshot of the shared register
array. If successful, as indicated by variable snapshot, the atomic snapshot appears in the
variable collect.
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Algorithm 1 k-bounded lattice agreement algorithm for finitely or infinitely many non-
anonymous processes and anonymous shared registers.

1 shared registers A[r]← (0, 0, ∅) for all r ∈ 1..k + 1 // Anonymous registers
2 Code for process p:
3 local output← ∅
4 local seen← {p} // Set of processes seen so far
5 local seq ← 0 // A sequence number
6 local i← 1 // Iteration variable
7 local snapshot← true // Boolean
8 local collect[r]← ⊥ for all r ∈ 1..k + 1 // Stores reads of A

9 while output = ∅ do
10 A[i]← ⟨p, seq, seen⟩
11 i← if (i ≤ k) then i + 1 else 1
12 seq ← seq + 1
13 for j = 1 to k + 1 do
14 collect[j]← A[j]
15 seen← seen ∪ collect[j].3
16 for j = 1 to k + 1 do
17 if A[j] ̸= collect[j] then
18 snapshot← false
19 seen← seen∪ collect[j].3
20 if |seen| > k then
21 output← seen

22 else if snapshot ∧ ∀r ∈ 1..k + 1 : seen = collect[r].3 then
23 output← seen

3. Finally, lines 20 to 23:
a. If p has seen more than k processes (including itself), p outputs.
b. If p’s atomic snapshot did not succeed, p goes back to line 13 to try again to obtain an

atomic snapshot.
c. If p’s atomic snapshot succeeded and, in the snapshot, every shared register contains

exactly the set of processes that p has seen so far, then p outputs.
d. Else, p goes to the next iteration of its main loop (i.e. it jumps back to line 10).

To try to take an atomic snapshot, each process p reads the whole shared array twice in
a row, storing the first array read in the local array collect. A process determines that it
obtained an atomic snapshot of the array if each register has the same value in both the
first and second read. Because processes write their identifier and a sequence number that
each process uses only once, no triple is written more than once; this guarantees that no
write happened in between the last read at line 14 and the first read at line 17, and thus the
collect array is an instantaneous copy of the shared array as it was between those two points
in time. This well-known snapshot technique was first presented by Afek et al. [1].

The safety of the algorithm relies on the fact that, once a process p obtains a snapshot in
which every register in the shared array contains some process q, because there are k + 1
registers, as long as only k other processes participate, the registers cannot all be overwritten
and q will forever remain in at least one register. Similar reasoning is used by Delporte-Gallet
et al. [10] in their SWMR-emulation algorithm. See Appendix A for a rigorous proof.

OPODIS 2025



21:6 Solving Tasks with Fewer Registers Than Processes

Wait-freedom intuitively relies on the following facts: (1) the seen set of each process must
eventually remain constant (as it can only grow and the process outputs when it reaches a size
greater than k); (2) if a set of processes keep taking steps forever, the one with the smallest
seen set must always eventually grow its seen set, or it would output, which contradicts (1).
For lack of space, we provide a rigorous proof in the full version of this paper.

4 Space-Complexity Separates Anonymous From Non-Anonymous
Memory

This section shows that, whether processes are anonymous or not, the binary adopt-commit
task (Binary AC for short) has space complexity 3 when registers are non-anonymous, but it
has space complexity n when registers are anonymous. These results establish that there is a
space-complexity separation between non-anonymous and anonymous registers.

▶ Definition 3. In the binary adopt-commit task, each process p receives a bit (0 or 1) as
input and must output a pair of the form (“commit”, bp) or (“adopt”, bp) for some bit bp.
When a process p outputs (“commit”, bp), we say that p commits bp, and when p outputs
(“adopt”, bp), we say that p adopts bp. Outputs must satisfy the following properties:
1. Validity. If all participating processes have the same input v, then they all commit v, and
2. Agreement. If a participating process commits a value v, then every participating process

either commits or adopts v.

4.1 Binary AC Has Space Complexity 3 if Registers Are Non-anonymous
In this section, we present an algorithm that solves binary AC using 3 non-anonymous
registers for infinitely many anonymous processes, and we show that this is optimal.

Algorithm 2 Binary adopt-commit algorithm for infinitely-many anonymous processes
using non-anonymous registers.

1 shared registers A[0]← ⊥, A[1]← ⊥, C ← ⊥
2 local input ∈ {0, 1} // Private input
3 A[input]← input

4 if A[ input ] ̸= ⊥ then // Will not commit
5 if C ̸= ⊥ then
6 output← ⟨“adopt”, C⟩
7 else
8 output← ⟨“adopt”, input⟩
9 end

10 else // Try to commit
11 C ← input // Announce intent to commit
12 if A[ input ] = ⊥ then
13 output← ⟨“commit”, input⟩
14 else
15 output← ⟨“adopt”, input⟩
16 end
17 end

Pseudocode appears in Algorithm 2. Processes communicate using three shared registers
A[0], A[1], and C, all initially containing the value ⊥. Each process has two local variables:
input, containing the input of the process, and output, eventually containing the output of
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the process. The algorithm unfolds as follows. Each process p first announces its input by
writing to register A[0] if it has input 0 and to register A[1] if it has input 1 (line 3). Then,
p checks if a different input has been announced (line 4). There are two cases.

First, if p sees no different input, p announces its intent to commit by writing its input
to C (line 11), and then checks again (line 12) whether a different input has been announced;
if not, p commits its input (line 13), and otherwise, p adopts its input (line 15).

Second, if p notices at line 4 a different input, then p will not try to commit, and instead
checks whether a process has declared its intent to commit in register C (line 5); if so, then
p adopts the contents of register C (line 6), and otherwise, p adopts its input (line 8).

▶ Theorem 4. Algorithm 2 is a correct solution to adopt-commit.

The correctness of the algorithm rests on the following basic shared-memory property:

▶ Property 1. If R1 and R2 are two different shared registers, if a set of processes P1 each
write to R1 then read from R2, if a disjoint set of processes P2 each write to R2 then read
from R1, and if no other processes write to R1 or R2, then either every member of P1 reads
a write by a member of P2, or vice versa.

The algorithm relies on Property 1 to ensure the following properties of adopt-commit:
1. At most one value is committed. To see this, instantiate Property 1 with R1 = A[0], P1

being the set of processes with input 0, R2 = A[1], and P2 being the set of processes
with input 1. By Property 1 and the algorithm, this implies that one of the two sets of
processes will never write C, and thus that at most one value is committed.

2. If a process commits a value v, then every process that adopts a value adopts v. To see
this, first note that, by the previous point, only the processes having input v are at risk of
not adopting v. Next, instantiate Property 1 with R1 = C, P1 being the set of processes
that write v to C, R2 = A[v], and P2 being the set of processes with input v. By the
algorithm, all processes that commit belong to P1 and never read from P2, and, thus,
by Property 1, every member of P2 must read v from C.

Finally, it is easy to see that processes adopt or commit inputs of participating processes. ◀

▶ Theorem 5 (Lower bound for solving adopt-commit using non-anonymous registers). Solving
binary adopt-commit wait-free for three or more processes requires at least three registers.

Proof. Simple covering arguments. Assume, to the contrary, that binary AC can be solved
for three processes with two registers. Let v ∈ {0, 1}.
▶ Claim 1. A process must write before it terminates when it runs alone.

Proof of Claim 1. If a process runs solo, it must commit; if it did not write, other processes
would have no way to avoid adopting or committing a different value. ◁

▶ Claim 2. The first write of processes with the same input must be to the same register,
when each runs alone.

Proof of Claim 2. Assume this is not the case. Let p0, p1, and p2 have inputs v, v, 1 − v,
respectively, and suppose p0 and p1 make their first write to different registers. Run p0 and
p1 until they are about to write. Before they write, run p2 until it terminates; p2 only sees
itself, so it must commit 1− v. Let p0 and p1 each take one step so that the two registers are
overwritten, and there is no trace left of p2. p0 and p1 must then commit v. Contradiction.

◁

OPODIS 2025



21:8 Solving Tasks with Fewer Registers Than Processes

▶ Claim 3. The first write of processes with different inputs must be to the same register,
when each runs alone.

Proof of Claim 3. Assume this is not the case. Let p0 and p1 have inputs v and 1 − v,
respectively, and assume that p0 and p1 make their first write to different registers. After
they write, let p0 run to completion. For some value u ∈ {0, 1}, p0 either adopts or commits
u. Let p2 have input 1− u. Now consider a new run, and let p0 and p1 run until they are
about to write for the first time. At that point, run p2 until it terminates; p2 only sees
itself, so it must commit 1− u. Let p0 and p1 each take one step so that the two registers
are overwritten, and there is no trace left of p2. Now p0 will either adopt or commit u.
Contradiction. ◁

▶ Claim 4. When a process runs alone, it will not write to both registers.

Proof of Claim 4. Assume this is not the case. Let p0, p1, and p2 have inputs v, v, 1 − v,
respectively. First, run these three processes until they are ready to write for the first time.
By Claim 1 and Claim 2, they are ready to write to the same register. Run p0 until it is
ready to write to the second register. Let p2 take one step so that the register written by p0
is overwritten, and there is no trace that p0 or p1 ever participated. Then run p2 until it
terminates; p2 only sees itself, so it must commit 1− v. Next, let p0 and p1 each take one
step so that the two registers are overwritten, and there is no trace of p2. Now let p0 and p1
run to completion; they both must commit v. Contradiction. ◁

We are now ready to complete the proof of the theorem. Assume p0 and p1 have inputs v

and 1− v, respectively. First, run both processes until they are about to write. By Claim 2,
they are about to write to the same register. Next, run p0 until it terminates; p0 only sees
itself, so it must commit v. By Claim 3, p0 writes to only one register. Next, let p1 take one
step so that the register written by p0 is overwritten, and there is no trace of p0. Finally,
run p1 until it terminates; p1 only sees itself, so it must commit 1− v. Contradiction. ◀

4.2 Binary AC Has Space Complexity n if Registers Are Anonymous
In this section, we show that binary AC has space complexity n if registers are anonymous:
First, we present a wait-free adopt-commit algorithm for n processes using n registers in the
fully-anonymous model. Second, we show that a space complexity of n is optimal if registers
are anonymous (even if processes are non-anonymous).

The solution to binary AC using n anonymous registers appears in Algorithm 3. The idea
is to emulate the non-memory-anonymous algorithm of the previous section (Algorithm 2)
in the fully-anonymous model by announcing inputs and intents to commit, not by directly
writing to registers, but by using the lattice-agreement task.

In the lattice-agreement task, each participating process receives a set of values as input
and must output a set of values such that:
1. Every output is a union of input sets of participating processes,
2. Each process outputs a set that contains its input set, and
3. Every two output sets are related by containment.

To emulate Algorithm 2 using lattice agreement, each process announces its input by
calling lattice agreement with a singleton set containing its input. It then uses the set
returned by lattice agreement to check whether another input was announced. To announce
its intent to commit, a process calls lattice agreement a second time as a fresh process, this
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Algorithm 3 Algorithm solving binary adopt-commit for n anonymous processes using
an implementation of lattice-agreement. Overlines mean binary complement.

1 local input ∈ {0, 1} // Private binary input
2 local view ← LatticeAgreement({input}) // Call lattice-agreement
3 if input ∈ view then
4 if ⟨“commit”, input⟩ ∈ view then
5 output← ⟨“adopt”, input⟩
6 else
7 output← ⟨“adopt”, input⟩
8 end
9 else

// Call lattice-agreement again as a fresh virtual process:
10 view ← LatticeAgreement({⟨“commit”, input⟩} ∪ view)
11 if input /∈ view then
12 output← ⟨“commit”, input⟩
13 else
14 output← ⟨“adopt”, input⟩
15 end
16 end

time providing as input the set consisting of the previous lattice-agreement output and a
tuple indicating its intent to commit its input. Again, it checks whether a conflicting input
was announced by checking whether a conflicting input appears in the set returned by its
second lattice-agreement invocation.

▶ Theorem 6. Algorithm 3 is a correct fully-anonymous implementation of adopt-commit.

Proof. The algorithm works for the same reason as Algorithm 2, because lattice agreement
gives us a property analogous to Property 1:

▶ Property 2. If e1 and e2 are two different elements, if each process in a set P1 calls
lattice agreement with a set containing e1, and if each process in a disjoint set P2 calls lattice
agreement with a set containing e2, then either every member of P1 receives, in return, a set
containing e2 or every member of P2 receives, in return, a set containing e1.

Using Property 2 instead of Property 1, we can repeat the correctness proof of Algorithm 2. ◀

It now remains to implement lattice agreement for n processes in the fully-anonymous
model, including the ability for processes to call the algorithm twice as two different virtual
processes. The algorithm appears in Algorithm 4. In order to use only n registers, it assumes
that a second call by a process provides an input that is a superset of the previous output of
the process. Note that Algorithm 3 guarantees this is the case.

Algorithm 4 is similar to Algorithm 1: we have an array of n registers (instead of k + 1
in Algorithm 1) and each process p repeatedly (a) writes the set of all inputs it has seen so
far to one register selected round-robin (line 10) and then (b) attempts to obtain an atomic
snapshot of the array (lines 13 to 21, as described below); p stops and outputs the set of
inputs it has seen so far when p is able to obtain an atomic snapshot of the array such that
each register contains exactly the set of inputs that p has seen so far (line 25). Since p’s
second invocation contains its previous output, there are only n− 1 processes left that can
obliterate p’s output. Since there are n registers and processes have to read the whole array
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21:10 Solving Tasks with Fewer Registers Than Processes

again after they write, p’s output will remain in at least one register, and the containment
property of lattice agreement holds. It is easy to see that wait-freedom holds, as, contrary to
the setting of Algorithm 1, there are only a fixed number of invocations.

Algorithm 4 Lattice-agreement algorithm for n anonymous processes using n anonymous
registers. The algorithm allows processes to run the algorithm multiple times as new virtual
processes, as long as each process provides as input a superset of its last output.

1 shared A[r]← ⟨⊥, ∅⟩ for all r ∈ 1..n // Each entry is a (seq, values) pair
2 local input ∈ 2V \ {∅} // Non-empty subset of values
3 local values← input // Set of values known so far
4 local output← ∅ // Empty set indicates no output
5 local seq ← 0 // Sequence number
6 local i← 1 // Write position
7 local snapshot← true // Whether snapshot obtained
8 local collect[r]← ⟨⊥, ∅⟩ for all r ∈ 1..n // Stores reads of A

9 while output = ∅ do
// Write to next register

10 A[i]← ⟨seq, values⟩;
11 i← if (i < n) then i + 1 else 1;
12 seq ← seq + 1;

// Read the whole array
13 for j = 1 to n do
14 collect[j]← A[j];
15 values← values ∪A[j].values;
16 snapshot← true;

// Check nothing has changed n(n− 1) + 1 times
17 for k = 1 to n(n− 1) + 1 do
18 for j = 1 to n do
19 if A[j] ̸= collect[j] then
20 snapshot← false;
21 values← values ∪A[j].values;

22 if ¬snapshot then
23 continue // Retry snapshot

24 else if ∀r ∈ 1..n : collect[r].values = values then
25 output← values;

Finally, we now explain how Algorithm 4 obtains atomic snapshots of the array. In Algo-
rithm 1, each process attempts to obtain an atomic snapshot of the array using two successive
reads of the whole array, which, if identical, indicate a successful atomic snapshot. This
works because each write is unique, as each process includes its identifier and a unique
sequence number. With anonymous processes, processes obviously cannot include a unique
process identifier in their write, and two successive identical reads of the whole array no
longer guarantee an atomic snapshot because the same value may be written by multiple
processes (we have the famous “ABA problem”, as described e.g. in [28]). Luckily, a small
change suffices to obtain atomic snapshots in the fully-anonymous model: as first observed
by Ruppert and Guerraoui [21], obtaining n(n− 1) + 2 identical reads of the whole register
array guarantees an atomic snapshot, because, thanks to the sequence numbers, each value
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may be written at most n− 1 times while the process reads. Thus, instead of reading the
array twice and declaring that we have a snapshot if the reads are identical, we read the
array n(n− 1) + 2 times and declare that we have a snapshot if all the reads are identical.

▶ Theorem 7 (Lower bound for anonymous registers). When registers are anonymous, solving
wait-free binary adopt-commit for n processes requires at least n registers.

Proof. We use a simple covering argument. Assume, to the contrary, that it can be solved
with fewer than n anonymous registers. Let the input of p0 be 0, and the input of all the
other n− 1 processes be 1. Run all n− 1 processes with input 1 until each is ready to write
for the first time, and arrange the assignment of the anonymous registers to the processes so
that all of the registers are ready to be written by at least one of these n− 1 processes. Run
p0 solo until it terminates; p0 only sees itself, so it must output the pair ⟨commit, 0⟩. Let
each of the other processes take one step so that all the registers are overwritten, and there
is no trace that p0 ever participated. Now, let all the n− 1 processes run to completion, and,
by definition, they all must output ⟨commit, 1⟩. Contradiction. ◀

5 A Task Achieving Minimal Space Complexity in All Models

This section shows that there is a task that has space complexity 2 in all the models of the
paper. This is the minimal non-trivial space complexity achievable. Indeed, no meaningful
synchronization is possible with only one register, as we can always create a run in which
each process obliterates any trace of other participating processes and then terminates.

▶ Definition 8. We define the contention detection task (abbreviated CD) as follows. Each
participating process p receives an input value (which may or may not be unique). Each
participating process must produce an output that is the input of some participating process.
Moreover, at most one participating process p is such that (a) p outputs its own input, and
(b) no other participating process q ̸= p has the same input as p.

For example, if participating processes receive unique inputs, then at most one process
outputs its input. However, if, e.g., three processes p1, p2, and p3 participate and p1 and p2
receive the same input v, then all three processes may output their own input.

▶ Theorem 9. Contention detection has space complexity 2 in all four models of the paper.

Proof. For the lower bound, it is easy to see that CD cannot be solved with just one register:
schedule two processes until they are poised to write, then let one go and terminate, and
finally let the other go and terminate. The processes do not learn about each other’s existence,
and thus each must return its own input, which violates the specification of CD if their
inputs are different.

For the upper bound, the algorithm of Algorithm 5 solves contention detection for arbi-
trarily many anonymous processes using two anonymous registers. To prove the correctness
of the algorithm, assume, toward a contradiction, that there are two processes p and q such
that p outputs its own input vp, no other process has input vp, process q outputs its own
input vq ̸= vp, and no other process has input vq.

Remember that registers are anonymous: each access by a process p to a register ri in
fact accesses register σp(i), where σp is an unknown permutation of the registers.

First, note that neither p nor q outputs at line 6, and thus they both output at line 8.
To see this, suppose toward a contradiction that p outputs at line 6. Then p outputs the
contents of register σp(r2). But p has not written to σp(r2), and thus it must output the
input of another process. Since no other process has the same input as p, we conclude that p

does not output its own input. This is a contradiction. The situation is similar for q.
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Next, suppose, without loss of generality, that p executes line 8 after q executes that
same line. There are two cases: either σp = σq or σp ̸= σq.

Suppose that σp = σq. Then q must execute line 8 before p’s first write at line 3, otherwise
either p or q would not read its own input at line 8. But then p must read a non-⊥ value at
line 4 and thus output at line 6. This is a contradiction.

Suppose that σp ̸= σq. Then q must execute its write at line 7 before p writes at line 3
(otherwise p cannot overwrite it and would read it). But then q must have written at line 3
before p reads at line 4, and thus p must read a non-⊥ value at line 4. Thus p outputs at
line 6, which is a contradiction. ◀

Algorithm 5 Algorithm solving contention-detection for an infinite number of anonymous
processes using two anonymous registers.

1 shared registers r1 ← ⊥, r2 ← ⊥ // Two anonymous registers
2 local input ∈ V // The input value of process p

3 r1 ← input; // Write input into r1
4 v ← r2; // Read r2
5 if v ̸= ⊥ then
6 output v; // If r2 did not contain ⊥, output the value read

7 r2 ← input; // Write input into r2
8 output r1; // Read r1 and output the value read

6 A Space-Complexity Separation Among Sub-Cases of Adopt-Commit

Section 4 presented tight space lower bounds for binary adopt-commit that reveal a space-
complexity separation between anonymous and non-anonymous registers. This section
continues our study of adopt-commit, this time finding a space-complexity separation
(whether processes are anonymous or not) in non-anonymous memory between two variants
of adopt-commit, (3, 2)-adopt-commit and (4, 2)-adopt-commit, which differ only in the range
of values from which inputs may be drawn.

▶ Definition 10. For every integer k ≥ 2 and integer ℓ with 2 ≤ ℓ ≤ k, we consider
the task of k-valued adopt-commit with at most ℓ inputs, denoted (k, ℓ)-adopt-commit (in
short (k, ℓ)-AC). This task is the adopt-commit task with an additional restriction on the
possible combinations of inputs that may be received: Each process receives as input one of ℓ

values drawn from the range {0, 1, . . . , k − 1}. In other words, we restrict ourselves to input
assignments that contain at most ℓ different values, each in the range {0, 1, . . . , k − 1}.

Note that traditional adopt-commit, in which inputs come from an arbitrary set and processes
may all receive different inputs, solves all (k, ℓ)-AC tasks.

Next, we show that (3, 2)-adopt-commit has strictly lower space complexity than (4, 2)-
adopt-commit. We start by presenting Algorithm 6, which solves (3, 2)-adopt-commit.

Algorithm 6 is similar in principle to Algorithm 2: we have 3 shared registers, and
processes use two of them to announce their input and the third to announce their intent to
commit. However, since there are 3 possible input values instead of 2, it is no longer possible
to statically reserve a unique register per input and an additional register for the commit
value (we would need 4 registers in total). Nevertheless, we know that only 2 of the 3 values
will be in play. The idea is thus to associate each register with a unique input value, knowing
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that after detecting which two input values v1 and v2 are present, we can use the remaining
register, denoted CReg(v1, v2), as the commit register to play a role analogous to register C

in Algorithm 2.
But where does a process that does not detect any other value, and thus cannot compute

which register is the commit register, announce its intent to commit? The solution is to
write its input value in all the registers. This, however, risks overwriting the announcement
of a potential competing value. To avoid this problem, we organize the registers in a ring
and instruct processes to write in the ring order, starting from the register assigned to their
input value. This ensures that only the value that comes directly after the other value in the
ring may be overwritten. In the case of adopt, giving priority to the non-overwritable value
(see lines 28 to 31) ensures that, should that value commit, we will not adopt a contradictory
value.

Algorithm 6 Algorithm solving (3,2)-adopt-commit for an infinite number of anonymous
processes using three non-anonymous registers numbered 0, 1, and 2.

1 shared A[r]← ⊥ for all r ∈ {0, 1, 2}
2 local input ∈ {0, 1, 2}
3 local collect[r]← ⊥ for all r ∈ {0, 1, 2}
4 local other, uninitialized
5 Function Next(v):
6 return (v + 1) mod 3
7 Function CReg(v1, v2):
8 return arbitrary v ∈ {0, 1, 2} \ {v1, v2}
9 Function Values(a):

10 return {a[i] : i ∈ {0, 1, 2}} \ {⊥}
11 A[input]← input

12 for i = 0 to 2 do
13 collect[i]← A[i]
14 if Values(collect) = {input} then
15 A[Next(input)]← input

16 for i = 0 to 2 do
17 collect[i]← A[i]
18 if Values(collect) = {input} then
19 A[Next(Next(input))]← input

20 for i = 0 to 2 do
21 collect[i]← A[i]
22 if Values(collect) = {input} then
23 output ⟨“commit”, input⟩

// If we get here, we saw another input
24 other ← arbitrary v ∈ Values(collect) \ {input}
25 if A[CReg(input, other)] ̸= ⊥ then
26 output ⟨“adopt”, A[CReg(input, other)]⟩
27 else
28 if Next(other) = input then
29 output ⟨“adopt”, other⟩
30 else
31 output ⟨“adopt”, input⟩

▶ Theorem 11. Algorithm 6 is a bounded wait-free solution to (3, 2)-adopt-commit.

Proof. If all processes have the same input, then it is easy to see that all commit their input
and we are done. So, assume that there are two different inputs {v1, v2} ⊆ {0, 1, 2}. Let c be
the missing value (i.e., such that {0, 1, 2} \ {v1, v2} = {c}). Note that c = CReg(v1, v2), i.e.,
register c is the commit register.

First, note that at most one value is ever written to the commit register c. To see this,
let b = (c− 1) mod 3 (i.e. b is the predecessor of c in the ring) and let a be the other input
value. We have two cases. First, assume that a process p with input b first writes to register c.
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Then p did not find value a in any register before writing to register c. Thus, any process p′

with input a must still read register b before writing to it; that read will return value b and
thus process p′ will not proceed to registers b and c. Second, assume that a process p with
input a first writes to register c. This means that, when p last read, register a contained
value a and no process p′ with input b had written yet; therefore, any such process p′ must
read value a and will never attempt to write to c.

Next, observe that a process that commits must have written its input to register c

(because it writes its input to all registers in that case). Thus, because at most one value is
ever written to register c, every process that commits must commit the same value.

Next, when a process p reaches line 25, if another process committed a value v, then p

will find v in register c and adopt it. It remains to show that if p adopts a value on lines 29
or 31, then no process later commits a different value. Note that, in this case, no process has
written to register c yet. Moreover, the value adopted by p is never obliterated, because p

chooses the earlier value in the cyclic write order. Thus, any process q that commits after p

adopts must first read p’s adopted value. Hence, q commits p’s value.
Finally, since it has no loops, the algorithm is trivially bounded wait-free. ◀

Next, we show that (4, 2)-adopt-commit has strictly higher space complexity than (3, 2)-
adopt-commit:

▶ Theorem 12. No bounded wait-free algorithm solves (4, 2)-adopt-commit using only 3
non-anonymous registers in a system of infinitely many non-anonymous processes.

Proof. Suppose, towards a contradiction, that there is a wait-free algorithm solving (4, 2)-AC
using 3 non-anonymous registers for infinitely many non-anonymous processes.

First, note that we easily get a contradiction if some process never writes. Thus, we
assume that every process writes at least once.

Next, note that, for each input value v, there is a register rv such that there is an infinite
set of processes Qv such that, for every q ∈ Qv, if q has input v then, in a solo execution, q’s
first write is to rv. Therefore, because there are 3 registers and 4 different input values, by
the Pigeonhole Principle, there are two different input values v1 and v2, a register r, and two
unbounded, disjoint sequences of processes Q1 = q1

1 , q1
2 , . . . and Q2 = q2

1 , q2
2 , . . . such that,

for every i:
if q1

i has input v1, then the first write of q1
i in a solo run is to register r, and

if q2
i has input v2, then the first write of q2

i in a solo run is to register r.

Next, let c be a constant such that each process produces an output in at most c of its
own steps (which must exist, since the algorithm is bounded wait-free). Hence, each process
reads at most c times.

Now consider the executions in which the participating set consists of 3 processes p1, p2,
and p3, each with input drawn from {v1, v2}, and an additional 3c processes from Q1, each
with input v1, and an additional 3c processes from Q2, each with input v2 (so we have 3 + 6c

participating processes in total). Let the 6c processes of Q1 and Q2 run until they are all
poised on register r, ready to perform their first write. Now let p1, p2, and p3 run, but each
time one of them, say p, reads register r: if p has input v1, then arrange for a member of Q1
who has never written to write to r just before p’s read; similarly, if p has input v2, arrange
for a member of Q2 who has never written to write to r just before p’s read.

To p1, p2, and p3, such executions are indistinguishable from executions where only p1,
p2, and p3 participate and where, instead of reading r, each process just behaves as if it read
its input value, and where processes just skip writing r. Conversely, it is easy to see that, for
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each such execution, there is an execution of the original algorithm with 3 + 6c processes, as
described above, that is indistinguishable to p1, p2, and p3. Thus we obtain an algorithm that
solves the binary adopt-commit task for 3 processes using only 2 non-anonymous registers.
This contradicts Theorem 5. ◀

7 Related Work

There is a long list of works that study related notions of space complexity. They differ
from this work in one or more aspects: they consider communication primitives other than
MRMW registers (e.g., test-and-set objects), they consider progress conditions other than
wait-freedom (e.g., obstruction-freedom), they consider problems that are not tasks (e.g.,
mutual exclusion), or they measure the size of registers rather than their number. We now
give an overview of the most relevant results.

Space complexity as number of registers. In one of the earliest results in the field, Burns
and Lynch [7] show, using a so-called “covering argument”, that n atomic read/write registers
are necessary and sufficient for mutual exclusion among asynchronous processes.

A series of papers [18, 41, 20, 16] study the number of MRMW registers needed to
solve consensus under variants of obstruction-freedom, culminating in a lower bound of n

registers [16] for nondeterministic solo-terminating consensus.
Other works generalize this line of inquiry to set-agreement. Delporte-Gallet et al. [11]

and Bouzid et al. [6] give algorithms for n-valued x-obstruction-free k-set agreement using
n − k + x registers. Ellen et al. [16] give a lower bound of ⌊ n−x

k+1−x⌋ + 1 registers needed
to solve n-valued k-set agreement under x-obstruction-freedom. Their proof relies on a
novel simulation to reduce the lower bound to the impossibility of read/write wait-free k-set
agreement.

Ellen et al. [14] consider instructions, such as read, write, fetch-and-increment, test-and-
set, write-max, etc., each of which can be applied to any register given as a parameter.
Their results include upper and lower bounds on the number of registers required for solving
obstruction-free n-valued consensus among n processes, for various sets of instructions (e.g.,
given read-max and write-max instructions, two registers are necessary and sufficient to solve
obstruction-free n-valued consensus among n processes).

Two papers study the number of registers needed to solve problems when only read-write
instructions are allowed during uncontended operations, but more powerful instructions are
allowed if there is contention. Luchangco et al. [27] show that the wait-free CAS object
needs only a constant number of registers. Capdevielle et al. [8] show that, if processes are
anonymous, then the space complexity depends non-trivially on the number of processes and
the maximal number of input values allowed.

Fatourou et al. [17] show that m registers are necessary and sufficient for wait-free
m-valued atomic snapshot (which is not a task). Thus, instances of the m-valued atomic
snapshot problem form an infinite space hierarchy in the read/write wait-free model, similarly
to the hierarchy of Section 3. However, it is not clear how this result could be turned into
a result about tasks. Ellen et al. [13] and Helmi et al. [22] study the number of registers
needed to implement wait-free and obstruction-free timestamp objects.

In a preamble to this paper, the same authors [19] propose the notion of a stranger-free
task and show that their wait-free solution requires n registers. They also show that k-
bounded lattice agreement is stranger-free for k + 1 processes, and thus that it requires at
least k + 1 registers.
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Space complexity as number of objects. Jayanti et al. [24] study the number of base
objects needed for non-blocking randomized implementations of higher-level objects, for some
particular sets of objects that they define. Ovens studies the space complexity of consensus
and set-agreement using base objects such as swap or test-and-set [32, 33, 30, 31].

Tasks solvable wait-free with fewer registers than processes. The splitter task of Moir and
Anderson [29] has a wait-free implementation for an unbounded number of processes using
only two non-anonymous registers. Lamport [25] previously described a similar construction.

Aspnes and Ellen [4] study the step complexity of adopt-commit, but their work also
contains implementations of tasks with a fixed number of registers. They implement a
binary conflict detector for anonymous processes using 2 non-anonymous registers, and
generalize to a k!-valued conflict detector using k non-anonymous registers. They also
implement adopt-commit using a conflict detector and 2 additional registers. This means 4
non-anonymous registers for binary adopt-commit and k + 2 non-anonymous registers for
k!-valued adopt-commit, which gives an upper bound of O(log(k)/ log(log(k))) on the space
complexity of k-valued adopt-commit for any number of anonymous processes.

Register allocation. As we have seen in this paper, a major difficulty when trying to solve
a task for n processes using fewer than n shared read/write registers is that processes may
overwrite each other. A similar difficulty arises even with n or more registers if the registers
are not a priori allocated to unique processes. Delporte-Gallet et al. [12] present a non-
blocking algorithm that emulates pre-allocated registers using n non-pre-allocated registers,
and show that this is optimal. Subsequent work [10] presents an adaptive register-allocation
algorithm for an unknown n that uses a number of non-pre-allocated registers that is linear
in the number of participating processes.

Anonymous memory. Taubenfeld [37, 39] recently asked what coordination can be achieved,
and how, if there is no a priori agreement among processes about the names (or numbering)
of shared registers; in this case, we say that the registers are anonymous. An interesting
phenomenon arising only with anonymous memory is that a problem may be solvable with
some number k of registers but not with k + 1 registers. For example, Taubenfeld [39] shows
that deadlock-free mutual exclusion for two processes is solvable with an odd number of
registers but not with an even number of registers. Recent work [40, 37, 38] gives a number
of impossibility results separating anonymous memory from non-anonymous memory, but
none are for wait-free computation.

The fully-anonymous model, where both processes and registers are anonymous, was
first investigated by Raynal and Taubenfeld [35, 36]. Losa and Gafni [26] propose a fully-
anonymous lattice-agreement algorithm in this model; Algorithm 4 provides a simpler solution
based on an idea of Guerraoui and Ruppert [21].

Register size. In a recent paper, Delporte-Gallet et al. [9] investigate the distributed-
computability implications of bounding not the number of registers but their size. Their
results include the observation that 1-bit registers are universal for 1-resilient computation
but not for wait-free computation. Ellen et al. [15] consider a read-modify-write object
holding m bits and study the solvability of the signal-detection problem depending on m.
Aksenov et al. and Anoprenko et al. study the implementation of queues and unique IDs,
respectively, from bounded registers [2, 3].
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8 Future Work

In Section 3, we have exhibited an infinite space-complexity hierarchy in the case of non-
anonymous processes. Thus, the next questions to ask are whether there are infinite
space-complexity hierarchies in the process-anonymous case and in the fully-anonymous case.
Those questions remain open, but the paper and related work provide some initial clues.

With anonymous processes and non-anonymous registers, we have shown that CD has
complexity two (Section 5) and binary adopt-commit has space complexity three (Section 4.1).
In Section 6, we have shown that (3, 2)-adopt-commit is solvable with three registers but
(4, 2)-adopt-commit is not. Aspnes and Ellen [4] implement k!-valued adopt-commit (i.e.,
(k!, k!)-adopt-commit) using k + 2 registers. This suggests an interesting space-complexity
hierarchy among (k, ℓ)-adopt-commit tasks.

Under full anonymity, the (3, 2)-adopt-commit and (k!, k!)-adopt-commit algorithms
mentioned above do not work. However, we have shown that CD has space complexity two
(Section 5) and that binary adopt-commit has space complexity n (Section 4.2).

Finally, as shown by Taubenfeld [39], the mutual exclusion problem (which is not a
task) for two processes is solvable for symmetric processes only with an odd number of
anonymous registers. Thus, with anonymous memory, it is likely worthwhile to investigate
space-complexity as a vector of natural numbers describing for which numbers of registers
the task is solvable.
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A Proof of Safety of the Bounded Lattice-Agreement Algorithm

In this section, we prove that Algorithm 1 is a safe implementation of k-bounded lattice
agreement. To do so, we first, we need some terminology. We say that a shared register r

contains a process p, written p ∈ r, when the seen component of A[r] contains p. Similarly, r

contains a set of processes Q, written Q ⊆ r, when q ∈ r for every q ∈ Q. We say that a
process p appears in the shared array when there is a register r such that p ∈ r; we say that
a set of processes Q appears in the shared array when, for every q ∈ Q, there is a register
r such that q ∈ r. We say that a process obtains a snapshot of the shared array when it
reaches line 20 with its local snapshot variable set to true.

▶ Lemma 13. If a process p obtains a snapshot, then, at some time between the time p starts
its preceding double collect and the time at which p finishes it, the shared array has the same
contents as p’s local collect array when it obtains the snapshot.

Proof. Since no array value is written more than once, two identical collects guarantee that
no write happened in between. ◀

▶ Lemma 14. Consider a process p that terminates and outputs a set of identifiers Op of
cardinality at most k (i.e. p outputs at line 23). There is a time t before p outputs such that,
from t onwards, either there is a shared register r such that Op ⊆ r or at least k + 1 processes
appear in the shared array.

Proof. By Lemma 13, there is a time t before p outputs such that, at time t, all registers
contain exactly Op. Now consider the state predicate P asserting that, for each shared
register r such that Op ̸⊆ r, we can associate a unique process pr such that pr ∈ r and pr

wrote (anywhere) after time t. Note that is suffices to that P holds at all times after t, which
we now do using strong induction.

First, note that the property holds at time t since every register contains exactly Op.
Next, suppose that the property holds from time t to time t′ ≥ t and that a process q takes
a step at time t′. We now show by case analysis that P holds again after q’s step.
1. If q writes a superset of Op, then P still holds with the same mapping as before the step.
2. Suppose that q writes a set Q such that Op ̸⊆ Q.

a. Suppose that, before q’s step, q = pr for some r.
i. If q writes to r, then P still holds, with the same mapping as before the step, since

processes always write at least their own identifier.
ii. Suppose that q writes to r′ ̸= r. By the induction hypothesis, this is at least the

second write of q after t, and thus q obtains a snapshot S between t and t′, which,
by Lemma 13, is equal to the contents of memory at some time between t and t′.
Hence, by the induction hypothesis, either (a) q sees Op in its snapshot S or (b) q

sees at least k + 1 (the number of registers) processes in its snapshot S who all
wrote between t and t′. Since q writes Q where Op ̸⊆ Q, case (a) is not possible and
thus q sees at least k + 1 processes who all wrote after t. Hence, Q contains at least
k + 1 processes who all wrote after t. Since there are k + 1 registers, among the
k + 1 processes above there exists a process q′ such that, for every r′′ ̸= r′, pr′′ ≠ q′.
Letting pr′ = q′ and keeping the mapping otherwise unchanged, we establish that
P holds again.
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b. Suppose that, for every register r such that Op ̸⊆ r, q ̸= pr, and that q writes to a
register r′. Then we can simply update the mapping with pr′ = q, and P holds again.

3. If q reads, then P is trivially preserved. ◀

▶ Lemma 15. The algorithm satisfies the containment property.

Proof. We must show that if a process p outputs a set Op and a process q outputs a set Oq,
and both Op and Oq are of cardinality at most k, then Op and Oq are related by containment
(that is, either Op ⊆ Oq or Oq ⊆ Op). This is immediate from Lemma 14 and the fact that
each process that returns a set of cardinality at most k returns values appearing in an atomic
snapshot of the shared array. ◀

OPODIS 2025


	1 Introduction
	2 Computation Model
	3 For Every k greater than 1, There is a Task of Space Complexity k
	3.1 Lower Bound: k+1 Registers Are Necessary
	3.2 Upper Bound: k+1 Registers Are Sufficient

	4 Space-Complexity Separates Anonymous From Non-Anonymous Memory
	4.1 Binary AC Has Space Complexity 3 if Registers Are Non-anonymous
	4.2 Binary AC Has Space Complexity n if Registers Are Anonymous

	5 A Task Achieving Minimal Space Complexity in All Models
	6 A Space-Complexity Separation Among Sub-Cases of Adopt-Commit
	7 Related Work
	8 Future Work
	A Proof of Safety of the Bounded Lattice-Agreement Algorithm

