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—— Abstract

A common theme in factorised databases and knowledge compilation is the representation of solution
sets in a useful yet succinct data structure. In this paper, we study the representation of the result
of join queries (or, equivalently, the set of homomorphisms between two relational structures). We
focus on the very general format of {U, X }-circuits — also known as d-representations or DNNF
circuits — and aim to find the limits of this approach.

In prior work, it has been shown that there always exists a {U, x }-circuit of size NO(uo")
representing the query result, where N is the size of the database and subw the submodular width of
the query. If the arity of all relations is bounded by a constant, then subw is linear in the treewidth
tw of the query. In this setting, the authors of this paper proved a lower bound of N on the
circuit size (ICALP 2023), where € > 0 depends on the excluded grid theorem.

Our first main contribution is to improve this lower bound to N*®)  which is tight up to a
constant factor in the exponent. Our second contribution is a N subw /%) lower bound on the circuit
size for join queries over relations of unbounded arity. Both lower bounds are unconditional lower
bounds on the circuit size for well-chosen database instances. Their proofs use a combination of
structural (hyper)graph theory with communication complexity in a simple yet novel way. While
the second lower bound is asymptotically equivalent to Marx’s conditional bound on the decision
complexity (JACM 2013), our N®®) bound in the bounded arity setting is tight, while the best
conditional bound on the decision complexity is N /198%) Note that removing this logarithmic
factor in the decision setting is a major open problem.
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1 Introduction

A central topic in factorised databases is the succinct representation of query results in a
data structure that enables efficient access, ranging from counting, sampling or enumerating
the result tuples to complex analytical tasks. We study the question: how succinctly can the
result of a join query be represented? Of course, the answer depends on the representation
format under consideration. For the flat representation (listing all result tuples), the answer
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is given by the AGM-bound [5]: in the worst case a join query produces O(N?") tuples,
where p* is the fractional edge cover number of the query and N the size of the database.
However, using suitable data structures, much more efficient representations are possible.

In this paper, we consider {U, x }-circuits (originally called d-representations), which
are the most general representation format studied so far and lead to the most succinct
representations. In a nutshell, the idea is to decompose the result relation using union and
Cartesian product, where representations of intermediate relations may also be re-used. The
representation can be viewed as a circuit consisting of U- and x-gates, where each gate
“computes” a relation and the output gate produces the query result. These {U, X }-circuits
are closely related to DNNF circuits from the field of knowledge compilation, which primarily
deals with succinct representations of Boolean functions. The interaction between database
theory and knowledge compilation has already been quite fruitful and we invite the reader
to consult the recent exposition of Amarilli and Capelli [2] for an overview. Our main results
emerge from this connection as we use structural properties of join queries as well as methods
from knowledge compilation to obtain bounds on the representation size.

» Example 1. Evaluating ¢(z,y, z,w) = R(x,y, 2) A E(x, w) A E(w,y) on a database D with

b :={a,b,c,d} x {r} x{a,b,c,d} U {s,t} x {a,b,c,d} x {s,t}
D={a,b,c,d} x {r,t} U {r,s} x {a,b,c,d} U {t} x {e, f,g,h} U {e, f,g,h} x {s}.

D consists of N = 56 tuples and the query result Q(D) consists of 48 tuples, as follows.

xyzw‘wyzw‘myzw‘xyzwayzw‘xyzw‘wyzw‘wyszaﬁyzw‘a:yzw‘myzw‘xyzw

ararlbrar|crar|drar|lsatalsbtalsctalsdtalltase|tbseltcseltdse
arbribrbricrbr|drbr|lsat blsbt blsctblsdtblltas fltbs fltcs fltds f
arcrlbrer|crer|drcecr|lsat clsbt clsctc|sdtclltasg|tbsgl|tcsgltdsyg
ardribrdr|icrdr|drdr|lsatdlsbtd|lsctd|sdtdl|tash|tbsh|tcsh|tdsh

Q(D) can be succinctly represented by the following {U, x }-circuit with 9 internal gates
and 26 inputs.! The three x-gates correspond to the three blocks from the table.

/ \
%’T -~ //‘r\ /’T\

wr—T

b x—d z—b  zed w—b wed y—b  y—d w—f  w—h

It will be convenient to view join query evaluation as a homomorphism problem, where the
goal is to compute/represent the set Hom (A, B) of homomorphisms between a left-hand-side
structure A, corresponding to a join query, and a right-hand-side structure B, modelling a
relational database. Moreover, we are interested in the classical data complexity setting,
where A is considered to be fixed and we measure the complexity in terms of the size N
of B. The investigation of this setting was initiated by Olteanu and Zavodny [42], who
showed that Hom(A, B) admits {U, x }-circuits of size O(NTW(A) where fhtw(A) is the
fractional hypertree width of A. It turns out that the obtained circuits have the additional

! For simplicity the gates have fan-in larger than 2 in this example, see Remark 6.
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properties of being structured and deterministic,> which in particular allows us to exactly
count the number of result tuples. It also follows from [10,37] that for arbitrary small
§ > 0, there always exist general {U, x }-circuits of size O(N(1+9)subw(4)) that represent all
homomorphisms, where subw(.A) is the submodular width of A. These representations can in
particular be used for constant delay enumeration [10] and approximate counting [39)].

The authors of this paper recently made progress on lower bounds [12], by showing that if
the arity of all relations is bounded by some global constant, then there is an £ > 0 such that
for every A and N there are structures B of size N such that any {U, x }-circuit representing
Hom(A, B) has size NW(A)") swhere tw(A) is the treewidth of A. Note that in this bounded-
arity-setting (one may also just think of graphs) we have tw(A) ~ fhtw(A) ~ subw(A),
whereas in general one may have tw(A) > fhtw(A) > subw(A).2

» Theorem 2. Let r be an integer. Then there is an € > 0 such that for every structure A
of arity at most r there exist arbitrarily large structures B such that any {U, X }-circuit for
Hom(A, B) has size at least | B||F ™.

Our second main result provides the first lower bound when the arity is unrestricted. Here
we show that the submodular width bound is almost optimal.

» Theorem 3. There is an € > 0 such that for every structure A there exist arbitrarily large
structures B such that any {U, x }-circuit for Hom(A, B) has size at least \|B||““b""(“4)1/4.

Techniques. We deploy a similar “recipe” for proving both of our main results. We begin
with a known characterisation of what it means for a structure A to have high z-width, for
x € {tree, submodular}. In both cases, the characterisation is of the form “there is a subset
of the universe of A which is highly connected”. What highly connected means depends on
the notion of width but the idea is that this subset is hard to disconnect, for instance by
removing vertices or edges. Next we have to define some bad instance: that is some structure
B such that there is no small {U, X }-circuit for Hom(A, B). We do this by using randomness.
This is relatively straightforward for Theorem 2; we first describe this proof on a high level.

For this we use the characterisation of treewidth in terms of a highly connected set from
[43,44]. This characterisation is also used by Marx to prove a conditional lower bound in the
decision setting [35]. He showed that every graph with high treewidth has high “embedding
power” and can therefore efficiently simulate a 3-SAT instance. Thus, under an assumption
about how quickly 3-SAT can be solved, Marx obtains conditional lower bounds on the
decision problem which are tight up to a logarithmic factor in the exponent. As we do
not need to use embeddings we obtain lower bounds in our setting which are tight up to a
constant in the exponent.

Since the arity is bounded, it turns out that the main step reduces to the special case
where A is a graph. Here we can set B to be a random graph where each edge is included
independently with probability a half. There are two key ideas. First, the set Hom(A, B)
is big; this is essential otherwise we can get a small representation with a trivial circuit

which lists every homomorphism. Second, B contains (with high probability) no big bicliques.

Intuitively, this makes it hard for a {U, x }-circuit to significantly “compress” Hom(A, B).

2 We use established terminology from knowledge compilation here, the original name is deterministic
d-representations respecting a d-tree; these are a special case of deterministic, structured {U, x }-circuits.

3 More precisely, they disagree only by a factor of r on r-ary structures. In general, structures can have
constant subw (fhtw) and unbounded fhtw (tw) [36].
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We deployed a similar idea in [12] to prove a lower bound where the left-hand structure
is a complete graph. The reason we can in general improve the dependence on the treewidth
compared with [12] is that we use a different method to lower bound the size of circuits; we
deploy a framework based on tools from communication complexity that has been successfully
deployed in knowledge compilation, see e.g. [6,14,17,24,47], since its introduction in [15].
Using this framework we do not directly reason about circuits — as is done in [12] — but
instead about sets of combinatorial rectangles (see Section 4). This allows us to directly
reason about each left-hand-side instance .4; in contrast in our previous work we only directly
reason about the case where A is a k-clique and then perform a series of reductions which
crucially rely on the Excluded Grid Theorem of Robertson and Seymour [45]. We show that
if we partition the vertices of a high treewidth graph A, such that the highly connected set
is evenly split between the two sides of the partition, then there must be a large number of
edges crossing the partition. This is the key to us proving our lower bound.

The proof of Theorem 3 follows a similar pattern but we have to be more careful about
defining our “bad instances”, since we are now working with higher arity structures. In
particular, we have to control the size of each relation in B since if they get too big compared
to |Hom(A, B)| it will destroy the lower bound. To do this we exploit the existence of a highly
connected set in A and use this explicitly in our construction of B. Here we use the same
characterisation of highly connectedness used in [37] to reason about the decision setting.

Further related work. Knowledge compilation originally emerged as a sub-field of artificial
intelligence concerned with the efficient representation of Boolean functions [23]. Within
recent years, concepts from this area have been applied more widely, particularly within
database theory (again see the survey [2]) and the related area of constraint satisfaction
[3,9,12,34,38]. An advantage of this approach is that if we can represent our query answer
as a (particular type of) {U, x }-circuit, then we can leverage known results to perform e.g.
enumeration [1,42], sampling [46], direct access [18] or (approximate) (weighted) counting
[4,32,39] efficiently.* These circuits (and variants) have proved useful for many other aspects
of database theory: for instance for MSO queries [1], incremental view maintenance [7,40],
probabilistic databases [31] and representing query provenance [41].

Recent work [13,25, 26, 33] studies the algebraic circuit size for sum-product polynomials
over some semiring. While algebraic circuits are generally incomparable to {U, x }-circuits, it
turns out that multilinear circuits over the Boolean semiring considered in [25,26] can be
translated to {U, x }-circuits with only a polynomial blow-up, but not vice versa. In this
sense, our lower bounds hold in a strictly more general model and also imply lower bounds
for these algebraic circuits, see the full version.

As observed by Feder and Vardi [27] the problem of deciding if there is a homomorphism
between two relational structures A and B is a generalisation of the constraint satisfaction
problem. Given the generality of this problem it is unsurprisingly NP-complete. Therefore,
research has focused on finding tractable restrictions, where we demand A € A and B € B
for classes of structures A, B; we denote this problem by HOM(A, B). If we set A to be the
class of all structures __ then we have a complete (conditional) understanding of when we
have polynomial time tractability for HOM(__, B) [16,48].

However, for left-hand-side restrictions, where we set B = __ and ask for what A we have
polynomial time solvability, no dichotomy is known. Still, a lot of work has been done on
such restrictions. If A has bounded arity we know that HOM(A, _) is in polynomial time iff

4 Note that while some of these results are only shown for circuits computing sets of Boolean functions,
as is observed in the survey [2], it is straightforward to adapt them to our more general setting.
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there is a constant bounding the treewidth of the homomorphic core of every structure in A

[28,35]. Moreover, for the counting variant the criterion is that A has bounded treewidth [20].

In the general case, we do have a conditional dichotomy in the parametrised setting: there
the correct criterion is that A has bounded submodular width [37]. Our main results imply
comparable dichotomy results for the problem of representing Hom(.A, B) by a {U, x }-circuit;
see Section 3.1 for more details.

2 Preliminaries

Functions and Sets. For n € N, we write [n] := {1,...,n}. Given a set S we write P(S) to
denote the power set of S. Whenever writing @ to denote a k-tuple, we write a; to denote its

i-th component; i.e., @ = (ay,...,ax). Moreover, we write @ to denote the set {a,...,ax}.

For a function f: X — Y and X’ C X we write f [x/ to denote the restriction of f to X',
ie. flx: X' — Y is defined by x — f(x) for all z € X’. We extend this operation to a set
of such functions F' by setting F'[x/:= {fx/| f € F}. Given disjoint sets X, X’ and two
functions f: X - Y,g: X' - Y’ we define f x g: XUX' = YUY’ by:

fl@) zeX

(f x 9)(a) = {g@) e

We will often combine two sets of functions pairwise in this way. Formally, for a set S of
functions with domain X and a set T' of functions with domain X’ we define S x T :=
{fxg| feS, geT} Wealso use x to denote Cartesian product in the normal sense;
we can overcome this seeming mismatch by viewing a function f: X — D as a tuple with
coordinates in bijection with X such that the z-th coordinate is f(zx).

Graphs and Hypergraphs. A hypergraph H = (V34, E4) is a pair, consisting of a finite set
of vertices Vi and a finite set of edges Ey C 2V#*. If |e| = 2, for every e € Ey, we say that
‘H is a graph. Via this definition we are implicitly assuming that all graphs are undirected
and simple, i.e., that they do not contain self-loops. We write Iy for the complete graph
on k vertices, which we also call the k-cligue. Given a hypergraph H = (V, F) and a
subset X C V3, an edge cover of X is a set S C Ey such that for all v € X there is some
e € S with v € e. A fractional edge cover of X is the natural fractional relaxation, i.e. a
function s: Fy — [0, 1], such that for every v € X, we have that ) ., s(e) > 1. We write
weight(s) 1= > ., s(€). Then p*(X) — the fractional edge cover number of X — is defined
to be the minimum of weight(s) over all fractional edge covers of X.

We extend functions f: V3 — RZ° to subsets of X C V3 in the natural way, i.e. by
setting f(X) = > cx f(v). A fractional independent set of H is a map p: Va — [0, 1], such
that for every e € Ey, >, . pu(v) < 1; or equivalently pu(e) < 1 for every e € Ey. Note
that by LP duality the weight u(V3) of a maximal fractional independent set p agrees with
the weight of a minimal fractional edge cover. Now let S(#) be the set of all functions
f:P(Vy) — R2% with f(0) = 0 that satisfy the following properties:

1. Monotonicity: f(S) < f(T) for all S CT C Vy,

2. Edge dominatedness: f(e) <1 for every e € Fy;, and

3. Submodularity: f(S)+ f(T) > f(SNT)+ f(SUT) for every S,T C V.
Observe that for every fractional independent set p of H we have p € S(H).

Width Measures. A tree decomposition of a hypergraph H is a pair (7, 3) where T is a
tree and B: Vi — P (V) associates to every node ¢t € Vi a bag B(t) such that:

1. for every v € V3 the set {t € V- | v € B(¢)} is a non-empty connected subset of Vi and
2. for every e € Ey there is some t € Vi such that e C g(¢).

11:5
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We write T(H) for the set of all tree decompositions of . The width of a tree decomposition
is maxiey, |[B(t)| — 1 and the treewidth of H is the minimum width of all (7,8) € T(H).
Note that the —1 in the definition of treewidth is there to ensure that trees have treewidth
one.

From an algorithmic point of view, the idea of treewidth is that we can perform various
bottom-up computations on the tree decomposition. Since we only consider one bag at a time,
if the bags are small this can allow for efficient algorithms on small treewidth hypergraphs
for problems which are in general intractable. For this, and other reasons, treewidth has
become an incredibly influential concept and has inspired many more sophisticated notions
of width, see [30] for a survey.

Two such measures are relevant in this paper: fractional hypertree width and submodular
width. The fractional hypertree width of a tree decomposition (T, ) is defined to be the
maximum value of p*(/5(¢)) over all t € V. The fractional hypertree width of a hypergraph
‘H is the minimum fractional hypertree width over all tree decomposition of H, in symbols

fhtw(H) = (T,ﬁn)leHTl(H) max (B(1)).

So if H has low fractional hypertree width then there is a tree decomposition where every
bag has small fractional edge cover number.

The definition of submodular width is slightly more involved: if H has low submodular
width then for every f € S(H) there is a tree decomposition where every bag evaluates to a
small number under f. To be precise, the submodular width of H is defined to be

subw(#H) := sup min  max f(B(t)).
(H) (0D B, T F(B(1)
From the definitions, one can see that tw(H) + 1 > fhtw(#). Moreover, Marx proved that
fhtw(H) > subw(H) [37, Proposition 3.7.].

Structures and Homomorphisms. A (relational) signature o is a set of relation symbols R,
each equipped with an arity r = r(R). We assume all signatures are finite. A (finite,
relational) o-structure A consists of a finite set A (the universe of A) and relations RA C A"
for every r-ary relation symbol R € o. The size of A is defined to be [|A[| := Y pc, [R?]
and the arity of A is the maximum arity of all relations in o.

The Gaifman graph of A is the graph with vertex set A and edges {u, v} for any distinct
u, v that occur together in a tuple of a relation in 4. We say A is connected if its Gaifman
graph is connected and we will henceforth assume that all structures are connected. All of our
results can be easily extended to disconnected structures. The hypergraph of a o-structure A
is a hypergraph with vertex set A such that e C A is an edge iff there is a tuple € € R4 for
some R € o, such that € = e.

For x € {tree, fractional hypertree, submodular}, the z-width of a structure is the z-
width of its hypergraph. For a class of structures A, we write tw(A) := sup 4ca tw(.A), which
may be infinite. If tw(A) is finite we say that A has bounded treewidth, otherwise we say
it has unbounded treewidth. We define the analogous notions for fractional hypertree and
submodular width. It is known that there are classes of structures with bounded fractional
hypertree width but unbounded treewidth [29] and a class of structures with bounded
submodular width but unbounded fractional hypertree width [36]. If there is some integer
r such that every structure in A has arity at most r, we say that A has bounded arity. In
this case, A has bounded treewidth iff A has bounded fractional hypertree width iff A has
bounded submodular width.
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g H A {U, x }-circuit computing Hom(G, H)

Figure 1 A deterministic {U, x }-circuit computing the set of all homomorphisms from G to H.

Finally, a homomorphism from A to B is a function h: A — B that preserves all relations,
i.e., for every r-ary R € 0 and @ = (a1, . ..,a,) € R* it holds that h(a) := (h(a1),...,h(a,)) €
RB. We write Hom(A, B) for the set of all homomorphisms from A to B.

3 Homomorphisms and {U, X }-Circuits

In this section, we define {U, x }-circuits and explain how they can be used to represent sets
of homomorphisms. We roughly follow the presentation of Amarilli and Capelli [2]. Let
(X, D) be a pair of finite sets. Then a {U, x }-labelled DAG over (X, D) is a vertex-labelled
directed acyclic graph with a unique sink such that every internal (i.e. non-source) node has
fan-in two and is labelled by either x or U and every source is labelled with an expression of
the form x — d, where x € X and d € D. We call the set X the variables and the set D the

domain. We call nodes labelled by o € {U, x} o-gates and sources input-gates or just inputs.

For C a {U, x }-labelled DAG over (X, D) and g a node of C, we say that a variable z € X
occurs below g if there is an input node ¢’ labelled with z — d for some d € D, such that
there is a directed path from ¢’ to g in C. We write var(g) for the set of variables occurring
below g and var(C) for the set of all variables occurring in the DAG. With these notions in
hand we can now define the main representation format studied in this paper.

» Definition 4 ({U, x}-circuit). A {U, x}-circuit over (X, D) is a {U, x}-labelled DAG C
over (X, D) with var(C) = X such that

1. for every x-gate g in C with children g1, go we have var(gy) Nvar(gs) =0, and

2. for every U-gate g in C with children g1, gs we have var(gy) = var(gs).

Such circuits compute a set of mappings from X — D bottom up by taking unions at
U-gates and Cartesian products at x-gates. Conditions (1) and (2), called decomposability [21]
and smoothness respectively in the knowledge compilation literature, ensure this process is
well-defined. Formally, we define the semantics of {U, X }-circuit C by associating with each
gate g the set of functions computed by the subcircuit of C rooted at g. We define this as
follows.

{z —d} g is an input gate labelled with x — d.
S(g) :== ¢ S(g1) x S(g2) ¢ is a x-gate with children g, go.
S(g1) US(g2) g is a U-gate with children g1, go.

Note that in the x-gate case, S(g1) x S(g2) ={f xg | f € S(g1), g € S(g2)} is well-defined
by (1). Moreover, by (2) we obtain that every function in S(g) has domain var(g). We write
S(C) := S(s) where s is the unique sink of C. This leads to the following.

11:7
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» Definition 5. Let A, B be structures and C be a {U, x }-circuit over (A, B). Then we say
that C computes Hom(A, B) if S(C) = Hom(A, B).

As in the above definition, if a {U, x }-circuit computes Hom(.A, B) then we always assume
that X = A and D = B. We define the size of C, a {U, x }-circuit, to be the number of
vertices in the underlying graph and denote this by |C|.

A {U, x}-circuit C is deterministic if the subcircuits rooted at the children of every U-gate
compute disjoint sets of functions [22]. Formally, we require that for every U-gate g € C,
with children g1, g2, we have that S(g;) N S(g2) = 0. Given a deterministic {U, x }-circuit C
one can compute |S(C)| in linear time by going bottom up in the circuit, adding at every
U-gate and multiplying at every x-gate.

» Remark 6. Our stipulation that {U, x }-circuits are fan-in two is mainly a matter of taste
since these circuits can simulate arbitrary fan-in circuits with only a quadratic size blow up.
We make this choice since it is more convenient for proving lower bounds (see Section 4)
but Theorems 2 and 3 also hold — via this quadratic simulation — for unbounded fan-in
{U, x }-circuits. Similarly smoothness — condition (2) in our definition of {U, x }-circuits
— is only enforced for convenience; one can get a sensible representation format without
this condition, see e.g. [2]. Moreover, one can turn an “unsmooth” {U, x }-circuit into an
equivalent smooth one in quadratic time [23].

3.1 Upper Bounds On Representation Size

We now formally define the problem studied in this paper. Given a class of structures A the
problem {U, x }-HOM(A, _) is, given A € A and a second structure B as input, to produce a
{U, x }-circuit computing Hom(A, B). In the rest of this section we lay out the state of the
art for this problem starting with the following result by Olteanu and Zavodny.

» Theorem 7 ([42]). If A has bounded fractional hypertree width then {U, x }-HOM(A,_) is
polynomial time solvable. More precisely, given structures A,B and T € T(A) with fractional
hypertree width w, we can construct a deterministic {U, x }-circuit computing Hom (A, B) of

size O(|A|*[|B||*") in time O(poly(|lA[)||B||* log(|| B))-

Since the above algorithm outputs a deterministic {U, x }-circuit this allows us to com-
pute |[Hom(A,B)| in polynomial time given that .4 has bounded fractional hypertree
width. Moreover, the output circuit also admits efficient algorithms for enumeration [1,42],
sampling [46] and direct access [18].

In the bounded arity setting, classes of bounded fractional hypertree width (= classes
of bounded treewidth) are the only classes where {U, x }-HOM(A, _) is polynomial time
solvable. This follows from a lower bound proved in our previous work.

» Theorem 8 ([12]). Let r be an integer. Then there is an e > 0 such that for every structure
A of arity at most r there exist arbitrarily large structures B such that any {U, X }-circuit
for Hom(A, B) has size at least | B|™A)°,

Our Theorem 2 improves the exponent to Q(tw(.A)). This shows that — on classes of bounded
arity structures — the algorithm from Olteanu and Zavodny is optimal, in that we cannot
improve the exponent by more than a constant factor.

» Remark 9. The constant € > 0 in Theorem 8, satisfies ¢ < 1/9. This is based on the
tightest bounds we currently have for the Excluded Grid Theorem [19,45]. Improved bound
for the Excluded Grid Theorem would imply a higher value of e. However, even if the current
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best lower bound [45] on the Excluded Grid Theorem turned out to be tight this would only
imply that € ~ % Thus to obtain the tight lower bounds of Theorem 2 we need to develop
different techniques to circumvent the Excluded Grid Theorem.

When we do not impose a bound on the arity the situation is much less understood; we do
not even have a good understanding of when HOM(A, _) is polynomial time solvable. We
have a better grasp if we allow FPT running times, i.e. one that may depend arbitrarily on
|A]] but only polynomially on ||B||. In this setting, {U, x }-HOM(A, _) is tractable for some
classes of structures with unbounded fractional hypertree width.

» Theorem 10 ([10,37]). If A has bounded submodular width then {U, x }-HOM(A,_) is FPT
time solvable. More precisely, for all structures A and B we can construct a {U, X }-circuit
computing Hom(A, B) of size O(g(||A|)) - ||B||1+0)subW(A)) i time h(||.Al) - [|B]|OCubw(A),
where g, h are computable functions and § > 0 can be arbitrary small.

Note that [10,37] do not mention {U, x }-circuits; they are instead concerned with enumeration
and decision algorithms respectively. But it is easy to adapt their algorithm to output the
required circuit, see Appendix A in the full version of [11] for more details.

Our Theorem 3 implies that if A has unbounded submodular width then there is no FPT
time algorithm for {U, x }-HOM(A, _). However, there is still a w'/4 vs w gap in the exponents.
Another thing to note is that since the {U, x }-circuits from Theorem 10 are not deterministic,
the resulting representations of Hom (A, B) are not as useful algorithmically. Despite this,
they can still be used to achieve constant delay enumeration with FPT preprocessing [10]
and approximate counting in FPT time [39].

4  Lower Bounds for {U, X }-Circuits via Rectangle Covers

In this section, we introduce a by now standard framework — pioneered in [15] — for proving
lower bounds on {U, X }-circuits and their subclasses: analysing rectangle covers. This
enables us to reduce reasoning about complicated objects ({U, x }-circuits) to simple ones
(combinatorial rectangles). For this we need the following definition.

» Definition 11. Let X be a finite set, (Y, Z) a partition of X, and R a set of functions
with domain X. Then R is a (Y, Z)-rectangle iff R=R[y XR|z.

» Example 12. Let X = {y,2}, Y = {y} and Z = {z}. Further let R; = {f, g}, where
fly) = f(#) =0and ¢g(y) = g(2) = 1. Then R, is not a (Y, Z)-rectangle. To see this note
that R |y xR |z contains the map {y — 0,z — 1}. On the other hand, the set of functions
Ro={f1| f:{y,2} = {0,1}} is a (Y, Z)-rectangle.

Note that trivially every set of functions with domain X is a (X, @)-rectangle. To get a
non-trivial notion we introduce the notion of a balanced partition; that is a partition (Y, Z)
of X such that min(|Y],|Z|) > |X|/3. We then say a set R is a balanced rectangle, if it is a
(Y, Z)-rectangle for some balanced partition (Y, Z). We say that a set of balanced rectangles
{Ri}iez is a balanced rectangle cover for Hom(A, B) if | J;.; Ri = Hom(A, B). The size of
the balanced rectangle cover {R;}icz is defined to be |Z|, i.e. the number of rectangles in
the cover. The following lemma shows that if there is a small {U, x }-circuit computing
Hom(A, B), then there is a small balanced rectangle cover for Hom(A, B).

» Lemma 13 ([9,15]). Let A, B be structures and let C be a {U, x }-circuit of size s computing
Hom(A, B). Then there is a balanced rectangle cover of Hom(A, B) of size s.

11:9
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Therefore, to prove lower bounds on {U, x }-circuits it suffices to prove lower bounds on
the size of balanced rectangle covers. This result was proven for Boolean functions in
[15, Theorem 6] and extended to general sets of functions in [8, Lemma 26].

In fact, we need a slight generalisation of Lemma 13 that allows us to balance rectangles
with respect to some weighting function f: P(A) — R=? defined on subsets of the universe
of A. To be precise, we say that a partition (X,Y) of A is f-balanced if min(f(X), f(Y)) >
f(A)/3. We define the notions of an f-balanced rectangle and an f-balanced cover in the
obvious way. To ensure the proof goes through we need an f which is sufficiently small on
singletons and which is subadditive on disjoint subsets. That is on disjoint sets S,T C A, it
holds that f(SUT) < f(S) 4+ f(T). See the full version for a proof.

» Lemma 14. Let A,B be structures, C be a {U, x}-circuit computing Hom(A, B) and
f:P(A) — R2Y be a function which is subadditive on disjoint subsets and satisfying f({a}) <
2f(A)/3 for all a € A. Then there is a f-balanced rectangle cover of Hom(A, B) of size |C|.

Therefore, to prove lower bounds we will define for each A a structure B such that Hom(.A, B)
is large but the size of each f-balanced rectangle is small, for some appropriate function f.
To upper bound the size of rectangles we use the following simple observation.

» Observation 15. Let R be a set of functions with domain X. Then |R| < [[,cx [R {2} |-

5 Tight Lower Bounds for the Bounded Arity Case

In this section, we prove Theorem 2. We first show the result for graphs and then lift it to
relational structures of bounded arity. To be precise, the main part of this section is devoted
to the proof of the following theorem.

» Theorem 16. Let G be a graph. Then there exist arbitrarily large graphs H with n
vertices and at least n?/8 edges such that any {U, x }-circuit computing Hom(G, H) has size

Q (n%_(“‘é)) for arbitrarily small § > 0.

To prove this result we use that every graph with high treewidth contains a set with no small
balanced separator.

» Definition 17 (Balanced Separator). Let G = (Vg, Eg) be a graph and W C Vg be a
non-empty set of vertices. Then we say that S C Vg is a balanced separator with respect to
W, if WNC| < |W|/2 for every connected component C of Vg — S. Further, a balanced
separator S with respect to W is a balanced k-separator with respect to W if |S| < k.

» Lemma 18 ([43,44]). Let k € N and let G be a graph with tw(G) > 3k. Then there is some
W C Vg with |W| = 2k + 1 having no balanced k-separator.

This lemma is also used in [35] to prove conditional lower bounds via fairly elaborate
reductions. We are able to deploy Lemma 18 more directly and follow a similar proof strategy
o [12]. A key difference is that we reason about rectangle covers rather than directly about
the circuit. Our bad instances are the graphs given to us by the following lemma.

» Lemma 19 ([12, Lemma 8]). For every t € N, there exists some ¢; € R such that for
every sufficiently large integer n there is a graph H = H(t,n) with n vertices, such that

1. H has at least %nQ edges,

2. H contains no complete bipartite subgraph K, o for a > 3log(n), and

3. the number of t-cliques in H is at least c; - nt.
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So fix some graph G = (Vg, Eg) with tw(G) = w, |Vg| = t and let H = H(¢,n) be as in

Lemma 19. Our aim is to show that any {U, x }-circuit computing Hom(G, H) has size n2(*).

The strategy is to show that any balanced rectangle R C Hom(G, H) must be small. We do
this by using the existence of a highly connected set W given to us by Lemma 18. To be
precise, we choose W C Vg to be a set of size 2k + 1 having no balanced k-separator.

In fact, we need to use a slight variant of the above strategy. For if R has underlying
partition (X,Y) with W C X, then it seems hard to use the properties of W in a lower
bound proof. To get around this problem we use Lemma 14, which recall is a weighted
version of Lemma 13. Using this result we only have to consider rectangles which are
balanced with respect to W. Formally, we say a partition (X,Y") of Vg is W-balanced if
min(|XNW|,|YNW|) > |W|/3. In turn, a rectangle is W-balanced if its underlying partition
is W-balanced. By Lemma 14, to prove Theorem 16 it suffices to show that any WW-balanced
rectangle R C Hom(G, #H) is small. The key is that there is a large matching between the
two sides of any W-balanced partition. To formally state this we need the following notion:
given disjoint subsets X, Y C Vg an (X, Y )-matching (in G) is a set of disjoint edges each of
which has one endpoint in X and the other in Y.

» Lemma 20. Let k € N, G = (Vg, Eg) be a graph and W be a set of 2k + 1 vertices of G
with no balanced k-separator. Suppose (X,Y) is a W-balanced partition of Vg. Then there is
an (X,Y)-matching M in G of size |k/3].

Proof. Since (X,Y) is W-balanced we may assume w.l.o.g. that

2k+1 4k + 2
+ <IXNW|<k<|YnW|< 3+

Further suppose, for a contradiction, that there exists a set S’ C Vg of size |2k/3] such that
removing S’ from G disconnects X from Y. Then pick arbitrarily a set T" of [k/3] elements
of (Y NW)\ S and add these to S to form a set S. Then |S| = k. We claim that S is a
balanced separator with respect to W.

To see this, let C' be a connected component of G\ S. Then either C C X or C CY \ T,
by the assumption on S’. If C' C X then |[CNW| < |X NW| < k. On the other hand if
C CY\T then

4k+2_

[CNW|<|Y\T)NW|=|YNW|—-|T| < 3

k
S
3 +3

Since |C'N W] is an integer it follows that |C' N W| < k. Therefore, S is indeed a balanced
k-separator, a contradiction. So there is no such set S’.

To construct M we first choose any edge between X and Y and delete the two endpoints.

We then choose an edge between X and Y in this new graph and repeat until X and Y become
disconnected. By the above this leads to an (X, Y)-matching of size at least |k/3]. <

By exploiting this matching it is now not too hard to show that every W-balanced rectangle

is small; the key is that one endpoint of every edge in the matching must have small image.

» Lemma 21. Let G = (Vg, Eg) be a t-vertex graph and W C Vg be a set of vertices of
size 2k + 1 with no balanced k-separator. Further, let H = H(t,n) be the graph given by
Lemma 19, for some sufficiently big n and let R C Hom(G,H) be a W-balanced rectangle.
Then |R| < nt=L5) . [3log(n)]L5).
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Proof. Let (X,Y) be the underlying partition of R. By Lemma 20, there is an (X,Y)-
matching M of size |k/3]. Let {z,y} € M with z € X,y € Y. Further define,

P, :={u € V3 | h(x) = u, for some h € R},
P, :={ueVy|h(y) =u, for some h € R}.

Then for every u € P, and v € Py, there is an edge in H between u and v. To see this, let
h,g € R with h(z) = u and ¢g(y) = v. Hence hlx X gly € R C Hom(G,H), since R is an
(X,Y)-rectangle. Therefore, since {x,y} € Eg, we have that {h(z),g(y)} = {u,v} € Ey.
It follows that either |P,| < 3log(n) or |P,| < 3log(n), since H contains no K3iog(n),310g(n)
subgraph by Lemma 19(2). Moreover, by definition |P,| = [R[ ;)| and |P,| = [R[{y |-
Since the above holds for every {z,y} € M, there are at least |k/3] vertices v € Vg such
that |R[(,} | < 3log(n). The result follows by Observation 15. <

To infer Theorem 16, first observe that by Lemma 19(3), |[Hom(G, H)| = Q(n'). Here we
use the fact that any mapping h: Vg — V3 whose image is a clique is a homomorphism.
Therefore, by Lemmas 14 and 21 the result follows; see the full version for details.

We next lift this to relational structures. We could do this similarly to the above. However,
it is convenient to instead use the following reduction result from [12].

» Lemma 22 ([12, Lemmas 14-16]). Let a,r € N and let A be a o-structure with arity at
most r. Let G be the Gaifman graph of A and suppose that there exists a graph H such that
any {U, x }-circuit computing Hom(G, H) has size at least ||H||*. Then there is a o-structure
B with ||B|| > ||H|| and a function g such that any {U, x }-circuit computing Hom(A, B) has
size at least g(||A|) - ||B||?*/".

Proof of Theorem 2. Let G be the Gaifman graph of A and let N’ be an integer. Then since
the treewidth of G is the same as the treewidth of A we may apply Theorem 16, to obtain a
graph H with n > N’ vertices and at least n?/8 many edges such that any {U, x }-circuit
computing Hom(G, ) has size Q(n¥~2) = ||H[|*(¥). Therefore, by Lemma 22, there is a
o-structure B with [|B|| > ||H|| > N’ such that any {U, x }-circuit for Hom(.A, B) has size
|1 B[, since r is a constant and by choosing n (and hence ||B]|) to be sufficiently big. <

Note that some form of dependence on the arity is necessary since there are classes of
structures A of unbounded treewidth such that solving {U, x }-Hom(A) is in polynomial time,
e.g. classes of unbounded treewidth but bounded fractional hypertree width. Such classes
must have unbounded arity; we next turn to this setting.

6 Submodular Width Lower Bound

In this section we prove Theorem 3. Our strategy is analogous to the one used in Section 5:
we use the fact that high submodular width implies the existence of a “highly connected
set”. However, the exact notion of highly connectedness is more complicated and we need to
define our bad instances more carefully. As such we first make some preparations.

6.1 Preliminaries to the Proof

Fix a o-structure A and let H = H(A) = (Vx, E3) be the hypergraph of A. We use similar
notation to [37]. A path P in H is a sequence of vertices forming a path in the Gaifman
graph of H. The endpoints of the path are the first and last vertex in this sequence. For
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A, B C V3 we say a path is an (A, B)-path if it starts in A and ends in B. Let P denote the
set of paths in H. A flow of H is an assignment F': P — R2? such that for every e € Ey,

Y F(P)<1
PeP
Pne#0

If F(P) > 0, then we say that P appears in F' or is a path of F'. The value of F'is ), F(P).
For A, B C V3 a flow F is an (A, B)-flow if only (A, B)-paths appear in F. If Fy,..., F} are
flows then their sum is the mapping which assigns weight Zle F;(P) to each path P. If
this mapping happens to also be a flow then we say that the F; are compatible.

For the characterisation of submodular width we will deploy the following notion is crucial.
Let X,..., X} be subsets of V. Then a uniform concurrent flow of value € on (X7,..., X})
is a collection of compatible flows F; ;, with 1 <14 < j < k such that F} ; is an (X;, X;) flow
of value exactly e. If |J X, is connected in H then by choosing one path connecting each
pair (X;, X;) and assigning this path weight 1/ (g) we obtain a uniform concurrent flow with
value Q(k~2). The next theorem says that if H has high submodular width then there is a
“large” set which can be partitioned into cliques admitting a uniform concurrent flow with
value beating the trivial k=2 lower bound. This characterisation is obtained and used by
Marx in [37] and follows from Theorem 5.1 and Lemmas 6.5 and 6.6 in that paper.

» Theorem 23 ([37]). Let A be a relational structure with subw(A) = w and hypergraph
H = (Vy, Ey). Then there exists a set W C V3 which can be partitioned into (K1, ..., K)
where each K; C e for some e € Ey and k = Q(y/w), such that there is a uniform concurrent
flow of value Q(k=3/?) on (Ky,...,K}).

Marx uses these flows to show that hypergraphs of high submodular width have high
“embedding power”. We argue differently and more directly.

6.2 Lower Bound
6.2.1 Simplifying the Structures

In this section we show that in order to prove Theorem 3 it suffices to prove lower bounds
for left-hand-side structures A of a simple form. This is straightforward so we just describe
the simplification here. See the full version for a proof of correctness.

We first need some definitions. Let 7 be a signature and X', ) be 7-structures. We say
that Y is coordinate respecting (relative to X) if for every h,h’ € Hom(X,Y) and every
distinct , 2" € X it holds that h(z) # h'(2’). In this case we define

domy(z) :={y €Y | h(z) =y for some h € Hom(X,Y)}.

Note that domy () Ndomy (z') is empty for all  # a’. Since Y is normally clear from the
context we often write dom(z) for domy(x).

Next let X be a 7T-structure such that every relation contains exactly one tuple. Let <
be a total order on X and t be some r-tuple with coordinates in X. Moreover, suppose
has i distinct coordinates. Then we define t< to be the unique i-tuple with t= t~§ whose
coordinates are ordered by <. Then if ¢ is the unique tuple in R and if t< is an i-tuple we
define R< to be a fresh i-ary relation symbol and define 7< := {R< | R € o}. Now we define
the T<-structure XS to have universe X and such that RX~ = {f<} where { is the unique
tuple in RY. Moreover, we say that X is order respecting if X = X< for some total order <.
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Let )V be a T<-structure which is coordinate respecting relative to X <. Then < induces a
partial order <y on Y as follows. For y1,y2 € Y, y1 <y ys iff there are distinct 1,25 € X
with y; € dom(z1), y2 € dom(z2) and z1 < xo. We say that ) is order respecting relative to
X< if for every R € 7< and every t € Rz, we have that t; <y t; for all < j.

To prove Theorem 3 it suffices to pro;e the following result, see the full version for details.

» Theorem 24. Let A be an order respecting structure where every relation contains exactly
one tuple. Then there exist arbitrarily large structures B which are coordinate and order

respecting relative to A and such that any {U, X }-circuit computing Hom(A, B) has size
||BHQ(SUbW(A)1/4).

In our proof of Theorem 24, we often want to go between sets and tuples. Of course, for
every tuple @ = (ay,...,a,) there is a naturally corresponding set @ := {aq,...,a,}. But in
the other direction given a set there are many possible corresponding tuples. This is why it
is nice to work with (A, B) respecting an order < on A. Now for any S C A, we define S to
be the unique tuple respecting the order < whose coordinates are the elements of S. We can
similarly deploy this notation for any subset of B which is “colourful”, in the sense that no
two of its elements appear in the same dom(a) set.

6.2.2 Defining the Bad Instances

Towards proving Theorem 24, let o be a signature and let A be an order respecting o-
structure such that every relation in A contains exactly one tuple. Let H = (Vy, E3) be
the hypergraph of A. Further suppose subw(A) = w so that, by Theorem 23, there exists
some W C V3 which can be partitioned into (K7,..., Kj) for some k = Q(y/w), where each
K; is a clique such that there is a uniform concurrent flow F' = {F; ; | 1 <i < j < k} of
value € = Q(k~3/2) on (K71,...,K}). The aim of this subsection is to define appropriate bad
instances B. Analogously to in the treewidth case we will use random instances. However, we
need to carefully control how each vertex contributes to the number of homomorphisms from
A. A crucial idea is to use the flow F' to do this. Essentially we use F' to define a fractional
independent set which then allows us to define an instance B with relations bounded by some
constant N. This is similar in spirit to the upper bound of the “AGM bound” [5, Lemma 4]
but we also sprinkle in some randomness to ensure hardness.

Concretely, let N be a sufficiently big integer, H = (V3, E%) be the hypergraph of A
and for v € V4, let P, be the set of paths in H that contain the vertex v. Define a map
w: Vi — [0,1] by p(v) = %ZPE% F(P). Then for each v € Vi we define disjoint sets
of elements dom(v) such that |dom(v)| = N#(*), The idea is that the size of log(|dom(v)])
is proportional to the weight of paths in F' passing through v. We define the random
structure B induced by F with relations bounded by N as follows. For each relation R € o, let
v = (v1,...,v,) be the unique tuple in RA. Then RP is a random subset of X:Zl dom(v;),
where each tuple is included independently with probability a half. Note that,

|RB| < H |dom(v;)| = N%, where o := ZN(%‘)«
i=1 =1

Moreover, ¥ is an edge of ‘H by definition. Since F' is a flow we obtain that

Suw =33 Y Fp) < Y RP) <1

v€e vE€e PEP, PEP,PNne#d
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Here we assume w.l.o.g. that each path appearing in F' is minimal and therefore intersects
each edge at most twice. Using this (non-standard) model of a random structure we can
obtain an analogue to Lemma 19. There we showed that our bad instances did not contain
any large complete bipartite subgraphs. The natural suggestion would be to look at the
Gaifman graph of B and show that it (with high probability) has no large complete bipartite
subgraphs. However, the Gaifman graph of B is very dense so this does not work. Instead
the following definition gives us the analogous “badness” property in the relational setting.

» Definition 25. Let N be a positive integer, B a o-structure and R € o with RB C
Xie[r] dom(v;) for some v an r-tuple of vertices of H. Then we say that R is N-scattered
if for every partition of v (U,V), the following holds. For every S C X ., dom(v) and
T C X,y dom(v), such that

{MMGSJGT}QRB

either |S| < 3log(N) or |T| < 3log(N).

The following lemma shows that the bad instances we need exist; it is proved by a simple
probabilistic argument, see the full version for details.

» Lemma 26. There exists a constant ¢ = c(||A||) such that for every sufficiently large
integer N there exists a o-structure B = B(N) which is coordinate and order respecting
relative to A. Moreover, B has universe | J dom(v), size |B|| < ||A|| - N and satisfies the
following properties:

1. [Hom(A, B)| > c¢N*, where t :== 3, ..
2. for every R € o, RB is N-scattered.

vEVy

wu(v) and

6.2.3 Analysis

To argue about these instances we — similarly to in the treewidth case — reason about
combinatorial rectangles with partitions balanced relative to the highly connected nature of
A. To do this we use Lemma 14, for some appropriately chosen f. The natural choice seems
to be to set f = u. However, for technical reasons we instead use a closely related function «
which is defined by

) {o vg W
a(v) =
%Eje[k]\{i} > pep, Fij(P) v € K; for some i € [K]

The idea is twofold. First, we only take vertices of W into account for our balancing since
this is the part of H we know is “highly connected”. And second, we weight each vertex
v € W according to the sum of the weights of paths in F' for which v is an endpoint. Trivially,
a(v) < p(v) for every v € V. We next observe that every K; has equal weight under «.

» Observation 27. For every i € [k], a(K;):=d =¢/2- (k—1). Moreover, «(W) =k 4.

So let (X,Y’) be an a-balanced partition. This means that globally the weight of W under «
is (up to a constant factor) evenly split between X and Y. However, this is not necessarily
the case for each K;. It could, for instance, happen that every Kj; is either a subset of X or a
subset of Y. We first analyse the case where there are many values of ¢ such that the weight
of K; under « is roughly evenly split between X and Y. To formalise this we say that K; is
a-balanced for (X,Y) if
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min(a(K; N X),a(K; NY)) > = —.

It turns out that if a lot of the K; are balanced then we can argue very similarly to in the
proof of Theorem 2, see the full version for details.

» Lemma 28. Let (X,Y) be an a-balanced partition of Vy; and let A > 0. Suppose that K;
is a-balanced for at least A - k values of i. Then there is a constant ¢ = c(\) > 0, such that
every rectangle R C Hom(A, B) with underlying partition (X,Y) has size at most Nt—evk,

To finish the proof we have to deal with the case where almost every K; is not a-balanced
relative to (X,Y). The key is to argue that then there are many paths in F' which cross
from X into Y (or vice-versa). This is the core of the argument as it is where the flow is
deployed. Note that in the extreme case where every Kj; is either a subset of X or a subset of
Y the argument is simple. For suppose K; C X and K; C Y, then in particular every path
with non-zero weight under F; ; must at some point cross from X into Y. Moreover, since
a(K;) = § for every i and since the partition (X,Y") is a-balanced we know that the number
of K; contained in X differs only by a constant factor from the number of K; contained in
Y. Therefore, the total weight of the paths crossing from X into Y is ©(k - §) = O(k!/?);
the result then follows by a similar calculation to in Lemma 28. In the more general case,
where K; can intersect both X and Y, a similar (if slightly more involved) argument works.
We give the details in the full version.

» Lemma 29. Let A > 0 be sufficiently small and (X,Y) be an a-balanced partition of Vy,
such that the number of a-balanced K; is less than \-k. Then there is a constant d = d(\) > 0
such that every R C Hom(A, B) with underlying partition (X,Y) has size N'=9VE,

Theorem 24 — and therefore also Theorem 3 — is immediate.

Proof of Theorem 24. Take B from Lemma 26. Then |Hom(A, B)| > ¢N¢, where N, ¢ and
t are defined as in the lemma. On the other hand, by Lemmas 28 and 29 we know that every
a-balanced rectangle R with R C Hom(A, B) has size at most Nlt*f‘/ﬁ7 for some positive
constant € and some k = Q(y/w); the result follows by Lemma 14. <

7 Conclusions

Our main results are both proved using a framework which combines tools from communication
complexity with structural (hyper)graph theory. Theorem 2 — an unconditional N®(t(A))
lower bound on {U, x}-HOM(A,__) for bounded arity A — shows that this framework can
yield tight lower bounds. Moreover, our methods yield a much simpler proof than that
of our previous (inferior) N™(A)" lower bound [12]. Additionally, Theorem 3 — an exact
characterisation of when {U, x}-HOM(A, _) is FPT-time solvable — shows that our methods
are robust enough to tackle more challenging (higher arity) settings.

This opens up a number of future directions. Firstly, there is the obvious task of closing
the gap between the lower bounds of Theorem 3 and the upper bounds of Theorem 10.
Secondly, can we use our methods to shed light on the polynomial time solvability of {U, x }-
HOM(A,_)? We know this is possible if A has bounded fractional hypertree width and
impossible if A has bounded submodular width: can we give an exact characterisation?
Thirdly, it would be interesting to study this problem for other representation formats.
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