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Abstract
In the online hitting set problem, sets arrive over time, and the algorithm has to maintain a subset
of elements that hit all the sets seen so far. Alon, Awerbuch, Azar, Buchbinder, and Naor (SICOMP
2009) gave an algorithm with competitive ratio O(log n log m) for the (general) online hitting set
and set cover problems for m sets and n elements; this is known to be tight for efficient online
algorithms. Given this barrier for general set systems, we ask: can we break this double-logarithmic
phenomenon for online hitting set/set cover on structured and geometric set systems?

We provide an O(log n log log n)-competitive algorithm for the weighted online hitting set problem
on set systems with linear shallow-cell complexity, replacing the double-logarithmic factor in the
general result by effectively a single logarithmic term. As a consequence of our results we obtain the
first bounds for weighted online hitting set for natural geometric set families, thereby answering open
questions regarding the gap between general and geometric weighted online hitting set problems.
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1 Introduction

In the hitting set problem, we are given a set system I = (U,F), with ground set U and a
collection of subsets F of U ; every element e has a cost ce. The goal is to select a minimum-
cost subset S ⊆ U that hits every set in F . This problem has been a central one in algorithm
design because of its many applications, and also because it serves as a test-bed for new
techniques. The hitting set problem is equivalent to the set cover problem on a “dual” set
system I∗, which contains an element eS for each original set S ∈ F , and a set Se for each
element e ∈ U , such that e ∈ S ⇐⇒ eS ∈ Se; i.e., we flip the roles of U and F . Henceforth,
we focus on hitting set.

In the offline setting, the hitting set (or the set cover) problem has been widely studied,
with (1± o(1)) ln |U |-approximation algorithms in the worst-case, which are best-possible
if P ̸= NP [20]. In addition, hitting set has also been extensively studied for special set
systems – most notably, those with low VC-dimension or bounded shallow cell complexity
(SCC) [12, 7, 18, 11, 10, 26, 8], which result in constant-factor approximations for set systems
like pseudo-disks and half-spaces in R2. These measures of set complexity arise not only in
geometric and combinatorial settings, but in non-geometric problems like job scheduling [4].
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14:2 Improved Online Hitting Set Algorithms for Structured and Geometric Set Systems

The progress for structured set systems in the online setting – where sets arrive over time,
and must be hit as they arrive – has been more limited. While results are known for online
hitting set (and set cover) for specific problems like intervals in R or 2-dimensional squares
(see [18, 21]), general techniques are not known. The offline algorithms use quasi-uniform
sampling procedures [26, 8] or black-box algorithms to find ε-nets [18], which have seemed
difficult to extend to the online setting. As far as we know, the results for geometric instances
have been restricted to the unweighted versions of the problems, and the O(log n log m)-
competitiveness of [2] (where n = |U | and m = |F|) remains the only general result for
weighted online hitting set, even for set systems with bounded VC dimension/SCC. We ask:

Can we achieve better competitive ratios for broad classes of set systems? Specifically,
can we match the performance gains seen in structured offline settings?

1.1 Our Results
Our main results answer this question positively. Recall that the VC dimension of a set
system is the largest set of elements that can be shattered. The shallow cell complexity
φF (·, ·) is a finer-grained notion, bounding the number of sets of size k in any restriction of
the set system to ℓ elements.

The Unweighted Case. For unit-cost instances, we adapt the offline Net-Finder algo-
rithm [22] to the online setting to give improved algorithm for set systems with small shallow
cell complexity (SCC) and VC dimension:

▶ Theorem 1 (Unweighted Hitting Set). There is a randomized online algorithm for (un-
weighted) hitting set that has competitive ratio O(log n · (d+log(d ·φ(d OPT log n, d)))), where
φ(·, ·) is the shallow cell complexity (SCC) and d the VC dimension of the set system.

We mention two corollaries of this work:
(i) For set systems with “linear” SCC (i.e., where φ(ℓ, k) = poly(k)) and constant

VC-dimension, the competitive ratio becomes O(log n). This gives hitting set and set
cover algorithms for intervals in R, lines and pseudo-disks – which includes disks and
axis-aligned squares – in R2, and half-spaces in R3. (Table 1 gives the relevant bounds.)
This result unifies and extends prior results for intervals, unit disks, and half-spaces [19],
as well as for axis-aligned squares in Z2 [21]. This resolves the open problem [19, §8,
Prob. #1] regarding hitting sets for arbitrary (not necessarily unit) disks in R2 (see
also [21, §6, Prob. #1]), and another open problem in [21, §6, Prob. #5] which asks for
results for hitting squares using non-integral point sets.

(ii) For set systems with VC-dimension d, we have φ(ℓ, k) ≤ ℓd, and hence the competitive
ratio becomes O(d log n · log(dOPT log n)). Comparing this to the offline bound of
O(d log(d · OPT)), our online algorithm incurs only a near-logarithmic overhead.

The Weighted Case. If elements have arbitrary non-negative costs, we do not know of
any prior online algorithms, so our result extending [8] to the online setting gives the first
algorithm for structured set systems in this weighted case. Here, we state a special case of
our result – for the “linear” case where φ(ℓ, k) = poly(k) – and defer the more detailed result
to Theorem 16.

▶ Theorem 2 (Weighted Hitting Set). There is a randomized online algorithm for weighted
hitting set that has competitive ratio O(log n log log n) for any set system with linear SCC.
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Table 1 Bounds on the SCC and VC dimensions of some primal/dual set systems from [23, 24].
Primal bounds give results for corresponding the hitting set problem, and dual bounds give results
for the corresponding set cover problem. A triangle is α-fat if the ratio of the radius of the smallest
enclosing ball to that of the largest inscribed ball is at most α.

Objects Primal Dual
φ(ℓ, k) VC-dim φ(ℓ, k) VC-dim

Intervals in R O(k) 2 O(1) 2
Lines in R2 O(k) 2 O(k) 2
Pseudo-disks in R2 O(k) 3 O(k) O(1)
α-Fat triangles in R2 O(k log∗ m/k + k/α log2 1/α) 7
Half-spaces in R3 O(k2) 4 O(k2) 4

This immediately extends the geometric results listed above in i to the weighted setting;
to the best of our knowledge, these are the first results for weighted hitting set for these
geometric instances. Our results for axis-aligned squares answers an open problem about
weighted hitting sets from [21, §6, Prob. #4].

In both the unweighted and weighted cases, we lose nearly-logarithmic factors over the
offline results: such a “price of uncertainty” is in line with typical losses for online vs. offline
set cover. Moreover, such a logarithmic loss is unavoidable for the online setting, even for
very structured set systems: [19] show a lower bound of Ω(log n) for online hitting intervals
on a line; observe that we can get exact offline algorithms for this problem.

1.2 Our Techniques
We demonstrate that online relax-and-round approaches can be successfully combined with
net-finding and quasi-uniform sampling offline algorithms to resolve open problems in the
area. The first step in both the unweighted and weighted cases is to use an online algorithm
for fractional hitting set, losing an O(log n)-factor in the competitive ratio. Starting from [18],
we know that rounding a fractional solution reduces to finding an ε-net in a set-system, where
each element e with fractional value xe is replaced by ⌈nxe⌉ clones. Since the fractional
solution is feasible, each set in the original instance now contains at least n clones, so finding
a hitting set in the original instance reduces to finding an ε-net (for ε = 1/n) that hits all
sets of size at least n in this new set system J . We start with the elegant algorithm of [22],
which first samples each element with a certain base probability; now, for any large set T

not hit by this sample, it selects elements of T independently with probability proportional
to 1/|T | into the sample.

Carrying out this procedure in the online setting has two main issues: firstly, the fractional
solution evolves over time, and the xe values may increase as sets arrive. As a result, if an
element e is contained in sets S1 and S2, the number of clones of e in the corresponding sets
in the new set system J may be different, which affects the VC dimension and the SCC of
J . Secondly, the initial sampling step in [22] requires knowledge of all the elements in the
set system; but in the online setting, new clones of an element appear when its fractional
value increases. We handle the first issue by showing that the VC dimension and the SCC of
the new set system J can be related to those of the original instance, and for the second
issue, we replace the sampling step by a deferred sampling step.

The online algorithm for weighted hitting set adapts the quasi-uniform sampling algorithm
of [8] to the online setting. This algorithm builds a chain of nested sets of clones, starting
with the entire set V0 of clones, with each subsequent set Vℓ having size (1/2 + δℓ) times the
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14:4 Improved Online Hitting Set Algorithms for Structured and Geometric Set Systems

size of Vℓ−1. Here δℓ is a small bias term, which ensures that most sets S of the hitting set
instance have at least half their elements survive to the next level. Sets whose size falls below
n/2ℓ are said to be “dangerous” and must select a “backup” element to hit them. The choice
of this backup element is done to ensure that no element is picked too often. Apart from
the challenge of the new clones arriving online, finding the backups seems like an inherently
offline problem, since it seems to require knowing the entire set system. However, we view
the problem of finding backup elements as a load-balancing problem, and show how to choose
backups that increases the probability by a logarithmic factor. Existing presentations of the
algorithm also build the layers iteratively, discarding sets that are covered by each layer to
get the set system for the next layer – we observe that these optimizations are inessential,
and removing them allows a clean online implementation. (See Algorithm 4 in Section 5.)

1.3 Related Work

Offline. Hitting set for geometric instances has been widely studied, see, e.g., [12, 7, 18,
11, 10, 26, 8]. The work of [7] gave an O(d log(d OPT))-approximation for the NP-hard
hitting set problem in the offline case for set systems of VC dimension d. [18] reinterpreted
their algorithm as first solving an LP relaxation for hitting set using multiplicative weights,
and then rounding it using an ε-net algorithm. The use of shallow cell complexity in
covering/hitting problems first appears in [11, 26], and was formally defined in [8]. These
elegant papers gave the first results for weighted hitting set, where elements have costs, and
the goal is to minimize the total cost of picked elements (as opposed to their cardinality);
their approach is called quasi-uniform sampling. [1] extend the ε-net algorithm from [22] to
the setting where the ε-net is in terms of element “sizes” and not their cardinality.

Online. [19] studied (unweighted) online hitting set in geometric settings, and gave optimal
Θ(log n)-competitive ratio for hitting intervals on a line, and half-planes and unit disks in the
plane R2. Their techniques did not extend to arbitrary disks; [15] gave an O(log n log M)-
competitive algorithm for the setting where the disks have radii in [1, M ]. Theorem 1 settles
the question by giving an O(log n)-competitive algorithm for arbitrary disks.

[21] give an O(log n)-competitive algorithm for hitting set where the points are on the
n× n-grid, and the arriving sets are axis-aligned squares S ⊆ [0, n)2. A partial answer to
avoiding integrality of the points was given in [14] who give an O(k2 log n log M)-competitive
algorithm for homothetic copies of a regular k-gon for k ≥ 4, with scaling factors in [1, M ].
The above result of [15] extends this to positive homothets of any convex body in R2 with
scaling factors in [1, M ]. Theorem 1 settles the question for squares without any reliance on
M ; it remains unclear if our results can extend to positive homothets of convex bodies.

Our techniques do not seem to directly extend to the continuous setting (the “piercing
set” problem), on which there is substantial work – see [9, 16, 17, 13]. Our techniques do not
seem to give improved results for higher-dimensional covering/hitting problems (with the
exception of hitting sets for half-spaces in R3), since the shallow-cell complexity φ(ℓ, k) of
the associated set systems now depends polynomially on ℓ as well.

[5] give an O(log 1/ε)-competitive algorithm to maintain online ε-nets for intervals
and axis-aligned rectangles in the unweighted setting; since ε = 1/OPT, and we lose an
O(log n) factor in solving the fractional relaxation, their work can be combined with our
framework to infer an O(log n(log OPT)2)-competitive algorithm for hitting axis-aligned
rectangles. In contrast, our general result for bounded VC dimension set systems gives an
O(log n log(log n · OPT))-competitive algorithm.
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2 Notation and Definitions

Hitting Set: Offline and Online. e ∈ U has a cost ce ≥ 0; the unweighted case is when
ce = 1 for all e. Let n = |U | and m = |F|. The LP relaxation for the hitting set problem is

min
x∈[0,1]n

{ ∑
e

cexe |
∑
e∈S

xe ≥ 1 ∀S ∈ F
}

; (1)

let LP(I) denote the optimal value of this LP on instance I. Restricting the variables to be
Boolean gives us the optimal set cover value, denoted OPT(I). Observe that LP(I) ≤ OPT(I).

In an online fractional hitting set instance, an adversary fixes the instance I, as well as
an ordering S1, S2, . . . , Sm on the sets in F ; let F t := {S1, . . . , St}. The algorithm knows
the element set U in advance. At each time t ∈ [m], a set St ∈ F arrives and reveals
identities of the elements in it. The algorithm must now produce a solution {xt

e}e∈U , such
that xt is a solution to the LP relaxation with instance Ft = (U,F t). The solution must be
monotone – xt ≤ xt+1 – in other words, elements cannot be dropped once they are picked. A
(randomized) algorithm for this problem is α-competitive if E[

∑
e∈U cexm

e ] ≤ α · OPT(I),
for every instance I. If the solutions xt ∈ {0, 1}n, then we have an algorithm for the online
(integral) hitting set problem; we will denote the set of elements corresponding to xt by Ct.

Dual Set Systems. The dual set system of the set system I = (U,F) is the set system
I∗ = (F, E), where we have a set E for every element e in U , an element s for every set
S ∈ F , and s ∈ E ⇐⇒ e ∈ S. The hitting set problem for the system I is equivalent to the
set cover problem on the dual system I∗.

2.1 Shallow Cell Complexity
For a set system (U,F) and a subset U ′ ⊂ U , denote the induced collection of sets as
FU ′ := {S ∩ U ′ | S ∈ F}.

▶ Definition 3 (Shallow Cell Complexity). A set system I = (U,F) is said to have shallow
cell complexity (SCC) φ : Z+ × Z+ → Z+ if for any ℓ, k ∈ Z+, and for any subset U ′ ⊂ U

with |U ′| = ℓ, the number of distinct subsets of size at most k in FU ′ is at most ℓ · φ(ℓ, k).

Crucially, the number of distinct sets in FU ′ is bounded by ℓ · φ(ℓ, k) rather than the worst-
case

(
ℓ
k

)
. If the VC dimension of the set system I is d, the shattering lemma [25, Ch. 15]

implies that ℓ · φ(ℓ, k) ≤
(

ℓ
d

)
≈ (eℓ/d)d.

We focus on functions φ which are well-behaved, in the sense of [23].

▶ Definition 4 (Well-Behaved SCC). A function φ(·, ·) is (a, b)-well-behaved for constants
a ∈ (1, 2) and b ≥ 2 if it is non-decreasing in both arguments, and for all positive integers
ℓ ≥ k ≥ b, we have φ(ℓ, k) ≤ (φ(ℓ/2, k/2))a.

Well-behavedness is easy to verify for the common case of φ(ℓ, k) = kc for some constant
c ≥ 0. Henceforth, our focus will be on such functions.

3 Uniform Set Systems

The first step of our approach is the following “uniformization” procedure, that takes any
online algorithm A for (fractional) hitting set, and some instance I = (U,F) with n elements
and m sets, and produces a new instance J = (V,G) with N := n(n + 1) elements and

SoCG 2026



14:6 Improved Online Hitting Set Algorithms for Structured and Geometric Set Systems

M := m sets in an online manner. For each set Sj ∈ F , we have a corresponding set Tj ∈ G.
For each element e ∈ U , there are at most n + 1 “clone” elements {(e, i) | i ∈ {0, . . . , n}} in
V , each of the same cost as that of e.

Recall that the sets in F appear in the order S1, . . . , Sm. The algorithm A maintains a
fractional solution xt at time t (i.e., after the arrival of the set St). Without loss of generality,
we assume that the fractional values xt

e never exceed 1 – indeed, if these values ever exceed 1,
we can reduce them to 1 without violating feasibility. The element-set containment is defined
in Algorithm 1. When the set St arrives, the algorithm A updates the fractional solution to
xt. The solution xt is now used to define the elements in the corresponding set Tt in the
instance J : Tt := {(e, i) : e ∈ St, i ≤ ⌈n · xt

e⌉}.
Before analyzing this algorithm, we give a useful definition:

▶ Definition 5 (Projection). For a subset T ⊆ V , define its projection, proj(T ) := {e : (e, i) ∈
T for some i}, as the set of elements in U whose clones are present in T .

Algorithm 1 Uniformize(I, A).

1 for sets S1 to Sm do
2 pass set St to algorithm A, and let xt be the resulting solution
3 define a new set Tt ∈ G as {(e, i) | e ∈ St, i ≤ ⌈n · xt

e⌉}.

▶ Theorem 6. Suppose A is a (deterministic) ρ-competitive online algorithm for fractional set
cover. Given an instance I = (U,F), let Uniformize(I,A) generate the instance J = (V,G).
Then the instance J satisfies the following properties:

(i) Any solution for I can be converted into a solution for J of the same cost, and vice
versa.

(ii) Each set Tt ∈ G contains at least B := n elements in G.
(iii) N ′ ≤ B(1 +

∑
e xe), where N ′ denotes the number of elements in V contained in at

least one set in G. Hence, in the unweighted setting, N ′ ≤ B(1 + ρ OPT(I)).
(iv) We have VCdim(G) ≤ VCdim(F), also φG(ℓ, k) ≤ k · φF (ℓ, k).

Proof. For the first claim, let U ′ ⊆ U be a solution to I. Then, V ′ := {(e, 0) : e ∈ U ′} is
a solution to J . Conversely, if V ′ is a solution to J , then proj(V ′) is a solution to I. The
second claim follows from the feasibility of xt. Indeed, for each set St,

∑
e∈St

min(xt
e, 1) ≥ 1.

Therefore,
∑

e∈St
⌈n min(xt

e, 1)⌉ ≥ n. But the left-hand side above is exactly equal to |Tt|.
To prove property iii, observe that the number of clones of an element e is at most

nxm
e + 1. Summing over all elements, we see that N ′ ≤ n(

∑
e xe + 1). In the unweighted

setting,
∑

e xe ≤ ρ · OPT(I).
For property iv, we first consider the VC dimension of G. Let V ′ ⊆ V be shattered by the

sets in G. We first observe that V ′ contains at most one clone corresponding to an element
e ∈ U . Indeed, suppose V ′ contains (e, i) and (e, i′) for two distinct indices i < i′. Now
every set T ∈ G containing (e, i′) also contains (e, i). Thus, there is no set in G that contains
(e, i′), but does not contain (e, i), a contradiction. This implies that the corresponding set
U ′ = {e : (e, i) ∈ V ′ for some i} is also shattered by F . Thus, VCdim(G) ≤ VCdim(F).

Finally, we bound the SCC of the set system J . Fix two positive integers ℓ and k. Let
V ′ be a subset of V with |V ′| ≤ ℓ. Let G′ be the distinct sets in GV ′ of size at most k. Let
U ′ denote proj(V ′) and F ′ denote {proj(T ) : T ∈ G′}. Since |U ′| ≤ ℓ and each set in F ′ has
size at most k, |F ′| ≤ ℓ · φF (ℓ, k).
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Consider a set S ∈ F ′ and let G′(S) be the collection of sets T ∈ G′ for which proj(T ) = S.
We claim that if T, T ′ ∈ G′(S) then either T ⊆ T ′ or T ′ ⊆ T . Indeed, suppose T = Tt ∩ V ′

and T ′ = Tt′ ∩ V ′ for some times t and t′ respectively. Assume w.l.o.g. that t < t′. Then
xt

e ≤ xt′

e for each element e. Therefore, if (e, i) ∈ T , then e ∈ S. Therefore (e, i) ∈ T ′ as well.
This shows that T ⊆ T ′. Since each of the sets in G′(S) has at most k elements, we see that
|G′(S)| ≤ k. Summing over all the sets S ∈ F ′, we see that |G′| ≤ ℓ · φF (ℓ, k) · k. This shows
that φG(ℓ, k) ≤ k · φF (ℓ, k). ◀

Since we can perform this “uniformization” process to go from I to J in an online fashion
– and we can also convert solutions to J back to solutions to I online – we henceforth imagine
working with the instance J , and want to hit every set of J by picking one of the B elements
in it.

4 Unweighted Online Hitting Set

In this section, we study the unweighted version of the online hitting set problem. Consider
the instance J = (V,G) generated by the Uniformize routine in Algorithm 1. We rely on
the structural properties established in Theorem 6: there exists a subset V ′ ⊆ V of size
|V ′| = N ′ with the guarantee that each element in V ′ is contained in at least one set in G.
Moreover, each set in G contains at least B elements, and our solution must hit this set. We
first describe the offline algorithm of [23], and then extend it to an online algorithm.

4.1 The NetFinder Algorithm
We consider the following offline algorithm for finding ε-nets (see Algorithm 2) [23]. The
algorithm maintains a subset H of V ′, which is initialized to the empty set. In the base
sampling step (line 2), each element in V ′ is added to H with probability α/B. In the
alteration step (line 5), we consider each set Tt. While a set Tt is not yet hit by some element
in H, we add each element in Tt to the set H independently with probability β/|Tt|.

Algorithm 2 Net-Finder-V1.

1 for each element e ∈ V ′ do
2 select e into H independently w.p. α/B ; // Base Sampling
3 for sets T1 to Tm do
4 while Tt is not hit by H do
5 add each element in Tt into H independently w.p. β/|Tt| ; // Alteration

Let ε denote B/N ′. Since each set in G has size at least B, any ε-net in the set system
(V ′,G) must hit all the sets in G. The following guarantee now follows from [23, Theorem 7.6]:

▶ Theorem 7. Assume that the set system G has SCC φG and VC dimension d. Define
ε = B/N ′. For α = O(d+ln(d ·φG(O(d/ε), O(d)))) ·O(1/ε) and β = O(d), the Net-Finder-V1
Algorithm picks O(1/ε) · log φG

(
O(d/ε), O(d)

)
+ O(d/ε) elements in expectation.

4.2 Implementing NetFinder Online
We show how to implement Algorithm 2 online. There are two technical difficulties:

(i) The parameter α used in Algorithm 2 depends on N ′ (see Theorem 7). But in the
online setting, elements contained in a set are revealed over time, and hence N ′ changes
over time. We address this using a standard doubling trick: we divide the execution
into phases. In a single phase, the value of N ′ lies in the range [2a, 2a+1) for some
non-negative integer a.

SoCG 2026



14:8 Improved Online Hitting Set Algorithms for Structured and Geometric Set Systems

(ii) The base sampling step in Algorithm 2 should not be performed for elements e ∈ V \V ′.
As observed above, the set V ′ only gets revealed over time. Crucially, base sampling
can be deferred: we sample an element e ∈ V ′ only upon the arrival of the first set Tt

containing it.

The algorithm, Net-Finder-V2, is given in Algorithm 3. First, we find the nearest power
of 2 which is larger than N ′ and define ε accordingly (line 3). Observe that the quantity
α is a function of ε (as given in Theorem 7). The rest of the algorithm is essentially the
same as Net-Finder-V1, but we perform base sampling on an element only when the first
set containing it arrives. Thus, we classify the elements in V as being either fresh or stale;
initially, each element is fresh. An element becomes stale when we encounter the first set
containing it. The alteration steps are then done exactly as in Net-Finder-V1. It follows
that the statement of Theorem 7 holds for this algorithm as well.

Algorithm 3 Net-Finder-V2.

1 for sets T1 to Tm do
2 Update V ′ := ∪t′≤tTt′ and N ′ = |V ′|
3 Let a be such that N ′ ∈ [2a, 2a+1). Set ε = B/2a+1.
4 for each fresh element e ∈ Tt do
5 select e into H independently with probability α(ε)/B ; // Base Sampling
6 mark e as stale
7 while Tt is not hit by H do
8 select each element in Tt independently w.p. β/|Tt| ; // Alteration

4.3 The Final Algorithm
We now describe the online hitting set algorithm combining Algorithm 1 and Algorithm 3. If
A is an online algorithm for fractional hitting set and I = (U,F) an instance of the online
hitting set, we use Algorithm 1 to obtain the instance J = (V,G), such that each set St ∈ F
gives rise to set Tt ∈ G. In each iteration t, Net-Finder-V2 maintains H as a valid hitting set
for J by potentially adding elements from Tt. Then, we recover the corresponding hitting set
for I by projecting the solution back, i.e., using the set proj(H). We get the following result:

▶ Theorem 8. Given an online ρ-competitive algorithm for fractional online hitting set, there
is an online randomized algorithm for unweighted hitting set that has expected competitive
ratio

O(ρ d) + O (ρ log (d φF (ρ d OPT(I), d)))

for any instance I = (V,F), where the set system F has SCC φF and VC dimension d.

Proof. We need to bound the expected size of proj(H). Since |proj(H)| ≤ |H|, it suffices to
bound E[|H|]. Consider a phase during the algorithm when N ′ stays in the range [2a, 2a+1)
for some a. Observe that ε = B/2a+1.

Using the notation in Section 4.1, Theorem 7 implies that E[|H|] is at most

O(1/ε)·log φG
(
O(d/ε), O(d)

)
+O(d/ε) = O(2a+1/B)·log φG

(
O(d2a+1

/B), O(d)
)
+O(d2a+1/B).

Summing over all a (which forms a series dominated by the last term) and using N ′ to denote
the final value of |V ′|, we see that the E[|H|] is at most

O(N ′/B) · log φG
(
O(N ′

/B), O(d)
)

+ O(dN ′/B).

Theorem 6 gives N ′/B ≤ 1 + ρ OPT(I) and φG(ℓ, k) ≤ kφF (ℓ, k), and hence the proof. ◀
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▶ Corollary 9. Given an online ρ-competitive algorithm for fractional online hitting set,
there is an online randomized algorithm for (unweighted) online hitting set that has expected
competitive ratio O(dρ · log(dρ · OPT(I))), if the input set system F has VC dimension d.

Furthermore, if the SCC φF of the set system satisfies φF (ℓ, k) = poly(k), then the
expected competitive ratio is O(dρ log d).

Proof. If the set system has VC dimension d, then φF (ℓ, k) = O(ℓd). Theorem 8 now implies
the desired bound on the competitive ratio. The result for the case φF (ℓ, k) = poly(k) also
follows from Theorem 8. ◀

Setting ρ = log n in Corollary 9 implies Theorem 1.

5 Online Algorithm for Weighted Hitting Sets

We now consider the weighted case of the hitting set problem on an online instance J = (V,G).
We use N = |V | to denote the size of the universe, and B = n to denote a lower bound on
the size of each set in this instance. In lieu of the size guarantee, we give a per-element
guarantee and show that each element e ∈ V which lies in at least one set is chosen with
probability at most α/B, for some parameter α = α(N, B) ≥ 1. We adapt the quasi-uniform
sampling framework of [8] to the online setting. For convenience, we follow the exposition of
that algorithm as presented in [23, Chapter 8].

5.1 Element Levels
The idea of the algorithm is natural: we construct a nested family of sets starting with
V0 = V , where each subsequent set Vℓ+1 is a uniformly random subset of size roughly (1/2 + δ)
times that of the previous set Vℓ, for a small “bias” term δ. The process ends at a level L∗

with the corresponding set VL∗ having size ≈ N/B. If we chose VL∗ as our hitting set H,
the probability of each element e ∈ H would be ≈ 1/B, as desired. As sets in G are hit only
with constant probability by VL∗ , we require “alterations” (backups) to ensure validity.

We assume that φG that is (a, b)-well-behaved for some positive constants a, b. (Recall
Definition 4.) Let c1 be a large enough constant and assume B ≥ c1. For brevity, define

Nℓ = c1 N

2ℓ
Bℓ = B

2ℓ
. (2)

Now we can define the element levels as follows:
1. Define L∗ to be the largest value ℓ ∈ [0, log B/c1] such that

hG(Nℓ, Bℓ)
(def.)=

√
8 ln(Bℓ · ⌈log Nℓ⌉ · φG(Nℓ, Bℓ))

Bℓ
≤ 1/2. (3)

If L∗ = 0 (or if hG(N0, B0) > 1/2), we return V as the hitting set. Since we have
L∗ = log B

c1
or hG(NL∗ , BL∗) > 1/2, it follows that

1
2L∗ = O

(
1
B

+ log(log N · BL∗ · φG(NL∗ , BL∗ ))
B

)
= O

(
log(log N · BL∗ · φG(NL∗ , BL∗ ))

B

)
. (4)

2. Define V0 = V . For each ℓ ∈ {0, 1, . . . , L∗ − 1}, let Vℓ+1 be a random subset of Vℓ of size

|Vℓ| · (1/2 + hG(|Vℓ|, Bℓ)).

3. The level of element e is defined as the largest ℓ ∈ {0, 1, . . . , L∗} such that e ∈ Vℓ.
Since the elements of V are given up-front, we define subsets Vℓ before sets in G arrive.

SoCG 2026
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5.2 The Weighted Hitting Set Algorithm
Given the notion of element levels, the main idea of the algorithm of [8], is the following:
for each set T ∈ G, consider the first level where |T ∩ Vℓ| is smaller than B/2ℓ. If this
(low-probability) bad event happens, we pick some element in T at level ℓ− 1 to hit it (since
|T ∩ V0| = |T | ≥ B, ℓ > 0). The choice of this “backup” element is done consistently so that
no element is chosen with too high a probability – showing such backup elements can be
chosen is precisely where the small SCC of set system plays a role.

Algorithm 4 Offline Small SCC Hitting Set.

1 Define element levels and sets Vℓ ← {e ∈ V | level(e) ≥ ℓ} as in Section 5.1
2 foreach arriving set T ∈ G do
3 foreach level ℓ ∈ {0, 1, 2, . . . , L∗ − 1} do
4 define backup element γℓ(T ) ∈ Vℓ ∩ T as in Section 5.3.1
5 if |T ∩ Vℓ+1| < B/2ℓ+1 then
6 add element γℓ(T ) to the hitting set Qℓ

7 Let V ′ be the elements in V contained in at least one set in G
8 return H = Q0 ∪ . . . ∪QL∗−1 ∪ (VL∗ ∩ V ′)

The algorithm (presented in 4) follows this outline: For each arriving set T of size at least
B, and each level ℓ, we define a backup element, namely γℓ(T ), that will hit it in case of the
bad event happening at the next level. This bad event at level ℓ is that the size of T ∩ Vℓ is
smaller than B/2ℓ. Since each arriving set T is of size at least B, it either experiences a bad
event at some level {0, 1, . . . , L∗ − 1}, or intersects the final set VL∗ . It is now easy to check
that the solution returned by the algorithm is feasible; the remaining part is to show that
each element belongs to this hitting set with probability α/B for some suitable parameter α.

In order to implement this algorithm in an online fashion, we need to define the backup
element in line 4 in an online fashion; we do this in the next section with only a small loss in
performance over the offline setting.

5.3 Backup Elements and Consistent Rounding
The next lemma defines a good backup map that can be maintained online:

▶ Lemma 10. Consider a set system (X,H). For any positive integers k and i, let Hi

be the subsets in H of sizes in [2ik, 2i+1k). Then there exists a map γ∗ : H → X such
that γ∗(S) ∈ S for each S ∈ H and for each integer i ≥ 0, the number of sets from the
subcollection Hi (i.e., the “scale-i” sets) mapped by γ∗ to any element e ∈ X is at most

load∗
H(k, i) := φH(|X|, 2i+1k) · 2i+1k.

Moreover, if the sets in H arrive online, we can maintain such a map γ such that the number
of sets assigned to each element is at most loadH(k, i) := ⌈log |X|⌉ · load∗

H(k, i).

Proof. The first part of the lemma is proved in [23, Lemma 8.18]. For the second claim, we
do the following. Fix an integer i ≥ 0. We build a map γi : Hi → X online using a basic
result about algorithms for online load-balancing: it says that if jobs arrive online and each
job must be assigned to one of some subset of “valid” machines, then the greedy algorithm
ensures that the number of jobs assigned to any machine is at most ⌈log #machines⌉ factor
higher than the optimal maximum load [3]. In our setting, the jobs are sets from Hi and the
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machines are elements of X, which shows that the load of each element with respect to the
sets in Hi is only ⌈log N⌉ worse than in γ∗. Finally, the map γ : H → X merely combines
all these maps {γi} into one, completing the claim. ◀

The following “bias” term will be crucial for the rest of the analysis:

hH(ℓ, k) :=
√

8 ln(k · ⌈log ℓ⌉ · φH(ℓ, k))
k

. (5)

▶ Lemma 11. Consider set system (X,H) and a positive integer k such that |S| ≥ k for
all S ∈ H, and where hH(|X|, k) ≤ 1/2. Let Y ⊆ X be a uniformly random subset of size
|X| ·

(
1/2 + hH(|X|, k)

)
. Suppose the sets in H are revealed online one by one. Let γ be the

online mapping defined in Lemma 10. Then, defining

Q := {γ(S) | S ∈ H, |S ∩ Y | < k/2}

gives us a set Q ⊆ X (which is maintained in an online fashion) such that
(i) for each S ∈ H, either |S ∩ Y | ≥ k/2 or S ∩Q ̸= ∅, and
(ii) each e ∈ X belongs to Q w.p. O(1/k2), where the probability is over the choice of Y .

Proof. This proof follows that of [23, Lemma 8.13], the only differences are that (a) the
procedure is performed online, and (b) the load of any element is higher by ⌈log |X|⌉ due
to the online load balancing in Lemma 10. Accordingly, the second term hH(|X|, k) in the
sampling probability contains a term corresponding to ⌈log |X|⌉, which helps to control the
probability of any element being chosen into Q.

We now give a sketch of the proof. A Chernoff bound implies that if we pick a random
subset Y ⊆ X of size |X| · (1/2 + δ) with δ ≤ 1/2, any set S of size at least k has

Pr[|S ∩ Y | < k/2] ≤ exp(−|S|/2 · δ2). (6)

(See [6] for a proof.) As in the statement of Lemma 10, we partition H into sets Hi based on
the set sizes. Now we add an element e to Q if e = γ(S) for some set S ∈ H and |S∩Y | ≤ k/2.
By a union bound, the probability of e being added to Q is at most

Pr[e ∈ Q] ≤
∑
i≥0

∑
S∈Hi:γ(S)=e

Pr[|S ∩ Y | < k/2] ≤
∑
i≥0

loadH(k, i) · exp(−2i−1k · hH(|X|, k)2).

For brevity, define Λ := ⌈log |X|⌉. Using the definition of hH(ℓ, k) in (5) and Lemma 10, we see that
the above expression is at most

≤
∑
i≥0

2i+1k

k2i+2
Λ · φH(|X|, 2i+1k)

(Λ · φH(|X|, k))2i+2

(⋆)
≤

∑
i≥0

2i+1k

k2i+2
(Λ · φH(|X|, k))2(i+1)

(Λ · φH(|X|, k))2i+2︸ ︷︷ ︸
≤1

≤ O(1/k2),

where inequality (⋆) used the fact that Λ = ⌈log |X|⌉ ≥ 1, φH is (a, b)-well-behaved and that
k ≥ b (we assume the constant in O(1/k2) is at least b2 and hence the upper bound on the
probability of this event is trivial if k < b). This completes the proof of the lemma. ◀

In summary, we know that for any set system (X,H), if we pick a random subset Y of
about half (plus some “bias” term hH(|X|, k) that depends on the SCC and the extra load
⌈log |X|⌉) of the elements, then most sets of size at least B have at least B/2 elements in
common with Y , and moreover, each element e ∈ X is picked as a backup element (due to
sets that have fewer than B/2 elements) with probability at most O(1/k2).

SoCG 2026
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5.3.1 Defining backup maps in Algorithm 4
We can now use Lemma 10 to define the maps γℓ used in line 4 of Algorithm 4. Fix an
index ℓ ∈ {0, . . . , L∗ − 1}. Consider the set system (Vℓ,Gℓ) where Gℓ is the collection of
subsets T ∈ G for which |T ∩ Vℓ| ≥ B/2ℓ. We now use Lemma 10 with X = Vℓ,H = Gℓ and
k = Bℓ = B/2ℓ. We set γℓ to be the resulting online map γ : Gℓ → Vℓ. Observe that the set
Q defined in Lemma 10 is same as the set Qℓ defined in Algorithm 4. We show next that
maps γℓ (and the resulting backup sets Qℓ) ensure a low probability of picking elements.

5.4 Probability of Picking Elements
To bound the probability of selecting an element e in the hitting set constructed by Algo-
rithm 4, we first relate hG

(
Nℓ, Bℓ

)
for varying values of ℓ (See [6] for the proofs).

▷ Claim 12. For any ℓ < L∗ we have hG
(
Nℓ+1, Bℓ+1

)
≥

√
2
a · hG

(
Nℓ, Bℓ

)
.

▷ Claim 13. For any ℓ ≤ L∗ we have |Vℓ| ≤ c1 N/2ℓ, and for each e ∈ V , Pr[e ∈ Vℓ] ≤ c1
2ℓ .

▶ Theorem 14. In Algorithm 4, each element e ∈ V is selected in the set H with probability
at most O

( 1
B · log(BL∗ · log N · φG(NL∗ , BL∗))

)
.

Proof. Recall that if L∗ = 0, we return the entire set V as the solution (which clearly hits
all sets of size at least B); using (4), we get

Pr[e ∈ H] = 1 ≤ O

(
log(BL · log N · φG(c1N, N))

B

)
. (7)

Else, by a union bound, the probability that e ∈ H is
L∗−1∑
ℓ=0

(
Pr[e ∈ Vℓ] Pr[e ∈ Qℓ | e ∈ Vℓ]

)
+ Pr[e ∈ V ∗

L ] =
L∗−1∑
ℓ=0

c1

2ℓ
· (Bℓ)−2 + c1

2L∗ ,

where we used Claim 13 and Lemma 11ii for the first expressions, and Claim 13 again for
the second. Now simplifying using the definition (2) for the first term, and the inequality (4)
for the second, we get

Pr[e ∈ H] ≤ c1

B2 ·
L∗−1∑
ℓ=0

2ℓ + O

(
log(log N ·BL∗ · φG(NL∗ , BL∗))

B

)
.

Finally, the geometric sum gives 2L∗ ≤ B
c1

, and results in the claimed bounds. ◀

5.5 The Algorithm for Weighted Hitting Sets
We now combine Algorithm 1 and Algorithm 4 to get an online weighted hitting set algorithm.
We first give a simple observation about Algorithm 1 (See [6] for the proof).

▷ Claim 15. Let I = (U,F) be an instance of the weighted online hitting set problem. Then,
Algorithm 1 can be implemented such that (let xe be the solution at the end of the instance)
(i)

∑
e cexe ≤ 4ρ OPT(I), (ii) if xt

e ̸= 0 for any time t and element e, then xt
e ≥ 1/n.

The online weighted hitting set algorithm is as follows: Algorithm 1 (with the changes
in Claim 15) takes an instance I = (U,F) of the weighted hitting set problem and outputs
an online instance J = (V,G) (which has the properties stated in Theorem 6). Since the
backup maps γℓ can be defined in an online manner, Algorithm 4 can be implemented on the
instance J in an online manner. This gives us an online hitting set H. The hitting set for I
is just proj(H). We now state the main result about the competitive ratio of this algorithm.
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▶ Theorem 16. Given an online ρ-competitive algorithm for fractional online hitting set,
there is a randomized (weighted) online hitting set algorithm with expected competitive ratio

O
(
ρ · log(BL∗ log n · φF (NL∗ , BL∗))

)
.

Here L∗ is the level associated with the instance (V,G) as given by (3).

Proof. Let e be an element in V . If e does not appear in any of the sets ∪tTt, then it is not
selected by Algorithm 4. Otherwise its selection probability is upper bounded by Theorem 14.

Consider an element e ∈ U (note that U is the ground set of the original instance I).
We now bound the probability that it gets selected. Let xe be the final fractional value of e

in Algorithm 1. If xe = 0, then no clones of e appear in any of the sets in the instance G,
and hence, none of these clones gets added to H in Algorithm 4. Therefore probability of e

getting selected is 0. Now suppose xe > 0. Claim 15 shows that xe ≥ 1/n. Let Ye be the set
of clones corresponding to e in the set V . In other words, Ye = {(e, i) : i ≤ ⌈min(1, nxe)⌉}.
Since xe ≥ 1/n, |Ye| ≤ 2nxe. Now, any clone (e, i) gets added to H with probability at most

O
( 1

B
· log(BL∗ log N · φG(NL∗ , BL∗))

)
.

Therefore, the probability that any of the clones of e gets added to H is at most |Ye| times
the above expression. Thus, the probability of selection of e is at most (recall that B = n)

O
(

log(BL∗ log N · φG(NL∗ , BL∗))
)
xe.

The desired result now follows from the fact that
∑

e cexe = 4ρ ·OPT (using Claim 15), that
N = O(n2) and that φG(NL∗ , BL∗) ≤ BL∗ · φF (NL∗ , BL∗) due to Theorem 6. ◀

The guarantee of Theorem 16 depends on the value of L∗, which depends on the form of
φ. We now apply the above result for the most interesting case: that of set systems with
linear SCC, i.e., where φF (ℓ, k) = poly(k).

▶ Corollary 17 (Linear SCC). Suppose we are given an online ρ-competitive algorithm for
fractional online weighted hitting set and the arriving instance I = (U,F), n := |U |, satisfies
φF (ℓ, k) = poly(k). Then there is an online randomized algorithm for (weighted) online
hitting set that has expected competitive ratio O

(
ρ log log n

)
.

Corollary 17, whose proof is deferred to the full version of the paper, implies Theorem 2.
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