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Abstract
We study the following range searching problem in high-dimensional Euclidean spaces: given a finite
set P ⊂ Rd, where each p ∈ P is assigned a weight wp, and radius r > 0, we need to preprocess P

into a data structure such that when a new query point q ∈ Rd arrives, the data structure reports the
cumulative weight of points of P within Euclidean distance r from q. Solving the problem exactly
seems to require space usage that is exponential to the dimension, a phenomenon known as the curse
of dimensionality. Thus, we focus on approximate solutions where points up to (1 + ε)r away from q

may be taken into account, where ε > 0 is an input parameter known during preprocessing. We
build a data structure with near-linear space usage, and query time in n1−Θ(ε4/ log(1/ε)) + tϱ

q · n1−ϱ,
for some ϱ = Θ(ε2), where tq is the number of points of P in the ambiguity zone, i.e., at distance
between r and (1 + ε)r from the query q. To the best of our knowledge, this is the first data
structure with efficient space usage (subquadratic or near-linear for any ε > 0) and query time that
remains sublinear for any sublinear tq. We supplement our worst-case bounds with a query-driven
preprocessing algorithm to build data structures that are well-adapted to the query distribution.

2012 ACM Subject Classification Theory of computation → Design and analysis of algorithms

Keywords and phrases Approximate range counting, partition trees, high dimensions

Digital Object Identifier 10.4230/LIPIcs.SoCG.2026.60

Related Version Full Version: https://arxiv.org/abs/2603.12106

Funding Andreas Kalavas: Supported in part by the U.S. National Science Foundation (NSF) Grants
ECCS-2145713, CCF-2403194, CCF-2428569, and ECCS-2432545.
Ioannis Psarros: This work has been partially supported by project MIS 5154714 of the National
Recovery and Resilience Plan Greece 2.0 funded by the European Union under the NextGenerationEU
Program.

Acknowledgements We would like to thank Dimitris Fotakis for valuable discussions on the topic.

1 Introduction

Range searching is a fundamental problem with wide applications in areas such as com-
putational geometry [13], databases [36], geographic information systems (GIS) [25], and
computer graphics [4]. One fundamental variant of range searching is that of range counting,
where given a dataset P , we need to preprocess it into a data structure so that for a query
range Rq, we can efficiently estimate |Rq ∩ P |. Primary examples of types of query ranges
include rectangles, balls, halfspaces, and simplices.

In this paper, we study the special case of range counting queries for Euclidean balls of
fixed radius. Solving the problem exactly seems to require space usage that is exponential to
the dimension, a phenomenon known as the curse of dimensionality. Therefore, aiming for
solutions that scale well with the dimension, we focus on approximate solutions where points
up to (1 + ε)r away from q may be considered, where ε > 0 is an input parameter known
during preprocessing. Formally, given as input a dataset P ⊆ Rd, such that each point p ∈ P
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is assigned a weight wp ∈ R, search radius r > 0, and approximation parameter ε > 0, the
approximate spherical range counting problem is to preprocess P into a data structure that
given any query point q ∈ Rd, it reports wS =

∑
p∈S wp, where S ⊆ P is a subset such that

B(q, r) ∩ P ⊆ S ⊆ B(q, (1 + ε)r) ∩ P , where, for any x ∈ Rd, r > 0, B(x, r) denotes the
Euclidean ball of radius r centered at x. Since we can uniformly rescale the dataset, we
assume throughout the paper that the search radius is 1.

Related work. We juxtapose the above problem definition with a different notion of
approximate counting, adapted for example by Aronov and Har-Peled [10], where one is
interested in approximating the number of points inside a query range. Given a query range
Rq, the data structure shall return a value ν such that (1 − ε)|Rq ∩ P | ≤ ν ≤ (1 + ε)|Rq ∩ P |.
Aronov and Har-Peled [10] show that one can reduce such a counting query to a sequence of
“emptiness” queries, determining if the query range is empty or not, of length polynomial
in log |P | and ε−1. In contrast, our definition asks for an exact aggregate over a set whose
geometry is allowed to vary within the annulus B(q, 1 + ε) \ B(q, 1). This definition has been
used, e.g., by Arya and Mount [11], although they study solutions in the low-dimensional
regime.

In terms of known solutions, approximate spherical range counting in high dimensions
is not clearly distinguished from other variants of approximate range searching. Perhaps
the most promising approach for related problems in high dimensions is locality sensitive
hashing (LSH) (see [26, 20, 6, 8]), which maps the points to buckets with the promise that
near (resp. far) points are more (resp. less) likely to be mapped together. It is not clear how
one could use an LSH-based approach to solve the counting variant without paying at least
the cost of exploring all points in B(q, 1). This suggests that, within LSH-based frameworks,
counting is unlikely to admit a fundamentally more efficient solution than reporting. In this
work, we focus on designing solutions better suited to the counting variant.

Our Results. Our main contribution is to design a data structure for the approximate range
counting problem in high-dimensional Euclidean spaces. For any constant approximation
parameter ε ∈ (0, 1), our data structure uses near-linear space, polynomial preprocessing
time, and query time that is sublinear for any sublinear number of points in the ambiguity
zone, i.e., for any sublinear tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P | the query time is sublinear.

Our approach is reminiscent of classic results for the exact range searching problem in
low-dimensional Euclidean spaces. In particular, a central notion of our approach is that of
partition trees [32, 14]. We adapt well-studied relations between spanning trees with low
stabbing numbers (which also appears as “crossing” in previous works) and partition trees
(see, e.g., [15]) to our approximate setting. A key difference in our setting is that we use a
stronger notion of stabbing; we say that a point q ε-stabs a set S if ∃x ∈ S : ∥x − q∥ ≤ 1 and
∃y ∈ S : ∥y − q∥ ≥ 1 + ε (classic stabbing would correspond to the case where ε = 0). An
important step in our preprocessing algorithm is finding a “light” edge, i.e., a pair of input
points that is ε-stabbed by a polynomial in d ratio of the relevant queries. Then, using the
multiplicative weight update (MWU) method in a similar manner as [38, 15, 39], we are able
to show that we can compute a spanning tree with low ε-stabbing number, implying that we
can build a partition tree such that for any query, we only need to visit a bounded number
of nodes. To traverse the partition tree, we need to be able to decide for each internal node
if the corresponding subset is ε-stabbed by the query. We can only do this approximately,
meaning that we may also explore nodes that are almost ε-stabbed, but the overall cost of
this exploration is proportional to tq.
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▶ Theorem 1 (Simplified version of Theorem 17). Given a set of n points in Rd, we can build
a randomized data structure for the approximate range counting problem, with space usage in
Õ(n), preprocessing time in O(dn) + npoly(1/ε) and sublinear query time if tq is also sublinear.

Our data structure is the first to achieve space usage that is near-linear in n and polynomial in
d, and query time that is sublinear in n and polynomial in d for any sublinear tq. In Table 1,
we juxtapose our result with previous known results that even implicitly solve the same
problem. While LSH is originally proposed for the approximate near neighbor problem, where
the data structure is only required to report one witness point within distance 1 + ε, Ahle et
al. [2] proposed an LSH-based solution for the problem of reporting all points. Their data
structure is adaptive; while building time and space can be that of an LSH table prepared for
worst-case inputs (parameter ρ in Table 1), query time is that of the best LSH parameters for
the query/instance (parameter b). Moreover, LSH tuned for near-linear space [8] can solve
the reporting problem with only a logarithmic overhead in space and query time, since we
can amplify the probability that every near neighbor will eventually be encountered. Since
both LSH-based methods can solve the reporting variant, they can also solve the counting
problem. However, it is not clear whether one can modify such an approach to avoid looking
into all near points. Although our result does not guarantee sublinear query time in the worst
case, it advances prior space-efficient work in high dimensions by making the complexity
depend on the number of points in the annulus rather than on all points inside the entire ball.
Trivially, the bucketing method, when combined with a Johnson-Lindenstrauss dimension
reduction (as in [20]), can solve the counting problem; after reducing the dimension, one can
store the relevant information in grid cells near the dataset. Such methods that discretize the
query space, while providing efficient query times, unavoidably have huge space requirements.
Finally, when the dimension is constant, partition trees [14] solve the problem exactly, while
BBD-trees [11] leverage improved query times for approximate solutions (although still
exponential in d).

In addition to our worst-case guarantees, we present an algorithm inspired by learning
theory. Specifically, this algorithm is query-driven, i.e., it receives a number of query samples
and aims to construct the data structure that yields the best expected query runtime for the
distribution of the queries. This way, we design a much faster preprocessing algorithm (from
npoly(1/ε), the complexity falls to nO(1)), which gives us similar bounds for the average case.

Our approach is motivated by the viewpoint of analyzing algorithms through the lens
of statistical learning (e.g., [19, 12]). While this has been influential in optimization and
mechanism design, to the best of our knowledge, a similar treatment for data structures is
absent. Although related ideas appear in learned index structures [31], LSH trees whose
cutting rules are optimized with respect to the given dataset [7], learning-augmented binary
trees with optimized search assuming access to advice from a frequency estimation oracle [30],
these works do not directly cast the data structure construction itself as a PAC learning
problem. We also remark that the related notions of self-improving [3] and instance-optimal
algorithms [1] address different guarantees. A simplified version of our result follows:

▶ Theorem 2 (Simplified version of Theorem 20). Given a set of n points in Rd and a sample
of O(nd log n) queries from a query distribution DQ, we can compute a partition tree T̃ with
near-optimal expected visiting number for DQ in O(n3d log n) time with high probability.

We believe this is a neat way to use tools from other areas to design efficient algorithms
for difficult problems or problems with only existence guarantees, and it would be interesting
to see what other data-structure problems might benefit from this viewpoint.

SoCG 2026
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Organization. In Section 2 we present notation and useful known results and prove auxiliary
lemmas that will be used later. In Section 3 we analyze a data structure that supports
approximate stabbing queries. Subsequently, in Section 4 we prove that a spanning tree with
sublinear ε-stabbing number exists and can be computed in polynomial time, which we then
use to prove that a partition tree with sublinear query time can be efficiently constructed in
Section 5. In Section 6 we present our data-driven algorithm for building a partition tree
with near-optimal expected visiting number. Missing proofs can be found in the full version.

Table 1 Existing solutions for the approximate range counting problem. k denotes the number of
points within distance 1 + ε from the query, whereas t ≤ k denotes the number of points at distance
between 1 and 1 + ε from the query. Adaptive LSH uses a worst-case choice of LSH exponent ρ, but
answers queries with an instance-best LSH exponent b.

Method Space Prep. time Query time
LSH [8] n1+o(1) n1+o(1) n1−Θ(ε2)+o(1) + kno(1)

Adaptive LSH [2] Õ(n1+ρ) Õ(n1+ρ) O(k(n/k)b)
Bucketing + JL [20] npoly(1/ε) npoly(1/ε) O(ε−2 log n)

BBD-Trees [11] O(dn) O(dn log n) O(log n) + O(1/ε)d−1

Partition trees [14] O(dn) O(dn) O(n1−1/d)
Theorem 20 Õ(n) npoly(1/ε) n1−Θ(ε4/ log(1/ε))+tΘ(ε2) · n1−Θ(ε2)

2 Preliminaries

We use the Õ notation to hide the dependence on poly(log n, log(1/ε)). For any δ ∈ R>0,
let Gd

δ = {δ · v | v ∈ Zd} be the grid of side length δ. Unless stated otherwise, ∥ · ∥ denotes
the Euclidean norm ∥ · ∥2. For any p ∈ Rd and r > 0, B(p, r) denotes the Euclidean ball
centered at p, i.e., B(p, r) = {x ∈ Rd | ∥x − p∥ ≤ r}.

We say that a set of points P is (ε, r)-stabbed by a point p, if and only if there exists a
point x ∈ P such that ∥x−p∥ ≥ (1+ε)r and there exists a point y ∈ P such that ∥y −p∥ ≤ r.
We say that a pair of points x, y (or an edge formed by them) is (ε, r)-stabbed by p, if and
only if {x, y} is (ε, r)-stabbed by p. For brevity, when r = 1, we say that a pair x, y is
ε-stabbed by p if and only if it is (ε, 1)-stabbed by p. Given some P ⊂ Rd and an edge set G

(if G is a graph, we refer to its edges), σ(q, G) denotes the ε-stabbing number of q on G, i.e.,
the number of edges in G that are ε-stabbed by q.

A partition tree T built on a set of points P is a tree where each node v is associated
with a subset Pv ⊆ P , and for each node v with children u1, . . . , uℓ, we have Pv =

⋃
i Pui

and ∀i ̸= j Pui
∩ Puj

= ∅. For a partition tree T , and a query q, the visiting number of T
w.r.t. q, denoted by ζ(q, T ) is the number of nodes v in T which are either root of T or their
parent u satisfies one of the following:

Pu is ε-stabbed by q, or
Pu ∩ (B(q, 1 + ε) \ B(q, 1)) ̸= ∅ and Pu ⊆ B(q, 1 + ε), or
Pu ∩ (B(q, 1 + ε) \ B(q, 1)) ̸= ∅ and Pu ∩ B(q, 1) = ∅.

Intuitively, the visiting number is an upper-bound estimate of the number of nodes that will
be visited to answer a query approximately.

2.1 Range spaces
Fix a countably infinite domain set X. The so-called Vapnik-Chernovenkis dimension [34,
35, 37] (VC dimension) of a set F of functions from X to {0, 1}, denoted by V Cdim(F), is
the largest d such that there is a set S = {x1, . . . , xd} ⊆ X, for which, for any s ∈ 2S there
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is a function f ∈ F such that p ∈ s ⇐⇒ f(p) = 1. A range space is defined as a pair (X, F)
where X is the domain and F is a set of functions from X to {0, 1}, or equivalently a pair of
sets (X, R), where X is the domain and R is a set of ranges, i.e., subsets of X. The dual
range space of a range space defined by sets (X, R) is a range space defined by sets (R, X ),
where X = {{R ∈ R | x ∈ R} | x ∈ X}. The dual VC dimension of a range space is the VC
dimension of its dual. A set N ⊆ X is an ε-net if ∀R ∈ R : |R ∩ X| ≥ ε|X| ⇒ N ∩ R ̸= ∅.

▶ Theorem 3 (ε-net theorem [24]). Let (X, R) be a range space of VC-dimension D < ∞,
where X is a finite set. There exists a constant C > 0 such that for any ε ∈ (0, 1) if we
sample a set of m points (independent picks with uniform probability) from X, where

m ≥ C
1
ε

(
D log 1

ε + log 1
δ

)
,

then, with probability at least 1 − δ, the resulting set is an ε-net for (X, R).

For any S = (x1, . . . , xm) ∈ Xm let µf (S) = m−1 ·
∑m

i=1 f(xi). For any η > 0, r ≥ 0, s ≥ 0,
let dη(r, s) = |r−s|

η+r+s . By properly adjusting the parameters in Theorem 3.1 of [29], we obtain
the following corollary. A similar result is obtained in [23].

▶ Corollary 4. Let X be a countably infinite domain. Let F be a set of functions from X

to {0, 1} with VC dimension D and let D be a probability distribution over X. Also, let
δ, η ∈ (0, 1). There is a universal constant c such that if m ≥ c

η ·
(

D log
(

1
η

)
+ log

( 1
δ

))
then

if we sample S = {x1, . . . , xm} independently at random according to D, then with probability
at least 1 − δ, for any f ∈ F ,

|µf (S) − Ep∼D[f(p)]| ≤ (3/8) · max{Ep∼D[f(p)], η}.

A key requirement in building our data structures is to be able to efficiently sample from
a multiset, which can also be updated. A multiset can be seen as a weighted set where
weights correspond to multiplicities. In the following lemma, we show that one can maintain
a multiset in a data structure that supports sampling and updates on the multiplicities.

▶ Lemma 5. [Multiset sampling data structure] Let P = {p1, . . . , pn} ⊂ Rd, and let ε ∈ (0, 1).
Let Γ = {γ1, . . . , γn} ⊂ N be weights associated with the points of P . There is an algorithm
that preprocesses Γ, P into a data structure, in O(n log n) time, using O(n log n) space, which
supports the following operations:
1. sampling of a point pi ∈ P with probability γi∑

i∈[n]
γi

in O(log(n)) time,

2. update of the weight γi of a point pi ∈ P , in O(log n) time.
Sampling uses O

(
log

(∑
i∈[n] γi

))
random bits. If bit-complexity were taken into account,

both preprocessing and updates would incur an additional O
(

log
(∑

i∈[n] γi

))
bit-cost per

arithmetic operation.

2.2 Embeddings
We use the following version of the Johnson-Lindenstrauss (JL) lemma [28], as expressed for
a single vector and Gaussian matrices.

▶ Theorem 6 ([27]). Let x ∈ Rd be fixed and let k ∈ N. Draw a random matrix A ∈ Rk×d

with i.i.d. entries Aij ∼ N (0, 1/k). Then for any ε ∈ (0, 1),

Pr
[∣∣∥Ax∥2

2 − ∥x∥2
2
∣∣ > ε ∥x∥2

2
]

≤ 2 · exp

(
−ε2k

8

)
.

SoCG 2026
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We also make use of the following result on terminal embedding for Euclidean spaces.

▶ Theorem 7 ([33]). Let T ⊂ Rd be a finite set of terminals. For every ε ∈ (0, 1) there
exists a mapping f : Rd → Rk with k = O

(
ε−2 log |T |

)
such that for all q ∈ T and all p ∈ Rd,

(1 − ε) ∥q − p∥2 ≤ ∥f(q) − f(p)∥2 ≤ (1 + ε) ∥q − p∥2.

For any T , and any c > 0, we can compute a mapping f in poly(|T |) time such that the
above property holds with probability at least 1 − n−c. Moreover, for any p ∈ Rd, f(p) can be
computed in poly(|T |) time.

2.3 Model
We assume that our algorithms operate in the Real-RAM model with the additional assump-
tion that the floor function can be computed in constant time. While it is known that this
model is strictly more powerful than the classical word-RAM [16], it is often used in the
Computational Geometry literature [22]. We stress that we do not use encodings that pack
superpolynomial information into a single machine word or real number, and our use of ⌊·⌋
is purely for convenience (e.g., discretization and bucketing).

One building block of our algorithms is a data structure known as the dictionary. A
dictionary is a data structure which stores a set of (key, value) pairs and when presented
with a key, either returns the corresponding value, or returns that the key is not stored in
the dictionary. In our case, keys are typically vectors in Zd and values are pointers to lists.
In the Real-RAM model, we can use a balanced binary tree to build a dictionary with n

values, using Õ(dn) preprocessing time and storage and Õ(d) query time.

3 Approximate stabbing queries

In this section, we design a solution for our main subproblem, that is, the problem of
preprocessing a set of points to support queries that ask to determine if a query ε-stabs
the given pointset. In particular, the data structure is required to determine if the query
ε-stabs the pointset, if all points are near the query, or if all points are far from the query.
The resulting data structure returns approximate answers, meaning that it allows for wrong
decisions when the pointset is “nearly” ε-stabbed, as formalized in Theorem 10. This is
sufficient for our purposes, which are building these data structures in internal nodes of a
partition tree to assist in traversing the tree to answer a query.

Our main technical ingredient is a randomized embedding to the Hamming metric, which
is implemented using LSH to partition the space into buckets and then applying random
binarization of the buckets. A similar argument has been used in Alman et al. [5], where they
first embed the points to ℓ1 and then use an LSH function to partition points into buckets;
each bucket is then assigned to a random bit. Repeating the above sufficiently many times
gives the desired embedding. We obtain a slightly more direct construction that does not
need to embed the points in ℓ1, but instead uses the LSH family of Datar et al. [18]. The
final embedding succeeds in preserving distances with respect to a single scale; distances
considered small with respect to a given threshold remain small, and large distances remain
large. This is formally stated in the following lemma.

▶ Lemma 8. For any δ, ε ∈ (0, 1), there exists a randomized embedding f : Rd → {0, 1}d′ ,
and specific θ ∈ [d′], such that, for any p, q ∈ Rd, with probability at least 1 − δ,

if ∥p − q∥ ≤ 1 then Pr [∥f(p) − f(q)∥1 > θ] ≤ e− ε2d′
19200

if ∥p − q∥ ≥ (1 + ε) then Pr [f∥(p) − f(q)∥1 < θ + εd′] ≤ e− ε2d′
19200 .

Moreover, for any p ∈ Rd, f(p) can be computed in O(d) running time.
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We aim to build a data structure that supports approximate “stabbing queries”. Given a
query point q we need to identify if there exists a pair of points in the input pointset that
are (approximately) ε-stabbed by q. Using the embedding of Lemma 8, we map points to
keys in {0, 1}d′ , and we store them in a dictionary, where each bucket is assigned the list of
points mapped to it. We set d′ slightly below log n to balance the number of buckets 2d′ with
the number of arbitrarily distorted distances from q, in a way that both remain sublinear.
To answer a query, we search the dictionary for an approximate near neighbor, i.e., a point
within distance 1 + ε, and an approximate far neighbor, i.e., a point at a distance of at least
1. The following lemma indicates that a simple search over the buckets of a single dictionary
is sufficient to guarantee that if there is a point within distance 1, we will find a point within
distance 1 + ε with constant probability, and if there is a point at distance at least 1 + ε, we
will find a point at distance at least 1 with constant probability. We remark that for finding
an approximate near neighbor, one could instead use the data structure of Andoni et al. [8]
that provides near-linear space with comparable query time. However, we are not aware of a
comparable result for computing an approximate far neighbor (which we also need and do).

▶ Lemma 9. Let P = {p1, . . . , pn} ⊂ Rd and let ε ∈ (0, 1). We can build a randomized data
structure with preprocessing time and space in Õ(dn) and query time in Õ(dn

1− ε2
19200(1+ε2) ),

such that for any query q ∈ Rd, it reports I, |I| ≤ 2, as follows:
if ∃x ∈ P : ∥x − q∥ ≤ 1 then Pr[∃i ∈ I such that ∥q − pi∥ ≤ 1 + ε] ≥ 0.95,
if ∃y ∈ P : ∥y − q∥ ≥ 1 + ε then Pr[∃j ∈ I such that ∥q − pj∥ ≥ 1] ≥ 0.95,

where the probabilities are taken over the randomness during preprocessing.

Now using Lemma 9, we can prove the main result of this section, namely, a data structure
that determines, with high probability, if a query point ε-stabs the preprocessed pointset,
if it is near the entire pointset (the pointset is covered by q), or if it is far from the entire
pointset (the pointset is disjoint from q). The data structure gives approximate answers in
the following sense: if all points are within distance 1 + ε, and there is at least one point
at a distance at most 1, it can falsely report that the pointset is ε-stabbed. Similarly, if
all points are at a distance larger than 1, and there is at least one point at a distance of
at least 1 + ε, it can falsely report that the pointset is ε-stabbed. If all points lie in the
annulus {x ∈ Rd | ∥x − q∥ ∈ (1, 1 + ε)} then any answer is possible. Additionally, the success
probability of the preprocessing is for each query individually, i.e., it is not for all queries
simultaneously. Copies of this structure will be used as parts of the final data structure for
the approximate spherical range counting problem.

▶ Theorem 10. Let P ⊂ Rd be a set of n points and let ε ∈ (0, 1). We can build a randomized
data structure such that for any query q ∈ Rd, it reports as follows:

if ∃x ∈ P : ∥x − q∥ ≤ 1 and ∃y ∈ P : ∥y − q∥ ≥ 1 + ε then it returns “stabbed”,
if ∀y ∈ P : ∥y − q∥ ≤ 1 then it returns “covered”
if ∀x ∈ P : ∥x − q∥ ≥ 1 + ε then it returns “disjoint”,
if ∃x ∈ P : ∥x − q∥ ≤ 1 and ∀y ∈ P : ∥y − q∥ < 1 + ε then it can return “stabbed”, or
“covered”, and
if ∃x ∈ P : ∥x − q∥ ≥ 1 + ε and ∀y ∈ P : ∥y − q∥ > 1 then it can return “stabbed”, or
“disjoint”.
if ∀x ∈ P : ∥x − q∥ ∈ (1, 1 + ε) then it can return “stabbed”, or “disjoint”, or “covered”.

For each query and for any constant c > 0, the preprocessing of the data structure
succeeds with probability 1 − n−c, has Õ(dn) preprocessing time and space and the query time
is Õ(dn

1− ε2
19200(1+ε2) ).

SoCG 2026
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Proof. We build L = c log n independent data structures as in Lemma 9. For any query point
q ∈ Rd, we query the data structures, and we report as follows. If we find a point x such
that ∥x − q∥ ≤ 1 + ε and a point y such that ∥y − q∥ ≥ 1 we return “stabbed”. Otherwise, if
all returned points are within distance 1 + ε, we return “covered”. Else, we return “disjoint”.

If there is a pair x, y in P such that ∥x − q∥ ≤ 1 and ∥y − q∥ ≥ 1 + ε then the probability
that all L data structures fail to return a point x′ such that ∥x′ − q∥ ≤ 1 + ε or a point y′

such that ∥y′ − q∥ ≥ 1 is by union bound at most 2 · 0.05L ≤ n−c. Moreover, if all points of
P are within distance 1 from q (resp. at a distance of at least 1 + ε), then all returned points
are within distance 1 + ε from q (resp. at a distance of at least 1), implying that the query
algorithm correctly identifies “covered” (resp. “disjoint”). ◀

4 Spanning trees with low ε-stabbing number

The ε-stabbing number of a spanning tree (or of a set of edges in general) is the maximum
number of edges of that tree (or that set) that are ε-stabbed by any query range. Chazelle
and Welzl showed in [15] a close relationship between the stabbing number of a spanning
tree (the stabbing number is the special case of ε-stabbing number where ε = 0) and the
maximum number of nodes visited, during a worst-case query, in a corresponding partition
tree. Motivated by this, we wish to extend this notion to the ε-stabbing number and to achieve
similar results, but without exponential dependency on d as we deal with the approximation
scheme. In this section, we show that a spanning tree with sublinear ε-stabbing number exists,
and can be computed in polynomial time. Following [15], we use MWU to find a spanning
tree with small ε-stabbing number. We remark that there are other alternatives [17, 21] in
the literature for computing spanning trees with low stabbing numbers. While it is plausible
that they can be modified to support our notion of ε-stabbing, they all share the same
bottleneck, i.e., they depend at least linearly on the number of ranges.

Similarly, to [15], we start by showing that for any set of ball queries, we can always find
a pair of points that is not ε-stabbed many times.

▶ Lemma 11. Let P ⊂ Rd be a set of n points and let Q be a multiset consisting of m points
from a universe set U ⊂ Rd. Let ε ∈ (0, 1). There exists a pair of points in P which is not
ε-stabbed by more than O

(
m · d

nρ

)
points of Q, where ρ = Θ(ε2/ log(1/ε)).

If Q is stored in a multiset sampling data structure as in Lemma 5, then for any constant
c, we can find such a pair of points in poly(n, d, 1

ε ) · O(log |U |) time with probability 1 − n−c.

Proof. If d ≥ nρ, then the statement trivially holds, since |Q| = m. Thus, we assume d < nρ.
For any two points x, y, let Sx,y be the set of points in Rd that ε-stab x, y. We define a range
space R = (Rd, {Sx,y | x, y ∈ Rd, x ̸= y}). Notice that for any point p ∈ Rd, determining if
p ∈ Sx,y reduces to evaluating the signs of the following four polynomials of degree 2 in d

variables: ∥p − x∥2 − 1, ∥p − x∥2 − (1 + ε)2, ∥p − y∥2 − 1, ∥p − y∥2 − (1 + ε)2. This implies
(see, e.g., [9][Theorem 8.3]) that the VC dimension of R is O(d). Hence, by Theorem 3,
for any δ < 1 and constant c > 0, a random sample Nδ of O

(
d
δ

(
log

( 1
δ

)
+ log n

))
points

of Q is a δ-net for R with probability 1 − n−c−1. Moreover, we can find such a δ-net by
randomly sampling from Q, using the assumed multiset sampling data structure of Lemma 5,
in Õ( d

δ log n) · O(log |U |) time.
By Theorem 7, there exists a terminal embedding f to dimension d′ = O(ε−2 log |Nδ|)

such that ∀p ∈ Nδ, q ∈ Rd, ∥f(p) − f(q)∥ ∈ (1 ± ε/20)∥p − q∥. The time needed to compute
f(P ) is in O(n) · poly(|Nδ|) for the probability of success to be at least 1 − n−c−1.

Now let x, y ∈ P be ε-stabbed by some q ∈ Q, and further assume wlog that ∥x − q∥ ≤ 1
and ∥y−q∥ ≥ 1+ε. We obtain ∥f(x)−f(q)∥ ≤ 1+ε/20 and ∥f(y)−f(q)∥ ≥ (1+ε)(1−ε/20) ≥
1 + 3ε/4. Hence, f(x), f(y) are (ε/2, 1 + ε/20)-stabbed by f(q). Moreover, by the triangle
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inequality, ∥f(x) − f(y)∥ ≥ ε/2. Now consider the grid of side-length ε/(4
√

d′) in Rd′ and
let UB be the set of all grid cells that intersect with at least one ball of radius 1 + ε centered
at a point of f(Nδ). There are

nε,d′ = |Nδ| · O(1/ε)d′
= |Nδ| · O(1/ε)O(ε−2·log |Nδ|) = |Nδ|O(ε−2 log(1/ε))

such cells, where |Nδ| = O
(

d
δ

(
log

( 1
δ

)
+ log n

))
. Now let δ = d

nρ where ρ = Θ(ε2/ log(1/ε))
is chosen sufficiently small (in terms of the hidden constants) so that |Nδ|O(ε−2 log(1/ε)) ≤
(nρ log n)O(ε−2 log(1/ε))

< n − 2. By the pigeonhole principle, there is either a pair of points
of P mapped to the same cell of UB , under f , or there is a pair of points of P that are not
mapped to UB . In either case, the two points are not (ε/2, 1 + ε/20)-stabbed by any point
of f(Nδ). To see this, notice that if the two points are in the same cell, then they are within
distance ε/4 from each other, contradicting the fact that they are (ε/2, 1 + ε/20)-stabbed
(which would mean they are separated by a distance of at least ε/2). If they are not mapped
in UB then neither of them is within distance 1+ε/20 from any point of f(Nδ), also implying
that they cannot be (ε/2, 1 + ε/20)-stabbed by any point of f(Nδ). Since the two points are
not (ε/2, 1 + ε/20)-stabbed by any point of f(Nδ) in the mapped space, their pre-images
(under f) are not ε-stabbed by any point of Nδ. Since Nδ is a δ-net, it must be that at most
δm points of Q ε-stab those two points.

We now focus on the running time needed to find a pair of points as above. By Theorem 7,
we can map points under f in poly(n) time. To compute the two points, we essentially use
the bucketing method (see, e.g., [20]) for balls centered at f(Nδ). We first store all cells
of UB in a dictionary data structure. Then, for each point x ∈ f(P ), we query the data
structure to see if its cell Cx is stored, i.e., Cx ∈ UB . If Cx ∈ UB then we store x in a linked
list in the bucket of Cx. We can stop and output any two points stored in the same linked
list, or any two points whose cells do not belong to UB . Iterating over all points of f(P ) costs
Õ(dn) assuming that the dictionary is implemented using balanced binary trees. The overall
probability of success follows from a union bound over failure events of the random sampling
for computing Nδ and the failure event of computing the terminal embedding f . ◀

Knowing that a good pair exists, and that we can find it, we repeat the process n/2 times,
in order to build a good forest, in the sense that it has a small ε-stabbing number. We use
the MWU technique introduced in the context of trees with low stabbing number in [15].

▶ Lemma 12. Let P ⊂ Rd be a set of n points and let ε ∈ (0, 1). There is a forest of
trees on P with at least n/2 edges, such that every point of Gd

γ ε-stabs Õ(dn1−ρ) edges,
where γ = Θ(ε/

√
d), ρ = Θ(ε2/ log(1/ε)). For any c > 0, we can compute such a forest in

poly(n, d, 1
ε )) + Õ(n) · O(1/ε)d time, with probability of success 1 − n−c.

We conclude with the main result of this section, the tractability of a spanning tree with a
sublinear ε-stabbing number. This follows from O(log n) iterative applications of Lemma 12.

▶ Theorem 13. Let P ⊂ Rd be a set of n points. There is a spanning tree on P such that
every point of Gd

γ ε-stabs Õ(dn1−ρ) edges, where γ = Θ(ε/
√

d), ρ = Θ(ε2/ log(1/ε)).
Moreover, for any c > 0, we can compute such a spanning tree in poly(n, d, 1

ε ) + Õ(n) ·
O(1/ε)d time, with probability of success 1 − n−c.

5 Spherical range counting

In this section, we show how to construct a partition tree for the approximate spherical range
counting problem with sublinear query time. We first show how to get a partition tree with
a sublinear visiting number given a spanning tree with a sublinear ε-stabbing number, by

SoCG 2026
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extending the procedure in [15] to accommodate the approximation scheme. Subsequently,
we incorporate the data structures of Section 3 in the inner nodes of the partition tree to get
sublinear worst-case guarantees.

We start by proving that having a spanning tree with low ε-stabbing number can give us
a spanning path with low ε-stabbing number, which we then use to construct a partition tree
with low visiting number. Lemmas 14 and 15 are adapted from [15] for ε-stabbing numbers,
and the bounds become dependent on the ambiguity zone of the query.

▶ Lemma 14. Given a spanning tree T on a pointset P ⊂ Rd, we can build a spanning
path P on P , in O(dn) time, such that for any point q, σ(q, P) ≤ 2σ(q, T ) + 2tq, where
tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P |.

▶ Lemma 15. Given a spanning path P on a pointset P ⊂ Rd we can build a binary
partition tree T on P , in (dn log n) time, such that for any point q, we have ζ(q, T ) ≤
2[σ(q, P) + tq] · log n + 1, where tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P |.

We combine these results to get a bound on the visiting number of a partition tree.

▶ Corollary 16. Let P ⊂ Rd be a set of n points. For any c > 0, we can build a binary
partition tree T on P , in poly(n, d, 1

ε ) + Õ(n) · O(1/ε)d time such that with probability
1 − 1/nc every q ∈ Gd

γ , with γ = ε/
√

d, visits ζ(q, T ) = Õ(dn1−ρ + tq) nodes, where
tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P | and ρ = Θ(ε2/ log(1/ε)).

Finally, we present the main contribution of our paper, which states that for the approxi-
mate spherical range counting problem, we can build a data structure in polynomial time
that supports sublinear queries (if tq is also sublinear) and takes near-linear space. In our
proof, we make use of Theorems 10 and 13 and Lemma 15.

▶ Theorem 17. Let P ⊂ Rd be a set of n points, such that each p ∈ P is assigned a
weight wp ∈ R, and let ε ∈ (0, 1). We can build a data structure for the approximate
range counting problem with input P, {wp | p ∈ P}, ε, that uses space in Õ(n), needs
preprocessing time in O(dn)+nO(ε−2 log(1/ε)) and for each query q ∈ Rd, it returns an answer
in n1−Θ(ε4/ log(1/ε)) + tϱ

q · n1−ϱ time, where ϱ = Θ(ε2) and tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P |.
For each query, the preprocessing succeeds with probability 1 − n−c, where c > 0 is a constant
hidden in the aforementioned time and space complexities.

Proof. We first apply a JL transformation [28] to reduce the dimension to O(ε−2 log n). By
Theorem 6, and by applying a union bound over n vectors, for any c > 0 and any query
q ∈ Rd, with probability 1 − 1/nc, all distances from P are approximately preserved within
factors 1 ± ε/10. This initial step costs O(dn) time. For the rest of the proof, we assume
that all points lie in RO(ε−2 log n). Then, we assume that queries are snapped to the grid Gd

γ ,
γ = ε/(10

√
d). This induces an additive ±ε/10 error to the distances between P and the

query. Hence, points within distance 1 from the query may be moved to a distance up to
1 + ε/5, and points at a distance of at least 1 + ε may be moved to a distance of at least
1 + 4ε/5. Notice that 1 + ε/2 ≤ 1+4ε/5

1+ε/5 , hence it suffices to use a more refined error of ε/2
for the rest of the construction and assume that the space is rescaled by a factor 1/(1 + ε/5).

We build a binary partition tree T on the input with error parameter ε/2 using Corollary 16.
The construction of T can be done in nO(ε−2 log(1/ε)) time and be successful for a fixed q,
in that ζ(q, T ) ≤ n1−Θ(ε2/ log(1/ε)) + tq, with probability 1 − 1/nc for any constant c > 0.
For each internal node v, let Pv be the set of points in the leaves of the subtree rooted at v.
In each internal node v, we build a data structure Dv as in Theorem 10 on Pv with error
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parameter ε/2, and we store the cumulative weight sv of the points in Pv, i.e., sv =
∑

p∈Pv
wp.

By Theorem 10, each construction of a data structure Dv, can be done in Õ(d|Pv|) time and
be successful with probability 1 − 1/nc for any constant c > 0. By a union bound over all
inner nodes, we claim that all data structures Dv are also successful for q with probability
1 − Θ

(
n log n

nc

)
. By Theorem 10, the time and space needed to build data structures for the

inner nodes is near-linear per level of the tree (since each level defines a partition).
To answer a query q ∈ Rd, we traverse the tree and collect all cumulative weights sv in

each internal node v, whose associated data structure Dv returns “covered”. We continue
traversing the children of a node v if and only if Dv returns “stabbed”. By Corollary 16,
assuming that the tree has been constructed correctly for q ∈ Rd, the number of nodes visited
during the query algorithm for input q ∈ Rd is Õ(nα + tq), where α = 1−Θ(ε2/ log(1/ε)). By
Theorem 10, the time needed to query a data structure Dv in an internal node v is Õ(|Pv|β),
where β = 1 − Θ(ε2). At each level i of T , the number of nodes whose data structures are
queried is upper bounded by both 2i and ζ(q, T ). Hence, the running time at level i for
query q is Õ(T q

i (n)), where T q
i (n) is defined as follows:

T q
i (n) = min

{
2i, nα + tq

}
·
( n

2i

)β

≤ (nα + tq)1−β · nβ ,

because if i ≤ log(nα + tq) then min
{

2i, nα + tq

}
= 2i and if i > log(nα + tq) then

min
{

2i, nα + tq

}
= nα + tq. Now, since 1 − β < 1,

T q
i (n) ≤ nα(1−β)+β + t1−β

q · nβ = n1−Θ(ε4/ log(1/ε)) + tϱ
q · n1−ϱ,

where ϱ = 1 − β. We observe that the query algorithm will not explore any descendants
of an internal node v if Dv returns “disjoint” when minx∈Pv

∥x − q∥ > 1, or if Dv returns
“covered” when maxx∈Pv ∥x − q∥ ≤ 1 + ε/2, in which case it takes into account sv. Thus, the
answer is calculated by summing over cumulative weights sv1 , . . . , svℓ

of nodes corresponding
to subsets Pv1 , . . . , Pvℓ

such that B(q, 1) ∩ P ⊆
⋃

i∈[ℓ] Pvi ⊆ B(q, 1 + ε/2) ∩ P . ◀

6 Data-driven range searching

As we saw in the previous section, we can construct the partition tree in polynomial time.
However, the exponent depends on 1/ε, which we would like to avoid. In this section,
we present an algorithm inspired by learning theory that constructs a partition tree with
near-optimal visiting number in expectation, over the distribution of queries. Specifically, the
algorithm will have access to a number m of sample queries, and will construct a partition
tree that is optimal for that sample - thus the algorithm is data-driven. Showing that
uniform convergence is achieved, we prove that this partition tree is nearly optimal, in that
its expected visiting number is nearly minimal.

In the next lemma, we show that using only a near-linear number of queries we can
achieve uniform convergence for the expected ε-stabbing number, i.e., for any spanning tree,
the estimation of the ε-stabbing number using only these queries is close to its real expected
ε-stabbing number.

▶ Lemma 18. Let P be a set of n points in Rd and let DQ be a ball query distribution having
as support a countably infinite set R. It suffices to sample m ∈ O(n · (d log n + log(1/δ)))
queries S independently from DQ, so that with probability at least 1 − δ, for any spanning
tree T of P , m−1 ·

∑
q∈S σ(q, T ) is in

[ 5
8 · Eq∼DQ

[σ(q, T )] − 3
8 , 11

8 · Eq∼DQ
[σ(q, T )] + 3

8
]
.
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The next lemma states that the number of nodes of a partition tree visited during a query
search consists an upper bound on the ε-stabbing number of a corresponding spanning path
of the points for the same query. Its proof is a straightforward adaptation of the third item
of [15, Lemma 3.1].

▶ Lemma 19. If T is a partition tree for P, then there exists a spanning path P whose
ε-stabbing number does not exceed the visiting number of T .

We now prove the main result of this section.

▶ Theorem 20. Let P be a set of n points in Rd and let DQ be a ball query distribution
having as support a countably infinite set R. It suffices to sample a set S of m ∈ O(n ·
(d log n + log(1/δ))) queries independently from DQ, so that with probability at least 1 − δ,
we can compute a partition tree T̃ such that

Eq∼DQ

[
ζ(q, T̃ )

]
= O

([
min

T
Eq∼DQ

[ζ(q, T )] + tq

]
· log n

)
,

where tq = | (B(q, 1 + ε) \ B(q, 1)) ∩ P |. Moreover, given S, the running time to compute T̃
is in O(n3(d log n + log(1/δ)).

Proof. By Lemma 18, with probability at least 1 − δ, for any spanning tree T of P , m−1 ·∑
q∈S σ(q, T ) is in[

5
8 · Eq∼DQ

[σ(q, T )] − 3
8 ,

11
8 · Eq∼DQ

[σ(q, T )] + 3
8

]
.

Now, let E(T ) denote the edges of spanning tree T and T̃ = arg minT {m−1 ·
∑

q∈S σ(q, T )}.
Notice that

∑
q∈S σ(q, T ) =

∑
q∈S

∑
e∈E(T ) σ(q, {e}) =

∑
e∈E(T )

∑
q∈S σ(q, {e}) for any

spanning tree T . Hence, we can compute T̃ , by first constructing a complete weighted graph
on P where we assign weight

∑
q∈S σ(q, {e}) to each edge e ∈

(
P
2
)
, and then computing the

minimum spanning tree on that graph, using Kruskal’s algorithm. The running time of this
step is O(n2m), which corresponds to the step of building the graph.

Let T ∗ be the spanning tree that minimizes Eq∼DQ
[σ(q, T )] over all spanning trees T of

P . By Lemma 19 we get Eq∼DQ
[σ(q, T ∗)] ≤ minT Eq∼DQ

[ζ(q, T )] and by Lemma 18 we get:

Ω(1) · Eq∼DQ
[σ(q, T̃ )] ≤ m−1

∑
q∈S

σ(q, T̃ ) ≤ m−1
∑
q∈S

σ(q, T ∗) ≤ O(1) · Eq∼DQ
[σ(q, T ∗)]

Hence Eq∼DQ
[σ(q, T̃ )] ⊆ O

(
minT Eq∼DQ

[ζ(q, T )]
)
. Given T̃ , by Lemmas 14 and 15 we can

construct a binary partition tree T̃ of P such that

Eq∼DQ
[ζ(q, T̃ )] = O

([
Eq∼DQ

[σ(q, T̃ )] + tq

]
· log n

)
= O

([
min

T
Eq∼DQ

[ζ(q, T )] + tq

]
· log n

)
in O(n) time. Thus, the overall running time is O(n2m) ⊆ O(n3(d log n + log(1/δ)). ◀
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