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Abstract
Given a set of strings over a specified alphabet, identifying a median or consensus string that
minimizes the total distance to all input strings is a fundamental data aggregation problem. When
the Hamming distance is considered as the underlying metric, this problem has extensive applications,
ranging from bioinformatics to pattern recognition. However, modern applications often require the
generation of multiple (near-)optimal yet diverse median strings to enhance flexibility and robustness
in decision-making.

In this study, we address this need by focusing on two prominent diversity measures: sum
dispersion and min dispersion. We first introduce an exact algorithm for the diameter variant of the
problem, which identifies pairs of near-optimal medians that are maximally diverse. Subsequently,
we propose a (1 − ε)-approximation algorithm (for any ε > 0) for sum dispersion, as well as a
bi-criteria approximation algorithm for the more challenging min dispersion case, allowing the
generation of multiple (more than two) diverse near-optimal Hamming medians. Our approach
primarily leverages structural insights into the Hamming median space and also draws on techniques
from error-correcting code construction to establish these results.
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1 Introduction

In classical optimization problems, the goal is to find an optimal or nearly optimal solution for
a given input instance. However, these solutions may not align with the preferences of certain
users due to subjective factors like economic considerations, political views, environmental
concerns, aesthetics, and more, which the algorithm might not account for. For some users,
their personal preferences may outweigh the importance of achieving the optimal solution,
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12:2 Maximizing Diversity in (Near-)Median String Selection

making certain approximate solutions more desirable. For instance, a user might favor a
cost-effective near-optimal solution over an expensive optimal one due to financial limitations,
or an energy-efficient near-optimal solution over an optimal option because of environmental
concerns. To address this, it is beneficial to offer users a range of optimal or near-optimal
solutions, allowing them to select based on their specific requirements, which the algorithm
may not initially know. However, if the solutions provided are too similar, they fail to
offer genuine alternatives, undermining the purpose of presenting multiple options. This
necessitates the study of returning diverse solutions – specifically, multiple solutions that are
far or significantly dissimilar with respect to certain measures in the solution space.

In recent years, there has been an increasing interest in exploring various optimization
problems through the perspective of generating diverse solutions [29, 34, 30, 23, 4, 13, 18].
Diverse solutions are crucial in scenarios where decision-making flexibility, robustness against
uncertainty, and the ability to encompass multiple viewpoints are vital. For instance, in
bioinformatics, particularly in areas like gene motif identification, generating diverse solutions
allows for the consideration of multiple motifs, thereby facilitating the investigation of several
hypotheses. A range of problems have been studied with the aim of producing multiple
diverse solutions, including satisfiability [27, 26, 3], constraint programming [20], hitting
set [5], longest common susequence [33], matching [10, 11], shortest paths [16], minimum
cut [9], feedback vertex set [5], rank aggregation [2], and spanning tree [17].

Computing a representative of a given data set is one of the most fundamental computa-
tional data summarization tasks. In a widely recognized variant of this problem, given a set S

of data points coming from an underlying metric space X , the objective is to find a point
(not necessarily from S) that minimizes the sum of distances to the points in S. The problem
is referred to as median (or geometric median) problem. The complexity of the problem
varies with the underlying metric space. In this paper, we consider the median problem
over the well-known Hamming metric. Hamming distance, which counts the number of
coordinatewise dissimilarities between a pair of strings, is perhaps the most primitive distance
measure defined over strings. In other words, Hamming distance measures the minimum
number of character substitutions required to convert one string into another, which is the
same as the ℓ1 distance over binary strings. The problem of computing median string under
Hamming finds a wide range of applications, ranging from bioinformatics in applications
such as gene motif classification [24, 31], classification tasks in pattern recognition [25], and
coding theory [12]. It is folklore to compute the Hamming median exactly in linear time. In
many applications of Hamming median, we often need to produce a diverse set of solutions;
for instance, in selecting a small and diverse set of prototype strings/vectors, in designing
diverse consensus sequences capturing different clades/subtypes (e.g., pathogen panels), in
choosing query/test inputs that are both representative and diverse across binary feature
regions, etc. Despite being a fundamental problem of significant importance, the Hamming
median problem has not yet been examined with a focus on diversity. In this paper, we
initiate the systematic study of generating diverse (approximate) medians.

Among measures used to quantify diversity, two of the most prominent ones are sum-
dispersion – the sum of all pairwise distances, and min-dispersion – the minimum pairwise
distance, where the notion of distance depends on the underlying metric space. In diversity
maximization, the objective is to maximize either the sum or the min dispersion. In the
classical dispersion problem, given a set of points in a metric space, the task is to choose
a subset of a specific (input-specified) size that maximizes the sum/min dispersion. The
problem is already known to be NP-hard for general metric [32, 1]. For the min dispersion
under a general metric, 1/2-approximation is known [32, 19], which is also tight. On the



D. Chakraborty, R. Kundu, N. Purohit, and A. K. Ruwanpathirana 12:3

other hand, for the sum dispersion, a 1/2-approximation is known for general metric [19, 6],
and it is also known to be tight under the Exponential Time Hypothesis [13]. The min
dispersion problem remains NP-hard even when the underlying metric space is the Hamming
metric [33], which is the space considered in this work.

The problem becomes much more challenging when the candidate points are not explicitly
given, as in diversity variants of many optimization problems, and becomes especially difficult
when the solution space is exponential. In the Hamming median problem, the solution set is
implicit; moreover, while the optimal median may be unique, the set of approximate medians
can be exponential in the length of the strings, making the dispersion problem over this
search space computationally more difficult. In many practical scenarios, it is sufficient to
output a diverse collection of approximate solutions when the optimal solution is unique, or
there are only a few distinct optimal solutions, necessitating the study of generating diverse
near-optimal solutions.

Our Contribution

In this paper, we initiate the study of finding diverse (approximate) median strings under
the Hamming metric. Let Γ be the alphabet set. Given a set of n strings over alphabet Γ,
each of length d, the goal is to compute a set of diverse strings – measured with respect to
both sum dispersion and minimum dispersion – that are (1 + ε)-approximate medians (for
ε ≥ 0) of the input dataset.

Maximizing diameter. We start by considering the problem of finding just two (approxi-
mate) medians that are as diverse as possible. In the literature, the maximum Hamming
distance between two candidate solutions is referred to as the diameter. When focusing on
exact medians (i.e., where the solutions are required to be exact medians), it is relatively
straightforward to optimally solve the diameter variant. Specifically, we can efficiently find
two Hamming medians that are maximally diverse (see the full version) – thanks to the
special structure of the space of Hamming medians. However, this same structure often
leads to the Hamming median being unique, which precludes the possibility of constructing
a diverse set of exact Hamming medians, even of size two.

In many practical settings, it is sufficient to work with near-medians (i.e., (1 + ε)-
approximate medians for some small ε > 0). Consequently, when the aim is to generate
diverse solutions and diversity is prioritized over optimality of the underlying solutions, a
natural question arises: can we find two approximate medians that are as diverse as possible?
We answer this question in the affirmative by presenting an efficient algorithm that optimally
solves the diameter problem for approximate Hamming medians.

▶ Theorem 1. Consider an alphabet Γ. There exists an algorithm that, given any X ⊆ Γd

of size n and ε > 0, outputs two (1 + ε)-approximate Hamming medians of X with maximum
diameter, and runs in time O((1 + ε)nd + d log d).

Maximizing sum dispersion. Next, we turn our attention to the task of finding multiple –
potentially more than two – (approximate) medians that maximize specific diversity measures.
As mentioned earlier, one widely used diversity measure is the sum dispersion, where
the objective is to maximize the sum of pairwise Hamming distances among the selected
solutions. When generating multiple Hamming (exact) medians, it is still feasible – though
somewhat more intricate than the diameter variant – to achieve the maximum sum dispersion
(see Theorem 9).

CPM 2026



12:4 Maximizing Diversity in (Near-)Median String Selection

The challenge increases when the goal is to compute a diverse set of approximate medians.
For approximate medians, we provide a PTAS for the sum dispersion objective.

▶ Theorem 2. Consider an alphabet Γ. There exists a polynomial-time algorithm that,
given any X ⊆ Γd of size n, a non-negative integer k and ε, δ > 0, returns a set S of k

(1+ε)-approximate Hamming medians, such that their sum dispersion sumDp(S) ≥ (1−δ)v∗,
where v∗ is the maximum sum dispersion of k many (1 + ε)-approximate Hamming medians.

Maximizing min dispersion. The problem becomes more challenging when it comes to
min dispersion. The goal here is to produce k (approximate) Hamming median strings that
maximize the minimum pairwise distance. In contrast to diameter and sum dispersion, this
task is computationally more challenging even when seeking exact medians.

In this paper, we provide an efficient algorithm to generate k Hamming medians while
approximating the maximum min dispersion. First, we note that when k = O(1), the problem
can be solved optimally using standard dynamic programming in polynomial time. So from
now, we assume k = Ω(1). We show the following result, a formal statement of which appears
in Section 5.

▶ Theorem 3 (Informal Statement). Given a X ⊆ Γd, a non-negative integer k, and a δ > 0,
If the optimal diameter of X is D∗ ≥ Ω

( 1
δ2 log k

)
, a set of k Hamming medians can be

generated in polynomial time, which gives a (1 − δ)-approximation to the maximum min
dispersion with high probability;
If D∗ ≤ O

( 1
δ2 log k

)
, a set of k Hamming medians can be generated in polynomial time,

which gives a 1/2-approximation to the maximum min dispersion.

Next, we consider the min dispersion problem over approximate medians. In this case,
we provide a bi-criteria algorithm. In particular, we present the following result, a formal
statement of which appears in Section 5.

▶ Theorem 4 (Informal Statement). Given a X ⊆ Γd, a non-negative integer k, and ε, δ > 0,
If D∗ ≤ O(1), a set of k many (1 + ε)-approximate Hamming medians can be generated
in polynomial time, with min dispersion at least t∗/2;
If D∗ ≥ Ω

( 1
δ2 log k

)
, a set of k many (1 + 2ε)-approximate Hamming medians can be

generated in polynomial time, with min dispersion at least (1/2−δ)t∗ with high probability,
where D∗ denotes the optimal diameter for (1 + ε)-approximate Hamming medians of X and
t∗ denotes the maximum min dispersion of a set of k many (1 + ε)-approximate Hamming
medians of X.

Note that only in the second point of the above result, we attain a bi-criteria approximation.
We would also like to highlight that if t∗ ≥ Ω

(
1
δ

√
d log k

)
, we can even get a better bi-

criteria bound; more specifically, we output a set of (1 + ε + δ)-approximate medians with
(1/2 − δ)-approximation to the min dispersion objective, for any δ > 0.

Related Works

The max-min and max-sum dispersion problems have been studied in the classical setting,
where the goal is to select a subset of points from a given finite metric space. For max-min
dispersion, constant-factor approximations are known, including a 1/2-approximation [32, 19],
which is known to be tight. For max-sum dispersion, known approximation algorithms achieve
a 1/2-approximation in general metrics [19, 6], with the ratio improving to 0.634−ε in the 2D
Euclidean space [32]. Moreover, under the Exponential Time Hypothesis, no polynomial-time



D. Chakraborty, R. Kundu, N. Purohit, and A. K. Ruwanpathirana 12:5

algorithm can approximate k-sum dispersion in general metric spaces within a factor better
than 1/2 [13]. The problem remains NP-hard in the Hamming metric, the space we consider
in this paper. Better approximation results exist in more structured domains, such as a PTAS
for negative-type metrics with matroid constraints [8] and for bounded doubling-dimension
metrics [7]. In addition, frameworks have been developed to approximate diversity [15] or to
simultaneously guarantee approximate optimality and diversity via bi-criteria reductions to
certain budget-constrained problems [13].

Recent work has extended dispersion to broader combinatorial structures, including
NP-hard problems such as knapsack, vertex cover, and independent set, with provable
approximation guarantees while ensuring a high level of diversity under symmetric-difference
as the diversity measure [14]. In graphs and matroids, diverse bases, independent sets, and
matchings have been studied, yielding NP-hardness results and fixed-parameter tractable
algorithms [11]. Dispersion has also been examined for the Longest Common Subsequence
problem, allowing polynomial-time exact algorithms when the number of diverse subsequences
is bounded and a PTAS for the max-sum variant [33]. In satisfiability and related NP-complete
problems, the diverse-k-SAT problem has been studied, yielding improved exponential-time
algorithms and randomized approximations for both min-dispersion and sum-dispersion
objectives [3].

Pareto Optimality. When optimization involves multiple criteria, there may not be a single
solution that is optimal for all objectives. In this context, Pareto-optimal solutions have
been studied: these are solutions where no objective can be improved without worsening
another. Research has focused on computing approximate Pareto fronts. In particular, [28]
shows that for any multicriteria optimization problem, there exists a polynomial-size set
of Pareto-optimal solutions such that each objective is satisfied up to a factor of (1 + ε),
and this set can be computed in polynomial time provided a gap version of the problem can
be solved. Further, [21, 22] show that for a class of problems in which a dual exists for a
restricted version of a budget-constrained optimization problem, if the dual can be solved in
polynomial time, it is possible to obtain (1 + ε)-approximations for all objectives except one,
which can be optimized exactly.

Technical Overview

We start by addressing the challenge of identifying a set of diverse Hamming (exact) medians
for a given dataset. We first demonstrate that by exploiting the special structure inherent in
the space of all Hamming medians, it is possible to efficiently find diverse Hamming medians,
either optimally or through approximation. Subsequently, we discuss methods for obtaining
a collection of diverse approximate medians.

Warm-up with Exact medians: Maximizing diameter and dispersions. Suppose we are
given a dataset X ⊆ Γd, and let w be a Hamming median of X. By a simple observation
(Lemma 5), for every index i, the character wi at that position in a Hamming median must
be one of the most frequent characters at index i in the dataset X. Therefore, if there
are two distinct Hamming medians, they can only differ at those positions where multiple
characters are tied for the highest frequency. This observation facilitates the construction
of the two most diverse Hamming medians: for each such index, select two different most
frequent characters and assign them to these positions in each median, thereby creating two
distinct medians.

CPM 2026



12:6 Maximizing Diversity in (Near-)Median String Selection

The scenario becomes less straightforward when the goal is to generate k Hamming
medians that maximize the sum of all pairwise Hamming distances (i.e., maximize sum
dispersion). Still, the problem remains quite manageable. Since the objective is to maximize
the sum, we can focus on optimizing it coordinate-wise. As before, the only indices that
contribute to the sum dispersion among Hamming medians are those with multiple most
frequent characters. More specifically, for any such index i, suppose there are r most frequent
characters, say a1, a2, · · · , ar. Then, the sum dispersion at that index is maximized if each
character aj appears exactly k/r times among the k median strings (assuming r divides k;
otherwise, the frequencies should be distributed as evenly as possible). It is again easy to
generate k Hamming medians that respect the above property, leading to a maximum sum
dispersion. We refer to the full version for the details.

The problem becomes much more difficult when it comes to maximizing the min dispersion,
i.e., we want to generate k Hamming medians that maximize the minimum pairwise Hamming
distances. The computational hardness arises from its innate connection with the minimum
distance problem, one of the fundamental questions in error-correcting codes. We begin by
giving a dynamic programming algorithm to solve the problem exactly when k = O(1). Thus,
from now on, we assume that k ≥ Ω(1). Next, we consider the following two cases separately:
(I) diameter is Ω(log k), and (II) diameter is O(log k).

For Case (I), we achieve a (1 − δ)-approximation to the min dispersion (note, for brevity,
we hide the dependency on 1/δ2 in the above Ω(·) and O(·) notation). Recall that Hamming
median requires each index to take only one of the most frequent characters at that index
in the input set. Thus, we first compute the set of most frequent characters for each index,
denoted as Γi for index i (Γi may contain a single element). Next, we construct a set of k

Hamming medians as follows: For each index i, we select a character from Γi independently
and uniformly at random. We repeat this process to generate k strings. To argue that
this yields a (1 − δ)-approximation to the min dispersion with high probability, we first
apply standard concentration bounds to get a lower bound on the min dispersion of the
output set. Then we establish a generalized version of the Plotkin bound for codes with
potentially different alphabets in each index. Finally, by combining the lower bound on
the min dispersion of the output set and the generalized Plotkin bound, we get our desired
approximation guarantee. For Case (II), we observe that the set of all candidate Hamming
medians is polynomially bounded, and we then apply the classical greedy algorithm for min
dispersion from [32], albeit paying a 1/2-approximation to the min dispersion objective. We
refer to the full version for the details.

Approximate medians: Maximizing diameter. Due to its special structure, the Hamming
median is often unique for an input set, particularly when there is a unique majority character
at each position. This uniqueness limits the possibility of having multiple diverse medians.
However, this restriction does not generally apply to approximate medians, even if we consider
an approximation factor of (1 + ε), for any small ε > 0. For instance, consider an input set X

containing n binary strings each of length d such that for every index, the most frequent
character is 1 and it occurs in n/2 + 1 strings (i.e., frequency is n/2 + 1). Here, the Hamming
median is unique (the all-one string). However, it is easy to observe that even if we consider
the all-zero string (0d), it is still an (1 + ε)-approximate median, for ε ≈ 8/n, and thus the
maximum distance between two (1 + ε)-approximate medians (referred to as diameter) could
be as large as d.

In this paper, we present an exact algorithm for this diameter variant. Specifically, we
design an algorithm that constructs two (1 + ε)-approximate medians that are maximally
distant from each other. Our approach begins with the string formed by taking the most
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frequent (majority) character at each position (breaking ties arbitrarily). For each coordinate,
we then consider the second most frequent character and assign a weight corresponding to
the increase in the median objective if it were chosen instead; this weight is the frequency
difference between the most and second most frequent characters. Next, we use a greedy
strategy to select a maximal subset T of positions so that the sum of these weights does
not exceed 2εopt, where opt denotes the minimum Hamming median objective. Next,
we partition this set T in a balanced manner – as evenly as possible into two subsets, T1
and T2, so that the difference in their total weights is minimized. We then output two
strings: z, which uses the second most frequent characters at indices in T1 and the most
frequent elsewhere; and y, which uses the second most frequent characters at indices in T2
and the most frequent elsewhere. Intuitively, both y and z have a median objective cost of
at most (1 + ε)opt (due to the balanced partitioning), and since T1 and T2 are disjoint, they
are maximally apart. To ensure both y and z are (1 + ε)-approximate medians and they
realize the maximum diameter (not even off by a small factor), we introduce some additional
refinements in the above selection process, leading to a more intricate analysis, which is
detailed in the full version.

Approximate medians: Maximizing sum dispersion. Next, we turn our attention to
generating k (more than two) (1 + ε)-approximate medians with the aim of maximizing the
sum dispersion measure, denoted as sumDp. This introduces new challenges, particularly in
adapting and extending the previous approach used for the diameter variant in the case of
approximate medians and for maximizing sum dispersion with exact medians. In the case of
the diameter, since only two strings are produced, it is sufficient to focus on the two most
frequent characters at each position. However, for generating k approximate medians, we
may need to consider more than two characters for each index – potentially all characters
in Γ – each associated with a different weight. Recall that the weight of a character at a
particular index corresponds to the increase in the median objective if it is selected over the
most frequent character.

Furthermore, it is no longer enough to simply identify a set of index positions where
replacing the most frequent symbol with another does not increase the median cost by more
than kεopt, and then “distribute equitably” these positions among the k candidate median
strings. First, achieving a balanced partition into k groups is hard, especially since k can be
arbitrarily large. Second, and perhaps more importantly, even if such a balanced partitioning
is efficiently done and we then make changes to the assigned index set for each of the k

candidate medians, this does not guarantee maximization of sumDp. For exact medians,
we have already observed that maximizing sumDp coordinate-wise requires using as many
distinct symbols as possible, distributed as evenly as possible across the candidate median
strings. Now, since each symbol at a given position has potentially different weight, we face
a trade-off: whether to increase the number of indices where candidates deviate from the
most frequent symbol (thus different from the exact median) or to maximize diversity at
certain index positions. In essence, the problem now involves meeting k separate “hard”
budget constraints (each having a budget of at most εopt), while still striving to maximize
the overall sumDp objective.

To address the challenges outlined above, we first present a (1 − 4/D∗)-approximation
algorithm, where D∗ represents the optimal diameter for (1 + ε)-approximate medians in
the given input set. For any δ > 0, our algorithm directly yields a (1 − δ)-approximation
whenever D∗ > 4/δ. Otherwise, it is not hard to observe that there are only a polynomial
number of possible candidates for the (1 + ε)-approximate median strings. We argue that the

CPM 2026



12:8 Maximizing Diversity in (Near-)Median String Selection

Hamming metric is of “negative-type” and that the constraint of selecting k strings reduces
to a matroid constraint. Then, by applying the result from [8] (which essentially involves
rounding a quadratic program), we obtain a PTAS. Next, we briefly outline the main ideas
behind the (1 − 4/D∗)-approximation algorithm.

We begin with a set S of k identical exact median strings, all equal to w; we call S the
set of candidate medians. We then consider a collection of modification operations. Each
operation is specified by: an index position i, a character a ∈ Γ, an integer r – the target
frequency of a at position i, and an integer ℓ – the frequency of the character wi at position i

among the candidate medians in S. We assign each operation a density, which informally
measures the ratio between its increase in the sumDp objective and its increase in the median
objective if applied.

Next, we sort all plausible operations in nondecreasing order of density and attempt to
apply the longest prefix of this sorted list that yields a feasible solution. A prefix is feasible
if the following holds: we initially allocate a budget of εopt to each candidate median in S.
Then, for each index i and character a, we perform all the corresponding operations in the
chosen prefix, one by one, on candidate medians that still have positive remaining budget.
After each operation, we deduct the appropriate amount from the budget of the candidate
median to whom it was applied. If every operation in the prefix can be completed without
any candidate median exceeding its budget, the prefix is deemed feasible. In the algorithm,
we execute the selected operations in a carefully chosen order and select which candidate
medians to modify so as to guarantee the desired approximation.

The approximation guarantee proceeds as follows. Let v∗ denote the optimal sumDp
achievable by k many (1 + ε)-approximate medians. First, we note that v∗ ≳ k2D∗/4. Next,
we derive a lower bound on the sumDp value v attained by our algorithm’s output (the final
set of candidate medians). Let U be the total remaining budget across all candidate medians
in S at the end of the algorithm, and let ρ be the maximum density among the operations
that were not performed. The core of the argument is to establish the two statements:
U · ρ ≲ k2, and v∗ − v ≤ U · ρ. Informally, U · ρ upper-bounds the additional sumDp one
could gain by executing all leftover operations without violating any budget constraints.
The main technical hurdle lies in proving these two bounds. This immediately yields an
approximation factor of (1 − 4/D∗). The details appear in the full version.

Approximate medians: Maximizing min dispersion. For the problem of selecting k approx-
imate Hamming medians while maximizing the min dispersion, just like the case of exact
medians, we can get a dynamic programming algorithm in polynomial time for k = O(1).
Thus, from now on, we focus on k ≥ Ω(1). Then we split into cases depending on the value of
the optimal diameter D∗. When D∗ ≤ O(1), the number of candidate Hamming medians is
polynomially bounded; in this case, applying the greedy min-dispersion heuristic [32] yields a
1/2-approximation. For D∗ ≥ Ω(log k), we first compute two (1 + ε)-approximate Hamming
medians y, z of distance equal to the diameter (using Theorem 1). Then for each index i,
we create an alphabet set Γi = {yi, zi}. Next, we generate k candidate approximate median
strings via the following randomized procedure: For each index i, we select a character from
Γi independently and uniformly at random, and repeat this process to form k strings. We
first argue that each resulting string is an (1 + 2ε)-approximate median. Using concentration
bounds, we establish a lower bound on the min dispersion minDp for these strings, and
combining this with the fact that the optimal min dispersion can at most be the diameter,
we obtain minDp ≳ t∗/2, where t∗ denotes the optimal minDp achievable by a set of k

many (1 + ε)-approximate medians. This yields a bi-criteria approximation. We can further
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improve this approximation factor for the “higher regime” of t∗. We formulate the problem
using an integer linear program and consider its LP relaxation. Then, using a dependent
rounding framework, we show that we can generate k many (1 + ε + δ)-approximate medians
(for any δ > 0) with minDp ≥ (1/2 − δ)t∗. We detailed the arguments in the full version.

2 Preliminaries

Notations. Let Γ denote an alphabet set. For a string s ∈ Γd, we use si to refer to the
character at the index i of s. Similarly, for any array (or ordered set) W , we use Wi to
denote the element at index i. We use 1(.) to indicate an identity function where for a logical
predicate t, 1(t) = 1 if t is true; and 0 otherwise. For any X ⊆ Γd and a string s ∈ Γd, let
fs

i (X) indicate the number of times the character si appears at the i-th index of strings in
X, i.e., fs

i (X) := |{x ∈ X : xi = si}| =
∑

x∈X 1(xi = si). For brevity, when clear from the
context, we drop X from the above notation and simply use fs

i .
For any x, y ∈ Γd, their Hamming distance is defined as, H(x, y) :=

∑d
i=1 1(xi ̸= yi).

Hamming Median. Given a set X ⊆ Γd, the Hamming median problem asks to find
a string y∗ ∈ Γd that minimizes the sum of distance to the strings in X, i.e., y∗ =
arg miny∈Γd

∑
x∈X H(x, y). We use opt(X) (or simply opt when X is clear from the context)

to denote
∑

x∈X H(x, y∗). We call a string y ∈ Γd an α-approximate median (for any α ≥ 1)
iff

∑
x∈X H(x, y) ≤ α · opt.

Finding an (exact) median string under the Hamming distance is folklore. Consider the
following string: For any X ⊆ Γd, the most frequent character string, denoted by mfc(X),
is a string w where wi is set to be the most frequently (breaking ties arbitrarily) occurred
character at the i-th index in the strings in X, i.e., wi = arg maxe∈Γ |{x ∈ X : xi = e}|, and
in the rest of the paper we use w to refer to mfc(X).

It is straightforward to see that w = mfc(X) is a median for the set X under the
Hamming distance, as stated in the following result.

▶ Lemma 5 (Folklore). For any X ⊆ Γd, w = mfc(X) is an optimal median of X, i.e.∑
x∈X H(x, w) = opt. Furthermore, for any optimal solution w∗, fw

i = fw∗

i , for all i ∈ [d].

Next, we show how the cost of any string can be related to the optimal.

▶ Lemma 6. For any X ⊆ Γd, let w = mfc(X). Then, for any s ∈ Γd, we can express its
objective cost using w and opt as,

∑
x∈X H(x, s) = opt +

∑
i:si ̸=wi

(fw
i − fs

i ).

Dispersion Measures. Dispersion is the notion of computing k ≥ 2 diverse solutions to the
Hamming median problem. There are multiple ways we could define the dispersion of a set
of strings. In this work, we consider two common forms of dispersion, minimum Hamming
distance (min dispersion) and sum of pairwise Hamming distances (sum dispersion). We
formally define the min dispersion and sum dispersion as follows:

▶ Definition 7 (Min Dispersion). Given a set of strings S = {s1, s2, . . . , sm}, the min
dispersion of S is defined as, minDp(S) := minsi,sj∈S H(si, sj).

▶ Definition 8 (Sum Dispersion). Given a set of strings S = {s1, s2, . . . , sm}, the sum
dispersion of S is defined as, sumDp(S) :=

∑
si,sj∈S|i<j H(si, sj).
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Diverse Hamming (Approximate) Median. In this paper, we explore three key problems.
We first introduce the Diameter-Maximizing-Median problem, where the goal is to
find two (approximate) median strings such that the Hamming distance between them is
maximized.

▶ Problem 1 (Diameter Maximization (Diameter-Maximizing-Median)). Given a set of
strings X ⊆ Γd and ε ≥ 0, the Diameter-Maximizing-Median problem asks to find two
(1 + ε)-approximate Hamming medians s1, s2 ∈ Γd of X such that H(s1, s2) is maximized.

Next, the Sum-Dispersion-Approx-Median problem is to find a k set of (1 + ε)-
approximate Hamming medians that maximize the sum dispersion.

▶ Problem 2 (Sum Dispersion Approximate Medians (Sum-Dispersion-Approx-Median)).
Given a set of strings X ⊆ Γd, a non-negative integer k, and ε ≥ 0, the Sum Dispersion
Approximate Hamming medians problem asks to find a set of (cardinality k) strings, S =
{s1, s2, . . . , sk} ∈ Γd such that for all i ∈ [k], si is a (1 + ε)-approximate Hamming median
of X, and the sum dispersion sumDp(S) is maximized.

Finally, we explore the Min-Dispersion-Median problem, where the goal is to find k

(approximate) Hamming medians that maximize the minimum dispersion.

▶ Problem 3 (Min Dispersion Hamming Medians (Min-Dispersion-Median)). Given a set
of strings X ⊆ Γd, a non-negative integer k, and ε ≥ 0, the Min Dispersion Hamming
Medians problem asks to find a set of (cardinality k) strings, S = {s1, s2, . . . , sk} ∈ Γd such
that for all i ∈ [k], si is a (1+ε)-approximate Hamming median of X, and the min dispersion
minDp(S) is maximized.

3 Exact Algorithms for Diameter Maximization

In this section, we develop efficient algorithms for the Diameter-Maximizing-Median
problem. We first claim that when ε = 0, a straightforward construction yields two exact
medians that maximize the diameter. We then extend this result to the case ε > 0,
demonstrating that there is still an efficient algorithm that produces two (1 + ε)-approximate
medians achieving maximum diameter.

▶ Theorem 1. Consider an alphabet Γ. There exists an algorithm that, given any X ⊆ Γd

of size n and ε > 0, outputs two (1 + ε)-approximate Hamming medians of X with maximum
diameter, and runs in time O((1 + ε)nd + d log d).

Algorithm Description. Suppose we are given X ⊆ Γd as input, and n = |X|. Next, we
define an auxiliary string ŵ that consists of the second-most frequent character (if it exists)
in each position, more specifically: set ŵi = arg maxe∈Γ\{wi} |{x ∈ X : xi = e}| (breaking
ties arbitrarily).

Before proceeding with the detailed description of our algorithm, let us introduce the
following problem, an optimal solution of which is pivotal in our algorithm. Let us con-
sider the Min-Diff Partition problem: Given an n-length array M and a set T ⊆ [n],
the goal is to partition T into two (disjoint) sets T1, T2 (where T = T1 ∪ T2) such that∣∣∑

i∈T1
Mi −

∑
i∈T2

Mi

∣∣ is minimized. It is not hard to see that this problem can be solved
using a dynamic programming algorithm.

Let us now describe our algorithm. Our algorithm first sorts the indices of [d] in the
non-decreasing order of the value of fw

i − f ŵ
i . The algorithm then greedily selects a maximal

set S of indices in the sorted order such that
∑

i∈S

(
fw

i − f ŵ
i

)
≤ εopt. Then, it again selects
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another maximal set R greedily starting from the index |S| + 1 of the sorted order, such
that

∑
i∈R

(
fw

i − f ŵ
i

)
≤ εopt. We output the strings z, y where the characters of z are

the same as w except for the indices in S (where they become the corresponding character
in ŵ) and the characters of y are the same as w except for the indices in R (where they
become the corresponding character in ŵ). We also consider the set T , which consists of the
first |S| + |R| + 1 sorted indices. If

∑
i∈T

(
fw

i − f ŵ
i

)
≤ 2εopt, we find two partitions of T

such that the sum difference between the two partitions is minimized. If T1 and T2 are two
partitions such that the cost is ≤ (1 + ε)opt, we use the partition T1, T2. We output the
strings z, y where the characters of z are the same as w except for the indices in S (or T1
when there is a valid partition) and the characters of y are the same as w except for the
indices in R (or T1 when there is a valid partition).

We provide the pseudocode along with a detailed analysis in the full version.

4 Maximizing the Sum Dispersion

In this section, we present an approximation algorithm for the Sum-Dispersion-Approx-
Median problem. We first show that when ε = 0, a simple construction yields k exact
medians that maximize the sum dispersion.

▶ Theorem 9. Consider an alphabet Γ. There exists an algorithm that, given any X ⊆ Γd

of size n and a non-negative integer k, returns k Hamming medians maximizing the sum
dispersion, in O (nd log (min {n, |Γ|}) + kd) time.

We design the Sum-Dispersion-Exact Algorithm that ends up giving k strings that
maximize sum dispersion. The main idea behind the algorithm is first to find the set of
majority (most frequent) characters at each index, and then distribute them “evenly” over
k candidate medians (see Figure 1). This will ensure that the sum of pairwise distances
between them is maximized. We present the algorithm and detailed analysis in the full
version.

Figure 1 Let Γi = {a1, · · · , ar} be set of most frequent characters at the index i. Overview of
the characters at index i after the modifications by Sum-Dispersion-Exact Algorithm.

We then generalize to the case ε > 0, proving that an efficient algorithm can still be
obtained to produce k (1 + ε)-approximate medians that approximately maximize the sum
dispersion. Let us now recall Theorem 2.

▶ Theorem 2. Consider an alphabet Γ. There exists a polynomial-time algorithm that,
given any X ⊆ Γd of size n, a non-negative integer k and ε, δ > 0, returns a set S of k

(1+ε)-approximate Hamming medians, such that their sum dispersion sumDp(S) ≥ (1−δ)v∗,
where v∗ is the maximum sum dispersion of k many (1 + ε)-approximate Hamming medians.

The proof of the above theorem proceeds as follows. Given X ⊆ Γd, let v∗ be the
maximum possible sum dispersion for any set of k (1 + ε)-approximate medians, and D∗

be the diameter for the (1 + ε)-approximate medians. We first establish the following
result, which is the key contribution towards attaining our approximation result for the sum
dispersion. The proof is deferred to the full version.
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▶ Theorem 10. Consider an alphabet Γ. There exists an algorithm that, given any X ⊆ Γd

of size n, a non-negative integer k and ε > 0, returns a set S of k (1 + ε)-approximate
Hamming medians, such that their sum dispersion sumDp(S) ≥

(
1 − 4

D∗

)
v∗, where D∗ is

the maximum diameter between two (1 + ε)-approximate Hamming medians in X and v∗ is
the maximum sum dispersion of k (1 + ε)-approximate Hamming medians. Moreover, the
algorithm runs in time O(nd|Γ| + d2k4|Γ|2).

We then argue that if D∗ is sufficiently large, this already leads to a PTAS. On the other
hand, if D∗ is small, a PTAS can be obtained by arguing that the Hamming metric is of
“negative-type” and that the constraint of selecting k strings reduces to a matroid constraint,
and then using the earlier work of [8]. Together, it completes the proof of Theorem 2. We
defer the details to the full version.

5 Maximizing the Minimum Dispersion

In this section, we study the Min-Dispersion-Median problem. We first show that in
the special case of exact medians (ε = 0), the problem admits a PTAS, at least for a
constant-sized alphabet. More specifically, we show the following result.

▶ Theorem 11. Given a set of strings X, a parameter k, and two parameters δ, η, there
exists an algorithm such that:

(I). If k ≤ 1
δ , the algorithm outputs k exact medians with min dispersion at least t∗, in

O(nd log min (n, |Γ|) + |Γ| 1
δ d

1
2δ2 ) time, and,

(II). If D∗ ≥ 4
δ2 (2 log k+1) and k > 1

δ , then with probability at least 1−η, the algorithm out-
puts k exact medians with min dispersion at least (1 − 2δ)t∗, in O(nd log min (n, |Γ|) +
(kd|Γ| + k2d) log 1

η ) time, and,
(III). If D∗ < 4

δ2 (2 log k + 1) and k > 1
δ , the algorithm outputs k exact median strings with

min dispersion at least 1
2 t∗, in O

(
nd log min (n, |Γ|) + |Γ|

4
δ2 · k2+ 8

δ2 log |Γ|
)

time.
Here D∗ is the optimal diameter between two exact medians in X, and t∗ is the optimal min
dispersion of k exact medians in X.

We now provide a high-level proof idea for the above theorem. We first derive a dynamic
programming–based algorithm that exactly solves the minimum dispersion problem, and
that establishes Item (I). Next, we consider the case where D∗ is large enough, and show
that one can obtain a (1 − δ)-approximation to the minimum dispersion. In this case, we
first find the set Γi of all majority (most frequent) characters per index i, and then generate
k candidate medians by drawing a character for an index i uniformly at random from that
set Γi. A lower bound on the min dispersion achieved by this randomized process follows from
a standard concentration inequality. The main crux of the argument lies in establishing a
near-tight upper bound on the optimum min dispersion objective, which we derive by proving
a generalized Plotkin bound, and that in turn implies Item (II). Finally, we consider the
scenario in which D∗ is small, and demonstrate that a solution achieving a 1/2-approximation
to the minimum dispersion can be obtained via a greedy algorithm over a polynomial-sized
solution (search) space, establishing Item (III). We defer all the details to the full version.

For the more general case where ε > 0, meaning the objective is to compute (1 + ε)-
approximate medians, we present a bi-criteria approximation algorithm.
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▶ Theorem 12. Given a set of strings X, a parameter k, and two parameters δ, η, there
exists an algorithm such that:

(I). If k ≤ 1
δ , then the algorithm outputs k (1+ε)-approximate medians with min dispersion

at least t∗, in O((1 + ε) 1
δ |Γ| 1

δ n
1
δ d

2
δ2 ) time, and,

(II). If D∗ ≤ 4
δ2 and k > 1

δ , then the algorithm outputs k (1 + ε)-approximate medians with
min dispersion at least 1

2 t∗, in O
(

k2|Γ|
4

δ2 d
4

δ2 + nd · |Γ|
4

δ2 d
4

δ2
)

time.
(III). If D∗ ≥ 4

δ2 (2 log k + 1) and k > 1
δ , then with probability at least 1 − η, the algorithm

outputs k (1 + 2ε)-approximate medians with min dispersion at least 1−δ
2 t∗, in O((1 +

ε)nd + d log d + k2d log 1
η ) time.

(IV). If t∗ ≥ 8+4δ
δ

√
d(2 log k + 2) and k > 1

δ , then with probability at least 1 − η, the
algorithm outputs k distinct (1 + ε + δ)-medians with min dispersion at least 1−δ

2 t∗,
in O(nd log min (n, |Γ|) + (nkd + k9d3) log 1

η ) time.
Here D∗ is the optimal diameter between two (1 + ε)-approximate medians in X, and t∗ is
the optimal min dispersion of k many (1 + ε)-approximate medians in X.

The proofs of Item (I) and (II) are similar to the argument used for the corresponding
cases in Theorem 11. For Item (III), we start with two (1 + ε)-approximate medians realizing
the diameter (obtained from Theorem 1), and generate k candidate approximate medians via
a randomized process by selecting characters randomly from these two initial approximate
medians. We argue that all these candidates are also (1 + 2ε)-approximate medians. Then,
using a standard concentration bound together with the fact that the min dispersion can at
most be the diameter, we derive Item (III). We further improve the bi-criteria approximation
in Item (IV) for a large regime by using LP relaxation together with the dependent rounding
framework. We provide all the details in the full version.

6 Discussion and Future Work

This paper initiates the study of computing a diverse set of medians in the Hamming metric
using two classical dispersion objectives: sum dispersion and minimum dispersion. First, we
present an exact algorithm for the diameter variant, which outputs two near-medians with
maximum diversity. Second, we address the task of producing multiple (near-)medians and
give a PTAS for maximizing sum dispersion. Third, we develop a bi-criteria approximation
algorithm for maximizing minimum dispersion.

For the minimum-dispersion objective with k approximate medians, there remains a gap
in the regime ω(1) ≤ D∗ ≤ O(log k), where D∗ denotes the optimal diameter. In this range,
we do not have a polynomial-time approximation algorithm; our 1/2-approximation runs in
quasipolynomial time (more specifically, (d/D∗)O(log k)poly(ndk) time) instead. Designing
a polynomial-time algorithm with a comparable approximation guarantee in this regime
is an immediate open problem. Another open direction is to obtain an approximation
factor solely on the dispersion objective (instead of bi-criteria trade-offs). Finally, extending
diverse median computation to other metric spaces – such as Euclidean, edit, Jaccard, and
Kendall–tau – is an interesting avenue for future work.
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