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Abstract
This paper addresses the problem of identifying palindromic factors in texts that include wildcards
– special characters that match all others. These symbols challenge many classical algorithms, as
numerous combinatorial properties are not satisfied in their presence. We apply existing wildcard-
LCE techniques to obtain a continuous time-memory tradeoff, and present the first non-trivial
linear-space algorithm for computing all maximal palindromes with wildcards, improving the best
known time-memory product in certain parameter ranges. Our main results are algorithms to find
and approximate all maximal palindromes in a given text. We also generalize both methods to the
k-mismatches setting, with or without wildcards.
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1 Introduction

Palindrome recognition is a fundamental problem in computer science. It appears in com-
plexity courses as an example of a problem that is solved in linear time by a two-tape Turing
machine [38] but requires quadratic time in a single-tape machine [35]. Apostolico et al. [7]
considered parallel algorithms for the problem. Manacher [36] and Galil [20] showed how to
use pushdown automata for recognizing palindrome prefixes of a string in the online setting.
In the online setting, Amir and Porat [6] showed how to recognize approximate palindrome
prefixes of a string. For more references, see [22, 30, 33]. Many other palindrome-related
problems have been further explored. For example, finding the palindromic length [11],
indexing all palindromes [37], and sublinear time detection algorithms [13].

Beyond their theoretical interest, palindromic structures also appear in nature. Particular
examples from biology include sequences recognized and cut by restriction enzymes, and
the hairpin structures of DNA base pairs. For elaboration and additional examples, see,
e.g. [19, 23,34,40].

Wildcard Matching is a variant of traditional string matching where certain input charac-
ters – referred to as wildcards – match all other characters. This problem has been extensively
researched since the inception of modern pattern matching [1, 17] and continues to be an
active field of research [4, 8, 9, 15,24,27].
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18:2 Time-Memory Tradeoffs for Maximal Palindromes

A related problem is mismatch matching – deciding whether a certain text matches a
pattern up to at most k mismatches. A common mismatch-counting scheme is the Hamming
distance, which counts the number of mismatching characters between two strings of equal
length. Another common and extensively researched scheme is edit-distance, which accounts
for mismatches, as well as insertions and deletions. The mismatch matching problem has
also drawn significant attention from theoretical computer scientists. See, e.g. [3, 18,21,28].

In this work, we address the problem of palindrome recognition with wildcards and
mismatches, which is related to all of the aforementioned areas of study. Under these settings,
the challenge of finding palindromes in a given string becomes significantly harder, as most
combinatorial properties used for existing efficient algorithms fail.

1.1 Related Work
Wildcard Matching

In wildcard matching, both the text T and the pattern P may contain wildcards. The first
efficient algorithm for wildcard pattern matching was introduced in 1974 by Fischer and
Paterson [17]. Their algorithm employs a Fast Fourier Transform-based approach, and its
time complexity is O(n log m log |Σ|), where n = |T |, m = |P | and Σ is the alphabet of T

and P . This result was later improved to a randomized O(n log m) algorithm [24,27], followed
by a deterministic O(n log m) algorithm [14,16]. Fischer and Paterson’s original method also
computes the Hamming distance between two strings for every alignment of the pattern over
the text in O(n|Σ| log m) time. Building on these developments, Abrahamson [1] proposed a
more efficient O(n

√
m log m) algorithm for the same problem and introduced the concept of

degenerate string matching, where each text symbol can represent a subset of the alphabet.
Beyond the baseline problem, additional tools were developed. Notable extensions include

the dictionary index with wildcards and mismatches by Cole et al. [15] (often called “don’t
care suffix tree”) and the Longest Common Extension (LCE) with wildcards time/memory
tradeoff by Bathie et al. [8].

Mismatch matching

A central notion in approximate string matching is pattern matching with mismatches, where
one computes (or reports) the mismatch distance (Hamming distance) between a pattern
and a text. Its thresholded variant (k-mismatch) outputs only alignments with at most k

mismatches. A standard toolbox reduces mismatch counting to convolutions/FFTs, yielding
near-linear-time algorithms for many settings. For the bounded k-mismatch problem, early
algorithms [32] use LCE (“kangaroo jumps”) to give an overall O(nk) baseline (n is the input
length); a breakthrough by Amir et al. [5] improved this to about O

(
n
√

k log k
)
, followed by

a recent Monte Carlo O
(

n
√

k
)

algorithm by Chan et al. [12]. Although an LCE structure
exists for wildcard matching, there is little hope of finding a combinatorial LCE structure for
the k-mismatch problem [10].

The k-mismatch problem and the wildcard matching problem are closely related and
share a common algorithmic toolbox.

Palindromes

Despite being extensively researched, most existing works about palindromes only address
classical settings, while generalizations (e.g., wildcards and mismatches) remain mostly
undeveloped. Most results regarding palindrome processing are obtained through careful
combinatorial analysis (e.g. [11, 25, 26, 31, 36]), and these combinatorial properties do not
readily generalize to our settings.
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Nonetheless, existing works also investigate palindromes in the presence of wildcards and
mismatches. Sokol [39] showed an algorithm for 2D palindromes with k mismatches, using
the Hamming distance measure. Alzamal et al. [2] considered palindromes in degenerate
strings with gaps and mismatches. Amir et al. [4] discussed the general problem of finding
maximal palindromes in degenerate strings and proved lower bounds for general alphabets.

1.2 Our contributions
We study the computation of all maximal palindromes in strings with wildcards, where each
wildcard matches any alphabet symbol. As a baseline, we adapt known LCE-based techniques
for palindromic computation to the wildcard setting, obtaining a new continuous time-memory
tradeoff. We begin in the setting of no mismatches and introduce two linear-space algorithms:

i precise algorithm that detects all maximal subpalindromes, and
ii approximation algorithm that approximates all maximal subpalindromes.

In regimes with high wildcard density (i.e., G = ω(
√

n log n)), the first algorithm achieves
a superior time-memory product compared to the baseline methods. The approximation
algorithm achieves Õ((1 + 1/ϵ)n) time.

We then show that both algorithms generalize to the k-mismatch setting. There, the
first algorithm is particularly effective as it can outperform the baseline algorithms in both
time and space. However, the approximation algorithm no longer guarantees Õ((1 + 1/ϵ)n)
running time; its complexity depends on the counting-convolution cost fS(n) (see Table 1).

A detailed statement of our guarantees, which relies on technical definitions, is presented
in Section 3 after the preliminaries.

2 Preliminaries

Basic definitions

A string is an ordered sequence of characters. We denote the length of S as |S|, its i-th
character by S[i] and its factor S[i]S[i + 1] . . . S[j] by S[i . . j]. The empty string of length 0
is denoted by ε. When j < i, we denote S[i . . j] as the empty string ε. A factor S[1 . . i] is
called a prefix, and a factor S[j . . |S|] is called a suffix. If 1 ≤ i < |S| (resp. |S| ≥ j > 1)
the prefix (resp. suffix) is said to be proper. The concatenation of strings S and T is
S · T := S[1]S[2] . . . S[|S|]T [1]T [2] . . . T [|T |]. When clear from context, we write ST . For a
positive integer i, we denote Si as the concatenation of S to itself i times, i.e., S1 = S, and
Si = Si−1 · S. The reverse of S is ←−S = S[n]S[n− 1] . . . S[1]. A string satisfying S =←−S is
called a palindrome.

To refer to a specific occurrence of a factor in a string, we use the interval notation
[i . . j] = {t | t ∈ N, i ≤ t ≤ j}. An interval [i . . t] is called a prefix of [i . . j] if t ≤ j, and a
suffix is defined symmetrically. The center of an interval P = [i . . j] is denoted as cP := i+j

2 .
The interval notation is used when a specific factor is concerned, rather than a string1.

For two strings of equal length S, T , we denote by H(S, T ) the Hamming distance between
S and T , i.e., the number of mismatching characters. Since comparing a string S to its
reverse ←−S counts each mismatched position twice (once in the left half and once in the right
half), we define the palindromic mismatch count of S as 1

2 H(S,
←−
S ). A string is called a

1 Certain properties are only meaningful for substrings, such as starting and ending position. When
palindromes are concerned, maximality is only well defined for substrings.

CPM 2026



18:4 Time-Memory Tradeoffs for Maximal Palindromes

k-palindrome if its palindromic mismatch count is at most k. For example, S = abcdcbx
has palindromic mismatch count 1

2 H(abcdcbx, xbcdcba) = 1, and indeed, replacing one
character in S suffices to make it a palindrome.

Palindromes

A string S is called a palindrome or palindromic if S =←−S . For example, the strings abcba and
abccba are palindromes, while abcbaa is not. An interval P = [i . . j] is called a subpalindrome
of S if its corresponding factor S[i . . j] is palindromic. We say that P is centered at cP , and
that its radius is ⌈ j−i

2 ⌉. If the interval [i . . j] is a subpalindrome but the interval [i−1 . . j +1]
is either not defined or not a subpalindrome, we say that [i . . j] is a maximal subpalindrome.
There are 2|S| − 1 center positions in S, each of which corresponds to a unique maximal
subpalindrome. We denote the maximal subpalindrome at center c as Pc and its radius as rc.

To detect the radii of all maximal subpalindromes (from now on: all maximal palindromes),
one can use Manacher’s algorithm [36], which runs in linear time and is considered to be
efficient in practice. However, it is not suitable for mismatches and wildcards. An alternative
is to detect palindromes using LCE queries, which can also be applied in wildcard/mismatch
settings.

▶ Definition 1 (LCE Query). Let S, T be two strings. The Longest Common Extension
(LCE) query LCE(S, i, T, j) computes the largest integer k ≥ 0 such that S[i . . i + k − 1] =
T [j . . j + k − 1].

A linear-space LCE data structure can answer LCE queries in constant time, as summar-
ized in the following lemma:

▶ Lemma 2 (LCE data structure [29]). Let S, T be two strings over a linearly-sortable alphabet.
A data structure that answers arbitrary LCE queries in constant time can be constructed in
O(|S|+ |T |) time, and the structure occupies O(|S|+ |T |) space.

All palindromes of a string can be identified using LCE queries: LCE(S, i+1,
←−
S , n−i+2)

equals ri and LCE(S, i + 1,
←−
S , n− i + 1) equals ri+0.5.

A simple yet efficient technique, often referred to as “kangaroo jumps”, utilizes LCE
queries to skip over matching text segments in constant time. By repeatedly querying the
LCE to identify the next mismatch, one can compute LCE with k mismatches in O(k) time,
and consequently, can find all maximal palindromes with ≤ k mismatches in O(nk) time.

Wildcard- and Mismatch-Matching

In this paper, we refer to strings containing wildcards as wildcard strings, and otherwise
as solid strings. As this paper mainly concerns wildcard strings, an unspecified string is
assumed to be a wildcard string. We denote a wildcard – a character that matches any
character – as ϕ. Given two strings S, T of length n, we say that S matches T if S[i] ≈ T [i]
for every 1 ≤ i ≤ n, and denote S ≈ T . For example, abϕ ≈ ϕba.

The problem of pattern matching with wildcards, i.e., finding all occurrences of a wildcard
pattern of length m within a wildcard text of length n, can be solved in O(n log m) time
by using fast polynomial multiplication algorithms–commonly the Fast Fourier Transform
(FFT). This method is also referred to as convolution. The convolution method also matches
all prefixes of the pattern with suffixes of the text and vice versa, a property vital for
palindrome detection. A small visualization of the convolution method is shown in Figure 1.
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Abrahamson [1] showed how to compute the Hamming distance between every alignment
of the pattern over the text, including all prefix/suffix alignments.

In this paper, we use both tools and refer to them as the matching- and counting-
convolution. The formal definition follows:

▶ Definition 3 (Convolution Array). Let T, P be two strings of respective lengths n ≥ m. The
counting convolution cconv(T, P ) is an array C[1 . . n + m− 1], where:

C[i] :=


H(T [1 . . i], P [m− i + 1 . . m]) for 1 ≤ i < m

H(T [i−m + 1 . . i], P ) for m ≤ i ≤ n

H(T [i−m + 1 . . n], P [1 . . n− i + m]) for n < i ≤ n + m− 1

Similarly, the matching convolution mconv(T, P ) is a binary array M [1 . . n + m − 1]
where:

M [i] :=
{

1 if cconv(T, P )[i] = 0
0 otherwise

The array mconv(T, P ) can be computed in O(n log m) time and the arrays cconv(T, P )
can be computed in O

(
n min(|Σ| log m,

√
m log m)

)
time. We emphasize that mconv is not

computed from cconv; we define it in terms of cconv for clarity. An example of the counting
and matching convolution arrays is in Figure 1.

a b ϕ

b a

C[1]=0
M [1]=1

a b ϕ

b a

C[2]=2
M [2]=0

a b ϕ

b a

C[3]=0
M [3]=1

a b ϕ

b a

C[4]=0
M [4]=1 not compared

mismatch
match

Figure 1 The counting and matching convolution between T = abϕ and P = ba. We denote
C = cconv(T, P ) and M = mconv(T, P ).

Next, we define wildcard fragments:

▶ Definition 4 (Wildcard Fragments). We say that the factor P = [i . . j] is a wildcard
fragment of string S if it satisfies all of the following:

i For every i ≤ k ≤ j, the character S[k] is a wildcard.
ii i− 1 ≤ 0 or S[i− 1] is not a wildcard.
iii j + 1 > |S| or S[j + 1] is not a wildcard.

A parameter often used by algorithms for wildcard strings is the number of different
wildcard fragments (or simply fragments) in the input, which we call G. For example, the
string S = ϕaabϕϕϕaϕa has three fragments: S[1 . . 1], S[5 . . 7], S[9 . . 9]. The number of
fragments ranges from zero (a solid string) to Θ(n) (e.g., the string (aϕ)n).

The baseline algorithm for this paper uses LCE with wildcards (LCEW):

▶ Lemma 5 (LCEW data structure [8]). Let S be a string of length n with G wildcard fragments.
For any parameter T ∈ [1, G], one can build an LCEW data structure in O

(
nG
T log n

)
time

using O
(

nG
T

)
space. This structure answers LCEW queries in O(T ) time.

By selecting the tradeoff parameter to be T :=
√

G, we obtain an Õ
(

n
√

G
)

-time and
space algorithm to detect all maximal palindromes in S.

CPM 2026



18:6 Time-Memory Tradeoffs for Maximal Palindromes

3 Our Results in Detail

Table 1 Asymptotic space and time bounds for computing all maximal k-mismatch palindromes
with wildcards. Parameters: n (input length), k (maximum mismatches allowed), G (fragments in
the input), and Σ (the alphabet). We denote by fS(m) := O

(
m min(|Σ| log m,

√
m log m)

)
the time

required to compute counting convolution. Our results are highlighted in bold and with a star.

Algorithm Regime Space Time

LCE-based
k = 0, G = Ω(log n) O

(
n
√

G/ log n
)

O
(
n

√
G log n

)
k > 0, G = Ω(k log n) O

(
n
√

Gk/ log n
)

O
(
n

√
Gk log n

)
otherwise O(n) O(n(k + G))

Precise⋆
k = 0 O(n) O

(
n

√
n log n

)
otherwise O(n) O

(
n
√

fS(n)
)

(1 + ϵ)-Approx.⋆

k = 0 O(n) O
(
(1/ϵ) n log2 n

)
k > 0, G = 0 O(n) Õ

(
(1/ϵ)nk2/3)

otherwise O(n) O((1/ϵ) log n · fS(n))

The guaranteed running time of the algorithms in this paper is presented in Table 1.

For k = 0 (Precise, no mismatches): The LCE algorithm is faster in raw time
whenever G = o(n). However, its space can grow to Θ

(
n

√
n/ log n

)
. The precise algorithm

provides the first non-trivial linear-space solution, and its O
(
n2.5√log n

)
time/memory

product is superior to the LCE method for G = ω(
√

n log n).
For k > 0: The precise algorithm gives the best time guarantee: O

(
n7/4 log1/4 n

)
.

Approximation: From a runtime perspective, the approximate algorithm is the fastest
in all regimes, unless the parameters k and G are very small (e.g., k + G = o(log2 n)).

Remark on the approximation algorithm

In the (1 + ϵ)-approximation algorithm with mismatches, the running time improves by
a factor of O(log n) when |Σ| = Ω(nα) for some constant α > 0. The reason is that the
algorithm computes counting convolutions on strings whose lengths grow geometrically, so
its total convolution cost is of the form

∑
i 2ifS(n/2i). Under this alphabet-size assumption,

this sum is geometric and therefore evaluates to O(fS(n)).

4 Maximal Palindrome Approximation and Computation

The main contribution of this paper is the development of algorithms to find and approximate
all maximal palindromes in a wildcard string.

We begin by sketching the LCE baseline algorithm for wildcards. The idea is similar to
kangaroo jumping: we treat wildcards as regular characters, which causes the LCE query to
stop early when comparing wildcards to other characters. Therefore, if there are g wildcards,
this method requires O(g) time per LCE query. A better way is to jump to the end of the
wildcard fragment when such a mismatch is detected: wildcard fragments are guaranteed to
match anything. This improvement reduces the LCE query time from O(g) to O(G).
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4.1 Setup
Throughout the section, we denote by S the input wildcard string of length n. Recall that
Pc is the maximal subpalindrome at center c, and that rc is the radius of Pc.

In this section, we compute the convolution of S with its reverse, i.e., cconv(S,
←−
S ) or

mconv(S,
←−
S ). We call these self-convolutions, and denote them by cconv(S) and mconv(S),

respectively. We observe that the self-convolution mconv(S) identifies all prefix and suffix
palindromes in S. Later in the algorithms, we use the self-matching-convolution array as if it
reported palindromes.

▶ Observation 6 (Palindromes detection using convolutions). Let S be a wildcard string of
length n, and let M = mconv(S) be the self-matching-convolution of S. The string S has a
palindromic prefix S[1 . . i] if and only if M [i] = 1, and the string S has a palindromic suffix
S[i . . n] if and only if M [n + i− 1] = 1.

Proof. A prefix S[1 . . i] is a palindrome if it matches its reverse,
←−−−−
S[1 . . i], which is equivalent

to the suffix ←−S [n− i + 1 . . n]. The matching convolution index M [i] is defined to compute
the match between this specific prefix-suffix alignment. The suffix case M [n + i − 1] is
symmetrical. ◀

Similarly, the self-counting-convolution cconv(S) counts for every prefix and suffix of S the
number of mismatches with its reverse. More generally, when the self-matching-convolution
is computed on a factor S[ℓ . . r], it identifies all centers ℓ ≤ c ≤ r for which S[ℓ . . r] has a
palindromic prefix or suffix at center c; the detected radius at c is ⌈min{c− ℓ, r − c}⌉.

Simplifying assumption. Since centers of even-length palindromes are half-integers, they
complicate indexing notations. Therefore, we ignore even-length palindromes in the input
and hence define the center of the interval P = [i . . j] to be cP := ⌊ i+j

2 ⌋. The assumption is
valid because the transformation S′ = S[1]$S[2]$ . . . $S[n] makes any subpalindrome in S

into an odd-length subpalindrome in S′.
We proceed to detail two naive subroutines used by our algorithms:
The procedure NaivePalFind(S, c, u) attempts to compute rc by performing character-
by-character comparison, but no more than u comparisons. The procedure is guaranteed
to return min(u, rc) and run in time O(u).
The procedure NaivePalExtend(S, c, r0) is given a center c and a guaranteed radius r0.
It naively extends this palindrome by comparing the characters at index c± (r0 + i) for
i = 1, 2, . . . , stopping at the first mismatch.

The procedures are illustrated using a toy example in Figure 2.

4.2 Precise Algorithm
To detect all maximal palindromes, our algorithm is parameterized by an integer u, which
defines a block size. Every index of the form i · u is called an anchor. We denote w := ⌈n/u⌉
as the number of blocks.

The algorithm consists of two main phases:
Phase 1: Coarse Radius Computation. We compute a lower bound for the radius of
every palindrome. We maintain a global array R̃ of lower bounds, initialized with zeros.
We then perform w iterations:

For each i ∈ {1, . . . , w}, we compute the self-convolution Mi =
mconv(S[1 . . min{iu, n}]).

CPM 2026



18:8 Time-Memory Tradeoffs for Maximal Palindromes
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5

c
6

ϕ

7

c
8

e
9

c
10

ϕ

11

c
12

a
13

b
14

NaivePalFind(S, 9, 3) = 3
r = 3 r = 3r = 3 r = 3

NaivePalFind(S, 3, 3) = 1
r = 1 r = 1r = 1 r = 1

(a) Illustration of NaivePalFind. The blue arrow indicates successful comparisons performed by the
algorithm, and the red arrow indicates a mismatch. The maximal palindrome centered at c = 9 is
highlighted in green.

b
1

ϕ

2

b
3

a
4

a
5

c
6

ϕ

7

c
8

e
9

c
10

ϕ

11

c
12

a
13

b
14

NaivePalExt(S, 9, 3) = 1
r = 1 r = 1

NaivePalExt(S, 8, 1) = 2
r = 2 r = 2

(b) Illustration of NaivePalExt. The dashed line indicates the highest known lower bound on the radius of
the palindrome at the given center (the third parameter). The blue arrow indicates successful comparisons
performed by the algorithm.

Figure 2 Demonstration of the naive subroutines NaivePalFind and NaivePalExtend. The red
dots are the centers provided as input to the respective subroutines.

The resulting array Mi identifies all the palindromic prefixes and suffixes of S[1 . . iu].
For every center c that was identified as a palindrome with radius r, we set R̃[c]←
max{R̃[c], r}.

Phase 2: Naive Extension. After Phase 1, the array R̃ has all radii computed
with a maximal additive error of u per radius. Formally, the array R̃ guarantees for
every center c that rc − u < R̃[c] ≤ rc. To compute the radius precisely, we update
R[c]← R̃[c] + NaivePalExtend(S, c, R̃[c]) for every center position.

The full algorithm is presented in Algorithm 1, and an example can be found in Appendix A.1.

▶ Lemma 7 (Correctness). When Algorithm 1 finishes, R contains the maximal radius rc for
every center position c.

Proof. The algorithm is correct because R̃ never overestimates radii. If R̃[c] = r, it means
that the self-matching-convolution detected a palindrome with radius r at center c, hence
rc ≥ r. Consequently, the naive extension in phase 2 begins with a valid lower bound R̃[c]
and extends it until a mismatch is found or no further extension is possible, which is the
definition of maximal subpalindrome, as required. ◀

▶ Lemma 8 (Runtime). The runtime of Algorithm 1 is O
(

n2

u log n + nu
)

.

Proof. The algorithm is divided into two phases: the coarse radius computation (FFT) and
the naive extension. The coarse radius computation runs w times, each time performing a
matching convolution in O(n log n) time, hence the total time of phase 1 is O(wn log n) =
O

(
n2

u log n
)

.
The second phase performs naive extension for each center. We proceed to prove that for

every center, the naive subroutine performs O(u) comparisons.
Assume for contradiction that for some center c, the routine NaivePalExtend(S, c, R̃[c])

extended more than u characters, i.e., rc − R̃[c] ≥ u.
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Since the difference between the estimated radius R̃[c] and the real radius rc is at least u,
an anchor ju exists such that c + R̃[c] < ju ≤ c + rc.

In phase one, we compute the matching-self-convolution of all prefixes of the form S[1 . . iu],
including mconv(S[1 . . ju]). Since c + rc ≥ ju, the string S[1 . . ju] has a palindromic suffix
at center c, and by Observation 6 we would have detected it. However, since c + R̃[c] < ju,
it follows that no palindromic suffix at center c was identified, contradicting the observation.

Since rc − R̃[c] < u, each of the O(n) invocations of NaivePalExtend performs O(u)
comparisons and a total of O(nu) work, as required. ◀

The space consumption is linear because all the subroutines we invoke consume linear space,
and the only non-constant memory we store is the arrays R and R̃.

We conclude by balancing the runtime. The running time of Algorithm 1 is T (n) =
O

(
n2

u log n + nu
)

or T (n) = O
(
n

(
n
u log n + u

))
. We minimize T (u) by balancing n

u log n

and u:
n

u
log n ≈ u =⇒ u2 ≈ n log n =⇒ u =

√
n log n.

By plugging u =
√

n log n into T (n), the overall running time is T (n) = O
(
n
√

n log n
)
, as

summarized in the following theorem:

▶ Theorem 9. Let S be a wildcard string of length n. The radii of all maximal subpalindromes
of S can be found in O

(
n
√

n log n
)

time and O(n) space.

Algorithm 1 Detect All Maximal Subpalindromes.

Require: String S of length n, block size u ≥ 1.
Ensure: An array R satisfying R[c] = rc for every center c.

1: R̃← (0, . . . , 0) {Radius lower bound for each center.}
2: R← (0, . . . , 0) {Precise radius for each center.}
3: for i← 1 to ⌈n

u⌉ do
4: M ← mconv

(
S[1 . . min{i · u, n}])

5: for all palindromes (c, r) identified by M do
6: R̃[c]← max{R̃[c], r}
7: end for
8: end for
9: for all centers c do

10: R[c]← R̃[c] + NaivePalExtend(S, c, R̃[c])
11: end for
12: return R

4.3 Approximation Algorithm
The approximation algorithm finds a (1 + ϵ) approximation for all palindromes. Formally,
given a string S and an approximation parameter ϵ > 0, the approximation algorithm
computes an array R̃ such that for every center c the array satisfies R̃[c] ≤ rc ≤ (1 + ϵ)R̃[c].
Throughout the section, we denote δ = 1

2 ϵ.

Simplifying assumptions

We require ϵ ≤ 0.5. Additionally, we assume that |S| is a natural power of 2.
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High-level description

The idea is to run the self-matching-convolution on exponentially-increasing factors of S.
The factors are defined by a set of anchors A and a window size u, and are chosen to be
S[a− u . . a + u] for every a ∈ A. For example, if A = {6, 8} and u = 4, the factors concerned
are S[2 . . 10] and S[4 . . 12].

The algorithm initializes an approximation array R̃, sets the initial window size to
u = u0 ≈ 1

δ , and chooses A ← { iu
2 : i ∈ N} as the set of anchors. For each center position,

the algorithm initializes R̃[c]← NaivePalFind(S, c, u0).

In the main loop, the algorithm computes the matching-self-convolution around the anchor
positions, as described. When a palindrome is detected at center c by the computation of
its closest anchor a, the approximation array R̃ is updated with the new value. At every
doubling of the window size, the algorithm removes half of the anchors to keep the running
time low. At the end of each iteration, the algorithm increases the window size u by a factor
of (1 + δ). The algorithm terminates when the window size reaches n, at which point R̃ is a
(1 + ϵ)-approximation of all maximal radii.

The algorithm is presented as Algorithm 2, and an example can be found in Appendix A.2.

Algorithm 2 Approximate All Maximal Palindromes.

Require: String S of length n, approximation parameter 0 < ϵ ≤ 0.5.
Ensure: An array R̃ with (1 + ϵ)-approximation of the maximal palindromes of S.

1: δ ← 1
2 ϵ

2: R̃← (0, . . . , 0) {Radius lower bound for each center.}
3: u′, u← AlignUpToPowerOfTwo( 1

δ )
4: for all center position c do
5: R̃[c]← NaivePalFind(S, c, u) {Limits to at most u comparisons.}
6: end for
7: A ← { iu

2 : 1 ≤ i ≤ 2n
u }

8: while u < n/2 do
9: for a ∈ A do

10: ℓ← max{1, a− u}; r ← min{n, a + u}
11: M ← mconv(S[ℓ . . r])
12: for every center c identified by M do
13: r̃c ← min(c− ℓ, r − c)
14: R̃[c]← max{R̃[c], r̃c}
15: end for
16: end for
17: u← (1 + δ)u
18: if u ≥ 2u′ then
19: u′ ← 2u′

20: A ← {A[2i] : 2i ≤ |A|} {Remove every second element from A.}
21: end if
22: end while
23: return R̃
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Proof notation

Throughout the correctness and runtime proofs, we refer to variable snapshots of the algorithm
execution. We do so by denoting variable x at iteration i as xi. For example, the variable ui

is the window size in the i-th iteration of the outer loop. For this particular example, the
relation ui = (1 + δ)i−1u0 holds where u0 is the initial window size (≈ 1

δ ). For simplicity, we
do not refer to any of the internal loops’ variables.

We refer to the factor S[max{1, a− ui} . . min{n, a + ui}] as the window of anchor a at
iteration i.

We define the anchor of center c at iteration i as the anchor that maximizes the radius
of the palindrome centered at c. Usually, it would be the anchor maximizing u − |c − a|.
However, next to the borders the radius might be prematurely trimmed. Formally, the radius
computed for center c in iteration i at anchor a is:

rad(c, i, a) = min{c−max{1, a− ui}, min{n, a + ui} − c},

and the anchor of center c in iteration i is:

anchor(c, i) := argmax
a∈Ai

rad(c, i, a).

A center has at most two candidate anchors; when there are two, we choose the one with the
smaller index.

▶ Lemma 10 (Runtime). The running time of Algorithm 2 is O
( 1

ϵ n log2 n
)
.

Proof. In the main (outer) loop, we start with a window size u0 ≈ 1
2ϵ and multiply it by

(1 + δ) at each step, until it reaches n, resulting in O
(
log1+δ n

)
= O

( 1
ϵ log n

)
iterations.

At iteration i, we perform a matching convolution and iterate its results on strings of size
O(ui). We do so for each anchor, resulting in O(|Ai|ui log ui) time for iteration i.

The algorithm initially starts with 2n
u0

anchors. Every time the window size is doubled,
every second anchor is deleted. Therefore, there are at most 4n

ui
= O

(
n
ui

)
anchors in Ai,

hence the running time of iteration i is O(n log ui) ⊆ O(n log n).
The total running time is thus O

( 1
ϵ log n · n log n

)
= O

( 1
ϵ n log2 n

)
, as required. ◀

▶ Lemma 11 (Correctness). The result of Algorithm 2 is a (1 + ϵ)-approximation for every
center.

Proof. Our proof demonstrates that the computed radius estimate for any center grows by
a factor of at most (1 + ϵ) per iteration, which implies that the approximation will be in
range. We denote by j the last iteration where c is identified as a palindrome by its anchor.

In each iteration i, the anchors are spaced by ≤ ui

2 indices. Denote the two anchors closest
to c in iteration j as a0, a1, where a0 ≤ c ≤ a1. Since both satisfy |c − a0|, |c − a1| ≤ uj

2 ,
at least one of them – say a0 – lies between c and the string center n

2 (or coincides with c).
The window of a0 therefore extends at least as far as a window centered at c would, so
rad(c, j, a0) ≥ uj − |c− a0| ≥ uj

2 . Therefore, R̃[c] ≥ uj

2 .
Denote a = anchor(c, j + 1). The window size u grows by a factor of (1 + δ) every

iteration, hence rad(c, j + 1, a) ≤ rad(c, j, a) + δuj . Since c was not identified in the
(j + 1)-th iteration, it follows that rc < rad(c, j, a) + δuj , and since c was identified by its
anchor in the j-th iteration, then rad(c, j, a) ≤ R̃[c]. We evaluate the ratio rc

R̃[c] :

rc

R̃[c]
<

R̃[c] + 1
2 ϵuj

R̃[c]
= 2R̃[c] + ϵuj

2R̃[c]
= 1 + ϵuj

2R̃[c]
≤ 1 + ϵuj

2 · 1
2 uj

= 1 + ϵuj

uj
= 1 + ϵ,

which is the desired approximation bound. ◀
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5 Palindromes with Mismatches and Wildcards

In this section, we extend all of this paper’s algorithms to find all maximal k-palindromes,
i.e., maximal palindromes whose palindromic mismatch count (as defined in Section 2) is at
most k.

5.1 Baseline Algorithm

The LCE algorithm requires no modification, and runs in time O(n(k + G)) by using the
kangaroo method. The LCEW-based algorithm can also be adapted by using kangaroo,
causing each LCEW query to take O(kT ) time, and the time to find all k-palindromes is
O

(
n(kT + G

T log n)
)
. We balance G log n/T ≈ kT , which results in T ≈

√
G log n/k.

For G = Ω(k log n), the LCEW method outperforms the LCE method in runtime.
Otherwise, the LCE method outperforms the LCEW method in both runtime and space.

5.2 Convolution-Based Algorithms

The most significant results are achieved by adapting our convolution-based methods. This
extension relies on computing the Hamming distance between prefixes, which can be done
via counting convolution (cconv). We denote the time to compute cconv on a string S of
length n as fS(n). For constant-sized alphabets, the result is immediate.

▶ Observation 12. Let S be a string with wildcards over a constant-size alphabet. The
FFT-based algorithms (Algorithm 1, Algorithm 2) can find all maximal k-palindromes with
no asymptotic increase in runtime, as fS(n) = O(n log n).

For general alphabets, fS(n) = O
(
n min(

√
n log n, |Σ| log n)

)
. We analyze our two

algorithms in this context.

Approximate Algorithm. The algorithm is modified by replacing the matching convolution
(mconv) with a counting convolution (cconv). If the Hamming distance is < 2k, we denote it
as a k-palindrome. We allow 2k mismatches since each mismatch appears in both arms of
the palindrome. The overall runtime is similar to the original algorithm, with the O(n log n)
factor being replaced by fS(n), resulting in O

(( 1
ϵ

)
fS(n) log n

)
(Note: If fS(n) = Ω(n1+α)

for some positive constant α, the log n factor is absorbed.).

Precise Algorithm. Similar to before, we rebalance the runtime of phase one and phase
two in Algorithm 1. The runtime is T (u) = O

(
n
u · fS(n) + nu

)
, where u is the block size:

n

u
fS(n) ≈ nu =⇒ u2 ≈ fS(n) =⇒ u =

√
fS(n).

Substituting u into T (n) results in T (n) = O
(

n
√

fS(n)
)

.
Given the upper bound fS(n) = O

(
n
√

n log n
)
, we achieve a linear-space algorithm with a

total runtime of O
(

n
√

n
√

n log n
)

= O
(

n7/4 log1/4 n
)

, significantly improving the O
(
n2)

-
time naive algorithm.
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5.3 No wildcards
When the input text contains no wildcards (i.e., the task is to find palindromes with k

mismatches only), our previous methods still work, but their running time can be improved.
While the work by Amir et al. [5] on k mismatches seems to be of aid, the original work
was designed for traditional pattern matching, while we also need to detect all prefix and
suffix alignments. Since the original paper uses the “mark-and-sweep” technique internally, a
non-trivial adaptation of their technique is required.

A later result presented by Kaplan et al. [28] gives a stronger (and slower) oracle that
identifies the position of the k-th mismatch between a pattern and a text. Although their
result does not address prefix/suffix alignments, the adaptation is natural. Our goal is to use
this result to perform the k-convolution, defined below:

▶ Definition 13 (k-convolution). Let S, T be two solid strings. The k-convolution of S, T ,
denoted by kconv(S, T ) is the array Ck (defined by the counting convolution):

Ck[i] := min(C[i], k + 1), C = cconv(S, T )

The motivation for the k-convolution follows directly from our algorithms, which ignore
any matches with more than k unique mismatches (i.e., Hamming distance of 2k). We
proceed to state the results:

▶ Lemma 14. Let S, T be two solid strings of the same length n. The k-convolution of S, T

can be computed in time O
(

nk2/3 log1/3 n log k
)

.

The proof idea is to append sentinel values to the strings such that suffixes are considered
part of the original string. Since the sentinel values are guaranteed to create a mismatch,
the Hamming distance can be derived from them. We proceed to the formal proof:

Proof for Lemma 14. We refer to the oracle that finds the position of the k-th mismatch as
Posk(S, T ), assuming |T | ≤ |S|.

Let $ be a fresh symbol not in the alphabet. Denote S′ = S$n (i.e., the string S with
n sentinel characters appended), and invoke Posk+1(S′, T ). Let ji be the position of the
(k + 1)-th mismatch between T and S′[i . . i + n− 1]. If ji ≤ n− i + 1, then the (k + 1)-th
mismatch is within the borders of the original string S, and the k-convolution should be k + 1
for position i. However, if ji > n− i+1, it implies that exactly ji + i−1−n mismatches were
counted by comparing characters to the new $ symbols. Therefore, the following computation
satisfies the k-convolution (for prefixes of T ):

kconv(S, T )[i + n− 1] =
{

k + 1 ji ≤ n− i + 1
n + k + 2− ji − i otherwise

The computation of the first n values of kconv is symmetrical and achieved by padding
T instead of S. The original algorithm does not report the position ji if there are fewer
than k + 1 mismatches at that alignment. However, by padding S and T by additional
k + 1 distinct sentinels, we are guaranteed that every alignment will incur at least k + 1
mismatches. ◀

Although the k-convolution can speed up individual convolutions, we show that it is
never optimal when integrated into the precise algorithm, as for every parameter range for k,
either Abrahamson’s method or the kangaroo jump technique outperform it.
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The precise algorithm runtime is O
(

n
√

fS(n)
)

. Therefore, for k = O
(√

fS(n)
)

, the

LCE method outperforms it. Since k is polynomial in n, we have fS(n) = O
(

nk2/3 log4/3 n
)

,
and the LCE algorithm outperforms it for:

k ≤
√

nk2/3 log4/3 n→ k2/3 ≤ n1/2 log2/3 n→ k ≤ n3/4 log n.

However, for k = ω(n3/4 log n), the worst-case running time of the k-convolution is:

Θ(nk2/3 log4/3 n) = ω(n
√

n log n),

hence it is outperformed by Abrahamson’s method.

6 Open Problems

Our current approach leaves room for improvement in terms of running time. Specifically,
we leave open the problem of designing an algorithm running in time O

(
n1.5−α

)
for some

α > 0 that finds all maximal palindromes in a string with wildcards. Moreover, an algorithm
for finding the longest palindrome in the presence of wildcards and mismatches is yet to be
described.
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A Illustration of the algorithms

We illustrate both algorithms on short example strings. In each case, we trace the key variables
across iterations to show how the algorithm progressively refines its radius estimates.

A.1 Precise algorithm

Consider the string S = bϕbaacϕcecϕcc of length n = 13, with block size u = 3. Phase 1
of Algorithm 1 iterates over prefixes S[1 . . iu] for i = 1, 2, . . . , computing the self-matching-
convolution of each prefix to detect palindromic suffixes. Figure 3 depicts five such iterations.
A center marked in green is one whose palindrome extends to (or past) the current prefix
boundary, so that the convolution detects it as a palindromic suffix. Once a green center
turns red in a later iteration, its palindrome no longer reaches the boundary of the longer
prefix – meaning Phase 1 has already captured its radius to within an additive error of u. At
that point, the center is handed off to Phase 2, where NaivePalExtend closes the remaining
gap of at most u characters.

For instance, center c = 8 first appears as green in iteration i = 3 (prefix S[1 . . 9]) and
turns red in iteration i = 4 (prefix S[1 . . 12]), indicating that the palindrome at c = 8 does
not extend to position 12. The lower bound R̃[8] recorded during iteration i = 3 is then
refined by naive extension.
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Figure 3 Demonstration of the precise algorithm. At every step, we search for the longest
palindromic suffixes. A center identified as a palindrome is marked with green. Once a center is no
longer identified, it is marked in red, and the naive extension takes place.

A.2 Approximation algorithm
Consider the string S = bϕbaacϕcecϕccabϕ of length n = 16. Figure 4 traces the behavior
of Algorithm 2 for center c = 5 across five iterations. The red dots mark the anchor positions,
and the blue brace indicates the window [a− u, a + u] around the anchor closest to c = 5.
The gray region highlights the substring of the window that determines the detected radius
at c = 5: its extent is min(c− ℓ, r − c), where [ℓ, r] is the window boundary.

Observe the two mechanisms at work. First, the window size u grows geometrically (from
u = 2 to u = 8 across the five panels), so the detected radius at c = 5 increases with each
iteration. Second, the anchor set is thinned: the first two panels have eight anchors, the
next two have four, and the last panel has two. This thinning occurs whenever u doubles,
keeping the per-iteration cost proportional to n log n. Despite the coarser anchor spacing, the
growing window size ensures that each center remains within distance u/2 of some anchor,
preserving the (1 + ϵ) approximation guarantee.
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Figure 4 Demonstration of the approximation algorithm. At every step, we perform for each
anchor (marked with red) the palindrome prefix/suffix search routine on a string of size 2u + 1,
centered around the anchor. In the example, we show the window of anchor 8, and the anchor of
center 5. The anchor removal procedure occurs every time the window size doubles. The substring
centered at c = 5 that is checked at each iteration is highlighted in gray.
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