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—— Abstract

We study discrete k-clustering problems in general metric spaces that are constrained by a combination

of two different fairness conditions within the demographic fairness model. Given a metric space
(P,d), where every point in P is equipped with a protected attribute, and a number k, the goal
is to partition P into k clusters with a designated center each, such that a center-based objective
function is minimized and the attributes are fairly distributed with respect to the following two
fairness concepts: 1) group fairness: We aim for clusters with balanced numbers of attributes by
specifying lower and upper bounds for the desired attribute proportions. 2) diverse center selection:
Clusters have natural representatives, i.e., their centers. We ask for a balanced set of representatives
by specifying the desired number of centers to choose from each attribute.

Dickerson, Esmaeili, Morgenstern, and Pena [13] denote the combination of these two constraints
as doubly constrained fair clustering. They present algorithms whose guarantees depend on the best
known approximation factors for either of these problems. Currently, this implies an 8-approximation
with a small additive violation on the group fairness constraint. For k-center, we improve this
approximation factor to 4 with a small additive violation. This guarantee also depends on the
currently best algorithm for DS-fair k-center given by Jones, Nguyen and Nguyen [21]. For k-
median and k-means, we propose the first constant-factor approximation algorithms. Our algorithms
transform a solution that satisfies diverse center selection into a doubly constrained fair clustering
using an LP-based approach. Furthermore, our results are generalizable to other center-selection
constraints, such as matroid k-clustering and knapsack constraints.
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1 Introduction

With algorithms being used in a wide range of applications that can have a significant
impact on individuals and society, fairness in machine learning has become an increasingly
important topic in recent years. Much of the work is inspired by the disparate impact
effect, which describes how machine learning algorithms may produce biased outcomes that
disproportionately affect individual groups based on certain protected attributes. Clustering
is a fundamental task in unsupervised learning, making this issue relevant in this context.
Arguably, the most popular center-based clustering objectives are k-center, k-median, and k-
means. For the unconstrained versions in general metric spaces, the best known approximation
factors are 2 for k-center [19, 15], 2+¢ for k-median [11] and 3+2v/2+¢€ ~ 5.83 for k-means [7].

Directly addressing the disparate impact effect, demographic fairness notions aim to
ensure that protected attributes are fairly represented in the clusters. We say that data points
belong to the same group if they share the same protected attribute value. Throughout,
we will assume that any data point belongs to exactly one group, i.e., that the groups are
disjoint. We also identify groups with different colors. Since the work of Chierichetti, Kumar,
Lattanzi and Vassilvitskii [10] initiated the rigorous study of fair clustering, a significant
amount of research has emerged on this topic [9, 12], spanning a variety of different fairness
notions. Here, we focus on two specific demographic fairness constraints: group fairness and
diverse center selection. Our goal will be to construct clusterings that satisfy the combination
of these fairness constraints, but first, we will discuss them individually.

Group fairness. Group fairness concerns the composition of clusters, namely ensuring that
the proportion of points from any group in each cluster is within certain bounds. For group
fair k-center, k-median, and k-means there exist: a 3-approximation with additive violation of
at most 1 [4], a (44 €)-approximation with violation of < 1 [4, 3], and a 10.66-approximation
with violation of < 3 [3], respectively.

Diverse center selection. Complementing the group fairness notion, diverse center selection
aims to ensure fair representation of the groups. As centers are naturally interpreted as
representatives of the clusters, this constraint requires that from each group, a certain
number of points be selected as centers. We also say that a clustering is diversity-aware
when the selected centers satisfy this constraint. For diversity-aware k-center, k-median,
and k-means with exact numbers of points per center, there exist: a 3-approximation [21], a
7.081-approximation [29, 23], and a 256-approximation [29, 30] (and a 64-approximation if
the distances are Euclidean [29, 35]), respectively.

Doubly constrained fair clustering. Most works study these two constraints in isolation,
but one could argue that, in many applications, it is desirable to achieve both constraints
simultaneously. Group fairness alone can be useful to guarantee a range of different opinions
and life experiences in a working environment or in a voting group, i.e., a cluster. This can
boost productivity or prevent manipulation, such as gerrymandering, but loses its effect if
the chosen representatives of the groups are not as diverse and act in their own interests. At
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the other extreme, selecting only diverse centers without addressing the distributions within
the clusters leaves the possibility of manipulation or peer pressure, mitigating the advantages
of diverse centers.

Dickerson, Esmaeili, Morgenstern, and Pena [13] were the first to study the combination
of these two constraints for the k-center problem and coined the term doubly constrained
fair clustering. They present algorithms that sequentially solve the two problems to achieve
solutions for the doubly constrained problem. The guarantees depend on the order in which
the two problems are considered. By first computing a group fair solution, and transforming it
into a doubly fair solution, they get a 2agr-approximation for doubly fair k-center, where agp
is the approximation guarantee of the algorithm used to compute the group fair clustering.
Note that their approach requires an algorithm for group fair clustering with no additive
violation, which currently does not exist for k-center. Therefore, we will only compare to
their results for the other direction, where they first compute an apg-approximation for
diversity-aware k-center and then transform it into a doubly constrained fair solution, which
yields a 2(aps + 1)-approximation overall. While one could easily arrange for diverse center
selection by moving centers into their own singleton clusters, to ensure group fairness, clusters
usually need to contain multiple points in addition to their selected center.

Our contributions. We improve on known results for k-center and construct the first
constant-factor approximation algorithms for doubly constrained fair k-median and k-means.
We improve the currently best known approximation guarantee for doubly constrained
fair k-center [13] by a factor of 2. Using the currently best approximation factor for
diversity-aware k-center [21], this implies a 4-approximation for doubly constrained fair
k-center with an additive violation of at most 2 for the group fairness constraint.
We present the first polynomial-time constant-factor approximation algorithms for doubly
constrained fair k-median and k-means. For k-median, our algorithm currently implies a
10.081-approximation, and for k-means, it yields a 291 + 2v/290 ~ 325.06-approximation,
both with an additive violation of at most 2 for the group fairness constraint.
Our algorithms generalize to combinations of the group fairness constraint with other
constraints on the centers, such as matroid and knapsack constraints or individual fairness.

Techniques. Our algorithms for all three objectives follow the same framework:

First, we independently compute a diversity-aware center set using an external approxim-
ation algorithm and a (fractional) group fair solution by solving a linear program. Next, we
combine the two solutions by rerouting assignments so that only centers from the diversity-
aware clustering get assigned points. Finally, we compute an integral solution by solving a
max flow instance for k-center and a min cost flow instance for k-median and k-means.

The idea for the overall framework and the rerouting of assignments is inspired by the
work of Ahmadian, Epasto, Kumar and Mahdian [2], who study a special case of group
fairness with only upper bounds on the ratios of colors and provide a 3-approximation with
additive violation of at most 2 for k-center without over-representation. We significantly
adapt their techniques to handle our doubly constrained setting.

First, we must incorporate lower bounds into the group fairness constraint. While
adapting the linear program is straightforward, it requires a more complex rerouting of
assignments to ensure that the lower bounds are still satisfied after reassigning the points.

Second, we need to handle the fact that we have to combine two different solutions. They
compute a set of centers that have pairwise distances of at least some appropriate threshold,
which guarantees that there are at most & centers. The LP solution guarantees that every
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point has a close LP center, and the lower bound on the pairwise distances of the centers
guarantees that every new center has a close LP center that is not as close to other centers.
This allows them to reroute all the mass assigned to an old center in the LP solution to the
closest new center, and every new center gets assigned some positive mass. In our case, we
do not have such a guarantee, as the diversity-aware solution does not provide a lower bound
on the pairwise distances between the centers. Just reassigning the mass in the same way
would not work as some centers from the diversity-aware solution might not get assigned
any points, violating the requirement that all centers should be active. Therefore, we need
to reroute the mass in a more complex way. We ensure that every cluster is assigned some
mass, which may require splitting the incoming mass of an LP center appropriately among
multiple centers from the diversity-aware solution while maintaining group fairness. Then,
we reassign the remaining mass by the approach described above. For the other objectives,
we need to refine the rerouting approach further to keep the solution’s cost small.

We compare our results with those of [13] for the direction in which they transform a
diversity-aware solution into a doubly constrained fair solution. Our algorithm performs
the transformation in the same direction, and no applicable algorithm exists for the other
direction. Their approach is similar to the framework described above, but differs in that
they incorporate the centers computed by the diversity-aware clustering algorithm directly
into their linear program for group fairness. Solving the linear program with the given
centers causes the problem that some centers might not get assigned any points, i.e., they
are not active. To overcome this issue, they replace inactive centers with points from suitable
groups inside clusters that are large enough to be split into two group fair clusters. The
additional factor of 2 in their approximation guarantee comes from this splitting step, which
is not necessary in our approach. They finalize their solution by rounding the assignments
by computing a max-flow, while we need to reroute assignments to other centers first before
solving a max-flow instance.

1.1 Problem definition

Let (P, d) be a general metric space with |[P| =nand k € {1,...,n} an integer. A k-clustering
is a partition of P into k clusters (1, ..., Ck optimizing some objective function. We are
considering center-based objectives, where a clustering is induced by a set of centers € C P
with | €| < k and an assignment ¢: P — € mapping points to centers. Note that we study
the discrete variant of k-clustering, where the set of centers must be a subset of the point set.
The cluster with center c is given by C = ¢ ~1(c). In the k-center objective, our goal is to
minimize the maximal distance of any point to its assigned center, i.e., we want to minimize
the maximal radius max,ep d(p, ¢(p)) among the clusters. In k-median, the objective is to
minimize the sum of distances of points to their assigned center, i. e., EpEP d(p,p(p)), and
in k-means it is the sum of squared distances of points to centers that we want to minimize,
ie., 3 ,epdp e(p))’

We study clusterings that satisfy two types of demographic fairness constraints. Both
fairness notions rely on a coloring of the points. Let m be some number of colors. For
1 < h < m, we denote the group of points of color h by P,. We assume that every point
in P is assigned exactly one color 1 < h < m, i.e., P = Py U...UP,,. On the one hand,
we want to achieve a fair distribution of colors in the clusters. This means that every color
should constitute a certain fraction in every cluster. For every color h, we are given a lower
bound ¢; and an upper bound uy on these fractions. To relax this problem, we further allow
a small additive violation of these fractional bounds.
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» Definition 1 (Group fair cluster). For all 1 < h < m, let £y, up be values with 0 < £, <
up < 1. Let p € N. We say that a cluster C is group fair with additive violation p if

Ch|Cl = p <1CN Pyl <up|Cl+p

for all colors 1 < h <m. We say that a cluster is group fair if p = 0.

We say that a clustering fulfills the group fairness constraint (GF) if every cluster is group fair.

If the lower and upper bounds on the ratios of the groups equal the respective proportions in

the overall dataset, we also speak of exact preservation of ratios or short exact group fairness.

Additionally, we aim for a fair representation of the colors, formalized by lower and upper
bounds on the number of centers per group.

» Definition 2 (Diverse center selection). Given Ly,U), € N for h < m such that ), ., Ly <
k<> < Un, we say that a set of centers C satisfies the diverse center selection (DS)
constraint if Ly, < |C N Pyp| < Uy, for all h < m.

The definition in its most general form is also called fair-range clustering; the special case
with only lower bounds is also referred to as minority protection; we denote the case L, = Uy,
for all h € H by exact diverse center selection. All guarantees with fixed approximation
guarantees stated in this paper hold for exact diverse center selection; some even hold for more
general cases, see also the section on related work. Our algorithm does not depend on the
specific combinatorial structure of the center set and therefore also works for the generalized
version, provided appropriate approximation algorithms are available. Throughout, we will
consider only instances with feasible solutions.

1.2 Our results

We have two main results; the first is a constant factor approximation algorithm for the
doubly constrained fair k-center problem.

» Theorem 3. Let v, .1 be the approzimation factor of a given approzimation algorithm
for DS-fair k-center. There exists an algorithm that computes a (7 oopier +1)-approzimation
with GF-violation of < 2 for the doubly constrained fair k-center problem in polynomial time.

Using the currently best approximation factor of 3 for k-center with DS by Jones, Nguyen
and Nguyen [21], this yields a 4-approximation.

» Corollary 4. There exists an algorithm that computes a 4-approximation for the doubly
constrained fair k-center problem with a GF-violation of at most 2.

The second result extends the techniques of the k-center algorithm to obtain approximation
algorithms for the doubly constrained fair k-median problem and the doubly constrained fair
k-means problem.

» Theorem 5. There exists a polynomial time algorithm that computes a
(Y imea +3)-approximation with GF-violation of at most 2 for the doubly constrained fair
k-median problem, where 7,,.q i the approximation factor of a given approximation
algorithm for DS-fair k-median.
(\/1 + (VVmeans + 1) + 1)?-approzimation with GF-violation of at most 2 for the doubly
constrained fair k-means problem, where v, ons @5 the approximation factor of a given
approximation algorithm for DS-fair k-means.
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Currently the best algorithm for center fair k-median computes a 7.081-approximation [29, 23]
and for k-means a 256-approximation [29, 30], resulting in the following:

» Corollary 6. There exists an algorithm that computes a
10.081-approximation with GF-violation of at most 2 for the doubly constrained fair
k-median problem.
291 + 2v/290 ~ 325.06-approximation with GF-violation of at most 2 for the doubly
constrained fair k-means problem.

For the special case of doubly constrained fair k-means under euclidean distance we can
use the 64-approximation [29, 35] to achieve an 83 + 24/82 ~ 101.11-approximation with
GF-violation of at most 2.

We remark that, as we use the approximation algorithms for clustering with diverse
centers as opaque-box! algorithms, our results can also be applied to combine the group
fairness constraint with different notions of fairness. Such a notion would need to apply
only to the set of centers, e.g., matroid and knapsack constraints [27, 35] or the notion of
individual fairness [22, 30].

1.3 Related work

Besides the two specific fairness definitions described above, there is an abundance of
different fairness notions. These include, but are not limited to, more constraints focusing on
fair distributions of points, such as balance [10], bounded representation [2], and colorful
clustering [20]. Other fairness concepts focus on distances, like individual fairness [24] and
socially fair clustering [1].

Chierichetti, Kumar, Lattanzi and Vassilvitskii [10] were the first to study the group
fairness constraint (albeit not using this name) for the special case of two colors and a specific
balance notion. Bercea, Gro}, Khuller, Kumar, Rosner, Schmidt and Schmidt [4] presented
the first approximation algorithms for group fair clustering for general metric spaces and
general bounds on the proportions of groups for an arbitrary number of groups. For the
fair k-center problem, there is a a deterministic 3-approximation algorithm with additive
violation of at most 1 [4] and randomized 3-approximation with no additive violation in
expectation [18]. For the exact variant, Bercea et al. [4] provide a 5-approximation algorithm
with no additive violation for exact preservation of ratios, and show that it is NP-hard
to approximate the assignment version of this problem, i.e., finding the optimal k-center
assignment for a given set of centers, better than a factor of 3. For k-median, Bercea et al. [4]
and Bera et al. [3] both give algorithms implying a (4 + €)-approximation with an additive
violation of at most 1 for the group fairness constraint using the recent (2 + €)-approximation
for k-median [11]. For k-means, a 5 + 4v/2 + € ~ 10.66-approximation with violation of < 3
is achieved by the algorithm from Bera, Chakrabarty, Flores and Negahbani [3], using the
best known approximation for unconstrained k-means [7]. All these results assume that
the groups are disjoint. Approximation algorithms for the generalization of non-disjoint
groups also exist [3, 18]. Further related for group fairness include the integration of privacy
constraints [26], the learning-augmented setting [32], streaming, and the distributed model [5].

We now look at the related work for the diverse center selection constraint. For the
k-center objective, there exists a 3-approximation for exact center diversity [21], and a 3-
approximation for a slight variant of diverse center selection that deals with lower and upper

! https://www.acn.org/diversity-inclusion/words-matter
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Table 1 Comparison of approximation algorithms for doubly constrained fair k-clustering in
general metric spaces. All results hold for exact center diversity; some of them hold for more general
cases. Here, A denotes the maximum cluster size in the computed solution, and add. GF viol.
denotes the additive violation of the group fairness constraint. The approximation ratios for this work
use the currently best diversity-aware algorithms as subroutines: a 3-approximation for k-center [21],
a 7.081-approximation for k-median [29, 23], and a 256-approximation for k-means [29, 35].

Objective Reference Approx. ratio Add. GF viol. Runtime
Dickerson et al. [13] 8 <3 poly
k-center
This work 4 <2 poly
Zhang et al. [33] o(A) <5 poly
k-median Wu et al. [31] 44 ¢ <1 FPT
This work 10.081 <2 poly
Zhang et al. [33] O(VA) <5 poly
k-means
This work 291 + 2+/290 ~ 325.06 <2 poly

bounds on fractions of the actual proportions of a group in the data set [25]. If color groups
are non-disjoint, the problem is inapproximable to any factor, assuming P # NP [29]. For the
most general version of diverse center selection, there exists an FPT 3-approximation that can
even handle outliers [14]. For k-median and k-means, a result for general p-norm objectives
implies e?(V-approximations for general diverse center selection. In the exact case, Thejaswi,
Ordozgoiti and Gionis [29] show that the problem for the k-median objective can be reduced
to the matroid median problem in polynomial time. This result can also be generalized to
other objectives, implying a 7.081-approximation for k-median and a 256-approximation
for k-means with exact diverse center selection, using the best known guarantees for the
matroid version of the respective objective [23, 30]; where the k-means variant allows for a
64-approximation if the distances are Euclidean [29, 35]. In the FPT-regime, randomized
(1+ 2 +¢)- and (1 + 2 + ¢)-approximations for general diversity-aware k-median and k-means
can be achieved, respectively [28]. For Euclidean spaces, (1 + €)-approximations are possible
for both objectives under the diverse center selection constraint [34]. Further related work
in the realm of diverse center selection includes distributed models [6] and the streaming
setting [6, 16].

For doubly constrained fair clustering, the landscape of related work is sparser. Only for
k-center, there exists a constant-factor approximation algorithm [13]. For k-median, there is
an FPT-time approximation algorithm by [31] that achieves an approximation ratio of 4 + €
with an additive violation of at most 1 for the group fairness constraint. For general p-norm
objectives, there is a polynomial-time algorithm by [33] that achieves an approximation ratio
of O(A'Y/?) with an additive violation of at most 5, where A is the maximum cluster size in
the computed solution. Table 1 summarizes the results for doubly constrained fair clustering
in general metric spaces, comparing our results to the state-of-the-art.

Lastly, we provide a brief overview of additional important center constraints that our
algorithm can handle. There exists a 3-approximation for matroid k-center [8], a 7.081-
approximation for matroid median [23], and a 256-approximation for matroid means [30],
which is improved to 64 in Euclidean spaces [35]. For knapsack constraints, the factors are 3
[19], 6.387 + € [17] and 1128 + € [35] for k-center, k-median and (Euclidean) k-means.
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2 A 4-approximation for k-center with center diversity and group
fairness constraints

First, we give an overview of the algorithm, followed by a detailed description of the individual
steps. As an initial step, compute a fractional solution (x, y) to the k-center clustering problem
with only the group fairness constraint using linear programming, where x represents a
fractional assignment of points to centers, and y indicates which points receive mass from
other points in z, i.e., are used as centers in (z,y). Furthermore, we compute a set of centers
Cps satisfying center diversity using a known approximation algorithm for this problem. As
a next step, we reroute the mass in (x,y) such that only the points in Cpg are used as centers.
This yields a fractional solution satisfying center diversity and group fairness. Lastly, we
convert the fractional assignment to an integral one by using a max flow with lower bounds.
To discuss the algorithm in more detail, we divide it into four components, which are later
formalized in Algorithm 1.

1. Compute a set of centers Cpg that fulfills center diversity

2. Compute a fractional group fair solution (x,y)

3. Reroute mass in x such that only points in Cpg receive positive mass — (2, y')

4. Compute an integral point assignment — (2”,y")

2.1 Center diversity

To guarantee our solution fulfills the DS constraint we use an existing algorithm for diversity-
aware k-center as an opaque-box algorithm. In the following, let Cpg be the returned
set of centers that satisfy the DS constraint, and v ., be the approximation factor of
the algorithm. Currently, the best known algorithm for diversity-aware k-center is the
3-approximation by Jones et al. [21] with O(nk) running time. If the combination of group
fairness with another constraint is desired, a corresponding approximation algorithm can be
used instead.

2.2 Group fairness

We formulate a linear program to obtain an initial fractional group fair clustering. We use a
matrix of variables x representing the assignment from points to centers, i.e., x;; denotes the
amount of mass sent from point j € P to point i € P, i.e., the amount by which a point j is
assigned to a center i. Additionally, we compute a vector of variables y, where y; can be
interpreted as the amount to which ¢ € P is opened as a center.

d wy=1 Vje P (LP-1.1)
i€P
Tij S Y Vi,j € P (LP-1.2)
yi<k (LP-1.3)
i€P
D@y Sun ) @y Vh e H,icP (LP-1.4)
JEP JEP
S wi >0y @y Vhe HicP (LP-1.5)
JeEP), JEP
rij =0 Vje PiecP:d(i,j) >\ (LP-1.6)
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We denote the linear program by LP()A). Note that the k-center objective function is not
linear. However, we can control the cost of a feasible solution via constraint (LP-1.6), which
ensures that points are not assigned to centers farther than A\ away. Combining this with
a search over all possible values of A allows us to drop the objective function. The group
fairness (as described in Definition 1) is enforced by constraints (LP-1.4) and (LP-1.5).
This linear program is a correct formalization of k-center clustering with group fairness
constraint. To see this, we prove that any feasible k-center clustering satisfying group fairness
corresponds to a feasible solution for LP(A) when A is at least the objective value of the
clustering. The proof of the following two lemmas can be found in the full version.

» Lemma 7. Let (C,p) be a feasible k-center clustering satisfying GF with objective value
AC. Then, (z,y) defined by
{1 if i =¢(j)

Tij = and Yy =

0 otherwise 0 otherwise

{1 ifiee

is a feasible solution for LP(\®).

» Lemma 8. Let (x,y) be a feasible integral solution for LP(X\). Then, (C,¢) defined by
C={ieP|ly=1} and o(j) = arg MAX T foralljeP
(2

1s a feasible k-center clustering satisfying group fairness with objective value \.

We choose the value of A as follows. It should be large enough such that LP()\) allows
for a feasible solution. For this, let A“Y denote the minimal value such that LP(A'F) has a
solution. Further, A should be large enough such that the 7y . io,-approximation for k-center
with DS has cost upper bounded by Y.oyer ‘A- For this, let APS be minimal such that
the Veenter-@pproximation returns a solution with exactly k centers and value of at most
Yeenter ‘AP, Now, we set A := max{\'F AP5}. We can upper bound the value of \ by the
value of an optimal solution satisfying both GF and DS.

» Lemma 9. Let OPT gprps be the value of an optimal k-center solution satisfying GF and
DS. Then, \ == max{\*" AP} < OPTgr.ps.

Proof. Let OPTgr and OPTpg denote the values of an optimal k-center clustering satisfying
GF and DS, respectively. By Lemma 7, LP(OPTgr) contains a feasible solution. This

implies ALY < OPTgp. Let costpg denote the cost of the solution computed by the Vopier

approximation for k-center with DS. It is costps < Yeenter - OPTps. We set APS to the
minimal value such that costps < Yeenter ‘AC>- Then, APS < OPTpg.

Any solution satisfying both GF and DS is also a feasible solution for GF or DS, respectively.

Hence, OPTgr < OPTgrps and OPTps < OPTgr 4+ ps. Putting everything together
yields max{\'" AP35} < max{OPTgr, OPTps} < OPTgF 4 ps- <

2.3 Rerouting fractional assignments

Let (z,y) be the (fractional) group fair solution computed by solving the LP optimally, and
Cps be the set of diverse centers computed by a Y,nter-aPproximation for k-center with
DS constraint. If z;; > 0 for some j € P, the point 7 can be considered as a center in this
solution. We want to reroute mass to the centers in Cpg, such that positive mass is only sent
to points in Cpg. Meanwhile, we want to ensure that all centers in Cpg get some positive
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Figure 1 Rerouting the mass outgoing at a point j. There are two centers i1,i2 € Cpsg. The
point j covers both cases: there is a point p € N(Cps) and a point ¢ € N(Cpg) that j sends
mass to. The mass z,; is split and rerouted to the two centers i1,i2 € Cpg proportionally to the
mass they send to p. Center ¢. gets an Imj’”ﬁ—fraction of z,; for c =1,2. Let us assume that
icChs d(g,1). Then, the mass x4; is fully rerouted to 7. The original mass assignments
are indicated using solid black lines; the rerouted mass assignments are shown with blue dashed

lines. Omitted edges correspond to 0 assignments.

41 = argmin

mass. That is, we construct (z’,y’) such that {i € P | >, pxj; > 0} = Cps, while ensuring
that the cost does not increase too much. In this context, we need the notion of a point’s
neighborhood. For a point j € P, we define the set N(j) :== {i € P | z;; > 0} of all the points
that j sends positive mass to (i.e., is assigned to in the fractional solution). For a set of
points P’ C P, we define N(P') :==J,cp N(j).

The overall idea is to take all the mass incoming at some point p € P in the LP solution
(z,y) and reroute it to a “nearby” center in Cpg if this is possible. We have to be careful
that this does not change the color proportions. Then, as (z,y) fulfills group fairness, the
newly formed clusters are also group fair. Consider a point p € P that gets some mass in
the current solution, i.e., ZjeP Zp; > 0. Depending on p’s position relative to the centers in
Cps, we decide how to reroute the incoming mass at p.

We want to prevent any center in Cpg from becoming empty (i.e., it gets no mass assigned).
By the first constraint of the LP, Zie p Tij = 1, every point, particularly every center in
Cps, must possess some outgoing mass in the LP solution (x,y). That is, for every ¢ € Cpg,
the set V (c) is non-empty. To ensure that mass is sent to a point ¢ € Cpg, we reroute mass
sent to a point p € N(c) to c. However, these sets might overlap, and if we sent all incoming
mass at p € N(¢) to ¢, there might not be any mass left to send to some other center that
has p in its neighborhood. To circumvent this problem, we proportionally split the mass sent
to a point p € N(Cpg) among all points ¢ € Cpg with p € N(c). A center i € Cpg gets as
much mass from j € P with x, ; > 0 as it sends to p, proportional to the masses sent from
all centers i’ € Cpg to p.

In the remaining case that p € N(Cpg), p gets mass solely from points that are not desired
centers themselves. In this case, we can safely reroute all mass > jep Tpj to some nearby
center in Cpg. To keep the distances small, we choose the center i € arg ming cen. d(p, i)
that is closest to p. Formally, a new fractional solution (z’,y’) is defined as follows:

Y = (rerouting-y)

0 otherwise

, {1 if 1 € Cpg
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Ay

Figure 2 Flow network to find the final assignment of points to centers. Every point in p € P
has a node representing it, which has an edge in A; to the node s. In the figure, these nodes are
colored blue or red to represent the color hy, of p. Every such node has an edge in Az to every node
corresponding to a pair of a center ¢ € Cps and the color hp, i.e., (¢,hp) € Cps XH, which are
colored accordingly in the figure. Each pair of center and color (¢, hp) has an edge in Az to a node
representing the center ¢ in the pair. Each of these nodes corresponding to a center ¢ € Cps has an
edge in A4 connecting it to the node t.

and

ZTpi

, ZpEN(i) S o Tpj + ZpGG*I(i) zp; ifi € Cpg .
7 = ceepg: peN(e) TPC (rerouting-z)
0 otherwise,

where 0: P\ N(Cps) — Cpg with

o0p) p ifp€Cps
p =
i with i € argming e d(p,i’), otherwise

Figure 1 schematically visualizes how the mass emitted from a point j is rerouted to
centers in Cps. We can show that the rerouted solution (2/,y’) is a feasible solution to
LP((Yeenter +1)A) such that 4 is integral. Further, every ¢ € Cpg gets a mass of at least 1
assigned. We defer the proof to the full version.

» Lemma 10. Let (x,y) be a feasible solution for LP(X) and let (z',y') be the solution
achieved through the rerouting described above. Then the following properties hold:

1. (¢/,y') is a feasible solution to LP((Yienter +1)A)

2. Zjer;j > 1 for alli € Cpg

3. v is integral.

2.4 Final fair assignment

After the rerouting step (see Section 2.3), we have an assignment that is group fair and

satisfies the diverse center selection constraint. However, the assignment ' is still fractional.

To achieve the final integral assignment of points to centers, we build a network graph and

solve a max flow problem with lower bounds on it, similar to [2]. This is done as follows:
Let G = (V,E), where V = {s,t} UP U{(i,h) | i € Cps,h € H} UCps and E =

A1 UAsU A3 U Ay. The set of edges A1 = {(s,J) | 7 € P} connects all points in P to the

source. Each point j € P is connected to a center-color-node (i, ), if j € P, and z;; = 1.

More formally As = {(j, (i,h)) | i € Cps,j € Pn,xj; > 0}. The edges in A; and Ay have
capacity 1. Each of the color-center-nodes (i, h) is connected to its corresponding center i,
thus As = {((i,h),7) | i € Cps, h € H}. The capacities on these edges ensure that each center

19:11

SWAT 2026



19:12

Constant-Factor Approximations for Doubly Constrained Fair k-Clustering

receives (nearly) the same amount of flow of each color as it does in the fractional group fair
solution. Since jePy xgj is not necessarily integral, lower and upper bounds on the edges
are introduced; the lower bound is [}, p, #7;] and the upper bound is [, p, x;;]. Lastly,
the set of edges Ay = {(i,t) | i € Cpg} connects all center points to the sink ¢. These edges
are used to ensure that each cluster center receives (nearly) as much total flow as it received
in the fractional solution, but again > jep xl ; is not necessarily integral. Each edge has the
lower bound |}, p ;] and the upper bound [}, p ;] (see Figure 2).

The important property of a max flow we use here is that in a network with integral
capacities and integral demands, there always exists a feasible assignment that is integral.
Since there is a flow with value |P| (using z'), there is also an integral flow with value |P].
Let z” be the integral assignment from the flow. Our final solution is given by the pair

(y',x'). This step can introduce an additive violation of 2.

» Lemma 11 (Group fairness — k-center). For each center i and each color h it holds that

th:ﬁ;’j—2§ Zx;’jguth;’]+2

JjEP JEP, jEP

Proof (analogous to [2]). The full proof for Lemma 11 can be found in the full version. <«

Algorithm 1 Doubly constrained fair k-center.

Input :point set P, distance metric d, k € N, group fairness bounds ¢, u, € N for
all h € H, algorithm for center constraint Accner

Output: center set C and assignment ¢

Cps, costpg — centers and objective value returned by Acenter (P, d, k)

R <+ {d(p,q) | p,q € P}

APS < min{r € R | r > costps / Yeenter }

AGF « min{r € R | LP(r) has a solution}

A < max{ AT \PS}

(z,y) + optimal (fractional) solution for LP()\) under GF constraints ¢,u € N7

(2',y') + rerouting of (z,y) as specified in Equations (rerouting-x) and (rerouting-y)

(2”,y") + final integral assignment via max flow as described in Section 2.4

C«—{ieP|y/=1}

10 for j € P do

11 L ¢(j) + argmax;ep v7;

12 return (C, )

© 0 N O ok W N =

This construction results in Theorem 3. We defer the full proof to the full version of this
paper.

» Theorem 3. Let 7y, be the approzimation factor of a given approzimation algorithm
for DS-fair k-center. There exists an algorithm that computes a (7 opter +1)-approzimation
with GF-violation of < 2 for the doubly constrained fair k-center problem in polynomial time.

3 An Algorithm for k-median/k-means with center diversity and
group fairness constraints

In this section, we look at the doubly fair clustering problem under the k-median and
k-means objective functions. The basic structure of the algorithm we use for these objectives
is the same as for the k-center objective described in Section 2. We again use a fractional
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LP solution that fulfills group fairness and reroute it such that it uses centers we obtain
via an opaque-box algorithm for center diversity. The resulting fractional assignment is
then rounded via a min cost flow procedure. In the following, we describe the steps of the
algorithm for these cost functions and prove its correctness. For notational simplicity we
describe the k-median cost of a solution (z,y) by cost(z,y) = > ;cp > cp %ijd(4,j) and the

k-means cost by cost?(z,y) = > ;cp djep z;;d(i, )%

3.1 Center diversity

We find a center fair solution (Cpg, ¢) via an opaque-box algorithm for the respective problem.

For notation reasons, we can interpret this solution as an integral assignment (2?9 yP%)
with y”¥ = 1 if and only if i € Cpg and xgs = 1iff p(j) =i. Let v0q a0nd Veans D€ the
resulting approximation factors, respectively. The currently best available approximation
algorithms for diverse center selection for these objectives are the following: For k-median
with DS, Thejaswi et al. [29] give a reduction to the matroid median problem, allowing
a p-approximation algorithms for the matroid median problem to be used to compute a
p-approximation for k-median with DS. Currently the best known algorithm for the matroid
median problem is the 7.081-approximation algorithm by Krishnaswamy et al. [23].

The reduction by Thejaswi et al. [29] can also be modified to reduce k-means with DS
to the facility location problem with ¢,-norm cost under matroid constraint, where p = 2,
introduced by Vakilian and Yalginer [30]. For this, we only need to set the opening costs of
every facility to 0 in addition to the construction of the k-median reduction. As the number
of opened facilities is bounded by the partition matroids constructed in the reduction, the
arguments by Thejaswi et al. apply here as well. Vakilian and Yalginer [30] also give a 16?
approximation for the facility location problem with £,-norm cost under matroid constraint,
meaning we can use it to obtain a 256-approximation for k-means with DS. For the special
case of euclidean distance can also use the construction by Thejaswi et al. [29] to reduce from
the matroid means problem to k-means with DS. This allows us to use the 64-approximation
algorithm for matroid means under Euclidean Distance by Zhao et al. [35].

3.2 Group fairness

The following relaxed LP finds a feasible assignment satisfying the GF constraint and
minimizes the k-median objective function

minimize Z x5 - d(i,5)° (LP-Med/LP-Means)
i,jeP
subject to inj =1 VjeP (LP-2.1)
icP
Tij S Yi Vi,je P (LP-2.2)
> yi<k (LP-2.3)
icP

S wi<an Y wi Vhe€ H,i€ P (LP-2.4)

zePh zEP
> @i By @i Vhe€ H,i€ P (LP-2.5)

zePh zEP
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Figure 3 Rerouting of the mass arriving on p. The solution (x,y) is depicted by the black arrows.
The blue dashed arrows show the rerouting back to ¢ € Cpg from p € N(i). The red dashed arrows
show the nearest neighbor rerouting of the remaining mass.

Note that the LP is in large parts identical to the one in section 2. The only difference
is that both the k-median and k-means objective function are linear, so instead of using
Equation (LP-1.6) we now add it as proper objective function to the LP. Which objective
function (LP-Med or LP-Means) is used depends on if we are interested in the k-median or
the k-means problem. Analogously to Lemma 7 and Lemma 8 it can be shown how to obtain
clustering solutions from the LP and the other way round.

In the following we denote by (z,y) an optimal solution to the above relaxed LP. Since
the algorithm largely works the same for both objectives, we often do not specify which one
is used except for cases where it is relevant. Note that the cost of (z,y) is a lower bound
for the cost of the optimal doubly fair solution. This holds for both the k-median and the
k-means cost function.

3.3 Rerouting

We use the center set Cpg from Section 3.1 and reroute the point assignments of (x*, y~)
in a way that the following hold:
the resulting solution (2’,y’) is a feasible solution to the LP
for all i € Cpg it holds Zjerij >1
we can bound the cost of the resulting solution by the following:
cost(z',y') < 3 - cost(z,y) + cost(xP, yP%) in the k-median case
cost® (¢, y") < (L+p° + (1+ 35)(2+¢%)) cost? (2, y) + (1 + ) (1 + o5) cost? (275, y )
for p,q > 0 in the k-means case

all y} are integral

Y

We first focus on the second requirement. For ¢ € Cpg we look at the set N(i) :={p € P |
Zp; > 0} which is the set of points that get assigned positive mass from ¢ in (z,y). The main
idea is to redirect the mass that is assigned to a point p € N (i) such that i gets assigned a
share of this mass that is equivalent to x,;. After we have done this for all 4, p, we reroute
the remaining mass that arrives at p by sending it to the nearest neighbor of p in Cpg. For
this we use the same mapping function 6 : {i € P | y; > 0} — Cpg as in Section 2.3.

We denote by r; = ﬁ the ratio of x,; to the total mass of assignments on p. Note
1ep TPl

that rli, =0 if x,; = 0. Using this notation we define (z’,3’) the following way:

/ {1 if 7 € Cps o = {ZpEN(i) opi + Lpeo-1(y(1 = Leeps rh)ap; if i € Cps
=

y. =
! 0 otherwise 0 otherwise
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An example for this rerouting can be seen in Figure 3. The main difference of this rerouting
step to the rerouting in Section 2.3 is that a point i € Cpg now does not get all the mass
that is assigned to a point p € N (i) (even if he is the only center sending mass there), but
only a fraction of it that is equivalent to x,;. This property will later be important when we
are bounding the cost of this solution.

The following lemmas show that (z/,3') do indeed have the desired properties. We
defer the corresponding proofs to the full version of this paper. Note that the solutions
(2',y") depend on the objective function (k-median or k-means), since it is used in the LP in
Section 3.2 and the respective opaque-box algorithm in Section 3.1.

» Lemma 12. (2/,y’) is a feasible solution to the LP in Section 3.2. It holds >
for all i € Cpg. Ally, in this solution are integral.

!/
jep i 2 1

» Lemma 13 (Cost k-median). For the k-median cost of (2',y") the following holds:

cost(x’,y') < 3 cost(x,y) + cost(xPS yP9).

» Lemma 14 (Cost k-means). For the k-means cost of (x',y') the following holds for p,q > 0:

cost?(z',y)) < (1 +p* + (1 + %)(2 +¢%)) cost*(x,y) + (1 + 1%)(1 + qiz) cost? (zP5,yP%).

3.4 Final fair assignment

In this section, we show how to round the fractional assignments x’ to get an integral solution
with small additive violation of the group fairness constraint. We show that the resulting
solution (z”,y’) has the same cost as (2, /).

For this, we use the same min cost flow construction as Bercea et al. use in [4] to
round their essentially fair clustering solutions. Similarly to the construction used in
Section 2.4 the vertex set V is given by V = {s,t} UP U{(i,h) | i € Cps,h € H} U Cpg
and the set F of edges is given by E = A; U Ay U A3 U Ay, where 41 = {(s,j) | j € P},
A = {(j,(i,h) | j € Pyi € Cps,h € H,x}; > 0}, A3 = {((3,h),i) | i € Cps,h € H} and
Ay ={(i,t) | i € Cpg}. All edges have unit capacity. Az is the only edge set that has nonzero
cost. An edge (p, (i,h)) € Ay has cost d(p,i) in the k-median case and cost d(p,i)? in the
k-means case. The node balances are defined as follows:

s has balance |P|

All p € P have balance 0

All (i, h) € Cps xH have balance —([>_;cp, 3;])

All i € Cpg have balance —([3_;cp 23] — X pem D ep, Tis))

t has balance —(|P| — > ;ce [ ep 2i5])

The structure of this min cost flow can be seen in Figure 2 since it is identical to the
structure of the max flow instance used in Section 2.4. Since all capacities and balances are
integral, we can find an integral solution to the flow instance that has minimal cost. We
call the assignment we extract from this MinCostflow-solution z”/. We show that it satisfies
group fairness with an additive violation of 2:

» Lemma 15 (Group fairness — k-median, k-means). For each center i and each color h it

holds that
1 ILTREED SRR SRR
jepP jep, jepP
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The final solution is then obtained via the pair (2”,y’). We defer the proof that this

results in Theorem 5 to the full version.

» Theorem 5. There exists a polynomial time algorithm that computes a

4

(Vimea +3)-approximation with GF-violation of at most 2 for the doubly constrained fair
k-median problem, where 7,,.q is the approximation factor of a given approximation
algorithm for DS-fair k-median.

(\/1 + (VAmeans + 1) + 1)%-approzimation with GF-violation of at most 2 for the doubly
constrained fair k-means problem, where v,,..ns 1S the approzimation factor of a given
approximation algorithm for DS-fair k-means.

Conclusion

We study the doubly constrained fair k-clustering problem, requiring both group fairness

within clusters and diverse center selection among representatives. Via a modular and
extendable approach that uses an LP-based rerouting and rounding routine, we obtain a
4-approximation for k-center and the first constant-factor approximations for k-median and
k-means in general metrics. Natural next steps include proving nontrivial lower bounds
and eliminating the additive violation. Further, developing non-sequential algorithms that
enforce both fairness constraints directly might enable better approximation guarantees.
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