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—— Abstract

One of the central problems in the design of compressed data structures is the efficient support for

rank and select queries on bitvectors. These two operations form the backbone of more complex data
structures used for the compact representation of texts, trees, graphs, or grids. One effective solution
is the so-called hybrid bitvector implementation, which partitions the input bitvector into blocks
and adaptively selects an encoding method — such as run-length, plain, or minority encoding — based
on local redundancy. Experiments have shown that hybrid bitvectors achieve excellent all-around
performance on repetitive and non-repetitive inputs. Current hybrid bitvector implementations,
however, support only rank queries (i.e., counting the number of ones up to a given position) and
lack support for select queries (which ask for the position of a given occurrence of a given bit), which
limits their applicability. In this paper, we propose a method to add support for select queries to
hybrid bitvectors, and we evaluate the resulting implementation on repetitive and non-repetitive
inputs. Our results show that hybrid bitvectors offer very strong all-around performance, combining
high query speed with space efficiency and remaining consistently on or near the Pareto frontier.
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1 Introduction

Despite the increasing storage capacities of modern systems, storing and searching large
datasets in many applications, such as bioinformatics [5, 29], remains a challenge. One
way to keep up with these demands is through the use of compressed data structures. The
performance of such data structures often depends on the efficiency of a small number of
basic components. One such component is the bitvector with support for rank and select
queries [22]. These operations are used in many compressed data structures, including
FM-indexes, wavelet trees, and compressed suffix trees [8, 15, 27, 9, 1, 18, 11]. A plain
bitvector with constant-time rank and select support uses n+ o(n) bits [21], while compressed
bitvectors can support the same operations in less space [25, 24]. There are several ways
to compress a bitvector, but no single method is best for all inputs. For example, the
SD bitvector [23] is effective when the number of one bits is small, and run-length-based
representations are effective when the number of runs is small [28]. In practice, a bitvector
may contain regions with different local structure [16].

One way of dealing with such local variability is the hybrid bitvector encoding introduced
by Kérkkéinen et al. [16]. It partitions the bitvector into blocks and chooses, for each block,
the most space-efficient representation among several alternatives. Their experiments showed

© Eric Chiu and Dominik Kempa;
37 licensed under Creative Commons License CC-BY 4.0
24th Symposium on Experimental Algorithms (SEA 2026).
Editors: Martin Aumiiller and Irene Finocchi; Article No. 12; pp. 12:1-12:11

\\v Leibniz International Proceedings in Informatics
LIPICS Schloss Dagstuhl — Leibniz-Zentrum fiir Informatik, Dagstuhl Publishing, Germany


mailto:echiu@cs.stonybrook.edu
https://orcid.org/0009-0003-4962-3436
mailto:kempa@cs.stonybrook.edu
https://orcid.org/0000-0003-2286-7417
https://doi.org/10.4230/LIPIcs.SEA.2026.12
https://arxiv.org/abs/2509.06900
https://github.com/echiu12/hyb-vector
https://creativecommons.org/licenses/by/4.0/
https://www.dagstuhl.de/lipics
https://www.dagstuhl.de

12:2

Fast Select Queries Using Hybrid Bitvectors

that this approach gives very good overall performance in FM-indexes on both repetitive
and non-repetitive texts. However, available implementations of the hybrid bitvector do not
support select queries, which limits their applications.

In this paper, we describe how to add select support to the hybrid bitvector. We evaluate
the resulting implementation on repetitive and non-repetitive texts and compare it with
existing bitvector implementations that support select. The results show that the hybrid
bitvector offers very strong all-around select-query performance across different types of data,
both repetitive and non-repetitive, remaining consistently on or near the Pareto frontier.

2 Preliminaries

For a string S € X" of length n over alphabet X, we denote the ith symbol of S by S[i],
where ¢ € [1..n]. A substring S[i]S[i 4+ 1]---S[j], where 1 < ¢ < j < n, is denoted by
Sli..jl. Weuse (i..j], (i..7), and [i..j) as shorthands for [ +1..5], [i+1..5 — 1], and
[i..7—1], respectively. A substring S[i.. ] is a prefix (resp. suffix) of S if i = 1 (resp. j = n).
Given strings S7 and S3, we denote their concatenation by S;152 or S - S3. In this paper,
we typically assume that ¥ = [0..0), where ¢ € Z>,. The case ¢ = 2 corresponds to a
bitvector, which we typically denote by B € {0,1}™.

Rank query: Let S € ™. For every i € [0..n] and every ¢ € X, we define rankg(i,c) :=
H{je[l..iq]:S[j] =c}, ie., rankg(i,c) is the number of occurrences of symbol ¢ in the
prefix S[1..i]. For example, if S = abacaa, then rankg(4,a) = 2 and rankg(5,a) = 3.

Select query: Let S € ¥". For every ¢ € ¥ and every r € [1..rankg(n,c)], we define
selectg(r, ¢) as the rth smallest element of the set {j € [1..n] : S[j] = ¢}. For example,
if S = abacaa, then selects(2,a) = 3 and selects(3,a) = 5.

3 Hybrid Bitvector

In this section, we describe the components of the hybrid bitvector [16] and introduce the
notation necessary to describe our augmentations to support select queries.

Definitions. Consider a bitvector B € {0,1}™. The basic idea of the hybrid bitvector is
to split the bitvector B into blocks of size b = 256 and encode each block independently,
choosing the most space-efficient of the following three encodings:

1. Minority encoding: a list of all occurrences of the rarely occurring bit ¢ € {0, 1}.

2. Run-length encoding: a list of positions marking the ends of maximal runs of equal bits.
3. Plain encoding: all bits stored sequentially using b bits.

For any bitvector B’, let enclen(B’) denote the total size of the encoding (in bytes) of B’
after splitting it into blocks of size b and independently encoding each using the smallest of
the three methods listed above. By popcount(B’) we denote the number of ones in B’.

In the hybrid encoding of the bitvector B, the blocks are further grouped into superblocks
of ks blocks (that is, ksb bits) and into hyperblocks of kj, blocks (that is, kpb bits). The value
ks is a parameter of the hybrid bitvector; the default value in the implementation is ks = 16.
The number of blocks per hyperblock is fixed at k; = 223.

By block (%), sblockp(7), and hblock g (7) we denote the ith block, the ith superblock, and
the ith hyperblock of B, respectively. By blockrankp .(7), we denote the number of ¢s in the
superblock of B containing blockp (i) prior to its beginning. Similarly, by sblockrankp (%),
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Table 1 Definitions of functions describing hybrid bitvector components.

Function Definition

hblocks (i) B(knb(i—1).. knbi]
hblockrankp (i) rankp(knb(i—1),c)
hblockoffsetp (i)  enclen(B[1..kpb(i—1)])
sblockg (i)  B(ksb(i—1)..ksbi]
sblockrankp,.(i)  rankg (ksb(i—1),c) — hblockrankpg o(| 2= | + 1)
sblockoffset g(i)  enclen(B[1..ksb(i—1)]) — hblockoﬁsetB(LMJ +1)
blockg(i) B(b(i—1)..bi

(4)

(%)

(1)

(1)

blockrankp (i) rankg(b(i—1),c) — hblockrankp,.( Zk_lJ + 1) — sblockrankp . (| 52 J 1)
blockoffset g (i)  enclen(B[1..b(i—1)]) — hblockoffset 5 (| *=* lj +1)— sblockoffsetB(L’k;J +1)
blockonesp (i) popcount(blockp (7))

blockencleng (i)  enclen(blockp(i))

we denote the number of ¢s in the hyperblock of B containing sblock z(7) prior to its beginning.

Finally, by hblockrankp (), we denote the number of ¢s prior to the beginning of hblock g (¢)
in B. By blockoffset (i), we denote the total encoding size of all blocks in the superblock
containing block (i) that are to its left. Similarly, by sblockoffset g (i), we denote the total
encoding size of all blocks in the hyperblock containing sblock g (i) that are to its left. Finally,
by hblockoffset (i), we denote the total encoding size of blocks that are to the left of
hblockp (i) in B. See Table 1 for formal definitions.

Components. The hybrid bitvector consists of the following three components:
1. an array of hyperblock headers Ag,
2. an array of superblock and block headers Ag, and

3. an array of variable-sized block encodings Ag.

The ith hyperblock header gives context for the hyperblock hblock g (i) and contains (1)
hblockrankp 1 (), and (2) hblockoffset 5 ().

The array Ag contains both superblock headers and block headers. It is organized so that
each superblock header is followed by the ks block headers for blocks inside that superblock.
The ith superblock header gives context for sblockp(i) and contains: (1) sblockrankp ;(7),
(2) sblockoffsetg(i), and (3) a flag indicating whether the superblock is uniform (i.e., it
contains only zeroes or ones). The ith block header describes blockp (i) and contains: (1)
blockonesp (i), (2) blockenclenp (i), and (3) specialbit (i), a special bit that gives additional
information about the encoding. The specialbit g(4) is interpreted differently for each encoding.
For the minority encoding, specialbitz(¢) identifies the minority bit. For the run-length
encoding, it identifies the first bit of that block. For the plain encoding, it is ignored. Note
that blockrank g 1 () and blockoffset 5(7) are not stored, but they can be computed as the
sums of blockonesg(+) and blockencleng(-) over preceding blocks (in the same superblock).

Block encodings are concatenated to form the array Ag. The encoding for the ith
block is located at offset hblockoffset g ( %J + 1)+sblock0ﬁsetB(L%J + 1)+blockoffset g (4)
with length blockencleng(i). The encoding type of the ith block can be identified from
blockenclenp (i) together with blockonesp (i). If blockenclenp(i) = £, then the block uses
plain encoding. Otherwise, if blockenclenp (i) = min{blockonesp (i), b blockonesp (i)}, then
the block is minority encoded. In all remaining cases, it is run-length encoded.
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Run-Length Encoding Optimization. To save space, the run-length encoding in the hybrid
bitvector does not list the last two run endings; instead, they can be recovered from the
stored run endings together with the block headers. More specifically, suppose that the
ith block in B is run-length encoded, with all but the last two run endings stored as
(r1,72,...,"m—2). That is, there are m = blockencleng (i) + 2 maximal runs in blockp(i).
On the other hand, we know r,, = b and the set of run endings for runs containing 1-bits is
D ={ze[l..m]: (x +specialbitz(i)) is even}. Using all this information, we can compute
Tm—1 by solving the equation », (14 — r4—1) = blockonesp (i) (where ro = 0). Hence, we
are able to recover the full run-length encoding (r1,r2,...,r,) from the stored run endings
(r1,79,...,7m—2) and the block headers.

4 Select Queries on a Hybrid Bitvector

In this section, we describe how we implement select queries on the hybrid bitvector. Our
goal is to compute selectp(g, ¢) for a bitvector B € {0,1}™ and target bit ¢ € {0,1}.

Definitions. 'We use one parameter to control the space overhead of our select data structure.
Let p denote this parameter; in our implementation, we set p = 128. Further, let 7 denote
the sampling period between consecutive sampled c-bits. We choose 7 to be the smallest
positive integer such that sampling every 7th ¢-bit yields at most max{|n/(64p)], 2} sampled
positions. We store these samples in a lookup table L as follows: for every integer j > 0
with j7 < rankpg(n,c), the entry Lg[j + 1] is the index of the superblock containing the
(j7 4 1)th ¢-bit in B, and the final entry is a sentinel equal to [n/(ksb)], i.e., the index of
the last superblock. Since each entry of Ly is a 64-bit superblock index and the number of
entries is bounded as above, the table uses about n/p bits in practice.

Components. To support select queries on the hybrid bitvector, we augment it with the
following two components:

1. the sampling period 7, and

2. the lookup table L.

Answering Queries. To compute selectp (g, ¢), we proceed as follows:

1. Identify the superblock. First, we use the array Ly to narrow the search to a short interval
of superblocks. We compute w := (¢ — 1)/7] + 1, &, := L;[u], and 3, := Li[u + 1]. By
construction, the superblock containing the gth c-bit lies between these two indices, that
is, i, < i < i”. We then locate the exact superblock index i, by binary search in [¢), . .47],
where i, = max{z € [i}..i] : hblockrankp (| 2= | 4 1) + sblockrankp (z) < q}.

2. Recover the superblock context. Once ig is known, the hyperblock containing it is im-
mediate. Let iy, = L%}:UJ + 1. From the corresponding hyperblock and superblock
headers, we obtain the number of ¢-bits preceding sblock g (45), namely hblockrank g . (ip)+
sblockrankp (is), as well as the offset hblockoffset g (ip) + sblockoffset g (i) of the block
encodings belonging to that superblock in Ag.

3. Handle the uniform-superblock case. If the uniform-superblock flag is set, then every bit
in sblockp(is) is equal, and the answer is obtained immediately from the beginning of
the superblock and the local offset of the queried occurrence inside it. In this case, the
array Ag is not accessed.

4. Identify the block and the local query inder. Otherwise, we scan the ks block headers
that follow the superblock header in Ag from left to right until we reach the block

block (i) containing the gth ¢-bit. During this scan, we compute both blockrankp (i)
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and blockoffsetz(ip) as sums over the preceding blocks in the same superblock. We

then define the local query index inside blockg (i) by ¢’ = ¢ — hblockrankp (i) —

sblockrank g .(is) — blockrankg +(ip). Thus, ¢’ is the rank of the queried occurrence

inside blockpg(ip), and the encoding of blockp(ip) begins at offset hblockoffset g (i5) +

sblockoffset 5 (is) + blockoffset g (i) in Ag.

5. Answer the query inside the block. Let B’ = blockp(ip). We now compute select g/ (¢’ ¢)

according to the encoding type of B’
If B’ is minority encoded and ¢ = specialbitz(ip), then the block encoding already
stores the positions of all ¢-bits in the block, so selectp: (¢’, ¢) is simply the ¢’th stored
position. Otherwise, the block encoding stores the positions of the opposite bit, and
we scan these positions until we determine how many opposite bits occur before the
¢'th ¢-bit; this lets us recover selectpr(¢’, ¢) from the corresponding gap.
If B’ is plain encoded, we scan its 64-bit words from left to right, using hardware-
supported bit-counting instructions to skip whole words until the answer lies in the
current word, and then continue inside that word bit by bit.
If B’ is run-length encoded and blockenclenp (i) = 0, then the block contains at most
two runs. In this case, selectp(¢’, ¢) follows immediately from specialbit z(i5) and the
length of the first run, which is determined by blockonesp(ip). If B’ is run-length
encoded and blockenclenp (i) > 0, we process the stored run endings from left to right.
If the first run contains c-bits, we first check whether the answer already lies in that
run. Afterwards, we inspect the stored run endings in pairs, each pair describing one
run of (1 — ¢)-bits followed by one run of c¢-bits. We subtract the lengths of whole
c-runs until the queried occurrence falls into the current run. If all stored c-runs are
exhausted, then the answer must lie in one of the last two runs, and its position is
recovered using blockonesg(i;) together with the fact that the last two run endings
are omitted from the encoding.

6. Return the position in B. Finally, we return (i, — 1)b + selectp/ (¢, ¢).

5 Experimental Results

In this section, we present the results of our experimental evaluation of select queries using
hybrid bitvectors. We demonstrate this in two applications: PLCP queries (Section 5.1) and
BWT select queries (Section 5.2).

Setup. We conducted the experiments on an Intel Core i7-1355U CPU with 12 MiB L3
cache, 32 GiB of RAM, and 64-bit Ubuntu Linux 22.04.5 (kernel 6.8.0-60). Our code was
compiled with g++ 11.4.0 using the flags ~-DNDEBUG -msse4.2 -funroll-loops -03. We
measured time using std: :chrono: :high_resolution_clock and the size of data structures
via serialization.

Datasets. As in [16], in our experiments we used datasets from the Pizza&Chili cor-
pus [10], including both the standard (https://pizzachili.dcc.uchile.cl/texts.html)
and the highly repetitive (https://pizzachili.dcc.uchile.cl/repcorpus.html) files.
Basic statistics of all files are shown in Table 2.

5.1 Experiment 1: PLCP Queries

Description. For any length-n string .S, the permuted LCP (PLCP) array [26] of S is a
length-n array containing the values of the standard longest-common-prefix (LCP) array [20]
permuted into text order. The fundamental property of the PLCP array is that it can be

12:5

SEA 2026


https://pizzachili.dcc.uchile.cl/texts.html
https://pizzachili.dcc.uchile.cl/repcorpus.html

12:6

Fast Select Queries Using Hybrid Bitvectors

Table 2 Statistics of datasets used in our experiments, including alphabet size (o), length in
MiB (n/2%°), and the average length of BWT-run (n/r), a robust measure of repetitiveness [4, 17].

Name o n/2*° n/r
dna 16 200 1.63
proteins 25 200 1.93
english 225 200 291
sources 230 200 4.40
dblp.xml 96 200 7.09
para 5 410 27
cere 5 440 40
influenza 15 148 51
world__leaders 89 44 82
kernel 160 246 93

encoded using only 2n bits such that a random access query to any of its values reduces to a
single select query [26]. The resulting encoding (also called the PLCP bitvector) is a widely
used space-efficient replacement for the PLCP array used, e.g., in compressed suffix trees [27].

In our first experiment, we evaluate the performance of PLCP access queries via select
queries on the PLCP bitvector using different bitvector encodings. For each text in our
data set, we prepared 10° randomly selected text positions and measured the average PLCP
access query time for each bitvector. We then plotted these timing results against the space
usage of each of the tested bitvectors.

Implementations. In our experiment, we used the following bitvector types:
BV: The default uncompressed bitvector from the SDSL library [12].
HYB: The hybrid bitvector [16] with our implementation of select queries as described in
this paper. Our implementation extends the implementation from [16], which is part of
the SDSL library [12]. In our experiments, we tested parameters ks € {8,16,32,64}.
NH: The hybrid bitvector [16] from SDSL [12] with a naive implementation of select via
binary search and rank queries [13]. We again tested ks € {8, 16,32, 64}.
RRR: The RRR bitvector [25] from SDSL [12] with block size 15, 31, 63, and 127.
SD: The SD bitvector [23] from SDSL [12] based on the Elias—Fano encoding [6, 7].
OZ: The oz-vector representation described in [22] and implemented in [13].
PASTA: The uncompressed bitvector [30] from the PASTA-Toolbox [19].
LA: The la-vector [2, 3], which uses the approach based on piecewise linear approximation.
ZOM: The zombit bitvector implementation from [13].

Results and Discussion. The results of the experiment are presented in Figure 1. Across
all texts, HYB is consistently one of the smallest and fastest bitvectors for PLCP queries.
For example, compared to RRR, HYB achieves the same or smaller space usage while
being 2 to 3 times faster. Compared to NH (a naive implementation of select queries on
the hybrid bitvector via rank queries and binary search), HYB uses essentially the same
space and is simultaneously 3—4 times faster, which shows the effectiveness of the native
select implementation and the negligible effect of the additional lookup table on space usage.
Importantly, while some bitvector implementations achieve good performance on some files
(e.g., PASTA performs very well on non-repetitive files, but uses notably more space on highly
repetitive files; similarly, OZ performs best on dblp.xml, but its space is significantly larger
on the proteins file), HYB performs well regardless of whether the text is non-repetitive or
repetitive.
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PLCP Query Time and Space
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Figure 1 Performance of PLCP bitvector select queries for various bitvector types on non-
repetitive (left column) and repetitive (right column) texts. The query time is averaged over 10°

queries, and the space is relative to the text size.
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5.2 Experiment 2: BWT Select Queries

Description. For any string S € ¥" such that S[n] is unique in S and is the smallest symbol
in ¥, we define the Burrows-Wheeler Transform (BWT) as the permutation of symbols of S
obtained by lexicographically sorting all n rotations of S and taking the last column of the
resulting matrix [4]. BWT is a fundamental concept in data compression and text indexing.
For example, it is the central component of the FM-Index [§].

In the second experiment, we evaluate the performance of select queries on the Burrows—
Wheeler Transform (BWT) of the files in our dataset. To reduce select queries over arbitrary
strings to select queries over bitvectors, we use wavelet trees [14]. For each text in our data
set, we computed its BWT and then constructed the wavelet tree for the BWT, instantiated
with different bitvector implementations. We then prepared 10° random arguments for select
queries over the BWT and measured the average time for select queries and the space usage
of the resulting wavelet tree.

Implementations. In our experiments, we used wavelet tree implementations from the
SDSL library [12]. Specifically, we used the two common variants: the balanced wavelet tree
(denoted BLCD) and the Huffman-shaped wavelet tree (denoted HUFF) [14]. The underlying
bitvector implementations are the same as in the previous experiment, with the exception of
LA, which exceeded the RAM capacity of our machine during construction.

Results and Discussion. The results of the experiment are presented in Figure 2. As in the
previous experiment, most other bitvector implementations have an input regime in which
performance deteriorates, whereas HYB variants of wavelet trees consistently offer strong
performance on both non-repetitive and highly repetitive strings and, in all cases, contribute
to or are very close to the Pareto frontier.
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