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—— Abstract

We propose a formal approach for specifying and implementing decentralised coordination in
distributed systems, with a focus on smart contracts. Our model captures dynamic roles, data-driven
transitions, and external coordination interfaces, enabling high-level reasoning about decentralised
workflows. We implement a toolchain that supports formal model validation, code generation for
Solidity (our framework is extendable to other smart contract languages), and automated test
synthesis. Although our implementation targets blockchain platforms, the methodology is platform-
agnostic and may generalise to other service-oriented and distributed architectures. We demonstrate
the expressiveness and practicality of the approach by modelling and realising some coordination
patterns in smart contracts.
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1 Introduction

Coordination among distributed agents (be they services, devices, or participants in a
protocol) is a challenging problem. Requirements such as decentralised coordination, dynamic
role-based access control, and transactional guarantees arise in several domains, including
service-oriented architectures (namely web services) [50, 51, 55], workflow-based systems [36],
and blockchain systems (namely those supporting smart contracts) [1, 42, 59]. It is notoriously
difficult and error-prone to build such systems, with vulnerabilities and bugs, like weak
access control, data or memory leakage, or deadlocks, having devastating effects [3]. To build
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sound and resilient (coordinated) distributed systems one needs support from reasoning and
validation approaches, to achieve precise specifications and predictable execution, to reason
about concurrency, interaction patterns, user privileges, etc.

Existing approaches. Among formally defined approaches, the generative communication
model pioneered in [28] supports decoupled coordination of agents via a shared tuple space, but
lacks transactional semantics, explicit role modelling, and deterministic execution — features
essential in blockchain environments. Event-driven architectures [44] enable asynchronous
interactions but offer limited guarantees on global state consistency and atomicity. Paradigms
such as orchestration and choreography [40] are widely used in service-oriented architectures
and provide expressive control-flow constructs. However, they abstract away transaction-level
semantics and assume trusted execution environments. Declarative coordination frameworks
like REO and BIP [8] offer precise synchronization with correctness guarantees, but do not
natively model economic incentives or transactional logic.

The approach we advocate. Ultimately, provably correct-by-construction code and execu-
tion environments should be obtained, ideally via automated tools.

Our contribution, presented herein, is intended as a stepping stone in that direction:
Inspired by the model to represent coordinated distributed systems in [1], we develop an
automata-based model for decentralised coordination.!

Our proposed roadmap starts from a formal model of coordination, develops its semantics,
and then generate code and tests from the models. These tests check that executions of the
generated code correspond to possible traces of the formal executable semantics.

The approach in [1] is grounded in a formal model of smart contracts’ behaviour, expressed
through automata augmented with roles and guarded transitions. However, the framework is
limited in scope: it primarily focused on ensuring the static well-formedness of specifications,
without dynamic role management, execution semantics, executable code or test generation.

Our model. We present a new formal model that includes a semantic definition to over-
come these limitations. At the core of our contribution are Fztended Data-Aware Machines
(EDAMs). The semantics of EDAMs is formally defined and executable,?enabling step-by-step
simulation, evaluation, and validation of coordination behaviours. Moreover, executable code
can be automatically generated from formal models, reflecting the specified logic and co-
ordination structure. We accompany this formal model with a full-stack implementation that
supports: (i) automatic generation of Solidity code from EDAM specifications; (ii) symbolic
and concrete test generation via SMT-based symbolic execution. Artifact is available in [34].

Our model is designed to deal with key features like multi-participant coordination with
dynamic roles (cf. Table 2 for all the features that we considered). We show how executable
code can be faithfully produced and validate the approach through extensive tests (Section 4).
We evaluate our model and the tool using an Azure benchmark [42] (as done also in [1]) and
three well-known smart contracts from the Ethereum ecosystem (namely AMM [53], ERC20
Token [58], and SimpleWallet [9]) thus assessing: (i) the expressiveness of the EDAM model
in capturing main features of smart contracts logic; (ii) the semantic fidelity of the generated
Solidity code against the formal model; (iii) the quality of generated test suites via coverage
metrics using the Hardhat framework and mutation testing using the ReSuMo framework [6],
showing the fault detection capability of the generated test suites.

L This model is inspired by the systems represented pictorially as graphs in Microsoft’s Azure Blockchain
Workbench [42].
2 We developed an OCaml interpreter to represent and execute the semantics defined later.
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We leave for future work a proof of correctness of the code generation process with respect
to the source model, using as semantics of Solidity the formal one defined in calculi like
Tinysol [7] or Featherweight Solidity [17].

Contributions & Structure. Our main contribution is EDAM, a formal model based on data-
aware finite state machines that support dynamic role-based access control, data-dependent
transitions, and cross-coordinator interactions through call tries, which enables automatic
code generation.Section 2 introduces EDAMs through illustrative examples. Section 3 presents
the formal model, including coordinators, role management, and networks. Section 4 describes
code generation from EDAMs to Solidity smart contracts and test generation. Section 5
presents a case study. Section 6 evaluates expressiveness using established benchmarks
and validates the approach through test coverage and mutation testing. Related work and
conclusions are provided in Section 7 and Section 8, respectively.

2 A Gentle Introduction to the Model

We aim to model APIs which can be called from the outside (either by programs, end users,
or even other APIs). Our motivation stems from the need to capture the stateful nature of
distributed systems, in particular blockchain protocols and smart contracts. In these contexts,
function calls can trigger different behaviours depending on the current state of the system or
on the caller; for instance the same function may fail if called by an unauthorised user. We see
such APIs as structures with data fields and functions, similarly to classes in object-oriented
programming. We call APIs coordinators, and users participants. Each coordinator is also a
participant (this enables inter coordinator calls), and each participant has a distinct identity.
We model coordinators as a sort of Finite State Machines (FSMs), where transitions are
labelled with a function name, list of parameters and other information that we will introduce
below. Intuitively, a transition in our model describes how a coordinator moves from one
state to another in response to a function call [27].

Why State Matters. Consider a simple marketplace scenario where buyers can make offers
and sellers can accept or reject them. In a stateless system, all functions would be available at
all times, making reasoning about the system complex. For instance, a buyer might attempt
to finalise a purchase before making an offer, or a seller might try to reject an offer that was
never made. By introducing states, we can ensure that certain functions are only available
at specific stages of the protocol life-cycle [26, 47, 56]. Notice that we can model stateless
systems with just one state where all functions remain available. Our state-based approach
provides more flexibility by making the protocol’s phases explicit and constraining function
availability accordingly. The following is an example of a simplified marketplace FSM where
functions are only available in the states they are allowed to be called.

keOff
start faretler accept
reject

Role-based access control. State-dependent function availability is not sufficient to model
a wide range of real-world scenarios, where some actions are only available to participants
with some specific roles/privileges. This aspect should also be taken into account when
modelling coordinators. We manage participant privileges through a role-based access control
mechanism. Participants can be assigned roles that determine their permissions within
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the coordinator; we stress that roles are local to each coordinator, not global to the whole
application. We model constraints on roles as role assignments, that is, maps returning role
modalities given a participant (variables) and roles. More precisely, a role assignment p can
specify that a participant p for a role R has role R (in symbols p(p, R) = m), that p does
not have role R (in symbols p(p, R) = O), or that it is immaterial whether p has role R (in
symbols p(p, R) = [).

For the following examples, we fix p;, p, as participant variables, R, R, as roles, and
p = {(p1, R1) = m,(p2, R) = O}. The following is a simple FSM of a coordinator that
starts in state g, and offers the start function; the subsequent transferRole function, to
be successful, requires the caller participant to have role R, and the parameter participant
to not have R, role.

>p: start() p >pp: transferRole(p,)

@ (41 :@

Moreover, role assignment is dynamic, that is the roles associated to each participant may
change at runtime as specified by the coordinator. Roles are granted/revoked after a function
call succeeds. The participants involved in role changes can be the caller of the function
or participants passed as parameters. Role assignments, as defined above, are used also to
specify role updates. Let p" = {(p1, 1) = O, (p2, 21) — m, (py, [2,) — m}. The following is a
simple FSM for a coordinator that starts in state g, that offers the start function, and then
the transferRole function, to be successful, requires the current participant to have role
R, and the participant parameter passed to not have R, role. After the transition, the role
assignment is updated to p’ where p; does not have R, role anymore (revoked) but has R,
role, and p, acquires I, role.

>p: start() p >p1: transferRole(p,), p’

Data fields and state management. Each coordinator can maintain data fields, similar
to state variables in Ethereum contracts or instance variables in Java classes. These fields
store persistent data that can be read and written during function execution. Function
calls can be restricted by guards — boolean conditions over data fields and parameters that
must be satisfied before the transition can occur. Fields are updated through assignments,
for example, a coordinator might have a field f that stores a balance, updated through the
assignment f:=f + amount when processing a deposit. For instance, the transition:

amount < f >p; : withdraw(amount) + {f:=f — amount }

where amount < f is a guard and {f:=f — amount } is an assignment, ensures that withdrawals
can only occur when the requested amount does not exceed the current balance. Of course
role constraints are omitted in the transition when they are the constant function mapping
all elements of the domain of p to @l

Interactions among coordinators. Distributed systems may involve multiple coordinators
that need to interact. In our model, such interactions are performed by means of call tries.
We enrich our transitions with a list of such calls, where a call is expressed by specifying the
identity and the operation of the called coordinator, together with the parameters of the
call. For example, a payment coordinator might call a token coordinator to transfer funds
between participants.
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amount > 0, | .transferfrom(p;, p,, amount)] >p; : pay(p,, amount)
In the transition above, operation pay calls another coordinator with identity to

transfer a certain amount of tokens from participant p; (caller) to participant p, (function
parameter). The transition only succeeds if both the local condition (guard amount > 0 and
role-based p conditions, if any) are satisfied, and the call try succeeds. We also allow the
caller to specify different behaviour if the called operation fails. The FSM below illustrates
how failing call tries are supported:

[c.c tEET(py, P2, 10)] p1: pay(p2)

G lominston 10]op ) | D sttt 10)ompaye) @
2
The execution begins at state g, where participant p; calls the token coordinator to mint
10 tokens, transitioning to state q;. From state q;, there are two possible transitions:
(a) Loop transition If the call ¢,..tffr(p;, ps, 10) to transfer 10 tokens from p; to p, fails, the
system remains in state g;; (b) Forward transition If the call ¢, .tffr(p;, p2, 10) to transfer 10
tokens from p; to p, succeeds, the system transitions to state g,. The bar notation (—) in
tffr(ey,...,e,) indicates that in this transition the call try is expected to fail, enabling
try-catch-like behaviour where the coordinator can specify alternative actions.
Let us now combine these ingredients: ¢, grants O to p; on deploy and exposes revoke;
tracks usage in f through setUsage; c; keeps a rate in f;, and setRate updates it after a
successful call try to setUsage on c,. The intended behaviour is as follows.

a> brp: setUsage(a,b) H{f:=f+a}

>p: revoke(p;), {(p1,0) — O}
- ® &

>p: start(), {(p,O0) — m} g

(41
>p: start(py), {(py, 0) > m}
' ' {(p,O) —m},a<brp: setUsage(a,b) F{f:=0}

>p: start(y) F{fi:=y} a > b, [c,.setUsage(a, b)] >p: setRate(a,b) I {fi:=b}
= (@ :@ :@

Figure 1 Coordinators c¢1, o, and

In Figure 1, each coordinator includes a deploy operation (start) that initializes its
state (transition from ¢ to ¢;). Coordinator ¢, on deployment, grants role O to parameter
participant p; and moves to a state q; where revoke can be repeatedly invoked to strip p;
of O without any further constraints while remaining in that state. In the labels of transitions
we omit the guard when it is obvious; we also omit assignments and call tries when the lists
are empty. Coordinator ¢, with a field f, assigns role O to the participant that starts the
coordinator. The protocol then moves to a state where setUsage, taking two parameters a,
b, can be repeatedly invoked under different conditions: a participant with role O can reset f
to 0 when a < b holds, whereas any other participant can increase f by a when a > b holds.
Coordinator c; with a field f;, on deployment, assigns parameter y to field f; and moves to
a state where setRate is allowed if the guard a > b holds and a call try to setUsage on
succeeds, after which f; is set to b.

3 The Formal Model

We now define our model by first formalising the notion of EDAM (cf. Section 3.1) and
giving the semantics of networks of EDAMs (cf. Section 3.3), which relies on some auxiliary
notions related to role updating (cf. Section 3.2).

15:5
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P | participants P, q, ... To | data types t,t,...
coordinators ol To | operation types [t,t),...]
R | roles R R,... E expressions €, €8, ..
F | fields ... A | X-actions o, 0,
V | variables Xy ¥y oo R role assignment 0,0 ...
O | operations op,op’,... II | roles mapping ..
typing environment ST .. assignments JA L
Q | states qo,q,q ... r network 0, ...
Y | interfaces =Y. N | network configuration | N, N’,...
T | types t, [t,t,...] || Q environments o0, ...

Figure 2 Summary of notation.

3.1 Enhanced Data-Aware Machines

Hereafter, when we declare a metavariable over a set, we implicitly let indexed and primed
versions of that metavariable range over the same set (e.g., if  is a metavariable for X, then
so are ', x;, ...). The update f, flxi,..., 2, — v1,...,v,] of a function f is the function
that maps each z; to v; and behaves as f otherwise.

Our model deals with participants, that can be thought of as “agents that trigger” compu-
tations; a distinguished class of participants are coordinators (cf. Definition 6), namely agents
that expose a public interface consisting of operations and fields; participants®coordinate by
invoking each coordinator’s operations or reading their publicly available fields. Let us fix a
finite set C of coordinators’ identities and a set P 2 C of participants’ identities (ranged over
by p); R, F, and V are finite sets of symbols, respectively for roles, fields, and variables. We
use R and f as metavariables over R and F respectively. Likewise, lowercase Latin letters in
sans-serif font x, y, a, p, etc., are metavariables over V. Let O be a finite set of symbols for
operations with a distinguished symbol start € O used to deploy coordinators, moreover,
FNO = 0. We use op,op’ as metavariable over O. Let T be a set of data types. We do
not fix Tp, but they represent the usual types (e.g., bool, int, str, array, map, etc.). We
assume pt € Tp, where pt is the type of participants. We define the set of operation types To
as finite sequences of data types, that is 7o = 7. Intuitively, an operation type models the
parameter types of an operation (note that our operations do not return any value). Finally,
let 7 =Tp UTo. The recap of notations used in this paper can be found in Figure 2.

A coordinator interface specifies what roles, (data) fields, and operations are available,
along with their types. Interfaces specify also the types of other coordinators’ fields, variables
and operations that are referenced by the coordinator. In the following definition, pairs (g, _)
refer to the “current coordinator” while pairs (¢, ) to a coordinator ¢ different than the
current coordinator (see Section 3.3).

» Definition 1. An interface X is a tuple (R',F',V',0’, T') where:
R’ C R is a set of roles, F" C F is a set of fields, V' CV is a set of variables, and O’ C O
is a set of operations (with start € O');

/

:(CU{e}) x (FUVUO) — T is a typing environment where € denotes the current
coordinator, fields and variables are mapped to data types, and operations are mapped to
operation types. We will often write c.f rather than (c,f), and just f for (g,f).

3 Our model admits participants that are not coordinators; they can be thought of as e.g., humans
interacting with coordinators.
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» Example 2. Based on the coordinators in Figure 1, we define the following interfaces:
¥, = (Ry,F1, V1,04, T1) (for coordinator c,):

Ry ={O
Fllzé){ } (e,p); (g, p1) = pt;
Vi = {p,p:} 1= (e, start) — [pt];
O = {start, revoke } (e, revoke) — [pt]

¥y = (Ra, F2,Va, 04, Ty) (for coordinator c,):

Ry ={0}, (e,f), (e,a), (e,b) — int;
Fo ={f}, _ ) (ep)—=pt;

Va = {pa,b}, 2= (e, start) o [

Og = {start, setUsage }, (g, setUsage) — [int, int]

Y3 = (Rs,F3,V3,03, T3) (for coordinator c;):

Ry =10 (e,f1), (s,2), (e, b), (e,y) = int
Fs={fi} (g,p) = pt

Vz = {p,a,b,y} 3 (e, start) > [int]

O3 = {start, setRate } (co, setUsage), (e, setRate) — [int, int]

From now on, we fix an interface ¥ = (R, F’, V', 0", T").

Let ¢ range over a set E of expressions which we leave unspecified; for the sake of
this paper, it suffices to assume that E contains ({¢} U(C) x F, a constant sf denoting the
identity of the current coordinator, global functions that can be used in any coordinator
(i.e., max, min,sum,...), and arithmetic and logic expressions; moreover, we assume that
expressions are uniquely typed through, e.g., a typing system defined on top of the typing

environment T’; sf is of type pt.
An assignment is a function A : F — E such that A is the identity on all external fields.
An assignment A can be conveniently written as a set {f; :=e¢;,...,f, :=¢, } with f,...,f,

pairwise different such that A(f;) =e; for 1 <i <nand A(f") =f" for all f' € F\ {f,...,f, }.

Upon invocations of their operations, coordinators execute actions that specify the
conditions that must be met for execution (guards), any required interactions with other
coordinators (call tries), the operation being invoked, and how the coordinator’s fields should
change (field updates).

» Definition 3. A call try takes the form c.op(ey,...,¢,) or c.op(e,...,e,) respectively
representing the check that an invocation to an operation op of ¢ is successful or not. The
set A of ¥-actions (ranged over by a) over ¥ is the set of elements of the form

gL p:op(xi,...,x,) with n>0 (1)

where g is a boolean expression (referred to as the guard), L is a possibly empty sequence
of call tries, op € O', T'(p) = pt, and the set {p,x1,...,x,} C V contains all variables
occurring in the guard g, expressions in L, or in the codomain of the assignment A. For
a € A as in (1), we define pip(a) = {p}U{x; | 1 <i<nAT'(x)=pt}.

Role assignments control access to operations by specifying whether participants should
or not have certain roles. Role assignments are also used to specify how roles are updated
after an operation call succeeds. We recall the three role modalities: m, ], @ where m means
that the participant has the role, [J means that the participant does not have the role, @
means that it is immaterial whether the participant has the role or not.

» Definition 4. Let ¥ = (R',F',V/, 0, T’). A role assignment p over ¥ (abbreviated X-role

assignment) is a partial from V' x R' to {m,0, ®} such that for all (p,R) € dom (p)*:

"(p) = pt (only participant variables can have role assignments); for ® € {m,00, @}, we
define ps(p) = {R€R ’ p(p, R) =@® }. We say that p and p' are inconsistent if @
p(p, R) # p'(p, R) # @ for some p, R. Let R be the set of role assignments (over any X).

4 The domain of a partial function is the set of elements where it is defined.
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For any pair of participant variable and role not explicitly listed in p, the corresponding role
modality is implicitly set to .

» Example 5. Consider a role assignment p such that p(p,O) = m, p(p, R) = m, p(p, B) =
O, p(p, U) = ®. We have pm(p) = {O, '}, po(p) ={B},pm(p) = {U }. .

From now on, we will often omit writing explicitly the pairs (p, R) when p(p, R) = [.
E.g., p from Example 5 will be written as p = {(p,O) — m, (p, R) — m, (p, B) — O}.

A coordinator is an automaton whose transitions specify when operations are enabled
and, upon execution, enforce role-based access control and update its state.

» Definition 6. A coordinator over ¥ (X-coordinator for short) is a tuple (Q, qo, —>) where
Q is a finite set of states with qo € Q being the initial state;
—C QX (R xAxR)xQ is the transition relation® such that, for each transition
/

q —e2L) s " with o =g, L > p:op (X1,...,%,) F
p,p' are such that dom (p) = dom (p’) = ptp(a) X R’;
if op # start then q # qo and if op = start then ¢ = qo and pm(x) = 0 for all
x € dom (p) (participants do not have any role before the coordinator is started);

there is at least one transition qq pep) q' such that start is the operation of «.

We let t range over transitions and let src(t) denote the source state of t. Let Q be the set
of environments, that is partial maps from V to the set of values that respects the variables’
types; moreover, we let o(p) € P for all p € dom (o) and T(p) = pt.

3.2 Updating roles

A participant may acquire or lose a role, depending on the interactions with coordinators.

We give some constructions for handling of dynamic roles in the semantics of Section 3.3.
Let II be the set of role mappings 7 : P — 2R assigning roles to participants. Role

mappings, environments, and role assignments of transitions have to be “compatible”.

» Definition 7. Given o € Q, m € II, and a role mapping p € R, the relation (o, 7) = p
holds if and only if :

m(a(p))Npo(p) =0 and pm(p) C7(o(p)),  forall(p,_) € dom(p)

The first condition 7(c(p)) N po(p) = @ ensures that participant o(p) has none of the
roles specified in po(p). The second condition pm(p) C 7(o(p)) ensures that the participant
has all the required roles specified in pm(p), meaning that every role in pm(p) is also present
in the participant’s current role mapping 7 (o (p)).

» Example 8. Let 0 = {p — alice } and © = {alice — {O, B} }. Then (o, ) |=p holds for
p={(p,0) — m} because:

m(a(p)) Npa(p) ={0,B}N0=0  and  pm(p)

N

w(o(p)) ie.,, {O} C{O,B}

However, (o, m) /=p’ for p' = {(p,U) — m} because pg(p) ={U} Z {O,B} =n(o(p)). 2

5 We write g o) q' instead of (¢, (p, o, p'),q’) €—>.
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We define rupd : Q x R x II — II, the update of m given o and p, as the function that
updates the role mapping 7 by updating roles of participants according to the role assignment
made in p. Intuitively, for each participant variable in p, rupd modifies the roles of the
participant in the current mapping 7 by adding all roles marked as m and removing all those
marked as [J for that variable, while leaving other roles unchanged. If a participant variable
does not appear in p, its roles remain as in 7. Formally:

» Definition 9. Given an environment o, a map w and a role mapping p, the role update
function rupd(o,, p)(p) for a participant p is defined as:

rupd(o,m, p)(p) = | 7(p)U Jrm(p) \ Uealp)

pe{p|(p,_)Edom (p)Ac(p)=p } pe{pl(p,)Edom (p)Ac(p)=p }

If there are no participant variables p in the domain of p that map to participant p (i.e.,
o(p) # p for all (p, ) € dom (p)), then the unions are empty and rupd(c, 7, p)(p) = 7(p)
(identity case); otherwise, we update the roles by adding all roles that participant variables
mapping to p should have (via pm) and removing all those they should not have (via pp) .

» Example 10. Consider p = {(p;,0) — m, (ps, B) — m,(p3, B) — m, (p3,0) — O}

. {0} ifvedp,q}

0 otherwise
7(p)U{O,B}\0={0,B} (both p; and p, map to p)
(@) U{B I\ {0} ={0}u{B}\{O}={B} (only ps maps to q)

and environment o = {p; — p,py = p,ps—qland T =t

rupd(cr, T, p)(p) =
rupd(o, m, p)(q)

rupd(o, m, p)(r) = mw(t) =0 (for all v ¢ {p,q }). N
Note that role acquisition takes precedence over revocation since role updates are ex-
ecuted sequentially. For instance, consider a situation where w(p) = {O} and p =

{(p1,0) = O, (p2, O) — m} with o(p1) = o(p2) = p. We apply the update, rupd(o, 7, p)(p) =
{O}YU{O}\{O} = 0. This creates a conflict: p; should not have the O role while p, should
have it, yet both map to the same participant p. To check that such conflicts do not exist, the
(o, rupd(o,m, p)) = p relation must hold. This ensures that for participant variables mapped
to the same identity p, the role assignment p cannot simultaneously require and forbid the
same role, preventing p from having contradictory role obligations.

3.3 Networks

A network represents a collection of coordinators that can interact with each other. Each
coordinator maintains its own local state, role mappings, and environment, but they can
communicate and synchronize through call tries. The network configuration tracks the
current state of all coordinators and enables reasoning about their behaviour.

» Definition 11. For 1 <1i <k, let each ¥; = (R;,F;,V;,0;, T;) be a coordinator interface.
A network n over X,,...,%, is a finite map such that:
i) dom(n) ={c. [1<i<k}CC, and
i) eachl<i<k
with n(c;) = (Qs, qo,, —:) is a X;-coordinator where
(c,x) =T;(e,x) foreach 1 < j #i<k.
A configuration of a network n is a map N : dom (n) — {{q;, m;, 05, w;) | 1 <i <k} where:
i) q:; € Q; 1is the current state of the coordinator n(c;),
ii)  m; €11 assigns roles to participants in the coordinator n(c,),
iii) o, € Q is the current environment of coordinator n(c;),
iv) w; € {true,false} is an auziliary flag, called read-only mode.
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Table 1 Network transition rules.

P&l > piop(xy,.xn) F Ap') q/

q
/\ v, has type T'(x;) o' =0o[p, X1,y Xn = q,01,...,0,] [[QHN,J',W

1<i<n

rupd(o’,m, ) =7 (mo')=p (o)) =

: {q,m, o’ true) | Ne— 7 (g, 7,0 true) | N

[TR]

: (g, m, 0, false) | N T2y g AT i false) | N

.0p(07,...,0n) qu:[[L]]N,W,G

N 3/: Nl
0
—— [EMPTY] ST, [CALL]
N‘ﬁ) N N(—w.,a Y
q:cp.0p(by,...,0n) q:IIL]]N”,W,a
N N N — ’ -
10 .0p(0q,...,00);L
N%N’

We let T" be the set of all possible networks over ¥4,...,Y%,. We require that coordinators
in read-only mode cannot be invoked, but their fields may be accessed. A coordinator is set
to read-only mode in the network configuration before starting the invocation of its list of
call tries, by setting w; = true. We further require that a coordinator 7(c;) cannot reference
its own fields or operations using the notation c,.f or ¢;.op; instead, this coordinator must
use f or op (what corresponds to (g,f) or (g, 0p)).

» Definition 12 (Restrictions to coordinators). In a network n over ¥,..., %, for any
coordinator n(c,) with interface ¥; = (R',F, V', 0, T,), it holds that
(c;,f) ¢ dom (T;) for allf € F' and (c;,0p) ¢ dom (T,) for all op € O'.

The evolution of a network starts when a participant p (the caller) invokes an operation op,
with parameters vy, ..., v,, of a coordinator c¢. In our model this corresponds to an attempt to
fire a transition. If such execution is successful, the role mapping and the environment of ¢ are
updated, together with those of the coordinators involved by call tries. We formalise this with
the labelled transition semantics — , defined by the rules in Table 1, whose configurations
are network configurations N and labels take the form p : c.op(by,...,0,). A label refers to a
specific invocation of a coordinator’s operation in which all symbolic parameters — including
data values and participants — have been instantiated with concrete values. For example,
in Figure 1, an invocation of setUsage on coordinator c, by participant alice, with actual
arguments 2 and 3, would correspond to a label such as alice : c,.setUsage(2,3). We use the
auxiliary labelled transition relation by of Table 1 to deal with cross-coordinator calls.

We assume an evaluation function [_] N.o.n fOr expressions; the network N is used to
evaluate fields of other coordinators, while o and 7 are used to evaluate fields and variables of
the current coordinator. We use this function to evaluate expressions used in assignments and
call tries; in particular, [A]y ,  =f = [A(f)]y, , forallf € dom (A). Moreover, [L]
fL=cand [L]y, . =c.op([er]y,poe-os[enly o )il i L=rc op(er,... en);L"

The semantic rule [TR] formally specifies the execution of a single transition in the

=€

N,o,m

EDAM coordination model: a participant invokes an operation of a coordinator instance in a
network. This rule captures the fundamental semantics of local state evolution in the presence
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of role-based constraints, guards, and potential call tries. Intuitively, consider a coordinator

instance currently in state ¢, with an outgoing transition ¢ —2&t= P opCu..n) & ') q .

The [TR] rule states that the invocation of coordinator ¢ with a label q : c.op(v;,...,0,)

can only be performed if the following conditions hold:

(i)  Coordinator availability (left side of the transition in the conclusion of the rule). The
coordinator with identity ¢ must be present in the network N and not in read-only
mode (i.e., w = false).

(P&l > p:op(xq,..xn) = Ap')

(i)  Transition existence (top premise). A transition g¢
q' should exist in the coordinator’s transition relation, where the action
g,L>p:op(xy,...,x,) F A matches the invoked operation op.

(iii)  Type-correctness of parameters (left premise in the second line). All actual paramet-
ers vy,...,0, must be well-typed with respect to the types T'(x;),..., T'(x,) declared
for the operation.

(iv)  Environment update (central premise in the second line). The execution of the transition
updates the environment ¢ of the coordinator ¢ to ¢’ by binding the distinguished
variable p to the caller identity ¢, and each formal parameter x; to its corresponding
actual argument v;, this update is not yet applied to the network configuration N as
it is temporary until the transition is completely executed.

(v)  Guard evaluation (right premise in the second line). The guard g of the transition must
evaluate to true in the context of the updated environment ¢’ and the current role
mapping 7 and the network configuration N (needed for external fields). Guards act
as enabling conditions that restrict the applicability of transitions.

(vi)  Roles update (left premise in the third line). If the transition (top left premise) prescribes
an update to the role mapping (from p to p’), then the new role mapping =’ is derived
from applying the role update function rupd to the updated environment ¢’ and role
mapping 7 and p’. Updates will be applied to the network configuration N after the
transition is completely executed.

(vii) Role consistency (central and right premises in the third line). The current role mapping
7 together with the updated environment ¢’ must satisfy the pre-transition role
constraints p (i.e., (m,o’) = p), and the post-transition role mapping 7’ together with
o' must satisfy the post-transition role update p’ (i.e., (7', 0’) = p’).

(viii) Inter-coordinator calls (bottom premise). The last premise ensures that any call tries L
specified in the transition are executed in the context of the updated environment o’
and current role mapping m. Before invoking the call tries, the coordinator is added
back to the network configuration in read-only mode, that is ¢ : (g, 7, o', true) | N in
the premise as well as after the call tries are executed, that is ¢ : (¢, 7, o', true) | N'.
A detailed explanation is provided below, as the premise uses the transition relation
inductively defined by the subsequent rules [EMPTY], [CALL], and [SEQ)], which

we present next.

Call tries are executed in the network state N with two arguments: the role mapping 7

L]
. . . N ro .
and the environment o of the coordinator ¢ (i.e., —————; here we use the notation = for

network execution with two arguments. These arguments will be used later for parameters
evaluation of the list of calls L). Two distinct cases arise depending on the presence of call
tries in the transition:
If the transition does not have call tries, updates made to fields and roles are applied
atomically. Specifically, the assignments A of the transition are evaluated in the updated
environment o’ (i.e., [A] v/ ./ ), and the coordinator instance moves to state ¢ under the
new role mapping 7’ while read-only mode is set to false in the network configuration.
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If the transition has a non-empty sequence of call tries L, then execution proceeds in
two phases. In the first phase, the coordinator instance is placed in a read-only mode
(indicated by w = true) in the network configuration and associated with the environment
o’ that binds caller and argument values but does not yet include the assignments A. The
coordinator instance then becomes the caller of its call tries sequence (each coordinator
is the caller of its own call tries sequence). Parameters in the sequences of call tries L are
not evaluated all at once, [L], ., only evaluates the parameters of the first call try of
the sequence in the network state V. The evaluation of each remaining call is performed
in the updated network state by the execution of the previous call in the sequence. The
execution of the sequence of call tries L is governed by three auxiliary rules that handle
different aspects of call sequence processing:

[EMPTY]: Handles the base case when the call sequence is empty (e). This rule
allows the network to remain unchanged when there are no calls to process.

[CALL]: Handles call tries that do not progress the network configuration due to
expected failure of call tries with the form c,.6p(b,,...,0,). The [CALL]rule discards

p(07,...,0n)

any changes made to the network configuration (indicated by N A1) and
continues processing the remaining sequence where the parameters of the calls are
evaluated in the network state N, that is [L], .

[SEQ]: Handles successful call execution in sequences. When the head call
.op(vy,...,0,) of the sequence L can be executed successfully, this rule processes it
first (transitioning from N to N”), then continues with the remaining sequence L from
the resulting configuration N’ where the parameters of the calls are evaluated in the
network state N, that is [L] .

Once all call tries have been resolved, the system resumes from the suspended configuration,
applies the assignments A, and finalises the state change as in the case without call tries.

The combination of [TR]with the call-sequence rules ensures that the execution model
enjoys atomicity: all call tries must be fully evaluated before the local state of the coordinator
is updated. A worked-out execution trace of this mechanism is provided in [54].

The initial configuration of a network 7 is the state of the network after the execution
of a start operation of each coordinator in the network. To ensure that each operation
invocation from a given network configuration produces a unique successor configuration,
the network must be deterministic.

» Definition 13. A network n is said to be deterministic for all reachable network configur-
ation N, all ¢ € Cand for all participants q € P if:

N q:c.op(bq,..., bn) Nl AN q:c.op(vq,...,0n) N2 — Nl _ NQ.
Given an initial network configuration N, if Ng = N, then N, is reachable.

Determinism is necessary to preserve behavioural consistency between EDAM specifications
and generated smart contract code, reflecting the execution semantics of blockchain platforms
where all nodes must agree on outcomes. Without determinism, reproducibility, verification,
and safe deployment would be compromised.
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4 Implementation of Code and Test Generation

This section describes how networks of EDAMs are translated into executable Solidity smart
contracts and test suites. We present the code generation process that converts formal model
elements — states, transitions, roles, fields, guards, and call tries — into Solidity code and test
generation process that generates test cases from symbolic traces. The translation preserves
the semantics of the formal model °.

4.1 Implementation of Code Generation

The generation of Solidity code consists of converting each EDAM in the network into a Solidity
contract. We developed a tool Ul that aggregates information from users and represents
it as a JSON object which encodes states, roles, fields, operations, types, and transitions
for each EDAM. The JSON object is then used to generate an OCaml representation that
performs type checking and semantics execution. We use Python for code generation, and the
conversion is done by converting the EDAM elements into Solidity elements and assembling
them into a Solidity contract. The conversion is done as follows:

States: We generate Q as a Solidity enum State type, containing every ¢ € Q\ {qo} (e.g.,

enum State { q1, g2 }). The initial state g, stays implicit: the start transition is fired

automatically on deployment of the contract, and no other transition may target g

(cf. Definition 6).

Roles: The set of roles R is generated as a Solidity enum Roles, where each role R € R

becomes an enum value (e.g., enum Roles { 0, B }).

Current State: The current state ¢ of the coordinator is tracked by a public state variable

State public _state, initialized in the constructor by the target state of the start

transition which will be automatically fired on deployment of the contract.

Fields: Each field f € F of the EDAM is generated as a contract variable with its

corresponding type (e.g., uint public f, address public buyer).

Role Mapping (7): The role mapping 7 : P — 2% is implemented as a nested mapping

mapping(address => mapping(Roles => bool)) public _permissions

where _permissions[p] [R] represents whether participant p has role R or not.
Environment (o): The environment o that maps variables to values is implicitly maintained

through contract state variables. In blockchain, the environment is the blockchain state.

Expressions: guards, assignments, and call-try parameters expressions are translated into
Solidity expressions (e.g., sf will be translated into address(this)).

Transitions: Transitions are grouped by operation, with each group translated into a
single Solidity function (one function per operation, as each operation has a unique
function type in T’). Within each function body, transitions are further grouped by
source state, operation, and guard (cf. Definition 14). Each group is represented as an if
statement that checks: (i) the current state (_state == State.q1), (ii) role satisfaction
for all participants in p (implemented as a conjunction of role checks), and (iii) the guard
conditions g. The if body executes: call-try sequences, assignments A, role updates rupd
(if not trivial), state updates to ¢’ and assertions to check role satisfaction (implemented
as assert statements).

6 Semantics preservation is not formally proven, but empirically established by simulating the formal
execution via our OCaml interpreter which implements the semantics of EDAM and by testing.
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Constructor: The constructor is generated from all start transitions of the EDAM. Unlike
networks of EDAMs, where coordinators’ identifiers are set by the user at network creation
time, Smart contracts require explicit contract addresses for inter-contract calls. When
a EDAM contains call tries, the constructor receives additional parameters for callee
contract addresses, which are stored as contract state variables to avoid passing them
on every call. We forbid circular dependencies between contracts, as they would make
deployment impossible in practice.

>p:op(a,b) F{fi:z=a+b},{(p,0)— {(p,O) > m},a>brep:op(ab) F{fizza—b}

[ |
‘@

1 contract Cop {

2 enum State { g1, g2, q3 }

3 enum Roles { 0 }

4 State public _state;

5 uint public f1;

6 mapping (address => mapping(Roles => bool)) public _permissions;
7T

8 function op(uint a, uint b) public {

9 if ((_state == State.ql && true)) {

10 f1 = (a + b);

11 _permissions[msg.sender][Roles.0] = true;
12 _state = State.q2;

13 assert (

14 roleSatisf (msg.sender, _roles(Roles.0),
15 new Roles [] (0)));

16 } else if ( roleSatisf(msg.sender, _roles(Roles.0), new Roles [] (0))
17 4% (_state == State.q2 &% a > b)) {

18 f1 = (a - b);

19 _state = State.q3;

20 } else { revert("Condition not met"); 1} }
21 ...

22 }

Figure 3 Code generated for transitions sharing the same op.

Figure 3 illustrates how transitions sharing the same operation op are grouped into a
single function function op. The contract declarations (lines 2-6) define: line 2 the state
enum, line 3 the roles enum, line 4 the current state variable to track g of the coordinator,
line 5 the field f1, and line 6 the role mapping _permissions to keep track of 7 for each
participant. The first branch (lines 9-15) implements ¢; — ¢»: line 9 checks state and
guard; line 10 updates f1; the following line assigns role O via _permissions; line 12 updates
the state; lines 13—-15 verify role satisfaction using roleSatisf (from Definition 7). The
second branch (lines 16-19) implements g, — ¢3: line 16 checks role satisfaction and line 17
verifies state and guard a > b; line 18 updates f1; line 19 updates the state. Line 20 handles
unmatched conditions by reverting. The ellipses at line 7 and line 21 represent the omitted
constructor and the helpers (functions roleSatisf and _roles), respectively.

We introduce a well-formedness condition in Definition 14 that simplifies code generation
in the presence of call tries of the form c.op(ey,...,¢,), while still allowing to model all the
examples we considered. Basically, well-formedness ensures that call tries can be handled in
Solidity as (possibly nested) try/catch.

» Definition 14. An EDAM is well-formed when for all states q and operations op such that
for each pair of distinct transitions

t; = (¢, p1, &, [Li] >p: op(), 01, q;) and t; = (q, p2, &, [L;] >p: op(), p3, q;) we have that if the
conjunction of g and g; is not inconsistent then either p; and py are inconsistent or, for
some L, ¢, and op: (i) g and g; are equivalent, (ii) p; = pa, (iii) L, c.op(eq,...,¢,) is a prefic
of Ly and (iv) L,c.op(es,...,e,) s a prefiz of L;.
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Call tries are implemented with try/catch and require to enforce expected behaviour. To
prevent recursive execution, we add a nonReentrant modifier (a Solidity function that modifies
behaviour by checking conditions before or after execution). It sets the coordinator to read-
only mode by setting a contract variable _entered to true before and false after the function
body executes. Transitions of a well-formed EDAM from the same state ¢ with the same
operation op and equivalent guards are grouped into a single if branch of the function op.
Thanks to well-formedness, the call try sequences of these transitions are organised into a
tree structure by identifying common prefixes: transitions sharing a prefix up to a certain
call are grouped together. The code generator then recursively builds nested try/catch
blocks following the prefix tree structure L, c.op(ey,...,¢,): at each node, the common call is
executed in the try block, with success and failure paths leading to the appropriate subtrees.
The try branch continues with transitions where the call succeeds, while the catch continues
with transitions where the call is expected to fail. At the last call try in the call sequence, if the
call is expected to fail, we add a revert ("Expected external call to fail"); to the try block
and for the expected success case we add revert ("Expected external call to succeed"); to
the catch block to halt the execution.

[c20.transferFrom(pi, p2, 10)] >p1: pay(p2)

O [c20.mint(p1, 10)] >p1: start() /(i [c20.transferFrom(p1, p2, 10)] >p1: pay(p2)
a0 »(q1

1 import "./C20.sol";
2 contract Cpay {

3 ...
C20 public _C20;

4

5 bool private _entered;

6 modifier nonReentrant () {

7 require (! _entered, "reentrant call");

8 _entered = true;

9 _; // the function body is executed here

10 _entered = false

11}

12 comstructor (C20 __C20) {

13 if (true) {

14 _C20 = __C20;

15 try _C20.mint(msg.sender, 10) {

16 _state = State.ql;

17 } catch { revert("Expected external call to succeed"); }
18 } else {

19 revert ("Condition not met");

20 }

21}

22 function pay (address p2) public nonReentrant {
23 if (_state == State.ql && true) {

24 try _C20.transferFrom(msg.sender, p2, 10) {
25 _state = State.q2;

26 } catch { _state = State.ql; }

27 } else { revert("Condition not met"); 1}

28}

20 ...

30 }

Figure 4 Solidity code for transitions with call tries.

Figure 4 shows the Solidity snippet code for the model above the listing. Line 1
imports the ERC20 Token coordinator contract; line 4 declares the contract reference variable
while line 5 declares the flag to prevent reentrancy. The nonReentrant modifier (lines 6-11)
checks the flag (line 7), sets it to true before execution (line 8), executes the function body
(line 9), and resets it after (line 10). The constructor (lines 12-21) implements the start
transition: line 14 stores the ERC20 Token contract reference; line 15 executes the call try

.mint(p;, 10); line 16 sets the initial state to ¢; if the call succeeds and reverts if the call
fails (line 17). The function pay which is decorated with the nonReentrant modifier (line 22)
groups both transitions in a try/catch block: line 24 executes c,,.transferFrom(p,, py, 10);
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the try body updates state to g, (line 25); the catch block resets state to ¢; (line 26). The
ellipses at lines 3 and 29 represent omitted contract variables and contract helper functions,
respectively. Full code generated for ¢, ., and ¢; from Figure 1 is available in [54].

In the EDAM model, field assignments within a transition are conceptually executed
atomically and simultaneously. However, Solidity executes statements sequentially, which can
lead to different results when assignments reference other fields that are being modified in the
same transition. To address this discrepancy, our code generator automatically introduces
temporary variables to preserve the intended semantics. For example, if a transition assigns
x :=y+1and y := x 4+ 1, the generated code uses temporary variables to ensure both
assignments use the original values rather than the sequentially updated ones.

4.2 Implementation of Test Generation

The test generation process for EDAM serves as a validation mechanism to ensure that the

generated smart contract code faithfully implements the behavioural specifications defined

by the EDAM. Our approach involves three distinct stages:
symbolic trace generation: symbolic traces are, roughly, sequences of transitions over the
product automaton of the EDAMs under analysis, together with some auxiliary data.
The first step of test generation consists of a random selection of a finite set of symbolic
traces of bounded length.
concrete trace derivation: concrete traces are, roughly, sequences of labels (of the labelled
transition semantics of Section 3.3) and further auxiliary data. We generate concrete
traces from symbolic ones, by assigning concrete values to variables (data values and
participants). Such parameters are selected using a mix of random generation and
constraint solving. We remark that execution of concrete traces is not necessarily always
successful. This occurs when the concrete values assigned to variables fail to satisfy
the guards (due to random generation or constraint solving), role constraints (random
participants), or other conditions required by the transitions (e.g., call tries). This is
perfectly fine as we do not expect to have only successful transitions in the trace.
test suite generation: generated traces are executed to determine whether each step
should succeed or fail based on the EDAM specifications. The execution results are used
to produce test cases with appropriate assertions, where a test case expected to succeed
is marked as such, and a test case expected to fail is marked as such. All tests are stored
in a test suite that can be executed against the generated Solidity contracts.

Symbolic Trace Generation. The first stage generates symbolic traces by simulating the
network of EDAMs in a controlled manner. A symbolic configuration is a network configuration
(as defined in Definition 11) where only the current state of the coordinator is changed after
a transition is selected. The process begins from the initial symbolic configuration of the
network, where each EDAM is in its initial configuration (hence after the execution of a start
operation of each coordinator in the network). During simulation, an EDAM is randomly
selected from the network, followed by the selection of a random transition among those
available in its current state. The selected transition is appended to the trace as a tuple
containing the selected model, the selected transition, and the symbolic label that needs to
be assigned concrete values to obtain the concrete trace. The state of the EDAM is updated
accordingly in the configuration, to reflect the changes in the state of the EDAM. Here we
stress that call tries of the selected transition are not executed so the changes in the state of
the other coordinators are not reflected in the configuration. The process continues until the
maximum length is reached or no available transitions are left. Algorithm 1 summarises the
symbolic trace generation process.
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Algorithm 1 Symbolic Trace Generation Algorithm.

: procedure GENERATESYMBOLICTRACE(Network, MaxLength)
Trace < 0
CurrentConfig « InitialConfiguration(Network)
while Length(Trace) < MaxLength and HasAvailableTransitions(CurrentConfig) do
SelectedModel < SelectRandomModel(CurrentConfig)
AvailableTransitions <— GetAvailableTransitions(SelectedModel)
Selected Transition <— SelectRandomTransition(AvailableTransitions)
Label < CreateLabel(SelectedModel, SelectedTransition)
Trace < Trace U {(Selected M odel, SelectedTransition, Label)}
10: CurrentConfig <+ UpdateConfiguration( SelectedModel, Selected Transition)
11: end while
12: return Trace
13: end procedure

Each symbolic trace has a maximum length that is defined by the user. The minimum length
corresponds to a shortest path to a state without outgoing transitions (if any).

Concrete Trace Derivation. From each symbolic trace, multiple concrete traces are derived
by assigning concrete values to variables and caller. This process transforms abstract
behavioural descriptions into executable test scenarios. The derivation process is as follows:
(i) Participant Variables: Participant generation depends on the simulation settings. If
new participants are allowed, they are generated randomly with a configurable probability.
Otherwise, participants are selected from previous trace steps, prioritizing those that satisfy
the role constraints p when present, if no participants were created in the previous steps,
then new participants are generated randomly; (ii) Data Value Generation: Data values are
initially generated randomly to explore a wide range of possible inputs. If no valid data
combination enables a transition (i.e., the guard conditions are not satisfied) after a number
of configurable attempts, the Z3 solver [19] is invoked to find satisfying values. Each attempt
is recorded as a concrete trace. For each concrete trace, a label is created to represent a call
to a coordinator with actual participants and data values. A label is constructed from the
symbolic trace’s label by substituting concrete participants and data values, encapsulating the
complete invocation information needed to execute the transition on the deployed contract.
The concrete trace is then executed on our OCaml implementation of the EDAM to determine
whether the transition succeeds or fails according to the semantics. The execution results are
used to produce test cases with appropriate assertions that validate the expected behaviour
of the transition. Algorithm 2 summarises the concrete trace derivation process.

Test Suite Generation. The conversion of concrete traces into executable test suites involves
transforming each concrete trace into a structured JavaScript test case that can be executed
against the generated Solidity contracts. For each concrete trace, which contains tuples of
the form (Model, Label, expectedFailure), the conversion process generates a corresponding
test case that includes the following steps:
Contract deployment and setup: Initialization of the network of coordinators with their
initial states and role assignments.
Transition execution: Invocation of the specified operation on the selected model with the
assigned participants and data values according to the Label.
Assertions for expected behaviour: Validation of whether the transition succeeds or fails
according to the expectedFailure flag from the concrete trace.
Data value assertions: Verification that field updates specified in the transition are correctly
reflected in the contract state after execution.
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Algorithm 2 Concrete Trace Derivation.

1: procedure CONCRETETRACE(Network, symbolicTrace, MaxAttempts, allowNewP)
2: concreteTraces « ]

3: allParticipants < ()

4 for each trace in symbolicTrace do

5: (Model, Trans, Label) + trace

6: participants <— GetParticipants(Label, allowNewP, allParticipants)

7 allParticipants < allParticipants U participants

8: attempts <— MaxAttempts

9: guardsSatisfied < false

10: while attempts > 0 and not guardsSatisfied do

11: dataValues < generateRandomData(Trans.variables)

12: guardsSatisfied + evalGuard(Trans.guard, dataValues, participants)

13: newLabel < createLabel(Label, Model, Trans, dataValues, participants)
14: expectedFailure < execTransition(Network, newLabel)

15: concreteTraces <— concreteTraces U {Model, newLabel, expectedFailure}
16: attempts <— attempts — 1

17: end while

18: if not guardsSatisfied then

19: z3Result + z3Solver.solve(Trans.guard, Trans.variables, participants)

20: if z3Result.satisfiable then

21: dataValues < z3Result.model

22: newLabel < createLabel(Label, Model, Trans, dataValues, participants)
23: expectedFailure <— execTransition(Network, newLabel)

24: concreteTraces «— concreteTraces U {Model, newLabel, expectedFailure}
25: end if

26: end if

27: end for

28: return concreteTraces

29: end procedure

Role change assertions: Validation that role assignments and updates specified in the
transition are properly applied, ensuring that participants have the expected roles after
the transition is successfully executed. This is optional and is configurable by the user.

The resulting test cases are executed in the Hardhat [24] testing environment, which provides
a comprehensive testing framework for Solidity smart contracts. Successful executions of
the test suite of the generated contracts confirm that the EDAM behaviour is correctly
implemented in the generated code, while failures indicate inconsistencies between the model
specification and the actual implementation. This feedback loop enables iterative refinement
of both the models and the code generation process.

5 Case study: a Marketplace with Token-Based Payments

We apply our framework to a case study elaborating on the Simple Marketplace smart contract
in [41]. The idea is to extend Simple Marketplace to let it interact with an ERC20-like
contract for explicit token-based payments”. Following the specifications in [58], the EDAM’s
fragment® of c,, below” captures the behaviour of the ERC20 coordinator necessary for the
call tries used in our marketplace contract:

7 As discussed in Section 6.1, the Simple Marketplace contract in [41] uses a rudimentary mechanism for
payments operating on a field of the contract.

8 The full EDAM is given in [54].

9 For readability, x+=e shortens x:=e¢ and likewise for x-=e.



E. Konjoh Selabi, M. Murgia, A. Ravara, and E. Tuosto

g1 bp: transfer(r,a) b {balanceOf|[p]-=a, balanceOf|r]+=a }
g, >p: transferFrom(s,r,a) b {balanceOf[s]-=a, balanceOf[r]+=a, allowance[s][p]-=a }

>p : start(s,n,sb,d)FAame, {(p, O) — B}

where A4 = {name:=n, symbol:=sb, decimals:=d, totalSupply:=s, balanceOf[p]:=s } and g, =
balanceOf[p] > a > 0 and g, = allowance[s][p] > a A balanceOf[s| > a. The coordinator
maintains the total amount of tokens in the field totalSupply and a dictionary balanceOf
to apportion the tokens to participants; the creator p of sets the name, symbol, and
decimals of the token and is initially assigned all the initial supply tokens and the owner role
O. Moreover, the dictionary allowance is used to let a participant allow other participants to
spend their tokens.

The labels g and l.eq Will be used in the EDAM for our marketplace coordinator.

lstare = >p: start(d,b) - {des:=d,pr:i=b},{(p,0) — m}
lnaxea =a > offer, [co0.transferFrom(p, sf,a)] >p: makeO(a) I {offer:=a,u:=p },{(p, B) — m }

The former label lets a participant p create the coordinator ¢, fixing description d and initial
price b of the item on sale (respectively assigned to the fields des and pr) as well as the
owner role O for p. Label [, is used by participants to submit offers invoking the makeO
operation with the offered amount a; this operation is enabled on two conditions:
the new offer must be competitive (the guard a > offer requires a to be greater than the
current offer stored in offer) and
it is possible to transfer tokens using the transferFrom operation of an ERC20 Token
coordinator behaving as c,,; note that besides the identity p of the caller and the amount

a this call try requires the identity c,, of the marketplace coordinator (sf will return c,,).

A successful invocation of make0 results in the caller p being assigned the role B, field offer

being updated with the new offer, and field u storing the identity of the new buyer. In

passing we note that this coordinator allows consecutive offers from the same participant; if

we wanted to forbid this, we could simply replace the guard of [ ..o with a > offer A p # u.
Let us now introduce the EDAM for our case study:

{(p,O) — m},[co.transfer(u,offer)| > p : reject()

= (11

= —
start Inaxeo {(p,0) > m},offer > prop : accept()

Once an offer is made, the coordinator is in state ¢,; here the owner participant p can invoke
either the operation accept or the operation reject. In the former case, the coordinator
reaches state gs, a final state indicating a successful sell. Instead, the rejection of an offer
triggers the refund to the last buyer u via a call try transfer of c,,; in this case the
coordinator goes back to state ¢; to enable new offers. Notice that the execution of reject
triggers the invocation of the transfer operation of c,, (rather than transferFrom) because
the token owner responsible for the refund at this stage is the marketplace coordinator
Our toolchain automatically produce the Solidity code in [54].

We run the EDAM interpreter on a network consisting of ¢, and using the following
scenario. Participant user deploys c,, contract (c,,.start("bike",100)) while participant
alice deploys contract (co,.start(100, "token", "TKN",0)) and transfers 100 tokens to
participant bob. Then, bob first makes an offer of 100 tokens which fails because no token
approval was granted to the ¢, ; after approving the tokens to the ¢, the second offer succeeds.
Afterwards, alice attempts to accept the offer, but fails because she lacks role O. Finally, usetr
accepts the offer and the contract reaches the final state. The scenario is manually translated
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into a trace that is executed by our OCaml interpreter as shown in the following image. Each
trace entry has the shape (c, (caller, Operation, ptps, data),_caller_map) where participant
parameters (list ptps) are separated from data values (list data) and _ caller__map records
the mapping from participant variables to identities.'?

ls list = [(" . S Operation "s . , [Strval Intval 180]), user map);
alice, e i 5 [1. [Intval Strval trval "TKN"; Intval 0]), alice map);
alice, ' er”, [bob], [Intval 1@ b e map) ;
bob, Operation e0”, 106]), bob map);

bob, Operatic "], [Intval 1€@]), bob map);
bob, e : al 100] bob map);

The following image shows the output of the OCaml interpreter when executing the trace.
Each element of the trace denotes a contract invocation with its caller, operation, data values
(first list), participant parameters (second list), and whether the step succeeds (v') or fails
(%), confirming the expected scenario.

el, [1) = &

accept([],

a-cteptli [1. [

We created a test suite from the trace execution results and executed it against the
generated Solidity contracts. The following image shows the test suite representation on the
left and the execution results on the right.

Anonymous$ npx hardhat test
You are currently using Node.js

... Compiled 2 Solidity files successfully (e

C20 & Cm Tests

The test suite passed all the tests, validating the generated Solidity code.

6 Validating EDAMs

The benchmark we use for validating our approach consists of (i) the one obtained in [1]
from the specifications of the smart contracts in the Azure repository [42] and (é¢) those for
AMM [53], ERC20 Token [58], and SimpleWallet [9]. Our validation considers expressiveness
(cf. Section 6.1) as well as the quality of both code and test suites automatically generated
from EDAMs (cf. Section 6.2).

Table 2 summarises our results for each smart contract in our benchmark (first column;
the last three rows are not considered in [1]) together with the features of each contract as
reported in [1] (columns 2 to 6).'* Columns 7 and 8 report the time'? respectively to generate

10We omit _ caller_map in the figure to avoid clutter since it simply maps user, alice and bob to their
concrete identities.

"'We borrow terminology and notation from [1, Table 1]; the acronyms are (i) /C/: Inter- Coordinator
Interactions, (ii) Bl: participant joining By Invoking an operation, (iii) PP: participant joining by
Passing Parameters, (iv) RR: Role Revocation, (v) MPR: Multi-Participant Role. Symbol v'indicates
that the feature is required for the contract and it is supported by the model; features not required by
the contract are assigned the & symbol.

2 Time is in minutes. Experiments performed on a Dell XPS 8960, 13th Gen Intel Core (9 - 13900K)
with 32 cores and 32GB RAM running Linux 6.5.0-44-generic (Ubuntu 24.04.2, 64bit).Generation and
execution time are obtained by averaging the times of 10 runs.
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Table 2 Expressiveness and quality results.

Time (min.)| Gen. contract Coverage (%)
Mut.
ICI Bl PP RR MPR||Gener. Exec.|#LoC #O0ps BF|Stmts Brch Ops LoC |Score
AssetTransfer ov v v © 0.4 8 226 10 2 (93.22 94.12 100 95.83| 81.4
BasicProvenance 6 v v v © 5.6 4 85 2 2 194.12 91.67 100 96.15|82.95
Bazaar v v 6 6 © - - - - - - - - - -
DefectiveCounter 6 v v & © 04 08| 87 1 1[81.25 62.5 100 88 |71.42
DigitalLocker ov v v 1.5 5 159 9 2 185.29 80.77 100 87.5|77.40
FrequentFlyer ev v © © 2.46 4 97 1 1 8 70 100 90.63|73.21
HelloBlockchain © v © © © 0.9 4 85 2 2| 7 60 100 84 |66.66
Ping Pong v v 9 6 © - - - - | - - - - -
RefrigeratedTr. © v v Vv 1.9 5 135 3 2(95.83 95.45 100 98.25/79.76
Simple MarketP. & v 6 v © 2.8 6 95 3 28235 75 100 89.29|78.94
ThermostatOp. © © v & © 6.8 3 99 3 2 184.21 75 100 90.91|78.26
AMM vV Ve Vv | 2465 14 | 243 4 2 |74.49 62.86 92.59 83.84/|62.70
ERC20 Token ov v 6 v ||[1233 7 126 5 2| 8 75 100 90.91|79.22
SimpleWallet ev 6 6 © 2.75 1 91 3 2 (81.25 75 100 88.46|86.44
Case study VAR A AENNS 9.6 6 241 8 28095 69.44 100 90.24|74.66

a test suite containing 10000 tests and to execute them on the Solidity code, columns 9-11
summarise metrics of the generated Solidity, columns 12-15 report our results on coverage
(for which we rely on the Hardhat framework [24]), and the last column reports the mutation
score (computed by ReSuMo [6]).

6.1 Expressiveness

We evaluate the expressiveness of EDAM using the Azure benchmark [42] and three well-
known smart contracts from the Ethereum ecosystem (namely AMM, ERC20 Token, and
SimpleWallet). As shown in Table 2, EDAM can capture key features commonly encountered
in realistic smart contracts (explored also by other authors, e.g., [29, 1]). The list of features
is based on the one introduced in [1].

The analysis in [1] reports that the framework there falls short of accurately representing
several features that instead our framework fully supports. In particular, the entries marked
with 'in Table 2 indicate features that the framework in [1] does not support or can
(partially) support only through workarounds. Specifically, we feature inter-coordinator
interactions (not possible in [1] which cannot model Bazaar and Ping Pong), role revocation
(with mechanisms for assigning and updating roles) which in [1] could be only partially
supported for AssetTransfer, BasicProvenance, DigitalLocker, Refrigerated Transport, and Simple
Marketplace and multi-participant roles (with mechanisms for assigning and updating roles)
partially supported for DigitalLocker and RefrigeratedTransport.

To illustrate the extent of our improvements, we examine two representative examples
in detail. The DigitalLocker contract exemplifies native support for both RR and MPR,
which previously required workarounds in [1]. In EDAM, role revocation follows directly
from role assignment: whenever in a transition we have a role assignment p'(p, R) = O,
the role update function rupd immediately removes that role from w(p) (with p = o(p)).
Multi-participant roles arise directly from role assignment. If p’ = {(p1,O) — m,(p2, B) —
m} and 0 = {p; — p,p>» — b}, then participant p receives w(p) = w(p) U {O, B}. The

_ >p: op(p1,p2).{ (p.O) M, (p1,5) M, (py, B)— M, | , .
following ¢, ¢ is an example of a transition that

allows participant p to call operation op with parameters p; and p,, which assigns role O to
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participant p and role B to participants p; and p,, with o(p) # o(p1) # o(p2), participants’
ids o(p;) and o(p,) will be new participants joining by passing parameters to the operation
(PP) while o(p) is the caller joining by invocation (Bl). The AMM contract shows that
inter-coordinator interactions (/Cl) are natively supported through our call try mechanism
.op(vy,...,0,), enabling the AMM contract to interact with the underlying ERC20 Token.
The native support for all features /ICl, Bl, PP, RR, and MPR in EDAM enables more
natural modelling of coordination scenarios, as demonstrated by the Case Study in Section 5.
Even though the inter-coordinator interactions (/Cl) present in the Ping Pong and Bazaar
contracts are natively supported in EDAMSs, these models cannot be modelled faithfully
for the following reasons. The Ping Pong contract exemplifies a reentrancy pattern which,
although inter-coordinator calls are expressible in EDAM, reentrancy is explicitly discarded
during runtime execution: the system’s trace engine enforces a non-reentrant execution model
(using read-only mode) (cf. Section 3). The Bazaar contract relies on dynamic deployment of
coordinators at runtime-a feature that is not currently supported by EDAM, which assumes
a statically defined network topology.

6.2 Quality of code and tests

To validate the correctness of our generated smart contracts, we execute the concrete test
suites generated through the process described in Section 4.2. The validation process involves
running these test suites against the generated Solidity contracts in the Hardhat [24], which
instruments the contracts to collect execution data and reports coverage metrics.*® Table 2
also reports lines of code (#LoC), number of operations (#Ops), and branching factor (BF)
— roughly 90 < LoC < 300, 2 < ops < 10, and 1 < BF < 2. All generated tests passed on the
Solidity generated contracts, agreeing with the assertions fixed by formal model execution
(cf. Section 4.2). Our mutation-testing results are consistent with this: that pipeline only
runs after the baseline suite succeeds on the original contracts.

The coverage results demonstrate that our generated test suites achieve high coverage
across most contracts. For almost all contracts, except AMM, the test suite covers all
operations; thus the operation coverage is 100% . Some contracts (e.g., HelloBlockchain,
DefectiveCounter, FrequentFlyer, ThermostatOperation, AMM, ERC20 Token, SimpleWallet
and Case Study) have lower statements, branch, and line of code coverage because they
lack role revocation: hence a few lines of the role satisfaction function roleSatisf are never
executed.'* Despite the presence of role revocation in DigitalLocker, we still observe lower
coverage than other models with role revocation for participant parameters (AssetTransfer
and BasicProvenance), due to random test generation: participants with the required roles
are not always generated, and boundary values needed to trigger revert branches of the
if statements are not always generated. More complex contracts such as AMM, ERC20
Token and Case Study present greater challenges, achieving 74.49% and 80% statement
coverage, respectively. The lower coverage occurs because some statements require specific
preconditions that depend on previous operations being executed in a particular sequence.
For instance, certain revert branches (such as in approval functions) remain uncovered
because the test suite only generates valid transitions, where anyone can approve any amount.
In the case of AMM, intricate sequences of operations are required (i.e., token approval,
liquidity provision, swap execution) for a swap to be executed; these sequences are difficult
to exercise through random test generation. Bazaar and Ping Pong could not be tested due
to the limitations mentioned in Section 6.1 marked with —in the table.

13 The Hardhat framework instruments Solidity smart contracts to collect execution data during testing
and reports statement, branch, function and line of code coverage.
1n future work we plan to optimise the approach.
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Mutation Testing Analysis. Beyond coverage metrics, we employ mutation testing using
the ReSuMo framework [6] to assess the quality and effectiveness of our generated test
suites. Mutation testing systematically introduces small syntactic changes (mutants) to the
generated code (all features can be found in [5]) and verifies whether the test suite generated
can kill these mutants. The mutation score is the percentage of mutants killed by the test
suite. A high mutation score indicates that the test suite is effective at catching potential
bugs. The last column in Table 2 shows the Mut. Score(mutation score).

Mutation scores (see Table 2) range from 62.70% (AMM) to 86.44% (SimpleWallet),
with most contracts achieving above 70%. Coverage directly impacts mutation scores:
higher coverage (e.g., SimpleWallet at 86.44%, AssetTransfer at 81.4%) correlates with better
mutation detection. Several factors explain surviving mutants. (a) contracts without role
revocation (e.g., HelloBlockchain, DefectiveCounter, FrequentFlyer) have mutations in the
roleSatisf function’s revocation-consistency checks that survive because those code paths
are never executed; (b) some mutations are irrelevant to most of our models: changing field
visibility seldom matters, and reordering enum values (states and roles) has no semantic
effect; (c) boundary values needed to trigger certain revert branches are not always generated,
leaving some mutated conditional branches untested (e.g., mutating >= to > in guards);
(d) AMM and Case Study, which require intricate sequences of operations (i.e., token approval,
liquidity provision, swap execution), present greater challenges for random test generation
and consequently achieved lower mutation scores. HelloBlockchain has a mutation score
of 66.66% due to its simplicity: it has few expressions, and several are within roleSatisf
functions that remain uncovered without role revocation.

We validated the generated code for the Case Study by executing the automatically
generated test suites and applying mutation testing. Test generation and execution took
9.6 and 6 minutes respectively. Coverage metrics show high effectiveness: 80.95% statement
coverage, 69.44% branch coverage (higher than AMM’s 62.86% due to fewer interactions
with the ERC20 Token coordinator), 100% operation coverage, and 90.24% line of code
coverage. The mutation score of 74.66% validates that our test generation and mutation
testing successfully handle the complexity introduced by combining all EDAM features.

We now highlight our test generation process with the model from the Case Study. The
following figure shows automatically generated symbolic (left) and concrete (right) traces,
where the latter is derived from the former.

The ellipses represent repeated failures of the same operation; we omit them for brevity.

Expected to succeed operations are calls ending with to.not.be.reverted and expected to
fail operations are calls ending with to.be.reverted. The concrete trace instantiates two
participants, deploys both coordinators by the same participant patticipant o with randomly
generated values (this is the concrete test from symbolic Step #1 and Step #2), burns 22
tokens from participant o which succeeds (Step #3), makes several failed offers (Step #4),
approves tokens for ¢, (Step #5), makes several failed rejections (Step #6), and tries
make0 several times with the last attempt succeeding (Step #7).

To further validate our approach, we conducted an experimental cross-validation by
testing whether our generated code could pass existing ERC20 Token (e.g., EDAM for
in Section 5) contract test suites, specifically the OpenZeppelin [48] implementation [49],
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which is widely used in industry. We removed from the OpenZeppelin test suite the tests
that are not implemented in our generated code (namely events emission and custom errors
currently not supported in EDAM).Initially, we discovered that our test suite was not passing
on the existing OpenZeppelin code, and conversely, their tests were not passing on our
generated code. This discrepancy prompted us to investigate the root cause. Through
careful analysis, we realised that our implementation forbade zero-amount transfers while the
ERC20 standard allows them. This was a significant discovery, as we noticed that the guard
conditions for transfer and transferFrom operations should permit amounts greater than
or equal to zero (> 0) rather than strictly greater than zero (balanceOf[p] < a). By making
this correction to our model, the newly generated code and test suite successfully passed
both our tests and the OpenZeppelin implementation which is widely used in the industry.
This demonstrates how cross-validation with established implementations can reveal subtle
specification issues in formal models, and how model-based code generation enables rapid
iteration and refinement when such issues are discovered.

7 Related Work

The idea of decorating FSMs with constraints on data is not new [4, 14, 32], and it has been
applied to other behavioural models like Petri nets [18, 37]. Such models lack either handling
of dynamic participants or cross-coordinator interaction. These limitations become critical
in the context of smart contracts which require precise execution semantics, transactional
guarantees, and verifiable inter-contract communication. In this respect, the closest approach
to ours is [1]; our model enhances it with: dynamic role-based access control, improvements
in participant-aware transitions, and cross-coordinator interactions through call tries.
EDAM bridges this gap through an integrated coordination model and toolchain that
combines specification, code generation, and test generation. The model directly supports
executable specifications, enabling developers to simulate, test, and automatically generate
blockchain-ready code from a unified design artifact. Existing approaches to smart contract
automation typically address isolated phases of the development lifecycle, resulting in
a fragmented toolchain. UML-based generators [33, 57], DSLs [31, 57, 25] and BPMN-
based generators [16, 15] support code generation but lack formal semantics for behaviour
verification. Other works like [12] and [11] model contracts as Abstract State Machines
for formal verification, but they do not generate code and tests. The interesting work [2]
introduces a DSL for smart contracts, and supports both code generation in the DAML
language and test generation. Such a DSL allows one to express complex Role Based Access
Control (RBAC) policies, but lacks data awareness. A related line of work [22, 23, 61] uses
DCR graphs to model smart contracts. Such a model allows to model data-awareness and
role based access control, and it has been used to monitor smart contracts execution at
run-time [23], albeit does not currently offer neither code nor tests generation. Tools like
FSolidM [38] and VeriSolid [39, 46] allow to express smart contracts as FSM annotated with
Solidity code, and to verify them by model checking. In particular, BIP is used by [39]
as an intermediate representation for the FSM to benefit from deadlock freedom checking
capabilities of the BIP tool and then is converted to nuXmv [13] for verification. Conversely,
tools like VerX [52], ConCert [43] and Echidna [30] offer strong verification capabilities but
are decoupled from the modelling phase, requiring manual effort to construct test cases while
ModCon [35] uses user-specified models for test oracle definition, test generation guidance,
and adequacy measurement. Our analysis (Table 3) reveals that most of the existing tools
fail to integrate both modelling and validation via testing. EDAM addresses this gap through
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three core innovations. First, it formalises smart contract behaviour using extended finite
state machines enriched with dynamic roles, cross-contract coordination, and participant-
aware transitions. Second, it embeds verification directly into the modelling process via
automated test generation, combining symbolic execution and trace simulation. Third,
EDAM adopts a platform-agnostic code generation strategy, using an intermediate Python
representation to produce consistent Solidity code, with ongoing extensions to Move. Unlike
solutions that rely on on-chain behaviour (e.g., SolMigrator [60]) or search-based testing
(e.g., SV-Gen [21], AGSolT [20]) for test generation, our method derives tests systematically
from model semantics. Table 3 summarises the capabilities of representative tools across
modelling, code generation, and test automation.

Table 3 Overview of approaches to smart contract modelling, code generation, and testing.

Solution/Tool Modelling Code Gen. Test Gen.

Al-Azzoni et al. [2] DSL DAML Property Based

PIM to Sol PSM [33], [57] UML-based Solidity No

iContractML [31], [57, 25] DSL Solidity No

FSolidM [38] FSM-based Solidity No

VeriSolid [39, 46] FSM-based Solidity No

ChorChain [16, 15] BPMN-based Solidity No

VerX [52] No No Symbolic Exec
Echidna [30] No No Fuzzing

ConCert [43] No No Properties Based
SolMigrator [60] No No On-Chain Extraction
SV-Gen [21] No No Symbolic + Genetic Algo
AGSolT [20] No No Search-based Testing
ModCon [35] No No Model-based Testing
Others [12, 11] Abstract State Machines No No

Our Work EDAM Solidity Symbolic + Concrete

8 Conclusions & Future Works

We have presented a comprehensive framework for modelling, generating, and verifying distrib-
uted coordination protocols using EDAMs. Our approach addresses critical gaps in existing
smart contract development tools by combining: (i) a formally defined coordination model
with native support for role dynamics and inter-contract interactions, (ii) platform-agnostic
code generation currently targeting Solidity, and (iii) integrated automatic test generation
combining symbolic and concrete execution. Evaluation using benchmarks demonstrates the
framework’s ability to model 92% of Azure Workbench [42] contract features while achieving
high mutation scores. Our model is platform-agnostic, unlike many existing tools that are
tightly coupled to specific blockchains such as Ethereum, in the sense that we decouple the
formal specification from the execution platform. The generated code can exceed Ethereum’s
24 KB bytecode size limitation. This is not a very strong limitation since big EDAMs
can be modularised in smaller ones (as Ethereum programmers do in order to overcame
the limitation). We plan however to introduce optimisations (e.g., dead-code analysis) to
tame this issue. We also plan to extend the model including unsupported features. In
particular, we will consider to make contracts first-class entities and dynamically deployable
as well as to add specific features for blockchains (e.g., cryptocurrencies, block.timestamp,
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block.number). While the current implementation focuses on Solidity, it could be extended
to other languages that target the same EVM (e.g., Vyper, Yul, and even bytecode directly).
We also experimented with generating Move [10] code for Sui and Aptos: although we were
able to produce executable contracts, our prototype models fields as contract data rather
than Move resources. Since we do not treat resources as linear types, we are not following
Move’s resource-oriented programming approach (tokens should be resources). So, we do not
yet ship blockchain-specific code generation for Move, but we remain confident that EDAMs
can be compiled to Move while respecting its semantics.

Defining coordination with state machines is, by now, a familiar pattern; the demanding
part with EDAMs is to fix the right preconditions and assignments on transitions, to identify
the call tries that correctly orchestrate inter-coordinator calls, and to keep the overall
behaviour deterministic where the protocol is not genuinely nondeterministic. We conjecture
that EDAMS can be used, with some adaptation, to validate other parsers having to deal
with assert/require conditions such as VerCors, a tool for the verification of concurrent and
distributed software, which has been validated in [45] using grammar-based fuzzing. This
could possibly overcome the difficulty of controlling randomisation in order to increase the
likelihood of finding bugs in the tool.

Future work. We plan to focus on three key directions: (i) Extending EDAMs to support
runtime contract creation and linking, addressing the current limitation in modelling examples
like the Bazaar marketplace. This requires formalising safe composition patterns and their
verification, (ii) Enhancing the Move code generator to fully support resource semantics
and linear types, enabling correct-by-construction implementation of asset-transfer patterns
that currently require manual validation, (iii) Developing automated proofs for invariant
preservation across contract interactions, building on the existing symbolic execution frame-
work to detect potential violations of security properties, (iv) Investigating automated and
formal methods for assessing and proving the correctness of the generated smart contract
code, and exploring the use of EDAMs to formally verify some properties of coordination
protocols and smart contracts. The framework’s modular architecture (separating model,
transformation, and verification layers) provides a foundation for these extensions while
maintaining backward compatibility. Ongoing work includes integrating with developer tools
like Hardhat to support industry adoption, and expanding the test generation capabilities to
cover temporal properties of contract interactions.
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