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Abstract
This paper develops semantic typing in a smart-contract setting to ensure type safety of code that
uses statically untypable language constructs, such as the fallback function. The idea is that the
creator of a contract on the blockchain equips code containing such constructs with a formal proof of
its type safety, given in terms of the semantics of types. Then, a user of the contract only needs to
check the validity of the provided “proof certificate” of type safety. This is a form of proof-carrying
code, which naturally fits with the immutable nature of the blockchain environment. As a concrete
application of our approach, we focus on ensuring information flow control and non-interference
for TinySol, a distilled version of the Solidity language, through security types. We provide the
semantics of types in terms of a typed operational semantics of TinySol and we express the proofs
of safety as coinductively-defined typing interpretations, which can be represented compactly via
up-to techniques, similar to those used for bisimilarity. We also show how our machinery can be
used to type the typical pointer-to-implementation pattern based on the fallback function and to
reject a distilled version of the infamous Parity Multisig Wallet Attack.
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1 Introduction

In 2017, a vulnerability in a smart contract on the Ethereum platform led to the theft of
approximately 31 million dollars’ worth of Ether (see [30] for a code example with comments
explaining the details of the attack). This vulnerability, known as the Parity Multisig Wallet
attack (PMW), involved an intricate interplay between two peculiar, low-level features of
the Solidity smart-contract language [20]: delegate calls and fallback functions, which can be
used for developing utility libraries. The root cause was an unintended and unwanted flow of
data from an untrusted source to a trusted variable, which was used by an attacker to access
wallet contracts and drain them of their Ether. In security parlance, the integrity of that
variable was compromised. Preserving integrity is crucial to guarantee non-interference [22]
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and, in [50], Volpano, Irvine and Smith created a type system for ensuring such a property,
using the concept of security types – that is, types that control the information flow between
memory segments of different security levels. This line of work has been taken up in [1, 25],
where type systems with security types for a Solidity-like language have been devised to
prevent such unwanted flows. Unfortunately, the language used in [1] does not include the
fallback function construct, and the authors of the type system in [25], despite using the
PMW attack as their motivating example, do not actually provide a typing rule for the
fallback function, which was a key factor in enabling the aforementioned vulnerability.

This is unsurprising, because the fallback function enables a limited form of reflection, or
at least introspection, which is notoriously difficult to handle using a syntactic type system.
The source of this problem is that the fallback function is invoked when a method call fails,
because the called method does not exist, and the body of the fallback function can then
use information about the failed call to determine how the computation shall proceed. This
information is only available at runtime, hence it cannot be assigned a static type able to
distinguish between the safe and unsafe usages of this construct. We shall explain these
problems better and illustrate our proposal by using a concrete example in Section 2.

The difficulty in handling the fallback function is a prime example of a more general
shortcoming of the standard, syntactic approach to type soundness [51], namely that it tends
to equate “well-typedness” (a syntactic property) with “safety” (a semantic, or behavioural,
property). Specifically, in the syntactic approach, one defines a syntactic predicate, well-
typedness, by means of syntax-driven type rules. These rules are defined a priori and then
subsequently shown to imply safety, but they are not derived from the notion of safety itself.
This makes the syntactic approach incapable of reasoning about programs or constructs that
behave safely at runtime, but for which the difference between safe and unsafe usages is not
a purely syntactic property. Examples of such constructs include inline assembly, pointer
arithmetics, reflection, and, indeed, the fallback function.

This issue was originally noted in [16, 31] and, more recently, by Caires in [11] and Timany
et al. in [49], who instead advocate a different approach, known as the semantic approach
to type soundness, or just semantic typing for short, which is capable of reasoning about
even seemingly “unsafe” programming constructs. Semantic typing is now a well-established
technique and, among other properties, it has also been used to ensure non-interference (see,
e.g., [18, 23, 41]). However, as far as we know, the semantic approach to type soundness has
not hitherto been applied in the setting of blockchains and smart contracts, even though it
seems particularly well-suited for this purpose. Suppose a contract makes use of a syntactically
untypable construct, such as a fallback function, but does it in such a way that it can be
shown to preserve type safety via a formal proof, given in terms of the semantics of types.
Such a proof can then be supplied along with the code of the contract containing the fallback
function, when it is declared on the blockchain, as a form of proof-carrying code [35]. The
immutable nature of the blockchain environment ensures that neither the code nor the proof
can be subsequently altered. Thus, as long as the proof can be verified by any user of that
contract, the untypable fragment of code does not itself need to be type checked using the
syntactic rules. Of course, finding such a proof may then be challenging, but this obligation
now falls on the contract creator, rather than on the user of the contract, who only needs to
check the validity of the provided “proof certificate” of type safety. In this way, we may not
be able to make the fallback function itself typable by syntactic means, but we can provide a
method for reasoning about, and ensuring, the type safety of contracts using that construct.

Our main contribution in this paper is the presentation of the theoretical developments
necessary to make this approach work in a blockchain/smart-contract setting. Similar to [25],
we shall focus on ensuring non-interference by means of types for secure information flows in
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the style of Volpano, Irvine and Smith [50], yet this should only be viewed as an example
of how the semantic approach may be applied. (Indeed, in [29, Appendix K] we show the
changes needed to ensure call integrity, a property designed in [24] to avoid attacks similar
to PMW.) To keep the presentation simple, with a focus on the fallback function, we shall
use the language TinySol [6], which models some of the core features of the smart-contract
language Solidity. A syntactic version of the Volpano-Irvine-Smith type system has already
been developed for a version of TinySol without fallback functions in [1], so we can adapt
this work by adding just the fallback function construct. We present this extended version of
TinySol in Section 3.1, and review the language of security types in Section 3.2.

There are different approaches to defining a semantic model of types and type judgments.
One is the step-indexed model of Appel and McAllester [4], which was further extended
by Ahmed in [3]. This approach has been applied in a variety of settings, for example to
reason about the safety of “unsafe code” in core Rust libraries [26]; see [49] for an overview
of work based on this approach. Another approach is based on typing interpretations, which
are coinductively defined objects corresponding to fragments of transition systems. It is
reminiscent of the logical relations technique of Plotkin [38] and Tait [48], and it is the
method used by Caires in [11] for a simple type system for the π-calculus [33]. Informally, a
typing interpretation for a syntactic category (e.g. programs P ) w.r.t. a collection of type
predicates Γ, is a set of programs RΓ defined such that P ∈ RΓ implies that (1) P satisfies
the type predicates in Γ, and (2) If P → P ′ then P ′ ∈ RΓ. The largest typing interpretation
for a given Γ, written νRΓ, is the union of all typing interpretations for Γ, just as bisimilarity
is the union of all bisimulations. The typing interpretation νRΓ is the typing of Γ, and
the semantic typing relation Γ ⊨ P is then defined as P ∈ νRΓ. Proving semantic type
safety of P w.r.t. a given Γ thus becomes a matter of finding a typing interpretation for Γ
that contains P . We take this approach, as it is flexible and based on general coinductive
techniques, which are well-studied (e.g. in bisimulation theory). Using this method, it is
possible to equip a statically untypable piece of code with a proof of its type safety, to be
stored on the blockchain, as a form of proof-carrying code; the proof is simply the typing
interpretation itself.

In Section 4, we define the semantics of types in terms of a typed operational semantics of
TinySol, given in Section 4.1. It is based on an (untyped) small-step operational semantics
of the language (see [29, Appendix A]) with type constraints inspired from the syntactic
type system. This ensures a crucial property, which is needed for the definition of typing
interpretations: a non-terminal, stuck configuration indicates a type error. In a sense, our
approach may resemble gradual typing [14, 46], which allows a mixing of static and dynamic
typing. However, the crucial difference is that our typed operational semantics is defined
solely for the purpose of giving a semantics to types. The runtime semantics of TinySol is
still untyped, and our typing interpretations are intended to statically witness the safety of
statically untypable code, without runtime type-related checks.

The task of finding a typing interpretation falls on the contract creator, but any client
using a contract with such an associated proof must, of course, also be able to verify that it
indeed is a typing interpretation. Both tasks can be difficult, since typing interpretations
can be large and, in limit cases, also infinite. This also threatens the practical applicability
of our proposed approach, since infinite objects cannot be stored on the blockchain, unless
they have a finite representation. Inspired by the similarity between typing interpretations
and bisimulations, we therefore adapt the work of Pous and Sangiorgi [39] on enhancements
of the bisimulation proof-technique, and propose up-to techniques for typing interpretations,
which may be used to reduce their size. The benefits of this approach and its soundness
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1 contract Proxy : IP
s {

2 f i e l d owner := A;
3 f i e l d impl := X;
4

...
5 func update (x) {
6 i f sender = this.owner
7 then this.impl := x
8 else skip
9 }

10 func fallback () {
11 c a l l this.impl.id(args) $value
12 }
13 }

1 contract X : IX
s {

2 · · ·
3 func f1(x̃1) { . . . }
4

...
5 func fh(x̃h) { . . . }
6 func fallback () { skip }
7 }

Figure 1 An example of the pointer-to-implementation pattern (x̃i, 1 ≤ i ≤ h, denotes a sequence
of distinct variables).

are discussed in Section 5. To our knowledge, this is the first use of up-to techniques in a
predicative (i.e., non-relational) setting; indeed, traditionally these techniques have been used
to reduce the size of (inductively or coinductively defined) equivalences on programs (see,
e.g., [8, 9, 15, 17, 44]), whereas typing interpretations are (unary) predicates on programs.
The possibility of exploiting up-to techniques is a key advantage of giving the semantics to
our types by means of typing interpretations (instead of, e.g., logical relations [27, 28]).

Finally, we conclude the paper in Section 6 with a discussion of some avenues for future
research. All proofs and many definitions are omitted for space reasons; they can be found
in the full version [29].

2 A Motivating Example

We highlight the key points of our typing approach using the code in Figure 1. This is
a typical example of Solidity-like programming written in the language TinySol (to be
formally introduced in the next section), which is a class-based language, where classes,
called contracts, have fields and methods. Every contract has an interface (IP and IX in our
example) and a security level, s. Both these annotations are related to typing: the former is
a way to handle typing and subtyping of contract addresses; the latter is the key feature to
devise a type system for secure information flow.

As previously mentioned, a fallback function is a special, low-level construct, which is
used to handle calls to non-existing contract methods. When a contract receives such a
call, its fallback function is invoked instead, and the name and actual arguments of the
failed call are then available within the fallback method body through the reserved variables
id and args, respectively. The construct was originally introduced as a mechanism for
handling failed calls, but is commonly used for other purposes, such as enabling contract
functionality to be upgradable, despite the immutable nature of the blockchain (see [40]
for an extensive discussion of this pattern for upgradability and related ones). This usage
is implemented by the code in Figure 1. The Proxy contract uses its fallback function to
forward all calls to methods other than update to an implementation residing in the contract
impl, which is initially X. In more detail, assume that we invoke Proxy.f(ṽ), for some
method f different from update and for some sequence of values ṽ. Then, Proxy’s function
fallback is executed, which, in turn, forwards to impl the invocation of function f with
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actual parameters ṽ through the use of id and args.1 The Proxy contract provides another
method, update, that allows the contract owner (having the address A) to update the impl
field, which holds the reference to the implementation. The functionality can then be updated
by deploying a new implementation contract and updating the reference in Proxy.

Figure 1 is an example of the so-called pointer-to-implementation pattern [19]. The
implementation contract X provides methods f1, . . . , fh and a fallback function with skip
as its body. Thus, even though Proxy uses id and args to generically forward all method
calls (except update) to X, we know that there are only finitely many possible continuations
after any method call to Proxy: either update, or one of f1, . . . , fh, or skip (when the
fallback function of X is invoked). Therefore, if each of the methods fi is type safe (for some
notion of type safety), then the fallback function of Proxy ought to be type safe as well.
However, deciding this, by using a standard compositional, syntactic type system, is difficult,
because the body of Proxy’s fallback function does not contain calls to these methods. In
more general terms, the safety of the fallback function is not a purely syntactic property of
its body; it also depends on the set-up of these two contracts, and on the current state of
the program, in which the address of X is held in the field Proxy.impl. A purely syntactic
analysis of the body of the fallback function will therefore not suffice.

The solution we propose is to formalise the above informal argument, by providing a
definition of what it means to behave type-safely: this is what the typed semantics for
TinySol does. A fragment of this typed transition system, called a typing interpretation
and which contains the body of the fallback function, can then serve as a witness of its safety.
The key idea is to think of a typing interpretation as a set of safe states that is closed under
transitions. So, safety is an invariant for all states in a typing interpretation.

A typing interpretation can – at least, in principle – be attached to the contract as a form
of proof-carrying code, when it is committed to the blockchain. However, one important
detail to note here is that the value of Proxy.impl can change at runtime, to allow the
implementation to be updated; this is precisely the point of the pointer-to-implementation
pattern. If the associated transition system fragment were to witness the entire transition
sequence of every possible continuation from an invocation of the fallback function, it would
either have to be very large, which would make our proposed solution infeasible, or it would
have to be updatable as well, which would defeat the purpose of static verification.

We handle this problem by making typing interpretations modular using up-to techniques.
Through them, the witnessing set need not contain all the following states of all continuations
from an invocation of the fallback function; it suffices to require that all states in the witnessing
set only have typed transitions to states that are known to be in some typing interpretation.
Suppose, for example, that Proxy.impl were updated with the address of some contract Y.
To be well-typed, Y must also implement the interface IX , ensuring that it will also contain
methods f1, . . . , fh with the same signatures. If these are all well-typed, then we know
they are also type-safe, so there exist typing interpretations containing them. Thus, the set
witnessing the safety of the body of the fallback function only needs to contain the states
corresponding to an invocation of any of these methods, which will be the same for X and Y.

1 There is also some currency transfer as denoted by the “$value” part of the invocation, but this is
orthogonal to the issues of our typing approach, so we ignore it for the moment.
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DC ∈ DC ::= ϵ
∣∣ contract X : Is {

field balance := z; DF

func send() { skip } DM

func fallback() { S }
} DC

DF ∈ DF ::= ϵ
∣∣ field p := v;DF

DM ∈ DM ::= ϵ
∣∣ func f(x̃) { S } DM

v ∈ V ::= Z ∪ B ∪ NA ∪ NM

e ∈ Exp ::= v
∣∣ x

∣∣ e.balance
∣∣ e.p

∣∣ op(ẽ)∣∣ this
∣∣ sender

∣∣ value
∣∣ id

∣∣ args
S ∈ Stm ::= skip

∣∣ throw
∣∣ var(Bs) x := e in S

∣∣ x := e
∣∣ this.p := e∣∣ S1;S2

∣∣ if e then ST else SF
∣∣ while e do S∣∣ call e1.m(ẽ)$e2

∣∣ dcall e.m(ẽ)

where x, y ∈ NV (variable names), p, q ∈ NF (field names), X, Y ∈ NA (address names),
f ∈ NM (method names), m ∈ {id} ∪ NM , I ∈ NI (interface names), s ∈ S (security levels).

Figure 2 The syntax of TinySol.

3 The TinySol language and its security types

3.1 Typed Syntax
We use an extended version of the TinySol language, based on the presentation in [1],
which, in turn, is based on the original presentation in [6]. Its syntax is given in Figure 2,
where the notation ·̃ denotes (possibly empty) sequences of elements. The syntax consists of
declarations for contracts DC, fields DF , and methods DM , followed by values v, expressions
e, and statements S. A contract contains declarations of fields and methods, and of the
so-called fallback function (discussed in Section 2 and in what follows). The set of values
V, ranged over by v, consists of integers Z, ranged over by z, booleans B = { T, F }, ranged
over by b, method names NM , ranged over by f ,2 and address names NA, ranged over by
X, Y . Note that we use a typed syntax, with type annotations Is and var(Bs) appearing in
declarations of contracts and of local variables; these will be described in Section 3.2.

There are six “magic” keywords appearing in the syntax:
balance, an integer field that records the current balance of the contract; it can be read
from, but not directly assigned to, except through method calls.
value, an integer variable that is bound to the currency amount transferred with a call.
sender, an address variable that is bound to the address of the caller of a method.
this, an address variable that is bound to the address of the contract that contains the
method that is currently executed.
id and args, two variables that, when the fallback function is invoked, contain the name
of the (non-existing) called method and the list of actual arguments.

All except balance are local variables, and we collectively refer to them as “magic variables”.
The core of the language is the declaration of the expressions and of the statements,

which are similar to those for the classic imperative language While [36], except for the
aforementioned magic keywords, and for the method calls, which have three flavours:

2 Having method names as values is related to the fallback function and the special variable id.
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In an ordinary method call call e1.f(ẽ)$e2, expression e1 must evaluate to a contract
address X and e2 must evaluate to an integer z. The latter is the amount of currency
transferred from the caller to the callee along with the call; this amount will be deducted
from the caller’s balance and added to the callee’s balance. All currency transfers are
done through method calls; so, all contracts contain a send() method (for send ∈ NM ),
which does nothing, apart from ensuring that the contract can always receive payments.
In a delegate call dcall e.f(ẽ), the method body S is executed in the context of the
caller, rather than the callee. This means that this, sender and value are not rebound,
so the method executes as if it were declared in the caller contract. Hence, there is also no
currency transfer, since the execution is local. The purpose of this feature is to facilitate
code reuse and allow for the development of library contracts (see, e.g., Figure 8).
Differently from [1, 6] and similarly to Solidity [20], if a call call X.f(ṽ)$z is issued
to a contract X that does not contain a method named f , then the fallback function of
X will be executed. In this case, id and args contain, respectively, the method name
and the actual arguments of the failed call, i.e. f and ṽ, which allow the programmer to
perform some error handling, for example by forwarding the call to another contract Y :

func fallback () { c a l l Y.id(args) $value }

Hence, we use m instead of f in the syntax for method calls and delegate calls in Figure 2
to allow both id and a method name f to be used for invocations.

To give an operational semantics for TinySol, the first thing to do is turning all de-
clarations into some environments, to record the bindings of variables, fields, methods, and
contracts. Such environments are modelled as the following sets of partial functions:

envV ∈ EnvV : (NV ∪ { value, sender, this, id, args }) ⇀ V
envS ∈ EnvS : NA ⇀ EnvF envF ∈ EnvF : (NF ∪ { balance }) ⇀ V
envT ∈ EnvT : NA ⇀ EnvM envM ∈ EnvM : (NM ∪ { fallback }) ⇀ (N ∗

V × Stm)

We regard each environment envJ , for any J ∈ { V, F, M, S, T }, as a (finite) set of pairs (d, c)
where d ∈ dom (envJ) and c ∈ codom (envJ). The notation envJ , d : c denotes the extension
of envJ with the new pair (d, c); the update of envJ where d is mapped to c is denoted as
envJ[d 7→ c]; updates are left-associative. We write env∅

J for the empty J-environment. To
simplify the notation, when two or more environments appear together, we shall use the
convention of writing the subscripts together (e.g. we write envMF instead of envM , envF ).

The method table envT and the state envS map addresses to method and field environments,
respectively. Thus, for each contract, we have the list of methods it declares (together with
the lists of formal parameters and the statement that forms their bodies) and its current
state (its fields and their values). The method table is constant, once all declarations are
performed; in contrast, the state will change during the evaluation of a program. Lastly, we
also have a variable environment envV , which contains bindings for locally declared variables,
including the magic variables and formal parameters of methods; hence, this too will change
during the execution of a program.

Differently from [1] and similarly to [2], we rely on a small-step operational semantics, and
we therefore also introduce stacks (that, again, use type information – see Section 3.2):

Q ∈ Q ::= ⊥
∣∣ S; Q

∣∣ del(x); Q
∣∣ (envV , ∆); Q

∣∣ s; Q

Briefly, ⊥ is the empty stack, and besides statements S, a stack can also contain: the
end-of-scope symbol del(x), denoting deallocation of a local variable x; the method-return
symbol (envV , ∆), where envV and ∆ are the bindings for local variables and their type
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annotations which were in use before the method call, that have to be restored at its
completion; lastly, a security level s, since the current security level may be changed and
restored during a computation (see Section 4.1). Stacks also obviate the need for an explicit
definition of transactions; in [1] these are sequences of method invocations, which can be
easily rendered in the current setting as stacks consisting of the sequential composition of
commands corresponding to such calls.

The operational semantics uses transitions of the form ⟨Q, envT SV ⟩ → ⟨Q′, envT , env′
SV ⟩,

which in turn are based on judgements of the form ⟨e, envSV ⟩ → v for evaluating expressions.
The rules are given in [29, Appendix A] and yield the real operational semantics of the
language. However, to define the semantics of types, we shall need a typed operational
semantics, which performs some type-related checks. For space reasons, we omit the untyped
semantics (which is essentially obtained from the typed one by removing all type-related
checks) and postpone the definition of the typed one to Section 4.1, after we have described
the language of types.

To conclude, we remark that TinySol is complex because Solidity is complex. The former
is already a dramatic simplification of the latter, being essentially a classic while-language,
together with the key features for contract declarations and the three forms of method
invocations. We could omit local variables declaration/assignment, but this would not reduce
the complexity of the presentation, since parameters in method invocations are needed (e.g.
the id and args variables, which are typical of the fallback function). We could avoid
while-loops, because recursion is allowed, but we think that this simplification would not
have any major impact. No other sensible simplification is possible without affecting the link
with Solidity and the ability to code the key examples illustrating our approach (e.g. the
pointer-to-implementation pattern of Figure 1).

3.2 Types and Type Environments for Information Flow Control and
Non-Interference

We assume a finite lattice (S, ⊑) of security levels s, with s⊤ as the highest level and s⊥ as
the lowest level. For ease of notation, we shall use the following convention when comparing
multiple levels against each other using the ordering relation ⊑:

s ⊑ s1, . . . , sh ≜ s ⊑ s1 ∧ . . . ∧ s ⊑ sh s1, . . . , sh ⊑ s′
1, . . . s′

h ≜ s1 ⊑ s′
1 ∧ . . . ∧ sh ⊑ s′

h

The crucial property related to this framework is information flow control, stipulating that
information at level s cannot affect information at levels strictly below, or incomparable to, s

(w.r.t. ⊑). This, in turn, can be used to obtain non-interference: if we run a piece of code
in memories differing only for information at level s or higher, the resulting memories still
differ only for information of level s or higher. As usual, the security levels can be used to
express both secrecy and integrity. In the first case, higher levels (w.r.t. ⊑) denote secret
information, that should not influence lower level (i.e., less secret) information. The second
case is dual: higher levels denote untrusted information, that should not influence lower level
(i.e., trusted) information.

Our language of types is similar to the one given in [1] for secure information flows,
inspired by the pioneering work from [50].

▶ Definition 1 (Types and environments). We define types, base types and typing environments:

T ∈ T ::= Bs

∣∣ var(Bs)
∣∣ proc(B̃

s̃
):s

Γ, ∆ ∈ E ::= N ⇀ T ∪ E
B ∈ B ::= idf

∣∣ int
∣∣ bool

∣∣ I

Σ ::= NI ⇀ NI

where N , ranged over by n, is defined as NV ∪ NF ∪ NM ∪ NA ∪ NI .
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For the base types (B), idf is the type assigned to method names contained in the magic
variable id and interfaces are associated to contract addresses. The type of an address X

is therefore an interface I with the signatures of the methods and fields of that contract;3
moreover, interfaces are hierarchically organized and we define them as follows:

▶ Definition 2 (Interface definition language). Interface declarations ID are given by:

ID ::= ϵ
∣∣ interface I1 : I2 {IF IM} ID

IF ::= ϵ
∣∣ p : var(Bs), IF IM ::= ϵ

∣∣ f : proc(B̃
s̃
):s, IM

where I1 is the name of the interface and I2 is the name of its parent in the hierarchy.

The intended meaning of the types T is as follows. The type Bs (interchangeably written
as (B, s)) is given to expressions e: it denotes that the value of e is of type B and all values
read to evaluate e are from containers, i.e. variables and fields, of level s or lower. The type
var(Bs) is given to containers: it denotes that a field p or variable x is capable of storing a
value of type B of level s or lower. We do not include a type for commands in the language
of types; however, we say that a command S is safe to execute as cmd(s) if (1) all field
assignments made during the execution of S are to containers of level s or higher, and (2)
all guarded commands (i.e., if and while) within S must be safe to execute at the same
level as their guards (or higher), and this level must be equal to, or higher than, s.4 Finally,
the type proc(B̃

s̃
):s is given to methods f : it denotes that the body of f is safe to execute

as cmd(s), given that the formal arguments have types var(B̃
s̃
) (that can be alternatively

written as var((̃B, s))), which denotes a sequence of types var(B1, s1), . . . , var(Bh, sh).
We have three kinds of type environments:
Σ records the interface hierarchy: if we have the declaration interface I1 : I2 {IF IM},
then Σ(I1) = I2. For the sake of simplicity, we shall assume that members common
to both interfaces also appear in both the parent and the child; i.e. members are not
automatically inherited from the parent. We also assume that all contracts implement
only a single interface.
Γ records the statically declared interface definitions and statically assigned types of
contracts. Thus, if a contract X implements an interface I, we have that Γ(X) = Is,
for some s, and Γ(I) = ΓI , where ΓI = IF, IM (and these correspond to the fields and
methods declared in X).
∆ records the types of local variables. We record these in a separate environment, since
local variables are allocated/deallocated at runtime; consequently, this environment may
change during the evolution of the program (whereas the other environments are static).

Given the intended usage of Γ, only addresses X and interface names I should appear in
its domain. We express this requirement with the following well-formedness criterion and
only consider well-formed environments in what follows.

▶ Definition 3 (Well-formedness of Γ). A type environment Γ is well-formed if:
Each contract name X in dom (Γ) has an interface type I; i.e. Γ(X) = Is and I ∈ dom (Γ).
Each interface name I in dom (Γ) has a type environment entry ΓI ; i.e. Γ(I) = ΓI .
No name in NV , NF or NM has an entry in Γ.

3 The interface could be extracted from the contract definition itself (as a form of structural typing);
however, we prefer to define interfaces separately (thus adopting a nominal typing), to let multiple
contracts implement the same interface.

4 As usual, this restriction is necessary to ward against indirect information flows, since a guarded
statement could produce observable effects that are indirectly influenced by the expression guard e.
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We remark that we only allow single inheritance among interfaces, and we shall therefore
assume the existence of an interface Itop, corresponding to the basic implementation of a
contract, which acts as the single root of the inheritance tree. It has the following definition:

1 interface Itop : Itop {
2 balance : var(int, s⊤)
3 send : proc():s⊥

4 fallback : proc():s⊥

5 }

Note that this definition specifies Itop as its own parent; since Itop is the root of the
inheritance tree, it alone can inherit from nothing besides itself. Indeed, although self-
inheritance is permitted by the syntax, a simple consistency check on Σ and Γ prevents
self-inheritance in any cases other than Itop (see [29, Appendix B]). It also ensures that all
interface members in a parent interface indeed are supertypes of the corresponding members
in their children, where the key rules in the definition of the subtyping relation <: are the
following:

[sub-field] Σ ⊢ B1 <: B2 s1 ⊑ s2

Σ ⊢ var(B1, s1) <: var(B2, s2) [sub-proc] Σ ⊢ B̃2 <: B̃1 s2 ⊑ s1 s̃2 ⊑ s̃1

Σ ⊢ proc(B̃1, s1):s1 <: proc(B̃2, s2):s2

These rules stipulate that reads are covariant (all fields are read-only outside of the contract in
which they are declared), whereas writes are contravariant (indeed, methods are comparable
to “write-only” fields).5 Since we use static inheritance, and do not allow dynamic creation
of new interfaces, these checks only need to be performed once, when Σ and Γ are built. In
the remainder of this paper, we shall therefore assume that any Σ and Γ we consider are
consistent in this sense.

Finally, for integer and boolean values, the base type can be determined directly from
observing the value itself. However, as the type of a value has both a data aspect and a
security aspect, we also need to assign a security level: we choose the lowest possible level,
s⊥, for integers and booleans, since they have no inherent security level attached, and it is
always safe to treat a piece of data as having a higher security level than it actually does.
With addresses X ∈ NA, we have to retrieve the base type associated to X from the given
typing environment Γ, since addresses are declared to have a type and a security level.

▶ Definition 4 (TypeOf). We define the partial function TypeOfΓ(·) from values to types:

TypeOfΓ(v) =



(idf, s⊥) if v ∈ NM

(int, s⊥) if v ∈ Z
(bool, s⊥) if v ∈ B
Γ(v) if v ∈ NA and v ∈ dom (Γ)
undefined otherwise.

5 Since fields can be both read and written, one might have expected subtyping to be invariant, since
reading is co-variant but writing is contra-variant. However, fields are actually only writable within
the contract in which they are declared (i.e. by using this.p := e). When accessed from outside the
contract (i.e. through the contract’s address), a field can only be read. Consequently, all such accesses
where subtyping could be involved (e.g. storing a contract address in a variable x and then accessing
through x.p) would be reads. Therefore, we can allow subtyping of fields to be co-variant.
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4 Semantic Typing for TinySol

The key steps in our approach are the following: (1) define runtime type safety in terms of a
typed operational semantics; (2) define typing interpretations as sets of configurations that
are runtime type safe (for all steps); (3) define typing as the union of all typing interpretations;
(4) show that the syntactic type rules of [1] are compatible with the semantic interpretation.
These steps have to be performed both for expressions and for stacks.

4.1 Typed operational semantics
We give the semantics of our types in terms of a typed operational semantics of TinySol,
which we create by adding to the (untyped) operational rules for expressions, statements
and stacks ([29, Appendix A]) some type-related conditions from the static type rules of [1].
For expressions, judgements take the form Σ; Γ; ∆ ⊨Bs

⟨e, envSV ⟩ → v and should be read
as: e evaluates to the value v of type Bs, or a subtype thereof, given envSV and the type
assumptions in Σ; Γ; ∆. The details are in [29, Appendix F]. For stack configurations, a
transition is of the form Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩ → Σ; Γ; ∆′ ⊨s′ ⟨Q′, envT ; env′

SV ⟩ and it
denotes that we execute the element at the top of the stack Q at security level s, relative
to the code, state and variable environments envT SV and type environments Σ; Γ; ∆. As a
result of the execution, the state and variable environments may have changed to env′

SV , the
type environment for local variables may turn into ∆′, if a new variable was dynamically
allocated or deallocated, and the security level may have been altered from s to s′, if e.g.
the transition steps in a context of heightened security. The rules are given in Figures 3
and 4. By fixing a security level s, the rules ensure that (1) all containers written to within a
command are of level s or higher, and (2) branching, loops and method calls only depend on
information that is of a level lower than, or equal to, the level of the variables they modify.
There are a few key points worth noting.

In rules [r-if], [r-whileT], [r-call], [r-dcall], and [r-fcall], we allow the security
level to be raised from s to s′, for some level s′ ⊒ s. The original level s is pushed onto the
stack before the command inside the guarded statement or the method body, to be restored
after the completion of such a command by [r-restore]. This rule has again the side
condition s′ ⊒ s, which is necessary, since otherwise it might be possible to start with a stack
of the form S; s; Q and execute it at some level s′ that is stricly lower than (or incomparable
to) s: this would violate the property that all containers written to within a command are of
level s or higher. To avoid this, the typed operational rules ensure that the security levels
in a well-formed stack must occur in descending order (by reading the stack top-down, i.e.,
from left to right). Consequently, we can choose the execution level to be greater than or
equal to the first (highest) security level occurring in Q. If Q does not contain any security
level, we can choose the execution level arbitrarily.

In [r-if], we only run the selected branch, whilst discarding the other. In terms of type
safety, this means that only the selected branch needs to be type safe, since the other branch
is not executed. In contrast, the corresponding syntactic type rule must type-check both
branches; therefore, it can potentially reject a program if one of the branches were ill-typed,
even if that branch will never be executed. The rule [r-whileF] presents a similar case,
since the body of the loop is not checked, because it is not run, whereas in the corresponding
syntactic type rule it is. These are examples of the slack of the syntactic type system.
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[r-skip]Σ; Γ; ∆ ⊨s ⟨skip; Q, envT SV ⟩ → Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩

[r-if]
Σ; Γ; ∆ ⊨(bool,s′) ⟨e, envSV ⟩ → b ∈ B

Σ; Γ; ∆ ⊨s ⟨if e then ST else SF; Q, envT SV ⟩ → Σ; Γ; ∆ ⊨s′ ⟨Sb; s; Q, envT SV ⟩ (s ⊑ s′)

[r-whileT]
Σ; Γ; ∆ ⊨(bool,s′) ⟨e, envSV ⟩ → T

Σ; Γ; ∆ ⊨s ⟨while e do S; Q, envT SV ⟩ → Σ; Γ; ∆ ⊨s′ ⟨S; s; while e do S; Q, envT SV ⟩ (s ⊑ s′)

[r-whileF]
Σ; Γ; ∆ ⊨(bool,s′) ⟨e, envSV ⟩ → F

Σ; Γ; ∆ ⊨s ⟨while e do S; Q, envT SV ⟩ → Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩ (s ⊑ s′)

[r-decv]
Σ; Γ; ∆ ⊨(B,s′) ⟨e, envSV ⟩ → v

Σ; Γ; ∆ ⊨s ⟨var(B, s′) x := e in S; Q, envT SV ⟩
→ Σ; Γ; ∆, x : var(B, s′) ⊨s ⟨S; del(x); Q, envT S ; envV , x : v⟩

(x /∈ dom (envV ) , dom (∆))

[r-assv]
Σ; Γ; ∆ ⊨(B,s′) ⟨e, envSV ⟩ → v

Σ; Γ; ∆ ⊨s ⟨x := e; Q, envT SV ⟩
→ Σ; Γ; ∆ ⊨s ⟨Q, envT S ; envV [x 7→ v]⟩

 x ∈ dom (envV )
∆(x) = var(B, s′)

s ⊑ s′



[r-assf]
Σ; Γ; ∆ ⊨(B,s′) ⟨e, envSV ⟩ → v

Σ; Γ; ∆ ⊨s ⟨this.p := e; Q, envT SV ⟩
→ Σ; Γ; ∆ ⊨s ⟨Q, envT ; envS[X 7→ envF [p 7→ v]] ; envV ⟩

(
s1 ⊑ s′

s ⊑ s′

)
where:

envV (this) = X envS(X) = envF p ∈ dom (envF )
∆(this) = var(I, s1) Γ(I)(p) = var(B, s′)

[r-delv]Σ; Γ; ∆, x : var(Bs′ ) ⊨s ⟨del(x); Q, envT S ; envV , x : v⟩ → Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩

[r-return] Σ; Γ; ∆′ ⊢ env′
V

Σ; Γ; ∆ ⊨s ⟨(env′
V , ∆′); Q, envT SV ⟩ → Σ; Γ; ∆′ ⊨s ⟨Q, envT S ; env′

V ⟩

[r-restore]Σ; Γ; ∆ ⊨s′ ⟨s; Q, envT SV ⟩ → Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩ (s′ ⊒ s)

Figure 3 Typed operational semantics of stacks (1).

In rules [r-call] and [r-fcall], we require that s′ ⊑ s3, s4 must hold only if the value
to be transferred is not 0; indeed, if z = 0, then no value is transferred and the balance
fields of the caller and callee are not modified.6 Moreover, we also perform a lookup in the
environment (namely Γ(Y ) = (IY , s2)) to obtain the actual security level s2 of Y , rather
than just the level s′, which is required in the evaluation of e1 and which therefore might be
higher. The actual level is needed when we create the type binding for sender in the new
type environment ∆′, to prevent the level from increasing beyond necessity.

The rule [r-fcall] is similar to [r-call], except for some minor differences in the
construction of ∆′. Firstly, we use the “dummy type” idf for the variable id. We also assign
the security level s′ to this variable, which is the same as the security level obtained from
the type of the fallback function. For the sake of simplicity, we assume that this identifier

6 Notice that we should also check that the amount of currency transferred in the call (z) is at most the
value currently owned by the caller in its balance field; if this is not the case, the method invocation
should fail and an exception should be raised. To keep the presentation simple (in particular, to avoid
exception handling), in this paper we let method invocations always succeed, irrespectively of the
amount of currency associated with them.
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[r-call]

Σ; Γ; ∆ ⊨(IY ,s′) ⟨e1, envSV ⟩ → Y

Σ; Γ; ∆ ⊨(int,s′) ⟨e2, envSV ⟩ → z

Σ; Γ; ∆ ⊨(B̃,̃s′) ⟨ẽ, envSV ⟩ → ṽ

Σ; Γ; ∆ ⊨s ⟨call e1.m(ẽ)$e2; Q, envT SV ⟩
→ Σ; Γ; ∆′ ⊨s′ ⟨S; (envV , ∆); s; Q, envT ; env′

SV ⟩

 s1 ⊑ s′

s ⊑ s′

z ̸= 0 ⇒ s′ ⊑ s3, s4


where:

envV (this) = X envS(X) = envX
F ∆(this) = var(IX , s1)

Γ(Y ) = (IY , s2) envS(Y ) = envY
F

f =

{
envV (m) if m = id

m otherwise
envT (Y )(f) = (x̃, S) Γ(IY )(f) = proc(B̃

s̃
):s′

|x̃| = |ṽ| = |B̃| = |s̃| = |s̃′| = h Γ(IX)(balance) = var(int, s3) Γ(IY )(balance) = var(int, s4)
env′

V = this : Y, sender : X, value : z, x1 : v1, . . . , xh : vh

env′
S = envS

[
X 7→ envX

F [balance -= z]
][

Y 7→ envY
F [balance += z]

]
∆′ = this : var(IY , s2), sender : var(IX , s1), value : var(int, s′), x1 : var(B1, s′

1), . . . , xh : var(Bh, s′
h)

[r-dcall]

Σ; Γ; ∆ ⊨(IY ,s′) ⟨e, envSV ⟩ → Y

Σ; Γ; ∆ ⊨(B̃,̃s′) ⟨ẽ, envSV ⟩ → ṽ Σ ⊢ IX <: IY

Σ; Γ; ∆ ⊨s ⟨dcall e.m(ẽ); Q, envT SV ⟩
→ Σ; Γ; ∆′ ⊨s′ ⟨S; (envV , ∆); s; Q, envT S ; env′

V ⟩

(
s1 ⊑ s′

s ⊑ s′

)
where:

f =

{
envV (m) if m = id

m otherwise
envT (Y )(f) = (x̃, S) Γ(IY )(f) = proc(B̃

s̃
):s′

∆(this) = var(IX , s1) |x̃| = |ṽ| = |B̃| = |s̃| = |s̃′| = h

env′
V = this : envV (this), sender : envV (sender), value : envV (value), x1 : v1, . . . , xh : vh

∆′ = this : ∆(this), sender : ∆(sender), value : ∆(value), x1 : var(B1, s′
1), . . . , xh : var(Bh, s′

h)
∀q ∈ (dom

(
Γ(IY )

)
∩ (NF ∪ {balance})). Γ(IY )(q) = Γ(IX)(q)

[r-fcall]

Σ; Γ; ∆ ⊨(IY ,s′) ⟨e1, envSV ⟩ → Y

Σ; Γ; ∆ ⊨(int,s′) ⟨e2, envSV ⟩ → z

Σ; Γ; ∆ ⊨(B̃,̃s′) ⟨ẽ, envSV ⟩ → ṽ

Σ; Γ; ∆ ⊨s ⟨call e1.m(ẽ)$e2; Q, envT SV ⟩
→ Σ; Γ; ∆′ ⊨s′ ⟨S; (envV , ∆); s; Q, envT ; env′

SV ⟩

 s1 ⊑ s′

s ⊑ s′

z ̸= 0 ⇒ s′ ⊑ s3, s4


where:

envV (this) = X envS(X) = envX
F ∆(this) = var(IX , s1)

Γ(Y ) = (IY , s2) envS(Y ) = envY
F

f =

{
envV (m) if m = id

m otherwise
f /∈ dom (envT (Y )) envT (Y )(fallback) = (ϵ, S)

Γ(IY )(fallback) = proc():s′ Γ(IX)(balance) = var(int, s3) Γ(IY )(balance) = var(int, s4)
env′

V = this : Y, sender : X, value : z, id : f, args : ṽ

env′
S = envS

[
X 7→ envX

F [balance -= z]
][

Y 7→ envY
F [balance += z]

]
∆′ = this : var(IY , s2), sender : var(IX , s1), value : var(int, s′), id : var(idf, s′), args : var(B̃, s̃′)

Figure 4 Typed operational semantics of stacks (2): method calls.

is not passed as an argument to a method call; i.e. we assume id is only ever read from
within the body of the fallback function, and that its contents are not passed out of this
scope. Secondly, the args magic variable is really an array of values, which we assume is
expanded at runtime. Therefore, we also assume that its contents are never assigned to
another variable, or otherwise modified or read; i.e. args is not allowed to appear either as
the left-hand side of an assignment, or in an ordinary expression. It can only be used as an
argument to another method call. Therefore, we also do not give it a single security level or
a base type, but just retain the individual types of its elements, namely var(B̃, s̃′).
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Finally, rule [r-dcall] has three main differences w.r.t. [r-call], all related to the fact
that the body is executed as if it were present in the caller contract. First, there is no
currency transfer. Second, the magic variables this, sender and value are not changed
to handle the call. Third, we require that the interface of the caller IX must be a subtype
of the interface of the callee IY , and that all fields common to both must have exactly the
same type. This requirement effectively makes subtyping invariant for fields and is needed to
prevent an illegal information flow, and also to ensure that the execution cannot be stuck
due to a missing field or method in the caller, which might be referenced in the method body.

4.2 Properties of typed transitions
We start by proving a collection of properties of typed transitions, which ensure that the type-
related checks indeed guarantee safety in accordance with the intended meaning of the types.
One property is s-equivalence between two memory states, written Γ; ∆ ⊢ env1

SV =s env2
SV ,

as in the classic work on non-interference by Volpano, Irvine and Smith [50]. Informally, it
denotes that env1

SV and env2
SV contain exactly the same values in all memory cells (fields

and variables) of level s or lower, according to their types in Γ and ∆. The formal definition
is straightforward (see [29, Appendix D]). Another property is well-typedness of memory
states, written Σ; Γ; ∆ ⊢ envSV , which denotes that all values stored in envSV indeed are
of the respective types of the fields/variables according to the type assignments in Σ; Γ; ∆.
This definition is also straightforward (see [29, Appendix C]) and it is similar to the one used
in [1].

Well-typedness alone ensures that all contract addresses occurring in envSV , either as
identifiers or values, have a corresponding interface type I in Γ. However, it does not ensure
that the address also contains a contract with a corresponding implementation matching I.
This property is obviously also desirable to avoid stuck configurations, so we introduce the
notion of a consistency check, written Γ ⊢ envT SV , to ensure it (see [29, Appendix E]).

Given a typed configuration Σ; Γ; ∆ ⊨s ⟨Q, envT SV ⟩, well-typedness and consistency
together ensure that Σ; Γ; ∆ and envSV are compatible. We must also impose a similar
restriction on stacks Q, which ensures that the free variable names, field names and addresses
occurring in Q are in the domains of envSV . Furthermore, since a transition can restore
a variable environment from the stack Q, we must also naturally require that all return
symbols (envV , ∆) occurring in Q are also well-typed and consistent. Lastly, if a stack Q

represents a (partially evaluated) actual program, then all security levels s1, . . . , sh in Q

must occur in descending order, i.e. s1 ⊒ . . . ⊒ sh, and these must be lower than the current
execution level s, i.e. s ⊒ s1. We ensure these by a well-formedness check on stacks, written
Σ; Γ; envSV , s ⊢ Q (see [29, Appendix G] for a formal definition). We write fst(Q) for the
first security level occurring in Q, which will also be the highest if Q is well-formed. If
no security level occurs in Q, we let fst(Q) = s⊥. Together, well-typedness, consistency
and well-formedness ensure that the various components of the configuration are not simply
chosen randomly, but in fact constitute an executable program. We can now formulate a
first property of the typed operational semantics, i.e. that the coercion property holds for
stacks (the proof is in [29, Appendix I]).

▶ Proposition 5 (Coercion property for stacks). Assume Q satisfies that all security levels
in Q occur in descending order. For all type environments Σ, Γ and ∆, security levels
s1 ⊒ s2 ⊒ fst(Q), and environments envT SV , it holds that, for every s′

1 such that Σ; Γ; ∆ ⊨s1

⟨Q, envT SV ⟩ → Σ; Γ; ∆′ ⊨s′
1

⟨Q′, envT ; env′
SV ⟩, there exists an s′

2 such that Σ; Γ; ∆ ⊨s2

⟨Q, envT SV ⟩ → Σ; Γ; ∆′ ⊨s′
2

⟨Q′, envT ; env′
SV ⟩.
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Note that Proposition 5 does not directly relate the two resulting security levels s′
1 and

s′
2. Indeed, several of the rules allow a higher security level to be chosen; so, depending on

the structure of the security lattice, different choices could be made in the two transitions.
However, if we assume that the same choice is made in both executions (e.g. the highest, or
lowest, possible security level for which the transition can be concluded), then s′

1 ⊒ s′
2.

We can also show a result that allows us to abstract away from the specific values stored
in the environments envSV . Indeed, given some Σ, Γ and ∆, we can construct environments
envSV such that well-typedness and consistency are ensured to hold:

▶ Definition 6 (Construction of envSV ). Given Σ, Γ and ∆, let D ≜ dom (Γ) ∩ NA denote
the set of declared address names in Γ.

We construct envV as a list of pairs x1 : v1, . . . , xh : vh such that { x1, . . . , xh } = dom (∆)
and each vi is such that, if ∆(xi) = var(B2, s2), then TypeOfΓ(vi) = (B1, s1) for
Σ ⊢ B1 <: B2 and s1 ⊑ s2, and vi ∈ D, whenever vi ∈ NA.
We construct envS as a list of pairs X1 : env1

F , . . . , Xh : envh
F such that { X1, . . . , Xh } = D

and each envi
F is constructed as follows: Assume that Γ(Xi) = Is and Γ(I) = ΓI

F , ΓI
M ,

then, envi
F is a list of pairs p1 : v1, . . . , ph : vh such that { p1, . . . , ph } = dom

(
ΓI

F

)
and each vi is such that, if ΓI

F (xi) = var(B2, s2), then TypeOfΓ(vi) = (B1, s1) for
Σ ⊢ B1 <: B2 and s1 ⊑ s2, and vi ∈ D, whenever vi ∈ NA.

Notice that the introduction of the above definition is a consequence of our starting point
being the untyped operational semantics, on top of which we create the typed one (which
therefore is on configurations containing envSV ). Definition 6 then lets us abstract away
from the concrete values stored in envSV and allows us to focus only on the types of those
values. In this way, we are incrementally working our way upwards, to a higher abstraction
level, whilst retaining the correspondence with the real, untyped operational semantics.

▶ Lemma 7 (Correctness of the construction). Given Σ, Γ and ∆, if envSV is built according
to Definition 6, then Σ; Γ; ∆ ⊢ envSV (well-typedness), and Γ ⊢ envSV (consistency).

▶ Corollary 8 (Safe state abstraction). For all environments Σ, Γ, ∆ and envT , security
level s, and env1

SV , env2
SV built according to Definition 6, it holds that, for every s′

1 such that
Σ; Γ; ∆ ⊨s

〈
Q, envT ; env1

SV

〉
→ Σ; Γ; ∆′

1 ⊨s′
1

〈
Q′, envT ; env1′

SV

〉
, there exists an s′

2 such that

Σ; Γ; ∆ ⊨s

〈
Q, envT ; env2

SV

〉
→ Σ; Γ; ∆′

2 ⊨s′
2

〈
Q′, envT ; env2′

SV

〉
.

We can now ascertain that the typed semantics does ensure the intended notion of type
safety; the following two theorems are indeed the first cornerstone results of our approach.

▶ Theorem 9 (Runtime preservation). Assume that Σ; Γ; ∆ ⊢ envSV (Well-typedness),
Γ ⊢ envT SV (Consistency), and Σ; Γ; envSV ; s ⊢ Q (Well-formedness). If Σ; Γ; ∆ ⊨s

⟨Q, envT SV ⟩ → Σ; Γ; ∆′ ⊨s′ ⟨Q′, envT ; env′
SV ⟩, then Σ; Γ; ∆′ ⊢ env′

SV (Well-typedness), Γ ⊢
envT ; env′

SV (Consistency), Σ; Γ; env′
SV ; s′ ⊢ Q′ (Well-formedness), and Γ ⊢ envS =s′′ env′

S

(s′′-equivalence), for all s′′ such that s ̸⊑ s′′.

Theorem 9 assures us that the properties of well-typedness, consistency, and well-
formedness are preserved by the typed semantics; additionally, any change to envS must be
to a field that is of level s or higher. The latter is in accordance with the meaning of the
static type judgment cmd(s), corresponding to the parameterisation of the turnstile ⊨s in
the typed semantics. All variables of a level strictly below, or incomparable to, s will be
unaffected by the transition steps; so, the environments envS and env′

S agree on all such
entries. This is the safety property induced by the types, since executing the stack at level
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s means that no variables of a level lower than, or incomparable to, s may be modified
(cf. rules [r-assf], [r-call] and [r-fcall]), and information is not permitted to flow from
a higher level to a lower one. Indeed, we can also use Theorem 9 to show that the typed
semantics ensures non-interference for stack executions.

▶ Theorem 10 (Runtime non-interference for stacks). Assume that Σ; Γ; ∆ ⊢ env1
SV and

Σ; Γ; ∆ ⊢ env2
SV (Well-typedness), Γ ⊢ envT ; env1

SV and Γ ⊢ envT ; env2
SV (Consistency),

Σ; Γ; env1
SV , s ⊢ Q and Σ; Γ; env2

SV , s ⊢ Q (Well-formedness), and Γ; ∆ ⊢ env1
SV =s env2

SV (s-
equivalence). If Σ; Γ; ∆ ⊨s

〈
Q, envT ; envi

SV

〉
→ Σ; Γ; ∆′ ⊨s′

〈
Qi, envT ; envi′

SV

〉
, for i ∈ {1, 2},

then Γ; ∆′ ⊢ env1′

SV =s env2′

SV .

It is worth noting that the executions of the configurations
〈
Q, envT ; env1

SV

〉
and〈

Q, envT ; env2
SV

〉
actually allow for two different methods to be called. Suppose for ex-

ample that Q is of the form call x.f(ẽ)$e2, and x is a variable of type var(I, s′) for some
level s′ strictly higher than s. This would allow it to contain two different addresses, e.g.
X1 and X2 in the two executions, which would lead to two different methods being called,
albeit with the same signature. Well-typedness and consistency of the two environments
ensure that either both methods exist or neither does, because both X1 and X2 must be
addresses of contracts that implement all the methods of the interface I. Thus, the two
resulting variable environments, env1′

V and env2′

V , will still contain exactly the same variable
entries, and with values agreeing at all levels not higher than s.

On the other hand, calling two different methods would also mean that the two different
balance fields of the two callees would be different in env1′

S and env2′

S (e.g., in env1′

S it
might be X1.balance that was modified, but X2.balance in env2′

S ). However, this does not
contradict Theorem 10 because of the side condition of the rules [r-call] and [r-fcall],
which are the only two rules that could have been used to conclude such a transition (rule
[r-dcall] cannot have been used, since it does not modify envS): this side condition states
that s′ ⊑ s3, s4, where s3 and s4 are the levels of the balance fields of the caller and callee,
respectively. As we assumed that s′ is strictly greater than s, then so are both s3 and s4,
which means that this difference will not affect the s-equality of the two environments.

4.3 Typing interpretations and semantic typing rules
Theorem 9 ensures that a configuration ⟨Q, envT SV ⟩ does not get stuck due to a malformed
stack or an attempt to access a contract member on an address that does not contain an
implementation. Once we have ruled out such “trivial” type errors, what remains is that a
stuck configuration can only derive from three situations: (1) Q is of the form ⊥, meaning we
have reached the bottom of the stack, so the execution terminates normally; (2) Q is of the
form throw; Q′, meaning an exception was thrown, so the execution terminates abnormally;
and (3) the corresponding untyped transition would cause a violation of type safety by
allowing an insecure information flow. Of these, the first two forms represent terminal stacks,
defined as T Q ≜ {⊥} ∪ {throw; Q | Q ∈ Q}; they are obviously safe to execute, since they
have no transitions, and can be detected simply by examining the structure of Q. Thus, the
key point is that a non-terminal stuck configuration indicates a runtime type error. We shall
use this idea to formulate a notion of typing interpretation for stacks Q, in such a way that Q

must either be one of the first two forms or have a typed transition (with some appropriately
shaped envSV ) whose reduct is again contained in the typing interpretation.

However, the type constraints represented by ∆ and the current security level s can change
after a transition step. Hence, also ∆ and s must be included in the typing interpretation,
together with Q. Our notion of typing interpretations will therefore not be for stacks alone,
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but for stack type triplets (Q, ∆, s), where ∆ and s represent the currently active variable
type environment and security level under which Q is executing. To make this clearer, we
first define a new transition system directly on the triplets themselves.

▶ Definition 11 (Type lifted transition). Assume Σ, Γ and envT are fixed. A type lifted
transition system is a tuple (P, Z⇒), where P = Q × E × S is the set of stack type triplets
(Q, ∆, s) and the transition relation Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒ (Q′, ∆′, s′) holds whenever
there exist an envSV built from Σ; Γ; ∆ according to Definition 6 and an env′

SV such that
Σ; Γ; ∆; envT ⊨s ⟨Q, envT SV ⟩ → Σ; Γ; ∆′; envT ⊨s′ ⟨Q′, envT ; env′

SV ⟩.

By Corollary 8, we know that, if there exists an env1
SV such that the configuration

Σ; Γ; ∆ ⊨s

〈
Q, envT ; env1

SV

〉
has a transition, then a transition will also exist for all similarly

shaped (according to Definition 6) env2
SV . All such envSV are ensured to be well-typed,

consistent and compatible with (Q, ∆, s) by construction, and one way to view this quan-
tification over all such environments is to think of it as a quantification over all possible,
appropriately shaped and typed inputs to the program on the stack. This is quite natural,
since we obviously want a notion of safety that does not depend on the actual values being
passed to the program, but only on the types of those values. It is in this sense that the
transition system is type lifted: the shape of the transition system is not determined by
actual values, but by the types of those values.

Different inputs may, of course, yield different reducts, e.g. in case the stack Q had an
if-else statement at the top, and the environments yield different values for the guard
expression. Hence, there may also be more than one possible reduct for a given triplet
P in the type lifted transition system, and each of them must be contained in the typing
interpretation. We define the notion of typing interpretation as follows.

▶ Definition 12 (Typing interpretations). A typing interpretation for stack type triplets w.r.t.
environments Σ, Γ and envT , written RΣ,Γ,envT

, is a set of stack type triplets P = (Q, ∆, s)
such that, for every (Q, ∆, s) ∈ RΣ,Γ,envT

, it holds that
1. Q ∈ T Q, or
2. ∃P ′

1 such that Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒ P ′
1 and ∀P ′

2 such that Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒ P ′
2

it holds that P ′
2 ∈ RΣ,Γ,envT

.
The typing of stack type triplets w.r.t. Σ, Γ and envT , written νRΣ,Γ,envT

, is the union
of all typing interpretations RΣ,Γ,envT

. We write Σ; Γ; ∆; envT ⊨ Q : cmd(s) if (Q, ∆, s) ∈
νRΣ,Γ,envT

, and Σ; Γ; ∆; envT ⊨ S : cmd(s) if (S; ⊥, ∆, s) ∈ νRΣ,Γ,envT
.

Notice that the coinductive nature of typing interpretations allows for the possibility of
divergent executions. Moreover, the existence of a typing interpretation RΣ,Γ,envT

containing
(Q, ∆, s) expresses that Q is safe to execute at level s or lower (down to fst(Q)) for all steps,
according to the type constraints in Σ, Γ and ∆. Note also that typing interpretations for
stack type triplets are formulated relative to a particular choice of code environment envT .
This is necessary because of the presence of fallback functions, which can place (statically)
untypable code on the stack. All we therefore can require is that such code must be runtime
safe, if it is executed, which is what the existence of a typing interpretation expresses.

By using the type-lifted transition system in Definition 12, we abstract away from any
particular choice of envSV : we only require that one can be built from Σ and Γ, and from the
∆ in the stack type triplet. In the definition, we discard the environments env′

SV from the
configuration in the reduct of the underlying typed transition, since we use the type-lifted
transition system, but we require that the triplet P ′

2 = (Q′
2, ∆′

2, s′
2) must again be in the

typing interpretation. This works because, by Theorem 9, we know that the properties of
well-typedness, consistency and well-formedness are preserved by the typed semantics, so
this env′

SV will again be amongst those that can be built from Σ, Γ and ∆′
2 in the next step.
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[st-stack-sub]Σ; Γ; ∆; envT ⊨ Q : cmd(s1)
Σ; Γ; ∆; envT ⊨ Q : cmd(s2) (s1 ⊒ s2 ⊒ fst(Q))

[st-stm-sub]Σ; Γ; ∆; envT ⊨ S : cmd(s1)
Σ; Γ; ∆; envT ⊨ S : cmd(s2) (s1 ⊒ s2)

Figure 5 Semantic subtyping rules for stacks and statements.

Using Definition 12, we can now show some properties of typing interpretations for stacks;
all the proofs are in [29, Appendix I]. The first one can be used as a proof technique for
showing that a stack cannot be typed under the prescriptions of the given environments.

▶ Lemma 13. If Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒∗ (Q′, ∆′, s′) ̸Z⇒, for some ∆′, s′ and Q′ ̸∈ T Q,
then (Q, ∆, s) ̸∈ νRΣ,Γ,envT

.

We can now also prove that typing is closed under various operations, including, import-
antly, the syntactic constructors of the language, given certain assumptions. As an example
of what is to come, we can now show that typing is closed under coercions.

▶ Lemma 14 (Typing coercion for stacks and statements).
1. If Σ; Γ; ∆; envT ⊨ Q : cmd(s1) and s1 ⊒ s2 ⊒ fst(Q), then Σ; Γ; ∆; envT ⊨ Q : cmd(s2).
2. If Σ; Γ; ∆; envT ⊨ S : cmd(s1) and s1 ⊒ s2, then Σ; Γ; ∆; envT ⊨ S : cmd(s2).

The previous results are instructive for two reasons. Firstly, they are proved by coinduction:
we construct a new candidate typing interpretation R from an existing one, and show that R
is still a typing interpretation (that is contained in the typing of Σ; Γ; envT , since νRΣ,Γ,envT

is the union of all typing interpretations). Secondly, both results have a particular form,
with a number of premises involving typing that imply a single conclusion, still involving
typing; hence, they can alternatively be written in the form of inference rules, as shown in
Figure 5 (in particular, [st-stm-sub] resembles the contravariant coercion rule for typing
statements in [1]). However, unlike the typing rules from [1], these rules have been proved
admissible based on the definition of typing, rather than being defined a priori; this is one of
the key differences between the syntactic and the semantic approaches.

Similarly, we have a collection of inference rules for each of the stack operations; as
with the coercion rules, these rules closely resemble the static type rules for stacks (see
Figure 19 in [29, Appendix C]). We now focus on the main rules, given in Figure 6, which
handle the syntactic category of statements and allow us to infer type safety assertions of the
form Σ; Γ; ∆; envT ⊨ S : cmd(s) (proofs are again in [29, Appendix I]). Most rules are self-
explanatory: compare the type checks with the corresponding ones in the typed operational
semantics rules (or, again, to the static typing rules). We discuss typing the fallback function
in Section 4.4. For method and delegate calls, we define a semantic notion of type safety for
the code environment envT , using Definition 12; this is written Σ; Γ; envT ⊨ envT and states
that there exists a typing interpretation for each method body S, with ∆ and s derived
from the method signature in Γ (see Figure 27 in [29, Appendix I]). Including the premise
Σ; Γ; envT ⊨ envT in the following lemmas requires that every method declaration in envT

(except fallback functions) must be semantically type safe. This is of course a reasonable
requirement, since a standard Subject-Reduction theorem would also require well-typedness
of all the environments. However, it is worth pointing out that this is an over-approximation,
since we actually only need the method f (and its possible subtypes) declared on the interface
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IY (and its possible subtypes) to be type safe, in order for the proof to work. This restriction
can thus be weakened without affecting the proof. We preferred to use the more general
requirement Σ; Γ; envT ⊨ envT merely to keep the premises of the rules simpler.

The similarity between the syntactic typing rules from [1] and the corresponding semantic
ones allows us to relate the two judgements; this is our second cornerstone result.

▶ Theorem 15 (Compatibility for statements). If Σ; Γ; ∅ ⊢ envT and Σ; Γ; ∆ ⊢ S : cmd(s),
then Σ; Γ; envT ⊨ envT and Σ; Γ; ∆; envT ⊨ S : cmd(s).

Notice that, also for the semantic typing, the typing rules provide only an approximation
to the set of type safe programs, just as the syntactic type rules only define well-typedness as
an approximation to type safety. Both must necessarily induce some slack, that is, statements
S for which safety cannot be concluded by the rules, but which nevertheless behave in a
type safe way at runtime (i.e. whose typed transitions would not be stuck). However, the
important thing to note here is that using the semantic type rules is optional: there is always
the possibility of showing safety for a statement S directly by giving an explicit typing
interpretation instead, to satisfy a premise anywhere in the system. In particular, it now
becomes possible to approach safety for some usages of the fallback function.

4.4 Safe and unsafe fallback calls
Armed with our notion of type safety, we can now return to the problem of how to ensure
safety of the fallback function. The semantic typing rule for fallback function calls is in
Figure 6. The only difference w.r.t. [st-call] is that we obtain the body S of the fallback
function and the type environment ∆′ from an explicit quantification over addresses Y in
the side condition, rather than having the more general statement Σ; Γ; envT ⊨ envT in the
premise. That difference is unimportant in proving admissibility of the rule, but it does make
a difference in using it for type checking a piece of code. In rules [st-call] and [st-dcall],
the statement Σ; Γ; envT ⊨ envT is independent of the other premises; it does not have to
be proved for each application of one of the aforementioned rules. In contrast, in the rule
[st-fcall], the quantification is over all addresses Y satisfying a condition that depends on
the type of the expression e1. This, in turn, determines the type environment ∆′ and the
level s for which the body S must be type safe. The truth value of this side condition may
thus have to be evaluated anew each time the rule is applied, whereas Σ; Γ; envT ⊨ envT can
be shown separately, once and for all.

In essence, rule [st-fcall] states that the fallback functions of every contract implement-
ing the interface IY , or one of its descendants, must be type safe at level s. This extra step
is necessary, since IY

s is not guaranteed to be the actual type of e1, but only its runtime
type. Any address having an actual type I ′

s′ , where I ′ is a descendant of IY and s′ ⊑ s, is
also in the set of values inhabiting the type IY

s ; hence they too could be obtained from the
evaluation of e1, and they must therefore be included as well.

As with the other semantic type rules, rule [st-fcall] only requires that the premises and
side conditions must hold, but it imposes no restrictions on how they are shown. A proof of
type safety for a fallback function body S, w.r.t. some type environment ∆ and security level
s, could simply be given in the form of an explicit typing interpretation RΣ,Γ,envT

containing
(S; ⊥, ∆, s). Such a typing interpretation is just a set of triplets, and it could therefore in
principle be provided by the contract creator and stored together with the code itself, to
witness the type safety of the contract’s fallback function. This would then allow any user of
the code, who might generate a method call that will result in an invocation of that fallback
function, to use this typing interpretation to satisfy the premise of rule [st-fcall] when
type checking his own code; this can be seen as a form of proof-carrying code [35].
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[st-skip]Σ; Γ; ∆ ⊨ skip : cmd(s)

[st-throw]Σ; Γ; ∆ ⊨ throw : cmd(s)

[st-seq]Σ; Γ; ∆; envT ⊨ S1 : cmd(s) Σ; Γ; ∆; envT ⊢ S2 : cmd(s)
Σ; Γ; ∆; envT ⊨ S1; S2 : cmd(s)

[st-if]Σ; Γ; ∆ ⊨ e : bools Σ; Γ; ∆; envT ⊨ ST : cmd(s) Σ; Γ; ∆; envT ⊨ SF : cmd(s)
Σ; Γ; ∆; envT ⊨ if e then ST else SF : cmd(s)

[st-while]Σ; Γ; ∆ ⊨ e : bools Σ; Γ; ∆; envT ⊨ S : cmd(s)
Σ; Γ; ∆; envT ⊨ while e do S : cmd(s)

[st-decv]Σ; Γ; ∆ ⊨ e : Bs1 Σ; Γ; ∆, x : var(Bs1 ); envT ⊨ S : cmd(s)
Σ; Γ; ∆; envT ⊨ var(Bs1 ) x := e in S : cmd(s)

[st-assv] Σ; Γ; ∆ ⊨ e : Bs

Σ; Γ; ∆; envT ⊨ x := e : cmd(s) (∆(x) = var(Bs))

[st-assf] Σ; Γ; ∆ ⊨ e : Bs

Σ; Γ; ∆; envT ⊢ this.p := e : cmd(s)

(
∆(this) = var(Is1 )
Γ(I)(p) = var(Bs)

)

[st-call]

Σ; Γ; ∆ ⊨ e1 : IY
s Σ; Γ; ∆ ⊨ ẽ : B̃

s̃

Σ; Γ; ∆ ⊨ e2 : ints Σ; Γ; envT ⊨ envT

Σ; Γ; ∆; envT ⊨ call e1.f(ẽ)$e2 : cmd(s)
(s1 ⊑ s ⊑ s3, s4)

where:
Γ(IY )(f) = proc(B̃

s̃
):s ∆(this) = var(IX

s1 )
Γ(IX)(balance) = var(ints3 ) Γ(IY )(balance) = var(ints4 )

[st-dcall]

Σ; Γ; ∆ ⊨ e : IY
s Σ; Γ; ∆ ⊨ ẽ : B̃

s̃

Σ ⊢ IX <: IY Σ; Γ; envT ⊨ envT

Σ; Γ; ∆; envT ⊢ dcall e.f(ẽ) : cmd(s)
(s1 ⊑ s)

where:
Γ(IY )(f) = proc(B̃

s̃
):s ∆(this) = var(IX

s1 )
∀q ∈ (dom

(
Γ(IY )

)
∩ (NF ∪ {balance})). Γ(IY )(q) = Γ(IX)(q)

[st-fcall]
Σ; Γ; ∆ ⊨ e1 : IY

s Σ; Γ; ∆ ⊨ ẽ : B̃
s̃

Σ; Γ; ∆ ⊨ e2 : ints

Σ; Γ; ∆; envT ⊨ call e1.f(ẽ)$e2 : cmd(s)
(s1 ⊑ s ⊑ s3, s4)

where:
f /∈ dom

(
Γ(IY )

)
∆(this) = var(IX

s1 )
Γ(IX)(balance) = var(ints3 ) Γ(IY )(balance) = var(ints4 )
∀Y ∈ dom (envT ) . Γ(Y ) = I ′

s′ ∧ Σ ⊢ I ′
s′ <: IY

s =⇒ Σ; Γ; ∆′; envT ⊨ S : cmd(s)
where:

envT (Y )(fallback) = (ϵ, S)
∆′ = this : var(I ′

s′ ), value : var(ints), sender : var(Itop
s⊤ ), id : var(idfs), args : var(B̃

s̃
)

Figure 6 Semantic type rules for statements.
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As an example of a safe usage of the fallback function, consider the code in Figure 1.
As we discussed in Section 2, there are only finitely many possible continuations after any
method call to Proxy: either update, or one of f1, . . . , fh, or skip (when the fallback
function is invoked). Thus, if none of these methods can cause an insecure information
flow, then any call Proxy.f()$z for f ̸= update will be safe too. This cannot be inferred
directly, using the other semantic type rules, because the interface definition for IP will
not contain a declaration of the method f . However, with an explicit typing interpretation
witnessing the safety of the execution of call this.impl.id()$value, which will include
the executions of f1, . . . , fh, the call can nevertheless be shown to be safe by using rule
[st-fcall]. Of course, finding such a typing interpretation may be a monumental task, even
with only finitely many possible continuations. We return to this issue in Section 5.

Of course, not all usages of the fallback function are type safe, even with semantic typing.
Suppose, for example, that we replaced the forwarding method call in the fallback function
of Proxy with a delegate call; i.e.

func fallback () { dcal l this.impl.id(args) } (†)

Any attempt to invoke Proxy.fi() would now result in fi being executed in the context of
Proxy, rather than X, thereby allowing it to mutate the state of Proxy. However, using the
typed semantics, this execution would be stuck because of the type constraint on the rule
[r-dcall] for delegate calls, which requires that the caller must be a subtype of the callee.
Clearly, it does not hold that Σ ⊢ IP <: IX , since X declares the methods f1, . . . , fh whereas
Proxy does not contain similar declarations; so, this constraint cannot be satisfied.7 Thus,
no typing interpretation can be created to witness the safety of (†), cf. Lemma 13. Altering
our Proxy example with (†) is in fact a key ingredient for mounting an attack similar to the
Parity Multisig Wallet (PMW) attack [25, 30] mentioned in the Introduction, that thus is
prevented by our approach. The second ingredient is adding to the implementation contract
X a method declaration

func init(x) { this.owner := x }

which modifies a local field in X called owner. However, since delegate calls are executed in
the context of the caller, this allows an attacker to call Proxy.init(A’) with his own address
A’ as argument, which then results in the owner field of Proxy being updated instead. Thus,
the attacker can take over ownership of the Proxy contract and drain it of all funds.

4.5 Variadic arguments
Another issue pertains to the magic variable args, which we have hitherto avoided using.
This variable acts as a variadic argument list, i.e. an array of unknown length with values
of mixed types. This can easily cause configurations to be stuck, due to a wrong number
of arguments or mismatched types in method calls, if a method call is issued with args in
place of an ordinary argument list. However, args can also be encapsulated in a safe manner,
although this will require some extensions to the type language, which we now briefly outline.

As a first step, suppose we admit operators such as len, typeof and array indexing into
the language of expressions, which can be used to extract information from args at runtime.
Consider now the code in Figure 7. By using these constructs, we can meticulously check
the number of arguments present in args and their actual types, and then pass control to

7 Conversely, if Proxy did declare methods f1, . . . , fh too, then none of these methods in X could be
invoked through the fallback function of Proxy, since it is only executed on calls to non-existing methods.
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1 func fallback () {
2 i f len(args) = 1 then
3 i f typeof (args [0]) = (int ,s⊤) then c a l l X.f1(args) $value
4 else i f . . .

5
...

6 else skip
7 }

Figure 7 An example with safe encapsulation of variadic arguments.

1 contract Proxy : IP
s {

2 f i e l d owner := A;
3 f i e l d impl := X;
4 · · ·
5 func f1(x̃) {
6 dcal l this.impl.f1(x̃)
7 }
8

...
9 func fh(x̃) {

10 dcal l this.impl.fh(x̃)
11 }
12 func fallback () {
13 c a l l this.impl.id(args)$0
14 }
15 }

1 contract X : IX
s {

2 · · ·
3 func f1(x̃) { . . . }
4

...
5 func fh(x̃) { . . . }
6 func fallback () {
7 i f len(args) = 1 then
8 i f typeof (args [0]) =

(int ,s⊤)
9 then c a l l Y.g1(args)$0

10 else i f . . .

11
...

12 else skip
13 }
14 }

Figure 8 A proxy contract using both explicit forwarding and fallback.

various handlers accordingly. Again, we ensure safety by reducing the infinite number of
possible values of args to yield only a finite number of possible continuations. One problem
here is the operator typeof: we have hitherto assumed that all expression operators op can
be given a type B̃ → B, but the typeof operator must be able to operate on a value of any
type. Hence, it is polymorphic, and the language of types for operators must therefore be
extended with polymorphic types; we must furthermore extend the language of base types
B with a type for type objects, e.g. type. Thus, the type of typeof must be ∀α . α → type,
where α is a type variable. These are technical details that are, in a sense, orthogonal to the
issue of semantic typing, so we shall not pursue them further here. However, extending the
type language with these features would be a relevant avenue for future work.

Finally, combining the preceding examples, we can show how to create a variant of the
Proxy contract that allows both upgrading and extending the functionality, but avoids the
vulnerability of the PMW attack. Consider the code in Figure 8: we now let the Proxy
declare methods f1, . . . , fh and then explicitly forward each call to the corresponding method
in the implementation X. This avoids the problem of allowing an unintended call to a method
like init, as in the PMW attack, whilst still permitting the method bodies to mutate the
state of Proxy. All other method calls are then generically forwarded using the fallback
function, but using the direct call style. These calls thus cannot modify the state of Proxy,
but they can still extend its functionality.

Because of the type restriction on the rule [r-dcall], IP must be a subtype of IX , hence
X cannot declare any methods or fields that are not also declared in Proxy. All generically
forwarded calls, which necessarily cannot be to any of f1, . . . , fh, will therefore invoke the
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fallback function of X. It can then use the aforementioned len and typeof operators to ensure
that the argument list has the correct number of elements and types, as in the preceding
example, before forwarding these calls to another contract Y (not shown) containing the
extension methods g1, g2, . . .. This extra level of indirection allows both the implementation
in X and the extensions in Y to be upgraded.

Note that using explicit forwarding with delegate calls does not directly prevent the
programmer from explicitly forwarding a call that can modify the owner or impl fields. For
example, one of the forwarded fi methods could indeed be update(x), which allows the
implementation pointer to be updated. The safety of the example would then depend on
the implementation of this method. Using integrity security settings T (Trusted) and U

(Untrusted), with T ⊑ U , it would be natural for the Proxy interface IP to declare impl as
var(IX , T ). However, if X.update were declared simply as

func update (x) { this.impl := x }

thus permitting an unrestricted information flow into impl, the appropriate security setting
in the implementation interface IX would be to declare

impl : var(IX , U) update : proc((IX , U)):U

In that case, forwarding Proxy.update to X.update with a delegate call would lead to an
information flow from an Untrusted variable to a Trusted field, which is disallowed by the
type settings and would lead to a stuck configuration in the type semantics (cf. rule [r-assf]).
Hence, this cannot be safe, and it would be rejected by [st-assf].

5 Up-to techniques for semantic typing

To manually prove type safety for a stack Q w.r.t. some type environment ∆ and security
level s, we must exhibit a typing interpretation RΣ,Γ,envT

containing the triplet (Q, ∆, s). A
major disadvantage of this approach is that it requires us to check the conditions of a typing
interpretation for all the states reachable from (Q, ∆, s) in the type-lifted transition system
(Definition 11). This poses practical problems in light of our proposal to store on.chain typing
interpretations beside contract code, to witness type safety of fallback functions. First, the
contract creator, wishing to demonstrate type safety of his untypable code, must be able
to build a typing interpretation containing the code. Second, a user, wishing to invoke a
piece of untypable code and ensure (when writing a new contract) that the invocation is type
safe, must be able to verify that a given set of triplets indeed is a typing interpretation (this
should preferably be doable by an automatic decision procedure, which can be called by the
type checker itself, rather than requiring manual intervention). Not only may these tasks
be laborious to do manually; they may even be impossible, since typing interpretations can
contain infinitely many triplets in limit cases. Furthermore, to be practically useful, it must
be decidable whether a given set R in fact is a typing interpretation.

The problem is similar to that of proving bisimilarity [32] between two processes, by
exhibiting a bisimulation relating them: in that case, we also need to check that the
bisimulation conditions hold for every pair in the candidate relation. This problem is
particularly well-known in the field of process calculi, such as the π-calculus [33, 34, 37], where
program equivalences such as bisimilarity are studied extensively; see e.g. [42, 45]. To alleviate
this burden of proof, Pous and Sangiorgi [39] present a number of up-to techniques [32, 43]
for proving bisimilarity. The idea is that it is enough to prove that a relation R relating two
processes is contained in a bisimulation. Pous and Sangiorgi present a general theory of how
to prove soundness of an up-to technique, and this relies on greatest fixed-points on complete
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1 contract Y : IY
s {

2
...

3 func fallback () {
4 i f id = f1 ∨ . . . ∨ id = fh then c a l l X.id () $value else c a l l

X.f0 () $value
5 }
6 }

Figure 9 An example where id is used as the method name.

lattices; it can therefore also be adapted to work with other coinductively defined objects,
like our typing interpretations. To the best of our knowledge, this is the first use of up-to
techniques in a concrete, non-relational setting.

5.1 Another motivating example
Consider the body of the fallback function in Figure 9. Calling methods by using

the magic variable id makes the body untypable by the semantic type rules, as we have
previously argued when discussing (†). However, the body consists of just a single if-else
statement, with a method call in each branch. Thus, this is a variant of the pattern presented
in Figure 1; similarly to that example, also here, after just two transition steps, the body on
the stack reduces to the body of one of the methods f1, . . . , fh or of the default handler f0. In
terms of the type-lifted transition system, this body will yield a transition sequence of the form

Σ; Γ; envT ⊨ (if ... ; ⊥, ∆, s1) Z⇒ (call ... ; s1; ⊥, ∆, s2) Z⇒ (Si; (envV , ∆); s2; s1; ⊥, ∆i, si)

where Si is the body of the called handler method fi, ∆i is the constructed type environment,
and si ⊒ s2 ⊒ s1. If we further assume that all the handler methods fi in fact are semantically
typable, then there exists a typing interpretation Ri

Σ,Γ,envT
containing (Si; ⊥, ∆i, si). From

this and the above, we can obtain that Σ; Γ; ∆i; envT ⊨ Si; (envV , ∆); s2; s1; ⊥ : cmd(si); thus,
there exists a typing interpretation Ri′

Σ,Γ,envT
containing (Si; (envV , ∆); s2; s1; ⊥, ∆i, si).

A typing interpretation for the body of the fallback function must contain the three
triplets mentioned above for each of the possible other method calls fi and the union of all
the typing interpretations Ri′

Σ,Γ,envT
. The union of a collection of typing interpretations is

itself a typing interpretation, so we can let R′
Σ,Γ,envT

≜ R0′

Σ,Γ,envT
∪ . . . ∪ Rh′

Σ,Γ,envT
and thus

obtain a typing interpretation containing all the continuations after the method call is issued.
However, the problem is that the set

S ≜
⋃

i∈{0,...,h}

{ (if ... ; ⊥, ∆, s1), (call ... ; s1; ⊥, ∆, s2), (Si; (envV , ∆); s2; s1; ⊥, ∆i, si) } ,

consisting of the union of the three triplets for each of the fi handler methods, is not on
its own a typing interpretation. Hence, we cannot just discard R′

Σ,Γ,envT
and only take S

as our witness of type safety of the fallback function. We need to take the whole union
of S and R′

Σ,Γ,envT
, which would require us to actually find the typing interpretations

R0′

Σ,Γ,envT
, . . . , Rh′

Σ,Γ,envT
. Furthermore, any user wishing to ascertain type safety of a call

invoking this fallback function would also need to check this whole union. This is impractical,
as we can clearly see that, if (Q′, ∆′, s′) ∈ S and Σ; Γ; envT ⊨ (Q′, ∆′, s′) Z⇒ (Q′′, ∆′′, s′′),
then (Q′′, ∆′′, s′′) ∈ S ∪ R′

Σ,Γ,envT
. Thus, although S is not itself a typing interpretation, it

is a typing interpretation up-to union with R′
Σ,Γ,envT

. Hence, it would be practical, if we
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could use it in place of the full typing interpretation and let the remainder of the stack (viz.,
Si; (envV , ∆); s2; s1; ⊥) be typed by the ordinary semantic type rules. Using S in place of
S ∪ R′

Σ,Γ,envT
will drastically reduce the number of triplets that must be checked; this makes

it easier for the contract creator to build the set S and for the user to verify it.

5.2 Typing interpretations up-to union
Following [39], we shall formulate up-to techniques for typing interpretations in terms of
progressions, which we define as follows:

▶ Definition 16 (Progression). Given environments Σ, Γ and envT , and two sets of stack type
triplets S, R ⊆ P, we say that S progresses to R, written S ↣ R, if (Q, ∆, s) ∈ S implies
1. Q ∈ T Q, or
2. ∃P ′

1 such that Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒ P ′
1 and ∀P ′

2 such that Σ; Γ; envT ⊨ (Q, ∆, s) Z⇒ P ′
2

it holds that P ′
2 ∈ R.

Note the similarity to the definition of typing interpretations (Definition 12). When S and
R coincide, we have the ordinary definition of a typing interpretation; thus S ↣ S if and
only if S is a typing interpretation. The purpose of an up-to technique is to allow us to infer
S ⊆ νRΣ,Γ,envT

from a progression S ↣ S ∪ R, where R is a set of redundant triplets. If
this is possible, then the up-to technique is valid (sound); this is the third cornerstone result
of our paper (for a proof, see [29, Appendix J]).

▶ Definition 17 (Typing interpretation up-to union). Let RΣ,Γ,envT
be a typing interpretation

w.r.t. environments Σ, Γ and envT . A set of stack type triplets S is a typing interpretation
up-to union with RΣ,Γ,envT

if S ↣ S ∪ RΣ,Γ,envT
.

▶ Theorem 18 (Validity of up-to union). Let RΣ,Γ,envT
be a typing interpretation. If S is a

typing interpretation up-to union with RΣ,Γ,envT
then S ∪ RΣ,Γ,envT

is a typing interpretation.

Going back to the example in Section 5.1, this means that we indeed can use the set
S in place of the full typing interpretation S ∪ R′

Σ,Γ,envT
to witness type safety of the

body of the fallback function. Instead of storing S ∪ R′
Σ,Γ,envT

on the blockchain, it will
therefore suffice to store just S, together with an indication that S is a typing interpretation
up-to union with the typing interpretation corresponding to the semantic type judgments
Σ; Γ; ∆i; envT ⊨ Si; (envV , ∆); s2; s1; ⊥ : cmd(si) which can be concluded by the ordinary
semantic type rules. This greatly reduces the number of triplets that must be stored on the
blockchain and checked by (the type checker of) the user. Notice that this is not only a
matter of size: if we were to give an explicit typing interpretation for the body of the fallback
function – i.e. if we were to actually find R′

Σ,Γ,envT
– , then we would also have to find one

typing interpretation for each of the fi method calls. In contrast, the up-to union technique
allows us to simply assume that the latter ones exist, without the need of finding them. This
allows for greater flexibility in how manual proofs can be mixed with use of the type rules.

6 Concluding remarks

The difference between safe and unsafe usages of the fallback function is not a purely syntactic
property; this makes the conventional syntactic approach to type soundness unsuitable to
handle this construct. Hence, in this paper, we have followed the semantic approach to
type soundness, by defining a semantics of types and type judgments in terms of a typed
operational semantics, which gives us a definition of safety that does not depend on syntactic
type rules. To coin a slogan, we can say that semantic typing is a type-safety-first approach.
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The fallback function is a particularly problematic programming construct, both in terms of
the security breaches to which it has given rise and the challenges it poses for a type-theoretic
approach to ensuring program safety. We have proposed a solution to the problem of how
to recover type safety of programs with fallback functions, without simply rendering the
construct useless by preventing its execution altogether. However, these developments should
only be seen as an example of the approach we advocate and may be equally relevant for
other notions of type safety (for another example, see [29, Appendix K]), other programming
constructs, and even other smart-contract languages besides TinySol/Solidity.

We remark that our proposal is not the only possible way to formulate a semantics of
types. For example, in [11], Caires gives a logical characterisation of various notions of
type safety in the π-calculus by expressing types as formulae in the language of spatial
logics [10, 12, 13]. This allows him to directly define the sets of safe programs (processes) w.r.t.
a given type formula, corresponding to our typing interpretations, as simply those processes
that satisfy the formula. This naturally poses the question of what kind of logic might be
appropriate for describing secure information flows. Proposals for such logics are presented
in, e.g., [5, 7, 21, 23, 47]. Studying a logic suitable for describing the Volpano-Irvine-Smith
type system [50] and developing a corresponding logical characterisation of the present notion
of safety are interesting areas for future work.

The adaptation of up-to techniques from Section 5 is interesting, as it also opens new
research avenues. Indeed, their use is not limited to our present TinySol setting: such
techniques are generally relevant for the semantic approach to type soundness based on
typing interpretations. Besides up-to union, Pous and Sangiorgi [39] also define a number of
other up-to techniques which also should be transferable to typing interpretations, since they
pertain to the coinduction proof method. We can consider, for example, up-to environment
extension, which could be relevant if runtime contract creation were added to TinySol.
Indeed, in our present setting, Σ, Γ and envT are assumed to be static, but in the future
we can consider a more realistic setting where new contracts can be dynamically added. It
would therefore be important to ensure that the addition of a new contract to the blockchain
cannot invalidate a typing interpretation that witnesses the safety of an existing contract.

One important issue that deserves more investigation is a formal study of the size of the
typing interpretations. Indeed, these are checked only when a new contract is developed
(hence, this does not consume any gas because it involves no runtime computation). However,
the proofs must be permanently stored on the blockchain. This has a cost, due to the
increased contract size, which depends on the size of the proof and its representation on-chain.
As a promising benchmark, the size of the typing interpretation (up-to union) for the example
in Section 5.1 is linear in the number of functions mentioned in the fallback code, so it is
linear in the size of the program.

Last, but by no means least, it would be interesting to develop algorithms and tools for
building and certifying typing interpretations, and to apply them to case studies from the
domain of smart contracts that involve the use of the fallback function.
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