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—— Abstract

When writing programs involving matrices or tensors in general, it is desirable to rule out the
inconsistency of tensor shapes (i.e., the generalization of matrix sizes) before actual computation. For
this purpose, some languages provide dependent types such as Mat m n, and others offer refinement
types to track predicates for shapes. Despite the theoretical maturity, however, such methods are
often unhandy for continuous software development due to the requirement of proofs for judging
type equality or subtyping; even automated proving is often unsuitable due to its unforeseeable
time consumption. To remedy this, our study provides an alternative formalization by using staging.
Based on the observation that conditions for the shape consistency can be extracted before running
the actual tensor computations in many typical cases, we ensure such consistency by assertions
evaluated as compile-time computations, not by proofs. Under this formalization, we can verify
the consistency wirtually statically in the sense that inconsistencies will be immediately detected
as failures during compile-time computation. Our work achieves a mathematical guarantee that
successfully generated code is always consistent with respect to tensor shapes. Furthermore, to vastly
lessen the burden of adding shape- or stage-related descriptions, we (1) allow shape-related arguments
to be implicit and infer them in a best-effort manner, and (2) offer a non-staged surface language
that seemingly resembles ordinary dependently-typed languages and translate its programs into the
staged core language. By a prototype implementation, we confirm that our language is expressive
enough to verify a number of programs, including several examples offered by ocaml-torch.
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Compile-Time Tensor Shape Checking via Staged Shape-Dependent Types

1 Introduction

1.1 Background: Tensor Computation and Shape Checking

Nowadays, tensors or multi-dimensional arrays (i.e., vectors, matrices, cuboids, and so
on) are nearly everywhere; they have long been used in various methods for mathematical
optimization, and recently, due to the growing demand for machine learning, tensors have
been intensively used to represent various structures related to deep neural networks (DNN).

When it comes to writing programs involving tensors, it is desirable to rule out the
inconsistency of tensor shapes (i.e., the generalization of vector lengths or matrix sizes)
before running actual computations. For example, consider the function f that takes three
matrices A, B, and C and computes A(B Tot B), where T is a binary operator that
vertically concatenates two matrices. For verifying consistency, the following constraints
must be met: (1) for the use of £, B and C' must have the same number of columns; and
(2) for the matrix multiplication, the number of A’s columns must be equal to the number
of (B ICIB )’s rows. Checking such constraints during program execution is problematic
because it may cause a runtime error due to some trifling shape mismatch bugs only after
heavy computations, consuming much time.

A popular approach to addressing this kind of problem is to use dependent type systems.
Some languages, such as Idris [6, 7], provide dependent types like Vec n or Mat m n, which are
the type for vectors of length n and the one for matrices of size m x n, respectively, and assign
the matrix multiplication the following type: Vp,q,r : Nat. Mat p ¢ — Mat g r — Mat p r.
Other methods, such as GraTen [32], offer refinement types like {v : Tensor | v.shape =
[m,n]} or {v : Tensor | len(v.shape) = 3}. As an example of this kind of approach, consider
the function f above implemented in an Idris-like hypothetical language:

lemma HeightsMatch k m : m +k+m =k + 2% m proof --- end
let f {j:Nat} {k:Nat} {m:Nat} {n:Nat}
(A:Mat j (k+2%m)) (B:Mat mn) (C:Mat k n) =
let D = vertCat (vertCat B C') B in matMult A (rewrite HeightsMatch k m in D)

Here, {j : Nat}---{n : Nat} are binders for implicit parameters, and matMult and vertCat
stand for the matrix multiplication and I, which are assigned types Vp, q,r : Nat. Mat p ¢ —
Mat ¢ r — Mat p r and Vp,q,r : Nat. Mat p r — Mat ¢ r — Mat (p + ¢) r, respectively.
HeightsMatch k m is a manually proved lemma used for matching D’s actual type with the
one required of D; since D is of type Mat (m + k + m) n and the function (matMult A)
requires its argument to be of Mat (k4 2%m) r’ for some r/, the type-checker must verify that
m+k+m = k+2+m holds. Working as a proof, the lemma rewrites the former type to the
latter through the rewrite-construct. In general, to type-check an application M; Ms, where
M, and Ms are known to have types Mat M{; M{, — T and Mat MJj, MJ,, respectively,
we must prove the type equality Mat M7, M{, = Mat M}, Ml,, i.e., that, for i € {1,2},
argument expressions M{, and M}, always describe the same value in the given context.
Languages of such approaches provide some form of mechanism for proving this equality.
Despite their theoretic maturity and success in many safety-critical fields, however, such
verification methods do not seem to be so eagerly applied to relatively typical, continuous
software development, especially cases in industry. Although various reasons can be considered
for this, we suppose that the following situations would be major factors:
1. The externality of requirements: Requirements imposed on software continuously
arise due to social situations and users’ preferences, which are not predictable beforehand.
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2. The sequential nature of software development: Checking is performed repeatedly
during development. Although we can restrict properties to check to some lightweight
ones for frequently performed verification, it would still be better if we do not have to
take much time for each run, in order not to harm productivity.

3. Time is literally money: It is costly to let software engineers engaged in development.
Moreover, each engineer is available for approximately only 40 hours per week.

Under such circumstances, major issues that hamper adoption of existing methods for tensor

shape checking would be some of the following:

A. Cumbersomeness of future changes: Methods that require manual proving easily
make future changes of programs unwieldy; even slight modification of programs may
demand nearly complete amendment of proofs. This does not go along with the condition 1
above, i.e., the unpredictable nature of requirements imposed on software.

B. Unpredictable time consumption by automated proving: To reduce the burden
of manual proving, some methods provide automated proving by using back-end solvers,
possibly with some part of the syntax restricted to a subset suitable for automation.
However, such approaches are often too time-consuming or at least take unpredictable
time; slight change of properties to check may drastically increase the elapsed time.

C. Frequent false-positive errors: As pointed out in some articles like Ascari et al. [3]
or a CACM article about the use of static analyses in Facebook (currently known as
Meta) [19], methods for verifying detailed properties are likely to cause false positives too
easily due to their nature of the overapproximation of program behaviors. Namely, even
when the validity is clear for humans, analysis tools often warn, e.g., the existence of a
type-level gap and require some form of annotations or proofs. Frequent false-positive
errors also add additional cumbersomeness to future changes?.

D. Lack of concise support for flexible tensor-handling operations: There are some
implicit conversions of tensors frequently utilized in DNN-related programs, such as broad-
casting [18, 13]. These conversions are flexible enough to make reasoning tensor shapes
non-trivial, at least beyond decidable theories. For example, two tensors of shapes [5,
3, 1, 10] and [3, 4, 10] are addable by broadcasting (specifically, by duplicating the
former by 4 along with the third dimension and the latter by 5, respectively). Typical
type systems have difficulty in supporting such conversions in a concise manner; they will
require proofs for the feasibility of the conversion, and whether the proving is manual or
automated, that will also lead to some of the issues A—C above.

In essence, for the adoption to continuous development, it would also be crucial to wipe off

the concern about the burden arising from the mismatch between verification methods and

development workflows, such as the one due to too many false positives or unpredictable
time consumption, not only to establish a method to verify the correctness of programs.

1.2 Basics of Our Language Design

To mitigate the issues A-D above for tensor-manipulating programs, this work provides
an alternative formalization of tensor shape checking by using staging (also called staged
computation or multi-stage programming [14, 15, 66, 67]). Our key idea is to split tensor
computation into two stages: the stage 0, which can be regarded as compile-time, is to verify

L “Theoreticians,” including the authors, tend to take false-positive errors for granted (since we cannot
achieve sound and complete verification and thereby overapproximations of some kind are necessarily
introduced). However, for an affinity with development workflows, it would even be worth considering
to strike a balance between soundness properties and the frequency of false positives.
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the shape consistency by assertion checking and generate a specialized program which is
proven not to cause any run-time shape mismatch; and the stage 1 is to do actual tensor
computation by the specialized program. Our method is based on the observation? that,
in many tensor-manipulating programs, especially the ones that use sophisticated tensor
libraries, the computation to check shape consistency can be independent of the actual tensor
computations and thus is expected to be lightweight. Let us discuss the core of our idea

using a concrete example. The previous example can be expressed as the following program?®:

let f = )\j:Int. Mk:Int. Am: Int. An: Int.
(M :Mat %j %(k + 2% m). AB:Mat %m %n. AC : Mat %k %n.
let D = ~(genVertCat (m+ k) m n) (~(genVertCat m k n) B C) B in
~(genMatMult j (k+ 2% m) n) A D)

We use blue and orange to render stage-0 and stage-1 entities, respectively, throughout the
paper®. Numerous shape-related arguments are used in the program for now, but one can
see later that many of them can actually be implicit.

Basically, f/ takes j, k, m, and n as stage-0 parameters, and produces code for (4, B,C) —
A(B TcIiB ) specialized for those parameters. Here, genVertCat takes three parameters p,
¢, and r and returns (vertCat, , ), where vertCat, ,, is the specialized operation that
vertically concatenates p x r and ¢ x r matrices. The stage-0 built-in function genMatMult
also takes three parameters p, ¢, and r and returns (matMult, , ), where matMult, , . is
the matrix multiplication operation specialized for p x ¢ and ¢ x r (if p, ¢, and r are all
non-negative; an assertion failure will be raised otherwise).

To reflect the operational behavior, code-generating functions are assigned types peculiar
to staged computation. For example, gen VertCat is assigned type (p : Int) — (¢ : Int) — (r:
Int) — (Mat %p %r — Mat %q %r — Mat %(p + q) %r) by combining dependent function
types (v : T\”) — 73" and code types (T"), meaning that p, ¢, and 7 are available at stage 0
and the resulting code for matrix computation is at stage 1. By the same token, genMatMult
has type (p: Int) — (¢ : Int) — (r: Int) — (Mat %p %q — Mat %q %r — Mat %p %r).

Although the type of matrices is indexed by size information as before, the type system is
not equipped with non-trivial type equality to identify. Instead, the language offers stage-0
casts of the form (77 < T3|) and inserts them through type-checking in order for the casts
to be evaluated at compile time to assert the equality of two types. Basically, the above
program will be elaborated to the following in a type-guided manner, for example:

Though our formalization may be general enough to be applied to other topics, we have not found other
usages that fit this kind of phase separation and thereby focus on tensor shape checking for now.
Notes to those who are not very familiar to multi-stage programs: We use the notations from MetaML [66,
67]. Here, expressions of the forms (//) (called bracket) and ~M (called escape) correspond to (hygienic)
quasiquotation and splicing in Lisp, respectively. Intuitively, a bracket (M) evaluates to a code value:
for example, (1 + 4) evaluates to itself, which stands for a piece of code that performs addition of 1 and
4. An escape ~M is supposed to appear inside a bracket; when M is evaluated to a code value (M’),
the code M’ is spliced into the surrounding code: For example, let a = (1 +4) in (2 * ~a) evaluates to
(2% (1 +4)). The symbol % (called cross-stage persistence [31, 40, 66, 74] in the literature) signifies
that the argument comes from a lower stage. Unlike escapes, the argument can be of any type.
Nonetheless, for accessibility reasons, we do not disambiguate stages just by colors.
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let f/ = \j:Int. A\k:Int. Am:Int. An: Int.
(A :Mat %j %(k+ 2% m). AB:Mat %m %n. A\C : Mat %k %n.
let D = ~(genVertCat (m + k) m n) (~(genVertCat m kn) B C) B in
~(genMatMult j (k+2%m) n) A
~(((Mat %((m + k) +m) %n) < Mat %(k + 2 m) %n) De (D)))

In this case, to identify Mat % ((m~+k)+m) %n and Mat %(k+2xm) %n to ensure the validity
of the use of genMatMult, the cast ((Mat %((m + k) + m) %n) < (Mat %(k + 2+ m) %n)])*
was inserted by the type-checking procedure, where ¢ is an attached label that points to
the original application as the source of the failure if the assertion fails. This will check the
corresponding arguments in the two types — specifically, ((m + k) + m) and k + 2 %« m — are
equal using the concrete values of k and m. Thus, if f’ is applied to concrete integers, say, 4,
1, 2, and 3, the expression [’ 4 1 2 3 will evaluate to the following code without failure:

</\A :Mat %4 %5. AB :Mat %2 %3. \C : Mat %1 %3.
let D = vertCats o3 (vertCats 13 B C) B in matMulty sz A D)

The body of the bracket is basically given type Mat 4 5 — Mat 23 — Mat 1 3 — Mat 4 3
and it is guaranteed not to cause shape mismatch (as far as it is applied to matrices of the
designated sizes). Note that no sophisticated machinery is required if one wants to do some
type-guided traversal on generated code, possibly for further optimization; a simple type
system (with infinitely many base types Mat 1 1,Mat 1 2,Mat 2 1,...) suffices®.

In this way, we can verify the consistency during code-generating compile-time computa-
tion. We expect that, in many cases, compile-time computation does not take much time
and that inconsistencies will be immediately detected as assertion failures. If the stage-0
evaluation succeeds, i.e., produces a code fragment without causing any failure, the resulting
code fragment is guaranteed to be consistent with respect to specific tensor shapes. In this
sense, we can do tensor shape checking without relying on either manual or automated
proving, and thus mitigate the aforementioned issues A, B, and C (We defer to Section 2.2
how the remaining issue D can be resolved in our method). One may see this approach as a
compile-time version of manifest contracts [21, 30, 29, 58], hybrid type checking [22, 44], or
some similar methods like Lemay et al. [45]. Our approach might also be able to be seen as
some kind of staging-based foundation of the template metaprogramming in C++ [36].

Nonetheless, now we have to write many “annotation-like” arguments in exchange for the
absence of proofs (like the three arguments in genVertCat (m + k) m n). Manually adding
staging constructs may also be cumbersome. In Section 2, we illustrate that most of these
descriptions can actually be cleared away by introducing surface languages.

1.3 Our Contributions

Our contributions can be summarized as follows:

1. Staged core language for compile-time tensor shape checking and the mathe-
matical guarantee of its safety: Based on the formalization of staged computation,
we define A0 a two-stage language that enables us to ensure the consistency of tensor

5 The types of primitives are also simple. For example, vertCato 1,3 is given Mat 2 3 — Mat 1 3 — Mat 3 3.
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shapes at stage-0 (i.e., compile-time) computation. This formalization can be considered
handy for real-world use in continuous software development in that it requires neither
manual nor automated proofs for type-checking programs. At the same time, our method
achieves runtime safety in the sense that, once a code fragment specialized for specific
tensor shapes is generated after compile-time computation, it is guaranteed to contain
no shape mismatches and thereby can be run safely. Our method also accommodates
complex tensor manipulations that are frequently used in DNN-related programs, such as
broadcasting [18, 13] or reshaping. Furthermore, our formalization incorporates refinement
types [22, 55, 44, 32] so that detailed preconditions expected of stage-0 function parameters
can be described by types for the sake of error localization.

2. Extension with implicit arguments and their reconstruction rules: To alleviate
the burden of specifying shape-related stage-0 arguments, we define A} an extended
version of A?() with implicit parameters/arguments, and provide algorithmic rules for
the reconstruction of omitted arguments. Although this inference is not complete, it can
reconstruct omitted arguments in many typical cases.

3. Horsea, an example non-staged surface language: As an exemplification of adding
a non-staged surface language on top of the staged core language, we design Horsea, which
frees us from manually adding staging constructs and many shape-related arguments.
By using binding-time analysis (BTA) [39, 14, 15|, programs in this surface language are
translated to A0 (and finally to A00 by reconstructing implicit arguments).

4. Prototype implementation: We implemented a prototype type-checker of Horsea in
Haskell based on our method and made it publicly available [61, 62]. This type-checker
exemplifies that our method is expressive enough to verify the shape consistency of 10
example programs® offered by ocaml-torch [9], an OCaml binding of PyTorch [50], by
porting them to Horsea manually and feed them to our type-checker.

We suppose that our method alleviates the issues A—D from the following perspectives:

A. Since it only requires type annotations for binders and some implicit arguments that
cannot be inferred, it would not hamper future changes to a large extent.

B. Since compile-time computations can be described in a usual functional language, one can
expect that users can easily estimate the elapsed time for shape checking. Furthermore,
for typical cases, the elapsed time will be quite instant (say, less than 0.1 second).

C. Our method does not cause false positive errors about tensor shapes in the sense that
equations of tensor shapes are tested by concrete values after specializing them.

D. As explained in Section 2.2, our method accommodates operations that perform implicit
shape conversions such as broadcasting.

We here note that our formalization is not something that completely replaces theorem-
proving approaches; our language ensures the shape consistency only after concrete tensor
shapes are given for compile-time code generation. By contrast, for verifying the consistency
of a tensor-handling library, it is essentially necessary to prove that the library works for any
possible combination of tensor shapes, but our method cannot ensure properties that cannot
be judged by evaluation, e.g., essentially universally quantified propositions. In this sense,
the target population of our language design is end users who are implementing specific
heavy tensor computations rather than authors of tensor-handling libraries. Nonetheless, it

6 Although our method seems able to cover the other remaining examples as well, we could not port them
simply due to the lack of time; assigning appropriate types to ocaml-torch’s API and understanding
original programs as to unreconstructible implicit arguments requires a bit of time and effort.
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Figure 1 Overall picture of elaboration.

is possible to utilize our method for testing libraries in a way like property-based testing [12],
i.e., by running code generation with many randomly selected combinations of tensor shapes.
Also, although in a somewhat awkward manner and with the aid of the so-called run-
primitive [66, 69, 31, 42], our method accommodates programs that handle tensors whose
sizes are known only at runtime; Section 6.2 discusses how to achieve this.

The rest of the paper is organized as follows: First, Section 2 gives an overview of our
method by using running examples, and Section 3 describes the formalization of the staged
core language AV and proves its metatheoretic safety properties. Section 4 extends A0 ()
with implicit parameters/arguments and gives how to infer omitted arguments. Section 5
provides Horsea as a proof-of-concept, non-staged surface language, and explains the basics
of its translation to the staged language by using BTA. After that, Section 6 discusses further
extension of our language with some features necessary for real-world use. Finally, Section 7
describes a prototype type-checker implemented based on our method and its example use
cases involving ocaml-torch, Section 8 discusses the related work, and Section 9 concludes
the paper. Figure 1 depicts the overall procedure of our method explained in Sections 3-5.

2 Overview

2.1 Implicit Arguments and Their Inference

As we saw in Section 1.2, in exchange for the absence of proofs, programs apparently require
many “annotation-like” arguments for tensor shapes. Actually, we can infer many of such
arguments even if they are omitted. With implicit arguments, we can write f” as follows:

let f/ = A{j:Int}. Mk :Int}. AM{m:Int}. \M{n: Int}.
(M :Mat % %(k+ 2+ m). AB:Mat %m %n. \C : Mat %k %n.
let D = ~genVertCat (~genVertCat B C') B in ~genMatMult A D)

All the shape-related arguments applied to genVertCat and genMatMult are now implicit;
they will be inferred by using the type of already defined identifiers (such as built-in functions)
and type annotations provided by the user.

For implicit parameters/arguments, we first introduce {x : 7"} — 74", a variant form
of stage-0 dependent function types. Functions of this type work exactly the same as those
of type (z : T{”) — T4” from the operational perspective, but they allow users to omit
arguments and require the type-checker to infer an expression that should substitute x for
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each context. For example, genVertCat is now assigned type {p : Nat} — {¢: Nat} — {r:
Nat} — (Mat %p %r — Mat %q %r — Mat %(p+ q) %r), meaning p, ¢, and 7 can be implicit.
Users can also define a function with implicit arguments by using variant A-abstractions of
the form (AM{z : T}, M©). In addition, when one wants to specify arguments explicitly
for implicit parameters, applications of the form M|” {MJ”} can be used.

The reconstruction of implicit arguments can be done in a type-guided manner. For
example, consider the subexpression ~genVertCat B C, and let N|”, N, and Ni” denote
expressions that should be reconstructed for the three parameters. According to the type
assigned to gen VertCat, the reconstructed subexpression ~(gen VertCat {N;”} {NS”} {N5"})
will have type Mat %N{” %N5” — Mat %N5” %N5” — Mat %(N;” +N5”) %N5”. Since this
subexpression is applied to B, which has type Mat %m %n, the domain type Mat %N;” %N,
must be identical to Mat %m %mn after evaluation. In this case, we can infer that it suffices
to just substitute N|” and Ni” with m and n, respectively. Similarly, by comparing
Mat %N5” %N5” with the type of C (i.e., Mat %k %n), we can judge that k can be used as
NS, We have found that this kind of reconstruction can be formalized by using a technique
adapted from Xie and Oliveira’s “let arguments go first” [73]; other well-trodden approaches
such as Hindley—Milner-like unification might also work, but our formalization seems more
concise (and still effective enough) in that it suffices to track variables for substitution only
locally. Although the reconstruction is essentially incomplete (i.e., even when there exist
appropriate expressions, it cannot always infer them), our reconstuction algorithm is fairly
effective for typical use cases, as we will report later. Even when it cannot infer an argument,
the algorithm can still report the position where the user should explicitly give arguments.

2.2 Support for Implicit Tensor Conversion

As we have mentioned in the issue D, it would be desirable to support some implicit
conversions of tensors, such as broadcasting [18, 13], which are frequently used in DNN-
related programs. Our language can safely support the tensor addition with broadcasting by
providing a code-generating built-in function genAdd of the following type:

{z :List Int} — {y:List Int} —

(Tensor %z — Tensor %y — Tensor %(broadcast = y)),

where broadcast : List Int — List Int — List Int is a partial function that returns
the shape to which two given shapes can be commonly broadcastable. Receiving two
lists [5,3,1,10] and [3,4,10], for example, genAdd returns code (adds 5 1 10],3,4,10]), Where
add(s 31,10),3,4,10) i the specialized tensor addition of the following type:

Tensor %][5,3,1,10] — Tensor %|[3,4, 10] — Tensor %]5, 3, 4, 10].

On the other hand, if genAdd is applied to two shapes that are not broadcastable to one
common shape, it will emit a failure, just as genMatMult will do for negative integers.

2.3 Error Localization by Stage-0 Refinement Types

One aspect that provides a source for improving the language design is how errors during
compile-time computation are reported. Other than casts (77 < 7)), stage-0 functions may
also emit a failure since some of them are partial (e.g., genMatMult cannot take negative
integers). Certainly, in both cases, failures can happen only at compile time and can be
reported in a somewhat human-friendly manner since they point to a code position by ¢,
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but the problem is that a reported position does not necessarily identify the direct source of
the bug; it can be a position inside a function that does not contain erroneous descriptions,
and the reported position should rather be one of the call sites. For example, consider
/" (=1) 1 1 1. This will cause an error with the position in the definition of f’ at which
genMatMult is applied to j, i.e., the first parameter of /. However, it is the call site of [’
passing —1, not the definition of f’, that this error should be attributed to. It will be better
if we have a mechanism to emit a failure when f’ is applied to a negative value like —1.

To this end, we use refinement types [24, 22, 55, 44] of the form {v : B | N} for stage-0
types. The annotations can be modified from Int to Nat, which abbreviates {v : Int | v >0}:

let f" = A\{j:Nat}. Mk :Nat}. \M{m:Nat}. A\{n:Nat}.
(M :Mat %j %(k+ 2+ m). AB:VMat %m %n. AC : Mat %k %n. ...)

Then, consider an application f' M. Now that the type for j tracks the precondition
required of 7, the above application elaborates to f’ ((< Nat |)e N©) (assuming M elaborates
to N©), where (<7 Dz is a cast function to assert that the argument satisfies the predicate
of the refinement type 7, and ¢ is a label that points to the original application. This
will emit a failure if N® evaluates to a negative integer and report the position of the call
site £. Compared to the original situation where failures are raised by genMatMull used
in f/, programmers can describe more detailed preconditions expected of arguments, and
the type-checker can point to the location where some precondition was violated. We allow
refinement types only for stage 0, and thereby the evaluation of such casts happens only at
compile time, i.e., runtime evaluation is still free from assertion failures.

We note that refinement types are also beneficial for error localization as to implicit

conversion; with refinement types, we can assign genAdd the following more natural type:

{z : NatList} — {y: {v : NatList | broadcastable x v}} —

(Tensor %z — Tensor %y — Tensor %(broadcast = y)),

where NatList is a basetype for shapes that intuitively works as List Nat, and broadcastable
judges whether a pair of two shapes is in the domain of broadcast. As a sideline, broadcast :
(z : NatList) — {v : NatList | broadcastable x v} — NatList is now a total function.

2.4 Horsea: A Seemingly Dependently-Typed Surface Language

Although many shape-related arguments are now inferred, we still manually add staging con-
structs, i.e., brackets () and escapes ~. This might be inconvenient for some users, especially
those who are unfamiliar with staged computation. As a solution to this cumbersomeness,
there are a number of ways to provide a surface language that is less explicit as to staging and
to reconstruct where to insert gaps between stages. To provide a proof-of-concept language
for the moment, we pick up binding-time analysis (BTA) [39, 14, 15], a well-known classical
technique in the literature of partial evaluation. On top of the staged language, we give a
surface language named Horsea” that is sheerly non-staged (i.e., does not require manual
staging at all). In fact, users can describe f' in Horsea as follows:

7 In Japanese, seahorses are called tatsu-no-otoshi-go (“dragon’s lost children”) due to their resemblance
to Asian-style dragons. We use the name of a seahorse character for our surface language, reflecting the
fact that programs in the language are syntactically similar to but internally quite different from those
in Idris [6, 7], which was named after a dragon character.
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let f' {j:Nat} {k:Nat} {m:Nat} {n:Nat}
(A:Mat j (k+2+m)) (B:Mat m n) (C :Mat k n) =
let D = vertCat (vertCat B C') B in matMult A D

As one can see, thanks to the omission of some stage-0 arguments and staging constructs, we
can finally write a program that is syntactically quite similar to the first code in the Idris-like
language. On the contrary, no rewrites are necessary for type equality here.

Given a program in Horsea, we perform BTA to find out which parts can be at compile
time and insert brackets and escapes accordingly. For this conversion, built-in functions in
Horsea (e.g., vertCat) are associated with those in the staged language (e.g., genVertCat).

3 Staged Language

In this section, we explain a minimal formalization of our staged core language A0 and
discuss its metatheoretic properties. Since A0 performs elaboration for cast insertion, it
has a source syntax and a target syntax. All the proofs can be found in the long version [63].

3.1 Syntax, Typing Rules, and Operational Semantics

The source syntax is defined by the following M® and S® which range over the set of
stage-b expressions and that of stage-b type annotations, respectively (for b € {0,1}):

M w=p|c|az]| X:S9% M| (MO M), | (M)
MY w=c | x| X:SY MY | (MY MY), | ~M®
S© = {x:B|M®} | Tensor s | (x:S5%)— 8@ | (8W)

S(U
B :

B | Tensor %M | S® — SO
Bool | Int | Float | NatList | ---

Here, p and ¢ respectively range over the set of built-in functions available only at stage 0 (e.g.,
genMatMult) and the set of constants usable at both stages, which includes base constants
(e.g., 42 or true) and stage-agnostic built-in functions (e.g., + or matMults 4 5). While the
application of p may be restricted by refinement predicates (e.g., one cannot pass —1 to
genMatMult), ¢ must be simply-typed. Each constant ranged over by p or ¢ has its own
arity, and in particular, base constants are stage-agnostic constants of arity 0. We denote
these arities by ar(p) and ar(c). To report the cause of compile-time assertion failures, each
occurrence of function application is equipped with a unique label ¢ that points to its code
position. Users do not have to write these labels; they are simply attached by a pre-processor.

The most essential part of the syntax is that stage-1 tensor types Tensor %M have a
stage-0 expression M of type NatList to represent a tensor shape®. This gap between tensor
types and their argument expressions as to stages ensures, for example, that all the stage-1
binders of the form (A\z : Tensor %[M”, MS”]. ...) will be (Az : Tensor %[nq,no]. ...) after
compile-time computation and thereby that every tensor in generated code has a specialized
shape. Stage-1 types Vec %M,” and Mat %M” %M for vectors and matrices can be
provided as syntax sugar of Tensor %[M|”] and Tensor %[M{”, M,"], respectively. The

8 While Nat is just a shorthand for {v : Int | ¥ >0}, NatList is a base type. This will simplify metatheory.
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symbol % in the notation indicates this gap by an analogy to the notion of cross-stage
persistence [31, 40, 66, 74]. By contrast, stage-0 tensor types Tensor s have fixed shapes; the
metavariable s ranges over the set of finite sequences of natural numbers, and these types can
be thought of as a family of countably infinite base types. Stage-0 tensor types occur mostly
in stage-0 terms obtained by unlifting generated code and are seldom written by users.

In response to the setting of stage-1 tensor types, stage-0 function types can be dependent
ones. This allows, for instance, genMatMult to be assigned (p : Nat) — (¢ : Nat) — (7 :
Nat) — (Mat %p %q — Mat %q %r — Mat %p %r). However, this does not apply to stage 1;
by restricting stage-1 function types to non-dependent ones, compile-time assertions are
considerably simplified, and many realistic programs can still be supported, as exemplified in
Section 7. We also use the notation 71" — 75 for (v : T\”) — 15", where x & fv(T5").

The target syntax is basically an “assertion-included” variant of the source syntax. It
consists of stage-b assertive terms N® and assertive types T®) defined by the following:

NO w=p|c| x| X:T?O N9 | NONO | (ND)
1(1 / 1 L T L e J L
| (7)< (T))” | (e{z:BINOH” | ({z:B[N}LN. )
NV w=c |z | X: TP NY | NO NU | ~NO©
T == {x:B| N} | Tensor s | (z:T) =T | (TV)

TW

B | Tensor %N | T" —TW L == {¢ | Ldom | L.cod

Stage-0 assertions have two forms. The first one is ((70") < (75"”))", which judges that
the stage-1 types 71" and 73" syntactically coincide after evaluation. Interestingly, adding
assertions of this form covers all the necessary cases for checking type equality itself. The
attachment L stands for the source of errors when the assertion fails. The other one (<
{v: B | N"})" is used for checking the validity of downcasts. In operational terms, it
basically works as an identity function, but before returning the argument (say c) as is, it
checks whether the argument satisfies the predicate N|”, i.e., whether [c¢/V]N|” evaluates to
true. The variant ({v: B | N(”}. N\”.¢)* called an active check is the intermediate form
of this assertion process, where N5” is a “refinement proposition” (i.e., the application of the
refinement predicate NV|” to the tested value c) under evaluation. It also keeps c separately so
that it will evaluate to ¢ when the assertion passes. Only the first one of these two assertion
forms is new; the latter device is ported from the context of manifest contracts [30, 58].
Typing judgments are defined as I' F* M® : T(®) s NO®) (for b € {0,1}), which can
be read as “under the type environment I, the source expression M® has type T® and

elaborates to N®) by assertion insertion.” The structure of type environments are defined by:
I o= e | Ia: (T | I'yw:(T'), ie, I' tracks the stage at which each variable was
bound. Figure 2 shows the typing rules for these judgments. The rules SO-BRKT and S1-Esc
are peculiar to staged computation and are natural extensions from the literature. SO-ABS
and S1-ABs elaborate the type annotations by using the judgments I F? S(®) s T®)  Also,
for constants, we have S0-CsT0, SO-CsTP, and S1-CsTP. Here, we use two environments By
and By; the former maps stage-0-specific built-in functions p to stage-0 types T, and
the latter works similarly for stage-agnostic constants c¢. The metavariable 7" and its
unlifting J(7") = T will be introduced shortly. Entries are like the following:

Bo(genMatMult) = (p : Nat) — (¢ : Nat) — (r : Nat) —
(Mat %p %q — Mat %q %r — Mat %p %r),
Bo, (matMults 4 5) = Mat %3 %4 — Mat %4 %5 — Mat %3 %5, By, (42) = Int.
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IFYM® . T7® s NO Bo(p) =T
\ e M® . 7® o NO \ — — —— S0-BriT S(p)—w) S0-CsT0
TEY (MWY A(T) ~ (N Ir't'p:TY wp
By (c) =7 I'E0 S s Tyx: (T M T8 s NS
S0-ABS

S0-CsTP
T c: (7)) ~ ¢

FEOM s (z: T)) = Ty ~ N

FEO MY T8 ~ NS D T8 QT ~ NY I(z) = (T™)°

0 O 7Oy L (0 A © © (0 o)y SU-APP 00 L S0-VaR
T (MO M), [N N J2] T ~ N (N N”) FFO 2 T s g
T'EO M@ (T®) s N© By (c) = 7V I(x) = (TM)!

1 O] © S1-Esc i S1-CstP T S1-VAR
' ~M™ 2T~ ~N I'"c:7 e I'="z: T w2

It S 1V Lo (T MY T~ NSV o g tv(TY)
TF Oa: SO MUY T ST s Az : T, NJY)

S1-ABs

rer v ry) -1~ NY e MY T s NSY Tt Ty
IE (MY MY), T~ NP ~((T57) < (T3))D° (VSY))

S1-App

I EP 5O o p®) ‘ Iyv:({v1:B|true})’ FO M@ : {vs : Bool | N'@} ~» N©@

STO-BASE
' {v:B| M@}~ {v:B| N

0 STO-TENSOR — s = ST1-BASE
I' " Tensor s ~ Tensor s I'="B~DB

el "0 Sio) — Tl(o) F,.”L‘ . (Tl(o))() "O S;O) ~ Té“) I |_1 S(l) ~ T(l)
0 ~(0) 0) ©) ©) STO-ARR 0 D o STO0-CODE
' (x:5]7) = 85" ~ (x: 1)) = Ty IEP (SW) ~s (T)

IEY S s T (for i € {1,2}) T'FO M@ . {v: NatList | N'®} ~ N©
1 o) (1) &) @ STI-ARR T - 5 ———— ST1-TENSOR
I'=" 577 = 8957 ~1T/"" =T, I' ' Tensor %M ~~ Tensor %N

Figure 2 Source typing rules with assertion insertion.

The most distinctive typing rules are those for applications, i.e., SO-APP and S1-APP.
Here, 77" ||1 T35V judges type compatibility, i.e., type equivalence ignoring the difference
of argument expressions, and I" -y, 7" 913" ~~ N” generates assertive cast terms N\ .
Figure 3 displays the rules for these judgments. Among these rules, I-CODE is the core
of the cast term generation; it checks the compatibility of given two types and simply
produces an “atomic” cast term ((7\") < (T."))*. I-ARR, which works for functions, is
another characteristic rule. It produces two cast terms for domain types and codomain types,
respectively, and combines them. Thanks to this rule, we can handle higher-order programs
without any hindrance. This mechanism is partially inspired by GraTen [32] and Fg [58].

Assertive terms are equipped with staged call-by-value small-step reduction relations
N® 0 (N'®) | 4L) defined in a straightforward manner except that (1) argument
expressions in assertions are evaluated, and for this purpose, type expressions in the programs
are evaluated as well as terms; (2) when an assertion for type equality passes, it evaluates to
an identity function; and that (3) when assertion fails, it evaluates to a special symbol {}*
standing for failures, and then the result 1}~ is propagated to the whole program. Figure 4
displays the rules for this operational semantics, where stage-b values v(® (for b € {0,1})
and stage-1 type values 7 are defined by the following:

v w=a | Ax:T?. N | («{z:B| N“”}DL | (o)

(1)

v = ¢ y®

v 7 = B | Temsor %s | 7" — 7V
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I-TENSOR
I' b1, Tensor s<Tensor s ~» Az : Tensor s.

7O | T ‘F b T QT ~ N©
I-RFN
Tensor %Nl(”> ||1 Tensor %N;') 't {v:B| Nl(“)} 4{v:B]| Néo)} ~ (<{v:B] N;U)}DL
L [ T vl 0 | 15" 1-Cope
BI|'B T =T ' T3 — T3 I () (T50) ~ (T < (T3))*
IFrdom Ty 917 ~ N,” ¢ dom(I') & {x}
' ¢ dom(I") W {z, f} rx: (Tl((f))o FL.cod [.’L‘//.’I:}Tf? dTég) s Néo) A
-ARR

Fbp (z: 1) = T < (z: Ty)) = Tyy) ~
Moi(@:T) =T de Ty let 2’ : T = NI” 2 in NS (f 2)

Figure 3 The rules for type compatibility and cast term generation.

Intuitively, v and 7" correspond to “completed” code fragments and type annotations,
respectively. Here, a ranges over the set of runtime constants, which consists of base constants
and possibly partially applied built-in functions (e.g., genMatMult or genMatMult 3). More
formally, a ranges over the following: (i) ¢ with ar(c) = 0 (i.e., base constants), (i) (p ¢1 -+ ¢x)
such that 0 < k < ar(p), and (iii) (¢ ¢; --- ¢;) such that 0 < k < ar(c). Note that, unlike
stage-1 type expressions, we do not have to evaluate stage-0 type expressions; while stage-1
types should remain in produced code (possibly for further post-process optimization), stage-0
types are all thrown away by [S-reduction through stage-0 computation.

To deal with applications of built-in functions, EO-DELTA uses the so-called delta reduc-
tion ¢, which maps a pair consisting of an operation and a complete array of operands to a
value of the form ¢ = ¢ | (¢). Entries of ¢ are like the following:

o(+, (42,57)) = 99, d(genMatMult, (3,4,5)) = (matMults 4 5).

As an abuse of notations, we often write d(a ¢) for §(¢, (c1, ..., ck, ¢)) (resp. (p, (c1, ..., ¢k, C)))
when a = (¢c; -+ ¢) (resp.a=(pcy -+ ci)).
When code generation successfully terminates with a code value (v"), such v can be

regarded as a stage-0 term by unlifting operations | (vV) = N and [(+®*) =T

z):==x Oz 7P ) = A (7). (o) L 057) = L)) L)
)i=c¢ 1(Tensor %s) := Tensor s U(B):={v:B]|true}

W = rf7) = (o W) = LeY) (where o & fv(U(757)))

One can then evaluate N := | (v") as ordinary runtime execution, which will not cause
any failure since N© contains no assertions.

Lastly, we note that, while reduction rules make sense to open terms as well, we suppose
that only closed terms can step, i.e., all the reduction rules implicitly require that the reduced
term be closed. Here, by closed terms, we mean those in which no stage-0 variables freely
occur; stage-1 variables are not considered, and hence (z + 1) is a closed term, for example.
This restriction is crucial for our metatheory, specifically for proving cotermination [58].

3.2 Metatheory

For the purpose of proving type safety, assertive terms are also assigned types by declar-
ative target typing of the form I' F* N(® . T(®) Figure 5 displays the rules for these
judgments. Some of the rules depend on type equivalences Tl(b) =b T2(b) and well-formedness
judgments I' F* T(®) and + I' defined in Figures 13 and 14 in the long version [63]. The
equivalences =° are necessarily introduced to prove Preservation as to function applications.

We first prove that well-typed source terms are always elaborated to assertive terms
well-typed under target typing, by relatively straightforward induction:
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N© _>0 (N/(n) | ﬂL) Nl(o) —)0 N{(O) Nl((” —)0 ﬂL
NO NO 50 N0 N© EO0-Appl NO N 0 TTL EO0-APP1F
1 2 1 2 1 2
,[,lm 1 ,[,1/<1> Tlm # 7
E0-Assl — E0-AssFAIL
(V) < (T3)) " —° ((T7D) < (T57))* (V) < (mg)DF —0F
EO0-AssPass EO0-BETA
((r®) 4 (r))F —0xa - (7 D). w O T . ND) o) —0 (o) /2] N{)
d(ai,c2) =q
— EO-DELTA OETY? 3 © o T EO-RFNSTART
a1 e — g (4 {v: BINDYE e2 —° ({v: BI NP}, [e2/vIN{, )
N 1 /) N© 40 pj/(0)
E0-BRKT EO0-RFNACT
(NT) — (VD) ({v: BINTLNO )P —° ({v: B NOL N, e
EO0-RFNPASS EO0-RFNFAIL
({v: B| N{”},true, o) —O° co ({v: B| N{”},false, o)) —° ¢
ey B e (i N 1 g
NO N L1 O N El-Aprl N NO 1 ﬂL El1-ApP1F
1 2 V1 2 S| 2
T 1) N® 1 N
N T NGO g 70, No A ST N g 0, i AR
N(n) _>O N/(n) N(o) _>O 'ﬂL
NN<U> _)1 ,\,N/(U> E1-Esc m El1-EscF m E1-CANCEL
N© __40 TTL r[vl<1> 1 TTL

,[,(1) _>1 (,[x/m) |'ﬂL)

7 ET1-TENSORF T ET1-ARRIF

Tensor %N —! ¢ (T = 1,70) —* 1
N© 0 (O Tl(l) 1 Tl/(l)

0 G} 1 P 0) ET1-TENSOR D 0 T (D) D ET1-ARrr1
Tensor %N'” —" Tensor %N (17 = T,) — (1) = 1y7)

Figure 4 Reduction relations (selective; see Figures 11 and 12 in [63] for full definition).

» Theorem 1 (Soundness of Assertion Insertion). If - I" and '+ M®) : T®) «s NO®) then
rebN® 7))

Proving Preservation and Progress [52] is much more challenging due to the combination of
the d-reduction, the type equivalences =°, and the dependent nature of our typing. To prove
Preservation as to built-in functions, we must assume some natural properties on By, By,
and ¢. For example, since §(genVertCat, (3,4,5)) = (vertCats s s) holds, genVertCat 3 4 5
and (vertCats 4 5) must have equivalent types. However, we cannot use the type equivalences
to describe such assumptions; because the definition of =° will depend on §, we have to
avoid the dependency of the reverse direction in order not to make the validity circular. To
this end, we have to use reduction relations, rather than equivalences. We put the resulting
descriptions as Assumption 8 in the long version [63] because they are one-page long.
Another challenging point arising after identifying the above assumptions is how to define
the type equivalences =P precisely. They must be at least compatible with the S-equivalence,
but the g-equivalence itself is actually too loose; in order to prove Preservation as to §, we
must define =° carefully so that they preserve the “reducibility” of refinement predicates to
true. For this purpose, following Sekiyama et al. [58], we can extend and use the common
subexpression reduction (CSR) equivalence [29, 58], which is the equivalence spanned by the
relation that allows the usual call-by-value reduction for arbitrary closed subexpressions.
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't {v:B| N9} By (c) =B [¢/V]N© —0* true

TO-RFNPRE
rre N® . 7® I'Fc:{v:B|NOJ B

Fro I(z) = (T™)° TFONO (z:TD) =1  DEOND T
0 5 TO-VAR 0 00) 00) © © TO0-Aprp
.1 I'EY Ny NG NS Jx] Ty,
retr et Yz ¢dom I I By(c)=71"
0 T Y7 T T T0-Ass 5 n T0-CstP
DS (T) < (D005 = (2 (1) = (T37) I e J(7)
=P NO @ o=@ ppo7© I Bo(p) =T
RNIG) © TO-TYEqQuiv 0 © T0-CsT0
r+=" N9 .T r'+"p:T
e roa s (T O N T T'FYN® . 7®
0 © N© © ) TO-Ass o N @y TO-BrKT
' Az Ty Ny e (z:177) = T, I'EY (NWD) (1)
TP {v:B|N?}y THF {wv:B|N®} z¢gdoml T'FO N©@ . (TM)
0 i I TO-RFN ﬁ T1-Esc
a{v: sz {v: —{v: ~ :
I (afv:BINDHN" (@ {v: BNV} = {v: B| N} rEYSN© T
I {v:B| N} I'FO NY” : {vg : Bool | true} rErND T T
By (c) =B [c/V]NO —0* NJ© e NS Ty
5 © o) T o TO-RFNACT IV OR VO] T1-App
't ({v:B| N}, N, c)” :{v:B| Ny} ' Ny Ny Ty,
et Ly (T Y NS 1D x & (T Fr Bo(c) = 71V
1 ) &) ) &) T1-ABs T a T1-CstP
't (Ne:T77. Ny): 1Ty — T, rrte:r®
F*N® . T® T =t 7® r+trw FI I(z)=(TY)
TN 7D T1-TyEqQuiv o 70 T1-VAR
1 : xX
Figure 5 Target typing for metatheory.
y(x) =7V oz ool
ETRRY ) GVAR e D o0y D @ G-ABs
~y vtV T Yy x:T yE Ax:movy) i Ty
Bo(c) =7V E oD O B o b
%(C) — G-Csr Y 1 2 Y 2 2 GoApp

vy c:7l v B ol ol ™
Figure 6 The typing rules for generated code.

Under these settings, we have proved the following safety properties, where F' I' means
that all the entries in I" are of the form (x : (7")1):

» Theorem 2 (Preservation). If I' Fb N(®) . T(®) gng N®) b N'®O) then T -0 N'®) . T(0),

» Theorem 3 (Progress). If - I" and I' F* N® : T®) | then we have one of the following:
(1) N® b 4L (2) there exists N'® such that N(® —b N'®): o (3) N®) s a value.

For proving the safety of generated code, we use an additional type judgment v = v : 7
defined by the rules in Figure 6, where + is defined by: v 1= e | ~,z: 7. Unlike the
target typing, this type system uses only value types 7" and does not depend on the type
equivalences; as mentioned in Section 1.2, this is essentially a simply-typed setting with
countably infinite number of base types (Mat 1 1, Mat 1 2, Mat 2 1, and so on). The following
states that generated code is always well-typed under the [=-rules, where I' = v is the
evident pointwise equivalence based on =!:

» Lemma 4. If 1 r, r FLopm . T“), and I' = v, then there exists T such that
v E oD and TV =t 7O,
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However, there is one remaining challenge as to proving this lemma; the following property
is crucial (since the [=-rules are independent of =?):

» Lemma 5. 7" = 7" implies 7, = 75".

We this b ting it into two: (1) 71" =! 7" implies 7"’ =' 7}, where 2" i
prove this by separating it into two: 7" =t 75V implies 7" 2! 71", where 2 is

the standard B-equivalence; and (2) 7" =' 7" implies 7, = 7,"". While the former is

straightforward, the latter requires slight attention: the reduction includes the rule ((7*) <
(rOY)E =0 Az : (7). ), which is not left-linear in the sense that the metavariable 7
appears more than once on the left-hand side. In such a reduction system, confluence is often
hard to show or even broken. Nonetheless, in our cases, it turns out to be sufficient to use a
standard syntactic approach to consistency, which defines parallel reduction corresponding
to the equivalence and prove the uniqueness of normal forms via confluence. Thanks to
Lemma 5, we can finally prove Lemma 4.
The following lemma can easily be shown, where |(y) = I is the evident unlifting:

» Lemma 6. v [= v : 7Y implies [(7) FO L(v®) : L(7D).

Since unlifted code does not contain p or assertions and is typeable without the type
equivalences, the combination of the theorems and lemmata above ensures that, if the source
program elaborates to a term and the term evaluates to a code value without failures, we
will not have runtime shape mismatches when running the produced code:

» Corollary 7. If e O M@ - (T™W) ~s N© and N© —9% (" then v’ is of the form (vV),
and this vV satisfies one of the following: (1) there exists v\” such that }(v") —0* |,
or (2) the evaluation of L(v")) does not halt®.

4 Implicit Arguments and Their Inference

To alleviate the burden of manually adding shape-related stage-0 arguments in A0, we

offer A0} an extension of A0 with implicit parameters/arguments, as mentioned in
Section 2.1. This section formalizes A1} and explains how to infer implicit arguments.

First, the source syntax is extended with a variant of M-abstractions and applications'?:

MO w=ple| x| Ax:SY MO | Xz MY | (MP M?),

| Mz : 8O M@ | (M@ {M@}), | M@ | (MD)
MY w=c |z | Ax:SY. MDY | A MY | (MDD MD), | ~ MO
§Y u= B | Temsor s | (z:87) =89 | {x:89} > 8© | (§W)
SW = B | (Tensor % M), | S© — SV

The construct (A{z : S@}. M) works as A-abstractions whose parameter can be implicit,
and (M@ {M@}), can be used to specify an argument for such parameters explicitly. The
form M© _ lies between complete omission and explicit designation; it indicates the existence
of M’s implicit parameter, but does not specify a concrete expression for it. This is useful,
e.g., for specifying an argument for only the second implicit parameter by (M©  {M'}) ‘-

9 More precisely, unless extended with recursive functions, A0? is strongly normalizing, and thus (2)
does not happen.

10 Some contexts will newly allow A-abstractions without a type annotation (i.e., Az. M®). This is closely
related to how the reconstruction algorithm is designed; BO-ABSNOANNOT and B1-ABSNOANNOT
displayed in Figures 15 and 16 in the long version [63] deal with such A-abstractions.
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As mentioned earlier in Section 2.1, we reconstruct implicit arguments through type-
checking as well as inserting compile-time assertions. This process can be formalized by
utilizing “let arguments go first” [73], which is a variant of bidirectional type-checking [53, 20];
when checking applications, we first traverse the argument to obtain its type and then inspect
the function, not the other way around as usual. To handle dependent function types and
cast insertion, our formalization extends Xie and Oliveira’s original work in several aspects,
such as the form of application contexrts and return types, which will be explained below.

Figure 7 displays the rules for the new elaboration that simultaneously performs type-
checking, assertion insertion, and the reconstruction of implicit arguments. The main
judgments for stage-b expressions are G | ¥ F* M® = R(®) < NO®) (for b € {0,1}), which
can be understood as “under the type environment G and the application contexrt ¥, the
expression M©® is well-typed and can be elaborated to the target term N®) and its type
is instantiated to R®) at this context.” A number of new devices are introduced for this
elaboration, so we will explain them one by one. First, as can be seen from the judgments, the
syntax of target terms remains the same as A?0; we keep using N(®. Type environments G
used here are normal entities that just associate stage-b variables with stage-b types for
b€ {0,1}, respectively: G == o | G, : (T)° | G,z :(T™)L. The sole notable thing is
that, while we continue using 7" for stage-1 types, the syntax of stage-0 types is extended
with those for functions with implicit parameters as follows:

T uw= B | Tensors | (z:TO)=T | {z:TO} =T | (T™)

Some rules in Figure 7 uses the evident injection |7 ] of T»-types to T”-types, which
simply forgets the difference between (x : 7,”) — 7, and {z : 7, } — 7,7,

One of the essential devices to do “let arguments go first” is application contexrts V.
When checking an expression M that is expected to be a function, the stack ¥ provides
information about the outside, i.e., what kind of sequence is passed as arguments of M :

Vo= | W (NO:TY | W AN TV, | @, _, | ¥, (I');

An entry (N@ : 7)) (resp. {N© : T@}9) stands for the existence of a stage-0 mandatory
argument (resp. an explicitly specified argument for an implicit parameter) of type 7
whose elaboration result is V. Unlike the original work [73], we push actual arguments to
¥ as well as the types of the arguments to instantiate the type of the function applied to
them, as explained later. The other two forms can be understood in the same way; _, and
(I')} represents the existence of  and a stage-1 argument of type 7', respectively. The
rules BO-App, BO-AppIMp, BO-FiLLIMP, and B1-APP appropriately push these entries to
the stack ¥ to check the function after traversing the argument first. The stacked entries will
be popped by some rules, such as BO-VAR or B1-VAR. B0O-VAR instantiates the type of the
variable guided by ¥ by using an auxiliary judgment G | ¥ F0 7 <: R, This instantiates
T to an extended return type R so that the domain types can match the types of the
arguments passed to the variable. B1-VAR and G | ¥ -1 T <: R do basically the same
thing for stage-1 variables. The syntax of R® and R is defined by the following:

R® ..— D — R©® | T D = (Wv(o) /7-(0))0 | {N(n) /7—(0)} ‘ (N(n) /TU))l
RY w= D RY | TO | AL {N© : 7O} | insert {N© : 7}

As the name suggests, extended return types basically work as types; D — R can be seen
as a function type just by regarding the extended domain D as T© or (T'V). The difference
from usual types is that extended domains are equipped with a cast term or a reconstructed
term that works as a “feedback” for the corresponding application site. BO-APP inserts
into the elaborated application the cast term N” returned by the traversal of M|”, and
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G| U M = R® « N© Glz) = (T  G|¥rF T <. R™

B0O-Var
GlPHF 2= R w2z
g | 0"0 M(QD) :>7—2(0) WNQ(O)
0) , (0)\0 |_0 (0 © (0)\0 © 0
Q'|W,(N2(>. 2))e|_M1):>(N0)/T11)) HRlQ)WNl()BOAPP

G| WE (MY M), = Riy ~ N (Ng” N;”)

g 0 Sim — 7—1(0) g71, . (7‘1(0))0 | o0 Mg)) = 7;(0) ~ Néo)
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GlUF M” = R « N N
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BO-INSERTIMP
Gl U M = R” «w N” NI

GlUFO M® = (D =) (TD) ~ N©

(G| v MO = RO N

G UF ~MO = (D; )y T oV e
G(x) = (TM)! GlUHF TY <. R Bo(c) =7 Glwr 7" < RW o
B1-VArR B1-CsTP
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Figure 7 Rules for inferring implicit arguments (selective; see Figures 15 and 16 in [63] for full
definition).
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FO N 2 [T w0 NS J2] T <: R
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Figure 8 The declarative rules for the inference of implicit arguments.

BO-FILLIMP compensates for the hole  with the inferred term N.”. BO-INSERTIMP works
basically the same as BO-FILLIMP, but it inserts the inferred term N,” rather than filling .
Some other rules also use terms conveyed by extended domains for elaboration. One can
easily see that the shape of R(®) is determined basically in response to ¥ in each rule.

Due to the existence of BO-INSERTIMP, one may think that typing derivation is not
syntax-directed and thereby uninterpretable as an algorithm. However, G | ¥ F0 M© =
R ~» N can actually be read as an algorithm in the following ways, where (G, ¥, M)
and (R, N©) are regarded as inputs and outputs, respectively: Suppose that, during the
check of an expression M, the traversal of a subexpression M|” returned (R\”, Ni”).

(i) If RY” is of the form imsert {N'® : 7'} — R/ then, the sole possible rule
used directly below is BO-INSERTIMP, and one can thereby replace the output with
(R, (N© N'OY),

(ii) Repeat the process (i) until R\” is no longer of the form insert { N/ : T/} — R/,
Then, one can use the rule corresponding to the form of M©.

That is, in a broad sense, typing rules are syntax-directed with respect to M and all the
R s produced by its subexpressions, not just to M.

The core of our inference lies in the judgments G | ¥ F° 7 <: R® and G | ¥ F! TV <:
R™. Figure 8 first shows the declarative rules for these judgments. Guided by the application
context, BI0-ARR and BIO-IMPGIVEN instantiate the codomain type 7, by substituting =
with (N N{”), i.e., the given argument wrapped by an appropriate cast function.

BIO-IMPGUESS guesses an implicit argument N|”; for actual implementation, we have to
infer it algorithmically. The intuition for defining an algorithmic version is quite simple: we
can track a finite set I of variables that should be resolved into a term through the traversal,
and if about to insert casts for a type that contains unresolved variables and has some
suitable structure, we can simply interpret that equation as a solution. For space reasons,
the algorithmic rules are described in Figure 17 in the long version [63].
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5 Basics of Horsea

To lessen the cumbersomeness of manually inserting staging constructs, we provide a proof-
of-concept surface language named Horsea. Programs in this language are translated into
MOOU by reconstructing staging constructs. This section explains the basics of how to
properly complement () and ~. The reconstruction process is formalized as an elaboration
through type-checking-like traversal. The target language of the elaboration is A0U0{}, which
we have introduced in Section 4. The formalization is fairly standard; we can reconstruct ()
and ~ by a well-known technique in the literature of partial evaluation called binding-time
analysis (BTA) [39, 14, 15]. Because most part of the formalization is simply a repetition
of classical results, we put precise descriptions only in Appendix C of the long version [63].
Nonetheless, care must be taken to handle dependent function types and implicit arguments
in our case.
The syntax of source expressions E and type annotations T is quite concise:

E
T

d|z | :T.E | (E1Ey)e | Mae:T} E | (E1{E2})e | E
B | {xz:B|FE} | Tensor £ | (z:T)—>T

As one can see, this is basically “A00{} without staging constructs”. Here, d ranges over the set
of constants (e.g., matMult) associated with corresponding ones in A0O (e.g., genMatMult).
BTA assigns a binding time b to every subexpression to produce é defined below:

A A

é u=e eun=d | x| dx:7.é| (é1é2)e | Ma:7}.é | (é1{é2})e | € _

€1
T u= B | Tensoré | (x:7) =7 b =011

Rl
I
\‘

By the binding times (= stages) assigned to subexpressions, we can evidently reconstruct
brackets () and escapes ~ by inserting them at each gap of the two binding times on the
syntax tree, as described in Figure 21 in the long version [63]. The assignment can be done
by extracting binding-time constraints from programs and solving them. For example, if the
given non-staged program contains a subexpression (Az : Mat m (n +1). ...), then we can
extract the information that variables m and n must be bound at stage 0 and that the type
annotation Mat m (n+1) must live in stage 1, in order to appropriately transform the program
into the staged core language. Such constraints can be extracted in a type-checking-like
manner, as explained in Appendix C of the long version [63].

6  Further Discussions

Although the formalization we have given so far basically satisfies our goal, we still have
room for improvement for real-world use. This section briefly touch on some of such aspects.

6.1 Adding Conditionals Is Unexpectedly Non-Trivial But Viable

In addition to the constructs in our formalization, recursive functions and conditionals are
desiderata for real-world use. While adding the former does not incur much difficulty as
to typing, designing a rule for stage-0 if-expressions is actually not as straightforward as
expected. One may imagine that something like the following then-biased rule would work:

Y M” :Bool~ N TFO M T~ N9 (fori € {1,2}) ke T8” T ~ N'©
IO (if M” then M else M) : T(” ~» if N{” then N{” else N’ N
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However, this is not the actual way we want to check conditionals; for example, it cannot
handle programs like the following:

let rec genRep (m : Nat) (n : Nat) : (Vec %m — Vec %(m xn)) = (\v: Vec %m.
~(if n <0 then (vecNil) else
(~(genVecCat {m} {(n —1)*m}) v ~(genRep m (n — 1) (v)))))

Here, vecNil is a built-in constant for the vector of length 0, and gen VecCat is the one that
produces code of vector concatenation functions. The application genRep m n produces code
of a function that takes a vector of length m and duplicate it n times to make the vector of
length (m + n). Because the then-branch and the else-branch have type 7)” := (Vec %0)
and 74" := (Vec %(m + ((n — 1) % m))), respectively, the inserted assertion (73" < 77" )"
will pass only when either m or n equals 0. This is clearly different from the intention; what
we wanted to assert here is that both branches have type (Vec %(m * n)).
This can be resolved by some rule that “merges” two types by conditionals as follows:

I'Fo M :Bool ~ NI 'O M : (Vec %N[") ~ N (for i € {1,2})
I (if M{” then M else M) : (Vec %(if N\* then N else N;”))
~ if N” then N{” else N.”

Such merging can be generalized to arbitrary compatible pairs of types.

6.2 Handling Tensors with “Essentially Dynamic” Shapes

As we have seen so far, our language is basically designed so that all the computations will
be specialized to certain tensor shapes at compile time. However, sometimes one wants
programs to deal with tensors whose shapes are essentially unknown at compile time and
available only at runtime. Indeed, it would be quite common, for example, to set up a
server-side application that can receive image files (& matrices) of arbitrary sizes by request
from users to perform some computation on them using tensors. To this end, with the aid
of the run-primitive [66, 69, 31, 42], our language can also handle tensors with essentially
dynamic shapes to some extent within its design principle. This is not completely free from
runtime size mismatch, but even if a failure happens, it will be emitted immediately, not
during actual tensor computation, and thus the user can still avoid wasting time.

The run-primitive is a special construct that can unlift code fragments like the following:

let g (¢: (Int)) =run (Az: Int. z+ ~c) in g (42) 57

—%* (run (A\z : Int. z +42)) 57 —° (Az : Int. z +42) 57 —°* 99

Note that, in general, adding run could require ingenious modification to the type system.

This is because one cannot always unlift code fragments; even if the program is well-typed
under naive typing for staging, variables occurring in code fragments passed to run might
be locally unbound!''. However, this can basically be solved by a method orthogonal to ours,
and also, as explained later, we do not have to care too much about this in our setting.

The basic idea to achieve the dynamic feature by using run is quite easy: when receiving
some form of a tensor whose shape has not been fixed at compile time, we can (1) generate
code of the necessary function specialized for its shape, (2) lift the tensor to the upper stage
and embed it as an argument of the produced function, and (3) run the code to compute the
final result. An implementation for doing this would be something like the following:

" For example, the following term gets stuck: let i (¢:Bool) = (0) in (Ab: Bool. ~(h (run (b)))).
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let handle (out : FilePath) (dynMat : List (List Int)) = match rectSize dynMat with
| None — printError "The given matrix is not rectangular"
| Some (m,n) —
match run (~(forgetSize n m) (~(genF m n) ~(liftMat m n dynMat))) with
| Error msg — printError ("Bug: " ++ msg)
| 0k result — writeMatrizToF'ile out result

The function rectSize : List (List Int) — Option (Nat * Nat) first takes a dynamic matrix
and returns its size (m, n) wrapped by Some if it is rectangular (or returns None otherwise).
Then, by using this size, genF produces code of the function necessary for the user’s
purpose, and liftMat : (p : Nat) — (¢ : Nat) — List (List Int) — (Mat %p %q) lifts the
matrix to code. As an example, we here suppose the case where the function produced
by genSomeFun returns a matrix of the transposed size, so the type of genSomeFun is
(p:Nat) — (¢ :Nat) — (Mat %p %q — Mat %q %p). After the main computation, we use
forgetSize : (j : Nat) — (k : Nat) — (Mat %j %k — List (List Int)) so that the size of the
matrix will be discarded from the type. Finally, by using run, we run the code constructed
so far. Here, run wraps resulting values with a sum type equivalent to OCaml’s result, and
it will return an error message if some shape mismatch or unlifting failure has happened.
Namely, we cannot perfectly eliminate the possibility of runtime shape mismatch after all,
but the important point here is that, even if the implementation of genSomeFun causes a
shape mismatch for the given size (or the occurrence of locally unbound variables), run
emit errors immediately for typical cases; such errors happen during code generation or
unlifting, not during heavy computation involving tensors. Thus, owing to staging, one can
still successfully avoid wasting time even if the program contains some shape mismatch.

7 Implementation Report

Based on the formalization we have given so far, we implemented a prototype type-checker in
Haskell and made it publicly available [61, 62]. This type-checker accepts both programs in
AOO and those in Horsea; when receiving a program in Horsea, the type-checker internally
converts it to the one in AC0{} in a manner explained in Section 5.

To support realistic examples, the type-checker extends various aspects of the languages,
such as some of the features mentioned in Section 6. Specifically, to handle example programs
of ocaml-torch [9], an OCaml binding of PyTorch [50], we utilize stage-0 refinement types
to express broadcasting [18, 13] of tensors. Broadcasting is a kind of implicit conversion of
tensors, and the use of refinement types for this purpose is largely inspired by GraTen [32].

Our aims for implementing this are the following: (1) Because our method relies on the
observation that tensor shapes are “not very dynamic” (i.e., that typical programs contain a
limited number of operations where the resulting shape can be determined only at runtime),
it is unclear whether our method sufficiently accommodates realistic programs. By porting
examples offered by ocaml-torch [9] into our language, we substantiate the applicability of
our method. (2) We demonstrate that our inference algorithm can reconstruct sufficiently
many implicit arguments for the ported example programs. (3) While the core language is
proven to be type-safe, its extension with implicit arguments and the surface language have
yet to establish a mathematical guarantee (although they are heavily inspired by existing
methods that fulfill type safety). By feeding various programs to the type-checker, we
exemplify that the extensions indeed work fine.
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val ~broadcast : List Nat —-> List Nat —-> List Nat external
val ~broadcastable : List Nat —> List Nat —> Bool external

module Tensor = struct
val f : Float -> Tensor %[] external
val ~gen_zeros : (s : List Nat) -> &(Tensor %s) external
val ~gen_add : {x : List Nat} -> {y : {s : List Nat | broadcastable x s}} —->
&(Tensor %x -> Tensor %y —> Temnsor /%(broadcast x y)) external
val ~gen_grad : {s : List Nat} -> &(Tensor %s —> Tensor %s) external
val ~gen_zero_grad : {s : List Nat} —> &(Tensor %s —> Unit) external
val ~gen.mm : {a : Nat} -> {b : Nat} -> {c : Nat} ->
&(Mat %a %b —> Mat %b %c —> Mat %a %c) external
val ~gen_cross_entropy_for_logits
{s : {v : List Nat | List.length v == 2}} ->
& (Tensor %s -> Tensor J/,[List.nth O s] -> Tensor %[]) external

end

module MnistHelper = struct
val ~image_dim = (28 * 28) as Nat
val ~num_train_images = 60000 as Nat

val train_images : Tensor %[nu.m_train_images, image_dim] external
val train_labels : Tensor %[num_train_images] external

end

Figure 9 An excerpt of declarations about built-in functions.

Figure 9 displays the declaration of some built-in values, where val ~z ... and val x ...
bind z at stage 0 and 1, respectively, and &(---) denotes a bracket (---). Here, (M as T)
is a construct for manually inserting assertions, i.e., works like the following'?:

FEOMO T N» TR SY s T Th TV QT ~ NI
T |—0 (]\"II“J) as Sérn)e . TQ(U) — NSU) ]\fl(’())

The function broadcast takes two tensor shapes, and, if the two shapes are compatible (i.e., if
tensors of the two shapes can be injected to one common shape), it returns that common
shape, or raises a failure otherwise. Although having broadcast suffices for expressing
broadcasting, expecting better error localization, we also provide broadcastable, a function
that judges whether given two shapes are compatible, and use it in refinement predicates.

Figure 10 shows an example program mnist/linear.hrs in Horsea, which is ported
from an example program mnist/linear.ml offered by ocaml-torch [9]. This program tries
linear regression for the well-known MNIST dataset [17]. Built-in functions used in this
example are mapped to those of the core language like the following:

Tensor. (+) —> Tensor.gen_add, Tensor.mm —> Tensor.gen_mm,

Tensor.cross_entropy_for_logits > Tensor.gen_cross_entropy_for_logits,

Interestingly, the type-checker successfully reconstructs all the 20 implicit arguments in this
program; several functions, such as + and mm, have implicit parameters, and our inference

12The actual implementation as to as-expressions is, however, somewhat different from the rule shown
here. It is rather something that enforces the so-called checking mode of bidirectional type-checking [20].
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let learning rate = Tensor.f 1.0 in
let ws = Tensor.zeros (let open MnistHelper in [image_dim, label_count]) in
let bs = Tensor.zeros (let open MnistHelper in [label_count]) in
let model {n : Nat} (xs : Tensor [n, MnistHelper.image_dim]) =
let open Tensor in mm xs ws + bs
in
range 1 200 |> List.iter (fun(i : Int) ->
let loss =
Tensor.cross_entropy_for_logits
(model MnistHelper.train_images) MnistHelper.train_labels in
Tensor .backward loss;
Tensor.no_grad (fun(u : Unit) —> let open Tensor in
ws —= grad ws * learning rate; bs —-= grad bs * learning_rate);
Tensor.zero_grad ws; Tensor.zero_grad bs;
let got = model MnistHelper.test_images in
let estimated = Tensor.argmax 1 got in
let sum = Tensor.count_equal estimated MnistHelper.test_labels in
let test_accuracy = float sum / float (lift_int MnistHelper.num_test_images) in
print_float test_accuracy)

Figure 10 An example program in Horsea that can be checked by the prototype type-checker.

algorithm can compensate all of them, in combination with the interface of modules such as
MnistHelper. Compared to the original program in OCaml, the essential differences are only
three annotations highlighted by a bold blue typeface; simply adding these three suffices
for tensor shape checking for this case. The first two are direct annotations for tensor shapes,
and the last one, 1ift_int, is an annotation for BTA that turns compile-time integers into
ones available at runtime as well.

Table 1 shows similar results for 10 example programs (including mnist/linear.hrs).
The columns “total” and “inferred” display the total number of implicit arguments in
each program and the number of successfully inferred ones among those arguments, re-
spectively. Those that cannot be inferred are manually specified in the programs (e.g.,
char_rnn/char_rnn.hrs contains 39 — 37 = 2 manually specified implicit arguments, and
the other 37 are appropriately reconstructed by the type-checker). We also show the num-
ber of shape-related descriptions contained in type annotations in each program on the
column “#annot” because adding these descriptions often helps the inference.

As shown by these results, the inference algorithm works unexpectedly effective, despite its
(intentionally) plain strategy; it can reconstruct approximately 90% of the implicit arguments.
The major source of the inference failure is, on the other hand, the use of higher-order
functions. It would thus be even better if we use Hindley—Milner-like unification-based
algorithm. It might also be beneficial for the inference to compute function applications in
types that are known to be pure and halting, such as those of broadcast, during type-checking.

8 Related Work

8.1 Staged Computation

Typed languages with staging constructs, such as MetaML [66, 64, 67] or AO [14, 15], arose
from the context of partial evaluation [48, 27, 28], and a considerable amount of studies
have been done subsequently [16, 25, 65, 8, 74, 69, 31, 40]. Although they differ from one
another in the design choice of constructs, many of them aim at ensuring the validity of
produced code statically by checking code-generating programs. As to implementation,
BER MetaOCaml [42, 43] extends OCaml with MetaML-style staging constructs, and
Scala 3 [60] recently adopted a staging-based formalization for the core of its macro system.
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Table 1 Properties of example programs and the inference results of implicit arguments.

program total inferred #annot #lines
char_rnn/char_rnn.hrs 39 37 12 118
gan/mnist_cgan.hrs 59 55 5 154
gan/mnist_dcgan.hrs 112 106 4 195
gan/mnist_gan.hrs 51 47 4 142
jit/load_and_run.hrs 5 3 0 17
min-gpt/mingpt.hrs 108 96 17 321
mnist/conv.hrs 28 25 3 72
mnist/linear.hrs 20 20 1 29
pretrained/finetuning.hrs 45 35 6 89
pretrained/predict.hrs 8 5 0 7

Combining staging with types dependent on values in some sense seems to be investigated
by somewhat limited number of studies. Concogtion [23] has both indexed types and staging
constructs, but their use is for establishing a tagless staged interpreter [51], and the language
for computation and that for indices are separated. Kawata and Igarashi [40] propose A\MP|
a dependently-typed multi-stage language that can be regarded as a theoretical foundation.
It also supports a kind of cross-stage persistence based on A\>% [31]. Unlike our staged core
language, AMP does not have some mechanism like stage-0 assertions ((7}") < (T 2(”>\)L, and
its type equality for checking function applications is based on the S-equivalence.

8.2 Tensor Shape Checking

Checking the consistency of programs as to tensor shapes is also a classical topic. The
incorporation of length-indexed vector types into realistic languages dates back at least
to Dependent ML [72, 71], and handling data-independent sizes of structures as type-level
information has already been targeted by shapely types [38]. Since then, a variety of studies
have been done to design a mechanism that is less general than full dependent types but
handier in some sense for major use cases of tensor computation.

Repa [41] uses some kind of shape information at type level and supports shape poly-
morphism [56], i.e., the ability to reuse functions for some class of the shapes, by exploiting
usual type classes, associated data types [10], and type families [57] offered by GHC [68].
Its main purpose of the use is, however, to achieve high-performance tensor computation
while keeping high-level description in source programs at the same time, and seems not to
pursue the complete elimination of shape mismatches. Accelerate [11] follows a Repa-based
interface for its frontend of GPGPU programs. It also performs dynamic code generation for
producing GPU kernel functions, so the utilization of our staging-based formalization for
systems like Accelerate might be worth investigating.

To achieve strict safety, Gibbons [26] proposes an elegant embedded-DSL approach to
checking shape consistency as to operations similar to those of APL [37, 35] by using Naperian
functors, type classes, and the extension of GHC [68] for dependent types. This also supports
rank polymorphism, a mechanism to allow conversions close to broadcasting [18, 13]. To
support realistic programs, however, it would be good if tensor shapes are more “first-class,” as
pointed out in Hattori et al. [32]. Henriksen and Elsman [33] and Bailly et al. [5] give another
interesting formalization mainly for the use in Futhark [34]: a system with size-dependent
types. While it may cause runtime errors due to array indexing or runtime coercion, it allows
term-level variables for type-level indices and accommodates dynamically determined shapes
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by existential quantification on indices. Somewhat similar mechanisms are also proposed
by Abe and Sumii [1] and Xi [71], the former of which exploits phantom types in OCaml.
It might be worth considering to combine our work with such existential quantification to
achieve better handling of tensors with dynamic shapes.

As another line of work, those based on refinement types [24, 22, 55, 44] or manifest
contracts [21, 70, 30, 29, 58] are also prominent. Some early researches, such as hybrid type
checking (A1) [22, 44] or liquid types [55], already mention array bounds checking as one of
their applications. GraTen [32] propels this approach forward to support many tensor-related
operations used in realistic DNN-related programs, such as examples of ocaml-torch [9],
with a flavor of gradual typing [59]. Migeed, Reed, Ansel, and Palsberg [47] propose a less
expressive gradually-typed system in order to strike a balance between the coverage of the
verification and the affinity with the existing tool support. Our use of refinement types
for stage-0 types is highly inspired by that of GraTen, although we provide shape-related
functions like broadcast just as literally usual functions while GraTen handles them carefully
so that the back-end SMT solver can ensure subtyping relations.

8.3 Bidirectional Type-Checking for Implicit Arguments

The idea of utilizing bidirectional type-checking [20] for reconstructing implicit arguments
is not very new; Odersky et al. [49] give such a formalization as a foundation of Scala 3’s
implicit-parameters. Due to the dependent nature of our formalization, however, we have
found that extending Xie and Oliveira’s “let arguments go first” [73] better fits our purpose.

8.4 Distinction between Compile Time and Runtime

Although ours seems to give a staging-based foundation for tensor shape checking with a
mathematical safety guarantee for the first time, the distinction between data available
only at compile time (e.g., parameters for matrix sizes) and those at runtime (e.g., matrices
themselves) by some other forms appears to have long been done by a number of existing
studies. In particular, Idris 2 [7], which has a quite different core language from the previous
version of Idris [6], adopts quantitative type theory (QTT) [46, 4] for distinguishing the two.
Investigating the relationship between QTT-based type systems and staging-based ones,
such as interoperability, might be another interesting topic. Other than that, LMS-Verify [2]
proposes a method somewhat similar to ours from the operational perspective and provides an
example of how to check size consistency of matrix operations, based on lightweight modular
staging (LMS) [54] with a flavor of higher-order contracts [21]. It seems that, however, the
consistency of generated code as to shapes is not guaranteed by language-level metatheory
in this method; it is not the language (in particular, not the type system) but programmers
who write contracts as to shapes that are responsible for ensuring such consistency.

9 Conclusion and Future Work

By utilizing staged computation, we have proposed a method that ensures the consistency as
to tensor shapes through compile-time computation, aiming at an affinity with continuous
development. We have also offered features for further reducing the burden of writing tensor-
involving programs, such as implicit parameters or a non-staged surface language. Various
future directions can be considered furthermore, as some of them are mentioned in Section 8,
and others are as follows: (1) support basic type-related devices such as polymorphism or
algebraic datatypes; (2) generalize A0 to a multi-stage version and inspect the relationship
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between that language and AMP [40]; (3) improve elaboration rules so that fewer terms will
be duplicated through assertion insertion; and (4) investigate the interoperability of our
method with programs written in Idris or some dependently-typed languages.
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