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Abstract
We provide explicit and polynomial bounds for the Homogeneous Wall Lemma which occurred for
the first time implicitly in the 13th entry of Robertson and Seymour’s Graph Minors Series [JCTB
1990] and has since become a cornerstone in the algorithmic theory of graph minors.

A wall where each brick is assigned a set of colours is said to be homogeneous if each brick is
assigned the same set of colours. The Homogeneous Wall Lemma says that there exists a function
h that, given non-negative integers q and k and an h(q, k)-wall W where each brick is assigned a,
possibly empty, subset of {1, . . . , q} contains a k-wall W ′ as a subgraph such that, if one assigns
to each brick B of W ′ the union of the sets assigned to the bricks of W in its interior, then W ′ is
homogeneous. It is well-known that h(q, k) ∈ kO(q). The Homogeneous Wall Lemma plays a key role
in most applications of the Irrelevant Vertex Technique where an exponential dependency of h on q

usually causes non-uniform dependencies on meta-parameters at best and additional exponential
blow-ups at worst. By proving that h(q, k) ∈ O(q4 · k6), we provide a positive answer to a problem
raised by Sau, Stamoulis, and Thilikos [ICALP 2020].
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1 Introduction

A central theme in structural graph theory is that graphs in which some specific parameter
exceeds a certain threshold must contain large, well-organised substructures. A prime example
of such a behaviour is the celebrated Grid Theorem due to Robertson and Seymour [25].
This theorem says that every graph of large treewidth contains a large wall as a subgraph.
The Grid Theorem plays a pivotal role in algorithmic and structural graph theory as a
whole [6, 8, 11, 7, 10].

Recently a lot of effort has been dedicated to refining Robertson and Seymour’s theory
of graph minors, including a push to find new proofs for their structural results to give
them explicit, polynomial bounds. In this paper we continue this program by providing
a Homogeneous Wall Lemma with polynomial bounds. This lemma plays an integral role
in most applications of the Irrelevant Vertex Technique [27, 29, 30]. Previously known
exponential bounds have been identified as the sole reason for non-uniform behaviour in the
running times of many parameterized algorithms based on this technique [31, 21].
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As a side effect of the above effort, many structural key results may now be phrased to
require a large wall as input [16, 17, 23, 14]. Regarding algorithmic applications, one of those
theorems stands out among the rest: the Flat Wall Theorem [27, 4, 16]. This theorem is the
base of Robertson and Seymour’s Graph Minor Algorithm and the related Irrelevant Vertex
Technique. Below is a summary of these two cornerstones.
Flat Wall Theorem: Any graph G with a large wall W contains either a Kt-minor or a

small set of vertices A ⊆ V (G) and a big wall W ′ ⊆ W such that the subgraph of G−A

attaching to the “interior” of W ′ behaves roughly like a planar graph – this behaviour is
called flatness.

Irrelevant Vertex Technique: For each instance1 (G,Π) of the k-Disjoint Paths problem
containing a large (relative to k) wall W , there exists a vertex v – called the irrelevant
vertex – in the “interior” of W such that (G− v,Π) and (G,Π) are equivalent instances.

The Irrelevant Vertex Technique combined with the Grid Theorem now allows for the following
high level algorithm for the k-Disjoint Paths problem: Given an instance (G,Π) of the
k-Disjoint Paths problem, either G has small treewidth, in which case one can solve the
problem using dynamic programming, or G has large treewidth and therefore contains an
irrelevant vertex whose deletion yields a smaller instance. Hence, after at most |G| iterations
the first outcome must occur. This technique has since found a wide range of applications in
the design of parameterized algorithms [9, 31, 32, 33, 13, 21, 3, 19, 36, 35], most of which
deal with entirely different problems than finding paths between specified endpoints.

A key contributor for the success of the Irrelevant Vertex Technique is the comparative
ease of access as a black box. Proving the correctness of the original result required the full
power of the Graph Minor Structure Theorem (see [28, 14] and [29, 30, 3, 20]). However,
even with the recent success in making large parts of Robertson and Seymour’s Graph Minors
Series efficient, the Irrelevant Vertex Technique remains the main contributor to the “galactic”
behaviour of the constants and functions involved in the Graph Minor Algorithm and its
relatives.

1.1 The price of homogeneity
Once the correctness of the Irrelevant Vertex Technique is established and one argues away
the presence of a large clique minor using established techniques (see [27, 24]), one only
requires a single refinement step after applying the Flat Wall Theorem to actually find an
irrelevant vertex. This refinement step is referred to as homogenisation. Recall that the final
flat wall W ′ behaves like a planar graph after deleting a small vertex set A. The vertices
in A however may arbitrarily attach to the interior of the wall. In order to argue for some
vertex to be irrelevant, one needs to first tame these attachments. In this simplified setting
we say that a flat wall W is homogeneous for the set A if for all non-boundary facial cycles
C of W , also called bricks, and every a ∈ A it holds that a has a neighbour in the interior of
C if and only if each member of A has a neighbour in the interior of the face bounded by C.
If one aims for a homogeneous flat wall of order k, current techniques2 require to start with
a flat wall of order kO(|A|).

This exponential blow-up on the size of the required flat wall was dubbed the “price of
homogeneity” by Sau, Stamoulis, and Thilikos [31, 32, 33]. The exponential dependency
on |A|, and thus the exponential nature of the price of homogeneity was believed to be

1 The k-Disjoint Paths problem takes as input a pair (G, Π) where G is a graph and Π = ⟨(si, ti)⟩i∈{1,...,k}
is a sequence of k vertex pairs from G. The question is if there exist internally vertex-disjoint paths
P1, . . . , Pk such that Pi has endpoints si and ti for each i ∈ {1, . . . , k}.

2 For an example of a sophisticated proof carrying out such a technique, see the proof of Lemma 13 in [33].



M. Gorsky, M. T. Seweryn, and S. Wiederrecht 100:3

unavoidable when relying on the Irrelevant Vertex Technique [32, 33, 21]. Indeed, it appears
that this is truly the limit of standard technique for homogenisation and in [32], it is asked
whether one can prove that this price is unavoidable if one wants to apply the Irrelevant
Vertex Technique.

1.2 Our result
For many algorithmic applications, the exponential bounds established as the state of the
art force an additional exponentiation or a non-uniform dependency on a meta-parameter.
We discuss the latter phenomenon in more detail in Section 2.2 based on an example from a
recent result of Morelle, Sau, Stamoulis, and Thilikos [21].

Our main result improves the bound of kO(|A|) to O(|A|4 · k6), thereby removing any
additional exponential dependency or resulting non-uniformity in the running time of all
algorithms relying on the Irrelevant Vertex Technique based on homogenisation.

To make our results adaptable to a variety of settings, we state them in a more abstract
form. Thus, we in particular provide a direct answer to the problem raised by Sau et al. [32],
by making this part of the Irrelevant Vertex Technique more efficient. This shows that the
limitations of this method are still far from completely understood, suggesting potential for
further improvements.

Disclaimer. This extended abstract presents an updated version of the introduction of the
full paper [15]. All proofs and definitions in full technical detail are deferred to that version
of this article.

2 A polynomial homogeneity lemma

We now provide a slightly more technical version of our main result. This includes definitions
such as “perimeter” and “compass” which are standard in the terminology surrounding the
Flat Wall Theorem.

Let W be a k-wall with k ≥ 3. A brick of W is any facial cycle that is not the perimeter.
Let H be a subgraph of a connected graph G. An H-bridge in G is a connected subgraph

J of G such that E(J) ∩ E(H) = ∅ and either E(J) consists of a unique edge with both
ends in H, or J is constructed from a component C of G− V (H) and the non-empty set of
edges F ⊆ E(G) with one end in V (C) and the other in V (H), by taking the union of C,
the endpoints of the edges in F , and F itself. Notice that the H-bridges induce a partition
of E(G) \ E(H). The vertices in V (J) ∩ V (H) are called the attachments of J and the set
V (J) \ V (H) is called the interior of J .

Let W be a flat wall in a graph G and let B be a brick of W . The interior of B is the
union of all B-bridges J in G which are contained in the compass of W , do not contain a
vertex of W − V (B), and for which there does not exist a brick B′ ≠ B of W such that J is
also a B′-bridge.

Let q ≥ 0 be an integer. A q-colorful graph is a pair (G,χ) where G is a graph and
χ : V (G) → 2[q] is a map, assigning to each vertex v ∈ V (G) a, possibly empty, subset of the
colours χ(v) ⊆ [q].

A flat wall W in a q-colorful graph (G,χ) is called homogeneous if there exists a bipartition
I∪̇O = [q] of the colours such that no vertex in the compass of W carries a colour from O

and for every brick B of W and every i ∈ I there exists a B-bridge J from the interior of B
that carries i in its interior.

ICALP 2026
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The main difference between our main result and most variants of the Homogeneous
Wall Lemma is that we do not guarantee the homogeneous wall W ′ to be a subwall of the
initial flat wall W . Instead, in our result W ′ is merely a subgraph of W with some additional
properties: First, we require that the “witness” for the flatness of W also witnesses the
flatness of W ′. Second, the tangle3 of W ′ should be a subtangle – a so-called truncation – of
the tangle of W . Tangles originate in Robertson and Seymour’s Graph Minors Series [26]
and provide an abstract framework to identify “areas” in a graph which cannot be split apart
by tree-decompositions of small adhesion.

For a graph G, we denote by |G| the number of its vertices and by ||G|| the number of its
edges.

▶ Theorem 1. There exists a function f : N2 → N with f(q, k) ∈ O(q4 · k6) such that for all
non-negative integers q and k and every q-colorful graph G with a flat f(q, k)-wall W0 there
exists a flat k-wall W1 ⊆ W0 such that the tangle of W1 is a truncation of the tangle of W0
and W1 is homogeneous.

Moreover, there exists an algorithm that takes as input a colorful graph (G,χ) and a flat
wall W0 and computes the flat wall W1 as above in time poly(q + k)||G||.

While shifting from subwalls to subgraphs might seem to be a weakening of the original
Homogeneous Wall Lemma, by ensuring that both the original and the new wall share the
same witness for flatness and agree on their tangles, our main theorem maintains the core
properties also guaranteed by subwalls. This ensures the applicability of Theorem 1 whenever
previous versions of the Homogeneous Wall Lemma have been used. Moreover, it appears
that exponential dependencies on q might be unavoidable if one insists on W1 being a subwall.
If this is indeed the case, Theorem 1 would in a sense be the strongest possible weakening
that holds with polynomial bounds.

2.1 Two examples of how to adapt Theorem 1
The idea of encoding “types” as colourings in order to state a general version of the Homo-
geneous Wall Lemma is not new. Indeed, Sau, Stamoulis, and Thilikos state a similar lemma
(Lemma 15 in [34]) with a slightly more technical definition for colourings. However, their
version uses the established single-exponential bound. Let us briefly discuss how to use these
colours to adapt our main result to different situations.

To see that Theorem 1 indeed allows for easy adaptation to a variety of settings and
produces the desired outcome, if the initial wall W0 is flat in G−A, where A is a small vertex
set, consider the following construction. Set q := |A| with A = {x1, . . . , xq} ⊆ V (G). Now,
for each vertex v ∈ V (G−A), add the colour i ∈ {1, . . . , q} to the set of colours carried by v
if and only if v ∈ NG(xi). The result is a q-colorful graph (G−A,χ) containing the flat wall
W0. An application of Theorem 1 now yields a flat wall W1 ⊆ W0 that is homogeneous in
the sense of Theorem 1 which means that for any brick B of W1 and any a ∈ A, the vertex a
has a neighbour in the interior of B if and only if a has a neighbour in the interior of every
brick of W1 as desired.

A second scenario in which the Homogeneous Wall Lemma finds applications – this is
part of Robertson and Seymour’s Graph Minor Algorithm – is as follows: The planar-like
behaviour of a flat wall W in a graph G involves taking G apart at separations of order at
most three. Let H ⊆ G be a subgraph of G. A graph G1 with H ⊆ G1 is an H-reduction

3 See the full version [15] for a definition.
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of G if there exists a graph G2 and cliques Ji ⊆ Gi, i ∈ {1, 2}, of size at most three such
that G can be obtained from G1 and G2 by identifying J1 and J2 into a single clique J and
then possibly deleting some of the edges of J . If W is flat in G and C is its perimeter, then
there exists a graph G′ that can be obtained from G by a sequence of C-reductions such that
the union G∗ of C and the C-bridge B in G′ with B ∩ V (W ) = (V (G′) ∩ V (W )) \ V (C) is
planar and still contains a large wall W ′.

In many applications one desires to homogenise the wall W ′ with respect to some notion
of “profiles” defined4 on the pieces of G attaching to the cliques of size at most three inside
G∗. We may choose our C-reductions such that the triangles among such cliques are now
facial. If the number of possible such profiles is bounded by some integer q one may simply
perform the following augmentation of G′: Let P be the set of all possible profiles and let
ψ : P → {1, . . . , q} be a bijection. Now, for each clique J of size at most three from the
interior of C in G′ introduce a new vertex vJ adjacent to all vertices of J and let G′′ be
the resulting graph. Then set χ(v) := ∅ for all v ∈ V (G′) and χ(vJ) ⊆ {1, . . . , q} such that
i ∈ χ(vJ ) if and only if J has been assigned the profile ψ−1(i). If one now applies Theorem 1
to the flat wall W ′ in the q-colorful graph (G′′, χ) to obtain a homogeneous wall W ′′, this
homogeneity transfers directly to G′. Notice that this second scenario using an abstract
definition of “profiles” also contains the first example as “being a neighbour of some specified
vertex from A” may be considered a valid definition for a profile.

2.2 Algorithmic consequences of our result
To illustrate the impact of Theorem 1 on existing algorithms, we discuss an application to a
recent result of Morelle et al. [21]. Due to the technical nature of the Homogeneous Wall
Lemma, discussing its application requires to open procedures which are often discussed in
a black-box style. This is why we present a single in-depth discussion of the applicability
of Theorem 1 in order to provide guidance for interested readers on how the result may be
incorporated to speed up the running time of related algorithms.

A core result of the work of Morelle et al. is a parameterized algorithm for the k-H-Minor
Deletion problem. Let k be a non-negative integer and H be a finite set of graphs.

k-H-Minor Deletion
Input: A graph G.
Objective: Find, if it exists, a set S ⊆ V (G) with |S| ≤ k such that G− S does not contain
a graph from H as a minor.

Given a finite set H of graphs, we denote by hH the value
∑

H∈H(|H| + ||H||). With this
notation the result of Morelle et al. we are interested reads as follows.

▶ Proposition 2 (Morelle, Sau, Stamoulis, Thilikos [21]). There exists a function f2 : N → N
and an algorithm that, for every finite set H of graphs, every non-negative integer k, and all
graphs G, solves k-H-Minor Deletion in time 2kO(f2(hH)) |G|2.

Notice that the running time of the algorithm in Proposition 2 is single-exponential in
a polynomial in k. However, this polynomial is of the form kO(f2(hH)), that is, its degree
depends on the choice of the meta parameter H. This behaviour is precisely what is meant
by the term “non-uniformity”.

4 The precise definition of such profiles may vary depending on the application. A common one is the set
of all rooted graphs of bounded size that may be found as minors rooted on the vertex set of the clique
J as from above.

ICALP 2026
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Due to major milestones in the quest towards the creation of an efficient graph minors
theory, the bounds for both the Grid Theorem [5] and the Flat Wall Theorem [4, 16, 14] are
polynomial. This means that there exists a constant c such that in a Kt-minor-free graph G
one may either determine that the treewidth of G is at most (t+ r)c or there exists a set
A ⊆ V (G) with |A| ≤ tc and a flat r-wall W in G − A. Note that every Yes-instance of
k-H-Minor Deletion must exclude Kk+hH as a minor.

The variant of the Homogeneous Wall Lemma used by Morelle et al. stems from another
work of Sau, Stamoulis, and Thilikos, namely Lemma 15 in [34].

The algorithm from Proposition 2 now proceeds in three recursive steps which we roughly
outline below.
Step 1: Check if the treewidth of G is small. If not, find a small set A ⊆ V (G) and large

flat wall W1 in G−A. Then consider several big subwalls W ′ of W . If for some W ′ the
subset of A with neighbours in the compass of W ′ induces a complete graph as a minor
whose size depends on hH but not on k, then proceed to Step 2. Otherwise proceed to
Step 3.

Step 2: Apply the Homogeneous Wall Lemma to W ′ and find a vertex v ∈ V (G−A) such
that (G− v, k) is equivalent to (G, k) as an instance of k-H-Minor Deletion. Recurse
on (G− v, k).

Step 3: In this case one can show that there exists a vertex y that must be contained in
all optimal solutions or (G, k) is a No-instance. This procedure detects a number of
candidates for y and branches over all of them by considering instances of the form
(G− y, k − 1) recursively.

One may make two core observations on the origin of the dependency of the form kO(f2(hH))

in the running time of their algorithm. The first is: The only reason for the dependency
of the form kO(f2(hH)) in Step 2 is the direct reliance on the Homogeneous Wall Lemma.
Second: The reason for this type of dependency in Step 3 may be found behind a more
involved chain of arguments. However, following along the chain of applications of different
Lemmas one can see that also here the sole reason for the term kO(f2(hH)) lies within an
application of the Homogeneous Wall Lemma5.

Morelle et al. ask in their paper if it is possible to change the running time from their
original 2kO(f2(hH))

n2 to an expression of the form 2f(hH)·kd for some function f and some
absolute constant d. It now follows from the discussion above that simply replacing their
exponential Homogeneous Wall Lemma with Theorem 1 achieves this goal. Indeed, a more
careful analysis of the proof of Proposition 2 in [21] reveals that with this change we are even
able to provide a concrete bound for the degree d of the polynomial.

▶ Corollary 3. There exists a computable function f3 : N → N and an algorithm that, for every
finite set H of graphs, every non-negative integer k, and all graphs G, solves k-H-Minor
Deletion in time 2O(f3(hH)·k16)|G|2.

The impact of Theorem 1 on the running time of other known parameterized algorithms
is similar. The two algorithms for k-Elimination Distance to G for minor-closed graph
classes G by Morelle et al. [21] profit from our main theorem in the same way as Proposition 2.
Even graph modifications that do not fall under the umbrella of minor-friendly operations
see direct improvements to the running time of their associated algorithms [22].

5 For better comparison: In the proof of Theorem 6.1 in [21] several quantities are defined. The necessary
sizes for the initial flat wall in Step 3 are r1 and r′

2 where r1 depends linearly on r′
2. The definition

of r′
2 in turn depends on two functions where only one carries the dangerous dependency through its

reliance on r2. In turn, r3 again inherits the dependence from r4, which inherits it from the definition
of t. The quantity t finally depends on r5 which is the function from the Homogeneous Wall Lemma.
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Beyond the scope of specialised algorithms one may also focus on the algorithm for
k-Disjoint Paths. As described above, the algorithm has two core routines: One for
graphs of bounded treewidth and one if the treewidth is large. The exact bound on the
treewidth depends on four functions. The first two are the function g1 from the Grid
Theorem itself and the function g2 from the Flat Wall Theorem, both are known to be
polynomial [5, 4, 16, 14]. The third is the function g3 from the Homogeneous Wall Lemma
and the fourth is the so-called Unique Linkage Function g4 [29, 30]. The total bound amounts
to g1(g2(g3(g4(k)))) ∈ g3(g4(k))c for some universal constant c > 1.

With previous bounds on g3 this means that the bound on the treewidth distinguishing
between the two cases of the k-Disjoint Paths algorithm is of the form 2O(g4(k)). Applying
Theorem 1 reduces this bound to g4(k)O(1). As mentioned above, any application of
the Irrelevant Vertex Technique relies on all four functions mentioned above. Hence, the
improvement explained above applies to any application of Irrelevant Vertices in the case of
H-minor-free graphs6.

Providing explicit and good bounds for g4 is maybe one of the biggest challenges in the
algorithmic theory of graph minors. Robertson and Seymour did not give any explicit bound.
A first bound was found by Geelen, Huynh, and Richter [12] but their estimate is an iterated
power tower function. Before that, Kawarabayashi and Wollan announced a new proof for
the Unique Linkage Theorem [18] but never computed their bound. Wollan estimates this
bound to be at most four-fold exponential [37]. The only known lower bound on g4 is due
to Adler, Kolliopoulos, Krause, Lokshtanov, Saurabh, and Thilikos [1, 2] and shows that
g4(k) ∈ 2Ω(k). With our result and the recently established polynomial bounds for the Graph
Minor Structure Theorem [14], the only remaining pillar of algorithmic graph minor theory
still resisting optimisation is now the Unique Linkage Function itself.

3 A short overview of our proof

We conclude this introduction with a short description of our proof. Our main tool is the
“planar-like” behaviour of a flat wall, so for the purpose of this summary we advise the
reader to think of G as a planar graph. Moreover, instead of walls, we think of a slight
generalisation of walls called “meshes”. In short, a mesh M is made up by a pair of families
of disjoint paths P and Q intersecting as follows. There are orderings P = {P1, . . . , Pn}
and Q = {Q1, . . . , Qm} such that every Qi ∈ Q is a V (P1)-V (Pn)-path intersecting all
paths from P in order and where Qi ∩ Pj is also a path. Furthermore, every Pi ∈ P is a
V (Q1)-V (Qm)-path intersecting the paths from Q in order. The mesh M is now the union
of all those paths and we say that M is an (n×m)-mesh. We also call the paths in P the
horizontal paths and the paths in Q the vertical paths. The cycle P1 ∪Q1 ∪ Pn ∪Qm is the
perimeter of M . See Figure 1 for an illustration of a (6 × 6)-mesh.

Every wall is also a mesh. The advantage of meshes is that they allow us to more easily
to use their horizontal and vertical paths to divide the plane into regions. This reduces a
large amount of the discussion on the position of colours to a combinatorial problem with a
geometric flavour.

The key insight that allows us to drop the bounds from exponential to polynomial is that
one does not have to take a subwall to retain algorithmic applicability. A subwall usually
refers to a wall W ′ obtained from another wall W by taking subpaths of horizontal paths of

6 In most cases, the presence of a large clique minor provides an irrelevant vertex in more straightforward
way with very good bounds. Only few examples are known where the clique case poses a challenge on
its own (see [9]).

ICALP 2026
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Figure 1 A 4-wall (on the left) and a (6 × 6)-mesh (on the right).

W as horizontal paths of W ′ and taking subpaths of vertical paths of W as vertical paths of
W ′. This restriction highly limits the applicability of more involved methods of counting and
more interesting applications of the pigeon hole principle. By allowing W ′ to be a subgraph
agreeing on the same tangle, we are able to retain the original (almost) embedding of W
as a witness of flatness – or in this example of planarity – for W ′ which is really all that is
necessary for all known applications of the Irrelevant Vertex Technique.

3.1 Strips
We may now imagine our mesh M to be embedded on a disk ∆ with its perimeter drawn on
the boundary of ∆. To further aid our intuition we imagine ∆ to be a rectangle where each
of the four paths of M making up the perimeter is drawn on its private side of the rectangle
and the vertices where horizontal and vertical perimeter paths intersect are drawn in the
corners.

Now, any two horizontal (or vertical) paths from M carve out another rectangle – at
least up to homeomorphism – from ∆ containing all the horizontal (or vertical) paths drawn
in between them. More explicitly, Pi and Pi+k together with the boundary of ∆ bound a
unique disk which contains Pi+j for all j ∈ {1, . . . , k − 1}. We will use this to create what
we call strips, i.e. the restriction of G to the part drawn in this disk defined by Pi and Pi+k.
Figure 2 contains a schematic illustration of a vertical strip.

(i) (ii)

Figure 2 Diagrams of (i) a strip in a mesh – the grey area is the rectangle ∆ and (ii) a “padded”
strip partitioned into a middle part and two buffer zones (one of the left and the other on the right).

To each strip S – vertical or horizontal – we may associate a colour profile, which is
simply the set of colours i such that at least one vertex drawn in S carries i in its palette.
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3.2 Step 1: Homogenise strips
Our goal is to find the following: Suppose we have q colours and are given positive integers k
and r. Our first target is to start with a large collection of wide – polynomial in q, k, and
r – vertical (or horizontal) and pairwise disjoint strips, and find a collection of k pairwise
disjoint strips S together with a set I ⊆ {1, . . . , q} such that for each i ∈ I, at least r strips
from S contain i in their profile and for each i ∈ {1, . . . , q} \ I no strip in S carries i.

If we were not interested in polynomial bounds we could easily achieve something stronger.
Let S0 be the initial selection of strips. For each i ∈ {1, . . . , q}, let Si be obtained from Si−1
by the following selection process. If at least |Si−1|

2 strips have i in their palette let Si be
all those strips with i in their palette. Otherwise let Si be all strips from Si−1 which do
not carry i in their palette. As a result we have that, if |S0| ≥ 2q · r, then |Sq| ≥ r and the
palettes of all strips in Sq are equal.

To ensure that this process is also polynomial in q, we alter it slightly. Instead of
considering plain strips, we split each strip into three parts: Two small strips, one on either
side, acting as a buffer and a large middle strip. See Figure 2 for an illustration of such a
splitting of a strip. These buffers will help us to sort out colours more efficiently and also
provide sufficient infrastructure to eventually find our desired mesh. Such infrastructure
is necessary as colours that occur only close to the boundary of a strip are difficult to
incorporate into the middle of some mesh without leaving the confinement of the strips.

We may now alter the approach from above as follows. Starting from a collection A0 of
strips, we first find a subset I1 ⊆ {1, . . . , q} of colours which appear in less than r strips.
We then remove all strips that carry at least one colour from I1, thereby losing at most
|I1| · r ≤ q · r strips, set X1 := {1, . . . , q} \ I1, and let B0 be the collection of remaining strips.
Then we select J1 ⊆ X1 to be the set of colours i which appear in less than r middle parts of
the strips from B0. In case J1 = ∅ we terminate. Otherwise we first forget all strips with some
colour from J1 in their middle part – there are at most q · r many – and set Y1 := X1 \ J1.
From each of the remaining strips we only keep their middle part, thereby forming the set
A1 of remaining strips which we again partition into a middle part and two buffer zones.

Iterating this procedure eventually yields a set Bj of strips and a set Xj of colours such
that
1. the profile of each strip in Bj is a subset of Xj ,
2. for each i ∈ Xj there are at least r strips in Bj whose middle parts carry the colour i, and
3. |Bj | ≥ |A0| − q2r and each strip has shed its buffer zones at most q times, meaning all

strips are still as large as we desire.

3.3 Step 2: Tiles and further homogenisation
The procedure from Step 1 now yields a big collection of horizontal strips which are close
to being homogeneous and a big collection of vertical strips which are also close to being
homogeneous. We need one further step of homogenisation before we can start constructing
the homogeneous mesh we desire.

Overlaying vertical and horizontal strips gives rise to two new types of areas: Those areas
where a horizontal and a vertical strip intersect (type 1 ), and the area exclusive to some
vertical (horizontal) strip, two sides of which are bordered by the boundary of the mesh or
some horizontal (vertical) strip (type 2 ). See Figure 3 for an illustration. We call these area
tiles.

Note that some tiles are fully surrounded by buffer areas while others are surrounded
by buffer areas only on three sides. The latter may be considered to be “end tiles” as this
only occurs at the boundary of our mesh as indicated in Figure 3. For each tile we may now
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(i) (ii) (iii)

Figure 3 Diagrams of (i) tiles created by overlaying horizontal and vertical strips, (ii) dangerous
“end tiles” that are not fully surrounded by buffer zones, and (iii) a submesh cropped to the union of
horizontal and vertical strips.

define a “middle part” as the intersection of the middle parts of the two strips involved if the
tile is of type 1 and the intersection of the tile with the middle part of its strip if the tile is
of type 2.

From Step 1 we know that any colour that occurs in the profile of some vertical or
horizontal strip in our collection must also occur in the middle part of at least r strips. Our
next goal is to further refine this statement to say that any colour occurring in some strip
occurs in the middle parts of at least r distinct tiles which are not end tiles. However, this
requires additional arguments and sacrifices as some parts of one strip now belong to the
buffer areas of another and because it might be possible that some colours are confined
mostly into end tiles.

To realise our desired outcome, we essentially repeat the sorting procedure from the first
step, but now we incorporate a step where we also crop the entire mesh in order to dismiss
end tiles (see Figure 3 for an illustration). As in Step 1, in each iteration we only throw
away a bounded number of strips and we shrink each strip only by a polynomial amount
in order to readjust its buffer zones. Since the total number of iterations is bounded by
the number of remaining colours, the total sacrifice in number of strips and in their width
remains polynomial as before.

3.4 Step 3: Constructing the homogeneous mesh

The outcome of Step 2 is a collection of horizontal and vertical strips S together with a
subset X of the original q colours such that the strips from S carry only the colours in X

and each colour in X occurs in the middle parts of at least r distinct non-end tiles. All that
is left is to show how this situation may be utilised to construct a homogeneous mesh.

This construction is done in two steps. First, we make use of the buffer zones and
infrastructure of the union of all strips in S to construct a new mesh M ′ where each face of
the “middle row” of M ′ carries every colour in X. We call M ′ a mesh with a rainbow middle
row. See Figure 4.

By choosing r and M ′ large enough to ensure that M ′ has k2 many faces in the middle
row, we may then weave vertical paths of a new mesh M ′′ around the middle row to construct
the final homogeneous mesh as illustrated in Figure 4.
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(i) (ii)

Figure 4 Diagrams of (i) a mesh with a rainbow middle row and (ii) the construction of a
homogeneous mesh from a rainbow-middle-row mesh.
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