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—— Abstract

All parallel algorithms for directed reachability and shortest paths crucially rely on efficient shortcut
constructions. These constructions find directed paths and shortcut them by adding edges, with the
goal to reduce the diameter of the graph. A long sequence of works has studied (efficient) shortcut
constructions as well as impossibility results on the best diameter and therefore the best parallelism
that can be achieved via this approach.

This paper introduces a new conceptual tool for this line of research in the form of a simple
and natural structural criterion: A shortcut H for a graph G is certified if for any shortcut edge
(u,v) € H, there exists a vertex w such that the edges (u,w) and (w,v) are also in G U H.

We show that this criterion captures constructiveness in the following sense: A shortcut H can
be constructed in ¢ time by repeatedly spending ¢ time on shortcutting a path of length ¢, if and
only if, there exists a certified shortcut H' O H of size O(t). Furthermore, all known shortcut
constructions with efficient algorithms can be extended to produce certified shortcuts of size O(m).
On the other hand, for shortcut constructions for which attempts to find efficient implementations
have failed, we can show that this is impossible.

We also obtain stronger diameter lower bounds for certified shortcuts and hopsets. For example,
no certified shortcut construction with almost-linear size can reduce a graph’s diameter below
nt/47°(M)  This seems to be the best bound one can hope for with current techniques.
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1 Introduction

One of the central and long-standing open problems in parallel computing is computing
shortest paths or even just directed reachability. Despite the presence of simple and efficient
algorithms in the sequential setting, designing parallel algorithms that are both work-efficient
and have low depth is notoriously difficult. So far, the best such algorithm, due to [12], has
depth nt/2te(),

The critical ingredient and primary idea powering all known parallel algorithms are
shortcuts. On a directed acyclic graph (DAG) G = (V, E) of diameter D, a standard parallel
breadth-first search algorithm can resolve reachability with almost-linear work and depth
O(D). However, the input DAG could have a diameter as large as ©(n). Computing a
shortcut to reduce the diameter can drastically improve the depth of the breadth-first search.

» Definition 1. A shortcut H for a DAG G is a subset of edges from the transitive closure
of G.

Suppose that there exists a shortcut H of size |H| = m!'T°(}) that can be constructed
with almost-linear work and depth D’, such that, the graph G U H has diameter D. This
immediately implies an efficient algorithm for directed reachability with almost-linear work
and depth @(D + D’) — simply compute the shortcut H and run a breadth-first search on
GUH. Conversely, if no (efficiently computable) shortcuts with low diameters exist in general
graphs, then this poses a limitation on the best depth achievable by any algorithm following
this shortcut-based approach, and therefore a severe barrier for improving the current state
of the art.

A major advantage of studying shortcuts is that they are purely combinatorial structures,
independent of any computation model. This, combined with the above connection, makes it
possible to apply graph-theoretic and purely structural results to give strong evidence about
parallel computations.

A long line of work has studied the (non-)existence of shortcuts with low diameters. The
state of the art lower bound due to [10] shows that O(m)-size shortcuts cannot in general
reduce the diameter of a graph below Q(n?/?), while on the upper bound side, O(n)-size
shortcuts reducing diameter to O(n'/?) are known to exist for all graphs [14, 2].

Similar approaches have also been extended to hopsets, which are generalizations of
shortcuts that reduce the number of edges on shortest paths, instead of arbitrary paths,
while preserving distances, not just connectivity.

» Definition 2. A hopset H for a graph G with positive edge lengths is a set of edges such
that distg(u,v) = distqum (u,v) for every pair of vertices u,v.

A hopset H for G is said to have hopbound ( if for any pair of vertices u, v, where u can
reach v, G U H contains a shortest (u,v)-path with at most 8 edges. So far, the best known
hopset construction remains the one produced by the folklore algorithm [19, 4], obtaining a
hopbound of O(n'/?) by adding O(n) edges. For lower bounds, [10] shows O(m)-size hopsets
cannot in general obtain a hopbound of o(n?/7).

A more detailed discussion on prior work is provided in Section 1.2.

1.1 Our Results

This paper introduces new conceptual tools to study the structure of shortcuts that can be
efficiently produced by a large and natural family of shortcut construction algorithms.



B. Haeupler, A. Roeyskoe, and Z. Zhang

There are two aspects in which existential results on shortcuts are non-constructive.

Firstly, how does one efficiently decide which node pairs to shortcut? Secondly, how can one
be convinced that an edge (u,v) is a valid shortcut edge, i.e., how can one verify that there
is a (u,v)-path? We focus on the second aspect and define the following certified shortcutting
procedure, in which the algorithm still gets (nondeterministic) advise on which shortcut edges
to add and also on paths that certify the validity of these edges, but forces the algorithm to
verify the path:

» Definition 3. A certified shortcutting procedure for a graph G starts with an empty
shortcut H and repeatedly takes some path P = (uy,...,u;p|) in the current graph G U H,
verifies it using |P| steps, and then adds to H an arbitrary number of shortcut edges (u;,u;)
with © < j using one step per edge.

We note that shortcut edges can be used in subsequent paths and therefore speed up future
verifications. For example, if one wants to shortcut two paths P and P’ that share a long
subpath P”, then they can be verified in |P”|+ (|JP\ P"|+1)+ (|JP’\ P"|+1) = |PUP'|+2
steps by first adding an edge for P”.

We call an algorithm for directed reachability certified-shortcut-based if it first constructs
a shortcut H by a certified shortcutting procedure and then runs a breadth-first search on
G U H. The first main result of this paper gives a stronger lower bound on the best depth
achievable by the certified-shortcut-based framework.

» Theorem 4. Any certified-shortcut-based algorithm for directed reachability with O(m)
work must have depth Q(n'/*).

1.1.1 Certified Shortcuts: Definition and Equivalences

The key conceptual ingredient that powers the proof of Theorem 4 is a simple and natural
structural criterion, which captures shortcuts that can be easily verified and are therefore
more constructive in some sense.

» Definition 5. A shortcut H is certified if for any edge (u,v) € H, there exist two edges
(u,w), (w,v) € EUH for some vertex w € V.

Being certifiable is a static structural property of a shortcut which is easy to state and
easy to (formally) argue about. One way to interpret this criterion is to think of it as a
requirement that every edge in H has two “parent” edges from which it could have been
derived. This induces a natural order in which any certified shortcut can be constructed via
a particularly simple certified shortcutting procedure that repeatedly shortcuts only paths of
length two. We call such a procedure a 2-hop certified shortcutting procedure.

» Lemma 6. Any shortcut H for a DAG is certified if and only if it can be constructed by a
2-hop certified shortcutting procedure.

Proof. Shortcuts constructed by 2-hop certified shortcutting procedures are certified by
definition. For the other direction, since H is a shortcut for a DAG G, G U H is also a DAG.
Fix a topological order (v1,vs,...,v,) of GU H. Consider some shortcut edge (v;,v;) € H
certified by (v, vk), (v, v;) € GU H. It must hold that ¢ < k < j, otherwise the topological
order would not be valid. Thus, a 2-hop certified shortcutting procedure can insert the edges
(vs,v;) € H in nondecreasing order of j — 4, as j — i > max{j — k,k — i}. <

A similar equivalence between general certified shortcutting procedures and certified
shortcuts holds, up to O(1) factors. In particular, one can transform any certified shortcutting
procedure into a 2-hop one with small overhead:
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» Lemma 7. If a shortcut H for a DAG G can be constructed by a certified shortcutting
procedure in t steps, then there exists a certified shortcut H' O H that can be constructed by
a 2-hop certified shortcutting procedure using O(t) steps.

The following corollary follows directly from the two lemma above.

» Corollary 8. If for a graph G, there does not exist a certified shortcut of size t that reduces
the diameter to D, then any certified shortcutting procedure that reduces the diameter of G
to at most D requires at least Q(t) steps.

On the other hand, if there exists a certified shortcut H of size ¢t with diam(G U H) < D
then there exists a simple (nondeterministic) 2-hop certified shortcutting procedure that takes
t steps and reduces the diameter to D while also producing an easily and locally checkable
certificate for the validity of H.

1.1.2 Lower Bounds on Certified Shortcuts and Hopsets

With the additional requirement of a shortcut being certified, we are able to prove stronger
diameter lower bounds.

» Theorem 9. There exists a family of DAGs with n vertices and m edges, such that any
certified shortcut of size O(m) has diameter Q(n'/*).

This theorem together with Corollary 8 completes the proof of Theorem 4. We remark
that Theorem 9 can be easily derived from the constructions of [9, 11] and an improved
alternation product due to [16].

Our notion of certifiability also naturally extends to (exact) hopsets, which generalize
shortcuts, by additionally requiring the weight of an added edge (u,v) to be equal to the
total weights of its two certifying edges (u,w), (w,v). We similarly obtain improved lower
bounds on hopbounds of certified hopsets.

» Theorem 10. There exists a family of unweighted undirected graphs with n vertices and m
edges, such that any certified hopset of size O(m) has hopbound Q(n'/3).

To put this bound in context, we remark that existing hopset lower bound results had a
gap between the cases of unweighted and weighted graphs. Though not explicitly stated, it
appears that the lower bound of [5], combined with alternation products, implies a lower
bound of Q(n'/3) for the hopbound of O(m)-size hopsets in weighted graphs but left the
case of unweighted graphs open. Subsequently, [10] proved a lower bound of Q(n?/7) for
unweighted graphs. The lower bounds in Theorem 10 proves the Q(n'/3) bound for certified
shortcuts in unweighted graphs.

The discussion so far has focused on the setting where O(m) edges are added, which are
the largest amount of edges any efficient algorithm can afford to add. For completeness, we
also give lower bounds on certified shortcuts and hopsets with O(n) edges, even though these
are less natural in the context of certified shortcuts.

» Theorem 11. There exists a family of DAGs with n vertices, such that any certified
shortcut of size O(n) has diameter Q(n'/3).

» Theorem 12. There exists a family of unweighted undirected graphs with n vertices, such
that any certified hopset of size O(n) has hopbound Q(n'/?).
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1.1.3 Certification Complexity

As a final main contribution, this paper shows that one can use the concept of certified
shortcuts to define a complexity measure C(H, G) that gives some indication on how fast
one can hope to construct H. This complexity measure C(H,G) is purely structural, i.e.,
it does not involve and is independent of the procedure or algorithm that produced H.
It is also simple enough that it can be argued about formally. We believe this concrete
measure is a useful indicator and provides valuable guidance towards assessing whether any
given shortcut construction might have an efficient implementation. We give some evidence
for this belief by formally proving that our complexity measure perfectly predicts or at
least coincides with the current landscape of results on the efficiency of all known shortcut
constructions [19, 4, 7, 12, 14, 15, 2].

Concretely, we define the certification complezity C(H,G) of a shortcut H in a DAG G
to be the smallest size of any certified shortcut H' in G that contains H:

» Definition 13. C(H,G) = min{|H’| | H' D H is a certified shortcut in G}.

The name certification complexity comes from the following observation: A certified
shortcut H' that contains a given shortcut H can be seen as a natural and locally checkable
certificate for the validity of H. In particular, it suffices for any edge in a certified shortcut
H’ to look at only its adjacent edges in G U H’ to detect a violation. The certification
complexity of a shortcut H is therefore exactly the size of the smallest locally checkable
certificate H' in this form that proves the validity of H.

Alternatively, using the equivalences explained in Lemma 6 and Lemma 7, one can also
think of C(H, G) as exactly the number of steps a certified shortcutting procedure requires
to construct (a super set of) H, up O(1) factors.

It is now natural to informally say that a shortcut H in a graph G is C-indicated to be
“efficiently constructible” if its certification complexity C(H, G) is comparable to the size of G
and C-indicated to be “not efficiently constructible” otherwise. Similarly, any (randomized)
shortcut construction, which given a graph G defines a shortcut H(G) (or a distribution over
such shortcuts), can be formally classified based on the complexity measure C as follows:

We call a construction certified-shortcut efficient if for every graph G, the construction
(with high probability) produces shortcuts with certification complexity O(m). Conversely,
we call a construction provably certified-shortcut inefficient if there exists a family of graphs
such that the construction with high probability produces a shortcut with certification
complexity m*t2(™) for every graph in this family.

We prove in Section 4 that this classification perfectly matches the state of the art
regarding what shortcut constructions have a known efficient implementation.

» Theorem 14 (Informal). Every known shortcut construction that has a known sequential/-
parallel algorithm with near-linear time/work [7, 12, 15, 2] is certified-shortcut efficient, i.e.,
provably always constructs shortcuts with certification complexity O(m)

Conversely, every known shortcut construction for which no efficient implementation is
known, i.e., [19, 14, 4, 2], is provably certified-shortcut inefficient.

1.2 Prior Work

Shortcuts. The study of shortcuts dates back to [19], which provides a simple argument,
based on vertex sampling, showing the existence of O(n'/?)-shortcuts of size O(n). This
folklore proof remains essentially the best known upper bound for decades, until a major
breakthrough due to [14] significantly improves the upper bound by constructing O(n'/?3)-
shortcuts of size O(n). Their result crucially relies on sampling of both vertices and paths.
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The use of random sampling is first avoided using greedy approaches in [4], which
eliminates the logarithmic factors in the guarantees of [19]. Very recently, building upon
this, [2] presents a similar improvement on the logarithmic factors over [14] also using greedy
approaches. In fact, they further give a much more sophisticated analysis of [4] showing that
it actually achieves the same guarantee of [14] up to logarithmic factors.

Substantial effort has been made to speed up the computation of shortcuts. Specifically,
improving upon [13], [15, 2] demonstrate almost-linear-time algorithms for computing O(n'/?)-
shortcuts using flow algorithms.

In another concurrent line of work, [7] adapts the vertex-based approach of [19] and designs
a work-efficient parallel algorithm for computing shortcuts in @(n?/3) depth. The depth and
diameter bound is later improved to n'/2to(1) by [12]. Unfortunately, it is unclear how to
extend these frameworks to efficiently implement the path-based approach of [14]. In fact,
assuming standard fine-grained complexity assumptions, any straightforward implementation
would require strictly superlinear time even in the sequential setting [15].

On the lower bound side, [9] constructs a family of layered DAGs, the diameter of which
cannot be reduced below Q(n'/'7) by any O(m)-size shortcuts. In particular, it refutes
a conjecture by [18] asserting the existence of linear-size shortcuts with polylogarithmic
diameters for general graphs. Later on, [11] and subsequently [16] strengthen the diameter
lower bound to Q(n'/8) via better alternation products. All these constructions work with
grid points in low dimensional Euclidean spaces and rely on a classical result by [3] which
guarantees the existence of large convex sets. Currently, the state-of-the-art Q(nQ/ 9) lower
bound is proved by [10] using new constructions without the use of such convex sets.

Regarding O(n)-size shortcuts, the best known diameter lower bound is Q(n'/*) due to [5],
building upon [11]. [21] reproduces (and slightly improves by eliminating the logarithmic
factors) the same result using constructions that later inspired [10].

Hopsets. As hopsets are also shortcuts, all lower bounds for shortcuts naturally extend to
hopsets. Additionally, [10] shows that no O(m)-size hopsets can reduce hopbounds below
Q(n?/T), an improvement over the Q(n?/?) lower bound for shortcuts. The proof is by
observing that uniqueness of shortest paths, rather than arbitrary paths, between critical
pairs is sufficient.

On the other hand, edge sets constructed by shortcut algorithms are not necessarily
hopsets. In fact, the folklore sampling algorithm [19] and the original greedy approach [4]
turn out to be essentially the only known shortcut algorithms, regardless of efficiency, that
also produce hopsets. The same guarantee of O(n'/?) hopbound holds.

It is also worth noting that for hopsets, whether or not the given graph is weighted also
makes a difference, unlike in the case of shortcuts. While all aforementioned lower bound
constructions are unweighted, [5] shows that [19, 4], which also work on weighted graphs, are
essentially optimal for weighted graphs. Specifically, there exists a family of weighted graphs
for which hopbounds cannot be reduced below Q(n!/?) using any O(n)-size hopset. Though
not explicitly stated, via alternation products, it also appears to imply an Q(n'/3) hopbound
lower bound for O(m)-size hopsets. Very recently, [2] proves that the greedy approach of [4]
is existentially optimal in terms of both n and m for hopsets in weighted graphs.

A summary of our new results and best prior bounds can be found in Tables 1 and 2.

1.3 Discussion

Comparison of constructions. We note that proofs of our improved diameter lower bounds
for certified shortcuts can be concisely derived in a black-box way from the earliest construc-
tion, introduced in [9] and later refined by [11], based on large convex sets, together with an
improved alternation product due to [16].
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Table 1 Summary of our new results and best prior lower bounds (*: weighted; *: certified).

|H]| D
Q(n'/* 21
o0 | 207 |2
Q(n'/?) | Our Paper*
Shortcut 579
Q") [10]
O(m) 7
Q(n'’*) | Our Paper™®
Q 1/2 *
o 20T T
Q(n*/¢) | Our Paper
Hopset Q(n'/3) (5]
O(m) | Q(n*7) [10]
Q(n'/?) | Our Paper™

Table 2 Summary of best prior upper bounds (*: certified; t. existential; ©: parallel).
|H| D
7,L1/2Jro(1) [12]+<>
Shortcut | ~ 12y | 15, 21t
ortcu On) O(n1/3) (15, ]T
Om’”) | [14, 2]
Hopset onY?) | 19, 4

At a very high level, most known lower bound constructions for shortcuts are layered
graphs where each layer consists of integral grid points in constant (either 2 or 3 to be exact)
dimensions'. The general goal is to pack as many long paths as possible into the graph such
that each path is the unique path between its endpoints and does not overlap too much with
other paths?. Each such path is called a critical path and is defined by its starting vertex
and a critical direction, which specifies the exact edge to traverse in each layer.

These constructions are typically parameterized by two numbers D and r. The depth
D corresponds to the number of layers in the graph, which is equivalent to the number of
edges in each critical path and thus should be maximized. Meanwhile, r typically controls
the range of the critical directions. In general, the goal is to pack a superlinear number of

critical paths so that no linear-size shortcut can reduce the length of every critical path.

Due to the layered nature of the graphs, the number of starting vertices is smaller than the
total number of vertices by a factor of D. This has to be compensated by the number of
critical directions, which is polynomial in r. As a result, it demands that r has a polynomial
dependency on D. To some extent, all later improvements can be viewed as optimizing this
relation between r and D via more complicated constructions.

The most notable benefit of working with certified shortcuts is that such optimization is
no longer required. Indeed, in order to reduce the length of a critical path from D to D/2,
any certified shortcut has to add at least D/2 new edges. Consequently, we gain a factor of
©(D) for free, and it suffices to set r to be any large enough constant.

It also seems plausible that our lower bounds are the best possible with current techniques.

Each layer needs to be at least 2-dimensional to allow for any nontrivial set of critical
directions, and an additional dimension is required for layering. This suggests the demand

! Higher dimensions are studied in only a few prior works (e.g., [9, 21]) when considering other related
settings such as O(n?~¢)-size shortcuts.

2 Some known constructions (e.g. [21, 10]) allow long overlaps between a small number of critical paths.

Nevertheless, such approach does not change the main ideas discussed here.
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of significantly new techniques to obtain diameter lower bounds better than Q(n'/?) for
O(n)-size shortcuts. Regarding O(m)-size shortcuts, all known constructions crucially rely
on alternation products to sparsify the graph, which unavoidably bring in another dimension.
As a result, Q(nl/ 1) also appears to be a tough barrier to overcome with current techniques.
In fact, without the notion of certifiability, even achieving these lower bounds of Q(n'/4) and
Q(n'/3) for the two settings seems out of reach due to r’s polynomial dependency on D.

Parallel constructions. We have seen that affirmative results on the existence of certified
shortcuts could be valuable guidance in algorithm design, as Lemma 6 means that any
(almost-)linear-size certified shortcut has an efficient implementation (although only a non-
deterministic one). Recall that one major application of shortcuts is in parallel directed
reachability. One may wonder if the requirement of parallel constructions could impose more
restrictive structural constraints and potentially lead to even stronger impossibility results.
This turns out not to be the case. In the full version [8], we show that certified shortcuts
can always be constructed by parallel 2-hop certified shortcutting procedures in logarithmic
depth, while suffering only a logarithmic factor increase in the shortcut size.

2 Preliminaries

Notation. For n € N, we use [n] to denote the set of integers {1,...,n}. (-,-) denotes inner
products. Bold letters are reserved for vectors.

For r > 0, let B(r) be the set of all 2-dimensional integral points within Euclidean distance
r to the origin, and V(r) be the set of all vertices on the convex hull of B(r) and with positive
coordinates. We use the following classical result by [3].

» Lemma 15 ([3]). It holds that |V(r)| = ©(r?/3).

Graphs. Given a (possibly weighted) graph G = (V, E), n = |V| and m = |E| are the
number of vertices and edges respectively. The transitive closure of G is the set of vertex
pairs (s,t) where s can reach ¢t. For any path P, the length of P is the total weight of its
edges, and we write |P| for the total number of its edges. For any two vertices s,t € V, the
distance from s to t, denoted distg(s,t), is the minimum length of any s-t path. We write
distg(s,t) = oo if s cannot reach ¢. The subscript G is omitted when it is clear from context.

A chain of a graph is a sequence of vertices (v1,vs,...) such that v; can reach v;41 for
all i > 1. An /-chain cover is a collection of at most ¢ vertex-disjoint chains such that any
path contains at most O(n/¢) vertices that are not in any chain.

Shortcuts and hopsets. A shortcut with diameter D, or D-shortcut for short, is a set H of
additional (unweighted) edges, such that for any two vertices s,t € V,
1. If ¢ is not reachable from s in G, then t remains unreachable from s in GU H;

2. If ¢ is reachable from s in G, then ¢ can be reached from s using at most D edges in
GUH.

Similarly, an (exact) hopset with hopbound D, or D-hopset, is a set H of additional
weighted edges, such that for any two vertices s,t € V,
1. Tt holds that distgum (s, t) = distg(s, ).
2. If distg(s,t) < oo, then there exists an s-t path in G U H that uses at most D edges and
has length distg (s, t).
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Throughout, we often use the notion of critical paths. Critical paths for shortcuts are a
set P of paths such that each path P € P is the unique path between its endpoints. The two
endpoints of each path are called a critical pair. For hopsets, critical paths are only required
to be the unique shortest path between their endpoints.

Certification. Given any shortcut H for graph G = (V, E), we say it is certified if for any
edge (u,v) € H, there exist two edges (u,w), (w,v) € EU H for some vertex w € V. A
hopset is said to be certified if it additionally satisfies that the weight of (u,v) is equal to
the total weight of (u,w), (w,v).

» Lemma 16. Let G be a graph, T be an in-tree rooted at a vertex v, and H the shortcut
containing all edges (u,v) for uw € T. Then, H is certified.

Symmetrically, let G be a graph, T be an out-tree rooted at a vertex v, and H the shortcut
containing all edges (v,u) for w € T. Then, H is certified.

Proof. For the in-tree case, pick some (u,v) € H, and let p be the parent of w in T. Then,
G contains the edge (u,p), and p € T, thus H contains the edge (p,v). These two edges
together certify (u,v). The out-tree case is symmetric. <

» Lemma 17. Let P = (uy,...,u;) be a path. Then, there is a certified shortcut H of size
O(llogl), such that for any 1 < i < j <1, either (u;,u;) € P or there is some i < k < j
such that H U P contains the edges (u;,u,) and (ug,u;).

Proof. We will use a standard divide-and-conquer approach, showing that a shortcut H of
size l[log ] exists through induction on I. The base case | =1 is trivial.

Suppose I > 1, and let k = [ (I + 1)/2] be the middle point of the path. Let H. be the
(possibly empty) shortcut constructed by applying the induction assumption to the (possibly
empty) subpath (u1,...,ug—1), Hs the corresponding shortcut constructed by applying the
induction assumption to the subpath (ugy1,...,u;), and let Hy be the shortcut containing
all edges (u;,ug) for i <k —1 and (ug,u;) for j >k + 1.

We let H = H.;UH;UH-~. This shortcut is certified, since all three individual shortcuts
are certified, H<j and H~j by induction, and Hj by Lemma 16. The shortcut has size at
most (I —3) + (I —1)([logl] — 1) <l[logl].

It remains to check the desired property. If i, 7 < k, H.; U P contains the desired edges
by induction, and the case i, j > k is symmetric with Hs. If ¢ < k < j, the property holds
by construction of Hy. <

» Lemma 7. If a shortcut H for a DAG G can be constructed by a certified shortcutting
procedure in t steps, then there exists a certified shortcut H' O H that can be constructed by
a 2-hop certified shortcutting procedure using O(t) steps.

Proof. It suffices to consider just one path P = (uq,...,u;), in which case t =1+ |H|. By
Lemma 6, it suffices to show that a certified shortcut H' D H of size O(I + |H|) exists.

Let H” be the certified shortcut constructed by Lemma 17 on P. We let H' = H” U H.
The shortcut has size O(llogl + |H|) as desired, and it is certified, since for any (u;,u;) € H,
H" U P either contains (u;,u;) or the contains the edges (u;, uy) and (ug,u;) for some k. <

We remark that the O(logn) factor in Lemma 17 and Lemma 7 can be improved to
O(log* n) or even further using [17].

As a measure of how close it is to being certified, the certification complexity of a shortcut
(resp. hopset) H is defined to be the smallest size of any certified shortcut (resp. hopset)
H DH.
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» Lemma 18. Let G be a DAG and P be a set of critical paths for shortcuts, each with D
edges, such that any two paths intersect on at most a single edge. Any certified D /2-shortcut
H has size at least |P| - D/2.

Proof. Fix a path P € P with endpoints s,t. Since H is an D/2-shortcut, there exists an
s-t path P’ in GU H with |P’| < D/2. Consider the following iterative procedure starting
with ¢ = 0 and Py = P’. Whenever P; contains an edge e = (u,v) € E, obtain P,y; from
P; by replacing e with its two certifying edges ¢/ = (u,w) and €’ = (w,v), and continue
the procedure by increasing i. Note that adding H does not change the transitive closure
of G and that P is the unique s-t path in G, so all P; can only contain vertices on P. As
G is a DAG and |P;| increases by 1 in each iteration, the above procedure must stop at
iteration i* = |P| — |P’| > D/2. This means H contains at least D/2 new edges with both
their endpoints on P. Moreover, all these edges are distinct for each critical path because
any two critical paths intersect on at most a single edge. This concludes the proof. |

The above argument can be extended to hopsets. We omit the proof as it is almost
identical.

» Lemma 19. Let G be an undirected graph and P be a set of critical paths for hopsets,
each with D edges, such that any two paths intersect on at most a single edge. Any certified
D/2-hopset H has size at least |P|- D/2.

Prior constructions. Our lower bounds will build upon the following constructions.

» Lemma 20 ([11]). For d,D,r > 0, there exists a family of D-layered DAGSs such that:
1. It has n = O(D¥1rd) vertices and m = O(nA) edges, where A = O(rd=1/(d+1)) s the
mazximum degree.
2. It has a set P of ©(nA/D) critical paths such that:
a. Fach path is from the first layer to the last layer.
b. Fach path is the unique path between its endpoints.
c. Any two paths are edge-disjoint.

» Lemma 21 ([16]). For d,D,r > 0, there exists a family of dD-layered DAGs such that:
1. It has n = ©(dD¥*2r?+1) wertices and m = O(nA) edges, where A = O(r?/3) is the
mazimum degree.
2. It has a set P of ©(nA%/(dD)) critical paths such that:
a. Fach path is from the first layer to the last layer.
b. FEach path is the unique path between its endpoints.
c. The intersection between any two paths is a subpath with at most d — 1 edges.

3 Lower Bounds for Certified Shortcuts and Hopsets

3.1 Shortcuts

In this section, we obtain lower bounds for certified shortcuts, hence proving Theorems 9
and 11.

» Lemma 22. Let C > 0 be a sufficiently small universal constant. For any e € [0,2/9],
there erxists a family of DAGs G with n vertices and m = ©(n'T¢) edges, such that any
certified shortcut H of size mn® has diameter at least C' - n*/4=9¢/8,
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Proof. Let G be the graph promised by Lemma 21 for d = 2 and D = ©(n!/4%¢/8). Thus
we have 7 = ©(n3/?) and A = ©(n¢). By Items 1 and 2, we have m = ©(n'"¢) edges and
|P| = ©(mnc/D) critical paths, each of which has 2D edges and is the unique shortest path
between its endpoints. Additionally, any two of these critical paths share at most one edge.
By Lemma 18, any certified shortcut H of size |P|- D = O(mn®) has diameter at least D.
Adjusting D by a constant factor concludes the proof. <

» Lemma 23. Let C > 0 be a sufficiently small universal constant. For any e € [0,1/3],
there exists a family of DAGs G with n vertices, such that any certified shortcut H of size

nite has diameter at least C - nl/3—¢.

Proof. Let G be the graph promised by Lemma 20 for d = 2 and D = ©(n'/3~¢). Thus we
have r = ©(n3/2) and A = O(n). By Item 2, there are |P| = ©(n'*¢/D) critical paths, each
of which has D edges and is the unique shortest path between its endpoints. Additionally,
all these critical paths are edge disjoint. By Lemma 18, any certified shortcut H of size
|P| - D/2 = O(n'*€) has diameter at least D/2. Adjusting D by a constant factor concludes
the proof. |

3.2 Hopsets

In this section, we obtain lower bounds for certified hopsets, hence proving Theorems 10
and 12.

» Lemma 24. Let C > 0 be a sufficiently small universal constant. For any e € [0,1/3],
there exists a family of unweighted undirected graphs G with n vertices, such that any certified
hopset H of size n't¢ has hopbound at least C - n'/2=3¢/2,

» Lemma 25. Let C > 0 be a sufficiently small universal constant. For any e € [0,2/9],
there exists a family of unweighted undirected graphs G with n vertices and m = ©(n'*e)
edges, such that any certified hopset H of size mn® has hopbound at least C' - n'/3=3¢/2,

The proofs of Lemmas 24 and 25 are deferred to the full version [8].

4  Certifiability and Non-Certifiability of Existing Approaches

In this section, we give further evidence showing that our definition of certifiability indeed
captures the notion of constructiveness, instead of just existence, of shortcuts and hopsets, as
claimed in Theorem 14. Specifically, we observe in Section 4.1 that shortcuts constructed by
known efficient algorithms are either certified or at least have low certification complexity. On
the other hand, in Section 4.2, we prove unconditional lower bounds suggesting that known
existential proofs may not have efficient implementations to construct certified shortcuts or
hopsets due to large certification complexity.

In the proofs, we will very briefly summarize the high-level ideas of each approach that
are relevant. For more details, we refer readers to the corresponding papers.

4.1 Known Efficient Algorithms are Certifiable

As discussed in the prior work, there are two known approaches to designing efficient
algorithms for constructing shortcuts:
The pivot-based approach of [7] obtaining diameter O(n?/?), later refined by [12] obtaining
diameter n'/2t°(1) Notably, these are parallel algorithms, with work O(m) and respective
depths matching their diameter bounds.
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The chain cover-based approach of [14], with two different, almost-linear time algorithms
from [15] and [2] (Section 6). These algorithms are sequential, but are deterministic and
obtain diameter O(y/n).

In the full version [8], we observe that the shortcuts produced by the pivot-based algorithms
are in fact always certified. This follows immediately from Lemma 16, as the algorithms only
add edges in the form of shortcuts for in-trees and out-trees, connecting all vertices in the
tree to the root.

» Observation 26. The shortcuts produced by both the sequential and parallel versions of the
algorithms of [7] and [12] are certified, and thus in particular have certification complexity
equal to their size of O(n).

In Section 4.1.1, we consider the two algorithms of [15] and [2]. From the former algorithm’s
analysis, one can easily observe the existence of a certified extension of asymptotically the
same size as the shortcut. For the latter algorithm, bounding the certification complexity is
more involved, requiring a closer look into the data structures it uses, specifically balanced
binary trees. We will bound the certification complexity by the work done to maintain these
binary trees, and thus only obtain a certification complexity of O(m), rather than O(n).

» Observation 27. The O(y/n)-diameter, O(n)-size shortcut produced by the almost-linear-
time algorithm of [15] has certification complexity O(n).

» Lemma 28. The O(y/n)-diameter, O(n)-size shortcut produced by the almost-linear-time
algorithm of [2] has certification complexity O(m).

4.1.1 Chain Cover-Based Algorithms

Recall from the preliminaries the definitions of a chain and an ¢-chain cover: on a graph G,
a chain C' = (vy,...,vg) is a sequence of vertices where v; can reach v;11 for each i € [k — 1],
and an ¢-chain cover is a collection of at most ¢ vertex-disjoint chains, such that any path on
G contains at most O(n/{) vertices that are not part of any chain. By [17], we can always
add O(k) edges to reduce the diameter of any chain C' to 2. Meanwhile, it is not hard to
verify that the edges produced by the construction of [17] are certified, given that consecutive
vertices on the chain are already connected by edges.

Let C4,...,Cy be an ¢-chain cover, and let H; be a shortcut for each of the chains. Then,
in the graph G U H;, any shortest path contains at most three vertices from each chain: if
it contained more, one could replace the subpath from the first to the last with a path of
length 2, reducing the length of the shortest path, a contradiction. Additionally, any simple
path (including any shortest path) contains at most O(n/f) vertices that are not part of any
chain. Thus, the diameter of the graph G U H; is at most O(¢ 4+ n/{), which in particular is
O(y/n) for £ = ©(y/n).

The O(n'/?)-diameter shortcut H = H; U Hy of [14] includes a second part Hy, with
shortcut edges from randomly sampled vertices to a randomly sampled subset of chains.
Unfortunately, computing the shortcut Hy is conditionally hard in almost-linear time [15].3
As a result, known almost-linear-time algorithms cannot deal with this part, and consequently
only obtain shortcuts of diameter O(v/n).

3 To give further evidence supporting this hardness, we show later in Section 4.2.1 that the shortcut Hz
indeed has certification complexity m!' (). See Lemma 31 for more details.
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Computing a chain cover. As discussed above, to construct an O(y/n)-diameter shortcut,
it suffices to compute an ¢-chain cover for £ = O(y/n). [13] gives a method to extract such a
chain cover from a min-cost ¢-value flow on a gadget graph G, constructed as follows:

Add a source s and a sink ?.

For every vertex v € G,
wm

out

Add two vertices v*" and v

Add two parallel edges from v*" to v

, one with capacity 1 and cost —1, and the
other with capacity oo and cost O.
Add edges from s to v and v to t with capacity oo and cost 0.

Finally, for every edge e = (v,u) € E, add an edge from v°“! to u'" of capacity oo and

cost 0.

Let Py,..., P, be an arbitrary integral flow decomposition of a min-cost ¢-value flow on G.

For each path P;, we can define a corresponding chain Cj, by including in the chain the
vertices v for which the path P; takes the unit-capacity edge from v to v°"
These chains form an ¢-chain cover: suppose that there existed some path P’ in the graph
containing strictly more than n/¢ vertices not in any chain. Then, the min-cost flow would
not be optimal: the cost contribution of the worst path P; is at least —n/¢, as the total cost
of all paths is at least —n, while adding P’ to the flow would cost strictly less than —n /.

The graph G has asymptotically equal size with G, thus minimum cost flow can be solved
exactly on it in time m!'To®) [20]. However, extracting the chains Cy, ..., Cy naively takes
time linear in the total length of the paths Py, ..., Py, which could be up to n times the
length of the longest path in the graph. The algorithms of [15] and [2] avoid this problem in
two distinct ways.

The approach of [15]. [15] introduces a weaker version of an ¢-chain cover that they call a
diameter-dominating path set. A set of ¢ chains C1,...,Cy is a diameter-dominating path set
of G, if every path on G of length at most D = 47” contains at most D/2 vertices not in any
chain.

While diameter-dominating path sets have a weaker covering property, shortcutting one
is sufficient to reduce the graph’s diameter by a constant fraction. Indeed, suppose that we
select £ so that G has diameter at most D, and let H be a shortcut for a diameter-dominating
path set C1,...,Cy. Due to the diameter bound, any shortest path on G has length at
most D, and thus contains at most D/2 vertices not on any of the chains C;. As we can
shorten this path by traversing through edges in H so that the path contains at most
three vertices from each chain, we obtain that the diameter of the graph G U H is at most
1D+ O(l) = D 4 O(n/D), which is smaller than D by a constant factor for large enough
D = Q(y/n). Thus, one can iteratively construct and shortcut a diameter-dominating path
set O(logn) times to obtain an O(y/n)-shortcut.

The advantage of considering diameter-dominating path sets rather than chain covers is
the ability to modify the gadget graph G so that the total length of the paths P; in any flow
decomposition of any optimal min-cost flow is small, in particular O(n).

Indeed, to obtain a diameter-dominating path set, [15] slightly changes the construction

°ut with an edge

of the gadget graph G, replacing the edges between each pair v and v
of capacity 1 and cost —2, and an edge of capacity co and positive cost 1. Since the total
capacity-times-cost of negative-cost edges on this modified G is —2n, at most 2n flow can
go over the 1-cost edges, thus in particular the total length of the paths P; in the flow
decomposition must be at most O(n). That C4,...,C, form a diameter-dominating path set
can be proven like the earlier proof that the chains in the unmodified G form an ¢-cover, by

contradiction on the optimality of the flow.

with cost —1.
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Given the analysis of the algorithm, it is now clear how to obtain a certified extension
H' D H of small size. We can simply let H' be a shortcut of all of the paths P; which
determine the chains C;. Since the total length of these paths is O(n), the size of this H' is

As claimed prior, we can thus observe the following:

» Observation 27. The O(y/n)-diameter, O(n)-size shortcut produced by the almost-linear-
time algorithm of [15] has certification complexity O(n).

The approach of [2]. [2] observes that the technique of [6] for constructing minimal chain

covers can also be used to extract the chains Cy, ..., Cy directly from a flow on G in O(m logn)
time.

First, map the min-cost (-flow on G onto a flow on G/ = G U {s,t} by contracting each
pair v, v°* onto the single vertex v. Let Py, ..., P, be the paths of some flow decomposition.

Now, each vertex v can be included in the chain C; of an arbitrary path P; that goes through
the vertex. The approach is to construct the paths Py, ..., P, implicitly, by maintaining
the indices of paths that go through each vertex v in a balanced binary tree data structure,
supporting each of the following three operations efficiently (i.e. in time O(logn)):

JOIN, taking two trees and merging them into a single tree.

SPLIT, taking a tree and a desired size k, and splitting the tree (of size k') into two trees

of sizes k and k' — k.

MEMBER, returning an arbitrary member of the tree.

Constructing the chains proceeds as follows: initially, create a tree containing all path
indices 1, ..., ¢ for the source s. Then, iterate over vertices in topological order, starting from
s %. For each vertex v considered, suppose that by induction we have already constructed a
tree containing the paths that visit v. We then do the following:

1. If v & {s,t}, assign the vertex to the chain C; of an arbitrary member i of the tree, or to
no chain if the tree is empty.

2. Split the tree into trees of sizes fi, ..., fdegg,(v), where f1,..., fdegg/(v) are the flow values
on the outgoing edges from wv.

3. For each outgoing edge (v, u), merge the corresponding tree (of size equal to the edge’s

flow value) produced in step 2. into the tree of the other endpoint w.

Correctness is immediate, as a number of paths equal to the flow value go over each edge.
Extracting chains C4, . .., Cy this way takes O(mlogn) time, as the number of tree operations
required is O(m).

We will now prove Lemma 28. For this proof, we will consider using a treap [1] as the
balanced binary tree data structure®. Since the proof uses the internal structure of treaps,
we include a short overview of the data structure in the full version [8] for completeness.

» Lemma 28. The O(y/n)-diameter, O(n)-size shortcut produced by the almost-linear-time
algorithm of [2] has certification complexity O(m).

When constructing shortcuts, it is without loss of generality to assume the graph is a DAG, as we can
always shortcut rooted spanning trees in each strongly connected component and contract them. By
Lemma 16, the added edges during this process are also certified.

Note that treaps are randomized, and using them would not lead to a deterministic shortcut algorithm.
[6] used a different, more complex deterministic structure instead. For simplicity of analysis, we consider
treaps, as they allow for a simpler construction of the certified extension. It is possible to extend our
analysis to other data structures used to support the algorithm.
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Proof. Suppose that MEMBER always returns the root of the treap, that the total work done
over the treap-operations is O(mlogn) (which holds with high probability), and that the
sampled priorities are increasing in index, so that path index 1 has the lowest priority, 2 the
second lowest, and so on (which can be assumed to hold without loss of generality).

For an implicit path P;, we define a vertex v € P; to be important if either
1. i was the root vertex of the treap at v.

2. Either (any vertex in) the subtree of ¢ or the parent of ¢ is different between the treap at

v and the treap at the vertex preceding v on P;.

3. Either (any vertex in) the subtree of ¢ or the parent of ¢ is different between the treap at

v and the treap at the vertex following v on P;.

We define the important chain C! of the path to be the chain containing its important
vertices.

First, notice that the total size of the important chains C] is O(mlogn): the total number
of times vertices are important due to being the root vertex of a treap is exactly n, and as
the treap operations take O(mlogn) total work, and each operation is performed recursively
down from the root, the total number of times that vertices see their subtrees change is
O(mlogn).

We will construct a certified shortcut H' = |J; H! of the chains C! of size O(m). Since
C; C C! (as MEMBER returns the root, and a vertex is important for the root of the treap at
that vertex), this is sufficient.

Specifically, we will construct a certified shortcut H! of size O(|C!|) on G U U;<; Hj for
every i in increasing order. First, for ¢ = 1, since the chain C} is a path in the graph (as the
minimum-priority element is always the root of the treap it is in), we can use Lemma 17 to
construct a certified shortcut of size O(|C}]) for it that reduces the diameter of the chain to

2. Now, suppose that ¢ > 1. In this case, the chain C/ is not necessarily a path in the graph.

We will first show that each of the edges (u,v) between two consecutive vertices u, v on the
chain is in fact already certified in G UJ,_; H; (i.e. that there exist edges (u,p) and (p,v)
in this partially constructed shortcut graph). This suffices, as it reduces the situation back
to the path case.

Now, let u and v be consecutive vertices on the important chain C/. If they are consecutive
vertices on P;, we are done, as the edge (u, v) exists in the graph. Otherwise, we know that 4
must not be the root vertex of the treaps of either v or v, and the parent vertex j of 7 is
the same in both the treap at u and the treap at v, because having different parent vertices
implies that either u, v are consecutive on P; or u, v are not consecutive on C!. Since j has
smaller priority than i as i’s parent, we have j < i. Additionally, it must be that u and v
are also important vertices for j, since if the subtree or parent of ¢ changes, the subtree or
parent of ¢’s parent j must change as well. Thus, by induction, there exists a path of length
2 fromu € C} tov € Cj in GU Uj/gj H},. The edges (u,p) and (p,v) of this path satisfy
our requirement. |

4.2 Known Existential Proofs are Non-Certifiable

All existential proofs mainly fall into two categories. The folklore argument [19] and its
improvement [14] heavily rely on sampling of vertices and paths, whereas [4, 2| utilize greedy
approaches. In the rest of this section, we show that all of them construct shortcuts and
hopsets with large certification complexity. By the equivalence in Lemma 6, having superlinear
certification complexity immediately implies that there are no efficient implementations (as
certified shortcutting procedures) that can generate all edges of the almost-linear-size shortcuts
or hopsets guaranteed by known existential proofs.
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In addition, we show in Section 4.2.3 that the new chain cover-based approach of [2]
(Section 6) is highly sensitive to the choice of the chain cover extracted from the flow
instance. Not all chain covers are constructive. More specifically, if the chain cover could be
adversarially chosen, then even certifying the chain edges alone would lead to superlinear
certification complexity. On the contrary, we presented in Section 4.1 the existence of
chain covers that can be efficiently extracted from the flow instance and have almost-linear
certification complexity. Altogether, it indicates that efficient implementations of such
approach crucially utilizes certain nontrivial structures of the extracted chain covers. We
also emphasize that unlike sampling-based approaches, no conditional lower bound based on
fine-grained complexity is known for these new chain cover-based algorithms.

4.2.1 Sampling-Based Approaches

The critical and seemingly most time consuming step in implementing any sampling-based
approach [19, 14] is to check the reachability (or even to compute the shortest paths in
the case of hopsets) between many pairs of vertices or vertex-path pairs. In fact, [15] show
that such approach requires substantially superlinear time under standard computational
assumptions in fine-grained complexity.

Combining the notion of certifiability with some ideas of [15], we are actually able to
prove unconditional lower bounds on the certification complexity of these sampling-based
approaches.

» Lemma 29. For e € [0,1/25), there exists a family of DAGs with n vertices and m =
O(n*€) edges, such that shortcuts constructed by [19] have certification complezity Q(mn¢)
with high probability.

» Lemma 30. For e € [0,1/25), there exists a family of unweighted undirected graphs with
n vertices and m = ©(n'T€) edges, such that hopsets constructed by [19] have certification
complexity Q(mn€) with high probability.

» Lemma 31. For e € [0,2/75), there exists a family of DAGs with n vertices and m =
O(n'te) edges, such that shortcuts constructed by [14] have certification complexity Q(mn)
with high probability.

Lemma 32 summarizes all necessary properties of the graph construction we use to prove
all aforementioned results. The proof of Lemma 32 is deferred to the full version [8].

» Lemma 32. For e € [0,1/25), there exists a family of layered DAGs with n vertices and
m = O(n') edges such that:
1. It has D = n'/7=9) [qyers.
2. The first and the last layers each have n®/ 710 < nl/2 yertices.
3. It has a set P of O(n'T2¢/D) critical paths such that:
a. Fach path is from the first layer to the last layer.
b. FEach path is the unique path between its endpoints.
c. The intersection between any two paths is at most one edge.

We now prove all claimed lower bounds using Lemma 32.

Proof of Lemma 29. Let G’ be the graph promised by Lemma 32 with n’ = n/3 vertices
and D’ layers. Let S, T be the sets of vertices in the first and the last layers respectively. So
IS],|T| < O(n'/?) by Item 2. For each s € S, connect n'/|S| > Q(n'/?) additional auxiliary
vertices to s. Also, for each t € T', connect ¢ to n’/|T| > Q(n'/?) additional auxiliary vertices.
Let G be this new graph, as illustrated in Figure 1. The total number of vertices in G is
thus n = 3n’ and the total number of edges in G is m = O((n’)1T¢ + n) = O(n*°).
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Figure 1 An illustration of the graph construction for Lemma 29 (red = sampled).

Recall that [19] samples each vertex with probability ©(n~'/2), and that the constructed
shortcut H adds a new edge from every sampled vertex to any other sampled and reachable
vertex. When executed on G, by Chernoff bounds and a union bound, [19] samples at least
one associated auxiliary vertex for every s € S and every t € T, at the same time with
high probability. It suffices to show [19] always constructs shortcuts H with certification
complexity Q(mn€) conditioned on such event happening.

To this end, consider any critical path P’ in G’. Let s € S,t € T be the two endpoints
of P/, and let u,v be the sampled auxiliary vertices associated to s,t respectively. By
Items 1, 3a, and 3b of Lemma 32, there is an extended path P from u to v with ©(D’)
edges, which is also the unique u-v path. As a result, in order to add the edge (u,v) to
H, any certified shortcut H' O H must contain at least Q(D’) new edges to certify (u,v).
Moreover, all these added edges can only be used for certifying (u,v) and thus are disjoint
from any other added edge for another critical path. This is because Item 3c implies that
P shares at most three edges with any other extended path (i.e., (u,s), (¢,v), and at most
one of the edges on P’). Overall, by Item 3, any certified shortcut H' O H requires at least
O((n")1*2¢/D") - (D) = Q(n'T2¢) = Q(mn®) new edges, as claimed. <

Proof of Lemma 30. This is a direct corollary of the proof of Lemma 29. Concretely, the
graph construction promised by Lemma 32 is always a layered DAG. So, by eliminating the
direction of each edge, we immediately get a layered and unweighted undirected graph with
exactly the same properties except that the guarantee of Item 3b becomes the uniqueness of
shortest paths, instead of arbitrary paths. The lemma then follows from a similar argument
to the one for Lemma 29. <

» Remark 33 (Variants of [19]). One may have noticed that graphs promised by Lemma 32
only has o(n'/?) layers. It is tempting to modify the approach of [19] so that it connects a
sampled vertex to another sampled and reachable vertex only if the distance between them
is Q(n'/?) in the original graph (although it is even unclear how to implement such checks
efficiently). Nevertheless, Lemmas 29 and 30 continue to hold against such modification,
via a simple tweak in their proofs. Indeed, for each vertex s € S in the first layer, we can
connect s and all its Q(n'/?) auxiliary vertices into a path, instead of a star as in Figure 1;
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Figure 2 An illustration of the graph construction for Remark 33 and Lemma 35 (red = sampled).
\l/'\!/ \!/\l/’ \l/'\!/ \!/\l/’

elO) G2 el el&))

Figure 3 An illustration of the graph construction for Lemma 31 (red = sampled).

see Figure 2. The same is done to T'. Then, with high probability for every s € S and every
t € T simultancously, it samples at least one associated auxiliary vertex that is Q(n'/?) far
away. Thus, for any critical path P’ in G’ with endpoints s,t, the distance between the
sampled auxiliary vertices associated to s,t is always guaranteed to be Q(n'/?). Overall, the
aforementioned modification does not break the lower bound.

Proof of Lemma 31. Let G’ be the graph promised by Lemma 32 with n’ = ©(n?/3) vertices
and D’ layers. Let S, T be the sets of vertices in the first and the last layers respectively.
So |S|,|T| < O(n'/3) by Ttem 2. Let G contain n” = n/(3n’) = ©(n'/?) disjoint copies of
G’. We write v to denote the vertex corresponding to v in the i-th copy GV For s € S
and i € [n"], connect n/(3n”|S|) > Q(n'/3) additional auxiliary vertices to s(*. Also, for
t €T and i € [n"], connect () to n/(3n"|T|) > Q(n'/3) additional auxiliary vertices 11](7) for
J € [n/(3n”|T))]. In the meantime, connect vj(l), e ,vj(."”) into a path in this order. Overall,
n/(3n"|T|) > Q(n'/3) auxiliary paths are associated to every ¢, and all n/(3n") = ©(n?/3)
auxiliary paths are vertex-disjoint and have ©(n'/3) edges each. In total, G has n = 3n'n”
vertices and m = O((n/)!T¢ - n” + n) = O(n'*?</3) edges. Figure 3 demonstrates the
constructed graph.

Recall that [14] samples each vertex and each path with probability ©(n~1/3), and that
the constructed shortcut H adds a new edge from every sampled vertex to its first reachable
vertex on every sampled path. When executed on G, by Chernoff bounds and a union bound,

[14] samples at least one associated auxiliary vertex for every s(") and samples at least one
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associated auxiliary path for every ¢, at the same time with high probability. It suffices to
show [14] always constructs shortcuts H with certification complexity Q(mn€) conditioned
on such event happening.

To this end, consider any critical path P’ in G’. Let s € S,t € T be the two endpoints
of P'. Fix i € [n"]. Let u be the sampled auxiliary vertex associated to s(. Also let
(v(l), . 70(””)) be the sampled auxiliary path associated to t. It is not hard to verify that
v is the first vertex on this path reachable from u (via s),¢(®). Since all copies of G’ are
disjoint, by Items 1, 3a, and 3b of Lemma 32, there is an extended path P from u to v
with ©(D’) edges, which is also the unique u-v") path. As a result, in order to add the edge
(u,v™) to H, any certified shortcut H’ O H must contain at least Q(D’) new edges to certify
(u, U(i)). Moreover, all these added edges can only be used for certifying (u, v(i)) and thus are
disjoint from any other added edge for another critical path. This is because Item 3c implies
that P shares at most three edges with any other extended path (i.e., (u, s®), (t® v®) and
at most one of the edges on P’). Overall, by Ttem 3, any certified shortcut H' O H requires
at least ©((n/)'+2¢/D") - Q(D’') - n" = Q(n'T4/3) = Q(mn2/3) new edges. Substituting e
with 3¢/2 concludes the proof. <

» Remark 34 (Variants of [14]). Similar to Remark 33, the proof of Lemma 31 can be made
to have Q(nl/ 3) layers in the constructed graphs. Meanwhile, it is known that the existential
proof of [14] can be adapted to sample only paths. Specifically, after sampling each path with
probability (:)(n_l/ 3), the constructed shortcut adds a new edge from every vertex on every
sampled path to its first reachable vertex on every other sampled path. Our proof is robust
to such adaptation and Lemma 31 continues to hold for this variant. In fact, simply connect
the auxiliary vertices associated to S into auxiliary paths, in the same way as what we do
for T in the proof of Lemma 31. Then, the lower bound follows from a similar argument.

4.2.2 Greedy Approaches

In a nutshell, the greedy approach of [4] iteratively adds the edge that reduces the potential
the most, where the potential is defined as the sum of all pairwise distances. As such, [4]
completely avoids the use of random sampling. Meanwhile, it slightly improves upon the
guarantee of [19] by eliminating logarithmic factors. In Lemmas 35 and 36, however, we
prove the same lower bounds on its certification complexity as for [19] in Lemmas 29 and 30.
Recently, [2] (Section 3) obtains a greedy approach based on [14] that constructs O(n'/3)-
shortcuts of size O(n) as well. The same lower bound as for [14] also holds for [2].

» Lemma 35. For e € [0,1/25), there exists a family of DAGs with n vertices and m =
O(n'*e) edges, such that shortcuts constructed by [4] have certification complexity Q(mn€)
with high probability.

» Lemma 36. For e € [0,1/25), there exists a family of unweighted undirected graphs with
n vertices and m = ©(n'T€) edges, such that hopsets constructed by [4] have certification
complezity Q(mn®) with high probability.

» Lemma 37. For e € [0,2/75), there exists a family of DAGs with n vertices and m =
O(n'*€) edges, such that shortcuts constructed by the greedy approach of [2] have certification
complexity Q(mn€) with high probability.

We prove Lemma 35 in the following. Proofs of Lemmas 36 and 37 are omitted as they
follow from the proof of Lemma 35 in a similar way that Lemmas 30 and 31 follow from
Lemma 29.
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Figure 4 An illustration of the graph construction for Lemma 39 (red: a possible chain).

Proof of Lemma 35. We use the same graph G as in Remark 33, as illustrated in Figure 2.
That is, take the graph G’ promised by Lemma 32 and connect a disjoint path of length
Q(n'/?) to each vertex in the first and the last layers. For any critical path P’ in G’ with
endpoints s, ¢, note that P’ has less than n'/? edges and that it is now extended by Q(n'/?)
auxiliary edges on both ends.

Recall that [4] adds the edge that reduces the potential the most, where the potential
is defined as the sum of all pairwise distances. So the greedy approach must connect two
vertices u, v which divide the extended path into three subpaths of length Q(n'/?) each. In
particular, it means that u, v must be auxiliary vertices associated to s,t respectively since
P’ has less than n'/2? edges. Furthermore, the greedy approach has to repeat this for every
P’. As a result, the lemma follows from a similar argument to the one for Lemma 29. <«

» Remark 38 (Variants of [4]). For simplicity, the proof above is against the approach of [4]
as described by [2] (Section 4). Specifically, each iteration adds the edge that reduces the
potential the most. The original version can be viewed as adding any edge that reduces the
potential by Q(D?) whenever the diameter of the graph is D. Lemma 35 continues to hold
under this description. In fact, the only concern would be that the auxiliary paths might be
shortcut to diameter o(n'/?) before shortcutting the critical paths. (Otherwise, the same
proof works.) This is actually impossible. To see this, suppose the auxiliary path associated
to s € S is shortcut to diameter o(n'/?). Let s’ be the other end of the auxiliary path, and

" be the closest auxiliary vertex to s’ that has ever been shortcut so far. Then, the distance
between s’ and s” is o(n'/?). However, this implies that the potential drops by at most
o(n®/?) in the iteration shortcutting s”. This is a contradiction as the diameter of the graph
is always Q(n'/2).

4.2.3 Non-Constructive Chain Covers
We prove the existence of non-constructive chain covers in this section.

» Lemma 39. Fore € [0,1/50), there exists a family of DAGs G with n vertices, m = ©(n'*¢)
edges, and ©(n'/?)-chain covers C such that any shortcut containing edges of all chains in C
has certification complexity Q(mn®).

Proof. Let G’ be the graph promised by Lemma 29 with n’ = n'/? vertices and m’ =
O((n')1+¢) = O(n'/?*+</2) edges. Let S,T be the sets of vertices in the first and the last
non-auxiliary layers respectively. By the proofs of Lemmas 29 and 32, we have |S| = |T| =
O((n')1/?) = O(n'/*). Meanwhile, A = O(|S|'~°M) = O(n!/*=°() critical paths start from
each s € S and A critical paths end at each t € T. Let G contain n/n’ = n'/? disjoint copies
of G'. We use superscripts i € [n/n’] to denote corresponding objects in different copies.
For i > 1, the auxiliary vertices associated to T(¢—1) are connected to the auxiliary vertices
associated to S by a canonical perfect bipartite matching, as depicted in Figure 4. So G
has n = n' - n/n’ vertices and m = ©(m/ - n/n’ + n) = O(n**+</2) edges in total.
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In the following, we construct a subset of chains C’ C C such that even certifying edges
of all chains in C’ alone already requires Q(n'*€) = Q(mn/?) new edges. The lemma then
follows by substituting € with 2e. To this end, we gradually augment the chains by adding
vertices from G¥) in the increasing order of .

Initially, s = 1. For each vertex s € .S, there are A chains starting from distinct auxiliary
vertices associated to s(!). This is well-defined because there are at least Q((n')Y/?) =
Q(n'/*) > A different associated auxiliary vertices by the proof of Lemma 29. Each of these
A chains will be augmented according to a unique one of the A critical paths starting from
s. In particular, let C' be the chain to be augmented and P the critical path used. Due to
the properties of critical paths, P must end at a unique vertex t € T. Then add to C an
auxiliary vertex associated to t(1). Note that over all starting vertices s € S, a total of A
critical paths end at ¢. So it is possible to ensure that distinct auxiliary vertices associated
to t™) are added to the chains each time.

Now observe that the above process constructs |S|- A = O(n'/2=°()) vertex-disjoint
chains. Each of them exactly contains one auxiliary vertex associated to some sV € §()
and one auxiliary vertex associated to some t(!) € T, More importantly, each of them
corresponds to a unique critical path in G(). Altogether, in order to certify the edges of all
these chains, all critical paths must be certified. Using an argument similar to the one for
Lemma 29, this means at least Q(m’(n)) = Q(mn/?/(n/n’)) new edges have to be added.

Finally, we can make all chains follow the unique edge going from G to G®). So the
above argument can be repeated for all copies i € [n/n/]. In total, certifying all chain edges
needs at least Q(mn/?) added edges, as claimed. <

» Remark 40. In fact, the sampling approach of [14] and its greedy version [2] all need to
shortcut certain chain covers as well. It is not hard to see that the proof of Lemma 39 can
be modified to show the existence of non-constructive ©(n°)-chain covers for basically any
¢ € (0,1). Thus, all these approaches depend on the quality of the chain covers. This is in
addition to the results we prove in Sections 4.2.1 and 4.2.2 which essentially imply that the
constructed shortcuts have high certification complexity even if the chain edges are given for
free.
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