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—— Abstract

This paper considers coresets for the robust k-medians problem with m outliers, and new constructions
in various metric spaces are obtained. Specifically, for metric spaces with a bounded VC or doubling
dimension d, the coreset size is O(m) + O(kde~?), which is optimal up to logarithmic factors.
For Euclidean spaces, the coreset size is O(me™") + O(min{k4/36727k573}), improving upon a
recent result by Jiang and Lou (ICALP 2025). These results also extend to robust (k, z)-clustering,
yielding, for VC and doubling dimension, a coreset size of O(m) + O(kde~2?) with the optimal linear
dependence on m. This extended result improves upon the earlier work of Huang et al. (SODA
2025). The techniques introduce novel dataset decompositions, enabling chaining arguments to be
applied jointly across multiple components.
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1 Introduction

Let (M,dist) be a metric space and let X denote the dataset. The (k, z)-CLUSTERING
problem asks to solve the following optimization problem

C* = argmin cost,(X,C), where cost,(X,C):= Z (min dist(:mc))
Ce(z;l) aexX ceC

and (A,f ) denotes the set of all k-element subsets of M. The special case z = 1, known as
the k-MEDIANS problem, is one of the most extensively studied clustering problems and the
main focus of this paper. Accordingly, we omit the subscript in cost; and simply write cost.
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In practice, the presence of outliers poses a significant challenge to the optimization
problem above. For example, a small number of adversarially inserted outliers can drastically
bias the solution by forcing the algorithm to designate them as centers, thus failing to find
the true underlying clusters of the dataset. To address this issue, we consider the following
robust version of k-MEDIANS, proposed by [9], which seeks to find a minimizer that tolerates
(at most) m outliers:

C* := argmin cost™ (X,C), where cost!™(X,C) = min cost(X \ L,C). (1)
oe(¥) Lea)

Solving robust k-MEDIANS is considerably more challenging than solving its vanilla
counterpart (i.e., without outliers). Existing constant-factor approximation algorithms [10,
34, 24] have a high-order polynomial running time. Moreover, while fixed-parameter tractable
(FPT) algorithms for (1 + €)-approximations are known [22, 1], their running times remain
far from near-linear in the dataset size. Hence, designing scalable algorithms for robust
k-MEDIANS continues to be an active area of research.

Among the various approaches, coresets have emerged as a powerful technique for scalable
clustering. An e-coreset is a small weighted subset of the dataset that approximates the
k-MEDIANS cost within a relative error of € for every set of k centers. By constructing
such a coreset, one can solve robust k-MEDIANS more efficiently, as the runtime depends
on the coreset size rather than on the size of the full dataset. Over the last two decades,
extensive research has yielded nearly optimal coresets for various metric spaces [25, 11, 35,
19, 18, 16, 15, 30, 4, 14]. For metric spaces with a finite VC dimension® dyc, the best known
e-coreset for k-MEDIANS has a size of?> O(kdyce~2) [14]. Similarly, for metric spaces with
a finite doubling dimension dp, the coreset size is O(kdpe~2) [18]. Both of these bounds
are known to be tight up to logarithmic factors [16]. However, the coreset size need not
always depend on the dimension. In Euclidean space, a dimension-independent coreset of
size O(min(k*/3=2 ke—3)) can be achieved [16, 15], and this bound is near-tight for ¢ that
is not too small [30].

The success of vanilla coresets does not carry over to the robust setting, and our un-
derstanding of robust coresets lags significantly behind. For over a decade, the best-known
coreset constructions for robust k-MEDIANS with m outliers (see Definition 4) either had
size exponential in k 4+ m [21] or achieved only bi-criteria guarantees [19, 26]. A recent
breakthrough by Braverman et al. [6] introduced a general framework for clustering with
constraints, which led to substantial progress on this problem. In particular, the first
polynomial-size coreset for robust k-MEDIANS in Euclidean space had size O(m + k3~°) [27].
Subsequent work [29] improved this bound to O(m + k?¢~*) and extended the construction to
metric spaces with finite VC or doubling dimension, yielding coreset sizes of O(m—l—kzdvcsle)
and O(m + k?dpe—2), respectively. While these results achieve near-linear dependence on
the number of outliers m, their poly(k/e) dependence remains substantially worse than the
optimal vanilla coreset size Q.

Another recent work [33] adopts an alternative approach to construct robust coresets
in Euclidean space, achieving a size of O(msfl -min(k,e71) + Q) This approach can be
generalized to metric spaces with finite VC or doubling dimension, resulting in the same

L For brevity, we say a metric space has VC dimension dyc when the VC dimension of its ball family is
dvc.
2 Throughout this paper, O(f) = O(f polylog f).
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Table 1 Comparison of state-of-the-art coreset sizes and our results for robust (k, z)-CLUSTERING.
Results marked with * indicate near-optimal worst-case bounds for robust k-MEDIANS (z = 1). Here,
dvc and dp denote the VC and doubling dimensions, respectively, and “V-size” denotes the vanilla
coreset size. All results assume that z > 1 is a constant and omit factors of 2°(*) or 2°(*) in the
coreset sizes. The referenced theorems are only for z = 1; the corresponding results for general
constant z > 1 are provided in the full version. For Euclidean results derived as corollaries of
Theorem 2, see the discussion preceding Theorem 3.

Metric space Prior results Our results
O(m) + O(k*dvce™>*7%) [29] 5 -y
VvC O(min{kme™1, me~2*}) + V-size [33] O(m)(;}?(kdvcls) ) *
Q(m + kdvee2) (dve = logn) [27, 16] corent
O(m) 4+ O(k*dpe~?7) [29]

] O(min{kme™*, me~%*}) + V-size [33] O(m) + O(kdpe™%)
Doubling Q(m + kdpe~?) [27, 16] (Theorem 2)
o(tdos M) (= o F2)) [30]
~ O(m) + O(k%~%72) [29] O(me=*) + O(min{k =77 e2, ke —*2})
Euclidean O(min{kme™", me™2*}) + V-size [33] (Theorem 3)
Q(m + ke™?) [27, 16] O(m) 4+ O(ke272)
Qke™*72) (e = QE~YEF2)) [30] (Corollary of Theorem 2)

robust coreset size but with @ now denoting the vanilla coreset size specific to the respective
metric space. While this result matches the vanilla coreset size in its () term, the other
“outlier term” is much worse than near-linear in m due to additional multiplicative factors.

On the other hand, we know that any robust k-MEDIANS coreset must have size at least
Q(m + Q) (see the full version for a proof). This leads to the following question.

In which family of metric spaces can an e-coreset for k-MEDIANS with m outliers be
constructed with size O(m + Q), where @ denotes the current optimal size of vanilla
e-coreset in the same metric space?

Tight vanilla coreset sizes are often achieved through chaining arguments [4, 14]. In
contrast, all the robust coreset results discussed so far do not use chaining arguments and rely
on geometric decomposition techniques, which partition the dataset into significantly more
pieces with desirable properties than are needed for vanilla coresets. This methodological gap
exists because applying vanilla geometric decomposition and chaining to the robust setting
faces a fundamental difficulty: even a minor perturbation to the center set can drastically
change the outliers. Such instability can either invalidate the correctness of the chaining
argument or, if addressed with a simple fix, lead to an ineffective, large coreset size.

In this paper, we address this difficulty by introducing a new form of dataset decomposition
which allows for a careful adaptation of the chaining arguments. As a result, we obtain robust
k-MEDIANS coresets whose sizes nearly match the best known vanilla bounds for metric
spaces with finite VC or doubling dimension. Moreover, for Euclidean space, where vanilla
coresets admit dimension-independent size bounds, we obtain a coreset of size O(me~! 4 Q).

1.1 Our results

We now present our results in detail, focusing on robust k-MEDIANS. The extension to
general robust (k, z)-CLUSTERING, defined similarly to (1) but using cost,(-,-) in place of
cost(+, ), is provided in the full version. A summary of our results can be found in Table 1.
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Throughout this paper, we assume the availability of a distance oracle that returns
dist(x, y) in constant time for any queried pair (z,y).

First, we have the following theorem for coresets in metric spaces with a finite VC
dimension.

» Theorem 1 (Finite VC dimension). Let (M, dist) be a metric space with VC dimension
dyc > 1. There exists an algorithm that, given a dataset X C M of size n > 1, constructs
an (e, m)-robust coreset of X for robust k-MEDIANS with size O(m) + O(k - dyc - €2) in
O(nk) time.

In the special case where m = 0, this coreset size matches that of the vanilla k-median
coreset [14], which is worst-case optimal. This follows from the fact that in a metric space
with n points and VC dimension logn, the tight coreset size for vanilla k-median is precisely
O(k - logn - £72) [18, 16]. Moreover, the O(m) factor aligns with the coreset lower bound
Q(m) established in [27]. Thus, we obtain the first tight VC-dimension-based coreset for
robust k-median.

Next, we give the coreset result in doubling spaces.

» Theorem 2 (Finite doubling dimension). Let (M,dist) be a metric space with doubling
dimension dp > 1. There exists an algorithm that, given a dataset X C M of sizen > 1,
constructs an (g, m)-robust coreset of X for robust k-MEDIANS with size O(m)+O(k-dp-e2)
in O(nk) time.

Similarly to the VC-dimension case, this doubling-dimension-based result extends the
vanilla result from [14] by introducing an additive O(m) term. This size is optimal, as it
matches the lower bound of the coreset size, Q(m + k - dp - £72), established in [27, 16].

Finally, we consider Euclidean spaces. Since the Euclidean metric (R?, || - ||2) has doubling
dimension at most d+ 1, Theorem 2 and its generalization imply the existence of a Euclidean
coreset of size O(m) + O(kde~2). By applying the standard iterative size reduction and
terminal embedding technique from [8, 41], which reduces the ambient dimension d to O(e~2),
this coreset size can be further reduced to O(m) + O(ke*). This already improves upon
the prior bound of O(m) + O(k*c~*) from [29], achieving an improvement by a factor of k.
However, when m = 0, this size exceeds the vanilla coreset bound O(min{k*/3c¢=2 ke—3})
from [18, 15, 30]. This constrasts with the VC and the doubling cases, in which our results
extend the previous vanilla results. This difference stems from the special geometric structure
of Euclidean metrics, which enables further reductions in coreset size but also complicates
obtaining tight bounds. Indeed, even for the vanilla setting, the optimal coreset size in
Euclidean space remains partially open [30]. To address the added complexity of robustness,
we develop a new algorithm specifically tailored for robust Euclidean k-MEDIANS, yielding
the following theorem.

» Theorem 3 (Euclidean spaces). Let (M, dist) = (R%, || - |l2). There exists an algorithm that,
given a dataset X C R? of size n > 1, constructs an (g, m)-robust coreset of X for the robust
k-MEDIANS with size O(me™') + O(min{k*/3¢=2 ke=3}) in O(nk) time.

This Euclidean coreset size extends the vanilla result from [18, 15, 30] by introducing
an additive O(me~!) term. An interesting open question is whether this additional term
can be further improved to O(m), matching the Q(m) lower bound [27]. Moreover, The-
orem 3 improves the recent bound O(min{me=2, kme~'} + min{k*/3c=2 ke=3}) from [33]

by replacing the term min{me=2, kme~!} with a smaller me~?!.
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Extension to general z > 1. We further extend our results to general robust (k,z)-
clustering under various metrics. Details can be found in the full version. For metric spaces
with a finite VC or doubling dimension, the coreset size is O(m) + O(k - min{dyc, dp} -£~2?).
Compared to the previous bound of O(m) + O(k? - min{dyc - e~2*2,dp - £~ 2*}) from [29],
our result significantly reduces the dependence on k from k? to k. Notably, our coreset
achieves a linear dependence on k, which is optimal.

In Euclidean spaces, the coreset size is O(me_z)—&—(j(min{k%s_z, ke=*72}), introducing
an additive O(me~#) term to the vanilla size of [30]. Compared to the recent bound
O(min{me=2*, kme~'} +min{k=%* e~2, ke~*~2}) from [33], our result improves the me~2*

term to me—*.

1.2 Other related work

Coresets for constrained k-Medians. Recently, there has been significant interest in
developing coresets for constrained variants of the k-MEDIANS problem. For capacitated k-
MEDIANS, where centers have capacity constraints, a coreset of size O(k%e—3 log? n) was first
constructed for instances in Euclidean space [17]. Subsequent research yielded improvements,
first to a size of O(k%¢~%) [6], which notably is independent of both the dataset size and
dimension, and more recently to O(k2e~*) [29]. A closely related variant is the fair k-MEDIANS
problem. The first coreset developed for this variant had a size of O(ke~%logn) [42]. This was
followed by coresets of size O(k%c~?) [28] and O(k*c—3dlogn) [3]. These bounds were later
improved to O(k%¢~%) [6] and eventually to O(k?c—*) [29]. Other variants of constraints have
also been studied, including coresets for clustering with missing values [7] and fault-tolerant
coresets [29]. All these results can be extended to general (k, z)-CLUSTERING.

Coresets for other problems. Beyond clustering, coresets have been applied to a variety of
optimization and machine learning problems, including low-rank approximation [13], principal
component analysis [20] and mixture models [31, 38] and various regression tasks [12, 40,
44, 39, 2, 23, 37]. Coresets have also been used for other robust optimization problems.
For example, Wang et al. [43] proposed a framework to compute robust local coresets for
continuous-and-bounded learning, and Huang et al. [32] introduced a unified framework to
construct a coreset for general Wasserstein distributionally robust optimization problem.

2 Preliminaries

Throughout this paper, let (M, dist) denote a metric space. For notational convenience, for
a set S, we denote by (g) the set of all k-element subsets of a set S. For a set A C M, the
diameter of A is denoted by diam(A) = sup, ;¢ 4 dist(a, b), and the distance from a point x
to A is defined as dist(z, A) = inf,c 4 dist(z, y).

Ball range space and VC dimension. For a point € M and a radius » > 0, let B(x,r) =
{y € M | dist(z,y) < r} denote the ball centered at x with radius . The ball range space
of (M, dist) is the collection of all balls, denoted by Balls = {B(x,r) | € M,r > 0}. For a
k-point set C € (A:), let B(C,r) = U,cc B(c,7). The k-Balls range space of M is denoted
by Ballsy = {B(C,r) | C € (3),r > 0}.

A finite set X C M is said to be shattered by Balls if |X N Balls| = 2/¥! where
X NBalls = {XNB(z,r) | B(z,r) € Balls}. The VC dimension of (M, dist) is the maximum
size of a subset of M that can be shattered by Balls, or 400 if no such maximum exists.
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Doubling dimension. We say that a metric space (M, dist) has doubling dimension at
most ¢, if for any ball B(z,r), there exists a set C' € (A;) with ¢ < 2! so that the ball
B(z,r) € B(C, %), i.e., any ball can be covered by at most 2' balls of half radius.

Robust (k, z)-clustering. For a dataset X C M, the vanilla (k, z)-CLUSTERING problem
aims to compute a k-center set C € (A,f) that minimizes

cost,(X,C) = Z dist®(z, C).

zeX

This problem captures several variants, including vanilla k-MEDIANS (z = 1) and vanilla
k-MEANS (z = 2). A well-known variant, called (k, z)-CLUSTERING with m outliers, or the
robust(k, z)-CLUSTERING problem, is to find C' € (A:) that minimizes
cost "™ (X, C) = min cost, (Y, C).
YCX,|X\Y|<m

Namely, cost(™ (X, C) aggregates all but the largest m distances to C. Similar to the vanilla
case, we call the problem robust k-median when z = 1 and robust k-means when z = 2.

Weighted Set. Let (Y,wy) be a weighted set where each point y € Y has a weight
wy(y) > 0. We use w(y) to denote wy (y) if the weighted set is clear in the context.
Moreover, for a weighted set Y, we denote by ||Y]|o the number of points in ¥ and by ||Y1
the total weight of Y. The k-median objective on Y is defined as

cost,(Y,C) := Z w(y) dist*(y, C).

yey

Weighted Outlier. Let (Y,wy) and (Z,wz) be two weighted sets. We call Z a valid
m~weighted outlier of Y if (i) Z C Y, (ii) wz(z) < wy(z) for all z € Z, and (iii) wz(Z) = m.
Also denote by Y\ Z the weighted set (Y, wy — wgz).

For a weighted set (Y, wy ), we use Lg,m) to denote the set of all valid m-weighted outliers
of Y. The robust (k, z)-clustering objective on Y is defined as

cost™ (Y, C) := min cost, (Y \ Z,C).
zeL™

» Definition 4 (Robust coresets). A weighted subset D of X is an (¢,m,A)-robust coreset
of X for robust (k, z)-clustering if for everyt =0,...,m, and every C € (]}f), it holds that

| cost® (X, C) — cost (D, C)| < e - costP (X, C) + A.

An (g,m,0)-robust coreset is also called an (e, m)-robust coreset.

This robust coreset preserves the clustering cost for every outlier budget ¢ < m (rather
than only for ¢ = m), which yields the following mergeability property.

» Fact 5 (Mergeability of Robust Coresets [27]). Suppose that X1 N Xo = 0. If Dy is an
(e, m, Ay)-robust coreset for X1 and Ds is an (e,m, Ay)-robust coreset for Xo, then their
union D1 U Dy forms an (e, m, A1 + Ag)-robust coreset for X1 U Xs.

Given a real number a € R, we define a™ = max{a,0}. We shall repeatedly use a basic
fact about the maximum of Gaussian variables.

» Fact 6 (Maximum of Gaussians [36, p79]). Let g1, ..., g, be mean-zero Gaussian variables
(which are not necessarily independent), then Emax; |g;| < v/logny/max; E g7.
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3 Technical overview

Our approach is built upon a key conceptual idea: the (r, k)-instance (Definition 7), a
structure consisting of k£ balls all having the same radius r. This uniform-radius constraint
is, to the best of our knowledge, a new contribution to the coreset literature, serving as an
architectural foundation for the following three major methodological innovations.

(i) A new dataset decomposition that partitions the dataset into only polylog(k/e) pieces,
each forming an (r, k)-instance for some radius r. This is a significant reduction from
the O(k) pieces required by previous methods [27, 29] and is essential for eliminating a
k factor from the final coreset size.

(ii) A robust coreset algorithm (Algorithm 1) for an (r, k)-instance, accompanied by a novel
analysis that achieves the following two advances simultaneously.

We introduce the first application of the chaining technique to the robust setting,
overcoming its prior confinement to the vanilla case [4, 14]. Our analysis crucially
relies on the uniformity of the radii, which enables control over the placement of
outliers.

We develop a multi-ring range-space argument that extends the prior single-ring
analyses [27, 29] by treating the rings collectively as a single (r, k)-instance.

(iii) Two algorithms (Algorithms 2 and 3) for (r, k)-instances with small radii, which employ
new reductions to the vanilla coreset framework. Specifically in Euclidean spaces, our
joint reduction across all components of an (r, k)-instance yields improved coreset sizes
compared to the component-wise vanilla reduction used in [33] .

Below, we begin by presenting these novelties in the context of Theorem 1 for metric
spaces with a finite VC dimension dyc. We then discuss how to adapt these results to
doubling metrics, highlight the additional technical novelty required for Euclidean metrics,
and extend the techniques to general robust (k, z)-CLUSTERING.

Review of prior results. We begin by reviewing the techniques of [27], which obtains the
first polynomial-sized robust coresets. Given a dataset, the authors first find a constant-factor
approximation C* for robust k-MEDIANS and explicitly add the m outliers from this solution
to the coreset. Then they apply the ring-decomposition framework of [6], which builds
upon [11], to reduce the remaining data points (called inliers) to O(k%~') rings, where
points in each ring are approximately equidistant from the center. A robust coreset is then
constructed for each ring using uniform sampling, and the mergeability of robust coresets
(Fact 5) implies a robust coreset for the whole dataset. Given a ring X of radius r, the analysis
of uniform sampling relies on the following integral representation of the cost function:

cost™ (X, C) = /OOO(|X \ B(C,u)| —m)" du.

Suppose that D is a uniform sample (reweighted by %) from X, one immediately obtains

| cost™ (X, C) — cost™ (D, C)| < /000 [|ID\ B(C,u)|1 — |X \ B(C,v)|| du. (2)

Now, if the sample size on each ring is O(kdyce~2), it follows from the classical VC theory
that || D\ B(C,u)||; approximates |X N B(C,u)| up to an additive error ¢ - | X| for every C
and u, i.e., D is an e-range space approximation of X. Since X is a ring of diameter O(r),

112:7
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the integrand of (2) vanishes outside an interval of length O(r) and, consequently, D is an
(e,7, | X |rr)-robust coreset of X. Applying this to O(k?c~!) rings results in a robust coreset
of size m + O(k%e~" - kdyce=2) = m + O(k®dyce ), as concluded in [27]. A subsequent
work [29] essentially reduces the number of “effective rings” to O(k) by adaptively selecting
the sample size for each ring, achieving a smaller coreset size of m + O(kgdvcs_Q).

Our goal is to further reduce the coreset size to m + Q(e), where Q(g) denotes the size of
a vanilla e-coreset. The state-of-the-art result is Q(¢) = O(kdyce~2) [14], improving on [27]
by a factor of k. This improvement is achieved by grouping the rings into poly log(k/e)
collections, each containing at most k rings, and performing uniform sampling at the group
level rather than for individual rings. A straightforward idea would be to apply the vanilla
coreset construction directly to the union of all rings, i.e. the set of all inliers. However, this
fails to guarantee a robust coreset, since points within the rings can become outliers with
respect to center sets different from C*. Therefore, new technical ideas are required.

Grouping rings: (7, k)-instances. A natural strategy is to leverage the core principle of
vanilla coreset construction: perform uniform sampling across multiple rings and analyse the
total error collectively, rather than summing the errors from individual rings. However, a key
obstacle is that the error induced by outliers depends on the chosen center set and can vary
by orders of magnitude across different rings, making it difficult to control the total error
uniformly over the entire space of center sets. Addressing this motivates the key definition of
an (r, k)-instance (see Definition 7), which is essentially a set of points that can be covered
by k balls of equal radius r (i.e. contained in B(A,r) for some k-point set A). The idea of
grouping rings has been instrumental in recent advances towards constructing near-optimal
vanilla coresets [18, 16, 15, 30, 14]. These approaches typically group rings of varying radii
from different clusters, whereas in our (r, k)-instance, all rings must have a uniform radius
r. While such uniformity is unnecessary for vanilla coreset constructions, it is crucial for
robust coresets, as it ensures “comparable” outlier-induced errors across rings within the
same group.

Now we provide a high-level overview of our algorithm, which decomposes the input
dataset X into a collection of (r, k)-instances (see Lemma 13 and Figure 5 for illustration).
First, we add m + e~ ! points farthest from C* to the coreset. Adding these additional e~!
points guarantees that all remaining points in X are within a distance of ¢ - cost(m)(X ,C%)
from C*. Then we collect all points within distance ri, := -5 - cost(™) (X,C*) from C*,
forming an (ry,, k)-instance. Now, all remaining points have distances to C* within the
interval [rin, mkriy,], allowing them to be decomposed into log(mk) layers of (r, k)-instances
with geometrically increasing radii . We then construct a robust coreset for each of these
(r, k)-instances (with carefully chosen error guarantees) and merge them into a final robust
coreset of X using Fact 5. The main technical challenge is to construct robust coresets of size
O(kdyce=2) for these (r, k)-instances, i.e., the layers and the inner instance; we illustrate
the key ideas for each scenario below.

Handling a layer of (r, k)-instance. Consider a layer of (r, k)-instance X = X; U---UX}, C
B(A,r), where each X; C B(a;,r) for some a; € A. We develop Algorithm 1 to construct an
(¢,m, | X|r)-robust coreset for X; roughly speaking, we take O(kdyce2) uniform samples
from X (Theorem 9). Without loss of generality, assume that all X; have equal cost
cost(X;, a;). This type of instance is also referred to as an (r, k)-regular instance (Definition 4);
we show in Lemma 10 how to remove this assumption and in Figure 2 for illustration.

A natural idea is to extend the single-ring analysis (shown in (2)) to an (r, k)-instance.
With O(kdyce2) points in D, we can still guarantee that [ID\ B(C,u)||y — | X\ B(C,u)|| <
| X| for every C' and u. However, applying this bound directly would yield an additive error
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of ek|X|r (arising from integrating over k intervals of length O(r), one for each of k clusters),
which is a k-factor larger than our target error of ¢| X |r. Hence, additional technical insights
are needed for a tighter control of the error.

Chaining argument. The first idea is to borrow insights from the vanilla coreset construc-
tion, where the chaining argument is central. An essential step there is bounding the net size
by exp(O(k)), which counts the number of distinct distance vectors (dist(z, ), cp for all
possible choices of C', under a certain level of discretization. In the robust setting, however,
a small perturbation to C' can drastically change the set of outliers and thus the distance
vectors. A natural idea is to fix the set of outliers, which then requires taking a union bound
over all (li ‘) possible sets of m outliers, causing an additional exp(m) factor in the net size.
This results in a net size far exceeding the desired exp(O(k)), which will blow up the error
bound we aim to control.

To address this issue, we apply the chaining argument ezclusively to those clusters whose
points are all inliers with respect to C. Specifically, we partition both X and D into the
same three collections of clusters with respect to C: A; (clusters of inliers), Ay (clusters
of outliers), and Az (clusters whose distances to C' lie within an interval of length O(r)).
Such a decomposition is possible because every cluster in an (r, k)-instance has the same
radius, and an additional realignment procedure (Lines 4-6 in Algorithm 1) ensures that each
cluster X; has a total sample weight of | X;|. Notably, the realignment procedure ensures
that the sample set D has the same partition as X, a property absent in vanilla coreset
constructions. We then apply the chaining argument solely to A1, obtaining an indezred-subset
cost approximation that bounds the error introduced by A; . Since A; is a union of clusters
and there are at most 2¥ such unions, the net size only increases by a factor of exp(k), which
remains manageable .

Range space argument. Since A, contains only outliers, we may safely ignore it. It
remains to control the error contributed by As. Since the distances of all points in Az from
C' lie within an interval of length O(r), we anticipate extending the single-ring analysis in
(2) to A3 and obtaining an additive error of O(¢|X|r) . A key challenge is that As varies
with the choice of (', increasing the number of relevant ranges to consider. To mitigate
this, we extend the notion of range space approzimation to encompass all 2F possible sets of
As . While this extension increases the number of ranges by a factor of 2¥, we can safely
ignore this factor because the original number of ranges is already on the order of 2*dve,
Consequently, the range space approximation guarantee of the sample set D remains valid,
meaning D induces at most an €| X| error for each of these ranges. Now, the integral in (2)
is effectively over the distance interval for As, which has length O(r), and the overall error
for As is thus within €| X| - O(r) .

Handling inner (7;,, k)-instance. Counsider the inner (ri,, k)-instance X = X; U--- U X},
where each X; C B(a;, rin). We shall construct an (e, m, mk ri, )-robust coreset for X , where
the additive error is at most mk i, < e - cost(™ (X, C*), which is acceptable.

We propose Algorithm 2 to achieve this goal. For each X;, we first select an arbitrary
subset H; C X; of m points and move these points to the center a;. The coreset then consists
of two components: a weighted point (a;, |H;|) to represent the collection H;, and a vanilla
coreset of the remaining points X \ (Uie[k] H;). See also Figure 3 for illustration. The
algorithm’s correctness follows from the fact that the total moving distance between X and
D is at most mk r;,, which ensures the same level of additive error.

Interestingly, this robust coreset construction for the inner (riy,, k)-instance also leads to
another coreset of size O(kme™1) 4 O(kdyce—?) for the full dataset (rather than just for
the inner instance). The algorithm maintains this robust coreset D along with all points
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Decomposition Lemma

(Lemma 13)
o W
J— far points layered rings inner instance
Reduction to regular instances Reduction to vanilla case
(Lemma 10) (Lemma 11)

Y
Coreset for regular instances
(Theorem 9)

— .

Sufficient conditions Uniform sampling satisfies
for coresets the conditions
Y / \
Cost difference Index-subset cost Range space
decomposition approximation approximation

l

Chaining argument ‘

Figure 1 Structural diagram of the proof for VC instances (Theorem 1). Components without
referenced theorems or lemmas are omitted in this version and can be found in the full version.

outside the inner (7, k)-instance. Since each outside point x satisfies dist(x, C*) > ri, =
= cost (™) (X, C*), there can be at most kme~! such points, yielding the stated coreset
size. We note that this matches the size obtained in a recent paper [33], although we use
different reductions to the vanilla setting. Unlike our requirement that each ball in the inner
(rin, k)-instance has a small radius, their approach requires every ball to be dense, containing
at least me ™! points.

This concludes our proof overview for the VC case. A structural diagram is shown in
Figure 1.

Adapting to doubling metrics. The analysis for the doubling metric in Theorem 2 is
almost identical to that for the VC case. We employ the same point set decomposition into
(r, k)-instances (Lemma 13) and the same algorithms (Algorithms 1 and 2) for constructing
robust coresets, with the only difference being the substitution of dp for dyc in the coreset
size. The key difference is that, in a doubling space, the VC dimension of the set of balls can
be unbounded [26], preventing a direct application of the same range space argument used
in the VC case. To overcome this, we adopt the technique from [26], which shows that by
(randomly) distorting the distance function dist slightly , one can bound a “probabilistic”
version of the VC dimension by O(dD) . This property enables a distorted variant of the
range space argument , and we further show that the resulting error for A3 under this
distortion remains well-controlled (Lemma .

Euclidean spaces. As discussed above, our algorithm for the inner (ri,, k)-instance (Al-
gorithm 2) also produces a Euclidean coreset of size O(kme~!) + Q(g), where Q(¢) now
denotes the size of the vanilla e-coreset in Euclidean space. Note that the total number
of moved points in Algorithm 2 is mk, while the number of outliers is only m, wasting
a k factor. This observation motivates Algorithm 3, which further reduces the Euclidean
coreset size to O(me~!) + Q(g). The key idea is to increase the radius threshold 7y, from

£ cost™ (X, C*) to £ - cost™ (X, C*). See Figure 6 for illustration.
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In the analysis of this algorithm, a major challenge arises when the inner (ri,, k)-instance
contains points that are outliers with respect to some center set C. As noted earlier, a
naive adaptation of the vanilla chaining argument can blow up the net size by a factor of
exp(m). To address this, we propose a novel decomposition of the robust clustering cost
by strategically reassigning outliers across clusters, ensuring that only one cluster contains
both inliers and outliers, while all other clusters contain exclusively inliers or exclusively
outliers . This decomposition relies on the uniform radius assumption, which guarantees that
moving each outlier introduces only a small additive error O(rj,) to the overall clustering
cost. Consequently, the net size in the chaining argument grows by at most a factor of 2%,
which remains manageable as before.

4 Three Coreset Constructions for (r, k)-Instances

A common approach to constructing a robust coreset for a point set is to decompose the set
into distinct parts with useful geometric properties and then construct a coreset for each
part separately. This paper follows this strategy by introducing the notion of (r, k)-instances
and (r, k)-regular instances.

» Definition 7 ((r, k)-instance). A dataset X C M s called an (r, k)-instance if X C B(A,r)
for some A € (A]f)

Intuitively, an (r, k)-instance X consists of k clusters, each contained within a ball of
radius r. As a result, we have cost(X, A) < |X|-r. We further define a specific subclass of
(r, k)-instances below.

» Definition 8 ((r, k)-regular instance). A point set X = X; U---U Xy, C M is called an
(r, k)-regular instance if

(i) VZ,] S [k}], ) 75], X ij = @,’

(ii) Vi € [k], X; C B(a;,r) for some center a; € M;

(i) Vi.j € [K]i £ 4, |Xi| < 21%;].

An (r, k)-regular instance further imposes the condition that the number of points in
each cluster X; is of the same order. Specifically, we have % <X < @ for all i € [k].
We note that the prior work [18, 14] introduced a similar structure called a group, which
also consists of k clusters. The key distinction between our structure and a group is that we
enforce strict alignment on the radius of different clusters, which is crucial for our analysis.

In the three subsections below, we shall give three different coreset constructions for

(r, k)-instances.

4.1 First coreset construction

The first coreset construction applies to both VC-dimension-based and doubling-dimension-
based instances. As a preliminary step, we present a robust coreset construction for (r, kg)-
regular instances (ko < k) in Algorithm 1, with its theoretical guarantee stated in Theorem 9.
Algorithm 1 takes a uniform sample U from X (Line 2) and then constructs a coreset D by
assigning weights to points in U (Lines 3-7).

» Theorem 9 (VC and doubling (r, ko)-regular instances). Let (M,dist) be a metric space
with VC dimension dyc and doubling dimension dp. Let d = min{dyc,dp}. Assume that
X C M is an (r, ko)-reqular instance with | X| = n. With probability 1 — O(m),
Algorithm 1 returns an (g, m,enr)-robust coreset of X for robust k-MEDIANS with size
kdz=2 - 10g®M (kde=1) - log® m.
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Algorithm 1 Coresetl(X,r, ko, k,e,m).

Input: An (r, ko)-regular instance X = X; U --- U X}, parameters &, m
Output: Coreset D
1: d + min{dvc,dp}, s + %4 -logo(l)(%) -log®m
2: U <« a uniform sample with replacement of size s from X, with each sampled point
weighted by %

3D+ 0

4: fori=1,...,ky do

5: Ui <— HUﬁXzHl

6:  for each z € UN X;, add « to D with weight wp(z) = & - ¢

7: end for

8: return D
e e T T T T
| Dy o D, o Dy |
| L L e
i L N ' ‘
3 i R . : : ) .0 o o : : o o :
i ; ° ° o o. g o : I ° o ° ; o o. o! : i 0 © * . 0«7. :
3 o o .o° (l - U : o Jo o 8 i : . a1 X i
| e o Le0 oL A °on, AT ‘
P e X, Xg L X, o :
. 6 .
X X0 e 1
I I . I
| | o o 1
Yy @ (1, 2)-regular instance Y1 : (r,2)-regular instance Y5 @ (r, 3)-instance

Figure 2 An illustrated example of the first coreset construction as per Lemma 10. Black dots
represent coreset points. Clusters are grouped based on their sizes.

Theorem 9 is a major technical result and its proof can be found in the full version. Based
on the theorem, we can now prove our first robust coreset construction for (r, k)-instances by
splitting an (r, k)-instance into logg regular instances. An illustration is given in Figure 2.

» Lemma 10 (VC and doubling (r, k)-instances). Let (M,dist) be a metric space with VC
dimension dyc and doubling dimension dp. Let d = min{dyc,dp}. There is a randomized
algorithm which, given an (r, k)-instance X, computes with probability at least 1 — O(m)

an (e,m,er| X|)-robust coreset with size O(kde=?) -log®m of X for robust k-MEDIANS.

Proof. Let X = X; U---U X}, be an (r, k)-instance where X; C B(a;,r) for some a; € M,
and suppose that |[X| =n. Welet Py = {i € [k] | 0 < [X;| < '} and P; = {i € [K] |
271 X <27 2) for j=1,...,[log £]. Observe that P;’s form a partition of [k].

Let Y; = UieP]- X; for each j =0,...,[log £].

Now we construct our coreset D. Observe that Y; is an (r,|P;|)-regular instance for
each j > 1. Applying Theorem 9 to Y; yields an (e, m,er|Y;|)-robust coreset D; for robust
k-MEDIANS with probability at least 1 — O(m), with |D;| = O(%2) - log® m. We
include all these coresets D; in D.

Next, we handle Y. For each i € Py, select an arbitrary point z; € X; and define
Dy = {(z;,|X;]) | i € Po}. By the triangle inequality, we know that Dy is an (g, m, 2enr)-
coreset of Yy. We add Dg to D.
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Figure 3 An illustrated example of the second coreset construction as per Lemma 11. Black dots
represent coreset points.

Algorithm 2 Coreset2(X,r, k,e,m).

Input: An (r, k)-instance X = X; U---U X}, parameters €, m, and a vanilla e-coreset oracle
B

Output: Coreset D

1: fori=1,...,k do

2:  H; + a subset of min(m, |X;|) arbitrary points from X;

3 x; < an arbitrary point from H;

4:  add x; with weight wp(z;) = |H;| to D

5. end for

6: H« U, H;

7 X'« X\H

8 D'« B(X/,E)

9: add D’ to D

10: return D

By the mergeability of robust coresets, we conclude that D is an (g, m, 3enr)-robust
coreset of X for robust k-MEDIANS. Furthermore, the size of D is

1Dl =+ [102] -0 (5) togm=0 () tog*m.
€ & €

The overall failure probability is at most [log g] : O(log 5 ‘lig(m,k)) = O(log(lmk) ). Rescaling ¢

completes the proof. |

4.2 Second coreset construction

Suppose that X is an (r, k)-instance and X C B(A,r) for some A = {aq,...,ax} € (A,f) Let
X; ={x € X | i = argmin;¢, dist(z, a;)}, where ties in argmin are broken arbitrarily. We
present in Algorithm 2 our second coreset construction, which includes sufficient many points
H as possible outlier surrogates (Lines 1-6) and a vanilla e-coreset D’ on the remaining
points (Lines 7-8). An illustration is given in Figure 3.

» Lemma 11 (Reduction from vanilla coreset to robust coreset). Suppose there exists a
randomized algorithm B that on every k-MEDIANS instance, with probability at least 0.9,
computes a vanilla e-coreset with size Q(e). Given an (r, k)-instance X, with probability at
least 0.9, Algorithm 2 computes an (e, m, mkr)-robust coreset with size k + Q(¢) of X for
robust k-MEDIANS.
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Proof. Let Dy = {(;, |H;|) | i € [k]} denote the set of k weighted points added into D in
the for loop. We prove that D = Dy U D’ is an (g, m, O(mkr))-robust coreset of X = HUX".

Let J* denote the set of the outlier points in cost® (X,C). For each i € [k], let
t; = |J* N X;|. We then have t; < min{|X;|,m} = |H;|. Define EF as the set of outlier points
in cost™) (D N X;,C). Since |D N X;||1 > |H;| > t;, it must hold that ||E}||; = t;. Now, let
E* = U;ep E7- Noting that t =3, i, we obtain

cost(D \ E*,C) = Z cost® (DN X;,C) > cost® (D, C).
1€[k]
Since t; < |H;|, we can find a subset J' C H \ J* such that |J' N H;| = |(J*\ H) N X;|
for all 4 € [k]. Define J = (J* N H) U J’. Note that |[J N H;| = |J*N X;| = t; for all
i € [k]. Similarly, define E = (E* N Dy) U E’, where B C Dy \ E* is chosen such that
|1E' N {z;}|l1 = |Ef \ Dg|l1- Thus, we have ||EN{x;}|1 = |Ef||1 = ;. It follows that

cost (D, C) — cost® (X, C)
< cost(D\ E*,C) —cost(X \ J*,C)
< cost(D\ E,C)—cost(X\J,C) + |cost(E, C)—cost(E*, C)| + |cost(J, C) —cost(J*, C)|
=cost(D \ E,C) — cost(X \ J,C) + |cost(E’, C) — cost(E* \ Dy, C)|
+ |cost(J', C') — cost(J* \ H,C)|
<|cost(D\ E,C) — cost(X \ J,C)| + 2mr + 2mr
= |cost(Dy \ E,C) — cost(H \ J,C)| + |cost(D’, C) — cost(X’, C)| + 4mr.

We shall bound the first two terms separately.
For the first term, by the triangle inequality,

|cost(Dg \ E,C) — cost(H \ J,C)| < Z [(|H;| — t;) dist(z;, C) — cost(H; \ J,C)|

i€ k]
< Z Z dist(z, z;) < 2mkr,
i€[k] ze H;\J

where the last inequality uses the fact that, by the construction of H, Y .|H;| < mk.
For the second term, since D’ is a vanilla e-coreset of X', we have

|cost (D', C) — cost(X', C)| < ecost(X',C) < ecost(X \ J,C)
<ecost(X \ J*,C) + ¢|cost(J, C) — cost(J*, C)]
< ecost(X \ J*,C) + 2emr = e cost (X, C) + 2emr.

Therefore,

cost (D, ) — cost® (X, C) < ecostD (X, C) + (2mk + 4m + 2em)r

3
< ecostV (X, O) 4 8mkr- ®)
By a similar argument, we can also obtain that
cost® (X, C) — cost (D, C) < e cost® (D, C) 4 8mkr,
which implies that
8mkr
(X, C) - cost® (D, C) < —— cost® (X, C : 4
cost' (X, C) — cos (,)_1+€COS (,)—&—1+€ (4)

Combining (3) and (4), we see that D is an (g, m, 8mkr)-robust coreset of X. <
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Figure 4 An illustrated example of the third coreset construction as per Lemma 12. The
construction of D includes an additional capacity-respecting step (Lines 6-10 in Algorithm 3)
compared to prior vanilla construction, which is essential for handling robust clustering cost.

Algorithm 3 Coreset3(X, A, r, k, €).

Input: An (r, k)-instance X, A € (Did), and €.
Output: Coreset D
. 5 ¢ min(k*3e 2, ke=3) - log®W (k/e)

1
2: for z € X do

) 1 cost(z,A)+A (a) 1 cost(z,A)
3: p($) — Z( cost(X,A) + leW(z)| + kCOSt(Xw(z),A))
4
5

: end for

: Draw with replacement a sample U of s points from X where z € X is drawn w.p. p(z),
1

W if drawn

and weighted by wy (z) =
fori=1,...,k do

end for

for z € U do

10:  add x into D with weight wp(z) = % ~wy ()
11: end for

12: return D

4.3 Third coreset construction

Let X be an (r, k)-instance in R? and X C B(A,r). Let A = {ay,...,a;} and X; = {z €
X | i =argmin ey [|[* — aj|2}, where the ties are broken arbitrarily, so X; C B(a;,r). For
each x € X, define 7(z) to be the unique index ¢ € [k] such that x € X;. For each i € [k], let
A= % denote the average cost of Xj.

Our third coreset construction is for Euclidean spaces, given in Algorithm 3. It is a
modification of an importance sampling algorithm proposed by [4]. The only change occurs in
Line 10, where we scale the weights to ensure capacity-respecting, namely, ||D N X;||; = | X;|
for every i € [k]. The following lemma reduces the use of a vanilla coreset to a robust coreset
for Euclidean instances. Its proof is highly technical and can be found in the full version.

» Lemma 12 (Euclidean (r, k)-instances). Given an (r,k)-instance X in R? such that X C
B(A,r) with A € (R}:), Algorithm 8 computes in O(nkd) time, with probability at least 0.9,
an (g,m,6mr + € cost(X, A))-robust coreset of X, with size O(min(k*/3c=2, ke=3)).
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Figure 5 An illustrated example of the point set decomposition for VC and doubling instances in
Lemma 13. Here, i, = ¢/(mk) - cost™ (X, C*).

5 Proofs of Main Theorems: Point Set Decompositions

We prove Theorems 1, 2 and 3 for z = 1 via three coreset constructions in Section 4.

5.1 Proof of Theorems 1 and 2: VC instances and doubling instances

Let (M, dist) be a metric space with VC dimension dyc and doubling dimension dp. Let
d = min{dyc,dp}. The following lemma provides a decomposition of a dataset X C M,
which is essential for coreset construction. An illustration is given in Figure 5.

» Lemma 13 (First point set decomposition). There is an O(nk) time algorithm that, given any
constant-factor approzimation C* for robust k-median on X, decomposes X as X = FURUG,
where

F is a finite subset of X with |F|=O(m +¢e71),

R is the union R = Ry U---U Ry with Il = O(log(mk)), each R; being an (r;, k)-instance

satisfying 3 ;e ril | = O(cost™ (X, C*)),

G is an (rin, k)-instance, where i, = €/(mk) - cost™ (X, C*).

Proof. Let L be the set of the m + [¢71] furthest points to C* in X and define Y = X \ L.
Let r = cost(Y,C*)/|Y| denote the average cost of Y. For each i € [k],let Y; = {y € Y |
= argmin; g, dist(y, c;)} denote the set of inliers whose closest center is ¢, where ties in
argmin are broken arbitrarily. Thus, Y7,..., Yy form a partition of Y.

Balls around C* are defined as B; = {y € Y | dist(y, C*) < 2¢ - er}. We then define the
rings such that Ry = Bp and R; = B; \ B;—1 fori =1,2,...,T, where T is the largest integer
such that Ry # (). This implies that 7' < log(|Y'|/e) and Ry, ..., Ry form a partition of Y.

We are ready to define the decomposition. Specifically, we let

F=1L;

R=_p_, 4 R for s = min{[1 + log(mk)],T};

G=U; s R;.
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We have |F| = O(m+¢e~1) by definition. For each j € {T —s+1,...,T}, R; is contained
in the ball Bj. So R; is an (rj, k)-instance with 7; = 27 - er. So we have,

T T T

Z ri|R;| = Z 27| Rjler < Z 2 cost(R;, C*) < 2cost(Y, C*) < 2cost™ (X, C%).
J=T—s+1 j=T—s+1 j=T—s+1

It remains to prove that G is an (-5 - cost(™ (X, C*), k)-instance. Let G; = GNY;
for each i € [k]. G;’s are disjoint since Y;’s are disjoint. It suffices to prove diam(G;) <
- cost(™ (X, C*) for each i € [K].

Recall that X =Y U L and |L| = m + [¢~'], meaning that cost™ (X, C*) aggregates at
least [¢7!] points outside the ball Br. This implies that

(m)(x.
€ cost(m)(X7 c*) > COSt—(’C) > 2T . gp.

[e=1] -

Hence, for each ¢ € [k],

1 €
; N<92.9T=5 . cp <. = 9T [ op < =, (m)(x_ O*).
diam(G;) < S ers cost'"™ (X, C™) <

We are ready to prove Theorems 1 and 2.

Proof of Theorems 1 and 2. We first find a constant-factor approximation C* of X, i.e.,
cost™(X,C*) < minca(’,”j) cost™ (X, C).> Apply Lemma 13 to decompose X into X =
FURUG, where R= Ry U---UR, for | = O(logmk) and each R; is an (r;, k)-instance, and

G is an (3= cost(™ (X, C*), k)-instance. We construct our coreset D as follows.

We add F identically into D, i.e. each x € F' is added into D with unit weight.

For each R; (i € [l]), we apply Lemma 10 to construct an (e, m,er;|R;|)-robust coreset
D; of R;. We add all D;’s into D.

For G, we remark that G is an (= cost("™ (X, C*), k)-instance, so we can apply Lemma 11

km

to construct an (g,m, ¢ - cost™ (X, C*))-coreset Dy, of G. We add Dy, into G.

We first bound the size of D. Note that || D|lo = || F|lo + 22:1 | R:llo + || Dinllo. We have
[Fllo = O(m +&e~") by Lemma 13, | R;|jo = O(kde~2) - log® m by Lemma 10, and || Diyllo <
k+ Q(¢). By applying the state-of-the-art vanilla coreset [14], we have Q(g) = O(kde~2).
Thus we have |D||o = O(m) + O(kde=2) - log* m = O(m) + O(kde—2).*

Now we claim D is an (O(g), m)-coreset of X and the proof will be complete by rescaling
e. Recall that D = FU(D1U---UD;)UDsy,, where F is an (¢, m, 0)-robust coreset for F, each
D; is an (e, m, er;|R;|)-robust coreset for R; and Dy, is an (g, m, e - cost™ (X, C*))-robust
coreset for G. Since 22:1 3| Ri| = O(cost™ (X, C*)), the mergeability of robust coresets
(Fact 5) implies that D is an (g, m, O(e - cost™ (X, C*)))-robust coreset of X. Recall that
cost™ (X, C*) < cost™ (X, C) for every C € (A,f) Therefore, D is also an (O(e), m)-robust
coreset of X.

By a union bound, we see that the failure probability is at most a constant. |

To improve the runtime, we can instead construct a tri-criteria approximation solution C* in near-linear
time [5], which relaxes the outlier and center number constraints by constant factors. This construction
only affects the coreset size by a constant factor, and hence, we usually assume C* to be a constant-factor
approximation for simplicity. A more detailed discussion can be found in, e.g., Appendix A in [29].

4 Here we use the fact that Blog* A = B(log B + log %)4 < Blog* B+ A for A,B > 1.
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G: (i, 3)-instance

Figure 6 An illustrated example of the decomposition for Euclidean instances in Lemma 14.
Note that 7, = (¢/m)cost™ (X, C*) in this figure, which is larger than that in Figure 5 by a
multiplicative factor of k.

5.2 Proof of Theorem 3: Euclidean instances

For preparation, we have the following decomposition for every Euclidean instance. An
illustration is given in Figure 6.

» Lemma 14 (Second point set decomposition). Suppose that X C RY and let C* be an
O(1)-approximation for robust k-median on X. Then, X can be decomposed in O(nk) time
as X = FUG, where |F| = O(me™') and G is an (rin, k)-instance with G C B(C*,riy) for
rin = = cost™ (X, C%).

Proof. Define F = {z € X | dist(z,C*) > (¢/m) cost(X,C*)}. We argue that |[F| < m +
me~!. To see this, we note that except for m outliers and at most me~! inliers, each point
x € X satisfies dist(z, C*) < ry, := (¢/m) - cost(X,C*). Otherwise, the total cost over X
would exceed cost(X,C*). Hence, letting G := X \ F', we have that G is an (r,, k)-instance
and G C B(C*,riy). <

We are now ready to prove Theorem 3.

Proof of Theorem 3. Our coreset D is constructed as follows. First, we use Lemma 14 to
compute a decomposition X = F UG and add F identically to D. Then we use Lemma 12
to compute an (e, m, 7¢ - cost(™ (X, C*))-robust coreset Dy of G and add Dy into D. By
mergeability of robust coresets, we know that D = F U Dy is an (g, m, 7e cost™ (X, C*))-
robust coreset of X = FUG. But C* is an O(1)-approximation of X for (k,m)-robust
k-median, hence D is an (O(g), m)-robust coreset of X. Rescaling € completes the proof. <«
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