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—— Abstract

The k-VISITS problem is a recently introduced finite version of PINWHEEL SCHEDULING [Kanellopoulos
et al., SODA 2026 [29]]. Given the deadlines of n tasks, the problem asks whether there exists
a schedule of length kn executing each task exactly k times, with no deadline expiring between
consecutive visits (executions) of each task. In this work we prove that 2-VISITS is strongly NP-
complete even when the maximum multiplicity of the input is equal to 2, settling an open question
from [29] and contrasting the tractability of 2-VISITS for simple sets. On the other hand, we prove
that 2-VIsITs is in RP when the number of distinct deadlines is constant, thus making progress
on another open question regarding the parameterization of 2-VisITS by the number of numbers.
We then generalize all existing positive results for 2-VISITS to a version of the problem where some
tasks must be visited once and some other tasks twice, while providing evidence that some of these
results are unlikely to transfer to 3-VisiTs. Lastly, we establish bounds for the density thresholds of
k-VisITs, analogous to the (5/6)-threshold of PINWHEEL SCHEDULING [Kawamura, STOC 2024 [30]];
in particular, we show a v/2 — 1/2 = 0.9142 lower bound for the density threshold of 2-VisiTs and
prove that the density threshold of k-VIsiTs approaches 5/6 ~ 0.8333 for k — co.
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1 Introduction

PINWHEEL SCHEDULING is a fundamental problem in scheduling theory, introduced by Holte,
Mok, Rosier, Tulchinsky and Varvel [23] in 1989. Given the deadlines of n tasks, the problem
asks whether it is possible to perpetually execute one task at a time, in a way such that no
deadline expires between consecutive executions of the same task. Since its introduction,
this problem has been extensively studied; for instance, [24] and [34] study the problem for
constant amounts of distinct deadlines, [26] studies its complexity and [17] introduces an
optimization version known as Bamboo Garden Trimming. PINWHEEL SCHEDULING has
received significant attention in recent years, in particular after Kawamura’s breakthrough
paper [30] in STOC 2024, in which a computer-assisted proof of the density threshold
conjecture (i.e., that every PINWHEEL SCHEDULING instance with sum of inverse deadlines
at most 5/6 is a yes-instance) was given. This resolved a question that had remained open
for over three decades [7] despite a substantial line of work in that direction [2, 6, 15, 18].

Arguably the most important open question regarding PINWHEEL SCHEDULING is its
complexity: it is known that the problem is in PSPACE ever since its introduction [23], but
it remains open whether it is PSPACE-complete [5]. In fact, even (strong) NP-hardness
and membership in NP are both open questions for this problem. Despite some progress for
variants and special cases (e.g., membership in NP for dense instances [23], NP-hardness
for a compact input [2], PSPACE-completeness of a weighted generalization [21]), all the
aforementioned questions still remain open. Regardless, PINWHEEL SCHEDULING has been
used to classify the complexity of other problems, in particular inventory routing problems [1],
adding further intrigue to these open questions.

In a SODA 2026 paper, Kanellopoulos, Pergaminelis, Kokkou, Markou and Pagourtzis [29]
introduced the k-VIisSITS problem as a finite version of PINWHEEL SCHEDULING and proved
that it is strongly NP-complete for k = 2, contrasting the current state of the infinite version,
which is not even known to be weakly NP-hard. As a corollary, PINWHEEL SCHEDULING
becomes strongly NP-hard if each task’s deadline is allowed to change once after a given
amount of executions. This seems like substantial progress towards settling the complexity of
PINWHEEL SCHEDULING, especially when one considers that PSPACE-completeness proofs
for periodic problems often rely on the NP-hardness of finite versions (see e.g., [35, 38]).
Moreover, since the existence of an infinite schedule is equivalent to the existence of an infinite
schedule with a finite period [23], it might be possible to transfer some NP-hardness result
from k-VISITS to PINWHEEL SCHEDULING, which would by itself resolve an open question.
Even disregarding the potential of answering open questions of the infinite version, k-VISITS
seems like an interesting problem in its own merit: it may be more practical than PINWHEEL
SCHEDULING in applications that require finite repetitions, and it may be tractable in cases
in which PINWHEEL SCHEDULING is not.

With the aforementioned motivations in mind, we build upon the work of [29], establishing
stronger hardness results and algorithms for 2-VISITS, as well as bounds for the density
thresholds of k-VISITS. See Section 1.2 for a comprehensive overview of our results and their
merits.

1.1 Related Work

The k-VIsITS problem was introduced by Kanellopoulos et al. [29] in SODA 2026 as a finite
version of PINWHEEL SCHEDULING. Interest in PINWHEEL SCHEDULING and its variants has
been reignited in recent years after Gasieniec, Smith and Wild [18] made progress towards
the density threshold conjecture, and even more so after Kawamura [30] definitively proved
the conjecture. This conjecture was stated by Chan and Chin [7] and had remained open for
over three decades.
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Kanellopoulos et al. [29] prove that 2-VISITS is strongly NP-complete through a chain of re-
ductions starting from RESTRICTED NUMERICAL 3-DIMENSIONAL MATCHING (RN3DM) [41].
On the other hand, it can be solved in linear time when the input is a simple set or when
the input consists of at most two distinct numbers. This leads to two natural open questions
stated in [29]: whether 2-VISITS can be parameterized by the mazimum multiplicity or by the
number of numbers. A natural way to tackle the latter would be to try a reduction to INTEGER
LINEAR PROGRAMMING, which is a standard method for parameterizing numerical matching
variants by the number of numbers (see the paper by Fellows, Gaspers and Rosamond [14] for
more details). However, this method is insufficient for 2-VISITS, because its corresponding
numerical matching variant (POSITION MATCHING - Def. 9) contains two simple sets by
definition, and the parameterization proposed by [14] for numerical matching variants uses
the combined number of numbers of all input sets as parameter (which is O(n) for PosIiTion
MATCHING).

Regarding density thresholds for k-VisiTs, the (5/6)-threshold of PINWHEEL SCHEDUL-
ING [30] implies that all instances with density bounded by 5/6 admit a k-VIsSITS schedule
for all k € N (cf. [29]). However, as we prove, this threshold is not tight for all k.

Recent advances in PINWHEEL SCHEDULING and related problems include the following:
Kawamura, Kobayashi and Kusano [31] study Pinwheel Covering, where each task has to
be executed at most once in a specified number of time units; Kobayashi and Lin [33]
prove that PINWHEEL SCHEDULING cannot be solved in polynomial time under a standard
complexity assumption!; Biktairov et al. [3] study a generalization of Bamboo Garden
Trimming; Mishra [36] gives an optimal density bound for Pinwheel Covering and the current
state-of-the-art approximation for Bamboo Garden Trimming. Other recent progress for
Bamboo Garden Trimming includes [11, 40, 16, 22, 30]. Interestingly, Kleinberg and Mishra
very recently published a preprint [32] claiming NP-hardness for PINWHEEL SCHEDULING
and a PTAS for Bamboo Garden Trimming.?

Other relevant problems include Perpetual Ezploration [4] and Patrolling [9], in particular
Patrolling with Unbalanced Frequencies [8]. However, these problems usually consider special
graph topologies, such as lines [8], and multiple agents [10], while the problems we study
correspond to complete graphs with a single agent.

1.2 Our Contributions

The main objectives of this work are the two open questions from [29] about the existence of

FPT algorithms for 2-VISITS parameterized by the mazimum multiplicity and by the number

of numbers; we answer the former in the negative and make progress for the latter towards

the positive. Another focus is the study of density thresholds for k-VIsITS, inspired by the

(5/6)-threshold of PINWHEEL SCHEDULING [30]. Our main technical contributions include:

1. A reduction chain from NUMERICAL MATCHING WITH TARGET SUMS to 2-VISITS using
at most two copies of each number, proving strong NP-completeness for the latter even
for maximum multiplicity 2 (Section 3). This rules out FPT or even XP algorithms
parameterized by the maximum multiplicity (unless P = NP), resolving an open question
from [29]. This result is quite surprising, as 2-VIsITS admits a linear-time algorithm for
simple sets [29], i.e., when the maximum multiplicity is 1.

! Note that this result does not imply NP-hardness for PINWHEEL SCHEDULING.

2 This preprint was published after our work was completed. Regardless, the motivations presented here
for k-VIsITs persist, since strong NP-hardness and PSPACE-completeness for PINWHEEL SCHEDULING
remain open.
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2. A reduction chain from 2-VISITS to EXACT MATCHING, proving that 2-VISITS is in the
complexity class RP when the number of distinct deadlines is constant (Section 4). Since
it is rare for a problem to be in RP but not in P, we provide strong evidence towards the
positive of the open question in [29] regarding the parameterization by the number of
numbers.

3. A lower bound of v/2 — 1/2 = 0.9142 for the density threshold of 2-VIsIiTs (Section 5.2),
significantly larger than the (5/6)-threshold of PINWHEEL SCHEDULING [30]. We com-
plement this with a proof that the density threshold of k-VISITS approaches 5/6 when
k — o0, as well as other minor results regarding the density thresholds of k-VISITS (see
Table 1).

A detailed discussion of all of our results follows, organized per section. Section 2 includes
definitions and an overview of all past results necessary for the reader to understand this

paper.

. [41] [29] [29] Position [29] (*) .
3-Partition RN3DM IN3DM M . 2-Visits
atching
A
Thm. 28
Partial Latin
[25] NMTS Thm. 25 Thm. 26 IN3DM
Square e s > SRNMTS > ..
X (distinct) (distinct)
Completion

Figure 1 A map of the chain of reductions to 2-VISITS in [29] compared to our multiplicity-
preserving chain of reductions in Section 3 (bold arrows). The reduction marked with a (*) preserves
the maximum multiplicity and is thus used as the final step for our result.

In Section 3 we prove that 2-VISITS remains strongly NP-hard even when the maximum
multiplicity of the input is 2. Our result mostly relies on an alternative reduction from
INEQUALITY NUMERICAL 3-DIMENSIONAL MATCHING (Def. 7) to POSITION MATCHING
(Def. 9) that only pads the input with up to 2 copies of each number, in contrast to the
reduction of [29], which pads the input with O(n) copies of some large number. However,
this alone is insufficient to prove that 2-VIsiTs is hard for multiplicities bounded by 2,
because the problem from which the reduction chain in [29] starts (RN3DM) is not known
to be NP-hard for simple sets. On the contrary, the NP-hardness proof of RN3DM by
Yu, Hoogeveen and Lenstra [41] heavily relies on padding the input with a large amount
of duplicate numbers, and modifying it to forgo this seems particularly challenging. Our
second contribution in Section 3 is thus to start another reduction chain from NUMERICAL
MATCHING WITH TARGET SUMS (NMTS), which is known to be strongly NP-hard even for
distinct inputs by Hulett, Will and Woeginger [25]. As an intermediate step, we prove that
NMTS remains hard even when the input consists of distinct numbers and one of three sets
is fized; the latter is crucial for the reduction to 2-VIsiTS. See Figure 1 for a comparison
between our reduction chain and that of [29].

In Section 4 we make progress on the parameterization of 2-VISITS by the number of
numbers, proving that it admits a randomized polynomial-time algorithm when the number of
numbers is constant.?> We achieve this through a reduction to EXACT WEIGHTED PERFECT

3 In fact, only the maximum number of numbers corresponding to the same cluster (Def. 15) has to be
bounded by a constant.
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[20]

2-Visits

Position
Matching

Thm. 33 (*)

EWPM
poly weights
multigraph

Lem. 34

EWPM

poly weights

12, 19]

Exact
Matching

Figure 2 A map of our reductions in Section 4, transforming 2-VISITS into EXACT MATCHING
when there is a constant amount of distinct numbers. The reduction marked with a (*) results in
polynomial weights if the number of numbers is constant.

MATCHING (EWPM), which in turn reduces to EXACT MATCHING [12, 19, 39]. The latter is
known to admit a randomized polynomial-time algorithm [37], although its derandomization
is a notorious open question [12, 13, 20]. See Figure 2 for an overview of our reductions in
Section 4.

Table 1 Our bounds for the density thresholds of k-VISITS in Section 5, compared to those of
PINWHEEL SCHEDULING. Note that the upper bound of 5/6 +1/|(k —1)/6] is only useful for k > 42,
since Thm. 41 implies that the lower density threshold of k-VISITS is at most 1 for all &.

Lower Density Threshold Upper Density Threshold

Pinwheel 5/6 [30] 1 [23]
1-Visit 1 (Thm. 41)
2-Visit 2 -1 1] (Thm. 44

mre [V2— 3, 1] (Thm. 44) Does not exist (Thm. 52)

. [5/6, 5/6 +1/[(k—1)/6]] (Thm. 50)
k-Visits

Approaches 5/6 for k — oo (Cor. 51)

In Section 5 we study the density thresholds of k-VISITS (see the opening paragraph
of Section 5 for formal definitions). We first prove that 1-VIsIT has a tight lower density
threshold of 1, implying that the lower density threshold of k-VISITS is not larger than 1 for
any k € N. Our main technical contribution, however, is proving that all instances with density
at most v/2 — 1/2 ~ 0.9142 admit a 2-VIsITS schedule, which is additionally computable in
linear time. The proof for this result relies on constructing the density-minimizing instance
that violates a property guaranteeing the existence of a 2-VISITS schedule. We additionally
provide an upper bound of 5/6 + 1/|(k — 1)/6] for the lower density threshold of k-VISITS,
approaching 5/6 when k — oo, thus establishing another connection between k-VISITS and
PINWHEEL SCHEDULING. Lastly, we prove that no upper density threshold exists for the
former, for any k € N. See Table 1 for a summary of our results in this section compared to
the known thresholds for PINWHEEL SCHEDULING.

Table 2 An overview of the algorithms for (1 OR 2)-VISITS in Section 6 (Theorem 57), assuming
m tasks require one visit and n tasks require two visits. All algorithms coincide with the respective
algorithms for 2-VisIiTs for m = 0. Note that the naive brute force algorithm for (1 OR 2)-VISITS
runs in time O((m + 2n)!).

(1 or 2)-Visits algorithm Condition
O(m + n!) time -
O(m + n) time
O(m + n) time
O(m+n-cl) time

(FPT by maximum cluster size)

Deadlines requiring two visits are distinct

At most two distinct deadlines per cluster

Maximum cluster size bounded by ¢

Randomized polynomial-time Constant number of distinct deadlines per cluster

122:5
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In Section 6 we generalize all existing positive results for 2-VISITS (including our own
result from Section 4) to (1 OR 2)-VISITS, i.e., a version where m tasks require one execution
and n tasks require two. See Table 2 for a list of the algorithms for (1 OR 2)-VISITS.

In Section 7 we provide a 3-VISITS counterexample that violates two of the most important
properties of 2-VISITS, with one of these violations indicating that 3-VISITS may be strongly
NP-complete even for distinct deadlines (which was already a conjecture in [29]). Our result
indicates that all algorithms in Table 2 are unlikely to generalize to versions with three or
more visits per task with the currently existing tools.

2 Preliminaries

Throughout the paper, we use the notations [n] = {1,...,n} and [m,n] = {m,...,n} for
m,n € N with m < n. Membership in NP is trivial to prove for all problems discussed in
this paper (except PINWHEEL SCHEDULING) and is thus always omitted. For all problems
studied in this work, we assume that all input sets are given in a sorted (non-decreasing)
order. The proofs of statements marked with (x) can be found in the full version of this
paper [27].

2.1 Problem Definitions
We first define PINWHEEL SCHEDULING [23] and its finite version, k-VISITS [29).

» Definition 1 (PINWHEEL SCHEDULING). Given a (multi)set of positive integers (deadlines)
D ={dy,...,d,}, the PINWHEEL SCHEDULING problem asks whether there exists an infinite
schedule p1,pa, ... , where p; € [n] for j € N, such that for all i € [n] any d; consecutive
entries contain at least one occurrence of i.

» Definition 2 (k-VISITS). Given a (multi)set of positive integers (deadlines) D={d,...,d,},
the k-VISITS problem asks whether there exists a schedule of length nk, containing each i € [n)
exactly k times, with the constraint that every occurrence of i is at most d; positions away from
the previous one (or within the first d; positions of the schedule, if it is the first occurrence

of i).

For 2-VISITS in particular, we use the following definition (as in [29]), which is equivalent
to Definition 2 for k£ = 2. For an explanation on why this definition is useful, see Section 2.2.1.

» Definition 3 (2-VIsITS). Given a (multi)set of positive integers (deadlines) D={dx,...,d,},
the 2-VISITS problem asks whether there exists a schedule of length 2n, containing a primary
and a secondary wisit for each i € [n|. For every i € [n], its primary visit must be at most
d; positions away from the beginning of the schedule and its secondary visit must be either
before its primary visit or at most d; positions after its primary visit.

» Remark 4. We always assume that for a 2-VISITS instance D = {dy,...,d,} it holds that
d; < 2n, Vi € [n]. Deadlines larger than 2n would never expire and can thus have both of
their visits placed at the end of the schedule and be removed from the input.

We now define various numerical matching variants that will be needed throughout the
paper.
» Definition 5 (NMTS). Given three (multi)sets A ={ay,...,an}, B={b1,...,b,} and
T = {t1,...,tn} of positive integers, the NUMERICAL MATCHING WITH TARGET SUMS

(NMTS) problem asks whether there is a subset M of A x B x T s.t. every a; € A, b; € B,
t; € T occurs exactly once in M and for every triplet (a,b,t) € M it holds that a +b =1t.
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» Theorem 6 (Hulett et al. 2008 [25]). NMTS is strongly NP-complete even when all 3n
input elements are distinct.

The following problem was defined in [29] as an intermediate step for proving the strong
NP-hardness of 2-VisITs. Essentially, it is a variant of NMTS in which an inequality is used
for satisfying the targets, instead of an equality; additionally, one of the three sets is fixed
and is not actually part of the input.

» Definition 7 (IN3DM). Given two (multi)sets A = {a1,...,an} and T = {t1,...,t,}
of positive integers, the INEQUALITY NUMERICAL 3-DIMENSIONAL MATCHING (IN3DM)
problem asks whether there is a subset M of A x [n] x T s.t. everya; € A,be[n], t; €T
occurs exactly once in M and for every triplet (a,b,t) € M it holds that a + b > t.

We will now define POSITION MATCHING (introduced in [29]), which is arguably the most
crucial component for the NP-hardness proof of 2-VISITS, as well as its algorithms. This
problem is, in a certain sense, equivalent to 2-VISITS (see Section 2.2.1 for details). Much
of the technical challenge surrounding 2-VISITS stems from the fact that the second set of
this problem is derived from the first one in a recursive manner, and is thus neither part of
the input, nor static as it is in IN3DM. We first have to define the concept of discretized
sequences [29).

» Definition 8 (Discretized Sequence). Given a non-decreasing sequence D = (dy,...,dy) of
positive integers, we define its discretized sequence A = (aq,...,a,) as follows.

di, i=n
a; = . .
min{a;11 — 1, d;}, i <n

Intuitively, the discretized sequence of a sequence of deadlines consists of the latest possible
positions in which the first visits can be placed in a schedule respecting the deadlines. For
example, the discretized sequence of the sequence of deadlines D = (3,5,5,7,7,7,15,15,16)
is A=(2,3,4,5,6,7,14,15,16). Note that the discretized sequence of a sorted set of integers
can be computed in O(n) time.

» Definition 9 (POSITION MATCHING). Given a (multi)set D = {d1,...,d,} and a simple
set T ={t1,...,tn} of positive integers, let A = (aq,...,a,) be the discretized sequence of
D. The POSITION MATCHING problem asks whether there is a subset M of D x A x T s.t.
every d; € D, a; € A, t; € T occurs exactly once in M and for every triplet (d,a,t) € M it
holds that d > a and d+a > t.

2.2 Synopsis of key previous results
2.2.1 The connection between 2-VIsSITS and POSITION MATCHING

Arguably the most crucial result for 2-VisiTs by Kanellopoulos et al. [29] is the following
lemma, which transforms 2-VISITS into a numerical matching variant (POSITION MATCHING
- Def. 9).

» Lemma 10 ([29]). If a 2-VISITS instance D = {di,...,d,} admits a schedule, then it
admits a schedule such that all n primary visits are placed in a permutation of the positions
contained in the discretized sequence A = {(ay,...,a,) of D. Equivalently, all n secondary
visits are placed in a permutation of the positions in T = [2n] \ A.

122:7
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The proof of Lemma 10 relies on swapping arguments between primary and secondary
visits, in order to place primary visits as late as possible in the schedule (i.e., in the positions
of the discretized sequence). Note that these swapping arguments rely on the fact that
secondary visits can be moved to an earlier position of the schedule (if one is available),
without affecting its feasibility. This is the main reason why Definition 3 is used for 2-VISITS
instead of Definition 2; this property would be violated if we used first/second visits instead
of primary/secondary visits. For details, see the full version of the paper by Kanellopoulos
et al. [28].

Using Lemma 10, one can reduce 2-VISITS to POSITION MATCHING in linear time: each
deadline d € D has to be matched with a position a € A for its primary visit and a position
t € T = [2n] \ A for its secondary visit, such that d > a and d + a > t.4

» Corollary 11. 2-VISITS reduces to POSITION MATCHING in O(n) time.

» Remark 12. Kanellopoulos et al. [29] present a more complicated version of the aforemen-
tioned reduction, reducing 2-VIsITS directly to (potentially) smaller instances of POSITION
MATCHING, which is useful for one of the positive results of that paper. In the context of
this paper, the simpler reduction to POSITION MATCHING that we described above suffices.

The next two lemmas motivate our results in Sections 3 and 4 respectively.

» Lemma 13 ([29]). POSITION MATCHING admits a linear-time algorithm if D is a simple
set. Consequently, 2-VISITS also admits a linear-time algorithm if D is a simple set (by
Corollary 11).

The proof of Lemma 13 relies on the fact that the discretized sequence of a simple set
is (trivially) equal to itself. This implies that all d € D have to be matched with a € A s.t.
d = a for such a POSITION MATCHING instance, due to the restriction d > a for all triplets
(d,a,t). It remains to check if these mandatory (d,a) pairs satisfy all targets ¢ € T', which
can be done in time O(n).

» Lemma 14 ([29]). POSITION MATCHING admits a linear-time algorithm if D contains at
most two distinct numbers.® Consequently, 2-VISITS also admits a linear-time algorithm if D
contains at most two distinct numbers (by Corollary 11).

2.2.2 The significance of clusters

The following definition from [29] will be useful throughout the paper.

» Definition 15 (Cluster). Let A = (a1, ..., an,) be the discretized sequence of D={ds,...,d,}.

We call a mazimal subsequence of consecutive numbers in A a cluster. If C = (a;, ..., a;) is
a cluster, we say that the tasks i,...,j and the deadlines d;, .. .,d; correspond to C.

The next observation follows from Def. 8 and is one of the reasons for the usefulness of
clusters.

The first of these two inequalities demands that the primary visit is at most d positions from the start
of the schedule, while the second one demands that the secondary visit is at most d positions after the
respective primary (or anywhere before it). Recall that these restrictions stem directly from Def. 3.
In [29], this result is directly stated for 2-VIsITS, but it also holds for POSITION MATCHING. The
respective proof in the full version [28] essentially shows a greedy linear-time algorithm for POSITION
MATCHING with two distinct numbers and then transfers it to 2-VISITS.
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(&) (8) (10) (1) (12) + (13) (19) (20) 20) (22)

OO0 ®®®®
dotiorolololoffololoiolc

Figure 3 An example of a POSITION MATCHING instance, corresponding to the 2-VISITS instance
D = {1,4,5,6,6,7,15,16,18,18,18}, and its solution. A is the discretized sequence of D and
T = [2n] \ A (see Lemma 10). Observe that none of the black lines dictating the solution cross the
dotted lines (the borders of clusters), due to the d > a restriction of POSITION MATCHING.

» Observation 16. Let A = (aq,...,a,) be the discretized sequence of D = {dy,...,d,} and

let C = (ai,...,a;) be some cluster of A. Then, C is the discretized sequence of {d;, ..., d;}.

» Lemma 17 (Self-reduction). POSITION MATCHING reduces in time O(n) to solving a
POSITION MATCHING instance for the numbers corresponding to each cluster.

Lemma 17 is heavily implied in [29], but not directly proven in the form that we desire

for this work. For a formal proof we refer the reader to the full version of this paper [27].

See Figure 3 for some intuition for the proof.

2.2.3 Pinwheel variants and the concept of density

A quantity often used in PINWHEEL SCHEDULING and its variants (see e.g., [2, 23, 30, 31, 36])
is the density of the input, defined as follows.

» Definition 18 (Density). For a (multi)set D = {dy,...,dy}, its density is defined as
Dens(D) = Y1, 1/d;.

It is straightforward to prove that every PINWHEEL SCHEDULING instance D with
Dens(D) > 1 admits no schedule (see [23] for a formal proof). On the other hand, it was
recently proven that all PINWHEEL SCHEDULING instances D with Dens(D) < 5/6 admit a
schedule [30]. Note that this density threshold is tight, due to the instance I = {2,3,1/¢}
with Dens(I) = 5/6 + &, which admits no infinite schedule for every e > 0 [7, 18].

The aforementioned result by [30] implies that all k-VISITS instances D with Dens(D) <
5/6 admit a schedule, for all k£ > 1: it suffices to take an infinite schedule and remove all
visits except the k first visits of each task, preserving feasibility (cf. [29]).

2.2.4 EXACT MATCHING and variations

We give the definitions of EXACT MATCHING and its weighted generalization, which we will
use in Section 4. EXACT MATCHING was introduced by Papadimitriou and Yannakakis [39]
in 1982, where they conjectured that it is NP-complete. However, Mulmuley, Vazirani and
Vazirani [37] showed that the problem admits a randomized polynomial-time algorithm,
placing it in the complexity class RP. To this day, EXACT MATCHING remains notorious for
being one of the few natural problems that are in RP, but not known to be in P.
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» Definition 19 (EXACT MATCHING). Given a graph G = (V, E), a subset E' C E of red
edges and a positive integer k, the EXACT MATCHING problem asks whether there exists a
perfect matching in G involving exactly k red edges.

» Definition 20 (EWPM). Given a weighted graph G = (V, E,w) and an integer W, the
ExXAcT WEIGHTED PERFECT MATCHING (EWPM) problem asks whether there exists a
perfect matching M in G with ) ., w(e) = W.

» Theorem 21 (Gurjar et al. 2016 [19], El Maalouly 2023 [12]). There is a polynomial-time
reduction from EWPM with polynomially-bounded weights to EXACT MATCHING. If the
initial graph is bipartite, the resulting graph is also bipartite. If the initial EWPM instance
has n vertices, m edges and weights bounded by W, then the resulting EXACT MATCHING
instance has O(n + mW) vertices and O(mW) edges. The reduction runs in time O(mW).

Note that EWPM is known to be NP-complete when its weights are exponential [19].
However, when its weights are polynomially bounded, it is in RP by Theorem 21.

3 Hardness of 2-VisITS relative to maximum multiplicity

In this section we prove that 2-VISITS remains strongly NP-complete even when the maximum
multiplicity is 2, resolving an open question from [29]. Our chain of reductions starts from
NUMERICAL MATCHING WITH TARGET SUMS (NMTS). See Figure 1 for an overview.
The key idea for our result in this section is that padding an input sequence with two
copies of certain larger numbers forces the discretized sequence of the input to consist of
consecutive numbers starting from 1, as demonstrated in the following example.

» Example 22. Consider input (2,4,5,8,8,10). Its discretized sequence is (2,4,5,7,8,10).
Let us pad the input with 2 copies of some larger numbers:

(2,4,5,8,8,10,11,11,12,12,13,13, 14, 14).
Observe that the discretized sequence of the modified input is
(1,2,3,4,5,6,7,8,9,10,11,12,13,14) = [14].

Additionally, the maximum multiplicity of the modified input is 2 (granted that the maximum
multiplicity of the initial input was not already larger than 2).

This greatly simplifies the POSITION MATCHING problem (and thus also 2-VISITS): the
second set used for the matching now becomes static and equal to [n], rendering reductions
from classical numerical matching problems possible, while only increasing the maximum
multiplicity of the input by at most 1. Before we utilize this idea in Section 3.3, we prove an
NP-hardness result for an appropriate variant of NMTS, serving as the first building block
in our reduction chain.

3.1 Restricting NUMERICAL MATCHING WITH TARGET SUMS

We build upon the work of Hulett et al. [25] (Theorem 6) in order to prove that NMTS
remains hard even when one set is equal to [n] and each of the other two sets consists of
distinct numbers. To this end, we define the following restricted version of the problem,
which we will use in our chain of reductions leading to 2-VISITS.
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» Definition 23 (SRNMTS). Given two (simple) sets of positive integers A = {as,...,an}
and T = {t1,...,t,}, the SEMI-RESTRICTED NUMERICAL MATCHING WITH TARGET SUMS
(SRNMTS) problem asks whether there is a subset M of A X [n] x T s.t. every a; € A,
b € [n], t; € T occurs exactly once in M and for every triplet (a,b,t) € M it holds that
a+b=t.

We call this problem semi-restricted in order to distinguish from the RESTRICTED
NUMERICAL 3-DIMENSIONAL MATCHING (RN3DM) problem defined by Yu et al. [41], in
which two out of three sets are fixed (instead of just one). We remark that RN3DM is not
known to be NP-hard for distinct inputs; on the contrary, the reduction from 3-PARTITION by
Yu et al. [41] appears to rely heavily on padding the input with poly(n) duplicates of 0 and
some large number. Modifying this method to forgo duplicates does not seem straightforward,
which is the reason why we do not use RN3DM for our reductions in this paper.

» Observation 24. For every non-trivial instance of NMTS, it holds that max(T) > max(A)
and max(T) > max(B); otherwise, we have a trivial no-instance. Hence, we may assume
that these inequalities hold for the following reduction from NMTS.

» Theorem 25. (x) SRNMTS is strongly NP-complete.

3.2 From SRNMTS to IN3DM

We now use SRNMT'S to obtain a stronger version of the IN3DM hardness theorem of [29].

» Theorem 26. (x) IN3DM (s strongly NP-complete even when A and T are simple sets.

3.3 From IN3DM to PoOSITION MATCHING

In this subsection we present a reduction from IN3DM to POSITION MATCHING that
increases the maximum multiplicity of the first set by at most 1, while preserving the
maximum multiplicity of the target set T. Note that T containing only distinct integers
is crucial for the reduction from POSITION MATCHING to 2-VISITS (cf. [29]). Additionally,
recall that POSITION MATCHING can be solved in polynomial time when the input consists
solely of simple sets (Lemma 13), while IN3DM is strongly NP-complete even in that case
(Theorem 26). Thus, concerning multiplicity preservation, this is the best possible reduction
unless P = NP.
We first present an auxiliary lemma that bounds the values of elements in IN3DM.

» Lemma 27. (x) IN3DM is NP-complete, even when all the following properties hold.
1. min(4) > n.

2. There is some polynomial P(n) such that max(A) < P(n) and max(T) < P(n).

3. A and T are simple sets.

Recall that for POSITION MATCHING the second set is the discretized sequence (Def. 8) of
the first one and for any triplet (a,b,t) in its solution it must hold that a > b and a + b > t.
Most of the technical difficulty of the following reduction stems from these restrictions. The
main idea is to pad the first set with duplicate numbers in order to force its discretized
sequence to consist of consecutive numbers starting from 1 (like the second set of IN3DM).
See Example 22 for some intuition regarding this transformation. At the same time, we
utilize the min(A) > n inequality from Lemma 27 to force all candidate triplets (a, b, t) to
satisfy a > b, thus rendering that restriction irrelevant and forcing an equivalence between
IN3DM and POSITION MATCHING.

We are now ready to present our reduction to POSITION MATCHING.
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» Theorem 28 (Main reduction). (x) There is a polynomial-time reduction from IN3DM to
PosiTioN MATCHING, such that all elements added to the input have multiplicity at most 2
and values polynomial in n.

We obtain the following corollary from Theorem 28 and Lemma 27.

» Corollary 29. POSITION MATCHING is strongly NP-complete even when the mazrimum
multiplicity of D is equal to 2.

3.4 From PosITION MATCHING to 2-VISITS

» Observation 30. The reduction from POSITION MATCHING to 2-VISITS by Kanellopoulos
et al. [29] preserves the mazimum multiplicity. More specifically, for a POSITION MATCHING
instance (D, T) it requires T to be a simple set and it constructs the set of deadlines for
2-VISITS by padding D with distinct numbers that are either smaller than min(D) or larger
than max(D).

We obtain the main result of this section by combining Corollary 29 with Observation 30.

» Theorem 31. 2-VISITS is strongly NP-complete even when the maximum multiplicity of
the input is equal to 2.

We thus obtain the following corollary, settling an open question stated by [29] in SODA
2026 and contrasting the tractability of 2-VIsITs for simple sets (Lemma 13).

» Corollary 32. There is no FPT or XP algorithm for 2-VISITS parameterized by the
maximum multiplicity, unless P = NP.

4 2-VisiTs parameterized by the number of distinct numbers

In this section we prove that POSITION MATCHING is in RP when the number of distinct
numbers in D (or simply number of numbers) is constant, by reducing it to EXACT WEIGHTED
PERFECT MATCHING (EWPM-Def. 20). This naturally transfers to 2-VISITS through
Corollary 11.

Let p be the number of numbers of the input set D of POSITION MATCHING. The main
idea of the following reduction is to model POSITION MATCHING as a bipartite matching
instance between A and T, while modeling D as edge weights. Bounding p allows these
weights to be polynomial, which is important for EWPM (see Section 2.2.4). We remark
that it only makes sense to bound the number of numbers of D, since A and T both consist
of distinct numbers by definition.

» Theorem 33. (%) There is a reduction from POSITION MATCHING to EWPM in multigraphs
with O(n?p) edges and weights bounded by O(nP~1), running in time O(n?p).

To the best of our knowledge, EXACT MATCHING and EWPM have not been considered
in multigraphs, although it is likely that some of their results generalize to multigraphs
easily. We thus include Lemma 34 for the sake of completeness. Its proof is a standard
transformation of a multigraph to a simple graph by replacing edges with paths (see Figure 4).
Note that for the purposes of this work we only need the following reduction for bipartite
multigraphs, although it holds even for general multigraphs.

» Lemma 34. (x) There is a linear-time reduction from EWPM in multigraphs to EWPM
in simple graphs, preserving weights and multiplying the amount of edges by 3.
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wW=10

W=10

Figure 4 The reduction of Lemma 34, from EWPM in multigraphs to EWPM in simple graphs.
Unlabeled edges have weight 0. The perfect matchings of both graphs denoted by red edges have
total weight 10.

We obtain the following through Theorems 21, 33 and Lemma 34.

» Theorem 35. POSITION MATCHING reduces in O(nP*1p) time to EXACT MATCHING with
O(nP*1p) vertices and edges.

Combining this with Corollary 11 and Lemma 17, we obtain the main result of this
section.

» Theorem 36. 2-VISITS reduces in O(nP+1p) time to solving an EXACT MATCHING instance
with O(nPT1p) vertices and edges for each cluster of the input’s discretized sequence, where p
s the maxzimum number of distinct deadlines corresponding to a cluster.

We obtain the following corollary through the well-known result by Mulmuley et al. [37]
for EXACT MATCHING (see Section 2.2.4).

» Corollary 37. 2-VISITS is in RP when there is a constant amount of distinct deadlines
corresponding to each cluster of the input’s discretized sequence.

We thus make progress towards the open question in [29] about the parameterization of
2-V1sITs by the number of numbers. Although we showed that 2-VIsITs admits the equivalent
of a randomized XP algorithm parameterized by the number of numbers, it still remains
open whether it admits a deterministic XP or FPT algorithm with the same parameter.

Note that we do not actually use the number of distinct deadlines of the whole input as
parameter; due to Lemma 17, it suffices to use the number of distinct deadlines corresponding
to the same cluster.

» Observation 38. The graphs obtained from Theorems 35 and 36 are bipartite, since the
multigraph of Theorem 33 is bipartite, while Lemma 34 and Theorem 21 both preserve this
graph property (due to only replacing edges with paths of odd length). Thus, any algorithm
for EXACT MATCHING in bipartite graphs is applicable to 2-VISITS through Theorem 36.

Although we do not use Observation 38 in this work, since the algorithm of Mulmuley et
al. [37] works for general graphs, we include it as it may be useful in future research.
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5 Density thresholds of k-VisiTs

In this section we study the density thresholds of the k-VISITS problem, for various values
of k. See Section 2.2.3 for a summary on the concept of density. We use the following
terminology:
We refer to the maximum value of density up to which all instances of a problem admit a
schedule as the lower density threshold of the respective problem.
We refer to the minimum value of density above which no instance of a problem admits a
schedule as the upper density threshold of the respective problem.
Recall that for the infinite version of the problem (i.e., PINWHEEL SCHEDULING) the lower
density threshold is 5/6 [30] and the upper density threshold is 1 [23]. Both of these thresholds
are tight.

5.1 A tight lower density threshold for 1-VisiT

» Lemma 39. Fvery 1-VISIT instance D = {dy,...,d,} with Dens(D) < 1 admits a schedule.

Proof. We assume d; < ... < d,, as is standard. Every 1-VISIT instance with no feasible
schedule must contain a deadline d;, j € [n], such that d; < j; otherwise, the schedule
1,...,n would be feasible. We now seek to minimize the density of such an instance. Since
both adding more deadlines to D and decreasing the value of a deadline only increases
Dens(D), we set d; to be the largest element of D, with value d; = j — 1. Additionally, the
largest value that each d;, i € [j — 1], can take without violating the non-decreasing order of
the deadlines is equal to j — 1, i.e., the value of d;. Hence, the density of a 1-VISIT instance
that does not admit a schedule cannot be smaller than

J

j .
1 1 J
Yo=Y — =L sivjen
o i A A ’

7

We infer that every 1-VISIT instance D with Dens(D) < 1 admits a feasible schedule. <«

» Lemma 40. For all € > 0, there exists a 1-VISIT instance D with 1 < Dens(D) < 1+¢
that admits no schedule.

Proof. The instance D = {n —1,...,n — 1} (with n = |D|) trivially admits no 1-VIsIT
schedule, since max(D) < n. Its density is Dens(D) = n/(n — 1), which is arbitrarily close
to 1 for large values of n. <

We obtain the following theorem from Lemmas 39, 40.

» Theorem 41. 1-VISIT has a tight lower density threshold of 1.

5.2 Bounds for the lower density threshold of 2-VisiTs

The following lemma is the key to our density bound for 2-VIsITS and we regard it as our
main technical contribution in this section. We begin by taking it for granted and defer its
proof to Section 5.2.1.

» Lemma 42 (Main Lemma). Let D = {d1,...,d,} be a 2-VISITS instance with discretized
sequence A = (a1, ...,ay), and define T = [2n]\ A = {t1,...,t,}. If Dens(D) < /2 —1/2,
then it holds that |T N [d; + a;]| > i, for all i € [n].
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Note that, as usual, we assume that the elements in D, A and T are sorted in non-
decreasing order. Additionally, by Remark 4 we have a,, < d,, < 2n, which implies |T| = n.

» Lemma 43. Every 2-VISITS instance D = {dy,...,d,} with Dens(D) < /2 — 1/2 admits
a schedule. The respective schedule can be constructed in time O(n).

Proof. Let D = {dy,...,dn}, d1 < dy <--- <d,, be a 2-VISITS instance with Dens(D) <
V2 —1/2 and let A = {ay,...,a,) be the discretized sequence of D. Define T = [2n] \ A =
{t1,...,tn}. By Lemma 42, we have |T' N [d; + a;]| > 4, for all i € [n]. This is directly
equivalent to

t; < d; + a;, for all i € [n]. (1)

We construct a feasible 2-VISITS schedule as follows. For each task i € [n], we place the
primary visit of task ¢ in position a; and the secondary visit of task ¢ in position ¢;. By
Definition 8, it holds that d; > a;, Vi € [n], hence the suggested placement of primary visits
is feasible. By Equation (1), the suggested placement of secondary visits is also feasible,
given the aforementioned placement of primary visits. <

» Theorem 44. The lower density threshold of 2-VISITS is at least v/2 —1/2 ~ 0.9142 and
at most 1.

Proof. The former part follows from Lemma 43. Since every instance that admits a 2-VISITS
schedule also (trivially) admits a 1-VISIT schedule, the lower density threshold of 2-VISITS
cannot be larger than 1, due to Theorem 41. <

5.2.1 Proof of Lemma 42

We will now prove Lemma 42. We split the proof into multiple auxiliary lemmas, as it is quite
technical. Consider the following property, which is the negation of the property mentioned
in Lemma 42.

Hie[n]:|Tﬂ[di+ai]|§i—1. (2)

Let D* = {df,...d:} be an instance satisfying (2) with the minimum possible density.
Proving Dens(D*) > /2 — 1/2 directly implies Lemma 42. We will construct D* and
compute its density.

Let A* = (a},...,a}) be the discretized sequence of D* and T* = [2n] \ A*. Let j € [n]

rI'n

be the smallest index for which |7 N [d} + a}]| < j — 1. We sequentially restrict the form of
D* as follows.

> Lemma 45. (x) [T*N[d} +aj]|=j— 1.

» Lemma 46. (x) The j — 1 numbers in [T* N [d} + a}]| are the smallest possible, i.e.
T*N[d; +aj] = [j — 1]. Consequently, j,...,d5 +a} € A*.

> Lemma 47. (x) aj =2j — 1 and d;, > dj +2j — 1.
» Lemma 48. (x) A* = (j,...,d}).
Lemma 48 implies n = d}, — 7 + 1. For D* to be density-minimizing, it must hold that:

The first j deadlines are equal to dJ.
The other d}, — 2j + 1 deadlines are equal to dJ;,.
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If either of the above does not hold, replacing the deadlines that do not follow these rules
with the ones suggested by them can only decrease the density, leading to a contradiction.

Observe that the density of the d;, —2j+1 largest deadlines is %
with respect to d}. Combining this with Lemma 47, we obtain d}, = d; +2j — 1 and thus
n =j +d;. Hence, D* is the two-level multiset

, which is increasing

D ={d, & A2 21 dzay =2 L.
———

) 7 )

J copies d]*. copies
The density of D* is

- *
Dens(D*) = A + dij
;i dy+25-1
This function is minimized when j = [(vV2 —1) /2] -d5 +1/2 and d} — oo, in which case
its infimum equals v/2 — 1/2 (see the full version of this paper [27] for a proof and Figure 5
for a plot of the function). Thus, we obtain Dens(D*) > /2 — 1/2, which proves Lemma 42.

Figure 5 The density function from the proof of Lemma 42: f(z,y) = £ + ﬁy_p subject to

y > 1and x > 2y — 1. Its infimum is achieved for y = ‘/52*1 s+ % and z — oo and is equal to

V2 —1/2 2 0.9142. See the full version of this paper [27] for a formal proof.

5.3 Bounds for the lower density threshold of k-VisiTs

In the following we prove a lemma that connects k-VISITS to PINWHEEL SCHEDULING and
use it to obtain an upper bound for the lower density threshold of the former.

Lemma 49 is a straightforward modification of the PSPACE-membership proof for
PINWHEEL SCHEDULING by Holte et al. [23]. We denote the sub-schedule of a schedule S
consisting of the positions from p up to ¢ > p as S[p, q|.

» Lemma 49 (Cyclic schedule). () Let S be a feasible schedule for a k-VISITS instance
D ={di,...,dn} and let m =[], d;. If for all i € [n] the k-th visit of task i occurs no earlier
than position m + 1, then there exist positions p, p' € [m], p < p/, such that S[p, p'] can
induce a feasible schedule for the respective PINWHEEL SCHEDULING instance by infinitely
repeating itself.

» Theorem 50. The lower density threshold of k-VISITS is at most 5/6 +1/|(k—1)/6], for
all k € N.
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Proof. Consider the instance D(z) = {d1 = 2, d2 = 3, d3 = z}, € N, and observe that it
is a no-instance of PINWHEEL SCHEDULING for all x € N: each of the first two tasks has to
be visited once every two time units in an infinite schedule, hence any schedule fails at the
x-th time unit (cf. [7]).

Set k =[], di +1 = 62 + 1 and assume D(x) admits a k-VISITS schedule. Clearly, the
k-th visit of any task cannot occur earlier than position k&, thus the conditions of Lemma 49
are satisfied for this k. We obtain that D(z) is a yes-instance of PINWHEEL SCHEDULING,
which is a contradiction. We infer that for all x € N, D(z) is a no-instance of k-VISITS with
k = 6x 4 1. Since Dens(D(x)) = 5/6 4+ 1/x, this proves the desired statement when k =1

(mod 6).
For k # 1 (mod 6), it suffices to observe that if an instance admits no k-VISITS schedule,
then it does not admit a k’-VIsITS schedule for any &’ > k (cf. [29]). |

We obtain the following corollary by combining Theorem 50 with the fact that the lower
density threshold of k-VISITS cannot be smaller than 5/6 (see Section 2.2.3 for a short
explanation).

» Corollary 51. The lower density threshold of k-VISITS approaches 5/6 for k — oo, which
is known to be tight for PINWHEEL SCHEDULING [30)].

5.4 Nonexistence of upper density threshold for k-VisiTs

» Theorem 52. For allk € N and all 6 > 0, there exists an instance D with Dens(D) > 0 that
admits a k-VISITS schedule. Equivalently, there is no upper density threshold for k-VISITS,
for any k € N.

Proof. Fix k € N and consider the instance D(n) = {1, 1+ k, 1+2k,...., 14+ (n —1)k}. It
is clear that D(n) admits a k-VISITS schedule for all n € N: it suffices to visit the first task
k times consecutively, then the second task k times consecutively, and so on. Note that

n—1

Dens(D(n)) = Z l—iik

1=

is a harmonic series for n — oo, which is a well-known divergent series. Hence, for large
values of n, Dens(D(n)) is arbitrarily large, which immediately implies the theorem. <

6 The (1 OR 2)-ViIsITS problem

In this section we define and study the (1 OR 2)-VISITS problem, a generalization of 2-VISITS.

» Definition 53 ((1 OR 2)-VISITS). Given positive integers m,n and a (multi)set of positive
integers (deadlines) D = {dy,...,dm+in}, the (1 OR 2)-VISITS problem asks whether there
exists a schedule of length m + 2n visiting exactly one task i € [m + n] per time unit, such
that:
For each i € [m], task i is visited exactly once within the first d; positions of the schedule.
For each i € [m+ 1,m + n], task i is visited twice: once within the first d; positions of
the schedule, and once at most d; positions after its first visit.

As usual, we assume dy < ... <d,, and dppy1 < ... < dpyn. For tasks i € [m+1,m+n),
we can (equivalently) say that a primary visit of ¢ occurs within the first d; positions of the
schedule and a secondary visit of ¢ occurs at most d; positions after its primary visit or at
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any position before its primary visit, as is standard for 2-VisiTs. This alternative definition
will allow us to prove a property that disconnects the positions in which primary visits are
placed from those in which secondary visits are placed, similar to [29]. For the tasks that
only require one visit, we use the term single visits.

It is immediate that (1 OR 2)-VISITS is strongly NP-complete, as 2-VISITS constitutes its
special case with m = 0. Hence, the focus of this section is to generalize the existing positive
results for 2-VISITS to (1 OR 2)-VISITS. To this end, we reduce (1 OR 2)-VISITS to POSITION
MATCHING.

6.1 Reduction to PosiTioN MATCHING

Let D = {dy,...,dmin} be a (1 OR 2)-VISITS input with m tasks that have to be visited
once and n tasks that have to be visited twice. For the latter, we will use primary and
secondary visits, as explained above. We assume that d; < m + 2n for all ¢ € [m + n]. Note
that if there was a deadline larger than m + 2n in the input, then all visits of the respective
task could be placed at the end of the schedule without affecting its feasibility and, thus, the
respective deadline could be removed from the input to obtain an equivalent (1 OR 2)-VISITS

instance.
Let A = (ai,...,a,) be the discretized sequence of (dm+1,-..,dmin). We will prove
that it suffices to place the primary visits of tasks m + 1,...,m + n in a permutation of the

positions in A (analogous to Lemma 10).

» Lemma 54. (x) A (1 OR 2)-VISITS instance D = {dx,...,dm+n} admits a schedule if and
only if it admits a schedule in which all n primary visits are placed in a permutation of the
positions of the discretized sequence A = (a1, ...,an) Of {dmi1,-- - dmin)-

With Lemma 54, we have disconnected the positions in which primary visits should be
placed from the positions in which single and secondary visits should be placed. We now
disconnect the latter two as well.

» Lemma 55 (Disconnection). (x) A (1 OR 2)-VISITS instance D ={dy,...,dmin}, with

A = {(a1,...,ay) being the discretized sequence of (A1, ..., dmin), admits a schedule if

and only if it admits a schedule such that

1. The n primary visits are placed in some permutation of the positions in A.

2. The m single visits are placed in order of non-decreasing deadline in the latest feasible
positions of [m + 2n] \ A.

3. The n secondary visits are placed in some permutation of the n remaining positions.

We are now ready to reduce (1 OR 2)-VISITS to POSITION MATCHING.

» Theorem 56. (x) (1 OR 2)-VISITS reduces to POSITION MATCHING in time O(n +m).

6.2 Algorithms for (1 OR 2)-VISITS

We are now ready to generalize all known algorithms for 2-VisITs to (1 OR 2)-ViIsITS. Let
A ={ay,...,a,) be the discretized sequence of {dp,41,...,dmin)-

» Theorem 57. (%) (1 OR 2)-VISITS admits the following algorithms:
1. An algorithm running in O(m + n!) time.°
2. An algorithm running in O(m + n) time, if dyi1, - .., dmyn are distinct numbers.

5 Note that the naive brute force algorithm for (1 OR 2)-VISITS runs in time O((m + 2n)!).
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3. An algorithm running in O(m + n) time, if there are at most two distinct deadlines
corresponding to each cluster of A.

4. An FPT algorithm parameterized by the maximum cluster size ¢ of A, running in O(m +
n-cl) time.

5. A randomized polynomial-time (RP) algorithm, if there is a constant number of distinct
deadlines corresponding to each cluster of A.

» Remark 58. The algorithms of Theorem 57 coincide with the state-of-the-art algorithms
for 2-VisiTs when m = 0.

7  3-VIsITS violates the key structural properties of 2-ViSITS

In this section we provide a counterexample that shows that Lemma 10 and the algorithm
implied by Lemma 13 do not hold for 3-VisiTs. This is significant for future work, since
the vast majority of results for 2-VisiTs (both positive and negative) heavily rely on these
lemmas; it seems that new methods are yet to be discovered in order to efficiently study
k-V1siTS for k > 2.

» Lemma 59. (%) There is a yes-instance of 3-VISITS for which every feasible schedule
contains at least two wvisits of the same task in the positions of the discretized sequence,
violating Lemma 10.

» Remark 60. The violation of Lemma 10 is significant because all existing positive results
for 2-VisITs and its generalization, (1 OR 2)-VISITS (see Theorem 57 for a list of these
results), currently rely on Lemma 10 (and its generalization, Lemma 54). In fact, even the
NP-hardness of 2-VISITS strongly relies on Lemma 10.

» Lemma 61. (x) There is a yes-instance of 3-VISITS with distinct numbers for which
every feasible schedule places the first visits in non-sorted order, violating a property of the
algorithm implied by Lemma 183.

It is straightforward to see that the algorithm implied by Lemma 13 (for 2-VIsITs with
distinct deadlines) places primary visits in sorted order in the positions of the discretized
sequence and secondary visits in sorted order in the rest of the positions. This implies that
first visits are placed in sorted order (by non-decreasing deadline), with the same also holding
for second visits. With Lemma 61 we prove that this property is violated for 3-VISITS,
reinforcing the following conjecture from [29].

» Conjecture 62. 3-VISITS is strongly NP-complete even when the input is a simple set.

8 Conclusion

Our work highlights several interesting properties of 2-VisiTs. Although this problem was
conceived as a finite version of PINWHEEL SCHEDULING, mainly as a stepping stone for
studying its complexity, it turns out to be quite interesting in its own right. As highlighted
in [29], 2-VISITS is one of the rare natural problems that is in P for simple sets, but NP-
complete when multisets are allowed. We further enhance this contrast by unexpectedly
answering a question of that paper in the negative, proving that 2-VIsITS is in fact strongly
NP-complete even with at most two copies of each number. We find this result both intriguing
and surprising, as it contradicts our intuition.
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A natural question arising now is whether 2-VISITS can be parameterized by the number
of duplicates, which is possible despite its NP-completeness for maximum multiplicity 2.
Another question remaining open regards the parameterization of 2-VISITS by the number
of numbers. We conjecture that POSITION MATCHING (and thus also 2-VIsITS) is FPT by
the number of numbers of D, as is standard for numerical matching variants [14]. However,
as explained in Section 1.1, the standard method of showing this by reduction to INTEGER
LINEAR PROGRAMMING [14] fails for POSITION MATCHING. Our result in Section 4 indicates
that 2-VisiTs is likely tractable when parameterized by the number of numbers, although
the existence of a deterministic XP or FPT algorithm remains open.

Another open question is whether our bound for the lower density threshold of 2-VIsITs
in Section 5 is tight, as well as whether the /2 — 1/2 number that we obtained can provide
insight into generalizing our result to k-VISITS with £ > 2. We believe that studying the lower
density threshold of k-VISITS in relation to k is a particularly interesting direction for future
work, as it would complement the known (5/6)-threshold of PINWHEEL SCHEDULING [30].
Perhaps computer-assisted brute force (like the ones used in [18, 30, 36] for infinite versions)
can also prove useful for the density thresholds of finite versions. Since we could not find any
unschedulable 2-VISITS instance with density smaller than or equal to 1, it is possible that
the lower density threshold of 2-VIsITS is exactly 1. However, this would imply that 1-VisiT
and 2-VIsITS share the same threshold, which seems counterintuitive in conjunction with
Corollary 51.

Arguably the most interesting and seemingly difficult direction for future work would be
to generalize results of 2-VISITS to k > 2. Currently, none of the algorithms for 2-VisiTs
seem to transfer to 3-VISITS and, in fact, even proving the NP-hardness of 3-VISITS seems
exceptionally challenging, despite strong intuition in favor of it. Our example in Section 7
highlights the reasons why results from 2-VISITS do not currently transfer to 3-VIsiTs and
reinforces the conjecture by [29] that 3-VISITS is strongly NP-complete even for simple sets.
Transferring (strong) NP-hardness to k-VISITS for larger k& would be particularly useful if
one could also transfer it to PINWHEEL SCHEDULING, which would settle a question open
since 1989. This may actually be possible, since the existence of an infinite schedule is
known to be equivalent to the existence of an infinite schedule with finite period [23]. Our
Lemma 49 establishes another similar connection between finite and infinite versions, further
highlighting the relationship between the two problems.

One last open question we would like to highlight is whether RN3DM (defined by Yu et
al. [41]) remains strongly NP-complete for simple sets. If this holds, it would simplify the
first two steps of our reduction chain in Section 3, as there would be no need to consider the
more complicated NMTS problem. However, the existing hardness proof for RN3DM [41]
heavily relies on padding 3-PARTITION with duplicate numbers. We believe that settling this
question would require a reduction significantly different from the existing one.
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