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—— Abstract

We study a problem related to submodular function optimization and the exact matching problem
for which we show a rather peculiar status: its natural LP-relaxation can have fractional optimal
vertices, but there is always also an optimal integral vertex, which we can also compute in polynomial
time.

More specifically, we consider the multiplicative assignment problem with upgrades in which we
are given a set of customers and suppliers and we seek to assign each customer to a different supplier.
Each customer has a demand and each supplier has a regular and an upgraded cost for each unit
demand provided to the respective assigned client. Our goal is to upgrade at most k suppliers
and to compute an assignment in order to minimize the total resulting cost. This can be cast as
the problem to compute an optimal matching in a bipartite graph with the additional constraint
that we must select k edges from a certain group of edges, similar to selecting k red edges in the
exact matching problem. Also, selecting the suppliers to be upgraded corresponds to maximizing a
submodular set function under a cardinality constraint.

Our result yields an efficient LP-based algorithm to solve our problem optimally. In addition,
we also provide a purely strongly polynomial-time algorithm for it. As an application, we obtain
exact algorithms for the upgrading variant of the problem to schedule jobs on identical or uniformly
related machines in order to minimize their sum of completion times, i.e., where we may upgrade up
to k jobs to reduce their respective processing times.
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1 Introduction

Consider a supply network with some given suppliers I and customers J satisfying |I| > |J|
where each customer must be assigned to exactly one supplier and we can assign at most one
customer to each supplier. All suppliers produce the same good, each supplier ¢ € I at an
individual cost ¢; > 0 per unit, and each customer j € J has a given demand d; > 0. The
multiplicative assignment problem asks for finding an assignment 7 : J — I of minimum total
cost Y jed dj - cr(j)- Finding such an optimal assignment is easy: Sort the suppliers by cost
in non-decreasing order, sort the customers by demand in non-increasing order, and match
them accordingly.

We consider the following extension of the problem, which we call the multiplicative
assignment problem with upgrades. For each supplier ¢ € I we are given in addition an
improved cost b; € [0,¢;] that becomes effective if we decide to upgrade supplier i, e.g.,
modelling to improve the production processes or facilities of 7 to make production more
cost-efficient. Given a number k € Z>(, our task is to find a subset of k suppliers to upgrade
that results in an assignment of minimum cost.

For each selected set X C I of suppliers to be upgraded, we denote by cost(X) the cost of
the resulting optimal assignment. We will show that the function cost(X) is supermodular,
and hence our problem is equivalent to maximizing a submodular function subject to a
cardinality constraint. While for some classes of submodular functions this problem is known
to be polynomially solvable, e.g., for gross substitute functions via a greedy algorithm [17],
to the best of our knowledge cost(X) does not belong to any of them. In particular, we show
that the greedy algorithm may fail to compute an optimal solution.

Maybe unexpectedly, a special case of our problem is the upgrade-variant of the classical
problem of scheduling jobs non-preemptively to minimize their average completion time, either
on a single machine, on identical machines, or on uniformly related machines (see Section 5.1).
Here, each job has a regular processing time and an upgraded (smaller) processing time,
and we are allowed to choose k jobs to be upgraded. This is motivated by assigning highly
skilled personnel, improvement of equipment, or by subcontracting certain tasks, and it is
also referred to as crashing a job in the project management literature, see e.g. [12]. In the
scheduling literature, this has also been studied under the notion of testing a job [6] (often
even in the stochastic setting where the upgraded processing times are not known a priori).
Recently, Damerius, Kling, Li, Xu, and Zhang [6] gave a PTAS for the upgrade-variant
of minimizing the job’s average completion time on a single machine, but they leave open
whether the problem can be solved in polynomial time'. A detailed discussion can be found
in Section 5.1.

We consider now the setting where |I| = |.J| which we may assume w.l.o.g. by adding
customers with zero demand. In this case, our problem can be also described using the
notion of bipartite perfect matchings. We introduce a node for each supplier 7 € I and a
node for each customer j € J. For each pair (7, ) there are two edges: one blue edge with
cost ¢; - d; corresponding to assigning j to ¢ without upgrading 7, and one red edge with cost
b; - d; corresponding to this assignment with upgrading 7, see Figure 1. Hence, an optimal

1 We remark that the PTAS works even in the weighted setting, which the authors show to be NP-hard [6].
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Figure 1 Instance of the multiplicative assignment problem with upgrades with |I| = |J| = 3 and
k = 1, viewed as a perfect matching problem in a bipartite graph with red and blue edges. The right
matching corresponds to upgrading supplier 3 and assigning customer 1 to supplier 3, customer 2 to
supplier 1, and customer 3 to supplier 2, resulting in a cost bsdi + c1d2 + cads.

solution corresponds to a perfect matching that has exactly k red edges. Therefore, our
problem is related to the exact bipartite perfect matching problem in which we are given a
bipartite graph with red and blue edges and an integer k£ and need to decide whether there
is a perfect matching with exactly k red edges. This problem has the intriguing status that
it admits a beautiful polynomial time randomized algorithm due to Mulmuley, Vazirani, and
Vazirani [20], but despite several attempts, no deterministic polynomial-time algorithm has
been found so far. In contrast to the general case of that problem, our bipartite graphs are
complete. However, for us it is not sufficient to compute any perfect matching with exactly k&
red edges, but we seek such a perfect matching that optimizes our objective function. For this
variant only a randomized pseudopolynomial algorithm is known, see Section 5.1, which also
leads to a randomized pseudopolynomial time algorithm for the multiplicative assignment
problem with upgrades.

The usual bipartite matching problem can be formulated by a straight-forward linear
program (LP). It is well-known that its constraint matrix is totally unimodular and, hence,
all vertices of the corresponding polytope are integral. If we require that at most k red edges
are chosen, this adds “only” one single constraint to the LP. However, then the resulting
polytope is no longer integral. One could hope to strengthen this LP formulation with
additional constraints and variables in order to describe exactly the convex hull of all integral
points. However, no simple characterization of the convex hull is known and Jia, Svensson,

and Yuan [13] showed that (for some k) any such extended formulation has exponential size.

This makes it challenging to apply LP methods to solve this problem. Nevertheless, LP
techniques such as the ellipsoid method remain applicable in principle when a separation
oracle can be provided.

1.1 OQOur contribution

First, we consider the natural LP formulation of the multiplicative assignment problem.

Similar to the exact bipartite matching problem, the resulting polytope is identical to the
polytope of the corresponding bipartite matching instance with the additional constraint
that at most k red edges are chosen. We show that non-integral vertices may be even optimal
LP solutions for our cost function. However, we show that in this case there is always an
optimal integral vertex as welll Moreover, we show how to compute such an optimal integral
vertex in polynomial time.
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The fact that there is always an optimal integral vertex while there may also exist other
optimal non-integral vertices contrasts many other optimization problems in which either
all (optimal) vertices of the corresponding LP are integral (e.g., shortest path, minimum
cost flow, or other problems for which the constraint matrix is totally unimodular) or there
are instances in which none of the optimal vertices are integral (e.g., TSP, knapsack, vertex
cover, etc.). Therefore, the status we prove for the multiplicative assignment problem with
upgrades is rather uncommon for combinatorial optimization problems.

The feasible region of our LP relaxation is the bipartite matching polytope with one
single additional constraint. Therefore, if an optimal vertex of our LP relaxation is not
integral, then it must be a convex combination of two vertices in the bipartite matching
polytope corresponding to integral matchings. One of these two matchings upgrades a set A
of strictly less than k suppliers and the other matching upgrades a set B of strictly more
than k suppliers. One key insight is to view each such supplier i € AU B as the interval
[bi, c;], i.e., the interval defined by its improved cost b; and its usual cost ¢;. We prove that
if we consider only the suppliers in which A and B differ, i.e., the suppliers in the symmetric
difference A A B, no two of their intervals pairwise contain each other! Using this, we derive a
procedure that computes two new sets A’ and B’ that are “more balanced” than A and B: we
assign the suppliers in A A B alternatingly to A’ and B’. Then, we show that from A, B, A’
and B’ we can form a new pair having again the properties of A, B mentioned above (in
particular that a convex combination of their corresponding optimal matchings is an optimal
LP-solution) but such that the number of upgraded suppliers differ less than for the pair
A, B. We prove that this “balancing” process terminates with an integral optimal matching
after a linear number of iterations. If for an instance the suppliers’ costs are pairwise distinct
and the customer’s demands are also pairwise distinct, we prove that then even all optimal
vertices are integral. However, also in that case the polytope of the LP-relaxation can still
have fractional (sub-optimal) vertices since the mentioned conditions affect only the objective
function but not the polytope.

Let us denote by h(k’) the cost of an optimal (integral) solution that upgrades exactly &’
suppliers, for each k¥’ € N. Our proof above implies that the linear interpolation of h is convex.
From this property, we also derive a purely combinatorial, strongly polynomial-time algorithm
for the multiplicative assignment problem with upgrades, which reduces the problem to
at most |I] instances of weighted bipartite matching without any additional (upgrading)
constraint. In each iteration, we start with one (integral) solution S; that is optimal for
upgrading a certain number k; < k suppliers, and another solution Sy that is optimal for
upgrading ko > k suppliers. Given these solutions, we solve a Lagrangian relaxation of the
multiplicative assignment problem in which the constraint for choosing k& red edges is moved
to the objective function, penalizing red edges. This penalty is chosen such that S; and Ss
are still optimal for the resulting cost function. If the computed solution is strictly better
than S and So (for the new cost function) then this yields a new integral solution S’ that is
optimal for updating a certain number k' of suppliers with k1 < k' < ko; we replace S; or
So by S’ and continue with the next iteration. Otherwise, we compute an optimal integral
solution with the same method we used above to balance the sets A and B iteratively.

As a consequence, we obtain an exact strongly polynomial-time algorithm for the afore-
mentioned upgrade-variants of scheduling jobs on m identical or uniformly related parallel
machines to minimize their average completion time, which hence extends the work of [6].
A natural question is whether our results still hold in a more general setting, for example,
when the given bipartite graph is not complete, if we can reduce the demand of some given
number of customers (similar to upgrading the costs of the suppliers), or if the suppliers



A. Armbruster, L. Rohwedder, S. Weltge, A. Wiese, and R. Zhang

are partitioned into subsets such that we can upgrade a certain number from each of them
(similar to a partition matroid). However, for all these cases we prove that the resulting
LP-relaxation might not have optimal integral vertices and, hence, our results do not extend
to them.

1.2 Other related work

Scheduling with Testing or Resources. Scheduling with testing under explorable uncertainty
to bridge online and robust optimization was introduced by [7] and extended to various
scheduling models [2, 4, 8]. These problems were initially motivated by code optimization,
where jobs (programs) are either executed directly or pre-processed to reduce running time.
[6] studied single-machine total completion time minimization in four settings (online/offline,
uniform/general testing), proposing a PTAS for general testing offline but leaving open the
complexity of uniform testing offline. Our work resolves this and extends the results to
the setting of multiple machines. Scheduling with Resource Allocation [10, 15] dynamically
adjusts job processing times via renewable resources (e.g., computational power) while
respecting budget constraints. These problems also share some similarities with our problem.
Unlike our testing-based model (fixed post-testing runtimes), resource allocation allows
runtime adjustments, creating a fundamental distinction.

Budget Constrained Matching. Budget-constrained combinatorial optimization is well-
studied [1, 5, 9, 22]. The closest work is budget-constrained bipartite matching [5, 9], where
given a bipartite graph with edges that have a weight and multiple costs, we seek a minimum
weight perfect matching such that all cost dimensions satisfy the budget limit. The problem
is clearly NP-hard and generalizes our problem. A PTAS via iterative rounding is shown
in [5, 9].

Submodular Maximization. Since cost(X) is supermodular (see Appendix A), our problem
reduces to maximizing a submodular function under a cardinality constraint. For general
non-negative, monotone, submodular functions, a (1 — 1/e)-approximation is achievable, but
improving this requires super-polynomially many queries [21]. For matroid rank and gross
substitutes functions, exact optimal solutions can be computed in polynomial time using the
greedy algorithm [17]. However, our problem is not captured by these settings; indeed, we
show that the greedy algorithm might fail to compute an optimal solution for our problem
(the counterexample of the greedy algorithm can be found in the full version [3]).

2 Basic definitions and LP-formulation

We first define our problem formally and introduce some basic concepts, including the
LP-formulation we will work with. We are given a set of suppliers I and a set of customers
J where we assume that |I| > |J|. For each supplier ¢ € I we are given costs b; and ¢; such
that 0 < b; < ¢, for each customer j € J we are given a demand d; > 0, and in addition
we are given a value k € {0,...,|I|}. Our goal is to compute a subset A C I with |[A| <k
(corresponding to the suppliers we upgrade) and a one-to-one map 7 : J — I (corresponding
of the assignment of customers to suppliers); our objective is to minimize

Yoo bhdit Y. ey (1)

JEJm(j)EA JjeJ:m(§)EINA
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For any fixed set A C I, it is easy to determine an assignment 7 that minimizes (1):
Simply sort the suppliers by their effective cost (b; if i € A and ¢; if ¢ ¢ A) in non-decreasing
order, sort the customers by demand in non-increasing order, and match them accordingly.
Note that this works independently of the cardinality of A, so even if |A| > k. Hence, we
have:

» Lemma 1. Given a set A C I, in polynomial time we can compute a one-to-one map
71 J = I that minimizes 3¢ 1.0 (iyea br()di + 2 jesm(iena Cn() -

For the sake of completeness, we give a formal proof in the full version [3]. Given a set
A C I, we denote by cost(A) the cost of the optimal assignment according to Lemma 1.
Note that the notation cost(A) is exactly equal to the LP objective value after we upgrade A.
Hence, we want to compute a set A C I with |A| < k that minimizes cost(A). While 7 can
be computed by a greedy algorithm once A is fixed, we cannot simply use a greedy algorithm
to compute an optimal set A (see the full version [3] for a counterexample). Therefore, we
need a more sophisticated approach to solve our problem.

In the remainder of this paper, we will assume that |I| = |.J|, which we can ensure by
adding dummy customers with zero demand. Note that then 7 is a bijection.

Bipartite matching

Since |I| = |J| it is convenient to study our problem using the notion of perfect matchings.
To this end, we fix G to be the bipartite (multi-)graph with vertices V' = IUJ where each pair
i € I and j € J are connected by a blue edge with cost ¢; - d; corresponding to assigning j to
i without upgrading 7, and a red edge with cost b; - d; corresponding to this assignment with
upgrading 7. With this terminology, our problem asks for finding a minimum-cost perfect
matching in G that contains at most k red edges.

Linear program

We will study the following natural linear programming formulation of our problem:

min Z(m’)ezx.z (bidji j + cidjyi ;) VjeJ 2)
5.t Zie] (xi7j + yi7j) =1 V_] cJ
Z]EJ (i +yij)=1 Viel

3)
(
Z(i,j)EIxJ zig Sk (5)
(
(

1)

T j >0 V(Z,]) elxJ 6)
Yy =0 Vi,j) € I xJ 7)

Setting «; ; = 1 corresponds to assigning customer j to supplier ¢ with upgraded cost (i.e., via
a red edge) and y; ; = 1 corresponds to assigning customer j to supplier ¢ without upgrading
its cost (i.e., via a blue edge). For a given instance, denote by P(k) the feasible region
of our LP. Without Constraint (5), by the Birkhoff-von Neumann theorem (see, e.g. [23,
Thm. 18.1]), this set would be identical to the perfect matching polytope of G, i.e., the
convex hull of all integral vectors (z,y) corresponding to perfect matchings in G, and thus
each vertex would be integral. We remark that it is equivalent to replace the inequality in (5)
with equality. We use inequality here to simplify some proofs later.
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Figure 2 Instance with an optimal integral vertex shown in (b) and an optimal fractional vertex
shown in (c). One can easily verify that both solutions (b) and (c) are vertex solutions by the Rank
lemma (e.g., [16, Lemma 2.1.3]).

However, due to the additional Constraint (5) the polytope P(k) may have a fractional
vertex that might even be optimal for our objective function. Consider for example the
instance defined by I = J = {1,2}, (b1,c1) = (0,1), (ba,c2) = (2,3), dy = d2 = 1 and
k =1, see Figure 2. For this instance, the optimal solution value of our LP is 3, see the full
version [3] for details. The resulting polytope P(1) has the fractional vertex (z*,y*) defined
by 2l , =251 =yi1 =Y5, = % and setting all other variables to 0. The objective function
value of (x*,y*) is 3, and hence it is optimal.

On the other hand there is also the integral vertex (z,y) of our LP defined by ;1 = 1,
Y2,2 = 1, and setting all other variables to 0, whose objective function value is also 3. Hence,
for this instance, the polytope P(1) has an optimal vertex that is integral. In the next
section, we show that this is true for any instance, even if the corresponding polytope P(k)
has also fractional optimal vertices.

3 Integral optimal vertices

In this section, we prove that for any instance of our problem, the corresponding polytope
P(k) admits an optimal vertex that is integral. Our proof is constructive, yielding a
polynomial-time algorithm that computes an optimal integral vertex of P(k).

» Theorem 2. For any instance of the multiplicative assignment problem, the corresponding
polytope P(k) admits an optimal vertex that is integral. Moreover, we can compute such a
vertex in polynomial time.

Notice that the definition of P(k) is independent of the costs and demands. Since
in general P(k) does not coincide with the convex hull of its integer points, it may still
have fractional vertices that are optimal with respect to other objective functions (not
corresponding to our problem). We also provide a sufficient conditions under which all
optimal vertex solutions are integral.

» Theorem 3. If in an instance of the multiplicative assignment problem all values (b;)iecr
and (¢;)ier are pairwise different and also all values (d;) ;e are pairwise different, then every
optimal vertex of P(k) is integral.

This implies, that one can compute an optimal solution for any instance of the multiplicative
assignment problem by optimally solving the LP w.r.t. a perturbed objective function.
Here, we focus on the proof of Theorem 2; the proof of Theorem 3 can be found in the

full version [3]. Assume we are given an instance of the multiplicative assignment problem.

First, we compute a vertex solution (x,y) of P(k). If (x,y) is integral, we are done. Assume
that this is not the case. Let P denote the polytope we obtain by omitting the constraint
> (ij)erxs Tij < k from our LP, i.e., omitting Constraint (5). Hence, P is the convex hull
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of all (integral) vectors corresponding to perfect matchings. Therefore, (x,y) is not a vertex
of P. However, since P(k) can be obtained from P by adding only one inequality, one can
show that for (x,y) this inequality is tight and that (x,y) lies on an edge of P. Thus, it is a
convex combination of two vertices of P which correspond to two perfect matchings, one
upgrading less than k suppliers and one upgrading more than k suppliers. We compute these
points and matchings using the following lemma. Formally, for any set X C I we denote
by Mx the optimal perfect matching that upgrades a set X C I, i.e., such that X equals
the set of suppliers that are incident to some red edge in M (if there is more than one such
optimal matching we break ties arbitrarily). Also, for any perfect matching M we denote by
X (M) its corresponding vertex of P. All missing proofs in this section can be found in the
full version [3].

» Lemma 4. Given a vertex (x,y) of P(k), in polynomial time we can compute two sets
A, B C I with |A] < k < |B|, their corresponding optimal perfect matchings Ma and Mp,
and a value X € (0,1) such that (x,y) = X - x(M4) + (1 = X) - x(MBp).

Proof. For a red edge e, let (x,y). := z. be the LP value corresponding to the edge e.
Similarly, for a blue edge e we set (X,y)e = yo. Let C:={e € E:0 < (x,y)e < 1} be
the set of all edges with fractional coordinates in (x,y). The point (x,y) cannot be in the
relative interior of a face of P of dimension at least 2, as this would imply that it lies in the
relative interior of a face of dimension at least 1 when the single Constraint (5) is added.
And this contradicts that (x,y) is a vertex of P(k). So as (x,y) is not a vertex of P by
assumption, it lies on an edge of P. As shown in e.g. [23, Thm. 18.4], the set C is a unique
cycle. Let C = {ey,...,es} such that e; and e; 11 are adjacent for all ¢ € [¢] (where we use
the notation ey = e1). As the graph is bipartite, ¢ is even. Let A’ = {eg; : i € [¢/2]} and
B" = {egi—1 :i € [£/2]}. Due to Constraints (3) and (4) we have (x,y)e, + (X,¥)e,,, = 1 for
all 4 € [¢]. This implies (X,¥)e;, = (X,¥)e, for e; € A" and (X,y)e; = (X,¥)e, for e; € B'. Let
Mz=AU{ecE:(x,y)=1}, Mg =B U{ec E:(x,y). =1} and ) := (X,¥).,- The
edge sets Mz and M are matchings, as no edge e € F with (x,y). = 1 can be adjacent to
a node in C. This implies 1 — XA = (X,¥)e, and (x,¥5) = X - x(M3z) + (1 — A)x(Mp).

The sets A and B are the nodes in I incident to the red edges in M 5 and Mp. If |A| < |B]
let A:= A, B:= B and \ := \. Otherwise let A := B, B:= A and X := 1 — X\. Then we have
|A] < |B| and (x,y) = A+ x(M4) + (1 — N)x(Mpg). Recall that (x,y) is a vertex of P(k). As
X(My),x(Mp) € P we have x(Ma) € P\ P(k) or x(Mp) € P\ P(k). This implies |A| > k
or |B| > k which both imply |B| > k. As AMA|+ (1 —\)|B| < kand X € (0,1) we get |A| < k.
This completes the proof. |

Note that any pair A’, B" C I with |A’| < k < |B’| has a corresponding convex combination
that upgrades exactly k supplies. We denote by f4+ (k) the objective value of this fractional
solution. We call A’, B’ an optimal pair if this solution is an optimal fractional solution, see
formal definition below. Recall that cost(A’) and cost(B’) are the values of the LP objective
after upgrading A’ and B’, respectively.

» Definition 5. Let A’, B’ C I. The pair (A’, B") is an optimal pair if |A’'| < k < |B’| and
the optimal solution value of the LP (2)-(7) equals

—|A
-

far g (k) := % cost(A") + H cost(B’).

To gain some intuition, if (x,y) upgrades (fractionally) exactly k suppliers, then (x,y) is
the mentioned convex combination by construction and it has an objective function value of
fa,B(k). Also, then fa p(k) equals the optimal solution value of our LP since (x,y) is an
optimal LP-solution; hence (A, B) is an optimal pair.
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» Lemma 6. Let A and B be two sets computed by Lemma 4. Then, the pair (A, B) is an
optimal pair.
Proof. Let a denote the cost of M4 and 8 denote the cost of Mp. Since (x,y) =

%X(MA) + %X(MB) the optimum value of the LP is indeed equal to

Bl—k k—| A Bl—k k| A
BT+ [T 14T = BT Cost(A) + iy cost(B) = fan(k). )

It may happen that in M4 (or in M) some (upgraded) supplier in A (or in B) is assigned

to a customer with zero demand, contributing a cost of zero to the objective function value.

Intuitively, this wastes the upgrade of this supplier since it would contribute a cost of zero in
the objective also if it were not upgraded. To avoid certain technical complications, we would
like to remove such suppliers from A and B. Formally, we would like A and B to be simple,
where we define a set X C I to be simple if in M x no supplier is assigned to a customer with
zero demand. We can easily make A and B simple by just removing iteratively suppliers that
are assigned to customers with zero demand. Formally, we apply the following lemma to our
set (A, B) obtain a new simple optimal pair or even directly an optimal integral vertex of
P(k) (in which case we are done).

» Lemma 7. Let (A,ﬁ) be an optimal pair. In polynomial time we can compute sets ACA
and B’ C B that are both simple such that (A’,B’) is an optimal pair or x(Mp,) is an
optimal vertex.

Before we prove Lemma 7, we make use of the following simple observation.

» Lemma 8. If (A, B) is an optimal pair, then cost(A) > cost(B).

Proof. Let A = %. Since |A| < k, the optimum LP value is at most cost(A) and hence
cost(A) > fa.p(k) = (1 — ) cost(A) + Acost(B),

which yields the claim. |

Proof of Lemma 7. By iteratively removing suppliers that are assigned to customers with
zero demand, we obtain simple sets A’ C A and B’ C B with cost(A’) = cost(A) and
cost(B’) = cost(B). By Lemma 8, we have cost(A’) > cost(B’). If | B’| > k, we thus have

farp (k)= cost(B') + 3|k (cost(A") — cost(B'))

IEA/\*I/VI
= cost(B) + L (cost(4) — cost(B))
< cost(B) + g%l’:g (cost(A) — cost(B))
= cost(A) + ; g,"‘_‘i‘@l (cost(B) — cost(A))
< cost(A) + T (cost(B) — cost(A)) = f4 5(k)- (8)

If | B'| > k, this implies that (A’, B') is also optimal. Otherwise, let B’ C B” C B such that
|B”| = k. Since cost(B") = cost(B), we may replace B’ by B” in the above inequalities to
obtain

fap(k) > f1 50 (k) = cost(B") = cost(B'),

which matches the second case of the claim. <
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redistribution

Bl

Figure 3 Illustration for the redistribution. The figure shows only the suppliers in A A B. The
dashed and solid rectangles are suppliers in A and B, respectively. The green and blue rectangles
are suppliers in A’ and B’ after redistribution.

Due to Lemma 7 we can assume that our optimal pair (A, B) is simple. We will show
next that this implies that (A, B) is clean, which we define as follows.

» Definition 9. Let A, B’ C I. The pair (A’,B’) is clean if the symmetric difference
A'AB = (A \B')U (B \ A") does not contain two suppliers i,i’" with b; < by and ¢y < ¢;.

Thinking of each supplier 7 as the interval [b;, ¢;], this means that a pair (A’, B) is clean
if A’ A B’ does not contain an interval that is contained in the interior of another interval
from A’ A B’.

» Lemma 10. If (A’, B’) is an optimal pair where both A'; B' are simple, then (A’, B’) is
clean.

Thus, from now on we may assume that (A, B) is a clean and optimal pair, and we
will maintain this property when we adjust A and B in the following. The fact that (A4, B)
is clean allows us to order the elements (interpreted as intervals) in A A B: By relabeling
the suppliers, we may assume that AAB = {1,...,¢} = [{] where by < by < -+ < by
and ¢; < ¢ < --- < ¢p. Given this ordering, we define two new sets A’, B’ that both
contain A N B, and we redistribute the suppliers in A A B alternatively. Formally, we
define A’ == (ANB)U{2s:s€[|4/2]]} and B' == (ANB)U{2s—1:s5 € [[{/2]]}. An
example is shown in Figure 3. We call (A’, B') a redistribution of (A, B). Our main technical
contribution is the following lemma which we will prove in Section 3.1.

» Lemma 11 (Redistribution lemma). Let (A’, B') be a redistribution of a clean optimal pair
(A, B). We have |A| < |A'| <|B’| < |B| and cost(A’) 4 cost(B’) < cost(A) + cost(B).

» Corollary 12. Let (A’, B') be a redistribution of a clean optimal pair (A, B). Then one of
the following holds:

a) x(Mar) or x(Mp:) is an optimal (integral) vertex of P(k) or

b) one of (A, B’), (A, A"), (A", B), (B',B) is a clean optimal pair.

Note that in a) we are done (we can check this by comparing the corresponding costs
to the cost of (x,y)). Otherwise, we replace (A, B) by the new clean optimal pair that we
denote by (A, B). Since |A| < |4'| < |B'| < |B| the difference |B| — |A| is strictly smaller
than the difference |B| — | A|. Thus, we can conclude:

» Lemma 13. Given a clean optimal pair (A, B), in polynomial time we can compute an
optimal integral vertex of P(k) or a clean optimal pair (A, B) such that |B| — |A| < |B|—|A].

Given the initial optimal pair (A, B), we apply Lemma 13 at most |I| times and eventually
obtain an optimal integral vertex of P(k). This completes the proof of Theorem 2.
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Above, we solved the LP to compute the fractional vertex (x,y) and, based on it, the
initial optimal pair. In Section 4, we will see that we can instead also compute the initial
optimal pair by a combinatorial algorithm, which yields a purely combinatorial algorithm to
solve the multiplicative assignment problem.

3.1 Proof of the redistribution lemma

The bounds on |A’|,|B’| follow immediately from the fact that the redistribution guarantees
|A"| < |B'| <|A'| 4+ 1 and that |A| < k < |B|.

We start by giving some intuition for the comparison of costs. Instead of directly
comparing costs we can equivalently compare the change in cost, i.e., it suffices to prove that

(cost(A") — cost (D)) + (cost(B’) — cost(@)) < (cost(A) — cost()) + (cost(B) — cost(()). (9)

The difficulty comes from the complicated structure of the cost(-) function. Even the change
in cost for upgrading a single supplier i, i.e., cost({i}) — cost((}), is not obvious since the
optimal matching may be different depending on whether we upgrade i. On the other hand,
in the special case where the open interval (b;,¢;) does not contain any of the cost values
bir,cir, i’ € I, the order of suppliers by cost does not change if we upgrade 7 and therefore
the optimal matching also does not change. Thus, in this case we have the simple identity
cost({i}) — cost(D) = (b; — ¢;) - dj where j € J is the customer that supplier ¢ is matched

to. Our proof strategy is to view the cost changes cost(A) — cost(D), cost(B) — cost((), etc.
as the sum of step-wise upgrades where each step does not change the optimal matching.

Within each step we can then more easily compare the change in costs between the different
sets.

Formally, for each ¢t > 0, we will consider a “truncated” instance II; in which costs cannot
get upgraded below t. More precisely, II; has the same suppliers I, customers J, standard
supplier costs ¢, and customer demands d. For a supplier ¢ € I, the upgraded cost in II; will
be equal to min{t, ¢;} if b; < ¢, and remains b; otherwise. For suppliers S C I to upgrade,
we define the resulting cost in II, as cost(S, t).

Let ¢ := |{b; : i € I} U{c; : i € I}| denote the number of different costs and let
by <ty < - <tgwith {t1,..., 8¢} ={b;:i € [} U{¢; : i € I}. We will show that for every
h € [¢ — 1] it holds that

cost(A’,t,) — cost(A’, tp41) + cost(B’, tp) — cost(B’, th11)
< cost(A, ty) — cost(A, tpy1) + cost(B,tp) — cost(B, th11) (10)

Summing over all h € [¢ — 1], we obtain Inequality (9) which yields the lemma’s statement.

Let us fix h € [¢ — 1]. We may assume that J = [n] and d; > dy > -+ > d,,. Consider a
subset S C T for which we would like to determine cost(S,t5) — cost(S,tp4+1). To this end,
note that for a supplier ¢ € I we can only have ¢; < tp, b; <tp < tpi1 < ¢, ortper < b;. We
denote by I< the suppliers of the first type, i.e., I< == {i € I : ¢; < t,}. By S, we denote the

suppliers of the second type that are also contained in S, i.e., Sy == {i € S : b; < tp, thi1 < ¢}

By S> =TI\ (I< US,) we denote all remaining suppliers. Note that S> depends on S but is
not necessarily a subset of S.

Assuming that we only upgrade the suppliers in S, for ¢ € {tp,,tp+1} let us consider the
effective costs of each supplier ¢ € I in the instance II;, i.e., max{b;, min{t, ¢;}} if i € S and
¢; if i ¢ S. The effective cost of any supplier in I< is at most ¢, and independent of whether
t =tp or t = tp4q. Similarly, the effective cost of any supplier in S> is at least t,41 and
again independent of whether ¢ = t;, or ¢t = t}, 1. The effective cost of any supplier ¢ € S, is
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equal to ¢. In II;, an optimal perfect matching that upgrades exactly the suppliers in S can
be constructed by assigning the suppliers in I< to the first |I<| customers, the suppliers in
S> to the last |S>| customers, and the suppliers in S, to the remaining customers. Note
that we may use the same assignment for ¢t = ¢;, and t = t541. The costs of two matchings
differ by

[T<|+]S«]
cost (S, t) — cost(S, the1) = (th — the1) Z d;. (11)
J=l<|+1

This motivates the following statement (see the full version [3] for its proof) where we define
Ay, AL, B, and B’ correspondingly like S, above.

» Lemma 14. We have

<+ ALl [I<|+|BL] [T<|+|Ax] < |+]B.|
doodit > A= Y i+ Y d; (12)
J=l<|+1 j=l<|+1 j=l<|+1 i=l<|+1
Moreover, this inequality is strict if dy,...,d, are pairwise different and ||A.| — |B.|| > 1.

Multiplying the above inequality by ¢, — tp+1 < 0 and using (11) for the sets A, B, A’, B,
we obtain (10).

4 Combinatorial algorithm

In Section 3 we have seen that, given an optimal pair (4, B), we can compute an optimal
solution by a purely combinatorial algorithm. In this section, we present a combinatorial
algorithm for computing such an optimal pair, so in particular without solving a linear
program. This yields a completely combinatorial algorithm for the multiplicative assignment
problem with upgrades.

Our algorithm is based on a key structural insight into the problem. Given an instance,
we consider the function h : {0,...,|I|} — Rx¢ such that for each &’ the value h(k')
equals the cost of the optimal solution if we were allowed to upgrade k' suppliers, i.e.,
h(k") = min{cost(X) : X C I, |X| = k'}. Note that h(k’) is defined even if k' > k where k
is the number of suppliers we are allowed to upgrade in the given instance. Clearly, h is
non-increasing since allowing more upgrades cannot increase the cost of the optimal solution.
A direct consequence of Theorem 2 is that h is also convex.

» Lemma 15. For any instance of the multiplicative assignment problem with upgrades, the
(linear interpolation of the) function h is conver.

Proof. We have to show that h(kg) < Zg:’;’j h(ka) + kB ka 4h(kc) holds for all integers
0<ka<kp<kc<|I|. Let A,C C I be such that k4 = |A| ko = |C], cost(A) = h(ka),
and cost(C) = h(k¢). Let 5 denote the optimum solution value of our LP for upgrading up
to kg suppliers. Recall that 8 < fa,c(kg). Moreover, by Theorem 2, we have h(kg) = .

Thus, we obtain h(kg) < fa.c(kg) = ig z’j h(ka) + :g Eﬁ h(kc). <

In our algorithm, we start with a weakly optimal pair (A, B) which we define to be a pair
A, B C I such that cost(A) = h(]A]) and cost(B) = h(|B|), i.e., among all sets S C I with
|S| = |A]| the set A has the smallest cost, and among all sets S’ C I with |S’| = |B] the
set B has the optimal cost. We start with the pair ((}, I) which is clearly weakly optimal
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Figure 4 Illustration of the combinatorial algorithm.

since () and I are the only subsets of I with 0 and |I| elements, respectively. Suppose we are
given a weakly optimal pair (A, B). We describe a routine that asserts that (A, B) is even an
optimal pair, or directly outputs an optimal integral solution, or computes another weakly
optimal pair (A’, B') with |B’| — |A’| < |B| — |A|. Thus, if we iterate this routine for at most
|I| iterations, we eventually find an optimal pair. We define an auxiliary cost function where
for each subset X C I we set g4 p(X) == cost(X) + % - | X. Intuitively, this cost
function is a type of Lagrangian relaxation of our actual cost function where we replace

Constraint (5) by the penalty term % - | X in the objective.

» Observation 16. We have that g4 g(A) = ga,5(B).

To gain some intuition, let us consider a plot of the (unknown) function h and a line £
that contains the points (| A, cost(A)) and (|B|, cost(B)), see Figure 4. Intuitively, ¢ contains
all points with the same objective function value according to g4 p. Since (A, B) is weakly
optimal, we have that h(|A|) = cost(A) and h(|B]|) = cost(B). Moreover, since h is convex,
one can show that for each value k¥’ with &’ < |A| or k' > | B| the point (¥, h(k')) lies on or
above £. However, there might be a value k* with |A| < k* < |B| such that (k*, h(k*)) lies
below £. If this is the case, then there must be a corresponding set X* C I with |X*| = k*,
h(k*) = cost(X*), and ga,g(X™*) < ga,B(A) = ga,B(B); we call such a set X* an extreme
set. It turns out that if there is no extreme set X*, then we are already done.

» Lemma 17. If there is no extreme set X* C I, then (A, B) is an optimal pair.

Proof. Let S C I with |S| = k be any optimal set. Since there is no extreme set, we have
g(A) < ¢g(S). By Theorem 2, the optimum value of the LP is equal to

cost(A) — cost(B) cost(A) — cost(B)

cost(S) = g(S) — B[4 k> g(X") - B[ |A] -k
cost(A) — cost(B)
2O g
= fan(k). <

In fact, we can easily check whether an extreme set X* exists. More formally, we even
compute a set X* that optimizes ga g(X) over all sets X C I. All we need to do for this is
to solve an auxiliary instance of weighted bipartite matching. In this instance, we take the
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bipartite graph corresponding to our instance as defined in Section 2 and increase the costs
of each red edge by W. Then, we compute a minimum cost perfect matching for

the instance, i.e., without a constraint bounding the number of selected red edges.

» Lemma 18. In polynomial time we can compute a set X* C I such that ga p(X™*) <
ga4,B(X) holds for each set X C I. If gap(X*) < ga,B(A), then X* is an extreme set;
otherwise, no extreme set exists.

Thus, if there is no extreme set, then (A4, B) is an optimal pair by Lemma 17. Otherwise,
let X* the set due to Lemma 18. Note that, once we fix the cardinality of X, the value of
g(X) depends only on cost(X). This yields the following observation.

» Observation 19. For every X C I with |X*| = |X| we have cost(X*) < cost(X).

Recall that since X* is extreme, we have |A| < |X*| < |B|. If | X*| = k, then we are done
since the matching M~ is optimal by Observation 19. If k¥ < X* then the pair (A, X*) is a
weakly optimal pair with |X*| — |A| < |B| — |A]|. Similarly, if £ > X* then the pair (X*, B)
is weakly optimal with |B| — | X™*| < |B| — |A|.

Thus, if we repeat this procedure for at most |I| iteration, we eventually find an optimal
pair (A, B). Then, we apply Lemma 7 to transform (A, B) to a simple optimal pair, and
finally we apply Lemma 13 iteratively until we found an optimal integral solution.

5 Applications and extensions

In this section, we first present details on the connection of multiplicative assignment
problems to scheduling. We then explore natural extensions, for which there are randomized
pseudopolynomial time algorithms via simple reductions to exact matching and for which
the computational complexity with binary encoded costs is open. Finally, we give counter-
examples demonstrating that the integrality properties we prove in Section 3 do not generalize
to them.

5.1 Scheduling with upgrades

Consider the following scheduling problem: we are given n jobs with processing times

P1,D2,- .., Pn as well as upgraded (lower) processing times ¢1,¢2,...,¢, and a limit k € N
on the number of jobs to be upgraded. Furthermore, there are m machines with speeds
$1,82,-..,8m. We have to assign each job to machines, upgrade k of them, and then process

them in some order on each machine. Our goal is to minimize the average completion time
of the jobs. The variant without upgrades is well known to be reducible to minimum weight
perfect matching, see e.g. [18, Chapter 7]. While we present the setting above in the most
general form, we note that solving the problem on a single machine does not seem obvious
either. This is indeed an open problem posted by Damerius, Kling, Li, Xu, and Zhang [6]
recently. In fact, we are not aware of another successful approach than the one presented in
this paper.

To model this problem as the multiplicative assignment problem, each job is a supplier.
For each machine, we create n ordered slots, which form the n-m customers over all machines.
The slots correspond to positions in the schedule on a machine. More precisely, if a job is
assigned to the first slot of a machine, this means that it is scheduled last; if it is assigned to
the second slot, then it is scheduled second-to-last, etc. The demand for a job is p;, and the
upgraded demand is g;. The cost of the ¢th slot of machine ¢ is ¢/(ns;). Here, the rationale
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is that a job j placed on the ¢th slot will delay ¢ many jobs, including itself, by p;/s; (or
q;/si if upgraded). The division of n is to transform the total completion time into average
completion time. An example is shown in Figure 5.

my
ﬂ 5/s1
o] 4/
) o| 3/s1
J1 o 2/s1
((Ihpl) u e
ma
J2 P\ */
(g2, p2) o
o| 2/s
j3 u 1/52
(g3, p3) ms
5/s
Ja m 4/
(qa,p4) . 2;2
i u 1/s3
J5 m
(%7]75) 45/54
4/s4
3/s4

2/s4
1/s4

Figure 5 Illustration for the scheduling with uniform machines. The figure shows an example
consisting of five jobs and four machines. The left and right sides are job and machine nodes,
respectively. Each machine node includes five sub-nodes. Each job node connects to each sub-node
of each machine.

For an instance of multiplicative assignment, we need at least as many suppliers as
customers. Therefore, we remove all slots (i.e., customers) except the m slots with the lowest
cost, as there is always an optimal solution that does not use these slots. An optimal solution
to the instance of multiplicative assignment will always use a prefix of slots for each machine,
since the costs are strictly increasing. It is now straight-forward to transform a solution to
the scheduling problem to one with the same cost in the multiplicative assignment problem
and vice versa.

5.2 Exact matching and pseudopolynomial time algorithms

Recall that in the exact bipartite perfect matching problem we are given a bipartite graph
with edges colored either red or blue and a number k. Our goal is to find a perfect
matching that contains exactly k red edges. This problem admits a randomized polynomial
time algorithm [20]. More generally, the following problem can be solved in randomized
pseudopolynomial time: given a bipartite graph with edge weights w : £ — N and a target
t € N, find a perfect matching of weight exactly ¢t. The weighted variant can be reduced to the
red-blue variant by subdividing each edge 2w(e) — 1 times and coloring the path alternatingly
with red and blue [11]. In fact, even the variant with £ = O(1) many weight functions
w1y, Wa, ..., wp and targets t1,%s,...,t; can be solved in randomized pseudopolynomial time
by aggregating the ¢ functions into one with appropriate zero-padding, see e.g. [14]. This
can be used to derive randomized pseudopolynomial time algorithms for various matching
related problems with upgrades.

One can, for example, obtain a pseudopolynomial time randomized algorithm for the
multiplicative assignment problem, i.e., whose running time is polynomial in n, max;c s d;,
and max;er ¢j. Towards this, we use the natural bipartite graph as described in Section 2,
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which contains for each (4, 7) € I x j an upgraded copy (of cost b; - d;) and a non-upgraded
copy (of cost ¢; - dj). For each t € {1,2,...,3 . ;;cr¢i - dj} we check if there is a matching
with cost ¢ that selects exactly k upgraded edges and output the lowest ¢, for which there is.
This can be solved using exact bipartite perfect matching with two weight functions.

We note that this is inferior to the main result of this paper, which does not require
pseudopolynomial time. However, the approach via exact matching generalizes to more
complicated problems. For example, it still applies even if the bipartite graph in multiplicative
assignment is not complete, that is, some suppliers cannot be assigned to some customers.
Furthermore, more complex cost functions can be implemented, namely, any function in the
supplier, customer, and whether the supplier is upgraded. One can even allow both suppliers
and customers to be upgraded, either bounding the total number or — using an additional
weight function — the number of upgraded supplies and customers individually. Similarly,
one may partition the suppliers into a constant number of sets and allow a fixed number of
upgrades per set, at the cost of increasing the running time due to more weight functions.

Another variant of exact matching is the following optimization problem, mentioned for
example in [19]: given a bipartite graph with red or blue edges, a number k, and a weight
function w : E — N, find a minimum weight perfect matching with exactly k red edges.
Again, this problem can be solved in pseudopolynomial time by reduction to the previous
variants. The problem is not known to be NP-hard for binary encoded weights (which
might be exponentially large in the number of suppliers and customers) [19]. If there was a
polynomial time algorithm for it, this would solve the multiplicative assignment problem, as
well as the extensions mentioned above in polynomial time. As fascinating as this question
is, a solution seems out of reach since the only known algorithm for exact matching is via
an algebraic framework. It seems illusive to enhance it such that optimizes an objective
function (over the set of all matchings with exactly k edges), rather than only computing
some matching with exactly k red edges.

5.3 Counter-examples for integrality

Given our positive results in Section 3, one may wonder if they extend to other cases,
specifically those mentioned in the previous subsection, for which there are pseudopolynomial
time algorithms. Since the computational complexity of the optimization version of exact
matching is open (see the previous subsection), none of these cases are known to be NP-hard
for binary-encoded costs either.

Non-complete bipartite graph

Let us consider a generalization of the multiplicative assignment problem, where some
customers cannot be assigned to some suppliers, that is, the graph as described in Section 2
is not complete. For example, in the instance shown in the subfigure (a) of Figure 6, there is
no edge from the third left supplier to the second right customer (the suppliers correspond
to the depicted nodes on the left and the customers correspond to the nodes on the right).
Suppose we are only allowed to upgrade one supplier (i.e., k = 1). For this case, it is one of
the best options to upgrade the top-left supplier, resulting in the optimal matching shown in
the subfigure (b) of Figure 6. The matching has cost 0-34+5-1+2-0=5.

However, the fractional solution can cheat because the missing edge prevents us from
arranging the suppliers increasingly. Consider the fractional solution shown in the subfigure
(c) of Figure 6. Here, two upgraded edges and four normal edges each receive a value of %
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(0,1) 3

(2,5) 1

(2,2) 0
(a)

Figure 6 Illustration of non-complete bipartite graph that breaks the integrality. The input

bipartite graph is shown in the subfigure (a). The subfigure (b) is the optimal integral solution.

Here, we denote upgraded and normal edges in red and blue, respectively. The subfigure (c) is the
optimal fractional solution. Here, each blue/red edge will be taken to a fractional extent of 1/2. It
is easy to verify that such a solution is feasible.

Table 1 All feasible solutions to the instance shown in the subfigure (a) of Figure 7.

upgraded suppliers cost of the optimal matching

1,3 4-094+3-242-5+1-5=246
1,4 4-094+3-34+2-3+1-5=236
2,3 4-243-2+2-241-5=23
2,4 4-243-2+2-34+1-3=23

So, the resulting cost is

1 9
5-(O~3+1-1+2-1+5-0+2-3+2-0):5 < 5.

The same instance yields also a counter-example for the following generalization by adding
the missing edge and assigning it a cost of 5 upgraded and not upgraded: The cost of an
edge (4, ) is not ¢; - d; but instead some value c(4, j), and “upgrading” ¢ changes all incident

ci,j’s to ©; x ¢;; for some ©; < 1.

Partition of suppliers

Consider now a partition of the suppliers into subsets with the constraint that only a specific
number can be upgraded per subset. This is a natural generalization of the cardinality
constraint on the set of upgraded suppliers to a partition matroid. We show that the
integrality property is lost already for a partition into two sets. The instance is shown in the
subfigure (a) of Figure 7: one out of the upper two suppliers and one out of the lower two
suppliers are allowed to be upgraded.

Table 1 shows the cost of upgrading each pair of suppliers, and both the last two solutions
are optimal integral solutions. Now consider the solution to the LP shown in the subfigure
(c) of Figure 7. Here each edge is taken to a fractional extent of 1/2. The cost is

+(4-094+3-2+3-24+1-5+4-2+2-342-3+1-5)=22.8

N | =

This is lower than the cost of any of the integral solutions.
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(0.9,2) 4 2) &——eo 4 4
<1 <1 <1
(2,5) 3 2 ——e3 3
(2,3) 2 2 o — 0 2 2
<1 <1 <1
(3,5) 1 5 &———e 1 1
(a) (b)

Figure 7 Illustration of a partition matroid that breaks the integrality. There are four suppliers,
forming two groups. At most one supplier can be upgraded from each group. The subfigure (b)
shows an optimal integral solution, where we upgrade the second node from the first group and
the first node from the second group. The blue/red edges represent the normal/upgrading edges,
respectively. The subfigure (c) shows an optimal fractional solution where each edge is taken to a
fractional extent of 1/2.

(7,7) (4,9) 7 9
(25)%(1515) 2 15
(1,3) (8,20) 3 8

(a)

(b)

Figure 8 Illustration of upgrading both suppliers and customers that breaks integrality. The
subfigure (a) is the input instance. The subfigure (b) is an optimal integral solution. The red/blue
edges are upgrading/normal edges. The subfigure (c) is a fractional solution, where each blue/red
edge will be taken to the extent of 1/2.

Upgrading suppliers and customers

Counsider now that not only the suppliers can be upgraded, but also the customers (which
decreases their demand). You are allowed to upgrade at most k suppliers and customers in
total. The cost of an edge is the (potentially upgraded) demand of the customer multiplied
by the (potentially upgraded) cost of the supplier. This is a natural generalization of the
cardinality constraint on upgraded suppliers. We show that we do not have an optimal
integral solution to the LP. Consider the instance shown in the subfigure (a) of Figure 8.

For k =1, we can upgrade the third customer, resulting in an optimal matching of cost
7-845-943-15 = 146. For k = 3, we can upgrade the second and third supplier and
the first customer, resulting in an optimal matching of cost 7-44+2-154+ 120 = 78. So
by taking the convex combination of the characteristic vectors of these two matchings, we
obtain an LP solution for k& = 2 with a cost of % = 112. This fractional solution is
shown in the subfigure (c) of Figure 8. There is no benefit in upgrading the first supplier or
the second customer. For k = 2, Table 2 shows the cost of upgrading each remaining pair.
An optimal integral solution is shown in the subfigure (b) of Figure 8. As there is no integral
solution of cost at most 112, there is no optimal integral solution.
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Table 2 All feasible solutions to the instance shown in the subfigure (a) of Figure 8. The table
does not involve the first supplier and second customer as upgrading them would not change their
respective costs).

upgraded suppliers upgraded customers cost of the optimal matching

2,3 none 7-94+2-154+1-20=113
2 1 7-44+3-154+2-20=113
2 3 7-84+3-94+2-15=113
3 1 7-44+5-15+1-20=123
3 3 7-8+5-941-15=116
none 1,3 7-445-84+3-15=113

6 Conclusion

We studied the multiplicative assignment problem with upgrades and showed that, despite
fractional optimal vertices in the natural LP relaxation, an optimal integral vertex always
exists and can be found in polynomial time. We also gave a strongly polynomial combinatorial
algorithm based on the convexity of the optimal-value function h(k), and applied the result to
the upgrade variants of total completion-time scheduling on identical and uniformly related
machines.

An interesting open question is to identify the precise structural boundary of this phe-
nomenon. The counterexamples show that the result does not carry over to arbitrary
non-complete compatibility graphs, partition-matroid upgrade constraints, or simultaneous
supplier and customer upgrades. However, it remains unclear whether meaningful inter-
mediate classes still admit the same kind of exact polynomial-time solvability. Another
interesting open question is to understand what algorithmic guarantees are still possible
under richer upgrade constraints, e.g., stemming from partition matroids or general matroids.
The counterexamples in this paper show that our techniques do not extend to the setting
of partition matroids, so the exact approach developed here cannot be extended directly.
Although the associated saving function is submodular, approximating savings does not
necessarily yield a meaningful approximation for the original cost-minimization objective.
It would therefore be interesting to determine whether these variants admit specialized
approximation algorithms for the cost objective itself, or whether one can prove hardness
results showing that such guarantees are impossible beyond additive or baseline-relative
bounds.
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A  Supermodularity

In this section, we will prove that the function cost(-) is supermodular. We first prove the
following auxiliary statement.

» Lemma 20. Consider two instances of the multiplicative assignment problem with upgrades.
Both instances have the same suppliers I = {1,...,n}, customers J ={1,...,n}, demands
d, but different costs b,c and b’,c’. Further, both cost vectors are ordered non-decreasingly,
i.e., ¢; < ciy1 and ¢ < ¢y for alli < n—1, and the costs in ¢’ are at least as large as c,
i.e., ¢i > ¢c; > b; for alli € I. Finally, there is a special supplier s with cs = ¢, and by = b..
Then

cost(()) — cost({s}) < cost’(0) — cost’({s}),

where cost((), cost’ (D) are the optimal objective values for the instances with costs ¢, ¢’ and
no upgraded suppliers, and cost({s}),cost’' ({s}) are those after upgrading cs,cs to bs,b,.

Proof. Assume without loss of generality that d; > d;4; for all j < n —1. As shown in
Lemma 1 the assignment 7(j) := j for j € J is optimal when not upgrading any suppliers in
both instances. Let t € I be minimal with b < ¢;. Then

j forj<torj>s j fori<tori>s
ms(j) =4 s for j =t and 7 1(i) =< ¢ fori=s
j—1 fort<j<s i1+1 fort<i<s

are an optimal assignment and its inverse for upgrading {s} in the instance with costs c as
shown in the proof of Lemma 1. It follows that

s—1
cost() — cost({s}) = csds — bd; + Z ci(d; — diy1)
i=t
s—1
< dids —bdy + Y i(di — diga)
i=t

< cost/() — cost/({s}).

The first inequality holds because all coefficients for ¢; (respectively, ¢}) are non-negative. The
second inequality holds because the assignment 75 has cost at least cost’({s}) for upgrading
s in the instance with costs ¢’. <
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» Lemma 21. The set function cost(A) is supermodular.

Proof. A set function cost is supermodular if and only if for all sets A C I and two distinct
elements s,t € I'\ A we have

cost(A) + cost(A U {s,t}) > cost(AU {s}) + cost(A U {t}) (13)

Assume without loss of generality that ¢s > ¢;. Consider two instances with modified costs ¢’
and ¢’ that are otherwise identical to the original instance. The cost vector ¢’ are obtained
from upgrading A U {t} and c¢” are obtained from upgrading A. Formally,

, b; leGAU{t} " b; ifie A
= and ¢ =
¢; otherwise ¢; otherwise

We reorder the components of each of the vectors ¢’ and ¢” non-decreasingly and call the
resulting vectors ¢’ and ¢”, and the corresponding upgraded cost vectors b’ and b”. Let s,
t’ be the new indices of s, ¢ in €¢”. Since ¢; > ¢; we may break ties in such a way that s’ > t'.
Since we can obtain ¢’ from €’ by upgrading ¢’ and reordering the elements 1,2, ...t with
an appropriate tie-breaking rule, we also have that s’ is the new index of s in ¢’. Let cost’(.59)
and cost”(S) be the optimal objective values in the instances with costs b/, ¢’ and b”,¢”
when S C I is upgraded. As ¢} < ¢/ implies ¢, < & for all i € I, we have by Lemma 20 that

cost(A) — cost(A U {s}) = cost” (0) — cost” ({s})
> cost’(0) — cost’({s}) = cost(A U {t}) — cost(AU {s,t}). =«
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