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—— Abstract

We identify a sharp separation in the streaming space complexity of Mazimum Cut when the
algorithm must output an approximate cut (rather than only the approximate value). For dense
graphs, we show that O(n/e?) space is sufficient and that Q(n) space is necessary. In contrast,
for graphs with ®(n/52) edges, the situation is markedly different: we show that the problem
requires Q(nlog(e?n)/e?) space for any € = w(1/+/n), which is tight for the full range of . We also
give an Q(nlogn/e?)-space lower bound against deterministic algorithms for outputting a (1 — ¢)
approximation to the value of the maximum cut.

Using similar techniques we prove an analogous sharp separation in the streaming space complexity
of Densest Subgraph and show that for every constant-arity CSP over a constant-size alphabet
and the Similarity problem the space complexity in dense streams can be improved by shaving a
logarithmic factor.
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1 Introduction

In this paper, we study the streaming complexity of graph optimization problems. Our focus
is on understanding the space complexity required to output approximate solutions in a
single pass over insertion-only streams. In particular, we identify sharp separations for sparse
and dense graphs for the streaming complexity of the fundamental MAX-CUT problem. In
Max-CuT, the task is to output a cut, i.e., a partition of the vertices of the input graph,
such that the value (the number of edges crossing the partition) is at least a (1 — ¢) fraction
of the maximum cut value. Our results also extend to other (hyper)graph optimization
problems: constant-arity constraint satisfaction problems (CSPs) and DENSEST-SUBGRAPH.
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Streaming Complexity Separations

Prior works [47, 44, 45, 7, 8, 19, 32] have studied streaming algorithms for (1/2 + ¢)-
approximate MAX-CUT (albeit the value version) in both the single-pass and multi-pass
settings. Motivated by this and connections to sparsification/space-compression of graph cuts
(and more generally CSPs), we study the e-dependence of the space required for streaming
Max-Cur for (1 — ¢)-approximations (values of £ bounded away from 1/2). The simplest
algorithm for streaming MAX-CUT simply samples a uniform subset of O(n/e?) edges in the
stream. Standard concentration bounds prove that this provides an additive approximation
to all cuts in the graph, which implies a multiplicative approximation to MAX-CUT (which
cuts at least half the edges). The space required by this algorithm is O(e~2nlog(ne?)),
because there are (n(/;?z) ~ exp(O(e72nlog(ne?))) graphs with n/e? edges.

Our first result (see Theorem 1) is that this bound is tight in general, and we construct a
family of graphs with n/c? edges such that any streaming algorithm outputting a (1 — ¢)-
approximate MAX-CUT requires at least ©(e~2n log(ne?)) bits of space. However, the case of
dense graphs is different, and applying techniques from F{, estimation gives an approximate
Max-CUT streaming algorithm in dense graphs that only uses O(n/e?) bits of space. In
other words, we exhibit a dichotomy for streaming MAX-CUT in sparse versus dense graphs.

1.1 OQur contributions

In all of the following, the lower bounds hold against insertion-only one-pass streaming
algorithms.

We first give a lower bound against randomized algorithms for the problem of outputting
an approximate maximum cut. In particular, the hard instance is a family of graphs that
contain n/e? edges. Note that for constant ¢ this is a sparse graph.

» Theorem 1. Let g > 0 be a sufficiently small constant. Any randomized streaming
algorithm that returns a (1 — €)-approzimate mazimum cut in a graph with n vertices with
probability at least 0.51, where e(n) € [w(1/y/n), 0], requires Q(e~2nlog(ne?)) bits of space.

This bound is tight for the range ¢ € [w(1/y/n), eg] — the matching upper bound follows from
the fact that uniformly sampling about n/e? edges produces a graph whose MAX-CUT value
is a good approximation, and that there are exp(e~2nlog(ne?)) graphs with n/e? edges.

In the dense setting, we use the Fy estimation algorithm of [14] to give an algorithm
that returns a (1 — €)-approximate maximum cut in O(n/e2) bits of space in dense graphs
(Theorem 16). We also show that Q(n) working space (the space required by the algorithm
not including the space for the output) is required for dense graphs.

» Theorem 2. For constant € > 0, any randomized streaming algorithm that returns a
(1 — ¢)-approzimate mazimum cut in a graph with n vertices and m = ©(n?) edges with
probability at least 2/3 requires Q(n) bits of working space.

We give a lower bound against deterministic algorithms for the problem of outputting an
approximation to the maximum cut value.

» Theorem 3. For constant € > 0, any deterministic streaming algorithm which returns
a (1 £ e)-approzimation to the maximum cut value of a graph with n vertices requires
Q(e~2nlogn) bits of space.

We also give separations for the problem of densest subgraph. We give an Q(nlogn)
lower bound for outputting both an approximation of the density of the densest subgraph
as well as an approximate densest subgraph itself in sparse graphs (Theorem 26). We then
give an algorithm that returns an approximate densest subgraph in O(n/e?) bits of space in
dense graphs (Theorem 27) and show that Q(n) working space is necessary (Theorem 28).
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Using similar techniques, we show that for every constant-arity CSP over a constant
size alphabet that space complexity O(n/e?) can be achieved in dense graphs (Theorem 29).
Finally, we give algorithms for Similarity (which interestingly doesn’t require a dense stream)
and Rarity in dense streams (Theorem 30 and Theorem 31).

1.2 Related work
1.2.1 Cut sparsification

We mention that there has been significant work on sparsifying graphs to preserve the value
of every cut up to a multiplicative (1 +¢) (see e.g., [1]); such algorithms are suited to the
MIN-CUT problem, rather than MAX-CUT. Indeed, [60] showed an (nlogn)-space lower
bound for computing MIN-CUT in sparse graphs based on a reduction from CONNECTIVITY;
their lower bound can easily be extended to dense graphs by simply adding a highly dense
subgraph connected to the existing graph by a single edge. Thus, our O(n)-space algorithm
for MAX-CuUT (Theorem 16) proves that approximate MIN-CUT is harder than approximate
Max-CuT in the dense streaming setting.

1.2.2 Densest subgraph

In contrast to MAX-CuT, polynomial-time algorithms are known for solving DENSEST-
SUBGRAPH in the classical setting (see e.g., [37, 17]). (For additional background on
DENSEST-SUBGRAPH, see the recent survey [48].) Streaming algorithms for the DENSEST-
SUBGRAPH problem have been studied in several previous works, including [10, 4, 13, 52, 53,
50]. Most relevant to us is the work of [30], who gave an O, (nlog®n)-space algorithm for
outputting a (1 — ¢)-approximate densest subgraph in an arbitrary input graph based on
a sparsification reduction. Our Theorem 27 improves over their algorithm by eliminating
the log?n factor in the case of dense input graphs. [10] proved a similar bound to our
Theorem 28, proving that any p-pass insertion-only streaming algorithm which achieves a
constant approximation requires Q(n/p) space. We note that our bound is specifically for
dense graphs in line with our investigation into the separation between dense and sparse
instances, and the hard instance we use is a family of dense graphs. In contrast, the hard
instance of [10] is a family of sparse graphs.

1.2.3 Dense CSPs

For MAX-CuUT and other CSPs, O(e~2n logn)-space streaming algorithms based on uniform
subsampling (which preserve the value of every assignment up to an additive +¢) have been
studied in several previous works, including [62, 47, 21]. Indeed, there is a moral reason why
dense (maximization) CSPs are “easier than” sparse CSPs. The goal is to satisfy as many
constraints as possible, and having more constraints lets an algorithm narrow down the search
space more efficiently (to either find a good assignment or conclude that none exists). Thus,
there are many models in which dense CSPs are easier to solve than sparse CSPs, beyond
the problem of outputting an approximately optimal assignment with a streaming algorithm
which we study in this paper. For instance, there are polynomial-time approximation schemes
for many dense CSPs (see e.g. [35, 5, 51, 31]), while approximating many sparse CSPs (up
to arbitrarily good constant factors) is NP-hard [6]. Such schemes can be designed using
simple subsampling procedures, like looking at the induced CSP on a constant-sized random
subset of variables (e.g., [2]); these ideas also extend to some LP/SDP relaxations [11].
Tradeoffs between running time and density are also known for CSPs in random [54] and
semirandom [38] models.
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1.2.4 Streaming CSPs

There has been quite a lot of work on streaming algorithms for the MAX-CuUT problem and
other CSPs in recent years [43, 40, 44, 12, 39, 45, 24, 7, 8, 22, 20, 42, 21, 57, 59, 56, 58, 23, 55,
32, 33, 9]. Note that these works are concerned with outputting an approximately optimal
maximum cut value versus an actual cut itself. For MAX-CUT (the value version) on sparse
graphs, we have quite strong lower bounds: Q. (n) space is needed to distinguish between
bipartite graphs (optg = 1) and graphs with optg < 1 +¢ [45]. Also, [12] showed a constant-
space algorithm for (1 =+ ¢)-approximating the MAX-CuUT value of a dense graph. (In contrast,
actually outputting an approximately optimal cut in this space is not possible according
to our Theorem 2.) [23] gave a O(log®™® n)-versus-Q(y/n)-space dichotomy theorem for
sketching algorithms which approximate the value of families of MAX-CSPy, , problems.
[21] built on their work and that of [45] to get Q(n)-space lower bounds for some CSPs. A
dichotomy for multi-pass streaming was recently established by [33].

1.3 Road map

In Section 2 we give our preliminaries, and in Section 3 we give a technical overview of our
results. Then we give our randomized lower bound for maximum cut for sparse graphs in
Section 4, our maximum cut algorithm for dense graphs in Section 5, and our randomized
lower bound for maximum cut in dense graphs in Section 6. We give our deterministic
lower bound for the maximum cut value in Section 7. All omitted proofs and our alternate
algorithm for maximum cut in dense graphs are in the full version on arXiv. We present the
problem definitions and our results for densest subgraph and our extensions including to all
CSPs, similarity and rarity in Section 8. The full sections are in the full version.

2 Preliminaries

Terminology. We consider undirected graphs G = (V, E) where V' denotes the set of n
vertices and E denotes the set of m edges. We say G is “dense” if m = Q(n?) whereas G is
“sparse” if m = O(n). We may refer to graphs with O(n/e?) edges as “sparse” (note that
this is the same as O(n) for constant €). We denote N(u) as the set of adjacent vertices to
vertex u in a graph. In general, we boldface random variables.

Sums of binomial coefficients. Let H(p) :== —plog, p — (1 —p) log,(1 — p) denote the binary
entropy function. We recall the following standard lemma from combinatorics:

» Lemma 4 (Well-known, e.g., [49, Ch. 10, Cor. 9]). Let n € N and 0 < k < n/2. Then
k n n- n
Dico (7) <2 Hik/m),
The Max-Cut problem. For an undirected G = (V, E) and a function = : V" — {0,1}
representing a “cut”, we define the cut value of x as the fraction of edges whose endpoints
are assigned differently by x:
valg(z) = P [x(u) # z(v)].

= T
{u,v}~Unif(E)

We define the value of G as

opt, := max valg(x
Pra z:V—{0,1} G( ),
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the highest value of any cut. G is bipartite if opt, = 1. For every v € [0, 1], we define the set
Good/, := {z : valg(z) > (1 —7) - optg}.

The e-approzimate MAX-CUT problem is to, given G, output a cut z € Goodg,.

One can also consider the related “value approximation” problem where the goal is to
output a real number v € [0, 1] such that v € (1+¢)-opts. Note that the value of a uniformly
random cut x : V — {0,1} is % in expectation and therefore opt, > % for every graph G.

One-way communication problems. We prove most of our lower bounds by considering
the following simple communication problem, called IDENTITY, in the one-way model.

» Problem 1. Let F be a finite set. In the IDENTITYx problem, Alice gets an input A € F
and sends a single message M to Bob. Bob, after arbitrary local computation, then needs to
output A.

The following information-theoretic bound is folklore:

» Lemma 5. In any one-way protocol for IDENTITY with constant success probability, Alice
must send Bob Q(log|F|) bits of information.

3 Technical overview

Here we give an overview of our results.

3.1 Randomized Q(n log(ne?)/c?) lower bound for maximum cut
(Theorem 1)

The goal of Theorem 1 is to prove a lower bound against randomized streaming algorithms
outputting an approximate maximum cut in a graph.

Given a fixed streaming algorithm and an input graph G, let Compress(G) denote the state
of the streaming algorithm after processing the edges of G. If the streaming algorithm uses
space s, we can think of this as a (possibly randomized) mapping Compress : {graphs} —
{0,1}°. Our fundamental idea is then to construct a large family F of graphs on ©(n)
vertices (log |F| = Q(nlog(ne?)/e?)) and show that Compress(G) (typically) contains enough
information about G to uniquely identify it among all graphs in F. Since Compress(G) has
only s bits, this is information-theoretically impossible unless s = |log(F)|, allowing us to
conclude the space lower bound.

Recall that Compress(G) encapsulates the state of the streaming algorithm after G’s
edges are streamed. Thus, knowledge of Compress(G) can help us to identify G from among
a large family of graphs F. In particular, we can “pick up where we left off” in the stream;
that is, we can pick a graph H, add H’s edges to the stream, and then ask for an approximate
maximum cut in G U H (with good probability). Modulo failure probability, we can now
forget about the streaming model, and think instead about the following query problem:
when can G € F be identified given the ability to query an approximate maximum cut in
G U H for H of our choosing?

Note that in the simplest case, we might set H to the empty graph, and query an
approximate maximum cut in G itself. However, this gives us just n bits of information
about G, which is not enough to identify G in general (since log |F| > n). Instead, we will
need to query with many different H’s. But which H’s should we use to “learn” about G?

L After all, a cut is just a string in {0,1}™.
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Our main conceptual insight is that, by carefully constructing the graph family F and
the query graphs H, we can also compute certain approximate conditional maximum cuts in
G itself. By this, we mean the following. If G is a graph with vertex-set V', then a cut in G
is just a string in {£1}", i.e., a labeling of vertices by {1} values. The standard maximum
cut problem is to find the cut in {£1}V cutting the most edges in G. In the “conditional”
maximum cut problem, we are given, in addition to G, a subset S C V of the vertices and a
cut z € {£1}* on those vertices, and we want to find the cut y € {£1}"\* on the remaining
vertices such that the full cut xy € {£1}" cuts as many edges as possible. In other words,
we want to maximize the number of cut edges not over the full cube {1}V, but over the
subcube where the coordinates in S are fixed to x.

Specifically, in our setup, the graphs G € F are certain bipartite graphs on a vertex set
L U R, with |L| = |R| = n, and for every partial cut z € {£1}¥ on the left vertices, we
hope to find an approximate conditional maximum cut y € {£1}# on the right vertices. We
achieve this by defining a graph H, on vertex set V/ O V in such a way that when we query
an approximate maximum cut z € {jzl}vl for GU H,, zy, is forced to (mostly) equal z, and
zg correspondingly (mostly) recovers an approximate conditional maximum cut. (Here zj,
and zr denote, respectively, z’s restriction onto the left and right vertices of G.)

Our technical work now splits into two parts:

1. We construct a very large family F of bipartite graphs on vertex-set L LI R such that
for every G1 # G € F, except with probability 1% over the choice of the left-cut
x € {£1}L, the set of approximate maximum right-cuts for G; and Go conditioned on x
are disjoint. Specifically, to construct F, we sample a set of random bipartite graphs with
right-regularity k& = ©(1/¢?), and then filter out graphs which fail certain desired criteria.

2. We show how approximate maximum cut queries can be used to identify members of this
family. This step combines the standard Yao’s minimax lemma / averaging ideas and a
careful construction of graphs H,.

To conclude this subsection, we shed some additional light on Step (1), the construction of
the large family of k-right-regular graphs F. F is required to satisfy two important properties:
firstly, the distribution of left-degrees of every graph in F should be pseudorandom, in the
sense that the total of squared left-degrees is O(nk?) and the total left-degree of vertices
with left-degree Q(k) is O(nv/k). Secondly, the pairwise overlap in the edge-sets of graphs in
F is small.

We then show that we can separate each pair of distinct graphs G1,Gs € F. Fix such a
pair and sample left assignment @ uniformly at random. We show that with high probability
over x, there does not exist any right assignment that is simultaneously near-optimal for
both conditional instances (G1, ) and (Ga,x). This is because fixing x induces at each right
vertex v a signed imbalance which is the difference between the number of neighbors labeled
+1 and —1 by x; any near-optimal right assignment must agree with these imbalances on
most vertices. Thus, if G; and G4 shared a near-optimal right assignment under the same
x, the difference in imbalance between the two has to be small. On the other hand, the
low-overlap property ensures that for most right vertices these imbalances are driven by
essentially disjoint neighborhoods in G; and Gs, leading to a large expected inconsistency
under random @. The bounded degree conditions allow us to amplify this to high probability
via concentration, ruling out shared near-optimal right assignments. This separation implies
that any algorithm which succeeds on a constant fraction of the instances must distinguish
between a constant fraction of the pairs of graphs in F yielding the desired lower bound.
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3.2 Randomized O(n/e?) upper bound for maximum cut

Our algorithm is very simple and is an application of the Fj estimation algorithm from [14].

The algorithm of [14] estimates the number of distinct elements (so distinct edges here) in
a stream up to a multiplicative ¢ approximation using O(log(6=1)/e? + logn) space with
probability 1 — J. For any cut z, take cut(z) to denote the set of edges that crosses x in the
complete graph. Inclusion-exclusion therefore gives us

|G Ncut(z)| = |G| + |cut(z)| — |G U cut(x)].

We can maintain |G| exactly in logn bits and |cut(z)| is known offline. We can use the Fj
estimation algorithm to estimate |G U cut(x)| in the following way: run the algorithm on the
input stream and then add the edges of cut(x) to the stream. Although the Fy algorithm
gives a multiplicative approximation to |G U cut(z)], this translates to en? additive error on
every cut value. Therefore, the density of the graph gives the desired approximation. Setting
§ = 279 50 that we can union bound over all cuts gives space O(n/e?). We also note that
since we are using an Fy sketch, we can handle the case where the same constraint is present
in the stream multiple times. In this case, it is treated as if the constraint was only presented
once.

Given that we are working in the setting where § is very small, the update time of the Fj
sketch of [14] is poly n. It is unclear how to speed up the update time while preserving the
exact space complexity (note that in contrast uniform sampling has fast update time but
suboptimal space). So, we also present an alternate algorithm which has a slightly worse
space dependence (by a log(1/e) factor) but has only amortized polylogn update time.

Our alternate algorithm goes as follows. The first key idea is to sample n random edges

before the stream, as opposed to the naive approach of sampling n edges during the stream.

Then during the stream, we simply record which of the pre-sampled edges were actually
present in the input graph with a simple bit array of size n and use these edges as our
sample. But how do we sample n random edges before the stream in only O(n) bits of space?
Our second key idea is that we do not need truly i.i.d. uniform samples. So we construct
a d-regular expander graph on vertex-set (g) (d depends only on ¢) and take a random
walk of length n in this graph starting from a random vertex. We can then use well-known
concentration inequalities for random walks on expanders (see [61]) to conclude this gives a
good estimator. Crucially, there is an O(n + logn)-bit implicit representation of the list of
vertices on the walk (which correspond to possible edges in the graph), since all we need to
store is the starting vertex and a “next-step pointer” saying “go to my i-th neighbor” for
i € [d] for each vertex along the walk. We note that our techniques differ from [14] since we
define the expander on all the possible edges of the input graph versus to generate random
seeds.

3.3 Randomized €2(n) lower bound for maximum cut in dense graphs
(Theorem 2)

We note that since |V| = n, n bits of space are required to write down the output. However,
our lower bound shows that Q(n) bits of working space (i.e., not counting the output space)
is also required for this task.

To establish our lower bound, we design an exponentially large family of inputs F where
the sets of approximately optimal solutions are pairwise disjoint. We then show that one can
leverage an approximate MAX-CUT streaming algorithm to correctly identify an input graph
G € F. The set of inputs are complete bipartite graphs.
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3.4 Deterministic lower bound for maximum cut value (Theorem 3)

Our framework is similar to that of our randomized Q(nlog(ne?)/e?) lower bound. We design
a large family of graphs F and show that G € F can be identified given the ability to query
an approximate maximum cut value in G U H for H of our choosing. In the deterministic
setting, the query access we assume is stronger than in the randomized setting: we may
augment G with any H and obtain exact deterministic approximations to the maximum
cut value of G U H with no failure probability and therefore with an unbounded number of
queries.

We instantiate F as the family of graphs formed by the union of ©(1/£2) perfect bipartite
matchings on a vertex set of size 2n. For every pair of distinct graphs G1,Gy € F, we
construct a deterministic distinguishing test 7 (G1,G2). Specifically, we show that for each
such pair there exists a cut z satisfying |valg, (z) — valg,(x)] = Q(n/e). Using this cut,
we define augmentation H such that the maximum cut value of G U H encodes valg(z).
By thresholding the resulting approximate maximum cut value, we can deterministically
distinguish whether the unknown graph G is equal to G or Gy (with arbitrary behavior
permitted otherwise). Running 7 (G4, G2) over all possible pairs of graphs in F and selecting
the graph consistent with the largest number of tests uniquely identifies G, yielding the
desired space lower bound.

4 Randomized lower bound for maximum cut (Theorem 1)

We start by defining the notion of conditional Max Cut, where the input is a bipartite
graph in which the left vertices have a fixed assignment and the goal is to find the optimum
assignment on the right vertices. We then give some lemmas which outline what conditions
we want for our hard family of graphs.

» Definition 6 (“Conditional” Max Cut). Let G = (LU R, E) be a bipartite simple graph and
x € {£1}F a fived assignment to the left vertices. The value of an assignment y € {£1}F to
the right vertices is

1 El 1
valgle(y) = 5 Y (L—wuy) = % 3 > zup
(u,v)€E (u,v)EE
The optimum value over all assignments is optg, = maxye(+1yr valg|.(y).

Given G and x, we define the discrepancy of a vertex v € R as

dgla(v) = Z Ty (2)

uENgG(v)

This immediately gives, for a fixed right-assignment y € {+1}#, the equation

vlaia() = 20— 23"y dgialv). ®)
vER

Maximizing this over all right-assignments gives the equation

P23 et (4)

vER

OptG|z =

We can then define the loss of a particular right-assignment y as:

lossgz(y) = optg), — valgu(y) = % > (1612 ()] + yo - 6a12(v))- (5)
vER
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Finally, for a goodness threshold 7 € Ry, we define the set of good right-assignments for z
as:

Goodg, = {y e {x1}7: lossgz (y) < 7} (6)

For a,b € R, define slack(a,b) = |a| + |b| — |a + b|. This quantity is the slack in the
triangle inequality applied to a and b. In particular, it is always nonnegative. It vanishes iff
a and b have the same sign (or either is zero), and otherwise equals min(|al, |0]).

Let G = (G1,G2) denote an ordered pair of bipartite graphs on the same vertex-set LU R.
For a fixed left-assignment 2 € {£1}* and right-vertex v € R, we define the advantage

advg|q(v) = slack(0q, |2(v), dcy)e (V). (7)

Our first lemma states that if two graphs share a good right-assignment, then the total
advantage must be small.

» Lemma 7. For every pair of bipartite graphs G = (G, G3) and left-assignment x € {+1}£,
if Goodg, |, N Goodg,, # 0, then 3° padvg.(v) < 47.

Now, we establish conditions under which the advantage is large. For v € R and
x € {£1}*, we decompose

:LL1Q|:E(U) = Z M

UGNGl (U)\NGQ (’U)

:LL2Q|:E(U) = Z am

UGNGQ (U)\Ncl (’U)

:ugkp(v) = Z Lays

u€Ng, (v)NNg, (v)
We then give the following lower bound on advg,(v):

» Lemma 8. For every pair of bipartite graphs G = (G1, Gs), left-assignment x € {£1}F,
and right-verter v € R:

advgy, (v) > slack (g (0), 11, (v)) = 4l (0)]
To prove this, we use the following fact:

» Lemma 9 (Lipschitzness of the slack function). The function slack : RxR — R is 2-Lipschitz
with respect to the 1-norm: |slack(a’,b’) — slack(a, b)| < 2(|a’ — a| + |b' —b]).

Proof of Lemma 8. Since Ng, (v) = (Ng,(v) \ Ng,(v)) U (Ng, (v) N Ng,(v)), we have
0cy|2(v) = ué‘z(v) + Mg‘m(v) and similarly for dg,|o(v). Hence, using the triangle in-
equality, we have: B

advge (v) = slack (s, (v) + #Q, (0), 1, (0) + 1, (0))
> slack by (0), 12, (0) ) —[sack (1ady, (0) + 1y (0), 1235, (0) + 1y, (0)) = slack (i, (0), 1y, (0))|

and we can then apply Lemma 9. <
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4.1 Probabilistic construction of a hard family of graphs

We construct the hard family F of graphs using the so-called “deletion method”: we sample
a large family of random graphs, delete all graphs which violate desired criteria, and show
that the resulting family is still large because violations are improbable.
Let Gright-regular (7, k) be the space of k-right-regular bipartite simple graphs, generated
by having each v € R independently choose a uniform random k-subset of L as its neighbors.
For a bipartite graph G = (LU R, F) and a threshold d, we define

Tailg(d) .= {u € L : degs(u) > d} and TailDeg(d) = Z degq(u).
u€Tailg (d)

» Lemma 10 (Existence of hard family). For every nnear, Mail > 0 and Caeg > 1, there

exist Csize, Cstretch > 0 such that the following holds: for every sufficiently large k € N and

n > Csetenk € N, there exists a family F C Gright-reguiar(n, k) of simple bipartite graphs

satisfying:

1. Right-regularity: for every G € F and v € R, it holds that degs(v) = k.

2. Bounded sum of squared left-degrees: for every G € F, it holds that Y-, ., degq(u)? <
CdegnkQ.

3. Light left-degree tail: for every G € F, it holds that TailDegg (2k) < neaunvk.

Low overlap: for every G1 # Go € F, it holds that |E(G1) N E(G2)| < Mnearnk.

5. Large size: log|F| > Csizenklog(n/k).

-

Note that the first three properties impose requirements on each graph in the family F
individually; the fourth property involves pairs of graphs, and the fifth property involves the
size of the entire family.

Proof. By definition, any G' ~ Giight-regular (12, k) deterministically satisfies Property 1.

Pick some fixed ps € (1/Cgeg, 1). For Property 2, sampling G ~ Gright-regular (7, k), the
degree degg(u) of a left vertex w is the sum of n independent indicator variables (one for
each v € R choosing ) with expectation k/n. Thus degg(u) ~ Binomial(n, k/n). We
have E[degg(u)] = k and Var(degg(u)) < k. Therefore, E[degg(u)?] = Var(degg(u)) +
Eldegg(u)]* < k + k*. By linearity of expectation, E[Y, ., degg(u)?] < n(k + k*) <
ngdegnkz (taking k large enough). By Markov’s inequality, the probability that this sum
exceeds C’degnk2 is at most (p2Caeg)/Caeg = P2 < 1.

For Property 3, sampling G' ~ Gright-regular (1, k), the expected total degree of the tail
vertices is:

n

B{TuilDega (20)] = Y- Eldega (@ laesgruan] =1 3 (1) (bfnp (1= by
ueL j=2k+1

5> ("7 ) s = gy

i=2k
= nk - Pr(Binomial(n — 1, k/n) > 2k).

By standard multiplicative Chernoff bounds (since the mean is strictly < k), this upper tail
probability is bounded by < e~#/3 hence E[TailDegg(2k)] < nk - e~*/3. Hence by Markov’s
inequality, Pr[TailDegq (2k) > mannvVk] < (nk - e %)/ (naunvk) = ;L Vke™ /3. Taking
k sufficiently large, this is smaller than 0.49(1 — p2).
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For Property 4, consider sampling G1, G2 ~ Gright-regular (7, k) independently, and define
the overlap X := |E(G1) NE(G2)| = > ,cr INg, (v) "\ Ng,(v)|. Because each v € R chooses
its k£ neighbors independently, X is the sum of n independent hypergeometric random vari-
ables. Let ppear denote the probability that X exceeds nyearnk. Since E[X] = n-(k?/n) = k2,
using Hoeffding’s extension of Chernoff bounds for sums of hypergeometrics, we get

Prear < (ekj/("]ncarnk‘))(nncarnk) = exp(_nncarnk ln(nncarn/(Ek))) < eXp(_%nncarnk' ln(n/k)),

where the final inequality uses the assumption on n and takes Cgtrotch > €/Mnear-

We now apply the deletion method: sample N := [0.98(1 — p2)/(Pnear)| graphs independ-
ently. The expected number of graphs violating Property 2 or 3 is < (p2+0.49(1—p2))N < N.
The expected number of pairs violating Property 4 is (%) pnear < 3 (PnearN)N < 0.49(1—po)N.
Thus, the expected total number of violations is at most (p2 + 0.98(1 — p2))N. Hence, there
exists a realization with at most (p2 + 0.98(1 — p2))N violations. Removing one graph from
each violation leaves a simple family F satisfying all properties with size |F| > 0.02(1 — p2)N.
Taking the logarithm yields Property 5. |

4.2 Separating conditional Max Cut instances

Now we show that distinct graphs in the hard family admit incompatible sets of near-optimal
right-assignments once the left assignment z is fixed at random. In particular, for two
different graphs G, G2, with high probability over the choice of x, there does not exist any
right-assignment that is simultaneously near-optimal for both conditional Max Cut instances
(G1,x) and (Ga,x). We will later show how to lift this to a lower bound for the standard
(unconditional) Max Cut problem.

Define the density parameter Cgen = 10%, and a corresponding regularity parameter
k== |1/(10°Cgene)?]. Let g9 > 0 be a sufficiently small absolute constant such that k is
large enough to invoke the prior lemma for all ¢ < gg. The slack threshold is defined as

7= nvk We will invoke Lemma 10 with n.q == Nnear = 1078, and Cleg = 10.

1
2000 8000°
» Lemma 11 (Slack vs. minimum magnitude). Let X,Y be independent, symmetrically
distributed random variables. Then E[slack(X,Y )] = E[min(|X|, |Y])].

» Lemma 12 (Minimum magnitude of Rademacher sums). Let X,Y be independent
Rademacher sums of lengths mx,my > m > 1. Let W = min(|X|,|Y|). Then
E[W] > Csep/m, where Cyep, :=9/512 ~ 0.0175.

» Lemma 13 (Typically no shared good assignments). With the parameters we defined, let F
be as in Lemma 10 and let G1,Go € F be distinct. Then

me{Pirl}L Goodg;, |, N Goodg,, |, # 0| < 0.01.

Proof. Let F(z) =}, cradvgp.(v). By Lemma 8, we have Goodg, |, N Goodg,, |, # 0 =
F(z) < 47 = T*. We now upper bound the probability over z € {+1}F that F(x) < T*.
Note T* = 4nvE — 0.002nV/k.

First, we lower bound the expectation of F(x). Let p :== 107% and define the set of
typical vertices Viyp = {v € R : |[Ng, (v) N Ng,(v)| < pk}. By the low overlap property,
Eu[|Ng, (v) NNg, (0)]] < Nneark. By the setting of nyear and Markov’s inequality, we conclude
Vigp| > 0.997.

Fix v € Viyp. Because the graphs are simple (no parallel edges), when x ~ {£1}E,
Mgm(”) is a sum of |Ng, (v) N Ng,(v)| < pk independent Rademacher random variables.

Thus E[|pg, (v)]] < [Var(ug,,(v)) = VNG, (v) " Ng, (v)| < v/pk. Further, because G1, G
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are k-right regular, ,ulglm(v)7 /ﬁg‘w(v) are independent sums of m := k — |Ng, (v) N Ng, (v)| >
(1 — p)k independent Rademacher random variables. Since ulg‘ 2(0), /ﬂg‘ . (v) are independent
symmetric variables, by Lemmas 11 and 12,

E[slack (111 (v), 1112 (v))] = E[min(|ug 4 (v)], |10 (0)])] = Coepv/m.

We finally have, sampling & € {£1}:

Eladvge(v)] > Elslack (15 (0), 1816 (v))] — 4 E[| 1G4 (v)]]
> Coepv/m — 4y/pk > VE(Coep/1 = p = 4y/p).

Substituting our constants (p = 107¢, Csep, & 0.0175), we deduce Efadvgq(v)] > 0.0135VE.
The total expectation therefore satisfies E[F(x)] > 0.99n - 0.0135vk > 0.0133nvk. The
required deviation for a failure is ¢ :== E[F()] — T* > 0.011nVk.

Now, we apply McDiarmid’s bounded differences inequality to the function F : {+1}£ — R
applied to the independent Rademacher variables (x,, € {£1}),er. Given a fixed z € {+1}F,
flipping x,, changes d¢,|4(v) by 2 if v € Ng,(u) and 0 otherwise. Hence, by Lemma 9, the
maximum change in F'(zx) from flipping z,, is strictly bounded by ¢, := 4(degg, (u)+degg, (u)).

The variance proxy X is elegantly bounded via the squared 2-norm of degrees property
(Lemma 10, Item 2), applying the algebraic inequality (a + b)? < 2a? + 2b%:

¥ = Z 2 <16 2:(degG1 (u) + degg, (u))? < 322(deggl(u)2 + degg, (u)?) < 640nk>.
u€L u u
Applying McDiarmid’s inequality:

Pr[F(z) < T*] < exp <2§> <exp (W) = eXp(*Q(%»'

Since n > Cgtretehk, taking Cgipeten sufficiently large this failure probability is at most

0.01. <

4.3 Reducing conditional Max Cut to Max Cut

» Definition 14 (Gadget graph). Let L, R be disjoint verter sets. For x € {1}V, we define
the following “gadget” graph H,: The vertex set is LU R {sy1,5_1}, where s41,s_1 are
two new “sink” vertices; there is an edge of weight Winie sini ‘= 10°nk between S+1 and s_1,
and, for each u € L, an edge between u and s_z, with weight Winke e = 2k.

Note that the graphs G and H, are individually bipartite, but their union G U H, need
not be.

» Lemma 15. Let the parameters be as in Section 4.2. Suppose G € F and x € {£1}L. Let
z € {£1}UEHse1} pe an assignment to the graph GUH,. If valgun, (2) > (1—¢€) optayy, ,
then zg € Goodg,,, where zg denotes the induced assignment on the vertices R.

Proof. Let
(= optguy, — valoum, (2),

denote the loss of the assignment 2, so that we have assumed ¢ < ¢ - optg g, We have
optgum, < Caennk (since the latter upper-bounds the total weight in G U H,), hence
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¢ < & Cyennk. By the setting of Cyen, we have k = [1/(10'°2C3, )| < 1/(10192C%2 ), and
hence ev/k < 1/(10°Cgen). This guarantees
k
o ko (8)
10000
Consider the assignment z* € {£1}FUA s} defined by 2*(s41) == +1, 2*(s_1) = —1,
2*(u) = @, for u € L, and 2z*(v) := —sign(dg|,(v)) for v € R. This assignment cuts the
sink-sink edge and all sink-left vertex edges. Hence
OptGUHJc Z ValGUHm (Z*) = Wsink(—>sink + nWSinl«—)lcft + OptG|m~ (9)

If z2(s41) = z(s—1), then the sink-sink edge is not cut, so valgum, (2) < nWiinkolett +
|E(G)|. Equation (9) then gives £ > Winkessink — (|E(G)| — optg),) > 10°nk — nk, contra-
dicting Equation (8). Hence, z(s11) # z(s—1). By symmetry, we assume that z(s;+1) = +1
and z(s_1) = —1.

Let A :=={u € L: z(u) # x,}. We claim that

0> Z (2k — degg(u)) + lossg |z (2R)- (10)
u€A

Indeed, consider the “intermediate” assignment 2’ € {£1}F9FU{s+1} which matches 2z on the
right vertices and z* (and therefore x) on the left vertices. (That is, 2/(s+1) = 1, 2'(u) = x4

for uw € L, and 2’'(v) = z, for v € R.) We have

¢ = optgupg, — valeun, (2) > valgun, (2*) — valeun, (2)

= (valgun, (%) — valgum, (2)) + (valgum, (2') — valgum, (2)) .

=sink s left =left<rright
For the first term, £gink<sleft, We have valgum, (2%) = Wainkesink + 2 Waink o loft +0ptg|,, while
valgum, (2) = Wiinkosink + "Wiinkesleft + Valg|z(2r). (In other words, both assignments
satisfy all edges incident to the sinks. Here, zr denotes the assignment z restricted to the
right vertices.) Hence, the difference is £sinkeslets = 10sSg|5(2r). Meanwhile, we can write the
second term as

Oiefrosright = Z ((Weight of edges incident to u satisfied by 2z’ but not 2)
u€EA

— (weight of edges incident to u satisfied by z but not 2’ ))

For every u € A, the first term is at least Winkes1eft = 2k, while the second is pessimistically
at most degq(u). Hence,

¢ >lossg|q(2R) + Z(Zk; — degg(u)). (11)
u€A
Finally, recall the definition of the “tail vertices” Tailg(2k) = {u : deg(u) > 2k}. We
split the sum in Equation (11) over u € A into u € Tailg(2k) and u ¢ Tailg(2k); in the
latter case, we have immediately that (2k — deg(u)) > 0, while in the former, we use the
pessimistic lower bound 2k — degq(u) > —degq (u). Therefore:

£ > lossg|z(2r) — Z degq(u) = lossg|,(2r) — TailDegq (2k).
u€Tailg (2k)

By the light tail property and our setting of niai1, TailDegq(2k) < %. Rearranging yields:

< + < =T
10000 8000 ~ 2000

lossg|z(2r) < £ 4 TailDegg (2k) <
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4.4 Streaming reduction

We prove Theorem 1 by reducing from the IDENTITY problem on F, the hard family of
graphs from Lemma 10.

Proof of Theorem 1. The hard distribution D is as follows: pick G uniformly from F, and
2 uniformly from {£1}¥. The stream is G o H,, where o denotes ordered concatenation
(and G and H, themselves may be in arbitrary order).

Assume A uses space S. By Yao’s minimax principle and averaging, there is a deterministic
algorithm A’ and subset 7/ C F with |F’| > 1|F| such that for every G € F,

Pr  [valgum, (A (Go Hy)) > (1 —¢)-optg . ] > 0.51.
ze{+1}L ®

This implies, by Lemma 15 and taking the complement, that

/ T

me{})irl}L[AR(G o Hw) ¢ GOOdG‘w] < 049,
where A (G o H,) denotes the projection of the assignment A(G o Hy) to only the vertices
R.

Assume for contradiction that S < log,(|F’|). By the pigeonhole principle, there exist
distinct G, Gy € F' generating identical memory states before H, arrives. Hence, for every
r € {£1}F, A'(Gy,7) = A'(G2,2) and in particular A% (G1,z) = AR (G2, ). So by a union
bound,

Pr [AR(G1 0 Hg) ¢ Goodg, |, V AR(G1 0 Hz) & Goodg, ] < 0.98.

ze{t1}L
Hence, Goodgl‘m N Goodgmc is non-empty with probability > 0.02. This directly contradicts
Lemma 13, which bounds this collision probability strictly < 0.01.

Thus, S > log(|F'|) = Q(nklog(n/k)). Substituting k = ©(¢~2) yields the final bound
S = Q(e2nlog(ne?)). <

5 Upper bound for maximum cut in dense graphs

» Theorem 16. There exists an insertion-only randomized streaming algorithm which, given
an undirected graph G = (V, E) on n vertices and m > an? edges and € € (0,1), outputs
x:V — {0,1} which has valg(z) > (1 —€) - optg in O(=7%z) bits of space with probability at
least 2/3.

Proof. We use the Fj estimation sketch of [14] which estimates Fj up to a multiplicative
1 4 ¢’ error with failure probability §, using O (bgs(# +log N ) bits of space. Here, the
universe is the set of all N = (g) possible edges of the input graph G.

During the stream, we maintain an Fy sketch with e, = £/10 and d,, = 1/9 to estimate
m which is the number of distinct edges (recall that edges can appear multiple times - we
aim to allow repeated edges but ignore their multiplicities). Let m denote its estimate for m.
We feed the stream of inserted edges into a second Fj sketch, instantiating it with ¢’ = £5
and failure probability § = The space used is therefore O (ﬁ + log n) =0 (527;2)
bits.

For any cut z : V — {0,1}, let C(x) C (‘2/) denote the set of edges crossing the cut in the
complete graph on V. The number of edges of G crossing the cut is exactly |E N C(z)|. By
the inclusion-exclusion principle:

_1
9.2m*

IENC(z)] = m+|C(z)| — |[EUC(z)).
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After the stream, we iterate over all 2! possible cuts z. For each cut, we instantiate a copy
of the Fy sketch’s memory state and feed the offline edges of C(x) into it. The sketch then

outputs an estimate U, for |E UC(z)|. We estimate the cut value as V, = i + |C(z)| — U,.

By a union bound, with probability at least 2/3, for all 2"~ estimates (one per cut z) we
have that the estimate V', :== m + |C(z)| — U, approximates the true cut value with additive
error

|‘71 —ENC(z)|| =|m—m|+ |ﬁx —|EUC(2)|| <emm+E|EUC(x)|

Since [EUC(z)| < () < n?/2 for every cut , this yields a uniform additive error bound of
at most &,,m + &'n?/2 per cut.
With €, = /10 and ¢’ = ea/10, using assumption m > an?, we have

en?  em  ean? L em  em

<= A )
EmMt - =90 T 50 S0 T o0 =

So, every normalized cut value is approximated within additive error at most &, and selecting

~

the cut z that maximizes V, yields a (1 — &)-approximation. <

6 Randomized lower bound for maximum cut in dense graphs
(Theorem 2)

In this section, we prove Theorem 2, establishing a linear lower bound on the space of any
streaming algorithm which outputs a (1 — &)-approximate cut given a dense bipartite graph.

» Definition 17. Let v € [0,1]. Two graphs G,G’ on [n] are (1 — ~)-disjoint if Good, N
Good/,, = 0.

We prove the following combinatorial theorem on the existence of many disjoint instances
of MAX-CuUT:

» Theorem 18. There exists a, C > 0 such that the following holds. For g¢ = i and every
0 < e <eg, let n € N be sufficiently large. Then there exists a set G such that:

1. Each G € G is an undirected simple graph on [n] with > o(}) edges.

2. |G| > 2¢n.

3. Each G € G is bipartite, i.e., optg = 1.

4. For every G # G' € G, G and G’ are (1 — g)-disjoint (in the sense of Definition 17).

Theorem 18 immediately implies Theorem 2:

Proof of Theorem 2 assuming Theorem 18. We reduce from the IDENTITY problem on G.

The protocol is simple:
Alice receives a graph G* € G. She runs the hypothesized streaming algorithm for
MaxX-CuT on G* and sends its state p to Bob.
Bob takes p and runs the MAX-CuUT algorithm to produce a cut . Now, say G € G is
good if © € Goodg,. If there is a unique good G € G, Bob outputs it, and otherwise, he
fails.

We claim that w.p. at least § over the randomness of the streaming algorithm, Bob

successfully identifies Alice’s input G. Indeed, by the algorithm’s correctness condition, w.p.

at least 4, the cut x satisfies € Goodg., and therefore G* is good.
Now, condition on any x such that G* is good. We claim that no other G # G* € G can be

good. Indeed, if G # G* € G is good, then x € Goody;, and in particular Goodg,. NGoodg, # .

This contradicts the (1 — €)-disjointness promised by Theorem 18. <
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Next, we turn to the proof of Theorem 18. We reduce this theorem, in turn, to the
problem of constructing a large set S C {0, 1}" with certain nice properties. For = € {0,1}"
and 0 € [0,1], let

Ball’(z) == {y € {0,1}" : d(z,y) < 6}
denote the set of strings of normalized Hamming distance at most § from x, and let
Ball®.(z) := Ball’(z) U Ball’ (1 — )

denote the union of these balls around x and its entrywise complement. (Note also that
B°(1—z)={y€{0,1}" :d(x,y) > 1—4}.) We prove the following:

» Lemma 19. For every 0 < 6 < 1/2, there exists C > 0 such that for sufficiently large
n € N, there exists a set S C {0,1}"™ such that:
1. |S| > 2¢7m.
2. For every x € S, w(z) € [1/3,2/3].
3. For every x # ' € S, Ball’.(z) N Ball’.(z) = 0.
(w(z) denotes the relative Hamming weight of z.) Such a construction does not follow from
a greedy packing/covering argument (since the sets Ball(-) are not balls in a metric, unlike
the sets Ball'(+)), but we can still apply the probabilistic method.

The remainder of this section is split into two subsections: in the first, we reduce proving
Theorem 18 to proving Lemma 19, and in the second, we prove Lemma 19.

6.1 Reducing to a combinatorial problem

We first prove Theorem 2 assuming Lemma 19.
Let n € N. For S,T C [n] with SNT =0, let

SKT = {{u,v}:ueSveT}

denote the “unordered Cartesian product” of S and T'. Note that this product operation is
symmetric, i.e., SKT =T X S. Also, |SXT| = |S||T|.
For S C [n], let

Kb(S) := (n, S X S)

denote the complete bipartite graph on [n] between S and S. Thus, Kb(S) = Kb(S), and
Kb(S) has m = |S||S| edges. We will use graphs of this form as our instances in Theorem 18,
and we turn to analyzing their MAX-CUT structure.

Now let T' C [n] be a set, (possibly) distinct from S. We partition the vertices in the
graph Kb(S) into four distinct subsets,

n]=(ESNTHU(SNT)uU(SNT)u(SNT).
We similarly partition the edges,
SRS =((SNT)R(SNT)U((SNT)R(SNT)U((SNT)R(SNT) )u((SNT)R(SNT)).
Only the second and third types of edges are cut by the cut T'; thus, the value of the cut T is

S|[S| = |SNT|[SNT| - |SNT|[SNT|
IS|1S]

valks(s)(17) = 1=((1=p(S5,T))q(S, T)+p(S, T)(1-q(S,T))), (12)
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SNT sNnT

— L *

SNT snT

Figure 1 The value of the cut T in the complete bipartite graph Kb(S). There are edges between
S and S; the thick solid edges stay on the same side of T, while the thick dashed edges are cut by 7.
This cut only has large value if either (i) S is “very close” to T (so that SNT and SN T are large
while SNT and SN T are small) or (ii) S is “very close” to T (so that SNT and SN T are small
while SNT and SN T are large).

where we define

p(s,1) = 50T and o(s,1) = 20T (13)
El IS
Qualitatively, the cut value can only be close to 1 iff either (i) p and ¢ are both very close to
0, i.e., S and T are almost the same, or (i) p and ¢ are both very close to 1, i.e., S and T
are almost the same. (See Figure 1 for a visual depiction.) We now make this qualitative
statement quantitative.

> Claim 20. Let 0 < e < 1/4. Then 175\/5 < 2e.

> Claim 21. Suppose S,T C [n], p =p(S,T) and ¢ = ¢(S,T) are as in Equation (13), and
0 <& < 1/4. If valkp(s)(17) > 1 — ¢, then either max{p,q} < 2¢ or min{p,q} > 1 — 2¢.

Note that the relative Hamming distance between the binary strings 1g and 17 is:

SNT|+|SNT S|-p(S,T)+1|S|-q(S, T

We now get:

» Lemma 22. Suppose S,T C [n] and 0 < ¢ < 1/4. If valkp(s)(17) > 1 — ¢, then either
d(1g,17) <2 ord(ls,17) > 1 — 2¢.

Finally, we use Lemma 22 to prove Theorem 18 assuming Lemma 19.

Proof of Theorem 18 assuming Lemma 19. Let & C {0, 1}"™ be the set of strings promised
by Lemma 19 for 6 = 2¢. For each string « € {0,1}", we let S = supp(z) denote the support
of z, and we create a corresponding graph G = Kb(S). We let G denote the set of graphs so
created, and we claim that G fulfills the desiderata of Theorem 18. Indeed:

1. For each G € G, the number of edges in G = Kb(S) for S = supp(z) is |S|(n — |5]), and
by assumption on w(z), +n < |S| < 2n.

2. |G| = |S| > 2¢".

3. Each G € G is bipartite by definition.

4. We show that for every y € {0,1}", there do not exist G # G’ € G such valg(y) > 1—¢
and valg/ (y) > 1—e. Let S := supp(z), S’ := supp(z’), and T := supp(y). Let G := Kb(S5)
and G’ = Kb(S’). Then 17 = y and valkp(s)(17) > 1 — € and valgp(sy(17) > 1 —¢. We
apply Lemma 22 to deduce that (i) either d(z,y) < 2e or d(z,y) > 1 — 2¢ and (ii) either
d(z',y) < 2 or d(z',y) > 1 — 2¢. Thus, y € Ball®*(z) and y € Ball3*(2'), contradicting
the third guarantee of Lemma 19. <
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6.2 Solution to the combinatorial problem

We recall two useful simple properties of the binary entropy function: (i) H(9) is strictly
increasing over the interval [0,1/2] and (ii) H(1/2) =1 (so H(d) < 1 for ¢ € [0,1/2)).

Proof of Lemma 19. Let T be a size parameter to be chosen later. We claim that a set
S C{0,1}™ of T independent and uniformly random strings fulfills the desiderata, even if T
is exponentially large.

Firstly, we observe that for every z € {0,1}", |Ball’(z)| < K := 2"H0®) where H(§) =
—plogsp — (1 — p)logy(1 — p) is the binary entropy function. This follows from a simple
counting argument: |Ball’ ()| = |Ball’(0)| by translation symmetry; |Ball®(0)] is the number
of n-binary strings of fractional Hamming weight < 6. Thus, we have by Lemma 4 (and
increasingness of H(-)) that

Lon)
|Ba||5(0)| = Z (ZL) < 2nH(L5nJ/n) < 2nH(5) - K
=0

since 6 < 1/2.

Now we have immediately that |Ball’, ()| < |Ball’(z)| + |Ball’(1 — 2)| = 2K (indeed, this
will be an equality since § < 1/2).

Next, we consider a fixed y € {0,1}" and uniformly random x € {0,1}": By the previous
paragraph and symmetry, Pr,[y € Ball).(z)] = Pr[z € Ball’.(y)] = 2K

Now consider fixed y € {0,1}" and T i.i.d. uniform strings @1,...,xzr € {0,1}". By
independence and a union bound,

Pr [Ji#j€[T]:y e Ball.(x;) N Ball.(x;)] < <2TK) .

T1,...,@T 2m

Finally, consider taking a union bound over all y € {0,1}": We deduce

2TK)?
Pr [y € {0,1}"i#j € [T):y e Ball’.(z;) NBall’.(z;)] < ( o ) .
L1y, T
This probability is strictly less than 1 if T2 < (QQT)Z = gn—2(14+nH(9) — 9=2+(1=2H())n j o if

T < 27 1H(1=2HE))n/2 " Ag long as § is sufficiently small, (1 —2H(5))/2 > 0 (i.e., H(5) < 1/2)
and so T can therefore be exponentially large.

(We can also take a union bound over @1, ..., &y to guarantee that w(x;) € [1/3,2/3] for
each i € [T]. This happens except w.p. 29(=1) where the constant does not depend on 4§,
and so for sufficiently small § we can do a union bound.) <

7 Deterministic lower bound for maximum cut value (Theorem 3)

In this section we prove Theorem 3, establishing an Q(nlogn/e?) space lower bound for
deterministic streaming algorithms that output a (1 4 €)-approximation to the value of the
maximum cut.

Our proof follows the same high-level strategy as the randomized lower bound from
Section 4, but differs in two important ways: (i) we work with deterministic algorithms, and
(ii) we assume access to value queries instead of cut queries.
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7.1 Constructing the hard family

» Lemma 23. For every k € N and n > 0, there exists Cyize > 0 such that for sufficiently
large n, there is a family F of bipartite k-regular graphs on the same vertex-set L U R with
|L| = |R| = k such that

1. Bipartite regularity: Fvery G € F is a bipartite k-reqular graph L U R.

2. Mild differences between graphs: For every Gi # G € F, |E(G1)AE(G3)| > nnk.

3. Size: logy | F| > Csizenk logn.

This can be proved similarly to Lemma 10, by considering the distribution G(n, k)
corresponding to the union of k independent uniformly random perfect bipartite matchings
on LU R, where L and R are two fixed (disjoint) vertex sets of size n.

7.2 The augmentation gadget for maximum cuts

Let A be a graph on vertex set V with [V| = N, and let * € {+1}V. We define an
augmentation gadget that encodes the cut value val(z) into the maximum cut value of
a larger graph. Specifically, for any € {£1}V, we create a new graph on vertex-set
VU {st1,8-1}, where s;11,s_1 are two new “sink” vertices. Specifically, H, has an edge
between s; 1 and s_; with weight 5000Nk, and then, for every w € L U R, an edge between
5_g, and w with weight 100%.

» Lemma 24. For every k-regular graph A on vertex-set V with |V| = N and cut assignment
x € {£1}V, we have: opt,y, = 5000Nk + 100Nk + vala(z).

7.3 Reducing graph distinguishing to value separation

» Lemma 25. Let Ay, As be two k-reqular bipartite matchings on LU R. If Ay, Ao differ in
nnk edges, then there exists a cut z € {£1}F9 such that |val 4, (2) — vala,(2)] > Q(nnVk).
7.4 Completing the lower bound

The lower bound follows from Lemmas 23-25 and setting k := 1/¢2. Specifically, every
candidate pair of graphs G # Gy € F differs in Q(n/e?) edges, and therefore by Lemma 25,

there is some cut z on which G; and G2 have maximum cuts differing in Q(n/e) by weight.

This discrepancy can be detected via a single application of an e-approximate maximum cut
oracle.

8 Densest subgraph and extensions

8.1 Densest subgraph

We first formally set-up the problem. For an undirected G = (V, E) and S C V' (with S # 0),
we define the density of S as

[ELS]]
deng(S) = ——
B
where G[S] is the induced subgraph on S and |E[S]| is the number of edges in G whose
endpoints are both in S. (deng(S) is the same as twice the average degree of this induced

subgraph.) We define

d = d S
maxdeng = max eng(S)
S#£0
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as the maximum density of any subgraph. The e-approximate DENSEST-SUBGRAPH problem
is to, given G, output a set S C V of vertices such that deng(S) > (1 — ) - maxden¢ for a
given ¢ € (0,1); again, there is also a value approximation version of this problem (output v
s.t. v € (1 £¢)- maxdeng).

We give the following results.

» Theorem 26. For constant ¢ > 0, any randomized streaming algorithm which returns
v € [0,1] such that (1 —€) - maxdeng < v < maxdeng or returns a set S C V such that
deng(S) > (1 —¢) - maxdeng with probability at least 2/3 requires Q(nlogn) bits of space.

» Theorem 27. There exists an insertion-only streaming algorithm which, given an undirected
graph G = (V, E) on n vertices and m > an? edges and ¢ € (0,1), outputs S C [n] which has
deng(S) > (1 —¢) - maxdeng in O(7%z) bits of space with probability at least 2/3.

» Theorem 28. For constant € > 0, any randomized streaming algorithm which outputs
a set S CV such that deng(S) > (1 — €) - maxdeng for input graph G on n vertices and
m = O(n?) edges with probability at least 2/3 requires Q(n) bits of working space.

8.2 Extensions
8.2.1 AIl CSPs

We first extend the upper bound for MAX-CUT to all other CSPs with constant alphabet
size and arity.

MAX-CSPy, 4 is an abstraction of the widely-studied constraint satisfaction problem. Let
k,q € N and let V be a finite set of variables. A constraint is a pair (v,II), where v : [k] = V
is an injective function (i.e., v(i) # v(j) for i # j € [k]) and I : [¢]* — {0,1} is a function
called the predicate. An assignment is a function x : V' — [g], and x satisfies the constraint
(v, II) if II(z(v(1)),...,z(v(k))) = 1. An instance & of MAX-CSPy, 4 is a set of constraints,
and the wvalue of an assignment on an instance is the probability a random constraint is
satisfied:

valg(z) == (1}71_I)N1t%rlif(<l>)[I'I(ar;('v(l))7 o x(v(k)))]

and the value of an instance is the maximum value of any assignment:

opty = max valg(z).
Pte IZV—ET{]] é( )
MAX-CUT is a special case of MAX-CSPy, , where £ = ¢ = 2 and every predicate is
I1:{0,1}% — {0, 1} with II(y1, y2) = 1 iff y; # y>. Other problems captured by MAX-CSPy ,
include maximum directed cut, maximum unique games, and many others.

» Theorem 29. Let k,q € N. There exists an insertion-only streaming algorithm which, given
an instance ® on n vertices with m > an® constraints and £ € (0,1), outputs x : V. — [q]
which has valg(r) > (1 —¢€) - opty in O(z%z) bits of space with probability at least 2/3.

8.2.2 Similarity and Rarity

We give our algorithms for SIMILARITY and RARITY}, here. Given two datasets made up of
elements from [N], similarity is a measure of how similar two datasets are and is useful for
estimating transitive closures [25], web page duplication detection [15], and data mining [27].
[29] give an insertion-only algorithm using O(1/e%(log N +logm)) bits of space for an additive
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+e approximation, where m is the total length of the stream. [34] improve this with an
insertion-only streaming algorithm using O(log N/c?) bits of space. Note that in their paper
they specify their space in words. We further improve this with an algorithm that only uses
O(1/€2 +log N) bits of space. Interestingly, we do not require the stream to be dense.
Given a stream of elements from [N], RARITY}, is the problem of estimating the number
of elements (out of @ total distinct elements) that occur k times in a dataset. This is a
useful quantity which can be used to compute the value of any symmetric function on the
frequency of stream elements. In particular, it can be used to estimate the number of distinct
elements [36], frequency moments [3], capped statistics of a stream [26], the objective function
of M-estimators [41], and for applications including computing degree distributions in large
graphs [16], detecting malicious IP traffic in a network [46], and other various problems
in databases [28]. (See [18] for more.) The first work to compute rarity in a stream was
by [29] which gave a insertion-only algorithm using O(1/&2(log N + logm)) bits of space for
an additive e approximation where m is the total length of the stream. [18] improved this
to O(1/&% +log N) bits of space. They also give a O(1/£2log(1/¢) + log N + log log m)-space
algorithm for a +¢& approximation. In the dense case, we match their first algorithm’s
space of O(1/e% + log N). However, we are able to present a substantially simpler analysis.

» Theorem 30. For every ¢ > 0 and N € N, there exists an insertion-only streaming
algorithm which, given as input a sequence of insertions to two sets A,B C [N], outputs

c AN B|
AU B|

3

with probability at least 2/3 in O(1/e% + log N) bits of space.

» Theorem 31. For every e,a > 0 and N,k € N, there exists an insertion-only streaming
algorithm which, given as input a sequence of insertions to a multiset S C [N], letting Sk
denote the number of distinct elements in S of multiplicity k and D the total number of
distinct elements in S, assuming D > aN, outputs
Sk
==
v o) 5

with probability at least 2/3 in O(logk/(ae?) + log N) bits of space and O(1) time (in
arithmetic operations) per update. The multiplicity of an element can be unbounded.
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