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Abstract
A celebrated result of Johansson in graph theory states that every triangle-free graph of maximum
degree ∆ can be properly colored with O(∆/ ln ∆) colors, improving upon the “greedy bound” of
∆ + 1 coloring in general graphs. This coloring can also be found in polynomial time.

We present an algorithm for maintaining an O(∆/ ln ∆) coloring of a dynamically changing
triangle-free graph that undergoes edge insertions and deletions. The algorithm is randomized and
on n-vertex graphs has amortized update time of ∆o(1) log n per update with high probability, even
against an adaptive adversary.

A key to the analysis of our algorithm is an application of the entropy compression method
that to our knowledge is new in the context of dynamic algorithms. This technique appears general
and is likely to find other applications in dynamic problems and thus can be of its own independent
interest.
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1 Introduction

Graph coloring is one of the most studied topics in graph theory with a wide range of
applications in computer science. Let G = (V, E) be an n-vertex undirected graph with
maximum degree ∆. For any integer c ⩾ 1, a (proper) c-coloring of G is an assignment of
colors from {1, . . . , c} to the vertices of the graph so that no edge is monochromatic. It is
easy to see that every graph admits a (∆ + 1) coloring which can be found via a simple
greedy algorithm in linear time: color the vertices one by one in an arbitrary order and for
each one, choose a color not assigned to any of its already colored neighbors, which always
exist by the pigeonhole principle.

Nevertheless, one can almost always find a coloring with fewer colors. Brooks’ theorem [15]
states that the only (connected) graphs that do need ∆ + 1 colors are (∆ + 1)-cliques (and
odd cycles only when ∆ = 2); all other graphs can be colored with ∆ colors. As already
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16:2 Fully Dynamic Algorithms for Coloring Triangle-Free Graphs

pointed out by Vizing in [41], this result is just the tip of the iceberg and there is a vast body
of work in graph theory with the general theme of coloring graphs with “fewer” than ∆ colors
based on how “far” they get from being a clique; see, e.g., [28, 27, 36, 38, 3, 30, 31, 4, 29, 14].
A central result here is a seminal theorem of Johansson [27] that proves that triangle-free
graphs are O(∆/ ln ∆) colorable. This bound is asymptotically optimal and has been since
sharpened to (1 + o(1))∆/ ln ∆ colors by Molloy [29] (see also [25, 35, 7, 1]).

We study coloring of triangle-free graphs in the dynamic setting, wherein the graph
undergoes edge insertions and deletions and we want to maintain a proper coloring after every
update. There has been extensive interest in dynamic algorithms for graph coloring problems
and specifically (∆ + 1) coloring [10, 12, 24, 5, 20]. The state of the art for (∆ + 1) coloring
are randomized algorithms with amortized expected update time of O(1) against oblivious
adversaries [12, 24] and Õ(n2/3) against adaptive adversaries [20]1. Other variants of dynamic
graph coloring have also been studied including arboricity-dependent coloring [16, 18] and
edge coloring [19, 17, 11]. However, to our knowledge, there have been no prior work on
dynamic algorithms for coloring triangle-free graphs. This is in contrast to related models
such as static [25, 29, 1], parallel [21], distributed [35], streaming [2] and sublinear time [2]
algorithms. We address this gap in our paper.

Before getting to our results, let us mention what existing static algorithms can imply
for the problem in dynamic graphs. Previously, [25, 29] provided Õ(n∆2) time algorithms2

for O(∆/ ln ∆) coloring of triangle-free static graphs. By running this algorithm after each
Θ(∆/ ln ∆) updates and using new colors in the meantime to keep a proper coloring, this
implies a dynamic algorithm with Õ(n∆) update time. Using the sublinear time algorithm
of [2] in place of the static algorithms can further reduce this to min (n1+o(1), n2+o(1)/∆2)
update time. It is worth comparing this state of affairs with the trivial dynamic algorithm
for (∆ + 1) coloring that recolors at most one vertex per update, by spending O(∆) time to
iterate over its neighbors and find an available color. This strategy however does not work
for O(∆/ ln ∆) coloring of triangle-free graphs given there is no reason why one can greedily
extend such a coloring to a new vertex.

1.1 Our Contributions
We present a randomized algorithm for maintaining an O(∆/ ln ∆) coloring of triangle-free
graphs in ∆o(1) log n amortized update time.

▶ Result 1. There is an algorithm that for any constant γ ∈ (0, 1), maintains an
Oγ(∆/ ln ∆) coloring of any n-vertex fully dynamic triangle-free graph in O(∆γ log n)
amortized update time. The algorithm is randomized and works with high probability
against an adaptive adversary (against an oblivious adversary, the update time improves
to O(∆γ) time).

Result 1 provides the first non-trivial dynamic algorithm for coloring triangle-free graphs,
and goes way below the benchmark of re-running static algorithms after a fixed number of
updates. Indeed, by letting γ → 0, we can reduce the update time to ∆o(1) log n time while

1 An oblivious adversary fixes the set of updates to the graph before presenting them to the algorithm,
whereas an adaptive adversary may present each update to the graph based on the output of the
algorithm on previous updates; see [6, 8, 5] for more discussion on the different types of adversary.

2 Throughout, we use the standard notation Õ(f) := O(f · poly log f) to suppress logarithmic factors.
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maintaining an O(∆/ ln ∆) coloring of the graph. It is worth contrasting this bound with
the state-of-the-art bound of Õ(n2/3) amortized update time for (∆ + 1) coloring of arbitrary
graphs.

A key component of our main algorithm in Result 1 is a dynamic algorithm for recoloring
the graph after each update analogous to the trivial O(∆) update time algorithm for (∆ + 1)
coloring. Unlike greedy coloring, our algorithm is based on a local search strategy, that on
average, requires spending O(∆2 log n) time per update.

▶ Result 2. For any constant ε ∈ (0, 1), there is an algorithm for maintaining a
(1 + ε)∆/ ln ∆ coloring of n-vertex fully dynamic triangle-free graphs with maximum
degree ∆ (sufficiently large as a function of ε). The algorithm is randomized and with high
probability has amortized update time of O(∆2 log n) even against adaptive adversaries
(against an oblivious adversary, the update time improves to O(∆2) time).

Result 2 can be seen as a dynamic version of the Molloy’s breakthrough [29] that proves
triangle-free graphs are (1 + o(1))∆/ ln ∆ colorable, sharpening the leading constants in the
long line of work on this problem [27, 30, 25, 35, 4]. Our algorithm is inspired by Molloy’s
proof of using the entropy compression method, originally introduced by Moser [32] and
Moser and Tardos [33] in their seminal work on algorithmic Lovasz Local Lemma.

Our techniques

Employing Molloy’s entropy compression directly only leads to a dynamic algorithm with
O(n∆) update time (see [29]). However, we show how to make the entropy compression
dynamic, which to our knowledge, is new in this context (for readers familiar with this
technique, we achieve this by considering the interaction of the randomized dynamic algorithm
and adversary jointly as a compression algorithm, logging the “standard” parts of the
technique combined with dynamic changes to the graph as part of the compression, and
design a recovery algorithm that given this log can recover the original random bits despite
the dynamic changes to the graph; see Section 3.2 for more details). Beside this, Molloy
uses entropy compression to reduce the problem to a list-coloring problem of Reed [37] (see
also [39]). For our purpose, this reduction is not sufficient as we do not know how to solve
Reed’s problem dynamically. Instead, we use (dynamic) entropy compression to reduce the
problem to the (∆ + 1)-coloring problem and then can use the O(∆) update time dynamic
algorithm for the problem.

To prove Result 1 from Result 2, we borrow an idea originally due to [10] for (1 + o(1))∆
coloring of arbitrary dynamic graphs. The general approach is to maintain a hierarchy of
vertex partitions of the graph, and ensure that at each level of the hierarchy, each vertex
belongs to a partition with “few” other neighbors in its own part (roughly speaking, we
would like to dynamically partition vertices into b groups in each level, so each vertex v have
≈ deg(v)/b neighbors in its group). We implement this by designing a family of recursive
algorithms with improved update times whose base case is our algorithm in Result 2. This
recursive approach, as opposed to the “iterative” argument of [10], allows us to better control
the parameters involved and extend the argument to O(∆/ ln ∆) coloring, which in particular,
is a non-linear function of vertex degrees.

ICALP 2026



16:4 Fully Dynamic Algorithms for Coloring Triangle-Free Graphs

Perspective: dynamic entropy compression

Entropy compression, as argued by [40] – who also coined this term for the techniques
of [32, 33] – is a unique type of potential function argument. Suppose we want a coloring of
a graph that satisfy a certain “local” constraint, e.g., the constraint of each vertex depends
on colors of its neighbors. Then, we start with an arbitrary coloring of the graph, and then
as long as we find a vertex v that violates its constraint, we randomly and locally change the
colors of vertices around it. Suppose we could even say that “with large probability” this
random change fixes the constraint for the vertex v. Can we also argue that repeating this
process enough number of times fixes all constraints? The challenge is that fixing constraint
of a single vertex may lead to many other constraints for other vertices to be violated now.
Entropy compression is precisely a method to keep track of the “progress” made by this
algorithm in a potential-function type argument. At its core, it argues that if we can run
this process for a large number of times, we will be able to compress a truly random string
to a summary of much smaller length, which is information-theoretically impossible.

Potential functions appear quite frequently in the analysis of dynamic graph algorithms.
Yet, to our knowledge, entropy compression is curiously omitted from the standard toolkit in
this literature. Our work shows that this technique can be naturally extended to analyze
dynamic graph algorithms as well. We especially find this interesting as it allows for analyzing
randomized algorithms against adaptive adversaries in a new way. Most adaptive dynamic
algorithms use randomization to run fast sublinear time algorithms once every fixed number
of updates (this allows them to address the correlation between randomness and adaptive
adversary’s update by using fresh randomness in the analysis); see, e.g., the adaptive dynamic
algorithms for (∆ + 1) coloring [5, 20]. In contrast, dynamic entropy compression allows us
to continuously use randomness in the algorithm and still analyze its performance against
an adaptive adversary, similar to how one typically does with a potential function in a
deterministic algorithm (the only other technique of this nature we are aware of is proactive
resampling introduced in [9, 13] although the similarities here are more conceptual than
technical). We believe that this viewpoint is an important (non-technical) contribution of
our paper as it may pave the way for obtaining more efficient dynamic algorithms for other
fundamental graph problems as well.

Independent and concurrent works

Parallel to us, [23] further developed the proactive resampling technique of [9, 13]. Among
many other interesting results, they also presented a fully dynamic O(∆/ ln ∆) coloring
algorithm for triangle free graphs with update time of n1/2+o(1) by “dynamizing” the sublinear
time algorithm of [2]. Technique-wise, our work and [23] appear to be entirely disjoint.

More relatedly, [22] also observed that entropy compression gives a recipe for designing
dynamic algorithms and used this to prove a wide class of local search algorithms extend
as is to the fully dynamic setting. As a corollary of their techniques, they also obtained
an entropy compression based dynamic algorithm for coloring triangle-free graphs similar
to our Result 2. Their results are quite more general than ours in scope and span various
applications of algorithmic Lovasz Local Lemma and beyond. But, for the specific problem at
hand, their general framework gives an Õ(∆3) update time algorithm for 6∆/ ln ∆ coloring
of triangle-free graphs, which is quantitatively weaker than Result 2 (the extension of our
results to ∆o(1) log n update time in Result 1 is using a separate set of techniques that is
missing from [22]). At a technical-level, our dynamic entropy compression works by “logging
dynamic updates” whereas [22] do a union bound over all possible choices of adversary, which
are different perspectives on the same general idea.
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2 Preliminaries

Notation. For any integer b ⩾ 1, define [b] := {1, · · · , b}. For a graph G = (V, E), we use
N(v) to denote the neighbors of v ∈ V , deg(v) = |N(v)| to denote the degree of v, and
B(v, r) to denote the ball of radius r around v, i.e., all vertices that are at distance at most r

from v. A partial coloring of a graph G = (V, E) is a function φ : V → C ∪{⊥}, where C is
a set of colors and ⊥ denotes an uncolored vertex, also referred to as a free vertex. A partial
coloring φt is said to be proper if no edge is monochromatic, however vertices assigned color
⊥ are exempt, namely, are allowed to be adjacent to each other.

Dynamic graphs. We denote the static vertex set of the underlying n-vertex graph by
V := [n]. Let G = (G0, G1, · · · , Gt, · · · ) be the sequence of dynamic graphs presented to the
algorithm: the initial graph G0 is empty and each graph Gt is obtained from the previous
graph Gt−1 by inserting or deleting a single edge et = (ut, vt). We use Gt := (V, Et) to
denote the graph at the t-th step; Nt(v), degt(v), and Bt(v, r) for any v ∈ V and r ⩾ 0 are
defined analogously with respect to Gt.

As is common in this context, we assume ∆ is known a priori and every vertex has
degree at most ∆ throughout the updates. We also assume the number of updates is Ω(n)
as otherwise, there will be vertices that do not even receive a single update and are hence
redundant3.

An oblivious adversary fixes the choices of graphs in G before presenting them to the
algorithm whereas an adaptive adversary can choose each graph Gt based on the output of
the algorithm on prior graphs G1, . . . , Gt−1 (in our case, we assume even the prior random
coin tosses of the algorithm are available to the adversary). This adversary can be modeled
as a game between the dynamic algorithm and an oracle OA that at each time step t receives
the random coins used along with the current coloring and outputs the next update.

Finally, the recourse of a dynamic graph coloring algorithm is the worst-case number of
vertices whose colors have changed by the algorithm after each single update.

Balls into bins

We use the following variant of balls and bins experiments. Consider a set of d balls and b

bins B = {B1, . . . , Bb}. For each ball i ∈ [d], we are given a subset of bins Si ⊆ B. Each ball
i is placed into one of the bins in Si uniformly at random.

▶ Proposition 1 ([34, 29]). For i ∈ [b], let Xi be the indicator random variable that bin Bi is
non-empty in the balls-into-bins experiment above, and define X =

∑b
i=1 Xi. Then, for any

0 < t ⩽ E [X], we have:

Pr (X < E [X]− t) < exp
(
− t2

2E [X]

)
.

Proof sketch. For each i ∈ [b], let Yi = 1−Xi and let Ni be the random variable denoting
the number of balls placed in bin Bi. As (Ni : i ∈ [b]) has multinomial distribution, the
collection {Ni}i∈[b] is negatively associated (NA) [26, Example 3.1].

3 This is relevant when we would like to achieve a “with high probability” guarantee for some aspect of the
algorithm (say, runtime). If the updates are much smaller than n, then one naturally cannot expect a
probability bound based on n to hold (think of padding an arbitrary graph with “near infinitely many”
vertices).

ICALP 2026
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Note that Yi is an indicator variable that is equal to 1 if Ni = 0 and 0 otherwise. By the
properties of NA [26], any non-increasing functions of NA variables is also NA. Therefore,
{Yi}i∈[q] is NA. Applying the concentration bound for NA variables from [29, Lemma 3b]
yields the desired bound. ◀

Concentration Inequality

We use the following standard version of Chernoff bound.

▶ Proposition 2 (Chernoff-Hoeffding bound; cf. [30]). Let X1, . . . , Xn be n independent
indicator random variables. Define X :=

∑n
i=1 Xi. For any δ ∈ (0, 1), and E [X] ⩽ µ we

have:

Pr (X > (1 + δ) · µ) ⩽ exp
(
−δ2 · µ

3

)
.

Entropy compression

The following lemma states that we cannot compress random bits efficiently, which forms
the key concept behind the entropy compression method. This is a pretty standard result
and we provide its elementary proof for completeness.

▶ Lemma 3. Let δ ∈ (0, 1) and f : {0, 1}m → {0, 1}t be any fixed function with the following
property: if we sample x uniformly at random from {0, 1}m, we can recover x from f(x) with
probability at least δ. Then, we should have

t ⩾ m− log(1/δ).

Proof. Let X ⊆ {0, 1}m be the set of strings that are correctly recovered by f . For any two
distinct x, y ∈ X, it must be that f(x) ̸= f(y); otherwise, we cannot uniquely recover x from
function f . Thus, f : X → {0, 1}t must be injective, which implies that |X| ⩽ 2t.

We also know that x ∈ {0, 1}m can be recovered from f(x) with probability at least δ,
therefore |X| ⩾ δ · 2m. Hence,

2t ⩾ |X| ⩾ δ · 2m,

resulting in the desired t ⩾ m− log(1/δ), concluding the proof. ◀

3 An O(∆2 log n) Update Time Algorithm

We now state our main technical contribution, formalizing Result 2.

▶ Theorem 4 (Formalizing Result 2). Let ε ∈ (0, 1) be a fixed constant and ∆0 be sufficiently
large as a function of ε. There is an algorithm that maintains a (1 + ε) ·∆/ ln ∆ coloring of
any fully dynamic n-vertex triangle-free graph of maximum degree ∆ ⩾ ∆0. The algorithm
is randomized and with high probability has amortized update time of O(∆2 log n) against
adaptive adversaries and O(∆2) against oblivious adversaries.

We first describe the maintained invariants and the data structures supporting dynamic
updates. Next, we introduce an algorithm for maintaining a proper partial coloring of the
vertices and analyze its amortized update time, which forms the core technical component of
our approach. We then show how this partial coloring can be extended to a full coloring,
completing the proof of Theorem 4.



S. Assadi and H. Yazdanyar 16:7

3.1 Setup
Recall that ∆ is a known upper bound on the maximum degree of the graph during the
updates. Throughout this section, we fix ε > 0 to be any arbitrarily small constant, and use
the following two palettes of colors:

C1 := {1, · · · , q} and C2 := {q + 1, . . . , (1 + ε) · q} where q := (1 + ε) ·∆
ln ∆ .

Here |C1| = q and |C2| = εq. We aim to use C1 to color most of the vertices and use C2 to
complete the coloring through a cleanup algorithm.

For every v ∈ V , at any time t during the sequence of graphs (G0, G1, · · · , Gt, · · · ), we
define:

colort(v): the color in C1 ∪ C2 assigned to v at time t; our goal is to keep colort(·) :
V → C1 ∪ C2 as a proper coloring of Gt.

The main part of the argument is a fully dynamic algorithm PartialColor that maintains
a partial coloring φt : V → C1 ∪ {⊥} with several important properties for us. Specifically,
we define, for any vertex v ∈ V and time t:

Availt(v): colors in C1 that are available to v under φt, i.e., have not been assigned to
any neighbor of v in Nt(v); further, set at(v) := |Availt(v)|.
Freet(v): neighbors of v in Nt(v) that are free, i.e., have been marked with ⊥; further,
set ft(v) := |Freet(v)|.

▶ Lemma 5. PartialColor maintains a partial coloring φt : V → C1 ∪ {⊥} after each
update at time t such that for all v ∈ V :

at(v) ⩾ ∆ε/2 and ft(v) ⩽ εq

2 . (1)

Moreover, after at least n many updates, the amortized recourse and update time of
PartialColor with high probability are, respectively,

O(∆ · log n) and O(∆2 · log n) against adaptive adversary,
O(∆) and O(∆2) against oblivious adversary.

We describe PartialColor in the following subsection and then provide its analysis.
We then use Lemma 5 to conclude the proof of Theorem 4.

3.2 The PartialColor Algorithm
PartialColor is a simple local search algorithm: it starts with a graph Gt−1 that satisfies
the constraints of Lemma 5, receives an update et = (ut, vt), and simply tries to “locally fix”
any vertex that no longer satisfies the guarantees of Equation (1) by resampling the colors of
its neighbors and recursing. Formally, the algorithm is as follows:

PartialColor aims to eliminate all unsatisfied constraints in Equation (1) by invoking
the subroutine Fix on any vertex that violates a constraint. Note that a priori, it is not at
all clear that the subroutine Fix would ever terminate even. We will get to that in the main
part of the proof. But before that, the following observation shows that each terminating
call to Fix strictly reduces the number of unsatisfied constraints.

▶ Observation 6. For any u ∈ V , assuming Fix(u) terminates, the partial coloring main-
tained by the algorithm satisfies both constraints of Equation (1) for u. Moreover, Fix(u),
upon termination, does not break any constraint that was already satisfied.

ICALP 2026
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Algorithm 1 PartialColor(et): Called when et = (ut, vt) is updated in Gt−1 to obtain Gt.

1. Update the data structures Nt(·), Availt(·), and Freet(·) for vertices ut, vt.
2. If et is inserted and φt(ut) = φt(vt), set φt(ut) =⊥.
3. while there is w ∈ {ut, vt} ∪N(ut) with at(w) < ∆ε/2 or ft(w) > εq/2, run Fix(w).

Subroutine Fix(u):
1. If at(u) < ∆ε/2, run Resample(u).
2. If ft(u) > εq/2, then while there is v ∈ Nt(u) with at(v) < ∆ε/2, run Fix(v).
3. If ft(u) > εq/2 still, run Resample(u).

Subroutine Resample(u):
1. For z ∈ N(u): resample φt(z) uniformly at random from Availt(z) ∪ {⊥}; update

Availt(·) and Freet(·) for neighbors of z in Nt(z).
2. While there is w ∈ Bt(u, 2) with at(w) < ∆ε/2 or ft(w) > εq/2, run Fix(w).

Proof. Whenever u does not satisfy a constraint, subroutine Fix(u), assuming other calls to
Fix triggered along the way terminate, triggers a call to Resample(u). Since u is in its own
2-hop neighbourhood, Resample triggers calls to Fix(u) again. Therefore, the procedure
Fix(u) does not exit its while-loops as long as any of the constraints of u remain unsatisfied.

Observe that a call to Fix(v) for any v ∈ V can generate new violated constraints
only when it executes Resample(v), which changes the colors of vertices in Nt(v). Such
color changes can only affect the constraints of vertices in Bt(v, 2). However, Resample(v)
explicitly invokes Fix(w) for every vertex w ∈ Bt(v, 2) whose constraints may have been
affected.

Consider an initial call to Fix(u). Whenever a recoloring causes a constraint violation at
some vertex v, the algorithm invokes Fix(v). Assuming inductively that each invocation of
Fix(v) restores all constraints of v before terminating, it follows that all constraint violations
caused by the execution of Fix(u) are eventually repaired. Therefore, upon termination of
Fix(u), no previously satisfied constraints will be violated. ◀

To bound the update time of PartialColor we use the entropy compression technique.
We argue that the algorithm effectively compresses the random bits used to color the
vertices as part of the Resample subroutine. Consequently, if the algorithm runs for too
long, it would compress the randomness beyond what is allowed by Lemma 3, leading to a
contradiction. The key to this step is the following probabilistic lemma. A similar lemma
also appears in [29] (although the second part is entirely different given we use a different
“flaw” in the language of [29]).

▶ Lemma 7. At any point in time in the algorithm:
1. when calling Resample(u) in Line (1) of Fix(u):

Pr
(

at(u) < ∆ε/2
)
⩽ 2− ∆ε/2

100 ;

2. when calling Resample(u) in Line (3) of Fix(u):

Pr
(

ft(u) >
εq

2

)
⩽ 2− ε·∆

50 ln ∆ .
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Proof. We prove each part separately.
Part 1. The proof is by bounding E [at(u)] and applying a concentration bound. Recall
that a color c ∈ C1 is available for u at time t iff no neighbor v ∈ Nt(u) samples color c.
Since each neighbor v chooses a color uniformly at random from the set Availt(v)∪{⊥}, the
probability that v chooses c is exactly 1/(at(v) + 1) if c ∈ Availt(v), and 0 otherwise. By the
independence of these color choices (as G is triangle-free), the probability that c ∈ Availt(u)
is:

Pr (c ∈ Availt(u)) =
∏

v∈Nt(u)
c∈Availt(v)

(
1− 1

at(v) + 1

)
.

Therefore, we have

E [at(u)] =
∑
c∈C1

∏
v∈Nt(u)

c∈Availt(v)

(
1− 1

at(v) + 1

)

⩾
∑
c∈C1

∏
v∈Nt(u)

c∈Availt(v)

exp
(
− 1

at(v)

)
(as 1− 1/(x + 1) ⩾ e−1/x for x > 0)

=
∑
c∈C1

exp(−
∑

v∈Nt(u)
c∈Availt(v)

1
at(v) ) = q · E

c∼C1

[
e−ρ(c)

]
,

where we define

ρ(c) :=
∑

v∈Nt(u)
c∈Availt(v)

1
at(v) for each c ∈ C1.

We can see that

E
c∼C1

[ρ(c)] =
∑
c∈C1

1
q
· ρ(c) =

∑
c∈C1

1
q
·

∑
v∈Nt(u)

c∈Availt(v)

1
at(v) = 1

q
·

∑
v∈Nt(u)

∑
c∈Availt(v)

1
at(v) ⩽

∆
q

.

This is because each v ∈ Nt(u) has exactly at(v) many available colors and degt(u) ⩽ ∆.
Therefore, using Jensen’s inequality and convexity of e−x we get

E [at(u)] ⩾ q · exp(−E[ρ(c)]) ⩾ q · exp(−∆
q

) = (1 + ε) ·∆
ln ∆ · exp(− ln ∆

1 + ε
) ⩾ 2∆ε/2, (2)

where the last inequality is true because ∆ is sufficiently large.
We now prove a concentration bound for at(u). The sampling of colors here corresponds

to the balls-into-bins framework described in Proposition 1, where the colors in C1 serve as
the bins and the neighbors v ∈ Nt(u) act as the balls. Specifically, for each ball i ∈ [degt(v)],
the set of allowed bins Si in the experiment is Availt(vi) ∪ {⊥}. Therefore, we can use the
same concentration inequality as in Proposition 1 to bound at(u). Using Equation (2), we
get

Pr
(

at(u) < ∆ε/2
)
⩽ Pr

(
at(u) <

E [at(u)]
2

)
⩽ exp (−E [at(u)]

12 ) ⩽ exp (−∆ε/2

12 ) ⩽ 2− ∆ε/2
100 ,

concluding the proof of the first part.
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Part 2. For any v ∈ Nt(u), let Zv be the indicator random variable for v picking ⊥. We
have

E [ft(u)] =
∑

v∈Nt(u)

E [Zv] =
∑

v∈Nt(u)

1
at(v) + 1 .

By Observation 6 and since we now consider Resample(u) called in Line (3), we know that
at(v) ⩾ ∆ε/2 for all v ∈ Nt(u). Hence, we have,

E [ft(u)] ⩽ ∆ · 1
∆ε/2 ≪

εq

4 .

Since the random variables {Zu}u∈Nt(v) are independent, by Proposition 2, we have

Pr (ft(v) ⩾ εq/2) ⩽ exp(− εq

12) ⩽ 2− εq
50 ⩽ 2− ε·∆

50 ln ∆ ,

concluding the proof of the second concentration inequality. ◀

We now define a compression scheme for compressing random bits used by the algorithm
over a given sequence of updates (G0, G1, . . . , GT ) for some T ⩾ n. In the following, we
focus on the case when the updates are done by an adaptive adversary (which is the more
interesting case). We will then briefly describe how to handle oblivious adversaries more
efficiently.

To continue, we need some definitions. At any point of time during the algorithm, define:
Allt(v): the set of all possible assignments of colors to neighbors u of v from Availt(u) ∪
{⊥}. This way, we have,

|Allt(v)| =
∏

u∈Nt(v)

(at(u) + 1) .

Badt(v) ⊆ Allt(v): those assignments that will lead to v having at(v) < ∆ε/2 or ft(v) >

εq/2.
(We shall note that the subscript t these definitions is a bit misleading since these sets
and parameters can vary many times during processing of a single update; however, to
avoid cluttering the notation, we stick with using subscript t here.)

The compression scheme

We maintain a log of the algorithm on (G1, . . . , GT ) that allows us to reconstruct all random
bits used during its execution. At time step t, with update et = (ut, vt), we record the
following information:
1. A single bit indicating the type of update (insertion or deletion), together with 2 log n

bits specifying the edge et.
2. A single bit indicating whether the algorithm terminates at the second line of

PartialColor.
3. If the algorithm reaches Line 3 of PartialColor, for any vertex w ∈ Nt(ut) for which

Fix(w) was called, we write O(log ∆) bits to specify the vertex (we need log ∆ bits instead
of log n as we specify this vertex as the i-th neighbor of ut for some i ∈ [∆]). Additionally,
we use O(1) bits to indicate which constraint violation triggered the call to Fix.

4. For each call to Fix(u), the input u is specified before this and we have also written
down the type of constraint violation. This allows us to know whether Fix(u) terminates
in Line (1) or Line (3). If Fix(u) terminates in Line (1), we consider the set Badt(u),
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namely, the assignment of colors to neighbors of u at this point in time that will result in
u having a violated constraint. Since u does have a violated constraint, the assignment of
φt to Nt(u) in this step belongs to Badt(u). We will write the index ℓ ∈ |Badt(v)| to the
log to specify this part of φt.
If Fix(u) goes beyond Line (1), we again record each v ∈ Nt(v) that we call Fix(v) on
using O(log ∆) bits. Then, we go to Line (3) and if Fix(u) is called here, we write the
index ℓ ∈ |Badt(u)| corresponding to the assignment of φt to Nt(u) at this point (which
we know belongs to Badt(u)). Finally, upon completing Fix(v), we write O(1) bits to
mark the end of this subroutine. This process is repeated recursively within each call to
Fix.

5. At the end of all of the updates we also log the final choice of φt in n log ∆ bits.

This concludes the description of our compression scheme. Note that at no point in this
process, we explicitly wrote down the random choices made by Resample at the time they
were made. Nonetheless, the following observation allows us to argue that we can recover all
those random bits from the compression.

▶ Observation 8. Given the log described above for a sequence of T updates and ST calls
to Resample, we can recover all random bits used by Resample in the execution of the
algorithm.

Proof. In the compression scheme, the entire sequence of graphs G1, . . . , GT is recorded
explicitly. Moreover, every call to Fix is fully specified in the log by recording the index of
the vertex for which Fix is invoked (in a “local” way by starting from ut of the corresponding
update at time t, and using the stored log ∆-bit addresses to go to the specified neighbor
and so on), together with the type of constraint violation that triggered the call. As a result,
for any call to Fix(v), we can uniquely reconstruct v and the exact graph on which this call
is executed.

We reconstruct the random bits in the reverse order. At time T , the compression explicitly
records the final partial coloring φT . The log also specifies the last vertex v whose call to Fix
triggered a call to Resample. Since Resample(v) only randomizes the colors of vertices in
the neighborhood of v, the coloring φT restricted to this neighborhood uniquely determines
the random bits used in this call.

Furthermore, the compression includes an index pointing to the violated constraint
that caused this call to Fix. This information allows us to reconstruct the coloring of the
neighborhood of v before the call to Resample(v), as the colors of all vertices outside this
neighborhood remain unchanged during this step. Equivalently, from the fixed coloring
outside the neighborhood we can reconstruct the set Bad(v) and hence recover the previous
local coloring.

Thus, we recover both the random bits used in the S-th call to Resample and the partial
coloring immediately preceding this call. By iterating this argument backwards for the
remaining S − 1 calls, we recover all random bits used by the algorithm. ◀

By Observation 8, we can recover all random bits used by the algorithm on a sequence
of updates using the compression scheme above. We now use Lemma 7 to argue that this
compression scheme does indeed compress the random bits: roughly speaking, this is because
between all possible color assignments to neighborhood of a vertex, most of the resulting
colorings do not violate the constraints in Equation (1) by Lemma 7. We formalize and use
this in the following lemma to bound the runtime of PartialColor.
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▶ Lemma 9. Let ST be the random variable for the number of times Resample is called
after T updates. Against an adaptive adversary, we have:

Pr (ST ⩾ T log n + n) ⩽ n−T ,

and against an oblivious adversary we have

Pr (ST ⩾ T + n) ⩽ ∆−T .

(note that the main difference between the two equations are in T log n and T terms and the
RHS).

Proof. We first prove the inequality against an adaptive adversary. Define

g(n, T ) := T log n + n.

Suppose, for the sake of contradiction, that there exists T ⩾ n and an adaptive adversary
oracle OA that can force PartialColor to have Pr (ST ⩾ g(n, T )) > n−T .

Using the oracle OA to generate the update sequence, we execute PartialColor and
obtain a string RT consisting of all random bits used by the algorithm up to the step where
the number of calls to Resample reaches ST = g(n, T ), at which point we halt. We also
run the compression scheme above (with some minor modifications) as described below.

Let vi be the vertex triggering the i-th call to Resample at time ti. Define

Wi := |Allti(v)| ,

representing the number of possible colorings for the neighborhood of vi. Each call to
Resample picks an integer from [Wi] uniformly, requiring logWi random bits. Note that
logWi ⩽ ∆ log ∆ since every vertex has at most ∆ neighbors and less than ∆ available colors.
To normalize the bit-count, let ℓi := ∆ log ∆− logWi. By generating ℓi additional random
bits, each call uses exactly ∆ log ∆ bits. We consider these extra bits as the randomness of
the algorithm also. This way, the total number of bits generated by the algorithm is:

|RT | =
g(n,T )∑

i=1
logWi + ℓi = g(n, T ) ·∆ log ∆.

We now describe the compression. We basically do exactly as the compression scheme
described earlier except that the extra

∑
ℓi bits are recorded without any changes. Recall that

Badti
(vi) is the set of “bad” colorings for the neighborhood of vi, which cause a constraint

violation on this vertex. By Lemma 7, regardless of which lines of Fix is used to call
Resample,

|Badti
(vi)| ⩽ max

(
2− ∆ε/2

100 , 2− ε∆
50 ln ∆

)
· |Allti

(vi)| ⩽ 2− ∆ε/2
100 · Wi;

the last inequality is true as ∆ is sufficiently large. The compression scheme logs

log |Badti
(vi)|+ ℓi + O(1)

bits per call to Resample (ignoring the recursive calls inside Resample). Summing over
all calls to Resample, the length of the log written for these parts is:

g(n,T )∑
i=1

log |Badti(vi)|+ ℓi + O(1) ⩽
g(n,T )∑

i=1

(
logWi −

∆ε/2

100 + ℓi + O(1)
)

(by the equation above)



S. Assadi and H. Yazdanyar 16:13

=

g(n,T )∑
i=1

logWi + ℓi + O(1)

− g(n, T ) · ∆ε/2

100

= g(n, T ) ·∆ log ∆ + g(n, T ) ·O(1)− g(n, T ) · ∆ε/2

100 .

(as logWi + ℓi = ∆ log ∆)

The calculations above point to the exact step wherein we are “compressing” the randomness.
Finally, note that the compression scheme also stores O(log ∆) bits per call to Fix and

since the number of calls to Fix and Resample are asymptotically the same, the log also
contains O(g(n, T ) · log ∆) many bits for handling the calls to Fix. Denoting LT as the log
generated by this compression scheme (and the modifications mentioned above), we have,

|LT | ⩽ T · (2 log n + 2)
(for logging the updates, their type, and if they continue to Line 3 of PartialColor)

+ g(n, T ) ·∆ log ∆ + g(n, T ) ·O(log ∆)− g(n, T ) · ∆ε/2

100
(for logging the calls to Resample and Fix)

+ n log ∆. (to log the partial coloring upon halting the scheme after ST = g(n, T ))

Consider the following scenario. We sample x ∈ {0, 1}a for a = g(n, T )∆ log ∆ uniformly
at random and use it to generate all the randomness RT in the above process. If the
process fails because ST < g(n, T ), we let f(x) writes “fail” in O(1) bits and otherwise, if
ST = g(n, T ), it will write “success” plus the log LT specified above. Thus, by our earlier
(contradicting) assumption, we will generate LT with probability at least n−T , from which,
by Observation 8, we can correctly recover x. Thus, by Lemma 3, we should have

|LT |+ O(1) ⩾ |RT | − log (nT ).

Plugging in the bounds we have for the lengths of LT and RT above, gives us

T ·(2 log n+2)+g(n, T )·∆ log ∆+g(n, T )·O(log ∆)−g(n, T )·∆
ε/2

100 +n log ∆ ⩾ g(n, T )·∆ log ∆−T log n,

which implies that (since ∆ε/2 ≫ log ∆ for large enough ∆ as a function of ε),

g(n, T ) ⩽ 200
∆ε/2 · (4T log n + n log ∆) < T log n + n,

contradicting our definition of g(n, T ). Thus, we have

Pr (ST > T log n + n) ⩽ n−T ,

completing the proof for adaptive adversaries.

Improved bounds for oblivious adversaries

For oblivious adversaries, the only difference is that we do not need to explicitly write down
the T updates in our log, since an oblivious adversary behaves independent of the input.
Define

h(n, T ) = T + n,
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and now suppose towards a contradiction that there exists a sequence of T updates e1, . . . , eT

such that running PartialColor on the graphs G0, . . . , GT leads to

Pr (ST ⩾ h(n, T )) ⩾ ∆−T .

If no such fixed sequence exists, then the bound in the lemma statement immediately holds.
We now show the above equation will lead to a contradiction.

We again run the same exact compression scheme but now only spend O(T ) bits for
updates just to write down whether or not PartialColor reached its Line 3, without
specifying the updates since they are globally fixed. Using the same exact argument as before,
this allows us to summarize our random bits RT of length h(n, T )∆ log ∆, with probability
at least ∆−T , into a recoverable log LT of length

|LT | = O(T ) + h(n, T ) ·∆ log ∆ + h(n, T ) ·O(log ∆)− h(n, T ) · ∆ε/2

100 + n log ∆.

Thus, by using Lemma 3 as before, we have |LT | ⩾ |RT | − T log ∆, implying that

h(n, T ) ⩽ 200
∆ε/2 · (T log ∆ + n log ∆) < T + n,

contradicting with the choice of h(n, T ), and concluding the proof. ◀

We are now ready to conclude the proof of Lemma 5.

Proof of Lemma 5. The algorithm PartialColor always produces a proper partial color-
ing. This is because (1) if after an update (u, v), if φt(u) = φt(v) and neither are ⊥, we will
make one of them ⊥, and (2) the call Resample(v) recolors the vertices in Nt(v) and since
the graph is triangle-free, Nt(v) is an independent set, and thus each vertex u ∈ Nt(v) can
independently choose a color uniformly at random from Availt(u) ∪ {⊥} without creating a
monochromatic edge. Consequently, the resulting coloring remains proper.

By induction, suppose Gt−1 satisfies the properties stated in Lemma 5. Our goal is to
show that after processing time step t, the algorithm PartialColor restores all constraints.
The only difference between Gt and Gt−1 arises from the edge et. If the corresponding
constraints are violated, the subroutine Fix is invoked. By Observation 6, all violated
constraints are resolved by the call to Fix, and no new violations are introduced. Therefore,
after running PartialColor, for all v ∈ V we have

at(v) ⩾ ∆ε/2 and ft(v) ⩽ εq

2 .

For any T ⩾ n, when facing an adaptive adversary, by Lemma 9 we know that with
probability at least 1− n−T , the subroutine Resample is invoked at most O(T log n) time.
Each call to Resample(v) takes O(∆2) times (for sampling colors for O(∆) vertices and
going over Bt(v, 2) of size ∆2) and each call to Fix(v) takes O(∆) time (to go over all
neighbors of v in Line 2 if needed). Since the number of calls to Resample and Fix is
asymptotically the same, the total runtime of the algorithm after T updates is O(T ·∆2 log n)
with probability 1 − n−T . In other words, the amortized update time of the algorithm is
O(∆2 log n) with probability at least 1− n−T . Taking union bound for T from n to infinity,
we have,

Pr
(
amortized update time is ever more than O(∆2 log n)

)
⩽

∞∑
T =n

n−T = O(n−n),
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namely, with (super exponentially) high probability, the amortized update time for any
sequence of updates of length at least n is O(∆2 log n). The bound for the recourse can also
be proven similarly to be O(∆ log n) since each call to Resample(v) has a recourse of O(∆)
at most.

Finally, switching to oblivious adversaries, using the improved bounds of Lemma 9, the
same argument instead gives us

Pr
(
amortized update time is ever more than O(∆2)

)
⩽

∞∑
T =n

∆−T = O(∆−n),

which again implies the desired bounds with (exponentially) high probability. ◀

3.3 Concluding the Proof of Theorem 4
We are now ready to conclude the proof of Theorem 4. For this, we present the following
algorithm. Upon each update, we first invoke PartialColor to resolve any conflicts among
vertices colored from C1. Then, any vertex that remains uncolored is assigned a color from
C2 using a simple greedy procedure. Note that

|C1 ∪ C2| = (1 + 2ε) · ∆
ln ∆ .

By initially replacing ε with ε/2, this yields a (1 + ε)∆/ ln ∆ coloring.

Algorithm 2 Called when et = (ut, vt) is updated in Gt−1 to obtain Gt.

1. Call PartialColor(et) and store all vertices whose color changes in a set L.
2. For each v ∈ L with φt(v) =⊥, assign v an available color by checking the neighborhood

of v and finding a color in C2 not assigned to any of its neighbors.

It is worth noting that when running PartialColor, any vertex u that previously
received a color from C2 can be treated as having color ⊥ (this way, the coloring φt of
PartialColor does not look at colors of vertices in C2, nor any vertex colored from C2 in
Line 2 of Section 3.3 ever changes φt). We now use Section 3.3 to prove Theorem 4.

Proof of Theorem 4. At each update step t, the subroutine PartialColor maintains a
proper partial coloring using the color set C1, and for every vertex v we have ft(v) ⩽ εq

2 .
Since |C2| = εq, there are sufficiently many available colors to greedily color all remaining
uncolored vertices using C2 in the second phase of Section 3.3. So Section 3.3 maintains a
proper (1 + ε) ∆

ln ∆ coloring (after rescaling ε← ε/2).
The runtime of the first step of Section 3.3 is exactly the same as that of PartialColor.

For the second step, the runtime is O(∆) time per vertex in L. Recall that vertices in L are
the ones whose color changed by PartialColor in this step and thus are bounded by the
recourse of PartialColor. This implies that the amortized update time of the algorithm,
against an adaptive adversary, is O(∆2 log n) + O(∆ log n) ·O(∆) = O(∆2 log n), with high
probability by Lemma 5. The bound of O(∆2) on the amortized update time follows exactly
the same using the improved bound of Lemma 5 for oblivious adversaries. ◀

4 A ∆o(1) log n Update Time Algorithm

We now present our final algorithm for maintaining an O(∆/ ln ∆) coloring of triangle-free
graphs with ∆o(1) log n amortized update time. The following theorem formalizes Result 1.
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▶ Theorem 10 (Formalizing Result 1). For any fixed γ ∈ (0, 1), there exists an integer
K = O(1/γ2) such that the following holds. There is a randomized algorithm that with high
probability maintains a (K ·∆/ln ∆) coloring of any triangle-free fully dynamic graph with
maximum degree ∆ with amortized update time of O(∆γ · log n) against an adaptive adversary
and O(∆γ) against an oblivious adversary.

To prove this theorem, we design a family of recursive algorithms {Ak}∞
k=1 with progress-

ively better update times. The base case of this family, A1, is Section 3.3 which has update
time ≈ ∆2. For larger values of k > 1, Ak achieves ≈ ∆O(1/k) amortized update time.

▶ Lemma 11. For any integer k ⩾ 1, there is a randomized algorithm that with high
probability maintains an O(k2 ·∆/ln ∆) coloring of any fully dynamic n-vertex triangle-free
graph of maximum degree ∆ with amortized update time:

O
(

k! ·∆
2

2k−1 · log n
)

against an adaptive adversary; and,

O
(

k! ·∆
2

2k−1

)
against an oblivious adversary.

Theorem 10 follows from Lemma 11 immediately by setting k = Θ(1/γ) and K = O(k2)
(and noting that γ is fixed independent of n and thus the k! term in the update time is
suppressed in the asymptotic notation.) Note that in the limit, one can set k as large as

some k = o(
√

log ∆) to maintain an o(∆) coloring of triangle-free graphs in ∆
Θ( log log ∆√

log ∆
)
log n

amortized update time. We prove Lemma 11 in the rest of this section.
For any integer k ⩾ 1, algorithm Ak receives an upper bound ∆ on the maximum degree of

the graph it will ever encounter, and the palette C of the available colors in the initialization
phase. Then, during the update phase, Ak receives updates of the form (u, v,±), for
u, v ∈ V , which corresponds to inserting or deleting the edge (u, v) from the underlying
graph.

The algorithm A1 is our algorithm in Theorem 4. We now describe Ak for any k > 1 on
an input dynamic graph G on vertices V with maximum degree ∆. Define the following two
parameters

bk = bk(∆) := 1
2 ·∆

2
2k−1 and ck = ck(∆) := (k + 1) · (2k − 1) · ∆

ln ∆ . (3)

We require the palette C of available colors to Ak to be of size ck. This palette is further
partitioned arbitrarily into bk sets C1, · · · , Cbk

of equal size.
For every vertex v ∈ V , the algorithm maintains the following data structures that is

updated in each time step:
A partition of the vertex set into bk sets V1, . . . , Vbk

. For every vertex v ∈ V , we use
p(v) ∈ [bk] to denote the index of the partition it belongs to. Initially, vertices are
partitioned arbitrarily.
indeg(v): the degree of v in the induced subgraph of G on Vp(v), namely, the partition v

belongs to. We refer to indeg(v) as the induced degree of v.
N(v, i): the neighbors of v inside the induced subgraph on Vi, denoted by G[Vi].

The goal of the algorithm is to color vertices in each set Vi using only the colors in Ci. To
ensure possibility of this, we maintain an invariant on the maximum degree of each G[Vi] for
i ∈ [bk].

▶ Invariant 12. For any vertex v ∈ V , indeg(v) ⩽
(
1 + 1

k

)
· ∆

bk
.
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Equipped with Invariant 12, the algorithm Ak runs bk copies of the algorithm Ak−1,
one on each subgraph G[Vi] and color palette Ci for i ∈ [bk] with an upper bound of
∆(G[Vi]) ⩽ (1 + 1/k)∆/bk on the maximum degree of the subgraph. Since the palettes Ci’s
are disjoint, this will lead to a proper coloring of the entire graph. We can now formalize the
algorithm.

Algorithm 3 [Algorithm Ak of Lemma 11]

1. Initialization phase: Initialize bk copies of Ak−1, where the i-th copy, denoted by Ak−1[i]
is given the palette Ci and the promised upper bound on maximum degree (1 + 1/k)∆/bk.
During the updates, Ak−1[i] will be given the dynamic graph Gi = (V, E[Vi]), the graph
with vertices V , but only edges that are between vertices of the set Vi of the partition4.

2. Update phase: Given an update (ut, vt,±) to G at time t:
a. Update N(ut, p(vt)), N(vt, p(ut)) and indeg(ut), indeg(vt) accordingly.
b. If Invariant 12 no longer holds, run the subroutine FixInvariant.
c. Once Invariant 12 continues to hold, if p(ut) ̸= p(vt), terminate, otherwise pass the

update (ut, vt,±) to Ak−1[i], where i = p(ut) = p(vt), to update the colors.
Subroutine FixInvariant:
1. Let w be any vertex violating the invariant and let i = p(w).
2. Remove all edges of w in Gi (i.e., inside E[Vi]) by calling Ak−1[i] for each edge.
3. Find an index j ∈ [bk+1] such that |N(w, j)| ⩽ ∆/bk (such an index exist by pigeonhole

principle). Remove w from Vi and insert it to Vj and update p(w).
4. Insert all edges of w incident on E[Vj ] to the graph Gj by calling Ak−1[j] for each edge.
5. If Invariant 12 still does not hold, call FixInvariant again.

We use a simple potential function argument to argue that the number of calls to
FixInvariant (including recursive calls inside it) across a fixed number of updates will be
bounded. We will use this later both in the proof of the correctness of the algorithm and to
bound its runtime.

▶ Lemma 13. Starting from an empty graph G as input to Ak, over any sequence of T

updates (even by an adaptive adversary), the total number of times FixInvariant is called
is O(T · k · bk/∆).

Proof. Define the potential function:

Φ :=
∑
v∈V

indeg(v).

Each update can increase Φ by at most two. On the other hand, whenever FixInvariant is
called, one vertex w with indeg(w) > (1 + 1/k) ·∆/bk moves from some set Vi to another Vj

resulting in indeg(w) ⩽ ∆/bk. Removal of w from Vi reduces indeg(w) and induced degrees
of neighbors in Vi by at least 2(1 + 1/k)∆/bk in total. On the other hand, including w in Vj

increases the induced degrees of vertices by at most 2∆/bk. As such, this move reduces Φ by
at least 2/k ·∆/bk.

4 Setting vertices of Gi to be V instead of Vi is simply to bypass having to define operations for inserting
or deleting vertices in addition to edges.
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Thus, over a sequence of T updates, we increase Φ to at most 2T and Φ can never become
negative, thus there can be at most

2T

2/k ·∆/bk
= T · k · bk

∆ ,

many calls to FixInvariant, as desired. ◀

Lemma 13 ensures that the subroutine FixInvariant terminates in Ak and thus we
can safely assume Invariant 12 when running the algorithm. Using this, we can prove the
correctness of the algorithm. Before that, we should note while the implementation of Ak for
k > 1 in Algorithm 3 is deterministic, the base case algorithm, namely, A1 from Theorem 4,
is a randomized algorithm. Thus, each of Ak is also a randomized algorithm.

▶ Lemma 14. With high probability, Ak computes a proper coloring of the input graph with
ck colors.

Proof. Firstly, consider the dynamic graph Gi = (V, E[Vi]) defined throughout the up-
dates. This graph is updated through direct adversary updates to G plus updates done
in FixInvariant. Here we should note that to accurately implement FixInvariant, we
should technically first collect all insertion and deletion of edges decided across all calls of
FixInvariant inside a single original update to the graph, and then, once FixInvariant
is entirely finished do all the insertions and deletions at the end. This way, (1) all updates to
the dynamic graph Gi are passed to it via Ak−1[i], and (2) we can assume an upper bound
of (1 + 1/k)∆/bk on the maximum degree of graph Gi. This means all calls to Ak−1[i] for
i ∈ [bk] are valid throughout the execution of Ak.

We know that Invariant 12 holds and for any i ∈ [k], Ak−1[i] is run entirely on the
dynamic graph Gi = (V, E[Vi]) with maximum degree (1 + 1/k)∆/bk. By Equation (3), this
means that Ak−1[i] requires a palette of size

ck−1( (1 + 1/k) ·∆
bk

) = k · (2k − 3) · (1 + 1/k) ·∆
bk · ln ((1 + 1/k) ·∆/bk) (by Equation (3) for ck−1)

= (k + 1) · (2k − 3) · ∆
bk · ln (2 · (1 + 1/k) ·∆

2k−3
2k−1 )
(by Equation (3) for bk)

⩽ (k + 1) · (2k − 3) · 2k − 1
2k − 3 ·

∆
bk · ln ∆

= ck

bk
. (by Equation (3) for ck)

This is precisely the size of the palette Ci provided to Ak−1[i]. Thus, as long as Ak−1[i], for
each i ∈ [bk], works correctly, so does Ak. Finally, since V1, . . . , Vbk

is a partition of V and
we are using disjoint palettes for each Vi, the union of colorings found by Ak−1[i]’s is also a
proper coloring of the entire graph. This concludes the proof. ◀

Finally, we can analyze the update time of the algorithm. In the following, we focus
on adaptive adversaries first and then point out how to improve the runtime for oblivious
adversaries. For any k ⩾ 1, define:

Tk(∆) : a high probability upper bound on the amortized update time of Ak

on a graph of maximum degree ∆ against an adaptive adversary.

We prove the following upper bound on Tk(·).
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▶ Lemma 15. For any k ⩾ 1,

Tk(∆) = O(k! ·∆
2

2k−1 · log n).

Proof. By Theorem 4, for A1, we have

T1(∆) = O(∆2 log n),

which fits the desired bounds for k = 1. This establishes the base case. We now prove the
bounds for any k > 1 by analyzing Algorithm 3.

The amortized update time of Algorithm 3, ignoring the time to call FixInvariant for
now, is O(1) for updating the data structures, plus running one copy of Ak−1 on a graph of
maximum degree O(∆/bk). By induction, and the choice of bk in Equation (3), this takes

Tk−1

(
O( ∆

bk
)
)

= Tk−1

(
O(∆

2k−3
2k−1 )

)
= O((k − 1)! ·∆

2
2k−1 · log n).

We now bound the runtime of the calls to FixInvariant. Firstly, in each call, it takes
O(∆) time to move the considered vertex w from one set Vi to another set Vj . Moreover,
it takes another O(∆/bk) many calls to Ak−1 to remove and insert edges of w. Finally,
to implement FixInvariant efficiently, we can keep a list of vertices whose degree have
changed in each call to FixInvariant (when we update the edge incident on that vertex) so
that we can find a vertex w that violates Invariant 12 (if any) in O(1) time without having
to search the entire graph.

Thus, a single call to FixInvariant takes

O(∆) + O(∆/bk) · Tk−1

(
O( ∆

bk
)
)

time in total. Moreover, by Lemma 13, over a sequence of T updates, the total number
of calls to FixInvariant is O(k · T · bk/∆). Thus, the amortized update time of this step
will be

O(k · bk) + O(k) · Tk−1

(
O( ∆

bk
)
)

= O(k ·∆
2

2k−1 ) + O(k) ·O((k − 1)! ·∆
2

2k−1 · log n)

= O(k! ·∆
2

2k−1 · log n),

concluding the proof. ◀

Lemmas 14 and 15 together conclude the proof of Lemma 11 for the adaptive strategies.
We should note that since over a sequence of T updates, we are running T · poly(n) many
copies of A1 whereas error probability of A1 is only n−T , we can do a union bound over all
probabilistic guarantees required in our proof.

Finally, to prove Lemma 11 for oblivious adversaries, notice that by Theorem 4, against
an oblivious adversary, A1 has an amortized update time of O(∆2) instead. Thus, the same
proof of Lemma 15, with the base case of O(∆2 log n) switched with O(∆2), implies that the
amortized update time of Ak has no dependence on log n and is O(k! ·∆

2
2k−1 ) time instead.

This fully concludes the proof of Lemma 11 and by extension Theorem 10.
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