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Abstract
We give the first two algorithms to enumerate all binary words of {0, 1}ℓ (like Gray codes) while
ensuring that the delay and the auxiliary space is independent from ℓ, i.e., constant time for each
word, and constant memory in addition to the ℓ bits storing the current word. Our algorithms are
given in two new computational models: tape machines and deque machines. We also study more
restricted models, queue machines and stack machines, and show that they cannot enumerate all
binary words with constant auxiliary space, even with unrestricted delay.

A tape machine is a Turing machine that stores the current binary word on a single working tape
of length ℓ (which never increases), using no other tape. The machine has a single head and must
edit its tape to reach all possible words of {0, 1}ℓ, and output them (in unit time, by entering special
output states), with no duplicates. Hence a tape machine uses constant auxiliary space by definition
(up to the head position). We construct a tape machine that achieves this task with constant delay
between consecutive outputs, so that the machine implements a so-called skew-tolerant quasi-Gray
code. We then construct a more involved tape machine that implements a Gray code.

A deque machine stores the current binary word on a double-ended queue of length ℓ, and stores
a constant-size internal state. It works as a tape machine, except that it modifies the content of the
deque by performing push and pop operations on the endpoints. Hence again a deque machine uses
constant auxiliary space by definition. We construct deque machines that enumerate all words of
{0, 1}ℓ with constant-delay. The main technical challenge in this model is to correctly detect when
enumeration has finished.
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1 Introduction

In this paper we propose new efficient algorithms to produce all binary words of a certain
length ℓ ∈ N, i.e., all words of {0, 1}ℓ. Specifically, we are looking for efficient enumeration
algorithms, which produce these words one after another, without repetitions, and while
minimizing the delay between two consecutively produced words. If we require each word to
be written from scratch, then obviously we cannot hope for a better delay than O(ℓ). For this
reason, we adopt the “Do not count the output” principle from the enumeration algorithms
literature [24, p. 8], in the spirit of combinatorial Gray codes [26, 20]. In this setting, a
single word is explicitly maintained in memory, the algorithm has an output instruction
that produces the current word in unit time, and the word can be modified in-place with a
certain set of edit operations, before calling the next output instruction. Of course, what
can be achieved depends on which update operations are allowed. Two common choices are
substitutions (i.e., store the current word in an array and make it possible to change the i-th
symbol) and endpoint modifications (i.e., store the current word in a doubly-linked list and
make it possible to push or pop on the endpoints).

In this model, for each set of allowed edit operations, we can try to optimize two things:
running time, and memory usage. For running time, the best possible goal is to achieve
constant delay, i.e., the number of computation steps and edits from one word produced
to the next is bounded by a constant (independent from the word length ℓ). For memory
usage, the best possible goal is to achieve constant additional memory, i.e., the memory
state consists of the currently produced word (i.e., ℓ bits) plus a finite state which is again
independent from the word length ℓ.

For the more commonly studied setting of substitution updates, it is already known that
each of these two aspects can be optimized in isolation. We can achieve constant delay using,
for instance, the Binary Reflected Gray Code (BRGC) [22]: start from the word 0ℓ, flip the
rightmost bit on odd steps, and flip the bit that is to the left of the rightmost 1 on even
steps. This gives what is known in this line of work as a loopless or loop-free algorithm [13].
However, this algorithm requires non-constant additional memory: to quickly find the bit to
flip on even steps, we would typically use a linear-sized stack storing the current positions of
the 1’s; see also [5, 22]. As for constant additional memory, the optimal memory required
to implement Gray codes has been studied in the decision assignment tree (DAT) model
or bit-probe model [16, 6, 7, 22, 23], with essentially a logarithmic lower bound. However,
these models are non-uniform: they assume that the algorithm can freely access the entire
word and that it can perform arbitrary computations with possibly high running time as a
function of the word length.

For the setting of endpoint modifications, the situation is far more open. There are known
related constructions to enumerate binary words, e.g., universal words [10] or Hamiltonian
paths in so-called Shuffle Exchange networks [15], but to our knowledge they do not give
favorable bounds on the delay and memory usage of an algorithm. We also note that an
efficient algorithm has recently been proposed for the so-called Sigma-Tau problem [27, 19].
This problem consists in enumerating all permutations of {1, . . . , n} using specific endpoint
modification operations, and as far as we can tell this is a different problem from ours.

Hence, our focus in this work is whether we can achieve the two requirements simul-
taneously: Can we enumerate {0, 1}ℓ with an algorithm that uses only constant auxiliary
memory and produces each word in constant delay? Our results show that the answer
depends on the set of edit operations that are allowed, and on the computational model
that is used (e.g., which instructions are allowed, and what counts as memory). We study
this problem first for a kind of Turing machines called tape machines, and then for another



A. Amarilli, C. David, N. Francis, V. Marsault, M. Monet, and Y. Strozecki 160:3

formalism that we introduce, called deque machines. In these two frameworks, we construct
machines that enumerate {0, 1}ℓ with constant delay and while using constant auxiliary
space. Note that this does not contradict the known lower bounds from the DAT model: we
discuss this in more detail in Section 2 for tape machines, and for deque machines we are not
aware of known lower bounds because deque machines can perform circular shifts in unit
time. We present our contributions in more detail below.

Contributions. We first present tape machines, which are a kind of deterministic Turing
machines that also resemble linear bounded automata [18]. Tape machines have a finite set
of states, some of which are distinguished as output states, along with a single working tape
and one head. The tape alphabet is {0, 1}. The tape is initialized with the word 0ℓ and stays
of length ℓ throughout. Like a Turing machine, a tape machine updates its tape based on its
internal state and on the symbol under the head. It may then change the bit under the head,
move its head left or right, and change its state. Note that the machine only has a single
working tape, and no input or output tape. The word on the working tape is produced in
unit time whenever an output state is reached.

This definition ensures that tape machines satisfy our constant-memory requirement: in
addition to the working tape used to store the current word, the only auxiliary memory
that they use is their internal state, from a constant-sized set of states which is independent
from ℓ. Our goal is to design a Hamiltonian tape machine: for every word length ℓ ≥ 1,
when started on the word 0ℓ, the machine must produce all the words of {0, 1}ℓ exactly once
(i.e., each word is seen exactly once in an output state), and must then halt. Further, the
machine must be constant-delay: there must be a constant B independent from ℓ such that
the machine produces a new word after at most B steps.

It is not obvious at all from the definition that Hamiltonian constant-delay tape machines
exist, because they have no working memory beyond the tape used to store the words to be
produced. In particular, the constant-delay requirement implies that the bits flipped from
one word to the next must be at constant distance from one another (i.e., if we flip bit i and
then bit j then the distance |j − i| must be small). This latter requirement is not satisfied
by the BRGC, but it is obeyed by some Gray codes, for instance, the k-skew-tolerant codes
of [25] (attributed to [30]), where k is the maximum distance between consecutively flipped
bits. Our first contribution is to show that we can in fact design a Hamiltonian tape machine.
What is more, we can strengthen the result and ensure that the machine is Hamming-1, i.e.,
the Hamming distance between any two successively produced words is 1: this property is
satisfied by Gray codes such as the BRGC or the ones of [25]). Formally:

▶ Theorem 1.1. There exists a Hamiltonian constant-delay Hamming-1 tape machine.

The result is intuitively established by implementing a traversal of a complete binary tree
with the “even-odd trick” [17, 28], and refining it to make it Hamming-1. It turns out that
our machine implements a code closely related to [25, Construction A] (with k = 3), despite
having no apparent relationship to the simple inductive definition of [25]. Thus, we can also
see Theorem 1.1 as a construction showing that (a variant of) the code of [25, Construction A]
can be implemented to use only constant delay and constant auxiliary memory. We explain
how the two codes relate in [1, Appendix B]. We also show that our machine can implement
counters by detailing the decrement function, and discuss rank and unrank functions in [1,
Appendix B]. We relate our implementation to works using the DAT model [16, 6, 22], and
show that it is competitive with the best counter implementations in the RAM model [14].

ICALP 2026
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Our second contribution is to study a computational model that we call the deque machine,
in line with other works studying machines augmented with deques [4, 21]. In this model,
the word is stored in a double-ended queue, the machine can read the first and last bits of
the word, and it can perform push and pop operations on the left and right endpoints. The
motivation for this model is to ensure that the entire configuration of the machine consists
of the current word plus the finite state, in contrast with tape machines that arguably hide
⌈log ℓ⌉ auxiliary memory bits in the position of the head. Moreover, deque machines are
effective models to implement push-pop edits on words, as studied in [3] for enumeration of
regular languages. Finally, allowing only endpoints modifications is natural in other contexts,
such as enumerating walks in a graph, which is a core task in modern graph database query
processing [12]. Indeed, the task of enumerating binary words studied in the present paper
is a first step towards the efficient enumeration of walks in graphs: it corresponds to walk
enumeration for the specific graph that has one vertex and two self-loops labeled 0 and 1.

It is known that we can indeed enumerate all binary words with constantly many endpoint
modifications between each word, as follows from universal words [10] or Hamiltonian paths
in so-called Shuffle Exchange networks [15]. So our second contribution is to design deque
machines that can produce such codes while only using constant auxiliary memory:

▶ Theorem 1.2. There exists a Hamiltonian constant-delay deque machine.

The first step to show this result is to notice that the tape machine from Theorem 1.1
can be adapted into a constant delay deque machine that produces all binary words once
but then continues to run indefinitely and produces duplicates. As it turns out, the main
challenge is to detect when the enumeration is complete, for which we present two alternative
techniques which we hope can be of independent interest.

Our third contribution is to show that the model of deque machine is “minimal” in the
sense that further restricting the edit operations makes it impossible to design Hamiltonian
machines. We first study queue machines, where insertion is only possible at the left endpoint.
We remind that it is indeed possible to visit all words of {0, 1}ℓ via left-push and right-pop
using the construction of universal words, but show that this cannot be achieved by a queue
machine (i.e., with constant auxiliary memory), even without the constant-delay requirement.
We next study stack machines, where we push and pop at one end only, and show that in a
sense such machines also cannot satisfy the constant-memory requirement.

Paper outline. In Section 2, we define our model of tape machines and construct one that
proves Theorem 1.1. We do the same in Section 3 for deque machines and Theorem 1.2.
Finally, in Section 4 we study weaker computation models (queue machines and stack
machines) and show that Hamiltonian machines of this kind do not exist. We also provide
implementations to run our tape and deque machines [2].

2 Tape Machines

This section presents tape machines, which store the current word on a tape. We first define
tape machines formally. Then, we explain how to construct such machines that enumerate
all binary words of length ℓ in constant delay. Last, we build a machine which is additionally
Hamming-1, i.e., it only flips one bit between two consecutive words, proving Theorem 1.1.

Machine model. A tape machine is intuitively a variant of linear bounded Turing ma-
chines [18] where we additionally distinguish some states as output states. Formally, let ▷

and ◁ be fresh symbols to be used as left and right markers. A (deterministic) tape machine



A. Amarilli, C. David, N. Francis, V. Marsault, M. Monet, and Y. Strozecki 160:5
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(a) Complete binary tree for words of length ℓ = 4.
Its depth is 3 = (ℓ − 1). Blue numbers indicate the
enumeration order (0000 is produced first).

States: {↓, ↑} × {Even, Odd} ∪ {qi, qh}
Initial state qi, halting state qh
Output states: {(↓, Even), (↑, Odd)}
Transition table:

qi ▷0y ··· (↓, Even) ▷1y ···

(↓, p) ··· x10 ··· (↓, p̄) ··· x01 ···
(↓, p) ··· x1◁ (↑, p) ··· x1◁

(↑, p) ··· 01y ··· (↓, p) ··· 11y ···
(↑, p) ··· 11y ··· (↑, p̄) ··· 10y ···

(↑, Even) ▷1y ··· qh ▷1y ···

x ∈ {0, 1, ▷}, y ∈ {0, ◁}, p ∈ {Even, Odd},
Even = Odd and Odd = Even.

(b) Definition of the tape machine T0. Red
marks indicate the position of the head, gray
marks the previous position of the head, and p
stands for the parity of the depth of the node.

Figure 1 Illustrations for Proposition 2.1.

M = (Q, qi, qh, QO, δ) consists of a set Q of states, an initial state qi ∈ Q, a halting state
qh ∈ Q, a set QO ⊆ Q of output states, and a transition function δ : (Q \ {qh}) × {0, 1, ▷, ◁} →
Q × {0, 1, ▷, ◁} × {−1, 0, +1}. The arguments to the function describe the current state and
the tape symbol read; and the return value describes the next state, the tape symbol written,
and the motion of the head. We require that when M reads the beginning-of-word marker
symbol ▷ then it writes back ▷ and moves to the right, and likewise for ◁ moving to the left;
further, M never writes the marker symbols otherwise. A configuration of M is a triple
consisting of a state, the contents of the tape, and the position of the head: for brevity we
will write them as a pair indicating the state and the tape contents with the head position
written using a red mark. We sometimes use a gray mark to indicate the position of the
head in the previous configuration.

For a given word length ℓ ≥ 1, the machine M starts its execution in the initial
configuration cℓ := (qi, ▷00ℓ−1◁). The run of M from cℓ is then the deterministic and
potentially infinite sequence of configurations defined as expected. The only difference with
Turing machines is the presence of output states: each time M visits an output state, it
produces in unit time the word w ∈ {0, 1}ℓ obtained from the current tape by discarding ▷

and ◁. (Note that the head position has no impact on the produced word w.)
We study tape machines satisfying some requirements. First, a tape machine M is

Hamiltonian if, for every length ℓ ≥ 1, the run of M from cℓ terminates and produces each
word of {0, 1}ℓ exactly once. Note that we can always assume that ℓ > α for arbitrary
constants α, because codes for length ≤ α can be hardcoded as a subroutine of M. Second,
a tape machine M is constant-delay if there is a constant B ∈ N (depending only on M but
not on the word length ℓ) that bounds the time before the first output, the delay between
two consecutive outputs, and the time between the last output and the end of the run.

Constructing Hamiltonian constant-delay machines. It is easy to see that Hamiltonian
tape machines exist if we forgo the constant-delay requirement. For instance, we can follow
the usual construction of the BRGC: start from the word 0ℓ, flip the rightmost bit on odd

ICALP 2026
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steps, and flip the bit that is to the left of the rightmost 1 on even steps. This can be
implemented by a tape machine whose state stores the parity of the step number. In odd
steps, the machine moves the head to the rightmost symbol and flips it. In even steps, the
machine moves the head to the rightmost symbol, scans leftwards until it finds the symbol
to flip, and flips it. However, this tape machine has a delay that is not constant, i.e., it is
not independent from the word length ℓ. Our challenge in this section is to build a tape
machine that obeys the constant-delay requirement: this is not obvious because it implies
in particular that tape modifications must be entirely guided by the symbols at constant
distance from the head and based on the current state (which has constant size). We next
present a tape machine that meets these requirements.

▶ Proposition 2.1. The tape machine T0 of Figure 1b is constant-delay and Hamiltonian.

This is a first step towards proving Theorem 1.1, which we present for pedagogical reasons:
it will help understand the Hamming-1 construction presented later, and also introduces
key ideas used throughout the paper. For the sake of clarity, here and in other proofs,
we describe the operation of a tape machine by specifying transitions that read and write
multiple symbols in one go: for some constant ρ ∈ N (independent from the word length),
the machine reads and writes the symbols left and right of the head in a window of size ρ

centered on the head. This can be encoded in the formal model presented above up to
increasing the state space and the delay by some function of ρ: we can simply hardcode a
constant-length sequence of transitions that reads all ρ symbols around the head and then
overwrites them. We will use ρ = 3 in the proof below.

Proof of Proposition 2.1. Let ℓ ≥ 1 be the word length. When the run begins, we produce
the word 0ℓ, and toggle the first bit to change the tape contents to ▷10ℓ−1◁. We then explain
how we enumerate the remaining words, called non-zero words in what follows.

Let us construct a bijection between the non-zero words and the nodes of the complete
ordered binary tree Bℓ−1 of depth ℓ − 1; we will then explain our enumeration in terms of the
tree. By distinguishing the rightmost 1, each non-zero word can be written as w10k for some
binary word w and some number k of 0’s. Hence the non-zero words are in bijection with the
nodes of Bℓ−1, that we illustrate in Figure 1a for ℓ = 4 (ignoring for now the blue numbers
and red marks). The root of Bℓ−1 corresponds to the word 10ℓ−1. Now, for k ≥ 1, if w10k is
the word corresponding to an internal node n, then the 0-child of n corresponds to the word
w010k−1 and its 1-child corresponds to the word w110k−1. In summary, the word w10k,
where 0 ≤ k ≤ ℓ − 1 and |w| + 1 + k = ℓ, encodes the node in Bℓ−1 that is reachable from
the root by the path w (reading w from left to right; w is shown in orange in Figure 1a).

We enumerate the nodes of Bℓ−1 in a way that ensures that consecutive nodes are at
distance at most 3 from each other. We do this via the “even-odd trick” [17, 28] (see
also [29]): we do a depth-first traversal of Bℓ−1 and produce the nodes in prefix or postfix
order, depending on the parity of the depth (the root being at even depth). Formally, starting
with the root, we do the following on every node n with children n0 and n1:

if the depth of n is even then we produce n, then recurse into n0, then recurse into n1;
if the depth is odd then we first recurse into n0, then recurse into n1, and then produce n.

The order in which nodes are enumerated by this procedure for B4−1 is shown in blue in
Figure 1a (starting at index 2 because we produced the word 04 at the beginning).

The correctness of the machine hinges on the following claim, which is easily proved by
induction using the transition table of T0 given in Figure 1.

▷ Claim 2.2. For every word w, |w| < ℓ, T0 visits exactly two configurations of the form
(q, ▷w10k◁): the first time q = (↓, p), and the second time q = (↑, p), where p = |w| mod 2.
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States: {qi, ↑, ↓, qh}
Initial state qi, halting state qh
Output states: all (including qh)
Transition table:
qi ▷00 ··· ↓ ▷01 ···

↓ ···zx10··· ↓ ···zx11···
↓ ···zx1◁ ↑ ···zx̄1◁

↑ ···x01y··· ↓ ···x̄01y···
↑ ···x11y··· ↑ ···x10y···

↑ ▷110··· qh ▷100···
x ∈ {0, 1}, y ∈ {0, ◁}, z ∈ {0, 1, ▷}

(a) Definition of the tape machine T1

ux100k

ux100k

ux110k

ux010k
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(b) Visual help for inductions

Figure 2 Illustrations for Proposition 2.3.

We now give a high level explanation of how T0 performs the traversal on Bℓ−1. It
maintains its head on the rightmost 1, and memorizes with its state the parity of (the depth
of the node corresponding to) the current word, and whether it is currently going up or down.
Then, one may check that the following elementary tests/operations can be achieved by local
reads/writes in a window of size ρ = 3 centered on the head.
1. Check whether the current tape encodes a leaf or not, by looking at the right symbol

(which is always either ◁ or 0).
2. Check whether the current tape encodes the root (the symbol b left of the head is ▷), a

0-child (b is 0) or a 1-child (b is 1).
3. Go from one node to its 0-child: w10k w010k−1, i.e., set to 0 the bit under the head,

move the head right (the old head is shown in gray), and set to 1 the bit under the head.
4. Go from a 0-child to its sibling 1-child: w010k w110k, i.e., flip the bit left of the head.
5. Go from a 1-child to its parent: w110k w100k.
Formally, the tape machine T0 described in Figure 1b starts by outputting 0ℓ and reaching
the configuration ▷10ℓ−1◁ via the first transition in the table: its tape corresponds to the root
of Bℓ−1 and the state is (↓, Even). Then, T0 implements the above elementary tests/operations
using the four middle transitions, in order to perform a full traversal of Bℓ−1. This traversal
ends when the configuration ▷10ℓ−1◁ is reached again, this time with state (↑, Even), and
then we take the last transition and end the run. ◀

By analyzing the sequence of transitions between two words produced by T0, one can
observe that the maximal distance between flipped bits is two. Further, the code changes
at most 3 bits from one word produced to the next (between the 9th word and the 10th for
instance). Because 3 > 1, this code is technically not a Gray code but what some authors
call a quasi-Gray code [6]. We now show how to fix this and build a Hamming-1 machine.

Hamming-1 machines. A tape machine M is Hamming-1 if, for any ℓ ≥ 1, for any two
consecutive words w and w′ that are produced in the run of M on 0ℓ, then the Hamming
distance between w and w′ is 1 (i.e., there is a single bit that changes).

Whenever a Gray code is implemented by a constant-delay tape machine, then the
maximal distance between flipped bits is bounded by some constant k, a property called
k-skew-tolerance [25]. Most Gray codes, such as the BRGC, are not skew-tolerant, and the

ICALP 2026



160:8 Gray Codes with Constant Delay and Constant Auxiliary Space

existence of 1-skew-tolerant Gray code is an open question [20]. However, [25] give examples
of k-skew-tolerant Gray codes for k = 3 and k = 2; the code for k = 3, called construction
A, is of particular interest to us. Indeed, we now show how to construct a machine that is
Hamming-1, Hamiltonian and constant-delay, which turns out to implement a Gray code
that is closely related to construction A; see [1, Appendix B] for details.

▶ Proposition 2.3. The tape machine T1, defined in Figure 2a, is constant-delay, Hamiltonian
and Hamming-1.

Proof. Let ℓ ≥ 2 be the word length. We ignore for now the two words 0ℓ and 10ℓ−1 that are
enumerated first and last, respectively. All other words are of the form ux10k for x ∈ {0, 1}
and u ∈ {0, 1}ℓ−k−2, by distinguishing the rightmost 1 and the bit x that precedes it. As it
was the case for T0, the machine T1 maintains its head on the rightmost 1, as can be seen by
inspecting its transition table (Figure 2a). We use the notation 0̄ = 1 and 1̄ = 0.

Consider the complete ordered binary tree Bℓ−2 of depth ℓ − 2. To every node n of
depth d, we associate two words of length ℓ : the bottom word w⊥

n and the top word w⊤
n .

They have the form w⊥
n = unxn10k and w⊤

n = unxn10k where d + 2 + k = ℓ, and where
xn ∈ {0, 1}, un ∈ {0, 1}d are defined as follows: un is the path from the root to n and xn is
the parity of the number of 0’s in un. For instance, the bottom word associated with the root
r is w⊥

r = 010ℓ−2 (i.e., ur is the empty word and xr = 0); and among {01101, 01111}, that
are associated with the same node n, 01111 is the bottom word (i.e., xn = 1 and un = 011).

Let n be any internal node having bottom word w⊥
n = unxn10k+1 and top word w⊤

n =
unxn10k+1. We let c denote the xn-child of n and c̄ its xn-child. This implies that we have
uc = unxn, we have uc̄ = unxn, and we always have xc = 1 and xc̄ = 0.

Then, it may be observed that the following word pairs are at Hamming distance 1:
1. w⊥

c and w⊥
n , that is the bottom word of c and the bottom word of its parent;

2. w⊤
c and w⊥

c̄ ; that is the top word of c and the bottom word of its sibling;
3. w⊤

c̄ and w⊤
n , that is the top word of c̄ and the top word of its parent;

4. w⊥
λ and w⊤

λ , for every leaf λ (remark that this is true for every node more generally).
These claims are the basis of a traversal of Bℓ−2, inductively defined as follows. Starting
from the root, and letting n be the current node, we first produce the word w⊥

n , then recurse
into the xn-child of n, then recurse into the xn-child of n, then produce the word w⊤

n . Using
a simple induction (item 4 for the base case and 1-3 for the induction; see also Figure 2b),
one can show that this traversal induces a Gray code, when the missing words 0ℓ and 10ℓ−1

are produced first and last, as we do.
The tape machine T1 then produces exactly this code, as follows from:

▷ Claim. For every node n of Bℓ−2 with bottom word unxn10k, if we start the machine on
configuration (↓, ▷unxn10k◁) then it will produce the words of the above traversal on the
subtree rooted at n, and it will reach configuration (↑, ▷unxn10k◁).

It is routine to prove this claim by induction on Bℓ−2 (see Figure 2b), inspecting the
transitions of T1. All that remains is to check the behavior on the root r of Bℓ−2:

When T1 starts, it first produces the word 0ℓ and then it reaches the configuration
(↓, ▷010ℓ−2◁), that is with tape w⊥

r with its head on the rightmost 1.
From the configuration (↑, ▷110ℓ−2◁), that is with tape w⊤

r with its head on the right-
most 1, the machine T1 produces 10ℓ−1 and then halts. ◀

Connections to the DAT model. Our results relate to known algorithms and lower bounds
on the efficient implementation of quasi-Gray codes in the Decision Assignment Tree (DAT)
model or bit-probe model [16, 6, 7, 22, 23]. In this model, the read and write operations
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performed on the memory are specified following a decision tree. However, the DAT model
is a black-box model which does not restrict the computation that the machine performs, or
the position in the word of the bits that are read and written. By contrast, in our model of
tape machines, the next reads and writes must be decided by following a fixed transition
table (independent from the current word length), and they must happen close to where the
head is located. For this reason, the known algorithms for (quasi-)Gray codes in the DAT
model do not imply the existence of tape machines that satisfy our requirements. Conversely,
translating tape machines to the DAT model does not improve on the state of the art in that
setting, because our tape machines implicitly store the position of their head: in the DAT
model this amounts to ⌈log ℓ⌉ extra bits that can be arbitrarily read and written at each
step. These extra bits are why tape machines do not contradict the known Ω(log ℓ) lower
bound on the number of bits read at each step in the DAT model (shown in Fredman [16]
for Gray codes and claimed by Raskin [23] for quasi-Gray codes).

Decrements and connection to counters in the RAM model. Our results also relate to a
line of work that has studied the efficient implementation of counters in the RAM model,
where algorithms are run on a machine featuring memory words of logarithmic size. In this
model, [14] presents a counter that can perform increments and decrements in O(1) time and
using O(1) additional memory words; this answered an open problem stated by Demaine [11].
The tape machines that we presented can easily be implemented as a RAM algorithm, where
we store the current word in a table of ℓ bits and keep one auxiliary word of ⌈log ℓ⌉ bits
for the head position and a constant number of extra bits for the state. The increment
operations are specified by the machines T0 and T1 and they can be performed in constant
time. Further, T0’s and T1’s transition tables can be checked to be injective, so that we can
also perform decrements in constant time simply by reversing the transitions. Hence, our
constructions provide an alternative solution to Demaine’s problem, using a single auxiliary
⌈log ℓ⌉-bit word (instead of two in [14]), and additionally ensuring that the successive counter
values form a Gray code. Another advantage is that our counter support integers of any size,
since we can go from size l bits to l + 1 in constant time with the same machine. Hence, we
could use it to replace an ad-hoc technical construction in [8, Section 6] used to detect large
values of increasing size with constant overhead. We further discuss in [1, Appendix B] how
to implement the rank and unrank operations.

3 Deque Machines

In the previous section, we have implemented Gray codes with a constant-delay tape machine.
These machines only have constantly many states, but they arguably use more than constant
memory: their configuration also stores the position of the head, which would require a
logarithmic number of additional bits. In this section, we investigate how to produce Gray
codes in a different computation model called deque machines, where the additional memory
used is really constant. Intuitively, the current word is stored on a deque, i.e., a doubly-linked
list allowing us to perform accesses, insertions, and deletions at the two endpoints of the word.
In this model we are not concerned with how the doubly-linked list would be implemented
on hardware, and we simply assume that these endpoint operations take unit time. The
machine has a constant-sized internal state, but it does not feature a head: it can only access
the symbols that are at the endpoints of the deque.

Like in the previous section, our goal is to construct a deque machine which is Hamiltonian
and constant-delay. A necessary condition for the existence of such machines is the existence
of so-called push-pop quasi-Gray codes, i.e., codes that visit each word of {0, 1}ℓ exactly once
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0001
2nd

1000 4th

1001 5th

0100
3rd 0

1

1010 7th

1011 8th

0101
6th 0

1

0010
9th

0

1

1100 11th

1101 12th

0110
10th 0

1

1110 14th

1111 15th

0111
13th 0

1

0011
16th

0

1

0

1

(a) All binary words of length 4 (except 0000), and
how they encode a complete binary tree of depth 3.
Double lines indicate nodes λ0 (1000) and λ1 (1100).

States:
(
{↓, ↑} × {Even, Odd}

)
∪ {qi}

Initial state qi, no halting state
Output states: {qi, (↓, Even), (↑, Odd)}
Transition table:
qi ··· 0 (↓, Even) ··· 1

(↓, p) 0 ··· (↓, p̄) ··· 0
(↓, p) 1 ··· (↑, p) 1 ···
(↑, p) ··· 0 (↓, p) ··· 1 (†)
(↑, p) ··· 1 (↑, p̄) 0 ··· (∗)

p ∈ {Even, Odd}, Even = Odd, Odd =
Even.

(b) Definition of the deque machine D0, with
the transition labels (†) and (∗) being used in
Observation 3.3

Figure 3 Illustrations for Proposition 3.1.

by producing each word from the previous one via push and pop operations. Such codes
are indeed known to exist, e.g., from universal words [10] or from Hamiltonian paths in the
Shuffle Exchange network [15]: see [1, Appendix C] for details. Hence, we will investigate
in this section whether push-pop quasi-Gray codes can be implemented by machines with
constant auxiliary memory, with the goal of proving Theorem 1.2 from the introduction.

The section is structured as follows. We first formally define deque machines. Then,
we build a first deque machine D0 which is constant-delay but only prefix-Hamiltonian: it
produces all words but then loops forever instead of halting. We then investigate how D0 can
be improved to be Hamiltonian, i.e., to correctly halt when enumeration has finished. We
discuss in [1, Appendix C] how to implement a counter with deque machines by supporting
the decrement operation.

Machine model. A deque machine M = (Q, qi, qh, QO, δ) consists of a set Q of states, an
initial state qi ∈ Q, a halting state qh ∈ Q, a set QO ⊆ Q of output states, and a transition
function δ : (Q \ {qh}) × {0, 1} × {0, 1} → Q × {L, R} × {L, R} × {0, 1}. The arguments to the
transition function describe the current state and the symbols at the left and right endpoints
of the word, and the return values describe the new state, the endpoint at which the machine
pops a symbol, the endpoint at which the machine pushes a symbol, and which symbol it
pushes. (If both endpoints are the same, then the machine simply overwrites the symbol at
that endpoint.) Thus, a configuration of such a machine consists simply of a state and of a
non-empty word. The semantics of deque machines is again defined as expected. Like in
Section 2, for a word length ℓ ≥ 1, we start the machine with the word 0ℓ in state qi and
the machine produces the current word in unit time whenever it visits an output state. We
will investigate machines that are Hamiltonian and constant-delay in the same sense as in
Section 2.

One first idea to design deque machines would be to translate tape machines in a black-box
fashion by taking the conjugate of the tape at the position of the head. Unfortunately, this
naive approach does not work as-is [1, Appendix C]. Thus, the constructions presented in
this section require new ideas on top of techniques from the previous section.
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Constructing prefix-Hamiltonian machines. We will start by designing a deque machine
which is almost Hamiltonian but fails to halt. Formally, a deque machine is prefix-Hamiltonian
if it satisfies the following: for every length ℓ ≥ 1, the 2ℓ first words that it produces are
all the words of {0, 1}ℓ (without duplicates). After this, the machine can continue to run
indefinitely, and in particular it is allowed to produce words that it has already produced. A
Hamiltonian machine is of course prefix-Hamiltonian, but not vice-versa. The constant-delay
requirement is unchanged: in particular it is imposed on the entire run. We now show:

▶ Proposition 3.1. The deque machine D0, defined in Figure 3b, is constant-delay and
prefix-Hamiltonian.

Proof sketch. Just like the tape machine T0 (Figure 1b) from Section 2, the deque machine D0
is based on the depth-first traversal of a complete binary tree. Once again 0ℓ is treated
independently and a word with one or more 1’s encodes a node in the complete binary tree
of depth ℓ − 1. However, the encoding is slightly different1: the tape machine T0 from the
previous section distinguished the rightmost 1 and the node reachable from the root by a path
labeled w was encoded by w10ℓ−|w|−1, but the deque machine D0 will instead distinguish
the leftmost 1 and encode that node by 0ℓ−|w|−11w. The proof hinges on the analogue of
Claim 2.2 for T0:

▷ Claim 3.2. During the enumeration of the first 2ℓ words, D0 visits each deque of the form
0k1w exactly twice, first in state (↓, p), then later in state (↑, p), where p = |w| mod 2.

See Figure 3a for the full binary tree in the case ℓ = 4 and [1, Appendix C] for more
details. ◀

The machine D0 is not Hamiltonian because it does not halt at the correct time, due
to the lack of left and right markers (▷, ◁). Indeed, D0 should halt when it visits the root
the second time (i.e., in the configuration (↑, Even) 0ℓ−11). We did not find how to detect
that the current deque is 0ℓ−11: e.g., D0 cannot store the number of 1’s in the current word,
or the current number of leading 0’s, because these numbers depend on ℓ so they are not
constant. This motivates the more complex techniques presented in the rest of this section.

To present them, we will need to understand the behavior of D0 when it reaches the
root for the second time, that is, in state (↑, Even). This corresponds to the step where the
machine has produced every word and “should” halt.

▶ Observation 3.3 (Parity is swapped at the root). When the run of D0 visits the root (i.e.,
the word 0ℓ−11) at the end of the traversal, it is with state (↑, Even). Then, the run continues
as follows. (Transitions (∗) and (†), below, are the ones labeled in Figure 3b.)

· · · (↑, Even) 0ℓ−11
(∗)

(↑, Odd) 0ℓ
(†)

(↓, Odd) 0ℓ−11 · · ·

At this point, the machine performs a second depth-first traversal of the tree. Recall that
the first traversal starts in configuration ((↓, Even), 0ℓ−11) while we can see above that the
second starts in ((↓, Odd), 0ℓ−11). This means the parity will be swapped for the full duration

1 In the tape machine D0, recall that the tape w10k encodes the node reached by reading w from the
root (from left to right), and that we modify w only on the right. On the other hand, a deque machine
can only modify the endpoints of its deque. Hence the same node needs to be encoded either with 0k1w
or ←−w 10k, where ←−w is the mirror of w. We chose the former encoding in order for the path from the
root to the node to be consistently read from left to right.
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of the second traversal: during the second traversal, a claim similar to Claim 3.2 holds with
states (↓, p̄) and (↑, p̄). When the second depth-first traversal ends, that is when D0 reaches
the root for the fourth time, it is with state (↑, Odd). Then, the parity is swapped again by
(∗) + (†) and D0 restarts, looping indefinitely.

Constructing constant-delay Hamiltonian deque machines. In the following, we im-
prove D0 (Figure 3b) in order to make it Hamiltonian, i.e., to detect when the enumeration
can halt. This hinges on the fact that, unlike the root, some nodes of the complete binary
tree of depth ℓ − 1 can be detected. Let λ0 be the first leaf of the 0-subtree of the root
(corresponding to the word 100ℓ−2), and λ1 the first leaf of the 1-subtree (corresponding to
the word 110ℓ−2). The nodes λ0 and λ1 are double-circled in Figure 3a. Then:

▶ Observation 3.4 (λ0 and λ1 can be detected). During the run of D0, the first time that λ0
is visited is the first time in the run that 10 appears to the left of the current word, and the
first time λ1 is visited is the first time in the run that 11 appears to the left.

Note that, within the constant-delay bound of our deque machines, at each step we can
pop the two leftmost characters and push them back; so indeed our machines can detect
whenever the words 10 or 11 appear for the first time at the left endpoint. Our future deque
machines will leverage Observation 3.4 as follows. The traversal starts at λ0 (i.e., the word
100ℓ−2) instead of the root r. Then, they count the number of half-traversals since the start.
One half-traversal spans either from λ0 (i.e., 100ℓ−2) to λ1 (i.e., 110ℓ−2), or conversely. The
former visits the 0-subtree, minus the descent in the branch r → λ0, plus the descent in
the branch r → λ1. The latter visits the remainder of the 1-subtree, plus the descent in
the branch r → λ0. Unfortunately, we cannot simply build a machine that performs two
half-traversals, because by Observation 3.3 the parity is swapped when the root is visited, so
that the incorrect parity during the descent in the branch r → λ0 would lead to duplicates.
We will now show two alternative ways to use the above and modify D0 to a Hamiltonian
machine: the double-traversal technique, and the lookahead technique.

Double-traversal technique. We first build a Hamiltonian machine D1 from D0 with the
double-traversal technique. The machine D1 will perform four half-traversals (i.e., two
traversals) starting from λ0, and then it will halt. Each of these two traversals has an
opposite parity by Observation 3.3. We build the machine to ensure that the two traversals
partition the output (using the parity), even though the machine is not aware of the moment
when the parity is swapped.

▶ Proposition 3.5. The deque machine D1 of Figure 4 is constant-delay and Hamiltonian.

We sketch the proof of Proposition 3.5 in the rest of this paragraph, before turning to the
alternative lookahead technique. Let ℓ be the word length. We ignore the two words 0ℓ−11
and 0ℓ−10, that are handled in a special way (see Claim 3.7). The machine D1 traverses
the complete binary tree Bℓ−2 of depth ℓ − 2 (in contrast with D0, which used Bℓ−1; we
will explain this later). Like D0, the machine D1 stores whether it is currently going up
or down the tree, along with a parity bit in the second component of its internal state.
However, unlike D0, the machine D1 starts at λ0 (the first leaf of the 0-subtree of the root,
corresponding to the word 100ℓ−3). For this reason, the parity bit maintains the parity of
the height instead of the depth: the correct parity of a node encoded by 0k1w is |k| mod 2.
(In particular, the correct parity of λ0 is 0, represented as Even in the state of the machine.)
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States:
(
{↓, ↑} × {Even, Odd} × {1st, 2nd, 3rd, 4th}

)
∪ {qi, qh}

Initial state qi, halting state qh
Output states:

(
{(↓, Even), (↑, Odd)} × {1st, 2nd, 3rd, 4th}

)
∪ {qi}

Transition table:
qi 0 ··· 0 (↑, Even, 1st) 1 ··· 0 (↓, p, 1st) 11 ··· p (↑, p, 2nd) 11 ··· p

(↓, p, s) 0 ··· p (↓, p̄, s) ··· 0p̄ (↓, p, 2nd) 11 ··· p (↑, p, 2nd) 11 ··· p

(↓, p, 1st) 10 ··· p (↑, p, 1st) 10 ··· p (↓, p, 3rd) 10 ··· p (↑, p, 4th) 10 ··· p

(↓, p, 2nd) 10 ··· p (↑, p, 3rd) 10 ··· p (↓, p, 4th) 11 ··· p (↑, p, 4th) 11 ··· p

(↓, p, 3rd) 10 ··· p (↑, p, 3rd) 10 ··· p (↑, p, s) ··· 1p (↑, p̄, s) 0 ··· p̄

(↓, p, 4th) 10 ··· p qh 10 ··· p (↑, p, s) ··· 0p (↓, p, s) ··· 1p

p ∈ {Even, Odd}, s ∈ {1st, 2nd, 3rd, 4th}, Even (resp. Odd) is written 0 (resp. 1) on the tape.

Figure 4 Definition of the constant-delay Hamiltonian deque machine D1.

Moreover D1 maintains in its internal state the index of the current half-traversal
({1st, 2nd, 3rd, 4th}): the machine stops after reaching λ0 in the 4th half-traversal. The four
half-traversals are regrouped into a first full traversal and a second full traversal, each going
from λ0 back to λ0. Let us further split each full traversal in two parts called A and B:

Part A is the majority of the traversal: starting at λ0, traversing the tree until the root
(0ℓ−21) is reached.
Part B corresponds to the last descent from the root (0ℓ−21) down to λ0 again, hence
passing through all nodes of the form 0k10ℓ−k−2.

Parts A and B are not aligned with half-traversals, though part B is always included in the
second half of each traversal (i.e., the visit of λ1 happens in part A). Let us stress that while
D1 maintains the current half-traversal, it does not know whether it is in part A or part B of
the current full traversal. Furthermore, due to Observation 3.3, the parity bit is equal to the
correct parity during part A of the first traversal and it is swapped during part B of the first
traversal. On the other hand, the parity bit is swapped during part A of the second traversal
and correct again during part B of the second traversal.

Altogether, each node is visited once in each of the four possible combinations of
{↑, ↓} × {Even, Odd}. In order to produce each word only once, D1 writes the current
parity bit as the rightmost symbol of the current deque (with the convention Even = 0 and
Odd = 1). This special treatment of the rightmost symbol of the deque is why D1 performs
traversals of the binary tree Bℓ−2 instead of Bℓ−1. (We note that, even though the parity
bit is always written as the rightmost symbol of the deque, we still need to additionally keep
track of parity in the internal state of D1, because the parity is part of the definition of
which states are output states.)

The proof of Proposition 3.5 consists in showing that D1 has the invariants stated by
Claims 3.6 and 3.7, given below. They are established by a simple inspection of the transition
table (Figure 4).

▷ Claim 3.6. Let v := 0k1u be a word of length ℓ − 1, for some k ∈ {0, . . . , ℓ − 2}, u ∈ {0, 1}∗.
Let p = |k| mod 2 be the correct parity, and define w := vp and w := vp. The deques w

and w are both visited twice by the run of D1, in the states and order given below.
If u = ε (i.e., w is the root): w is visited by states (↑, p, 2nd) and (↓, p, 4th); while w is
visited by states (↓, p, 2nd) and (↑, p, 4th).
Otherwise, if u ∈ 0∗ (i.e., w is in the first branch of the 0-subtree)): w is visited by states
(↑, p, 1st) and (↓, p, 4th); while w is visited by states (↓, p, 2nd) and (↑, p, 3rd).
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Otherwise, if u ∈ 10∗ (i.e., w is in the first branch of the 1-subtree): w is visited by states
(↓, p, 1st) and (↑, p, 2nd); while w is visited by states (↓, p, 3rd) and (↑, p, 4th).
Otherwise: w is visited by states (↓, p, s) and (↑, p, s); while w is visited by (↓, p, s′) and
(↑, p, s′); where (s, s′) = (1st, 3rd) if the first bit of u is 0, or (s, s′) = (2nd, 4th) otherwise.

▷ Claim 3.7. (Beware that the 1 below is a parity bit.)
The deque w = 0ℓ−11 is visited by state (↑, Odd, 2nd) if ℓ is even, or by state (↑, Odd, 4th)
otherwise. In particular, w is produced once during the traversal.
The deque w = 0ℓ−10 is visited by state qi and then by state (↑, Even, 4th) if ℓ is even, or
then by (↑, Even, 2nd) otherwise. In particular, w is produced once during the traversal.

Lookahead technique. An alternative way to make D0 Hamiltonian is to use the lookahead
technique. We think it is more flexible though more technical than double traversal.

The deque machine D2, defined in Figure 5, implements this technique. More precisely, D2
performs two half-traversals (i.e., one full traversal) of Bℓ−1, starting from λ0. However, each
time the machine visits a 1-child n and moves to the state ↓, it performs a “lookahead”: it
descends to the leftmost leaf of n and then ascends back to n, before continuing the traversal
(and descending again to the leftmost leaf of n). This first upward return to n is possible
because D2 can detect the first node that is a 1-child while moving upward in the tree.

This lookahead phase requires keeping track of the height of the current node modulo 4,
since in D2 each node is visited four times instead of twice as in D0. Concretely, a node of
height h mod 4 is output on its hth visit. Like D1, the machine D2 detects the second visit
of λ0. This event occurs during the lookahead initiated from the root r. Hence, D2 is able to
detect that it is visiting the root after this lookahead phase. The machine is thus able to
adjust the stored height modulo 4 before performing the final descent in r → λ0. This allows
to fix the issue from Observation 3.3 and to produce the missing solutions in this branch.

▶ Proposition 3.8 (Lookahead). The deque machine D2, defined in Figure 5, is constant-delay
and Hamiltonian.

We sketch the proof of Proposition 3.8 in the remainder of the paragraph. Let ℓ be a
word length. Once again, we ignore for now the word 0ℓ which is handled in a special way,
and focus on the other non-zero words. The top part of table Figure 5 describes a simplified
version of the machine, that the reader should consider first. The actual machine is obtained
by replacing the transition marked with (⋄) by the three transitions given at the bottom of
Figure 5. We will explain this at the end of the proof, together with the purpose of the state
special.

The deque machine D2 traverses the complete binary tree Bℓ−1 of depth ℓ − 1. We use
the same bijection between nodes of Bℓ−1 and nonzero words of length ℓ. The state of D2
contains three components:

The first component of the state of D2 stores whether it is currently going up or down the
tree with four different values {↓0, ↑1, ↓2, ↑3}. The intuition is that ↓0, ↑1, ↓2 correspond
to the value ↓ of D0, whereas ↑3 corresponds to the value ↑ of D0.
The second component of the state of D2 stores the height modulo 4 of the current node
(possibly with an offset after visiting the root, as we will explain).
The third component of the state is in {1st, 2nd, last}, which indicates the half-traversal
that we are currently doing, as we explain below.

More precisely, for the third component, we want to use Observation 3.4 to detect the end of
the enumeration. The initial value used for the third component is 1st, which corresponds to
the first half-traversal, i.e., the traversal of Bℓ−1 between λ0 (the first leaf of the 0-subtree
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States:
(
{↓0, ↑1, ↓2, ↑3} × Z/4Z × {1st, 2nd, last}

)
∪ ({special} × Z/4Z) ∪ {qi, qh}

Initial state qi, halting state qh
Output states: {(↓0, 0), (↑1, 1), (↓2, 2), (↑3, 3)} × {1st, 2nd, last} ∪ ({special} × Z/4Z)
Transition table:

qi ··· 0 (↑3, 0, 1st) ··· 1
(↓i, h, s) 0 ··· (↓i, h + 1, s) ··· 0
(↓i, h, s) 1 ··· (↑i+1, h, s) 1 ···
(↑1, h, s) ··· 0 (↑1, h − 1, s) 0 ···
(↑1, h, s) ··· 1 (↓2, h, s) ··· 1
(↑3, h, s) ··· 1 (↑3, h − 1, s) 0 ···
(↑3, h, s) ··· 0 (↓1, h, s) ··· 1

(↓0, h, 1st) 11 ··· (↑1, h, 2nd) 11 ··· (†)
(↓0, h, 2nd) 10 ··· (↑1, h, last) 10 ··· (∗)
(↑1, h, last) ··· 1 (↓2, h − 1, last) ··· 1 (⋄)
(↓2, h, last) 1 ··· qh 0 ···
(↑1, h, last) ··· 1 (special, h) ··· 0 (h ̸= 3)
(special, h) ··· 0 (↓2, h − 1, last) ··· 1 (h ̸= 3)
(↑1, 3, last) ··· 1 (↓2, 2, last) ··· 1
i ∈ {0, 2}, h ∈ Z/4Z, s ∈ {1st, 2nd, last}

Figure 5 Definition of the constant-delay Hamiltonian deque machine D2. The transition (⋄) is
the simplified version of the machine, and is in fact replaced by the three transitions given at the
bottom of the table.

of the root, corresponding to the word 100ℓ−2) and λ1 (the first leaf of the 1-subtree of
the root, corresponding to the word 110ℓ−2). When D2 traverses the leaf λ1, it detects it
by Observation 3.4, and then transition (†) of Figure 5 is used to change the state to 2nd,
indicating that the second half-traversal has started. Finally, when λ0 is traversed a second
time by D2, we detect it again by Observation 3.4, and then transition (∗) is used, which
changes the state to last. The machine then enumerates some missing words of the form
0∗10∗ (as we will explain at the end), and then halts.

We now explain the traversal in more detail. The machine D2 starts at λ0 and mimic the
traversal of Bℓ−1 by D0. The only difference is that it does a “lookahead” when it starts to
go down the tree from a node n which is a 1-child. More precisely, letting λn be the leftmost
leaf of the subtree rooted in n, the machine D2 traverses the path n → λn three times: first
going down (state ↓0), then up (state ↑1) and finally down (state ↓2). When the leaf λn

is reached in state ↓2, D2 transitions to state ↑3, which corresponds to the state ↑ in D0.
To slightly simplify the machine, we maintain the opposite of the height (modulo 4), that
is: when the machine goes up the height is decremented, and it is incremented when the
machine goes down.

The correctness of D2 rely on Claims 3.9 and 3.10, which describe the configurations
of D2 when the tape contains at least two 0’s, and exactly one 0, respectively. Both are
proved with straightforward inductions based on Table (Figure 5). The case of the tape 0ℓ is
treated separately.

▷ Claim 3.9. Let w ∈ {0, 1}ℓ be a word which is a non-zero word and not of the form 0∗10∗

(i.e., w encodes a node that is not on the branch from the root to λ0). Let h be the opposite
of the height of w in Bℓ−1 modulo 4. Then, four configurations of the form (w, q) are reached
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by D2, successively in states q = (↓0, h, s), q = (↑1, h, s), q = (↓2, h, s), and q = (↑3, h, s),
where s is either 1st (w is in between λ0 and λ1 in the traversal order) or 2nd (w is in between
λ1 and the root). In particular each such word w is visited in exactly one of the output
states {(↓0, 0, s), (↑1, 1, s), (↓2, 2, s), (↑3, 3, s)}, depending on its height.

The previous claim guarantees that the words are produced once, except for the words
of the form 0∗10∗: these are the words of the leftmost path, i.e., the path from the root
(corresponding to the word 0ℓ−1) to the leftmost leaf λ0 (corresponding to the word 10ℓ−1).
We deal with the elements of this branch differently, since we know that their height is shifted
by one when going over the root, by Observation 3.3 (generalized to the present setting,
where we keep track of the opposite of the height, and we do it modulo 4 instead of modulo 2).
These words are first traversed when going up from a 1-child, that is in state ↑3, before
the traversal has reached the root for the first time – hence with the correct height. Then,
thanks to the lookahead, D2 first traverses the leftmost branch up and down in states ↓0
and ↑1, with a height shifted by one. When again at the root of the tree, it has transitioned
to the state last thanks to the lookahead, with transition (∗): this uses the analogue of
Observation 3.4 to argue that the machine detects that it has now revisited λ0 after having
visited λ1. Hence, before D2 does the last descent along the leftmost path in state ↓2, the
height is again decremented by one to avoid duplicates, in transition ⋄. Hence, all the words
of the leftmost path are enumerated exactly once, as precisely stated in the following claim.

▷ Claim 3.10. Let w = 0k10ℓ−1−k be a word for some k < ℓ, and let h = −k mod 4.
Then, D2 reaches a configuration of the form (w, q) four times by D2, successively in states
q = (↑3, h, s), q = (↓0, h − 1, 2nd), q = (↑1, h − 1, last), and q = (↓2, h − 2, last), for some value
of s ∈ {1st, 2nd} (namely s = 2nd when w is the root and s = 1st otherwise).

Moreover, the word w is produced exactly once, depending on the value.

Finally, we must explain how to deal with the word 0ℓ, which is the purpose of the
state called “special” and of the three transitions at the bottom of Figure 5 to replace
transition (⋄). Observe that the machine D2 visits the word 0ℓ only once in state (↑3, h, 2nd),
see Observation 3.3. Hence, this word is produced by D2 if and only if h = 3. The complete
version of the transition table of Figure 5 ensures the following: when it visits the root
in state (↑1, h, last) before the last descent, it first produces 0ℓ if h ̸= 3. These are the
transitions given at the bottom of Figure 5 to replace the transition (⋄): we distinguish
two cases depending on whether h = 3 (where we do the analogue of (⋄)) or not (where we
additionally output 0ℓ via the special state).

We last argue why the machine satisfies the constant-delay requirement. For this, we
observe that the second component of the state always stores the opposite of the current
height modulo 4 plus some offset b, and the offset changes at only constantly many points in
the enumeration (namely, the first time we visit the root where it is decremented, and the
second time when it is fixed when revisiting the root after the lookahead). So it suffices to
show the constant-delay guarantee whenever the offset does not change. We can also ignore
the additional states mentioned at the end of the previous paragraph, as they are only visited
once.

When the offset does not change, the machine simply performs a traversal of the complete
binary tree Bℓ−1, except that descents from a 1-child are replaced by a back-and-forth
successively involving the states ↓0, ↑1, ↓2. If we stay in the same state for more than 3 steps,
then we visit all values of the second component, and one of the states encountered must be
an output state. So a long run without outputs must change states among ↓0, ↑1, ↓2, ↑3 every
3 steps at most. Looking at the possible transitions between states, these state transitions
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must include a transition from ↓0 to ↑1, or from ↓2 to ↑3. But these transitions only happen
at leaves of Bℓ−1, and since we assumed that we do not stay in the same state for more than
3 steps it easy to see that the time between the 4 visits of the leaf that are prescribed by
Claim 3.9 must happen within a constant time bound.

4 Lower Bounds: Queue Machines and Stack Machines

We now study variants of deque machines where we restrict which operations are allowed
on the endpoints. We consider queue machines and stack machines, and show that no such
machine can be Hamiltonian.

Queue machines. We define queue machines as a variant of deque machines that can only
push to the left and pop to the right; but we still augment them with the ability to read
the ρ rightmost symbols of the word, for some constant ρ > 0. For convenience, we assume
without loss of generality that the current word ℓ is no smaller than ρ. A queue machine
M = (Q, qi, qh, QO, ρ, δ) is then defined similarly to a deque machine, with the transition
function having signature δ : (Q \ {qh}) × {0, 1}ρ → Q × {0, 1}≤ρ. The arguments to the
transition function describe the current state and the ρ rightmost bits of the word. The
return values describe the new state and the word w with length 0 ≤ |w| ≤ ρ pushed to the
left of the deque, with the |w| rightmost characters being popped so that the word length
stays the same. Note that the definition of queue machines does not allow them to read the
leftmost bits of the deque, but they can be modified to do so without loss of generality, e.g.,
by remembering the ρ most recently pushed bits as part of their internal state.

We investigate queue machines that are Hamiltonian and constant-delay in the same
sense as in Section 2, and we show no such machines exist, even without bounding the delay:

▶ Theorem 4.1. There exists no Hamiltonian queue machine.

The proof is by contradiction and uses a pumping-like argument: we start from the last
state visited by the machine, we argue that this state cannot occur on any other word, and
then successively eliminate more and more states by building longer and longer words. Note
that the result applies even without requiring machines to be constant-delay, but that it
would not apply if we could have unlimited auxiliary memory: indeed it is known that we
can produce all binary words with left-push and right-pop operations.

Proof of Theorem 4.1. For the sake of contradiction, assume there is a Hamiltonian queue
machine M with set of states Q, which reads ρ bits at a time. Let n0 > ρ be some integer:
we consider the word w0 of size n0, such that c = (q0, w0) is the last configuration of M
before reaching the halting state. Let us consider the words 0w0 and 1w0: they are both
enumerated by M when generating the words of size n0 + 1, in states q and q′ respectively.
Remark that q and q′ cannot both be equal to q0, because whenever M is in configuration
(q0, w′w0) for some w′ ∈ Σ∗ then it will reach the halting state (as the transition only depends
on the last ρ bits w0 and on the current state q0). W.l.o.g., we assume that we have q ̸= q0.
Hence, let q1 := q and u1 := 0w0. We consider the run of M from (q1, u1) up to the moment
when the halting state is reached, and we let v1 be the word formed of all words pushed to
the left of u1 during this run of M until M halts. For instance, if M pushes x0, then x1,
then x2 and then halts, then v1 = x2x1x0. Note that v1 can be exponentially longer than u1.

Notice now that the run of M on (q1, wv1u1), for any w ∈ {0, 1}∗, will use exactly the
same transitions (in the same order) as the run on (q1, u1), and then it halts. Indeed, an easy
induction shows that the leftmost ρ bits will always be equal in both cases. In particular, all
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these runs have the same length n1 (measured as the number of transitions performed). Let
us now consider the four words wv1u1 for w ∈ {00, 01, 10, 11}, and the run of M for words
of length ℓ = |wv1u1|. For the same reason as before, at most one of these four words can be
visited in state q0 during that run. Moreover, only one of these four words can be visited
in state q1 during that run. Indeed, only one configuration can be at position n1 from the
end. Thus, pick a word u2 = wv1u1 with w ∈ {0, 1}∗ which is visited in a state q2 /∈ {q0, q1}
during the run of M from its initial configuration. We then let v2 be the concatenation of
all words pushed to the left of u2 by M on the run from (q2, u2) until M halts.

This method easily generalizes to build sequences (u0, u1, . . . , uk), (v0, v1, . . . , vk) of words
and (q0, q1, . . . , qk) of states that satisfies: for every i < k, there is at most one word w of
length ⌈log(k + 1)⌉ such that the run of M from its initial configuration reaches (qi, wviui).
When k equals the number of states in M, we reach a contradiction. ◀

Note that the proof above also rules out the existence of Hamiltonian queue machines in
somewhat more powerful models, e.g., if the machine is also allowed to edit in-place the ρ

leftmost and rightmost characters for some constant ρ without changing the length.

Stack machines. We now move from queue machines to stack machines. Stack machines are
defined like queue machines, except that they can only push and pop on the right endpoint.

Formally, a stack machine is a tuple M = (Q, qi, qh, QO, δ) with qi and qh respectively
the initial state and halting state, with QO the output states, and δ : (Q \ {qh}) × {0, 1, ▷} →
Q × ({pop} ∪ ({push} × {0, 1})), where ▷ signals that the stack is empty. The semantics are
defined as expected: based on the current state and the rightmost bit of the current word
(or the ▷ marker), the machine transitions to some state and either pops the rightmost bit or
pushes a bit to the right of the word. (Popping on the empty word has no effect.)

With this definition, stack machines obviously cannot achieve constant-delay enumeration
of {0, 1}ℓ for arbitrary ℓ ∈ N. Indeed, for any delay bound B ∈ N, the machine will not
have time to change the bits at distance greater than B/2 from the right endpoint, which is
problematic as soon as ℓ > B. However, one can ask whether Hamiltonian stack machines
can exist without the constant-delay requirement. The answer is negative.

▶ Proposition 4.2. Let M be a stack machine and k be its number of states. Then there are
words of length k + 2 that the machine never visits.

To prove Proposition 4.2, we first prove a general lemma reminiscent of pumping lemmas:

▶ Lemma 4.3. Let M be a stack machine with state space Q, and let k > |Q|. Assume that
the machine visits a word u of length n at time s and later visits a word v of length n + k at
time t > s, with all words between s and t having length > n. Then the machine never halts
and all words visited after t have u as a prefix.

Intuitively, we show that we must reach on one word u′ on a state q and reach a larger
word v′ on the same state q without having popped any bit from u′. Once this has happened
the sequence repeats indefinitely. The formal proof is below:

Proof of Lemma 4.3. Fix a word u of length n visited at a time s and v a word of length
n + k visited at a time t > s, with all words between s and t having length > n. Define a
sequence of timestamps s, . . . , sk and corresponding visited words u0, . . . , uk in the following
way: s0 := s and u0 := u, then s1 is the moment where we visit a word u1 which is the last
word of length n + 1 visited between s0 and t, and s2 is the last moment where we visit a
word u2 which is the last word of length n + 2 visited between u1 and v, and so on. At the
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end, the time sk is such that sk ≤ t and uk is a word of length n + k which is the last word
of length n + k visited between uk−1 and v, so it must be the case that sk := t and uk := v.
Further note that the definition ensures that the ui are successive prefixes of one another:
each ui with 0 ≤ i ≤ k is a prefix of length n + i of v

By the pigeonhole principle, there are two indices 1 ≤ i < j ≤ k such that the state
reached by the machine at time si and sj (reaching words ui and uj respectively) is the
same state q. Recall that we have ui = u(vn+1 · · · vn+i) and uj = u(vn+1 · · · vn+j) = uix

with x = (vn+i+1 · · · vn+j).
Now, consider the execution of the machine from time sj onwards. At si, the machine

was in the same state, and it followed a sequence of transitions that never popped below
depth n + i until reaching sj : indeed si is the last visit of a word of length n + i between s

and t so if the machine popped below n + i between si and sj then it would visit a word
of length n + i again before t and this would contradict the definition of ui. Then, from sj ,
the machine will replay the same sequence of transitions, in particular not popping below
n + j, until we reach after time sj − si the state q and the word uix

2. We can repeat this
argument indefinitely to show that the machine never halts and all words produced from
that point onwards start with ui, hence with u. ◀

We can now prove Proposition 4.2:

Proof of Proposition 4.2. We reason by contradiction. Let M be a stack machine, let k

be the number of states of M, let ℓ := k + 2 as in the statement, and assume by way of
contradiction that M visits all words of length ℓ.

Consider the first word u of length k +2 that M visits whose first two bits xy are different
from 00, and consider the moment where M last visited the word xy before visiting u (this
must have happened because the initial tape starts with 00 so M must have changed them
and visited u). From Lemma 4.3 we know that all words visited afterwards start with xy.
But, letting x′y′ be a sequence of two bits such that x′y′ ≠ xy and x′y′ ̸= 00, we know that
no word of length ≥ k + 2 starting with x′y′ was visited, so M cannot visit all words of
length ℓ. ◀

This result also implies that prefix-Hamiltonian stack machines do not exist, or even
stack machines that visit all words of length ℓ for sufficiently large ℓ (in particular they
cannot output all such words, even with duplicates). This also rules out the existence of
stack machines to enumerate other languages than {0, 1}ℓ, for instance {0, 1}≤l (the binary
words of length up to ℓ), or the infinite language {0, 1}∗.

However, with unlimited memory, some languages can be enumerated in constant delay
by performing push-right and pop-right operations. Since we cannot enumerate {0, 1}ℓ in
constant-delay, we focus on other languages.

We first note that enumeration can easily be done in constant-delay for the language
{0, 1}≤ℓ in constant delay with push-right and pop-right operations. This contrasts with the
inexistence of stack machines for this language (as follows from Proposition 4.2).

▷ Claim 4.4. For any ℓ ≥ 0 we can design a (length-dependent) push-pop-right Gray code
that produces all words over {0, 1} of length up to ℓ with a constant number of push-right
and pop-right operations between any two produced words.

Proof. This is simply by exploring the complete binary tree of depth ℓ and using again the
even-odd trick. ◁
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We last point out that the above is not possible if we want to produce the infinite
sequence of the words of {0, 1}∗ (i.e., of arbitrary length). This is intuitively because we
must eventually produce all short words and then we can no longer change the first bits of
the word. This is made formal in [3, Theorem 6.2].

5 Conclusion and Future Work

We have studied how to enumerate all binary words of length ℓ in constant delay and constant
auxiliary space. We defined two tape machines to perform that task (T0 and T1), one of
which also implements a Gray code (T1). We also constructed two deque machines that meet
our goal (D1 and D2), all built by improving a simpler deque machine (D0) to make it halt
at the end of the enumeration. Our work opens two main lines of interesting questions.

First, can our constructions be improved? For tape machines, we have shown that T1
surprisingly implements a code similar to the 3-skew-tolerant Gray code of [25]. The same
paper presents a 2-skew-tolerant code, and it is not clear if it can be implemented by a tape
machine. For deque machines, there are at least two ways to improve D1 and D2: supporting
decrements, which seems to boil down to detecting that the enumeration is back at the
start; and minimizing the distance between consecutive outputs, for a relevant notion of
distance that generalizes Hamming-1 by taking into account cyclic shifts. Another direction
for improvement is to look at even weaker models: we already know that restricting the
operations allowed on deque machines makes them too weak for our purposes, even with
unrestricted delay. Can we somehow weaken tape machines and still meet our goal?

Second, can our constructions be generalized? Indeed, while we have focused on enumer-
ating all binary words of length ℓ, our constructions would easily extend to enumerating
binary words of length ≥ ℓ in increasing order of length. However, it is not clear that our
work generalizes to harder cases, such as enumerating all n-ary words (which may lead
to different bounds [9]), or all words of an arbitrary regular language. More generally, it
would be especially interesting to study how we can use our techniques to enumerate all
walks of a directed graph with constant delay and constant additional memory, with possible
applications to graph database query processing. We could approach these tasks by devising
variants of our constructions relying on efficiently encoding depth-first traversals of trees, but
unfortunately the techniques used to build T1 from T0 and D1, D2 from D0 (e.g., lookahead,
double traversal, storing state on the tape/deque) all rely on specific properties of {0, 1}ℓ,
which are not simple to extend already in the case of larger alphabets. The enumeration of
regular languages with constant delay has also been studied in [3], featuring push-pop edits
(reminiscent of deque machines) and push-pop-right edits (reminiscent of stack machines).
Their characterization of enumerable languages is given in a non-uniform model, but it
implies a necessary condition for languages to be enumerable in our models. A natural
question is then to understand if the algorithms of [3] can be implemented with constant
additional memory, and if possible with a machine size that is not much larger than an
automaton for L.
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