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—— Abstract

In single-core processors, concurrency requires that multiple processes be interleaved into a single
thread of execution by a scheduler. The language-theoretic operation that corresponds to this is the
shuffie of two languages: the set of words obtained by interleaving a word from each language in an
arbitrary, letter-wise fashion. It is well known that regular languages are closed under shuffles, while
context-free languages (CFLs) are not.

Following an established line of research, this paper considers shuffles according to regular
“trajectories,” that is, subject to scheduling constraints expressed by an automaton. Unsurprisingly,
some trajectories allow for CFLs to be shuffled into CFLs (e.g., simple concatenation of the two
words), while others do not. This paper provides a robust toolset to show that a given trajectory
would always shuffle two nonregular CFLs into a nonCFL. In the case of deterministic CFLs (DCFLs),
a salient trichotomy of trajectories depending on how they shuffle DCFLs is provided.

These results are based on lemmata of independent interest regarding how pushdown automata
(PDA) must invoke the stack when accepting a nonregular CFL or DCFL. The latter case relies on a
recent result of Jancar and Sfma (MFCS’2021); answering an open question therein, it is demonstrated
that said result cannot be generalized to arbitrary CFLs, leading to dedicated machinery for both
cases.
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1 Introduction

In the theory of concurrency and parallel computation, many composition operations ul-
timately boil down to a variant of the shuffle operation (see, e.g., [13, 16, 12, 6, 3, 1, 15]
for early examples from the 1970s to the 1990s). The theoretical study of shuffles was thus
initiated to formalize the interactions and synchronization of processes.
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Types of shuffles. As concurrency may take many forms, theoretical work has turned to
restricting the “full” shuffle operation to more constrained interleavings between processes.
For instance, Bérard [2] introduced literal shuffles which enforce that the processes strictly
alternate — she refers to it as modeling step-lock transmission in single communication
channels. Further widening the definition of shuffles, Mateescu et al. [10] introduced shuffles
along a trajectory, where a trajectory is a language of words over {s,t}, and such a word
indicates in which order the processes are scheduled (s for the first one, t for the second).
For example, (s + t)* is the trajectory of the full shuffle, and (st)* would force that the two
processes strictly alternate over the same length of time. Shuffles along trajectories generalize
many language-theoretic operations, including for example concatenation (trajectory s*t*).

Questions about shuffles. Historically, the most prominent questions about shuffles revolved
around closure properties. While regular languages are easily seen to be closed under the full
shuffle, Latteux famously showed [9], in the late 1970s, that the full shuffle of two CFLs is a
CFL if, and only if, one of the two shuffled languages is regular.

In fact, Ogden et al. [13] exhibited DCFLs that shuffle into NP-complete languages. On
the other hand, Bérard [2] shows that there are nonregular CFLs which can be shuffled
along the trajectory (st)*(s* + ¢*) into a CFL. She asks in particular if this is also true of
the trajectory (s* + t*)(st)*(s* 4+ t*), a question that has been open since then. Mateescu
et al. [10] expand on these results, focusing in particular on regular trajectories (Section 5
therein). They show, for instance, that the shuffle of a CFL and a regular language along a
regular trajectory is always CFL.

This fragmented landscape leaves open an important question: which regular trajectories
do preserve context-freeness, in the sense that the shuffle of two CFLs is a CFL? These
questions can be seen as variants of — or a preliminary step to — the so-called parallelization
problem, which asks, given a nonCFL, whether it is expressible as the shuffle along some
trajectory of two CFLs. Crisp answers to these questions would not only clarify the landscape
of regular trajectories, but allow for an understanding of when regular schedulers over
context-free processes require additional computational power to be seen as a single thread
of context-free execution.

Contributions. The contributions of this paper follow two broad lines:

1. In Section 3, we investigate “couplings” within PDA. Briefly, two subsections of a word are
said to be coupled by a PDA if, for all accepting runs, a symbol is pushed during the first
subsection, and popped during the second. We show, relying on some surgery on the runs,
that if couplings are rare, then the PDA recognizes a regular language. A strengthening
is provided for the case where the PDA, which may itself be nondeterministic, recognizes
a deterministic CFL, relying on a deep result of Janéar and Sima [7]. The proofs of these
lemmas, dubbed the Coupling Lemmas, are provided in Sections 4 and 5, which can be
safely skipped on first reading. We note that these sections are entirely independent of
shuffles; they simply provide a toolbox to study how couplings appear.

2. In Section 6, we turn to shufflings proper. We first study how couplings survive a shuffle,
leading to two so-called Resilience Lemmas. We then show two primary results: (1) We
provide infinite families of trajectories that always shuffle two nonregular CFLs into a

1 Let us note here that this only holds if the two languages are over disjoint alphabets, which is a standard
assumption we will be making. Shuffling languages over a common alphabet is, in addition to being less
natural in most concurrent scenarios, not well behaved: one can show that for any language E C 3*
containing the empty word e, with # ¢ X, the full shuffle of {wi#ws2 | w1 € ¥* Aws € E} and
{wi#w2 | w1 € EAwz € £} is simply S #X"#X".
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nonCFL; and (2) We partition regular trajectories into three categories: CFL’-safe, under
which shuffles of CFLs are always CFLs; DCFL'-hostile, under which shuffles of nonregu-
lar DCFLs are always nonCFL; DCFL’-mized, under which nonregular DCFLs shuffle
sometimes into CFLs, sometimes into nonCFLs. We give a decidable characterization of
each of these categories.

We note that we partially answer Bérard’s open question: we can show that the shuffle
along (s* 4+ t*)(st)*(s* 4+ t*) never preserves nonregular DCFLs, but we cannot answer
the same for general CFLs. However, our results also imply that the same is true for the
trajectory (st)*(s* +t*), for which Bérard showed there are nonregular CFLs that shuffle
into a CFL, hinting at the fact that a full classification for CFL-preservation might prove to
be much more complex.

2 Preliminaries

We rely on standard concepts of automata theory, as presented for instance by Sipser [17].
We make precise only the notations that are somewhat idiosyncratic, but expect the reader
to know about languages, finite automata, pushdown automata, and context-free languages.

Words. We usually write X for alphabets and ¢ for the empty word. For a word w € ¥*,
we write |w| for its length, w[i] for the i-th letter of w, w[i : j] for the subword from i to j,
and abbreviate w[l : i] as w[: 7] and w[i : |w|] as wi :].

PDA, CFL, DCFL. A PDA is a tuple A =(Q,%,T, 4, qo, F) with @ a set of states, X the
input alphabet, I" the stack alphabet, 6: @ x (X2 U {e}) x (T U{e}) = P(Q x (' U {e}))
the transition function, gg the initial state, and F the set of final states. The condition
d(q,a,s) 2 (¢, ') is to be interpreted as: from state g, reading a with s on top of the stack,
go to state ¢’ and replace the top of the stack with s’. Note that any of a, s, s’ can be ¢,
which corresponds to not reading from the word, not reading from the stack, or not writing
to the stack, respectively. When a (pushdown) automaton is under discussion, we will use
the elements of the tuple as above freely, without repeating “A = (@, %,T,6, qo, F').” The
PDA is deterministic if for every state g, letter a € ¥ and top of stack s € I', there is only
one valid transition that can be taken.

PDA define the class of context-free languages (CFLs) while deterministic PDA define
the class of deterministic context-free languages (DCFLs). Following Janéar and Sima [7],
we write CFL’ for the set of CFLs that are not regular, and similarly for DCFL’.

A run r is a finite sequence of transitions in the PDA, such that 7[i] ends where r[i 4 1]
starts for every ¢ and the stack semantic is correct. The label w of r is the concatenation of
the labels of its transitions. The content of the stack at the end of r is written stk(r) € I'*,
with the top of the stack at the rightmost position, and we abbreviate stk(r[: ¢]) as stk(r, 7).
Similarly, stt(r) is the state reached by r, and stt(r[: ¢]) is abbreviated as stt(r,7). A run is
accepting if it starts in go with an empty stack and ends in a state in F' (the contents of the
stack not being relevant for acceptance).

From runs to labels. Since r may contain e-transitions, we introduce notations for the
correspondence between the letters of its label w and the transitions of : we let r(i) be the
transition that reads w[i]. We let r(i : j) be the transitions that read the subword w[i : j],
excluding e-transitions at the extremities — that is, r(i : j) starts with r{i) and ends with
r{j). We let r(i : j)¢ be similar to (i : ) but including e-transitions at the extremities — it
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still holds that the label of the subrun (i : 5)¢ is w[i : j]. Finally, when w = xyz, where
y = wli : j] for some i, j, we simply write, abusing notation, r(y) for r(i : j) and similarly
for r{y)c. In all such cases, the particular factorization of w in which y appears is provided
to avoid potential ambiguity arising from multiple occurrences of y. Note, in all of these
notations, we see the transitions extracted from r within the context of r; for instance, (i : 7)
would formally be defined as the set of positions in r of the transitions that read wl[i : j]. We
sometimes make use of this, and allow writing, e.g., k& € 7(y) to mean that r[k] is a transition
in the subrun of r that reads y.

3 Couplings and the Coupling Lemmas

A general PDA (accepting a deterministic CFL or not) can utilize the stack in many diverse
ways; we focus our investigation on the following property.

» Definition 1 (Couplings). Let A be a PDA and r a run. We say that two positions ¢ and
j with @ < j are r-coupled if stk(r,i — 1) = stk(r,j) and no k with ¢ < k < j has a shorter
stk(r, k). That is, a symbol is pushed by r[i] and popped by r[j]. For w = uxvyz the label
of r, we say that x and y are r-coupled if there are positions ¢ € r(x),j € r(y) that are
coupled in r. Finally, for w = uxvyz any word, we say that z and y are A-coupled if they
are r-coupled in all accepting runs r of A on w.

» Example 2. Consider the prototypical language L = {a"b"™ | n > 0}. Clearly, any PDA
which accepts L must push to the stack while reading a™ and pop while reading b™; otherwise,
they could be pumped independently to leave the language. Hence, for each PDA A accepting
L there is some value ¢ such that, for all n > ¢, a™ and b™ are A-coupled in the word a™b™.

» Remark 3. In our applications, we will identify, in proofs by contradiction, shufflings that
would have couplings that cross each other, e.g., z1x2y1y2 such that x1 and y; are A-coupled,
and so are x5 and y». This obviously violates stack discipline, and leads to the desired
contradictions. We also stress that A-coupling is a property that ranges only over accepting
runs; there may be nonaccepting runs in which « and y are uncoupled.

» Lemma 4 (Coupling Lemma). Let L be a CFL recognized by a PDA A. If there are
k1, ko, ks € N such that for every w = uxvyz € L with |u| = k1, |v| = ka, |z| = k3, we have
that x is not A-coupled with vy, then L is reqular.

» Remark 5. The converse does not hold. Consider the standard 3-state DPDA A for
{a™b™ | n > 0} and make every state accepting, including the sink state. For any k1, ko, k3 > 0,
let uw = af,v = a¥, 2 = b3, set & = a3,y = b¥1 %2 and consider the word w = uzvyz.
The only run of A on w will push a symbol in x that will be popped in y, so x and y are
A-coupled.

» Lemma 6 (Deterministic Coupling Lemma). Let L be a DCFL recognized by a (not necessarily
deterministic) PDA A. If for all sublanguages {uz™vy™z | n > 0} C L there is an n and
1 < i < n such that, in uz™vy"z, the i-th occurrence of x is not A-coupled with the (n—i+1)-th
occurrence of y, then L is regqular.

» Example 7. Couplings in PDA for general CFL can have much less structure than
Lemma 6 requires for those recognizing DCFL, precluding most standard CFL machinery.
For example, consider the Goldstine language as first applied to shuffles by Bérard [2]:
G = {a™b...a™b...a™b| k> 1,n; > 0,3 with i # n;}. Multiple PDA reading G exist.
For instance, for a nondeterministically chosen 7, one PDA might compare adjacent blocks of
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a’s for the criteria that n; # n;_1 + 1, while another PDA may choose to check n; against
the preceding b’s for the condition that n; # i. In either case: pumping on G may rapidly
introduce new 7 which satisfy these conditions, each of which would get a dedicated run,
breaking any pre-existing couplings.

4 Proof of the Coupling Lemma

Broadly, the goal of this proof is to demonstrate that if certain couplings do not exist in
some PDA, then it becomes possible to capture the behavior of arbitrarily long strings in
a finite number of classes towards regularity. Our main object to encapsulate this is the
endcap, presented below.

4.1 Definitions: endcaps

Let A be a PDA and uzv € £* be the label of some run r. The endcap at positions i € r(u)®
and j € r(v)€ is a tuple that contains information about the subruns r[: ¢] and r[j |, that
is, skipping the portion of r between i and j. Informally, the tuple contains the portion
of u read until r[é], the states reached by r[i] and r[j], and the portion of v read from r[j].
Formally, the endcap is the tuple (u[: ¢;], stt(r,7),stt(r, j),v[c; :]), where ¢; is the smallest
such that ¢ € r(c;)® and ¢; the largest such that j € r(c;)°.

In this setting, we will always focus on a specific endcap, that is unique for each decom-
position uzv € ¥* of the label of the run r. Let h, be the smallest stack-height observed
while reading x with r(z) and h, the smallest stack-height observed while reading v with
r{v)® (note that the minimum may be achieved potentially right before the first transition;
we allow that as an edge case). We let i be the rightmost position in 7(u)® that has maximal
stack-height below h, and h,. We let j be the leftmost position in r(v)® with stack-height
h, (again, as an edge case, j may be the last transition before minr(v)¢). A graphical
representation appears in Figure 1. The endcap at these positions ¢ and j is called the
min-endcap of r with respect to the decomposition uzv of its label. Note, our definition of
PDA requires that at most one element is pushed/popped per transition. Hence, the selected
transitions are precise such that we need not worry about skipping any stack heights in a
single transition.

stack ... /\....] /AN
height ~/ - NGy

highest below lowest, leftmost

lowest in = and v, rightl‘host

Figure 1 Min-endcaps: how to find 7 and j. The r line denotes a sequence of transitions. The w
line a sequence of letters; the blanks in that line correspond to e-transitions.

» Fact 8. Let uxv € 3* be the label of some run r that has a min-endcap from i to j. For
all i' > 1, |stk(r,4")| > |stk(r,%)|. For all j' > j, |stk(r, j")| > |stk(r, j)|.

In addition, we have that stk(r, j) = stk(r,i)e for some e € T* and all symbols of e are
pushed by the transitions r{x). We call e the stack-effect of the min-endcap.

ICALP 2026
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4.2 Surgery on runs

» Definition 9. Let A be a PDA. For s € I'* and ¢ € @), write A, , for the PDA A in which
the stack is pre-initialized with s and the initial state set to ¢. Two sequences e, e’ € I'* are
k-suffix-equivalent if for any s € I'* and ¢ € Q, the PDA A, , and A, 4 accept the same
words of length at most k. (Recall that se means that e is pushed on top of s.)

» Lemma 10. Let A be a PDA. For any fized k, k-suffix-equivalence is an equivalence
relation with a finite number of classes, denoted [e]y for any representative e € T*. For
convenience, we let € be in its own equivalence class.

» Lemma 11. Let A be a PDA, let r = riry be a run of A and write the label of 71 as
wy = wiz1v1 and the label of v, as y. Assume that x1 and y are not coupled in r. Consider
another run ro with label wo = usxovy that has the same min-endcap as r1. If the stack-effects
of the min-endcap in r1 and ro are both empty, or both nonempty and k-suffix equivalent,
then for any word z € X=F if wiyz is accepted by a run starting with riry, then wayz is
accepted by A.

4.3 Proof of the Coupling Lemma

Recall the assumptions of the lemma: L is a CFL recognized by a PDA A and there are
k1, ko, ks € N such that for every w = uxvyz € L with |u| = ky, [v| = ko, |2| = k3, we have
that x is not A-coupled with y.

Equivalence classes. We associate every word w € ¥* with a finite object and show that
the induced equivalence relation refines the Myhill-Nerode equivalence, that is, the relation
x =1, y that holds if for any z, xz € L iff yz € L. This relation is of finite index iff L is
regular, and we now construct an equivalence relation of finite index refining =y, showing
that L is regular.

If |lw| < ky + k2, we let w be alone in its equivalence class. Otherwise, define C to be the
set of min-endcaps for any way of writing w = uzv and any accepting run over uxvyz with
|z| = k3 and = and y not coupled. We then associate w with the pair (M, E) defined as:

M={sex<* |w-secL}
E ={(c,[e]k,) | c € C with stack-effect e}

If w has no accepting run, then this pair is empty. Importantly, these are finite objects per
Lemma 10.

Refinement of Myhill-Nerode. Let wy, ws be two words that are equivalent by the previously
defined relation. We show that for any s € ¥*, wys € L implies was € L. If |wq| < k1 + ko,
then w; = wy, and this is immediate. Let then (M, E) be the finite object associated with
both w; and wy and assume wys € L. If |s| < k3, then s € M, and thus wys € L. Otherwise,
consider a factorization wy = uyz1v; and s = y1z with |z| = k3 such that there is a run with
label wys in which z and y are not coupled — again, this exists by hypothesis. Let ¢ be the
min-endcap of this run over ujz1v1yz, and e be its stack-effect. Since (c, [e]x,) € E, there is
another suffix s’ such that we = uswovy and uswaves’ is accepted by a run with min-endcap ¢
and stack-effect ¢/ with e and €’ being ks3-suffix-equivalent. Lemma 11 allows us to conclude,
noting that we enforced that e = € iff ¢/ = ¢ by letting € be in its own equivalence class in
Lemma 10.
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5 Proof of the Deterministic Coupling Lemma

5.1 Pumping and coupling

We first provide pumping lemmata pertaining to couplings, starting with a variant of the
classic pumping lemma for CFLs: If a word can be factored into two unbalanced parts, such
that one side is larger than the other, there must also be a pumpable subsection which is
similarly unbalanced.

» Lemma 12. et A and p be two words over an alphabet X3 not containing #, N a suffiz of
A and p' a prefix of p. Let L C N X*#u*u' be a CFL. There is a constant p such that every
NA"#u™ 1/ € L withn > p andn > n' + 1 admits integers 0 <1 < k < p such that for all
m >0, NXvHRma ' im s I

With this tool in hand, we show how to use it on a word with some forbidden couplings
for a given run.

» Lemma 13. Let A be a PDA for a language L. For every A, u, there is a constant p such
that if

N is a suffix of A and ' is a prefiz of u, and

r is a run labeled by w = u)\’)\”vu”,,u/z € L for any u,v,z and n —n' > p, and

NA™ and p™ 11 are not r-coupled with any of u, v and z,
then there are 0 <1 < k < p such that for all m > 0, u)\')\”Jrkmv,u"l”mu’z is in L.

We can modify Lemma 13 so that the conclusion stands when the precise coupling required
by the decoupling lemma fails to hold. For a fixed PDA A, and two words A and p, we define
the pumping constant pc(A, p) to be the maximum of the constants p given by Lemma 13 in
the cases (A, 1) and (A, ¢€).

» Lemma 14. Let A be a PDA with a total of |A| states, and let a, \, B, p,y € XF. Let
p=5-pc(\pu)-|afy|-|A|, andu=a, =N, v=L, y=uP and z = v, assume that
there is an accepting run r labeled by w = ux™vy"z € L, and
there is 1 < i < mn for which the i-th occurrence of x is not r-coupled with the (n—i+1)-th
occurrence of y.

Then there are 0 <1 < k < pc(\, ) such that for all m > 0, uzx" \NFmoy™u!™ 2 is in L.
There are also 0 < k <1 < pc(\, ) such that for all m > 0, ux”)\kmvy”,ulmz is in L.

5.2 Proof of the Deterministic Coupling Lemma

We start by stating a deep result of Jancar and Sima,? which, at its core, says that DCFL/
languages all embed {a™b™ | n > 0} in some way:

» Lemma 15 ([7, Theorem 1]). Let L be a language in DCFL’. There exist a, \, B, i,y € £*
and a set S among

S—={n,m | n=m},

S> ={n,m | n>m},

Sc={n,m | n<m},

Sz ={n,m | n#m},
such that aA"Bu™~ € L is equivalent to (n,m) € S.

2 The result also appears in [5], where they credit [18], although a proof seems hard to extract from there.

ICALP 2026
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Now recall the assumptions of the Deterministic coupling lemma: L is a DCFL recognized
by a (not necessarily deterministic) PDA A. It is such that all sublanguages {ua"vy"z | n >
0} C L there is an n and 1 <4 < n such that, in ua"vy"z, the i-th occurrence of x is not
A-coupled with the (n — i + 1)-th occurrence of y. By contradiction, assume that L is not
regular. We start by applying Lemma 15: there are a, A, 3, 1,7’ € X* and a set S among
the four possibilities such that a\"Bu™y" € L if and only if (n,m) € S. Let v = Pty
if =S54, v=py if S= S and v =~' otherwise. Let p =5 pc(\, p) - || - |Al, and let
u=qa, =X v=0y=puP and z = . Notice that for any choice of S and n, the word
uz"vy"w is in L for any n. By assumption on L, there is an n and 1 < i < n such that, in
ux™vy"z, the i-th occurrence of x is not A-coupled with the (n — i + 1)-th occurrence of y.
Thus, there is an accepting run 7 for which this coupling does not stand. Thus all conditions
of Lemma 14 stand: there are [, k such that for all m > 0, uz” \F"vy"™ ™z is in L. For S>,
we take 0 < k <1 < pc(A,pu); and 0 <1 < k < pc(A, p) for all other cases. We proceed by
case over all possibilities for S.

Case S_. With m = 1, uz" \Foy" ulz = aX"PT*3,"P+1~" is in L. Because of Lemma 15,
this implies np + k = np + [ and thus k = [; a contradiction.

Case S>. With m = 1, ua"\fvy"ulz = aA"P+k 3P+l is in L. Because of Lemma 15,
this implies np + k > np + [ and thus [ < k; a contradiction.

Case S_. With m = 1, uz" Noyulz = aX™+F3uP++14/ is in L. Because of Lemma 15,
this implies np + &k < np + [+ 1 and thus k < [; a contradiction.

Case Sx. With m = W (which is an integer because 0 < k — [ < pc(A, p)), the
word uz Nemoy™ pltm 2 = a rpethm gy netimtecmiag s in I, Because of Lemma 15, this
implies np + km # np + Im + pc(\, p)! and thus (k — {)m # pc(A, p)!; a contradiction.

We reach a contradiction at the end of every road. Thus, L must be regular.

» Remark 16. It may be tempting to follow a similar approach for CFL, by extending Jancar
and Sfma’s result to CFL’. However, a corollary of Lemma 15 is that every nonregular DCFL
embeds, in some sense, Ly = {a”b™ | n > 0}. In [7], this is formalized using Mealy machines
with oracles:® for every L € DCFL/, there is such a machine A such that Ly is the language
of A with oracle L. We show that it is not possible to obtain a similar result for nonregular
CFL. Call a Turing machine with oracle regularity preserving if its language is regular when
its oracle is. Consider C to be a recursively enumerable set of regularity preserving Turing
machines with oracles that always halt (for instance, the set of Mealy machines). Then:

» Proposition 17. There is no single nonregular CFL S such that for any other nonregular
CFL L, there is M € C such that S is the language of M with oracle L.

Proof. The proof hinges on the fact that regularity for CFL is a ¥s-complete problem in the
arithmetic hierarchy [4, p.429]. Assume for a contradiction that there is such an S. Then,
given a CFL L, one can enumerate all the machines M € C, and check, universally, that
S is the language of M with oracle L (for all words, check that they are both accepted or
rejected, the latter property being decidable by hypothesis). This will hold if, and only if, L
is nonregular, showing that regularity for CFL would be in II5, and the arithmetic hierarchy
would collapse, a contradiction. |

3 The exact definition of Mealy machine with oracle is not important to our discussion.
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6 Shuffles and Their Interactions with Couplings

6.1 Definitions: trajectories and shuffles

Let Ly and Lo be two languages that we will always assume to be over disjoint alphabets in
the context of shuffles. Their full shuffle L1 w Ly is defined as the set of words uyvy - - - u,vy,
such that uy ---u, € L1 and vy - - - v, € Lo, where each of the u;, v; can be empty.

A trajectory is a regular language T over the alphabet {s,t}. Let g be the morphism that
maps the alphabet of L; to s and that of Ly to t. The shuffie according to the trajectory T
of Ly and Ly is defined as Ly wr Ly = (Lyw Lo) Ng=Y(T). If ¢ € {s,t}*, we write w, for
Wy and call ¢ itself a trajectory.

For C a class of languages (we will use C = CFL’ or C = DCFL/), a trajectory T is:

C-safe if for all L1, Ly € C, Ly wr Lo is CFL;

C-hostile if for all Ly, Ls € C, Ly wr Lo is not CFL;

C-mixed otherwise, i.e., there are languages of C that shuffle into a CFL and others into

a nonCFL.

Our ultimate goal is the classification of trajectories according to their safety and hostility
to CFL’ and DCFL/.

6.2 Resilient couplings and how to find them

In order to use the Coupling Lemma within the context of shuffles, we will explore how
couplings of a language survive within a shuffle. We start by defining what “survival” means
and prove, in the forthcoming Resilience Lemmas, that any PDA with a nonregular language
has couplings that survive shuffles.

Let wy = zyz and wy be two words on disjoint alphabets, ¢ a trajectory, and let
w = wy W, wy. We write w(y] for the smallest substring of w that contains all of y. More
formally, write w = 2'y’2’ such that 2’ contains x (i.e., x is a scattered subword of =), y’
contains y, and z’ contains z, in such a way that 3’ starts and ends with the same letters as
y. Then wly] = y'. We similarly use this notation for parts of wy, which is not ambiguous
since they are on disjoint alphabets.

» Definition 18. Let A be a PDA recognizing L = L; wyp Ly for a trajectory T and let
w1 = uxvyz € L1. We say that z is resiliently A-coupled with y if for any ¢ € T and any
w € wy W, Lo, w[z] is A-coupled with wy]. We use the same vocabulary for similar words
in LQ.

The Coupling and Deterministic Coupling Lemma give rise to two separate lemmas
extracting pairs of resiliently coupled words, which exist when the trajectory doesn’t brutely
filter either of the two languages into a different class via word length. Let my : (¥,UX0)* — X3
be the natural projection with 71 (h) = h for all h € ¥4, and € otherwise. Defining m similarly,
we have the following:

» Lemma 19 (Resilience Lemma). Let A be a PDA recognizing L = Ly wr Lo for a trajectory
T with Ly in CFL'. If (L1 wr Lo) is nonregular, then, for all ki, ko, ks € N, there is a
word uxvyz € L1 with |u| = k1, |v|] = ka, |2| = ks, and x is resiliently A-coupled with y. The
same holds for Lo with respect to mo, defined analogously.

Proof. We demonstrate that 71 (Lq wy Ls) is always a CFL. Then, with the nonregularity
condition, we may apply the coupling lemma. Let ¥: {s,¢}* — N? be the Parikh morphism
defined by ¥(s) = (1,0) and ¥(¢) = (0, 1), extended to languages where convenient. Parikh’s
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163:10 Shuffles of Context-Free Languages Along Regular Trajectories

theorem [14] notes that for every context free language there is a regular one with equal
image under this morphism, and so ¥(Ry) = ¥(Ls) for some regular Rs. Further, let
Ry = {w;1 € &7 | Jws € Ry, |wi| = |wa|}, which is similarly a regular language. Then, we
have it that 71 (L1 wr Re) = w1 (L1 N Ry) = L1 N Ry by construction. As CFL is closed under
intersection with a regular language, we have it that 71 (L) remains in CFL.

Let A, be the PDA obtained by applying 7 to each transition label, mapping every
letter of ¥y to . Naturally, A, accepts L, = m (L1 Wy Lo) which by premise is a nonregular
sublanguage of L;. Since it is nonregular, the Coupling Lemma tells us that for every
k1, ko, ks € N, there is a word wy = uzvyz € L, with |u| = k1, |v| = kq, |2| = ks, for which
x and y are A,-coupled. Given any word wy € X3, any accepting run for w = w; Wy we
in A can be projected into an accepting run in A, for w; in which = and y are coupled.
Projecting back, w[x] and w[y] are coupled in r, and as this holds for all runs, w[z] and w[y]
are A-coupled, concluding the proof. |

Using the same technique, when L; € DCFL/, we can find a uniform family of resiliently
coupled words using the Deterministic Coupling Lemma:

» Lemma 20 (Deterministic Resilience Lemma). Let A be a PDA recognizing L = Ly wy Lo for
a trajectory T with Ly € DCFL'. If m (L1 wy Ls) is nonregular, then, there is a sublanguage
{uz"vy"z | n > 0} C Ly such that for every n and i < n, in the word ux"vy"z, the i-th
occurrence of © is resiliently A-coupled with the (n — i + 1)-th occurrence of y. The same
holds for Lo, analogously.

6.3 Resilient couplings and CFL’-hostility

» Theorem 21. The trajectories s*t*s*t*, (st)*t*(st)*t* are CFL'-hostile. Any trajectory
that includes them (e.g., (st™)*) is also CFL’-hostile.

Proof. Note that these particular trajectories have the property that m(L) = L; and
ma(L) = Lo, and so either projection is nonregular for all nonregular languages. Hence,
shuffle resilience is always available.

(T = s*t*s*t*). Let Ly, Ly be two nonregular CFLs and write L = L wy Ly. Assume,
towards a contradiction, that L is recognized by a PDA A. We apply the Resilience Lemma
with k1 = ko = k3 = 0 to both L; and Ly. This provides, for i = 1,2, a word w; = x;y; € L;
such that x; and y; are resiliently A-coupled. The word x122y1y2, which is in L, thus has
x1 A-coupled with y; and xo A-coupled with y9; since couplings cannot cross, this is a
contradiction.

(T = (st)*t*(st)*t*). Let Ly, Ls be two nonregular CFLs and write L = Ly wy Lo.
Assume, towards a contradiction, that L is recognized by a PDA A. We apply the Resilience
Lemma with ky = ko = k3 = 0 to Ly, providing a word wy = z1y1 € Ly with 7 and y;
resiliently A-coupled. Set now ki = |z1], k2 = |y1|, ks = 0. By the Resilience Lemma for Lo,
there is wo = usavays € Lo with z9 and ys resiliently A-coupled. Let S = (st)*. Counsider
the word:

w = (21 Wg u2)x2(y1 Ws v2)yo.

Since |x1| = |ug| and |y1| = |vs|, w is well defined and w € L. But the resilient couplings
cross, a contradiction. <
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6.4 Resilient couplings and DCFL’-hostility

The goal of this section is to prove a characterization of DCFL/-hostility, based on the
automaton for the trajectory. We also show that this characterization is decidable and briefly
outline related complexities. We start by identifying patterns within automata, and then
show that they can be used to characterize DCFL’-hostility.

6.4.1 Hard and easy strongly-connected components in DFA

Let A be a DFA over {s,t}. A (recurrent) strongly-connected component (SCC) in A is a
set of states P such that Vp, g € P, there is a nonempty path from p to q. An SCC-pattern
in A is a sequence S = uy Pius ... Uy, Ppuy,y1 such that Py ... P, are SCC in A, each u; is a
path in A, ujusg ... u,41 is also a path in A, and u; goes from a state in P;_; to a state in
P;. The paths of S are the paths of A that start with uy, then a path within Pj, then us,
and so forth. The SCC-pattern is accepting if uy starts in the initial state of A and w41
ends in an accepting state. Classically:

» Proposition 22. There is a finite computable set of accepting SCC-patterns such that the
set of accepting paths of A is equal to the union of the paths of the SCC-patterns.

The alphabet of an SCC is the set of labels of transitions internal to the SCC. We will

talk of s-SCC, t-SCC, and st-SCC for SCCs with alphabets {s}, {¢t} and {s,t}, respectively.

An SCC-pattern is hard if it contains either an st-SCC or two s-SCCs and two t-SCCs that
are interleaved in the pattern (as stst or tsts).

We fix an arbitrary SCC-pattern decomposition of the accepting paths of A, as provided
by Proposition 22. We call hard(A) the set of labels of the paths of the hard SCC-patterns
of A, and easy(A) for the rest.

We further make use of common techniques in the study of semilinear sets. However, we
only need such sets over 2 dimensions, ultimately corresponding to the two letters s and ¢
above. This case lends itself well to geometric intuition on the plane, and hence, we use the
following definition from [11]: A set is semilinear if it can be defined as {(z,y) | N = ¢(z,y)}
with ¢ a DNF where each conjunct is (cx+dy+e > 0) or (cx+dy+e = 0 mod p) for constants
¢,d,e,p. Any formula of the form cz + dy 4+ e > 0 corresponds to a half-plane delimited
by the line defined by cz + dy + e = 0. Thus, a clause corresponds to a polyhedron from
which periodic points are selected. We will have a closer look at the unbounded polyhedra
associated to a formula and classify them in cones and bands. The precise definitions are
only needed for the proof of Proposition 24, and are therefore deferred here.

In particular, we will be interested in the following property of the semilinear set
VU (hard(A)), recalling that ¥: {s,¢}* — N? is the Parikh morphism defined by ¥(s) = (1,0)
and ¥(¢) = (0,1). An example of this property is presented in Figure 2.

» Definition 23. We call periodic any set i + pN for i,p € N. Let S C N? be a semilinear
set. A grid for S is a pair U,V C N of periodic sets such that U x V' C S. An antigrid for S
is a grid for the complement of S.

Our forthcoming characterization of DCFL'-hostility will focus on finding antigrids in
U(hard(A)); we note that this is a decidable problem:

» Proposition 24. [t is decidable whether a given semilinear set contains a grid or an
antigrid.
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Y 4 v d © / ®

Antigrid for S

Figure 2 A semilinear set S, along with an antigrid of S, where S := (z—y+2 > 0) A (—z+y+2 >
0) A (z+1 =0 mod 2). Notice that in the graph of S, the inequalities form a “band”, while in the
complement, this becomes a pair of “cones”. In either case, the modulus condition filters these into
“windows” of alternating parity. It is further worth noting that S cannot have a grid itself; only
antigrids.

Proof sketch. Since semilinear sets are effectively closed under complement, it is sufficient
to argue that we can find grids in them. Consider a representation of a given S C N? in
the plane. When sufficiently away from the origin to avoid any bounded polyhedra, S is
the union of affine cones and bands (or, more precisely, S is the union of periodic windows
within these cones and bands). The gaps left by the cones of S, seen continuously, are also
cones and bands. Let us call the former S-cones and S-bands, and the latter non-S-cones
and non-S-bands.

If there is a non-S-cone, then no grid can exist. Assume otherwise. Notice that if there is
a grid U x V, then any infinite periodic set U’ C U is such that U’ x V is also a grid. We
can thus assume that the period of the grid is such that it “jumps” over the bands, and
thus, there are no bands. Now, a grid exists if and only if the S-cones are compatible, in the
sense that extending the periodic windows of the S-cones to the whole plane, they have a
nonempty intersection. All of these properties are decidable. <

» Remark 25. The previous decidability algorithm yields a PSPACE upper bound. Briefly,
this follows from the fact that while the product of periods of S may be exponential, and so
too the regions to look for “windows” to line up, this problem admits a coPSPACE solution
by guessing a point in the intersection. Conclude by Savitch’s theorem. In the special case
where the periods are all related (or equal, in the best case), this algorithm is only PTIME.

6.4.2 Characterization of DCFL’-hostility

» Theorem 26. Let T be a regular trajectory recognized by a DFA A.

. U(hard(A)) does not have an antigrid if, and only if, wr is DCFL’-hostile;

. U(hard(A)) is nonempty and has an antigrid if, and only if, wr is DCFL'-mized;
U(hard(A)) is empty if, and only if, wr is CFL -safe.

W N =

All the conditions in the theorem are decidable. Indeed, hard(A) is again regular and
therefore W(hard(A)) is (effectively) semilinear by Parikh’s theorem [14]. Thus we can
invoke Proposition 24.

The theorem is proved through a series of lemmas.
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» Lemma 27. If W(hard(A)) = 0, then wy is CFL'-safe.

Proof. The condition is equivalent to hard(A) being empty. Thus, A can be decomposed
into a disjoint union of SCC-patterns of the form:

u0U1u1 L Ukuk -vonvl e ng . ’wOW1’LU1 tee mem

u block v block w block

where the U; and W; are all s-SCC and the V; all t--SCC (or vice versa). Given two CFL
Ly, Ly over X1, X5 recognized by PDAs A; and As, the shuffle Ly wr Lo can be simulated
using the standard technique used to simulate substring insertion (e.g., the trajectory s*t*s*),
with the addition of storing the (finite) letters of o, ¥; which occur in the u, v blocks
respectively, while using k-suffix equivalence to handle the letters of o which occur in the w
block.

For each pattern, let x,y, z be defined as the letters of 35 in the u block, ¥; in the v
block, and Y5 in the w block, respectively. These are all finite, as their letters can only occur
outside of the SCC within their block. We construct a PDA in 5 parts as follows: Let A} be
the PDA over states Q4, X Elf‘ which simulates A;, only storing up to |x| letters of ¥ in a
state; define A5 over {Qa, X E‘f"} similarly. Further, let A} be the PDA over Q4, x X!*!
which simulates As, which, rather than reading letters from the word, “reads” the letters in
¥ from the states along e transitions. Define A4 over {Q4, X Elly‘} similarly.

Recall that two stack values are called k-suffix equivalent if they have identical behavior
over k letters, that this forms an equivalence relation with a finite number of classes per
Lemma 10, and let S be labels for the set of |z|-suffix equivalent stacks on As. Then, let
Ag be the PDA over {Qa, x Ellzl} U S which simulates A; while storing accumulated letters
from z in states, checking their status against a (preset) S at run completion. We similarly

need a component to translate an arbitrary stack into the relevant suffix-equivalent classes.

Let As be a new PDA over {Q, x X/*1} U S with only ¢ transitions which, given an initial
stack value, simulates each possible start-state times |z| combination to get the possible end
states, the whole of which then maps to S for (finite) storage.

To assemble these into the final PDA, take the concatenation A’ = A] A} ... Af, where
A’ uses A} to read the u block, inserts a new bottom of stack symbol $ in order to preserve
the stack from L, and then A, AL A} to read the v block. In order to retrieve the beginning
of Ay’s stack, use A% to remove any values on the stack until arriving back at $, compressing
the result into S; lastly, remove the $§ and run Aj. |

We import the well known Ogden’s lemma, stated in automata-theoretic terms:

» Lemma 28. Suppose L is a CFL recognized by A. Then, there is some p such that, for any
word w € L, if p any letters are “marked” then, there is a factorization w = uxvyz such that
x,y contain between 1 and p marked positions, and for any n, the run r{u)r(x)"r{v)r{y)"r{z)
s both wvalid and accepting.

» Lemma 29. Consider L = {a"b*a™b* | n € N} and some L'. For any PDA A recognizing
LwlI/, there is a constant k such that, for any w = a™b* a™b*> € L with n, ki, ks > 1, the
first a™ has a resilient A-coupling with the second a™.

Proof. We prove the existence of A-couplings in any PDA A for L, the resilience falling from
the same techniques already used. We employ elementary methods given the simplicity of
these languages. Mark the first p letters of w, i.e, only a, and apply Lemma 28. Then, any
run 7 of w must have a factorization r = ryrorsryrs with ro, 74 containing at least one letter
of the first a™, such that r17r5rsrjrs accepts for all n.
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Surely, we must have it that ro reads at least one a from the first block, and 4 an a from
the second block: At least one a is read, and if no a from the second block were read, we
could loop 73,74 to break the equinumerosity. Similarly, we must also have it that r, pushes
a value to the stack which r4 pops, otherwise they could be repeated independently. This
gives the r-coupling, and thus the A-coupling. |

» Lemma 30. If U(hard(A)) # 0, then a™b*a™b* wr d*c"d*c™ is not a CFL.

Proof. Let L1 = a™b*a™b*, and let Ly = d*c"d*c™. By Lemma 29, there is some k; such
that any big enough word w € L has the first a’s coupled with the last a’s. Similarly, there
is a constant ks for Ly and the ¢’s. Take k = max(kq, k2).

Fix an SCC-pattern P, and suppose first that P contains an st-SCC S with ng, n; letters
of s,t for some path, both nonzero, with a ratio of » = 7=. We assume r > 1, the other
case being symmetric. Consider the shuffle of w; = a™k bR a kbR and wo = dFcFdFc, for k a
multiple of n;. By construction, w; ws we = (™ wg d*)(b"* wg c¥)(a"* ws d*)(b"* wg c¥). In
the shuffled word, the first part is coupled with the third part, and the second part with the
last part. The couplings cross. We conclude, noting that the s,t,s,t case is comparatively
trivial. |

» Lemma 31. If U(hard(A)) has no antigrid, then wy is DCFL'-hostile.

Proof. We first show that this condition implies that 71 (L; wr Lo) is nonregular for any
nonregular L1, Lo. Suppose L; is in DCFL’, and Ly an infinite language in DCFL. By
Lemma 15, Ly has a sublanguage of the form {ujzv1y}21|n > 0}. The Parikh image of this
sublanguage L; is thus a periodic set U with base |u1v;21| and period |z1y1|. By Parikh’s
theorem [14], ¥(Ls) similarly contains a periodic set V. As W(hard(A)) has no antigrid, these
two must intersect infinitely often under T', and 71 (L) must be nonregular for L = Lq wyp Lo.
The same symmetrically holds for m2(L), and hence, shuffle resilience is available for both.

Now, suppose L1, Ly are both DCFL/. By Lemma 20, there is a sublanguage of L; of
the same form such that the i-th occurrence of x; has a shuffle resilient coupling with the
n — i + 1-th of y;, with an analogous {usxvay5zo|n > 0} for Lo. By taking bigger blocks,
we can assume that |z1| = |zo| = |y1| = |y2].

Let k be a constant such that every run of length greater than & must repeat the same
simple loop at least |A|! times. Such a constant clearly exists by the pigeonhole principle.

We say that an SCC-pattern is synchronized if every loop I on the path has the same ratio

o = l\llllr Let P =r1Pyry... 7, Pyrni1 be a synchronized pattern. Let § be the difference

between the number of s and ¢ in ry...7r,41. It is clear that every word w accepted by P is
such that |w|s = a|w;| 4+ 0. That is, its Parikh image lies on a line. Consider the subgrid of
(lurzrviyrz1] + |z111|N) X (Juexoveyaza| + |22y2|N) avoiding all lines for the synchronized
patterns of A. This can be constructed following the proof of Proposition 24. By rebasing the
grid, we can assume that n and m are as large as we want. Because ¥(hard(A)) has no antigrid,
there are n,m > 9k such that w; = uyzv1y 21 can be shuffled with wo = usxf vays*25. Let
P be the pattern for which the shuffle it possible, with a run r in A. By construction, P
cannot be a synchronized pattern. We treat two cases.

First assume that P contains an s-SCC, t-SCC, s-SCC, and t-SCC: Label these as the
B ...By blocks. Let A; (resp. Aa) be the length of some simple loop in B; (resp. By). We
decompose 1 = 11 p17r2parsp3rapars where each p; is the part of the run in B;. If |r;| > k
for some ¢, then some loop is repeated in r; at least A1 Ay times, accounting for some [A; Ay
number of s or t. We can remove these loops and add the corresponding number of loops in
B, or By to have another run with the same Parikh image. By balancing loops between B
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and Bj, and By and By, we can assume |p;| > k. With this run, the (k + 1)-th occurrence of
27 is shuffled by By, and the (n — k 4+ 1)-th occurrence of y; by Bs. Similarly, the (k + 1)-th
occurrence of x5 is shuffled by Bs, and the (m — k + 1)-th occurrence of yo by By. This gives
a crossing.

As for the case where P contains an st-SCC: it is not synchronized hence there are two
loops I; and Iy with respective, nonequal ratios o = [l1]5/]l1]¢ and S = |l2|s/|l2¢; assume
a < . Denote by By and Bs the SCCs of these two loops, and assume that B is before Bs
on the path. Then, we have a decomposition r = 11 p1rapars, where py, p2 read 71,152 for
some large ny,ne. Note that iterating these loops by any multiple of |21y results in a valid
word in the shuffle.

Let L be the shared length of the blocks. In py, the i-th block of w; and j-th block of ws
are at positions |r1| +iL(1+ a~1) and |r1| + jL(1 + «) respectively. Similarly, in py, their
positions relative to the end of the run are —|rs| —iL(1+ 1) and —|r3| — jL(1 +3). A
crossing occurs if we can find indices ¢, j such that the j-th block of x5 ends before the i-th
block of x1 begins (xo < x1), but the j-th block of y2 ends before the i-th block of y; begins
(y2 < y1). The condition x5 < ;1 translates to (j+1)L(14+«) < iL(1+a ™), which simplifies
to a(j+ 1) < 4. The condition yo < y; means ys is further from the end than y;; in terms of
offsets from the run’s end, the end of y, must be at a larger offset than the start of y;. This
gives (j — 1)L(1 + ) > iL(1 + 1), which simplifies to i < 3(j — 1). Combining these, we
require a(j + 1) < i < B(j —1). As a < 3, the interval (a(j +1),8(j — 1)) grows linearly
with j, ensuring that such integers ¢, j exist for large j. Choosing ni,ns to accommodate
these indices yields the desired crossing. |

» Lemma 32. If U(hard(A)) has an antigrid, then there are L, M nonregular DCFLs such
that L wr M is a CFL.

Proof. Assume (i + pN) x (j 4+ ¢N) is a grid in the complement of ¥(hard(A)). Let L; be
any DCFL’ language of words of length (i 4+ pN) and similarly L, any DCFL’ language of
words with lengths in (j + ¢N). Clearly, Ly wr Ly = L Weasy(a) L2, and the Lemma 27
concludes. <

» Remark 33. The decision algorithm of Theorem 26 is overall 2EXPSPACE: Computing a
formula for the Parikh image from an automaton yields a doubly exponential blowup [8],
which yields the above when applied to the complexity noted in Remark 25.

7 Conclusion and Perspectives

We have examined the conditions under which shuffling two nonregular CFL along a regular
trajectory results in another CFL. In doing so, we investigated the notion of couplings,
i.e., portions of words where a PDA has to push and pop respectively. We demonstrated
that these couplings must exist (Coupling Lemmas), that they can survive being shuffled
(Resilience Lemmas), and applied these tools to the study of trajectories of shuffles. There,
we demonstrate that some trajectories never shuffle two nonCFLs into CFLs, and further
characterized the behavior of said trajectories with respect to shuffling DCFLs.

The most pressing question left open by this work is to extend this latter characterization
to CFLs. Bérard [2] hints at the fact that this will be much harder: Indeed, (st)*(s* + t*)
can shuffle some nonregular CFLs into a CFL, and it is not known if the same holds for
(s* 4+ t*)(st)*(s* + t*). We do not venture to conjecture one way or another. Similarly, this
question is mirrored in the general coupling lemma: does there exist a stronger description
of when couplings do (or do not) exist in the general case?
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Going further than shuffles along regular trajectories, one could study context-free tra-

jectories, an avenue of research started by Mateescu et al. [10]. Further, (trajectory-based)

variants of the so-called synchronized shuffle [20], in which some letters act as synchroniza-

tions, ought to be studied in the same way, in particular given their relevance in molecular

biology. (See also [19] for an extensive list of references pertaining to this shuffle.)
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