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—— Abstract

The geometric dimension g of a Vector Addition System with States (VASS) is the dimension of the
vector space generated by cycles in the VASS; this parameter refines the standard dimension d, the
number of counters. Recently, it was discovered that the fastest-known algorithm for solving the
reachability problem for VASS has the same complexity in terms of g as in terms of d. This suggests
that the geometric dimension may in fact be a more adequate parameter for measuring the complexity
of VASS reachability problems. We initiate a more systematic study of the geometric dimension. We
discuss differences between two parameters: the geometric dimension and the SCC dimension. Our
main technical result states that classical results about the coverability and boundedness problems
can be improved from dimension d to geometric dimension g. Namely, coverability is witnessed
by runs of length nQO(g) instead of n2o(d), and unboundedness can be witnessed by runs of length

O(glogyg) . O(dlogd)
n? 2

instead of n , where n is the size of the instance. We also study integer reachability

and simultaneous unboundedness in VASS parameterised by the geometric dimension.
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1 Introduction

Vector Addition Systems with States (VASS), or equivalently Petri nets, are one of the most
popular models of concurrent systems with many theoretical and practical applications [17,
45, 48]. VASS can be seen as automata with several nonnegative integer counters, that can
be incremented and decremented by transitions, but not tested for equality with zero. Such
automata with d counters are called d-dimensional VASS (shortly d-VASS). Investigating
algorithmic problems for VASS is an active research field since the "70s. Reachability is
a central problem which asks, for a given VASS and two configurations (states together
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with counter values), whether there exists a run from the source configuration to the
target configuration. Other significant problems include coverability and boundedness. The
coverability problem asks whether there is a run from the source configuration to some
configuration that is at least the target. The boundedness problem asks whether the set of
configurations reachable from the source is finite. Already in 1976, coverability was shown
to be EXPSPACE-hard [38]. This immediately implies that reachability and boundedness
are also EXPSPACE-hard (due to trivial reductions). In 1978, Rackoff proved that both
coverability and boundedness are in EXPSPACE [44]. Three years later, reachability was
proved to be decidable [39]. For many subsequent decades, determining the complexity of the
reachability problem was a major open problem. Despite plenty of effort, the Ackermannian
complexity was only settled in 2021 [35, 13, 34].

Contemporary research efforts have been devoted to studying reachability, coverability,
and boundedness with seemingly the most natural VASS parameter: the dimension d (i.e.
the number of counters). Examples of this fact are abundant; there is work on reachability
in 1-VASS [50, 24], 2-VASS [3], 3-VASS [9], d-VASS for d € {4,...,8} [12, 14], for arbitrary
d-VASS [35, 34, 13, 30, 8], and there is even work on reachability in subclasses of VASS [33, 5]
that use the dimension d as a parameter. Investigations into the coverability problem [44, 46,
41, 29, 43] and into reachability problems in VASS extended with a pushdown stack [37, 42, 1]
or a branching mechanism [32, 21, 18, 40, 2] have predominantly parameterised the VASS in
question by the dimension d.

The papers that prove the Ackermannian upper bound of reachability use the dimension
d as the parameter: Leroux and Schmitz proved that reachability in d-VASS is in Fy44 [35],
then Fu, Yang, and Zheng later improved this to Fy [19, 20]. Here, F; is the d-th level of
the fast growing hierarchy of complexity classes [47]. Recently however, it was observed that
the number of counters d is not always the most appropriate parameter for analysing the
complexity of reachability problems in VASS. Fu, Yang, and Zheng observed that both the
Fa+4 and the F4 upper bounds also hold when the VASS is instead parameterised by the
geometric dimension d. The geometric dimension of a Strongly Connected Component (SCC)
of a VASS is defined to be the dimension of the vector space spanned by the effects of cycles
in the SCC. The canonical way of extending this notion to the entire VASS is to take the
(Minkowski) sum of the cycle spaces of each SCC. Fu, Yang, and Zheng used this definition
of the geometric dimension, denoted g, to parameterise VASS [19, 20]. It is possible however,
to take the maximum over the geometric dimensions of the SCCs in the VASS; we call this
parameter the SCC dimension, denoted gscc. This parameter has been used recently by
Guttenberg, Czerwinski, and Lasota when studing reachability problems in VASS extended
with nested zero tests (a certain kind of restricted zero-testing ability) [22].

In fact, the reachability algorithm runs in F4 for geometric dimension d in both variants
(the geometric dimension and the SCC dimension). Intuitively, the algorithm works in
the same complexity if we add new counters which are copies, rescalings, or even linear
combinations of existing counters. It even works if the copied counter changes between
every SCC (for example, if counter 6 first copies counter 3 and then in the next SCC copies
counter 1). Notice however, that the coefficients of these linear combinations can be negative
and need not be integer, so the VASS with the additional counters may have significantly
fewer runs. To illustrate the difference between the geometric dimension g and the SCC
dimension gscc, consider Linear Path Schemes (LPS) [36, 3, 5], a well-known subclass of
VASS. LPS are characterised by their structure: a (simple) path which has disjoint simple
cycles at each node along the path. Observe that LPS can have arbitrary geometric dimension
g € N, but can only have SCC dimension one gsoc < 1. This is because every SCC contains
just one cycle but these cycles need not have pairwise linearly dependent effects.
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Geometric dimension g of a VASS has a natural connection to the concept of place
invariants in Petri nets [31], see [45, Chapters 11-13] for a gentle introduction. A place
invariant is a linear combination of token counts that remains unchanged by any transition.
When converting a Petri net to a VASS, ¢ is the number of places minus the number of place
invariants. Therefore, one can expect lower computational complexity in VASS problems
with a smaller geometric dimension, just as in Petri nets with more place invariants.

Our Contributions

In this paper we initiate a more systematic study of two geometric VASS parameters: the
geometric dimension and the SCC dimension. Our focus is on the set of classical and
more tractable reachability problems in VASS: coverability, simultaneous unboundedness,
boundedness, and integer reachability. Algorithms for solving these problems are often used
as subroutines in algorithms for solving other problems. We also discuss differences between
geometric dimension and SCC dimension taking into account the reachability problem.
Our main technical contribution is a generalisation of the results of [44] and the more
recent [29] from VASS parameterised by the dimension d to VASS parameterised by the
geometric dimension g. More concretely, Rackoff proved two seminal results for d-VASS
of size n [44]. The first is that if there is a run from the source s that covers the target ¢,
then there is also a run of length at most max(size(t),n)2o<dlog(d))
covers the target ¢ [44, Section 3]. The second is that if the set of configurations reachable

from the source s that

from the source configuration s is infinite, then it is witnessed by a “self-covering run” of
O(dlog(d) . . :
2 ¢ [44, Section 4]. A self-covering run is one from the source s,

length at most n
that first reaches a configuration ¢ and then goes on to reach a configuration ¢’ strictly
greater than c. Recently, Kiinnemann, Mazowiecki, Schiitze, Sinclair-Banks, and Wegrzycki
improved on Rackoff’s bound for the length of coverability witnesses and showed that if
there is a run from the source s that covers the target ¢, then there is a run from s that
covers t of length at most max(size(t), n)QO(d) [29]. The difference being that the exponent
was decreased from 20(@1°8(4) to 20(4) which matches Lipton’s lower bound on the length of
coverability witnesses [38]. We generalise all three of these results to geometric dimension g
(Theorem 6, Theorem 23, and Theorem 14). Our main conceptual insights are novel definitions
of “clean basis” (Definition 7) and “geometrically small configurations” (Definition 8).
With the aim of delivering a well-designed toolbox for VASS with fixed geometric
dimension, we generalise one more classic result that has a similar flavour to the techniques
used by Rackoff in [44]. A critical part of the standard approach to solving reachability in
VASS, known as the KLM-decomposition, is the following observation about the situation in
which all counters are simultaneously unbounded. If, from a given source configuration s,
one cannot cover all configurations in some state g, then there exists a bound C' such that,
on every run starting from s, there is at least one counter whose value is bounded above by
C. Importantly, no counter is guaranteed to be bounded in all configurations reachable from
s, the bounded counter may depend on the run. Originally, the constant C' was nonprimitive-
recursive [28], as it was taken from the construction of the Karp-Miller tree [27] However,
Leroux and Schmitz later observed in [35] that C' can be doubly-exponential (see also [10,
Lemma 31] for an explicit statement of this result); this significantly lowered the complexity
of their algorithm. We generalise this result to geometric dimension g (Theorem 20).
Furthermore, we consider the integer reachability problem for VASS which asks whether
a given target configuration can be reached from a given source configuration by a run in
which counters may have negative values. It is folklore (see [23]) that if there is an integer
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run from the source s to the target ¢ in a d-VASS, for a fixed d, then there is a polynomial
length integer run from s to ¢ (with respect to the size of the VASS encoded in unary). We
generalise this result to geometric dimension g (Theorem 28).

Finally, we conclude by comparing the two VASS parameters in question: geometric
dimension and SCC dimension. For the geometric dimension, we have managed to show that
for the classical problems coverability, boundedness, integer reachability, and simultaneous
unboundedness the state-of-the-art algorithms can be generalised from the dimension to the
geometric dimension. It is known that sometimes geometric dimension behaves differently
than the number of counters. For example, reachability in binary VASS with geometric
dimension 1 is PSPACE-hard [52], in contrast to NP-completeness [24] for binary 1-VASS.
By and large however, we do find that geometric dimension behaves very similarly to the
number of counters.

The situation is different for the SCC dimension. The algorithm solving the reachability
problem for d-VASS [35] works equally well for SCC dimension gsoc = d, but it seems to be
the only case in which we are currently able to generalise existing results from the dimension
to the SCC dimension. As corollaries of our results when VASS are parameterised by the
geometric dimension g, we obtain upper bounds when the VASS is instead parameterised
by the SCC dimension. Specifically, for coverability, boundedness, integer reachability, and
simultaneous unboundedness we can use the inequality g < gscc - 7, where n is the number
of states in the VASS. Unfortunately, notice that in contrast to fixed geometric dimension g,
we do not get polynomial upper bounds on the size of coverability, unboundedness, or integer
reachability witnesses for fixed SCC dimension gs.c. We remark that even for fixed g, our
polynomial upper bound on the witness size does not imply NL algorithms. This is because
the dimension d is not fixed, so one cannot store a configuration in logarithmic space.

Despite the aforementioned fact that the general VASS reachability algorithm in [35]
works fine with respect to the SCC dimension, it seems to be the case that reachability in
VASS with fixed SCC dimension gscc has higher complexity than reachability in VASS with
the corresponding dimension. For this, we provide the following pieces of evidence.

First, as shown in [19], in VASS with g = 2 the reachability relation is semilinear and
can be represented by a finite union of LPSs, similarly as for 2-VASS [3]. For 2-VASS, these
Linear Path Schemes (LPSs) have at most exponential size and contain at most polynomially
many cycles. This implies exponential length shortest runs. However, the construction
described in [19] does not provide any bound on the size of the constructed LPSs. It seems
that the obtained LPSs are of at most doubly-exponential size (due to a polynomial blowup
for each increment of the dimension), which would give at most triply-exponential run length,
but there is no such claim in [19]. That means that the currently existing techniques could
possibly be used to show that the shortest runs witnessing reachability in VASS with SCC
dimension gscc = 2 have triple exponential length. In turn, this would yield an 2-EXPSPACE
upper bound for the reachability problem, in contrast to the PSPACE upper bound for
reachability in 2-VASS [3].

For gscc = 3, the situation also seems more complicated than for 3-VASS. We observe
that an example of a binary 4-VASS presented in [12, Section 5] has SCC dimension gscc = 3.
In this example, the shortest run between the source and target configuration has double
exponential length. Such an example is not known for 3-VASS; all known examples have the
property that the shortest run between source and target is has at most exponential length.
Therefore, the naive PSPACE algorithm that enumerates all the possible exponential length
runs is insufficient for VASS with SCC dimension gsoc = 3, but such an algorithm can be
conjectured to solve reachability in 3-VASS.
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Last but not least, we consider gscc = 4. We prove that the reachability problem for
VASS with SCC dimension gsoc = 4 is TOWER-hard (Theorem 29). To contrast it with
d-VASS, the lowest number of counters for which reachability is known to be TOWER-hard is
d = 8 [14]. Our construction (to prove Theorem 29) follows the same ideas used to obtain
ToWwER-hardness for reachability in 8-VASS presented in [14]. This indicates that VASS of
low SCC dimension can be more expressive than VASS with a small number of counters.

Paper Organisation

In Section 2, we define preliminary notions and recall useful facts. Sections 3, 4, 5, and 6,
contain our main technical results about various algorithmic problems for VASS parameterised
by geometric dimension and SCC dimension. In Section 3, we present our results about the
coverability problem. Next, we consider simultaneous unboundedness in Section 4. Section 5
is devoted to the boundedness problem. In Section 6, we study the integer reachability
problem. In Section 7, we prove TOWER-hardness of the reachability problem for VASS with
gsce = 4. Finally, in Section 8, we conclude and present future research directions.

2 Preliminaries

We use Z,N, Q, and Q> to denote the sets of integers, nonnegative integers, rational numbers,
and nonnegative rational numbers, respectively. Let d € N be a number. We denote [d] for
the set {1,2,...,d}. In particular [0] = 0 is the empty set. Given a d-dimensional vector

x € Q?, we write x[i] for its i-th component, where i € [d]. Hence x = (x[1],x[2],...,x[d]).

For ¢ € Q we denote q? = (¢,q,...,q) € Q%, and write e for the d-dimensional vector
satisfying e[i] = 1 and e?[j] = 0 for all j # i. When the dimension d is clear from the
context, we shall drop the super-script d and simply write q, e; for these vectors. Vectors
are compared in the component-wise manner. Given x,y € Q¢, we have x <y if x[i] < y[i]
for all i € [d]. We write x < y if x <y and x # y. For a vector x € Q%, we will use its
max-norm ||X||oc = max;eq)|x[i]| and its one-norm |[x||; = Z?=1|X[i]|. For a set of vectors
X C Q7 we write || X||eo = maxyxex||X[|oo. For x € Q% and K C [d] we use the notation
Tk (x) for the projection of x onto indices in K.

Vector Spaces and Cones

Let X C Q¢ be a finite set of vectors and let S C Q be a set of numbers. The S-linear
combination of X is the set S(X) = {>_;~, Am; | m € N,\; € S,m; € X}. The vector space
generated by X is defined to be Q(X). The (rational) cone generated by X is cone(X) =

Q>0(X). We also consider the integer cone generated by X, which is coney(X) = N(X).

Carathéodory’s Theorem is a useful tool for cones.

» Theorem 1 (Carathéodory's Theorem for Rational Cones, see e.g. [49, Corollary 7.1i]). Let

X CQ? be a finite set of vectors and let b € cone(X). Then there exists a subset X C X
such that b € cone(X) and | X| <d.

We also need the analogy of Carathéodory’s Theorem for integer cones.

» Theorem 2 (Carathéodory’'s Theorem for Integer Cones, [16, Theorem 1]). Let X C Z% be
a finite set of vectors and let b € conen(X). Then there exists a subset X C X such that
b € conen(X) and | X| < 2dlog(4dM) where M = maxzex ||X]|oo-
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Vector Addition Systems with States

A d-dimensional vector addition system with states (d-VASS) is a pair V = (Q,T) where Q
is a finite set of states and T C Q x Z® x Q is the set of transitions. A transition of the
form (p,a,q) may be written as p 2, ¢ for clarity, and the vector a is called the effect of
this transition. A VASS may be viewed as a directed graph where edges are labeled with
integer vectors. Accordingly, a path in a VASS is a sequence of transitions and a cycle is
a path that starts and ends at the same state. Given a path (or a cycle) m of V, its effect
eff(r) is the sum of effects of all transitions constituting 7. The max-norm of transitions of
V' is defined to be [|T]|o := max(, a g)erllallco. The (unary-encoded) size of V' is defined by
size(V) = |Q| + T] - d- (|T]low + 1).

A configuration of V consists of a state ¢ € Q and a nonnegative vector x € N, Such
a configuration shall be written as ¢(x). For a configuration ¢ = ¢(x), its norm is defined
by [|¢)lec = |IX||cc and [|c]|1 = ||x||1. We write c[i] for x[i] where ¢ € [d]. We remark that
coordinates of the vector x will often be called “counters”; as VASS is a special form of
counter automata. Configurations can be compared when they are in the same state. For
c=gq(x)and ¢ = ¢ (x'), we write c < ' if g=¢ and x < x’, and c < ¢ if ¢ = ¢’ and x < x'.

Each transition u = (p, a, ¢) induces one-step runs p(x) AN q(y) between configurations
p(x), q(y) satisfying x + a = y. Similarly, a path 7 = ujus ... ug induces runs of the form
co e By 2y o We emphasize that vectors in each configuration ¢; along the run
should be nonnegative. We write ¢ =y ¢ if there is a run from ¢ to ¢ in V. The subscript
V is often omitted when the VASS V is clear from the context. We say a run from c to ¢’
covers a configuration ¢”, if it holds that ¢/ > ¢”.

We also consider Z-configurations p(z) where the vector z € Z? is allowed to have negative
values. Runs over Z-configurations are defined similarly, and are called Z-runs.

Problems that are commonly studied on VASS include:

Reachability. Given a VASS V and configurations c, ¢/, is there a run from c to ¢ in V?
7-Reachability. Given a VASS V and Z-configurations c, ¢/, is there a Z-run from c to ¢'?
Coverability. Given a VASS V and configurations c, ¢/, is there a run from c that covers ¢’?
Boundedness. Given a VASS V and a configuration ¢, is the set {¢’ | ¢ = ¢} finite?

In this paper we focus on these problems under the parameterisation by geometric
dimension which we introduce next.

Geometric Dimension of a VASS

Let V = (Q,T) be a d-VASS and ¢ € Q be a state. We denote by Cycley (q) = {eff(0) |
0 is a cycle containing ¢} the set of effects of all cycles containing the state g. Two types of
geometric dimension have been proposed in the literature. The geometric dimension g(V)
and its variant the SCC dimension gscc(V) are respectively defined by

g9(V) = dim(Q(|_J Cycley(9))) gsee(V) = max dim(Q(Cycley (q)))
q€Q

In particular, we define the cycle space of V' as CycleSpaceg(V) = Q(quQ Cycley (q)),
which is the vector space spanned by the effects of all cycles in V. Hence, the geometric
dimension is indeed the dimension of the cycle space of V. We remark that CycleSpaceg (V)
can be generated from effects of g(V') many simple cycles. Moreover, the generators, and
hence both the geometric dimension g(V') and the SCC dimension gsoc(V'), could easily be
computed in polynomial time [52].
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Observe that the space Q(Cycley (g)) only depends on the strongly connected component
(SCC) in V that contains ¢, hence the maximum can be taken over SCCs instead of states as
indicated by the name SCC dimension. From the definitions we observe the following simple
fact on the relation between the two types of geometric dimension:

» Lemma 3. Let V = (Q,T) be a VASS. Then g(V) < Q|- gsco(V).

Proof. For each ¢ € @, the vector space Q(Cycley, (q)) is spanned by at most gscc(V)
generators. Therefore, the cycle space of V has no more than |Q| - gscc(V') generators. <

Integer Solutions of Linear Systems

The following result on system of linear equations will be useful.

» Lemma 4 ([6, Prop. 4]). Consider a system A-x =Db of d Diophantine linear equations
with n unknowns, where absolute values of coefficients in A and b are bounded by N. If the
system has a nonnegative integer solution, then it also has one bounded by ||x||oc < O(nN)<.

Similar bounds also exist for systems of linear inequalities, see e.g. [6, Prop. 3]. In this
paper we need a stronger bound that better fits the geometric dimension, in the sense that
the exponent depends on the rank of the matrix A instead of the number of variables. The
bound shown in the following lemma is an application of a theorem in [51].

» Lemma 5. Consider a system A-x > b of d Diophantine linear inequalities with n
unknowns, where absolute values of coefficitents of A and b are bounded by N and, moreover,
b > 0. If the system has a nonnegative integer solution then it has one of max-norm bounded
by |X]|oo < (r+ 1)(rN)" where r = rank(A).

3 Coverability

We will focus on the coverability problem for VASS parameterised by geometric dimension
g. The main result of this section is that coverability is witnessed by doubly-exponential
length runs, where the double exponential dependence is only on g, rather than the size or
(standard) dimension of the VASS (Theorem 6). This means that coverability in VASS with
fixed geometric dimension is witnessed by polynomial length runs.

Throughout this section, unless otherwise specified, we fix our attention on an instance of
coverability in a VASS V = (Q,T), an initial configuration s(x), and a target configuration
t(y). We also fix the following parameters of V:

d € N is the dimension,

g < d is the geometric dimension,

n = |Q| is the number of states,

M = max{||x||c : (p,X,q) € T} is the magnitude of the greatest effect of any transition.

We can assume, without loss of generality that V' consists of a series of strongly connected
components (SCC) that are connected by single transitions. This is because a run in V' from
s(x) that covers t(y) follows a path that traverses a series of SCCs.

» Theorem 6. Let f : N — N, f(x) == (z + 1)L, If there is a run in V from s(x)
that covers t(y), then there exists a run in V from s(x) that covers t(y) of length at most
poly(d, n, M, [[ylsc)’).
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Our proof of Theorem 6 has the same structure as Rackoff’s original proof [44, Section 3]
that coverability in VASS is witnessed by double exponential length runs. Roughly speaking,
the proof goes as follows. One observes that if a counter becomes “sufficiently large”, then
there is no need to worry about that counter dropping below zero for the remainder of
the run. Accordingly, the proof goes by induction on the dimension (at each step, another
counter is “ignored”). One of the core components in the proof is the definition of “small
configurations”, where a configuration ¢(v) that is not small has a large counter value v[i].

The proof of Theorem 6 follows suit, though the definition of what makes a configuration
small is noticeably different. Here is where we make our main technical contribution; we
define “geometrically small configurations” (Definition 8). Towards proving Theorem 6, after
defining geometrically small configurations, we will first state and prove some intermediate
facts that will help us then prove an induction-friendly bound on length of the shortest runs
witnessing coverability (Lemma 12, which is the core lemma behind Theorem 6).

» Definition 7 (Clean basis). Let U C Q? be a g-dimensional vector space. We say that a
basis B ={b1,...,by} of U is clean if there exist coordinates K = {ki,...,kq} C [d] such
that T (b1),...,mK(by) forms the g-dimensional identity matriz. Coordinates K are called
the distinguished coordinates of B.

Observe that any basis B of a g-dimensional vector space U C Q% can be turned into a
clean basis using a Gaussian-elimination-style algorithm.

» Definition 8 (Geometrically small configurations). A wvector v € N¢ is C-small with respect
to g-dimensional vector space U C Q% if there ewists a clean basis B = {by, ... by} of U with
the set K C [d] of g distinguished coordinates, such that v[i] < C for alli € K. Moreover,
we say that a configuration q(v) of a VASS V is C-small if v is C-small with respect to
CycleSpaceg (V). If a vector v or a configuration q(v) is not C-small then we call it C-large.

Now, similar to Rackoff’s original proof, we would like to bound the number of C-small
configurations. Unfortunately, there can be an infinite number of C-small configurations as
there are no restrictions on the coordinates that are not distinguished. Instead, we will bound
the number of C-small configurations that are reachable from some initial configuration
(Claim 10).

Before stating Claim 10, we introduce a way of decomposing counter value vectors that
will be useful for Claim 10 and later. We can describe a vector v of counter values of a
configuration ¢(v) as the sum v = x 4+ r, + w, where x are the starting counter values, r, is
the effect of some path from s to ¢, and what remains is w that belongs to CycleSpaceg (V).
In order to meaningfully use this decomposition, we need to argue that we can arbitrarily
nominate a path from s to ¢ which allows us to fix r,, for every state g.

> Claim 9. Let p,q € @ be two states and let p;, p2 be two paths from p to g. The difference
between the effects of p; and ps belongs to CycleSpaceqg (V).

Proof Sketch. First, consider the case when p and ¢ are in the same strongly connected
component. Let 7 be any path from ¢ back to p. Then p;7 is a cycle from p to p, and so is
p27. Thus the difference of the effects of p;7 and po7 belongs to CycleSpaceg (V). Clearly,
the difference in effect between p;7 and po7 is the same as between the effects of p; and ps.

Since V is a line of SCCs, p; and py visit the same SCCs. We use the above case for the
segments of p; and po in the respective SCCs. The difference between the effects of p; and pa
is the sum of differences of each segments, and hence also belongs to CycleSpacegy(V). <
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> Claim 10. For every configuration p(u) and every C' € N, there are at most n - (d - C)¢
many C-small configurations reachable from p(u).

Proof Sketch. The idea is to prove two facts: 1) For every set K C [d] of distinguished
coordinates, there is at most one clean basis B. 2) If ¢(v), ¢(v') are both reachable from
p(u), and 7 (v) = 7 (v'), then v = v/ (here we use Claim 9).

This leads to the given bound of |Q)| - (3) -C9 < n-(d-C)9 since any C-small configuration
is uniquely determined by its state ¢ € @, the subset K C [d] s.t. it is small w.r.t. the
corresponding clean basis B and the vector mx (v) € [0,C — 1]9. <

Now, again similar to Rackoff’s original proof, we would like to argue that if a configuration
is C-large, then there is some counter that is sufficiently large (so it can be “ignored”). We
aim to prove something stronger. Namely, if a configuration is C-large, then there is a
collection of counters which are all sufficiently large and by “ignoring” them, the geometric
dimension of the VASS decreases. The following claim states that if a vector v is C-large,
then there is some clean basis B and a vector from this basis b; which can be used to identify
which coordinates of v are large.

> Claim 11. Let U C Q% be a g-dimensional vector space, let v € N, and let C € N. If v
is C-large with respect to U, then there exists a clean basis B = {bq,...,b,} of U and an
index i € [g] such that, for every j € [d], b;[j] # 0 implies that v[j] > C.

Proof Sketch. Let v be a C-large vector. Assume, for sake of contradiction, that there
does not exist a clean basis B and an index 4 € [g] such that, for every j € [d], b;[j] # 0
implies that v[j] > C. Consider a clean basis B = {by,..., by} with a distinguished set of
coordinates K = {ki,...,kg}. As v is C-large, there exists i € [g] such that v[k;] > C. Our
assumption says that there also exists j € [d] such that b;[j] # 0 and v[j] < C. The idea

is to construct a new clean basis B’ and make j the distinguished coordinate instead of k;.
This is done by using the non-zero entry b;[j] to cancel the j-th entry of other base vectors.

Let K’ be the distinguished coordinates of B’, which is just K with k; replaced by j. One
can observe that ||mx/(v)|1 < |7k (v)|1 because v[k;] > C and v[j] < C. This norm cannot
be decreased infinitely. Hence a contradiction is exhibited. <

With the definition of geometrically small configurations in hand and an understanding
that configurations that are not small will have counters with large values, we are ready to
prove Theorem 6. As a first step towards proving Theorem 6, we shall define the bound on
the length of runs that we would like to establish.

I — n—1 fori=0
" nld(yllse + M Lisy))i + Lioy fori>1

Our goal is to prove that coverability is witnessed by runs of length at most L, (Lemma 12).

» Lemma 12. If there is a run in V from s(x) that covers t(y), then there is a run from
s(x) that covers t(y) of length at most L.

Proof. Proof by induction on the geometric dimension g. For g = 0, we know that all cycles
in V have zero effect. This means that the shortest run between any pair of configurations
does not visit a state more than once. Hence, if there is a run in V' from s(x) that covers
t(y), then there is one of length at most Lo =n — 1.
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For g > 1, we shall assume Lemma 12 holds for VASS with geometric dimension g — 1.
Now, assume that there is a run in V from s(x) that covers t(y). Let s(x) = t(y’), for
some y’ >y, be the shortest run from s(x) that covers ¢(y). We will split this run about
the first configuration that is C-large for C' = M - Ly_1 + ||y||c. Precisely, consider the
q(m) Ttail

Since s(x) = t(y’) has minimal length, we know that no configuration is repeated. This
means that the length of mgman is at most n-(d-C)9 = n(d(M - Ly—1+]y|ls))? (by Claim 10).

Now, we will use the inductive assumption to bound the length of 7¢,;. Since ¢(m) is
(M - Ly—1 + |lylls)-large, by Claim 11, there exists a clean basis B = {by,...,b,} and an
index i € [g] such that, for every j € [d], if b;[j] # 0, then m[j] > M - Ly_1 + ||y[|c. In
fact, we shall define J := {j € [d] : b;[j] # 0}. Now, we shall remove the counters in J from
the VASS V. Let V' = (Q,T") be the (d — |J])-VASS obtained by projecting all transition
vectors to the coordinates [d] \ J. Precisely, T" = {(p, maps(0),p’) : (p,u,p’) € T}. Recall
that B = {by,...,b,} was a basis of CycleSpacey (V). We will argue that

T'small

decomposition: s(x) t(y’), where g(m) is the first C-large configuration.

B = {maps(b1); - wap s (biz1), Tpap g (biva), -, map s (bg) }

is a generating set of CycleSpaceq (V) which suffices to prove that the geometric dimension
of V' is g — 1. Since the transition vectors of V' are the transition vectors of V' projected to
counters [d] \ J, we know that CycleSpaceg (V") is just CycleSpacegy(V') projected to counters
[d] \ J. This means that the span of {mgp\s(b1),...,maps(bg)} is CycleSpaceg(V’). Now,
notice that g\ 7(bs) = 0 (by definition of .J). We can therefore remove g\ s(b;) from this
set to obtain the generating set B’ of size g — 1.

Now, we shall analyse the length of the suffix of the run in V’. Consider the config-
uration q(mpgy s(m)). By the inductive assumption, we know that there is a run in V'
from q(7qp\ 7(m)) that covers t(mgp s(y)) of length at most L, ;. Now, we shall lift this
run back to V' (by copying the appropriate transitions). It remains to argue that the
counters in J remain above 0 and cover the target y. For this, recall that for all j € J,
m(j] > M- Ly_1 + ||y|lcc- The most negative effect of a single transition is —M, thus over
the suffix of length L,_;, the greatest possible negative effect is —M - Ly_;. This means
that all counters in J remain above zero, and at the end have counter values at least ||y||co
(which guarantees the target is covered). Thus, by following the same suffix from ¢(m) in
V', we obtain a run in V from ¢(m) that covers t(y) of length at most L,_1. As m¢an has
minimal length, we therefore conclude that the length of mai is at most Lg_;.

Altogether, the length of 7 is at most the length of myyan plus the length of .y which is
n(d(M - Lg—1 + ||¥|loc))? + Lg—1 = Ly (as required). <

Finally, to prove Theorem 6, we only need to argue that L, is indeed bounded by
poly(d,n, M, ||y|ls)f@. This can be obtained by a rather straightforward induction on g.

» Remark 13. As a corollary of Theorem 6, one can obtain double exponential length witnesses
for coverability in terms of the SCC dimension and the number of states in the VASS. Recall
that by Lemma 3, the product of gsoc and the number of states n is an upper bound of
g. Hence, if there is a run from s(x) that covers t(y), then there is a run from s(x) that
covers t(y) of length at most poly(d,n, M, ||y|les)!™9c). Unfortunately, this means that
even when the SCC dimension is fixed, the length of the shortest runs witnessing coverability
can depend doubly-exponentially on the number of states n.
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3.1 Improving Coverability Witness Length Bounds

In this section we continue to study the coverability problem in VASS parameterised by
geometric dimension g. Our main result here is an improved version of Theorem 6 with the
function h(x) = 2! — 1 improving upon function f(x) = (z + 1)* from Theorem 6.

» Theorem 14. Let h : N — N, h(z) = 271 — 1. If there is a run in V from s(x)
that covers t(y), then there exists a run in V from s(x) that covers t(y) of length at most
pOIY(dv n, Mv ||y||00)h(g)

Similar to how the proof of Theorem 6 was based on the ideas introduced by Rackoff
in [44], the proof of Theorem 14 is based on the ideas from a recent paper by Kunnemann
et al. [29], where it was shown that the length of a covering run can be bounded by
poly(d,n, M, Hy||m)20(d). Similarly as in [44] the construction from [29] uses an induction
on the dimension d. It also uses the fact that if a counter becomes “sufficiently large” then
there is no need to worry that this counter will drop below zero and we can simply ignore
this counter. The main contribution of [29] is an observation that if a few counters become
sufficiently large together we can ignore all of them at once. Therefore, the threshold above
which we ignore them is lower. In other words: in [44] a configuration is treated as large if one
of its counters exceeds some threshold C, while in [29] a configuration is treated as large if
either one of its counters exceeds an appropriate threshold Cy_1, or two of its counters exceed
some smaller threshold Cy_o, or three of its counters exceed some even smaller threshold
Cy_3, etc., or all of its counters exceed a quite small threshold Cy. Towards generalising this
result we call vectors which do not satisfy this assumption C = (Cy, ..., Cy4_1)-bounded and
generalise this notion to C-thin.

» Definition 15 (Bounded and thin configurations). Let C = (Cy,C4,...,Cy_1) € N7 be a
vector of constants for some Cy < C1 < ... < Cy_1. A vector v.e N9 4s C-bounded if for
all k € [g] the number of coordinates i € [g] such that v[i] > Cy_y, is strictly less than k. A
vector v € N% 45 C-thin with respect to g-dimensional vector space U C Q% if there exists a
clean basis B of U with set of distinguished coordinates K such that wx(v) is C-bounded.
Moreover, we say that a configuration q(v) of a VASS V is C-thin if v is C-thin with respect
to CycleSpaceg (V). If a vector v or a configuration q(v) is not C-thin then we call it C-thick.

Similarly as before we prove that there are not too many C-thin configurations reachable
from a given configuration, we state it in Claim 16. We say that a vector v € N¥ is sorted if
for each i,j € [k], i < j we have v[i] < v[j].

>> Claim 16. For every configuration p(u) and every sorted C = (Cy,C,...,Cy_1) € N9
there are at most n - d9 - ?:—01 C; many C-thin configurations reachable from p(u).

Proof. The proof is similar to the proof of Claim 10. We argue as before that there are at
most d? clean basis. For a fixed clean basis and one of n states fixed each configuration
corresponds to a C-bounded vector. The number of such vectors is [[7_; C;, therefore the
number of C-thin configurations is bounded by n - d? - [[_, C;, as required. <

In analogue of Kunnemann et. al., we would like to argue that if a configuration is C-large,
then there is a number of counters that are sufficiently large to be “ignored”. However,
as in the proof of Theorem 6 we need to prove something stronger. We show that if a
configuration is C-thick, then there is a collection of counters which are all sufficiently large
and by “ignoring” them, the geometric dimension of the VASS decreases appropriately.
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> Claim 17. Let U C Q¢ be a g-dimensional vector space, let v € N and let C =
(Co,...,Cy_1) € N9 be sorted. If v is C-thick with respect to U, then there exists a clean
basis B = {by,..., by} of U, a number k € [g] and a set S = {i1,...,ix} C [g] of k indices
such that for every ¢ € S and every j € [d], b;[j] # 0 implies that v[j] > Cy_p.

Proof. The proof of Claim 17 is similar to the proof of Claim 11. The difference is as follows.
In Claim 11 we need to find one vector b; in some clean basis B such that all the coordinates
affected by b; (namely j € [d] such that b;[j] # 0) have at least value C in our vector v.
Here our task is more challenging. Besides the choice of B we also have a choice of the
number k € [¢] indicating how many vectors from B we plan to ignore. For a chosen k € [g]
we need to find vectors b;,,...,b;, from B such that all the coordinates affected by them
have a value at least Cy_y.

Even though the task seems more complicated the proof is essentially proceeding the
same as the proof of Claim 11. We mainly present here the parts which differ.

Assume, for sake of contradiction, that v is C-thick and there does not exist a clean basis

B, a number k € [g] and a set of indices S = {i1,. .., i} such that for every index ¢ € S and
for every j € [d], b;[j] # 0 implies that v[j] > Cy_j. Consider a clean basis B = {by,...,bg}
with a distinguished set of coordinates K = {k1,...,k,} of minimal N = ||7g(v)]|1.

Now, our goal is to construct a new clean basis B’ with a distinguished set of coordinates
K’ such that ||7x/(v)|]1 is less than N. Since v is C-thick we know that mx(v) is not
C-bounded. That means that there is a number k € [g] such that the number of coordinates
i € [g] such that v[i] > Cy_ is at least k. Let S = {i1,...,ix} be a set of some k coordinates
such that v[ig] > Cy_y, for all £ € [k]. Now, using our assumption we get that there is some
index ¢ € S and some coordinate j € [d] such that b;[j] # 0, but v[j] < Cy_. That means
that substituting the distinguished coordinate k; by the coordinate j will decrease the sum
of values v[i] for distinguished coordinates i, exactly as in the proof of Claim 11.

The rest of the proof is literally the same as for Claim 11. We recall here the definition of
the new basis B'. We set B’ = {b{,..., b} by b} := b;/(b;[j]), and b}, := by — by[j] - b] for
all k # i. We identify the set of distinguished coordinates K’ = {ki,... , ki—1, j, kiy1, ..., kg}.
Verification that B’ is a clean basis is performed exactly as in the proof of Claim 11. Finally,
we also verify that ||7x (v)|l1 < N exactly in the same way as before. The intuition is
that v[k;] was replaced by a smaller value v[j], thus ||7k/(v)||1 decreased. This contradicts
minimality of N and finishes the proof. <

With the understanding that in a C-thick configuration one can ignore some coordinates
to decrease the geometric dimension we are ready to prove Theorem 14. We first define the
bounds on the length of runs that we would like to establish.

Ko n—1 fori =0
e d T (I llee + M - KG) + Kooy fori > 1

Our goal is to prove that coverability is witnessed by runs of length at most K.

» Lemma 18. If there is run in V' from s(x) that covers t(y), then there is a run from s(x)
that covers t(y) of length at most K,.

Proof. The proof proceeds similarly to the proof of Lemma 12, so we focus on the differences
while only sketching the identical parts.

The proof is by induction on the geometric dimension g. The case of g = 0 is easy and the
same as for Lemma 12. For g > 1 we assume that Lemma 18 holds for VASS with geometric
dimension less than g. Now, assume that there is a run in V from s(x) that covers t(y).
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Let s(x) = t(y’), for some y’ >y, be the shortest run from s(x) that covers t(y). We will
split this run at the first configuration that is C-thick for C = (Cy, C1,...,Cy_1), where
C; = M - K; + ||y]|oo. Precisely, consider the decomposition: s(x) —222% ¢(m) =25 t(y'),
where ¢(m) is the first C-thick configuration.

Since s(x) = t(y’) has minimal length, we know that no configuration is repeated. As
all the configurations before g(m) are C-thin we know by Claim 16 that the length of mgman
is at most n - d9 - Hf:_ol C;.

Now let us focus on bounding the length of 7. Since g(m) is C-thick by Claim 17
we know that there is a clean basis B = {b1,...,b,} of U, a number k € [g] and a set
S = {i1,...,ix} C [g] of k indices such that for every i € S and every j € [d], b;[j] # 0
implies that v[j] > Cy_j. In other words it means that all the coordinates influenced by
basis vectors by, ,...,b;, are of size at least Cy_j.

We now sketch bounding 7,5 without going into details, since the details are the same
as in Lemma 12. We consider a VASS V', which is exactly V' with coordinates in J removed,
where J contains all the coordinates on which one of the b, is non-zero (for j € [k]).
Let J' = [d] \ J be the complement of J. Removing all the coordinates in J implies
that dim(CycleSpaceg(V’)) < dim(CycleSpacegy(V)) — k decreased by k, since all the basis
vectors by, for j € [k] are zero vectors after removing coordinates in J. Therefore V' has
geometric dimension at most g — £ and by induction assumption there is a covering run
from ¢(my/ (m)) to t(my (y)) of length at most K. Now consider this run lifted back to V/,
with coordinates from J added back. Since max-norm of V' is M the run of length K,
decreases counters in J by at most M - K,_j. Recall however that for each i € J we have
m(i] > Cy_p = M - K; + ||y|loc. That means that after decreasing by M - K, all the
counters in J still have value at least ||y|oo. This is sufficient to cover t(y), so indeed the
presented run covers ¢(y). Its length is at most the length of 7gpan plus K g—k < Ky_1, which
equals n - d9 - Hf;ol Ci + K41 = K, as required. <

In order to prove Theorem 14, we only need to argue that K, is indeed bounded by
poly(d,n, M, ||y|ls)™9, which we show in the following claim.

> Claim 19. For any g € N we have K, < poly(d,n, M, [|y|s )" for h(z) = 27! — 1.

4  Simultaneous Unboundedness

Viewed as a decision problem, simultaneous unboundedness asks, from a given initial con-
figuration s(x), whether it is possible to reach a given target state ¢ with counter values
v > (G,...,G), for a given target value G € N. One can observe that if such a run does
not exist, then there is a bound H such that, for every run, there is a counter which does
not exceed H. This observation is a necessary ingredient in the standard approach for
solving reachability in VASS (i.e. this is used as a tool in the KLM decomposition) [28, 35].
Simultaneous unboundedness, as well as other variants of (un)boundedness have already
been studied in VASS parameterised by the dimension d [15, 7]. In this section, we study
simultaneous unboundedness in VASS parameterised by the geometric dimension g.

Throughout this section, unless otherwise specified, we fix our attention to a VASS
V =(Q,T). We also fix the following parameters of V:

d € N is the dimension,

g < d is the geometric dimension,

n = |Q| is the number of states,

M = max{||x]|e : (p,%X,q) € T} is the magnitude of the greatest effect of any transition.
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We will prove that, for all G € N, there are H, L € N of size poly(d, n, G, M)f(g) for some
exponential function f s.t. if there is a run in which every counter observes a value > H
(not necessarily at the same time), then there is a run of length < L in which all counters
are > G simultaneously. The relationship between G, H, and L is detailed in Theorem 20
and their precise values are provided ahead of Lemma 21.

» Theorem 20. Let f: N — N, f(x) = (z+ 1)**L. For every G € N, there exist H,L € N
such that H, L < poly(d,n,G, M)79) and, if there exists a run from s(x) to q(u) in which,
for every i € [d], there is a configuration p;(h;) with h;[i] > H, then there exists a run from
s(x) to q(v) of length at most L, such that v > (G,...,G).

The proof of Theorem 20 is very similar to the proof of Theorem 6 which is based on
Rackoff’s proof that coverability is witnessed by a double exponential length run [44]. We
will sketch the ideas behind the proof of Theorem 20 first for the scenario in which the VASS
is parameterised by its dimension d (not its geometric dimension). Given the assumption
that there is a run in which every counter exceeds the threshold H (at some point), we can
“ignore” the first counter that exceeds this threshold. This idea is that, if in a (d — 1)-VASS,
we can prove that there is a run that witnesses simultaneous unboundedness of length L,
and we know that H > M - L + G, then we can “safely ignore” the counter that exceeded
the threshold H. Accordingly, we proceed by induction on the dimension with appropriately
chosen values for H and L. In our case, we are considering VASS parameterised by the
geometric dimension g. Just like the proof of Theorem 6, we instead wish to ignore multiple
counters at the same time in order to decrease the geometric dimension by 1 for the inductive
step. For this, we consider two levels of “large”: a large upper bound C' and very large
threshold H. We use the idea that, from a geometrically C-large configuration, we can “safely
ignore” a collection of counters that will decrease the geometric dimension. However, after
the first C-large configuration is observed, we have to prove that we still fulfill the induction
hypothesis that there is a run which observes a large value on every counter. In order to
still observe configurations that exceed the threshold, we need to set the threshold H to be
(significantly) larger than C. Next, we will precisely define the threshold and upper bound
values. Fix G € N. Let us inductively define three sequences of numbers.

- 0 1 =0, I — n~(d+1)-M+G 1 =0,
’ M-Li1+G i>1. ’ TLM(dCI)l—FHZ_l 1> 1.

I = n-(d+1) i=0,
’ n~(d~Ci)’+Li_1 ZZ].
» Lemma 21. If there exists a run from s(x) to g(u) in which, for every i € [d], there is a
configuration p;(h;) with h;[i] > Hy, then there exists a run from s(x) to q(v) of length at
most Ly, such that v > (G, ...,G).

Proof. In this proof, we shall refer to the configurations p;(h;) as high configurations.

This proof goes by induction on g. For g = 0, consider a run from s(x) to ¢(u) and
consider every high configuration p;(h;). We shall mark the starting configuration s(x), every
high configuration p;(h;), and the final configuration ¢(u). Since g = 0, all cycles have zero
effect. This means that, between every consecutive marked configuration, we can remove
simple cycles. We remark that we cannot simply remove simple cycles from the entire run, as
it may be the case that a high configuration is observed by using a cycle. Indeed, a particular
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counter may exceed the threshold Hy by making use of a cycle that may change its value
throughout the course of the cycle (even though the cycle overall has zero effect). Now, we
know that there is a run from s(x) to ¢(u) which observes every high configuration p;(h;),
and whose length is bounded by n(d + 1) = Lg. Now, we will argue that u > (G,...,G).
Consider the i-th counter: it is at least Hy =n-(d+ 1) - M + G at p;(h;). Notice that the
run from p;(h;) to ¢(u) has length at most (d + 1) - n. This means that at the end of the
run, the i-th counter will be at least n- (d+1)- M +G — (d+ 1) -n-M > G (as required).

For the induction step, assume that Lemma 21 is true for all geometric dimensions less
than g. Now suppose that there is a run s(x) £ ¢(u) in which, for every i € [d], there is
a configuration p; (h;) with h;[¢] > H,. Recall Definition 8 and split p at the first C,-large
configuration p(m) to obtain s(x) 222 p(m) 225 g(u). In fact, let s(x) £ g(u) be the
shortest such run.

By the minimality of the length of s(x) £ g(u), we know that no configuration is repeated.
Thus, by Claim 10, we know that |pgman| < n - (d- Cy)9.

Moreover, by Claim 11, there is a clean basis B = {b1,...,b,} and an index ¢ € [g]
such that, for every j € [d], if b;[j] # 0 then m[j] > Cy. In the same way as in the proof
of Lemma 12, we will project away all counters J = {j € [d] : b;[j] # 0} to obtain a VASS
V' of dimension d — |J| but, crucially, of geometric dimension < g — 1.

Additionally, for every i € [d], there is a high configuration p;(h;) observed during
5(x) & q(u) such that hy[i] > H,. Our goal is to replace piay with a sufficiently short
run using the inductive assumption. Roughly speaking, after projecting away counters in
J, we wish to identify a run in V' starting from p(mg)\ s(m)) which ends with all counter
values at least G. To do this, we need to identify configurations in p(m) 2% ¢(u) which
are high. Specifically, for every i € [d] \ J, we need to identify a configuration p;(h;) that
occurs in p(m) 2% g(u) that satisfies hy[i] > H, ;. We remark that the original high
configuration p;(h;) may be observed during psman or piai; clearly if the high configuration
pi(h;), for ¢ € [d] \ J, is observed during ptai, then it satisfies h;[i] > Ly > Ly_1. For
the high configurations p;(h;) that are observed during psman, we will prove that there
is a configuration observed during pi.; that is sufficiently high on the same counter. In
fact, we will prove that this configuration is p(m). Namely, for every i € [d] \ J, for
which p;(h;) occurs in s(x) 22 p(m), it is true that m[i] > H, ;. This is because
Hg =n: (d ’ Cg)g M+ Hgfl > |psmall| M+ Hgfl'

Therefore, we can apply the induction assumption on V' starting from p(mgp 7(m)) to
find a run p(mpg) s(m)) 5 q(u’), of length at most L,_1, such that v’ > (G, ...,G). Since
all the ignored counters have value at least Cy = M - Ly,_1 + G in the configuration p(m),

we deduce that the run p(m) -, g¢(w) in V obtained by following the same path as 7 has
length at most L,_; and w > (G,...,G). Finally, the concatenation of psman and 7’ has
length at most n- (d-Cy)9 + Lg—1 = L. <

Now, to conclude this section by proving Theorem 20, we only need to argue that L, and
H, are indeed bounded by poly(d,n, M, G)f(g), which can be shown by induction on g.

5 Boundedness

In this section we study the boundedness problem in VASS parameterized by geometric dimen-
sion, which asks whether infinitely many configurations can be reached from a fixed source. We
first recall that unboundedness is witnessed by any run that contains a configuration strictly
covering a previous configuration. Consider a run of the form ¢y —» ¢ —2 o -+ —5 Cp.
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We say it is an unboundedness witness for cq if there is an index ¢ < m such that ¢; < ¢;,. In
this case, observe that the cycle from ¢; to ¢, can be fired any number of times from ¢,, to
reach infinitely many configurations. On the other hand, assume the reachable set from ¢y is
indeed infinite. The configurations reachable from ¢y naturally form a finite-branching tree
with root ¢y. By Konig’s Lemma there must be an infinite branch in this tree. Using the fact
that < is a well-quasi-order over configurations, we are able to extract an unboundedness
witness from this branch.

» Lemma 22 ([44, Lemma 4.2]). Let V be a VASS and c be a configuration of V.. Then
{¢'| ¢ 5 '} is infinite if and only if there is an unboundedness witness for c.

We remark that unboundedness witnesses were called self-covering paths in [44]. Now the
boundedness problem is reduced to finding unboundedness witnesses. Our result, resembling
that of Rackoff [44], gives length bounds on shortest unboundedness witnesses in terms of
the geometric dimension. Similarly as in Section 3 we fix the following parameters of V':

d € N is the dimension,

g < d is the geometric dimension,

n = |Q| is the number of states,

M = max{||x]|c : (p,X,q) € T} is the magnitude of the greatest effect of any transition.

» Theorem 23. Let f : N — N, f(x) := (4x+2)2*+L. If there is an unboundedness witness in
VASS V for some configuration s then there is also one of length bounded by poly(d,n, M)7(9).

» Remark 24. Observe that in Theorem 23 if we fix the geometric dimension g then the
corresponding bound is polynomial w.r.t. d,n, and M. Moreover, the bounds do not depend
on the configuration s.

» Remark 25. Similar to Remark 13, using Lemma 3 we can obtain a length bound on
unboundedness witnesses in terms of the SCC dimension gscc and the number of states,
namely poly(d,n, M)f(9sc),

5.1 Length Bound of Unboundedness Witnesses

We will actually prove Theorem 23 for a generalized model called VASS extended with integer
counters, which allow some counters to take negative values in a run.

Formally, a d-VASS extended with integer counters is given by a triple Vz = (V, Iy, Iz)
where V' = (Q,T) is a d-VASS and Iy, I is a partition of [d]. We remark that the underlying
VASS V will be the one under consideration of this section. And we use its parameters
g,n, M as fixed at the beginning of this section. The set of legal configurations of V7 is given
by {q¢(x) € Q x Z% | x[i] € N for all i € Iy}. That is, counters indexed by Iz are allowed
to take negative values while other counters must be kept nonnegative. Unboundedness
witnesses are defined in the same way as for standard VASS. So an unboundedness witness for
configuration c¢ is a run m = myms starting from ¢ such that s is a cycle with positive effect
eff(me) > 0. However, as opposed to prior sections, VASS extended with integers counters
have two natural notions of geometric dimension. We define the geometric dimension of V7
to be the geometric dimension g of V| i.e. using all counters. We also define the restricted
geometric dimension of Vz, denoted kpus(Vz), to be the geometric dimension of the VASS
obtained from V by removing all counters in I. That is,

kyps(Vz) = dim(mp, (CycleSpaceg(V))). (1)
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We will prove Theorem 23 for VASS extended with integer counters. As first step, we

define the bounds on the length of unboundedness witnesses that we would like to establish.

| Dot fori=0
o (D . (d - M - Li_1)4i)g+1 + Li—l for 4 Z 1

where D = (5d?n?M)?. We are going to prove the following lemma.

» Lemma 26. If there is an unboundedness witness in Vg = (V, In, Iz) for some configuration
s, then there is also one of length bounded by Ly, where k = kpps(Vz) < g.

For a standard VASS V' we have kgps(V) = g. Therefore, Lemma 26 bounds the length of
shortest unboundedness witnesses by L,. It can be verified that L, is indeed at most doubly
exponential, hence Theorem 23 is implied by Lemma 26.

The rest of this section is devoted to proving Lemma 26. Let Vz = (V, Iy, Iz) be the
considered d-VASS extended with integer counters, and s be a configuration of V' such that
there is an unboundedness witness 7 for s. Suppose V = (Q,T). Moreover, we may assume
w.l.o.g. that V' contains only those transitions in 7. Under this assumption, the structure
of V is simply a series of SCCs, and Claim 9 can be applied. In the following we show
Lemma 26 by induction on the restricted geometric dimension k = kggs(V).

The Base Case

First we consider the case that £k = 0, which means that every cycle 6 in V satisfies
71, (eff(8)) = 0. Observe however that transitions may still have effects on N-counters, hence
it is not obvious that they can be ignored. The following claim crucially uses our above
assumption that V' contains only those transitions on the run 7.

> Claim 27.  Any path p in V can be lifted to a run s 2 ¢ for some configuration ¢. Moreover,
for any reachable configuration ¢(y) and any configuration ¢(y,) on the unboundedness
witness m (with the same state), we have 7r, (y-) = 7, (¥).

By Claim 27, in order to find an unboundedness witness it is enough to find paths with
certain effects, since every path can be lifted to a run. Therefore in the following we assume
Iy = (), that is, Vz has only integer counters. We decompose the unboundedness witness 7
as m = m 7o such that 7o is a cycle with eff(m3) > 0. Since all counters are integer counters,

we can replace 71 by a simple path connecting its source and target states, so that || < n.

We now express ms as a solution of a system of linear inequalities, and rely on Lemma 5 to
obtain a bound of its length. Let Q' C Q and T" C T be the subsets of states and transitions

that appear in 7. Simple cycles that use only transitions from 7" will be called T"-cycles.

We first shrink 7 into a short run o as follows: whenever there is a simple cycle 6 as an
infix of 7o, such that every state visited by @ is also visited by the prefix of w5 before 6, we
remove f from 7,. Notice that o also visits every state in Q’. Also observe that |o| < n?
as o visits every state at most n times. Let S be the set of simple cycles removed from
m. For each cycle § € S we have NORM(eff(0)) < nM as it is a simple cycle. Observe that
eff(mg) — eff(0) € conen(eff(S)). Therefore, because of Theorem 2 we can choose C C S such
that |C| < 2dlog(4dnM) < 4d*nM and eff(rm2) — eff(o) € coney/(eff(C)). We define a system
U of d linear inequalities, with unknowns zg correspond to T'-cycles 6 from C. Concretely,
for ¢ € [1,d] we have the following inequality, where [] is the Iverson bracket.:

S g off(9)[i] + efi(o)[i] > [efi(ms)[i] > 0] (2)
6ecC
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Any solution of U induces a run 7 obtained by attaching to o each cycle 6 € C repeated
for 2y times. This is possible as o visits every state in Q’. Also, Equation (2) ensures that
eff(r}) > 0. Thus 7’ := m7} is also an unboundedness witness for s.

Clearly U has a nonnegative integer solution, namely the one obtained from 7o by setting
x¢’s to be the coefficients witnessing eff(my) — eff(0) € coney/(eff(C)). Suppose U is expressed
in the form Ax > b. Then columns of A are effects of simple cycles. We conclude that
rank(A) < g. Also, each entry in A and b is bounded in absolute value by Mn?. Hence, by
Lemma 5, we can bound the max-norm of minimal solutions of U by (g + 1)(g - Mn?)J <
(2gMn?)9t1 < (2dMn?)9t1. The length of 7/ yielded by any minimal solution is then
bounded by (4d*nM) -n - (2dMn?)9T1 4+ n? < (4d*n?M)?972. Therefore, the length of the
new unboundedness witness 775 is bounded by (4d*n?M)29+2 + n < (5d*n?M)%912 = L.
This completes the proof of the base case.

The Induction Step

Now we consider the case that k = kyps(Vz) > 0. Let Vy be the d’-VASS obtained from V7 by
removing all counters in Iz, so d’ = |Iy|. Recall the definition of C-small/large configurations
for standard VASS (Definition 8). Here we say a configuration ¢(x) in V7 is C-small/large
if the projected configuration ¢(my,(x)) is C-small/large in V. Take C = Ly_1 - M. We
consider two cases depending on whether the unboundedness witness 7 for s contains a
C-large configuration.

Case 1. Assume 7 contains a C-large configuration. Let g(m) be the first C-large con-
q(m) =% ¢, By definition of unboundedness
witness, 7 can also be factored into m = mme with mo being a cycle satisfying eff(my) > 0.
Observe that 7' := Tya7e is an unboundedness witness for g(m). The strategy is to use the
induction hypothesis to replace 7’ by a length-bounded run.

Tsmall

figuration on 7, which splits 7 into s

Since g(m) is C-large, by Claim 11 there exists a clean basis B = {by,..., by} of the
vector space CycleSpaceg(Vy) and an index i € [k], such that for all j € Iy, m[j] > C
whenever b;[j] # 0. Let I := {j € Iy | b;[j] # 0}. We turn every counter in I into an
integer counter. That is, we consider the VASS V) := (V,Iy\ I, Iz U I). It is easy to see
that kres(Vy) < kres(Vz) = k, and that 7/ is still an unboundedness witness for ¢(m) in
V. By induction hypothesis, there is also an unboundedness witness p for ¢(m) in V;
with |p| < Li_;. We claim that p induces a legal run in Vz from ¢(m). For this we only
need to consider counters in I. Notice that for any j € I, m[j] > C > |p| - M, while for
any prefix p of p we have eff(p')[j] < |p| - M. So values of counters in I will not drop
below zero along p. This shows that p is an unboundedness witness for ¢(m) also in Vz,
and thus mgmanpe is an unboundedness witness for s. Now it is safe to remove from mgyan
any cycle 6 with 7y, (eff(d)) = 0, which has no effect on the N-counters. So we assume
that no two configurations on mgyna have the same values on counters in Iy, and moreover,
all configurations on mgyan except the last one are C-small. By Claim 10 we deduce that
|Tsman| < n - (d- C)k. Hence, |Tmanp| <n-(d-OC)F + Ly_1 < Ly.

Case 2. Assume all configurations on 7 are C-small. Split 7 into w7y where 75 is a cycle
with eff(ry) > 0. If 7y, (eff(m2)) > 0, then by repeating o sufficiently many times one
eventually encounters a C-large configuration, which reduces to Case 1. Hence, we assume
next that 7y, (eff(m2)) = 0. The strategy is to encode the N-counters into states and reduce
to the base case where kpps(Vz) = 0.
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Let S := {(¢, 71, (y)) | q(y) is a C-small configuration reachable from s}. By Claim 10
we have |S| < n-(d-C)*. We construct a VASS V' whose states are S and whose transitions

I, (a)

are of the form (p,m) ——— (¢, n) if there is a transition p 2 ¢ in V3 with 77, (a) = n — m.

We set all counters in V’ to be integer counters, so kges(V’) = 0. Now the unboundedness
witness m = w172 can be mapped to a run 7’ = {7} in V'. Moreover, 7} is still a cycle in V'
as we have assumed that 7y, (eff(r3)) = 0. Also, eff(7) = mp,(eff(7m2)) > 0. Hence 7’ is an
unboundedness witness in V’. Using the induction base, there is an unboundedness witness p

with the same source as 7’ such that |p| < (5d2|S|>M)29+2 < (5d2M (n - (d- C)*)?)292 < L.

Finally it is easy to observe that p’ can be mapped back to a run in Vz that is also an
unboundedness witness for s.

6 Integer Reachability in Geometric Dimension

In this section we prove that in geometric dimension, Z-reachability behaves the same as in
the case when we parameterise by the number of counters. We have the following theorem:

» Theorem 28. Let V be a VASS of geometric dimension g. For any two Z-configurations s
and t such that t is reachable from s by a Z-run, there exists also a Z-run m from s to t such

that |r| < O(M)%9H1 where M = max(size(V), ||8]|oo, [|t] s )-

Proof. Let s = ¢(w) and t = ¢(w’). Let o be a Z-run between s and ¢. Similar to what we
have done in the base case of Lemma 26 (see Page 17), we express a Z-run between s and t
as a solution of a Diophantine system of linear equations, and rely on Lemma 4. Let Q' C Q
and 7" C T be the subsets of states and transitions that appear in ¢. Simple cycles that use
only transitions from 7”7 we call T’-cycles. The Z-run ¢ decomposes into a Z-run op that
visits all states of Q" and set S of simple T"-cycles. Choose the shortest such og. Observe,
that oq visits each state at most |Q’| < |Q] < M times, as otherwise it could be shortened,
and therefore its effect has norm at most M?3. For each cycle § € S we have ||eff(6)|o < M?
as it is a simple cycle. Observe, that t — s — eff(cg) € conen(eff(S)). Therefore, because of
Theorem 2 we can choose C C S such that |C| < 2dlog(4dM) < 8d*M < 8M?3 such that
t — s —eff(og) € coney(eff(C)). We define a system U of d linear equations (one for each
dimension), whose unknowns x4 correspond to T"-cycles 6 from C:

er -eff() =t — s — eff(0y)

oecC

The system has a nonnegative integer solution, namely the one obtained from the fact that
t — s —eff(0g) € coney(eff(C)). The system U can be expressed as A -z = b for some matrix
A. Observe, that rank of the matrix A is at most g as columns of A are effects of simple
cycles in V. Hence we can choose at most g linearly independent equations from the system
U and create a system U’, which can be expressed as A’ -z = for some A’ € Z9%I€l and
b € 7Z9. As all coefficients of U’ are bounded by O(M?3), by Lemma 4 the system has a
solution of norm O((|C|M3))9 = O(M)®. The solution yields a Z-run 7 from s to t of length
loo] + M - O(M)® = O(M)%9L, consisting, of oy with attached all cycles § € C (this is
possible, as o visits all states used by the cycles), each 6 iterated xy times. <

7 Tower-Hardness of Reachability in SCC Dimension 4

In this section we sketch the proof of the following theorem.

» Theorem 29. Reachability in VASS of SCC dimension gscc = 4 is TOWER-hard.
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The proof is based on a modification of [14, Theorem 4] which showed TOWER-hardness
for 8-VASS. The general strategy is to reduce from the TOWER-bounded reachability problem
in two-counter machines. Two-counter machines can be viewed as 2-VASSes enhanced with
the ability of testing equality with zero on each counter, while TOWER-boundedness requires
values of both counter to stay below TOWER(n), where n € N is part of the input. We have
to implement zero-tests on bounded counters in VASS without increasing the SCC dimension
too much. We will rely on a useful gadget called multiplication triples [11].

A multiplication triple consists of three VASS counters b, c,d holding values B,C, B - C.
For any counter x bounded by B we can simulate C/2 zero tests on it. The procedure is as
follows: we try to move values from b to x and then back to b, in the meantime we decrease
d by the amount of value actually moved. Finally, c is decreased by two. Since x is bounded
by B, d was decreased by at most 2B. To maintain d < b - ¢, we must have been able to
decrease d by 2B, i.e. we must have x = 0. This can be extended to zero-testing multiple
counters xp,Xs, ..., Xk, by moving values between b and these counters like a chain, see [14].
We call d the sensor counter of this multiplication triple. It is important to notice that we
always maintain the invariant b 4+ x; + X9 + - -+ + x; = B, wherefore counter b does not
increase the SCC dimension gscc, i.e. a multiplication triple increases gscc only by 2.

We shall construct a VASS of two parts: the first part generates a multiplication triple
b, c,d with b = TOWER(n), and the second part simulates the 2-counter machine using this
triple. As noted above, the SCC dimension in the second half is at most 2 4+ 2 = 4, however
the first part requires more care.

In order to generate the tower-sized multiplication triple, a so-called amplifier was utilized

n [14]. An amplifier consumes a multiplication triple with values (b, c,d) = (B,C, B - C)
and generates a new one with values (b’,c’,d’) = (28,C”,25 - C’). Intuitively, it starts with
a triple (b’,c¢’,d’) = (1,C’,C") and doubles b" and ¢’ for B times. Each doubling requires
zero-tests, which are implemented using the triple (c,b,d), with the roles of b, ¢ swapped to
ensure the doubling is performed exactly B times. The amplifier needs zero-tests on three
counters: b’,d’ and an additional counter used to store the result of each doubling. This
gives SCC dimension 3 4+ 2 = 5, which is not optimal. To improve this, notice that if we have
two identical copies of the input triple (b, c,d), we can amplify b’ and d’ separately. Now
each amplification procedure yields SCC dimension 4. Of course, we need to generate two
identical copies of b’, c’,d’ to continue this amplification. But adding copies of counters does
not change the SCC dimension. Notice that the amplifier succeeds if and only if the sensor
counters in the two copies of its input triples become zero at the end.

By concatenating n copies of the amplifier, we are able to generate the TOWER(n)-
multiplication triple. We remark that each amplifier should use fresh new counters for its
output. This does not increase the SCC dimension as each amplifier works in its own SCC.
This way, we are allowed to check if all amplifiers and multiplication triples function correctly
by checking whether all the sensor counters equal zero at the end of the run, which can be
encoded into the reachability problem. Therefore, we conclude that reachability in VASS of
gscec = 4 is TOWER-hard.

8 Future Research

In Section 3, we proved that coverability in VASS parameterised by geometric dimension g
is witnessed by double exponential length runs. Specifically, we argued that the exponent
only depends on g (Theorem 6). As we touched on in Remark 13, this does not allow us to
obtain runs with less than double exponential length for instances of coverability in VASS
with fixed SCC dimension gscc. However, we conjecture that the coverability problem in
VASS with fixed SCC dimension can be witnessed by exponential length runs.
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» Conjecture 30. For every fized gsoc € N, the coverability problem in VASS with SCC
dimension gscc s in PSPACE.

Unlike for geometric dimension, one cannot hope for sub-exponential length runs for
coverability in VASS with fixed SCC dimension; see the following example.

» Example 31. Consider a d-VASS with d states g, ..., qq. For every i € [d — 1], we have a
—2e;_1te;

transition ¢; — gi41. Furthermore, for every i € [d]\ {1}, there is a self-loop q; —————'s g;;
and we also add the self-loop q; =% ¢;. The shortest run from ¢;(0) that covers gq(ey) is

71(0) = ¢1 (27 er) — g2(27 ter) — q2(27 %e2)
— q3(2d_2e2) — q3(2d_3e3) = o= qa-1(2e4-1) = qa(2€4-1) — qa(eq)-

The length of this run is exponential in d.

One attempt to prove Conjecture 30 would be the following strong-linearity conjecture in
VASS parameterised by geometric dimension. Conjecture 32 is a substantial strengthening
of Theorem 6 which has already been stated for VASS parameterised by the standard
dimension d [25, 26, 43].

» Conjecture 32. There is some exponential function f : N — N such that, if there is a run
in' V' from s(x) that covers t(y), then there exists a run in 'V from s(x) that covers t(y) of
length at most ||y||eo - poly(d,n, M)I(9).

Proof of Conjecture 30 assuming Conjecture 32. It is well-known that a bound L on the
length of a covering run implies that the backward coverability algorithm stabilises after
at most L many steps (and vice versa). We consider the backward coverability algorithm,
starting from the target configuration t(y). We first focus on the last SCC. By Conjecture 32,
one can observe that running the backwards coverability algorithm in the last SCC takes at
most ||y]|eo - poly(d, n, M)7(9) steps. This means that minimal configurations that can cover
the target configuration are of size at most L - M - poly(d, n, M)f(g) = L -poly(d,n, M)/,
Then, we repeat this argument for each SCC in reverse order to obtain a bound on the
size of the minimal configurations that can cover the target configuration (in particular the
length of the shortest covering run) equal to ||y||oo - poly(d, n, M)|@I/(9xc) " which for fixed
gsce 18 ||¥]loo - POLy(d, n, M)IQl = f,(d,n, M, L), for some exponential function f,. Hence
coverability in VASS with fixed SCC dimension gy is witnessed by exponential length runs
which allows us to conclude that coverability is in PSPACE. <

Another direction for future research is the boundedness problem. Example 31 can
be adapted to boundedness rather easily, proving that similar to coverability the shortest
run witnessing unboundedness is either exponential or doubly-exponential when the SCC
dimension is fixed. We conjecture that it is actually exponential.

» Conjecture 33. For every g € N there is an exponential function fy such that for every
d-VASSV = (Q,T) with gscc(V) = g, if there is an unboundedness witness for configuration
s then there is also one of length at most f,(d,n, M) where n = |Q| and M = || T -

Finally, while the general VASS reachability algorithm works for SCC dimension gsqc,
in low SCC dimension no tight complexity bounds are known, as opposed to the paramet-
erisations by the number of counters d [4] and geometric dimension g [52]. Another natural
direction for future research is to study these complexities, we conjecture the following.

» Conjecture 34. Reachability in VASS of SCC dimension gscc = 2 and gscc = 3 s in
PSpPACE and EXPSPACE, respectively.
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