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Abstract
We present a family of algorithms to solve random planted instances of any k-ary Boolean constraint
satisfaction problem (CSP). A randomly planted instance of a Boolean CSP is generated by (1)
choosing an arbitrary planted assignment x∗, and then (2) sampling constraints from a particular
“planting distribution” designed so that x∗ will satisfy every constraint. Given an n variable instance
of a k-ary Boolean CSP with m constraints, our algorithm runs in time nO(ℓ) for a choice of a
parameter ℓ, and succeeds in outputting a satisfying assignment if m ⩾ O(n) · (n/ℓ) k

2 −1 log n. This
generalizes the poly(n)-time algorithm of [17], the case of ℓ = O(1), to larger runtimes, and matches
the constraint number vs. runtime trade-off established for refuting random CSPs by [34].

Our algorithm is conceptually different from the recent algorithm of [23], which gave a poly(n)-
time algorithm to solve semirandom CSPs with m ⩾ Õ(n k

2 ) constraints by exploiting conditions
that allow a basic SDP to recover the planted assignment x∗ exactly. Instead, we forego certificates
of uniqueness and recover x∗ in two steps: we first use a degree-O(ℓ) Sum-of-Squares SDP to find
some x̂ that is o(1)-close to x∗, and then we use a second rounding procedure to recover x∗ from x̂.
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1 Introduction

Constraint satisfaction problems (CSPs) such as k-SAT are a foundational class of computa-
tional problems that are notoriously hard in the worst case. After several decades, results
on hardness of approximation show that, assuming P ̸= NP, no polynomial-time algorithm
can perform much better than a naive algorithm that simply returns a random assignment
when the instance is sparse: namely, it has m = O(n) constraints where n is the number
of variables [25]. While there are efficient algorithms for “maximally dense” instances with
m ⩾ Ω(nk) constraints [6], it is not possible to outperform a random assignment if the
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23:2 Solving Random Planted CSPs Below the nk/2 Threshold

instance has m = o(nk) constraints [20], assuming the Exponential-Time Hypothesis (ETH)
[28]. More generally, under ETH, it is not possible for an algorithm running in time 2nδ to
outperform a random assignment if the instance has m = o(nk−δ) constraints [20].

Given such strong hardness results, it is natural to study the average-case search problem
of solving random CSPs, where it might be possible to design substantially better algorithms
than in the worst case. Although a fully random CSP (i.e., each constraint is drawn uniformly
at random from all possible constraints) with m ≫ n constraints is unsatisfiable with high
probability, one can define fairly natural models of random planted CSPs, where the instance
is sampled from a “highly random” distribution but is still guaranteed to have a particular
satisfying assignment x∗.1 This task of solving a random planted CSP has received much
attention in prior works [10, 29, 12, 14, 17], with the work of [17] giving an algorithm that
runs in time poly(n) and succeeds in solving the random planted CSP if m ⩾ Õ(nk/2), which
is far lower than the m = o(nk−1) threshold for which 2n1−o(1) -time hardness is known under
ETH [20]. Besides hoping to understand the complexity of CSPs better, many of these works
were also motivated by the connection to Goldreich’s pseudorandom generator [22], the
security of which boils down to distinguishing a random planted CSP from a fully random
CSP. For example, the work of [17] implies that one can efficiently invert Goldreich’s PRG if
the PRG is k-local and has stretch larger than Õ(nk/2).

In addition to the above average-case search problem, there is another fairly natural
average-case problem for CSPs that has also received a lot of attention: refutation. In this
problem, one is given a fully random CSP (which is unsatisfiable with high probability) and
the algorithmic goal is to find a certificate of unsatisfiability. The refutation problem has
received considerable attention over the past two decades [21, 15, 3, 8, 34], culminating in the
work of [34], which gives an algorithm that, for a choice of a parameter ℓ, runs in nO(ℓ) time
and succeeds in refuting a random CSP with high probability provided that it has at least
m ⩾ Õ(n) · (n/ℓ)k/2−1 constraints. That is, they establish a trade-off between the runtime
and number of constraints required for refutation: as the “runtime exponent” ℓ varies from
O(1) to n, the number of constraints required varies from Õ(nk/2) to Õ(n). In particular,
for the choice of ℓ = O(1), this algorithm runs in poly(n) time and succeeds in refuting a
random instance if it has at least m ⩾ Õ(nk/2) constraints, the same threshold as in [17].
This runtime vs. number of constraints trade-off established by [34] is conjectured to be
optimal, with evidence coming in the form of lower bounds against restricted computational
models such as the Sum-of-Squares (SoS) SDP hierarchy [16, 11, 33, 32, 7, 30, 18].

In light of the runtime vs. number of constraints trade-off established by [34] for the
refutation problem, one may wonder if it is possible to get an algorithm with similar
performance for the search problem, i.e., for random planted CSPs. While there has been a
flurry of recent work on understanding refutation and search for the “harder” semirandom
and smoothed CSPs [1, 24, 27, 23], there is still no known algorithm for solving random
planted CSPs at the same runtime vs. number of constraints trade-off established by [34] for
the refutation problem – in time nO(ℓ) with Õ(n) · (n/ℓ)k/2−1 constraints. While there has
been some recent work on designing superpolynomial-time algorithms by [13], the runtime
vs. number of constraints trade-off obtained is far from the conjectured optimal one.2

1 Intuitively, one should view this distribution as first choosing an assignment x∗ to be the planted
assignment, and then drawing m constraints at random conditioned on each one being satisfied by x∗.
As it turns out, using such a naive process actually makes recovering x∗ rather straightforward; e.g.,
in the case of k-SAT, the aforementioned distribution will have the negation signs associated to any
variable i ∈ [n] be biased towards the sign of x∗

i , and thus a simple majority “poll” for each variable
reveals the value of x∗ with high probability. Because of this, one has to choose the random constraints
a bit more carefully. See Definition 2 for the formal definition of the model.

2 For example, the algorithm of [13] always requires at least Ω(n2) constraints, regardless of the runtime.
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1.1 Our results
As our main result, we give, for any choice of a parameter ℓ, an algorithm running in time
nO(ℓ) that succeeds in outputting a satisfying assignment to a random planted k-ary CSP
with high probability provided that the CSP has at least m ⩾ Õ(n) · (n/ℓ)k/2−1 constraints.
That is, we resolve the aforementioned gap and give an algorithm with the “correct” trade-off
matching the trade-off that is known for the refutation case. Similar to [17], we can also
achieve a much better dependence on m by replacing k with r in the above expression in the
case that the k-ary CSP has “complexity” r rather than k.

Before we formally state our results, we will first formally define the random planted
CSP model, as done in [17].

▶ Definition 1 (k-ary Boolean CSPs). A CSP instance Ψ with a k-ary predicate P : {−1, 1}k →
{0, 1} is a set of m constraints on variables x1, . . . , xn of the form

P (neg(C)1xi1 , neg(C)2xi2 , . . . , neg(C)kxik
) = 1,

where C = (i1, . . . , ik) ∈ [n]k ranges over a collection H of scopes3 (a.k.a. clause structure)
of k-tuples of n variables and neg(C) ∈ {−1, 1}k are “literal negations”, one for each C in
H. We let valΨ(x) denote the fraction of constraints satisfied by an assignment x ∈ {−1, 1}n,
and we define the value of Ψ, val(Ψ), to be maxx∈{−1,1}n valΨ(x).

▶ Definition 2 (Random planted k-ary Boolean CSPs). Let P : {−1, 1}k → {0, 1} be a
predicate. We say that a distribution Q over {−1, 1}k is a planting distribution for P if
Pry∼Q[P (y) = 1] = 1.

We say that an instance Ψ with predicate P is a random planted instance with planting
distribution Q if it is sampled from a distribution Ψ(x∗,m,Q) where
(1) The planted assignment x∗ ∈ {−1, 1}n is arbitrary;
(2) the scopes H ⊆ [n]k is a multiset of size m sampled by choosing m elements of [n]k

uniformly at random with replacement;
(3) for each C = (i1, . . . , ik) ∈ H, the literal negations neg(C) are sampled by neg(C) ∼

Q(neg(C) ⊙ (x∗
i1
, . . . , x∗

ik
)), where “⊙” denotes the element-wise product of two vectors.

That is, Pr[neg(C) = y] = Q(y ⊙ (x∗
i1
, . . . , x∗

ik
)) for each y ∈ {−1, 1}k. Then, add the

constraint

P (neg(C)1xi1 , neg(C)2xi2 , . . . , neg(C)kxik
) = 1

to the instance Ψ.
Because Q is supported only on satisfying assignments to P , it follows that if Ψ ∼ Ψ(x∗,m,Q),
then x∗ satisfies Ψ with probability 1.

Before we state our main theorem, we define the notion of distribution complexity, as
defined in [17].

▶ Definition 3 (Distribution Complexity). Let P : {−1, 1}k → {0, 1} be a predicate, and
let Q : {−1, 1}k → [0, 1] be a planting distribution supported on P−1(1). The distribution
complexity of Q is defined to be the smallest integer r ⩾ 1 for which there exists a set S ⊆ [k]

3 We additionally allow H to be a multiset, i.e., that multiple clauses can contain the same ordered tuple
of variables.
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23:4 Solving Random Planted CSPs Below the nk/2 Threshold

of size r such that |Q̂(S)| ⩾ 4−k,4 where for any set T ⊆ [k], the Fourier coefficient Q̂(T ) is
defined as Q̂(T ) := 2−k

∑
y∈{−1,1}k Q(y)

∏
j∈T yj. In case max∅̸=S⊆[k] |Q̂(S)| < 4−k, set the

distribution complexity of Q to be r = 1.

Note that if P is a non-trivial predicate, i.e. P−1(1) ⊊ {−1, 1}k, then supp(Q) ̸= {−1, 1}k

since supp(Q) ⊆ P−1(1), and thus one can show (see Proposition 18) that

max
∅≠S⊆[k]

|Q̂(S)| ⩾ 4−k.

We now state our main theorem, which gives an algorithm to solve a random planted
CSP.

▶ Theorem 4. Let m,n be positive integers, and let 2 ⩽ k ⩽ c logn for some small enough
constant c > 0. Let ℓ be a parameter such that 2k ⩽ ℓ ⩽ n/8. There is an algorithm that
takes as input a k-ary Boolean CSP Ψ and in time nO(ℓ) outputs an assignment x ∈ {−1, 1}n

with the following guarantee: if Ψ ∼ Ψ(x∗,m,Q) where Q is a planting distribution with
distribution complexity r and

m ⩾ m0 := 2O(k) · n logn · max
{(n

ℓ

) r
2 −1

, 1
}
,

then with probability ⩾ 1 − 1/poly(n) over the draw of the random CSP instance Ψ, it holds
that the output x of the algorithm is a satisfying assignment to Ψ. Furthermore, the algorithm
can output a list of ⩽ 2k+2 assignments such that at least one of them is x∗.

We note that in Theorem 4, the first term in the maximum is larger unless r = 1.
Theorem 4 fills the remaining gap in our knowledge for the search problem of solving

random planted CSPs by giving an algorithm with “[34]-like” guarantees, i.e., an algorithm
that matches the conjectured “correct” trade-off between runtime and number of constraints.
We note that there is a similar gap in our knowledge for the case of semirandom CSPs,
a model where the scopes H are additionally allowed to be worst-case. For semirandom
CSPs, the works of [1, 24, 27] give a “[34]-like” refutation algorithm, and the work of [23]
gives a poly(n)-time algorithm to solve semirandom planted CSPs with Õ(nk/2) constraints.
However, no “[34]-like” search algorithm is known, and we leave this problem as an intriguing
open question for future work. As the semirandom case is only harder than the random case
handled in Theorem 4, Theorem 4 is a necessary first step towards obtaining an algorithm
for the semirandom case.

Theorem 4 differs slightly from [17], which gives an algorithm to recover x∗ exactly (up
to a global sign), rather than output a short list of candidate assignments, of which one is
guaranteed to be x∗ and thus a satisfying one. This is because the order of quantifiers in
the result of [17] is different: they allow their algorithm to depend on Q, i.e., it “knows” the
planting distribution Q in advance. If we make the same assumption, then our algorithm
does not need to output a list of candidate assignments, and can instead also recover x∗

exactly (up to a global sign) as well.

4 The definition in [17] differs slightly here and only requires that |Q̂(S)| > 0. This is because they
implicitly assume that Q is constant with respect to n, so that if |Q̂(S)| > 0 and k = O(1), then
|Q̂(S)| ⩾ Ω(1). We do not make this assumption on Q.
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In Theorem 4, we assume that Q is a planting distribution so that it is supported only
on satisfying assignments to P . However, if we assume that it only outputs a satisfying
assignment to P with probability, say, 1 − δ for a constant δ, so that valΨ(x∗) ⩾ 1 − δ − o(1)
with high probability for Ψ ∼ Ψ(x∗,m,Q),5 then the algorithm still succeeds in outputting
an assignment that is “just as good” as x∗, i.e., it has value at least 1 − δ − o(1) as well.

Theorem 4 additionally gives an algorithm to invert Goldreich’s PRG [22] and its related
variants [4] in time nO(ℓ) when the stretch of the PRG is at least 2O(k) · n ·

(
n
ℓ

) k
2 −1 · logn

and k is the “locality” of the PRG.

Noisy k-XOR / k-sparse LPN

We prove Theorem 4 using the reduction of [17, 23] to the special case of “noisy k-XOR”, also
referred to as k-sparse Learning Parity with Noise (LPN). This problem was first introduced
in [2], and has found many applications in cryptography such as, e.g., [5]. Below, we define
the “search” or “learning” variant of the problem.

▶ Definition 5 (Noisy k-XOR / k-sparse LPN instance). We define the distribution
LPNk(x∗,m, ε) over k-XOR instances as follows:
(1) We sample H by choosing m tuples C ∈ [n]k with replacement;
(2) For each C ∈ H, we set the “right-hand side” of the equation to be bC =

∏
i∈C x

∗
i with

probability 1/2 + ε and bC = −
∏

i∈C x
∗
i with probability 1/2 − ε, independently.

We thus obtain a family of equations {
∏

i∈C xi = bC}C∈H over {−1, 1}n, which we refer to
as (H, {bC}C∈H). We also refer to equations where bC = −

∏
i∈C x

∗
i as corrupted or noisy.

The key technical component of the proof of Theorem 4 is the following theorem, which
gives a new algorithm to recover the planted assignment x∗ from a noisy k-XOR instance.

▶ Theorem 6 (Algorithm for Noisy k-XOR). Let m,n be positive integers and let 1 ⩽ k ⩽
o(n1/4). Let ℓ be a parameter such that 2k ⩽ ℓ ⩽ n/8. There is an algorithm that takes
as input a k-XOR instance and in time nO(ℓ) outputs an assignment x ∈ {−1, 1}n with
the following guarantee: if the input (H, {bC}C∈H) is drawn from LPNk(x∗,m, ε), where
ε ∈ (0, 1

2 ] is such that ε2/k ⩾ Ω(n−1/2) and

m ⩾ m0 := 2O(k) · n logn · max
{

1
ε11 ·

(n
ℓ

) k
2 −1

,
1
ε2

}
, (1)

then with probability ⩾ 1 − 1/poly(n) over the draw of (H, {bC}C∈H), it holds that the output
x satisfies x = x∗ if k is odd, and either x = x∗ or x = −x∗ if k is even.

We note that as in Theorem 4, the first term in Equation (1) is larger unless k = 1.
Theorem 6 gives a new algorithm for the search (a.k.a. “learning”) variant of k-sparse

LPN problem in the “high noise regime” where the noise is 1/2 − ε. To the best of our
knowledge, prior algorithms in this high noise regime were either for the distinguishing variant
of the problem [3, 34, 24, 27], the search problem in the polynomial-time regime [17, 23], or
are far from obtaining the conjectured optimal “runtime vs. constraints” trade-off [13].

Unlike in Theorem 4, in Theorem 6 our algorithm recovers the planted assignment x∗

exactly: when k is odd, it outputs x∗, and when k is even, it outputs one of ±x∗, which is
the best possible since LPNk(x∗,m, ε) and LPNk(−x∗,m, ε) are identical distributions. The

5 valΨ(x∗) is 1 − δ in expectation, and by a Chernoff bound is at least 1 − δ − o(1) with high probability.

ICALP 2026



23:6 Solving Random Planted CSPs Below the nk/2 Threshold

reason we do not recover x∗ exactly in Theorem 4 is because the reduction from the general
CSP case in Theorem 4 to the noisy k-XOR case in Theorem 6 produces 2k+1 − 2 candidate
noisy t-XOR instances for 1 ⩽ t ⩽ k, and then each noisy t-XOR instance outputs at most 2
candidates for x∗ because of the global sign. If we use the convention of [17] and allow the
algorithm in Theorem 4 to “know” the planting distribution Q in advance, then it “knows”
which noisy t-XOR instance it should use to recover x∗, which allows it to recover x∗ exactly
(up to a global sign) as done in [17].

2 Proof Overview

In this section, we give an overview of the proofs of our two main theorems, Theorems 4
and 6. As Theorem 4 follows from Theorem 6 combined with the standard reduction from
case of general CSPs to k-XOR [17, 23], we will focus on Theorem 6 in this section, which is
the case of noisy k-XOR.

To begin, in Section 2.1 we will briefly recall the overall approach of [23] and explain why
it fails to generalize to the case of super-constant ℓ. Then, in Section 2.2 we will explain our
approach and how it avoids the previous technical barrier.

2.1 Certificates of uniqueness: the algorithm of [23]
The key idea in the algorithm of [23] is to understand conditions under which a simple SDP
is able to recover the planted assignment x∗ exactly. For simplicity, let us briefly explain
how this works for the case of 2-XOR, before explaining how this generalizes to larger k.

For the case of noisy 2-XOR, we are given equations of the form xixj = bij , where bij

is equal to x∗
i x

∗
j with probability 1/2 + ε. We can represent the pairs {i, j} for which we

are given equations as a graph G, and we can view it as having a signed adjacency matrix
A, where Ai,j = bij if there is an equation for the pair {i, j}, and otherwise Ai,j = 0. The
argument of [23] shows that if the (unsigned) graph G is an expander with spectral gap λ6

and m ⩾ n logn · poly(1/λ), then with high probability over the noise, the basic SDP is able
to certify that x∗ is (up to a sign) the unique globally optimal assignment. This implies
that the basic SDP, which computes the matrix X ∈ Rn×n that maximizes

∑
{i,j}∈G Xijbij

subject to the conditions X ⪰ 0 and the diagonal of X is all 1’s, has an optimal solution of
X = x∗(x∗)⊤, and from this one can easily recover x∗ up to a sign. This is the best possible
when k is even, as the sign of x∗ does not matter. Finally, as G is random in the case of
noisy 2-XOR, it is also an expander, and this finishes the proof.

If k is even but larger than 2, a similar idea still works. One can form the matrix A

indexed by sets S of size k/2, where A(S, T ) = bS∪T if S ∪ T = C ∈ H is a constraint with
right-hand side bC . Since the hypergraph H is random, this underlying graph is again an
expander, and so a similar proof then shows that if m ⩾ Õ(N) = Õ(nk/2) where N =

(
n

k/2
)

is the number of vertices in the new graph, then one can recover
∏

i∈C x
∗
i for each C ⊆ [n] of

size k. From this, one immediately can recover x∗ up to a global sign as well.

The barrier to the approach of [23]: weak expansion of Kikuchi graphs

The above argument shows how to give an algorithm for the “polynomial-time case” of
ℓ = O(1). Let us now explain why this approach fails when ℓ becomes super-constant. For
general ℓ, the natural graph to consider is the “level ℓ Kikuchi graph” of [35], which is defined
below.

6 That is, λ is the second smallest eigenvalue of the normalized Laplacian of G, where the smallest
eigenvalue of the normalized Laplacian is always 0.
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▶ Definition 7. Let k/2 ⩽ ℓ ⩽ n be an integer, and let H be a collection of subsets of n of
size exactly k. The Kikuchi graph G(H, ℓ) is defined as follows. The vertices of the graph are
the subsets S ⊆ [n] of size exactly ℓ, and there is an edge (S, T ) if the symmetric difference
of S and T is equal to some C ∈ H.

The Kikuchi graph in Definition 7 was originally introduced by [35] to give a simplified
proof of the results of [34], and has since been very influential in extending algorithms
for average-case k-XOR instances to the superpolynomial-time and semirandom settings
(see [24, 27]). In light of this, one might expect to be able to simply use this graph to
extend the algorithm of [23] to prove Theorem 6. However, there is an immediate issue one
encounters, which is that the Kikuchi graph is not a good expander when ℓ is super-constant.
Even if we let H be the “complete” hypergraph, i.e., it contains all sets C of size k, then the
Kikuchi graph is simply a Johnson graph. The eigenvalues and eigenvectors of the Johnson
graph are well-understood (see [35, Lemma A.3]), and in this setting of parameters we will
have spectral gap λ ∼ 1/ℓ. Now, because the constraint threshold of [23] loses a poly(1/λ)
factor, this means that if we rely on expansion here, the resulting constraint threshold we
obtain will be m0 ·poly(ℓ) instead of m0, where m0 = Õ(n)

(
n
ℓ

) k
2 −1 is the “correct” threshold.

When ℓ = O(1) as in the case of [23], this extra poly(ℓ) factor is irrelevant and one obtains a
threshold of Õ(nk/2), but in the more general setting of Theorem 6, this is a significant loss.
Furthermore, we do not see a way to overcome this barrier, as the complete hypergraph is in
some sense the “best case scenario” for the algorithm.

2.2 A two part rounding procedure: our approach
The problem in the aforementioned approach arises because we are trying to find an algorithm
that recovers x∗ in “one shot” by certifying that x∗ is the globally optimal assignment. Instead,
to prove Theorem 6, we will depart from this framework and find x∗ in two steps. In the first
step, we will be content with finding an assignment x̂ that is o(1)-close to x∗ in normalized
Hamming distance. Then, we will explain how, given x̂, we can then round it to recover x∗

exactly.

Finding an approximate solution

Our algorithm for finding an approximate solution uses the Sum-of-Squares hierarchy; we
refer the reader to Section 3.1 for the relevant background. As notation, we will let H denote
the hypergraph of the noisy k-XOR instance. We will think of each right-hand side bC

as being sampled via a two step process. First, with probability 2ε, we set bC = x∗
C , and

otherwise we set bC = σC , where σC is a Rademacher random variable, i.e., it is uniform over
{−1, 1}. We let H2ε denote the set of C’s where the sampling procedure sets bC = x∗

C in
the first step, so that for C ∈ H \ H2ε, we have bC = σC where σC is a Rademacher random
variable.

In our proof, we argue the following. Suppose that with high probability over the draw
of the noisy k-XOR instance, there are degree-O(ℓ) Sum-of-Squares proofs that certify:
(1) (Lemma 24) For all x ∈ {−1, 1}n,

∣∣EC∼H2ε [
∏

i∈C xi] − 1
nk (
∑n

i=1 xi)k
∣∣ ⩽ o(1) ;

(2) (Fact 15) For all x ∈ {−1, 1}n,
∣∣EC∼H\H2ε

[σC

∏
i∈C xi]

∣∣ ⩽ o(ε), where the σC ’s are
Rademacher random variables.

Assuming that degree-O(ℓ) SoS can certify the above two inequalities, we can complete
the proof. By a Chernoff bound, we have that |H2ε| ≈ 2εm, where m = |H|. Let Ẽµ

denote the degree-O(ℓ) pseudoexpectation we find by maximizing the polynomial ψ(x) =∑
C∈H bC

∏
i∈C xi subject to the constraints x2

i = 1 for all i ∈ [n]. We have ψ(x∗) ⩾

ICALP 2026



23:8 Solving Random Planted CSPs Below the nk/2 Threshold

2ε(1 − o(1))m (in expectation over the noisy k-XOR instance, ψ(x∗) = 2εm, and then it is
2ε(1 − o(1))m with high probability), and so we must have Ẽµ[ψ(x)] ⩾ 2ε(1 − o(1))m. We
can then split ψ(x) as

ψ(x) =
∑

C∈H2ε

bC

∏
i∈C

xi︸ ︷︷ ︸
(I)

+
∑

C∈H\H2ε

bC

∏
i∈C

xi︸ ︷︷ ︸
(II)

.

Let ψ1(x) denote the first term and ψ2(x) denote the second term. For each C ∈
H \ H2ε, we have bC = σC . Therefore, by Item (2), degree-O(ℓ) SoS can certify that
ψ2(x) ⩽ o(εm) for all x ∈ {−1, 1}n, which implies that Ẽµ[ψ2(x)] ⩽ o(εm). For the first
term, we have that bC =

∏
i∈C x

∗
i for all C ∈ H2ε, and so by Item (1), it follows that∣∣∣Ẽµ[ 1

2εmψ1(x)] − Ẽµ[ 1
nk (
∑n

i=1 xix
∗
i )k]

∣∣∣ ⩽ o(1).
Combining, we have shown that

Ẽ
µ

[
1
nk

⟨x, x∗⟩k

]
⩾

1
2εm Ẽ

µ
[ψ1(x)] − o(1) = 1

2εm Ẽ
µ

[ψ(x) − ψ2(x)] − o(1)

⩾
1

2εm (2ε(1 − o(1))m− o(εm)) − o(1) ⩾ 1 − o(1).

Hence, Ẽµ[ 1
nk ⟨x, x∗⟩k] is very close to 1. From this, we would like to recover an assignment

x̂ that is o(1)-close in relative Hamming distance to x∗. In the case of odd k, we do this by
proving a generalization of [26, Lemma A.5] (see Fact 14), which shows that we can round by
taking x̂i = sgn(Ẽµ[xi]). The case of even k is slightly more complicated, as Ẽµ[xi] may be 0
for all i because x∗ and −x∗ are equally valid planted assignments. We show that almost all
of the rows of the matrix Ẽµ[x⊗2] ∈ Rn×n must be highly correlated with x∗ (see Lemma 20),
and from this we can extract a single x̂ ∈ {−1, 1}n that is o(1)-close to one of x∗, −x∗.

It remains to justify why degree-O(ℓ) SoS can certify Items (1) and (2) above. Item (2)
is equivalent to requiring that the algorithm of [34, 35, 24, 27] for refuting random k-XOR
can be “captured” by degree-O(ℓ) SoS, which is indeed true (see Fact 15). Item (1) is a bit
tricker to argue, but it turns out that we can reduce Item (1) to the case of Item (2) by using
a symmetrization argument: we can replace 1

nk (
∑n

i=1 xi)k with EC∈H′ [
∏

i∈C xi], where H′ is
a random hypergraph with the same distribution as H2ε and then view the random process
of placing C in H2ε or H′ as assigning a Rademacher random variable σC to each C. Item
(2) is captured by Lemma 24, a proof of which can be found in the full-version of the paper.

As we can solve a degree-O(ℓ) SoS program in time nO(ℓ), it follows that in nO(ℓ) time we
can approximately recover x∗ by finding an assignment x̂ ∈ {−1, 1}n that is o(1)-close to x∗.

Rounding an approximate solution to an exact solution

It remains to show how to round x̂ to exactly recover x∗. We will do this by using ⩾ n logn
“fresh” constraints. That is, we divide the original m constraints into two sets, and we use
the first set to obtain x̂, and the second set to round x̂ to get x∗.

By “shifting” all equations by x̂, we can equivalently view this rounding task as recovering
a planted assignment y from a noisy k-XOR instance with n logn constraints under the
assumption that y has at most o(n) entries that are −1. This is because x̂⊙ x∗, where x∗ is
the original assignment and ⊙ denotes the element-wise product of vectors, has at most o(n)
entries that are −1.

Let us now look at all constraints that contain some fixed i ∈ [n]. By concentration, we
should expect to have about logn of these constraints for each choice of i, and moreover
each constraint, after removing the chosen index i, is distributed as a random set of size
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k − 1. We can now make the following observation. Because y has only o(n) entries that
are −1, a random set of size k − 1 should typically avoid all j’s where yj = −1. Therefore,
a typical constraint C ∪ {i} where |C| = k − 1 will have

∏
j∈C yj = 1, and so it will have

bC = yi

∏
j∈C yj = yi when the constraint is not noisy. Because all but a o(1)-fraction of

such constraints are typical, by taking a majority vote we can recover each yi exactly with
high probability, and therefore recover the planted assignment y.

The idea underpinning the above rounding procedure is simple: if y is a very biased
assignment, then a typical constraint contains only indices j where yj = 1, and so if we look
at all constraints containing a certain index i, then the right-hand sides of these equations
will be biased towards yi, and this is simple to detect. We note that a similar idea was
employed in the work of [12], which gave an algorithm to break Goldreich’s PRG under the
condition that the predicate has “distribution complexity” r ⩽ 2 (Definition 3).

3 Preliminaries

We lay down some preliminaries we’ll use throughout the paper. The proofs of the statements
used without proof can be found in the full version of the paper.

For any x ∈ Rn and any S ⊆ [n], define xS :=
∏

i∈S xi. For any two vectors x, y ∈ Rn,
we define the correlation of x, y to be corr(x, y) := ⟨x, y⟩/∥x∥2∥y∥2.

For any z ∈ R, define

sgn(z) :=
{

1 if z ⩾ 0,
−1 otherwise.

For any vector x ∈ Rn, define sgn(x) ∈ {±1}n to be the entrywise application of sgn(·) to x.
The following proposition shows that if x ∈ Rn is correlated with x∗ ∈ {−1, 1}n, then

sgn(x) is also correlated with x∗.

▶ Proposition 8. Let x ∈ Rn be a non-zero vector, and let x∗ ∈ {−1, 1}n be such that
corr(x, x∗) ⩾ 1 − δ. Then corr(sgn(x), x∗) ⩾ 1 − 4δ.

We define a k-uniform hypergraph to be a collection of tuples of size k. We also allow
our hypergraphs to have repeated hyperedges, i.e., they can be multisets.

At times, it will be convenient to have notation to denote ordered tuples of length k

where the entries in the tuple are distinct. Towards this end, for any set V , we define
V (k) := {x ∈ V k : All entries of x are distinct}. That is, [n]k is the set of tuples of length k,
and [n](k) is the set of tuples of length k where all entries are distinct.

We state the following result to pass from tuples in [n]k to tuples with distinct entries:

▶ Proposition 9. Let k ⩾ 2. Then |[n]k \ [n](k)|/nk ⩽ k2/n. In particular, if H is a
collection of m u.a.r. samples from [n]k, then |H \ [n](k)|/|H| ⩽ 2k2/n with probability
⩾ 1 − exp(−Ω(mk2/n)).

We generate a random hypergraph with m hyperedges on the vertex set V by sampling m
hyperedges from V k uniformly at random.

We will also need the following concentration inequality.

▶ Fact 10 (McDiarmid’s Inequality, [31]). Let f : Ωm → R be a function such that for
any i ∈ [m], and any ω1, . . . , ωm ∈ Ω, ω′

i ∈ Ω, we have that |f(ω1, . . . , ωi, . . . , ωm) −
f(ω1, . . . , ω

′
i, . . . , ωm)| ⩽ ci for some real numbers c1, . . . , cm ⩾ 0. Then if X1, . . . , Xm ∼ Ω

are independent, then

Pr(|f(X1, . . . , Xm) − E[f(X1, . . . , Xm)]| ⩾ ε) ⩽ 2 exp
(

− 2ε2∑
i∈[m] c

2
i

)
.
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3.1 Background on the Sum-of-Squares hierarchy
We recall some basic facts about SoS (see [19, 9] for further details). Define R[x1, . . . , xn]⩽t

to be the set of polynomials in R[x1, . . . , xn] of degree ⩽ t.

▶ Definition 11 (Pseudo-expectations over the hypercube). For any d ⩾ 2, a degree d pseudo-
expectation Ẽ over {−1, 1}n is a linear functional Ẽ : R[x1, . . . , xn]⩽d → R satisfying the
following properties:
1. (Normalization) Ẽ[1] = 1,
2. (Booleanity) Ẽ[fx2

i ] = Ẽ[f ] for all i ∈ [n], f ∈ R[x1, . . . , xn]⩽d−2,
3. (Positivity) Ẽ[f2] ⩾ 0 for all f ∈ R[x1, . . . , xn]⩽d/2.
Finally, denote by SoSd (SoS⩾d) the set of all degree d (⩾ d) pseudo-expectations over
{−1, 1}n.

We will make a slight abuse of terminology and use the phrase “pseudo-expectation” to mean
a pseudo-expectation over {−1, 1}n.

Suppose we have a function f : {−1, 1}n → R, and suppose the function attains its
maximum on A ⊆ {−1, 1}n. It is easy to verify that the expectation operator associated to
any probability distribution supported on A is also a degree-d pseudo-expectation for all
2 ⩽ d ⩽ n. In particular, maxx∈{−1,1}n f(x) ⩽ supẼ∈SoSd

Ẽ[f ] for all 2 ⩽ d ⩽ n. We also
note the following elementary facts about pseudo-distributions on the hypercube:

▶ Fact 12. Let Ẽ be a pseudo-expectation of degree ⩾ 2 on the hypercube. Then:
(1) For all i ∈ [n], Ẽ[xi]2 ⩽ 1. In general, if Ẽ is a pseudo-expectation of degree ⩾ d, and

if f ∈ R[x1, . . . , xn]⩽d/2, then Ẽ[f ]2 ⩽ Ẽ[f2]. In particular, for any S ⊆ [n], we have
| Ẽ[xS ]| ⩽ 1.

(2) For all f ∈ R[x1, . . . , xn]⩽d−2, we have Ẽ
[
f · ∥x∥2

2

]
=
∑

i Ẽ[f · x2
i ] =

∑
i Ẽ[f ] = n Ẽ[f ].

The SoS algorithm can compute all moments up to degree ⩽ d of some pseudo-expectation
in supẼ∈SoSd

Ẽ[f ] in nO(d) time:

▶ Fact 13 (SoS Algorithm (Corollary 3.40 in [19])). Let f = f(x1, . . . , xn) be a polynomial
of degree t with rational coefficients such that each coefficient has poly(n) bit complexity.
Then for any d ⩾ t, there exists an algorithm which on inputting f and d runs in time
nO(d) and outputs {αS}

S∈([n]
⩽d), where |αS − Ẽµ[xS ]| ⩽ 4−n for all S ∈

([n]
⩽d

)
, and Ẽµ ∈

arg maxẼ∈SoSd
Ẽ[f ]. In particular in nO(d) time one can compute α := Ẽµ[f ] such that α

satisfies β + 2−n ⩾ α ⩾ β, where β := maxx∈{−1,1}n f(x).

We also state a generalization of [26, Lemma A.5] which we need for “rounding/decoding”
an approximately correct solution.

▶ Fact 14. Let k ⩾ 2 be any integer. Let Ẽ be a degree (k + 2) pseudo-expectation on the
hypercube such that Ẽ[⟨x, x∗⟩k] ⩾ nk(1 − δ), for some x∗ ∈ {−1, 1}n, δ ∈ (0, 1). Then:
(1) If k is odd, then Ẽ[⟨x, x∗⟩] ⩾ n(1 − 2δ),
(2) If k is even, then Ẽ

[
⟨x, x∗⟩2] ⩾ n2(1 − 2δ).

A proof of this fact can be found in the full-version of the paper.

3.2 Sum-of-Squares refutation of k-XOR
We now define the canonical degree d SoS relaxation associated to a system of equations: For
any hypergraph H, and any equation system {xC = bC}C∈H, write ψ(x) := EC∼H[bCxC ] =

1
|H|
∑

C∈H bCxC . The canonical degree d SoS relaxation associated to ψ (and hence to the
system of equations) is arg maxẼ∈SoSd

Ẽ[ψ(x)]. By Fact 13, we can calculate any moment
(up to degree d) of this relaxation in nO(d) time.
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We crucially need the following theorem for refuting k-XOR systems due to Hsieh, Kothari,
and Mohanty ([27, Theorem 4.1]):

▶ Fact 15 (Refuting k-XOR Systems). Let k ∈ N, and let ℓ be a parameter such that
2k ⩽ ℓ ⩽ n/8. Let H ⊆ [n](k) be any hypergraph such that

|H| ⩾ m0 := 2O(k) ·
(n
ℓ

)k/2−1
· n logn

δ4 ,

where δ ∈ (0, 1/2) is an arbitrary parameter. Consider the polynomial

ψ(x) := E
C∼H

[σCxC ],

where {σC}C∈H are i.i.d. uniform {−1, 1}-valued random variables. Then with probability
⩾ 1 − 1/poly(n) over the draw of {σC}C∈H, for every pseudo-expectation Ẽ of degree ⩾ 2ℓ,
we have | Ẽ[ψ(x)]| ⩽ δ.

▶ Remark 16. A few remarks are due:
(1) [27] treats hypergraphs as collections of subsets of [n]. But note that any H ⊆ [n](k)

can be treated as a k-uniform hypergraph in the sense of [27] by simply flattening tuples
into sets.

(2) The formal statement in [27, Theorem 4.1] does not state that their algorithm is “captured”
by degree-2ℓ Sum-of-Squares in the above sense. However, their algorithm goes via
showing an upper bound on the spectral norm of a certain level ℓ Kikuchi matrix
(Definition 7), and it is straightforward to see that this reasoning is captured by a degree
2ℓ Sum-of-Squares proof.

In this paper, it will be more convenient to work in the case where H is a subsample of
[n]k, rather than [n](k). Because of this, we prove the following corollary using Proposition 9,
which is essentially just Fact 15 with this other distribution.

▶ Corollary 17. Let H be a collection of m u.a.r. samples from K := [n]k. Let {σC}C∈H be
i.i.d Rademacher random variables. If 2k ⩽ ℓ ⩽ n/8 is such that

m ⩾
2O(k)

δ4 ·
(n
ℓ

)k/2−1
· n logn

for some δ ∈ (0, 1/2), then for any pseudo-expectation Ẽ of degree ⩾ 2ℓ, we have, with
probability ⩾ 1 − 1/poly(n) over the randomness of H and {σC}C∈H,∣∣∣Ẽ [ E

C∼H
σCxC

]∣∣∣ ⩽ δ + 2k2

n
.

A proof of this fact can be found in the full-version of the paper.

3.3 CSP to k-XOR reduction
We describe the CSP to XOR reduction we use to reduce solving random CSPs to solving
random XOR systems, which has appeared in prior work [17, 23].

Fix a positive integer m, an assignment x∗ ∈ {−1, 1}n, a predicate P : {−1, 1}k → {0, 1},
and a planting distribution Q for P . Sample Ψ ∼ Ψ(x∗,m,Q). For any S ⊆ [k], define ψ(S,+)

as the set of equations

ψ(S,+) :=

∏
j∈S

xij =
∏
j∈S

neg(C)j


C=(i1,...,ik)∈H

,
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and define ψ(S,−) similarly as

ψ(S,−) :=

∏
j∈S

xij
= −

∏
j∈S

neg(C)j


C=(i1,...,ik)∈H

.

Finally, for any distribution Q : {−1, 1}k → [0, 1], and any S ⊆ [k], define the Fourier
coefficient

Q̂(S) := 1
2k

∑
y∈{−1,1}k

Q(y)
∏
j∈S

yj .

We now claim that if Q does not have full-support (which will be the case when P is a
non-trivial predicate, i.e. P−1(1) ̸= {−1, 1}k), then it has a non-trivially large non-zero
Fourier coefficient. A proof of this fact can be found in the full-version of this paper.

▶ Proposition 18. Let Q be a probability distribution on {−1, 1}k such that supp(Q) ̸=
{−1, 1}k. Then max∅̸=S⊆[k] |Q̂(S)| > 4−k.

With the above notation, we will use the following reduction from CSPs to k-XOR from [23]:

▶ Fact 19 (Claim 4.2, [23]). Let Ψ ∼ Ψ(x∗,m,Q) for some planting distribution Q
for a nontrivial predicate P . Then, for all non-empty S ⊆ [k], ψ(S,+) is distributed as
LPN|S|

(
x∗,m, 2k−1Q̂(S)

)
and ψ(S,−) is distributed as LPN|S|

(
x∗,m,−2k−1Q̂(S)

)
.

Furthermore, if the hypergraph of Ψ is H, then the underlying hypergraph of ψ(S,±) is
H|S := {C|S : C ∈ H}, where for any C = (i1, . . . , ik) ∈ [n]k and S ⊆ [k], we define
C|S := (ij : j ∈ S).

4 From Planted CSPs to Noisy k-XOR

In this section, we present our algorithm for solving random planted CSPs and prove its
guarantees (Theorem 4) using our algorithm for noisy k-XOR (Theorem 6) as a subroutine.
We first prove Theorem 4, using Theorem 6.

Proof of Theorem 4 from Theorem 6. We shall show that the following algorithm satisfies
all the required properties. If P (y) = 1 for all y ∈ {−1, 1}k, then the CSP instance is trivially
satisfiable, and the algorithm may return any vector, say 1.

Thus assume P−1(1) ⊊ {−1, 1}k, and thus supp(Q) ̸= {−1, 1}k. Let S∗ ⊆ [k] be the
smallest non-empty set such that |Q̂(S∗)| ⩾ 4−k (such a set exists due to Proposition 18).
Write r = |S∗|, and note that r is the distribution complexity of Q.

Now, enumerate all non-empty S ⊆ [k], and for each S guess if Q̂(S) is > 0,= 0 or < 0.
For each S where we guessed Q̂(S) > 0 (resp. < 0), construct the instance ψ := ψ(S,+) (resp.
ψ := ψ(S,−)), run Algorithm 2 on ψ and note down its output.

Consequently, we obtain a list of 4(2k − 1) < 2k+2 outputs from the above procedure for
2k − 1 different non-empty subsets of [k], 2 possible signs of each Fourier coefficient, and
another factor of 2 to include the negation of each output when k is even.

Now, note that since H is a collection of m u.a.r. samples from [n]k, H|S∗ is a collection of
m u.a.r. samples from [n]|S∗| = [n]r. Consequently, when we guess the sign of Q̂(S∗) correctly,
running Algorithm 2 on ψ(S∗,sgn(Q̂(S∗))) ∼ LPNr (x∗,m, ε), where ε ⩾ 2k−1 · 4−k ⩾ 2−O(k),
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Algorithm 1 Solving Random Planted CSPs.

Input: A CSP predicate P : {−1, 1}k → {0, 1}, a CSP system Ψ = {P (xi1 , . . . , xik
) =

1}C=(i1,...,ik)∈H, where H ⊆ [n]k, and a parameter 2k ⩽ ℓ ⩽ n/8.
Output: A vector x ∈ {−1, 1}n.
Operation:

(1) If P (y) = 1 for all y ∈ {−1, 1}k, then return x := 1.
(2) Initialize V := ∅.
(3) For ∅ ≠ S ⊆ [k], For ∗ ∈ {+,−}:

(a) Run the algorithm of Theorem 6 (Algorithm 2) on input (ψ(S,∗), ℓ) to obtain output
x ∈ {−1, 1}n. Add x,−x to V.

(4) For every v ∈ V, check if v satisfies Ψ. Return the first satisfying assignment found.
(5) If no satisfying assignment is found in the previous line, return 1.

yields a vector x ∈ {±x∗} with probability ⩾ 1 − 1/poly(n), by Fact 19 and Theorem 6.
Consequently, with probability ⩾ 1 − 1/poly(n), V, which is a list of size ⩽ 2k+2, contains
x∗, which is a satisfying assignment for Ψ, as desired.

Finally, the algorithm described above takes O(2k) · nO(ℓ) = nO(ℓ) time to run, as
ℓ ⩾ 2k. ◀

5 Solving Noisy k-XOR

In this section, we prove Theorem 6, which is our algorithm to solve noisy k-XOR instances,
or equivalently k-sparse LPN. As explained in Section 2, the algorithm of Theorem 6 proceeds
in two steps. First, we will recover an approximate solution x̂ is that is close to x∗, and
then we will round x̂ to recover x∗ (up to a global sign). The two steps are captured by the
following two lemmas below, which we will prove in Sections 5.1 and 5.2, respectively.

▶ Lemma 20 (Finding an approximate solution). Let m,n be positive integers, and let
2 ⩽ k ⩽ o(n1/4). Let ℓ be a parameter such that 2k ⩽ ℓ ⩽ n/8. There is an algorithm that
takes as input a k-XOR instance (H, {bC}C∈H) and in time nO(ℓ) outputs an assignment
x̂ ∈ {−1, 1}n with the following guarantee. Suppose that (H, {bC}C∈H) ∼ LPNk(x∗,m, ε),
where ε ∈ (0, 1

2 ] and

m ⩾
2O(k)

ε6δ5 ·
(n
ℓ

)k/2−1
· n logn (2)

for some δ ∈ (0, 1/2), such that εδ ⩾ Ω(n−1/2) for some large enough constant in the Ω(·).
Then with probability at least 1 − 1/poly(n), it holds that
(1) If k is odd, then corr(x̂, x∗) ⩾ 1 − δ;
(2) If k is even, then either corr(x̂, x∗) ⩾ 1 − δ or corr(−x̂, x∗) ⩾ 1 − δ.

▶ Lemma 21 (Rounding an approximate solution to an exact solution). Let m,n be positive
integers and let 2 ⩽ k ⩽ o(

√
n). There is an algorithm that takes as input a k-XOR instance

(H, {bC}C∈H) along with an assignment x̂ ∈ {−1, 1}n, and in time poly(m,n) outputs an
assignment x̃ ∈ {−1, 1}n with the following guarantee. If (H, {bC}C∈H) ∼ LPNk(x∗,m, ε)
where corr(x̃, x∗) ⩾ 1 − δ (if k is odd) or |corr(x̃, x∗)| ⩾ 1 − δ (if k is even) for some δ such
that δ ⩽ ε

k , and if m ⩾ Ω(ε−2n logn), then with probability ⩾ 1 − 1/poly(n) over the draw
of the noisy k-XOR instance, the output x̃ satisfies x̃ = x∗ (if k is odd) or x̃ ∈ {x∗,−x∗} (if
k is even).

We now prove Theorem 6 from Lemmas 20 and 21.
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Proof of Theorem 6 from Lemmas 20 and 21. We shall show that the following algorithm
satisfies all the required properties:

Algorithm 2 Recovering x∗ from Noisy XOR system.

Input: A system of k-XOR equations (H, {bC}C∈H), where H ⊆ [n]k, and a parameter
2k ⩽ ℓ ⩽ n/8.

Output: A vector x ∈ {−1, 1}n.
Operation:

(1) If k ⩾ 2:
(a) Split H into two parts H = H1 ⊔ H2 with |H1| = ⌈|H|/2⌉, |H2| = ⌊|H|/2⌋.
(b) Run the algorithm of Lemma 20 (Algorithm 3) on input (H1, {bC}C∈H1), and let x̂

denote the output.
(c) Run the algorithm of Lemma 21 (Algorithm 4) on input (x̂,H2, {bC}C∈H2), and let

x̃ denote the output. Return x̃.
(2) Else if k = 1:

(a) For every i ∈ [n], collect all equations of the form {xi = bij
}, and return x ∈ {−1, 1}n,

where xi := majority({bij
}).

First assume k ⩾ 2, and write δ := ε/k. Split H into two parts H = H1 ⊔ H2 with
|H1| = ⌈m/2⌉, |H2| = ⌊m/2⌋. Note that |H2| ⩾ Ω(ε−2n logn). We now make cases:
(1) k odd: In this case, applying Lemma 20 in Step (1b), with probability 1 − 1/poly(n) we

obtain x̂ ∈ {−1, 1}n with corr(x̂, x∗) ⩾ 1 − δ = 1 − ε/k. Now, note that the distribution
of {H1, {bC}C∈H1} (which includes the randomness of H1 and the randomness of {bC})
is independent of {H2, {bC}C∈H2}. Since x̃ is completely determined by {H1, {bC}C∈H1},
x̃ is independent of {H2, {bC}C∈H2}. Consequently, we can apply Lemma 21 to recover
x∗ with probability ⩾ 1 − 1/poly(n), as desired.

(2) k even: In this case, applying Lemma 20 in Step (1b), with probability 1 − 1/poly(n)
we obtain x̂ ∈ {−1, 1}n such that |corr(x̂, x∗)| ⩾ 1 − δ. Again, by the same argument as
in Item (1), we have that x̃ is independent of {H2, {bC}C∈H2}. Consequently, we can
apply Lemma 21 to recover x∗ up to a sign with probability ⩾ 1 − 1/poly(n), as desired.

Observe that for k ⩾ 2, the runtime of the algorithm is nO(ℓ) + poly(m,n) ⩽ nO(ℓ), using
the runtime bounds in Lemmas 20 and 21.

Finally, suppose k = 1. Note that for any i ∈ [n], the expected multiplicity of (i) in
H is |H|/n. Consequently, by Chernoff + union bound, with probability ⩾ 1 − 1/poly(n),
for every i ∈ [n], we have ⩾ Ω(ε−2 logn) equations of the form {xi = bij

}. Furthermore,
bij = x∗

i with probability ⩾ 1/2 + ε, and consequently, majority({bij }) = x∗
i with probability

⩾ 1 − exp(−Ω(ε2 · (ε−2 logn))) ⩾ 1 − 1/poly(n), and the theorem follows by a union bound
over all i ∈ [n]. ◀

▶ Remark 22. A few remarks are due:
(1) Note that Algorithm 2 doesn’t assume knowledge of ε. Algorithm 2 only assumes

knowledge of ℓ, which should be viewed as a proxy for the amount of runtime we have
available. Given ℓ, if ε is large enough (as dictated by Equation (1)), then we recover x∗

successfully.
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(2) By [27, Remark 2], for even k, we can actually take m0 := 2O(k) ·
(

n
ℓ

)k/2−1 · n log n
δ2 , as

opposed to the δ−4 dependence right now in Fact 15. Tracking the dependence of δ
throughout the proof of Theorem 6, for even k, we can take

m0 := 2O(k)

ε7 ·
(n
ℓ

)k/2−1
· n logn,

in Equation (1), instead of the ε−11 dependence.

5.1 Finding an approximate solution: proof of Lemma 20
In this subsection, we prove Lemma 20. We do this by showing that the algorithm below has
the required guarantees.

Algorithm 3 Recovering x∗ from Noisy XOR system.

Input: A system of equations (H, {bC}C∈H) and a parameter 2k ⩽ ℓ ⩽ n/8.
Output: A vector x ∈ {−1, 1}n.
Operation:

(1) If k is odd:
(i) Compute x′ := Ẽµ[x], where Ẽµ ∈ arg maxẼ∈SoS2ℓ

Ẽ[
∑

C∈H bCxC ].
(ii) Output x̂ := sgn(x′).

(2) Else if k is even:
(i) Compute X := Ẽµ[x⊗2] ∈ Rn×n, where Ẽµ ∈ arg maxẼ∈SoS2ℓ

Ẽ[
∑

C∈H bCxC ].
(ii) For each row X(i) of X, compute x̂(i) := sgn(X(i)).
(iii) For each i, j ∈ [n], compute

∣∣corr(x̂(i), x̂(j))
∣∣. For each i ∈ [n], let δi be such that∣∣corr(x̂(i), x̂(j))

∣∣ ⩾ 1 − δi for at least 0.99n choices of j ∈ [n]. Let i∗ ∈ [n] be a
minimizer of δi. Output x̂(i∗).

We start by showing that the canonical degree 2ℓ SoS program recovers a vector which is
strongly correlated with x∗.

Observe that in Step (1i) or Step (2i), Algorithm 3 first finds a pseudoexpectation which
maximizes Ẽ[

∑
C∈H bCxC ]. We show that for such a pseudodistribution, Ẽ[

∑
C∈H bCxC ] is

close to Ẽ[⟨x, x∗⟩k] (when we normalize appropriately) with high probability over the choice
of a random XOR instance, which we use to bound the correlation.

▶ Lemma 23. Let 2 ⩽ k ⩽ o(n1/4), and let (H, {bC}C∈H) ∼ LPNk(x∗,m, ε), where ε ∈ (0, 1
2 ].

Let ℓ be a parameter such that 2k ⩽ ℓ ⩽ n/8, and suppose

m ⩾
2O(k)

εδ5 ·
(n
ℓ

)k/2−1
· n logn, (3)

where δ ∈ (0, 1/2) is a parameter. Then with probability ⩾ 1 − 1/poly(n) over the draw of H
and {xC = bC}C∈H, we have that for any pseudo-expectation Ẽ of degree ⩾ 2ℓ,

Ẽ
[
ψ(x) − 2ε

nk
⟨x, x∗⟩k

]
⩽ δ +O

(
1√
n

)
,

where ψ(x) := EC∼H[bCxC ].

Proof. Consider the random variable

X :=
{
σ with probability 1 − 2ε,
1 with probability 2ε

,
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where σ is a Rademacher random variable, i.e. it takes values ±1 with equal probability.
Note that Pr(X = 1) = 1 − Pr(X = −1) = 1

2 + ε, and thus bC is distributed as X · x∗
C .

Consequently, we can write

Ẽ

[∑
C∈H

bCxC − 2εm
nk

⟨x, x∗⟩k

]
= Ẽ

[ ∑
C∈H2ε

(x⊙ x∗)C − 2εm
nk

⟨x, x∗⟩k

]
︸ ︷︷ ︸

(I)

+ Ẽ

 ∑
C∈H\H2ε

σC(x⊙ x∗)C


︸ ︷︷ ︸

(II)

, (4)

where H2ε is a 2ε-sample of H, i.e. every element of H is included in H2ε independently
with probability 2ε. We now bound the above terms one by one:

Bounding term (I). Write m′ := |H2ε|. Note that E[m′] = 2εm, and by a Chernoff bound,

m′ ∈ 2εm ·
[
1 ±O

(
1√
n

)]
(5)

with probability ⩾ 1 − exp(−Ω(εm/n)) ⩾ 1 − exp(−Ω(logn)) ⩾ 1 − 1/poly(n), since
εm ⩾ 2O(k) n

k
2 log n

ℓ
k
2 −1

⩾ 2O(k)n logn, since ℓ ⩽ n. Equivalently, m′ ⩾ 2O(k)

δ5 · n
k
2 log n

ℓ
k
2 −1

with
probability ⩾ 1 − 1/poly(n).

To finish bounding this term, we will need the following lemma, which intuitively shows
that degree-2ℓ Sum-of-Squares can certify that a random hypergraph with a sufficient number
of samples is a good approximation of the complete hypergraph.

▶ Lemma 24. Let H be a collection of m u.a.r. samples from K := [n]k, where 2 ⩽ k ⩽
o(n1/4). Let δ ∈ (0, 1/2) be an arbitrary parameter. Then for any pseudo-expectation Ẽ of
degree ⩾ 2ℓ, where

n

8 ⩾ ℓ ⩾ 2k, ℓ k
2 −1 ⩾ 2O(k) · n

k
2

m
· logn
δ4 ,

we have, with probability ⩾ 1 − 1/poly(n) over the draw of H,

Ẽ
[

E
C∼H

[xC ] − E
C∼K

[xC ]
]
⩽ δ +O

(
1√
n

)
.

We now use Lemma 24 to finish bounding term (I).
Since H2ε is distributed as a collection of m′ u.a.r. samples of K, by Lemma 24, for any

Ẽ ∈ SoS⩾2ℓ, we have that

Ẽ
[

E
C∼H2ε

[yC ] − E
C∼K

[yC ]
]
⩽ δ+O

(
1√
n

)
=⇒ Ẽ

[ ∑
C∈H2ε

yC −m′ E
C∼K

yC

]
⩽

(
δ +O

(
1√
n

))
m′,

where y := x⊙ x∗.7 Now note that

E
C∼K

[yC ] = E
C∼K

[(x⊙ x∗)C ] = 1
nk

∑
C∈[n]k

(x⊙ x∗)C = 1
nk

⟨x, x∗⟩k. (6)

7 Note that technically Lemma 24 is stated in terms of x, but since it works for all pseudo-distributions
of degree ⩾ 2ℓ, by translating we can put y instead of x.
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Consequently,(
δ +O

(
1√
n

))
m′ ⩾ Ẽ

[ ∑
C∈H2ε

yC −m′ E
C∼K

yC

]

= Ẽ

[ ∑
C∈H2ε

yC − 2εm
nk

⟨x, x∗⟩k

]
+
(

2εm−m′

nk

)
Ẽ⟨x, x∗⟩k

=⇒ Ẽ

[ ∑
C∈H2ε

yC − 2εm
nk

⟨x, x∗⟩k

]
⩽

(
δ +O

(
1√
n

))
m′ + |m′ − 2εm| ·

∣∣∣∣∣ Ẽ⟨x, x∗⟩k

nk

∣∣∣∣∣ .
(7)

Now, by Equation (6), we have Ẽ[⟨x,x∗⟩k]
nk = Ẽ[EC∼K[yC ]] = EC∼K[Ẽ[xC ]]. By Fact 12,

Ẽ[xC ] ∈ [−1, 1] for all C ∈ K, and thus EC∼K Ẽ[xC ] ∈ [−1, 1] =⇒
∣∣∣∣ Ẽ[⟨x,x∗⟩k]

nk

∣∣∣∣ ⩽ 1. Also, by

Equation (5), |m′ − 2εm| ⩽ O(m′/
√
n). Putting all this together in Equation (7), we obtain

that

Ẽ

[ ∑
C∈H2ε

yC − 2εm
nk

⟨x, x∗⟩k

]
⩽ m′ ·

(
δ +O

(
1√
n

)
+O

(
1√
n

))
⩽ m

(
δ +O

(
1√
n

))
.

Bounding term (II). Write m′′ := |H \ H2ε|. Here we make two cases:
(1) m′′ ⩽ δm: In this case, Ẽ

[∑
C∈H\H2ε

σC(x⊙ x∗)C

]
=
∑

C∈H\H2ε
σC Ẽ [(x⊙ x∗)C ] ⩽

m′′ ⩽ δm.
(2) m′′ > δm: Note that m′′ > δm ⩾ 2O(k)

εδ4 · n
k
2 log n

ℓ
k
2 −1

⩾ 2O(k)

δ4 · n
k
2 log n

ℓ
k
2 −1

. Also note that H\H2ε

is a collection of m′′ u.a.r. samples from K := [n]k. Consequently, by Corollary 17, for
any Ẽ ∈ SoS⩾2ℓ, we have Ẽ

∑
C∈H\H2ε

σCxC ⩽ m′′
(
δ + 2k2

n

)
⩽ m

(
δ + 2k2

n

)
.

Combining the above terms together, we can say that for any Ẽ ∈ SoS⩾2ℓ, we have

Ẽ

 ∑
C∈H\H2ε

σCxC

 ⩽ m

(
δ + 2k2

n

)
⩽ m

(
δ +O(n−1/2)

)
,

where the last inequality follows since k ⩽ o(n1/4). Finally, putting everything together
in Equation (4), we obtain that

Ẽ

[∑
C∈H

bCxC − 2εm
nk

⟨x, x∗⟩k

]
⩽ m

(
δ +O

(
1√
n

))
+m

(
δ +O

(
1√
n

))

⩽ m

(
2δ +O

(
1√
n

))
,

and we absorb the 2 in front of the δ in the 2O(k) term in Equation (3). ◀

We can now prove the main lemma.
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Proof of Lemma 20. Write ν := εδ. Note that m ⩾ 2O(k)

εν5 ·
(

n
ℓ

)k/2−1 · n logn.
Let Ẽµ ∈ arg maxẼ∈SoS2ℓ

ψ(x) be any pseudo-distribution maximizing ψ(x) :=
EC∼H[bCxC ]. By Lemma 23,

Ẽ
µ

[
ψ(x) − 2ε

nk
⟨x, x∗⟩k

]
⩽ ν +O

(
1√
n

)
⩽ 2ν =⇒ Ẽ

µ
[ψ(x)] ⩽ 2ε

nk
Ẽ
µ

⟨x, x∗⟩k + 2ν,

where we can write ν +O(n−1/2) ⩽ 2ν since ν = εδ ⩾ Ω(n−1/2).
Now, consider the probability distribution which places all its mass on x∗. By Definition 11,

the expectation operator associated to this distribution is a valid degree 2ℓ pseudo-distribution
over {−1, 1}n. Furthermore, the expectation of ψ(x) under this distribution is ψ(x∗).
Consequently, Ẽµ ψ(x) ⩾ ψ(x∗), and thus

2ε
nk

Ẽ
µ

⟨x, x∗⟩k + 2ν ⩾ ψ(x∗) = E
C∼H

[bCx
∗
C ]

(∗)
⩾ 2ε

(
1 −O

(
1√
n

))
(8)

=⇒ 1
nk

Ẽ
µ

⟨x, x∗⟩k ⩾ 1 − ν

ε
−O

(
1√
n

)
=: 1 − ξ, (9)

where (∗) follows with probability ⩾ 1 − 1/poly(n) by a Chernoff bound. Note that ξ =
ν/ε+O(n−1/2) = δ +O(n−1/2) = O(δ), since δ ⩾ εδ ⩾ Ω(n−1/2).

We now make cases based on whether k is odd or even:
(1) k is odd: In this case, Fact 14 implies that Ẽµ[⟨x, x∗⟩] ⩾ n(1 − ξ) =⇒ ⟨Ẽµ[x], x∗⟩ ⩾

n(1 − 2ξ). Write z := Ẽµ[x]. Then note that ∥z∥2
2 =

∑
i Ẽµ[xi]2

Fact 12
⩽ n. Consequently,

corr(z, x∗) = |⟨z, x∗⟩| /∥z∥2 · ∥x∗∥2 ⩾ ⟨z, x∗⟩/n ⩾ 1 − 2ξ. Now, by Fact 13, the vector
x′ we compute (in Item 1i of Algorithm 2) is very close to its “idealized value” z, i.e.
∥x′ − z∥1 ⩽ 2−n. Since 2ξ ⩾ Ω(n−1/2) ≫ 2−n, 2ξ + O(2−n) ⩽ O(ξ) ⩽ O(δ). Now, by
Proposition 8, it follows that for x̂ := sgn(x′), we have that corr(x̂, x∗) ⩾ 1 −O(δ), which
finishes the proof in this case.

(2) k is even: In this case, Fact 14 implies that Ẽµ[⟨x, x∗⟩2] ⩾ n2(1 − 2ξ). Now, note that
⟨x, x∗⟩2 = ⟨x⊗2, x∗⊗2⟩, and thus ⟨Ẽµ[x⊗2], x∗⊗2⟩ ⩾ n2(1−2ξ). Write Z := Ẽµ[x⊗2], where
Z is to be viewed as a n× n matrix. Then note that ⟨Z, x∗⊗2⟩ =

∑
i∈[n]⟨z(i), x∗

i x
∗⟩ ⩾

n2(1 − 2ξ), where z(i) is the ith row of Z. Also note that ∥z(i)∥2
2 =

∑
j Ẽµ [xixj ]2

Fact 12
⩽∑

j Ẽµ

[
x2

ix
2
j

]
= n, and thus

∑
i∈[n]

∣∣∣corr(z(i), x∗)
∣∣∣ =

∑
i∈[n]

|⟨z(i), x∗⟩|
∥z(i)∥2 · ∥x∗∥2

=
∑
i∈[n]

|⟨z(i), x∗
i x

∗⟩|
∥z(i)∥2 ·

√
n

⩾
1
n

∑
i∈[n]

∣∣∣⟨z(i), x∗
i x

∗⟩
∣∣∣ ⩾ 1

n

∣∣∣∣∣∣
∑
i∈[n]

⟨z(i), x∗
i x

∗⟩

∣∣∣∣∣∣ ⩾ n (1 − 2ξ) .

On the other hand,
∑

i∈[n]
∣∣corr(z(i), x∗)

∣∣ ⩽ n, since corr(z(i), x∗) ∈ [−1, 1] for each
i ∈ [n]. Consequently, by an averaging argument, we must have that for ⩾ 0.99n indices
i ∈ [n],

∣∣corr(z(i), x∗)
∣∣ ⩾ 1 − 200ξ.

As before, if X(i) is the vector we compute (in Item 2ii of Algorithm 3), then ∥X(i) −
z(i)∥1 ⩽ 2−n, and thus for ⩾ 0.99n indices i ∈ [n], we have

∣∣corr(X(i), x∗)
∣∣ ⩾ 1 −O(ξ) ⩾

1 −O(δ), and we can absorb the constant in O(·) into the lower bound for m, as usual.
Now, let x̂(i) = sgn(X(i)) for each i. By Proposition 8, we have that

∣∣corr(x̂(i), x∗)
∣∣ ⩾

1 − O(δ) for at least 0.99n indices i ∈ [n]. Call these indices the “good” indices.
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We now observe that the i∗ chosen in Item 2iii must be such that
∣∣corr(x̂(i∗), x∗)

∣∣ ⩾
1 −O(δ). Indeed, for any choice of one of the “good” 0.99n indices i, we must have that∣∣corr(x̂(i), x̂(j)

∣∣ ⩾ 1 − O(δ) for every other good j, i.e., δi = O(δ). Therefore, for the
particular i∗ chosen in Item 2iii, it follows that

∣∣corr(x̂(i∗), x̂(j)
∣∣ ⩾ 1 − O(δ) for some

good index j, there are ⩾ 0.99n good indices. We thus conclude by triangle inequality
that

∣∣corr(x̂(i∗), x∗)
∣∣ ⩾ 1 −O(δ), which finishes the proof. ◀

5.2 Rounding approximate solutions: proof of Lemma 21
In this subsection, we prove Lemma 21.

Proof. Since |H| = Ω(ε−2n logn), and since |[n]k \ [n](k)|/nk ⩽ O(k2/n) = o(1) (see Pro-
position 9), if we write H′ := H ∩ [n](k), with probability ⩾ 1 − exp(−Ω(n)) we have
|H′| ⩾ Ω(ε−2n logn). Note that all tuples in H′ have distinct entries. For every i ∈ [n],
write H⟨i⟩ := {C \ {i} : i ∈ C ∈ H′}. Note that the H⟨i⟩s may have repeated hyperedges.
Also for any T ∈ H⟨i⟩, denote by (T, i) the tuple in H′ that T was obtained from. Since the
hyperedges of H′ are independent uniform samples from [n](k), the hyperedges of H⟨i⟩ are
independent uniform samples from ([n] \ {i})(k−1).

Consider the following algorithm:

Algorithm 4 Exact Recovery from an Approximately Correct Solution.

Input: A k-XOR instance (H, {bC}C∈H), and a vector x̃ ∈ {−1, 1}n.
Output: A vector x ∈ {−1, 1}n.
Operation:

(1) For every i ∈ [n], compute Si := {b(T,i)x̃T : T ∈ H⟨i⟩}, which is a multiset over {−1, 1}.
Here H⟨i⟩ := {C \ {i} : i ∈ C ∈ H ∩ [n](k)}.

(2) Output x ∈ {−1, 1}n, where

xi :=
{

1 if ⩾ |Si|/2 entries of Si are 1,
−1 otherwise

.

It is easy to see that the above algorithm runs in poly(m,n) time. We will argue that if k
is odd, then x = x∗ with probability ⩾ 1 − 1/poly(n), and if k is even, then x ∈ {x∗,−x∗}
with probability 1 − 1/poly(n).

Let us first consider the case where corr(x̂, x∗) ⩾ 1 − δ (for both odd and even k). It
suffices to show that xi ̸= x∗

i with probability ⩽ O(n−2) for all i ∈ [n], as then we are done
by a union bound over all i ∈ [n].

Write B := {i ∈ [n] : x̃i ≠ x∗
i }. Note that ⟨x̃, x∗⟩ = n− 2|B|, and thus |B| ⩽ δn/2. We

call T ∈ H⟨i⟩ good if it satisfies the following conditions:
(1) T ∩B = ∅,
(2) b(T,i) = x∗

(T,i).
Note that if T ∈ H⟨i⟩ is good, then b(T,i)x̃T = x∗

(T,i)x̃T = x∗
(T,i)x

∗
T = x∗

i . Consequently,
xi ̸= x∗

i if < |Si|/2 = |H⟨i⟩|/2 elements of H⟨i⟩ are good.
Since x̃ is independent of H and all H⟨i⟩s, we see that the probability that any given

element of H⟨i⟩ does not intersect B is

⩾
k−1∏
i=1

n− |B| − i

n− i
⩾

(
n− |B| − k

n− k

)k−1
⩾

(
1 − δ

2 − k
n

1 − k
n

)k−1

⩾ 1− (k − 1)δ
2(1 − k

n )
⩾ 1− kδ

2 ⩾ 1− ε

2 ,
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where we recall H⟨i⟩ contains independent uniformly random tuples from ([n] \ {i})(k−1),
and k−1

1−k/n ⩽ k for large enough n. Since the noise in the equations {xC = bC}C∈H is
independent of the randomness in sampling H, the probability that any given element of
H⟨i⟩ is good is

⩾
(

1 − ε

2

)(1
2 + ε

)
⩾

1
2 + ε

4 .

Now, by a Chernoff bound, |H⟨i⟩| ⩾ 1
2n · |H′| = Ω(ε−2 logn) with probability

⩾ 1 − exp (−Ω(|H′|/n)) = 1 − exp
(
−Ω(ε−2 logn)

)
⩾ 1 − 1/poly(n).

By another Chernoff bound, the probability that ⩾ 1
2 fraction of H⟨i⟩ is good is

⩾ 1 − exp(−Ω(ε2|H⟨i⟩|)) ⩾ 1 − exp(−Ω(logn)) ⩾ 1 − 1/poly(n),

as desired.
It remains to handle the case when k is even and corr(−x̂, x∗) ⩾ 1 − δ. Let us make

the following simple observation: since k is even, the distributions LPNk(x∗,m, ε) and
LPNk(−x∗,m, ε) are identical. Hence, we can follow the above analysis using −x∗ as the
planted assignment since corr(x̂,−x∗) ⩾ 1 − δ, and the aforementioned argument implies
that we recover −x∗ with probability at least 1 − 1/poly(n), which finishes the proof. ◀
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