
Fine-Grained Complexity of Computing
Degree-Constrained Spanning Trees
Narek Bojikian #

Humboldt Universität zu Berlin, Germany

Alexander Firbas #

TU Wien, Austria

Robert Ganian #

TU Wien, Austria

Hung P. Hoang #

TU Wien, Austria

Krisztina Szilágyi #

Czech Technical University, Prague, Czech Republic

Abstract
We investigate the computation of minimum-cost spanning trees satisfying prescribed vertex degree
constraints: Given a graph G and a constraint function D, we ask for a (minimum-cost) spanning tree
T such that for each vertex v, T achieves a degree specified by D(v). Specifically, we consider three
kinds of constraint functions ordered by their generality – D may either assign to each vertex a list of
admissible degrees, an upper bound on the degree, or a specific degree. Using a combination of novel
techniques and state-of-the-art machinery, we obtain an almost-complete overview of the fine-grained
complexity of these problems taking into account the most classical structural graph parameters
of the input graph G. In particular, we present SETH-tight upper and lower bounds for these
problems when parameterized by pathwidth and cutwidth, an ETH-tight algorithm parameterized
by clique-width, and a nearly SETH-tight algorithm parameterized by treewidth.

In order to obtain our upper bound for clique-width, we develop a novel technique of double
representation through “requirement shifting”. Using this technique, we also obtain an ETH-tight
single-exponential XP algorithm for the Exact Leaf Spanning Tree problem parameterized by
clique-width, which settles the final remaining open case for clique-width from the classical Cut and
Count of Cygan et al. [FOCS 2011, TALG 2022]. This shows the versatility of our technique and its
potential applicability to other problems as well. Additionally, in order to establish our lower and
upper bounds we introduce a number of tools which may be of independent interest, including lazy
coloring and “asymptotic” SETH-based reductions for structural parameters.
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38:2 Degree-Constrained Spanning Trees

1 Introduction

Algorithms for computing minimum-cost spanning trees of graphs are, in many ways, corner-
stones of computer science: classical results such as the algorithms of Prim or Kruskal are
often among the first graph algorithms presented to undergraduate students. And yet, in
many situations it is necessary to compute not only a spanning tree, but one that satisfies
additional constraints. In this article, we investigate the computation of (minimum-cost)
spanning trees that satisfy prescribed constraints on the degrees of the tree’s vertices.

More precisely, given a graph G with polynomially-bounded edge weights and a constraint
function D : V (G) → 2N, our aim is to determine whether there is a spanning tree T of G

such that for each v ∈ V (G), degT (v) ∈ D(v) – and if the answer is positive, output one of
minimum cost. Depending on the form of the constraint function, we distinguish between
the following three computational problems:
1. in Set of Degrees Minimum Spanning Tree (MST), D maps each vertex to a set of

integers;
2. in Bounded Degree MST, all sets in the image of D are of the form {1, . . . , d} for

some d ∈ N;
3. in Specified Degree MST, the image of D is a set of singletons.

While the above problems are in fact ordered from most to least general1, the considered
types of constraints can each be seen as natural and fundamental in their own right. Indeed,
the constraints in Bounded Degree MST appear as a crucial base case in the Thin Tree
Conjecture [29, 38] and have been extensively studied in the approximation setting where one
is allowed to violate the constraints by an additive constant [23, 30, 43]. At the same time,
Specified Degree MST and Set of Degrees MST form natural counterparts to the
classical f-Factor and General f-Factor problems [45, 12, 24, 25], respectively. The
NP-hard connected variants of the latter two problems have been studied in the literature
as well [18, 11, 27]. It is worth noting that both Set of Degrees MST and Specified
Degree MST have also been studied in the literature under the same name “Degree
Constrained Spanning Tree” [21, 41] and were shown to admit 2O(n) algorithms.

While classical minimum-cost spanning trees can be computed on general graphs in
almost linear time [8, 9], we cannot hope to achieve such an outcome for even the easiest
of the three problems considered here – indeed, Specified Degree MST is NP-hard as
it admits a straightforward reduction from Hamiltonian Path. Naturally, this only rules
out efficient algorithms on general graphs; in reality, the actual running time bounds will
necessarily depend on the structural properties of the input graphs – for instance, all three
degree-constrained MST problems admit trivial linear-time algorithms on trees. In this
article, we investigate the fine-grained running time bounds for solving these problems taking
into account the structure of the input graphs and obtain a surprisingly tight classification
under the Exponential Time Hypothesis (ETH) [35] along with its strong variant (SETH) [34].

In fact, we are not the first to investigate tight running time bounds for a connectivity
problem with respect to structural parameters. The Cut&Count technique introduced by
Cygan et al. [16, 17] was designed specifically to target connectivity problems under structural
parameterizations, and in particular treewidth. For many of the studied problems, they also
provided SETH-based lower bounds that rule out any significant improvements to the base
of the exponent. In particular, they obtained a SETH-tight O∗(4tw(G)) algorithm for the

1 Every instance of Specified Degree MST can either be trivially rejected or stated as an equivalent
instance of Bounded Degree MST on the same input graph G.
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Exact Leaf Spanning Tree problem – a variant of the spanning tree problem, where one
requires the solution tree to have a given number k of degree one vertices – where tw(G) is
the treewidth of the input graph and O∗ suppresses constant as well as polynomial factors of
the input.

After the aforementioned work, there has been a series of papers studying the fine-grained
complexity of different connectivity problems (using Cut&Count and other techniques) under
structural parameters [2, 3, 14, 31, 33]. In particular, as mentioned in [7], Hegerfeld and
Kratsch [32] and Bojikian and Kratsch [5, 6, 7] provided SETH-tight algorithms for all but
one of the connectivity problems, whose SETH-tight complexity relative to treewidth was
studied in [16, 17], when parameterized by clique-width, which is a well-established dense
counterpart to treewidth. The single problem which was left open in that series of works was
Exact Leaf Spanning Tree.

Aside from the above line of research, the complexity of constrained variants of the
(Minimum) Spanning Tree problem was investigated in other related works as well. For
example, Gargano and Rescigno [28] studied the variant of computing a spanning tree with
minimum number of branching vertices parameterized by modular-width. Moreover, Ganian
et al. [26] studied the directed version of degree constrained spanning tree, providing an XP
algorithm for this problem when parameterized by clique-width.

Contributions. The techniques used to obtain the above results – or any other known
results on computing constrained spanning trees (see, e.g., [47]) – do not seem to translate
into our setting. In fact, as our first contribution (Theorem 5.1) we rule out an algorithm
with single exponential running time with constant dependence on the parameter, in contrast
to the treewidth-based bounds discussed above. More precisely, we establish an SETH-based
lower bound that essentially excludes any algorithm solving Specified Degree MST (the
easiest of the three problems considered here) in time faster than O∗((2r)pw(G)), where
r is the maximum degree requirement in the image of D, even if G is edge-unweighted.
We complement this lower bound with a tight algorithmic upper bound that holds for the
most general of the three kinds of degree constraints and for polynomially bounded weight
functions. In particular, we obtain a randomized algorithm solving Set of Degrees MST
in time O∗((2r)pw(G)) (Theorem 4.1) and show that this algorithm can also be translated to
treewidth, albeit with an “almost optimal” running time of O∗((2r + 2)tw(G)) (Theorem 4.3).

The above results raise the question of whether one can also solve these problems on
more general inputs, notably unweighted dense graphs.2 More concretely, can we efficiently
compute degree-constrained spanning trees by exploiting the classical graph parameter
clique-width (cw)? As our next contribution, in Theorem 3.1 we obtain a highly non-trivial
deterministic nO(cw)-time algorithm solving Set of Degrees MST on unweighted n-vertex
graphs3 – a result which is tight under the ETH [20] and generalizes the known algorithm
for Hamiltonian Path under the same parameterization [1].

Under current complexity assumptions, neither Theorem 4.1 nor Theorem 3.1 can be
improved to yield fixed-parameter algorithms for our problems of interest under the considered
structural parameterizations – indeed, any such algorithm would necessarily violate the
aforementioned lower bounds for instances with sufficiently large r. However, the question
still remains whether one can obtain (tight) fixed-parameter algorithms under different,

2 Weights in simple dense graphs such as cliques can be used to model instances on arbitrary graphs.
3 As is common in related fine-grained upper bounds, we assume that a corresponding decomposition is

provided as a witness [19, 1].
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Table 1 Overview of our results. Here, k always denotes the respective graph parameter, r is the
maximum degree requirement in the image of D and n is the order of the input graph. Clique-width
lower bound [20] is ETH-based, while all the lower bounds provided in this paper are based on SETH.
All lower bounds and the clique-width algorithm are obtained for the edge-unweighted variants.

Parameter Specified Degree MST Set of Degrees MST
Lower bound Upper bound

Clique-width no(k) [20] nO(k) (Thm. 3.1)
Treewidth O∗(

(2r − ε)k
)

(Thm. 5.1) O∗(
(2r + 2)k

)
(Thm. 4.3)

Pathwidth O∗(
(2r − ε)k

)
(Thm. 5.1) O∗(

(2r)k
)

(Thm. 4.1)
Cutwidth O∗(

(3 − ε)k
)

(Thm. 5.2) O∗(
3k

)
(Thm. 4.2)

more restrictive parameterizations. As our third and final set of contributions, we obtain
tight “fixed-parameter” running time bounds with respect to the graph parameter cutwidth
ctw [10, 44]. In particular, we design a randomized algorithm solving Set of Degrees
MST in time O∗(3ctw(G)) (Theorem 4.2) and a complementary SETH-based lower bound
which excludes running times of the form, e.g., O∗(2.999ctw(G)), even for Specified Degree
MST in the edge-unweighted case (Theorem 5.2).

We summarize all these results in Table 1. We remark that all our upper bounds
work for the most general variant, namely Set of Degrees MST, while all our lower
bounds are obtained for the most restrictive variant, Specified Degree MST, implying
that, surprisingly, all three problems have the same complexity for each of the considered
parameters.

Finally, we show that our technique for the clique-width upper bound can be adapted to
obtain an ETH-tight single-exponential XP algorithm for the Exact Leaf Spanning Tree
problem parameterized by clique-width. This settles the last remaining fine-grained question
arising from the classical work of Cygan et al. [16, 17], as mentioned in the very recent work
of Bojikian and Kratsch [7].

2 Problem Definitions

Degree-Constrained Spanning Tree Problems. We formally define the different variants of
the degree-constrained spanning tree problems studied in this work.

(Weighted) Set of Degrees MST
Input: Graph G = (V, E), edge weight w : E → R≥0, function D : V (G) → 2N, bound

B ∈ R≥0

Question: Does G admit a spanning tree T of cost at most B such that degT (v) ∈ D(v) for
each v ∈ V (G)?

Bounded Degree MST and Specified Degree MST are defined analogously, but
there the images of D are sets of the form [i] or {i} (for some integer i), respectively. We use
r to denote maxv∈V (G),x∈D(v) x. For the unweighted versions of the problems above, we omit
the edge weights w and the cost bound B from the input and hence instances merely consist
of a pair (G, D). The unweighted versions of all three considered problems are NP-hard as
they admit a straightforward reduction from Hamiltonian Path. Clearly, (weighted) Set
of Degrees MST generalizes both (weighted) Bounded Degree MST and (weighted)
Specified Degree MST by definition. There is also a trivial weight- and graph-preserving
reduction from (weighted) Specified Degree MST to (weighted) Bounded Degree MST
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where instances of Specified Degree MST not satisfying
∑

v∈V (G) d(v) = 2n − 2 can
be rejected, while an instance that satisfies this equality can be turned into an equivalent
instance of Bounded Degree MST by replacing D(v) = {i} for each v ∈ V (G) with
D(v) = [i].

Exact Leaf Spanning Tree. As mentioned earlier, as an additional contribution we also
obtain a more efficient algorithm for the Exact Leaf Spanning Tree problem:

Exact Leaf Spanning Tree
Input: Graph G = (V, E), integer t
Question: Does G admit a spanning tree F with exactly t leaves?

3 The Clique-Width Algorithms

High-level Summary. To obtain our algorithm for Set of Degrees MST on (unweighted)
graphs parameterized by clique-width, our high-level aim is to employ the typical leaf-to-
root dynamic programming approach used in almost all applications of structural graph
parameters. There, one intuitively seeks to identify and maintain a correspondence between a
suitably defined notion of a “partial solution” in the graph constructed so far – the processed
graph – and a (typically combinatorial and compact) representation of that partial solution
that is stored as an entry in our records. However, attempting to follow this approach
directly for any of our variants over a clique-width decompositions fails, as the number of
natural “representations” of partial solutions is not bounded by nf(cw) (for any f). In order
to circumvent this issue and obtain the sought-after single-exponential XP algorithm, we will
“decompose” these initial representations into collections of more concise representations for
partial solutions.

Towards this, we use a two-step representation procedure which characterizes the proper-
ties of the processed graph with a set of “nice” footprints that together are compatible with
the same set of partial solutions in the rest of the graph. Note that the representation via
footprints that we obtain is, by its nature, existential: instead of representing each partial
solution Sol in the processed graph by a single footprint (as is standard), we use a set of
nice footprints. Crucially, we provide a guarantee that for every full solution extending Sol
there exists at least one footprint that can be extended to a (potentially very different) full
solution.

Setup. Our main contribution is a “requirement shifting” technique, that allows us, in the
first place, to build a natural representation of a partial solution, but also more crucially, to
reduce each such natural representation into a set of “nice” representations. Concretely, at
each step of a clique-decomposition, one builds a partial labeled graph H of the final graph
G with the vertices of H partitioned into k label classes. In a hypothetical solution, each
vertex of H will still receive a certain number of additional edges that have not been created
yet. We call this number the (remaining) requirement of the vertex, whereas the intersection
of the hypothetical solution with H forms a spanning forest in that graph.

In a clique-decomposition, all vertices of the same label in H will act as twins (i.e., receive
the same added neighbors) in future steps of the decomposition. It is not difficult to show
that one can accumulate the requirements of all vertices of the same label in each connected
component of a partial solution to a single vertex. To see why this is valid, note that if
the current partial solution is to be extended to a full solution in the final graph, then we

ICALP 2026



38:6 Degree-Constrained Spanning Trees

can reroute the edges attached to vertices of the same label in a connected component to a
single vertex representing all these vertices, without changing the degree requirements, the
connectivity or the acyclicity of the rest of the graph. We refer to Figure 1(a)-(b) for an
illustration of this idea.

Note that a connected component of zero requirement cannot be connected to any other
component in the rest of the graph. Therefore, such a component either forms a final solution
(if it spans all vertices of the graph), or the considered partial solution cannot be extended
to a full solution. Thus, we can assume that there is at most one connected component with
requirement zero.

2 11 1 1

2 1 1 1 1

(a)

3 1 2

2 11 1 1
(b)

〈(
3
1

)
,

(
0
2

)〉
(c)

Figure 1 (a) An example of a partial solution (top row), and its completion into a solution in the
full graph. We depict the first label in blue, and the second in green. (b) The partial solution that
results from accumulating the requirements of each label in each connected component to a single
vertex. (c) We depict the pattern corresponding to the partial solution in (a).

Therefore, a natural representation R of a partial solution F in H can be defined as
a multiset of vectors of length k, where for each connected component C of F we add a
vector to R with the ith coordinate of this vector is defined by the total remaining degree
requirement of all vertices with label i in that component (see Figure 1(c)). We call this
representation a pattern for F . Using standard arguments, one can show that this builds a
correct representation of the family of partial solutions, and that can be extended correctly
along the decomposition, counting the total number of solutions in the graph. This basic
representation via patterns forms the foundation for our arguments. However, the total
number of such patterns is not bounded by nf(k) for any function f , as each coordinate of
each vector can take values up to n, and a dynamic program directly building on these would
need to store multisets of up to n such vectors.

The Shifting Technique. In order to overcome this problem, we introduce a second layer
of representation, that serves as the baseline for our technique. The end goal is to reduce
each pattern to a compact family of “nice” patterns that we use to index our dynamic
programming tables. Formally, we define nice patterns as follows:

▶ Definition. We call a pattern A nice if A contains at most one 0 vector and for each
coordinate i, A contains at most one non-unit vector v such that vi ≥ 1.

In order to achieve this, we show that each pattern R that is not nice can be reduced
into two new “nicer” patterns R1, R2 (i.e., each of R1, R2 has strictly fewer non-zero entries
in non-unit vectors than R). Crucially, R behaves as an “OR” of R1 and R2. We remark
that this existence-preserving guarantee differs from the parity-preserving representations
typically employed in conjunction with the Cut&Count technique – in fact, our approach
yields deterministic algorithms parameterized by clique-width.

In particular, we show on one hand that both R1 and R2 are weaker than R in the sense
that each valid extension of either of R1, R2 is also a valid extension for R. On the other
hand, we also prove that R1 and R2 together are exactly as strong as R. In order to build
R1 and R2 from R, we branch over the ways in which two components of a partial solution
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are connected to each other in the final graph, which allows to shift (the rest of) the degree
requirements between these two components. This allows us to accumulate requirements in
fewer “big” components, resulting in nice patterns.

It is not hard to see that the total number of nice patterns is bounded by nO(k) which
matches our desired running time. However, since creating a nice pattern requires us to
apply the shifting operation exhaustively, a brute-force recursive application of shifting could
lead to an exponential blow-up in the number of patterns before they become nice. In order
to overcome this problem, we apply the shifting operation in a carefully structured way
which guarantees that the size of the intermediate pattern families never exceeds nO(k) – see
Figure 2 for an overview.

ReduceToNice ProcessBig ReduceVector ShiftVector

Shifting operations: π1, π2

Figure 2 A high-level overview of the procedure of building a nice-pattern representation from
a given pattern. The procedure ReduceToNice takes as input a single pattern and outputs an
equivalent family of nice patterns. Crucially, it fixes k special vectors (one per coordinate) that will
receive all the shifted requirements. It makes a single call to ProcessBig that makes sure that the
supports of these special vectors form a partition of all labels. Both ReduceToNice and ProcessBig
make calls to ReduceVector, turning a single vector nice. Finally, ReduceVector makes calls to
ShiftVector that branches over the ways the vector will connect to the rest of the solution, and
shifts the rest of the requirements accordingly, replacing this vector with a set of at most k “nicer”
vectors. We show that the output of the last procedure (and hence, all of them) is equivalent to
exhaustive application of the two shifting operations π1 and π2 that branch on a single coordinate,
which correspond to the patterns R1 and R2 described above.

A second challenge the algorithm needs to overcome is that when one would need to add
edges inside H, it is not immediately obvious how this changes our patterns. We describe how
this challenge can be overcome in the next paragraph which details the algorithm’s operation,
but to facilitate the presentation of our ideas we design our dynamic programming algorithm
along the closely related notion of NLC-width and NLC-decompositions. This is without loss
of generality, as a clique-decomposition can be transformed into an NLC-decomposition of
the same width in polynomial time [37]. The advantage of NLC-width here is that it avoids
adding edges into the graph processed so far, which is important for dealing with the opaque
representations we need to use for the algorithm.

The Algorithm. We process the NLC-decomposition in a bottom-up manner, distinguishing
two types of nodes: introduce vertex nodes, and join nodes. The latter performs a disjoint
union of two previously constructed graphs, adds edges between these two graphs according
to a set of specified label pairs, and relabels vertices based on a specified relabeling function.

For an introduce vertex node, the created graph contains a single partial solution, namely
the forest consisting of the single introduced vertex. Here, instead of keeping a single entry
in our table for this partial solution, at this stage we already account for all possible target
requirements of the created vertex and keep a separate entry for each option.

For a join node, on a high level, we start by combining each pair of nice patterns at
the two children nodes. For each such pair, our goal is to iterate over all possible ways
of selecting the edges between them to include in the solution. This will result in a new
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family of partial solutions; after that, we apply the corresponding relabeling operations on
the resulting family. We will then represent the resulting partial solutions using a family of
nice patterns via the process described in Figure 2, thus completing the computation of our
records for the node.

The most challenging part of the algorithm is to handle the aforementioned edge selection
step. Note that a join operation could add Ω(n2) edges between a pair of partial solutions,
meaning that a direct approach would iterate over an exponential number of new partial
solutions. To overcome this challenge, we first observe that adding an edge between two
“unit-requirements” creates a connected component of zero-requirement, therefore we restrict
to choosing at most one such edge. Using this, we can show that the exponentially-many
ways of adding edges collapse into nO(k) possible resulting patterns.

In particular, we distinguish three types of edges: the (at most one) edge between two
unit components, edges between two big components, and edges between a big component
and a unit component. The algorithm first exhaustively branches over the first two types
of edge. Second, we branch to determine the number of edges of the third type incident to
each vertex of a big component, and the number of unit components of each label incident
to these “type-3” edges. Note that each type-3 edge “consumes” the requirement of this unit
component, whereas the exact choice of which unit components are connected to which big
components does not affect the resulting representation. Therefore, for each such choice, it
suffices to verify the validity of the choice. We show that this final verification can be done
via a reduction to the well-known Bipartite b-Matching problem, which is solvable in
polynomial time [13]. This allows us to establish our first main result:

▶ Theorem 3.1. There exists an algorithm that, given an n-vertex instance (G, D) of
unweighted Set of Degrees MST and an NLC-decomposition of G using k labels, solves
the problem in time nO(k).

Exact Leaf Spanning Tree. Before we proceed with the remaining results for degree-
constrained MST problems, we show that the shifting technique developed for Theorem 3.1
can also be adapted to obtain an ETH-tight algorithm for the Exact Leaf Spanning
Tree problem parameterized by clique-width. Again, a partial solution of this problem
is a spanning forest, where we mainly care about the number of leaves of each label in
a connected component of the forest, and whether at least one inner vertex of each label
exists in that component. Therefore, a natural definition of a pattern representing a partial
solution consists of a vector that counts the number of isolated vertices of each label, and a
multiset that contains an element for each remaining component. Each such element is a
pair consisting of a vector counting the number of leaves of each label, and a set of labels
that contain the labels of the inner vertices in that component.

In contrast to the previous section, instead of shifting requirements, intuitively we shift
leaves (and inner vertices) between connected components of a partial solution. This requires
us to allow, among others, the construction of connected components consisting of a single
inner vertex. We achieve this by adding an additional “virtual” label 0, that will allow us to
build artificial leaves and inner vertices when needed, whose count will not be considered in
the final solution. After that we can apply a similar shifting technique as before, where we
guess which leaves or inner vertices connect two components in the final solution, and shift
all the other leaves and inner vertices between them accordingly.

The same notion of compatibility and equivalence of partial solutions as used for Set
of Degrees MST carries over to this setting as well. The main difficulty arises when we
attempt to resolve the bottleneck of adding edges between two partial solutions. In particular,
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the previous solution via using b-matching will not apply to this setting – indeed, it is possible
to create an exponential number of valid non-collapsing representations by adding different
sets of join edges to a pair of partial solutions. This means that iterating over all possible
representations instead of sets of edges will still not suffice to achieve our targeted running
time bound. Intuitively, this issue arises because for Exact Leaf Spanning Tree, the
result of adding an edge between a unit component and a big component depends on the
label of the isolated vertex, whereas for Set of Degrees MST this was not the case.

We overcome this problem by introducing a more fine-grained notion of equivalence,
where we require two equivalent partial solutions to not only complete the same set of
partial solutions in the rest of the graph (as was the case for Set of Degrees MST), but
additionally that the number of added edges between each pair of labels is the same. We note
that, while this notion of equivalence is stronger than the one defined previously, the shifting
operation employed there would also preserve this stronger notion of equivalence. Crucially,
with this stronger notion of equivalence we can avoid iterating over all subsets of edges,
and can instead add the edges one by one and reduce the resulting partial solutions after
adding each edge. While more technically involved, this approach avoids the aforementioned
exponential blow-up and yields an algorithm with the desired running time.

▶ Theorem 3.2. There exists an algorithm that, given an n-vertex graph G, an integer k

and an NLC-decomposition of G using k labels, decides whether G contains a spanning tree
of exactly k leaves in time nO(k).

4 Cut & Count

To obtain our algorithms for pathwidth, treewidth and cutwidth, we make use of the afore-
mentioned Cut&Count technique, that was introduced to deal with connectivity constraints
in parameterized algorithms [17]. This technique is a two step randomized approach: First,
using the isolation lemma, one can reduce a decision version of a connectivity problem to the
counting (modulo 2) version. After that, instead of counting the solutions, the technique
counts the so called “consistent cuts” of all relaxed (non-connected) solutions. This is
equivalent to counting the number of ways to partition the vertices of a relaxed solution
into two sides of a cut, such that each connected component is fully contained in one side of
the cut, and by fixing the side of the cut of a single solution vertex. As a result, a relaxed
solution admits an odd number of cuts if and only if it is connected. Therefore, non-connected
solutions cancel out in the total count (modulo 2). Our algorithms combine this technique
with a degree-counting argument.

Unfortunately, a direct application of this technique would not be able to break the
(2r + 2)k barrier even for pathwidth, thus keeping a gap between the upper bound and our
best achievable lower bound for each of these parameters. We close this gap for pathwidth
by a novel “lazy coloring” technique, where the algorithm decides dynamically when to “fix”
or “forget” the side of a consistent cut a vertex belongs to in a partial solution, depending
on the current degree of that vertex in a partial solution (instead of statically fixing the side
when the vertex is introduced).

▶ Theorem 4.1. There exists a Monte Carlo algorithm that, given an instance (G, w, D, B)
of the Set of Degrees MST problem together with a path decomposition of G of width pw,
solves the problem in time O∗(

(2r)pw)
. The algorithm produces false negatives only, and

outputs the right answer with probability at least one half.

ICALP 2026



38:10 Degree-Constrained Spanning Trees

In order to get a tight algorithm when parameterized by cutwidth, we use a given linear
arrangement of width ctw to build a path decomposition of the same width, with some
additional desired properties. Using a state counting argument based on the AM/GM
inequality [36], we show that the previous dynamic programming algorithm for pathwidth,
based on our “lazy coloring” technique, only defines 3ctw states at each bag of this path
decomposition, which yields a SETH-tight single exponential bound for cutwidth as well.

▶ Theorem 4.2. There exists a Monte Carlo algorithm that, given an instance (G, w, D, B)
of the Set of Degrees MST problem, together with a linear arrangement of G of width
ctw, solves this problem in time O∗(3ctw). The algorithm produces false negatives only, and
outputs the right answer with probability at least one half.

Finally, while we cannot achieve the same improvement for treewidth, obtaining the
current O∗(

(2r + 2)k
)

bound already requires non-trivial fast convolution techniques. We
follow the approach of van Rooij [46] by applying multidimensional fast Fourier transformation.
While a trivial non-cyclic application would add a factor 2 to the base of the running time,
we show, following an argument from [46] for generalized domination problems, that this
additional factor can be omitted by the utilization of the so-called “filters” that cancel out
cyclic dependencies while only adding a polynomial factor to the running time. As a result
we obtain the following.

▶ Theorem 4.3. There exists a Monte Carlo algorithm that, given an instance (G, w, D, B)
of the Set of Degrees MST problem together with a nice tree decomposition of G of width
tw, solves the problem in time O∗(

(2r + 2)tw)
. The algorithm produces false negatives only

and outputs the right answer with probability at least one half.

5 Lower Bounds

For our tight SETH-based lower bounds for pathwidth and cutwidth, on a high level we
follow the approach of Lokshtanov, Marx, and Saurabh [40] – but with a twist. We start with
an overview of this approach, which is essentially a reduction from a constraint satisfiability
problem [39] to our problem, Specified Degree MST. For each variable, we construct
a sequence of small components, where two consecutive components are separated by a
cut-vertex; see Figure 3 for an illustration for pathwidth. These components encode the value
of the corresponding variable, and we use the specified degree constraint to make sure that
they encode the same value. Then for each constraint of the satisfiability instance, we have a
gadget to combine a component from each involved variable to determine if the constraint is
satisfied. Finally, we need to ensure that the solution is a spanning tree.

While the description above follows a general template for a SETH-reduction, our
reductions also incorporate a new technique. This technique arises from the difficulty of
obtaining a classical “one-to-one” reduction to our problem using standard gadgets. Intuitively,
several constraints imposed by the desired lower bounds and the problem conflict with each
other. For example, due to the specified degree constraint, in a one-to-one reduction, we
may want to connect the first and the last components of the variable gadget so that the
total degrees are preserved regardless of the value of the variable. However, it is not obvious
how to do so while keeping both the pathwidth of the constructed graph and the maximum
degree of the solution small. To circumvent this issue, we employ Turing reductions instead
of the usual one-to-one reductions used for SETH; to the best of our knowledge, this is the
first time such reductions are used for structural parameters. In the example above, with
this approach, instead of connecting the first and the last components of the variable gadget,
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Figure 3 A schematic of the vertex gadget in the lower bound construction for pathwidth. This
gadget corresponds to a variable of the satisfiability problem. The cut-vertices (drawn as squares)
have the same degree requirement. The value of the variable is roughly represented by how many
edges of the solution spanning tree are on the left side of each cut-vertex; if the degree requirements
of the gray vertices are one, then this value is consistent among all cut-vertices of the gadget.

we can instead have some degree absorbers to accommodate the excess degree at each end of
the gadget; although we do not know exactly what this excess degree is, we can show that
there are only a polynomial number of possibilities across all variable gadgets. Using this
technique, we can prove the desired result for pathwidth.

▶ Theorem 5.1. For every r ≥ 3 and every ε ∈ Q+, unweighted Specified Degree MST
cannot be solved in time O∗((2r − ε)pw) unless the Strong Exponential Time Hypothesis fails.

We note that such a lower bound is highly unlikely to hold for r = 2, since this case
is equivalent (up to a polynomial factor in the running time) to the Hamiltonian Path
problem, which can be solved in (SETH-tight) running time O∗((2 +

√
2)pw) [15].

There is also another highly non-standard behavior in our reduction specific to cutwidth.
Instead of producing graphs with cutwidth n + δ where n is the input complexity measure
and δ is some fixed constant, we can only obtain graphs with cutwidth ω · n + δ, where ω > 1.
Under normal circumstances, this would not allow us to obtain a tight bound under SETH.
However, here we construct a family of reductions that allows us to set ω arbitrarily close to
1 and show that this still suffices to achieve the following desired bound.

▶ Theorem 5.2. Assuming SETH, the unweighted Specified Degree MST problem cannot
be solved in time O∗((3 − ε)ctw) for any ε > 0.

6 Concluding Remarks

Our results not only provide a comprehensive and in-depth overview of the fine-grained
complexity of computing a fundamental class of spanning trees, but also develop new
techniques which we believe are applicable to other problems, including those related to
graph factoring. One task left for future work is closing the small remaining gap between the
upper bound for treewidth (Theorem 4.3) and the lower bound for pathwidth (Theorem 5.1);
presently, it seems difficult to obtain further progress in either of these two directions. We
remark that a similar gap also exists for the classical Hamiltonian Cycle problem [15],
which has a tight O∗((2 +

√
2)pw(G)) lower and upper bound, but no matching tight bound

for treewidth is known.
Alternatively, one may ask whether using more restrictive structural parameterizations –

such as the treedepth of the input graph – can be used to design fixed-parameter algorithms for
instances with large r, similarly as was achieved in Theorem 4.2. Finally, a long-standing open
question in the field [17, 42] is whether Cut&Count based algorithms can be derandomized
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while achieving the same asymptotic running time. To the best of our knowledge, all
known deterministic techniques for connectivity problems parameterized by pathwidth (and
treewidth) yield single exponential running time but with a blow up in the base of the
exponent [2, 48, 22].
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