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—— Abstract

The chain length of a set family S < 2["™ is the largest ascending sequence of sets in containment
order in the union-closure of §. In this work, we provide a significantly simpler and more optimal
characterization of the sparsifiability of set systems in terms of their chain length, improving on
the work of Brakensiek and Guruswami [STOC 2025]. Our proof relies on a generalization of
Karger’s [SODA 1993] famous contraction algorithm and its recent linear algebraic extensions
[Khanna-Putterman-Sudan SODA 2024], and our resulting bounds show that, just as VC dimension
characterizes the additive sparsifiability of a set system, chain length governs the multiplicative
sparsifiability. As a corollary, we obtain improved bounds for weighted CSP sparsification.
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1 Introduction

In theoretical computer science, sparsification describes a range of methods for reducing the
storage size of a mathematical object while preserve some of its essential qualities. In this
paper, we study the sparsification of set systems S < 2™ where [m] := {1,2,...,m} is a
finite set of atoms. Here, we define sparsification analogously to that of Karger’s definition
for graph cuts [19], where we find a reweighting w : [m] — Rxq of the atoms such that for
every set S € S, its weight before and after the reweighting match up to a multiplicative
error of 1 + € (see Section 2 for a formal definition). In general, the goal is to find a map w
such that the support supp(w) := {i € [m] : w(i) # 0} is as small as possible.
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This framework precisely recover the graph cut sparsification framework of Karger, if we
let [m] represent the set of edges of an undirected graph G = (V, E), and let S be the family
of all possible cuts of G (i.e., sets of the form (A x (V\A)) n E, where A € V. In this paper,
we prove general bounds on the sparsifiability of all set systems, even when the initial atoms
[m] are also weighted.

The general study of set system sparsifiers was initiated by Brakensiek and Guruswami [7]
to help resolve questions in the emerging area of CSP sparsification, see Section 1.2 for
further background. In particular, they showed that the optimal size of a (weighted) set
system sparsifier is closely related to the chain length (coined by Bessiere, Carbonnel, and
Katsirelos [5]) of the set system. For a set system S < 2l we define its chain length CL(S)
to be the length of the longest ascending chain of sets S1 & --- & Scy,(s) contained in (S,
the closure of S with respect to set union—see Section 2 for a formal definition. We now state
the main result of Brakensiek and Guruswami [7] on weighted set system sparsification.

» Theorem 1 (Theorem 1.4 of [7]). For a set system S < 2™ weights w : [m] — Rxq and
e > 0, there exists a (1 + €) sparsifier of S which retains only

O (CL(S) log® m)

€2
many atoms.

Of note, this bound is “near-optimal” in the sense that for any set system S < 2" there
is a set of weights w such that any sparsifier needs at least CL(S) atoms (see Lemma 8.9
of [7]!). Furthermore, by a data structure lower bound of Carlson, Kolla, Srivastava and
Trevisan [9] for graph cuts, we know that the dependence on € > 0 is optimal in the worst
case. The main inefficiency in the bound of Theorem 1 is thus the additional factor of
log®(m).

The proof of Theorem 1 is rather complex, as the proof first seeks to find near-optimal
sparsifiers in the unweighted setting by adapting techniques pioneered by Gilmer [14] in his
recent breakthrough on the union-closed set conjecture (see [7] for a much more detailed
history of this problem).

1.1 Main Result

Our main result is a much more direct proof of Theorem 1 using a “contraction”-style argument
similar to those used in many papers in the sparsification literature [19, 4, 12, 24, 13, 23].
As a consequence, we also get a much sharper asymptotic analysis.

» Theorem 2 (Main Result, see Theorem 22). For a set system S < 2U™ weights w : [m] —
R>¢ and € > 0, there exists a (1 + €) sparsifier of S which retains only

0 (CL(S) 1og?(CL(S)/e) - (loglog(CL(S)/e))Q)

€2

many atoms.

Theorem 2 improves on Theorem 1 in two ways. First, the multiplicative overhead of
log® m is reduced to a much smaller log?"°") (CL(S)/e). Second, the bound in Theorem 2 is
independent? of m!

! Lemma 8.9 appears in the full version of their paper at https://arxiv.org/abs/2411.03451.
2 We observe that the bound in Theorem 1 could also be made independent of m by applying a recursive
argument similar to that of Section 4.2. Even so, the asymptotics of Theorem 2 would still be superior.
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As an application of the above theorem, one can consider a graph G = (V, E), and the
set system S € 2% which contains all the cuts in the graph G. Le., for every set T < V,
one can consider the set of edges £ € E which is cut by the set T and let S = | Jcy Er.
Sparsifying the set system S is thus equivalent to creating a cut-sparsifier of the graph G
in the classical sense of [4]. Because the chain length of the set of cuts is bounded by |V,
Theorem 2 recovers (up to an extra O(log(m)) factor) the sparsifier size bound of [4].

Note that Theorem 2 is however not efficiently implementable. This is in large part
due to the fact that, given a set system S < 2l there is no known efficient algorithm for
computing CL(S).

1.1.1 Improvement to Code Sparsification

As an additional corollary to Theorem 2, we give the first bound for linear code sparsification
(see [23]) which is independent of the underlying finite field. In more detail, given a finite
field F, on g elements, we define a linear code to be an n-dimensional subspace C' < F;". A
(1 £ €) sparsifier of C is a reweighting w : [m] — Rx such that for every ¢ € C' we have that

IF
NgE

Il
_

w(i)1[c; # 0] € (1£e€) Y 1[e; # 0].

(2

Il
-

7

A main result of Khanna, Putterman, and Sudan [23] (see also [21]) is that C has a (1 * ¢)
sparsifier of size? | supp(w)| = nlog®™M (n)log q/€2. If we capture linear code sparsification
by letting our set system S be {suppc : ¢ € C}, then we obtain a linear code sparsifier of
size CL(S) log?t°™M (CL(S)/€)/€2. From existing results on chain length [5, 7], we know that
CL(S) is precisely the dimension n of the code C. This gives the first field-size independent
bound of n - log>T°M) (n/e) /e? for code sparsification!

Lastly, recall that both [7], Theorem 1 and [23] used Theorem 1 and linear code sparsific-
ation respectively to design CSP sparsifiers. Because of our better parameters in Theorem 2,
we immediately obtain tighter bounds for these applications.

1.2 Related Work

We now briefly discuss how our work connects to other parts of the sparsification and broader
TCS literature.

1.2.1 Code, CSP, and Cayley graph sparsification

As previously mentioned, Khanna, Putterman and Sudan [23] pioneered the concept of
code sparsification. In their original paper, [23] presented multiple applications of code
sparsification including constraint satisfaction problem (CSP) sparsification and Cayley graph
sparsification.

CSP sparsification was introduced by Kogan and Krauthgamer [24] to generalize graph cut
sparsification to broader families of discrete structures, including hypergraph cut sparsification
(e.g., [28, 10, 18, 17, 25, 16, 20]). A more systematic investigation of general CSP sparsification
was started by Filtser-Krauthgamer [11] and Butti-Zivny [8]. However, the case of linear
equations over a finite field was not resolved until the method of code sparsification was
developed [23]. In a follow-up Khanna, Putterman and Sudan [21] extended these methods to

3 Size here is meant to be to the number of non-zero weights that are assigned; equivalently, the number
of coordinates in [m] that are retained.
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equations over Abelian groups among other CSPs. However, results concerning all CSPs were
not established until Brakensiek and Guruswami [7] generalized linear code sparsification to
non-linear codes (i.e., arbitrary set systems).

In a separate direction, the work of Khanna, Putterman and Sudan [23] introduced Cayley
graph sparsification as a special case of graph cut sparsification where the input graph is a
Cayley graph (i.e., the graph is defined by the generators of a suitable group). Here, the
goal is not to construct any sparsifier, but rather a sparsifier which is itself a Cayley graph.
Khanna, Putterman and Sudan [23] handled the case in which the Cayley graph corresponds
to spanning vectors of a finite vector space. More recently, such methods were generalized to
arbitrary groups [15], and even a more general theory of sparsifying sums of PSD matrices [2].

1.2.2 Chain length and query complexity

The notion of chain length was introduced by Bessiere, Carbonnel, and Katsirelos [5] in the
context of analyzing the query complexity of constraint satisfaction problems in a model
introduced by Bessiere et al. [6]. In this query model, one is not given explicit access to
the constraints; rather, one queries a partial assignment to a subset of the variables, and
the response is “YES” or “NO” depending on whether the partial assignment is consistent
with all constraints induced by those variables. To connect this problem with the concept of
chain length, consider a set system S < 2™ where [m] represents the clauses of the CSP
and S € S if and only if there is a valid assignment to the CSP which satisfies the clauses
indexed by S (and no others). Then, G(CL(S)) is an upper bound on the query complexity
of this problem. However, it is an open question whether this chain length bound is tight.
See [7] for further discussion.

1.2.3 Connections to Learning Theory

Recall that chain length of S < 2l is the length of the longest ascending chain in Us.
Another natural property of a set family |JF is its VC-dimension. That is, the size of
the largest set A = [m] such that for all B € A, there is some S € F with S n A = B.
Bessiere, Carbonnel, and Katsirelos [5] define the non-redundancy of S, denoted by NRD(S)
to be precisely the VC-dimension of | JS. Brakensiek and Guruswami [7] identify the
non-redundancy of S is closely related to the sparsifiability of S, assuming S is unweighted.

More broadly, the VC-dimension of a set family F < 2™l is well-known to characterize
the sample complexity needed to obtain a small additive-error approximation of the set-
sizes in the family. That is, with constant probability a random subset T" < [m] of size
O(VC-dim(F)/€?) [29, 1] satisfies |T n S| € |S| £ em for every S € F. Conversely, no set of
size smaller than Q.(VC-dim(F)) can satisfy such a guarantee.

In this view, the chain length characterizes the sample complexity needed to obtain
multiplicative-error approximation to set-sizes, in the weighted setting. Note that, unlike
the VC-theorem which works with unweighted samples, reweighting of the chosen samples
is necessary to obtain a multiplicative approximation. We also remark that an unweighted
multiplicative sampling theorem (relative to VC-dimension) was proved by Li, Long, and
Srinivasan [26]; however, their notion of multiplicative approximation significantly differs
from ours.

Organization

In Section 2, we state some known results (Chernoff bounds, etc.). In Section 3, we prove a
key counting bound by relating the technique of contractions to chain length. In Section 4,
we use the results of Section 3 to construct a series of sparsifiers, culminating in Theorem 2.
In Section 5, we give some concluding thoughts and open questions.
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2 Preliminaries

We now present some background material on sparsification and related concepts.

2.1 Notation and Sparsification Definitions

For the purposes of our analysis, we represent set systems S < 21" as a set of vectors (also
called a code) C' < {0,1}™, where S € S if and only if ¢ € C where ¢ € {0,1}™ is defined by

{1 ies
C; =
0 i¢S.
Optionally, the coordinates [m] of the code may be given weights w : [m] — Rxo. Note that
when no weights are provided for the code, we assume that the weights are all 1 (equivalently,
an unweighted code). Occasionally, for a code C' < {0,1}" and a set S € [m], we will use
the notation Cls = {c|s : ¢ € C} to be the coordinate restriction of all codewords in C to the
set S.

Our goal, given a parameter € € (0,1) is to design a sparsifier:

» Definition 3. For a code C < {0,1}™, weights w : [m] — Rxo, and an accuracy parameter
€ >0, a (1 +¢€) sparsifier of C is a new set of weights W : [m] — Rso such that, for every
ceC:

(W, ey = Z €(1+e)}w,c)= i

The goal is to design sparsifiers which reduce the support size of the starting code; i.e., which
minimize | supp(w)].

» Remark 4. Note that in some contexts, for an unweighted code C < {0,1}™, we will use
w - C to refer to the code which assigns weight w to all coordinates in [m]. Similarly, for
codes C1 € {0,1}41, Cy < {0,1}42 with A; n Ay = F, we may use w; - C1 U wy - Cy to refer
to the code which assigns weights w; to coordinates in A; and wsy to coordinates in As.

For reference, we include the definitions of non-redundancy and chain length below. Note
that non-redundancy essentially captures the largest diagonal matrix (after permuting the
codewords) which one can find in a set of {0, 1}-valued vectors.

» Definition 5. Let C < {0,1}™ be an arbitrary set of vectors. We say that the non-
redundancy of C' (denoted NRD(C')) is the largest size of a set S € [m] such that for every
Jj €S, there is a codeword c € C where ¢; = 1, but for every other i € S\{j}, ¢; = 0.

Likewise, we use the notion of chain length, which is essentially the largest upper triangular
submatrix contained in a set of vectors:

» Definition 6. Let C < {0,1}™ be a code. A chain of length € is a pair of injective maps
a:[l] - m andc: [{] > C such that the following conditions hold:

1. Vie [E] : (.)a(z) =1

2. V1<i<j</l:c(i)gy) = 0.

The chain length of C, denoted by CL(C) is the length of the longest chain.

Note that NRD(C) < CL(C) as any diagonal matrix is trivially an upper triangular
matrix. With this, we can make use of the following bound (observed in [7]):

> Claim 7. |C] < (m + 1)NRP©) < (m + 1)CH(©),

44:5
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2.2 Concentration Bound

We will make use of the following concentration bound when sub-sampling to construct our
sparsifiers:

> Claim 8. ([12]) Let X3,... X, be random variables such that X; takes on value 1/p; with
probability p;, and is 0 otherwise. Also, suppose that min; p; = p. Then, with probability at
least 1 — 26_0'3862&’,

D Xie (1t

3 Chain Length Counting Bounds via Contractions

In this section we show the following lemma via a simple contraction argument:

» Lemma 9. Let C < {0,1}"™ be any code. Then, for any parameter d > 0, there is a set
T < [m] of size |T| < CL(C) - d such that for any o € Z, the number of codewords in C|z
of weight < ad is at most (CL(C)) S(m+ 1)~

[e3

3.1 Contractions

To start, we have the following claim which governs how the chain length of a set of vectors
behaves under contractions.

>> Claim 10. Let C < {0,1}™ be an arbitrary set of vectors and let i € [m] be any coordinate
such that there exists a ¢ € C such that ¢; = 1. Then, for C' = {ce C : ¢; = 0}, we have
that CL(C") < CL(C) — 1.

Proof. For the code C’, let the maps witnessing the chain length of C’ be denoted by a’, ¢/,
and let the chain length be /. Now, let us define a : [¢/ + 1] — [m],c: [¢' + 1] — C, such
that for j € [¢'],c(j) = ¢(j),a(j) = a'(j), and a(¢’ + 1) =i and ¢(¢’ + 1) = v, where v e C' is
any codeword such that v; # 0.

Observe that we trivially have Vj € [¢' + 1] : ¢(j)q;) = 1. Likewise, because every
codeword ¢ in C’ satisfies ¢; = 0 and the first £ codewords mapped to by ¢ are all in C’, we
also have that for any j € ['], ¢(j)a(r+1) = c(j)i = 0. Together with the conditions already
guaranteed by ¢, a’, this yields a chain of length ¢ + 1 in C, and thus the claim. <

3.2 Contraction Algorithm

Leveraging the above claim which governs chain length under contractions, we define the
following iterative contraction procedure:

Algorithm 1 Contract(C, «).

1 while CL(C) > a do

2 Choose ¢ uniformly from {i € [m]: 3ce C : ¢; # 0}.
3 | Lt C=C—-{ceC:¢ =1}

4 end
5
6

Let ¢ be a random codeword in C.
return c.

Now, let us define a new quantity:
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» Definition 11. The density of a code C < {0,1}™ is given by

_ . [Supp(C)
®(C) = min Gy

where Supp(C’) = {i € [m] : Jce C" : ¢; # 0}.
We immediately get the following counting bound.

> Claim 12. Let C < {0,1}™ be a code. Then, for any positive integer a, the number of
codewords of weight < a- ®(C) is < (CLcsc)) -(m+ 1)~

Proof. Fix any codeword ¢ of weight < a®(C), and run Contract(C, «). For some interme-
diate code C” achieved during the contraction procedure, observe that if CL(C") = k, then
necessarily, |Supp(C’)| = ®(C) - k. Thus, in the next random choice of 7, the probability that
our codeword c satisfies ¢; = 1 is at most

wt(c) - ad®(C) _a

O(C) kS ®(C)-k K

and thus ¢ survives the contraction with probability > 1 — . The probability that ¢ survives
all contractions until CL(C) < « is thus

CL(O) a cL(e)
> 1] (1-%) - .
k=a+1 a
Conditioned on surviving, the codeword c is then chosen uniformly at random among all
surviving codewords, and thus returned by Contract(C, «) with probability > (m + 1)~
where we are using Claim 7 which bounds the number of codewords in a code with CL at most
—1
a. So, ¢ is returned by Contract(C, «) with probability at least (m + 1)~* - (CLogc)) . By

taking the reciprocal, this yields the bound on the number of codewords of weight < «- ®(C).
<

Importantly, we also have the following claim:

> Claim 13. Let C < {0,1}™ be a code, and let C' < C such that CL(C") = £. Let
T = Supp(C’), and let C|+ denote the code C' with the coordinates corresponding to the
support of C’ removed. We have:

CL(C|4) < CL(C) — £.

Proof. As before, let aj,c; be the functions which witness the chain length of C|z, and
let ag, co be the functions which witness the chain length of CL(C’). Note that Im(a;) <
[m] —T < [m] and Im(az) € T < [m].

We define functions a, ¢ as follows: a : [+ CL(C|z)] — [m], where a[j], c[j] = az2[j], ca[J]
if j < ¢, and otherwise a[j],c[j] = ai[j — £],c1[j — £]. Importantly, because for j € [¢],
c(j) € €', and a(> ¢) = T, we have that c(j),=r = 0. The remaining conditions for chain
length are then trivially satisfied by the fact that ai,c1, as, co already satisfied the definition
of chain length individually.

Pictorially, we have:

Cc A
C_[O CT]’

thus we can trivially compose the upper triangular matrices corresponding to C’,C|z. <

44:7
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» Lemma 14. Let C < {0,1}"™ be any code. Then, for any parameter d > 0, there is a set
T < [m] of size |T| < CL(C) - d such that for any o € Z, the number of codewords in C|z
of weight < ad is at most (CL(C)) S(m+ 1)~

[0

Proof. If ®(C) > d, then we are immediately done by invoking Claim 12. Otherwise, there
is some C’ < C for which

|Supp(C”)|

o) <¢ 1)

So, let T' = Supp(C”), and let us set C' = C|;. Again, we can check whether ®(C) > d, if so,
we are done, and we simply return the set T as is. Otherwise, there is a new subcode C” < C
for which % < d. Again, we let T <« T u Supp(C”), let C = C|+ and continue on
recursively.

Eventually, ®(C) > d (or the entire support of the code is removed) at which point we
terminate. All that remains is to bound the size of the set T". For this, every time we remove
the support of a subcode C’, we increase the size of the set T' by at most d - CL(C"), as
|Supp(C”)| < d - CL(C") (by Equation (1)). However, by Claim 13, every time we remove
Supp(C’) from C, CL(C) decreases by CL(C"). Hence, the total number of coordinates
removed in the set T' can be at most d - CL(C), before the chain length of the remaining
code goes to 0. This yields the lemma. |

4 Leveraging Decomposition to Build Sparsifiers

4.1 Basic Sparsifier Construction for Unweighted Codes

A consequence of Lemma 9 is that it allows us to build sparsifiers for unweighted codes which

~

preserve only O(CL(C')) many coordinates:

» Theorem 15. Let C < {0,1}™ be an unweighted code. Then, for any € > 0, there exists a
(1 £ €) sparsifier of C which preserves only

O(CL(C)(logm)?(log log m)?/€?)
many re-weighted coordinates.

The algorithm for achieving this sparsification is simple, and builds off of the intuition
of [23, 21]. Namely, starting with a code C' < {0,1}™, we invoke the decomposition of
Lemma 9 with parameter d = , /#(C). This yields two codes: Cpee which contains the

< CL(C) - d < 4/mCL(C) many coordinates that Lemma 9 peels off, along with Cremaining,
which contains all remaining coordinates, with the promise that in Cremaining, for any o € 7+,
the number of codewords in (Cremaining)|7 Of weight < ad is at most (CLDSC)) -(m+1)*. We
then sub-sample the coordinates of Cremaining, and then recurse. The formal algorithm is
presented below.

We now prove some basic claims regarding the above algorithm:

> Claim 16. When invoked on a code C' < {0,1}™, Line 7 in Algorithm 2 is always possible.

Proof. After performing the decomposition of Lemma 9 with parameter d = , /%, it must

be the case that in Cremaining, for any « € Z*, the number of codewords in (Cremaining) Of
weight < ad is at most (““9)) - (m + 1)®. Thus, if one randomly samples the coordinates
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Algorithm 2 Sparsify(C, €, counter, m).

_ 1000 log(m) _ m
1 Let 7 = T logloglmy L€t 4 = \/CL(CT-

2 if counter = loglog(m) then
3 return C'.
4 end
5 Let T be a set of coordinates as promised by Lemma 9 for C' with parameter d.
6 Let CRemaining = O|T and let Cpeel = C|T
7 Let we R, T = T be such that |T| < 24/CL(C) - mn, and w - Cy is a
(1 £ €/(201loglog(m)) code sparsifier of Cremaining-
return w - Sparsify(Cs, €, counter + 1,m) U Sparsify(Cpeel, €, counter + 1,m).

[0

CL(C
of Cremaining at rate p = WT()

simple Chernoff and union bound will show that every codeword’s weight is preserved to a
(1 + €/201loglog(m)) factor with probability 1 — 1/poly(m). Indeed, for a fixed value of a, a
codeword of weight € [ad, 2ad] will have its weight preserved to within a (1 +€/201loglog(m))
factor with probability (using Claim 8) at least

, and assigns weight 1/p to the sampled coordinates a

CL(C
1 — 9¢—0-38(¢/20log log(m))*-ad-/ 2(E) S 1 _ 9¢—0:38(¢/20log log(m))*-an
S 1 _ e—0-38::1000 log(m)

1
=>1- T
Then, we can take a union bound over all codewords of weight < 2ad, at most (Cléflc)) .
(m + 1)%* < (m + 1)** of them, and then a union bound over the at most m choices of «
to conclude that every codeword has its weight preserved to a (1 + €/(201loglog(m))) factor
with probability 1 — # (in particular such a sparsification exists).

At the same time, a Chernoff bound will show that when sampling at this rate, with
probability €2(1), at most 2 - 4/CL(C) - - m many coordinates will survive the sampling,
and thus there exists a set of coordinates \T| 24/CL(C) - n-m, and weight w € R such
that w - Cg is a (1 £ ¢/(20loglog(n)) code sparsifier of C’Remammg

> Claim 17.  When invoked on a code C' < {0,1}"™, w - C4 U Cpee as produced in Line 7 is
a (1 +€/20loglog(m)) code sparsifier of C'.

Proof. This follows because C7 U Cpee is a perfect sparsifier of C. Then, when replacing
C7 with a (1 £ €/201oglog(m)) sparsifier of Cy, it follows by composition that the resulting
code is a (1 + ¢/201loglog(m)) code sparsifier of C. <

> Claim 18. Let C < {0,1}™ be a code and let € > 0. Then Sparsify(C, €, 0) returns a code
C which is a (1 £ €) sparsifier of C.

Proof. This follows by induction over the value of Counter. Indeed, when sparsifying the
code C, we consider all the resulting codes for which Sparsify is recursively called. We let
w; 1 - Cfi)7 W i C denote all 2 codes for which the Sparsify function is called with
Counter = i. We inductively claim that w; 1 - C’{i) U W, g 'C’Q(f:) is a (14 3i¢/20loglog(m))
sparsifier of C.

The base case follows trivially, using Claim 17.

44:9
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The inductive case follows by observing that for each code w; ; -C;i), by invoking Claim 17,

we replace CJ@ by two codes wi+1’2j02(;+1) and wi41,2j41 - Cé;)ﬂ such that
- )
wi+1,2jC§;‘ ) O wig12j41 Cé;)ﬂ

is a (1 + ¢/201loglog(m)) sparsifier of w; ; - Cj(i). By composition over all the codes w; ; -

C’fz) U U w; i Céf)7 it follows then that

C,(i+1)

o U Wiy 2itt - Lo

(i+1)
Wit1,1 - O

will be a (1+€/201loglog(m)) - (14 3ei/201oglog(m)) € (1 £ 3e(i +1)/20 loglog(m))-sparsifier.
Taking ¢ = loglog(m) yields our desired claim. N

> Claim 19. Let C < {0,1}™ be a code and let ¢ > 0. Then Sparsify(C, ¢, 0) returns a code
~ 0 (CL(C) logz(mg(log log(m))z)

C which retains only many coordinates.

Proof. We claim that whenever Sparsify is invoked on a code C’ with Counter = ¢, then

m

1/2¢
Supp(C")| < 4- CL(C) - (CL(C)) .

The base case follows trivially: indeed, in the first invocation (i = 1) of the algorithm,
|Supp(Cpea)| < CL(C) -, /% which trivially satisfies the above bound, and [Supp(Cs)| <

24/CL(C)-m-n < 2-CL(C) -, | et(ey - 1> which also trivially satisfies the above bound.

Now, we assume the claim holds by induction.
Then, at level i of the algorithm

m

1/2¢
|Supp(C”)| < 4CL(C) - <CL(C’)> - 1.

When we sparsify C’, we obtain two codes, Cp.,; and C’%/. We have that (by our choice of d
in Algorithm 2)

m 1/2i i+1
) 4CL(C) . (CL(C)) “n-n 1/2
|Supp(CPeel)| < CL(C) ' CL(C) < 4CL(O) /N CL(C) )
as we desire. Likewise,
1/2'i+1

1/2¢ m
[Supp(C%)| < 2\/CL(C) -4CL(C) - <CL(C)> -1 -n < 4CL(C) -7 - <CL(C>

m 1/2¢+1
<4CL(C)~77~(CL(C)> )

as we desire.

Now, once i = loglog(m), we have that

1/2log log(m)

|Supp(C")| < 4CL(C) - (CLTC)) -1 < 8CL(C) - .
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Thus, the returned code C' is the union of < 2'08los(m) — log(m) many codes, each of
which retains < 8CL(C) - n many coordinates. Thus, the total sparsifier size is bounded by

CL(C) log®(m)(log log(m))? )

€2

log(m) - 8CL(C) -n = O <

as we desire. <
Together, these above claims give the following theorem:

» Theorem 20. For a code C < {0,1}™ and € > 0, there exists a (1 +€) code sparsifier of C

CL(C) logQ(rzg(log log(m))Q) many coordinates.

which retains only O (

Proof. We invoke Algorithm 2. The accuracy of the sparsifier follows from Claim 18 and the
size follows from Claim 19. <

Note that at this point, one can use Theorem 20 along with weighted to unweighted

sparsifier reduction frameworks as in [23, 21, 7] to deduce sparsifiers for weighted codes which
<CL(C) log? (m) (log log(m))? )
62

preserve O many coordinates.

» Corollary 21. For a code C < {0,1}™, weights w : [m] — Rxq and € > 0, there exists a
(1t €) code sparsifier of C which retains only O (CL(C) log® (m)(log log(m))Q) many coordinates.

€

For completeness, we include a proof of Corollary 21 in Appendix A.

4.2 Dimension-Free Bounds

In this section, we show that the dependence on log(m) can be removed, and instead replaced
with dependence only on log(CL), thus constituting a dimension-free sparsification result.
To do this, we merely repeatedly apply the sparsification result of Corollary 21:

» Theorem 22. For a code C < {0,1}™, weights w : [m] — Rxo and ¢ > 0, there exists a
(1 L €) code sparsifier of C which retains only

0 (CL(C) : logQ(CL(C)/Z) : loglog(CL(C)/e)2)

€

many coordinates.

Proof. First, let us use K to denote the hidden constant in the O(:) notation above. In the
below, we assume that m is at least a sufficiently large constant to begin with. Now, we
consider two cases:

1. When m > 2CHO/(€) then after applying Corollary 21 with ¢ = €/Qlogm (for a large
K-CL(C’)»log;4(;n)-loglog(m)2 <

constant @), we obtain a (1+¢’) sparsifier of C' with support <
log®(m).
2. When m < 2CUO)/(€*) | we sparsify C once with parameter ¢ = €/Qlog(m), obtaining
a code C" which is a (1 + €') sparsifier of C' with support < K'CL(C)']°g4E(;")'IOg log(m)®
K - CL(C)7/e**. Then, we sparsify C’ with parameter ¢/2, and obtain a code C” which

is a (1 + €/2) sparsifier of C’, and retains at most

K - CL(C) -1og?(CL(C)/e) - loglog(CL(C)/¢)?

2

€

many coordinates.
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Thus, given an arbitrary codes C, we apply case (1) £ = O(log™(m)) many times, yielding
code CM ... C®. Then, we apply case (2) to C¥), yielding a code C” which retains only

K- CL(C) - log?(CL(C)/e) - log log(CL(C) /¢)?

2

€

many coordinates.

All that remains is to show that C” is a (1 +¢€) sparsifier of C. This follows by composition
of the sparsifier accuracy: we let m? denote the support size of the ith sparsifier we create in
the above chain (with m(%) being the starting value of m). Then, C(") is a (1+¢/Qlog(m(®))
sparsifier of C', C® is a (1 + ¢/log(m())) sparsifier of C!), and so on. In particular, this
implies that C®) is a

£—1

[ [ +¢/Qlog(m ™))

=0

sparsifier of C. Thus C® is a

{—1 1
<1+e-0 (;‘)Qlog(m())» = (1 +¢/10)

sparsifier of C', where we have chosen ) to be a large enough constant. In particular, here
we are using the fact that, letting ¢ = log(m“~1),

L 1 1 1
Ztogm®) =g "2 ey

= 0(1/q) = 0(1).

This relation follows from the fact that m® < log®(m(—1) as established above.

Now C is a (1 + €/Q) sparsifier of C'¥), which implies that C” is a (1+¢/10) - (1+¢/Q) €
(1 + €/4) sparsifier of C.

Finally, C” is a (1 +¢/2) sparsifier of C’, and thus by composition, C” is a (1 & €) sparsifier
of C, as we desire (note, here we are using that ¢ is a sufficiently small constant). <

5 Conclusion

In this paper, we constructed sparsifiers for arbitrary set systems of near-optimal size. In
particular, we simplify the proof strategy of Brakensiek and Guruswami [7] by presenting
a contraction-based counting bound which results in an overall simpler proof in addition
to better asymptotics. Furthermore, by recursively applying our sparsifier, our bound only
depends on the accuracy € and the chain length of the underlying set system. We conclude
this paper with an exciting open direction and our conjecture regarding it.

Truly linear sparsifiers. A celebrated result of Batson, Spielman and Srivastava [3] states
that graphs on n vertices have (1 + €) cut sparsifiers with O(n/e?)-edges. Furthermore,
such asymptotics are known to be tight up to a constant factor [9]. Proving an analogue
of [3] for arbitrary set systems seems quite difficult as there is no clear spectral analogue of
set system sparsification (however, see [22]). Currently, the most general extensions of [3]
are to the regime of PSD matriz sparsification in the work of [27] (which even includes
arity 3 hypergraph cut sparsification). Nonetheless, we boldly conjecture that analogous
constructions should exist in general.
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» Conjecture 23. For a set system S < 2™ weights w : [m] — Rsq and € > 0, there exists
a (1 £ €) sparsifier of S which retains only

o <CL55)>

many coordinates.

Of note, even proving Conjecture 23 for linear code sparsification would be a significant
result.
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A Proof of Corollary 21

The specific method we use for proving Corollary 21 closely follows the methodology in
Section 8 of [7] (cf. Theorem 8.4). To start, we prove a version of this corollary in the setting
where all the weights are bounded:

» Corollary 24. For a code C < {0,1}™, weights w : [m] — Rxq such that w(i) < m* and
(CL(C) log? (mg(log log(m))? )

€ > 0, there exists a (1te) code sparsifier of C which retains only O
many coordinates.

Proof. We adapt the proof of Lemma 8.15 in [7]. First, if € < 1/4/m, then we simply return
all the coordinates of the code C, as m < 1/€2. So, for the rest of the proof, we assume that
e > 1/4/m. We will also assume that min; w(i) = 1, as otherwise we can simply rescale the
weights by min; w(i) to ensure this is the case (if the min weight is 0, we can simply delete
these coordinates).

The key intuition is now that the weights are bounded, we will simply duplicate the
coordinates of the code a number of times proportional to their weight, thus transforming
the weighted code into an unweighted code. With this unweighted code, we can then invoke
Theorem 20.

To make this unweighted code for each i € [m], we define b(z) = [QWT(Z)J < 2m* to be
the number of times we duplicate coordinate i. Thus, we create a new code Cc {0, 1}m
where m = >,I" b(i) where coordinate i of C' is replaced with b(i) unweighted copies in
C. Now, we claim that for any codeword c¢ € C, its corresponding version ¢ satisfies
St Gie(1+e€/2)- 3" w(i)e;. Indeed, this follows because

e R R

i=1 i=1 =1

L

l
—_

eZ[l—e/Q,l]-wi~cie(1i6/2)~

i=1 A

Thus, to conclude the proof, we must only construct this now unweighted code C , sparsify
it to accuracy (1 + €/3) using Theorem 20 to create a new, weighted code C , and then return
5 C. By the composition of sparsifier accuracy, this will be a (1 + ¢/2)(1 + ¢/3) sparsifier of
C, which constitutes a (1 + €) sparsifier. The number of coordinates retained in the sparsifier

is bounded by O (CL(C) lOgQ(mg(log log(m))” ), as we are sparsifying a code with m = poly(m)

€

many coordinates. |

With this corollary established, we can now proceed to creating sparsifiers for codes with
arbitrary weights.
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Proof of Corollary 21. We fix the code C < {0,1}™, the weights w : [m] — Ry, and
€ (0,1). We assume WLOG that CL(C) > 1 and that € > 8/4/m (otherwise, the code C
already satisfies the desired size bound).
We group the coordinates [m] according to their weights. Borrowing notation from the
proof of Theorem 8.4 of [7], we define a function ¢ : [m] — Z such that

and for each coordinate i € [m], we assign its group to be t(z). For all t € Z, we let I; < [n]
denote the set of all coordinates in group ¢. For each codeword c € C, we then say that the
type of the codeword is the maximum group for any of its nonzero coordinates, i.e.,

type(c) :== max (7).

iesupp(c)
For all t € Z, we let Cy denote the set of all ¢ € C with type ¢.

The key observation, as used in [23, 21, 7] is that one must only consider sparsifying a
codeword ¢ € C; with respect to the coordinates I;; this is because the vast majority of its
weight is contained in these coordinates. Furthermore, within the set of coordinates I;, all
weights are related by a factor of at most m3.

Define ¢ € Z to be proper if there exists z € (Cy U Ciy1)|r, which has at least one
coordinate equal to 1. For proper t € Z, let @; : [m] — Rsq be an (¢/2)-sparsifier of
(Ct U Cii1)|1, v {1[supp(1;)]}. Note that CL(Cy u Ciy1)|r, v {1[supp(Z)]}) = 1, so

)

CL((Ct v Cyy1)[1, v {1[supp(I1)]}) < CL(Cy v Ciy1)lr, v {1[supp(Le)]}) + 1
]

<
< 2CL(Cy v Cyq1)l1, v {1[supp(L)]})-

Thus, by Corollary 24, we can ensure that
|[supp(w;)| < O (CL((C} U Ci1)l1,) log2(m) log log(m)2/62) . (2)

Let @ : [m] — R be the sum of these sparsifiers {w; : t € Z,t proper}. This is well-
defined as any coordinate appears in exactly one I; and thus can be nonzero for only w;. It
remains only to show that w is indeed a (1 =+ €) sparsifier for C' with weights w and that it
satisfies our desired sparsity bound. Adapting a computation of [7], we have for all c € C
with ¢ := type(c) that

<1E7 C> = <1bt—1v C|It—1> + <wt7 C|It> + Z <’L’Et’7 C‘It/>

t<t—2

[1—¢/2,1+¢/2]- Z w(i)e; + Z {Wy,clp,,)

i€l 10Ul t'<t—2

m

=[1—¢/2,1+¢€/2] |{(w,c)— > w(i) |+ D) B, ).
iesupp(c)\(lt—1Uly) t<t—2

First, we argue that Y}, _, ,(@Wy,cls,) is small. For this, suppose for the sake of contra-
diction that for some ¢ <t — 2, there is a choice of i € Iy such that w(i) > 2m3t'+4. Then,
observe that for the codeword 1[supp(Iy)], its weight reported by the sparsifier for Iy is
at least 2m3 4, which is > 2- 2lier, w(i), as each w(i) < m3t'+3 (and |Iy| < m). Thus,
for this codeword 1[supp(ly)], @ restricted to Iy (i.e,. W) would not have been a (1 + ¢)
sparsifier. So, we see that @w(i) < 2m3t'+4 for each i € I/, and thus

Z <wt’7 C|It/> <m- 2m3t/+4 < 2m3tl+5 < 2m3t71.
t<t—2
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Since t = type(c), we have that (w,c) > m3’. This immediately implies that

Yt olWy,clr, ) < 2 -(w,c) < § - {w,c) since € = 8/y/m.
Further, for all i € supp(c)\(I;_1 U I}), we have that w(i) < m3~3. Therefore, the total
contribution of w (i) for i € supp(c)\(l;—1 U ) is at most m - m*~3 < £(w, ¢). So,

(W,cye[l—e€/2,1+¢/2]-[1 —€/4,1]-(w,c)+ [0,€e/4] - {w, ey S [1 —€,1 + e[ w, ¢,
as desired. It thus suffices to bound |supp(w)|. By (Equation (2)), we have that

|supp(@)] < Z |supp(@Wy)] < Z @) (CL((C’t v Cei1)lr,) logz(m) log log(m)2/62) . (3)

t proper teZ

Analogous to Claim 8.16 of [7], we claim that

DICL((Cy U Ciyr)lr,) < 2CL(C).

teZ

To see this, let Ay,... Ay S I1,...Ipand By,... By € (C1uCy), (CouCs) ... (Cp, Coyq) denote
witnesses for the chain lengths of CL((Cy U Cyi1)l1,) : t € [€]. The key observation is that
Apqa = A1UA3UA5U. .., Boga = BiuBsuBsuU... and Aeyen = AsUALUAgU. .., Beyen =
By u By U Bg u... are both valid witnesses of the chain length of C'. To see why, we observe
that because B; < C; u C;41, it must be the case that every codeword c € B; satisfies
c|r.,., = 0. Thus, for any coordinate p € A>;; 2, we see that ¢, = 0. Importantly then,
because A;, B; is a chain, and A;, 2, B2 is defined on a disjoint support, their concatenation
still remains a chain as per Claim 13.
With this, we then immediately have that

Z CL((Ct v Cei)lr,) = Z CL((Ct v Cry1)lr,) + Z CL((Ct v Cri)lr,)

t:t=0 mod 2 t:t=1 mod 2
< CL(C) + CL(C) < 2CL(C),
and thus by (Equation (3)) we can conclude that

|[supp(w)| < O (CL(C) log?(m) log log(m)2/62) ,

as desired. <
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