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Abstract
The model of relative-error property testing of Boolean functions has been the subject of significant
recent research effort [6, 10, 11]. In this paper we consider the problem of relative-error testing an
unknown and arbitrary f : {0, 1}n → {0, 1} for the property of being a unate function, i.e. a function
that is either monotone non-increasing or monotone non-decreasing in each of the n input variables.

Our first result is a one-sided non-adaptive algorithm for this problem that makes Õ(log(N)/ε)
samples and queries, where N = |f−1(1)| is the number of satisfying assignments of the function
that is being tested and the value of N is given as an input parameter to the algorithm. Building on
this algorithm, we next give a one-sided adaptive algorithm for this problem that does not need to
be given the value of N and with high probability makes Õ(log(N)/ε) samples and queries.

We also give lower bounds for both adaptive and non-adaptive two-sided algorithms that are
given the value of N up to a constant multiplicative factor. In the non-adaptive case, our lower
bounds essentially match the complexity of the algorithm that we provide.
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62:2 Relative-Error Unateness Testing

1 Introduction

A Boolean function f : {0, 1}n → {0, 1} is said to be unate if for each of the n individual
input variables, f is either monotone non-decreasing or monotone non-increasing in that
variable. (An alternate equivalent characterization is that f is unate if there is an n-bit
string s ∈ {0, 1}n such that g(x) = f(x ⊕ s) is monotone, where ⊕ denotes bitwise exclusive-
OR.) Together with monotonicity, unateness has been intensively investigated from the
vantage point of property testing. Indeed, unateness testing was already studied in the
influential early work of Goldreich et al. that set the stage for much contemporary research
on Boolean function property testing [15], and it has since been studied in many other papers
including [4, 3, 17, 1, 13, 14, 18, 12, 2, 7].

For the case of Boolean-valued functions f : {0, 1}n → {0, 1} over the Boolean hypercube,
the state-of the-art upper and lower bounds on the query complexity of testing unateness in
the standard property testing model1 were given in [2, 13, 12]. In [2] Baleshzar et al. gave a
Õ(n/ε)-query one-sided2, non-adaptive3 ε-tester for unateness of n-variable Boolean functions.
In [13], Chen, Waingarten and Xie gave a Ω̃(n) lower bound for any one-sided, non-adaptive
algorithm that tests unateness to a certain constant error parameter ε > 0, and additionally
gave a Ω̃(n2/3) query lower bound for any two-sided adaptive algorithm. In [12] Chen and
Waingarten gave a one-sided, adaptive algorithm that ε-tests an arbitrary Boolean function
for unateness using Õ(n2/3/ε2) queries. Taken together these results provide essentially
matching upper and lower bounds both for adaptive and non-adaptive unateness testing.

Given that unateness testing is quite well-understood in the standard property testing
model, it is natural that researchers have turned to study unateness testing in more challenging
extensions of the basic model. For example, the works [18, 7] have studied the problem of
unateness in the tolerant testing model.

This work: Relative-error unateness testing. . In this paper, we consider the problem
of unateness testing in a different extension of the standard Boolean function property
testing model, namely the recently-introduced model of relative-error property testing.
The relative-error model was introduced by Chen et al. [6], motivated by the fact that
the standard Boolean function property testing model is not well suited for testing sparse
Boolean functions (functions with very few satisfying assignments); this is simply because
any function f : {0, 1}n → {0, 1} with less than an ε fraction of satisfying assignments
will trivially be ε-close, in the standard model, to the constant-0 function. To circumvent
this, in the relative-error Boolean function property testing model introduced by [6] the
distance between the function f : {0, 1}n → {0, 1} that is being tested and a function
g : {0, 1}n → {0, 1} is defined to be

rel-dist(f, g) := |f−1(1) △ g−1(1)|
|f−1(1)| .

1 Recall that in the standard model, an ε-testing algorithm is given query access to an unknown and
arbitrary f : {0, 1}n → {0, 1}. The algorithm must accept with high probability if f has the property of
interest and must reject with high probability if for every function g with the property, f and g disagree
on at least an ε-fraction of all points in {0, 1}n.

2 In the standard Boolean function property testing model, an algorithm has one-sided error if it accepts
with probability 1 whenever the function being tested has the desired property. A testing algorithm
which need not satisfy this guarantee is said to have two-sided error.

3 A testing algorithm in the standard model is non-adaptive if its choice of the (i + 1)-st point to query
does not depend on the results of the first i queries, i.e. such an algorithm may “make all of its queries
at once.”
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Hence relative distance is measured “at the scale” of the function f that is being tested,
i.e. |f−1(1)|, rather than at the “absolute scale” of 2n = |{0, 1}n| that is used in the standard
model; note that the relative-error way of measuring the distance between f and g makes
sense even for very sparse functions f . The model also allows the testing algorithm to obtain
i.i.d. uniform elements of f−1(1) by calling a “random sample” oracle; this is because if, as
in the standard model, only black-box queries were allowed, then for very sparse f a very
large number of queries would be required to obtain any information about f at all. See
Section 3.2 for a more detailed description of the relative-error model.

The original work of Chen et al. [6] showed, roughly speaking, that relative-error testing
can never be easier than standard-model testing, and that for some (artificial) classes of
functions it can be much harder, requiring 2Ω(n) queries even though these classes can be
tested with O(1) queries in the standard model (see [6] for details). It is natural then to ask,
for various properties of interest that are known to have efficient standard-model testing
algorithms, how hard they are to test in the relative-error model. Several recent papers
have shown that for some highly structured “syntactic” properties, such as being a Boolean
conjunction or decision list [10] or being a k-junta [11], the query complexity of relative-error
testing is essentially no larger than the complexity of standard-model testing. A more subtle
and interesting phenomenon, though, was evident in the results obtained for relative-error
monotonicity testing in the original [6] paper; we turn to this next.

The main results of [6] for relative-error monotonicity testing were upper and lower
bounds on the query complexity4 of relative-error monotonicity testing that depended on
the sparsity N = |f−1(1)| of the function f being tested. The main positive result of [6]
is a one-sided adaptive algorithm which is an ε-relative-error tester for monotonicity, and
with high probability makes at most O(log(N)/ε) queries, even when the value of N is not
known to the testing algorithm. Note that while this bound is O(n/ε) if N = 2Θ(n), it can
be much smaller if N is small. On the lower bound side, [6] showed that there is a constant
ε = Θ(1) such that for any constant c < 1, any two-sided non-adaptive5 ε-relative-error
tester for monotonicity must make Ω̃(log N) queries even if N is given to the algorithm
provided that N < 2cn, and that any two-sided adaptive algorithm must make Ω̃((log N)2/3)
queries. Thus, unlike the “syntactic” properties of being a conjunction, decision list, or junta,
for the property of monotonicity the sparsity of the function plays an essential role in the
relative-error testing complexity.

In summary, given the relative-error testing results for monotonicity and other properties
described above, the important role that unateness has played in standard-model property
testing, and the fact that we understand standard-model unateness testing quite well (as
described earlier), it is natural to consider the complexity of relative-error unateness testing.
This is the subject of the current paper; we turn to describe our results below.

1.1 Our results

Upper bounds. We first give a one-sided, non-adaptive algorithm which takes as input the
value of N = |f−1(1)|:

4 For simplicity of exposition, we refer to the total number of random samples plus black-box queries
made by a relative-error testing algorithm as its “query complexity.”

5 See Section 3.2 for the formal definition of non-adaptive algorithms under the relative-error model.

ICALP 2026
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▶ Theorem 1 (One-sided non-adaptive algorithm, known N , informal version of Theorem
24 in the full version [9]). There is a one-sided, non-adaptive algorithm, Unateness-Tester-
Known-N , for ε-relative-error testing of unateness of an unknown and arbitrary function
f : {0, 1}n → {0, 1}. The Unateness-Tester-Known-N algorithm is given as input the value
of N , and makes Õ(log(N)/ε) samples and queries.

Our second and main algorithm does not need to be given the value of N :

▶ Theorem 2 (One-sided adaptive algorithm, unknown N , informal version of Theorem 30 in the
full version [9]). There is a one-sided, adaptive algorithm, Unateness-Tester-Unknown-N , for
ε-relative-error testing of unateness of an unknown and arbitrary function f : {0, 1}n → {0, 1}.
With high probability the Unateness-Tester-Unknown-N algorithm makes Õ(log(N)/ε) samples
and queries (and is not given as input the value of N).

Lower bounds. Our first lower bound holds for non-adaptive relative-error unateness testing
algorithms, and applies even when the value of N = |f−1(1)| is given up to a constant
multiplicative factor. This result is as follows:

▶ Theorem 3 (Non-adaptive lower bound). For any constant α0 < 1, there exists a constant
ε0 > 0 such that any two-sided, non-adaptive algorithm for testing whether a function f with
|f−1(1)| = Θ(N) for some given parameter N ≤ 2α0n is unate or has relative distance at
least ε0 from unate must make Ω̃(log N) queries.

Theorem 3 shows that the complexity of the Unateness-Tester-Known-N algorithm is
essentially best possible, even if two-sided error is allowed.

For our second lower bound, as we explain in Section 2.2, an easy argument based on
prior results shows that Ω̃((log N)2/3) queries are needed for adaptive algorithms:

▶ Theorem 4 (Adaptive lower bound). For any constant α0 < 1, there exists a constant
ε0 > 0 such that any two-sided, adaptive algorithm for testing whether a function f with
|f−1(1)| = Θ(N) for some given parameter N ≤ 2α0n is unate or has relative distance at
least ε0 from unate must make Ω̃((log N)2/3) queries.

1.2 Discussion
Taken together, our positive and negative results give a fairly complete picture of the abilities
and limitations of relative-error algorithms for testing unateness. It is interesting to compare
our results for relative-error unateness testing with the known results for unateness testing
in the standard model [5, 13, 12]. Recall that in the standard model, essentially tight upper
and lower bounds are known both for one-sided non-adaptive algorithms (Θ̃(n) queries)
and for two-sided adaptive algorithms (Θ̃(n2/3) queries). In contrast, in the relative-error
setting we give essentially tight upper and lower bounds of Θ̃(log N) queries for one-sided
non-adaptive algorithms (in fact our lower bound holds even for two-sided non-adaptive
algorithms), but our upper bound for two-sided adaptive algorithms is Õ(log N) queries
whereas our lower bound is Ω̃((log N)2/3) queries. Roughly speaking, the reason for this
disparity with what can be proved in the standard model is as follows: The Õ(n2/3)-query
standard-model unateness testing algorithm of [12] crucially employs a novel use of binary
search over long random paths in the Boolean hypercube {0, 1}n. As demonstrated by our
lower bound constructions, though, in the relative-error setting “all of the action” may take
place over just two adjacent layers of the hypercube, which precludes an analysis using long
paths in the hypercube. Thus, it is not clear how to use techniques inspired by [12] to obtain
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an improved algorithmic result in the relative-error setting. An interesting direction for
future work is to close the gap left open by our results for adaptive relative-error unateness
testing: is the right answer closer to (log N)2/3, or to log N?

It is also interesting to consider our result for relative-error unateness testing in the
context of the [6] results for relative-error monotonicity testing. In both cases, the query
complexity of relative-error testing depends on the sparsity N = |f−1(1)| of the function being
tested; as discussed earlier, this is provably different from what happens for other properties
such as conjunctions, decision lists, and juntas [10, 11]. We note that those other properties
are most naturally defined using a “syntactic” description of how the relevant functions can
be represented in various models, while in contrast monotonicity and unateness are most
naturally viewed as “semantic” properties which are defined in terms of the behavior of the
function’s output values rather than in terms of a particular syntactic representation. An
interesting possible direction for future research would be to study other “semantic” Boolean
function properties: will it turn out that for them too, the complexity of relative-error testing
is determined by the sparsity N = |f−1(1)|? Some possible properties to investigate in this
context are union-closedness and intersectingness, which have been studied in the standard
property testing model in recent work [8, 16].

2 Techniques

2.1 Upper bounds
We present two unateness testers in the relative-error model. The first tester needs to be
given the sparsity N as an input, while the second does not. As a starting point, we first
introduce two related procedures from prior work that our algorithms will build on. In each
case, the brief description given below is a simplified version of the actual procedure given in
the relevant paper.

1. Relative-Error Monotonicity Testing, from [6]. This procedure repeatedly draws
samples from the Samp(f) oracle. For each sample z ∼ f−1(1), it draws an index i

uniformly from {i ∈ [n] | zi = 0}, and queries f(z ⊕ ei). If the result is 0, the procedure
rejects. This test is one-sided, non-adaptive, and has query complexity O(log(N)/ε); it is
the inspiration for the BiasedTest subroutine in the full version of this paper [9].

2. Standard-Model Unateness Testing, from [2]. The idea of this procedure is to find
both a strictly monotone and a strictly anti-monotone edge along the same coordinate
i, which directly witnesses a violation of unateness. The procedure can be thought of
as interpolating between two extreme cases. First, when violations are concentrated
entirely along one coordinate, we choose to sample many coordinates. However, for
each coordinate that is sampled, we check only a few edges in that dimension. Second,
when violations are spread equally across all coordinates, we choose to sample very few
coordinates but for each chosen coordinate, we check more edges in that dimension. This
test is one-sided, non-adaptive, and has query complexity Õ(n/ε); it is the inspiration for
the UnbiasedTest subroutine in the full version of this paper [9].

Of course, if n = O(log N), then we could directly use the standard-model unateness
tester. However, the interesting case for relative-error testing is when n ≫ log N . Recall
that a function f is unate if and only if it is monotone along some direction d ∈ {0, 1}n. To
make use of the relative-error monotonicity tester, we would need to provide some direction
d̃. Unfortunately, it is not clear how to choose a suitable direction d̃; indeed, if the relative-
error monotonicity tester reports that the function f is not monotone along some specific
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62:6 Relative-Error Unateness Testing

direction d̃, we cannot obviously conclude that f is not unate – perhaps f is unate by virtue
of being monotone along some other direction d ̸= d̃. Ideally, we would like to identify a
direction d̃ ∈ {0, 1}n such that if f is unate, then (with high probability) it is monotone along
direction d̃.

This goal is too optimistic because we cannot be confident in the setting of all n coordinates.
However, we can confidently set many coordinates of d̃, as we now explain. For any unate
function f , if the value of the i-th coordinate of a uniform sample drawn from f−1(1) is 1
(resp. 0) with probability pi > 0.5, then f must be monotone (resp. anti-monotone) along
dimension i. This notion is formalized in Observation 9. Thus, a natural approach is to draw
some samples from f−1(1), use them to obtain an estimate p̂i of the above probabilities pi

for each coordinate i ∈ [n], and choose directions for the subset of coordinates i where p̂i

is either close to 0 or close to 1 (see Phase 1 of the Unateness-Tester-Known-N algorithm
in the full version). We call such coordinates fixed (since we fix the direction along these
coordinates). For these fixed coordinates, if we see a bichromatic edge along a coordinate
i that “runs counter to p̂i” (for example, an anti-monotone edge along a coordinate i such
that p̂i is close to 1), we can be “quite confident” that f is not unate.

At a high level, the strategy of our algorithm is to run (a variant of) the relative-error
monotonicity tester along the fixed coordinates and to run (a variant of) the standard-model
unateness tester along the unfixed coordinates (see Phase 3 of the Unateness-Tester-Known-N
algorithm in the full version [9]). Both testers are slightly modified to search for violations
only on the coordinates provided.6

For this to succeed, there are two technical challenges that must be overcome. First, in
order to fix n directions such that with constant probability we fix all of them correctly,
Ω(log n) samples are required. For very sparse functions, such that log N = o(log n), this is
an unacceptably high number of samples. Second, our modified standard-model unateness
tester has query complexity which is quasilinear in the number of unfixed coordinates. Thus,
we must ensure that we fix all but O(log N) coordinates.

The known-N algorithm

When the sparsity N is known, we solve both these issues by using an explicit truncation 7. As
we argue in Lemma 12, if a function f : {0, 1}n → {0, 1} is unate, then all x, y ∈ f−1(1) have
Hamming distance at most 2 log N from each other. So prior to running the relative-error
monotonicity and standard-model unateness testers, our procedure draws O(log N) samples
from f−1(1) and rejects if any of the received samples are too far (Hamming distance more
than 2 log N) from the first sample a ∈ {0, 1}n (see Phase 1 of the Unateness-Tester-Known-N
algorithm in the full version). Conditioned on not rejecting, we can now assume that we are
estimating directions for a function f such that all points in f−1(1) lie within a Hamming
ball of radius 2 log N around a.

We prove that for these truncated functions, there can be at most O(log N) coordinates
whose true bias pi (as defined above) is close to 0.5. In order to claim that O(log N) samples
suffices to estimate the directions of the n − O(log N) remaining coordinates, our analysis
distinguishes between trivial and non-trivial coordinates. Trivial coordinates are ones for

6 This modification is easy, because both subroutines are edge-testers; we provide the relevant set of
coordinates as input to the procedure, and we have the procedure only perform edge-tests along the
coordinates provided in the input set.

7 See Section 3.4 for the formal definition of truncation.
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which pi is either exactly 0 or exactly 1. Notably, our estimates for trivial coordinates cannot
be wrong. For truncated functions, all but poly(N) coordinates are trivial, so O(log N)
samples suffices to correctly estimate the orientations of the non-trivial coordinates.

The unknown-N algorithm

When the sparsity N is unknown, we have to do more work. For one thing, since N is unknown
we cannot simply draw O(log N) samples and use them (as was described earlier for Phase 1
of the Unateness-Tester-Known-N algorithm) to restrict our attention to a truncation of f to
a Hamming ball of radius 2 log N . Despite this, it turns out that we are able to effectively
work with a truncation to a Hamming ball of radius O(N). This is accomplished using a
procedure, which we call CheckSamples (see Phase 0 of the Unateness-Tester-Unknown-N
algorithm in the full version [9]) which has only constant query complexity, yet allows us to
effectively ensure that we are working with a radius-O(N) truncation of f . Since there are
only poly(N) coordinates where such a truncation is non-trivial, it is possible to get good
estimates p̂i for these coordinates using only O(log N) samples.

While at this point only O(log N) samples would suffice to get good estimates p̂i for the
required coordinates i, we still do not know N so a naive approach will not work. Instead,
to estimate the pi’s, we use a delicate iterative procedure called IterativeBias (see Phase 1 of
Unateness-Tester-Unknown-N in the full version). This procedure draws larger and larger
sets of samples, until the estimates for the pi’s converge. We are able to argue that this
process halts after using roughly log N samples. Furthermore, we are able to argue that
when this process halts, our estimates are “good” and moreover only O(log N) coordinates
have estimates p̂i that are close to 0.5.

With these estimates in hand, we are able to get a better truncation of f . In particular,
the next stage of our algorithm (see the Preprocessing procedure carried out in Phase 2
of Unateness-Tester-Unknown-N) enables us to effectively restrict f to a Hamming Ball of
radius O(log(N)). We can now run our modified standard-model tester and relative error
monotonicity tester on this restriction (see Phase 3 of the Unateness-Tester-Unknown-N
algorithm in the full version), while staying within our O(log(N)) query complexity budget.

We remark that the above discussion glosses over some subtleties which arise in our actual
algorithms and analyses. One of these is the following: in order to obtain algorithms with
the one-sided error guarantees that we achieve, it is not okay to reject if we see a violation of
monotonicity along a fixed coordinate of the “bias vector” d̃ that our algorithm constructs.
This is because each fixed coordinate i of d̃ is fixed because of “statistical evidence” that the
function is monotone (or anti-monotone) in direction i, but this statistical evidence does not
constitute an incontrovertible witness of monotonicity (or anti-monotonicity) in that direction
– for a one-sided error testing algorithm, it is not enough to be “quite confident” as mentioned
earlier. So when the algorithm sees a violation of monotonicity (or anti-monotonicity) along
a fixed coordinate of d̃, it must do some more work to actually obtain a violating edge for the
other direction to establish for sure that the function is neither monotone nor anti-monotone
along coordinate i. (This is why our algorithm uses the ConfirmDirection procedure in
various places.)

Overview of both algorithms

We close this subsection with a more detailed overview of the structure that is common to
both our known-N and unknown-N algorithms.

ICALP 2026
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In Phase 1, the algorithm derives a bias vector b̃ ∈ {0, 1, ∗}n based on the estimates
{p̂i}i∈[n], while ensuring (with high probability) that the number of unfixed coordinates
is at most O(log N) and for each fixed coordinate i, the true bias pi is indeed close to the
value of b̃i ∈ {0, 1}.
In Phase 2, the algorithm determines the value of the radius parameter M, which
informs the query complexity of BiasedTest, and guarantees (with high probability) that
M = O(log N).
In Phase 3, the algorithm runs BiasedTest and UnbiasedTest given the parameters b̃ and
M, where BiasedTest takes as input M and the fixed coordinates of b̃, and UnbiasedTest
takes as input the unfixed coordinates of b̃.

2.2 Lower bounds
Our non-adaptive lower bound, Theorem 3, is obtained via a modification of the lower bound
arguments from [6]. As in that work, our lower bound construction uses functions which
are only nontrivial on two adjacent layers of the Boolean hypercube; we call these two-layer
functions (see Section 7.1.1 in the full version [9]). More precisely, a function f is a two-layer
function if it is only nontrivial on points in layers 3n/4 and 3n/4 + 1: every point with weight
< 3n/4 is set to 0 and every point with weight > 3n/4 + 1 is set to 1. (We use the constant
3/4 just to make the presentation more concrete; it can be replaced by any constant strictly
between 1/2 and 1).

Our “yes-functions” are the same as the “yes-functions” of [6], which are monotone (and
hence unate) functions. However, we modify the “no-functions” of [6] since the analysis of [6]
does not establish that the “no-functions” that were used in that work, to give lower bounds
on relative-error monotonicity testing, are far from unate. In Section 7 of the full version
we give a detailed description of a new distribution of “no-functions” and prove that they
are indeed suitably far from unate. Given these no-functions, our lower bounds follow from
relatively simple modifications of the [6] lower bound arguments; we describe the necessary
modifications in Section 7 of the full version.

Our adaptive lower bound (Theorem 4) is obtained by a simple reduction to the Ω̃(d2/3)-
query standard-model two-sided adaptive unateness testing lower bound given by [13] for
functions f : {0, 1}d → {0, 1}. This is done by “scaling down” both the yes- and no-
distributions used in that lower bound so that the functions involved are contained in a
subcube of {0, 1}n of dimension d ≈ log N ; this can be done by simply defining the functions
over {0, 1}n to output 0 if any of the last n − d input coordinates take value 1. For such
functions, the uniform random satisfying assignments that a relative-error testing algorithm
may ask for can easily be obtained by a standard-model algorithm for unateness testing
over {0, 1}d, by simply drawing uniform random assignments from {0, 1}d ◦ 0n−d until a
satisfying assignment is received. It follows that the Ω̃(d2/3) standard-model lower bound
of [13] directly yields a Ω̃((log N)2/3) lower bound for two-sided adaptive unateness testing
with relative error. (We mention that it is easily verified that in the [13] construction, for
both the distribution Dyes of yes-functions and the distribution Dno of no-functions, with
very high probability the number of satisfying assignments of a random function drawn from
either distribution is tightly concentrated around the same particular value. This is why the
lower bound of Theorem 4 holds even when N is given to the testing algorithm.)

We remark that an alternate route to obtaining a Ω̃((log N)2/3)-query two-sided adaptive
lower bound for relative-error unateness testing is to proceed in analogy with our proof of
Theorem 3, i.e. to modify the “no-functions” used in the two-sided adaptive lower bound for
relative-error monotonicity testing of [6]. Given suitably modified “no-functions” that are far
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from unate in relative error, the Ω̃((log N)2/3) lower bound argument of [6] for monotonicity
adapts to give a Ω̃((log N)2/3) lower bound for two-sided adaptive relative-error unateness
testing, matching the parameters of Theorem 4. Since this construction and argument have
many more details than the simple reduction sketched in the previous paragraph, though, we
omit them.

3 Preliminaries

3.1 Notation
Strings

For x, b ∈ {0, 1}n we write x⊕b to denote the bitwise-XOR of x and b, i.e. the string in {0, 1}n

that has xi ⊕ bi as its i-th coordinate. We also write x(i) to denote x⊕ei for convenience. For
b ∈ {0, 1} and i ∈ [n] we write xi←b to denote the n-bit string obtained from x by fixing the
i-th bit to b. Given a partial string d ∈ {0, 1, ∗}n, we write Fixed(d) := {i ∈ [n] | di ∈ {0, 1}}
and Unfixed(d) := {i ∈ [n] | di = ∗} to denote the set of indices i where di is fixed or unfixed
respectively. For partial strings x, y ∈ {0, 1, ∗}n, we denote their symmetric difference as

x∆y :=
{

i ∈ Fixed(x) ∩ Fixed(y) | xi ̸= yi

}
.

Edges

Given i ∈ [n], the set of edges in the i-th direction is the set of (unordered) pairs

Edgei =
{

{xi←0, xi←1} : x ∈ {0, 1}n
}

.

We say an edge {x, y} ∈ Edgei is monochromatic if f(x) = f(y) and bichromatic otherwise.
Given f : {0, 1}n → {0, 1} and i ∈ [n] we say an edge {x, y} ∈ Edgei is strictly 1-monotone
in f if f(x) = xi and f(y) = yi, and we say it is strictly 0-monotone in f if f(x) = 1 − xi

and f(y) = 1 − yi. We let Edgeb
i(f) denote the set of all edges in Edgei that are strictly

b-monotone in f :

Edgeb
i (f) =

{{
x, x(i)

}
|
{

x, x(i)
}

is strictly b-monotone
}

.

Distances

We use ∆(x, y) to denote the Hamming distance between two strings x, y ∈ {0, 1, ∗}n, where
∆(x, y) = |x∆y|. We also use ∆(f, g) to denote the Hamming distance between two Boolean
functions f, g : {0, 1}n → {0, 1}. That, is

∆(f, g) :=
∣∣∣{x ∈ {0, 1}n | f(x) ̸= g(x)

}∣∣∣.
We write dist(f, g) to denote the normalized Hamming distance between two Boolean

functions f, g : {0, 1}n → {0, 1},

dist(f, g) := ∆(f, g)
2n

.

For a class C of Boolean functions, we write dist(f, C) to denote ming∈C dist(f, g), the
minimum distance between f and any function g ∈ C. We sometimes say that f is ε-far from
g (from C, respectively) if dist(f, g) > ε (dist(f, C) > ε, respectively). In the standard model
of property testing, an ε-tester for a property is required to determine whether f ∈ C or
dist(f, C) ≥ ε (i.e., accept with probability ≥ 2/3 if f ∈ C and reject with probability ≥ 2/3
if dist(f, P) ≥ ε).

ICALP 2026
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3.2 Relative-error testing of Boolean functions
The relative-error property testing model. As defined in [6], a relative-error testing
algorithm for a class C of Boolean functions has oracle access to MQ(f) and also has access
to a Samp(f) oracle which, when called, returns a uniform random element x ∼ f−1(1). A
relative-error testing algorithm for C must output “yes” with high probability (say at least
2/3; this can be easily amplified) if f ∈ C and must output “no” with high probability (again,
say at least 2/3) if rel-dist(f, C) ≥ ε, where

rel-dist(f, C) := min
g∈C

rel-dist(f, g) and rel-dist(f, g) := |f−1(1) ∆ g−1(1)|
|f−1(1)| .

We say that a relative-error testing algorithm is “non-adaptive” if after receiving the
results of all of its calls to the sampling oracle, it makes one parallel round of queries to
the black-box oracle (so these queries can depend on the result of the calls to the sampling
oracle, but the choice of the i-th query point for the black-box oracle does not depend on
the responses received to queries 1, . . . , i − 1).

We sometimes say that f is ε-far from g (from C, respectively) in relative distance if
rel-dist(f, g) > ε (rel-dist(f, C) > ε, respectively). Throughout this writeup we denote

N :=
∣∣f−1(1)

∣∣ (1)

where f : {0, 1}n → {0, 1} is the function that is being tested for unateness. We will use the
following simple “approximate triangle inequality” for relative distance:

▶ Lemma 5 (Approximate triangle inequality for relative distance, Lemma 5 of [10]). Let
f, g, h : {0, 1}n → {0, 1} be such that rel-dist(f, g) ≤ ε and rel-dist(g, h) ≤ ε′. Then
rel-dist(f, h) ≤ ε + (1 + ε)ε′.

3.3 Monotonicity and unateness
For i ∈ [n], we say a function f : {0, 1}n → {0, 1} is 1-monotone in the i-th direction if
every {xi←0, xi←1} ∈ Edgei satisfies f(xi←0) ≤ f(xi←1). Similarly, we say a function f is
0-monotone in the i-th direction if every {xi←0, xi←1} ∈ Edgei satisfies f(xi←0) ≥ f(xi←1).
We say f is unate if it is either 1-monotone or 0-monotone in the i-th direction for every
i ∈ [n].

▶ Definition 6. Given f : {0, 1}n → {0, 1}, we define the bias vector df ∈ {0, 1, ∗}n of f as
follows:

df
i =


1 if Prz∼f−1(1)[zi = 1] > 0.6
0 if Prz∼f−1(1)[zi = 0] > 0.6
∗ otherwise

, for each i ∈ [n].

We will often consider vectors d̃ ∈ {0, 1, ∗}n as estimations of df and compare the coordinates
of such vectors to those of df . We say that d̃ ∈ {0, 1, ∗}n is consistent with df ∈ {0, 1, ∗}n if
d̃i = df

i for every i ∈ [n] with d̃i ̸= ∗.

The following is an immediate consequence of the definition of df :

▶ Observation 7. Let f : {0, 1}n → {0, 1} be a function with bias vector df ∈ {0, 1, ∗}n. For
any i ∈ [n] with df

i ̸= ∗, we have

Pr
z∼f−1(1)

[
zi = df

i

]
≥ 1/2.
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We also have the following useful lemma, whose proof can be found in the full version [9],
which roughly shows that it is easy to find a bichromatic edge in a biased direction given a
uniformly random preimage of f−1(1):

▶ Lemma 8. Let f : {0, 1}n → {0, 1} be a function with bias vector df ∈ {0, 1, ∗}n. For any
i ∈ [n] with df

i ̸= ∗ we have that

Pr
z∼f−1(1)

[
f(z(i)) = 1 − df

i ] ≥ 1/5 and (2)

Pr
z∼f−1(1)

[
{zi←0, zi←1} ∈ Edgedf

i
i (f)] ≥ 1/5. (3)

Our algorithms will reject if they find an i ∈ [n] along with a pair of edges e ∈ Edge0
i (f)

and e′ ∈ Edge1
i (f). It is easy to see that when f is unate, this can never happen:

▶ Observation 9. If f : {0, 1}n → {0, 1} is unate, then for any i ∈ [n] we have

Edge1−df
i

i (f) = ∅.

We will need the following theorem which relates the distance to unateness and the
number of edges violating b-monotonicity:

▶ Theorem 10 (Theorem 1.3 of [5]). If f : {0, 1}n → {0, 1} is ε-far from unate, then we have∑
i∈[n]

min
(∣∣∣Edge0

i (f), Edge1
i (f)

∣∣∣) ≥ ε

8 · 2n.

Recalling that N = f−1(1), where f is the function being tested for unateness we have:

▶ Corollary 11. If f : {0, 1}n → {0, 1} is ε-far from unate in relative distance, then we have∑
i∈[n]

∣∣∣Edge1−di
i (f)

∣∣∣ ≥ εN

8 , for every vector d ∈ {0, 1}n.

We will also use the following simple lemma, which shows that if f is unate then the
distance between any two points in f−1(1) is at most O(log N):

▶ Lemma 12. If f : {0, 1}n → {0, 1} is unate, then ∆(z, z′) ≤ 2 log N for all z, z′ ∈ f−1(1).

Proof. Assume for contradiction there exists z, z′ ∈ f−1(1) with ∆(z, z′) > 2 log(N). Since
f is unate, there exists r ∈ {0, 1}n such that g(x) = f(x ⊕ r) is monotone.

Let x = z ⊕ r, x′ = z′ ⊕ r. We have g(x) = g(x′). Because ∆(z, z′) = ∆(x, x′) >

2 log(N), either ∆(x, 1n) > log(N) or ∆(x′, 1n) > log(N). Without loss of generality, assume
∆(x, 1n) > log(N). Since g is monotone, every point y ⪰ x must have g(y) = 1. But there are
more than 2log(N) = N such points y, contradicting the fact that |g−1(1)| = |f−1(1)| = N . ◀

3.4 Truncated functions
Given a positive integer r and d̃ ∈ {0, 1, ∗}n, we say a function h : {0, 1}n → {0, 1} is
(r, d̃)-truncated if every x ∈ h−1(1) satisfies ∆(x, d̃) ≤ r.

Given r and d̃, an (r, d̃)-truncated function h = fr,d̃ is naturally obtained from f , the
function being tested, as follows:

fr,d̃(x) :=
{

f(x) if ∆(x, d̃) ≤ r,
0 otherwise.

(4)
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▶ Observation 13. Directly from Lemma 12, we observe that for unate function f : {0, 1}n →
{0, 1}, input a ∈ f−1(1), and radius r ≥ 2 log N where N := |f−1(1)|, the function f is
equivalent to its (r, a)-truncation, i.e. f ≡ fr,a.

The proof of the following lemma can be found in the full version [9].

▶ Lemma 14. For any Boolean function f : {0, 1}n → {0, 1} with radius 0 ≤ r ≤ n and
input a ∈ {0, 1}n such that the truncation h := fr,a satisfies reldist(f, h) ≤ 0.05, the following
is true for all indices i ∈ [n]:∣∣∣∣ Pr

z∼f−1(1)
[zi = 1] − Pr

z∼h−1(1)
[zi = 1]

∣∣∣∣ ≤ 0.05.

▶ Definition 15. Fix Boolean function f : {0, 1}n → {0, 1}. We say that i ∈ [n] is a
nontrivial coordinate if

Pr
z∼f−1(1)

[zi = 1] ̸∈ {0, 1}.

▷ Claim 16. Fix Boolean function f : {0, 1}n → {0, 1}, input a ∈ f−1(1), and radius
r ≥ 2 log N where N := |f−1(1)|. We have f−1

r,a (1) ⊆ f−1(1) and the number of nontrivial
coordinates of fr,a is at most rN .

Proof. The statement that f−1
r,a (1) ⊆ f−1(1) follows directly from the definition of truncation.

Given z ∈ f−1
r,a (1), there are at most r coordinates where zi ̸= ai. Furthermore, since

f−1
r,a (1) ⊆ f−1(1) we have |f−1

r,a (1)| ≤ N . So there can be at most rN coordinates i ∈ [n] for
which there exists some z ∈ f−1

r,a (1) with zi ̸= ai. ◁

3.5 Setup for Algorithms and Analysis
We present a key lemma that is central to the analysis of our main algorithms. The lemma
roughly states that given any function h : {0, 1}n → {0, 1} that is far from unate (in reldist),
there are many violations on at least one of two index sets which partition [n].

▷ Claim 17. Let d̃ be an arbitrary vector in {0, 1, ∗}n and let h : {0, 1}n → {0, 1} be
an arbitrary function. If rel-dist(h, Unate) ≥ ε/2, then at least one of Equation (5) or
Equation (6) holds: ∑

i∈Fixed(d̃)

∣∣∣Edge1−d̃i
i (h)

∣∣∣ ≥ ε

32 · |h−1(1)|, (5)

∑
i∈Unfixed(d̃)

min
(∣∣∣Edge0

i (h)
∣∣∣, ∣∣∣Edge1

i (h)
∣∣∣) ≥ ε

32 · |h−1(1)|. (6)

Proof. Since rel-dist(h, Unate) ≥ ε/2, we have

dist(h, Unate) ≥ ε|h−1(1)|
2n+1 .

By Theorem 10,∑
i∈[n]

min
(∣∣∣Edge0

i (h)
∣∣∣, ∣∣∣Edge1

i (h)
∣∣∣) ≥ ε

16 · |h−1(1)|.

Since Fixed(d̃) and Unfixed(d̃) partition [n], it must be that at least one of Equations (5)
and (6) holds. ◁
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▶ Lemma 18. Assume reldist(f, Unate) ≥ ε. Let M ≥ 0 and let d̃ ∈ {0, 1, ∗}n. If
reldist(f, fM,d̃) ≤ ε/10 then at least one of Equation (7) or Equation (8) holds:∑

i∈Fixed(d̃)

∣∣∣Edge1−d̃i
i

(
fM,d̃

)∣∣∣ ≥ ε

64 · |f−1(1)|, (7)

∑
i∈Unfixed(d̃)

min
(∣∣∣Edge0

i (f)
∣∣∣, ∣∣∣Edge1

i (f)
∣∣∣) ≥ ε

64 · |f−1(1)|, (8)

Proof. For brevity, denote fM,d̃ by h. Since rel-dist(f, h) ≤ ε/10, we must have |h−1(1)| ≥
|f−1(1)|/2. Furthermore by Lemma 5, we have rel-dist(h, Unate) ≥ ε/2. So, by Claim 17 at
least one of Equation (5) or Equation (6) holds for h.

First, consider the case where Equation (5) holds. Then Equation (7) holds as follows.∑
i∈Fixed(d̃)

∣∣∣Edge1−d̃i
i (h)

∣∣∣ ≥ ε

32 · |h−1(1)| ≥ ε

64 · |f−1(1)|.

Now, consider the case where Equation (6) holds. We will show Equation (8) holds for
f . Fix i ∈ Unfixed(d̃) and b ∈ {0, 1}. Consider any edge {x, x(i)} ∈ Edgeb

i (h); we claim that
{x, x(i)} ∈ Edgeb

i (f). From this it follows that:∑
i∈Unfixed(d̃)

min
(∣∣∣Edge0

i (f)
∣∣∣, ∣∣∣Edge1

i (f)
∣∣∣) ≥

∑
i∈Unfixed(d̃)

min
(∣∣∣Edge0

i (h)
∣∣∣, ∣∣∣Edge1

i (h)
∣∣∣)

≥ ε

64 · |h−1(1)|.

To argue that {x, x(i)} ∈ Edgeb
i(f), without loss of generality assume b = 0. And let

{x, x(i)} ∈ Edgeb
i(h) where xi = 0, h(x) = 1 and h(x(i)) = 0. Since i ∈ Unfixed(d̃), we must

have that ∆(x, d̃) = ∆(x(i), d̃). Since h(x) = 1, these distances must be less than M . Hence
f(x) = h(x) = 1 and f(x(i)) = h(x(i)) = 0, implying {x, x(i)} ∈ Edge0

i (f). ◀
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