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—— Abstract

A tree cut-sparsifier T of quality « of a graph G is a single tree that preserves the capacities of all
cuts in the graph up to a factor of a. A tree flow-sparsifier T of quality o guarantees that every
demand that can be routed in T' can also be routed in G with congestion at most «.

We present a near-linear time algorithm that, for any undirected capacitated graph G =
(V,E, c), constructs a tree cut-sparsifier T' of quality O(log® nloglogn), where n = |V|. This nearly
matches the quality of the best known polynomial construction of a tree cut-sparsifier, of quality
O(log'® nloglogn) [Ricke and Shah, ESA 2014]. By the flow-cut gap, our result yields a tree
flow-sparsifier (and congestion-approximator) of quality O(log® nloglogn). This improves on the
celebrated result of [Récke, Shah, and T4dubig, SODA 2014] (RST) that gave a near-linear time
construction of a tree flow-sparsifier of quality O(log* n).

Our algorithm builds on a recent expander decomposition algorithm by [Agassy, Dorfman, and
Kaplan, ICALP 2023], which we use as a black box to obtain a clean and modular foundation for
tree cut-sparsifiers. This yields an improved and simplified version of the RST construction for
cut-sparsifiers with quality O(log®n). We then introduce a near-linear time refinement phase that
controls the load accumulated on boundary edges of the sub-clusters across the levels of the tree.
Combining the improved framework with this refinement phase leads to our final O(log? nloglogn)
tree cut-sparsifier.
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1 Introduction

A cut-sparsifier of a weighted undirected graph G = (V, E, w) is a sparse graph that preserves
the cuts of G up to some factor. Formally H = (Vy, Ey,wg) is a cut-sparsifier of G of
quality « if V' C Vg and for every S C V it holds that cap(S,V \ S) < mincuty (S, V \ S) <
a-cap(S,V'\ S), where

mincuty (S, V '\ ) := capy (U, Vi \ U).

min
U: SCU, V\SCVy\U
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A stronger notion is of flow-sparsifiers. We say that H = (Vg, Eg, wg), where V C Vi,
is a flow-sparsifier of G = (V, E,w) of quality « if every multi-commodity flow problem
that can be routed in G with congestion 1, can also be routed in H with congestion 1 and,
moreover, every multi-commodity flow problem that can be routed in H with congestion 1,
can also be routed in G with congestion a.

A concept closely related to tree flow-sparsifiers is that of congestion-approrimators. An
a-congestion-approximator of G is a collection of cuts {(S;, V' \ S;)}¥_, that approximately
capture the optimal congestion needed to route multi-commodity flows in G. Formally,
for any demand matrix @, consider the minimum ratio (over all cuts (S;, V' \ S;)) between
the capacity of the cut and the total demand separated by it, i.e., % The
collection {(S;,V '\ S;)} is an a-congestion-approximator if this ratio a-approximates the
minimum congestion required to route @ in G. Tree flow-sparsifiers arising from hierarchical
decompositions yield congestion approximators of the same quality, consisting of only a
near-linear number of cuts. In a breakthrough result, Sherman [27] showed that congestion-
approximators of polylogarithmic quality suffice to compute approximate maximum flow in
near-linear time.

Riicke [22] proved the existence of tree flow-sparsifiers of quality O(log®n). The construc-
tion is based on a hierarchical decomposition of G. This result was soon improved to a poly-
nomial time algorithm for computing a tree flow-sparsifier of quality O(log® nloglogn) [12].
This series of works has culminated in an almost linear time (that is, O(mHO(l)) time) con-
struction of a tree flow-sparsifier of quality O(log* n) by Récke, Shah, and Téubig [24], which
was later improved to a near-linear time (that is, O(m) time') construction due to Peng’s near-
linear time approximate max flow algorithm [21]. This O(log* n) bound is the best known
for near-linear time constructions of a tree flow-sparsifier and of congestion-approximators of
near-linear size.

Even though flow-sparsifiers are robust, for many applications a cut-sparsifier suffices
(see, e.g., [9, 11, 3, 5, 28]). The best known polynomial time construction by Récke and
Shah [23] gives a tree cut-sparsifier of quality O(log1'5 nloglogn). Grid graphs impose an
Q(logn) lower bound on the quality of tree cut-sparsifiers and flow-sparsifiers [6, 18].

A tree flow-sparsifier T of quality « is also a tree cut-sparsifier of the same quality.
Therefore, [24, 21] implies a near-linear time construction of a tree cut-sparsifier of quality
O(log*n), and this is the best near-linear time construction to date. We give an O(m)
time construction of tree cut-sparsifier of quality O(log2 nloglogn), a tree flow-sparsifier
of quality O(log3 nloglogn), and a congestion-approximator of near-linear size of quality
O(log® nloglogn). This improves for the first time upon the 2014 bound of [24, 21]. The
following theorem is our main result.

» Theorem 1.1. Given a graph G = (V, E) of m edges, there exists a randomized algorithm
which takes O(m) time and with high probability finds a weighted tree T = (Vip, Ep, wp) with
V C Vp, such that T is a cut-sparsifier of G with quality O(log2 nloglogn). The same tree
is also a flow-sparsifier of G with quality O(log3 nloglogn), which in particular induces a
congestion-approximator of G with quality O(log3 nloglogn) and near-linear size.

1.1 Techniques

We now elaborate on the tools and techniques that allow us to obtain Theorem 1.1. First,
we develop a way to work directly with cuts rather than flows.

L The O notation is used to hide log®n factors.
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Demand State Formulation. Certifying that a hierarchical tree T' is a flow-sparsifier of a
graph G with quality «, amounts to showing that every multi-commodity flow problem @
routable in T with congestion 1, is routable in G with congestion «. The natural approach is
to route the mass in G according to the structure of T: we partition G to clusters according
to the laminar set family given by the nodes of T', and iteratively route flow in G from the
boundary edges of each cluster to the boundary edges of its parent cluster. The process
begins at the leaf clusters (corresponding to the vertices V') and proceeds upward, canceling
demands whenever both endpoints lie inside the same cluster.

For the cut-sparsifier setting, we replace explicit routings by a notion of G respecting
demand matrices. We say that G a-respects a demand matrix if for every cut (S, S) the
total amount of that demand that must cross (S, S) is at most L - cap (S, S). To prove that
T is a tree cut-sparsifier we need to show that G i—respects every demand matrix that is
1-respected by T (see Claim 3.14). To carry out this task we use the notion of demand states
(Definition 3.6). A demand state assigns to each vertex a vector of commodity masses, and
each update to the state corresponds to moving mass. Demand states allow us to formally
define and maintain invariants, reason about how mass is redistributed across clusters, and

rigorously charge these movements to the capacity of cuts. In contrast to flow-sparsifiers,

these movements and corresponding charges are not necessarily achieved by explicit routing.

While similar techniques were used in previous work, using this demand state formulation
allows us to provide a clearer and more systematic presentation of the algorithms, making
their structure explicit.

Expander Decomposition. Leveraging the “balanced cut or expander” primitive from [2]
with adaptively chosen expansion parameters, we develop a unified approach that allows
us to simplify and strengthen the [24] framework to obtain a tree cut-sparsifier of quality
O(log3 n). Afterwards, we use the same approach to implement a variant of the refinement
phase of [12, 23] in near-linear time, as we describe below.

Using this primitive from [2], together with the fair-cuts computation [16], allows us to
abstract away the details of the underlying algorithmic machinery and significantly simplify
the construction of the tree cut-sparsifier, when compared to e.g., [24]. This connects tree
cut-sparsifier constructions to modern sparse-cut tools and shows how they can be constructed
using these tools.

A Near-Linear Time Refinement Phase. A main caveat in the construction of [24] is
that the boundary edges of the clusters are not flow-linked. The notion of a flow-linked
set, introduced by [10], means that it is possible to route an all-to-all multi-commodity flow
between the nodes (or edges) of this set. The lack of this property in [24] adds a logarithmic
factor to the quality of the resulting tree flow-sparsifier. For more details, see Section 2.4. In
the context of tree cut—sparsifiers, flow-linkedness corresponds to expansion. By applying
the “balanced cut or expander” primitive of [2] to a given cluster S, we can test whether

the boundary of S expands. If not, we split S along a balanced cut and recur on both sides.

This recursive process, which we call the refinement phase, allows us to partition a cluster S
into {S1,...,S¢} such that in each S;, the boundary edges expand.

Additionally, similar to [12, 23], we show that there exists a low-congestion flow from the
inter-cluster edges of the refinement partition to the boundary of S. We do this by carefully
using the guarantees supplied by [2]. This requires overcoming several technical obstacles,
as we need to meticulously control both the number of boundary edges and the number
of vertices in the resulting sub-clusters. Importantly, we are able to perform this step in
near-linear time, instead of polynomial time.

7:3
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Previous constructions [12, 23] relied on intricate recursive schemes that handled “bad
child events”, a subcall that violated the recursion invariants, by restarting parts of the
computation. In contrast, our approach is entirely modular: we alternately apply a merge
phase (on which we elaborate in Section 2.5) and a refinement phase, each performing a
single, independent partition of the current cluster (no backtracking is needed). This simple
alternation yields a much cleaner and modular tree cut-sparsifier construction of quality
O(log® nloglogn).

1.2 Further Background

Our work builds on the tree flow-sparsifier constructions of [24] and [12], combined with an
expander decomposition result by [2].

A crucial component in [24] was a variant of the cut-matching game, introduced by
Khandekar, Rao, and Vazirani [14]. The cut-matching game [14] provides an O(log® n)-
approximate sparsest cut in near-linear time. By running a “non-stop” version of this
game, [24] obtained balanced O(log2 n)-approximate sparse cuts, or alternatively, constructed
clusters whose inter-cluster edges (not including boundary edges) are flow-linked.

A stronger cut strategy was developed by [20], achieving an O(logn)-approximation
for the sparsest cut problem. The expansion produced by this cut strategy follows from
Cheeger’s inequality [8] and therefore, at least intuitively, is unsuitable for flow routing
purposes. This stands in contrast to the cut player of [14], whose expansion follows from
embedding a uniform demand matrix (all 1’s) into the expanding set.

Agassy, Dorfman, and Kaplan [1] were able to translate [20]’s improved cut strategy
into a “balanced cut or expander” procedure of approximation O(logn), resulting in a
near-linear time expander decomposition algorithm which improved on the prior expander
decomposition algorithm by Saranurak and Wang [26] that uses [14]’s cut strategy. In [2],
Agassy, Dorfman and Kaplan show how to extend their results to the case of generalized
conductance. By generalized conductance, they refer to conductance with respect to a vertex
measure. Formally, given a vertex measure it : V — R>0, and a set S C V, the expansion of a
cut (S, S) with respect to u is defined as @4 (S, S) := W%, where p(U), for U C V,
is defined as pu(U) := ) .y u(v). We use the result by [2] in a black-box manner as explained
in Section 2.5. We note that for the purpose of obtaining our O(log® nloglogn) quality
tree flow-sparsifier, one could alternatively rely on [26], together with our refinement phase.
However, achieving the improved O(log2 nloglogn) quality tree cut-sparsifier crucially relies
on the spectral cut player underlying [2].

Typically, as in this work, hierarchical decompositions are computed top-down by re-
cursively splitting clusters starting from the root V. Li, Rao, and Wang [17] take the
opposite, bottom-up approach, constructing a congestion approximator of quality O(log10 n).
Their main tool is a weak expander decomposition: they build a sequence of partitions
Py, Py, ..., Pr, of V, where each partition corresponds to a weak expander decomposition, and
P is the partition into singleton clusters and P, = {V'}. The collection of cuts from these
partitions does not form a laminar family. Instead, the congestion-approximator’s set of cuts
consists of all intersections of sub-clusters drawn from different levels. A technical challenge
is that expander-decomposition routines typically invoke approximate max-flow algorithms
that themselves rely on the top-down congestion-approximator of [24]. The construction
of [17] avoids this potential circularity by maintaining “pseudo”-congestion-approximators
derived from the partial hierarchy P, ..., P; and using them within the max-flow subroutines
required for the weak expander decomposition.
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We note that the “balanced cut or expander” primitive of [2], which we use extensively,
internally computes fair-cuts (approximate maximum flows) via the algorithm of [16]. This
algorithm requires a congestion—approximator for the underlying graph G. By instantiating
the congestion—approximator required by the fair-cut routine [16] with the construction of [17],
our tree cut—sparsifiers can be implemented without invoking the congestion—approximator
of [24]. This means that one can also think of our work (in particular, Section 4) as a
simplification of the construction of [24] (which does not depend on it).

Recent Work

In an independent and parallel work? Henzinger, Miink, and Récke [13] achieved a tree cut
sparsifier with the same O(log2 nloglogn) quality. They also show how to implement their
construction in parallel with polylogarithmic span and near-linear work. Their hierarchy
construction follows the [12] bad-child-event paradigm: when a cluster cannot be certified to
satisfy the required expansion invariant, the algorithm dynamically restructures the current
hierarchy level and revisits the affected subproblems. This event-driven backtracking leads to
a more intricate control flow. In contrast, our construction avoids such restart mechanisms
entirely. The merge and refinement phases are applied as independent, one-shot procedures,
resulting in a simpler and more modular algorithmic structure.

Organization

The rest of the paper is structured as follows. Section 2 gives an overview of our results and
techniques. Section 3 contains additional definitions and notation, as well as the analysis
tools used throughout the paper. In Section 4 we detail the merge phase partition and the
hierarchical decomposition for Theorem 2.5. The analysis of Theorem 2.5 is deferred to the
full version. In Section 5 we detail the refinement phase and use it to prove Theorem 2.4.

2  Overview of Our Results and Techniques

This section is organized as follows. Section 2.1 introduces key definitions used throughout
the section (additional definitions and notation are deferred to Section 3). In Section 2.2, we
detail our results using these definitions. In Section 2.3, we introduce a general framework for
analyzing the quality of tree cut-sparsifiers. Section 2.4 reviews the key ideas and techniques
from previous work. In Section 2.5, we outline the approach used to prove Theorem 2.5,
and in Section 2.6, we describe the additional ideas that give the improved result stated in
Theorem 2.4.

2.1 Preliminaries

We use log to denote the base-2 logarithm. Throughout the paper, we assume all graphs are
undirected. Given an undirected graph G = (V, E) and a set S C V, we denote by degq(v)
the degree of v (for a weighted graph, this is the sum of the weights of the edges adjacent to
v). The volume of a set S is defined as volg(S) := ) .gdegg(v). Given a vertex measure
p:V — Rxo, and a set U C V, we denote the total weight of U as u(U) := > iy p(v). We
write puy = 1y for the indicator measure of U. For disjoint sets A, B C V', we denote by
Ec (A, B) the set of edges connecting A and B. We denote by caps(A, B) the number of
edges in Eg(A, B), or the sum of their weights if the graph is weighted. We sometimes omit
the subscript when the graph is clear from the context. Denote A =V \ A.

2 First appeared almost at the same time as our preliminary version.
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» Definition 2.1 (Multi-Commodity Flow Problem, Demand Matrix). Given a vertex set V, a
demand matrix Dg € RZOXV specifies a multi-commodity flow problem Q: the entry Dg(u,v)
is the amount of commodity u that must be sent from u to v. For S CV, define the demand
of Q across (S,5) as demg(S,S) =3 ,cs > ,c5(Dao(u,v) + Do(v,u)). We identify Q with

Dg and use the two notations interchangeably.

For A C V, the all-to-all demand on A is denoted Q4 and defined by Q4 (u,v) = 1/|A]
for u,v € A, and 0 otherwise. For a routing f of @ in a capacitated graph G, let congq(f) =
maxecp f(e)/c(e), where f(e) is the total flow through e. Let congq(Q) = minj congq(f),
over routings of Q.

» Definition 2.2 (Respecting Cut). Let Q be a demand matriz on G = (V, E) and let (S, S)
be a cut in G. We say that (S,5) a-respects @ if cap(S,S) > a - demg(S,S). We say that
G a-respects @ if

cap(S, S) -

scv d S,8) —
demq(S,5)>0 emQ( )

For a graph G = (V,E) with V C V, replace cap(S, S) by mincuts (S, S).

» Fact 2.3. If the demand matriz Q can be routed in G with congestion «, then demg(S,V '\
S) < a-capg(S,V\S), for all cuts (S,V'\ S), i.e., G L-respects Q.

Note that G a-respecting a demand matrix ¢ does not necessarily imply that @ can be
routed with congestion 1/« in G. Due to the flow—cut gap [15], an additional O(logn) factor
may be required.

2.2 Our Contribution

We prove the following theorem:

» Theorem 2.4. Given a graph G = (V, E) of m edges, there exists a randomized algorithm
which takes O(m) time and with high probability finds a weighted tree T = (Vp, Ep,wr) with
V C Vi, such that T is a cut-sparsifier of G with quality O(log? nloglogn).

However, first, to gradually develop our techniques, we prove a weaker and simpler version
of the theorem, in which we look for a tree cut-sparsifier of quality O(log®n):

» Theorem 2.5. Given a graph G = (V, E) of m edges, there exists a randomized algorithm

which takes O(m) time and with high probability finds a weighted tree T = (Vp, Ep,wr) with
V C Vi, such that T is a cut-sparsifier of G with quality O(log® n).

» Remark 2.6 (Hierarchical trees). The trees produced in Theorems 2.4 and 2.5 are hierarchical
trees: each node of T corresponds to a subset of vertices of GG, and these subsets form a
laminar family? in which the root corresponds to V and the leaves correspond to all singleton
subsets {v},ev. Each edge e € Ep connects a node, corresponding to a cluster S, C V', with
its parent node, corresponding to a larger cluster S. C Pr(S.) C V. This edge has a capacity
equal to the capacity of the cut (S.,V \ S.) in G, i.e., capp(e) = capg(Se, V' \ Se).

3 That is, the subsets corresponding to the children of a node in T are pair-wise disjoint and contained in
the subset corresponding to that node.
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The following claim follows from the flow-cut gap theorem [15, 4], together with the fact
that the flow-cut gap in a tree is 1 [19].

> Claim 2.7. The following relations hold for a (hierarchical) tree T of G:
If T is a cut-sparsifier of G of quality «, then T is also a flow-sparsifier of quality
O(alogn).
If T is a flow-sparsifier of G of quality «, then T is also a cut-sparsifier of quality «.

Hence, as a corollary of Theorem 2.4, we get:

» Theorem 2.8. Given a graph G = (V, E) of m edges, there exists a randomized algorithm
which takes O(m) time and with high probability finds a weighted tree T = (Vip, Ep,wr)
with V- C Vi, such that T is a flow-sparsifier of G with quality O(log3n10g logn), which
in particular induces a congestion-approximator of G with quality O(log?’nlog logn) and
near-linear size.

The flow-cut gap for planar graphs is O(y/logn) [25]. Therefore, for planar graphs,
our construction achieves a tree flow-sparsifier (and congestion-approximator) of quality
O(log®® nloglogn).

For simplicity, we present our algorithms in the setting where G is unweighted, but our
constructions can be adapted to the case of polynomially bounded weights.

2.3 Certifying a Tree Cut-Sparsifier Versus Certifying a Tree
Flow-Sparsifier

Our construction follows a recursive partitioning algorithm which takes as input a cluster
S C V and partitions it to sub-clusters S1,...,S;. Applying this algorithm recursively gives
a laminar decomposition of the set V', which naturally corresponds to a hierarchical tree
T (see Remark 2.6). The root of T corresponds to the set V' while the leaves correspond
to individual vertices v € V. The weight of an edge (S, Pr(S)) in T, between the node
corresponding to the cluster S and its parent Pr(.S) is caps(S,V '\ 9).

Consider first the task of certifying that such a tree T is a flow-sparsifier. We can do this
by showing that the congestion of routing a demand matrix @ in T is comparable to the
congestion of routing @ in G. Note that by choosing the capacities of the tree edges as we
did, the inequality cong,(Q) < cong(Q) is immediate: we route the demand matrix @ in
T trivially along the unique path between each pair of vertices. If the flow problem can be
routed in G with congestion ¢, then by Fact 2.3 it must be that, for every sub-cluster S € V,
the cut (S,V \ ) L-respects Q: % > 1. The demand across each cut (S,V \ S)
corresponds exactly to the total amount of flow routed along the edge (S, Pr(S)) in the tree,
so the way the edge capacities in T are assigned ensures that the flow problem can be routed
in the tree with congestion c¢. Therefore, when building a tree flow-sparsifier, our goal is to
choose the tree such that the reverse inequality congq(Q) < « - congy(Q) also holds. This
means that given demands ) which can be routed in 7" we have to show how to route @
in G with similar congestion. ) being routable in 7' means that only for S € Vi, the cut
(S,V'\ S) in G, respects Q. Therefore, the intuition is that we look to include in the tree
the sub-clusters which best capture the cut structure of the graph, in the sense that any
demands respected by them can be routed in G.

In the flow-sparsifier case, given demands @ routable in T, [12, 7, 24] used the tree
structure to describe the routing of @ in the graph G. They did this by routing @ which
originates at all the vertices of V' (corresponding to leaves in T'), toward the boundaries of
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sub-clusters S as they go up along the tree.* That is, when a sub-cluster S € T is partitioned
into {Si,...,S:}, they route (in G) the mass from the boundary edges of {S;}!_; (where
they arrived in the previous iteration) to the boundary edges of S. We emphasize that this
routing takes place in GG, while the structure of T is used only as a “blueprint” to direct the
intermediate flows. Then, source and target demands of vertex pairs that are both in S, are
“paired up” and canceled before moving further upwards in the tree.

Turning now back to cut-sparsifiers, in order to certify that T is a tree cut-sparsifier, we
no longer need to route the demands @ (which can be routed in T) in G, but rather only
show that G respects @ (see Claim 3.14 which essentially says that T is a tree cut-sparsifier
of quality « if it 1/a-respects every demand @ that is 1-respected by T'). To show that
demands @ are respected by G we develop a technique of moving demands rather than flow.
For this we define the notion of a valid demand state (see Definition 3.6).

In a demand state P each node v € V has its own vector of |V| commodities (one for each
vertex), where for each commodity it has some amount of mass that is waiting at v to be
shipped out (or, if the amount is negative, waiting to be shipped into v). This representation
is particularly convenient in the hierarchical setting: Even when we focus on a sub-cluster .5,
we maintain at each v € S information on the mass from all |V| commodities including those
of vertices that are not in S. In contrast, working directly with |.S| x |S| demand matrices
within a sub-cluster S would be inconvenient, as the local view would lose information about
demands involving vertices outside S. The demand state formulation, on the other hand,
always retains the complete global demand structure, allowing us to reason locally within
clusters while still maintaining awareness of the external interactions.

We use the structure of T' to direct the movement of demands. This corresponds to
updating the demand state. Specifically, as we climb up the sparsifier T, we move the
demands of the demand state from internal edges to the boundary edges of sub-clusters
S € Vp. However, unlike in the flow-sparsifier setting, these movements do not necessarily
correspond to an actual multi-commodity flow that is routable in the graph. In fact, we do
not “pay” for the congestion of these routings, as in the flow-sparsifier analysis, but rather
according to how much the graph respects them (see Definition 2.2). This charging scheme
is detailed in Sections 3.4 and 5.

2.4 Dealing With Bottleneck Cuts

As mentioned in Section 2.3, a key property of tree flow-sparsifier T" is that for every cluster
S € Vp, we can move the demands currently in the inter-cluster edges F' between sub-
clusters {S1,...,S:} of S, to the boundary edges B = E(S,V \ S) of S while incurring small
congestion. An ideal scenario is when the algorithm guarantees that F U B is flow-linked
inside G[S], meaning that one can route an all-to-all multi-commodity flow Qryp between
the edges of F'U B with low congestion. In this scenario, we can transfer the demands from
the inter-cluster edges F' to the boundary B in a two-step process:

Spread the demands of F'U B uniformly by routing them according to Qryp-

Route the demands of F' to B according to the flow paths of the sub-matrix Qgup(F, B).

Note that the uniform spreading in the first step ensures that demands whose source and
target are in S are routed to the same uniform distribution over F' U B and are therefore
canceled. Moreover, after the second step every boundary edge carries an equal share of the

4 This is made formal using the subdivision graph (see Definition 3.1), where the demands reside on the
split nodes of the boundary edges. For the overview in this section, however, we omit these details for
simplicity.
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total demand. Because S € Vr, the cut E(S,V \ S) must respect ), so the amount of mass
that has to leave the cluster S is at most E(S,V \ S). Therefore, the mentioned cancellation
guarantees that the load (total demand per edge) is at most 1 on each boundary edge.

However, as discussed in [7, 12, 23, 24], there may be sub-clusters S C V, for which we
cannot find a partition {S;};_; such that F U B is flow-linked in G[S]. A simple counter-
example is that it might be the case that B itself is not flow-linked in G[S], or maybe
even disconnected there. In this case, no partition of G[S] will work. We use the name
bottleneck cut to refer to a cut which certifies that the boundary edges are not flow-linked.
This name was introduced by [23], though their bottleneck cuts had to satisfy a slightly
different requirement. A similar (yet not equivalent) notion appeared earlier in [7, 12]. The
algorithms of [7, 12, 23] had to make sure that the clusters have no bottleneck cuts. They
achieved this by cutting clusters that have bottleneck cuts. We call this step the refinement
phase [23]. Previous work implements the refinement phase in different ways, either by
ensuring a “precondition” on the sub-clusters they recur into [7], or encountering these cuts
and handling them “on the fly” [12, 23|. In either case dealing with these cuts slowed down
these early algorithms substantially.

Since ensuring that there is no bottleneck cut in each sub-cluster before recurring into
it may be expensive (in terms of running time), [24] settled for something slightly weaker:
They first ignore the boundary edges of S and find a partition of S into {51, ..., S;} such
that the inter-cluster edges F' are flow-linked. Then they find an approximate min-cut Y
for the (single commodity) flow problem which routes flow from F' to B. By adding to T" a
new sub-cluster whose boundary is Y, [24] are able to bound the amount of mass that has to
cross the cut Y, since now the demand matrix @ is respected by Y in G.

Adding Y as a boundary of a sub-cluster in 7" is enough to show how to move the demands
to the boundary edges B, such that the load on each boundary edge is multiplied by 1+ T
units (T is a parameter 0 < T < 1). However, the distribution of demands on the boundary
edges is not uniform. Hence, demands whose source and target are in the sub-cluster do not
cancel-out. Consequently, the load accumulates when going up along the tree, multiplied

by a factor of at most 1 4 T in each iteration. Choosing T = loén, such that the load is
multiplied by a factor of (1 + loén) along the O(logn) levels of the tree, ensures that the

load is constant. This method, however, incurs a degradation of O(%) per level in the quality
of the tree flow-sparsifier, leading to an overall loss of O(k’%) = O(log®n).> The additional
O(log® n) factor in their quality comes from the usage of [14]’s cut-matching game for flow
(so in total the quality is O(log*n)).

In our first step below (Section 2.5) we deal with bottleneck cuts similarly to [24], but
using primitives from the expander decomposition algorithm in [2], which are the cut-analogue
of [14)’s cut-matching game. This allows us to get Theorem 2.5. Afterwards, in Section 2.6
we describe a better way to deal with bottleneck cuts, by implementing a version of the
refinement phase in near-linear time. This allows us to improve the quality of the resulting
tree cut-sparsifier and get Theorem 2.4.

5 Choosing T = @ is optimal, up to a multiplicative constant. Let k = ©(logn) be the depth of
the tree. We omit the proof of the following claim: For any sequence of T1,...,T; < 1, it holds that

k k
Zi:l T% j=it1 (I1+1)= Q(kQ)
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2.5 A Tree Cut-Sparsifier of Quality O(log® n)

We now adapt [24] to the cut-sparsifier setting. As outlined in Section 2.3, our goal here is
not to route the demand matrix Q within G, but rather to ensure that G respects Q. In
this formulation, the analogue of a set F of inter-cluster edges (within a cluster S) being
flow-linked in [24] is that G[S] respects the all-to-all demand matrix between edges of F', or
equivalently that F' expands in G[S] (see Definition 3.2 below). Therefore, our first goal is to
obtain, efficiently, such a set F'. For this step we ignore the boundary edges of S (which may
be separated by bottleneck cuts). We use the following algorithmic tool:

Balanced-cut-or-expander procedure

To obtain such an F efficiently we use the “balanced cut or expander” primitive from [2],
which allows us to certify that the sub-cluster G[S] respects the all-to-all flow problem on a
subset F' C E, or find a balanced cut which refutes this. We start with Fy = E(G[S]) and
iterateon v =1,...:

Invoke the primitive on G[S] to check if it respects the all-to-all flow problem on Fj.

On an expander outcome, we stop and set F' := F;. This certifies the all-to-all flow
problem on F' is respected by G[S].

On a balanced cut outcome, we shrink F; to a new set F; ;1 C F;. The sparsity guarantee
ensures |Fi1| < (1 — 1/logn)|F;|, so after O(log® n) iterations we must obtain the first
case.
This step is the cut-analogue of [24, Lemma 3.1], but powered by [2]’s tool so that the
certification we obtain when F' is good is expansion (according to Definition 3.2) rather than
being flow-linked.

Routing from F' to the boundary

Once F is fixed, we connect F to the boundary edges similarly to [24]. We compute a cut
Y (via an auxiliary approximate maximum flow problem) that separates F from B. For
this purpose, we use the fair-cuts algorithm of [16], which serves as an efficient approximate
max-flow solver and provides slightly better congestion compared to [24, Lemma 3.2], as well
as simplifying the argument.

The usage of [2] rather than a procedure inspired by the cut-matching game of [14] in [24]
allows us to improve the quality of the cut-sparsifier by a logn factor. Specifically, we still
pay O(l(’%) = O(log® n) like in Section 2.4, but the additional factor from the cut-matching
component is now O(logn) instead of O(log?n). This gives a tree cut-sparsifier of quality
O(log3 n), and establishes Theorem 2.5. In particular, as discussed after Theorem 2.5, a tree
cut-sparsifier of quality « implies a tree flow-sparsifier of quality O(alogn). Therefore, this
tree is also a tree flow-sparsifier of quality O(log4 n), matching the quality of the flow-sparsifier
of [24].

The construction of the tree cut-sparsifier is detailed in Section 4. Importantly, we
use the modular building blocks of the balanced sparse cut procedure [2] and the fair-cuts
algorithm [16] as a black box. This significantly simplifies the construction of the tree cut-
sparsifier, when compared to, e.g., [24], as it abstracts away many details of the underlying
algorithmic tools. The full construction and analysis are given in the full version of the

paper.
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2.6 A Tree Cut-Sparsifier of Quality O(log® n loglogn)

Following the naming of [12, 23], we call the partitioning algorithm from Section 2.5 the
merge phase. Given a cluster S, it returns sub-clusters {S;}!_, such that the inter-cluster
edges F expand, and such that we can route from F' to the boundary B = E(S,V'\ S). It
does not, however, make F' and B expand together. Thus the demand placed on B may be

non-uniform, so source and target demands need not cancel as they move up the hierarchy.

This causes the extra O(logn) loss in Theorem 2.5.

To prove Theorem 2.4, Section 5 inserts a near-linear-time refinement phase after each
merge step. Given a cluster S, the refinement phase partitions it into sub-clusters {57, ..., S;}
such that each sub-cluster respects the all-to-all flow problem on its boundary edges, and
such that the inter-cluster edges of the refinement partition can be routed to the boundary of
S. This is a variant of the precondition of [7] and the requirement of [12, 23]. The algorithm
again uses [2]: on the current sub-cluster, it either certifies expansion of the boundary edges,
or finds a balanced sparse cut with respect to the boundary measure, together with a routing
from the cut edges to the boundary of one side. Unlike the merge phase, refinement does not
guarantee a constant factor shrinkage, and may even return the trivial partition {S}.

The resulting hierarchy alternates between merge steps, which shrink clusters, and
refinement steps, which make boundary demand uniform. After refinement, since each
resulting sub-cluster S; is a node of T and @) is 1-respected by T, the total demand leaving S;
is at most |E(S;, V'\ S;)|. Redistributing this demand uniformly over the boundary therefore
leaves load of at most 1 per boundary edge. Hence each merge step starts with constant
boundary load, rather than with load accumulated from lower levels. Thus, we may set
T =1 in the merge phase, reducing its total contribution from O(log®n) to O(log?n). The
refinement contribution is bounded, by adapting the analysis of [12, 23], by O(log2 nloglogn)
over all sub-clusters. This proves Theorem 2.4. By Claim 2.7, the same tree is also a
flow-sparsifier of quality O(log® nloglogn), giving Theorem 2.8.

3 Additional Preliminaries

We begin with defining the subdivision graph, which allows us to formally reason about the
edges of a graph carrying demand and expanding.

» Definition 3.1 (Subdivision graph). Given a graph G = (V, E), the subdivision graph is
denoted by G' = (V',E"). It is created by adding a split vertex in the middle of each edge,
replacing it with a path of length 2. Formally, V' :=V U Xg, where Xg are the split vertices
Xg :={z.| e € E}. The new edges are E' := {(x¢,v) | v € e}. Given a set of edges F C E,
the corresponding split vertices are denoted by Xp = {zs | f € F}.

For a cluster S C V', we define the corresponding cluster in the subdivision graph as

S = SU{z. | enS # 0}, which also includes the split nodes of the boundary edges of S.

We write G'[S] by abuse of notation to mean (G[S])’, which should not be confused with
G'[S’] which also includes the split vertices of the boundary edges of S.

7:11
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3.1 Expansion

» Definition 3.2 (Expansion with Vertex Weights). Let G = (V. E) and let ;1 : V — R>o be a
vertex measure. For a cut (S,S) with min(p(S), n(S)) > 0, define

M7 PH(G) = min (S, 9).
mln(M(S),M(S)) min(M(Z)gl‘j(S))>O

L (S,5) =

We say that G is an a-expander with respect to p if ®*(G) > a. For A C'V, we say that A
a-expands with respect to p in G if G is an a-expander with respect to the restricted measure
wepia. When p =1, we simply say that A a-expands in G. A cut with low p-expansion is
called p-sparse, with the relevant threshold specified in context.

When p = 1x is an indicator measure, A a-expands with respect to 1x iff AN X
a-expands in G. This is the cut-analogue of A being a-flow-linked when each v € A injects
p(v) units of flow [24].

The next remark bridges the two viewpoints introduced in Definitions 2.2 and 3.2: the
notion of a set A that a-expands with respect to a measure u, and the notion of a graph G
that a-respects a corresponding demand matrix defined by p.

» Remark 3.3. We use the following elementary equivalence. Let p/ = u-14 and let
Q(u,v) = %. Then if A a-expands with respect to p then G a-respects @, and
conversely, if G a-respects @ then A $-expands with respect to p.

In particular (by setting u = 1), if A a-expands in G, then G §-respects the all-to-all
flow problem on A (not to be confused with @), and conversely if G a-respects the all-to-all

flow problem on A then A a-expands in G.

3.2 Cut-Matching Game

The following is a recent result of [2], which generalizes [1]. They show that in near-linear
time we can get a balanced sparse cut, or certify that a large part of the graph is an expander,
with respect to a general vertex measure.%

» Theorem 3.4 ([2, Theorem 5.2]). Given a graph G = (V, E) of m edges, a parameter ¢ > 0,

and a weighting 1 V — R>o of the vertices, there exists a randomized algorithm which takes

O(m) time and must end in one of the following three cases:

1. We certify that G has p-ezpansion ®*(G) = Q(¢), with high probability.

2. We find a cut (A, A) in G of u-expansion ®%(A, A) = O(¢logn), and u(A), u(A) are
both Q (M), i.e., we find a relatively balanced ji-sparse cut.

logn
3. We find a cut (A, A) with 0 < pu(A) < #, (A, A) = O(glogn), and with high
probability, G[A] is an Q(¢)-expander with respect to p.

Routing from a cut. When we say that we route from a cut (4,5 \ A) toaset X C A
inside G[A], each v € A sends deggg)(v) — degga)(v) units. The congestion and receive
bounds are stated in context.

The authors of [2] supply additional guarantees in Cases (2) and (3) of Theorem 3.4
(see [2, Section 4.3 and Corollaries A.3, A.4, A.5]). We summarize these guarantees in the
following theorem.

5 Theorem 3.4 requires that p(v) will be in [m, poly(n)] U {0}, which will hold for our usages.
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» Theorem 3.5 (Additional Guarantees for Theorem 3.4). The following are additional
guarantees for Cases (2) and (3) of Theorem 3.4.
In Case (2), there exist constant ¢ > 0 and a sequence of cuts Sy C Ay, 0 <t < T with
T = O(log®n), such that Ag =V, Agy1 = Ay \ Sy (fort € {0,...T —1}). The returned cut
is simply (A, A) = (Ar, ?:_01 St). Each Sy is sparse: @‘é[At](AHl, St) < eplogn. Moreover,
for everyt € {0,...,T — 1},
There exists a flow routable with congestion O(1) in G[St], from the cut (Az \ St, St) to
St, such that each vertex v € Sy receives at most O(¢logn - u(v)) units.
There exists a flow routable with congestion O(1) in G[As \ St], from the cut (As \ St, St)
to A¢ \ S, such that each vertex v € Ay \ Sy receives at most O(¢plogn - u(v)) units.
In other words, in each step we can route flow from the cut E(Ay\ S¢, St) to either side.
In Case (8), this sequence of cuts exists as well, but a “trimming step” is run to get some
larger cut A D UtT:_11 S which is returned. Moreover,
There exists a flow routable with congestion O(1) in G[A], from the cut (A, A) to A, such
that each vertex v € A receives at most O(¢ - pu(v)) units.
There exists a flow routable with congestion O(1) in G[A], from the cut (A, A) to A, such
that each vertex v € A receives at most O(plogn - u(v)) units.

3.3 Demand States

When we describe the solution to a multi-commodity flow problem, it is useful to talk about
intermediate stages of the flow. Analogously, to show that a graph respects a demand
matrix, we use intermediate demand states: vertices hold positive or negative mass of each
commodity, which is moved according to demand matrices and may cancel when opposite
signs of the same commodity meet. These movements incur congestion for flows, or charge
in our cut-sparsifier analysis.

» Definition 3.6 (Demand State). Consider a set of commodities K. The demand state of
v € V, is a vector, P(v), where P(v,k), k € K, defines the amount of commodity k € K
which resides at v € V' and needs to be shipped out. Note that P(v,k) may be either positive
or negative, and in case it is negative, the commodity needs to be shipped into v. We denote
by [[P(W)|ly = D ke |P(v, k)| the load on v.

A demand state P of G is a collection of demand states, one for each v € V, i.e.,
P € RV*K, where the row of vertex v is the demand state of v.

For a set A C'V, we say that a demand state P on G is supported on A if for all k € K,
P(v,k) =0 whenever v ¢ A.

As explained below in Remark 3.8, demand states generalize demand matrices. Unlike
demand matrices (see Definition 2.1), where each vertex serves as the source of its own
commodity and source-sink pairs are explicitly encoded in the matrix, in a demand state the
commodities are independent of the vertices, and multiple vertices may act as sources of the
same commodity (similarly, the same vertex may act as a source of multiple commodities).

Intuitively, we think of a demand state as the current state of mass residing at the vertices
of the graph, where positive and negative demands “await” to be canceled-out, while a
multi-commodity flow problem and its demand matrix describe an explicit movement of
mass between pairs of vertices.

» Definition 3.7 (Valid Demand State). We say that a demand state on G is valid if
> wey P(u, k) =0 for each k € K. That is, no mass of commodity k is created or destroyed.
The demand of P across a cut (A, B = A) is

Z P(u, k)| = Z Z P(u, k)

u€A keK |ueB

demp(A,B) =

kex
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We extend the notion of a cut (resp., graph) respecting a demand matriz, to a cut (resp.,
graph) respecting valid demand state using this definition: A cut (S,S) in G a-respects P if
cap(S,S) > a-demp(S,S). G a-respects P if

cap(S, S)

min
SCV_ demp(S,S)
demp(S,5)>0

> Q.

Throughout the paper we manipulate many demand states that are not themselves valid.
Such demand states typically arise by restricting a valid demand state to a subgraph (or
cluster), that is, by retaining only the demand vectors associated with vertices in the cluster.
Although these restricted demand states may violate the validity condition, this poses no
issue: they should be viewed as a partial or intermediate collection of demand vectors.

» Remark 3.8. Note that the notion of a valid demand state generalizes the notion of a
demand matrix from Definition 2.1. Indeed, a demand matrix is a V' x V matrix Q where
Q(u,v) is the amount of u’s commodity that has to go to v. Such a specification corresponds
to a valid demand state P in which I = V, the total amount shipped out of u of its own
commodity is P(u,u) = Zvev\{u} Q(u,v), and the amount shipped to v of u’s commodity is
P(v,u) = —Q(u,v), v # u (note that the commodity is shipped into v, so P(v, u) is negative).
The standard definitions of congestion and demand across a cut of @ equal those of P.

On the other hand, given a valid demand state, we can define the corresponding demand
matrix (according to Definition 2.1) by adding to the graph a source vertex and sink vertex
corresponding to each commodity, with appropriate additional edges capacitated according
to the demands in P. The latter reduction is not used in this paper, so we omit its details.

» Definition 3.9 (Sum and Negation). We define the sum of two demand states P, and P,
on the same set of commodities KC to be (Py + P2)(u, k) = Py(u, k) + Py(u, k). Note that if
Py and Py were valid demand states, then Py + Py is also a valid demand state.

We define the negation —P of a demand state P on the set of commodities IC by
(=P)(u,k) = —P(u,k). Note that if P was a valid demand state, then —P is also a
valid demand state.

The following fact, which we use extensively, is a direct consequence of Definitions 3.7
and 3.9:

» Fact 3.10. Fiz a cut (S,S). For two valid demand states Py, Py on the commodities IKC,
we have demp, , p,(S,S) < demp, (S, S) + demp,(S,S).

Additionally, if G ay-respects Py and ag-respects Py, then it -respects Py + Ps.

1
J I

@1 @2
Suppose we have a demand state P. Given a demand matrix @ (recall Definition 2.1), we
can “move” the demand vectors in P according to the requirements of (). Each vertex u € V
will send Q(u,v) units in total to v € V, and we split the demands evenly according to the

distribution of commodities in the demand vector P(u). In other words, ”I;(&’)kﬂ) - Q(u,v)

units of commodity & € K will be shipped to v. If P(u, k) < 0 this corresponds to shipping
units of commodity k from v to w. This results in a demand state PT?, called the updated
demand state:

» Definition 3.11 (Updated Demand State). Let P be a (not necessarily valid) demand state
on the set of commodities IC and let Q be a demand matrix (i.e., a multi-commodity flow
problem). We define the updated demand state PT? on K as follows:

ZQUU +Z||P Qv,u).

veV veV

PY(u, k) = P(u, k) — HP H
1
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We make frequent use of the following fact. It states that because we only move the mass
around, no mass of any commodity is created or destroyed. This means that the total mass
of each commodity is the same in P and P19, so it is zero in P — PTQ. Therefore, P — PT?
is a valid demand state. The full proof is given in the full version of the paper.

» Fact 3.12. In the notation of Definition 3.11:
1. P — P'? s a valid demand state.
2. For any cut (S,5) of V, dem p_pra) (S, S) < demg(S, 9).

The next lemma presents two basic types of demand-state updates that will be used
extensively throughout the analysis. The first corresponds to uniformly redistributing mass
within a set, and the second to pushing all mass out of a set. Both updates arise frequently
when we manipulate demand states.

» Lemma 3.13. Let P be a (not necessarily valid) demand state on the set of commodities

K. Then:

1. Suppose Q is a scaled all-to-all flow problem on some subset A C V', such that Q(u,v) =
% if u,v € A, and Q(u,v) = 0 otherwise. Then, PT%(v) = I%l\ > uea Pu) for all
veE A, and P (v) = P(v) for v ¢ A. That is, P19 distributes the mass in A uniformly.

2. Suppose QQ moves demands from a set A CV to V\ A: for allu € V and v € A,
Q(u,v) =0, and moreover, for allu € A, 3, v\ 4 Q(u,v) = [|P(u)]|,. In this case, p1e

is supported on V' \ A.

3.4 Demand States Along the Hierarchy

In this subsection we describe the general framework for moving demands in G according to

a given hierarchical tree. The tree is used only as a blueprint: the movement of demands

takes place in the graph G, while the laminar structure of the tree determines the order in

which demand is moved from lower-level clusters to higher-level clusters. We also introduce

a useful invariant for analyzing such bottom-up demand-movement processes. This invariant

will be used throughout the paper to control the load (total demand) placed on split nodes.
The following claim is our main tool to show that T is a tree cut-sparsifier.

> Claim 3.14. The following notions are equivalent for a hierarchical tree T' and a parameter a:
T is a tree cut-sparsifier of G with quality a.
For every demand matrix @ on V, if T' 1-respects @, then G i-respects Q.

We prefer to work with demand states instead of demand matrices. To this end, we use
the following Corollary:

» Corollary 3.15. Assume every valid demand state P (recall Definition 3.7) on 'V (with
arbitrary commodities IC), that is 1-respected by T, is i—respected by G. In other words, we

have for any cut (U, W), % > é Then T is a tree cut-sparsifier with quality c.

Let T be a hierarchical tree of G (see Remark 2.6), and let P be a valid demand state
that is 1-respected by T, and a cut (U, W) of G. We will compare demp (U, W) with the
demand created by the bottom-up demand-state process in the subdivision graph.

Let G’ = (V', E’) be the subdivision graph of G (Recall Definition 3.1). The cut (U, W)

in G induces the cut (U, W') in G', where U' :==U U{z. | eNU # 0} and W' := V' \ U".

Each edge of G crossing (U, W) contributes exactly one edge crossing (U’, W) in G’, and no
other edge contributes. Thus capq (U, W') = cap (U, W).
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We first split P to a set of demand states { P} }»ev, where for each vertex v € V', Py,
is supported on {v}’. For each v € V, we construct P,y by first placing the demand of v at
the vertex v itself, namely P,/ (v) = P(v), while setting P,y (z.) = 0 for every split node .
adjacent to v. We then evenly distribute this demand among the split nodes corresponding to
edges incident to v: for every such edge e, we set P,/ (z.) = deg P( ), and set Pgyy(v) = 0.
Observe that ||P(v)|; = demp ({v}, V' \ {v}) < capg({v}, Vi {v} = deg(v), where the
inequality is due to the fact that {v} is a cluster in 7" and that P is 1- respected by T. In
particular, each split node z. has a total load of at most 1: ’|P{v}’<x€)H1 deg To= ) |P()], <1
Each non-split vertex of V' has load of 0.

Let Qg := {{v} | v € V} be the initial collection of active clusters, and let Pg, :=
> vev Proy- The following claim, whose proof is given in the full version of the paper, shows
that demp(U, W) and demp,, (U’, W’) are the same up to some minor error that arises due
to split nodes on the cut (U',W’) of G.

> Claim 3.16. demp(U, W) < demp, (U', W') + capg (U, W).

We combine demand states as we go up the decomposition tree T. At any point there is
a collection Q of active clusters. Initially @ = Qy. When a cluster S is processed, its active
children are removed from Q and S is inserted instead. The corresponding demand states of
the children are replaced by a new demand state Ps: supported on S’. We remark two things.
First, these demand updates should not be interpreted as actual routings that must be
realized in G with low congestion. Rather, each update is a movement of demand mass from
one demand state to another. Later, in the analysis, we pay for such a movement according
to how much the relevant subgraph respects the induced demand transition. Second, the
demand states of the clusters are not necessarily valid demand states, since Pg; only stores the
portion of the global demand that currently resides in S/. The matching positive and negative
parts of a commodity may lie in different clusters, so complete cancellation cannot occur
within a single cluster. However, when summing over all demand states, these contributions
do cancel out, and the total demand state remains valid.

The following invariant captures the properties that are needed from each cluster demand
state in this bottom-up process. It says that after a cluster S has been processed, the
remaining demand associated with S is supported only on the boundary split nodes of S, no
commodity mass was created or destroyed relative to the original demand state P, and the
load on every split node is bounded.

» Invariant 3.17. For a cluster S and a > 1, we say that a demand state Pg/ satisfies the
invariant with load o if
(1) It is supported on the boundary of S':

VkeK,Vo¢ Xp: Psy(v,k)=0,

where B are the boundary edges of S.
(2) No demands were created or destroyed (relative to P):

VEeK: Y Po(v,k)=Y_ P(vk)

veS’ veES

(3) The load on each vertex is at most «:
voe 8, |Pe )l < a

It can be seen that P,y satisfies the invariant with o = 1 for the cluster {v}.
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Figure 1 (a) Illustration of the first partitioning step, where a cluster S is divided into smaller
clusters Zi,...,Z.. (b) Illustration of the second partitioning step, where the cluster S is first split
into two disjoint clusters L and R (shown in green), and then each of L and R is further subdivided
according to the Z-partition into sub-clusters L1, ..., Ly and R1,..., R, (shown in blue). (c) The
corresponding hierarchical-tree view.

4 The Merge Phase

In this section we state the guarantees of the merge phase. This phase is an improved and
simpler implementation of the corresponding step in the near-linear time construction of
Récke, Shah, and Taubig [24]. The simplification comes from using the balanced-cut-or-
expander primitive of [2] and fair-cut computations [16] as black boxes. For our purposes,
the merge phase should be viewed as a black-box partitioning procedure: given a cluster
S C V, it produces a two-level partitioning of S, together with the charging guarantee stated
in Theorem 4.2. The proof of this theorem is deferred to the full version.

As explained in Section 2, the hierarchical decomposition is constructed by recursively
applying the “merge phase” partitioning procedure to input clusters S C V. Each input
cluster S C V is partitioned in two levels. At the first level, we define the direct children of
S to be disjoint clusters L and R” such that L UR = S, and at the second level the children
of L and of R, respectively, are defined to be disjoint clusters Li,...,L; and Ry,..., R,
(satisfying Ly U---UL; = L and Ry U---U R, = R). The size of the clusters L; and R; is at
most 2[5

The two-level partitioning is produced in two steps.® First, we define a partitioning of
the cluster S into disjoint sets Zi, ..., Z., where each cluster satisfies |Z;| < 2|S|. Next, we
partition S into two disjoint sets L, R. The second-level clusters Ly,..., Ly and Ry,..., R,
are defined as L; = LN Z; and R; = RN Z;, taking only non-empty intersections (see
Figure 1). The description of the two step partition can be found in the full version.

The intuition behind the two-level partition is as follows. As discussed in Section 2, we
want to partition S into sub-clusters {S1,...,S;:} of size |S;| < ¢-|S],¢ < 1, so that the
inter-cluster edges F' and the boundary edges B of S, satisfy that F'U B expands. However,
this may not be possible for a cluster S if B does not expand in G[S]. Consequently, the first
partition into Z,...,Z, ignores B and focuses on reducing the size of the clusters, while
ensuring that F', the set of inter-cluster edges, expands. The first partition is summarized in
the following theorem.

7 It may happen that R = (). In this case, no node corresponding to R is added to the hierarchical tree T'.
Similarly, we do not add nodes corresponding to the empty set to the hierarchy.

8 The two steps should not be confused with the two levels: although L U R = S forms the first level of
the partition, it is computed only in the second step of the construction.
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» Theorem 4.1 (Improved version of [24, Theorem 3.1]). There is an algorithm merge-phase-1
that partitions the induced subgraph G[S] of a cluster S into disjoint connected components
Z1,...,2, such that:

Z1U"'UZZZS,

Vie{l,...,z}:Z] < 2|S|, and

with high probability, in the subdivision graph G[S]' (recall Definition 3.1), the set of split
vertices corresponding to the inter-cluster edges

W=

Xp={x@w |ueZ,veZ(uv) € Ei#j}

a-ezxpands in G[S] for a = Q(loén)

The algorithm runs in time O(m) where m denotes the number of edges of G[S].

The remaining step is to connect these inter-cluster edges to the boundary B = E(S,V'\ 5).
As explained in the overview in Section 2.5, this is done by computing, via a fair-cut
computation, a cut separating F' from B, and using the corresponding cut as the first-level
split LU R = S. We omit the details and only state the final guarantee of the merge phase.

» Theorem 4.2 (Merge Phase). There is an algorithm “merge-phase” that given a cluster S

and 0 <1< 1, runs in O(m) time® and partitions S into sub-clusters Si,...,Sy, such that:

1. |Si| < 2|S| for each i, and

2. For every collection of demand states {Psg k_| that satisfy Invariant 3.17 with load «,
we can replace Pg/efore = Zle Pg; by a demand state pafter that satisfies Invariant 3.17

with load o/ = a- (14 ¢- 1) for some constant ¢ > 0, and

3. G'[9] Qg )-respects phefore _ pafter - Moreover, PEFore — Pafter s g valid demand

state.

In other words, Theorem 4.2 shows that the demand states supported on the sub-clusters
S1,...,S5¢ can be merged into a single demand state on S, while only slightly increasing the

load (by a factor of 1+ O(t)) on the boundary edges of S. The cost of this operation is
that we add O (%Tg") to the charge of each edge e € E(U’,W') N G'[S']. The proof of this
theorem is given in the full version of the paper.

oen
archical tree T of G. In the full version, we prove Theorem 2.5, namely that T is a tree

cut-sparsifier of G of quality O(log®n).

Applying Theorem 4.2 recursively with T = ©( ) yields, in near-linear time, a hier-

5 Improved Tree Cut-Sparsifier

In this section, we prove Theorem 2.4, establishing an improved tree cut-sparsifier of quality
O(log® nloglogn).

Recall from Section 4 that we paid a factor of % in the quality of the tree cut-sparsifier,
in order to accumulate a factor of just 1 + O(t) to the load of each boundary edge as we
move up the tree. This forced us to choose T = O(=1-) to make the total load O(1) in

logn

each step. We wish to avoid paying this additional factor of 2 = Q(logn). Recall that even
though each sub-cluster S is a node in the hierarchical decomposition tree (and therefore the
total amount of demand that has to leave it is at most the capacity of its boundary, because
P is respected by T), the distribution of demands on the boundary of S is not uniform, so
positive and negative demands of the same commodity do not cancel out.

9 Here, m denotes the number of edges in G'[S"].
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We amend this using a variation on the “refinement phase” technique of [7, 12, 23],1° to
ensure that the all-to-all flow problem between the boundary edges of the sub-clusters we
recur to, is respected by the sub-clusters, meaning that the boundary edges expand in these
sub-clusters (see Remark 3.3).

Explicitly, we prove the following theorem:

» Theorem 5.1. There is an algorithm “refinement-phase” that given a cluster S and a

parameter o > %|S\, runs in O(m) time and partitions S into sub-clusters Sy, ..., Sk, such
that:
1. With high probability, for each i, the sub-cluster G'[S}], Q(m) -respects the all-to-

all flow problem on Xp,, where B; = E(S;,V'\ S;). Here f(S;) := cylog (ﬁ) -loglogn,
where cy > 1 is a constant which will be defined below.

2. We can route in G'[S"] a demand matriz where each inter-cluster split node z; € Xp
(where F = {(u,v) € E|u € S;,v € S;,i# j}) sends one unit of flow, and each boundary
split node in Xp (where B = E(S,V \ S)) receives at most O(1) units of flow. This can
be routed with congestion O(logn).

» Remark 5.2. The main difference from [7, 12, 23] is that we are able to run the refinement
phase in near-linear time. Additionally, we avoid dealing with signaled events from recursive
sub-calls, leading to a simpler algorithm.

The parameter o lets refinement costs telescope across levels. The term f(S;) =
crlog(o/|S;|) loglogn gives the corresponding local boundary-respecting guarantee: large
sub-clusters must satisfy stronger expansion, whereas substantially smaller clusters may
satisfy a weaker guarantee since they contribute less to the final congestion bound. Thus each
refinement step makes progress either by enforcing expansion or by substantially shrinking
the cluster, which supports the bottom-up routing in Item (2) of the theorem.

We prove Theorem 5.1 in the full version of the paper. In the rest of this section we show
how to improve the cut-sparsifier result.

Our construction. The construction begins with the merge phase (Theorem 4.2) on S =V
with T = 1. Then, we run the refinement phase (Theorem 5.1) on each of the resulting
sub-clusters S;, with o = |S|. We proceed with the merge phase with T =1 on each resulting
sub-cluster S; ; (i.e., the sub-clusters created from S; in the previous refinement step), and
then with the refinement phase on S; ; 1., etc. In each subsequent run of the refinement phase,
we choose o to be the size of the previous cluster created by a refinement phase, i.e. the
parent of the current sub-cluster (e.g., when running on S; ; x, we take o = [S; ;|, not |\S; ; k|.).
Because S; is a sub-cluster created in a merge phase, it will satisfy |S;| < % |V, ensuring
the required condition on 0. We proceed recursively in this manner, running both stages on
successively smaller clusters S, stopping when |S| = 1. Let T be the resulting hierarchical
decomposition. Note that because the merge phase reduces the size of the sub-clusters by a
constant fraction, the depth of T is logarithmic in n.

Even though T = 1, in each sub-cluster S; ; created by the refinement phase, we can
send the demands to a uniform distribution on the boundary edges of \S; ;, so positive and
negative demands cancel out and we are left with at most a load of 1 on each boundary edge.
This effectively “resets” the load on each boundary edge so it does not accumulate when we
go up along the hierarchical tree. This scheme allows us to improve the charge incurred, in

10[12] called it the “bandwidth phase” while [7] called it the “assure-precondition” subroutine.
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total over all merge phase sub-clusters, from O(log” n) (by setting T = =) to O(log” n)
gn
(T =1) per cut edge. As for the sub-clusters of the refinement phase, we show that they
incur a total of O(log2 nloglogn) charge per cut edge.
The next theorem, whose proof is given in the full version of the paper, is the key inductive
step in the analysis of the alternating merge-and-refinement construction.

» Theorem 5.3. Let S be a cluster, and let Si,...,S; be its merge phase sub-clusters,
computed witht =1. For each1 <1 <t, let S;1,...,5:+, bethe refinement phase sub-clusters
of S;, computed with o = |S|. For each 1 <i <t,1<j<t;, assume that Psé,j is a demand
state satisfying Invariant 3.17 for S; ; with a given o > 1. Let Pg,efore = Z:Zl Z;’:l Pg, ; be
their sum. We can replace Pg/efore with a demand state Pg,fter which satisfies Invariant 3.1;7f0r
S with o/ = O(1) (which is independent of o), while charging each edge of E(U", W')NG'[S] ;]
for each i,j, at most O(a-logn - f(S; ;)) to cover the difference in demands.

We are ready to prove Theorem 2.4.

Proof of Theorem 2.4. We use the setup from Section 3.4: let P be a valid demand state
on V that is 1-respected by the hierarchical tree T', (U, W) is a fixed cut of G, and (U', W’)
is the corresponding cut in the subdivision graph G’. We will charge edges of E(U’, W’) in
order to cover the demand changes incurred by the bottom-up demand-state updates.

We process P bottom-up using the framework of Section 3.4. Initially, P is converted
into the leaf demand states { Py} }»ev. Denote by Q the set of current “active” clusters,
such that initially Q@ = Qy := {{v} | v € V'}. Then in each iteration we remove {S;; | 1 <
i <t,1<j <t} from Q and add S to Q, where S;,; are the refinement phase sub-clusters
as in Theorem 5.3. Let Pg be the sum of all demand states Pg/, for S € Q. Claim 3.16
shows that demp (U, W) < demp, (U',W') + capg(U, W).

Consider a replacement of Q@ by @ = QU{SI\{S;; |1 <i<t,1<j <t;} when we apply
Theorem 5.3. Recall that PEefore = 22:1 Z§;1 Pg; s replaced by P2, Let Pgefore = Pg
be the sum of active demand states before the change and Pater := Py — pbefore 4 pafter 1o
(U/, W/) = dem(ngforcipgftcr) (U’, W’)
This means that after accumulating all theQ chargegs in the applications of Theorem 5.3 on all
clusters S € T, the total charge satisfies

Z charge(e) = Z Z chargeg( Z Z chargeg(e)

the sum after the change. We have dem phefore _ pafter

ccB(U, W) c€E(U/,W') SET SET ec E(U/,W)NG'[S']
!/ /
2 E dem(ngfO“e—ngter) (U 3 W E dem(Pbefore Pafter) (U )
SeT SeT

> demp, _p ) (U W),

where chargeg(e) is the charge incurred on e when applying Theorem 5.3 on the cluster S,
charge(e) is the total charge incurred on e, and the last inequality uses Fact 3.10.
Since Py satisfies Invariant 3.17(1) for V, it follows that Py, = 0. Thus, we have

Z charge(e) > demp, (U',W') > demp (U, W) — capq (U, W),
ceB(U' W)

where the second inequality follows from Claim 3.16. By charging an additional unit to each
cut edge, we get demp (U, W) < 3°.c p(pr ) charge(e).

It remains to bound the total charge charge(e) on each edge e € E(U’,W’). The load «
is O(1) for each cluster, as it starts as @ = 1 and is constant after each application of
Theorem 5.3. Therefore, each edge (in the subdivision graph) e € E(U’, W), is charged by
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Theorem 5.3, O(logn - f(9)) for each refinement phase!! of a cluster S that contains it (i.e.,
e € G'[S"]). In particular, an edge e € E(U’,W’) is only charged by clusters S which lie on
a root-to-leaf path in T.

Consider a path in the decomposition hierarchy 7, S; = V,..., Sk, where S;11 is a
refinement phase sub-cluster of S; (that is, we consider only refinement phase sub-cluster
between them since these are the only charged sub-clusters in Theorem 5.3). Note that for
all 1 < i < k, when S;;; was created (as a refinement of some sub-cluster of S;), we used

o =|S;| in Theorem 5.1. So, f(Si+1) = cylog (léSJ:l”) -loglogn. Therefore, it holds that

WIEVCIRS S CI Rt <1°g(|s ) Zl " (IS+1I>>

i=1 i=1

= cyloglogn - log (|S |) O(logn - loglogn)

Therefore, the total charge is O(log®n - loglogn) per edge, which gives demp (U, W) =
O(log®n - loglogn) - capg: (U', W) = O(log? n - loglog n) - capg (U, W), as we wanted. Theo-
rem 2.4 then follows from Corollary 3.15. <

As a direct corollary of Theorem 2.4, we get Theorem 2.8.
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