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Abstract
Typical models of resource-sharing real-time tasks provide the worst-case task execution time and
the duration of each critical section during which a resource is accessed. Such models abstract away
the detailed behavior of a task, which may make several individual accesses within a single critical
section, incurring access overhead once for the entire critical section. Considering a more fine-grained
model with individual access and non-access segments at the forefront gives more control in the
system design process; choosing how accesses are grouped into critical sections enables balancing
trade-offs between overhead and blocking based on other system parameters, including task deadlines.
This paper presents an optimal approach for multi-resource systems that allow any given task to use
up to two resources, including support for nested critical sections. This is achieved by extending
analysis to multiple resources and constructing a Quadratically-Constrained Integer Program to
determine critical sections. This approach is compared to heuristics on the basis of schedulability
and its runtime is explored. Further extension to support more resources per task is discussed.
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1 Introduction

Models of real-time systems necessarily abstract away details of system implementation to
enable application of existing scheduling theory. This abstraction includes masking details
surrounding access to any shared resource, such as a GPU or a region of shared memory,
which may require mutually exclusive access while a task is in a critical section for that
resource. Such details are often reduced to a pair of related components: the duration of
each critical section for a task’s use of a resource, and the extent to which a given task could
incur blocking, the delay a task experiences while a lower-priority task is executing.

While a critical-section duration in an abstract task model might be assumed to model
exactly the time needed to access a given resource, recent work has found that consecutive
accesses to a GPU have a reduced duration compared to those same computations occurring
with possible intermediate workload by as much as 100µs [2, 3]. Indeed, a variety of shared
resources can have associated overhead, additional time required for the first access in a series.
In addition to modeling the additional time for non-consecutive GPU accesses, overhead can
also model the time it takes to execute the protocol coordinating access to a shared resource.
If the overhead approaches the duration of an access itself, as in the case of GPU accesses,
being able to perform multiple such accesses in succession becomes an attractive option.
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Thus, we consider a fine-grained model that provides details regarding a task’s individual
resource accesses; these accesses must then be converted into critical sections before runtime.
Multiple accesses (e.g., an individual write to memory or a single computation on a GPU)
are often grouped into a single critical section, as has been observed in prior work [2, 3].

By reasoning at a more fine-grained level, we consider which accesses should be grouped
to form each critical section and balance these decisions based on the overhead, blocking, and
broader schedulability implications for the task system as a whole. By adding this complexity
to the model, we can manage the trade-offs between the reduced overhead one task may
incur by grouping multiple accesses into a single critical section with the higher blocking
that this grouping could force another task to incur.

Prior work investigated theses trade-offs in a limited scope, for systems with a single
resource [3] and systems with multiple resources that disallow nesting (i.e., holding multiple
resources concurrently) [10]. We build on these results to support systems with any number
of resources that allow critical-section nesting in which each task accesses up to two resources.

Contributions. We provide necessary background on the task model and related work
(Sec. 2). We then extend previous analysis of systems with a single resource to analysis for
multi-resource systems and show that straightforward extensions to a greedy approach are not
optimal (Sec. 3). Instead, we build a Quadratically-Constrained Integer Program that allows
exploring different combinations of accesses into critical section (Sec. 4). We then present
an experimental evaluation on the basis of schedulability and runtime (Sec. 5). We also
discuss how all possible combinations of accesses into critical sections could be generated and
considered for tasks that use more than two resources (Sec. 6) before concluding (Sec. 7).

2 Background

In this section, we provide needed background and intuition for the critical-section granularity
trade-off. We then explain the approach from prior work that groups critical sections in
systems with a single shared resource.

2.1 Task Model
We consider a system of n tasks executing on a uniprocessor platform.1 Each task τi

corresponds to a sequence of jobs released at least Ti time units apart, each with a deadline
Di ≤ Ti time units after release. We assume tasks are scheduled according to a fixed-
priority scheduling policy, and that tasks are indexed in order of decreasing priority, e.g.,
D1 ≤ D2 ≤ ... ≤ Dn for Deadline Monotonic.

2.2 Resource Model
During execution, jobs may require access to one or more shared resources, e.g., shared
memory objects or hardware accelerators. Here we assume a locking protocol is used to
ensure mutually exclusive use of these shared resources. When a job needs to utilize a shared
resource, it issues a request to the protocol; the job then acquires the lock for the resource
and is granted access, or it waits until it acquires the lock. After the lock-holding job finishes
its use of the resource, it releases the lock.

1 The presented approach can also be applied to a single processor of a partitioned multiprocessor system
provided the resources used by tasks on that processor are not used on any other processor and there is
no other source of interprocessor delay to incorporate.
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The interval between a job’s acquisition and release of the lock is its critical section. We
refer to the worst-case duration of any critical section for resource ℒk by a job of task τi

as Lk
i . A critical section of task τi is non-nested if no other critical section of τi overlaps

with it. Two critical sections of task τi that overlap are nested; we require critical sections to
be properly nested, i.e., one is entirely contained within another.

We focus on priority-inversion blocking (blocking), which is when task τj is blocked by a
task τi of lower priority (i.e., j < i), e.g., when τj waits for access to a resource that τi holds.

2.3 Priority Ceiling Protocol
We assume the use of the Priority Ceiling Protocol (PCP) [11] to arbitrate shared resource
access. The PCP requires properly nested critical sections and relies on the notion of a
priority ceiling, which is defined as the highest priority of any task that uses the resource.
We let 𝒽k (resp., 𝓁k) denote the priority of the highest-priority (resp., lowest-priority) task
that uses resource ℒk. Under the PCP, a task may request resource access if its priority is
higher (i.e., its index is smaller) than that of the highest-priority task that uses any currently
held resource.

We leverage two properties of the PCP:
P1 Under the PCP, a critical section of τi for ℒk can block a job of task τj only if τi has

lower priority than τj (i.e., j < i) and the priority ceiling for ℒk is higher than or
equal to the priority of τj (i.e., 𝒽k ≤ j) [6, 11].

P2 Each job can be blocked for at most one critical section that satisfies Rule P1 [11].

2.4 Critical-Section Granularity and Revised Task Model
Each lock request for a shared resource incurs some overhead (e.g., as part of acquiring the
lock or due to a cold cache on a shared GPU). If a task holds a lock for the duration of two
accesses instead of releasing and re-acquiring it, coupling those two original sections together
into one, then one occurrence of overhead may be avoided and the worst-case execution time
(WCET, denoted Ci) for that task is reduced. Given two or more accesses for the same
shared resource, we say those accesses are grouped together if they form a single critical
section with a single overhead incurred for all the considered accesses. Unfortunately, by
Rules P1 and P2, an increase in Lk

i for a task τi may result in increased blocking for a
higher-priority task τj . However, a critical section for resource ℒk with duration less than
the maximum Lk

i could have its duration increased up to Lk
i without impacting the blocking

of any higher-priority tasks, by Rule P2.
This trade-off motivated an exploration into critical-section granularity by Amert and

Nemitz [3]. In their work, they assume that the temporal distribution of accesses by each task
is known a priori; each task is modeled as an alternating sequence of access and non-access
segments, with αν

i (resp., γν
i ) referring to the ν-th access (resp., non-access) segment of τi.

A task can thus be represented as a tuple τi = (Ti, Γi, Ai, Λi, Di), where Γi and Ai

represent lists of durations of non-access and access segments, respectively, Λi lists the
resource corresponding to each access segment, and |Ai| gives the number of accesses made
by task τi. We refer to the duration of an access (resp., non-access) segment as |αν

i | (resp.,
|γν

i |) and let Ok denote the overhead associated with resource ℒk.

▶ Example 1. Consider the task τi depicted in Fig. 1 (a), with Ai = [2, 1, 3, 2], Λi =
[ℒ1,ℒ2,ℒ1,ℒ2], Γi = [1, 5, 2, 2, 1], O1 = 1 time unit, and O2 = 2 time units. The worst-case
duration of each segment is shown below it.
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Figure 1 An example task with two shared resources, ℒ1 and ℒ2, shown as (a) an alternating
sequence of non-access and access segments, (b) a grouping of accesses into critical sections with
proper nesting, and (c) a grouping of accesses into critical sections with improper nesting.

To ensure mutually exclusive accesses to the shared resources, the accesses must be
converted into critical sections, optionally with grouping. Two possible groupings are shown
in insets (b) and (c). If each access corresponds to its own critical section (not shown), then
each overhead is incurred twice and we have L1

i = O1 + |α3
i | = 4, L2

i = O2 + |α4
i | = 4, and

Ci = 25. If instead the accesses to resource ℒ1 are combined into a single critical section
(with a critical section for resource ℒ2 nested inside of it) as shown in Fig. 1 (b), then we
have L1

i = O1 + |α1
i | + |γ1

i | + O2 + |α2
i | + |γ2

i | + |α3
i | = 16, L2

i = 4, and Ci = 24. Finally, a
grouping of accesses that are not properly nested into critical sections is shown in Fig. 1 (c);
we require accesses to be properly nested, but in this case neither critical section is entirely
contained within the other.

The larger L1
i illustrated in Fig. 1 (b) enables a reduction in Ci for τi compared to per-

access critical sections, which reduces the execution requirement for this and lower-priority
tasks, and thereby may improve system schedulability, the guarantee that all jobs of all tasks
meet their deadlines. However, this increase in critical-section duration may not be possible
if increasing L1

i would block a higher-priority task enough that it misses its deadline.

2.5 Optimal Approach for Single-Resource Systems
In order to determine the blocking tolerance βi of task τi, i.e., the amount of blocking τi

can incur without missing its deadline, Yao et al. [12, 13] proposed computing the execution
requirement Wi(t) at a series of time points:

βi = max
t∈T S(τi)

{t − Wi(t)}, (1)

where T S(τi) is a testing set2 of time points t ≤ Di and Wi(t) is defined as follows:

Wi(t) = Ci +
∑
h<i

⌈
t

Th

⌉
· Ch. (2)

Intuitively, the worst-case response time of task τi is the earliest time that Wi(t) = t, and if
βi < 0 (i.e., Wi(t) = t first occurs after Di) for any task then the system is unschedulable.

2 This set can be reduced to integer multiples of periods [8] or even further [4], but remains pseudo-
polynomial in size.
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Algorithm 1 Optimally grouping accesses into critical sections for tasks in decreasing-priority
order, assuming a single shared resource, taken from [3].

1: procedure SetCriticalSections( τ : set of tasks ordered by decreasing priority, O: overhead)
2: for i = 1 to n do
3: Compute Qi using Eq. (3)
4: if Ai ̸= ∅ then
5: criticalSections = GroupAccesses(Ai, Γi, Qi, O)
6: if criticalSections == NULL then
7: return “Not schedulable”
8: Compute Ci

9: Compute βi using Eqs. (1) and (2)

Prior work [3] leveraged this approach to determine a bound on critical-section duration
in systems with a single resource using the Priority Inheritance Protocol [11] or the PCP. The
values of βj for each task τj can be used to determine the upper-bound on critical-section
duration Qi for each lower-priority task τi (i.e., j < i) such that the blocking incurred by τj

does not exceed βj . The following recurrence relation (Thm. 4.5 in [3]) computes Qi given
the blocking tolerances and critical-section-duration bounds for higher-priority tasks:

Qi =


∞ i ≤ 𝒽

min{Qi−1, βi−1} 𝒽 + 1 ≤ i ≤ 𝓁

∞ 𝓁 < i

(3)

Here, 𝒽 is the index of the highest-priority task to use the resource and 𝓁 that of the lowest.
Amert and Nemitz [3] showed that it is optimal to iterate through the tasks in decreasing

priority order and assign critical sections to each in turn without needing to revisit prior
decisions (illustrated in Alg. 1). Critically, the choice of lock granularity for a particular task
can be based only on higher-priority tasks. The bound βj is computed for each higher-priority
task τj . These bounds are used to then determine Qi. A choice of assigning accesses to
critical sections for τi that minimizes its WCET is the best possible scenario for lower-priority
tasks; this minimizes the impact τi has on the response time of these tasks. This approach
of handling tasks individually in decreasing priority order is optimal in the sense that if any
assignment of accesses to critical sections will yield a schedulable task set, this approach will.

3 Greedily Grouping Accesses with Multiple Resources

In this section, we discuss why we can leverage the structure of Alg. 1 in the multi-resource
case, and thereby still consider each task in isolation. We then explore the challenges presented
by trying to apply the original greedy access-grouping algorithm from [3] to systems with
multiple shared resources.

3.1 Application to multi-resource problem
To support multiple shared resources, we begin by examining the computation of per-resource
values for βi and Qi, and then discuss why the structure of Alg. 1 still applies.

3.1.1 Computing bounds on critical-section durations
We first consider which critical sections can block a given task and use this to determine
blocking tolerance. We then shift our perspective to looking at which tasks could be blocked
by a given critical section to compute a bound on critical-section duration.

ECRTS 2026
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3.1.1.1 Point-of-View: The Task Being Blocked

We begin by utilizing the properties of the PCP defined in Sec. 2 to note that any blocking
actually experienced by task τj comes from a single critical section. Let Bj be the worst-case
blocking that task τj may experience due to critical sections for any resource, and let Bk

j be
the worst-case blocking it may experience due to critical sections for resource ℒk.

▶ Lemma 1. The blocking task τj may actually experience is given by:

Bj = max
k

Bk
j = max

k

(
max

𝒽k≤j<i≤𝓁k
Lk

i

)
Proof. By Rule P2, task τj can be blocked by at most one critical section. Thus, its blocking
is at most that caused by any single resource ℒk, denoted Bk

j . By Rule P1, τj can only be
blocked by a critical section for ℒk belonging to a lower-priority task τi, i.e., j < i, if the
priority ceiling for ℒk is higher than or equal to the priority of τj , i.e., 𝒽k ≤ j. As no task
with priority lower than 𝓁k uses ℒk, such a task τi must satisfy j < i ≤ 𝓁k. ◀

For task systems that utilize multiple shared resources, the per-resource blocking tolerance
βk

j of a given task τj separately for each resource ℒk, as shown below.

▶ Lemma 2. Under the PCP, for two resources ℒa and ℒb, the bounds βa
j and βb

j for τj

can be computed and applied independently.

Proof. Without loss of generality, suppose that the value of βa
j has been established. Thus,

ensuring Ba
j ≤ βa

j gives that τj cannot be blocked by a critical section using ℒa for a duration
that would cause it to be unschedulable. Now let us consider the determination of βb

j .
Because the PCP ensures each task can be blocked by at most one critical section by Rule P2,
τj cannot be blocked by both a critical section for ℒa and a separate critical section3 for ℒb.
That is, only the maximum critical-section duration over any resource ℒk impacts blocking
by Lem. 1. Therefore, the bound βb

j does not depend on βa
j and its constraint on blocking

(Bb
j ≤ βb

j ) can be applied independently to the constraint on Ba
j . ◀

Next, we express how to determine βk
j of a given task τj separately for each resource ℒk

based on its priority relative to the priorities of the highest- and lowest-priority tasks that
use ℒk.

▶ Lemma 3. The per-resource blocking tolerance βk
j for task τj is given by:

βk
j =


∞ j < 𝒽k

βj 𝒽k ≤ j < 𝓁k

∞ 𝓁k ≤ j

(4)

Proof. By Lem. 2, the blocking bound for each resource can be computed independently. To
determine βk

j , we first consider the first and third cases, in which the priority of task τj is
such that no critical sections for resource ℒk may block any of its jobs.

By Rule P1, a critical section can block a job of task τj only if 𝒽k ≤ j. Therefore, if
j < 𝒽k then no critical section for resource ℒk can block any job of τj , and the blocking
tolerance due to critical sections for resource ℒk is effectively infinite.

3 In the case of nested critical sections, the duration of the outermost critical section upper-bounds that
of any inner critical-section, so the outermost critical section is used for determining blocking.
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Similarly, by Rule P1 a critical section can block a job of task τj only if that critical
section belongs to a task τi with lower priority than that of τj (i.e., j < i). However, if
𝓁k ≤ j then by definition of 𝓁k no task τi with 𝓁k ≤ j < i uses resource ℒk, so task τj cannot
be blocked by critical sections for resource ℒk.

The remaining case corresponds to tasks that can be blocked due to critical sections for
resource ℒk by Rule P1. For j in this range, if τj can tolerate blocking up to βj , then it can
tolerate blocking caused by a critical section for ℒk up to βk

j = βj . ◀

3.1.1.2 Point-of-View: The Task Causing Blocking

We now seek to derive the upper-bound on critical-section duration Qk
i for each resource ℒk

used by task τi given the blocking tolerance βk
j for all higher-priority tasks τj . We will then

use this bound to require that Lk
i ≤ Qk

i for each resource ℒk used by task τi.
Our approach builds on that used for single-resource systems [3], which in turn built on

concepts from non-preemptive regions [12, 13]. We extend this proof structure to consider a
system with multiple resources managed by the PCP. Due to space constraints, proofs that
follow similar logic as those in previous work are condensed or omitted to allow focus on
those aspects most relevant to multiple resources under the PCP.

We begin by noting that no bound is imposed on critical sections that cannot cause
blocking, as stated in the following lemmas.

▶ Lemma 4. For any task τi satisfying i ≤ 𝒽k, Qk
i = ∞.

Proof. A task τi satisfying i < 𝒽k does not use resource ℒk and thus cannot block any other
task due to critical sections for ℒk. If τi satisfies i = 𝒽k, then τi is the highest-priority task
that uses ℒk, so by Rule P1, no critical sections of τi for ℒk can cause blocking.

As τi cannot cause blocking with critical sections for resource ℒk, there is no bound
imposed on the durations of those critical sections, so Qk

i = ∞. ◀

▶ Lemma 5. For any task τi satisfying 𝓁k < i, Qk
i = ∞.

Proof. If 𝓁k < i, task τi does not use and thus cannot cause blocking with resource ℒk. ◀

The following lemma, which generalizes Lemma 4.4 from [3] to allow for multiple resources,
computes the bound Qk

i in terms of computed properties of higher-priority tasks.

▶ Lemma 6. For any task τi satisfying 𝒽k + 1 ≤ i ≤ 𝓁k, Qk
i = min{Qk

i−1, βk
i−1}.

Proof. We must ensure that the blocking a task τj actually experiences, Bj , is at most the
blocking it could tolerate, βj , while still meeting its deadline. By Lem. 2, we can do this on
a per-resource basis, requiring ∀k, Bk

j ≤ βk
j . Thus, we need

∀k, Bk
j = max

j<i≤𝓁k
Lk

i ≤ βk
j

The rest of the proof mirrors that of Lemma 4.4 in [3], but on a per-resource basis. ◀

The maximum critical-section duration for task τi’s usage of resource ℒk that maintains
schedulability (the generalization of Theorem 4.5 from [3]) is given by the following theorem.

▶ Theorem 7.

Qk
i =


∞ i ≤ 𝒽k

min{Qk
i−1, βk

i−1} 𝒽k + 1 ≤ i ≤ 𝓁k

∞ 𝓁k < i

(5)

ECRTS 2026
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Proof. Follows from Lemmas 4, 5, and 6. ◀

In our multi-resource context, we therefore modify Alg. 1 as follows:
Modify the input O to be a set of values, with Ok being the overhead for resource ℒk.
Instead of computing Qi in Line 3, compute Qk

i for each resource ℒk using Eq. (5).
Update the inputs to GroupAccesses in Line 5 to include Λi.
After computing βi in Line 9, additionally compute βk

i for each resource ℒk using Eq. (4).

3.1.2 Considering each task in decreasing-priority order
The correctness of Alg. 1 in the multi-resource case would be at risk if the chosen grouping
of accesses into critical sections for task τi were to impact the bound Qk

i used to perform the
grouping itself. However, the same reasoning used in the single-resource case (Lemma 4.13
and Corollary 4.14 in [3]) applies in our case, as each computation relies only on values
previously computed: βk

i and Qk
i depend only on properties of tasks with the same or higher

priority than that of τi, by Eqs. (1), (2), and (4) and Eq. (5), respectively, and the order in
which they are computed is unchanged from the single-resource case.

The optimality of this ordering depends on two assumptions:
1. The algorithm to group accesses into critical sections for task τi minimizes Ci.
2. Reducing Ci for a task τi can only increase the bounds on critical-section durations and

blocking tolerance for τi.

The extension of this second requirement from the single- to the multiple-resource case
follows given our consideration of each resource independently. As we shall see in the next
section, however, the greedy algorithm used for the single-resource case does not guarantee a
minimized WCET Ci for task τi. Given two shared resources, we say there is a valid grouping
of accesses into critical sections that satisfy the critical-section-duration bounds Lk ≤ Qk for
each applicable resource ℒk, if there is no nesting, or if the access segments for the outer
resource are grouped together and the grouping (or groupings if present) of the inner resource
yield a properly nested critical section. We define an optimal grouping to be a valid grouping
that yields a minimal WCET.

3.2 Extending the greedy access-grouping algorithm to multiple
resources

We begin by considering the greedy algorithm used to group accesses into critical sections
for single-resource systems, as well as two extensions to multiple resources:

SingleResourceGreedy: This algorithm, proven optimal for a single resource in [3],
is essentially the next-fit bin-packing algorithm with a bin capacity of Qi and accesses
considered in index order. A new critical section for access αν

i is initialized with weight
O + |αν

i |. When adding a later access αξ
i to a critical section, the weight is incremented

by |γξ−1
i | + |αξ

i |.
GreedyNonNested: This algorithm utilizes SingleResourceGreedy for any con-
tiguous sequence of accesses for the same resource. It therefore never produces nested
critical sections, but it is very straightforward to implement and a direct extension of
SingleResourceGreedy.
GreedyNested: This variant of SingleResourceGreedy considers each access in
turn, but adds the appropriate overhead each time an access to a new resource is added to
a critical section. This is much more complex to implement, e.g., with a stack to ensure
proper nesting of critical sections.
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Figure 2 The task from Ex. 1 with accesses grouped into critical sections using (a) Gree-
dyNonNested, (b) GreedyNested, and (c) the optimal WCET-minimizing grouping of the task.

As in prior work, we say that an access-grouping algorithm is optimal if it finds a
grouping that minimizes the WCET Ci of the task τi under consideration while ensuring
schedulability, if such a grouping exists. Unfortunately, neither of these extensions is optimal
in the multiple-resource setting.

▶ Lemma 8. The algorithms GreedyNonNested and GreedyNested are not optimal.

Proof. Consider the same task from Ex. 1, shown in Fig. 2 with different groupings of
accesses into critical sections. Let Q1

i = 16 time units and Q2
i = 14 time units.

Fig. 2 (a) depicts the critical sections chosen by GreedyNonNested. No two consecutive
accesses are for the same resource, so none are grouped. Each access incurs overhead, leading
to a WCET of Ci = 25 time units.

If instead GreedyNested is used, we combine the first three accesses into a single
critical section, as shown in Fig. 2 (b). We cannot include the fourth access in this critical
section as it would require L1

i = 20 > Q1
i to maintain proper nesting. We avoid one instance

of overhead O1, giving a WCET of Ci = 24 time units.
If instead we assign the first access to its own critical section and group the remaining

three, as shown in Fig. 2 (c), then the higher overhead O2 is incurred only once and we have
Ci = 23 time units. Neither GreedyNonNested or GreedyNested produces this optimal
assignment of accesses to critical sections. ◀

Despite the complexity required to maintain proper nesting in GreedyNested, it is not
guaranteed to find the optimal grouping.

We have seen that multiple greedy heuristics that extend the SingleResourceGreedy
algorithm can lead to non-optimal critical sections. Next, we explore an optimization-based
approach that is optimal for tasks using up to two resources.

4 Formulating an Optimization Problem

In this section, we construct a Quadratically-Constrained Integer Program to group accesses
into (potentially nested) critical sections for a given task. When determining critical sections
for an entire task set, a separate optimization problem is created for each resource-using
task, corresponding to each call to GroupAccesses in Alg. 1. As we consider only a single
task at a time, we omit the task index in this section.
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Our approach, which we refer to as MultiResOpt, assumes any given task uses at
most two shared resources and requires pre-designating which resource will be the outer or
inner resource in any nested critical section. We begin by arguing that this choice does not
artificially eliminate potential solutions; we show that if accesses can be grouped into critical
sections satisfying Lk ≤ Qk while minimizing C, then there is also a solution in which the
outer critical section is fixed. We then introduce our optimization problem and construct
constraints separately for the inner resource and outer resource.

4.1 Pre-designating the inner and outer resource

We focus on a two-resource problem in which a task uses exactly two shared resources. For a
two-resource problem, we choose a resource to be the outer resource (denoted with k = A) as
opposed to the inner (denoted with k = B) based on the values of Qk to ensure QA ≥ QB . We
remind the reader that valid (hence optimal) groupings satisfy the critical-section-duration
bounds Lk ≤ Qk for each resource ℒk used by the task.

▶ Lemma 9. If a two-resource problem admits an optimal grouping with nested critical
sections, then there exists an optimal grouping with the outer resource fixed.

Proof. Given a two-resource problem that admits an optimal grouping with nested critical
sections, assume with no loss of generality that QA ≥ QB holds.

First, suppose we have an optimal grouping in which a critical section has ℒB as the
outer resource and ℒA as the inner one. By our assumption that QA ≥ QB , it is possible for
all accesses for ℒA within this critical section for ℒB to be grouped into one critical section
for ℒA. In fact, they must all be grouped together, or else additional overhead for ℒA would
be incurred, rendering this grouping non-optimal. Thus, given a critical section with ℒB as
the outer resource, all accesses for resource ℒA are contained in a single inner critical section.

Second, we show that given a valid grouping in which a single critical section for resource
ℒA is nested within a critical section for ℒB, then an alternate solution with the critical
section for ℒB nested within a critical section for ℒA is also a valid grouping and does
not change C. Let X represent the duration of the outer critical section for ℒB excluding
overhead. Then the total duration is LB = OB + OA + X, which must be at most QB by
virtue of being a valid grouping. Thus, OB + OA + X ≤ QB ≤ QA. Changing the order
of resource acquisition to make ℒA the outer resource results in a critical-section duration
of LA = OA + OB + X ≤ QA, which yields a valid grouping. Since no other computation
time of the task has changed, the outer critical-section duration stays the same, hence C is
unchanged as further illustrated in Fig. 3. Applying these two observations to every critical
section with ℒB as the outer resource, we arrive at the desired optimal grouping. ◀

ℒB ℒ1 ℒ2𝒪𝐴𝒪1𝒪𝐵 ℒA ℒBℒB(b)

𝑋

𝒪𝐴 + 𝒪𝐵 + 𝑋 ≤ 𝑄𝐴

ℒB ℒ1 ℒB

𝑋

𝒪𝐵 𝒪1𝒪𝐴 ℒA

𝒪𝐵 + 𝒪𝐴 + 𝑋 ≤ 𝑄𝐵

(a)

Figure 3 A nested critical section chosen to have either (a) resource ℒB or (b) resource ℒA as
the outer resource, assuming QA ≥ QB .
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4.2 Overview of MultiResOpt Algorithm
As an optimal assignment of accesses to critical sections minimizes the WCET for our task,
this provides the objective function for our Quadratically-Constrained Integer Program:

minimize C (6)

We introduce a set of binary decision variables to indicate, for each access, if that access
is combined with the previous access as part of a critical section for the specified resource.
For a task that uses two resources, a given access may belong to a critical section of one
(non-nested) or both (nested), so we track each decision separately. We use additional
variables to capture the resulting critical-section durations.

In the remainder of this section, we present constraints for grouping accesses first of the
inner and then the outer resource, including constraints used to determine critical-section
durations for each. Finally, we constrain the critical-section durations and the total task
duration C based on the values of decision variables and given the bounds Qk. We summarize
all constraints in Tbl. 3 at the end of this section.

4.3 Decision variables for the inner resource
We start by introducing notation to constrain the range over which we focus. Let f (resp., t)
be the index of the first (resp., last) access of the inner resource ℒB. Furthermore, we let
res(αν) = k if access αν is for resource ℒk.

We define xB
ν as the binary decision variable that indicates whether access αν is grouped

with αν−1 as part of a critical section for the inner resource, ℒB . Note that the first access
for resource ℒB cannot be combined with a prior access, providing our first constraint.

xB
f = 0 (7)

▶ Example 2. Consider the task illustrated in Fig. 4, with non-access-segment durations
Γ = [2, 1, 8, 1, 2, 2, 1], access-segment durations A = [5, 3, 2, 3, 1, 2], and resources Λ =
[ℒB ,ℒB ,ℒB ,ℒA,ℒB ,ℒA], OA = 1, and OB = 2. Here, f = 1 and t = 5. Additionally,
xB

1 = 0 by Constraint (7).

No overhead is avoided by including accesses before the first or after the last for resource
ℒB in a critical section for ℒB , so these accesses should not be grouped with their preceding
accesses in critical sections for ℒB .

∀ν, ν < f ∨ ν > t, xB
ν = 0 (8)

An access αν for resource ℒA with f < ν < t may be part of a nested critical section for
ℒB ; if αν+1 is grouped with αν in a nested critical section for ℒB , then so too must αν be
grouped with its preceding access, as the inner resource ℒB continues to be held during αν .
This constraint only applies if αν occurs between the first and last accesses for ℒB .

∀ν, f < ν < t, res(αν) = A, xB
ν = xB

ν+1 (9)

▶ Example 2 (continued). As listed in Tbl. 1, we have xB
6 = 0 by Constraint (8), as there is

no benefit of including access α6 in the preceding inner critical section for resource ℒB.
Additionally, xB

5 = 1 indicates that access α5 will be grouped with the previous access for
the inner resource (α3). The intermediate access α4 for resource ℒA is necessarily included
in this critical section for ℒB, as established by Constraint (9) enforcing xB

4 = 1.
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2 8

ℒ𝐵 ℒ𝐵

5 1 32

𝒪𝐵 ℒ𝐴ℒB ℒ1 ℒ2𝒪𝐴 𝒪1𝒪𝐵 ℒA ℒBℒB

21 2 1 3 2 1 2 2 1

𝛾0 𝛼1 𝛾1 𝛼2 𝛾2 𝛼3 𝛾3 𝛼4 𝛾4 𝛼5 𝛾5 𝛼6 𝛾6

Figure 4 Illustration of the task in Ex. 2 with accesses grouped into critical sections.

Table 1 Variables for the task in Ex. 2.

ν 1 2 3 4 5 6
xB

ν 0 1 0 1 1 0
yB

ν 7 11 4 8 11 0

4.4 Critical-section duration for the inner resource
To constrain critical-section durations given the bounds Qk (in Sec. 4.7), we define a set of
per-access variables. We let yk

ν denote the duration of the critical section for resource ℒk

through access αν , allowing us to accumulate duration through its final access.
If the first access, α1, is for ℒB, then the duration of the critical section through α1 is

the sum of |α1| and the overhead for ℒB .

res(α1) = B, yB
1 ≥ OB + |α1| (10)

If instead res(α1) = A, then Constraint (8) enforces that α1 will not be part of a critical
section for ℒB , and we need not constrain the critical-section duration for ℒB through α1.

▶ Example 2 (continued). In Fig. 4, notice that the first access is for the inner resource.
Therefore, the critical section duration for the inner resource through that access (yB

1 ) is the
sum of the overhead OB and the access duration. This is enforced by Constraint (10), which
establishes yB

1 ≥ OB + |α1| = 2 + 5 = 7.

To compute the duration of the critical section for ℒB through access αν , there are two
cases depending on which resource αν uses.

4.4.1 Partial inner critical-section duration for res(αν) = B

In the case that the access αν is for the inner resource, we can apply the same logic used in
a system with only one resource [10]. If αν is not grouped with the prior access (xB

ν = 0), it
is the first access in the critical section and must incur overhead. If instead it is grouped
with a prior access (xB

ν = 1), the duration through this access includes the duration through
the previous access as well as the duration of the intermediate non-access segment γν−1. For
either decision, the duration of this access must be included.

∀ν > 1, res(αν) = B, yB
ν ≥ xB

ν ·
(
yB

ν−1 + |γν−1|
)

+
(
1 − xB

ν

)
· OB + |αν | (11)

▶ Example 2 (continued). For the second access we have res(α2) = B. Access α2 is
grouped with the prior access (xB

2 = 1), so the duration of the inner critical section through
this access is computed using the partial duration yB

ν−1 and durations of the intermediate
non-access segment γ1 and the current access α2. This is enforced by Constraint (11):
yB

2 ≥ xB
2 ·

(
yB

2−1 + |γ2−1|
)

+
(
1 − xB

2
)

· OB + |α2| = 1 · (7 + 1) + (1 − 1) · 2 + 3 = 11.
Access α3 is not grouped with its preceding access (xB

3 = 0). Applying Constraint (11)
yields yB

3 ≥ 0 · (11 + 8) + (1 − 0) · 2 + 2 = 4.
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4.4.2 Partial inner critical-section duration for res(αν) = A

An access αν for resource ℒA only contributes to the duration of a critical section for ℒB

if it is grouped with a prior access in a critical section for ℒB (xB
ν = 1). If so, the partial

duration through αν is given by the partial duration yB
ν−1 and durations of the intermediate

non-access segment γν−1 and the access αν . Overhead OA is not added, as ℒA must be
acquired (and any overhead incurred) before the critical section for ℒB begins.

∀ν > 1, res(αν) = A, yB
ν ≥ xB

ν · (yB
ν−1 + |γν−1| + |αν |) (12)

Note that by the definition of inner and outer resources, an access αν with res(αν) = A

will never be the start of an inner critical section, so yB
ν−1 is non-zero if xB

ν = 1.

▶ Example 2 (continued). As shown in Fig. 4, both α4 and α6 are for ℒA. Access α4 occurs
during a critical section for the inner resource (xB

4 = 1), so its duration must be accounted
for. Constraint (12) enforces that the critical-section duration for ℒB through this access is
yB

4 ≥ xB
4 · (yB

4−1 + |γ4−1| + |α4|) = 1 · (4 + 1 + 3) = 8.
Access α6 is not part of an inner critical section (xB

6 = 0), so it does not contribute to
the duration of a critical section for ℒB. By Constraint (12), yB

6 ≥ 0 · (11 + 2 + 2) = 0.

Now that we have accounted for the decision variables and the partial critical-section
durations for ℒB , we turn our focus to modeling the interactions with the outer resource ℒA.

4.5 Decision variables for the outer resource
We now consider the interactions between critical sections for the inner and outer resources.
We introduce the binary variable nν to denote whether αν is part of a nested critical section,
i.e., if it is grouped with an access for a different resource. We additionally define xA

ν as the
binary decision variable that indicates whether access αν is grouped with αν−1 as part of a
critical section for the outer resource, ℒA, and add constraints to enforce proper nesting.

▶ Example 3. Consider the example task depicted in Fig. 5. For the purpose of illustration,
we assume that the variables xB

ν are assigned the values given in Tbl. 2; in this continuing
example we introduce constraints to enforce proper nesting and explore the implications for
the variables nν and xA

ν . As illustrated in Fig. 5, the first critical section for ℒA includes four
accesses while ℒB is also held. The second and third critical sections for ℒA each contain
one access that is part of a nested critical section.

4.5.1 Detecting nested critical sections
For a given access, we can detect nesting by considering its neighboring accesses. If access αν

is for the outer resource ℒA (res(αν) = A) but grouped for the inner resource with the
preceding (xB

ν = 1) or following access (xB
ν+1 = 1), then αν is part of a nested critical section.

∀ν > 1, res(αν) = A, nν ≥ xB
ν (13)

∀ν < |A|, res(αν) = A, nν ≥ xB
ν+1 (14)

▶ Example 3 (continued). Access α3 is for resource ℒA but grouped for ℒB (xB
3 = 1), so by

Constraint (13) we have n3 ≥ xB
3 = 1. Additionally, the subsequent access α4 is also grouped

for resource ℒB, so by Constraint (14) we also have n3 ≥ xB
4 = 1.
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ℒ𝐴𝒪𝐵 ℒ𝐵 ℒ𝐴 ℒ𝐵𝒪𝐴 ℒ𝐴

𝛼1 𝛼2 𝛼4 𝛼10

ℒ𝐴𝒪𝐵 ℒ𝐵 ℒ𝐵𝒪𝐴 ℒ𝐴 𝒪𝐵 ℒ𝐵ℒ𝐵

𝛼3 𝛼7 𝛼8 𝛼9

ℒ𝐵𝒪𝐵 ℒ𝐴 ℒ𝐵ℒ𝐵 ℒ𝐵

𝛼5 𝛼6

ℒ𝐵𝒪𝐵

𝛼11

𝒪𝐵𝒪𝐴

Figure 5 Illustration of the task corresponding to the values of binary variables listed in Tbl. 2.

Table 2 Variables for the task in Ex. 3. The value for each variable xB
ν has been arbitrarily

chosen. Similarly, for each variable nν and xA
ν the value is either determined by a constraint (listed

below the value) or chosen arbitrarily (listed with a “-”) for illustrated purposes.

ν 1 2 3 4 5 6 7 8 9 10 11
xB

ν 0 0 1 1 1 0 0 0 0 0 0
nν 0 1 1 1 1 0 0 1 1 0 0

set by (19)∧(20) (15)∨(17) (13)∨(14) (18) (18) - - (15) (16) - -
xA

ν 0 1 1 1 1 1 0 1 0 1 0
set by (19) - (20) (21) (21) - - - - - -

We similarly detect nesting when an access αν is for ℒB (res(αν) = B) but grouped for
the outer resource with the preceding (xA

ν = 1) or following access (xA
ν+1 = 1).

∀ν > 1, res(αν) = B, nν ≥ xA
ν (15)

∀ν < |A|, res(αν) = B, nν ≥ xA
ν+1 (16)

▶ Example 3 (continued). We assume that access α8 has been chosen to be grouped for ℒA

(xA
8 = 1), and show that this forces n8 = 1. Given that α8 is for ℒB (res(α8) = B), we

therefore have n8 ≥ xA
8 = 1 by Constraint (15). This corresponds to α8 shown as its own

critical section for ℒB nested inside of a critical section for ℒA.4
Similarly, we assume that α9 is for ℒB (res(α9) = B) but is not grouped for resource ℒA

(xA
9 = 0). However, we assume the following access is grouped for ℒA (xA

10 = 1). Thus, by
Constraint (16) we have n9 ≥ xA

10 = 1.

▶ Lemma 10. Given values of xA
ν and xB

ν for each access αν , Constraints (13)-(16) together
ensure that at least one access αµ within each nested critical section for ℒB has nµ = 1.

Proof. A nested critical section contains at least one access for the inner resource ℒB . If it
also contains an access αν for ℒA, then either αν is grouped for ℒB with a preceding (xB

ν = 1)
or subsequent access (xB

ν+1 = 1). Thus, both Constraints (13) and (14) enforce nν = 1.
If instead the nested critical section contains only one or more accesses for ℒB, then

either the first such access must be grouped for ℒA (thus with a preceding access that is
only inside of a critical section for ℒA), or the last such access must precede an access that
is grouped for ℒA. (If neither of these is true, then the critical section for ℒA contains only
accesses for ℒB, and the lock for ℒA is unneeded.) In either case, one of Constraints (15)
and (16) enforces nν = 1 for some access αν in the critical section for ℒB . ◀

Any access αν that is followed by one grouped for the inner resource (xB
ν+1 = 1) and in a

nested critical section (nν+1 = 1) must also be in a nested critical section, regardless of the
resource used by αν .

∀ν < |A|, nν ≥ xB
ν+1 · nν+1 (17)

4 Note that without a second access for ℒA in the critical section containing α8 it seems unnecessary to
have xA

8 = 1. However, this does not impact C and is a valid scenario as long as LA ≤ QA.
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▶ Example 3 (continued). Access α2 is followed by one that is part of a nested critical section
(n3 = 1) and grouped for ℒB (xB

3 = 1). So, by Constraint (17), n2 ≥ xB
3 · n3 = 1 · 1 = 1.

Similarly, if an access αν is grouped for resource ℒB (xB
ν = 1) with an access that is

nested (nν−1 = 1), then αν must also be part of a nested critical section.

∀ν > 1, nν ≥ xB
ν · nν−1 (18)

▶ Example 3 (continued). For access α4, by Constraint (18) we have n4 ≥ xB
4 ·n3 = 1 · 1 = 1.

The same reasoning holds for α5.

▶ Lemma 11. Given at least one access αµ with nµ = 1 within a nested critical section for
ℒB, Constraints (17)-(18) together ensure that each access αν within that nested critical
section has nν = 1.

Proof. If access αµ is grouped for ℒB , then it must follow an access αµ−1 that also belongs
to the nested critical section. Constraint (17) therefore enforces nµ−1 ≥ xB

µ · nµ = 1 · 1 = 1.
Constraint (17) continues to propagate backward, marking each access as nested until reaching
one for which xB

ν = 0, corresponding to the first access in that nested critical section.
Similarly, if the following access αµ+1 is grouped for ℒB, then it belongs to the same

nested critical section, and Constraint (18) enforces nµ+1 ≥ xB
µ+1 · nµ = 1 · 1 = 1. This is

also propagated forward until reaching an access with xB
ν = 0, indicating it is not part of the

nested critical section.
As these constraints propagate both forward and backwards, the lemma holds. ◀

▶ Theorem 12. Given values of xA
ν and xB

ν for each access αν , Constraints (13)-(18) together
ensure that each access αµ within each nested critical section for resource ℒB has nµ = 1.

Proof. Follows from Lem. 10 and Lem. 11. ◀

4.5.2 Ensuring proper nesting
Now that we can determine nν , we introduce constraints on the values5 of decision variables xA

ν ,
thereby constraining which accesses compose each outer critical section. Like Constraint (7)
for the inner resource, the first access of a task cannot be grouped with a prior access.

xA
1 = 0 (19)

The first and last accesses in a nested critical section (marked with nν = 1) should be
for the inner resource ℒB . Thus, an access αν for ℒA (res(αν) = A) that is part of a nested
critical section (nν = 1) must be grouped for ℒA with the prior access.

∀ν, res(αν) = A, xA
ν ≥ nν (20)

▶ Example 3 (continued). Given n3 = 1 for access α3, by Constraint (20) we have xA
3 ≥

n3 = 1. For α6 and α7, we have n6 = n7 = 0. Constraint (20) thus imposes no restriction
on whether these accesses are grouped for ℒA with prior accesses; it is therefore valid to have
xA

6 = 1 and xA
7 = 0, indicating that they are in separate critical sections for ℒA.

5 The order in which we present these constraints is for illustrative purposes only; variables can be
assigned values in any order as long as all constraints are simultaneously satisfied.
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An access for the inner resource ℒB must be part of an ongoing critical section for ℒA

only if this access is nested and it is joined with the prior access for an inner critical section.

∀ν, res(αν) = B, xA
ν ≥ nν · xB

ν (21)

▶ Example 3 (continued). Access α4 is part of a nested critical section (n4 = 1) and is
grouped for resource ℒB (xB

4 = 1). Thus by Constraint (21) we have xA
4 ≥ n4 · xB

4 = 1 · 1 = 1.
The same reasoning holds for α5. Note that α2 is not required to be grouped with an earlier
access for an outer critical section as xB

2 = 0; the critical section for ℒA could start at α2.

▶ Theorem 13. Constraints (19)-(21) enforce proper nesting.

Proof. Recall that two overlapping critical sections are properly nested if one is contained
entirely within the other. Assume, for the purpose of contradiction, that there exist a pair of
overlapping critical sections that are not properly nested. Then we have one of two cases,
depending on whether the critical section for ℒB extends beyond the beginning or end of the
outer critical section:

If it extends beyond the beginning, then the first access αν of the critical section for
ℒA has nν = 1 and xB

ν = 1 but xA
ν = 0. However, then either Constraint (20) requires

xA
ν ≥ nν = 1 (if res(αν) = A) or Constraint (21) requires xA

ν ≥ nν · xB
ν = 1 · 1 = 1 (if

res(αν) = B). Either way, αν must be grouped for ℒA.
If the inner critical section extends beyond the end of the outer one, then the first access αν

that is not part of the outer critical section has xB
ν = 1 but xA

ν = 0, and its preceding
access has nν−1 = 1. But then Constraint (18) enforces nν ≥ xB

ν · nν−1 = 1 · 1 = 1,
leading to xA

ν = 1 by Constraints (20) and (21); αν must be grouped for ℒA.
Neither case is thus possible, so there are no improperly nested pairs of critical sections. ◀

4.6 Partial critical-section duration for the outer resource
We let yA

ν denote the duration of the critical section for the outer resource ℒA through access
αν . If we have res(α1) = A, then α1 begins a critical section, and thus yA

1 must account for
both the overhead and the first access duration.

res(α1) = A, yA
1 ≥ OA + |α1| (22)

We now consider the impact on yA
ν based on whether a given access αν is for the outer or

inner resource. We use the following example to illustrate the various scenarios.

▶ Example 4. In the example illustrated in Fig. 6, the outer critical-section duration through
the first access is constrained to be yA

1 ≥ OA + |α1| = 3 + 2 = 5 by Constraint (22).

4.6.1 Partial outer critical-section duration for res(αν) = A

For an access αν other than the first (ν > 1), if this access is grouped for ℒA with the prior
one (xA

ν = 1), then the duration must include the prior partial duration and the duration of
the intermediate non-access segment. If instead it is not grouped (xA

ν = 0), it is the first
access in the critical section for ℒA, and thus must include the overhead. In either case, the
partial duration must include the duration of this access segment.

∀ν > 1, res(αν) = A, yA
ν ≥ xA

ν · (yA
ν−1 + |γν−1|) + (1 − xA

ν ) · OA + |αν | (23)

▶ Example 4 (continued). Constraint (23) enforces the partial duration for the outer critical
section for accesses α4 and α7. For both of these instances, the access is a continuation of
an ongoing critical section.



C. E. Nemitz, T. Amert, and J. Pulaj 1:17

ℒ𝐴𝒪𝐵 ℒ𝐵 ℒ𝐵𝒪𝐴 ℒ𝐴

𝛼1 𝛼2 𝛼4

ℒ𝐴ℒ𝐵𝒪𝐵 ℒ𝐵 ℒ𝐵

𝛼3 𝛼7 𝛼8

𝒪𝐵 ℒ𝐵 ℒ𝐵

𝛼5 𝛼6

𝒪𝐵𝒪𝐴

13 21 31 2

ℒ𝐵ℒ𝐵ℒ𝐴

31 11 1 1 15 5 56 3 2 1 1

Figure 6 Illustration demonstrating outer critical section duration.

4.6.2 Partial outer critical-section duration for res(αν) = B

If instead we have res(αν) = B, then there are two scenarios, depending on xA
ν .

If xA
ν = 1, then this access is part of a larger critical section for ℒA. We must count the

prior duration, the duration of the intermediate non-access segment, and the duration of this
access segment. If this is the first access for ℒB in a critical section for that inner resource
(xB

ν = 0), then we must also include the overhead associated with the inner resource.

∀ν > 1, res(αν) = B, yA
ν ≥ xA

ν · (yA
ν−1 + |γν−1| + (1 − xB

ν ) · OB + |αν |) (24)

▶ Example 4 (continued). In the task illustrated in Fig. 6, access α2 (for ℒB) is nested in
a critical section for ℒA. Therefore, the overhead for starting the inner critical section (in
addition to |γ1| and |α2|) is added to yA

1 , as enforced by Constraint (24).
Constraint (24) also accounts for α3, which contributes to the duration for an outer

critical section, but without adding OB. Note that Constraint (24) does not apply to α5, as
this access is not combined for a critical section for the outer resource (xA

5 = 0).

If xA
ν = 0, then there is only one scenario in which this access could be part of a larger

critical section for the outer resource: this access must have been detected to be part of a
nested access. Therefore, αν must be the first access for ℒB in this nested critical section,
and ℒA must be acquired first to ensure proper nesting.

We introduce an additional variable, soν , to indicate if the start of a critical section for
the outer resource begins at this access for the inner resource.

∀ν, res(αν) = B, soν ≥ nν · (1 − xA
ν ) (25)

If soν = 1, then we start a new critical section at αν with its duration and both overheads.

∀ν, res(αν) = B, yA
ν ≥ soν · (OA + (1 − xB

ν ) · OB + |αν |) (26)

▶ Example 4 (continued). Constraint (25) captures that an outer critical section begins at
access α6 in Fig. 6; α6 is nested (n6 = 1) and is not combined with an earlier critical section
for the outer resource (xA

6 = 0). Constraint (26) then ensures that this access accounts for
the start of the outer critical section, which includes both overheads, as illustrated in Fig. 6.

4.7 Constraints on critical-section duration
Each individual partial duration of a critical section must be at most the relevant bound on
the critical-section duration, Qk.

∀ν, k ∈ {A, B}, yk
ν ≤ Qk (27)

Because yk
ν represents the critical-section duration through αν , constraining it to be

at most the bound on the critical-section duration ensures that the entire duration of any
critical section is at most the provided bound Qk.
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Table 3 Summary of the Quadratically-Constrained Integer Program.

Number Expression
(6) minimize C

(7) xB
f = 0

(8) ∀ν, ν < f ∨ ν > t, xB
ν = 0

(9) ∀ν, f < ν < t, res(αν) = A, xB
ν = xB

ν+1

(10) res(α1) = B, yB
1 ≥ OB + |α1|

(11) ∀ν > 1, res(αν) = B, yB
ν ≥ xB

ν ·
(
yB

ν−1 + |γν−1|
)

+
(
1 − xB

ν

)
· OB + |αν |

(12) ∀ν > 1, res(αν) = A, yB
ν ≥ xB

ν · (yB
ν−1 + |γν−1| + |αν |)

(13) ∀ν > 1, res(αν) = A, nν ≥ xB
ν

(14) ∀ν < |A|, res(αν) = A, nν ≥ xB
ν+1

(15) ∀ν > 1, res(αν) = B, nν ≥ xA
ν

(16) ∀ν < |A|, res(αν) = B, nν ≥ xA
ν+1

(17) ∀ν < |A|, nν ≥ xB
ν+1 · nν+1

(18) ∀ν > 1, nν ≥ xB
ν · nν−1

(19) xA
1 = 0

(20) ∀ν, res(αν) = A, xA
ν ≥ nν

(21) ∀ν, res(αν) = B, xA
ν ≥ nν · xB

ν

(22) res(α1) = A, yA
1 ≥ OA + |α1|

(23) ∀ν > 1, res(αν) = A, yA
ν ≥ xA

ν · (yA
ν−1 + |γν−1|) + (1 − xA

ν ) · OA + |αν |
(24) ∀ν > 1, res(αν) = B, yA

ν ≥ xA
ν · (yA

ν−1 + |γν−1| + (1 − xB
ν ) · OB + |αν |)

(25) ∀ν, res(αν) = B, soν ≥ nν · (1 − xA
ν )

(26) ∀ν, res(αν) = B, yA
ν ≥ soν · (OA + (1 − xB

ν ) · OB + |αν |)
(27) ∀ν, k ∈ {A, B}, yk

ν ≤ Qk

(28) C ≥ oi +
∑

ν
|γν | +

∑
ν

|αν |
(29) oi ≥

∑
ν

(
(1 − x

res(αν )
ν ) · Ores(αν ) + soν · OA

)

4.8 Resulting WCET
The groupings of accesses into critical sections determines the task’s WCET. The WCET is
thus given by the sum of all non-access and access segments as well as the overhead incurred,
which we denote by oi.

C ≥ oi +
∑

ν

|γν | +
∑

ν

|αν | (28)

We now focus on computing oi. For any access αν with x
res(αν )
ν = 0, this access is the

first in the critical section for its resource. We also must capture the case in which the outer
critical section starts at an access for the ℒB , which is precisely what soν = 1 represents.

oi ≥
∑

ν

(
(1 − x

res(αν )
ν ) · Ores(αν ) + soν · OA

)
(29)

5 Evaluation

We evaluate approaches on the basis of schedulability to capture the extent to which each
finds groupings of accesses to critical sections that yield a schedulable task set. We compare
our approach to heuristic approaches under task set generation methods as described below.
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5.1 Approaches
MultiResOpt is the approach presented above that requires computing Q for each resource
(Sec. 3), selecting inner and outer resources (Sec. 4.1), and constructing and solving the
optimization problem. If a given task uses only a single resource, we treat it as the outer
resource and set a different resource with critical-section duration bound of zero as the inner
resource. To avoid potential numerical issues in the solver, when some Qk = ∞, we use an
upper bound on the entire task duration as a bound on Q.

NeverCombine is a simple heuristic that transforms each access into an individual
critical section which includes the access duration and the respective overhead.

AlwaysCombine combines, for accesses all of the same resource, all accesses and any
interleaving non-access segments into a single critical section along with the corresponding
overhead. To support multiple resources, a more nuanced approach is taken based on how
accesses are distributed throughout the task: if all accesses for one resource come before any
access of the other, two critical sections are formed, one per resource. For tasks in which
accesses for different resources mostly alternate, we create critical sections for each resource
such that one critical section is nested within the other. We choose the resource for the outer
critical section to have a larger (or equal) sum of overhead and duration from its first access
to its last (including any intermediate non-access segments). The outer critical section begins
at the first access for either resource and ends at the last while ensuring proper nesting. The
inner critical section spans from the first to last accesses of the chosen inner resource.

GreedyNonNested operates as a heuristic as described in Sec. 3.2. It uses the approach
presented in Sec. 3 to extend to multiple resources and creates non-nested critical sections in
a manner that builds directly on prior work for a single resource [3].

NOLOCK uses the sum of access and non-access segment durations for each task’s WCET
and depicts the baseline schedulability without accounting for any overhead or blocking
caused by critical sections to illustrate the inherent, non-resource-related, schedulability
challenges.

5.2 Experiment Types
We conducted experiments by generating synthetic task sets with SchedCAT [1] with varying
attributes and then checking the schedulability under Deadline Monotonic with the PCP
when using each method described above. For any range specified, a given sample was
selected uniformly at random. Per-task utilizations were selected from light (0.001–0.1) or
medium (0.1–0.4) ranges. Task periods were chosen from short (3ms–33ms) or moderate
(10ms–100ms) periods. Deadlines were selected to be from 40% to 60% of task periods.

The percentage of tasks selected to use a shared resource was chosen from
{60%, 80%, 100%}. The probability that a given resource-using task used only one re-
source was chosen from {0, 0.5, 0.85}; otherwise it used two resources. If a task used two
resources, it was possible for the selected grouping to result in one or more nested critical
sections. Based on observations of the Linux kernel and the frequency of non-nested locks,
we included the probability 0.85 [5]. Of course, it would be possible for a task to use two
resources and not have any nested critical sections. Which resources a task used are selected
randomly from those available, and we considered systems to have a total number of resources
selected from {2, 4, 8}. For each task, inspiration was taken from observed GPU access times
and overhead [2, 3], so access duration was selected from (10µs–200µs) and overheads were
set to 100µs. For each system utilization, 100 task systems were generated. Additional detail
about the generation of individual access and non-access segments is given below.
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(a) Alternating resource accesses for systems with
eight resources, light utilizations, short periods, prob-
ability of using a single resource of 0.5, and 80% of
tasks generating accesses.
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(b) Grouped resource accesses for systems with two
resources, light utilizations, short periods, probabil-
ity of using a single resource of 0.85, and 100% of
tasks generating accesses.

Figure 7 Schedulability results.

Single-Resource Access Generation. Up to eight access segments were generated for a task
using a single resource. Each non-access segment between these was given duration half of
that of an access segment. The total duration of these access segments and the interleaving
non-access segments was constrained to be at most 95% of the selected WCET for the task.
If eight access segments would exceed this, the largest possible number is chosen instead.
In extreme cases, it may not be possible to have an access segment for a chosen task. The
non-access segments before the first access and after the last are of equal duration, matching
the time needed to fill the remainder of the worst-case execution time, rounded down.

Alternating Accesses. For the alternating access-generation pattern, a similar approach
is applied as with a single resource. For a task using two resources, accesses are generated
in pairs, alternating accesses between the two selected resources, up to eight pairs (or the
number that will fit within 95% of the WCET, as described above). The access duration for
each resource is selected independently.

Access Groups. For the grouped access pattern, a similar structure is applied, but instead
up to four repeats of the following: one access for one resource followed by five accesses for
the other resource. This pattern ends with a final access of the first resource.

5.3 Schedulability Results
We summarize the results across the full range of scenarios with the following observations.

▶ Observation 14. MultiResOpt is always best or tied for best.

As expected, no other approach outperforms MultiResOpt. This trend holds across all
results and is illustrated in Fig. 7.

▶ Observation 15. For some scenarios, the approach does significantly impact schedulability.

For some configurations, all approaches result in similar schedulability, even to NOLOCK.
One common pattern is the combination of medium per-task utilization and moderate task
periods, in which relatively few tasks are generated and the larger task periods imply larger
deadlines and WCETs. Because the access segment durations do not differ based on these
factors, the relative ratio of an individual access to the WCET is smaller.
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Figure 8 Histogram of optimization solver runtimes for all task sets tested for Fig. 7a.

In some configurations, two or three approaches give similar results. One such example is
shown in Fig. 7b, in which MultiResOpt and GreedyNonNested result in very similar
schedulability. Here, each task has a single-resource probability of 0.85. In systems in which
all tasks use only a single resource, GreedyNonNested is optimal, so good schedulability
results could be expected with this high probability for single resource usage.

▶ Observation 16. The performance of GreedyNonNested varies based on the probability
of a task requesting only a single resource.

In general GreedyNonNested is a more effective approach in systems with higher
probability of a task using a single resource. Its performance relative to AlwaysCombine
depends on the configuration, as illustrated in Fig. 7. When the probability of a task using
only one resource is zero, GreedyNonNested is equivalent to NeverCombine under
alternating accesses and tends to be the worst approach.

▶ Observation 17. NeverCombine consistently yields among the worst schedulability.

This trend is illustrated in Fig. 7. Under the alternating access model, NeverCombine
has particularly lower schedulability relative to other approaches when the single-resource
probability is 0.85. For a task using a single resource, other approaches may combine many
accesses into a single critical section, reducing the overheads incurred and thus the WCET.

5.4 Runtime
Using MultiResOpt to determine critical sections for a given task set requires solving a
Quadratically-Constrained Integer Program for each resource-using task. To explore the
feasibility of this approach, we looked at the time taken to solve these problems. We used
the Gurobi optimization solver (version 9.1.2) [7] on a shared 2-socket machine with Intel
Xeon Gold 5218 CPUs at 2.30GHz, with access to 8 cores, 2 threads per core, and 16GB
memory. Fig. 8 presents the runtimes for all optimization problems that needed to be solved
for all task sets in Fig. 7a. Task sets that were unschedulable with NOLOCK were not
considered. As illustrated in Fig. 8, many problems can be solved in almost no time, and the
worst-case time scale is on the order of hundreds of milliseconds.

6 Extending to More Resources Per Task

In our formulation of the problem of how to group accesses into critical section as a
Quadratically-Constrained Integer Program, we limit each task to use at most two re-
sources. We now explore the additional structure needed to support additional resources for a
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single task. We also present an alternate approach of enumerating all possible combinations,
which lends itself to simpler extension to more resources. Although such an enumeration is
computationally expensive, it is similar in spirit to recent work that enumerates a Schedule
Abstraction Graph [9] to determine schedulability.

6.1 Generalizing pre-designation of resource nesting order

The two-resource problem presented in Sec. 4.1 enabled choosing a single resource to be the
outer critical section when nesting occurs. We extend this to a multi-resource problem in which
a task uses two or more resources. This allows further development of an optimization-based
approach or pruning of an enumeration-based approach.

We say that two resources are adjacent if a critical section for one is nested within a
critical section for the other, and there is no intermediary critical section of a third resource
which contains the given critical section for one while nested within the given critical section
for the other. The definitions for valid grouping and optimal grouping can be generalized in
a straightforward way for a multi-resource setting. Note that the second observation in the
proof of Lem. 9 holds via similar reasoning even if a task utilizes an arbitrary number of
resources. We formalize this statement in the following corollary.

▶ Corollary 18. Suppose in a multi-resource problem that we have Qx ≥ Qy for resources ℒx

and ℒy. If the resources are adjacent, and a single critical section for resource ℒx is nested
within a critical section for ℒy, then an alternate solution with the critical section for ℒy

nested within a critical section for ℒx is valid and does not change C.

We say that resources ℒx and ℒy are inverted if Qx ≥ Qy and a critical section for ℒx is
nested inside one for ℒy. The following corollary is straightforward from the first observation
in the proof of Lem. 9.

▶ Corollary 19. Suppose a multi-resource problem admits an optimal grouping with nested
critical sections where for a particular critical section, ℒx and ℒy are inverted and adjacent.
Then all accesses for resource ℒx in that particular critical section must be grouped together.

▶ Corollary 20. If a multi-resource problem admits an optimal grouping with nested critical
sections, then there exists an optimal grouping such that no two resources are inverted.

Proof. For a given multi-resource problem, suppose we have an optimal grouping with a
nested critical section which has inverted resources. Using Cor. 18 and 19 we arrive at a
nested critical section without inverted resources by swapping inverted adjacent resources
without changing C. Applying this to every nested critical section with inverted resources
yields the desired result. ◀

6.2 Extending the optimization approach

The above results allow us to enforce a particular ordering on resource acquisition in nested
critical sections. This structure could form the basis for an extended optimization approach.
Note that its development would require adding variables and constraints to track nesting
and determine which resource(s) would be used in critical sections nested within others.

Alternatively, the above results give us the ability to prune an approach that would
otherwise consider all possible combinations of accesses into critical sections.
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6.3 Enumerating Possibilities
Here, we explore the full range of options for critical-section formation. Of these, we can
choose the one that minimizes task WCET while respecting the computed Qk values.

Consider a list ℒ ≜ [ℒ0,ℒ1,ℒ1, . . . ,ℒ0] with elements ℒ0,ℒ1 in some order. Let [n] ≜
{1, 2, ..., n}, and let P([n]) denote the power set of [n] where elements in each set are ordered.
We outline a simple bijection between P([len(ℒ) − 1]) and the set of all possible critical
section arrangements (for now ignoring the additional potential arrangements in a properly
nested critical section). With every set S ∈ P([len(ℒ) − 1)]) we identify a list S consisting
of the elements of S in increasing order. The critical section arrangement identified with S

and therefore S is as follows. If S = ∅ then all elements of ℒ form a single critical section.
Otherwise, consider S[i] where i ∈ [len(S) − 1] ∪ {0}. The first critical section groups the first
ℒ[0], . . . ,ℒ[S[0] − 1] elements together. In general for each i ∈ [len(S) − 1] a critical section
groups together elements ℒ[S[i − 1]], . . . ,ℒ[S[i] − 1]. Finally the last critical section groups
together elements ℒ[S[len(S) − 1]], . . . ,ℒ[len(ℒ) − 1]. This is a bijection by construction.

▶ Example 5. Let ℒ = [ℒ0,ℒ1,ℒ1,ℒ0,ℒ1]. Consider {1, 3, 4} ∈ P([4]). This corresponds to
the critical section arrangement ℒ0, ℒ1ℒ1, ℒ0, ℒ1. We identify the critical section arrange-
ment with the following ordered collection of ordered sets (of positions) {{0}, {1, 2}, {3}, {4}}
denoted by 𝒜(ℒ){1,3,4}.

Given a critical section arrangement, we say that a critical section is monochromatic if
it contains only one resource. Given a list ℒ and a set S ∈ P([len(ℒ) − 1]), we say a set
B ∈ 𝒜(ℒ)S is monochromatic if its corresponding critical section is monochromatic. Define
𝒜(ℒ)S ≜ {B ∈ 𝒜(ℒ)S | |B| ≥ 3 and B is not monochromatic}. Given C ∈ 𝒜(ℒ)S , define
SP (C)ℒ0 ≜ {x ∈ C | ℒ[x] = ℒ1}. Given C ∈ 𝒜(ℒ)S define F (C) as C if C ̸∈ 𝒜(ℒ)S , and
(P([len(SP (C)ℒ0) − 1]) × {ℒ0}) ∪ (P([len(SP (C)ℒ1) − 1]) × {ℒ1}) otherwise. We are finally
able to index all options. Given 𝒜(ℒ)S = {A1, A2, . . . , Ak} then all possible enumerations
for this particular arrangement are identified with F (A1) × F (A2) × . . . × F (Ak).

The enumeration approach can be extended to three resources. Consider for example ℒ =
[ℒ0,ℒ1,ℒ2,ℒ0,ℒ2,ℒ1,ℒ1]. Then consider one possible grouping of resources corresponding
to the collection 𝒜(ℒ){1,6} = {{0}, {1, 2, 3, 4, 5}, {6}}. In this case all extra cases to consider
come from {1, 2, 3, 4, 5} which corresponds to [ℒ1,ℒ2,ℒ0,ℒ2,ℒ1]. There are three choices for
the outer resource, namely ℒ0,ℒ1,ℒ2, with the corresponding reduced blocks [ℒ1,ℒ2,ℒ2,ℒ1],
[ℒ2,ℒ0,ℒ2], and [ℒ1,ℒ0,ℒ1]. Then, for each critical section with two resources we can
enumerate as previously.

The result from Sec. 6.1 allows us to prune the search space; based on the least constrained
bound on critical-section duration, we can choose which resource is for the outermost critical
section and ignore the other options without potentially eliminating all optimal solutions.

7 Conclusion

In this paper, we have generalized prior analysis for a single-resource system to a multi-
resource system. We then showed that the solution space for assigning accesses to critical
sections can be constrained based on bounds on the critical sections to designate one
resource to be the outer resource in any nested critical section. Using this, we developed a
Quadratically-Constrained Integer Program to model access-grouping decisions and resulting
critical-section durations and WCETs. We compared our approach to several heuristics on
the basis of schedulability, and we also looked at the runtime of solving these programs. We
then discussed an extension to support tasks with more resources.
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In the future, we plan to investigate further pruning that can be applied to the enumeration
approach. We also plan to generalize this approach to multiprocessors and investigate changing
task priorities. Additionally, we will explore the broader applicability of the fixed resource
nesting order. Our presented optimization approach relies on implications of using the PCP,
such as the ability to apply critical-section-duration bounds independently for each resource,
that may hold for other protocols as well. Finally, we plan to classify the scope of applicability
of our approach and extend it to support protocols with more complex requirements.
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