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—— Abstract

Predictable timing on multicore systems requires careful management of shared resources such as the
last-level cache and memory bandwidth. This paper presents MPORA, an uncertainty-aware dynamic
resource allocation framework for multi-path, input-dependent real-time tasks on multicore platforms.
MPORA models each job as a discrete-time dynamical system that captures execution dynamics and
resource-dependent performance indicators. At runtime, MPORA monitors job execution states and
predicts short-term instruction rates and remaining execution times under candidate allocations using
predictive models trained offline. It then solves a receding-horizon optimization problem to compute
resource allocations that maximize system-wide progress while meeting job deadlines. To address
prediction uncertainty, MPORA integrates weighted conformal prediction into the optimization
formulation, enabling uncertainty-aware deadline constraints. We implement MPORA as a Linux
kernel module with microsecond-scale inference overhead. Experimental results on SPEC CPU
benchmarks show that MPORA delivers accurate predictions under unseen inputs and distribution
shifts with low overhead, while improving schedulability and response times over existing methods.
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Figure 1 Profiles for SPEC benchmark omnetpp with a large (left) vs. medium (right) input.
The shaded region represents possible rates under dynamic allocation. Axes are normalized to [0, 1].

1 Introduction

Modern real-time systems increasingly run on multicore platforms to meet growing com-
putational demands. However, sharing resources — such as last-level caches and memory
bandwidth — among cores can cause timing interference: concurrently executing tasks may
contend for the same resources, leading to unpredictable execution times. Careful allocation
of these resources is therefore critical to ensure real-time performance.

State-of-the-art multicore resource allocation strategies, however, are constrained by static
assumptions or design choices. Some methods fix resource assignments at design time [61,
60, 44, 45, 55] and assume static resource demands, often leaving resources underutilized.
Others adjust allocations dynamically but still rely on predetermined execution paths or fixed
inputs, overlooking the inherent variability of real-world workloads [48, 50, 26, 27, 20, 25].

In reality, the timing behaviors and resource demands of real-time tasks fluctuate across
program phases and depend on inputs, code paths, and scheduling decisions [16] (c.f. Fig. 1).
To adapt to these changing conditions, we propose a more responsive approach: instead
of provisioning for worst-case behavior or assuming fixed paths, the system continuously
monitors execution state, predicts execution progress under candidate allocations, and adjusts
resources to optimize utilization and response time under deadline constraints.

Contributions. This paper presents MPORA, an uncertainty-aware dynamic resource al-
location framework for multicore real-time systems targeting input-dependent multi-path
programs. MPORA models each job as a discrete-time dynamical system whose state captures
execution features such as current progress and resource-usage indicators. Using profiling
data collected across diverse inputs and allocations, MPORA learns regression models that
predict short-term execution rates and remaining execution times under candidate allocations.

At runtime, MPORA employs a receding-horizon, model predictive control (MPC)-like
approach: at each allocation step, it solves a finite-horizon optimization problem that selects
resource assignments to optimize predicted instructions retired and job response times. It
recomputes allocations often, enabling adaptation to system state changes. To account for
prediction errors, MPORA provides a novel integration with weighted conformal prediction
(CP) that provides uncertainty-aware deadline constraints in our dynamic resource allocation.

Realizing MPORA in practical real-time systems requires addressing three systems chal-
lenges: low-overhead execution-state characterization, microsecond-scale model inference
and uncertainty estimation, and efficient solution of the finite-horizon allocation problem
within the kernel. Thus, MPORA is implemented as a Linux kernel module using fixed-point
gradient boosting regression trees (GBRT) for prediction.
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We evaluate MPORA on benchmarks from the SPEC 2017 Intspeed suite [52] under diverse
inputs and resource configurations. Results show that the learned models accurately predict
fine-grained execution dynamics (such as those shown in Fig. 1) with a median prediction time
of at most 1.23 microseconds across all benchmarks. These models generalize to previously
unseen inputs, while the conformal prediction framework maintains bounded prediction error
with high probability. Our uncertainty-aware dynamic allocation also improves schedulability
and response time over existing dynamic allocation methods.

To the best of our knowledge, MPORA is the first framework to formulate multicore
resource allocation as an uncertainty-aware model predictive control problem over learned
execution dynamics. By shifting from static worst-case provisioning to statistically calibrated
learning-based control, MPORA enables responsive resource management that improves
performance while providing robustness against prediction errors.

2 Related Work

Multicore resource allocation. Early work on multicore resource allocation predominantly
relied on static partitioning of shared resources, such as last-level cache and memory band-
width [61, 60, 44, 45, 55]. These approaches provision resources offline using worst-case
assumptions, thus providing strong isolation guarantees but often resulting in poor resource
utilization under typical workloads. More recent techniques dynamically allocate resources
at runtime [48, 50, 26, 27, 20, 25] to adapt to changing demand. While these approaches
improve responsiveness, they often retain static assumptions, such as fixed execution paths,
predetermined inputs, or input-independent demand models. MPORA addresses the more
practical setting of multi-path programs with runtime inputs unknown a priori.

Learning-based workload prediction and phase modeling. Learning techniques have been
used extensively to predict execution behavior and improve workload performance. Prior work
in this area broadly falls into two categories. The first predicts a job’s execution time under
a static resource assignment to guide coarse-grained allocations [5, 4, 33, 30]. These methods
operate at job granularity and are designed for more relaxed prediction times, making
them unsuitable for millisecond-scale allocation decisions. The second category focuses on
online [7, 56, 40] or offline [8] program phase detection to inform resource management.
However, these models have limitations: some incur inference overheads incompatible with
millisecond-scale control decisions [28, 40], others do not model execution behavior under
different resource allocations [56], and some assume a fixed execution path [8].

Timing analysis for multi-path, input-dependent programs. Timing analysis is a central
topic in real-time systems. Static techniques [14, 36, 31, 10] provide strong guarantees but do
not scale with the number of execution paths and resource contexts, making them unsuitable
for fine-grained runtime adaptation across arbitrary inputs and resource allocations. In
contrast, measurement-based techniques [18, 13, 38, 37] avoid exhaustive analysis but rely
on representative input sets, which are inherently incomplete for complex, input-dependent
programs [16]. Consequently, offline timing bounds may not reflect runtime behavior.

Feedback control scheduling and resource allocation. Feedback control has long been
used to improve the real-time performance by adapting to observed runtime behavior [41, 53].
However, many such solutions are designed to react to changes in the system state, targeting
high-level performance metrics, such as deadline miss ratios, utilization, or response times [23,
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35, 46, 54]. Instead, we take a fine-grained, intra-job approach, in which we plan resource
allocations over a prediction horizon to maximize an optimization objective in upcoming
allocation intervals. This introduces distinct challenges which are addressed in this work,
including the learning of input/resource/phase-aware task models, uncertainty-quantification
under input distribution shifts, and efficient in-kernel inference and optimization.

3 Problem Statement and Optimization Formulation

We first describe the system model and resource allocation problem, then present an off-
line, clairvoyant optimization formulation that serves as an optimal reference for our pro-
posed online solution. Throughout the paper, we use the notation Ny := {0,1,2,...} and
N* :=Np \ {0}. Given n € N let [n]p :=={0,1,...,n} and [n] := [n]o \ {0}.

3.1 System Model and Problem Statement

System model. The system consists of a set of n € Nt tasks I' := {7y, 7,...,7,} executing
on a multicore platform. Each task 7; releases a sequence of jobs 7; ;, j € N, with arbitrary
release times 7; ; and arbitrary absolute deadlines d; ;, where r; ; < 7; ;41 and r; ; < d; ;.
Jobs are scheduled on the cores under a given deterministic scheduling policy A, such as
global Earliest Deadline First (EDF) or Fixed-Priority (FP) [15]. As standard in real-time

systems, each task is assumed to be a single-threaded, deterministic software program.

We consider a platform with M € N7 identical cores and B € NT shared resources
(e.g., last-level cache (LLC) and memory bandwidth). Each resource can be divided into a
finite number of equal-size partitions using mechanisms such as CAT [32] or LbM [42, 2] for
the LLC and MemGuard [63] for memory bandwidth. Each resource b € [B] has at most
B3 partitions, and each core must be assigned at least S partitions (e.g., S"** = 20
and B = 2 on some CAT-enabled platforms). A resource allocation to a core is then
represented by a vector with B components, with the b-th component specifying the number
of partitions of the b-th resource assigned to the core. Let g™™ := (ppin, gyin . giin)
and ™o = (pPex, grex .., B5**), which denote the minimum and maximum allocation
per core, respectively. Then, B = {B e NP : ppin < B, < B for all b € [B]} represents
the set of all possible resource allocations to a core (or to a job running on a core).

Resource allocation problem. Given a system specified by (T', A, M, B, B), our objective is
to allocate the B shared resources across the M cores to optimize job response times and total
number of instructions retired while meeting deadlines. To adapt to time-varying resource
demands, we employ a fine-grained allocation approach that updates resource allocations
periodically at fixed intervals of length A € N™ time units. Let g be the initial allocation
time. At each allocation step k € Ny, corresponding to time ty = to + kA, the allocator
selects Br == (Bk.1,Bk2,---,Bka) € BM, where By, specifies the allocation assigned on
core m € [M] over the interval Ij, = [tx,tx + A). For convenience, we denote by ﬁ,gi’j) the
resources allocated to 7; ; during I, (i.e., ﬁ,(:’j) = Bk,m) if 7; ; is scheduled on core m during
I, and B,(ci’j) = 0 otherwise. The goal is to determine {ﬁk}keNo’
resources to cores at each allocation step, that minimizes total job response time and/or

i.e., the distribution of

maximizes total number of retired instructions, subject to deadline constraints.
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3.2 Job Execution State and Execution Dynamics

On a multicore platform, the execution rate of a job — defined as the number of instructions
completed during an interval I — depends on its current execution state, including the input-
induced execution path, its current progress along this path (i.e, the number of instructions
retired at step k), and its sensitivity to allocated resources over Ij.. To capture this dependence,
we model each job’s execution state and its dynamics under a given allocation as follows.

Execution state. For each job 7; ;, let x; ;1 € RP? denote its execution state at allocation
step k € Ng. To track execution progress, we let the first component :cilj)k
cumulative number of instructions retired by 7; ; up to time ¢;. Since we consider input-
dependent programs, we also include the input value (in the form of a vector) in the execution

state of each job. Thus, the dimension p; € NT is task dependent.

represent the

Execution dynamics. For each i € [n], let p; : RP? x B — Ny be an execution rate function
(7)) to the number of instructions retired by
»3)

that maps a state—allocation vector (z; ; i,
7;,; during the interval Iy, where 7; ; is assigned the resources 6,(; € B during this interval.
We further suppose that the execution state of job 7; ; satisfies, for each k € Ny,

Tijk+1 = Gi (xi,j,m 5;(ci7j)) ; (1)

where G; : RPi x B — RPi. Here, G; is assumed to be induced by u; for each i € [n], and
captures the program-specific evolution of a job’s execution state. In particular, we have
that G; has its first component given by x%{kH = mglj)k + pi(zijk, ,(j’j)) for any job 7; ;.
Constructing G; as such enables forward propagation of a job’s state across allocation steps,
allowing resource allocations chosen at step k € Ny to account not only for the immediate

interval Iy, but also for future intervals Iyt = [thts, tktn + A) for each n € NT.

3.3 Clairvoyant Optimization Formulation

Given a finite set of jobs J of taskset I', we now present an offline and clairvoyant optimization
program to address the resource allocation problem assuming that: 1) the functions u; and
G, are known for all ¢ € [n], and 2) the release time r; ;, deadline d; ;, and input of each job
Ti,; € J are known a priori. We assume the system begins at to. The initial execution state
of each job 7; ; € J at allocation step k& = 0 is x; ;o0 where ;vflj)o =0 (i.e., no instruction has
been completed). Since each task in I" is single-threaded and deterministic, we can determine
the terminal execution state T; ; of each job 7; ; under its given input by executing 7; with
the same input. In particular, we define 551]) to be the total number of instructions retired
by 7; when executed with the input given for job 7; ;.

Then, the maximum completion time and response time of each job 7; ; € J are given by

Cij::min{kA:x(.l.)k:f(»l»)}tho and Rv’,j::cij*rijy

B 7, @] B B )

respectively. In addition, we denote by L a job that represents idle execution, with z —
pi(z)=0and 2 =0 for all k € N*. Finally, let S; = (L,..., 1) € {L} representing
idle execution at time t < tg.

Let Q be the ready queue containing a set of active (released, but unfinished) jobs, and
Sk be the vector of M jobs (potentially including idle jobs 1) that are scheduled on the
M cores at allocation step k € Ng. We assume the job scheduler A : (Qx+1,Sk) — Sk+1 is
deterministic: given identical ready queues Qi1 at allocation step k + 1 and identical job
schedules S at the previous step k, A produces the same job schedule Sgy1.

17:5
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Consider a horizon of N € Nt allocation steps, where ty ==ty + NA > maxr, .e7 di -
Our goal is to find the allocation B for each step k € [N — 1]y to minimize the total job
response times and maximize the total instructions retired, subject to deadline constraints.

Optimization problem. Let A € Ry. The offline optimal resource allocation is given by:
N-1 N
mlgzclimize N Z Z Ni(xi,j,k, ﬁél,ﬂ)) _ Z R (2)
Brhmo C(BY) k=0 7; €Sk Ti i €J

subject to

(C1) Ready queue update: Qo={n,;e€T:ri; <to},

T —t
Qr+1 = {szj € Qy: 965,1}“1 < fﬁlj} u {Ti,j eJ: [JAO-‘ =k+ 1} vk € Ny
(C2) Execution state evolution: xi o0 € RPi ‘rz('}j),o =0,
Ti 5,k if Ti,j ¢ Sk
Tijht+1 = V(i,j):mij €T, Vk € Ny

G; (wi}j,;w ﬁl(f’j)) otherwise

(C3) Schedule update: So = A(Qo,S1), Sky1=A(Qr+1,Sk) VkeN
(C4) Deadline constraint: dij > Ci V(,j) ;€T
(C5) Resource constraint: — >°. csr 41 5,?’” < pgmax Vk € Ny

Notice that valid partition assignments are encoded in the decision variables of (2). The
objective consists of two terms: the first maximizes the total number of instructions retired,
while the second minimizes the total job response time. The scaling parameter A controls
the tradeoff between these two objectives, with larger values placing greater emphasis on
minimizing response time relative to maximizing instruction retirement.

4 Challenges and Approach Overview

The formulation in (2) assumes that each job’s input and execution dynamics are known a
priori. However, in many real-time systems, job inputs originate from sensors or external
environments and thus become available only at runtime, typically upon job release. Con-
sequently, precise execution behavior, which is needed for effective resource allocation, cannot
generally be determined statically. Below we outline the key challenges of resource allocation
under unknown runtime inputs and present the design insights that guide our online solution.

» Challenge 1. Inputs of future jobs are unknown at decision time.

Since inputs of jobs are only available at their releases, an optimal resource allocation
computed at time ¢ € Ny cannot accurately account for the execution behavior of jobs
released after t. As a result, computing a globally optimal allocation is generally infeasible.
One way to address this uncertainty is to ignore future allocation steps, i.e., consider only
the local allocation at t, or to assume worst-case future demand; however, such approaches
are overly conservative and can lead to poor resource utilization.
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Insight. Since future job inputs are unavailable at decision time, we must be able to
frequently update resource allocation decisions in response to changing resource demand.
At the same time, effective resource allocation depends on near-term resource demand and
deadline proximity. Therefore, we introduce an online variant of (2) using a finite allocation
horizon of N € Ny allocation steps. At each allocation step, we compute the optimal resource
allocation over the full horizon but apply only the solution for the current step. We then
repeat this strategy at each subsequent step. This receding-horizon strategy ensures that
decisions are based on currently available information and predicted near-term demand, with
regular updates enabling adaptation to phase changes and newly released jobs.

This approach is inspired by model predictive control (MPC), an optimal control technique
in which the current state of the system is observed, its trajectory is predicted over a finite
window of N steps (the prediction horizon), and a control strategy is computed to minimize
some cost functional over that window. Rather than applying all N optimal control actions,
MPC commits only to the first p < N steps (the control horizon), after which the system
state is re-observed and the optimal control problem is solved again. In our setting, the
system corresponds to the set of scheduled jobs, and the control action is the distribution of
resources to the cores. Our challenge comes from job execution dynamics that depend on
runtime inputs, which are unobservable prior to job release, making it infeasible to allocate
resources optimally as in (2). Instead, we use predicted execution dynamics to compute
the optimal resource allocations over the prediction horizon. Then, since the system state
evolved with these predictions cannot reflect jobs or inputs that are not yet observed, we
re-solve the optimal control problem at each timestep, applying only the first control action.

» Challenge 2. Obtaining an input set that covers all execution paths is often impractical [16].

The execution path taken by a program — and thus its execution behavior under some
resource allocation and at some position in the program — depends on its input. Effective
resource allocation with predictions therefore requires input-dependent models.

Insight. We exploit general patterns in execution behavior that persist across inputs, or
across certain features of the input, since input vectors can be large in practice. In this case
we identify input features that (i) are inexpensive to extract at runtime and (ii) strongly
predict remaining execution times and fine-grained execution rates (called “prediction targets”
in our online optimization). We then include these features in each job’s execution state in
lieu of the input vector, allowing predicted execution dynamics to be conditioned on features
of the input received at runtime. This enables our models to generalize to unseen inputs.

Prior work has used input features to estimate execution times [33] or parameterize
WCETs [29] to improve online performance. However, these approaches mainly target
coarse-grained execution metrics for tasks in isolation and assume fixed resource allocation,
limiting their applicability. To make holistic resource allocation decisions, we must predict
the instruction retirement rate and remaining execution time at any time t under varying
resource allocations. To this end, we learn a program’s ezecution pattern, defined as the
temporal evolution of its instruction retirement rate and remaining execution time under
different inputs and resource allocations. Like prior work, we treat this prediction problem
as a time-series forecasting problem [40]. However, unlike prior work, we require a predictive
model that explicitly accounts for program input, phase structure, and resource allocation
while delivering microsecond-scale prediction time.

» Challenge 3. Predictions are inherently imperfect.
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Our online resource allocation formulation relies on predictive models for each 7; to evolve
the state of each job 7; ; over the resource allocation horizon and to compare predicted
remaining execution time against deadlines. In practice, these models face two sources of
error. First, offline training data may not cover all runtime execution paths. Second, even
when a path is represented, the models may lack sufficient expressivity to capture the true
relationship between execution state, resource allocation, and the prediction targets. These
errors can directly affect the safety of the deadline constraint.

Insight. We employ conformal prediction (CP), a distribution-free technique for uncertainty
quantification (Sec. 6). Given a predictive model for each 7; and a held-out calibration set of
profiling data, it provides error bounds with high probability, provided the calibration and
test data are exchangeable. This guarantee is marginal, it holds on average over the joint draw
of calibration and test points, rather than conditionally on any particular state-allocation
pair. Using these bounds, we can construct uncertainty-aware deadline constraints, tightened
to reflect empirical prediction error observed from calibration data.

» Challenge 4. Input distributions shift at runtime.

Standard conformal prediction (CP) provides finite-sample coverage guarantees under the
assumption that runtime inputs follow the same distribution as the offline calibration data.
In practice, this assumption may not hold, as the distribution of task inputs may evolve over
time and change across operating scenarios (e.g., modes) [16].

Insight. Real-time systems often experience input distribution shifts across operating
scenarios. Because we assume that software programs are deterministic, the conditional
distribution of execution dynamics given the state-allocation vector (which encodes the input
vector) is fixed by the software itself. What changes at runtime is the marginal distribution of
state-allocation vectors encountered, driven by changes in the input distribution. Therefore,
we treat this as covariate shift. This structure motivates the use of weighted conformal
prediction: for each operating scenario, we learn per-scenario importance weights that reweight
the calibration set to reflect the runtime distribution, yielding scenario-specific weighted
error bounds. Thus, we can adapt uncertainty-aware resource allocation to different input
distributions by storing just a single bound per scenario, rather than an entire (separately
trained) predictive model.

5 Dynamic Resource Allocation at Runtime

The MPC-based receding-horizon approach allows us to relax the assumption that job inputs,
release times, and deadlines are known a priori. However, because the horizon is finite
— and typically small in practice to enable efficient online solution! — it may not include
the completion times and terminal states of all scheduled jobs. As a result, we cannot
directly encode the deadline constraint in (C4) or the total response time in the objective (2).
Moreover, unlike in the clairvoyance setting, we do not have the ground-truth function u;
that precisely captures a job’s instruction retirement rate under a given resource allocation
and, by extension, the execution dynamics G; of each job 7; ;.

! Notice that (2) is a nonlinear integer program with search space O((M|B))™).
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Approach. To address these challenges, using learning-based methods, we approximate the
remaining execution time and instruction retirement functions, where for i € [n]:

e; : RPi x B — Ny maps a job’s state-allocation vector to its remaining execution time.

Let x; ;1 be the execution state of a job 7; ; at step k € Ng. Then ¢; (xi,j,;@, l(f"j)) gives

the remaining execution time of 7; ; assuming it is assigned the resource allocation ﬁ,(f’j )
from step k until completion (i.e., from time ¢ = to + kA onwards).

;i » RPi x B — Ny maps a state-allocation vector (xi,j’k, ﬁ,(:’j)) of a job 7; ; to the number
of instructions retired during the interval Iy, == [t, tx + A), assuming that 7;,5 is assigned

the resource allocation 6,(€i’j ) during this interval.

For each ¢ € [n], we denote by €; and fi; the approximations of e; and p;, respectively.

We can then obtain an approximation G; of the true execution dynamics G;, by replacing the
unknown ground-truth u; with its approximation fi;. From these predictions, we estimate
job completion and response times, which serve as surrogates for the deadline constraint
in (C4) and the objective in (2), respectively.

We next present our online formulation, followed by the construction of €; and ;.

5.1 Online Resource Allocation as an Optimal Control Formulation

Let tg € Ny denote the current resource allocation time (step 0 of the allocation horizon),

N € Ny the horizon length (in steps), and k € Ny the number of allocation steps since t.

Recall that QQx and Sy denote the sets of active jobs and scheduled jobs, respectively. The
variable z; ; , represents the execution state of each job 7; ; at step k (i.e., time t), and we
write Z; ; , for the predicted execution state under @i, with Z; j 0 == 2 0.

For each k € [N — 1o, let Ji = {7 ; € Qo : tx < d;; < tr41} be the set of jobs in Qo
with deadlines in the interval Ij. Let Jny = Qo \ Uke[N—l]o Jr be the set of jobs in Q¢ with
deadlines at or beyond the allocation horizon (i.e., d; ; > tn).

Online optimization formulation. At the current allocation time tg, the active job set Qo,
scheduled job set Sy, and execution states z; ;o are sampled from the running system. We
set T; j0 = ®; j,0- The online version of (2) is

N-1
- ~ (4,9) D
maximize i (Ti g, B ') — A R; ;. (3)
{Bk}]kvziolc(BA{)N ];0 Ti,jzesk ’ T¢JZ€Q0 ’
subject to
(D1) Ready queue update: Qi1 = {Tm‘ € Qk: &(@ijk, /™) > 0} Vk e [N —1]o
(D2) Execution state:

Tk if 7,5 & Sk

ZU\i,j,kJrl = ~ V(Z,j) 1T S Qo, Vk € [N — 1]0

G (56\1',]»7;@,6,(3’”) otherwise

(D3) Schedule update: Sk+1 = A(Qr+1,Sk) Yk €[N —1]o
(D4) Deadline constraint:

€ (@i B™™) + to + kA < d; Vk e [N —1]p, VY(i,j):7i; €Tk

a-(fm-,N, 5\?1)1) + to + NA S di,j V(Z,j) cTi,g € jN
(D5) Resource constraint: Dor €Snimi £ L ﬂki’j) < pmax Vk e [N —1]o

17:9

ECRTS 2026



17:10

Uncertainty-Aware Resource Allocation for Multi-Path Programs

(D6) Response time:

k’i)j = max{k; S [N — 1]0 : €i(§:\i,j7k,ﬁ,(f’j)) > O} V(Z,j) 1T g S Qo
Rij = &(Tijm,. ISZ)) +to + kigA—riy V(i,7) : Tij € Qo

Configuration of A and N. The step size A and horizon length N introduce a tradeoff.
The complexity of (3) grows exponentially with N. To keep overhead low (e.g., below €(%)),
solving (3) must take less than (%) of the allocation interval A multiplied by the number
of cores M, which effectively requires A to grow exponentially with N. Since small A is
essential for responsiveness in dynamic execution environments, N must remain small in
practice. Larger horizons, however, allow less conservative decisions: allocations within the
horizon are optimized at each step, while execution beyond the horizon is aggregated under
a single static allocation to estimate remaining execution time (D4). Finally, the choice of A
affects the accuracy of €; and [i; independently of N.

5.2 Learning Multi-Path Program Behavior

Our online formulation relies on functions fi; and €;, i € [n], to estimate the instructions
retired and remaining execution time of each job within the allocation horizon. Deriving such
functions from first principles is generally intractable due to the complex interactions among
a program’s input, phase structure, and allocated resources [16]. Therefore, we construct fi;
and €; via learning-based methods.

Importantly, the model class must be sufficiently expressive to capture these complex
interactions while maintaining microsecond-scale prediction speeds. Towards this, we employ
Gradient Boosting Regression Trees (GBRT) as our predictive models. GBRTSs provide
established generalization guarantees [22] and enable highly efficient inference, since each
prediction consists of evaluating a fixed number of shallow decision trees using only simple
comparison operations and additions. This makes them particularly well-suited for kernel-
level deployment. In fact, the GBRT model — specifically the XGBoost implementation [12]
that we use — has been shown to outperform even sophisticated deep learning models at
time-series forecasting [21] on structured data such as ours (recall our data consists of discrete
measurements of retired instructions conditioned on input vectors and resource allocation).

For each i € [n], let H; be the set of admissible regression trees mapping from R?* x B to
R. Then, for each task 7; € ', our objective is to learn the ensembles of regression trees i;
and ¢; that best represent the relationship between execution state, resource allocation, and
the corresponding prediction target. To accomplish this, we first collect offline execution
profiles for each task 7;. This process involves repeatedly executing 7; over many runs under
a diverse set of inputs and resource allocations and, in each run, measuring its state every A
time units. Thus, for each i € [n], we define the dataset

Di = {(zi,j,ui(zi7j)) —|—8j};;1 C RPi x B x NO (4)

where 7; € NT denotes the total number of measurements collected for task 7, z;; =
(wi,5,B8:,5) € RPi x B is the state-allocation vector associated with the j-th measurement, and
€; € N models measurement noise. Using standard tools from supervised regression, such as
empirical risk minimization (see [57, Sec. 8.4.3] for more details), we select a fi; € H; based
on the dataset D; for each 7;. We repeat the same procedure for €; € H; by replacing u;
with e; for each i € [n] in (4).

In the next section, we discuss how we quantify the inherent prediction error of these
learned models, to formulate robust deadline constraints.
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6  Uncertainty-Aware Dynamic Resource Allocation

This section describes how we incorporate data-driven uncertain estimates into dynamic

resource allocation to provide probabilistic guarantees even when runtime behavior shifts.

We begin by introducing conformal prediction, a lightweight, distribution-free method for
quantifying prediction uncertainty. We then show how to enhance its robustness to unknown
distribution shift through sample reweighting. Finally, we demonstrate how these uncertainty
bounds can be integrated into our online optimization formulation.

6.1 Distribution-Free Uncertainty Quantification Background

We build on conformal prediction (CP) [58], a state-of-the-art, lightweight, general framework
for distribution-free uncertainty quantification. First introduced in [58], advances in CP trace
back to the development of inductive conformal prediction [43], later reformulated as split
conformal prediction (SCP) in [34]. At a high level, CP quantifies how wrong a predictive
model tends to be by calibrating to the empirical distribution of past prediction errors,
independent of their underlying source, thus, providing finite-sample guarantees without
requiring any assumptions on the underlying data distribution. Without loss of generality,
we focus on uncertainty quantification for the predictions of ji; for each task 7;, ¢ € [n], as
the results extend straightforwardly to €;.

Objective. For each task 7;, consider a dataset D; as defined in (4), consisting of v; € Rsg

measurements. The dataset comprises measured state-allocation vectors {z”}z‘z1 and
Vi

corresponding prediction targets (e.g., number of instructions retired) {y; ; }j=17 where each

z;; consists of an execution state of a job of 7; and a corresponding resource allocation.

Given a desired miscoverage rate ¢; € (0,1), our goal is to construct a set-valued map
Es, + RPi x B =2 R that assigns a subset of R to each z € RP* x B such that, for a new
observed state-allocation vector z; ,, 41 of some execution of 7;, its prediction target y; ,+1
lies within &, (% ~,4+1) with probability at least 1 — d;.

Weighted split conformal prediction. To achieve the above goal, we split D; into two
disjoint sets: a training set D" of size 4™ and a calibration set D! of size 75!, with
Ayfrain 4 'yical = ~;. The predictive model fi; is obtained as discussed in Section 5.2 using
Dirain We then evaluate its conformity — a quantitative measure of how well its predictions
match the observed values in the calibration set — on the calibration samples in D§! via
the nonconformity scores defined, for each j € [Vfal + 1]7 as S; ;= ‘ﬁz (Zi,j) — yi,j|, where
smaller scores correspond to cBigher predictive accuracy. If the joint dis;cflibution of the
nonconformity scores {Si,j}zi:lﬂ has the same distribution as {Si,g(j)};;lﬂ, under any
permutation o of the indices 1,2, ..., +1 (this is known as ezchangeability), then results in
the literature, in particular [34, Thm. 2.2], provide tools to construct &, given a miscoverage
rate §; € (0,1). In practice, however, this assumption does not generally hold. For real-time
systems, in particular, the distribution of runtime task inputs may drift over time and is
unknown a priori. Further, since resource allocations are temporally coupled — insufficient
resources at one timestep can increase future demand — permuting samples across time can
break causal dependencies, invalidating exchangeability.

To relax this assumption, the authors in [9] propose robust conformal prediction, which

provides valid guarantees without being too conservative when the distribution shift is known
2

and small; however, large distribution shifts can result in conservative prediction regions.

2 The reader is referred to [1, 24, 62] for further related and recent work on robust conformal prediction.
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Since the magnitude and structure of distribution shifts are unknown in our setting, we
instead adopt weighted conformal thresholds [6] to improve robustness to distribution drift.
Precisely, for each i € [n] and each j € [y*!], let w; ; € [0,1] and define

Ws, 5 - 1

W; ~cal = . 5
) e 41 ( )
Wi1 + Wi+ W, qeat + 1 B Wi+ Wi+ W, qea +1

Wij =

For each ¢; € (0, 1), the weighted conformal threshold is given by

cal

Yi
/q\g; = inf {qGRZ’J}lJ ]l{siwqu} > 1(51} (6)

Jj=1

with the usual convention that inf () = 400, which happens if §; < W; yearyq. Then, by [6,
Thm. 2], we have that

P{yyci1 € &5, (2ypmin) | 2 1= 8= D iy dav (855, 5iy) (7)

where the metric dpy denotes the total variation distance between two probability dis-
cal -

;/;1-5-1’ Si,; is the set of

nonconformity scores when (zm_cal 415 Yi yeal +1) is swapped with the j-th sample in S, and

tributions, Sfjl is the set of nonconformity scores for {(z;;,; ;)

1]?

~

Esi(2) ={yeR:|m(z) —y| < ?fgz} Vz € RV x B. (8)

Notice that the coverage guarantee decreases with distribution shift since the probability
is bounded by 1 — ¢; minus a term that quantifies the dissimilarity between the weighted
calibration samples and runtime behavior, measured via a total variation distance drv. Also
note that the set-valued map a;i is independent of the unknown distribution shift, enabling
it to be computed in closed form.

6.2 Calibrating the Predictor

Our objective in this section is to learn a weighting rule that emphasizes calibration samples
most representative of runtime behavior. Intuitively, if the weights concentrate on calibration
points most resembling runtime state-allocation vectors, the weighted empirical quantile
better reflects the effective test-time distribution of the nonconformity scores. Consequently,
the achieved coverage is closer to the target 1 — d;, which is the best-case scenario under
exchangeability, while avoiding overly conservative prediction sets.

One way to construct a calibration set representative of runtime behavior is exploiting
the fact that many real-time systems operate in a finite set of operating scenarios, or modes,
corresponding to changes in the internal or external state. For each scenario, we can collect a
representative set of inputs for each task and form a per-scenario calibration set by profiling
the task with these inputs. We then learn a separate weighting rule for each calibration set
to maximize the coverage guarantee, enabling the uncertainty quantification to adapt to
distribution changes at runtime.

A natural strategy for learning the weights for 7; is to treat the weights {w”} ) as decision
variables and directly optimize them (e.g., via Bayesian optimization or genetic algorithms)
to maximize empirical coverage over a held-out dataset that resembles runtime behavior.
However, this strategy has two main drawbacks. First, optimizing a high-dimensional
weight vector in this way is computationally expensive and scales poorly with the number of
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calibration samples, making gradient-free methods expensive past moderate 752!

. Second,
empirical coverage is not a smooth function, which encourages degenerate solutions that
concentrate weight on a small subset of calibration points; such solutions overfit the held-out
set, produce unstable thresholds that depend on a few samples, and may either over- or
under-cover at runtime depending on which samples receive weight. These challenges motivate
parameterizing the weights as a function of the state-allocation vector and learning a model
that can generalize over the operating scenario.

More precisely, for each i € [n], let the calibration dataset D§* be fixed offline for each
scenario of operation, and let the weights be computed once from this dataset. To obtain
a stable, scalable, and structured weighting scheme, we parameterize the weights with a
low-dimensional model (e.g., a neural network), parametrized by a vector § € R™: that
defines a map z — @¢ ;(2) € [0,1] over calibration features. After learning 6 offline, we

evaluate this map only on {z”}j:i to obtain a fixed set of weights, which is then used to
compute @5,. At runtime, only g5, must be stored for each operating scenario, resulting in a
negligible memory footprint.

To formalize how 6 is computed, suppose a miscoverage rate J; € (0,1) and a dataset

Dyt = {5, };Yil are given for each scenario (as discussed above), and let ¢ be the (1 —§;)*-
quantile of D, Next, for each ¢ € (0,1), we define the quantile loss p1_s5 : R — R>q as

1-0a ifa>0
p1—s(a) = ( ) T Va € R. 9)
—da fa<O0

Thus, for each i € [n], we propose to solve

cal

Vi
X . 1 ~ X _
07 €angind i 7l () (16, (St — a0) + Y log ] (i) + al0P, (10)
feR Vi 7 j=1

where 11,19 > 0, and @zj is computed as in (5) using 1’5?7]-. Following [47, Thm. 1.9], it can
be shown that the right-hand side of (10) is nonempty and compact®, and thus (10) has at
least one solution.

The objective in (10) can be interpreted as follows: For each ¢ € [n], the threshold ¢ is
fixed offline as the empirical (1 — §;)*-quantile of the nonconformity scores in D¥'. The
quantile loss encourages the learned weights to concentrate on calibration samples whose
scores resemble ¢, so that the threshold computed via (6) reflects the distribution of the
scenario of operation represented by D}'*. The entropy term, w;f{j (zi,5) log u?f,j (zi,5), acts as
a maximum-entropy regularizer, penalizing solutions that place weight on a small subset of
calibration samples and thereby preventing degenerate minimizers. Finally, the regularization
term 1)|0|? ensures existence of a minimizer.

6.3 Conformal Online Resource Allocation

We now show how the weighted conformal prediction bounds derived in the previous sec-
tions can be integrated into the online optimization formulation developed in Section 5.1
to provide deadline constraints that account for prediction error. To develop this argu-
ment, we will suppose that, for each i € [n], the map z — (El(z),ﬁz(z)) is Lipschitz
continuous; that is, there exists L € [0,00) such that, for all 2,2’ € RPi x B, it holds that
(@), (=) — @ (), ()] < LIz — 2|

3 This follows from the fact that the objective in (10) is (1) proper since rge p;_s C [0,00) and plogp >
—1/e for all p € (0, 1] together imply that the domain of the objective is a nonempty set on which it is
finite, (2) continuous in @, and (3) radially unbounded.
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» Remark 1 (Lipschitz continuous approximations of GBRTs). Since a GBRT is an ensemble of
regression trees (hRTS), it can be shown that each hRT admits a smooth approximation that
converges pointwise almost everywhere. Thus, we can exploit this fact to estimate Lipschitz
constants of sRTs on compact sets and, therefore, for any finite ensemble of them.

Notice that, for each i € [n], given a miscoverage rate ¢; € (0,1), by (7) and (8), there
exist 0f > 0y, 0; > d;, and g5, g5, € (0,00) such that

P{x(z) <%(2)+G5} >1-08"  Vxe{eu} (11)

where the probability is taken jointly over the calibration set and a test pair (z,*;(z)).

Error propagation of the state over the allocation horizon. From (D2), notice that, for
each i € [n], the predicted execution state Z; ; 5 is computed by rolling out (AL over k steps
from the initial condition z; ;. In practice, the map z — [i;(z) is obtained via empirical
risk minimization over the dataset D; (as discussed in Section 5.2), and as such it carries
irreducible prediction error. Namely, the learned model may not have seen all state-allocation
vectors and their corresponding prediction target, and even for paths that are represented in
D;, the regression tree ensemble has finite expressivity. Since @Z is defined through [;, the
uncertainty thus propagates along allocation steps, and quantifying it explicitly is essential
to ensure the validity of the optimization constraints.
To address this issue, we present the following result.

» Lemma 2. For each i € [n], consider G; : RP: x Ny x B — RPi, u; : RPi x B — Ny, and
i : RPi x B — Ny. Suppose that, for each B € B, the map (x,y) — G;(x,y, ) is Lipschitz
with constant L. € [0,00), and that [i; is also Lipschitz with constant L, € [0,00). Given
d; € (0,1), suppose that (11) holds with miscoverage rate S\:‘ >§;. Let x; jr and T; j 1, be the
true and predicted execution states of each job 7; ; at allocation step k € Ny, obtained by
rolling out G; = G o (id, u;,id) and Gi=G;o (id, s, 1id), respectively, from a given x; jo.
Then, for each k € Ny, it follows that

P{|zijn — Zigul < e} > 1 - koL, (12)

where

k
(Lg,(1+Ly))" —1
o~ G Hi e
pp = ¢ G, Lg (T+1Ly,)—1 if g, (14 L)) # 1 Vk € Np. (13)

kLg 5. if Lg (14 Ly,) =1

Proof. For ease of notation, let z; ; ;, denote the state-allocation vector of job 7; ; at allocation
step k € Ny. By the union bound, together with (11), it follows that

k—1 k—1
P { () |1 (zi.0) = i (2 5.0) | < @?} > 1= P {|wi (zige) = fi (2050) | > T}
=0 (=0
>1— ko
We now show by induction that if, for all £ € [k—1]p, we have that ’ui (zij0)—1i (Zij.0) ’ < (’jgi,

then |x; jx — %ijk| < px. For the base case, take k = 0. By assumption z; ; o0 = Z; ;,0, thus
|zi ;0 — Tijo| =0 = po. Next, pick any k € Nt and suppose that |z; ; — i j x| < px holds.
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|$i,j,k - EL.\Z]]C| = ’éi (xi,j,k»/li(zi,j,k)a ;ii’j)> - éi (fv\i,j,kvﬁi(gi,j,k)a 1(6”)”

L, (|zijn — Tigu| + |pi(zign) — i (Zign)|)

< L@- (|xuk - @Jk| + ’Mi(zi,j,k) - ﬁz(zzjk)| + ’ﬁi(zz‘,j,k) - ﬁz(/z\mk)D
Lz, (

c. (@ +pe(1+ L))

The proof is completed by noticing that, with py = 0, (13) is the solution to the recursion
pr+1 = Lg, (qu’;l +pe(1+ Lm)) for all k € Ny. <

Uncertainty-aware deadline constraint. Recall that the deadline constraint (D4) requires
the predicted remaining execution time to satisfy the deadline of each job 7; ;. For each
i € [n], like f1;, the map z — €;(z) is obtained via empirical risk minimization with finite
amount of data and, therefore, carries irreducible sources of prediction error. To address
this, we formulate an uncertainty-aware deadline constraint using the following result, which
gives a probabilistic upper bound on the predictions of z — €;(z).

» Lemma 3. For each i € [n], consider the functions G; : RP x Ng x B, e; : RPi x B — Ny
and €; : RPi x B — Ny. Suppose that €; is Lipschitz with constant L., € [0,00) and that the
assumptions in Lemma 2 hold. Then, for each k € Ny, each 8 € B, and each ¢; € (0,1), it
follows that

P{ei(zijn, B) <€ (Tijn B) + 5, + Le,pr} =1 — oF — kol (14)
where @5, € (0,00), S\f > 6;, and 8\;‘ > §; come from (11), and py is defined in (13).
Proof. Pick any k € Ny and any 8 € B. Using the triangle inequality, notice that

ei(Zijn,B) — €(Tijr B) < ’ei(l'i,j,kvﬁ) - é\i(wi,j,mﬁﬂ + |5i($i,j,k,3) - /e\i(/x\i,j,kaﬁ)’
<G5, + Le, | @ik — Tl
S q(i + Leipk'

Since the first term in the previous inequality holds with probability at least 1 — gf and the
second one with probability at least 1 — kd!’, the proof is readily completed using a union
bound argument. |

By a straightforward application of Lemma 3, we can replace the constraint (D4) with

(Dp4) Uncertainty-aware deadline constraint

€i(TijksB) + T, + Le,prx +to + kA < d; ; Vk € [Nlo, Y(i,7): 7ij € Tk,

where 3 = ™ if k < N and 3 = 847 if k = N.

It is important to mention that the constraint in (D,4) is not probabilistic itself, it is a
deterministic constraint on the predicted remaining execution time. However, its implication
for (D4) holds with probability at least 1 — gf - kgf . In addition, notice that the deadline
constraint is now tightened by g5, + pr, which accounts for two distinct sources of error: the
prediction error of z — €;(z) at the allocation step k, quantified by the conformal threshold
g5, and the error introduced by evaluating z — €;(z) at the predicted state @; ;  rather than
the true state x; ;.
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» Remark 4. The weighted conformal bounds in (11) are marginally valid: the probability is
taken over the joint distribution of the calibration set and a test state-allocation pair from
the runtime distribution. However, following [11], we apply these bounds in Lemma 2 and in
Lemma 3 heuristically as per-step uncertainty estimates along the trajectory, even though
this is generated deterministically by CAv'i. Achieving formally per-trajectory coverage would
require additional machinery, see [39], which we leave to future work.

7 Predictive Model Evaluation

To empirically evaluate the accuracy of models p; and e; for each 7; € I'; we used programs
from the SPEC benchmark suite [52], as it has been widely adopted in multicore resource-
allocation and phase detection research [40, 56]. We begin with our experimental methodology.

7.1 Input Generation

For each SPEC benchmark, we constructed an input set containing 200 distinct inputs that
capture a broad range of execution behaviors. Each input set was designed to be both diverse,
covering typical and worst-case behaviors, and representative, reflecting realistic workloads
for the target application domain. When benchmark-specific datasets are available, we used
them directly; otherwise, we generated inputs randomly according to each benchmark’s input
specification. All inputs were subject to only a single global constraint: a maximum input
size. Such bounds are standard in real-time systems to enable analyzability, e.g., worst-case
execution-time (WCET) analysis. We describe the input-generation procedure for each
benchmark below. Unless otherwise noted, all benchmarks are implemented in C/C++. The
resulting inputs yield execution times ranging from approximately 20 ms to over 4 s.

mcf (route planning) solves a minimum-cost flow formulation for vehicle scheduling
using a network simplex algorithm. Each input specifies N timetabled trips (nodes) and
M feasible links (edges) between them. Each trip w € [N] is characterized by a start time
tu,s € N and a finish time ¢, ; € N. A directed link (u,v) represents a feasible vehicle
transition from trip u to trip v (i.e., ty 5 < t, ), with an associated cost c(,,,) € N. We
generated inputs by sampling the number of trips N ~ Uniform(10,500) and assigning
each trip random start and finish times within a one-day horizon. We generated feasible
links with probability p ~ Uniform(0.01,0.5), each with link cost c(,, ) ~ Uniform(1, 100).
omnetpp (discrete event simulation) simulates a 10 Gb Ethernet network using
discrete-event simulation and takes network configuration files as inputs. We generated
inputs by varying network parameters uniformly within realistic ranges, including the
number of hosts connected to a switch, hub, and bus in each LAN from Uniform(1, 10),
request and response sizes (50-1400 bytes), and inter-request delays (0-1000 ms). The
simulation time was capped at 0.001 s, yielding execution times of up to 2 s.

zalancbmk (data conversion) performs XML-to-HTML transformation using an XSL
stylesheet. Its execution behavior is primarily determined by the size and structural
complexity of the input XML document. We generated inputs using the open-source
xmlgen tool from the XMark project [49], with target sizes uniformly sampled between 1
and 50 MB and with distinct random seeds to ensure content diversity.

z264 (video processing) is a video encoder that takes a raw YUV video file as input,
along with parameters specifying frame resolution and frame count. To construct inputs
representative of real-time workloads, we used videos from the YouTube User Generated
Content (UGC) dataset [59], which captures realistic distortions and motion patterns.
We selected videos from the 360p subset and split each video into chunks of at most five
frames, yielding short encoding tasks suitable for real-time execution.
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exchange?2 (recursive solution generator) is a Fortran program that takes as input
a Sudoku puzzle and generates new puzzles through structured transformations. Each
input is a partially filled 9 x 9 Sudoku grid. We synthesized 200 input puzzles with
guaranteed unique solutions, with the number of empty cells sampled uniformly from
[50,57] to control puzzle difficulty. Puzzles are encoded as a flattened 81-character string.
zz (compression) performs lossless data compression and decompression. Each input
consists of a file to be compressed, along with metadata such as file size, SHA-512 hash,
expected compressed-size bounds, and a compression level between 0 and 9. We drew
inputs from standard compression benchmarks, including the Silesia [17], Canterbury,
Calgary, Artificial, Miscellaneous, and Large corpora [3], covering both typical and worst-
case compression behaviors. To enforce a global size constraint, files larger than 1 MB
were split into 1 MB chunks, and the compression level was fixed to 4.

7.2 Data Collection and Data Augmentation

Platform. We conducted all experiments on a CAT-enabled platform equipped with an Intel
Xeon E5-2618L v3 processor featuring 8 cores, 20 MB 20-way set-associative L3 cache, and
single-channel 8 GB DDR4-2133 DRAM. We considered B = 2 shared resources: the shared
L3 cache and memory bandwidth. We used Cache Allocation Technology (CAT) [32] to
partition the cache and MemGuard [63] to regulate memory bandwidth. CAT divides the L3
cache into 20 partitions, with a minimum allocation of 2 partitions per core on our platform.
We similarly divided the platform’s guaranteed memory bandwidth of 1.4 GB/s into 20
partitions of 70 MB/s each. We disabled hardware cache prefetching and hyperthreading.

Empirical profiling and data collection. To obtain execution profiles for each benchmark,
we pinned it to a dedicated core using chrt. For every input in its generated input set,
we executed the benchmark 10 times under each static allocation £ of cache and memory
bandwidth. During each execution run, we sampled CPU performance counters at a fixed
interval of A = 10 ms and recorded the number of retired instructions in each interval. To
feasibly profile all benchmarks, we enforced equal allocations across resource types, restricting
B to the set B ={(2,2),(3,3),...,(20,20)}. With 200 inputs per benchmark, this procedure
yields 10 - 200 - 19 = 38,000 static execution profiles per benchmark.

Data augmentation. Static profiles assume fixed resource allocations, whereas at runtime
resource allocations may change dynamically. To obtain sufficient training data without
explicitly profiling all possible allocation sequences (which is impractical), we synthesize
dynamic profiles for a policy that reallocates resources at every sampling point as follows.

Let xkp denote the cumulative retired-instruction count at the k-th sampling (and realloc-
ation) point, at time ¢ = kA, for a static profile P. Starting from an initial static profile
Py — collected for some input I under allocation By — we randomly select a new allocation
B1 € B for the first reallocation point £ = 1. Among static profiles for the same input under
allocation [31, we select the profile P; whose mf ! is closest to xi". We then switch to Py,
randomly select a new allocation 8o € B for the next reallocation point k = 2. We continue
performing this random walk over static profiles until no further sampling point exists (i.e.,
the program terminates). This procedure produces one synthesized dynamic profile per static
profile, yielding an additional 38,000 dynamic profiles per benchmark.

Our approach leverages two properties to generate valid profiles under dynamic allocation.
First, as our programs deterministically follow the same execution path for a given input,
profiles from separate runs with identical input can be aligned via cumulative instruction
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Table 1 Selected lag w; and input features f; for each benchmark.

Benchmark w; f; Input Features

mcf 4 2 Number of nodes, number of edges

omnetpp 5 1  Total number of hosts

zalancbmk 4 1  File size

26/ 5 4 Number of frames, frame area, spatial complexity, temporal motion
exchange2 3 2 Number of blanks, average constraint tightness

xz 4 1  File size

counts. Second, prior work [26, 20] shows that reallocating LLC partitions via CAT and
memory bandwidth via MemGuard incurs negligible overhead relative to the 10 ms sampling
interval. Thus, profiles can be composed across allocations without modeling reconfiguration
costs. For smaller windows, or to account for transient cache reconfiguration effects, overheads
can be incorporated by scaling retired-instruction counts based on working-set size, memory
behavior, and the magnitude of allocation changes [51].

7.3 Feature Selection

For practical implementation, we define the state vector z; ;. € RP? of each job 7;; at
allocation step k € Ny, i.e., at time t; = tg + kA, as (i) the total number of retired
instructions by time ¢y, (i) f; € Nt features descriptive of the input to 7; ;, where f; is
task-dependent, and (iii) a lag of resource allocations and cumulative number of retired
instructions for 7; ; in the previous w; € Ny allocation steps, where w; is also task-dependent.
Together, these p; = 1+ f; + w;(B + 1) features capture the current execution state of a job.

Table 1 summarizes the numbers of lag windows w; and input features f; used for each
SPEC benchmark 7;. For each benchmark, w; was selected via grid search over 1 < w; <5
to maximize the prediction accuracy of u; and e;. To limit runtime overhead, input features
were chosen based on benchmark semantics and were restricted to quantities that can be
extracted efficiently at runtime, without requiring expensive static or dynamic analysis.*

For x264, spatial complexity and temporal motion are defined as the standard deviation
and the mean absolute difference of pixel values across frames, respectively. These features
can be computed with negligible overhead, as file I/O dominates the job startup time. For
exchange2, we define the initial constraint tightness of each empty cell of the puzzle as the
number of distinct non-empty cells in its row, column and box union. The feature value is
then computed as the average constraint tightness across all empty cells.

7.4 Model Evaluation

We leveraged XGBoost (eXtreme Gradient Boosting) [12], a learning framework that builds
an additive ensemble of regression trees via gradient boosting. We trained a separate
XGBoost regressor for each prediction target using the squared-error objective. Trees were
kept deliberately shallow (maximum depth = 3) and the ensemble was limited to at most 64
boosting rounds, with early stopping after 20 rounds of no improvement on a validation set.
We used a relatively high learning rate (eta = 0.30) to compensate for the reduced capacity.
These choices deliberately prioritize a compact, low-latency model over maximal accuracy.

4 We refer the reader to [33] for a principled approach to determine these features offline.
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Figure 2 NMAE (u;) vs. A per benchmark. Figure 3 Error distribution for omnetpp.

Table 2 Performance of GBRT models on SPEC benchmarks for A = 10 ms. R? and the
normalized mean absolute error (MAE) were computed across all test inputs and resource allocations.

Task R? NMAE Model Size (KB) | Pred. Time (us)
€ i € Hi € i €i i
mcf 0.7485 0.7838 | 0.0545 | 0.0385 6.31 7.69 1.18 1.20
omnetpp 0.8216 0.7135 | 0.0514 | 0.0648 5.60 7.82 1.05 1.19
zalancbmk 0.9746 0.9038 | 0.0212 | 0.0480 5.95 7.76 1.16 1.23
264 0.1688 —0.5331 0.0903 | 0.0643 4.39 3.06 0.86 0.75
exchange2 —0.0277 —0.1160 | 0.1088 | 0.1191 3.80 2.99 0.79 0.73
Tz 0.4769 0.8783 | 0.0708 | 0.0346 6.08 7.76 1.09 1.11

To evaluate generalization across unseen program inputs, we employed an input-based
train/test split. Following [33], we used only 10% of our input set for training. Specifically,
we clustered the cumulative instruction count of each input and selected the median of each
cluster to include in the training set. We used an additional 10% for validation, resulting in
a held-out test set consisting of 80% of our generated inputs. Across all six benchmarks, the
resulting datasets contain approximately 2.3-7.6 million data points in total.

For each benchmark, we trained 5 different models: one for each value of A, where
A € {10,20, 30,40, 50} milliseconds. Fig. 2 shows the model accuracy, reported using the
Normalized Mean Absolute Error (NMAE), vs. A, where the NMAE was computed on the set
of held-out test inputs for each benchmark. Notice that the prediction error in pu; generally
increases as A increases.® Therefore, we set A = 10 to report additional results, including
the coefficient of determination (R?), the model size, and the median per-prediction latency
of our fixed-point C implementation (for in-kernel deployment). We observed negligible
accuracy loss (at most 0.003% across all benchmarks) when moving to fixed-point inference.

Table 2 summarizes accuracy, size, and speed results, while Fig. 3 provides a more
detailed picture of the error distribution for omnetpp. The models perform best on bench-
marks exhibiting distinct execution phases and/or strong resource dependencies, including
zalancbmk, omnetpp and mcf In contrast, exchange?2 and 264 exhibit weak R? results.
These benchmarks are highly CPU-intensive and show limited phase structure or discernible
resource dependency in their execution profiles, leaving less execution state signal for the
model to exploit. The resulting model sizes range from 2.99 to 7.82 KB while the per-sample
inference latency in the C implementation ranges from 0.73 to 1.23 us, allowing us to achieve
low-overhead fine-grained allocation while leveraging predictions.

5 We observed that the prediction error in e; remains approximately the same across all evaluated A, for
each benchmark 7;.
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5 Scenario 0 Table 3 Empirical coverage for weighted CP across dif-
. Seenario ferent operating scenarios (SO - S3).
Scenario 3
€3
s Task SO0 S1 S2 S3
2 €4 Hi €4 i € i € i
. mcf 0.9310.89]0.94|0.85]0.99|0.88|0.84|0.92
omnetpp 0.8110.8810.94|0.91|0.80{0.90|0.68|0.89
%o 02 04 o6 o8 10 1z 14 16 zalancbmk | 0.87 | 0.88 | 0.82 | 0.86 | 0.95 | 0.92 | 0.70 | 0.88
Cumulative Instruction Count ¥
x264 1.00{0.89 | 1.00 | 0.89 | 1.00 | 0.98 | 0.95 | 0.99
Figure 4 Distribution of exchange2 | 0.98 |1 0.83 10.79(0.92 |0.84 | 0.91]0.90 | 0.90
D for each scenario (£264). Tz 0.6810.92|0.79|0.86 | 0.99 | 0.90 | 0.93 | 0.85

7.5 Weighted CP Evaluation

To evaluate the effectiveness of our weighted conformal prediction, for each SPEC benchmark
T;, we clustered its test inputs into groups based on their execution behavior, where each
cluster represents a distinct operating scenario of the system. Specifically, we used the total
number of retired instructions under each input as the clustering feature. For each scenario,
we evenly partition the data into three disjoint sets: DYt, D§3 and Di*t. To solve (10) —
that is, to learn the weights that maximize the empirical coverage guarantee for D given
q; (the empirical (1 — §;)*"-quantile of the nonconformity scores in D¥*) — we trained a small
neural network. For each 7;, we set the miscoverage rate d; = 0.1 and clustered the test input
set (consisting of 180 inputs) into four operating scenarios.

To give a concrete example, each scenario for benchmark 26/ corresponds to a distinct
frame-processing rate. Figure 4 shows how the distribution of z(!) depends on this operational
state. The goal of weighted conformal prediction is to adapt to such distribution shift. Table 3
reports the empirical coverage of the weighted CP bounds across all six benchmarks, both
prediction targets, and four operating scenarios, with a miscoverage rate of §; = 0.1. Notice
that across all tasks and scenarios, the empirical coverage of €; and ji; remains generally
close to the nominal target 1 — §; = 0.9, which experimentally validates that the learned
importance weights successfully concentrates mass on calibration samples representative of
the runtime distribution of each scenario, thereby minimizing the dry penalty term in (7).

For some tasks and scenarios, e.g. omnetpp and zalancbmk in Scenario 3, we observe a
coverage below the nominal target for e;. Since Scenario 3 corresponds to inputs that induce
the largest execution times, we conjecture that long tails (e.g., see Figure 4) in the state
distributions lead to a large drv distance for which the weights cannot fully compensate.
Introducing another scenario in these cases, collecting a more representative calibration set for
the tail region, or increasing the miscoverage rate for these benchmarks, would be sufficient
to recover nominal coverage. Finally, notice that coverage remains generally consistent
across scenarios without retraining the predictive models, indicating that the scenario-specific
weights are sufficient to adapt the uncertainty quantification to distribution shift.

8 Prototype and Experimental Evaluation

8.1 Linux Kernel Integration and Experiment Setup

Prototype. To evaluate our method end-to-end, we implemented a prototype of MPORA
in Linux 6.12 with the real-time patch PREEMPT_RT enabled. At each allocation step k, the
kernel module measures the current execution state of each scheduled job 7; ;, predicts the
number of retired instructions and remaining execution time using the learned models Ji;
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Figure 5 MPORA prototype evaluation.

and ¢€; under each possible allocation, solves (3) to determine the optimal allocation, then
applies the allocation for that step. MPORA runs on a single core to minimize interference.
For small N, we solve (3) by enumerating all feasible resource assignments; if no feasible
solution exists, we select the allocation that minimizes total job tardiness.

In addition to the kernel module, we added approximately 150 lines of Linux in-tree code
to track each task’s metadata, including the current instruction count, the lag of instructions
retired and resource allocations, and per-job input features (passed from user space via prctl
once per job). We used Intel CAT [32] and MemGuard [63] for cache and memory bandwidth
assignments, respectively. We additionally modified MemGuard’s implementation to support
SCHED_DEADLINE policy in Linux, enabling tasksets to run under global EDF scheduling.

Experiment setup. We evaluated our solution on our prototype, using the same plat-
form setup as in Sec. 7.2. We used M 4 cores and the allocation set B
{(2,2),(3,3),...,(20,20)}. Thus, for a horizon length of N = 1, computing the optimal
allocation at each step requires (M|B|)Y = 4 x 19 = 76 predictions per target (i.e., 152
predictions total).

Our workloads consist of randomly generated tasksets executing programs from the SPEC
benchmark suite. We generated 20 tasksets at each utilization step of 0.5 up to 8.0. Given a
target taskset utilization, we uniformly sampled per-task utilizations from [0.1, 0.5], rounding
down the final task’s utilization if needed to meet the target. Each task was assigned a
random benchmark from the set of SPEC benchmarks evaluated in Sec. 7. A task’s reference
execution time is defined as the median execution time observed across all its profiling runs
and all inputs. Its period (deadline) was set to its reference WCET divided by its utilization.
At runtime, job inputs were selected from the input sets described in Sec. 7.1.

Baseline. We compared MPORA against DNA [26], a dynamic resource allocation technique
for real-time systems. DNA computes lookup tables offline by clustering profile data into
phases, demarcates these phases by cumulative instruction count, and assigns an average
instruction rate to each phase. It then leverages heuristics to iteratively allocate resources
online. Since DNA assumes a fixed execution path, we constructed its phase-based lookup

tables using the worst-case execution path induced by our set of possible inputs.

8.2 Prototype Evaluation Results

Schedulability vs. baseline. Fig. 5a shows the percent of tasksets that were empirically
schedulable for MPORA (A = 10 ms, N = 1) vs. DNA (A = 10 ms). MPORA schedules much
larger workloads than DNA, due to its ability to adapt resource allocations to input-dependent
execution. Across all utilizations, MPORA scheduled 3x more tasksets.
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Runtime overhead. To evaluate MPORA’s runtime overhead with these parameters (A = 10,
N = 1), we measured end-to-end resource allocation costs (including predictions, allocation
computation, and resource reconfiguration). Across 20,000 observations, the minimum,
maximum, and mean costs per allocation were 22 us, 367 us and 117 us, respectively. Thus,
invoking MPORA every A = 10 ms on one of four cores corresponds to maximum and average
overheads of 0.92% and 0.29%, respectively.

Effect of A. Fig. 5b shows the mean response time at each utilization step when running
MPORA with A = {10,30,50} ms and N = 1. Notice that the response time for A = 10
grows the fastest as load increases, demonstrating the negative effect of frequent resource
re-allocation at heavy loads. However, A = 30 performs better than A = 50 across all
utilizations, reaffirming the importance of fine-grained, reactive resource allocation.

Effect of N. Fig. 5c shows taskset schedulability vs. utilization for both N =1 and N =2
(keeping A = 30 ms fixed). Even if we prune the search space, we found that increasing
the prediction horizon results in worse schedulability, as the number of predictions grows
exponentially in N. Solving (3) efficiently for larger N is an important future direction.

9 Conclusion

We presented the design, kernel-level implementation, and evaluation of MPORA, an
uncertainty-aware dynamic resource allocation framework for multi-path, input-dependent
real-time tasks on multicore platforms. By integrating learned predictive models with a
receding-horizon MPC-like controller and weighted conformal prediction, MPORA adapts
resource allocations online while enforcing deadline constraints robust to unseen execution
paths and distribution shifts. Evaluations show MPORA achieves high prediction accuracy
with low runtime overhead, while improving schedulability and response times over exist-
ing techniques. More broadly, MPORA demonstrates that uncertainty-aware learning and
resource control can operate within the OS kernel, enabling self-adaptive real-time systems.
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