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—— Abstract

Timing analysis for embedded real-time systems is crucial to guarantee the correct behavior and to

calculate the Worst-Case Response Time (WCRT) of safety-critical applications. With the increasing
requirements of such systems in automotive, industrial or avionic industries, consolidation of multiple
real-time and general-purpose operating systems on a single high-performance Multiprocessor System-
on-Chip (MPSoC) platform using Static Partitioning Hypervisors (SPHs) is becoming more prevalent.
Although the strong separation is well suited to reduce interference between isolated domains in
such mixed-criticality systems, cross-domain interactions must still be considered in real-time
analysis. Previous work has focused on dynamic monitoring and enforcement of timing constraints
in virtualized environments.

In this paper, we present HYPERSSE, the first approach for the static analysis of cross-domain
interactions in hypervisor-based real-time systems. By hierarchically combining existing domain-
local static analyses, and synchronizing the control flow at cross-domain interactions, we enable
control-flow—sensitive whole-platform analysis including multiple real-time domains. Using abstract
task models, this approach can integrate a coarser analysis of general-purpose operating systems,
accelerators, and coprocessors with the precise timing analysis. We demonstrate the applicability
of HYPERSSE in an automotive case study with mixed-criticality software stacks running on Xen
in a static partitioning configuration. The resulting Hypervisor State Transition Graph (HSTG)
exposes deep knowledge about the platform interactions, enabling cross-domain timing analysis with
reduction of pessimistic WCRT calculations. Additionally, HYPERSSE can be used for placement
optimizations for better predictability, verification of critical interaction paths, and is the foundation
for further platform-level analyses, such as analysis of implicit interactions through transparent
resource sharing.
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1 Introduction

Since the beginning of embedded computing, the demand for higher computational power has
risen alongside increasingly advanced applications. For example, in the automotive industry,
the number of electronic control units in a single vehicle has been continuously increasing
to over 150 connected control units [45]. To cope with the increased complexity of such
a distributed system of systems, a paradigm shift in system design has occurred toward
the consolidation of these electronic control units into single, high-performance onboard
computers using Static Partitioning Hypervisors (SPHs) [22, 31]. In contrast to traditional
hypervisors, such SPH do not multiplex CPUs or peripherals, but statically partition the
system into isolated virtual machines with exclusive access to their assigned resources, called
domains. With exclusive passthrough, hardware-virtualized or paravirtualized devices, the
number of hypervisor traps or other unintended hypervisor overhead is minimized [34].

For embedded systems in avionics, automotive, and industrial applications, non-functional
properties such as Space, Weight, Power and Cost (SWaP-C), strict isolation between multiple
applications, and especially correct timing behavior are critical requirements. For example, in
a hard real-time system like the adaptive cruise control driver assistance system in Figure 1,
Worst-Case Response Time (WCRT) must be bounded to guarantee timely responses to
highly critical actions, such as emergency braking. Such applications can be integrated
into mixed-criticality platforms, where multiple real-time and general-purpose applications
with different criticality levels coexist on the same hardware platform, while their timing
guarantees must be retained. We will use this case study throughout the paper to illustrate
the problem and our approach to static interaction analysis of hypervisor-based real-time
systems.

Real-Time Operating Systems (RTOSs) (or specifications thereof) are widely used to
reduce development costs, improve portability, and enable cooperation of multiple applications
from various vendors within a single system. Prominent industry-specific examples include
the automotive OS specification AUTOSAR [4] and ARINC-653 [2] for avionics. Additionally,
generic operating systems such as FreeRTOS [20], Zephyr [53], and RTEMS [32] are widely
applicable across various areas, ranging from IoT applications to satellite systems. We use
AUTOSAR, Zephyr, and a Linux-based general-purpose operating system as representative
for our case study, but the approach is applicable to other platforms, as described in Section 2.

Static Response Time Analysis for Safety-Critical Systems

Guaranteeing response times requires the analysis of applications’ execution timing, possible
interruptions, blocking and interactions, especially in worst-case scenarios. For example, the
dotted path in Figure 1 includes interactions between two domains which must be taken
into account for the WCRT analysis. While many industrial applications may use dynamic
approaches and estimations, hard real-time systems require guaranteed WCRT which can
only be provided by static analysis [28]. For complex, mixed-criticality platforms with
multiple software stacks, there is currently no method that can capture domain-local and
global interactions for timing analysis. Therefore, we introduce our approach to this problem:
HYPERSSE is a cross-domain static analysis method for SPHs, that can be used to derive
safe timing guarantees in mixed-criticality systems. With complete knowledge of all tasks,
interactions and interrupts in the critical path, we can automatically and correctly analyze all
cross-domain interactions to enable tightening of WCRT bounds compared to compositional
static analysis [12].
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Figure 1 A partitioned automotive driver assistance system: multiple (real-time) operating
systems (called domains) with mixed-criticality components are implementing an adaptive cruise
control function with automatic emergency braking. Isolation on the shared hardware platform is
enforced using Static Partitioning Hypervisors (SPHs) like dom0less Xen. Cross-domain interactions
are indicated by black arrows. The dotted line shows the critical cross-domain interaction path for
static WCRT analysis.

Static Partitioning Hypervisor

For modern multicore and heterogeneous Multiprocessor System-on-Chip (MPSoC) sys-
tems, such an analysis must assume increasingly pessimistic response times due to many
possible — although rare — causes for slowdowns: external interruptions [54], microarchi-
tectural and cache effects [37], shared resources, or unreliable communication partners. In
particular, cross-domain interactions [44] can lead to unpredictable delays, which can increase
the WCRT bounds in traditional approaches. Because of this, we explicitly analyze domain-
local and cross-domain interactions instead of treating them as side effects of abstraction by
operating systems and hypervisors.

To focus on the most important parts, the domains are prioritized: In the automotive
industry, for example, mixed-criticality is formalized using Automotive Safety Integrity Levels
(ASILs). Functional decomposition enables the displacement of complex functions in lower
ASILs, but the supervision of safety-critical functionality must be part of a safe component [23].
As shown in Figure 1, a safety-critical component with the highest level (ASIL D) may
need to communicate with less critical ASIL, B components to enable autonomous driving
assistance systems [13]. In this example, the HYPERSSE can capture all interactions between
these two real-time domains in detail, and also include other general-purpose domains for
further analysis. This composition of precise real-time analysis with general-purpose domains
is an important feature of our approach, because it enables a detailed analysis of complex
platforms where necessary, but does not ignore interactions with other domains.
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Similar to automotive systems, the ARINC-653 avionics standard expects temporally and
spatially isolated partitions that communicate via devices or shared memory to exchange
mission-critical messages, but timing-critical partitions must not suffer from interference at
runtime [18, 21]. In the remainder of this paper, we will use the term domains interchangeably
with partitions or VMs, as used by the Xen hypervisor.

This Paper

We present the first approach to whole-platform static analysis for hypervisor-based platforms.

In particular, we claim the following contributions in this paper:

1. With HYPERSSE, we describe an automatic static control-flow—sensitive analysis of
explicit interactions in embedded real-time systems with multiple hypervised domains.

2. We incorporate general-purpose domains, accelerators, coprocessors, or other peripherals
to analyze mixed-criticality systems, by modeling their internal control flow.

3. We implement HYPERSSE into an open-source static analysis framework to show the
applicability using an automotive case study.

4. The implementation can compose different methods for domain-local control flow analysis,
such as detailed RTOS models, OS interpreters, and abstract task models.

First, we introduce our system model and requirements in Section 2. In Section 3, we
demonstrate the potential application of HYPERSSE in an automotive scenario. Motivated
by this, Section 4 contains the background and approach of HYPERSSE. In Section 5 and 6,
we describe our implementation into the existing open-source! Automatic Real-Time System
Analyzer (ARA) analysis framework developed by Entrup et al. [16] and evaluate it using
various test cases and the automotive scenario as a case study. We discuss the results and
their impact in Section 7 and categorize related work in Section 8.

2 System Model

To define the scope of this paper, we introduce assumptions on the platform and software
stack for cross-domain analysis.

1. Static hardware partitioning. The assumed execution platform performs strict
isolation and does not multiplex CPU and memory resources across domains. This
includes SPHs, such as domOless Xen [33], Jailhouse [34], Bao [29], or strict separation
kernels such as Quest-V [51].

2. Explicit interaction. All cross-domain interaction is invoked via hypercalls or some
other well-defined interface that can be detected at compile-time, for example, by providing
source code annotations at each access. This also includes dedicated communication
hardware [44], software-based channels [10], and shared memory [18], if the access protocol
is known.

3. Domain-local models. For each domain, there is a domain-local flow-sensitive model,
such as provided by the (Multi-)System State Enumeration (SSE) [11, 14] analyses,
that identifies the points of cross-domain interaction. Each local analysis has full static
knowledge about all possible tasks and interrupts within that domain, to enable WCRT
analysis by incorporating all possible interactions and preemptions. HYPERSSE effectively
integrates these local models into a platform-wide hierarchical model.

! https://github.com/luhsra/parrot
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Static hardware partitioning does not necessarily require a hypervisor, MPSoC platforms with
coprocessors, accelerators, or even distributed systems can also be analyzed with HYPERSSE,
as long as the other assumptions hold. Although the requirement on explicit interactions is
necessary for static analysis, it may look like a strong assumption, because it excludes implicit
interactions or unintended interactions through transparent sharing of system resources such
as the interrupt controller, memory controller, caches, or I/O bandwidth. We discuss the
accounting of dynamic effects through implicit interactions in Section 7.

To enable a precise local analysis, the application should be annotated with BCET
and WCET times, for example using task-local timing analysis tools such as aIT [1] or
OTAWA [5]. For the following automotive example system, timing information is required
for safety certification, so we assume that it is available for the analysis as well.

The interactions between domains and the hypervisor, except for setting up communication
with other domains, are not relevant in a strict partitioning scenario. Still, in the same way
as the times for system calls are included in the annotations, overhead induced by hypercalls,
traps or interrupt mediation is accounted for within the domain that triggers the hypervisor.

3 Example Application

In Figure 1, we depict our running example, an adaptive cruise control with automatic
emergency braking for an automotive system. The functions are decomposed and categorized
into ASIL levels, implemented using a suited software stack, and then consolidated as domains:
The safety-critical part runs as an AUTOSAR application with ASIL D classification, where
the radar distance is captured and processed. If a reduction in distance is measured, either
the speed can be reduced by activating another functional component, or emergency braking
is required. The complex algorithms for distance control, energy regeneration (recuperation)
braking, and throttling profile calculation are implemented in a separate energy management
component. This component does not need the same safety processes and may be updatable
over-the-air, so in this example we use the Zephyr RTOS with ASIL B. Under normal
conditions, after the necessary actions are computed, the driver will be informed via Human-
Machine Interface (HMI). Then, the calculated profile will be applied, and completion
signaled back to the supervising component. However, in the case of a possible collision, the
energy management system should not calculate any adjustment profiles but must support
emergency braking as quickly as possible, triggered by an interrupt. The third domain is a
general purpose operating system like Linux/Android, which is responsible for non-critical
tasks such as infotainment, camera streaming, navigation, and driver interaction.

In this setting, HYPERSSE should answer the following questions to ensure safe operation:

1. The system integration must identify the Worst-Case Response Time (WCRT) across
all three domains, from the triggering of automatic speed adjustment until the driver is
notified, as the notification must be visible to the driver immediately when the speed is
adjusted or emergency braking is active [49]. When also considering Vehicle-to-Vehicle
communication, delays in a cooperative adaptive cruise control system must be even lower
to enhance traffic flow properties, without the driver in the loop [8].

2. In the safety-critical AUTOSAR real-time domain, we must guarantee that the WCRT
from distance measurement, across adjustment event, until the ACK is received, does not
exceed the control cycle of 50 ms in the AUTOSAR loop. This critical cross-domain path
is shown in the figure by the dotted line, including communication between the ASIL D
and B domains.
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3. Another question is, whether other tasks in the system may interfere with this control
loop under test. For example, memory-intensive calculations could put pressure on the
memory controller, leading to a longer WCET in a highly critical task that tries to access
the memory simultaneously. Static analysis can prove the absence of interference of such
calculations with critical tasks.

4. Furthermore, we must examine if higher-priority tasks or interrupts can preempt the
control loop and increase its WCRT. In strict priority-based scheduling systems, the
pessimistic answer to this last question is straightforward: all tasks and Interrupt Service
Routines (ISRs) from local or cross-domain interrupts of higher priority must be considered
in a compositional WCRT analysis. However, with control-flow—sensitive WCRT analysis
across domains, it is possible to automatically and correctly rule out impossible system
states, allowing the timing analysis to be less pessimistic about the response times, even
when considering interactions from other domains.

In Section 6 we use the results from HYPERSSE to answer these questions.

4 The HyperSSE Approach

Interprocedural control flow analysis based on call graphs is a well-known practice for compiler
optimization techniques [3, 47]. However, these analyses only apply within a single program,
stopping at calls to external libraries or into the operating system. For embedded real-time
systems, Dietrich et al. have proposed the System State Enumeration (SSE), a static analysis
comparable to abstract interpretation of the application alongside the OSEK OS semantics
to enable cross-kernel control flow analysis and optimizations [11] over thread and task
boundaries. The SSE is limited to event-triggered single-core domains. To also analyze
multicore AUTOSAR applications without forming the complete cross-product between all
states in the per-core SSEs, Entrup et al. have developed the MultiSSE, which restricts
the cross-core analysis overhead to those Synchronization Points (SPs), where a system call
actually involves some cross-core interaction [14]. HYPERSSE, in a nutshell, extends these
ideas to cross-domain analyses in hypervisor-based systems running different RTOS.

System State Enumeration

To understand the HYPERSSE approach, we briefly introduce the core concepts of domain-
local static analysis. First, the application-local Control-Flow Graph (CFG) is preprocessed to
reduce the complexity of cross-kernel control flow traversal. Atomic Basic Blocks (ABBs) [39]
are used to subsume the computational control flow regions in the application logic and
make interactions with the OS explicitly visible to the analysis. Compared to basic blocks
used for compiler optimizations, those ABBs can subsume larger application code blocks if
they do not contain any system calls. Each ABB represents either a single system call or a
single-entry /single-exit sequence of other (computational) instructions, optionally annotated
with WCET/BCET retrieved by a local timing analysis. As a result, the interprocedural
CFG contains only computation ABBs and (system) call ABBs, removing the application
logic and sharpening the focus on interactions between application and operating system.
The SSE algorithm [11] traverses this processed CFG and updates the abstract system
state, until a system call ABB is reached. The abstract system state is an abstract represen-
tation of the relevant system state, including task states, ready queues, resource locks, and
interrupt states. Additionally, the values of system call parameters (constants or symbolic
values calculated using the external SVF framework [47]) and the currently executed ABB
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are tracked in the CFG traversal. However, for complex, nested call parameters which cannot
be derived statically, the interaction analysis is limited by the parameter value analysis. In
real-time systems, the parameters are often constants, so we consider this to be a minor
constraint.

Then, the effect of this system call must be interpreted using a predetermined operating
system model to derive the follow-up abstract system state. In previous work, this model
has been manually derived from a specification for OSEK/AUTOSAR [11] or generated at
analysis runtime using IRX system call interpreter [24]. During traversal, the algorithm
constructs a graph that contains the visited system states and their transitions, called the
State Transition Graph (STG) [11]. In a system with finite states, the SSE terminates
when all possible states and their transitions have been found and connected in the STG.
This traversal is of exponential complexity, but there are techniques for reducing the state
space, such as widening to imprecise states, limiting interrupt arrivals, or using per-task and
interrupt timing information to rule out impossible system states.

In the MultiSSE, the SSE is executed for each core independently, without synchronization
between cores during CFG traversal. Only when a system call affects two or more cores,
the local STGs are synchronized using SPs, creating the Multicore State Transition Graph
(MSTG). Additionally, interrupts are modeled as virtual CPU cores, which are synchronized
using the same mechanism if interrupts occur. Using the control flow trace at a given abstract
system state, the SP search can find a tighter limit of possible multicore system states,
filtering out the ones that cannot exist based on the control flow. If timing properties are
annotated per ABB, the search space can be reduced significantly. This leads to a much
sparser MSTG, which they use to tailor the RT'OS to the application by optimizing cross-core
interactions in AUTOSAR systems such as locking and inter-processor-interrupts [14].

Cross-Domain Analysis with HyperSSE

We build on the ABB, SSE, and SP foundations introduced in the aforementioned works and
apply HYPERSSE to SPHs with multiple real-time operating systems and general-purpose
domains. The main advantage of HYPERSSE is the composition of multiple, existing domain-
local analyses, which we demonstrate in our example application. We generalize and extend
the MultiSSE to achieve a platform-global static analysis by hierarchically combining the
domain-local STGs into a cross-domain Hypervisor State Transition Graph (HSTG) using
SPs at cross-domain hypercalls. Conceptually, this adds a hypervisor-level analysis layer
over OS-level analyses, mirroring the stack of hypervisor over OS and hypercall over system
call. Where the MultiSSE connected parallel CPU cores with SP, the HYPERSSE connects
parallel operating systems.

We adopt its constraints in the platform model by restricting ourselves to real-time
domains with static instance configurations. This requirement excludes unbounded dynamic
creation and destruction of tasks or resources at runtime, which is typically disallowed or
strongly discouraged in RTOSs. Additionally, we propose the abstraction of control flows as
described in the following section for other domains which do not fit this requirement.

Control Flow Abstraction

For complex control flows in non-static domains or systems without existing OS models, we
can subsume all domain-local interactions, including system calls and core-local interrupts,
into computation ABBs that are separated only by hypercalls. In contrast to the SSE, where
we use detailed timing information like BCET and WCET per ABB, other domains with
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17 emergency_brake (); // call HyperSSE
by cross-domain AR F
19 } hypercalls hv_event_send
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lower criticality may not require such fine-grained internal timing analysis, and a less precise
analysis is sufficient. Therefore, we abstract away their internal control flow, and expose only
hypercalls to the interaction analysis. Using a predetermined task model for the relevant task,
HYPERSSE can incorporate general purpose operating system domains, as well as hardware
accelerators, coprocessors, or other peripherals, which we collectively describe as baremetal
domains, because they do not need an OS model.

To summarize, we are able to compose a platform-global analysis containing all knowledge
about existing real-time domains and modeled domains with an abstracted control flow.

Analysis of Hypercalls

Figure 2 illustrates the layering of system calls and hypercalls for the AUTOSAR domain
in the running example. The local CFG contains explicit hypercall and system call ABBs,
always interleaved with computation ABBs. The LLVM compiler toolchain [25] is used for
local CFG creation, while the SVF [47] static value-flow analysis framework is needed for
interprocedural control flows, for example, when the parameter of an upcoming system call
is passed through multiple functions. Every OS-relevant call requires one of our specialized
static analysis steps: hypercalls need to be handled at the hypervisor level using HYPERSSE,
while system calls are interpreted using the OS model by the (Multi-)SSE. Identical to the
MultiSSE, we account for the time of the hypercall itself in the surrounding computation
ABBES, so all events are analyzed atomically with a global sequence.

To analyze multiple domains, the abstract system state is extended by hypervisor-level
elements, such as cross-domain event channels, interrupt states, and callback tasks. The global
abstract system state must be split into domain-local states, and merged on cross-domain
interactions. Without interactions, each domain updates independently using the local SSE,
leaving the other domains as black boxes without affecting them. For the implementation,
this allows for a local analysis, while the global abstract system state is constructed only
at SPs. At cross-domain hypercalls, the global abstract system state is constructed and
modified only when needed. This abstraction makes use of the enforced isolation, where only
specific hypercalls can affect the state of another domain.

1 TASK(brake) E y E x
2 { LLVM ABBO * ABB2*** | ABa™™? | ABBE ™"
3 // hardware logic local CFG

4 TerminateTask () ; // syscall

5 F SVF

6 interproce- (AR

7 void emergency_brake () dural CFG (emeraency_brake

8

9 hv_event_send(...); // hypercall

10 ActivateTask (brake); // cross-core SSE ABB7
11 ¥ system calls TerminateTask
12

13 TASK(control) // Autostart MultiSSE

1 { . L cross-core AEES

15 if (time_to_collision < threshold) system calls ActivateTask

16

18

Figure 2 Control flow excerpt in the AUTOSAR domain: system call and hypercall ABBs
are always interleaved by computation ABBs, which can have timing information. While the
application-local analysis is based on LLVM [25] and SVF [47], higher layers of the control flow
requires specialized static analysis.
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With the existing SP search developed for multicore AUTOSAR applications, we can
mostly reuse a building block for synchronization of control flows at the ABB level. To
apply this synchronization concept to control flows in isolated domains, we must define
a common initial SP across those domains. In a SPH system, where all domains boot in
parallel, we can simply incorporate the BCET and WCET of the boot time into the analysis.
Alternatively, an explicit and dedicated startup handshake or barrier between partitions for
initial synchronization is also possible (and common practice).

Analogous to (Multi-)SSE for a single system, HYPERSSE enables control-flow—sensitive
WCRT analysis by sharing knowledge of execution states at interactions across the boundaries
of hypervisor isolation. Because we follow the cross-domain control flow and synchronize
the state between the domains, a platform-wide view of all possible states is generated.
This facilitates timing analyses like SysWCET [12] to calculate tighter WCRTs even for
cross-domain paths. Furthermore, by examining the interaction patterns, whole-platform
optimizations such as improved partitioning and placement of domains, hypervisor fast paths,
or control-loop timing adaptations could be implemented.

With HYPERSSE, we can synchronize arbitrary control flows across multiple interacting
domains, as long as they match the system model described in Section 2. In general, these
domains could be defined as CPUs managed by the same OS (as in the MultiSSE), virtual
machines, accelerators, remote coprocessors, or even nodes in distributed systems. To
demonstrate our approach, we implement it for hypervised automotive real-time systems,
specifically a static partitioning Xen hypervisor with Linux, Zephyr, and AUTOSAR as
guest virtual machines, as introduced in Figure 1. We chose the Xen hypervisor for our
implementation for various reasons: Paravirtualized event channels enable inter-VM signaling
with explicit interrupt-based communication, which is a requirement for synchronization
points between domains. In a domOless setup, Xen supports real-time domains to boot
simultaneously without an additional control domain, which allows for very fast boot-up
times and mitigates the dependency on low-criticality domains. Furthermore, Xen’s maturity
and support for multiple architectures make it a good candidate for real-world applications,
especially as the project aims to achieve compliance with functional safety standards like
ASIL D [33].

5 Implementation

In this section, we describe the implementation of HYPERSSE in the ARA static analysis
framework developed by Entrup et al. [16, 15]. ARA already contains the foundations for
HYPERSSE, especially the CFG traversal with (Multi-)SSE algorithms and OS models for
domain-local analyses. First, we describe the framework and the basic SSE algorithm. Then,
we explain what is required to extend ARA to multiple domains and how HYPERSSE is
implemented for the Xen hypervisor.

The ARA Framework

Inspired by compiler optimization passes, the ARA whole-system-analyzer and compiler
chains together steps that can analyze or modify the LLVM [25] intermediate representation
of application code. These steps can be implemented in C++ to directly access the LLVM
API or in Python, where operating system behavior at system call sites can be modeled
on the abstract state more easily. The generated data is shared between all steps using
graph-based data structures, for example the SVF graphs or ARA’s own instance graph and
system state representations [16].
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For HYPERSSE, we implement a new step that performs the cross-domain interaction
analysis for hypervisors and add a Xen hypervisor model. Furthermore, all preprocessing
steps must be executed once for each domain to prepare the local CFG, as shown in Figure 3.
This requires steps to be repeatable and work on the correct domain-local set of graph
structures instead of global ones. We modify ARA to use domain-local structures and to
allow multiple executions of the same step on different domains.

ARA
A A A 0
o . X . > HyperSSE
Appllcatlon codg + LLVM IR Preprocessing Domaln‘-specmc —> (using local SSE)
static configuration steps (e.g. SVF) analysis steps

Figure 3 The ARA framework with domain-local preprocessing and HYPERSSE step for cross-
domain analysis. The application code should include precomputed timing annotations.

Static Analysis using SSE

The SSE algorithm as described by Dietrich et al. [11] operates on single-core statically
configured and event-triggered systems like OSEK/AUTOSAR. All tasks, ISRs and other
OS objects are known in advance, which allows for the complete static analysis including all
possible paths. In Figure 4 the SSE algorithm is depicted. Beginning from a defined initial
system state, the application-local CFG is followed, including all possible branches, until
a system call is detected. Then, the RTOS semantics are applied to interpret the system
call behavior and to find all follow-up states. The traversal is continued until all states have
been visited and the State Transition Graph (STG) is complete, including all possible paths,
states and interactions between tasks. For simplicity, the triggering of possible interrupts,
which is handled at the end of interpret_or_schedule is omitted. Possibly, every ABB
could trigger an interrupt, leading to an exponential increase in the list of states. This state
explosion has been mentioned in the original work already, and requires additional constraints
like inter-interrupt times or activation limits. With the MultiSSE [14], the interrupts are not
triggered during the CFG analysis anymore, but instead they are modeled as virtual CPU
cores, which are synchronized when they arrive. The control flow of virtual interrupts should
be annotated with minimum inter-arrival times or limited by activation counts, to mitigate
the state explosion.

1 def SSE() -> STG:

2 stg = STGQ) # empty state transition graph

3 stack = Stack(get_initial_os_state()) # find the first abstract system state
4 while stack:

5 state = stack.pop()

6 new_states = interpret_or_schedule(state)

7 stg.add_and_connect (new_states) # update STG

8 stack.push(new_states)

10 def interpret_or_schedule(state) -> list[0SStatel]:

11 if is_syscall(state.abb):

12 new_states = interpret(state) # interpret RTOS semantics
13 return schedule(new_states)

14 else:

15 return follow_control_flow(state)

Figure 4 System State Enumeration (SSE) pseudocode. By interpreting each abstract system
state, it iterates through every possible local abstract system state.
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ARA OS Model

ARA’s internal design already provides RTOS-independent interfaces and data structures, to
support various real-time operating systems and generic algorithms [15]. Each RTOS must
implement a model of its system call behavior matching this specified interface, which can
then be used by the (Multi-)SSE to interpret the system calls and to update the abstract
system state, as described in Figure 4. This abstract OS model must implement the interface
shown in Figure 5. It serves as a foundation for the cross-domain analysis, because state
processing is independent of their underlying OS and the current state of hypervisor objects
is shareable across different OSs.

1 class 0SBase:

2 is_syscall(cls: class, function_name: str) =-> bool

3

4 get_initial_state(cfg: CFG, inst: InstanceGraph) -> 0SState

5 get_local_contexts (context: dict, cpu_id: int, ...) =-> dict

6 get_global_contexts (contexts: dict, ...) -> dict

7

8 interpret (cfg: CFG, syscall: str, state: 0SState, cpu_id: int, ...) -> list[0SStatel
9

schedule (state: 0SState, cpus: list[int]) -> None

Figure 5 Simplified interface for OS models in ARA. For a new OS to be supported, the class
must inherit from 0SBase. Its main task is to model the semantics the OS would use to determine
the next states and ABBs from the current state and ABB.

Parallel Domains

( N
AUTOSAR App Zephyr App GPOS App
J
¢ clang ¢ clang
LLVM IR LLVM IR baremetal model,
L ) manual annotation
¢preprocessing ¢preprocessing
CFG CFG Modeled CFG
Instances, ValueAnalysis Instances, ValueAnalysis Instances, ValueAnalysis
(&
: y v \ I}
SSE SSE SSE
OS Model + Xen IRX + Xen ) baremetal + Xen

SP Search (HyperSSE)

Figure 6 Domains from the adaptive cruise control system are analyzed with HYPERSSE. Each

application’s CFG is traversed and analyzed independently until they need to be synchronized.

Because they share a common interface, their local state interpretation can vary.

In Figure 6, we show the implementation stack of analysis steps, with parallel domain-local
analyses and the synchronization using HYPERSSE. For each local SSE analysis, we mark
Xen-specific hypercalls in addition to system calls. If a Synchronization Point (SP) between
domains (or cores within one domain) is required, HYPERSSE analyzes the cross-domain
interaction (MultiSSE for cross-core within the domain) and generates the follow-up abstract
system states in the HSTG.
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The traversal algorithm for multiple domains closely resembles the MultiSSE [14] for
multicore systems: As long as there are no interactions between domains, they can be
analyzed independently, reducing synchronization effort. For the cross-domain analysis in
Figure 7, all domain-local preparation steps need to be executed first for each domain before
the HYPERSSE step is executed.

We start HYPERSSE from a defined initial cross-domain SP and then split the analysis
into domain- and core-local CFG traversal for the SSE. When one domain initiates a cross-
domain interaction, the potentially parallel abstract system states of the affected domains
must be found: the pairing partners. The entry SPs synchronize the pairing partners, while
associated exit SPs split the analysis again. To achieve this, we find and mark cross-domain
hypercalls during the domain-local analysis, just as MultiSSE marks cross-core system calls.
Because we follow the design of MultiSSE in ARA, we can reuse the existing implementation
of the SP search algorithm based on a timing equation system with constraints to find the
pairing partners for cross-domain interactions [16]. Finally, HYPERSSE returns the HSTG,
including STGs for all domains and SPs between them.

def HYyPERSSE(guests: list) -> HSTG:
hstg = HSTGQ) # empty state transition graph

for guest in guests:
steps.append (guest.dependencies) # CFG, InstanceGraph, ValueAnalysis etc.
steps.execute ()

stack = Stack(get_initial_sp(guests)) # initial cross-domain SP
while stack:

state = stack.pop()
for dom in state:

SSE(entry=state, dom) # start domain-local analysis per domain
new_sps = find_new_sps(state, dom) # find pairing partners for cross-domain calls
hstg.add_and_connect (new_sps) # update HSTG

stack.push(new_sps)

Figure 7 HYPERSSE pseudocode: Each guest domain is analyzed first to prepare the local
CFGs. Starting from an initial cross-domain SP, the domain-local SSE analyses are executed until a
cross-domain interaction is reached. New SPs are found and added to the HSTG. Afterward, each
guest domain continues in a local SSE.

Implementation Considerations

In order to analyze hypercalls in application code, we implement the Xen hypervisor as OS
model in ARA, next to the unmodified actual RTOS models. Pragmatically, this allows the
reuse of algorithms from the MultiSSE, especially the SP search. During CFG traversal,
every state is first passed to the Xen model. There, the analysis processes hypercalls and
their effects, while it forwards local system calls towards their respective OS model. This
also allows for detailed checking of hypercall usage per domain, for example to verify the
absence of policy violations regarding allowed hypercalls per context.

Although this design introduces some confusing naming (the 0SState is actually a
Hypervisor state within the Xen Model), it allows unlimited layering of interaction semantics
between concurrent CPUs, domains or MPSoC (co-)processors, as long as they have an explicit
interaction mechanism. For example, dedicated models could also analyze communication
middleware or interactions in nested hypervisors, which could possibly be used in embedded
ARM SoCs in the future [26].
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We have also considered alternative designs such as a multi-level SP search. However, in
practice this would require a complete reimplementation of the existing parts for multi-level
data structures. To avoid complex synchronization edge cases, we can create SPs for cross-
core and cross-domain interactions in the same way, because they work on the same global
abstract system state.

Xen Model Implementation

For existing domain-local analyses, we extend the existing OS model interface from Figure 5
with helper functions related to hypervisors, as shown in Figure 8.

Because the domain-local analyses are not aware of the hypervisor, we need to rewrite
the CPU IDs of OS objects to globally unique ones. For example, a dual-core-AUTOSAR
domain with two additional interrupts modeled as virtual CPUs [14], and a single-core Zephyr
domain with one additional local interrupt modeled as a virtual CPU, would require 6 unique
IDs in total after move_context or move_irghandler have been called for each of them.

def move_context (context: dict, target_cpu_id: int) -> dict
def move_irqghandler (irq: IRQ, inst: InstanceGraph, target_cpu_id: int) -> None

def find_cross_os_event(state: 0SState, cpu_id: int, cb: str) -> CrossOSEvent
def trigger_cross_os_event(state: 0SState, cpu_id: int, event: CrossO0SEvent) -> 0SState

Figure 8 Extended Interface in ARA for hypervisor support.

With this minimal example of a sender and receiver domain in Figure 9, we go through
the most important details of the implementation for the aforementioned interface.

local local
interpret schedule
Hypervisor

initial local
state

initial SP, SP with (] Receiver
global state global state
/ () Sender
initial local local trigger cross

Figure 9 Overview over the usage of implemented functions during state analysis and inter-
pretation. The hypervisor-level analysis (yellow) passes everything through to the OS models for
domain-local interpretation, except for hypercalls. One domain uses event_channel_send, which
triggers a cross OS event at the receiver.

To initialize OS objects and launch automatically started tasks or the main thread for
each domain, get_initial_state must return an 0SState. In the Xen hypervisor, this
state is a combination of the initial states of all domains. To merge the initial states, we
store the dependencies for local analysis per domain, such as the CFG and instance graph in
a list indexed by the static domain identifier. As illustrated in Figure 10, we combine the
contexts of all domains into a single global context.

As described in Figure 4, is_syscall matches the current system call against a predefined
set of system calls from the model, and the respective OS model must interpret the system
call semantics and update the abstract system state. Accordingly, we must check for hypercalls
in the Xen model first. All other system calls are forwarded for local interpretation to the
correct guest domain, identified by the CPU id of the current control flow.

The goal of our Xen model is not to simulate and interpret every possible usage of
Xen hypercalls in all used OSs. Instead we abstract their effect on other domains using
domain-independent system call wrapper functions, used across all domains. Each guest
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OSState-1 with 1 cpu(s) @CFG-dom-0/Inst-dom-0

Task-SETUP: cpu_id=0/CFG-dom-@ -- running Init-ABB
Task-LOOP: cpu_id=0/CFG-dom-0 -- suspended StartWith: ABB7
Task-OTHER: cpu_id=0/CFG-dom-0 -- suspended StartWith: ABBS
Task-EMERGENCY: cpu_id=0/CFG-dom-0 -- suspended StartWith: ABB1
AUTOSAR_IRQ_STATUS_0: cpu_id=0 (IRQStatus) -- @
AUTOSAR_OSIRQ_STATUS_O: cpu_id=@ (OSIRQStatus) -- @

0SState-4 with 3 cpu(s) on 3 domains

dom@ @CFG-dom-8/Inst-dom-@

doml @CFG-dom-1/Inst-dom-1

dom2 @CFG-dom-2/Inst-dom-2
CPU-2: on CFG-dom-@ ABB62, state=computation
CPU-1: on CFG-dom-1 ABB8, state=computation
CPU-2: on CFG-dom-2 ABB@, state=computation
oOsstate-2 with 1 cpu(s) @CFG-dom-1/Inst-dom-1 = [ -
_____ Task-SETUP: cpu_id=0/CFG-dom-@ -- running Init-ABB
Task-LOOP: cpu_id=0/CFG-dom-0 -- suspended StartWith: ABB7
Task-OTHER: cpu_id=0/CFG-dom-@ -- suspended StartWith: ABBS
Task-EMERGENCY: cpu_id=0/CFG-dom-@ -- suspended StartWith: ABB1
AUTOSAR_IRQ_STATUS_@: cpu_id=0 (IRQStatus) -- @
AUTOSAR_OSIRQ_STATUS_@: cpu_id=@ (OSIRQStatus) -- @
ZephyrKernel: cpu_id=1 heap_size=0, symbol=None, queue=0 -- [ready_q: @, cache: 0]
Thread-t_a: cpu_id=1/CFG-dom-1, prio=6, entry=setup -- running abb=None
Thread-t_event_calc: cpu_id=1/CFG-dom-1, prio=5, entry=calc -- terminated abb=70
Thread-t_event_emgcy: cpu_id=1/CFG-dom-1, prio=2, entry=emgcy -- terminated abb=69
Thread-idle 00: cpu_id=1/CFG-dom-1, prio=15, entry=idle -- ready abb=None
sys_clock_announce: cpu_id=1/CFG-dom-1 (ZephyrIRQ) -- blocked abb=None
z_time_slice: cpu_id=1/CFG-dom-1 (ZephyrIRQ) -- blocked abb=None

ZephyrKernel: cpu_id=1 heap_size=0, symbol=None, queue=0 -- [ready_q: @, cache: 0]
Thread-t_a: cpu_id=0/CFG-dom-1, prio=6, entry=setup -- running abb=None
Thread-t_event_calc: cpu_id=0/CFG-dom-1, prio=5, entry=calc -- terminated abb=70
Thread-t_event_emgcy: cpu_id=@/CFG-dom-1, prio=2, entry=emgcy -- terminated abb=69
Thread-idle 00: cpu_id=0/CFG-dom-1, prio=15, entry=idle -- ready abb=None
sys_clock_announce: cpu_id=/CFG-don-1 (ZephyrIRQ) -- blocked abb=None
z_time_slice: cpu_id=0/CFG-dom-1 (ZephyrIRQ) -- blocked abb=None

Osstate-3 with 1 cpu(s) @CFG-dom-2/Inst-dom-2

Figure 10 Merging of states for the initial state of the example system with three domains. The
local CPU states are renumbered to be unique across domains.

domain OS implements the wrapper function using existing system calls, or by calling Xen
hypercalls directly in the wrapper. This step removes the complexity of OS specific data
structures and implementation details, that are of no interest for our analysis and the effect
on other domains. The disadvantage is that applications must be modified towards this
unified interface, but we assume that RTOSs minimize unnecessary complex interaction
patterns.

Currently, we support a subset of wrappers for Xen hypercalls related to event channels
and shared memory interactions.

evt_chn_{alloc_unbound,bind_interdomain} connect to remote domain with callback,

event_channel_send send an event over the initialized channel,

event_channel_poll as a minimal callback wrapper for event polling.

share/recv_mem setup shared memory region (using Xen Grant Tables),

read/write_mem explicit annotation for shared memory access.
Regarding shared memory, once a shared memory is set up, write system calls trigger a
synchronization point with all domains that have access to the same memory, while read
system calls are analyzed locally. Because of the exponential state count, we do not analyze
the content of shared memory and only analyze the order of memory operations.

For the interpretation of event hypercalls, we define a CrossOSEvent as a common
abstraction across domains. For each OS model, those can be implemented differently: In
event-driven real-time systems with tasks like AUTOSAR, we model an OS event as a task,
that is activated once a cross-domain event is registered (if the channel is not masked). Such
asynchronous ActivateTask semantics are identical to cross-core ActivateTask calls, which
are already supported by the MultiSSE. In general, a Cross0SEvent is a callback function
or thread, which is called by the hypervisor once the event is triggered.

RTOS models must also implement their scheduling policy, which is done after system
calls, usually based on task priorities, semaphores, etc. For SPH like domOless Xen, we
do not schedule domains. Instead, we just split the global abstract system state after a
hypercall into local ones, which become scheduling points for the domain-local analyses.

ARA Framework Extensions

Next to the Xen model, we also need to extend the ARA framework itself with a new
HYPERSSE step. Most importantly, we must extend the step management system to allow
multiple executions of the same steps for different domains, as dependency for HYPERSSE
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(compare Figure 6). We do this by iterating through the guest domains, and adding the
required steps depending on the domain type. For example, the AUTOSAR domain requires
parsing of the RTOS configuration (OIL-file) additionally to the usual steps for CFG and
instance graph generation, while Zephyr needs other steps for its domain-local analysis.

While most of the steps written in Python can be run multiple times without modification,
especially the ARA integration of the SVF analysis framework [47] requires some adjustments,
because its singleton pattern could not process multiple domains. Similar to the existing
debugging and visualization for the (Multi-)SSE, we have extended ARA with printing
capabilities for HYPERSSE, to visualize the generated HSTG using graphviz.

In summary, we have added 3019 lines of code to the ARA framework, with 1693 lines
of Python in the Xen and OS models, and 1230 lines of Python/C++ in the ARA steps,
including the HYPERSSE logic.

6 Evaluation

To evaluate the approach, we first apply the implementation of HYPERSSE to a set of test
cases, and manually verify the correct state transitions, detection and handling of cross-
domain events for each test, by inspecting the generated HSTG. Once we have verified the
correct graph structure, we save the complete graph to test HYPERSSE against this verified
set. This process could also be replaced by defining expected paths and transitions for every
test case, but for these small test cases, manual inspection is much faster than modeling all
possible transitions. For all test cases, it took the complete analysis 2-3 seconds on an AMD
Ryzen 7 PRO 7840U, including the printing of the graphs. Then, we use HYPERSSE to
analyze the running example of a hypervised automotive system, as introduced in Figure 1.

Test Suite

Table 1 Test cases for the evaluation of HYPERSSE (A=AUTOSAR, Z=Zephyr, B=Baremetal,
arrows=Cross-domain interaction). We manually verify the creation of initial states and cross-domain
interaction. The number of local abstract system states in the generated HSTG is given for each
test case.

Test Case Event States Test Case Event States
(1) min-autosar - 6 (16) hc-a-z2 A7 13
(2) min-zephyr - 4 (17) hc-z-b2 Z+ B 15
(3) min-baremetal - 10 (18) hc-b-a2 B+ A 16
(4) min-az - 9 (19) hc-autosar-notiming A— A 16
(5) min-zb - 11 (20) hc-zephyr-notiming Z— 7 14
(6) min-ba - 12 (21) hc-baremetal-notiming B—B 18
(7) hc-autosar A— A 14 (22) hc-autosar-polled ASsA 21
(8) hc-zephyr Z—17 12 (23) pingpong A=A 18
(9) hc-baremetal B — B 18 (24) channels A=A+ A 43

(10) hc-autosar2 A« A 14 (25) shamem-autosar-ro A— A 14

(11) hc-zephyr2 Z <+ 7 12 (26) shamem-autosar-raw A— A 14

(12) hc-baremetal2 B < B 18 (27) shamem-autosar-war A— A 14

(13) hc-a-z1 A—7Z 13 (28) shamem-autosar-unknown A — A 14

(14) he-z-b1 Z—B 15 (29) sendrecv-a Ay — Ay 26

(15) he-b-al B— A 16 (30) sendrecv-b Ay — Ay 28
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For the various interaction scenarios in Table 1, we have examined the generated HSTGs
manually for correctness. These tests cover the OS and hypervisor models, as well as the
synchronization of control flows across domains. The HSTGs for all test cases are appended
as Figure 12.

The first set of test cases (1-6) contains two domains without interactions, to verify the
correct behavior of initialization, merging and splitting of local and global states. Then,
we examine the correct detection and handling of cross-domain events for a set of domain
combinations (7-18) with and without timing annotations (19-21). We also include some
more complex interaction patterns such as events with polling, ping-pong and multiple
channels (22-24). For analyzing shared memory synchronization, we have implemented a
set of tests with different access patterns for a memory region shared between two domains
(25-28). Finally, additional domain-local interrupts within the domains (29-30) are leading
to additional SPs. With these tests, we were able to fix various bugs in domain-local analyses,
especially in the Zephyr model, which was not designed to be instantiated multiple times.

Running Example

For the running example in Figure 1, we apply HYPERSSE to all three domains with
exemplarily estimated timing annotations per ABB.

The complete HSTG with timing information is appended in Figure 13. It contains 13
synchronization points, and 54 local abstract system states in total, taking 5 seconds for the
analysis. We show a simplified version in Figure 11 for better readability.

Without any timing information, running HYPERSSE for this example must lead to a state
explosion because of the endless synchronization possibilities with the loop. If we manually
unroll the control loop to two iterations, the HSTG already contains 719 synchronization
points between 201 local abstract system states and takes 92 seconds for the analysis on the
AMD Ryzen 7 PRO 7840U.

After the inital SP and initialization of all domains is executed once (dotted line), the
control loop is started in the critical AUTOSAR domain (red). After triggering the calculation
within the Zephyr domain (blue), the HMI is updated in the Android domain (green). When
the calculation is finished, the polling from the AUTOSAR domain is successful, and the
measuring task can be started again (Path a). In the emergency case, the loop is discontinued
and the emergency braking task is activated (Path b), also sending an event to the Zephyr
domain. With this result, we can answer the questions raised in Section 3 with a manual
inspection of the graph; we are confident that an automatic verification is also possible:

1. For the worst case time until the speed adjustment is available for display to the driver,
we look at the following state transition path in the HSTG. The timing annotations in
milliseconds between states are added to the edges.

12-17

22-32

28

At the end, the WCRT is 32 ms from measuring until the HMI is updated.

2. To compare the response time from measuring to acknowledge against the critical loop
cycle, we look at the control loop path in the HSTG:

12-17

38-49
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Figure 11 Simplified HSTG of the example application from Section 3. The numbers below the
state descriptions correspond to the state numbers of the full graph in Figure 13 (Appendix).

Because the WCRT 49ms < 50ms is fast enough for the control loop, the system is
always stable, and timely responses are guaranteed. If the calculation took longer (27-30),
we would see an additional SP between @ and , leading to a timing violation as
shown by the magenta edge.

3. In order to check for possible interference of memory-intense calculation with critical
accesses, we look at the critical ABB in the measuring task. As the other domains
are in idle state during that time, we can be assured that there is no interference through

transparently shared resources.

4. Lastly, we can safely assume that the braking support ISR does not need to

be considered in the WCRT analysis of the control loop, as it is only triggered when
emergency braking is active and the control loop is not running. If there could be an
interrupt during the control loop, we would see a new SP, and the interrupt handler
would become part of the WCRT.
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7 Discussion

With HYPERSSE, we demonstrate that fine-grained, interaction-aware static analysis is
applicable for static partitioning hypervisor systems.

Applicability and Extensions. The concept also allows for the analysis of temporally
partitioning hypervisors that schedule partitions according to ARINC 653 [2]. However, when
cycles are not multiples of each other and the task activation timing is drifting, the state
space can explode because the analysis can no longer be confined to a single hyper-period.
To mitigate such effects, HYPERSSE can expose timing interdependence between domains,
enabling the synchronization of loop intervals, enforcement of minimum inter-interrupt
times, optimization of interaction placement, or application of targeted timing adjustments
in application code. These state-aware adaptations reduce HSTG complexity by pruning
impossible or undesired system states, improving the predictability and maintainability of
the entire platform.

We leverage the isolation provided by SPHs to compose a platform-wide static analysis
from domain-local control flows. Synchronization is required only at explicit cross-domain
interactions such as hypercalls. When a single domain changes because of application software
updates, we can reanalyze only the affected portion and reuse results for the rest of the
platform. If interaction timing is unchanged, we can also retain existing synchronization
points between domains.

In order to support other platforms or SPHs, HYPERSSE requires a new hypervisor model,
with an explicit cross-domain interaction mechanism. As long as cross-domain interactions
can be detected in the CFG (hypercalls, calls to libraries for special hardware, arbiters), we
can interpret their behavior and HYPERSSE can be applied to such platforms as well.

Soundness of the Analysis. Although we do not claim soundness of static analysis with
HyPERSSE with a formal proof, we are convinced that proofs based on the abstract inter-
pretation principles are possible. The abstract domain must then include operating system
states, as well as the hypervisor elements. Given sound domain-local analyses, we target
soundness for the cross-domain interactions introduced by HYPERSSE through guaranteed
over-approximation. Since we add only a small number of cross-domain interactions to the
system, we can be assured that all possible reachable states are included in our analysis.

Scalability. HYPERSSE can analyze systems without timing information per ABB, but this
can lead to a highly branched state graph, so the analysis may take several hours and the
results are less useful. With precise local timing constraints from tools such as aIT [1], the
HSTG becomes significantly sparser. As the current implementation is unoptimized Python
code, we are optimistic that even complex systems with timing annotations can be analyzed in
minutes. Therefore, the static analysis assumes that the BCET and WCET are precomputed
per ABB. Although HYPERSSE can analyze systems with complex functionality, we expect
real-world applications to face less combinatorial state explosion at cross-domain interactions
when compared to the MultiSSE. Explicit cross-domain interactions in strictly isolated
systems are typically rare and more carefully used than — possibly retrofitted — cross-core
interactions such as ActivateTask and SetEvent in multicore AUTOSAR applications [4].
Still, HYPERSSE can encounter scalability issues in large systems with many interactions, in
such cases we propose to describe the interaction behavior using abstract task models to
reduce the state space. Another option for better scalability in WCRT analysis is to execute



A. Kiassens, M. Burg, and D. Lohmann

HYPERSSE only for relevant parts with critical paths within the platform, incorporating
results from traditional compositional WCET analysis instead of a full HSTG for all domains.
As usual in static analysis, such trade-offs between precision and scalability depend on the
specific use case.

Static vs. Dynamic Analysis. Unlike dynamic approaches (some are described in more detail
in the following Section 8), static analyses based on abstract interpretation like HYPERSSE
can provide a safe over-approximation of system behavior at compile time. However, we
need extensive knowledge of the system, including source code, OS semantics, hardware
architecture and timing annotations to achieve useful results, which may still be pessimistic.

Implementation Limitations. Currently, our Xen hypervisor model only supports hypercalls
for cross-domain event channels and shared memory, using the restrictive wrapper model.
There is no limitation to adding more wrappers, but they may require tailoring to the
application and OS semantics under test. Especially, trapping I/O operations or interrupt
rerouting leads to additional overheads in hypervisor systems and could be interesting to
analyze statically, but in SPH configurations such interactions are typically avoided by design.
As described before, we currently do not model scheduling on the hypervisor level, because
we focus on SPH configurations. Furthermore, the implementation is currently limited to
single-core guests, because the number of potential test systems would grow exponentially. In
the future, we want to extend it to multicore domains, which requires a mapping of cores to
domains and consequent changes regarding the abstract state splitting and merging. Another
difficulty is the limited expressiveness of the Xen API, because it does not allow pinning of
event channels to specific CPUs.

Practical Considerations. For local CFG traversal, we require the complete application
source code for each domain. As this can be hard to achieve and a barrier in adoption, we
propose to consider the system timing behavior of applications within a mixed-criticality
platform as an additional deliverable next to the binary code. This allows for the integration
of black box components of suppliers, for example proprietary applications into our static
analysis which requires knowledge of the control flow. An abstract description of the task,
including interactions with other domains, must be provided, for example using task models
as extracted by LIME [7]. This description can be modeled as an abstract control flow graph
in HYPERSSE, as we have proposed in Section 4 for general-purpose domains. We plan to
automatically derive such abstract control flow graphs from task models in future work.

Implicit interactions. There are several ways to extend HYPERSSE in the future. Next

to the aforementioned extensions, we want to look in more detail into implicit interactions.

For example, we could attach memory bandwidth allocation envelopes [46] to the ABBs,
to guarantee freedom from bandwidth overprovisioning at a given point in time without
requiring dynamic monitoring and enforcement of bandwidth limitations. For a given, critical
memory access, we can create synchronization points with other domains, and summarize
the maximum bandwidth usage of all domains. Similarly, usage of other shared resources
can be annotated to the control flow, providing the full picture of resource usage across the
platform at specific points in time. This allows for a less pessimistic WCET modeling per
task, if we can prove the absence of interference for critical parts. Using fixpoint analysis,
a reduced WCET can again lead to a reduced state space in the HSTG, simplifying the
platform-global analysis.
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8 Related Work

Static Partitioning Hypervisors. Research on embedded real-time systems has increasingly
focused on hypervisor systems. In particular, SPHs like Jailhouse [34], Bao [29], and
separation kernels like Quest-V [51] have demonstrated that such hypervisors can minimize
unwanted interference to achieve mixed-criticality operation. Although they provide safety-
relevant properties such as fault containment and strict isolation, they still need to share
low-level hardware architecture and thus cannot guarantee freedom from interference or safe
bounds for WCRT analysis.

Dynamic Approaches. Ottaviano et al. have built the Omnivisor on top of Jailhouse [31],
extending the static partitioning to MPSoCs with coprocessors or FPGA fabric while also
enforcing stricter temporal isolation by dynamically limiting the bandwidth per domain
on the shared bus. Similarly, MemGuard [52], MemPol [54] or bank-level regulation in
hardware [48] achieve temporal isolation to reduce WCET pessimism in multicore systems by
limiting memory bandwidth. Compared to these runtime-enforcing techniques, HYPERSSE
can guarantee a safe and less pessimistic WCRT analysis automatically at compile time. Our
static approach requires neither dedicated hardware for load regulation nor does it result in
additional runtime overhead. Another dynamic approach to WCRT estimation is FRET [6],
but its fuzzing-based timing analysis does not support multicore systems.

We acknowledge studies that have shown unpredictable interferences in Xen’s adaptive
partitioning, making its use in safety-critical real-time applications inappropriate without
additional measures [41, 27]. However, with HYPERSSE, we propose the use of a SPH
configuration (domOless in Xen), without scheduling of partitions.

Static Analysis Methods. Regarding static analysis, there are well-established tools and
frameworks for the analysis and verification on the application-level. The research tool
ASTREE [9] has been further developed into an industry-grade runtime error checker by
AbsInt GmbH. Their control-flow—sensitive analysis is based on the abstract interpretation of
C or C++ applications, also supporting some safety-critical RTOS semantics like single-core
OSEK/AUTOSAR [30]. Compared to HYPERSSE, it is not focused on interactions across
system calls, let alone hypercalls in consolidated mixed-criticality systems. Developed by
the same company, the alT WCET analyzer allows for calculating tight upper bounds at
the task level using abstract interpretation, including pipeline and cache behavior [19, 1].
Similarly, the OTAWA toolbox [5] has been designed to calculate detailed WCET times per
task, focusing on the extensibility of the framework. Both can calculate WCET times which
are a prerequisite for HYPERSSE to achieve platform-wide WCRT analysis across tasks and
domains. To achieve tight WCET bounds, the processor model must be without timing
anomalies, for example PATMOS [40] or POP* [36].

The GOBLINT analyzer has been developed to find data races in multithreaded C code [50]
and is being continuously extended, for example to detect other errors like memory safety
bugs [38]. Although the static analysis understands and checks for some OS semantics such
as the priority ceiling protocol mandated by OSEK/AUTOSAR [43], a complete model
of operating system interaction behavior is not supported. Recently, GOBLINT has been
modified to support incremental analysis, which could be also beneficial for HYPERSSE when
reanalyzing only affected parts of the system after changes [17].

The Axivion Suite, a commercialized version of the Bauhaus tool [35], uses static code
analysis to check or recover understanding of how a software is architected. Unlike the
previous static analyzers, it mainly targets the software quality, maintainability, and developer
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support for quality assurance. Similar to HYPERSSE, it uses an intermediate language to
support multiple frontend languages. The static analyzer does support various checkers, for
example AUTOSAR coding guidelines, but it does not cross the system call boundary.

The dOSEK RTOS generator and compiler toolchain has been used to show the applica-
bility of the SSE algorithm for OSEK/AUTOSAR systems [11]. Being the first cross-kernel
static control-flow—sensitive analysis, it is the predecessor for analyses like MultiSSE [14] and
HyPERSSE. The MultiSSE has extended the SSE to multicore AUTOSAR systems, by syn-
chronizing local control flows at cross-core system calls using SPs. Compared to HYPERSSE,
it only supports a single AUTOSAR domain without hypervisor-level interactions.

SWAN is another approach to system-wide timing analysis, supporting dynamic envi-
ronments like RT-Linux and FreeRTOS [42]. Instead of interpreting the system behavior
with an OS model, that tool relies on annotations of the application’s source code with
context-sensitive system facts to reduce pessimism in WCRT analysis. Such annotations and
constraints could also be derived from the HSTG of HYPERSSE, enabling SWAN to analyze
domains within hypervisor systems with less pessimism regarding cross-domain interactions.

9 Conclusions

With HYPERSSE, we present the first approach to static control-flow—sensitive analysis
of mixed-criticality real-time systems similar to abstract interpretation. The isolation
provided by Static Partitioning Hypervisor (SPH) enables the composition of existing domain-
local static analyses like (Multi-)System State Enumeration (SSE) into our platform-wide
analysis. By creating the Hypervisor State Transition Graph (HSTG), a data structure
that synchronizes the control flows at explicit cross-domain interactions, we can detect the
interaction behavior of the entire platform, which is a prerequisite for platform-wide timing
analysis. Although there are some limitations, we prove the applicability of HYPERSSE
by implementing it into an existing open-source static analysis framework and publishing
the implementation. Next to a set of smaller test cases, we apply it exemplarily to a
mixed-criticality automotive system with the Xen hypervisor, real-time AUTOSAR and
Zephyr domains, as well as a general-purpose domain. With the modeling of control flows,
HYPERSSE can compose precise real-time analysis for the critical domains with abstract
analysis for complex general-purpose domains, coprocessors or accelerators. Our evaluation
shows, that HYPERSSE correctly analyzes interactions between multiple domains including
timing behavior, providing the foundation for safety guarantees in consolidated mixed-
criticality platforms. Because the state graph can quickly grow very large, we use timing
annotations to reduce the possible synchronization points between domains. This also enables
exact timing analysis across domain boundaries, to calculate tighter WCRT bounds than
pessimistic compositional approaches. By modeling interrupt sources as additional CPUs
and assigning timing information, complex interaction patterns are analyzable. Using the
results for the example application, our static analysis can reliably answer various questions
regarding real-time analysis, such as the WCRT of the critical control loop, the absence of
interference between memory-intense and critical tasks or domain interdependencies. In the
future, we want to extend HYPERSSE with analysis of implicit interactions, as well as an
automatic modeling of abstract control flows for black-box components.
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Figure 12 Resulting HSTGs for the evaluated test cases. Although some are comparably simple,
these graphs are not supposed to be readable in a printed version.
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