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—— Abstract

The deterministic variant of Network Calculus (NetCal, NC) enables for calculating worst-case per-
formance guarantees in communication networks. We present the NetworkCalculus.org Deterministic
Network Calculator (NCorg DNC), a tool for Deterministic Network Calculus (DNC) that extends
the previous DiscoDNC by significantly enhancing its capabilities for modeling and analysis of
real-world applications. The tool offers a new end-to-end solution: Starting from the prevalent model
of a full-duplex Ethernet-like networks with output queueing, the NCorg DNC offers automated
conversion to its DNC model as well as application of state-of-the-research DNC analysis methods
to derive worst-case delay bounds. Another significant step forward are new numerical capabilities
that can model and analyze, among others, discrete data arrivals as well as service.

While we enhance features and capabilities, we keep the cost in terms of tool runtimes at bay.
Our numerical evaluation showcases improved performance bounding w.r.t to previous DiscoDNC
results and a comparative experimental tool performance study quantifying the computational
impact of the added functionality. Overall, the NCorg DNC provides a more versatile and extensible
foundation for deterministic performance analysis in modern networked systems.
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1 Introduction

Deterministic Network Calculus (DNC), the deterministic variant of Network Calculus
(NetCal, NC), is a mathematical framework for worst-case performance bounds analysis in
resource sharing systems. With emerging requirements for real-time guarantees, DNC has
found its way to various real-world applications, such as Ethernet-based solutions for avionics
networks called Avionics Full-DupleX Ethernet [13, 14, 10], Time-Sensitive Networking based
on Ethernet [35, 20], or data center networks [37]. Over the years, the growing complexity of
modern communication and computing systems has motivated the development of software
tools that automate DNC-based analyses and make them accessible to practitioners [33, 36].
These tools provide support for modeling network elements, composing service and arrival
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curves, and deriving performance bounds such as delay and backlog. However, existing tools
often face limitations in terms of modeling flexibility and the range of supported analyses,
which can hinder their applicability to emerging system architectures and use cases.

In this work, we build upon an existing DNC tool, the Disco Deterministic Network Cal-
culator (DiscoDNC) [7], and significantly extend its capabilities by introducing new analysis
methods and replacing core components with newer, more feature-rich alternatives — a goal
laid out before but not yet achieved [24]. The provided feature extensions enhance modeling
capabilities, enable for more accurate performance guarantees, and address several practical
limitations identified in previous versions of that tool. By doing so, the NetworkCalculus.org
Deterministic Network Calculator (NCorg DNC) tool becomes better suited for analyzing
complex systems and network topologies, that arise in real-world applications®.

The main contributions of this paper are:

(i) introducing the graph of network devices as a new starting point for models over the
previous graph of contention locations,

(i)  design and integration of new functions that broaden the scope of supported DNC
analyses,

(iii)  improvements to existing functionalities that increase usability and modeling, and

(iv)  an evaluation laying out changes in computational efficiency and delay bound accuracy.

The remainder of the paper is organized as follows: Section 2 briefly recalls the fundamental
mathematical background of DNC. In Section 3 we outline and relate to other implementations.
Section 4 presents our proposed practical implementation of the DNC theory, i.e., our
extensions and improvements. In Section 5 we provide code examples for use of the NCorg
DNC, followed by a more comprehensive numerical evaluation in Section 6 that showcases
runtime changes and potential performance bounding improvement after broadening the tool
capabilities. Finally, Section 7 concludes the paper and outlines directions for future work.

2 Background

In this section, we provide an overview of the DNC framework, as well as its analysis methods.

For direct application of the DNC theory presented in this section, we assume that the
“network” is modeled as an acyclic directed graph of contention locations. At these locations,
data is queued to be served. We call this network model server graph. Figure 1 shows an
example of a feed-forward network with three servers in tandem, one flow of interest and

SNVSNIPENY)
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Figure 1 Server graph consisting of three servers, one analyzed flow of interest (foi) and three
cross-flows (figure adapted from [18]).

three cross-flows.

! both tools, DiscoDNC and NCorg DNC, are available at dnc.networkcalculus.org (https://github
.com/NetCal/DNC). For simplicity, we denote major versions 2.x as DiscoDNC [7] and the new major
versions > 3.0 as NCorg DNC even though the name changed during v2.x development.


dnc.networkcalculus.org
https://github.com/NetCal/DNC
https://github.com/NetCal/DNC
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For the extended modeling capabilities of the NCorg DNC, we refer the reader to
Section 4.1. There, the newly added input alternative — a potentially cyclic, undirected graph
of networking devices — is presented.

2.1 Data Arrivals and Forwarding Service

» Definition 1 (Data Flow). A data flow (short: flow) crosses the graph G = (S, E) from a
source server to a given number of destination servers, both in S. Its unicast or multicast
flow path is a connected subgraph of G.

The data a flow can put into the network is upper bounded by a function of its sending
duration.

This traffic regulation of data flows w.r.t. sending data into the network is modeled by
non-negative, non-decreasing functions:

» Definition 2.
Fo={f Rt = RYf(0)=0,Vs <t: f(s) < f(t)} (1)

The aforementioned constraint for deterministic analysis is assumed to be known at the
flow’s source. DNC models it as a so-called arrival curve:

» Definition 3 (Arrival Curve). Let data flow f send data into a network. Assume the
cumulative amount of data sent by f up until (absolute) time t is described by the function
Ae .7-"3'. Then, a function o € Fy is an arrival curve (in interval time) for f iff for all time
intervals of length s > 0 it holds that

VO<s<t:A)—Alt—s) <a(s) (2)

Le., in no interval of any duration s, the data flow f will send more data than specified
by a(s).

The simplest shape for an arrival curve is the so-called token-bucket curve. The DiscoDNC
tool is basically constrained to this curve shape:

» Definition 4 (Token-bucket Curve).

ralt) = {0’ ¥i=0 3)

b+r-t, otherwise

The forwarding guarantee at a queueing location (i.e., at a server in the server graph) is
called service curve:

» Definition 5 (Service Curve). If the service provided by a server for any given cumulative
input over time, A(t) results in an output, A'(t), then the server is said to offer a service
curve B € Fo iff

VEA(E) 2 inf {A(t—9) + B(s)} (4)

A number of servers fulfill a stricter definition of service curves that guarantees a higher
output during periods of queued data, the so-called backlogged periods of a server.
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» Definition 6 (Strict Service Curve). Assume a system produces a cumulative amount of
output up until time t from the data arriving at it. Let the output be denoted by function D(t).
The system is said to offer a strict service curve (3 to a flow if, during any (continuously)
backlogged period (s,t], the difference of output is at least equal to B(t — s):

D(t) — D(s) > B(t —s) (5)

This stronger guarantee is required for some calculations in DNC. The NCorg DNC takes
care of these details when computing a performance bound.
The (strict) service curve is often expressed via a so-called rate-latency curve:

» Definition 7 (Rate-latency Curve).

R-t-T), ift>T,

0, otherwise

Brr(t):=R-[t—T)" = {

with [z]T := max(0, z),

i.e., the strictness property cannot be inferred from the shape. Note, that the DiscoDNC
tool is basically constrained to this service curve shape.

2.2 (min,plus)-Operations

Analysis of interaction between these network entities bounded by the above curves, on
resource demand and supply, is captured by a set of (min,plus)-algebraic operations.

» Definition 8 (Convolution). The (min,plus)-algebraic convolution and deconvolution of two
functions f,g € Fo are defined as:

Convolution: (f ® g)(t) = nggt{f(t —8)+g(s)}VE>0and (fRg)(t) =0Vt <0 (7)

Deconvolution: (f @ g)(t) = sup{f(t +u) — g(u)} vt (8)
u>0
» Theorem 9 (Performance Bounds). Consider a system S that offers a service curve f3.
Assume a flow f traversing the system which has an arrival curve . Then we obtain the
following performance bounds:

Backlog:  v(a, B) = igg{a(S) — B(s)} (9)
Delay:  h(a, B) := inf{d > 0|(a @ B)(—d) < 0} (10)
Output:  o'(t) = {(()a @A), i{tltz;u?ise (11)

For some analysis methods, a procedure is needed to extract a flow of interest from the
remaining flows crossing the same server. For that, a left-over Service Curve is introduced:

» Theorem 10 (Left-over Service Curve). Consider a system S that offers a strict service
curve 5 and that serves two input flows, fi and fo with arrival curves ot and of? | respectively.

The minimum service offered to fi is lower bounded by the so-called left-over service curve
ﬁl.o.fl

In case of arbitrary multiplexing of flows crossing S, it holds that
Bl‘o.fl _ ﬂ @ARB Oéf2 (12)

with (BSARB a)(t) = Supg<s<¢ {8 —a}(s) being the non-decreasing upper closure of (8—a)(t).
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In case of FIFO multiplexing, the left-over service curve is

l@l.o.fl _ ﬂ @FIFO af2 (13)

ol IFO computes left-over service curve with the smallest latency 6 in a worst-case

where
FIFO multiplexing scenario. 0 is defined as the first time instance when «’s burst is worked
off and its arrival rate is smaller than B’s service rate. At this time it can be safely assumed
that the system has spare capacity that, in the FIFO multiplezing scheme, will be used to

serve f1’s data that arrived in the meantime. Last, we assume all curves to be non-negative.

One of the strongest results of DNC is the concatenation theorem that enables us to investigate
tandems of systems as if they were single systems:

» Theorem 11 (Concatenation Theorem). Consider a flow f that traverses a tandem of
systems S;,i = 1,...,n. and that S; offers a service curve Bs, to f. Then the concatenation
of the n systems offers a service curve @, Bs, to the flow.

2.3 Deterministic Network Calculus Analysis

A network calculus analysis takes the above model and combines the operations in order to
compute bounds on end-to-end delays of flows and their maximum backlog along their path.
Yet, there are different ways for this combination, leading to multiple established analysis
methods: The Total Flow Analysis (TFA), the Separate Flow Analysis (SFA) and the Pay
Multiplexing Only Once (PMOO) analysis.

Total Flow Analysis (TFA)

TFA is historically the oldest method to provide performance bounds. It bounds the totality
(aggregate) of flows at each server s on the flow of interest’s path P and derives backlog B
and delay D locally. The calculations are repeated, hop by hop, from the flows start to end.
The backlog and delay bounds are computed from the server-local bounds:

B: BS,D: Ds

Separate Flow Analysis (SFA)

SFA computes a per-node left-over service curve for the flow of interest. Then, the service
curves can be convolved using Theorem 11 before bounding the end-to-end delay. The
analysis consists of two steps:
Left-over Service Derivation: First, the network is abstracted to the flow of interest’s
view. To achieve this, the cross-traffic arrival bounds are used to derive the left-over
service curve 3% for every server s € P. They are combined to the end-to-end service

Lo using Theorem 11.

curve Bgss

Bound Computation: Secondly, the performance bounds are derived end-to-end by
using a single Left-over Service Curve.
The server-local derivation of 8% allows to mix FIFO multiplexing and arbitrarily multiplex-
ing servers in the SFA. The biggest advantage of this method is the use of a phenomenon called
Pay Bursts Only Once, leading to tighter performance bounds by avoiding accumulation of
initial bursts. This property is not applicable to TFA.

6:5

ECRTS 2026



6:6

Deterministic NetCal Calculations from Models to Bounds

Pay Multiplexing Only Once (PMOO)

The PMOO analysis [28] proceeds along the lines of SFA| i.e., it bounds cross-traffic only,
derives an end-to-end left-over service curve for the flow of interest and computes the bounds
based on this information. Thus, the PMOO analysis possesses the Pay Bursts Only Once
property as well. Yet, it changes the order during the derivation of 3.§:, it concatenates
before subtracting cross-traffic arrivals. PMOO does not apply the Concatenation Theorem 11
and it is only proven to be correct for arbitrary multiplexing servers whose service is given
as a piecewise linear curve. In a PMOO analysis, the end-to-end semantic is established first
and cross-traffic arrival bounding also differs from SFA’s. In order to correctly account for
demultiplexing on the flow of interest’s path, cross traffic needs to be grouped accordingly.

Latest research has extended this list with methods that are further discussed in Section 4.

3 Related Work

Over the past years, the field of DNC has produced a variety of analytical tools and libraries
aimed at deriving deterministic performance bounds for models of communication networks.
They share the DNC background with the tool proposed in this paper, i.e., the use of arrival
curves, service curves, and algebraic formulations for delay and backlog analysis. In this
section, we review the most relevant existing tools and surveys that are closely related to our
approach.

Nancy is an open-source DNC library developed by Zippo and Stea [39] implemented in
the C# language. Similar to our new tool, curve modeling is implemented with ultimately
pseudo-periodic curves. As inout, Nancy uses so-called “Nancy Expressions” [32] — i.e., the
(min,plus)-algebraic term derived with DNC. This approach still allows for optimization of
computational performance and analysis results by manipulating the terms. For example,
the authors of Nancy developed and implemented a method for taking advantage of the
connection between (min,plus) and (max,plus) algebras to speed up computations even
further [38]. This is in contrast to the NCorg DNC approach to run a different analysis on a
graph, i.e., using a graph as an earlier entry point that will eventually result in an expression.
Notably, the Nancy library also implements the dual (max,plus) calculus [19].

Real-Time Calculus (RTC) Toolbox [34] is an analysis tool for RTC, an extension of DNC.
Put simple, RTC uses the same mathematical background, including (max,plus) calculus,
to derive bounds. With its focus on embedded systems, the RTC toolbox was developed in
two parts. There is a library implementing (min,plus) and (max,plus) calculus on ultimately
pseudo-periodic curves, written in Java. A Matlab interface to model the system to be
analyzed as a network of components. While neither of these two parts is open source, there
were efforts to let the DiscoDNC use the interface of the Java-implementations of the RTC
toolbox [24]. There efforts did not come to fruition and are entirely superseded by our
proposed tool.

Saihu [33] is an approach to combine multiple solutions into one single tool. The observed
tools are: DiscoDNC (called DiscoDNC [7]), Panco [8], a Python program proposed by
Bouillard using linear programming, and xTFA [31] a solution focusing on Total Flow
Analysis. Saihu works by creating a network via xml (device graph) or JSON (server graph),
calling the three analysis tools and extracting the computational results. Given either of
these graphs as entry point, Saihu does not integrate Nancy as it relies on the respective
tools to derive the expression.
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Figure 2 Device graph converted to a feed-forward server graph with TP starting with Device 1.
The turn from Device 2 over Device 1 to Device 3 is explicitly shown.

For a broader overview on DNC tools, we refer to the survey of Zhou et al. [36] that

compares twelve existing solutions for computing performance bounds in networks — including
the RTC Toolbox and the precursor of the NCorg DNC, DiscoDNC.

4 NCorg DNC Tool Implementations

The NCorg DNC Tool is a Java-based approach to model networks and automate derivation
of DNC bounds, mainly deterministic bounds on a server’s backlog as well as flow’s end-to-end
delay. Fundamentally, the user is enabled to create a directed graph of servers (server graph)
and the flows crossing these servers — manually or derived from a device graph. Furthermore,
the NCorg DNC tool offers sophisticated analysis methods, such as FIFO tandem analysis,
PMOO analysis, Separate Flow Analysis (SFA), Total Flow Analysis (TFA) and Tandem
Matching Analysis (TMA), resulting in even tighter performance bounds.

The NCorg DNC Tool originated from DiscoDNC [7]. Since the publication of DiscoDNC,
research evolved, producing more sophisticated modeling methods and performance bounds
calculations. In this section, we present our improvement and feature extensions, resulting in
a state-of-the-art DNC analysis tool.

4.1 Network Modeling

To apply DNC, a network of full-duplex Ethernet devices must be modeled as a directed
graph consisting of servers and links (server graph). For performance analysis, such networks

are required to satisfy the feed-forward property [17], meaning that the graph must be acyclic.

In other words, the network must not contain any cycles, which prevents flows from forming
cyclic dependencies [12].

In practice, however, real-world networks are usually represented as undirected graphs
that represent the connection between devices (device graph). This representation is more
intuitive, since network links are typically full-duplex. For instance, modern Ethernet
standards support only full-duplex communication [1, 2]. To analyze these networks using
DNC, they must first be transformed into directed feed-forward networks, where servers
correspond to queues and edges represent the links between those queues.

A first commonly found convention for the required conversion from a device graph to a
network graph is that of output queueing only. ILe., it is assumed that the input queues are
served at line speed and the switching fabrics responsible for the “turns” connecting input
and output is zero. These assumptions lead to the output queue being the only parts of
devices to be modeled in the server graph.

6:7

ECRTS 2026



6:8

Deterministic NetCal Calculations from Models to Bounds

Yet, a straightforward conversion from an undirected to a directed graph is likely to
introduce cycles. To preserve the feed-forward property required by the DNC analyses, the
network must be converted using a method that avoids such cycles. We have implemented
the following algorithms to transforms device graphs into cycle-free server graphs, as well
as algorithms to convert traffic demands defined in the device graph to flows in the server
graph.

Spanning Tree Protocol (STP)

The STP is a simple and straightforward algorithm to break cycles, introduced in [21] and
standardized by the IEEE in [3]. The algorithm constructs a spanning tree on the device
graph and allows traffic to be routed only along the edges of the tree. Every edge not in the
tree is discarded during the conversion.

SpanningTreeProtocol spt = new SpanningTreeProtocol();

Up/Down Routing

Up/Down Routing is an extension to the STP, also taking advantage of a spanning tree.
Nodes are assigned with levels, defining the distance to the root and edges are given a
direction “up” (toward the root) or “down” (away from the root). Traffic cannot be sent to
an “up” link from a “down” link, resulting in an acyclic network [29].

UpDownRouting udRouting = new UpDownRouting();

Turn Prohibition (TP)

TP is another routing algorithm, proposed in [16]. A turn is represented by a tuple (a, b, ¢)
where a flow can go from node a over node b to node ¢. Turns can be either allowed or
prohibited. The TP algorithm iteratively examines each node for cycles and prohibits turns
around that node. An example is shown in Figure 2. The algorithm can be found in
Algorithm 1 in Appendix A, exemplifying implementations of the tool.

TurnProhibition turnProhibition = new TurnProhibition();

After breaking up the cycles, a path routing algorithm is necessary to convert the traffic
demands into flows. NCorg DNC is capable of using Shortest Path Routing and Greedy
Routing.

Shortest Path Routing

The shortest path routing algorithm is the simplest path routing algorithm [11]. It utilizes
breadth-first search to find the shortest path between a source and a destination in the
server graph. The sources are the servers corresponding to the device the traffic demand
originates from and the destinations are the servers corresponding to interfaces sending to
the destination of the traffic demand.

ShortestPath sp = new ShortestPath();
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Figure 3 Approximating a Step Function and a TMDA curve with Token-bucket and Rate-latency,
respectively.

Greedy Routing (GreedySFA)

GreedySFA goes through the list of communication demands iteratively. For each demand,
it retrieves all possible paths from its source to destination (or interfaces sending to the
destination in the server graph abstraction). Then, the (valid server graph) path with the
lowest “congestion” is selected and added to the server graph as a flow with the arrival curve
of the traffic demand. While congestion can be defined in a variety of ways, we focus on
incorporating DNC and the tool support offered by the NCorg DNC. That is, we compute a
consequence of “congestion”: delay bounds. Doing so, we can exploit the benefits of SFA
analysis and improve accuracy.

Greedy SFA gSFA = new GreedySFAQ);

4.2 Extension of Curve modeling

Descriptions of data flows and the amount of service a system can process, are modeled via
functions. These functions can be either right- or left-continuous and the deconvolution is,
for example, not closed in Fy. In practice, assuming left-continuous and enforcing results
of operations to be in Fy does not decrease the power of DNC. Therefore, we explicitly
implement these two assumptions.

Our solution to algorithmic implementations is based on the theoretical work in [9].

DiscoDNC dealt with curve modeling by using ultimately affine curves, i.e., piecewise linear
segments with the last segment being used for extension, yet reliable computations were
restricted to token buckets and rate latencies:

» Definition 12 (Ultimately affine Curves). Let f be a function from X into R U {—o0, 400}
where X =N or Ry, then: f is ultimately affine if

T e X, 3o, peRVE>T, f(t) =pt+ 0 orVt>T, f(t) = +oo (resp. — )

Even though trivial curves shapes like token-bucket and rate-latency are possible, we want to
make an effort to allow more complex curve shapes. Most notably, the capability of modeling

step functions and Time-Division Multiple Access (TDMA) curves is a useful enhancement.

Step functions are a key component of the DNC related research field known as RTC. Further,
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the new curve modeling allows for TDMA curves which are used in TSN. To highlight the
difference, refer to Figure 3. In order to model an arrival curve in the form of a step-function
with DiscoDNC, the user is forced to approximate the function with a token-bucket curve.
It is clear that such approximations can result it loss of information and therefore worse
performance bounds.

The NCorg DNC Tool contains a migration from ultimately affine curves to ultimately
pseudo-periodic curves to deal with this issue:

» Definition 13 (Ultimately pseudo-periodic Curves). Let f be a function from X into RU
{—00,+0} where X =N or Ry, then: f is ultimately pseudo-periodic if

AT € X,3(c,d) e Rx X* Vt > T, f(t+d) = f(t) +c

In other words, the curves are defined by a list of linear segments and a periodic part.
In contrast to the previous definition, the periodic part can be set on multiple segments,
hence the periodic extension is not limited to be linear. Going back to the example of the
step function in Figure 3, now the step function can be modeled precisely by setting the
pseudo-period to the first step.

4.3 Extension of Deterministic Network Calculus Analyses

In Section 2 we have introduced the established DNC analyses: TFA, SFA and PMOO. Since
the release of DiscoDNC [7], further methods evolved from research. In particular, we are
focusing on TMA and FIFO Tandem Analysis, both of which we have implemented in our
solution.

FIFO Tandem Analysis

Multiplexing using the FIFO scheduler requires setting a latency parameter 6, which dictates
the tightness of performance bounds. A poorly set 6 results in a suboptimal, though valid
upper bound. The objective is to derive the least (non-zero) residual forwarding service for a
flow of interest, considering the interfering flows. Scheffler and Bondorf tackle the problem
in [25] and provide the foundation for the FIFO Tandem Analysis: LUDB-FF, an extension
to Least Upper Delay Bound (LUDB) [4, 5] for feed-forward networks.

LUDB-FF works by decomposing the feedforward graph into a sequence of tandems, which
are then decomposed into sequences of tandems without overlapping interference by LUDB.
In the end, we are left with nested tandems, i.e., sequences of servers with disjunct paths or
a flow path is a subpath of a different flow path.

The FIFO Tandem Analysis can be used in the NCorg DNC Tool as follows:
FIFOTandemAnalysis fta = new FIFOTandemAnalysis();

FIFO Analysis Optimization with NLP LUDB

The FIFO Tandem Analysis in Section 4.3 changes the network topology in order to be able
to find an optimal 6 parameter. LUDB proposes to use optimization algorithms to find the
free 6 values. Herll and Bondorf showed in [18] that the search for the § parameter can
be modeled as a non-linear programming (NLP) problem. The NLP is then solved with
Differential NetCal, NC [15]. There exists an open-source extension to NCorg DNC? with an
implementation of NLP LUDB.

2 https://github.com/Lukasssssssssss/ICPE2025-Non-1inear-Programming-for-the-Network-Cal
culus-Analysis-of-FIFO-Feedforward-Networks
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Tandem Matching Analysis (TMA)

Schmitt et al. have shown in [27] that PMOO is not superior for all possible network
topologies. On one hand, SFA has the inherent problem of considering multiplexing more
than once if cross-flows share longer (sub-)paths with the flow of interest, which leaves room
for improvement that PMOO builds upon. On the other hand, PMOO is solving the problem
by convolving sub-tandems before subtracting cross flows but this comes with a problem.
The convolution effectively merges multiple nodes together and by that removes information

about the network topology. In some cases, this leads to worse performance bounds than SFA.

In [6] this problem is tackled by breaking down the bounding process into two parts:
Bounding cross-traffic arrivals locally, i.e., at the point of interference with the flow of
interest
Tandem analysis using the Concatenation Theorem 11

Essentially, the system is decomposed into the least amount of sub-systems without losing

topology information. SFA corresponds to the maximum amount of sub-systems while PMOO

always inspects networks as one single server.
The TMA can be used in the NCorg DNC Tool as follows:

TandemMatchingAnalysis tma = new TandemMatchingAnalysis();

5 Examples

In this section, a simple yet fully working example is provided to present the implementation,
focusing on the added features since DiscoDNC. The provided code is an implementation
example for the following tasks:

1. Create a device graph and transform it into a server graph.

2. Initialize the service curves with step functions using ultimately pseudo-periodic curves.

3. Derive backlog bound and delay bound using TMA and FIFO Tandem Analysis.

Network Creation

The first step is the creation of a network. The code is an implementation of the network
shown in Figure 2. For simplicity, we use the same service curve for all devices, in this
case a step function. After network definition, the device graph can be transformed into a
server graph by choosing a routing algorithm and a path selection algorithm, namely TP
and GreedySFA.

DeviceGraph deviceGraph = new DeviceGraph();
Device devicel = deviceGraph.addDevice("1");
Device device2 = deviceGraph.addDevice("2");
Device device3 = deviceGraph.addDevice("3");
Device device4 = deviceGraph.addDevice("4");

Curve arrivals
CurveFactory.createStepFunctionArrival (1.0 ,1.0 ,2.0);
Curve service =
CurveFactory.createStepFunctionService (1.0 ,2.0 ,2.0);
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addLink (devicel,
addLink (device2,
addLink (device4d,
addLink (device3,

deviceGraph.
deviceGraph.
deviceGraph.
deviceGraph.

deviceGraph
deviceGraph.
deviceGraph.

TurnProhibition turnProhibition =
GreedySFA greedySFA =
ServerGraph sg =

deviceGraph.convertToServerGraph (turnProhibition,

Performance Bounds and Analysis

device2,
device4d,
device3d,
devicel,

.addTrafficDemand (devicel,
addTrafficDemand (device?2,
addTrafficDemand (device3,

NetCal Calculations from Models to Bounds

service);
service);
service) ;
service);
device2, arrivals);
arrivals);
arrivals);

device3d,
deviced,

new TurnProhibition ();

new GreedySFA(0,0);

greedySFA);

After network initialization, we can proceed with the computation of the performance bounds
backlog and delay. For that, an analysis method has to be chosen. In this example, TMA

and FIFO Tandem Analysis are shown.

for (Flow foi sg.getFlows ()) {

// TFA

TotalFlowAnalysis tfa =
tfa.performAnalysis (foi);
Number delayTFA =
Number backlogTFA =

// SFA

SeparateFlowAnalysis sfa =
sfa.performAnalysis (foi);

Number delaySFA =
Number backlogSFA =

// TMA

TandemMatchingAnalysis tma =
tma.performAnalysis (foi);

Number delayTMA =
Number backlogTMA =

// FIFO Tandem Analystis

FIFOTandemAnalysis fta =
fta.performAnalysis (foi);
Number delayFTA =
Number backlogFTA =

new TotalFlowAnalysis (sg);

tfa.getDelayBound () ;
tfa.getBacklogBound () ;

new SeparateFlowAnalysis(sg);

sfa.getDelayBound ();
sfa.getBacklogBound () ;

new TandemMatchingAnalysis(sg);

tma.getDelayBound () ;
tma.getBacklogBound () ;

new FIFOTandemAnalysis(sg);

fta.getDelayBound () ;
fta.getBacklogBound () ;
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6 Performance Evaluation

This section evaluates the impact of the modifications introduced in Section 4.2. As our
contribution primarily consists of functional enhancements to an existing implementation,
the evaluation focuses on three key aspects: correctness, computational performance and
improved accuracy.

First, we conducted a series of sanity checks to ensure that the migration from affine
curves, i.e., ultimately affine curves with 7" = 0, to ultimately pseudo-periodic curves preserves
the performance bounds. Our checks verify that the migration does not introduce unintended
deviations®.

Second, we analyze changes in the non-functional behavior of the updated tool. To this
end, we provide two experiments in this section:

The goal of the first experiment is to investigate the computational time difference
between the old and the new curve representation under same conditions. For that, we run a
sample of calculations with NCorg DNC with equal affine curves (token buckets and rate
latencies) with the DiscoDNC and the NCorg DNC. Note again, that these are stored as
ultimately pseudo-periodic curves in the latter.

The goal of the second experiment is to show the potential benefits in delay bounding
tightness when taking advantage of the new curve modeling. To that end, we compare model
the strict service curves with TDMA curves and the arrival curves with step-functions. I.e.,
with the tightest ones that can be abstracted as affine curves, as shown in Figure 3. These
computations are subject to hyperperiod explosion as well as growing computational demand
by the arbitrary-precision rational number representation introduced in the NCorg DNC.

6.1 Experiment Setup

For our evaluation, we took a sample of the networks created in [26]. As they were created
randomly for computations with DiscoDNC’s real-based number backend, we shortened to
two decimals to allow for a smaller input representation to the NCorg DNC and set latencies
to 0. The network characteristics are presented in Table 1.

Table 1 Properties of networks used in the performance evaluation. Showing number of servers,
number of (directed) edges and number of flows for each network.

Method | Net 1 Net2 Net3 Netd4 Net5 Net6 Net7 Net8

Servers 14 20 50 14 18 6 24 56
Edges 14 26 90 14 20 4 28 84
Flows 17 33 230 17 27 4 47 244

We created step functions and TDMA functions from token-bucket arrival curves and
rate-latency service curves in these networks, respectively. Step functions are such that the
burst matches the given one, step width are 1 and step hight calculated according to the
arrival rate. TDMA curves are ultimately pseudo-periodic, too, with a latency of 0.5 followed
by twice the original rate-latency curve’s rate for another 0.5 time units.

Experiments were conducted on a Dell Latitude 7350 laptop with an Intel Core Ultra
7165U CPU, 32GB RAM, running Ubuntu 22.04 LTS. Due to the computational demand,
we capped to a max of 20 flows to be analyzed per network. Further, to ensure fairness,
a warm-up is enforced to reduce noise from JVM optimization processes (e.g., on-demand
loading of libraries) before conducting the measurements.

3 Source code and raw data are available at https://github.com/wlad-p/ECRTS2026-NCorgDNC-v3
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Figure 4 Mean delay bounds in different Networks using a combination of step-functions and
TDMA curves versus a combination of token-bucket and rate-latency approximations in time units.

Table 2 Mean Execution Times of Total Flow Analysis (TFA) and Separate Flow Analysis (SFA)
in different Networks in milliseconds.

Method Net 1 Net 2 Net 3 Net 4 Net 5 Net 6 Net 7 Net 8

DiscoDNC TFA 0.1325 0.1390 0.7304 0.1273 0.1945 0.1547  0.2329 0.6312
NCorgDNC TFA | 0.4851 1.6143  3.4757 1.1540 1.2496 0.4973  2.3563 3.8973
DiscoDNC SFA 0.3202 0.5063 7.4838 0.2317 0.6177 0.3334 0.9569 10.0847
NCorgDNC SFA | 2.1244 6.5166 18.7477 4.5612 5.2179 1.9350 11.2209 24.2629

We focus on TFA and SFA for the analysis method and Arbitrary Multiplexing. On the
one hand, these are the most common analyses in the literature and implemented in other
tools as well. On the other hand, the theory behind PMOO, TMA and LUDB restricts them
to (a combination of) affine curves as input. That is, only TFA and SFA allow us to run all
experiments under equal setting.

6.2 Results and Evaluation

Table 2 depicts the outcome of the first experiment. In Figure 5 the experiment is presented
visually. Overall, the results indicate that the migration to ultimately pseudo-periodic curves
causes based on a arbitrary precision number representation (rationals based on Java’s
BigInteger implementation) a noticeable computational overhead compared to the previous
version. Across all scenarios, execution times increase on average by a factor of 7.8190.
The results of the second experiment are presented in Figure 4. In our case, every analysis
returned tighter delay bounds.

On average the delay bounds decrease by 47.5% using the sophisticated curve shapes.
While the increase in runtime is non-negligible, it must be considered in the context of the
substantially enhanced modeling capabilities provided by the updated tool.
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Figure 5 Mean Execution Times of Total Flow Analysis (TFA) and Separate Flow Analysis
(SFA) in different Networks in milliseconds.

The new curve shapes expand the range of precisely analyzable scenarios and enable
analyses that were not supported in DiscoDNC. The observed computational overhead
represents a trade-off between computational efficiency and expressive power. For many
practical use cases, the increased flexibility, functionality and better performance bounds
outweigh the additional execution time.

7 Conclusion

In this paper, we presented the NetworkCalculus.org Deterministic Network Calculator
(NCorg DNC) Tool, a Java-written toolbox for Deterministic Network Calculus (DNC),
evolved from Disco Deterministic Network Calculator (DiscoDNC). As discussed, we ex-
tended the capabilities by new analysis methods: Tandem Matching Analysis and FIFO
Tandem Analysis, alongside with a FIFO 6 parameter optimizer via an external module.
We implemented routing algorithms tailored to full-duplex systems, which are commonly
encountered in practical real-world network application, including Time-Sensitive Networking.
Further, we improved the curve modeling by switching to ultimately pseudo periodic curves,
extending possible curve shapes, especially with step function and Time-Division Multiple
Access (TDMA) and presented via experiments the trade-off between computational efficiency
and the broader modeling capabilities.

Future Work

The presented extensions, in particular on regarding modeling power, naturally introduce
complexity and are thus a trade-off with computational performance. A natural future
work item is thus to tackle the performance overhead while keeping the new variety of
possible curve shapes. It may be possible to leverage the Nancy tool, i.e., interface with
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it by using DNC expressions. This approach seems less complex than the integration of
an entirely new backend, as was attempted with the Real-Time Calculus (RTC) toolbox.
Last, (max,plus) calculus is dual to (min,plus) calculus with the pseudo-inversion of curves
allowing to switch between both. IL.e., implementing the pseudo-inverse immediately allows

(max,plus) derivations with our tool. Coupled with an interpreter of RTC MatLab models,

our tool could provide an open-source alternative to the RTC toolbox.
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A Appendix

Algorithm 1 TurnProhibition by Starobinski et al. [30].

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:

1
2
3
4
5:
6
7
8
9

: function TURNPROHIBITION(DeviceGraph G)

ProhibitedTurns = §)
SpecialNodes = ()
RECURSIVETP(G)

end function
: function RECURSIVETP (DeviceGraph Component)

if Component.size < 1 then

return
end if
Node = NodeOfMinDegree(Component) > tiebreaker
SpecialNode = getSpecialNode(Component) > if # then null

for all Neighborl of Node do
for all neighbor2 of Node do
if neighborl # neighbor2 then
ProhibitedTurns add (neighborl, Node, neighbor2)
end if
end for
end for
NewComponents = getConnected Components(Component — Node)
if NewComponents.size > 1 then
for all disconnectedComponent in NewComponents do
if disconnectedComponent does not contain SpecialNode then
SpecialLink = getConnectingLink(Node, disconnectedComponent)
SpecialNodes add SpecialLink
for all disconnectedComp2 in NewComponents do
if disconnectedComp2 # disconnectedComponent then
SpecialLink2 = getConnectingLink(Node, disconnectedComp2)
ProhibitedTurns remove (SpecialLink, Node, SpecialLink2)
ProhibitedTurns remove (SpecialLink2, Node, SpecialLink)
end if
end for
end if
end for
end if
for all Component in NewComponents do
RECURSIVETP (Component)
end for

38: end function
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