
PALSAT: Deep Cooperation of Unit Propagation
and Local Search in Incomplete SAT Solving
Mingming Jin #

School of Computer Science and Technology, Huazhong University of Science and Technology,
Wuhan, China

Zhijie Kuang #

School of Computer Science and Technology, Huazhong University of Science and Technology,
Wuhan, China

Jiongzhi Zheng #

Huawei OptVerse Solver, Beijing, China

Kun Mao #

Huawei OptVerse Solver, Beijing, China

Kun He #

School of Computer Science and Technology, Huazhong University of Science and Technology,
Wuhan, China

Abstract
The Boolean Satisfiability (SAT) problem is a fundamental NP-complete problem. Algorithms for
SAT include complete ones, typically based on Conflict-Driven Clause Learning (CDCL) methods,
and incomplete ones, mostly following local search frameworks. CDCL solvers perform very well on
complex structured instances. Local search (LS) algorithms cannot compete with CDCL solvers on
structured instances, but show good performance on random and crafted instances, and also serve as
an important component in top CDCL solvers. This raises a natural question: can techniques from
complete SAT solving be used to improve incomplete solvers? This paper proposes the PALSAT
(Progressive Activation Local Search for SAT) incomplete solver to answer it, which integrates the
core techniques from both sides, Unit Propagation (UP) and LS. PALSAT starts from a subproblem,
which relaxes many variables, and uses UP to progressively activate the search space (i.e., expand
the subproblem). When a conflict is encountered, LS is invoked to repair it by searching all variables
induced in the subproblem and the conflict. PALSAT ensures that the subproblem size increases
monotonically and that the search process gradually approaches the full formula. In PALSAT,
UP can guide growth direction based on the structure, and LS can efficiently repair conflicts.
Their cooperation leads to some promising results. After a decade of evolution in CCAnr and
probSAT variants, PALSAT represents a new incomplete algorithm framework with significantly
better performance across various benchmarks.
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1 Introduction

Boolean satisfiability (SAT) is a central problem in computer science. It asks whether
there exists an assignment to a set of Boolean variables that satisfies all clauses in a given
Conjunctive Normal Form (CNF) formula. As the first problem proven to be NP-complete,
SAT plays a central role in computational complexity theory and has contributed significantly
to the development of search and reasoning techniques. Beyond its theoretical significance,
modern SAT solvers have been used in a wide range of practical domains, including bounded
model checking [9], combinational equivalence checking [14], program verification [10], and
safety property checking [21].

Algorithms for SAT are commonly divided into two types. The first consists of complete
solvers, represented by the Conflict-Driven Clause Learning (CDCL) [22] approach. Extending
the classical DPLL backtracking framework [11], CDCL solvers interleave decision making and
Unit Propagation (UP) with conflict detection, conflict analysis, and clause learning [3]. This
systematic search process ensures that CDCL solvers either find a satisfying assignment or
prove unsatisfiability. Over the past decades, CDCL solvers have shown strong performance
across various structured and industrial benchmarks.

The second class includes incomplete solvers, most notably Local Search (LS) algorithms [1,
4, 12]. Instead of constructing a search tree, LS maintains a full assignment and iteratively
flips variables to reduce the number of unsatisfied clauses. Although it does not provide
completeness guarantees, LS is simple and memory-efficient. Owing to its heuristic nature,
it can sometimes find (near-)satisfying assignments quickly on certain instances. For these
reasons, LS is widely used as a heuristic component in modern CDCL solvers.

Despite its simplicity and efficiency, LS is less robust on complex structured instances.
Score-based flips do not perform logical reasoning, and a change in one variable may affect
many related clauses, making stable progress difficult. In contrast, complete solvers rely on
UP to derive implied assignments and simplify the formula throughout the search, thereby
reducing the search space. Motivated by this contrast, we introduce a framework that
integrates UP into LS to regulate the evolution of the search space, which provides a
principled way to enhance LS with UP while preserving its computational efficiency.

In this paper, we propose PALSAT (Progressive Activation Local Search for SAT), an
incomplete solver that unifies UP and LS in a single framework. PALSAT begins with a
relaxed subproblem and progressively activates variables through propagation, while LS
repairs conflicts within the currently activated region. The induced subproblem grows
monotonically and search states are preserved across stages. In this way, UP guides the
structural expansion of the search space, while LS performs efficient conflict repair inside it.

To support this progressive activation principle, both components are redesigned in
a coordinated manner. On the expansion side, UP is combined with structured variable
selection to regulate the activation order. On the repair side, we introduce clause activation
control, a two-step escape strategy, and a size-aware restart mechanism within each induced
subformula. Rather than using propagation only as preprocessing or as an auxiliary local-
move enhancement, PALSAT leverages UP to regulate the growth of the search space itself,
coupling structural expansion with local refinement. Experimental results demonstrate
substantial improvements over state-of-the-art incomplete solvers on recent SAT Competition
benchmarks and the FCC dataset, showing the benefit of UP-guided progressive activation.
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2 Preliminaries

2.1 Definitions and Notations

A SAT instance is defined over a set of Boolean variables V = {v1, v2, . . . , vn}. A literal l

is either a positive variable vi or its negation ¬vi. A clause C is a disjunction of literals
(i.e. Ci = li1 ∨ li2 ∨ · · · ∨ lij), and a CNF formula F is a conjunction of clauses (i.e.
F = C1 ∧C2 ∧ · · · ∧Cm), which can be viewed as a set of clauses, i.e. F = {C1, C2, . . . , Cm}.
Given a clause Ci, its length, denoted by |Ci|, is the number of literals it contains.

An assignment maps each variable to a Boolean value in {0, 1}. It satisfies a literal if the
literal evaluates to true, and satisfies a clause if at least one of its literals is true; a formula is
satisfiable if all its clauses are satisfied under some assignment. A partial assignment assigns
values to only a subset of variables. Under a partial assignment, a clause is unit if exactly
one literal remains unassigned while all others are assigned false. A conflict occurs under a
partial assignment if some clause has all its literals assigned false. We next define several
notions based on partial assignments, which are used to describe PALSAT.

▶ Definition 1 (Active Variables). Given a partial assignment, active variables are those with
assigned values.

▶ Definition 2 (Active Clauses). Given a partial assignment, a clause C is active if all the
variables corresponding to the literals in C are active.

▶ Definition 3 (Induced Subproblem). Given a partial assignment, an induced subproblem is
the sub-formula containing all the active clauses.

2.2 Unit Propagation

UP is a fundamental reasoning component in complete SAT solvers. It iteratively assigns
the remaining literal in each unit clause to true, as this is the only way to satisfy the clause
under the current assignment. Each such assignment may simplify other clauses and create
new unit clauses, causing further propagation. The process continues until no unit clause
exists or a conflict is detected. UP runs in linear time with respect to the number of literals.
It is routinely applied to maintain consistency and simplify the formula during search.

2.3 Basic Local Search Framework

LS for SAT maintains a complete assignment to all variables and iteratively improves it
through variable flips. The neighborhood of a state consists of assignments obtained by
flipping a single variable. At each step, candidate flips are evaluated using scoring functions
that estimate their effect on the number (or weighted sum) of unsatisfied clauses, and the
best-scoring move is typically selected. To escape local optima, many LS solvers incorporate
diversification mechanisms such as probabilistic moves or adaptive clause weighting, where
the weights of unsatisfied clauses are increased to bias the search toward difficult regions.
The process continues until a satisfying assignment is found or a resource limit is reached.

SAT 2026



21:4 PALSAT: Deep Cooperation of UP and LS in Incomplete SAT Solving

3 Related Work

Related work can be broadly categorized into two directions: local search solvers for SAT
and LS approaches combined with UP.

3.1 Local Search Solvers
Local search has long been effective for satisfiable SAT instances. Representative solvers
include WalkSAT [16, 5], probSAT [1], SATTime [17], CCAnr [4], YALSAT [2], Prob-
CCAnr [12], and TaSSAT [8]. These solvers differ mainly in their scoring heuristics, diversi-
fication strategies, and clause-weighting mechanisms used to guide variable flips. Despite
substantial improvements in heuristics and implementation efficiency, they share a com-
mon paradigm: the search operates within a fixed space defined by the full formula and
explores assignments through single-variable flips. While lightweight and computationally
efficient, conventional LS exploits structural dependencies mainly through local scoring and
clause-weighting heuristics. In large or tightly constrained formulas, related conflicts may be
handled independently, leading to redundant exploration during search. In this work, we
adopt a configuration-checking-based local search strategy as the underlying LS procedure
within our framework.

3.1.1 Configuration Checking
Configuration Checking (CC) [7] is a widely used strategy in modern LS solvers to reduce
cycling during search. The key idea is to prevent repeatedly flipping a variable when the
states of its neighboring variables have not changed since its last flip. By tracking whether
the configuration of a variable has been modified, CC restricts the set of eligible variables for
flipping and thus avoids revisiting recently explored states. In practice, CC is often combined
with score-based selection strategies and diversification mechanisms. Variables satisfying the
CC condition and improving the objective are prioritized, while diversification steps may
select variables from unsatisfied clauses when no improving move exists. This mechanism
has proven effective in balancing greedy improvement and exploration in LS.

3.2 Previous Attempts to Incorporate UP into Local Search
To address the limitations of pure LS, several studies have incorporated UP into the search
process [19]. UnitWalk [15] performs UP whenever possible during each search step and
falls back to standard flips when UP is no longer applicable. QingTing [18] improves this
strategy with a more efficient implementation and dynamic switching between propagation
and conventional moves. EagleUP [13] invokes UP selectively, triggering propagation only
when the search gets trapped in a local optimum. The CnC [6] strategy applies UP in a
preprocessing phase to generate a high-quality initial assignment, which is subsequently
refined by LS.

These approaches demonstrate that propagation can provide structural information and
help resolve conflicts that are difficult to eliminate by score-based flips alone. However, they
integrate UP only at specific stages of the search. Frequent or aggressive propagation may
restrict the flexibility of local search by over-constraining variable assignments, while limited or
preprocessing-only usage provides insufficient guidance once the search evolves. Consequently,
logical reasoning affects individual decisions but does not continuously regulate how the
effective search space develops. Unlike these methods, our approach leverages propagation to
control the growth of the search space, enabling structural guidance throughout the search.
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4 PALSAT: Progressive Activation Local Search for SAT

This section presents PALSAT, a novel incomplete solving paradigm based on progressive
activation of the search space. PALSAT consists of two components: an expansion module,
which uses UP to enlarge the active subproblem, and a repair module, which uses LS to
find an assignment satisfying the current induced subproblem. Moreover, information is
transferred between these two modules to further leverage the complementarity of reasoning
and search methods.

We first provide an overview of the PALSAT framework, and then describe the UP-guided
expansion module, the LS-based repair module, and the information flow between them.

4.1 Overview of the PALSAT Framework
PALSAT organizes search through two tightly coupled modules: UP-guided Expansion
(Sec. 4.2) and LS-based Repair (Sec. 4.3), as shown in Figure 1. Rather than applying LS
over the entire formula from the outset, PALSAT maintains a partial assignment, activates
variables and clauses incrementally through decisions and UP, and uses LS to repair conflicts
in the induced subproblems over the currently activated variables.

At a high level, PALSAT can be understood as a repeated expansion-and-repair process.
In each round, the solver starts from the current partial assignment and expands the active
variable set by alternating decisions and unit propagation. When unit clauses are available,
queue-based UP assigns the forced literals and activates the corresponding variables. When
propagation reaches a fixpoint, the expansion module decides a new inactive variable according
to structural guidance and propagates again. This process continues until a conflict is detected
or a complete satisfying assignment is found. After the propagation-driven expansion stops,
if fewer variables than the target growth scale have been activated, PALSAT supplements
the active set using the controlled-growth rule. Then LS is invoked only on the induced
subproblem formed by the variables and clauses activated so far. Thus, each round first
grows the current search space through decision and propagation, and then performs local
search within the activated subproblem rather than over the full formula.

The main process of PALSAT is shown in Algorithm 1. PALSAT first initializes the
maintained partial assignment Spartial as empty (line 1), i.e., all variables are unassigned
and inactive, and computes a structural variable ordering O (Sec. 4.2.2). It then alternates
between expansion and repair until a satisfying assignment is obtained or the time limit is
reached (lines 3–6).

When UP_expand is called, Spartial satisfies the current induced subproblem. The
expansion module alternates decisions and unit propagation to enlarge the active variable set,
and returns the newly activated variables Vactivated together with the UP-phase assignment
Sup. If Sup is already satisfying, it is returned directly. Otherwise, Sup is used only to
determine the variables activated in this round; the values of newly activated variables
are reinitialized in LS_repair to avoid biasing local search toward propagation-implied
assignments. If fewer variables than the target growth scale have been activated, additional
inactive variables are introduced before repair. Finally, LS_repair repairs the induced
subproblem and returns a refined partial assignment and a hotspot variable, which guides
variable selection in the next expansion round.

In PALSAT, early stages confine LS to smaller subproblems, allowing stabilization of
partial assignments, while later stages expand the search space according to structural
implications revealed by propagation. In this sense, PALSAT implements a dimension-
controlled incomplete solver, where UP governs the expansion of the search space and LS
repairs assignments within each activated region.

SAT 2026
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Figure 1 Overview of the PALSAT framework. The UP-guided expansion module progressively
activates variables to construct induced subproblems, and the LS-based repair module repairs the
current assignment within the induced subproblem. The refined assignment and hotspot signal are
fed back to guide subsequent expansion.

Algorithm 1 Overall Procedure of PALSAT.

Input: CNF formula F

Output: Feasible solution S

1 vhot ← −1, Spartial ← ∅;
2 O ← calculate an initial ordering of variables;
3 while ∃ inactive vars and time limit unreached do
4 status, Vactivated, Sup ← UP_expand(O, Spartial, vhot);
5 if status = true then return Sup;
6 vhot, Spartial ← LS_repair(Vactivated, Spartial);
7 return ∅

▶ Example 4. To better illustrate how PALSAT operates, consider a CNF formula with four
clauses: C1 = ¬v1 ∨ v2, C2 = v1 ∨ v2 ∨ v3, C3 = ¬v1 ∨ ¬v4, C4 = ¬v2 ∨ v4. PALSAT starts
by assigning v1 = 1. UP derives v2 = 1 from C1 and v4 = 0 from C3, creating a conflict in
C4. The active variables are {v1, v2, v4}, and the induced subproblem contains C1, C3, C4.
LS repairs the conflict in the subproblem, e.g., by assigning v1 = 0, v2 = 0, and v4 = 1.
Subsequent UP assigns v3 = 1 via C2, producing a complete solution.

4.2 UP-guided Expansion Module

The UP-guided Expansion module is responsible for enlarging the active variable set and
constructing the next subproblem. Instead of exposing the full formula to LS at once, this
module determines which variables become active at each stage. The expansion is primarily
driven by UP and complemented by lightweight structural heuristics.
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4.2.1 Activation of Variables through UP
Starting from the partial assignment produced by the previous LS phase, UP derives implied
assignments and activates the corresponding variables. Each implied variable is added to
the active set. No backtracking or clause learning is performed in this stage. Propagation
continues until no further implications can be derived or a conflict is detected. The conflict
indicates that the current partial assignment is inconsistent under the expanded scope, and
the expansion process is terminated.

When UP alone cannot activate additional variables, the module selects a new unassigned
variable using two sources of guidance: a static global ordering O derived from clause structure
and the feedback from LS. Variables frequently flipped during LS (hotspot variables) are
considered unstable, and expansion prioritizes unassigned variables that co-occur with them
in clauses according to O. If no such variable exists, the highest-ranked inactive variable in
O is selected. The polarity of the selected variable is determined using literal scores derived
from clause structure. A lightweight forward check is then performed on the preferred polarity
by temporarily assigning the corresponding literal and applying UP. If this check indicates
an immediate conflict, the polarity is inverted. The selected polarity is then committed
and propagated. If a conflict is detected during this committed propagation, the current
expansion round terminates, and the constructed subproblem is passed to the repair module.

4.2.2 Initial Variable Ordering
Before the search loop, all variables are assigned static activity scores based on the clause
structure. For each variable v, the score is defined as s(v) =

∑
C∋v

1
|C| , where |C| is the

length of clause C. Variables are sorted in descending order of s(v), forming a static global
priority ordering O. This ordering is used throughout the structural expansion module
whenever a variable needs to be selected. To account for polarity differences, separate scores
are computed for the positive and negative literals of each variable. Let ls+(v) and ls−(v)
denote the literal scores obtained by restricting the summation to clauses containing the
corresponding literal. When a decision variable is selected during expansion, the polarity
with the higher literal score is preferred, reflecting its stronger structural presence in the
formula.

4.2.3 Controlled Growth of the Active Set
To avoid overly small expansion steps, we enforce a minimum growth scale. Let rv denote the
number of inactive variables, and define the target number of newly activated variables as
target_scale = max(add_thresh, rv

γ ), where γ controls the expansion granularity. Smaller
γ leads to faster growth, while larger values produce more gradual expansion. In our
implementation, γ is fixed to 20 based on preliminary calibration on a small subset of
instances, where activating roughly one twentieth of the remaining inactive variables per
round provides a reasonable balance between expansion speed and repair cost.

The minimum growth threshold add_thresh is scaled with the number of variables n:

add_thresh =


50, n ≤ 10,000,

50 + 0.01(n− 10,000), 10,000 < n ≤ 50,000,

450 + 0.005(n− 50,000), n > 50,000.

This adaptive threshold avoids overly frequent alternation between expansion and repair on
large instances while keeping the early expansion sufficiently fine-grained.

SAT 2026
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Algorithm 2 UP_expand(O, Spartial, vhot).

Input: Variable ordering O, partial assignment Spartial, and hotspot variable vhot

from previous local search.
Output: Status flag status indicating whether a complete solution is found, the set

of new activated variables Vactivated, and the solution in UP phase Sup.
1 Sup ← Spartial;
2 Initialize propagation queue U from unit clauses under Spartial;
3 Calculate target_scale;
4 status, Vactivated ← Expansion_process(O, U, vhot, Sup);
5 if status = false and |Vactivated| < target_scale then
6 for i = n down to 1 do
7 if |Vactivated| ≥ target_scale then break ;
8 vi ← the i-th variable w.r.t. O;
9 if vi /∈ Vactivated and vi is unassigned then Vactivated ← Vactivated ∪ {vi} ;

10 return status, Vactivated, Sup;

If a propagation round activates fewer variables than target_scale, additional inactive
variables are introduced in reverse global priority order. Since the current subproblem
typically focuses on highly constrained regions, directly adding high-priority variables may
sharply increase constraint density. Introducing lower-priority variables instead moderates
the expansion intensity and avoids sudden growth of the active constraint structure.

4.2.4 Algorithm of UP_expand
Algorithm 2 outlines the UP_expand procedure. The partial assignment produced by LS is
first copied to Sup (line 1). The propagation queue is initialized with unit clauses under the
current partial assignment (line 2). The target expansion scale is then computed to regulate
the growth step (line 3). The procedure calls Expansion_process to perform propagation-
driven activation (line 4). If this expansion process activates fewer variables than the target
scale, additional inactive variables are introduced according to the global ordering O to
ensure sufficient expansion (lines 5–9). Finally, the procedure returns the expansion status,
activated variables, and updated assignment (line 10).

Algorithm 3 details the propagation-driven expansion process. The procedure alternates
between queue-based unit propagation and decision. The queue U stores unit clauses; each
popped unit clause forces its unit literal, activates the corresponding variable, and may
generate new unit clauses (lines 3–8). If propagation detects a conflict, the expansion round
terminates and the induced subproblem is passed to LS repair (line 9). If all clauses are
satisfied after propagation, the procedure returns a complete solution (line 10).

When U becomes empty, the algorithm enters the decision step. It first selects an
unassigned neighbor of the hotspot variable vhot according to the ordering O; if none exists, it
selects the first unassigned variable in O (lines 11–14). The preferred polarity is determined
by the literal scores ls+ and ls− (lines 15–18). Before committing the decision, ForwardCheck
temporarily tests the preferred literal by queue-based propagation and discards all temporary
implications afterwards (line 19). If this check detects an immediate conflict, the polarity is
inverted (line 20). The resulting literal is then committed to Sup and propagated normally
(lines 21–22); any conflict during this committed propagation terminates the expansion round
(line 23).
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Algorithm 3 Expansion_process(O, U, vhot, Sup).

Input: Variable ordering O, propagation queue U , hotspot variable vhot, solution
Sup in UP phase.

Output: Status status indicating success, new activated variables Vactivated.
1 Vactivated ← ∅;
2 while time limit not reached and unassigned variables exist do
3 while |U | > 0 do
4 C ← pop a unit clause from the propagation queue U ;
5 l, v ← the unassigned literal and its corresponding variable in C;
6 assign v to satisfy l and update Sup;
7 Vactivated ← Vactivated ∪ {v};
8 conflict← propagate(l) and update U ;
9 if conflict then return false, Vactivated;

10 if all clauses are satisfied then return true, Vactivated;
11 vselect ← first unassigned neighbor of vhot w.r.t. O;
12 if vselect = null then vselect ← first unassigned variable w.r.t. O ;
13 if vselect = null then return false, Vactivated;
14 Vactivated ← Vactivated ∪ {vselect};
15 if ls+(vselect) > ls−(vselect) then
16 lprop ← vselect;
17 else
18 lprop ← ¬vselect;
19 conflict← ForwardCheck(lprop);
20 if conflict then lprop ← ¬lprop ;
21 assign vselect to satisfy lprop and update Sup;
22 conflict← propagate(lprop) and update U ;
23 if conflict then return false, Vactivated;
24 return false, Vactivated;

4.3 LS-based Repair Module
The LS-based repair module repairs the current assignment within the induced subproblem.
We employ a CC-based LS solver due to its stable performance across diverse SAT instances.

4.3.1 Integration of Newly Activated Variables
When new variables are activated by the UP-guided expansion module, they are incorporated
into the current search state without restarting the solver. Assignments of previously
activated variables are preserved. Newly introduced variables are initialized randomly to
avoid bias toward propagation-implied values, which may not align with the current score-
driven configuration. Clauses are enabled for LS only when all their variables have been
activated. When a clause becomes fully active for the first time, its weight is initialized
to 1. Clauses containing inactive variables are excluded from score computation and the
clause weighting scheme. Consequently, LS always operates on the subformula induced by
the current active variable set.

Algorithm 4 summarizes how newly activated variables are integrated into the LS state.
Each new variable is initialized and marked eligible for flipping (lines 1–3). Clauses that
become fully activated are marked active and assigned initial weights (lines 4–5), after which
global statistics are updated (line 6).

SAT 2026
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Algorithm 4 Import_activated_vars(Vactivated, Scur).

Input: Newly activated variables Vactivated and current assignment Scur

1 for v ∈ Vactivated do
2 assign a random value to v in Scur;
3 v.flip_timestamp← 0, v.conf_change← true;
4 for C contains v do
5 if all variables in C are activated then C.active← true, C.weight← 1 ;

6 Update the average weight of clauses;

4.3.2 Local Search on the Induced Subproblem
After integration, local search proceeds on the current induced subproblem. Variable flips
are restricted to activated variables, and both score computation and score updates consider
only active clauses. Clause-weight updates are also applied only to active clauses. The
solver continues from the existing assignment rather than restarting after each expansion,
and clause weights, variable scores, and related statistics are updated incrementally. This
preserves search information accumulated in earlier stages and allows it to carry over as the
subproblem grows.

4.3.3 Stagnation Handling Mechanism
To handle stagnation during local search, we distinguish between local optimality under
single-variable flips and longer-term search stagnation.

When the search reaches a local optimum, a two-step move strategy [23] is used to
examine whether improvement exists beyond single-variable flips. Specifically, we sample
at most 10 unsatisfied clauses, and randomly select one variable from each sampled clause
to form the first-step candidate set. For each candidate variable, we tentatively flip it and
evaluate the resulting state by considering a subsequent best flip among the eligible variables.
If the combined score improvement of the two-step move is positive, the move is accepted
immediately. Otherwise, the best single-flip move and the best two-flip move are compared,
and the one with the larger score improvement is executed. This mechanism enables the
solver to escape single-step local optima while maintaining limited computational overhead.

To control longer-term stagnation, each search phase is assigned a flip bound, denoted as
add_flip_num, which limits the number of consecutive non-improving flips allowed before
the repair phase is considered stagnant. Let |Va| denote the number of currently activated
variables. In our implementation, add_flip_num is set to 1000× |Va| and clipped to the
interval [5× 106, 2× 107]. This setting gives larger induced subproblems more local-search
effort while preventing a single repair phase from consuming excessive running time. If no
sufficient progress is observed within this bound, a restart is triggered. The assignment is
reinitialized alternately from the best solution found in the current subproblem and from a
random assignment, and clause weights are reset. This maintains search mobility without
interfering with the progressive expansion strategy.

4.3.4 Algorithm of LS_repair
Algorithm 5 describes the LS-based repair procedure on the current induced subproblem.
The current assignment Scur is initialized from previous LS assignment Spartial (line 1), and
newly activated variables are incorporated via Import_activated_vars (line 2). The violated
clause set, variable scores, and the good variable stack stk are then initialized (line 3).
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Algorithm 5 LS_repair(Vactivated, Spartial).

Input: Newly activated variables Vactivated, partial assignment Spartial

Output: Hotspot variable vhot and refined assignment S∗

1 Scur ← Spartial, vhot ← −1, S∗ ← Scur;
2 Import_activated_vars(Vactivated, Scur);
3 Initialize violated clause set, variable scores, and goodvar stack stk;
4 while time limit unreached do
5 step_limit← add_flip_num, step← 0;
6 while step ≤ step_limit do
7 if Scur improves over S∗ then
8 S∗ ← Scur;
9 if S∗ is feasible then

10 vhot ← variable with most flips in this round;
11 return vhot, S∗;
12 step_limit← step + add_flip_num;
13 if |stk| > 0 then
14 flip variable with highest score in stk (satisfying CC);
15 else
16 flip variable using two-step move strategy;
17 if two-step local optimum is detected then update clause weights ;
18 update variable scores and stk;
19 step← step + 1;
20 restart assignment;
21 vhot ← variable with most flips in this round;
22 return vhot, S∗;

The search proceeds under a global time limit (line 4). A flip bound step_limit is set
to add_flip_num (line 5), and flips are performed within this bound (line 6). Whenever a
better assignment is found, S∗ is updated (lines 7–8). If a feasible assignment is obtained,
the most frequently flipped variable in this phase is returned as the hotspot vhot (lines 9–11).
Otherwise, the flip bound is extended to allow further exploration (line 12).

For move selection, if the good variable stack is non-empty, the highest-score variable in
stk is flipped (lines 13–14); otherwise, the two-step strategy is invoked (lines 15–16), and
clause weights are updated when a two-step local optimum is detected (line 17). After each
flip, scores and stk are updated (lines 18–19).

4.4 Information Flow Between Two Modules
The UP-guided expansion module and the LS-based repair module form a tightly coupled
two-level loop: propagation determines how the subproblem grows, while LS repairs the
conflict within the current active scope.

From repair to expansion, the partial assignment maintained by LS serves as the input
to propagation. UP is applied on top of this evolving assignment, activating newly implied
variables and expanding the active variable set. From expansion to repair, the enlarged active
set defines a larger induced subformula on which LS normally continues from the inherited
search state. Assignments of previously activated variables, clause weights, variable scores,
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and related statistics are preserved across ordinary expansion transitions, although the LS
module may trigger an internal restart under long-term stagnation, as described in Sec. 4.3.
In addition, LS provides structural feedback via the hotspot variable, which is the variable
flipped most frequently during the search phase. When further expansion is required, the
UP-guided expansion module prioritizes activating variables that co-occur with the hotspot
in clauses, directing growth toward structurally unstable regions.

Through this bidirectional interaction, propagation controls the structural scope of LS,
while LS steers the direction of expansion. Consequently, the search space is expanded in
a guided manner rather than blindly, concentrating exploration on regions where conflicts
persist and enabling the solver to focus on structurally critical parts of the formula.

5 Analysis of the Advantages of PALSAT

In this section, we analyze the structural properties of PALSAT and explain why the
interaction between UP-guided expansion and LS-based repair can facilitate efficient search
on complex SAT instances.

5.1 Progressive Construction of the Search Space
Unlike traditional LS solvers that operate on the full variable set from the beginning, PALSAT
constructs the search space progressively. At each stage, the solver maintains an active
variable set Vt, which contains the variables currently involved in the induced subproblem
explored by LS. Variables become active through UP under the current partial assignment.

Property 1 (Monotonic Expansion). Let Vt denote the active variable set at stage t, then
V1 ⊆ V2 ⊆ · · · ⊆ VT ⊆ V . That is, once a variable becomes active, it remains active in all
subsequent stages. If the activation process reaches the full formula before the time limit,
then VT = V . This monotonic expansion ensures that the solver never discards previously
activated variables or clauses. Consequently, the search space explored by the solver evolves
as a sequence of nested subspaces S1 ⊆ S2 ⊆ · · · ⊆ ST , where St = {0, 1}|Vt| denotes the
assignment space over Vt.

Compared with exploring the full assignment space {0, 1}n from the outset, this strategy
allows PALSAT to first operate on smaller subproblems, which are typically easier to resolve
since they involve fewer interacting variables. As propagation reveals additional variables
that are relevant to the current conflicts, the search space is gradually expanded.

5.2 State Inheritance Across Expanding Subspaces
A key feature of PALSAT is that the expansion of the search space does not restart the
search process. Instead, the solver preserves the search state accumulated in earlier stages.

Property 2 (Search-State Preservation Across Expansion Stages). Let St denote the
assignment obtained by LS within the subproblem defined by Vt. When the active set expands
to Vt+1, PALSAT initializes the next stage using the inherited assignment St restricted to
Vt, unless an internal LS restart is triggered due to long-term stagnation.

In normal expansion transitions, clause weights, variable scores, and configuration inform-
ation are also preserved incrementally; after an internal restart, these LS-specific statistics
are reinitialized within the current active subproblem.
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This state inheritance allows PALSAT to reuse information learned during earlier search
phases. In normal expansion transitions without internal restart, clause weights accumulated
while resolving conflicts in smaller subproblems continue to guide the search after new
variables are activated. As a result, the solver effectively performs a form of incremental
search-space expansion in which the knowledge acquired in earlier stages influences the
exploration of later, larger subspaces.

5.3 Interaction Between UP-guided Expansion and LS-based Repair
PALSAT alternates between two complementary operations: the UP-guided expansion
module, which determines how the active variable set grows, and the LS-based repair module,
which repairs assignments within the current induced subproblem.

Property 3 (Propagation–Search Interaction). Let Vt denote the active variable set after
the expansion at stage t. The LS-based repair module modifies assignments only over Vt,
and the resulting assignment becomes the starting point for the next expansion phase.

This mechanism forms a feedback loop between propagation and search. Propagation
determines which variables become structurally relevant, while LS identifies regions of the
search space where conflicts persist. In particular, variables that are frequently flipped
during LS often lie near unsatisfied constraints in the current subproblem. By prioritizing
the activation of variables that co-occur with such variables, propagation tends to expand
the search space toward structurally unstable regions of the formula.

5.4 Summary
From a high-level perspective, PALSAT transforms the traditional flat search process of LS
into a sequence of progressively expanding subproblems. Early stages concentrate on smaller
subspaces where conflicts can often be resolved more easily, while later stages incorporate
additional variables revealed by propagation.

Through the interaction between UP and LS, the solver gradually expands its focus
toward structurally critical regions of the formula. This design enables PALSAT to combine
the structural guidance of logical propagation with the flexibility of LS, resulting in a search
process that becomes progressively more informed as exploration proceeds.

6 Experimental Results

In this section, we evaluate PALSAT on recent SAT Competition (SC) benchmarks and
the FCC dataset. We compare it with representative SAT incomplete solvers and conduct
ablation studies to assess the contribution of each component.

6.1 Experiment Preliminaries
Benchmark Datasets. We evaluate PALSAT on benchmark instances from the SC 2021–20251.
For each year, 400 instances from the main track are collected, resulting in 2,000 instances
across diverse application domains. We also include the FCC benchmark2, which contains

1 available at https://satcompetition.github.io
2 available at https://www.cs.ubc.ca/labs/beta/www-projects/SATFC/cacm_cnfs.tar.gz

SAT 2026

https://satcompetition.github.io
https://www.cs.ubc.ca/labs/beta/www-projects/SATFC/cacm_cnfs.tar.gz


21:14 PALSAT: Deep Cooperation of UP and LS in Incomplete SAT Solving

Table 1 Comparison with state-of-the-art incomplete SAT solvers on SC and FCC benchmarks.

CCAnr CCAnr2.0 probCCAnr CCAnr+CnC TaSSAT PALSAT
Instance solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2
SAT21 37 2194.96 38 2190.31 41 2173.90 35 2200.03 44 2159.26 53 2116.58
SAT22 12 2333.94 13 2323.18 24 2259.95 19 2291.10 26 2245.42 32 2219.35
SAT23 63 2031.10 45 2132.62 47 2126.65 66 2013.42 75 1974.19 80 1935.13
SAT24 55 2084.41 55 2098.61 44 2157.41 65 2035.31 61 2062.54 69 2015.22
SAT25 51 2109.79 43 2154.61 40 2172.38 59 2065.19 70 2011.14 74 1991.93
FCC 7643 103.09 7497 105.26 8017 82.24 7702 98.67 7502 107.80 8620 62.67

10,000 instances derived from the US Federal Communications Commission spectrum repack-
ing problem [20]. The FCC dataset is organized into 20 groups with both satisfiable and
unsatisfiable cases.

Solvers. To evaluate the performance of PALSAT, we compare it with state-of-the-art
incomplete solvers: CCAnr, CCAnr2.0 [4], probCCAnr [12]3, CCAnr+CnC [6]4 and TaS-
SAT [8]5. These solvers adopt different strategies in clause weighting, probabilistic selection,
and hybrid mechanisms. All solvers are tested on the same hardware under the same cutoff
settings.

Experiment Setup. PALSAT is implemented in C++ and compiled with g++ -O3. Ex-
periments are conducted on a server with an AMD EPYC 7H12 processor running Ubuntu
18.04, and all solvers are executed in single-threaded mode. We report the number of solved
instances and the average penalized running time (PAR-2). For unsolved instances, PAR-2
assigns a penalty of twice the cutoff time. The cutoff is 1,200 seconds for the 2,000 SC
instances and 200 seconds for the FCC benchmark. Best results are highlighted in bold.

6.2 Performance Comparison
Table 1 reports the performance comparison between PALSAT and representative state-of-
the-art incomplete SAT solvers on SC benchmarks and the FCC dataset, including classical
SLS solvers such as CCAnr, CCAnr2.0, and probCCAnr, the UP-based initialization variant
CCAnr+CnC, and the recent clause-weight-transfer solver TaSSAT. PALSAT consistently
achieves the highest number of solved instances across all SC datasets, clearly outperforming
the compared incomplete solvers. In particular, the gains remain clear on recent benchmarks
(SAT23–SAT25), suggesting that progressive subproblem expansion is particularly effective
on structurally complex instances.

On the FCC benchmark, PALSAT also achieves the best performance in both solved
instances and PAR-2 score. It solves 8,620 instances, surpassing the strongest FCC baseline
probCCAnr while significantly reducing the average penalized running time. These res-
ults demonstrate that integrating propagation-driven expansion with local search leads to
consistent and robust performance gains across diverse benchmark domains.

6.3 Ablation Study
To evaluate the contribution of each component, we construct eight ablation variants of
PALSAT, each disabling a single component of the framework. UP− removes propagation-
based activation. In this variant, the active set still grows progressively, but newly activated

3 The source codes are available at: https://github.com/1e2fw9f7q5/ProbCCAnr
4 CCAnr, CCAnr2.0 and CCAnr+CnC are available at https://lcs.ios.ac.cn/~caisw/Code/
5 The source codes are available at: https://github.com/solimul/tassat.git

https://github.com/1e2fw9f7q5/ProbCCAnr
https://lcs.ios.ac.cn/~caisw/Code/
https://github.com/solimul/tassat.git
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Table 2 Ablation study on UP-guided expansion module.

PALSAT UP− Control Growth− Ordering− Forward−

Instance solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2
SAT21 53 2116.58 49 2139.52 50 2137.77 49 2138.26 53 2120.36
SAT22 32 2219.35 30 2229.65 31 2224.81 31 2226.86 32 2221.38
SAT23 80 1935.13 79 1944.11 80 1939.36 79 1940.88 80 1936.04
SAT24 69 2015.22 58 2079.29 73 1996.40 74 1989.13 69 2017.72
SAT25 74 1991.93 66 2038.44 70 2012.97 64 2042.91 74 1996.48
FCC 8620 62.67 8543 66.13 8615 63.41 8592 64.30 8618 62.90

Table 3 Ablation study on LS-based repair module.

PALSAT Inc− Two-step− Restart− Hotspot−

Instance solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2 solved PAR-2
SAT21 53 2116.58 39 2198.16 45 2153.33 46 2158.96 52 2123.89
SAT22 32 2219.35 25 2256.38 24 2261.64 31 2230.17 31 2224.66
SAT23 80 1935.13 70 2025.72 67 2008.68 78 1950.26 80 1936.33
SAT24 69 2015.22 68 2024.04 65 2027.78 52 2103.19 69 2019.39
SAT25 74 1991.93 62 2019.17 70 2007.96 69 2027.26 73 2000.82
FCC 8620 62.67 7410 112.43 7651 98.92 8510 65.96 8610 63.19

variables are selected only by the ordering-based supplementation rule rather than by UP
implications. Control Growth− turns off controlled growth for the active set. Ordering−

removes the initial variable ranking and instead follows the default variable order. Forward−

turns off the lightweight forward check during polarity selection. Inc− removes incremental
inheritance by restarting the LS procedure from scratch after each expansion. Two-step−

turns off the two-step move mechanism. Restart− removes the restart strategy. Hotspot−

turns off the hotspot variable guidance used in propagation.
Tables 2 and 3 present the ablation results of PALSAT. Removing the UP-driven expansion

generally degrades performance, especially on SAT21, SAT25, and FCC, where both the solved
count and PAR-2 score become worse. However, the effect is not uniform across all datasets.
For example, on SAT24, some expansion-side variants achieve slightly better solved counts
than the full configuration. This indicates that the benefit of each expansion component
depends on the structural characteristics of the benchmark family. Nevertheless, the full
PALSAT configuration gives the best overall performance across the complete benchmark
suite, suggesting that UP-guided expansion improves robustness rather than dominating
every single dataset independently.

On the search strategy side, removing incremental inheritance results in the greatest
degradation, highlighting the importance of preserving search state across rounds. Eliminating
the two-step move or the restart strategy reduces robustness across several benchmarks,
while removing the hotspot variable slightly weakens performance, confirming its role in
guiding propagation toward promising regions.

6.4 Structural Behavior of Progressive Expansion
To examine how propagation-guided expansion shapes the search process, we analyze the
growth of activated variables and clauses on a representative large-scale instance with 187,839
variables and 19,620,011 clauses. As shown in Figure 2, the activation process exhibits a
clear multi-stage pattern. In the early phase, the active set grows rapidly: more than 60% of
variables and over 90% of clauses are activated within a short period. This indicates that
propagation quickly exposes structurally dense regions of the formula.
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(a) Growth of activated variables over time. (b) Growth of activated clauses over time.

Figure 2 Step-wise expansion behavior of PALSAT on a large-scale instance with 187,839 variables
and 19,620,011 clauses. Variables and clauses are activated progressively rather than exposed at
once. The staircase pattern clearly reflects discrete expansion stages, with rapid growth in the early
phase followed by slower, stabilization-dominated increments.

After this rapid growth, the expansion rate slows down. While most clauses have already
become active, the remaining variables are introduced more gradually. This suggests that
the structurally critical core has been largely revealed, and local search increasingly focuses
on refinement within an almost complete constraint structure.

Overall, the results confirm that PALSAT does not activate the entire formula at once.
Instead, expansion proceeds progressively, first capturing highly constrained regions and then
incorporating peripheral components, supporting effective interaction between UP and LS.

6.5 Robustness Across Random Seeds
All solvers in our experiments were executed using their default random seeds. PALSAT
was run with seed 1 and no seed tuning was performed. To assess robustness with respect
to randomization, we ran PALSAT on the FCC benchmark using 10 different seeds. The
number of solved instances ranges from 8599 to 8626, while PAR-2 scores vary only between
62.61 and 63.54. The relative fluctuations in both metrics are below 0.5%, indicating that
PALSAT is largely insensitive to random initialization. These results suggest that the
reported improvements are stable rather than due to favorable seeds.

7 Conclusion

In this paper, we propose PALSAT, an incomplete SAT solving framework that leverages
UP as a structural controller for LS. Instead of applying LS to the entire formula from the
outset, PALSAT progressively constructs a sequence of induced subproblems whose active
variable sets grow under the guidance of UP. LS operates within each induced subformula
and preserves accumulated search states as the subproblem expands.

The main contribution of this work is the demonstration that logical reasoning from
complete SAT solving can actively regulate the search space in incomplete solvers. This
dimension-controlled, propagation-driven approach transforms LS into a structured, progress-
ive process that balances exploration and repair, thereby improving robustness and efficiency
on challenging SAT instances.

Our experimental results confirm that this integration leads to consistent performance
gains across diverse benchmarks, establishing a new paradigm in which propagation and
stochastic local search are inherently coupled. We hope this perspective encourages further
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exploration of search-space-aware propagation techniques for advancing incomplete SAT
solving. In future work, we plan to apply this incomplete solving method to other valu-
able problems, such as MaxSAT, Pseudo-Boolean Optimization, and Satisfiability Modulo
Theories.
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