
On Knowledge Compilation for Two-Variable
First-Order Logic
Qiaolan Meng #

State Key Laboratory of Complex & Critical Software Environment,
Beihang University, Beijing, China
National Research Center for Educational Materials, Beijing, China

Juhua Pu #

State Key Laboratory of Complex & Critical Software Environment,
Beihang University, Beijing, China
National Research Center for Educational Materials, Beijing, China

Hongting Niu #

Hangzhou International Innovation Institute, Beihang University, Hangzhou, China
State Key Laboratory of Complex & Critical Software Environment,
Beihang University, Beijing, China

Yuyi Wang #

CRRC Zhuzhou Institute, Zhuzhou, China
Tengen Intelligence Institute, Zhuzhou, China

Yuanhong Wang #

Jilin University, Changchun, China

Ondřej Kuželka #

Faculty of Electrical Engineering, Czech Technical University in Prague, Czech Republic

Abstract
Knowledge compilation transforms logical theories into circuit representations that support efficient
reasoning. We study this problem for propositional groundings of FO2, the two-variable fragment of
first-order logic over finite domains. Given an FO2 sentence and a domain of size n, its grounding
yields a propositional theory over ground atoms. We ask whether such theories admit compact
representations in DNNF-based and related knowledge compilation languages, and whether these can
be constructed efficiently, both with respect to the domain size n for a fixed sentence. We show first
that compact compilation is impossible in general: there exists an FO2 sentence whose grounding
over a domain of size n requires DNNF size 2Ω(n). On the positive side, we develop a two-stage
compiler that exploits the symmetries inherent in the propositional groundings of FO2 sentences.
It branches on unary and binary types rather than individual ground atoms, in a similar spirit to
lifted inferences for probabilistic relational models. Moreover, it optimizes the compilation process
by efficiently identifying and caching residual subproblems that are equivalent with respect to future
extensions. Experiments show the practical efficiency of our approach, which often produces smaller
circuits and compiles faster than straightforward grounding-based baselines.
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1 Introduction

Knowledge compilation (KC) studies how to transform a logical theory into a target repres-
entation that supports efficient downstream reasoning. Prominent target languages include
the decomposable negation normal form (DNNF), which admits tractable queries such as
satisfiability and conditioning, and its deterministic variant d-DNNF, which additionally
supports efficient model counting and related inference tasks [12, 8].

In this paper, we study knowledge compilation for groundings of first-order theories,
focusing on the two-variable fragment FO2 over finite domains. Given a fixed FO2 sentence
Γ and a finite domain ∆, grounding Γ over ∆ yields a propositional theory whose variables
correspond to ground atoms. We ask two basic questions: whether these grounded theories
admit compact representations in DNNF-based languages, and whether such representations
can be constructed efficiently, both with respect to the domain size n for a fixed sentence.

Answering these questions has immediate practical value. For instance, d-DNNF admits
linear-time conditioning [12] and model sampling [15, 20], which naturally enables exact
conditional sampling to complete partially observed relational data while strictly respecting
universal and existential constraints. Furthermore, when the compiled circuit is organized as
a structured d-DNNF with respect to a fixed variable tree, it can be composed with other
structured circuits over the same variables, enabling modular integration with probabilistic
or neurosymbolic architectures [3, 2, 1]. Particularly, neurosymbolic learning systems usually
reason over complex relational domains, and their symbolic knowledge bases are inherently
specified in first-order logic (FOL) rather than propositional logic. Targeting the knowledge
compilation of the FO2 fragment, a well-studied subset of FOL with balanced expressivity
and decidability [14], offers a vital path to hybrid logic and learning pipelines at scale.

Knowledge compilation for first-order theories differs from both lifted inference [29, 4, 17]
and propositional compilation [11, 19]. Typically, lifted inference targets first-order theories
and performs inference without grounding. For instance, lifted inference for the full FO2

fragment is tractable in the symmetric setting, where the weight of models is invariant
under permutations of the domain elements, and it does not support conditioning on binary
evidence that breaks the symmetries [28]. In contrast, propositional compilation targets
propositional theories, where conditioning on arbitrary evidence is supported, but the input
theory is already grounded, so the symmetry and structural regularity present in the first-
order description are no longer explicit. Though there are a few works on exploiting the
implicit symmetries in propositional model counting [30, 27], how to leverage the symmetries
in knowledge compilation remains largely unexplored. Therefore, this paper lies between these
two viewpoints: we start from a first-order specification, but aim to compile its propositional
grounding into a standard propositional target language.

Our contributions are both negative and positive. On the negative side, we show that
polynomial-size compilation is impossible in general: there exists an FO2 sentence whose
grounding over a domain of size n requires DNNF size 2Ω(n). On the positive side, we develop
a specialized two-stage compiler for FO2 sentences. The compiler exploits the fact that FO2

models over finite domains can be organized via finitely many unary and binary types, and
therefore branches on types rather than on individual ground atoms. We further introduce
an optimization based on equivalent residual subproblems, allowing the compiler to reuse
compiled subcircuits when different contexts admit the same set of future completions. Our
experiments on several benchmark families suggest that this approach can produce smaller
circuits than straightforward grounding-based baselines.
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The paper is structured as follows. Section 3 recalls the necessary background. Section 4
proves the exponential lower bound for FO2 compilation. Section 5 presents the two-stage
compilation procedure for FO2. Section 6 develops the optimization techniques, and Section 7
reports an empirical evaluation.

2 Related Work

Knowledge compilation studies how to trade succinctness for tractable queries by compiling
logical theories into target languages with polynomial-time support for selected operations.
The compilation map in [12] remains the standard reference for positioning such languages.
Among them, DNNF and d-DNNF are central because they strike a useful balance between
succinctness and tractable querying [8]. Other languages include OBDDs, FBDDs, and
SDDs [10], which are more restrictive but support additional queries such as equivalence
checking and validity checking in polynomial time [12]. On the propositional side, compilation
into variants of DNNF has been studied extensively, both from the algorithmic perspective [7,
11, 25, 19, 16] and from the perspective of lower bounds and separations [5, 13, 24], often
using communication-complexity techniques [6].

Moving beyond propositional theories, first-order knowledge compilation and lifted prob-
abilistic inference introduce lifted circuit representations, such as FO-d-DNNF, that operate
directly on first-order structure and support lifted inference [28, 29, 17]. These approaches
differ from ours both in the target representation and in the intended reasoning regime.
Our goal is to compile an FO2 sentence and a finite domain into a standard propositional
d-DNNF circuit, thereby retaining the query support of propositional d-DNNF.

Our work is also related to recent results on algorithmic tasks over FO2 models, such as
symmetric weighted first-order model counting [4], lifted first-order model sampling [31], and
model enumeration for two-variable logic [22]. These works show that FO2 admits unusually
strong algorithmic structure for counting, sampling, and enumeration. Our focus is different:
we study compilation into DNNF-based circuit languages, including both lower bounds on
representation size and a specialized compilation procedure. At the same time, these adjacent
lines of work help motivate our setting, since compiled d-DNNF circuits can serve as a basis
for exact reasoning tasks such as counting and sampling on grounded FO2 theories.

3 Preliminaries

We recall basic notions from first-order logic and knowledge compilation, and fix notations
used throughout the paper.

3.1 Propositional and First-Order Logic
We assume familiarity with standard notions from propositional and first-order logic [21].
In this paper, we work on the function-free finite-domain fragment of first-order logic. A
vocabulary is a finite set P of predicate symbols. An atom is of the form P (t1, . . . , tk) where
P/k ∈ P and each ti is a variable or a constant. A literal is an atom or its negation. Formulas
are built from atoms using ¬,∧,∨ and may be prefixed by quantifiers ∀x and ∃x. A formula
is a sentence if all variables are bound. We write Pφ for the vocabulary occurring in a formula
φ. A formula is ground if it contains no variables, i.e., it is propositional where ground atoms
are viewed as boolean variables. Given a first-order sentence Γ and a domain ∆, grounding of
(Γ,∆) is the propositional formula obtained by instantiating all quantifiers in Γ over elements
from ∆ with the usual semantics. Unless otherwise specified, the first-order formulas in this
paper are assumed to be constant-free, i.e., they contain no constant symbols.

SAT 2026
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▶ Example 1. Consider the sentence Γ = ∀x : ¬E(x, x) ∧ ∀x∃y : E(x, y) and the vertex
domain ∆ = {e1, e2}. The grounding of (Γ,∆) is the propositional formula

(E(e1, e1) ∨ E(e1, e2)) ∧ (E(e2, e1) ∨ E(e2, e2)) ∧ ¬E(e1, e1) ∧ ¬E(e2, e2),

where each ground atom, such as E(e1, e2), is a propositional variable.

For a vocabulary P and a finite domain ∆, A structure A is a tuple (∆, f), where f
interprets each predicate P/k ∈ P as a relation f(P ) ⊆ ∆k. In this paper, a structure is often
written as a set of ground literals interpreted by f , that is, A =

⋃
P/k∈P{P (a1, . . . , ak) |

(a1, . . . , ak) ∈ f(P )} ∪ {¬P (a1, . . . , ak) | (a1, . . . , ak) /∈ f(P )}. The satisfaction relation |= is
defined as usual. A model A of a sentence Γ over a domain ∆ is a structure with domain ∆
such that A |= Γ.

3.2 Knowledge Compilation
Knowledge compilation (KC) is the process of transforming a propositional formula into a
representation such that various logical queries on the formula can be answered efficiently
by operating on the compiled representation. In this paper, we focus on compilation into
negation normal form and its variants [12].

A negation normal form (NNF) is a node labeled directed acyclic graph (DAG) with
internal nodes labeled by logical connectives (e.g., ∧,∨), leaves labeled by boolean variables
or their negations (literals), and a unique sink node (outdegree 0) called the output. For an
NNF C, var(C) denotes its set of variables and |C| denotes its size, i.e., the number of edges.

Given an NNF C and an assignment f of truth values to its variables, the evaluation of
C under f , denoted C(f), is defined as the value computed at the output node when the
leaves are assigned according to f and internal nodes are evaluated according to their labels
in a bottom-up fashion. The assignments f such that C(f) = 1 are called the satisfying
assignments of C. Two NNFs are logically equivalent (or simply equivalent) if they have the
same set of satisfying assignments. An NNF C encodes a propositional formula φ if C and φ
have the same set of satisfying assignments.

An NNF circuit C is decomposable (DNNF) if for every ∧-node with children C1, . . . , Cr,
the boolean variable sets are pairwise disjoint: var(Ci) ∩ var(Cj) = ∅ for all i ̸= j. C

is deterministic if for every ∨-node with children C1, . . . , Cr, the disjuncts are pairwise
inconsistent, i.e., Ci ∧ Cj is unsatisfiable for all i ̸= j. A circuit satisfying both properties
is a deterministic DNNF (d-DNNF). d-DNNFs are particularly of interest in knowledge
compilation since they support a wide range of queries that can be answered in time
polynomial in the size of the circuit [8, 12]. We also consider the more restrictive class of
structured d-DNNFs and OBDDs, which are defined with respect to a fixed variable tree and
variable order, respectively. We refer the reader to [12] for more details on these languages
and their properties.

We consider knowledge compilation for first-order logic, focusing primarily on d-DNNFs.
The same questions can also be asked for more restrictive target languages, and we provide
corresponding results for structured d-DNNFs and OBDDs.

▶ Problem. Fix a first-order sentence Γ. Given a finite domain ∆, output a d-DNNF circuit
encoding the grounding of (Γ,∆).

Given an algorithm that solves this problem, we mainly care about the size of the output
circuit and the time complexity of the algorithm, both w.r.t. the domain size |∆|.
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3.3 Two-Variable Logic in Scott Normal Form
The two-variable fragment of first-order logic, denoted by FO2, is a well-studied decidable
fragment [23, 14]. FO2 exhibits particularly favorable properties for various computational
tasks, e.g., model counting for FO2 is in time polynomial in the domain size for a fixed
sentence, while adding another third variable renders the problem intractable [4]. Therefore,
we study knowledge compilation for FO2 as a first step towards understanding the compilation
of more expressive first-order fragments.

Any FO2 sentence can be transformed into Scott normal form (SNF) [26]:

Γ = ∀x∀y : ϕ(x, y) ∧
∧

k∈[m]

∀x∃y : ψk(x, y),

where ϕ(x, y) and each ψk(x, y) are quantifier-free and use only variables x and y. For
convenience, we further assume that each existential conjunct has been atomized to ∀x∃y :
βk(x, y) where βk(x, y) is a single binary atom. This is easily achievable by introducing a
fresh binary predicate symbol βk for each ψk(x, y) and adding universal constraints ensuring
βk(x, y)↔ ψk(x, y).

Throughout the paper, we assume that all FO2 sentences to be compiled are in SNF. This
assumption is without loss of generality because: 1) the transformation into SNF increases
the size of the sentence only linearly; 2) there is a bijective mapping between the models of
the original sentence and those of its SNF sentence [4, 31], so that the queries (e.g., model
counting and enumeration) can be carried out on the SNF sentence and the results can be
easily translated back to the original sentence.

4 Hardness of FO2 Compilation

In this section, we show that there exists an FO2 sentence whose DNNF representation
over a domain of size n cannot be in size polynomial (or even subexponential) in n. This
immediately implies the same lower bound for d-DNNF representations.

▶ Theorem 2. There exists an FO2 sentence Γ such that for every n ≥ 1 and domain ∆
with |∆| = n, every DNNF circuit encoding the grounding of (Γ,∆) has size 2Ω(n).

The proof relies on the transformation of DNNF circuits under minimization introduced
by Darwiche [8], and a lower bound on DNNF size for the Boolean function of permuta-
tion PERMn (or equivalently, the perfect matchings of the complete bipartite graph Kn,n)
established by de Colnet [13]. We recall these results below.

Given an NNF C, the minimization of C is an NNF whose satisfying assignments are
exactly those satisfying assignments of C with the minimum number of true variables.

▶ Theorem 3 (Combined from [9] and [8, Section 2.5]). Given a DNNF circuit C, one can
construct a DNNF circuit Cmin encoding the minimization of C, in time polynomial in |C|.

The PERMn can be represented as a propositional formula over n2 boolean variables
{pij | i, j ∈ [n]}, and its satisfying assignments of PERMn are exactly the n× n permutation
matrices, i.e., there is exactly one true variable in {pi1, . . . , pin} for each i ∈ [n] and exactly
one true variable in {p1j , . . . , pnj} for each j ∈ [n].

▶ Theorem 4 ([13]1). Every DNNF circuit encoding PERMn has size 2Ω(n).

1 Though not stated explicitly, one can easily verify from the proof of Theorem 1 therein.

SAT 2026
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Proof of Theorem 2. Consider the FO2 sentence:

ΓP =
(
∀x∃y : P (x, y)

)
∧

(
∀x∃y : P (y, x)

)
.

We prove by contradiction that any DNNF circuit encoding ΓP over a domain of size n
requires size 2Ω(n).

For a domain ∆ = {e1, . . . , en}, assume for contradiction that there exists a DNNF circuit
C encoding the grounding of (ΓP ,∆) with size 2o(n). Let pij be the boolean variable in C

corresponding to the ground atom P (ei, ej). The sentence ΓP (and thus C) enforces that
for every i ∈ [n], there exists j ∈ [n] such that pij is true, and for every j ∈ [n], there exists
i ∈ [n] such that pij is true. Let Cmin be the minimization of C obtained by Theorem 3.
One can easily verify that the satisfying assignments of Cmin correspond exactly to the
permutations of [n], and thus Cmin encodes PERMn. From Theorem 3, Cmin is a DNNF
circuit of size polynomial in |C|, and therefore has size 2o(n). However, by Theorem 4, any
DNNF circuit encoding PERMn requires size 2Ω(n), leading to a contradiction. ◀

5 d-DNNF compilation for FO2

In this section, we present a compilation scheme for FO2. Throughout, we assume that the
sentence is in Scott normal form (cf. Section 3.3). Given a domain ∆ = {e1, . . . , en}, our
goal is to compile the grounding of (Γ,∆) into a propositional d-DNNF circuit. We also
show how the construction yields OBDD and structured d-DNNF representations.

The section is organized as follows. Section 5.1 introduces unary and binary types, which
describe the possible local truth assignments of elements and of element pairs, respectively.
These types provide the branching objects used in the compilation. Section 5.2 then presents
a two-stage procedure, where Stage I assigns unary types to elements, and Stage II assigns
binary types to element pairs. Section 5.3 then gives an efficient extendability test to prune
infeasible branches, which checks whether the current partial type assignment can be extended
to a full model.

5.1 Types
Let P be the set of unary and binary predicates in Γ. We say that a set of literals is maximally
consistent if it does not contain any contradictory literals and cannot be extended by adding
any other literal. Then we define unary and binary types as follows.

▶ Definition 5 (Unary and binary types). A unary type τ is a maximally consistent set of
unary literals over P involving a single variable x (including the diagonal literals R(x, x) for
binary predicates R). A binary type π is a maximally consistent set of binary literals over P
involving distinct variables x and y. A type is either a unary type or a binary type.

We often identify a type with a formula obtained by conjoining all its literals, and write
τ(x) and π(x, y). For a structure A and an element a ∈ ∆, we say that a realizes a unary
type τ if A |= τ(a), and for two distinct elements a, b ∈ ∆, we say that the ordered pair (a, b)
realizes a binary type π if A |= π(a, b). The realization of types for an element or a pair of
elements is unique because types are maximally consistent. Therefore, a model of Γ over ∆
(equivalently, a satisfying assignment of the propositional grounding of (Γ,∆)) can be viewed
as a type assignment that assigns a unary type to each element ei and a binary type to each
ordered pair (ei, ej) for i < j.
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When dealing with types, we only need to consider those that are valid. A unary type τ
is valid w.r.t. Γ if τ(x) |= ϕ(x, x), where ϕ is from the universal conjunct ∀x∀y : ϕ(x, y) in
the Scott normal form of Γ. Given unary types τ and τ ′, a binary type π is valid for (τ, τ ′)
if τ(x) ∧ τ ′(y) ∧ π(x, y) |= ϕ(x, y) ∧ ϕ(y, x). Let UΓ be the set of valid unary types and, for
each pair (τ, τ ′) ∈ UΓ×UΓ, let BΓ(τ, τ ′) be the set of binary types valid for (τ, τ ′). When the
sentence Γ is clear from context, we may omit the subscript and write U and B(τ, τ ′) instead.

▶ Example 6. Consider the sentence defining 2-colored graphs:

ΓRB = ∀x :
(
R(x) ∨B(x)

)
∧

(
¬R(x) ∨ ¬B(x)

)
∧

∀x∀y :
(
E(x, y)→ E(y, x)

)
∧

(
E(x, y)→ ((R(x) ∧B(y)) ∨ (B(x) ∧R(y)))

)
.

There are 23 unary types in total, corresponding to different combinations of truth values of
atoms R(x), B(x), and E(x, x), but only two of them are valid: τR = {R(x),¬B(x),¬E(x, x)}
and τB = {¬R(x), B(x),¬E(x, x)}. For the unary type pairs (τR, τB) and (τB , τR), there are
two valid binary types: πE = {E(x, y), E(y, x)} and π¬E = {¬E(x, y),¬E(y, x)}, while for
the pairs (τR, τR) and (τB , τB), only π¬E is valid.

5.2 Two-Stage Compilation
The construction of the d-DNNF circuit proceeds in two stages.

Stage I: unary type assignment. We process domain elements e1, . . . , en in order. At an
element ei we branch over τ ∈ U , and proceed to ei+1. When all elements have been
processed, the path from the root to the current node corresponds to a complete unary
type assignment, and we then move to Stage II.
Stage II: binary type assignment. Based on a unary assignment, we process ordered pairs
(ei, ej) with 1 ≤ i < j ≤ n in lexicographic order of (i, j). At each pair (ei, ej) we branch
over π ∈ B(τi, τj), and continue to the next pair until all pairs have been processed.

We implement this two-stage compilation as a recursive procedure, as shown in Algorithm 1.
Each call Stage-I(i, θ) returns the output node of a subcircuit whose satisfying assignments
are exactly the completions of the current context θ, where the context θ is formally defined
as follows.

▶ Definition 7 (Context). The context θ is a propositional formula obtained by conjoining
the branch constraints accumulated along the current recursive call.

Intuitively, the context θ captures the constraints imposed by the type decisions made
so far and thus represents a partial type assignment. Although branching on valid types
ensures the universal conjunct ∀x∀y : ϕ(x, y), some branches may still violate the existential
constraints ∀x∃y : βk(x, y) in Γ. We prune such branches by checking whether their contexts
can be extended to full models of Γ over ∆. We call this the Extendable test and discuss
its details in Section 5.3.

▶ Example 8. Consider the sentence defining graphs without isolated vertices:

ΓE =
(
∀x : ¬E(x, x)

)
∧

(
∀x∀y : E(x, y)→ E(y, x)

)
∧

(
∀x∃y : E(x, y)

)
.

We compile ΓE over the vertex domain ∆ = {e1, e2, e3}. There is only one valid unary type
τ = {¬E(x, x)}. Hence Stage I produces the unique context θ = τ(e1) ∧ τ(e2) ∧ τ(e3). In
Stage II, suppose we assign to the pair (e1, e2) the binary type π¬E = {¬E(x, y),¬E(y, x)},
which updates the context to θ′ = θ ∧ π¬E(e1, e2). When the next pair (e1, e3) is processed,

SAT 2026
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∨
∧ ∧

¬E(ei, ei)¬B(ei)R(ei)∨ ¬R(ei) B(ei) ∨

Figure 1 When branching on ei at Stage I in Example 6, we have two disjuncts corresponding to
the two valid unary types τR and τB . The two ∨-nodes at the bottom connect to the subcircuits for
the remaining elements.

the branch corresponding to π¬E can be pruned, because θ′ ∧ π¬E(e1, e3) is not extendable
to any full model of ΓE over ∆. Indeed, e1 is adjacent to neither e2 nor e3 under this context,
and the existential requirement ∃y E(e1, y) cannot be satisfied.

The function Stage-I(i, θ) creates a set S to collect the subcircuits for each extendable
unary type branch at element ei, and returns an ∨-node over them. For each unary type τ , it
recursively calls Stage-I(i+1, θ∧ τ(ei)) to compile the subcircuit for the remaining elements,
and conjoins it with an ∧-node over the literal leaves in τ(ei). Then all such ∧-nodes are
combined into an ∨-node and returned. Figure 1 illustrates the decision structure used in
Stage I when branching on unary types of an element in Example 6. When all elements
have been processed, it invokes Stage-II((1, 2), θ), which works analogously. The function
next(i, j) returns the next pair to be processed after (ei, ej) in lexicographic order. When all
pairs have been processed, the final output of Stage-I(1,⊤) is the compiled circuit CΓ,∆.

We show that the two-stage compilation constructs a d-DNNF circuit that encodes the
propositional grounding of (Γ,∆) as stated in the following theorem.

▶ Theorem 9. Fix an FO2 sentence Γ and a domain ∆ = {e1, . . . , en}. Let ΦΓ,∆ be the
propositional grounding of (Γ,∆). Algorithm 1 outputs a d-DNNF that encodes ΦΓ,∆.

Proof. Denote by CΓ,∆ the output circuit of Algorithm 1. We first show that every ∧-node
in CΓ,∆ is decomposable, and every ∨-node in CΓ,∆ is deterministic, thereby establishing
that CΓ,∆ is a d-DNNF circuit.

The ∧-nodes are created only when branching on a unary type τ for an element ei or
a binary type π for a pair (ei, ej), where the two conjuncts are the conjunction of literals
in τ(ei) or π(ei, ej) and the ∨-node for the next element or pair. When processing ei and
branching on a unary type τ , the ∧-node created for this branch consists of two parts: the
conjunction of literals in τ(ei) and recursive subcircuit for the next element ei+1. Since
the literals in τ(ei) involve only unary atoms and diagonal atoms on ei, while the recursive
subcircuit never branches on such atoms again, the two conjuncts have disjoint variable sets,
making the ∧-node decomposable. A similar argument applies to ∧-nodes created when
branching on a binary type π for a pair (ei, ej). Thus every ∧-node is decomposable.
∨-nodes are created only when branching on unary types for an element ei and binary

types for a pair (ei, ej). Consider an ∨-node created when branching on unary types for
an element ei. For any two distinct unary types τ ̸= τ ′, there exists an atom a such that
τ(ei) contains a while τ ′(ei) contains ¬a, making τ(ei) ∧ τ ′(ei) unsatisfiable. Therefore, the
disjuncts at this ∨-node are mutually exclusive, and the node is deterministic. The same
argument applies to ∨-nodes created when branching on binary types for a pair (ei, ej). Thus
every ∨-node is deterministic.

Then we show that CΓ,∆ encodes ΦΓ,∆, i.e., they have the same satisfying assignments.
Any satisfying assignment of CΓ,∆ selects exactly one branch at each deterministic decision
node, and thus determines a complete type assignment. Since the construction branches only
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Algorithm 1 Two-Stage Compilation.

Input : A fixed sentence Γ and a finite domain {e1, . . . , en}
Output : A d-DNNF circuit
/* Or(·) and And(·) create ∨-nodes and ∧-nodes respectively. */

1 return Stage-I(1, ⊤);

2 Function Stage-I(i, θ) is
3 if i = n+ 1 then
4 return Stage-II((1, 2), θ);
5 S ← ∅;
6 foreach τ ∈ U do
7 if Extendable(θ ∧ τ(ei)) then
8 C ← Stage-I(i+ 1, θ ∧ τ(ei));
9 S ← S ∪ {And(And(τ(ei)), C)}

10 return Or(S)

11 Function Stage-II((i, j), θ) is
12 if i = n then
13 return ⊤;
14 S ← ∅;
15 foreach π ∈ B(τi, τj) do
16 if Extendable(θ ∧ π(ei, ej)) then
17 C ← Stage-II(next(i, j), θ ∧ π(ei, ej));
18 S ← S ∪ {And(And(π(ei, ej)), C)}

19 return Or(S)

on valid types and prunes every branch whose context cannot be extended to a full model of
Γ over ∆, this assignment can be extended to a model of Γ. As all unary and binary types
are fixed at a leaf, the induced grounding assignment itself satisfies ΦΓ,∆. Conversely, any
satisfying assignment of ΦΓ,∆ induces a complete valid type assignment that is extendable
at every stage, so the corresponding branch is preserved by Algorithm 1 and hence satisfies
CΓ,∆. Therefore, CΓ,∆ encodes ΦΓ,∆. ◀

We observe that Algorithm 1 processes the propositional variables according to a natural
block order. It first processes the unary types of the elements e1, . . . , en, and then the binary
types of pairs (ei, ej) with i < j in lexicographic order. Let Bi be the block of variables
corresponding to the unary atoms and diagonal atoms on ei, and let Bij be the block of
variables corresponding to the binary atoms on (ei, ej). Algorithm 1 induces a variable order
that respects the block order B1, . . . , Bn, B12, . . . , B(n−1)n. Further note that the variables
in each block are only involved in the branching at one stage (Stage I for Bi and Stage II for
Bij) and are not branched on at any other stage. If we view the branching on a block as a
single branching step, then the resulting circuit is essentially an OBDD with respect to the
block order.

▶ Proposition 10. The circuit output by Algorithm 1 can be transformed into an OBDD
respecting the variable order induced by the above block order, with only a constant-factor
size overhead.
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∨

∧ ∧

R(ei) ∧ ∧ ¬R(ei)

¬B(ei) ∧ ∧ B(ei)

∨ ¬E(ei, ei) ∨
(a) Structured d-DNNF.

R(ei)

B(ei) B(ei)

E(ei, ei) E(ei, ei)

CR 0 CB

1 0

0 11 0

0 1 01

(b) OBDD.

Figure 2 The structured d-DNNF and OBDD of the example in Figure 1.

Proof. For convenience, we denote the block order induced by Algorithm 1 as b1, . . . , bN ,
and fix an arbitrary order of the variables inside each block. We call a recursive call (either
Stage-I or Stage-II) being at level t if it processes block bt, and the terminal calls are at
level N + 1. By a backward induction on t, one can easily show that any subcircuit returned
by a call at level t mentions only variables in bt, . . . , bN .

Consider a call at level t. The returned subcircuit must be in the form
∨

α∈At

(
χα ∧ Cα

)
,

where At is the set of retained valid types for the current block bt, χα is the conjunction of
literals specifying the type α, and each Cα is the subcircuit returned by the recursive call for
the next block bt+1 under the context extended by χα. Any such subcircuit

∨
α∈At

(
χα ∧Cα

)
can be transformed into an OBDD fragment that tests the variables of bt in the fixed
within-block order: assignments corresponding to α are routed to the OBDD for Cα, and all
other assignments are routed to 0. Applying this transformation to the subcircuit returned
by each call at level t for t = N, . . . , 1 results in an OBDD respecting the variable order
induced by the block order.

Finally, we analyze the size overhead of this transformation. Since the sentence Γ is
fixed, the variable number in each block is bounded by a constant. Therefore each subcircuit∨

α∈At

(
χα∧Cα

)
can be transformed into an OBDD fragment of size at most a constant factor

of the original subcircuit, and thus the overall size overhead is only a constant factor. ◀

Since an OBDD respecting a variable order can be represented as a structured d-DNNF
respecting the corresponding linear vtree, Proposition 10 further implies that the output
circuit admits a structured d-DNNF with constant-factor overhead for fixed sentence Γ.
Figure 2 illustrates the structured d-DNNF and OBDD of the example in Figure 1.

5.3 Extendability Checks
At each branching step one must test whether the current context θ, which records the type
assignments made so far, can be extended to a full model of Γ over ∆ of size n. We formalize
this as follows.

▶ Definition 11 (Extendability). Let Γ be an FO2 sentence and let θ be a context during the
compilation over a domain ∆. We say that θ is extendable w.r.t. (Γ,∆) if there exists a
model A over ∆ such that A |= Γ ∧ θ.

Intuitively, one can do the extendability check by reducing it to a satisfiability test of the
propositional grounding of (Γ,∆) with the additional constraint θ. However, by this method,
we will lose the symmetry present at the first-order level, and more importantly, such tests
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are generally intractable from the NP-completeness of SAT problems. Instead, we develop a
more efficient extendability test by exploiting the symmetry of FO2 models following the
approach of [22]. We first need the notion of configuration [4].

▶ Definition 12 (Configuration). Fix an FO2 sentence Γ, and let U be the set of valid
unary types with an arbitrary fixed ordering. Let q = |U|. A configuration is a vector
n = (n1, . . . , nq) ∈ Nq, where ni counts the number of elements realizing the i-th unary type.

A configuration n is satisfiable if there exists a model of Γ, where the number of elements
realizing the i-th unary type is exactly ni for all i. It turns out that the satisfiability of
configurations has a monotonicity property, which allows us to compare configurations using
a partial order and characterize satisfiable configurations via finitely many bounded ones.

▶ Definition 13. Fix an FO2 sentence Γ. For its configurations n,n′ ∈ Nq, we write n ⪯ n′

iff for all i ∈ [q], ni = 0⇒ n′
i = 0, and ni > 0⇒ ni ≤ n′

i.

▶ Theorem 14 ( [22, Theorem 3]). Fix an FO2 sentence Γ with m existential conjuncts in
Scott normal form. A configuration n is satisfiable iff there exists a satisfiable configuration
n′ ∈ {0, 1, . . . , δ}q such that n′ ⪯ n, where δ = max{m(m+ 1), 2m+ 1}.

We note that δ and q depend only on the input sentence Γ. Thus, to check whether a
configuration n of size n is satisfiable, it suffices to compare it with finitely many template
configurations n′ with bounded entries, which can be precomputed once for the fixed input
sentence. Next we show how to use this to perform extendability checks in our two-stage
compilation efficiently.

5.3.1 Checks in Stage I
We maintain a partial configuration n̂ ∈ Nq according to the context θ, where n̂i counts how
many processed elements are assigned the i-th unary type in θ. Then we have the following
lemma, whose proof is relatively straightforward and thus provided in the full version.

▶ Lemma 15. Let θ be a context during Stage I, and let n̂ be the partial configuration induced
by θ. Then θ is extendable w.r.t. (Γ,∆) iff there exists a satisfiable configuration n of Γ such
that |n| = |∆|, and for all i ∈ [q], ni ≥ n̂i.

By the above lemma, the extendability test reduces to a test on the partial configuration
n̂, which can be solved by Theorem 14.

▶ Proposition 16. Let θ be a context during Stage I, and let n̂ = (n̂1, . . . , n̂q) be the
induced partial configuration. Then θ is extendable w.r.t. (Γ,∆) iff there exists a satisfiable
configuration n′ ∈ {0, 1, . . . , δ}q such that for all i ∈ [q], if n′

i = 0 then n̂i = 0, and
|∆| − |n̂| ≥

∑
i∈[q] max{n′

i − n̂i, 0}.

Proof. (⇒) Suppose θ is extendable w.r.t. (Γ,∆). By Lemma 15, there exists a satisfiable
configuration n such that |n| = |∆| and for all i, ni ≥ n̂i. By Theorem 14, there exists a
satisfiable configuration n′ ∈ {0, 1, . . . , δ}q such that n′ ⪯ n. Then for all i, if n′

i = 0 then
ni = 0 and thus n̂i = 0, and if n′

i > 0 then ni ≥ n′
i and thus ni ≥ max{n̂i, n

′
i}. Therefore,

|∆| − |n̂| =
∑

i(ni − n̂i) ≥
∑

i max{n′
i − n̂i, 0}.

(⇐) Suppose there exists a satisfiable configuration n′ ∈ {0, 1, . . . , δ}q that meets the
stated conditions. Let n∗ be the configuration defined by n∗

i = max{n̂i, n
′
i} for all i. Then

for all i, if n′
i = 0 then n̂i = 0 and thus n∗

i = 0, and if n′
i > 0 then n∗

i ≥ n′
i. Therefore,

n′ ⪯ n∗, and by Theorem 14, n∗ is satisfiable. Moreover, |n∗| =
∑

i n
∗
i =

∑
i max{n̂i, n

′
i} =
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|n̂| +
∑

i max{n′
i − n̂i, 0} ≤ |∆|. We can extend n∗ to a configuration n of size |∆| by

increasing some entries, which remains satisfiable by monotonicity. Finally, by Lemma 15, θ
is extendable w.r.t. (Γ,∆). ◀

5.3.2 Checks in Stage II
We now consider extendability checks during Stage II. Recall that, at this point, the unary
types of all elements have already been fixed in Stage I, and Stage II only branches on binary
types. More precisely, when processing a pair (ei, ej) in lexicographic order, the current
context θ contains the unary type assignments for all elements in ∆, the binary types for
all pairs involving elements in {e1, . . . , ei−1}, and the binary types for pairs (ei, eℓ) with
ℓ < j. Hence, unlike Stage I, extendability is no longer determined solely by the numbers of
elements of each unary type: we must also keep track of which binary types have already
been fixed and which existential requirements are still waiting for witnesses.

To encode this information, we follow [22] and reduce the extendability of a context
in Stage II to the satisfiability of a configuration for a fixed auxiliary FO2 sentence Γaux.
Concretely, for a context θ in the call Stage-II((i, j), θ), we consider the remaining domain
∆′ = {ei, . . . , en} and enrich it with fresh auxiliary predicates T,Q,D,Z1, . . . , Zm, where
T,Q,D encode which pairs have already been processed and Zk records which elements are
not yet βk-satisfied. This yields an induced complete configuration for the sentence Γaux.
The details of the fresh predicates, the auxiliary sentence, and the induced configuration are
given in the full version. We rephrase the result of [22] in our terminology as follows.

▶ Proposition 17 (Rephrased from [22, Proposition 4]). Let θ be a context during Stage
II when processing the pair (ei, ej). Then there exists an auxiliary FO2 sentence Γaux
independent of ∆, such that the extendability check of θ w.r.t. (Γ,∆) can be reduced to a
configuration satisfiability test of Γaux over the domain {ei, . . . , en}.

Since Γaux is independent of n, we can utilize the similar approach as in Stage I to perform
the configuration satisfiability test for Γaux. For fixed sentence, this test involves only a
constant number of arithmetic operations on counters bounded by n. Thus, the extendability
check for θ can be done in O(logn) time.

6 Compilation Optimizations

In this section, we present optimizations for the compilation. The main idea is to identify and
merge equivalent branches returned from recursive calls to Stage-I and Stage-II (recall
that equivalent circuits have the same set of satisfying assignments). For instance, let Or(S)
be the ∨-node returned from a call to Stage-I(i, θ). If S contains two ∧-nodes τ(ei) ∧ C
and τ ′(ei) ∧ C ′, such that C and C ′ obtained at Line 8 in Algorithm 1 are equivalent, then
we can merge the two branches from (τ(ei) ∧ C) ∨ (τ ′(ei) ∧ C ′) to (τ(ei) ∨ τ ′(ei)) ∧ C, and
thus avoid the redundant recursive call and extendability check for C ′.

Let us make the process formal. We call two circuits C and C ′ returned from Stage-I(i, θ)
(or Stage-II((i, j), θ)) at the same level if they are returned for the same i (or the same
(i, j)) but possibly different contexts θ and θ′. It is clear that two circuits at the same level
have the same variable set. Then we have the following proposition.

▶ Proposition 18. Let C and C ′ be two equivalent circuits at the same level. Redirecting
all edges to C ′ to C and removing C ′ does not affect the correctness, determinism or
decomposability of the resulting circuit.
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Proof. The decomposability is preserved since C and C ′ have the same variable set. By the
equivalence of C and C ′, they have the same set of satisfying assignments. Thus determinism
is also preserved. The correctness follows from the same reason: any satisfying assignment of
the original circuit also satisfies the modified circuit, and vice versa, since C and C ′ have the
same set of satisfying assignments. ◀

▶ Remark 19. Proposition 18 can also apply to the compilation of structured d-DNNFs and
OBDDs as in Proposition 10, since the sharing is between circuits at the same level, which
have the same variable set and thus are in the same vtree node for structured d-DNNFs and
at the same variable for OBDDs.

The pruning technique for equivalent circuits described above is not specific to our two-
stage compilation, but can be applied to any d-DNNF compilation algorithm that constructs
circuits by branching on different contexts. The advantage of our two-stage compilation is
that it provides clear criteria for identifying equivalent circuits from their contexts, without
the need to check the equivalence of circuits explicitly, which can be costly. In practice,
we maintain a hash table indexed by an abstraction of the current context for each level.
Whenever a new recursive call is generated, we compute the context abstraction and check
whether an equivalent subcircuit has already been compiled at that level. If so, we reuse
the existing subcircuit rather than constructing a new one. This avoids redundant calls and
extendability checks, and thus improves the efficiency of the compilation. In the rest of this
section, we show how to identify equivalent circuits at the same level from their contexts.

For ease of presentation, given a circuit C and its corresponding context θ, we may view
f ∧ θ as a structure over ∆ for any assignment f of the propositional variables in C, and
thus write f ∧ θ |= Γ to mean that the structure induced by f ∧ θ satisfies Γ.

6.1 Equivalent Circuits from Stage I
We first consider the equivalence of circuits returned by Stage-I(i+ 1, θ ∧ τ(ei)) at Line 8
for different unary type choices τ but the same context θ.

▶ Proposition 20. Let C and C ′ be the circuits returned by Stage-I(i+ 1, θ ∧ τ(ei)) and
Stage-I(i+ 1, θ ∧ τ ′(ei)), respectively, where τ and τ ′ are two valid unary types for ei. If
the following conditions hold:

for every k ∈ [m], βk(x, x) ∈ τ iff βk(x, x) ∈ τ ′; and
for every unary type τ ′′ ∈ U , B(τ, τ ′′) is identical to B(τ ′, τ ′′),

then C and C ′ are equivalent.

Intuitively, the first condition guarantees that assigning τ or τ ′ to ei makes the same progress
toward satisfying the existential constraints, while the second condition guarantees that they
induce the same binary type compatibility with elements of any valid unary type. Hence,
the two contexts θ ∧ τ(ei) and θ ∧ τ ′(ei) determine the same compilation subproblem.

Proof of Proposition 20. By the compilation procedure, an assignment f satisfies C iff
f ∧ θ ∧ τ(ei) |= Γ, and similarly for C ′ and θ ∧ τ ′(ei). Therefore, to show the equivalence of
C and C ′, it suffices to show that for every assignment f over the propositional variables in
C (and C ′), f ∧ θ ∧ τ(ei) |= Γ iff f ∧ θ ∧ τ ′(ei) |= Γ. We only prove one direction, and the
other direction follows by a symmetric argument. Let f be an assignment of C such that
f ∧ θ ∧ τ(ei) |= Γ. We show that f ∧ θ ∧ τ ′(ei) |= Γ.

Consider the universal constraint ∀x∀y : ϕ(x, y) in Γ. Denote ϕ(x, y) ∧ ϕ(y, x) by ψ(x, y)
for ease of presentation. The difference between τ and τ ′ only affects the satisfaction of
ψ(ei, ei) and ψ(ei, eℓ) for ℓ ̸= i, while for any other pair of elements, the satisfaction of ψ is
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determined by θ and f , and thus is the same for both τ and τ ′. Since τ ′ is valid, we have that
τ ′(ei) |= ψ(ei, ei). For any eℓ with ℓ ̸= i, let τ ′′ be the unary type of eℓ in θ, and let π be the
binary type for (ei, eℓ) in f . Then by the second condition that π ∈ B(τ, τ ′′) iff π ∈ B(τ ′, τ ′′),
we have τ ′(ei) ∧ τ ′′(eℓ) ∧ π(ei, eℓ) |= ψ(ei, eℓ). Therefore, f ∧ θ ∧ τ ′(ei) |= ∀x∀y : ϕ(x, y).

The satisfaction of the existential constraints ∀x∃y : βk(x, y) for k ∈ [m] can be analyzed
similarly. We only need to show that f ∧ θ ∧ τ ′(ei) |=

∧
k∈[m] ∃y : βk(ei, y). For any

k ∈ [m], τ(ei) and τ ′(ei) interpret the same βk(ei, ei) by the first condition, and therefore, if
∃y : βk(ei, y) is satisfied in τ(ei) by βk(ei, ei), then it is also satisfied in τ ′(ei). Otherwise,
there must be some eℓ with ℓ ≠ i such that βk(ei, eℓ) holds in f ∧ θ, and thus also holds in
f ∧ θ ∧ τ ′(ei). Therefore, f ∧ θ ∧ τ ′(ei) |=

∧
k∈[m] ∃y : βk(ei, y). ◀

6.2 Equivalent Circuits from Stage II
Next, we consider the circuits returned by Stage-II((i, j), θ) for different contexts θ and
θ′ but the same (i, j). Although these two contexts correspond to the same stage of the
compilation, they may differ in the unary types assigned to elements and in the binary types
assigned to processed pairs. Such differences affect the subproblem primarily through (i) the
progress already made toward satisfying the existential constraints, and (ii) the binary type
compatibility induced for the pairs that remain to be processed.

To capture this progress, we maintain a satisfaction state Sθ for each context θ. Formally,
the satisfaction state Sθ of θ is an n×m Boolean matrix, where for each ℓ ∈ [n] and k ∈ [m],

Sθ(ℓ, k) = True ⇔ ∃ et ∈ ∆ s.t. θ |= βk(eℓ, et).

Moreover, by the time Stage II starts, all unary type choices have already been fixed
within each context, although not necessarily identically across different contexts. Hence, to
characterize the residual compilation subproblem at Stage-II((i, j), θ), it suffices to record
the current satisfaction state together with the binary type compatibility for the pairs whose
binary types have not yet been assigned. This yields the following proposition.

▶ Proposition 21. Fix a pair (i, j). Let C and C ′ be the circuits returned by Stage-II((i, j), θ)
and Stage-II((i, j), θ′), respectively. If the following conditions hold:

Sθ = Sθ′ ; and
for any unprocessed pair of elements (eℓ, et), B(τℓ, τt) is identical to B(τ ′

ℓ, τ
′
t), where τℓ

and τt (resp. τ ′
ℓ and τ ′

t) are the unary types of eℓ and et in θ (resp. θ′),
then C and C ′ are equivalent.

The proof is similar to that of Proposition 20, and therefore provided in the full version.
Note that for a sentence without existential constraints, the first condition in Proposition 21
is vacuous. Hence, the equivalence of subcircuits returned by Stage II depends only on the
valid binary type sets for the unprocessed pairs.

▶ Example 22. Consider the sentence ΓRB in Example 6, which has no existential constraints,
over the vertex domain {e1, e2, e3}. Let θ = τR(e1) ∧ τB(e2) ∧ τB(e3) and θ′ = τB(e1) ∧
τR(e2)∧ τR(e3) be two contexts obtained after Stage I, where τR and τB are the unary types
for red and blue, respectively. Suppose Stage II is about to process the first pair (e1, e2).
Since ΓRB has no existential constraints, we have Sθ = Sθ′ = ∅. Moreover, by Example 6,
for each unprocessed pair, the valid binary type set under θ is identical to that under θ′.
By Proposition 21, the circuits returned by Stage-II((1, 2), θ) and Stage-II((1, 2), θ′) are
equivalent. Hence, once one of these subcircuits has been computed, it can be reused for the
other without making the second recursive call.
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If existential constraints are present, then the satisfaction state must also be taken into
account when checking the equivalence of subcircuits returned by Stage II.

▶ Example 23. Consider the sentence ΓE in Example 8 over the vertex domain {e1, e2, e3, e4}.
Since ΓE has a unique valid unary type, the second condition in Proposition 21 is automatically
satisfied. Suppose Stage II is about to process the pair (e2, e4), and let

θ = πE(e1, e2) ∧ π¬E(e1, e3) ∧ π¬E(e1, e4) ∧ πE(e2, e3)

and

θ′ = πE(e1, e2) ∧ πE(e1, e3) ∧ π¬E(e1, e4) ∧ π¬E(e2, e3),

where we omit the common unary type assignments. The two different contexts induce the
same satisfaction state: in both θ and θ′, the elements e1, e2, and e3 already satisfy the
existential requirement ∃y E(x, y), while e4 still has no witness. Therefore, by Proposition 21,
the circuits returned by Stage-II((2, 4), θ) and Stage-II((2, 4), θ′) are equivalent.

Note that the above optimizations incur at most quadratic overhead in the domain size.
Hence, the optimized compilation satisfies the following time complexity guarantee.

▶ Theorem 24. For a fixed FO2 sentence Γ and a finite domain ∆, Algorithm 1 equipped
with the optimizations runs in time O

(
(|C| + 1) |∆|2

)
, where |C| is the size of the output

circuit produced by the optimized algorithm.

Proof sketch. We first analyze the time spent on Stage-I and Stage-II without considering
the time spent on recursive calls. Note that the sentence is fixed. Every Stage-I (or Stage-II)
traverses a constant number of unary (or binary) types, and hence performs a constant
number of Extendable tests and hash table lookups for optimizations. From Proposition 16
and Proposition 17, we know that any Extendable test takes O(log |∆|) time. Furthermore,
the Stage I memoization data have constant size due to the constant number of unary types,
and the Stage II abstraction has size O(|∆|2) (an O(|∆|) satisfaction state and O(|∆|2)
compatibility data on unprocessed pairs). Therefore, the time spent on any call to Stage-I
and Stage-II without considering recursive calls is O(|∆|2).

It remains to bound the number of recursive calls. Every non-root recursive call is
generated only from a branch, where the Extendable test succeeds. Each such successful
branch contributes a distinct edge to the output circuit, even if the output circuit is reused
by multiple branches. Hence the total number of recursive calls is O(|C|+ 1). Therefore the
total running time is O((|C|+ 1) |∆|2). The full proof can be found in the full version. ◀

7 Evaluation

We implemented our two-stage compilation algorithm and evaluated it against several
propositional d-DNNF compilers. All experiments were conducted on a machine with an
Intel Xeon 8383C CPU and 128 GB of RAM.

We considered several representative benchmark sentences that have been widely used
in the literature, including ΓRB from Example 6 (2-colored graphs), ΓE from Example 8
(graphs without isolated vertices), ΓRBE = ΓRB ∧ ΓE , ΓP from the proof of Theorem 2
(permutation-like structures), and ΓD which defines dominating sets:

ΓD =
(
∀x : ¬E(x, x)

)
∧

(
∀x∀y : E(x, y)→ E(y, x)

)
∧

(
∀x∃y : ¬D(x)→ E(x, y) ∧D(y)

)
.
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Table 1 Circuit-size / compilation-time ratios relative to our method. For each sentence, we
report the largest domain size for which all compared methods successfully produced a d-DNNF
circuit within the time limit. The best results are shown in bold and the second-best results are
underlined. For Bella, we tested three hypergraph partitioning methods (PaToH, KaHyPar, and
Cara); we report the size and runtime of the setting that produced the smallest circuit.

(Γ, |∆|) ours bella d4 c2d

(ΓRB , 20) 1.00/1.00 1.55/1.30 1.50/1.45 1.23/1.56
(ΓE , 15) 1.00/1.00 10.08/27.97 7.80/12.71 86.91/312.88

(ΓRBE , 12) 1.00/1.00 1.12/2.87 4.74/16.01 3.07/13.44
(ΓP , 10) 1.00/1.00 1.39/3.29 0.49/1.10 12.65/47.84
(ΓD, 10) 1.00/1.00 1.86/24.48 1.34/9.19 29.29/1431.64

(u2-b2, 10) 1.00/1.00 5.44/8.59 7.17/8.66 2.57/5.09
(u4-b1, 8) 1.00/1.00 17.47/169.14 13.96/45.83 7.39/125.95
(u4-b2, 6) 1.00/1.00 14.39/26.31 16.33/10.58 4.35/14.51
(u4-b3, 6) 1.00/1.00 30.62/37.11 70.43/37.54 4.10/9.34
(u6-b2, 6) 1.00/1.00 142.66/136.23 474.05/171.70 336.07/434.61

(u4-b2-ad, 6) 1.00/1.00 26.34/38.70 51.23/56.43 4.79/12.86
(u4-b2-so, 9) 1.00/1.00 3.69/9.65 2.67/4.73 2.22/13.94
(u4-b2-cc, 6) 1.00/1.00 9.19/16.99 12.78/9.63 4.84/16.68
(u4-b2-fd, 5) 1.00/1.00 35.81/99.07 37.29/47.15 4.14/8.83
(u4-b2-ao, 8) 1.00/1.00 5.38/54.77 7.22/7.93 1.40/4.68
(u4-b2-fo, 10) 1.00/1.00 0.04/1.13 0.07/0.45 0.02/0.71

We also evaluated a parametric benchmark family ui-bj:

ui-bj =∀x : ExactlyOne
[
C1(x), C2(x), ..., Ci(x)

]
∧∧

k∈[j]

∀x∀y :
(
Ek(x, y)→ Ek(y, x)

)
∧

∧
k′∈[j]:
k′ ̸=k

∀x∀y :
(
Ek(x, y)→ ¬Ek′(x, y)

)
∧

∀x∀y :
( ∨

k∈[j]

Ek(x, y)
)
→

∧
ℓ∈[i]

(
¬Cℓ(x) ∨ ¬Cℓ(y)

)
∧

∧
k∈[j]

∀x∃y : Ek(x, y).

Here, ExactlyOne abbreviates the constraint that exactly one of C1(x), . . . , Ci(x) holds. We
evaluated the settings (i, j) ∈ {(4, 2), (2, 2), (6, 2), (4, 1), (4, 3)}. In this family, each binary
predicate Ek is symmetric, and different predicates are mutually exclusive. To further study
the effect of structural properties, we also considered several variants of u4-b2 with different
interaction patterns between the binary predicates; full details are given in the full version.

We validated the correctness of our implementation by cross-checking model enumeration
and model counts against propositional baselines. For performance evaluation, we compared
against three propositional d-DNNF compilers: Bella [16], d4 [19], and c2d [11]. Given a
sentence Γ and a domain ∆, we first constructed the propositional grounding of (Γ,∆), and
then invoked each baseline compiler using its recommended or default settings. We increased
the domain size starting from n = 4 until compilation exceeded the timeout of 1800 seconds,
or up to n = 20. For randomized methods, we report averages over 10 successful runs. For
deterministic and stable methods, we report averages over 3 runs. All experiments were
executed single-threadedly. The details of this pipeline are given in the full version.

Table 1 reports the circuit-size and compilation-time ratios relative to our method. Each
row corresponds to the largest domain size for which all compared methods successfully
finished within the time limit. Overall, our method produces the smallest circuits in most
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of these representative comparisons, and it is also the fastest in many cases. The main
exceptions are ΓP and u4-b2-fo, where our method is less effective. In both cases, the
binary atoms are essentially unconstrained and can be handled more independently. Our
current implementation does not exploit this independence: it still constructs binary types
for E(x, y) and E(y, x) even when they could be processed separately. In addition, we also
evaluated the OBDD compilation and the full results are given in the full version.

The empirical gains of our compiler come from three main sources. First, the compiler
branches on types rather than on individual ground atoms. A type decision fixes a whole block
of literals associated with an element or a pair, and therefore yields a significant reduction
in the search space and more compact circuit than branching on atoms. Second, efficient
extendability checks prune unsatisfying branches and hence avoid unnecessary recursive calls
and circuit construction. This is particularly useful for sentences with existential requirements.
Third, the subcircuit merging optimization allows the compiler to reuse previously computed
subcircuits for different contexts that induce the same compilation subproblem.

8 Conclusion and Discussion

We studied the compilation of FO2 sentences over finite domains into standard DNNF-based
target languages. On the negative side, we showed that there exists a fixed FO2 sentence
whose grounding over a domain of size n requires DNNF size 2Ω(n). On the positive side, we
presented a specialized compilation method by exploiting some characterization of FO2. Our
experiments show that this approach is effective on several representative sentences, improving
over baseline propositional compilation pipelines in both circuit size and compilation time.
Finally, we discuss some open questions and future directions.

It is well-known that the order of variable branching can significantly affect the perform-
ance of propositional compilers, such as c2d and cudd. In our proposed method, we use a
restricted processing order. It first branches unary types and then binary types. We remark
that this restriction is not merely an implementation choice but is crucial for the efficiency
of the method, more specifically for the efficiency of extendability checks. Interleaving unary
and binary type decisions would break the symmetry and make the extendability checks
even fall back to the #P-hardness of FO2 satisfiability with arbitrary binary evidence [28].
We however note that recent work on FO2 model counting with binary evidence that is
of bounded treewidth [18] may provide a promising direction for extending the method to
handle more flexible processing orders, that we leave for future work.

Another natural question is whether our method can be extended to FO3 ? Such an
extension is nontrivial. The feature of two variables is used in an essential way throughout
our method. First, models of FO2 can be organized by unary types and binary types, which
makes the two-stage decomposition possible. For FO3, constraints relate more elements
simultaneously, so pairwise type compatibility is no longer sufficient. Second, our extendability
checks rely crucially on the bounded configuration characterization of Theorem 14. This is
closely related to the classical boundary between the well-behaved two-variable fragment and
richer fragments with three or more variables. Therefore, instead of targeting unrestricted
FO3 directly, a promising direction is to study extensions of FO2 such as counting extensions
like C2 or FO2 with additional restricted axioms, e.g., tree or linear order axioms.

The last potential direction is to combine the type-level approach of our method with
finer-grained propositional compilation techniques, which is suggested by our experiments on
ΓP and u4-b2-fo. The current compiler operates primarily at the level of types, and may
therefore miss finer-grained propositional independence in some instances.

SAT 2026
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