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Abstract
The performance of constraint models strongly depends on the formulation used. Redundant
constraints, which are logically implied by the model, can strengthen propagation and speed up
solving, but finding effective ones requires substantial expertise. Recent work has shown that Large
Language Models (LLMs) can generate performance-improving constraints for MiniZinc models.
However, such approaches offer no soundness guarantees and the generated constraints may exclude
optimal solutions or render instances infeasible.

We present a pipeline that combines LLM-based constraint generation with empirical evaluation
and formal verification. At its core is a novel formalization of a supported MiniZinc subset for
verifying redundancy of a constraint schema over all instances by translating MiniZinc models to
Lean 4 theorems. We handle MiniZinc’s partial semantics by requiring the base model to be safe
and separately proving that the proposed constraint is well-defined for all instances and solutions of
the base model.

We evaluate the approach on three constraint optimization problems from the literature, starting
from published expert-crafted models. The augmented models show a clear improvement on one
problem, improved MiniZinc Challenge scores with metric trade-offs on another, and small but
non-significant changes on the third.
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1 Introduction

The performance of constraint solvers depends critically on how a problem is modelled. A
key technique is to add redundant constraints, which are logically implied by the model and
therefore preserve the solution set for all problem instances, but can dramatically improve
solver performance by strengthening propagation [30]. Finding effective ones, however, is
difficult, usually requires expert insight into solver behavior, and still involves trial and error.

Automating this process is therefore a longstanding but fundamentally difficult goal.
Existing rule-based approaches [9, 1, 24, 5] can generate redundant constraints automatically,
but are limited to the inference patterns they encode. Large Language Models (LLMs)
have recently shown promise in proposing performance-improving constraints for constraint
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models [39], but offer no soundness guarantees and may silently curtail the solution set.
Automatically verifying proposed constraints to be redundant for all possible instances is
undecidable in general [3].

In this work, we combine the flexibility of LLM-based constraint generation with machine-
checked verification. A candidate constraint is accepted only if it improves empirical
performance and a formal proof establishes solution-set preservation for all problem instances.
We focus on redundant constraints as the simplest class of sound model transformation and
a natural first target for verified model improvement via LLMs. Concretely, we target a
supported fragment of MiniZinc [23] and verify redundancy in Lean 4 [21] via an automated
translation from MiniZinc models and candidate constraints to Lean theorems based on a
novel formalization. To handle MiniZinc’s partial semantics, we require the base model to be
safe (free of undefined subexpressions) and separately prove that the proposed constraint is
well-defined for all solutions of the base model. The resulting pipeline is sound relative to the
safety assumption on the base model, our formalization and translation, and the correctness
of the MiniZinc and Lean 4 compilers.

We evaluate our approach on three constraint optimization problems from the literature:
the Oven Scheduling Problem [13], the Vehicle Routing Problem with Location Conges-
tion [15], and the Multi-Skill Project Scheduling Problem [22, 41]. Starting from published,
human-optimized models, we run the improvement pipeline over multiple improvement itera-
tions, proposing 30 candidate constraints per problem, filtering them by empirical evaluation
on a training set, and formally verifying the survivors in Lean 4.

On the test set, the final augmented models show the clearest gains on the Oven Scheduling
Problem, where aggregate time to close instances decreases by 12.4% and objective values
improve by 2.2%. For the other two problems, the results are mixed: VRPLC improves
under the MiniZinc Challenge [35] scoring scheme but trades time against objective value,
while MSPSP shows only small, non-significant changes. More broadly, our results show that
automated verification can be integrated into LLM-driven model improvement to certify
nontrivial semantic properties of constraint models in practice. We view this as a step toward
more automated and semantically sound constraint-model optimization.

Contributions

Our contributions are as follows.
MiniZinc-to-Lean translation. The technical core of the paper is a translation from a
supported fragment of MiniZinc to Lean 4 that turns a model and a candidate redundant
constraint into proof obligations expressing redundancy over all problem instances and
well-definedness of the new constraint. We handle MiniZinc’s partiality by requiring the
base model to be safe and generating separate well-definedness obligations rather than
encoding the full partial semantics.
A proof-producing improvement pipeline. We integrate this verification step into a
modular pipeline in which candidate constraints are proposed, empirically filtered, and
then certified. Our implementation uses LLMs for candidate generation and proof search;
the latter is incomplete, but gives a practical way to find Lean-checkable certificates
despite undecidability of redundancy in general.
Evaluation on published models. We evaluate the system on three optimization
problems from the literature, obtaining a clear improvement on one published, human-
optimized model and mixed or small effects on the others.
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Our implementation for the full pipeline, including the translation from MiniZinc to Lean,
and our experimental artifacts are available as supplementary material.

The rest of the paper is structured as follows. Section 2 gives background on MiniZinc
and theorem proving, Section 3 discusses related work, Section 4 presents the pipeline and
situates the formal verification part, Section 5 describes the MiniZinc-to-Lean translation,
Section 6 reports the experimental evaluation, and Section 7 concludes.

2 Background

2.1 Constraint Models in MiniZinc
MiniZinc [23] is a popular solver-independent declarative language for constraint programming
with a rich type system that includes integers, booleans, finite sets, and arrays. MiniZinc
distinguishes between models and instances. A model captures a problem and contains
declarations for instance parameters, decision variables, and constraint schemas. An instance
is a concrete assignment to the parameters. To solve a model on an instance, the MiniZinc
compiler instantiates and grounds, or flattens, the model. The language also distinguishes
between fixed and free terms. Fixed terms contain only parameters and can therefore be
evaluated by the compiler. This allows high-level constructs such as quantifiers over sets and
arrays with variable bounds, provided those sets or bounds are fixed.

In this work, we verify entailment between constraint schemas, so we reason only at
the level of parameterized models. This means that quantifiers and array dimensions are
unbounded and constraint schemas essentially become first-order formulas with arithmetic.
In the rest of this work, we use constraint as shorthand for constraint schema and model as
shorthand for parameterized model.

2.2 Formal Theorem Proving
Formal theorem proving aims to use formal languages to formalize mathematical theorems
and proofs. Systems are usually built around a small trusted kernel that verifies the validity
of the proof. This way, a high degree of confidence can be placed in proofs that the kernel
certifies as valid. Several mature ecosystems exist, including Lean 4 [21], Isabelle/HOL [25],
and The Rocq Prover [37]. We focus on Lean 4 because recent advances in automated
theorem proving with LLMs have centered on it. As a functional programming language with
dependent types, Lean 4 supports expressing mathematical proofs via the Curry-Howard
correspondence: theorems are represented as types and proofs are terms of those types.

Automating proof search for theorem provers has long been a goal, and many methods,
algorithms, and portfolios have been proposed [16, 20, 4]. These systems can assist humans,
but more complex proofs are only now becoming possible thanks to LLMs. For instance,
performance on the MiniF2F dataset, which consists of Olympiad-level mathematics problems,
rose from 10.4% for Isabelle’s Sledgehammer [4] to 88.9% with the open-weights DeepSeek
Prover V2 model [27] and finally to 100.0% with the proprietary SeedProver system [6].

3 Related Work

Automatically optimizing constraint models has long been a goal. Frisch et al. [9] proposed
CGRASS, a rule-based system that transforms CP models through redundant constraints,
symmetry breaking, and variable introduction and elimination. However, it is limited to
hand-crafted inference patterns and must be re-run for each instance, leading the authors

CP 2026
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to call for higher-level abstractions. That vision later materialized in the ESSENCE [8],
Conjure [1], and Savile Row [24] pipeline, where high-level models are refined by pre-engineered
rules, including redundant and symmetry-breaking constraints and reformulations such as
common subexpression elimination. These systems are correct by construction because
each transformation rule is designed to preserve semantics. In contrast, Charnley et al. [5]
combined conjecture generation from small instances with theorem proving to verify that
discovered constraints are implied by the base model. While effective for finite algebra
benchmarks, the approach is specialized to equational properties of a single operator and
is far less expressive than modern constraint languages. A parallel line of work studies
streamliners [11], which narrow the search space without soundness requirements. Later
approaches generated them automatically using rules in Conjure [32, 33]. All of these
approaches are bounded by the expressiveness of their hand-crafted rules or grammars.

More recently, LLMs combined with evaluation-driven search have proven effective at
designing heuristics for optimization problems [28, 26, 18, 34], relying entirely on empirical
evaluation. Applying this paradigm to constraint model improvement is harder because
LLM-generated model transformations may silently curtail the solution set. Accordingly,
most work on LLMs for CP focuses on generating models from natural language problem
descriptions [38, 19, 31, 29], emphasizing semantic correctness rather than model performance.
Research on using LLMs to improve existing constraint models remains limited.

Most directly related to our work, Voboril et al. [39] use LLMs to generate streamlining
constraints for MiniZinc models. Candidates are evaluated on easy instances. The streamliners
carry no soundness guarantee and may exclude valid solutions. At test time, streamlined
models are run in a portfolio with the original model as a fallback to preserve completeness.
This requires extra computational resources and offers no speedup for proving optimality
or infeasibility. In contrast, we use formal verification to preserve completeness of the
extended model itself. Furthermore, while their study asks whether LLMs can generate
useful streamliners after stripping models of redundant and symmetry-breaking constraints,
we extend and compare against state-of-the-art models from the literature.

In the mixed-integer programming setting, Yazdani et al. [40] use LLM agents with
evolutionary search to generate acceleration cuts. Like our work, their cuts generalize across
problem instances. However, verification is purely empirical: candidates are screened by
checking feasibility of stored optimal solutions. The authors explicitly note the lack of formal
guarantees and point to automated proof tooling as future work.

None of the above approaches provide machine-checked proofs that generated constraints
preserve model semantics. Our work addresses this gap by combining LLM-based constraint
generation with formal verification in Lean 4, ensuring that every accepted constraint is
backed by a proof of redundancy that holds over all problem instances.

4 Generation of Verified Redundant Constraints

To automatically generate verified redundant constraints and overcome the lack of soundness
guarantees by LLM-generated redundant constraints, we propose a pipeline that combines
LLM-based constraint generation, empirical performance evaluation, and formal verification.
Figure 1 illustrates the high-level architecture.

Starting from a MiniZinc model and a set of training instances, an LLM proposes
candidate redundant constraints intended to improve performance. Each candidate is
evaluated empirically on the training instances; those that pass are translated into Lean 4
theorem statements. Proof attempts are then generated by an LLM and checked by the Lean
compiler. A constraint is accepted only if it passes both evaluation and proof.
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Figure 1 Overview of our pipeline for proposing, evaluating, and formally verifying redundant
constraints. Badges mark steps that call an LLM; failed Lean checks can trigger another proof
attempt until the budget is exhausted.

The candidate-generation stage is modular: random, template-based, rule-based, human-
guided, and LLM-based generators could all be paired with the same empirical and formal
checking stages. We focus on LLMs because prior CP work already shows them to be a
broadly applicable source of performance-improving MiniZinc constraints [39], while their
lack of soundness guarantees makes them the motivating case for after-the-fact verification.

4.1 Generation of Redundant Constraints
First, we use an LLM to suggest a redundant constraint for the model. The prompt
includes the full MiniZinc model and asks for a constraint that improves performance with
modern solvers. It also highlights considerations such as the number of generated FlatZinc
constraints and their ability to strengthen propagation, and instructs the model to avoid
syntax unsupported by the Lean translation. If the pipeline is run for multiple improvement
iterations, feedback on past results is also included in the prompt to encourage diversity in
the generated constraints.

4.2 Candidate Model Evaluation
The first acceptance criterion for a candidate constraint is whether it sufficiently improves
empirical performance. This is nontrivial for optimization problems, where runs may be
optimal, feasible but non-optimal, or timed out. Optimal runs have a time to optimality,
while feasible assignments may differ in objective value.

In principle, any binary acceptance criterion may be used with our system. For our
implementation, we use a generalized version of the pairwise scoring function from the
Complete Scoring Procedure used in the MiniZinc Challenge [35], paired with a statistical
test.

At the core of the original scoring procedure is a function that compares the results of
two solvers on the same instance k and computes a pair of scores (s1

k, s2
k). Each result carries

a status (closed, feasible, or failed (timeout/error)), a run time ti
k and, for feasible runs, an

objective value oi
k. For a single instance, the pairwise score is:

1. If the statuses differ, the solver with the strictly better status scores 1, the other 0 (closed
≥ feasible ≥ failed).

2. Otherwise, if both are feasible with differing objective values, the solver with the better
objective scores 1, the other 0.

3. Otherwise, if both produced a solution with equal objective (including the case where
both closed), scores are assigned by run time: solver i receives tj

k/(ti
k + tj

k).
4. Otherwise (both failed), both score 0.

CP 2026
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We use an analogous scoring function to compare two models on the same instance,
with one generalization. In initial experiments, aggregate results were often dominated
by many instances with minimal objective differences. To mitigate this, we extend the
interpolation formula to the objective values, adding a temperature parameter τO because
objective differences between models are typically very small. In point 2., we therefore assign
scores of (oj

k)τO /((oi
k)τO + (oj

k)τO ) instead (with indices i and j flipped for maximization
problems). The case of τO → ∞ recovers the original scoring procedure.

We then use a statistical test for acceptance. Let dk = scand
k − sbase

k be the per-instance
score difference between the candidate and baseline model. We consider a constraint a
performance improvement if a one-sided Wilcoxon signed-rank test on the nonzero differences
dk rejects the null hypothesis at significance level α.

4.3 Constraint Verification
The second acceptance criterion is formal verification of the desired semantic property, in
our case redundancy. Informally, this means that every solution of every satisfiable instance
of the original model also satisfies the candidate constraint.

We perform this verification via a trusted translation from MiniZinc to Lean 4, proposed
in section 5, where we also formalize redundancy. The translation takes a MiniZinc model
and the candidate constraint as input and returns a Lean 4 file with a single theorem that, if
provable, establishes the desired redundancy property.

After creating the theorem, the system attempts to prove it by sampling proofs from
an LLM. Candidate proofs are checked by the Lean compiler. Because LLM-based proof
generation is stochastic, multiple proof attempts may be performed. If at least one succeeds,
the verification step is successful; otherwise it fails when a stop condition is reached.

As elaborated in appendix A, we found that both success rate and cost efficiency can
improve when the LLM refines its proof based on Lean compiler feedback; throughout the
paper, we therefore distinguish improvement iterations of the overall pipeline, proof attempts
for independent tries on the same theorem, and rounds within one proof attempt, consisting
of one initial generation round followed by optional feedback rounds.

5 MiniZinc to Lean 4 Translation

In this section, we describe our translation function from MiniZinc to Lean 4.
Given a MiniZinc model M and a proposed redundant constraint cR, the translation

function [[M, cR]] yields a Lean 4 theorem whose validity certifies that cR is redundant, that
is, that M and M ∪ {cR} have the same solution set for all instances. We describe [[M, cR]],
whose structure follows the inductive structure of MiniZinc terms. Our implementation is
written in C++ and uses libminizinc 2.9.3 to parse the model and build a type-checked
AST; it then traverses the AST to emit Lean code.

The translation supports a fragment of MiniZinc and has a modular architecture that
allows for easy extension. Table 1 summarizes the currently supported MiniZinc fragment.

5.1 Partiality
MiniZinc contains partial operations, such as array accesses or arithmetic division, that
are undefined for some values of their arguments. In [10], Frisch and Stuckey discuss three
semantics for handling undefined results and characterize safe models, which do not contain
undefined subexpressions for any combination of parameter and variable values.
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Table 1 Structured summary of the MiniZinc fragment currently handled by the translation.

Element Supported Not supported
Types bool, int, set, array float, opt, tuple, record,

enum, string

Top-level items par/var declarations (including domains and
definitions), constraint items,
custom redundant annotation

predicate and function
declarations;
solve, output, include, and
annotations are ignored

Expressions literals and identifiers; array access and 1D
array literals; if/then/else/endif; let in
with definitions; bool/int comparisons (<,
<=, >, >=, =, !=); arithmetic (+, -, *,
div, mod, ^); boolean operators (not, <->,
->, <-, \/, /\, xor); set operations (.., in,
union, diff, intersect, card); bool2int,
binary min/max

anonymous _ variables, array
concatenation ++, expressions
involving unsupported types

Comprehensions set comprehensions with one bound variable;
array comprehensions without where

other comprehensions

Quantification/
Aggregation

forall, exists, sum, min, max –

Global
Constraints

alldifferent, cumulative, circuit
(all for 1D arrays only)

other global constraints

Standard library array<n>d, card, length, bool2int other functions

Based on the partiality section of the MiniZinc specification (section 4.1.10 of the
handbook [36]) and our own experiments1, the semantics of MiniZinc appears to largely
follow the two-valued relational semantics: expressions with integer, set, or array types may
be undefined, but boolean expressions with undefined arguments evaluate to false.

However, the language does not fully adhere to this pattern. For instance, the cumulative
global scheduling constraint asserts that the capacity of a replenishable resource is respected
by a list of jobs, given by three arrays for start time, duration, and resource requirement.
Durations and requirements must be nonnegative, which is enforced via an assertion that
causes model compilation to fail if the compiler has not derived this bound when the
constraint is encountered. This can depend on constraint order, compiler optimization level,
and implementation details.

In this work, we require the incoming model to be safe. That is, when proving a
constraint cR redundant with regard to M , we assume that M is safe. Using a totalized
semantics of M , we then prove that cR is well-defined for all instances and solutions of M .
By well-defined, we mean a restricted form of safety in which no sub-expression of cR may be
undefined and no assertion violated for any instance and solution of M . This lets us prove
redundancy using a totalized semantics for cR as well. We choose this approach for three
reasons: it keeps the Lean translation independent of MiniZinc compiler specifics, modelling
the exact partial semantics degraded proof success rates in initial experiments, and all models
we considered appeared to be safe. Automatically verifying that the incoming model is safe,
or relaxing this criterion, is left as future work.

1 We believe the handbook to be slightly outdated. Let-local assignments are not treated as assertions.
For instance, constraint not (let 0..1: x = 5; in true); is satisfiable.

CP 2026
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5.2 Translation Validation
Our translation aims to capture, in Lean 4, the semantics of the supported MiniZinc subset.
It is informed by the MiniZinc handbook [36], the source code of the MiniZinc standard
library, and experiments on edge cases.

We do not validate the translation against a formal semantics because, to our knowledge,
no formal semantics for MiniZinc is available. Furthermore, due to partiality, assertions, and
reflection, creating a complete formal semantics would already require isolating well-behaved
fragments or approximating parts of the language, which we consider out of scope.

The correctness of verification results depends on the faithfulness of the translation and
its implementation. To assess this, we include a test suite containing 114 proof targets
covering all supported MiniZinc constructs. Each test case consists of a base model M and a
candidate constraint cR marked either redundant or nonredundant and is constructed in
such a way that the result of the lean translation can automatically be compared with actual
result of MiniZinc.

For redundant cR, a successful test case requires that: (1) M is satisfiable in MiniZinc,
(2) M ∪ {¬cR} is unsatisfiable in MiniZinc, and (3) that the corresponding redundancy
theorem can be proven in Lean. For nonredundant cR, for a test case to pass, it must hold
that: (1) M is satisfiable in MiniZinc, (2) M ∪ {¬cR} is satisfiable in MiniZinc, and (3) that
the corresponding redundancy theorem cannot be proven in Lean. The nonredundant cases
have a stochastic element to them, in that the Lean theorem is not refuted, but only not
proven. This is necessary, because disproving the theorem would require constructing a
counterexample, and success rates for this are very low.

Furthermore, some test cases, for instance those containing arrays of unbounded size,
cannot be passed directly to MiniZinc. In these cases we create 3 concrete instances for each
test case and require the MiniZinc result to be correct on all of them.

According to the specification above, all test cases passed successfully.

5.3 Translation Overview
Our translation function [[·]] consists of three components:

Variable/Parameter declarations: [[·]]D maps variable and parameter declarations to
Lean 4 declarations of the correct type.
Constraint definitions: [[·]]C maps MiniZinc terms to Lean 4 terms and is used to
translate constraint schemas as well as domain restrictions and variable assignments,
using a totalized semantics of MiniZinc.
Safety conditions: [[·]]S maps MiniZinc terms to Lean 4 propositions that ensure that
the term is safe, that is, that it does not become undefined for any parameter and variable
values.

Additionally, [[·]]T will be used as a helper to denote how MiniZinc types are mapped to
Lean 4 types.

The final translation [[M, cR]] of a model M and a candidate constraint cR is then given by:

[[M, cR]] ≜ ∀v∈V∪P [[v]]D,
( ∧

v∈V∪P
[[v]]C ∧

∧
c∈C

[[c]]C
)

→
(

[[cR]]C ∧ [[cR]]S
)

Here, ∀v∈V∪P [[v]]D denotes an iterated (dependent) universal quantification over the Lean 4
variables introduced by the declarations [[v]]D; thus, ⊢ [[M, cR]] means that Lean 4 can prove
the resulting statement.
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The translation function matches the inductive structure of MiniZinc, declares the same
variables and preserves scoping and shadowing. To simplify the notation of the translation
function, we use the same variable names for MiniZinc and Lean and keep the scope implicit.

In the following specification, we generally name parameters and variables based on their
type: i and j to refer to integers, b and c to booleans, and S and U to sets. Arrays are called
arr, except for global constraints, where we use the original MiniZinc parameter names.
Expressions are denoted by e and f.

Some constructs require additional Lean variables that do not correspond to MiniZinc
names. In this case, the implementation generates new unique Lean names, which we indicate
with a prime, like i’.

5.4 Types

Here, we define how MiniZinc types are mapped to Lean 4 types.
We chose the target Lean types based on semantic fit and the availability of predefined

Lean operations and lemmas.
For MiniZinc’s int, we use Lean’s Int, which matches the idealized semantics of integer

arithmetic and offers many lemmas. For MiniZinc’s bool, we chose Lean Prop, because early
experiments indicated that it requires fewer conversion steps in proofs and yields better
proof success rates than Lean’s Bool. We also use the more computational Finset rather
than Set, because we require finite cardinality and because Lean’s stratified type universe
makes proofs over Finset more straightforward. To model arrays, we use a custom structure
type with a total lookup function and a domain for each dimension, which fit best with the
totalized semantics.

MiniZinc type τ [[τ ]]T

int, bool Int, Prop
set of τ Finset [[τ ]]T
array[int, . . ., int] of τ { fn : Intn → [[τ ]]T ,

dom1 : Finset Int,
...,
domn : Finset Int }

5.5 Variable Declarations

Here, we define what Lean declarations and constraints are generated for variable and
parameter declarations. For notational convenience, we use τb to match int and bool, τ to
match any MiniZinc type and S to match any MiniZinc set expression. By τe, we mean the
MiniZinc type of the MiniZinc expression e; if e is already a MiniZinc type, then τe ≜ e. x
denotes a MiniZinc variable or parameter name, and e denotes a MiniZinc expression.

To match arrays, Ik and T can denote either a MiniZinc type or a MiniZinc set expression.

MiniZinc declaration [[·]]D [[·]]C

[var] τb : x = e; x : [[τb]]T x = [[e]]C
[var] S : x = e; x : [[τS ]]T x = [[e]]C ∧ x ∈ [[S]]C
[var] set of τb : x = e; x : Finset [[τb]]T x = [[e]]C
[var] set of S : x = e; x : Finset [[τS ]]T x = [[e]]C ∧ x ⊆ [[S]]C

CP 2026
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MiniZinc
declaration

[var] array[I1, . . . , In] of [set of] T : x = e;

[[·]]D x : [[array[int, . . . , int] of τT ]]T
[[·]]C

(
x.domk = [[Sk]]C for k ∈ {1, . . . , n} where Ik = Sk

)
∧(

∀i⃗′, x.fn i⃗′

{
⊆ [[S′]]C if set of in declaration
∈ [[S′]]C else

)
if T = S’∧

x = [[e]]C

5.6 Constraints and Expressions

MiniZinc expression/declaration [[·]]C

constraint e [[e]]C
x (identifier for a variable or parameter) the corresponding Lean identifier
int literal equivalent Int literal in Lean
true / false True / False

MiniZinc expression [[·]]C

a + b, a - b, a * b, a div b [[a]]C + [[b]]C , [[a]]C - [[b]]C , [[a]]C * [[b]]C , [[a]]C / [[b]]C
a = b, a != b [[a]]C = [[b]]C , [[a]]C ̸= [[b]]C
a < b, a <= b, a > b, a >= b [[a]]C < [[b]]C , [[a]]C ≤ [[b]]C , [[a]]C > [[b]]C , [[a]]C ≥ [[b]]C
bool2int(b) if [[b]]C then (1 : Int) else (0 : Int)
not b ¬[[b]]C
b /\ c, b \/ c [[b]]C ∧ [[c]]C , [[b]]C ∨ [[c]]C
b -> c, b <-> c [[b]]C → [[c]]C , [[b]]C ⇐⇒ [[c]]C
arr[i1, . . ., in] [[arr]]C .fn [[i1]]C . . . [[in]]C

For division and array accesses, the totalized semantics comes into play. In cases where
the MiniZinc expression is undefined, the Lean 4 semantics can be arbitrary. Quantifiers and
sum carry over straightforwardly to Lean 4.

MiniZinc expression [[·]]C

forall(i in S where C)(e) ∀i ∈ [[S]]C , [[C]]C → [[e]]C
exists(i in S where C)(e) ∃i ∈ [[S]]C , [[C]]C ∧ [[e]]C
sum(i in S)(e)

∑
i∈[[S]]C

[[e]]C

min and max are more complex. The totalized semantics assumes that the set [[S]] is
non-empty, so an arbitrary default can be used for empty sets. For simplicity, only the Int
case is shown here.

MiniZinc expression [[·]]C

min(i in S)(e) ([[S]]C .inf(fun i => [[e]]C) : WithTop Int).getD’ 0
max(i in S)(e) ([[S]]C .sup(fun i => [[e]]C) : WithBot Int).getD’ 0

5.7 Global Constraints
We support several common MiniZinc global constraints through direct translation to Lean 4
propositions. The Lean expressions do not necessarily correspond to the internal MiniZinc
implementation, but capture the same mathematical structure.
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MiniZinc expression [[·]]C
alldifferent(x) ∀i′ ∈ [[x]]C .dom1, ∀j′ ∈ [[x]]C .dom1, i′ ̸= j′ → [[x]]C .fn i′ ̸= [[x]]C .fn j′

cumulative(s, d, r, b) [[s]]C .dom1 = [[d]]C .dom1 ∧ [[s]]C .dom1 = [[r]]C .dom1∧

∀t′ : Int,
( ∑

i′∈[[s]]C .dom1

(if [[s]]C .fn i′ ≤ t′ ∧ [[s]]C .fn i′ + [[d]]C .fn i′ > t′

then [[r]]C .fn i′ else 0)
)

≤ [[b]]C
circuit(x) let U ′ = [[x]]C .dom1, f ′ = [[x]]C .fn in

U ′ = ∅ ∨
(

(∀i′ ∈ U ′, f ′i′ ∈ U ′) ∧
(∀i′ ∈ U ′, f ′i′ ̸= i′) ∧
(∀i′ ∈ U ′, ∀j′ ∈ U ′, f ′i′ = f ′j′ → i′ = j′) ∧(
∀V ′ : Finset Int, (V ′ ⊆ U ′ ∧ V ′.Nonempty∧

V ′.card < U ′.card) → ∃i′ : Int, i′ ∈ V ′ ∧ f ′i′ /∈ V ′))
5.8 Well-definedness conditions
To prove well-definedness of the proposed constraint, we use [[·]]S to extract safety conditions
from an expression. The aim is to express sufficient conditions ensuring that the proposed
constraint is well-defined under all instances and solutions of the original model and does
not cause assertion violations during compilation.

MiniZinc expression [[·]]S

x (literal or variable) ⊤
x div y [[x]]S ∧ [[y]]S ∧ [[y]]C ̸= 0
x ^ y [[x]]S ∧ [[y]]S ∧ ¬([[x]]C = 0 ∧ [[y]]C < 0)
x ◦ y (other binary ops) [[x]]S ∧ [[y]]S
◦ x (any unary op) [[x]]S

if b then e else f [[b]]S ∧ [[e]]S ∧ [[f ]]S
arr[i1, ..., in] [[arr]]S ∧

∧n

k=1([[ik]]S ∧ [[ik]]C ∈ [[arr]]C .domk)

forall(i in S where C)(e) [[S]]S ∧ ∀i∈[[S]]C ([[C]]S ∧ [[e]]S)
exists(i in S where C)(e) [[S]]S ∧ ∀i∈[[S]]C ([[C]]S ∧ [[e]]S)

min(i in S)(e) [[S]]S ∧ [[S]]C.card > 0 ∧ ∀i∈S [[e]]S
max(i in S)(e) [[S]]S ∧ [[S]]C.card > 0 ∧ ∀i∈S [[e]]S

Note that the exists translation uses universal rather than existential quantification, because
all sub-expressions must be well-defined.
For translated global constraints, the safety conditions are:

MiniZinc expression [[·]]S
alldifferent(x) [[x]]S
cumulative(s, d, r, b) abort
circuit(x) [[x]]S

The well-definedness conditions for alldifferent and circuit are straightforward.
A cumulative constraint in the proposed constraints aborts the compilation, because the
MiniZinc compiler aborts if it cannot statically prove the domains of d and r to be nonnegative
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during compilation, which may depend on the optimizations used by the compiler and the
ordering of constraints in the model. A more realistic solution may be redefining the
constraint’s definition in the MiniZinc standard library to remove the assertion, but this
would alter the semantics of MiniZinc and is outside the scope of this work.

6 Experimental Evaluation

In this section, we apply the pipeline to three problems from the literature, performing
multiple improvement iterations for each problem, proposing, evaluating, and formally
verifying multiple candidate constraints.

6.1 Problem and Instance Selection
To find problems, we searched for NP-complete optimization problems with a focus on
complex, real-world settings. We further filtered for problems with a publicly available .mzn
model file and at least 100 instances. For each problem, we split the available instances into
training and testing sets. The training set is used to evaluate candidate constraints, while
the testing set is used to evaluate the final optimized model.

The Oven Scheduling Problem (OSP) [13] is a batch scheduling problem. Introduced
in 2023 together with a CP model, it captures heat-treatment oven scheduling in a
real-world electrical component manufacturing company. The accompanying dataset [12]
contains 80 synthetic instances of varying size, each with 3 different weightings of soft
constraints called use-cases. For the train-test split, we split the instances in half, stratified
by instance size, and keep all use cases. This results in (80/2) · 3 = 120 training and
testing instance files each.
The Multi-Skill Project Scheduling Problem (MSPSP) is a variant of the Re-
source Constrained Project Scheduling Problem (RCPSP) and was originally proposed in
2002 [22]. We use the CP model proposed in 2017 by Young et al. [41] together with
the hardest instance set from [2] which Young et al. call 1b. We stratified by instance
parameters, selecting 100 for training and the remaining 116 for the test set.
The Vehicle Routing Problem with Location Congestion (VRPLC) was proposed
by Lam et al. in 2016 [15] and is a rich variant of the well-known Vehicle Routing Problem
(VRP). We use a dataset of 450 instances published later in [14], which we convert to
.dzn format. We select 100 instances for training, stratified by instance parameters, and
keep the other 350 for testing.

To include models in the system, we made minor changes in two categories. Some were
needed for seamless conversion to Lean, such as replacing an array concatenation with a
single array comprehension in the VRPLC model. The others added constraints on instance
parameters that are obvious from the problem semantics but were not stated in the original
model, for example that object counts such as the number of vehicles in VRPLC are non-
negative. For each change, we verified that the FlatZinc code was either identical or changed
slightly without a discernible performance impact. We also manually verified that the models
fulfilled the safety requirement regarding partiality.

6.2 Evaluation Setup
We run our evaluations on Ubuntu 22.04 LTS with Kernel 5.15.0-84-generic. For all
experiments, we use MiniZinc 2.9.3 with Chuffed 0.13.2. For Lean 4 and mathlib 4,
we use version 4.9.0-rc1, which matches existing open-weight prover LLMs [27, 17] and
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Table 2 Constraint proposal outcomes from the improver runs.

OSP VRPLC MSPSP

Constraints Proposed 30 30 30
... Rejected (Evaluation) 28 28 29
... Rejected (Proof) 1 0 0
... Accepted 1 2 1

produced fewer syntax errors than newer versions in initial experiments. We use Python
3.12.12 with litellm 1.80.7 to access LLMs. The minizinc-to-lean compiler is based on
C++ 20 and libminizinc 2.9.3, compiled via cmake 3.22.1 and g++ 11.4.0.

All evaluations are run on a single core on a system with dual Intel Xeon E5-2650 v4
CPUs clocked at a fixed frequency of 2.20 GHz. Each run has access to an exclusive pool of
7.5 MB L3 cache and 16 GB of RAM. For training-time evaluations during the improvement
iterations, we use a timeout of 5 minutes and evaluate each instance once. For the final
evaluation on the test set, the timeout is increased to 60 minutes.

To evaluate candidate models, we use the generalized version of the MiniZinc Challenge
scoring scheme [35] discussed in section 4.2. We set τO = 10.0 to account for the fact that in
initial experiments, differences in runtimes were typically 5 to 10 times larger than differences
in objective values. For the statistical acceptance threshold, we set α = 0.05.

To generate new candidate constraints, we use GPT-5.1 with the high reasoning setting
through the OpenAI API. To save tokens, we generate three constraints at once. For each
problem, we evaluate 30 candidate constraints. To prove the redundancy theorems, we
use DeepSeek-V3.2 via OpenRouter, which we found proficient and very cost-efficient at
generating correct proofs. As is standard in LLM theorem proving [27], we give the model
up to 16 proof attempts per theorem. Each proof attempt has a round budget of up to 5
rounds: one initial generation round and up to four feedback rounds. Appendix A compares
different LLMs and round budgets and explains this choice.

6.3 Results
Table 2 shows the outcomes of the proposed constraints. For all problems, 30 constraints were
proposed, and most were rejected because they did not sufficiently improve model performance.
Most either had no discernible effect or caused regressions, which is unsurprising because we
started from published models. Five constraints passed the performance evaluation, four of
which could be proven redundant. The fifth constraint was a false negative during the proof
generation stage, which we were later able to prove manually.

Next, table 3 presents aggregate test-set results comparing the base model to the aug-
mented model generated by the system. The augmented model consists of the original model
plus all redundant constraints that passed both training-set evaluation and the redundancy
proof. For each problem, we report the MiniZinc Challenge score, the relative geometric
mean of the time taken to close instances on the set of instances closed by both models, and
the relative geometric mean of the objective values on the set of instances feasible (including
closed) for both models. Statistical significance is assessed with the same one-sided Wilcoxon
signed-rank test on normalized per-instance differences in the relevant metric.

For the Oven Scheduling Problem, the augmented model is a clean improvement. It
solves one additional instance, achieves roughly 2.2% lower aggregate objective values, and
reduces the time to close instances by around 12.5%. All three metrics indicate statistically
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Table 3 Aggregate test-set results for the base and augmented models. Geo. mean values are
relative geometric means; blue indicates improvements and red regressions. The p-values use the
same blue-to-red scale, with blue denoting smaller values.

OSP (n=120) VRPLC (n=350) MSPSP (n=116)
Base Aug. p Base Aug. p Base Aug. p

# Feasible 88.3% 89.2% 95.4% 95.4% 100.0% 100.0%
# Closed 21.7% 21.7% 41.7% 41.7% 19.0% 19.0%
mzn Challenge Score 47.1 63.9 0.0085 168.1 181.9 0.0024 53.8 62.2 0.4180
Geo. mean time 1.000 0.875 0.0003 1.000 0.776 < 0.0001 1.000 1.058 0.8400
Geo. mean obj. 1.000 0.978 0.0185 1.000 1.007 0.9890 1.000 0.999 0.2690

significant improvements. The Vehicle Routing Problem with Location Congestion shows
a more nuanced picture. It closed instances in approximately 22.4% less time, but this
comes at the cost of a 0.7% regression in objective values, illustrating a trade-off between
objectives. The MiniZinc Challenge score and time improve significantly, while the objective
value regresses significantly. The aggregate results for the Multi-Skill Project Scheduling
Problem suggest a slight overall improvement but also another trade-off. However, none of
the observed differences on MSPSP are statistically significant, which is unsurprising given
that MSPSP is a comparatively well-studied problem.

6.4 Constraint Analysis
Of the 90 generations, 89 produced valid MiniZinc code; one MSPSP candidate used a
nonexistent constraint (disjunctive_optional).

Overall, the surviving constraints demonstrate semantically meaningful generation rather
than merely syntactic variation. For instance, the second VRPLC constraint below links the
objective, service times, arrival times, and successor relation through two sums; manually
sampled rejected candidates were also usually meaningful model-specific attempts.

6.4.1 Oven Scheduling Problem
The first redundant constraint for the Oven Scheduling Problem enforces that machines may
not be assigned to a job if they are not eligible for that job. In the original model, this is
only implied by two other constraints: one enforcing that every job is assigned exactly one
machine, and another enforcing that every job is assigned exactly one eligible machine. It
improved both time to optimality and penalties on the training set and passed the evaluation
with significance level p = 0.022.

constraint (forall(j in 1..n, ma in MACHINES where not (ma in eligible_machine[j]))
( sum(ba in 1..n)(job_in_batch[ma,ba,j]) = 0 ));

The second constraint strengthens existing channeling constraints. It noticeably improved
the time to close instances and penalties, and passed the evaluation with significance level
p = 0.0095. It was ultimately rejected because the corresponding theorem could not be
proven. We later found a valid Lean proof, indicating a false negative.

constraint (forall(j in 1..n)( job_in_batch[machine_for_job[j], batch_for_job[j], j
] = 1 ));
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6.4.2 Vehicle Routing Problem with Location Congestion

The first constraint for this problem adds weak lower bounds to load[j], which is implied
by other constraints to be nonnegative and to change by adding q[j] for every node in a
cycle. This improves the time to close instances but regresses on objective values on the
training set, which may indicate that the bounds are useful near the top of the search tree
but less relevant deeper down. It was accepted with significance level p = 0.0056.

constraint (forall(j in REQUESTS where q[j] > 0)(load[j] >= q[j]));

This constraint links three other constraints to create a global inequality. Its effects on
the aggregate results on the training set were negligible in size but still highly statistically
significant at p < 0.0001, which points to consistent but small improvements across instances.

constraint (objective + sum(i in REQUESTS)(s[i]) <= sum(i in RSNODES)(arr[succ[i]]
- arr[i]));

6.4.3 Multi-Skill Project Scheduling Problem

This constraint places a lower bound on the number of resources assigned to each activity.
It noticeably improved performance under training conditions at significance p = 0.012,
including solving 16.0% of training instances optimally rather than 12.0%.

constraint (forall(a in ACT)(sum(r in RESOURCE)(bool2int(assign[a,r])) >= sum(s in
SKILL)(sreq[a,s])));

7 Conclusion

This work presents a pipeline that combines LLM-based constraint generation with empirical
evaluation and formal verification in Lean 4 to generate verified redundant constraints for
MiniZinc models. Candidate constraints are proposed by an LLM, filtered by empirical
evaluation, translated to Lean theorems, and accepted only when a proof is found.

The translation maps MiniZinc types, expressions, quantifiers, and constraints to corres-
ponding Lean constructs. MiniZinc’s partiality is handled by assuming the base model is
safe and separately proving well-definedness and redundancy for the proposed constraint.

The pipeline is evaluated on three constraint optimization problems from the literature:
the Oven Scheduling Problem, the Vehicle Routing Problem with Location Congestion, and
the Multi-Skill Project Scheduling Problem. Of the 5 surviving candidates, 4 are proven
redundant. Empirically, results are clearly positive on OSP, mixed on VRPLC, and small
and non-significant on MSPSP.

To our knowledge, this is the first work to provide automated machine-checked proofs
that LLM-generated constraints preserve the semantics of a constraint model. Several
limitations remain: the translation covers only a subset of MiniZinc, safety of the base
model is assumed rather than verified, and the custom translation is part of the trusted
computing base alongside the MiniZinc and Lean compilers. Despite these limitations, the
results demonstrate that automated formal verification can be combined with LLM-based
constraint generation, opening a path toward automated and provably sound optimization of
constraint models.
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A LLM Comparison for Proofs

In addition to adding redundant constraints over multiple improvement iterations, we also
evaluate the ability of different LLMs to prove redundancy theorems.

We use the theorems generated for models from the literature in the main experiments. To
save costs, we only include the first 10 theorems for each problem, for a total of 30 theorems.
Each model gets exactly one proof attempt per theorem, with a round budget of up to 5 rounds.
We include an open-weight dedicated proof generation model (DeepSeek-Prover-V2 671B),
two general-purpose open-weight models (gpt-oss-120b and DeepSeek-V3.2), and three
proprietary models (GPT-5 mini, Claude Haiku 4.5, and Gemini 3 Flash (Preview)).

Figure 2 shows the number of proven theorems against the average API cost per attempted
proof across LLMs. For each LLM, the trajectory traces results for a maximum round budget,
from 1 to 5. The color gradient is based on the average cost per successful proof, while points
farther toward the top left are more cost-effective.

Out of the 30 theorems considered, the exact number of valid theorems is unknown, but
the experiments establish a lower bound of 16 theorems proven by at least one model. We
expect that more theorems are valid and could be proven with more than 1 attempt per
theorem, which is very low compared to the literature [27, 6].

Surprisingly, the only dedicated proof generation model, DeepSeek-Prover-V2, exhibits
the poorest performance, managing to prove only 2 theorems. Other prompting strategies
and inference settings performed even worse, often with 0 successful proofs. We hypothesize
that this is a generalization issue, caused by a distribution shift from the training set.

Generally, we find that the general-purpose models perform significantly better. The
proprietary models (Claude Haiku 4.5, GPT-5 mini, and Gemini 3 Flash (Preview)) ex-
hibit moderate to high performance, though at a comparatively high cost. gpt-oss-120b and
DeepSeek-V3.2 are far more economical. DeepSeek-V3.2 ties Gemini 3 Flash (Preview)
for the most theorems proven at only 15.3% of the API cost.

For some models, including DeepSeek-V3.2, the number of theorems proven after a given
round budget rises faster than the cost, indicating that multiple successive feedback rounds
not only improve success rates, but also cost efficiency.
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Figure 2 Proven theorems across LLMs versus average API cost per attempted theorem across
the dataset of 30 redundancy theorems. The trajectory for each LLM traces the maximum round
budget, from 1 to 5. One round means initial generation only; each additional round gives the LLM
one additional opportunity to repair an incorrect proof using Lean compiler feedback. Models on
the top left are more cost-effective, while those on the bottom right are less so.
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