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—— Abstract

As constraint programming (CP) solvers are increasingly used in critical applications, there is a
growing need for certification of solver claims of infeasibility and optimality. Recent work has
demonstrated that certification is feasible for CP solvers using a multi-stage proof-generation
framework; however, the underlying proof system was informal, and verification relied on translation
into an external proof format, impacting the trustworthiness. We address these issues by formalising
a rigorous, solver-agnostic framework for certifying CP solver claims. We present a formal definition
of DRCP, a proof system for CP over integer domains that captures core solver operations, including
conflict analysis and heterogeneous propagation, by modular inference rules with precise semantics.
We also develop FZNDRCPCHECK, a formally verified proof checker in Rocq that validates DRCP
proofs directly against FlatZinc models. Our evaluation shows that our framework enables practical
certification across various benchmarks with negligible overhead during solving and modest proof-
checking costs.
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1 Introduction

Constraint programming (CP) [32, 24] is a popular paradigm for solving combinatorial
problems. Whereas other popular paradigms, such as mixed-integer linear programming,
SAT solving, or pseudo-Boolean optimisation, support one specific type of constraint (e.g.,
linear equations or clauses), CP supports heterogeneous constraints. CP solvers orchestrate
diverse reasoning algorithms specific to the constraints that make up the model.
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An efficient CP solver is a complex piece of software, with numerous opportunities for
errors to occur [2, 15, 31]. Errors can be caused by incorrect implementations of the theory
or by unsound reasoning deemed to be sound. Checking that a given solution satisfies all
constraints is straightforward, but how do we justify the claim that the problem is infeasible
or that a given solution is optimal?

A common approach to address this question is to output a proof (certificate) during the
solving process [22, 17, 16, 8, 13]. This proof lists the reasoning steps performed by a solver
in a pre-defined proof system and can be validated by a separate application known as a
proof checker, which can either accept the proof or point out the unsound step in it.

Several approaches have been proposed for proof generation in CP. For example, the
HaifaCSP [36] solver and Gange et al. [14] use propositional resolution together with
propagation-specific inference rules. Gocht et al. [17] use a pseudo-Boolean encoding of the
CP model and use pseudo-Boolean justifications to build a proof. These approaches have the
downside of incurring significant runtime and memory usage overhead.

Recent work by Flippo et al. [13] introduced a CP-oriented proof format and a two-stage
proof production pipeline aiming to keep runtime overhead low. Using this approach, they
have demonstrated that it is practically feasible to produce and check proofs for non-trivial
models such as those appearing in the MiniZinc Challenge [34].

Unfortunately, the definition of the proof system is only given informally. For a proof
system to be truly solver-independent, a rigorous formal definition is required. Additionally,
the checking step of the method is based on work that certifies CP solvers through pseudo-
Boolean proofs [17]. While this is a reasonable implementation, it requires trust in the
encodings from CP to pseudo-Boolean constraints provided to the checker (both for the
problem instance and the proof itself), and the translation incurs non-negligible overhead.

In this paper, we address these limitations by presenting a native, formally specified, and
solver-agnostic framework for certifying CP solver claims. The formalisation of the Deletion
Reverse Constraint Propagation (DRCP) proof system directly reflects CP reasoning over
integer domains. Additionally, we introduce a formally verified checker that directly verifies
DRCP proofs.

Our main contributions are as follows:

We present a formalisation of DRCP, a proof system for CP introduced by Flippo et

al. [13]. We show that DRCP is sound and, under the assumption of finite domains, also

complete. DRCP captures core solver operations, including propagation and conflict
analysis, using modular inference rules with precisely defined semantics. Additionally,

DRCP operates on (potentially infinite) integer sets. This is a departure from the

common proof systems that are based on propositional or pseudo-Boolean reasoning.

We present FZNDRCPCHECK, a proof checker written and formally verified in the interact-

ive theorem prover Rocq [35], and compiled by the OCaml compiler. The checker validates

DRCP proofs directly against FlatZinc models and includes certified inference rules for

linear constraints, cumulative constraints, and all-different constraints. While the checker

is not a trivial code base, its formally verified nature means that the only component

that needs to be trusted is the specification of the CP problem, which is around 200

lines of Rocq code, including comments. Additionally, it also contains machine-readable

proofs of the soundness of the DRCP proof system. To aid traceability, Appendix C

maps definitions and theorems from the paper to the Rocq source code.

We evaluate our approach on benchmarks from the MiniZinc Challenge 2025 [34]. Our

results show that proof generation time is roughly proportional to the time required to

solve the instance, whereas proof checking is typically faster. This demonstrates that
formally verified certification is within practical reach.



M. Flippo, K. Sidorov, T. ten Brink, C. Pit-Claudel, and E. Demirovi¢

The remainder of the paper is organised as follows. Section 2 introduces preliminary
notation. Section 3 covers related work. Section 4 introduces the proof system by an example,
followed by a formal definition in Section 5. Section 6 describes the certified checker, and
Section 7 presents the experimental evaluation. We conclude our narrative in Section 8.

2 Preliminaries

A constraint problem P is a tuple (X,D,C,¥), where X = {z1,...,z,} is a set of integer
variables with domains D(z;) C Z, C is a finite set of constraints that map variable assignments
to true or false; and £ € X is an optional minimisation variable. An assignment is a function
0 : X — Z such that 6(x) € D(z) for all x € X. An assignment 6§ is satisfying if it satisfies
all constraints in C. A satisfying assignment 6 is optimal if, for every satisfying assignment
60, we have 60*(¢) < 0(¢). A constraint ¢ is said to be implied by P if and only if ¢ is satisfied
by every satisfying assignment of P, written as P F c.

A central notion in this paper is that of an atomic constraint, which restricts the domain
of a single variable.

» Definition 1 (Atomic Constraint). Let € X be a variable, a € Z an integer, and
o€ {>,<,=,#}. An atomic constraint is a constraint of the form (x ¢ a), which is satisfied
by an assignment 0 if and only if 0(x) © a holds.

We write D |= ¢ if and only if the atomic constraint ¢ is satisfied by the domains D.

This notation is lifted to conjunctions of atomic constraints as well. Given a conjunction
L=1y A--- Al of atomic constraints, D = L if and only if V1 < i <n:D ;.

CP solvers use a variety of techniques, two of which are particularly relevant for us:
propagation and nogood learning. Propagation is the removal of values from the domain D
that never participate in a satisfying assignment for P. A nogood is a conjunction of atomic
constraints that is falsified by every satisfying assignment for P. CP solvers use nogood

learning [20, 12, 36] to derive implied nogoods by jointly reasoning over multiple constraints.

A proof system is a collection of logical rules that systematically derive implied constraints
of a constraint problem P. The system is sound if and only if every constraint c¢ that is
derivable by the system is implied by P. Conversely, the system is complete if every implied
constraint ¢ is derivable. To prove unsatisfiability, the proof system is used to show that a
trivially infeasible constraint is implied by the formula. Similarly, to prove a lower bound v
on the minimisation variable, the proof system is used to show that P |= (£ > v).

3 Related Work

Proof logging is a common technique to verify claims made by solvers. The most notable use
case in this domain is SAT solving, as most SAT solvers have the ability to log proofs in
various formats such as DRAT [37] or LRAT [9]. Our DRCP proof format may be seen as a
generalisation of DRUP [19] for constraint programming, intended to be extendable with
different inference rules. Additionally, DRUP relies on the checker to implement propagation
to certify an implied constraint. Our DRCP takes an approach similar to LRAT and requires
the sequence of steps required to derive a constraint to be part of the proof as well. This

simplifies the design of the proof checker, at the cost of slightly complicating proof production.

Beyond SAT, proof logging is supported by SMT solvers such as Z3 [10] and cve5 [4],
albeit the discussion of how to produce proofs is yet to reach a consensus [29, 5]. Proof
logging for solving mixed-integer programming problems can be done from a modified version
of the SCIP solver, which has a proof-producing mode [8], although it does not support many
features of the standard SCIP distribution, most notably presolving heuristics [28].
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To the best of our knowledge, the first proof-producing CP solver is HaifaCSP [36].
Similar to our approach, they formulate dedicated inference rules for specific constraints.
However, a rigorous formalisation is absent, so it is unclear how their system relates to ours.
A similar conclusion can also be drawn from the work of Gange et al., who explored proof
production in the Chuffed solver in an unpublished work [14].

A more recent proof-producing CP solver is the Glasgow CP solver [17], which compiles
the CP model into a pseudo-Boolean (PB) representation and produces a VeriPB [6] proof of
unsatisfiability or optimality. This line of work has led to an extensive body of research on
certifying the reasoning performed by a broad range of propagators [26, 27, 25]. VeriPB is a
general-purpose proof system for PB constraints, with a high-assurance trusted base: the
only trusted component is the PB semantics, whereas all solver-side reasoning is justified by
explicit proof steps. This makes VeriPB an appealing target for proof logging, and indeed it
has been used successfully in a variety of previous approaches to CP proof logging [13, 17].

However, the reliance on PB encodings introduces several challenges when applied broadly
to CP solving, even when the encoding is formally verified [16]. Many CP constraints admit
multiple PB representations (e.g., cumulative constraints can be encoded using time-indexed
or task-indexed PB variables; integer variables may be encoded using order, binary, or
mixed encodings), and picking one often requires a compromise between succinctness, solver
performance, and proof production volume [17]. Establishing a standard, canonical encoding
for each constraint type is possible but non-trivial, and mismatches between solver-side
behaviour and the chosen PB abstraction can easily inflate proof size or introduce subtle
correctness assumptions. Our approach avoids this by using the original CP model as the
input. Constraints are interpreted directly, and our checker reasons about them natively.

There is also a fundamental difference in how inferences are expressed. In the Glasgow
approach, the PB encoding is part of the trusted base, and propagators must emit complete
VeriPB derivations for all their inferences, i.e., adding a new inference rule requires expertise
in PB modelling and the proof system. On the other hand, adding new inference rules to
our checker requires formal verification to demonstrate correctness, but we do not rely on
trusting a translation into another formalism.

This highlights the core difference: our approach is a specialised proof system tailored to
CP. This investment yields two practical advantages.

First, our proofs reflect the structure of the CP reasoning itself and are therefore more
transparent for solver developers, tool builders, and researchers analysing solver behaviour.
In contrast, VeriPB is designed as a general-purpose proof format and checker, so this
connection to the solver is more distant.

Second, verification of native CP reasoning tends to scale better in our experiments:
existing work [13] reports that VeriPB checking often takes an order of magnitude longer
than solving, whereas our evaluation shows that checking DRCP proofs typically requires
a small fraction of the time spent solving, with only the processing stage dominating the
overhead. A single step in our proof system corresponds to potentially many steps in VeriPB.
Once the proof has been produced, we verify it directly rather than convert it into VeriPB.

While establishing a pragmatic proof-logging format is not trivial, checkers are typically
much simpler than solvers, regardless of the underlying optimisation paradigm. Therefore, a
common practice to maximise the trustworthiness of a verification workflow is to implement
a checker in a formally verified language. Proof checkers for the LRAT [9] and GRAT [22]
formats fall in this category, with the former extracted from Rocq and the latter from the
HOL4 theorem prover [33]. VeriPB also has a formally verified checker written in CakeML [21].
Our work adds to this by providing a formally verified checker for CP.
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Finally, instead of logging a proof, a CP solver can be implemented using formal veri-
fication [7], which provides strong correctness guarantees. However, the performance of
the formally verified solver is not competitive with CP solvers written in conventional
programming languages.

4 An Example Proof

Before we formally define our proof system in Section 5, we go through an example. The
example motivates the formalisation, and we refer back to it in the next sections. We describe
a proof showing that the following CSP is unsatisfiable:

assign z € {0,1,2},y,z € {0,1}
st. c1:5c+4y<6
Crirty+z>3

There are many ways to show this constraint problem to be unsatisfiable, and we walk
through one such proof that conforms to our proof system. The proof we use is presented
in Table 1. It can be read top-to-bottom, with each line deriving a constraint of the form
L — p (referred to as a fact) that is implied by the constraint problem and earlier lines in
the proof. L =103 A---Al, is a conjunction of atomic constraints which we call the premise of
the fact. p is the consequent of the fact, and can be either an atomic constraint or the literal
“false” (written as 1). The last step derives the contradiction T — L, or “true implies false”,
and because it is implied by previously stated constraints, we can conclude the constraint
problem is unsatisfiable.

Table 1 Proof of unsatisfiability for the problem in Section 4. The “CID” is the Constraint ID.

CID Derived constraint
3 a F (y20)—(z<1) {Linear bounds}
C4 aa F (z>21)—=(y<0) {Linear bounds}
cs 2 F (<A {z<1)—=(y>1) {Linear bounds}
Ce6 csNeaNes E (z>21)A{y>0)A(z<1) - L {Deduction}
cr e F (Yy>0OA(z<1) = (x<0) {Nogood}
cs 2 F (y<HA(z<1) > (x>1) {Linear bounds}
co crhes B (g2 00A(y<1)A(z<1) -1 {Deduction}
c10 T E T—=(y>0) {Problem domains}
c11 T B T—=(w<l) {Problem domains}
c12 T B T—=(2<1) {Problem domains}
c13 co F (y>0OA{y<I)A{(z<1)— L {Nogood}
cia | cloANciiAcizAcis E T — L {Deduction}

To understand the proof, we start by examining the first line. It derives constraint
cs: (y > 0) = (xr < 1), and claims this statement is implied by constraint ¢; : 5z + 4y < 6
because of bounds reasoning over a linear constraint. Looking at that constraint in isolation,
if we assume that (y > 0), then any assignment where z is at least two violates ¢;. Therefore,
c3 is a valid implied constraint that we can add to our model.
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Note that the fact ¢z has a premise that is satisfied by the initial domain of the CSP. Still,
the bound must be included in the premise. This is a design choice that makes the proof
system as explicit as possible. Linear bound reasoning does not require that the domains of
the variables be bounded. In fact, none of the reasoning assumes that, and therefore, the
premises of facts include initial domain bounds if they are required for the fact to be valid.

Similar reasoning holds for the derivation of ¢4 and c¢5, which means we have three
constraints of the form L — p that are introduced by constraints in the original problem.
Then, constraint cg combines those implications to derive a fresh implication denoting that
any assignment where (z > 1), (y > 0), and (z < 1) are true violates the original constraint
problem. This derivation considers the constraints in isolation, without referring to the initial
domains of the variables in the problems.

To verify whether cg is valid, we construct a domain D 4 such that the premise of ¢4 is
true. Here, A = {(z > 1), (y > 0),(z < 1)} is the set of atomics that are true. Then, D4
is computed as follows: Dg(x) = [1,00), Da(y) = [0,00), and Dg(z) = (—o0,1]. We go
through the constraints claimed to jointly imply cg, starting with c¢3. The premise of c3 is
satisfied by D 4(y), so we update A to include the consequent of ¢3 which is (z < 1). Now
D4(x) = [1,1]. This operation is done for ¢4 as well, as its premise is satisfied by D4, so
the consequent of ¢, is applied, leading to D 4(y) = [0,0]. Finally, we do the same for ¢5 as
well, and now we observe that the premise is true, but applying the consequent will cause
D4 =1[1,0] = 0. As a result, our initial assumptions (the premise of ¢g) must be inconsistent,
which means that cg is a valid implied constraint that we can add to the model.

The rest of the proof should be read in the same manner. In deriving cg, the conflict
occurs because both (z < 0) and (z > 1) must be true, leading to an empty domain for .
Fact c7 is introduced by the “nogood” inference, which captures unit propagation of nogoods.

Finally, the proof is wrapped up with the final contradiction ¢14. The conflict is due to the
symbol 1 becoming true. We see that cy3 reintroduces the constraint cg as every deduction
can only be entailed by facts in the same proof step. This choice simplifies proof-stage
checking, at the cost of occasionally reintroducing facts from earlier proof stages.

Simple checking is also why facts about initial domains are explicitly introduced using
the “Problem domain” inference rule (c1g, ¢11,c12). This inference rule, which has the shape
T — [ for some atomic constraint I, is satisfied when D |= [.

5 The DRCP Proof System

With the informal description in mind, we can formalise the proof in this section. The first
term we define is that of a fact in Definition 2.

» Definition 2 (Fact). A fact is an implication p1 A - -+ A p, — q, where the premises p; with
1 <i < n are atomic constraints, and the consequent q is either an atomic constraint or the
literal false, denoted by L.

Facts are constraints according to the definition in Section 2. However, for a CP solver
these constraints typically correspond to propagations or learned nogoods. For example,
the constraint z; # x2 implies, among others, the facts (r1 = 5) — (x2 # 5) and (z1 = 3) A
(2 =3) = L. A nogood is a fact where the consequent is L.

In our proof system, facts are used to make implicit constraints explicit. Every step of a
proof derives a fact, and it gives us a specific type of constraint to which all other constraint
reasoning can be reduced, allowing us to specify a consistent set of rules that form the proof.
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5.1 Proof Stages

In Table 1, we break up the proof into three blocks, each ending with a step that derives a
fact L — L through “deduction” reasoning. We call such a block a proof stage.

» Definition 3 (Proof Stage). A proof stage 7 is the combination of a fact with a consequent L,
called a deduction, denoted as Deduction[r], and a sequence of facts that imply Deduction[r],
called inferences, denoted as Inferences|n].

In a CP solver, one proof stage is introduced for every conflict it encounters. The
deduction is the learned clause (expressed as a fact) in the case of clause-learning solvers.
In the case of non-learning solvers, it is a conjunction of decisions. The inferences typically
correspond to individual propagations.

Our proof is a sequence of proof stages. When a solver concludes a model is infeasible,
the deduction of the last proof stage is the contradiction T — L. Alternatively, the solver
can prove some lower bound v on the objective variable [ by concluding T — (I > v}, which
would be written as the deduction (I <v —1) — L.

In a proof stage, inferences elaborate on how the constraints from the problem imply the
deduction. Definition 4 defines what an inference is.

» Definition 4 (Inference). An inference 7 is a combination of:
A fact Fact[r].
A constraint ImpliedBy[7] € C that implies Fact[T].
A predicate Rule[r], referred to as an inference rule. An inference rule takes the problem
variables X, the problem domains D, ImpliedBy[r|, and Fact[r] as arguments. If Rule[r]
evaluates to true, then all assignments that satisfy ImpliedBy[r]| must also satisfy Fact[r].

We introduce inference rules for specific constraints in Section 6.5. For now, we define
the simple general-purpose problem domain inference, which is also used in Table 1. This
inference rule accepts any fact ¢ that is entailed by the initial domain D of a CSP: D = c.
This inference rule does not depend on any constraints.

Inference rules allow us to expand the proof system to accommodate the heterogeneous
and ever-expanding reasoning that is present in CP solvers. For any propagation algorithm
that is not subsumed by an existing inference rule, a new one may be defined. This approach
embeds propagation rules inside the proof and any checker for this proof.

We do not make any assumptions about the completeness of the inference rules. The
predicate Rule[-] may evaluate to false even if the fact is true for all satisfying assignments.
This design choice was made because propagators are not required to perform all possible
inferences. For example, determining the feasibility of a single constraint may be an NP-
complete problem (e.g., Cumulative), so it is natural that inferences are limited to particular
subsets of inference algorithms (e.g., timetabling for Cumulative, which reasons over a
relaxation of the Cumulative constraint).

5.2 Conflicts

The purpose of each proof stage is to derive a conjunction of atomic constraints that lead to
a contradiction, i.e., a nogood. Whether a conjunction leads to a contradiction depends on
implicit facts that encode the relationship between atomic constraints over the same variable.
For example, the conjunction (z > 1) A {(x # 1) implies the atomic constraint (x > 2).

To capture these implicit facts, we introduce the notion of induced domains. The induced
domain captures the allowed values for each variable such that all atomics in A are satisfied.
A variable y € X that does not occur in any atomic constraint p € A has D4(y) = Z.

24:7
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» Definition 5 (Induced Domain). Let A be a set of atomic constraints. The induced domain
D4 is defined as:

Da(z)={veZ|V{(ziov)EA:x;=a=vov;}

The induced domain is used to evaluate whether an atomic constraint is implied by a set
of atomic constraints. If the conjunction implies a conflict, then the domains induced by
that conjunction are inconsistent with the model, and a contradiction is derived.

» Definition 6 (Conflict). The set of atomic constraints A is a conflict if and only if L € A
or there exists a variable x such that Da(z) = 0.

A conflict A can be of any size, as long as it describes an empty domain for at least one
variable, or contains the symbol 1. Example 7 shows a few examples.

» Example 7. The following are examples of conflicts. In each example, there does not exist
any integer that can be assigned to x such that all atomic constraints are satisfied, or L is
explicitly part of the set.

{(z=25),(x<1)}

{z=1),(x#1) (< 1)}

{(z=5), L1}

Having defined conflicts, we proceed with specifying when a proof stage is valid.

5.3 Proof Stage Validity

Given a proof stage m, we say the proof stage is valid if a conflict is derived once all facts are
evaluated. We encountered this when we validated cg in Table 1.

To formalise the evaluation of a sequence of facts, we introduce the entailed set E(A, )
which represents all atomic constraints implied by A and 2, where A is a set of atomic
constraints and 2 is a sequence of facts. Example 8 computes the entailed set for the first
proof stage in Table 1.

» Example 8. Let A= {{(z >1),(y > 0),(z < 1)} be the premise of the deduction in the
first proof stage in Table 1. The entailed set of the facts c3, ¢4, c5 given A can be computed
as follows:

If all atomic constraints in the premise of the first fact in 2 are true, then we can add
the consequent to A. Otherwise, the fact is skipped, and the process continues with the next
fact in the sequence. Definition 9 formalizes the computation as shown in Example 8.

» Definition 9 (Entailed Set). Let Q = (w1, ...,wm) be a sequence of facts and A be a set of
atomics. The entailed set E(A, Q) for the set of atomic constraints A is inductively defined:

E(A,() = A

E
E(A (L = pywa,...,wn)) = )
E(A, (wa, ... wm)) otherwise
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As can be seen in Example 8, E(A, (c3,cq,c¢5)) is a conflict according to Definition 6.
This is a requirement for the proof stage to be valid. Definition 10 formalizes that condition.

» Definition 10 (Proof Stage Validity). Let 7 be a proof stage with Deduction[r] =p; A--- A
pn — L. The proof stage 7 is valid if E({p;|]1 <i < n},Inferences|r]) is a conflict.

5.4 The Definition of a Proof

We now complete the formal definition of a proof as a sequence of valid proof stages.

» Definition 11 (Proof). Given a constraint problem (X, D,C,{), a proof Q consists of:
A sequence of valid proof stages Stages[Q] = (71, ..., m,) such that Deduction|mry] is a
valid deduction for a constraint problem (X,D,C U {Deduction(n;]: 1 < j < k}, ).
The conclusion of the proof Conclusion[@)] € {Deduction[m;] | m; € Stages[Q]}, which
is one of the deductions.

Structurally, the proof is a sequence of derived constraints — the deductions — that support
a given conclusion. Inferences exist to support the validity of the deductions and are local to
a specific proof stage. A deduction only depends on the facts in its own proof stage, which
shows in the proof in Table 1, where ¢;3 has to re-introduce cg verbatim.

We highlight that the conclusion of a proof may not be the last deduction in the
proof. Instead, the conclusion is an arbitrary deduction from the proof. This is a practical
consideration. Consider solving an optimisation problem, where the solver concluded that
(I > 4) and started trying to prove (I > 5). The user may terminate the solver since they
are not interested in the tighter bounds, or a timeout has been reached. If the solver is
interrupted at that point, we can at most conclude (I > 4), ignoring intermediate deductions
the solver made attempting to prove (I > 5).

To finish the formalisation, Theorem 12 shows that the system is sound. The property
of soundness means that any proof ensures that its conclusion is implied by the constraint
problem. If @ is a proof of unsatisfiability, that is, its conclusion is T — L, then the
constraint problem is unsatisfiable. Alternatively, if Q is a proof of optimality, that is, its
conclusion is T — (¢ > v), then any satisfying assignment 6 satisfies 6(¢) > v.

» Theorem 12 (Soundness). If Q is a proof with a conclusion w for a constraint problem
P =(X,D,C,{), then any assignment 0 satisfying P also satisfies (X, D,C U {w},¥).

Proof. We sketch the proof here, and the detailed proof is provided in Appendix A.

By Definition 4, facts for which Rule[r] is true are implied by the CSP P. A deduction
L — 1 derives a conflict through implied facts, so the conjunction L indeed leads to a conflict
in P. That means L — L is also implied by P and can be added as a constraint without
changing satisfiability. The conclusion w, which is a deduction, is also implied by P. |

We have now formally defined the proof system and showed that it is sound. Theorem 27
in Appendix A also shows that the system is complete under the assumption that the variable
domains are finite, which is true for any CSP solved by a conventional CP solver. We can

now use this system to prove unsatisfiability or to establish bounds on an objective variable.

6 Proof Checker Overview

With the proof system clearly defined, we now present our formally verified proof checker
FzNDRrcPCHECK. It takes a FlatZinc model and a proof as inputs and determines whether the
proof is valid or whether it contains an unsound reasoning step. FZNDRCPCHECK is written
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in the Rocq proof assistant [35]. The Rocq toolchain extracts an OCaml implementation
of the checker, which is wrapped by a command-line interface. The checker consists of
approximately 8,700 lines of Rocq code, and the source code can be found on GitHub?.

In this section, we provide a high-level overview of the design of FZNDRCPCHECK. We
also describe how the implementation models the concepts defined in Section 2 and Section 5.

6.1 Formal Verification and Trust

In the context of certifying claims by a solver, we want to be as confident as we can in the
correctness of the checker. If a proof checker contains a bug that incorrectly labels an invalid
proof as valid, that would undermine the motivation for using a proof checker in the first
place. Hence, we set out to write our checker using the Rocq [35] theorem prover. Rocq is
a well-known, actively developed theorem prover widely used in academia and industry to
build formally correct software. This means that if the checker accepts a proof, the user can
be confident that the solver’s conclusion is correct.

Aside from the implementation, the checker source code contains machine-checked proofs
that justify that the implementation conforms to a formal specification. The Rocq toolchain
only allows the software to be compiled if those proofs are correct, meaning that the
implementation adheres to the specification.

As a result, trust in the correctness of the checker boils down to trust in the formal
specification of a CSP, the Rocq toolchain, the execution environment that runs the checker,
and, in our case, the OCaml compiler. The specification, which is approximately 200 lines
of Rocq including comments, is written to be easily readable by users so they can evaluate
whether to trust it.> The probability that an error in one of the other factors would cause
our checker to incorrectly label an invalid proof as valid is negligible.

6.2 High-level Design

We provide a high-level overview of the design of the checker. The checker is broken down into
a few components. Figure 1 shows these components, with arrows indicating the dependencies
between them. Components in the trusted base are vertically separated from components
outside it. Throughout this section, we explain the individual components and motivate
their inclusion or exclusion from the trusted base.

The core part of the checker is the specification, which contains the Rocq formulations of
a CSP as defined in Section 2, the correctness property that a checker should satisfy, and the
FlatZinc grammar. The checker implementation is provably correct with respect to these
definitions, meaning the specification is part of the trusted base of the checker. Consequently,
it is intended to be short and clear, so that users can easily audit it.

A large part of the Rocq implementation proves that Definition 13 holds for our checker.
It formalises the condition that for every combination of CSP P, fact w, and proof @, if the
checker concludes w is implied by P using @, then P = w.

» Definition 13 (Sound Checker). Let a checker ¢ be a function that accepts a CSP P, a
fact w and a certificate Q. Then the checker ¢ is sound if and only if ¢ can only evaluate to
true when the CSP P entails the fact w, that is,

@ is sound <= (V’P,w,Q p(P,w,Q)=PE w).

2 See https://github.com/consol-1lab/fzn-drcp-check
3 See theories/Spec.v in the repository.
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The certificate @) is an opaque object in this definition, which may or may not be a proof in
the sense of Definition 11. In the Rocq formalisation of Definition 13, the type of @Q is an
unconstrained parameter. As a result, the specification does not know the structure of a
proof. It merely states that the checker has to identify that w is implied by P, and it needs
assistance for that in the form of some object Q.

For our checker, @) is a proof as described in Section 5. To prove that Definition 13
holds for the checker, we have written Rocq proofs. The same specification can be used to
implement a checker for a proof format entirely different from DRCP. In the extreme case,
Q@ can be an empty object, and the checker can be a formally verified solver, and as long as

one can prove that Definition 13 holds for the implementation, that implementation is sound.

This separation also means that the DRCP parser is untrusted. Soundness guarantees

that if the checker accepts the conclusion, it is a logical consequence of the FlatZinc model.

6.3 Constraints

Section 2 defines a constraint as an arbitrary predicate. In the specification of our checker,
however, we explicitly define which constraints we support. We implemented support for
linear (in)equality, cumulative, all-different, and fact (as in Definition 2) constraints.

Aside from the structure of a constraint, the specification also defines its semantics.

Example 14 is an example of the semantics for a linear equality constraint.

» Example 14 (Linear Equality). Let C : wyz1 + - - -+ w, 2, = ¢ be a constraint where w; € Z
and z; € X are variables for 1 < ¢ < n. The semantics of C are defined as follows:

C is satisfied <= w16(x1) + - + wyb(z,) = ¢

The semantics of a constraint need not be executable. They are not part of the checker
binary and are never evaluated during checking. Instead, they are manipulated within the

machine proofs, establishing that an inference checker is sound with respect to the constraint.
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6.4 Domains

In the Rocq specification of a CP model, domains are modelled as either intervals (e.g., 5..10)
or explicit sets (e.g., {1,4,5,7}). This is motivated by the FlatZinc specification, which
allows these two types of finite integer domains. However, the domains D 4 induced by some
set of atomics A can (and typically are) unbounded. As described in Section 4, the bounds
of variables have to be explicitly introduced into the proof. As a result, the representation of
domains used in the checker supports infinite domains.

In the checker, the domain of variable x is implemented as a tuple (I, u,, H;), where
ly, uy € ZU{—00, +00} are the bounds of the domain and H, C Z are the holes in the domain.
That is, (I, us, Hy) represents the logical domain D(x) = {v |l <v <wu, Av & H,}. With
this representation, a domain is computationally inexpensive to update with any atomic
constraint. An update corresponds to either tightening [, or u,, or inserting a value into H,.

Domains are modified through a function (I, u,, H) = APPLYATOMIC((I4, Uy, Hy), €).
Let D’ be the logical domain represented by (I/, u/,, H.). Then either D = D’ if ¢ was already
true under D, or the domain of the variable of ¢ is strictly smaller in D’ than in D. The
implementation of APPLYATOMIC maintains that the holes of a domain [, u,, H, are strictly
within the bounds (I, us): Yv € H, : I, < v < u,. This invariant simplifies the Rocq proof
that APPLYATOMIC is correct. Consequently, it means tightening a bound is not a simple
update to [, or ug, but filtering out holes that are now redundant. Inserting a hole maintains
that [, ¢ H, and u, ¢ H, by tightening the bounds if necessary.

A downside of this representation is that extremely sparse domains take more space than
dense domains. E.g., a domain D(z) = {1,100} is represented as (1,100, {v | 2 < v < 99}).
We consider this an acceptable trade-off, as this domain is constructed only after the 100
atomic constraints from the proof are already in memory: two atomic constraints set the
domain bounds, followed by 98 atomic constraints (xz # v) for 2 < v < 99.

6.5 Inference and Deduction Checkers

FzNDRCPCHECK is modular with respect to the inference rules it supports. An inference
rule consists of the following:
A label that identifies it in the proof, e.g., “linear bounds” or “problem domains.”
A function that takes in a fact and a constraint, and returns true if the fact is implied by
the constraint.
The proof that the function is sound. If the function returns true, then the fact is logically
implied by the given constraint.

When checking a fact A — b, the inference checker commonly computes the domain
induced by A = AU {-b}. Note that b may be L, in which case AU {=b} simplifies to A.
We have implemented four inference rules so far, and we describe them here. The soundness
proofs are included in Appendix B as well as the source code of FzZNDRCPCHECK.

Fact weakening. This rule enables restating the facts A A b — L in the implication form
A — V' for some atomic constraint b’ such that —b = b’. From the perspective of a solver, the
rule allows unit propagation of learned nogoods. In our proofs, this inference rule is typically
used when a previous deduction is used in subsequent deductions.

» Definition 15 (Fact Weakening). Consider an inference 7 with Fact[r] = A — b and
ImpliedBy[r] = A’ — b'. Let A = AU {=b} and A = A" U{-b'}. The fact weakening
inference rule accepts T when the induced domains D4 for all variables are subsets of their
counterparts in Dy : Yv € X : Dg(v) C Dar(v).
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Definition 15 is more general than De Morgan’s law, as shown by Example 16.

» Example 16. Let AA (y > 3) — L be a fact. Conventional application of De Morgan’s law
obtains an equivalent fact A — (y < 2). However, by the semantics of atomic constraints,
the following facts are implied as well: A — (y < 3), A — (y < 4), etc.

Linear bounds. The linear bounds inference rule captures bound-consistent propagation
of integer linear inequalities of the form wyxy + -+ - + wpx, < ¢. Here w; € Z are constants
and x; € X are variables. This rule computes the smallest value of wyx1 + - - - + wpx, with
respect to A, and accepts the fact if the smallest achievable value is greater than c.

» Definition 17 (Linear Bounds). Consider an inference T with Fact[r] = A — b and

ImpliedBy[r| = wiz1 + - -+ + wpx, < ¢. The linear bounds inference rule accepts T when
min D yuq-py (2r), wi >0,

wily + - +wply, > ¢, where £y =
nen max D guq-py (), wi <O0.

Cumulative time-tabling. The cumulative [1] constraint is a popular constraint for schedul-
ing problems. Deciding whether a cumulative constraint has a solution given a domain is
NP-hard [3], so weaker inference rules that have polynomial algorithms are used instead.
One popular reasoning algorithm is called time-table reasoning [23, 30].

The conflict check is based on a decomposition of the cumulative that reasons over the
available resource at every time point of the time horizon.

» Definition 18 (Mandatory task). Given a time point t and domain D, we call a task i
mandatory if U <t < L +d;, where L = minD(x;) and U = max D(x;) are the lower and
upper bounds of the variable x; (the start time of task i), and d; is the duration of task i.

A mandatory task is guaranteed to occupy a certain time point in any satisfying assignment
extending D. If there exists a time point at which the mandatory tasks exceed capacity, then
the inference is sound. Depending on whether the consequent of the fact is L or an atomic
constraint, the details of the conflict check are slightly different. We handle the two cases in
Definition 19 and Definition 20.

» Definition 19 (Time conflict checking). Consider a cumulative constraint ¢ over variables
T1,..., T, with capacity C, resource consumptions r1,...,7y,, and durations dy,...,d,. Then
the time conflict checking inference rule accepts an inference T with Fact[r] = A — L and
ImpliedBy[7] = ¢ when there exists a time point t such that the set M of mandatory tasks at
t with domains D4 consumes more resource than available: ZieM riy > C.

» Definition 20 (Activity conflict checking). Consider a cumulative constraint ¢ over variables
T1,...,Ty with capacity C, resource consumptions r1,...,7y,, and durations dy,...,d,. Then
the activity conflict checking inference rule accepts an inference T with Fact[r] = A — (z; o v),
and ImpliedBy[r] = ¢ when there exists a time point t for which the inference 7 with
Fact[r']| = AN~ {x; 0v) A{x; =1t) — L and ImpliedBy[7'] = ¢ is accepted by Definition 19.

Domain-consistent all-different. The all-different constraint is a popular CP constraint
that requires all variables to have distinct values. The core fact that we use for validating
proofs is the following rewording of Hall’s marriage theorem [18, Theorem 5]:

» Theorem 21 (Hall's Marriage Theorem). An all-different constraint on variables X with
domains D(x),xz € X has no feasible solutions if and only if for some subset X' C X the
union of all domains has fewer values than there are variables in X': |U$6X, D(a:)| < |X'|.
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The inference checker for all-different simply takes the union of all domains in D4, and
evaluates the condition of the theorem:

» Definition 22 (All-different Conflict). Consider an inference T with Fact[r] = A — b and
ImpliedBy[r| = alldifferent(X) where X C X. The all-different inference rule accepts T
when the union of all induced domains Day(-py has fewer values than there are variables:

|UxeX DAU{ﬁb}(x)| < |X].

One notable difference with the other inference checkers is that this inference checker may
reject the fact if the premise A contains redundant atomic constraints. This is a design choice
to simplify the inference checker, which is allowed since inference checkers are not required
to be complete. Since a domain-consistent all-different propagator computes a Hall set to
identify the propagation, this simplification does not meaningfully impact the applicability
of this inference rule.

Deductions. Last, we describe how our FZNDRCPCHECK verifies the deductions. Recall
from Section 5 that a deduction is supported by a sequence of facts. Under the assumption
that the premise of the deduction holds, those facts must describe a conflict. To determine
whether that is true, the deduction checker maintains a set of explicitly true atomics A and
the induced domain D 4. The entailed set is then computed by Definition 9. Operations that
update D 4 explicitly indicate whether the new domain is inconsistent, so the computation
stops whenever a domain becomes empty, as that means the deduction is valid. Alternatively,
when a L is added to A, the check also terminates, indicating a valid deduction.

7 Experiments

We show that our approach can provide formally verified certification for large constraint
programming problems such as those appearing in the MiniZinc Challenge. This is the first
time certificates for FlatZinc instances have been directly formally verified.

Assuming that the relevant techniques are supported and a CP solver can solve the
instance, our approach can typically certify the results in the same time it takes to produce
the proof. This shows that formally verified certification is practical.

7.1 Setup

We implemented two checkers: 1) the checker described in Section 6 comes with correctness
guarantees (the verified checker), and 2) a checker implemented in Rust, which is faster
than (1) (see Figure 2) but does not provide formal guarantees (the unverified checker).

To produce the proofs, we adopt the two-stage proof generation approach [13]. Briefly,
the CP solver is instrumented to log a proof scaffold at runtime. The scaffold consists of
deductions without any supporting inferences. Producing the scaffold comes down to printing
the learned nogoods, amounting to one nogood per conflict.

To process the proof scaffold into the full proof, we also implemented a proof elaborator
for the DRCP format. It removes redundant proof stages and expands the scaffold by
introducing inferences for each remaining proof stage. We consider proof production time
the time required to solve the instances and to elaborate the scaffolds.

As the CP solver, we use Pumpkin, an open-source solver that placed 3rd in the fixed
search category of the 2025 MiniZinc Challenge. Intersecting the capabilities of Pumpkin and
our formally verified checker, the MiniZinc toolchain produces FlatZinc models using linear
(in)equalities and cumulative constraints. Other constraints are decomposed by the MiniZinc
toolchain. The resulting FlatZinc instances are the starting point for our certification.
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To estimate the complexity of our checkers, we report their size in lines of code, acknow-
ledging that this is an imperfect indicator. The verified checker comprises approximately 8,700
lines, substantially less than the 63,000 lines for the solver and proof processor. Importantly,
a minimal core of only 200 lines needs to be trusted to trust the entire checker.*

The proofs are produced and certified on DelftBlue [11]. Every instance receives a single
core of an Intel Xeon Gold 6448Y 32C 2.1GHz processor and 32 GB of memory. The source
code for Pumpkin, the proof processor, and the unverified checker, can be found on GitHub.?

7.2 Results

We ran the CP solver Pumpkin with a 20-minute timeout per instance to solve the problem
and produce a proof scaffold (as used in the MiniZinc Challenge). Proof elaboration is not
included in this timeout, and producing the scaffold has a negligible impact on the runtime.

Using the Pumpkin solver, we produced proofs of optimality or unsatisfiability for 27 out
of the 161 instances (5 satisfaction, 22 optimisation) in the benchmark set within the time
limit. These are instances with a non-trivial number of variables (between 125 and 1,188,540,
with a median of 65,495) and constraints (between 196 and 858,800, with a median of 68,993).
The proof elaboration time was similar to the solving time. Our FZNDRCPCHECK checker
accepted all the proofs produced, and did so faster than they were produced, which is a great
success. These are the first formally certified results for FlatZinc models,

We examine how fast our checkers arrive at their conclusions. Figure 2 compares the time
it takes to produce a proof to the time it takes to check that proof. In Figure 2a, we see that
on 19 out of the 27 instances, formally verified checking takes significantly less time than it
took to produce the proof. For seven instances, verified checking takes as long as producing
the proof, and for one instance, checking is ten times slower than producing the proof.

Our unverified checker is even faster, as shown in Figure 2b. This is expected given
that OCaml code extracted from Rocq is slower than Rust, since it prioritises correctness.
We note that there is room for improvement in both the unverified and verified checkers’
performance; however, the checkers are not the bottleneck in the pipeline.

Proof elaboration is a key reason for this performance. When checking is slowest, the
proof elaborator cannot identify many redundant deductions. When most of the proof stages
discovered by the solver are required to support the final conclusion, checking a proof can
still be significantly more expensive than solving. Further engineering efforts in our Rocq
source code may improve the situation, although it is still unclear by how much.

Overall, the experiments show that, for most models, checking proofs is practical in terms
of runtime, even by the formally verified checker.

8 Conclusions

We introduce DRCP, a proof system that supports conflict analysis and heterogeneous
reasoning used by CP solvers. Unlike previous proof systems for CP, we provide a rigorous
mathematical definition of DRCP and prove it is sound and complete. This aids future
research and further development.

We complement the proof system with FZNDRCPCHECK, a formally verified checker
written in Rocq that validates DRCP proofs directly against FlatZinc models. The checker
includes certified implementations of inference rules for the linear (in)equality, cumulative, and

4 See theories/Spec.v.
5 See https://github.com/consol-1lab/pumpkin.
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Figure 2 Two scatter plots showing the time it takes each proof checker to certify a proof,
compared to the time it took to produce that proof. Each point is an instance. The “Production
time” is the time it took to produce the proof (including elaboration), and the “Checking time” is
the time it took to run the checker on the proof. Overall, checking is typically as fast or faster than
proof production, and the unverified checker is significantly faster than the verified checker.

all-different constraints. These inference checkers are equipped with proofs of soundness that
guarantee that accepted proofs correspond to true logical consequences of the input model.
As a result, FZNDRCPCHECK has a minimal trusted base and a high level of correctness.

Our experiments confirm that the combination of DRCP, FZNDRCPCHECK, and two-
stage proof production makes proof logging viable for realistic CP workloads. Compared to
previous verification work, we avoid the scalability issues associated with pseudo-Boolean
encodings, and the two-stage proof construction pipeline ensures the final proofs are practical
to verify. These results demonstrate that certified CP solving can be achieved without
compromising solver performance or requiring intrusive changes to solver internals.

Looking forward, the framework opens several promising research directions. On the proof
system side, new inference rules can be added modularly, enabling certified support for richer
global constraints, advanced propagation techniques, and various preprocessing techniques.
On the checker side, extending the Rocq formalisation to cover additional constraint types
and improving automation in soundness proofs further broadens applicability. Finally, DRCP
can also be integrated into different paradigms such as mixed-integer programming.

By combining a well-defined proof system with a formally verified checker, this work
advances high-confidence CP solving. We believe that DRCP and FZNDRCPCHECK will
serve as robust infrastructure for future advances in certified reasoning and solver reliability.
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A Proofs for soundness and completeness

In this appendix, we prove that our proof system is sound and, under the assumption of
finite domains, complete. For reference, we restate the lemmas that we prove here.

» Lemma 23. Let A be a set of atomics and Q be a sequence of facts. Then ANQ = E(A, Q).

Proof. We show this by induction on the length of the fact sequence. In the base case,
Q is empty, and the lemma statement simplifies into a trivial statement A A Q = A.
Now suppose that AAQ |= E(A, Q) for any set of atomic constraints A; we show that
ANQ E E(A,Q) holds for any A and any sequence §2 constructed with one new fact and €/,
that is, Q = (p1 A -+ App — ¢; Q).

If the set A does not entail all premises p;, then E(A, Q) = E(A,Q'), and the lemma
statement follows from the transitivity of implication as AN Q = AAQ | E(A, Q).
Otherwise, we can use the transitivity to extend the “source” atomics A first with {p1,...,pn}
and then with ¢ while using only the first fact in the sequence 2:

ANQEAAPDIA - AP, AN E ANg ANY E EA,Q) =FE(AQ). <
N——

=:Au{q}

» Theorem 24 (Soundness). If Q is a proof with a conclusion w for a constraint problem
P =(X,D,C,{), then any assignment 0 satisfying P also satisfies (X, D,C U {w},¥).

Proof. We show this by induction over the proof length. In the base case, the proof @) consists
of a single stage 7 such that Deduction[n] = w, and the lemma statement is equivalent to
the soundness of a valid deduction. Next, suppose that any proof with at most k valid stages
over some constraint set C’ satisfies the lemma statement; we show that it is true for the
sequence (7o, 1, ..., Tk)-

By soundness of a valid deduction, we have C |= Deduction[mp]. Let ¢’ = C U
{Deduction[my|}, and observe that every other stage m,k > 1, is a proof for a CSP
with constraints

C U {Deduction|r;]: 0 < j < k} = C’' U {Deduction[r;]: 1 < j < k}.
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Therefore, the sequence (m1,...,7,) of stages is a proof for a constraint set C’, and by
induction hypothesis we have

C A Deduction|my] E w,
which can be rewritten as C = w by implication transitivity. |

» Corollary 25. If Q is a proof of unsatisfiability, that is, its conclusion is T — L, then
the CSP is unsatisfiable; if Q is a proof of optimality, that is, its conclusion is T — (£ > v),
then any satisfying assignment 0 satisfies 6(£) > v.

To state the completeness proof, we need to use the following inference rule:

» Definition 26. Given an arbitrary constraint ¢ defined on the variables from a set Y,
the violating assignment inference rule is an inference rule that holds for ¢ and any fact of
the form

yey

if the constraint ¢ does not hold for the assignment 6.

The violating assignment complies with Definition 4, specifically with the only constraint
imposed on the inference rule, namely that if it evaluates to true, then all assignments that
satisfy ¢ must also satisfy the problem fact. Indeed, in that case, the verified fact does not
hold for only one assignment 6, and since that assignment does not satisfy ¢, we know that
this fact should hold for any other assignment (including all satisfying assignments). Given
that, we can use the violating assignment inference rule to form the proofs, which we use to
show the completeness of DRCP:

» Theorem 27 (Completeness). Given a CSP (X, D,C,{) with finite domains D(-), there
exists a proof that uses the violating assignment inference rule and concludes on any fact w
as long as C = w.

Proof. First, we assume without loss of generality that w = T — L, because if the com-
pleteness property holds for any unsatisfiability claim, then a proof for an arbitrary fact
w=p1 A+ Ap, — q can be constructed from an unsatisfiability proof of an unsatisfiable
CSP with domains

D'(z) = N D(t) | ND(x)

te{pl ,...7p7L,§,t=(xOU>}

that do not contain any values that either violate one of the premises p; or satisfy the
conclusion ¢. Indeed, given such a proof, it suffices to add the atomic constraints p1, . .., pn, ¢
as premises in each of the facts within this proof, observe that the final proof step contains
the fact p1 A--- Ap, Ag— L, and derive w from it using the nogood inference.

We can also assume that C contains the facts forbidding all variable assignments, that is,
all facts of the form

A (o =0@) — 1 (1)

reX

for any assignment 6; this does not contradict the finiteness of C, since there is only a finite
amount of assignments 0. Indeed, given a proof of unsatisfiability under those assumptions,
we can preface it with inference sequences, one for each assignment 6, that derive Equation (1)
using the violating assignment inference.
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We complete the proof construction by showing how to eliminate a variable, that is, how
to construct an inference step with the conclusion

N w=0@)—Lycx (2)

yey

for any set ) of size k as long as C contains each of the facts encoded by Equation (2) for
some set Y’ = Y U {z}. First, we can use the nogood inference rule to obtain the facts

N\ w=0@) = (z+v)

yey

for any assignment 6 and any v € D(z). We can now complete the inference sequence
construction by observing that a sequence of these facts for all v € D(z), regardless of its
ordering, deduces Equation (2), since {(z # v) : v € D(x)} is a conflict. <

B Proofs of inference rule correctness

» Lemma 28. Fact weakening, defined in Definition 15, is sound.

Proof. Suppose that is not the case, that is, the fact weakening rule has accepted an
inference 7, but there is an assignment 6 that satisfies A’ — b’ but not A — b. Consider a
variable v corresponding to b; since A — b is not satisfied, we know that 8(v) € D 4(v), since
D4 encodes a set of variable assignments that falsify A — b. By definition of fact weakening,
Da(v) € Da(v), which means that (v) € D4/ (v) — but this is a contradiction, because 6
satisfies A’ — b’ and thus 6(v) should not be in D4 (v). <

» Lemma 29. Linear bounds inference rule, defined in Definition 17, is sound.

Proof. Suppose that is not the case, that is, the linear bounds rule has accepted an inference 7,
but there is an assignment 6 that satisfies >, wif(zr) < ¢ but not A — b. This means
that (xzr) € D(xy) for k = 1,...,n. Now, observe that wi0(xy) > wily: if wy > 0, then
O(xy) > Ly; similarly, if w, < 0, then 6(zx) < £k, and multiplying that inequality by a
negative constant wy, flips the inequality sign. But this is a contradiction, because

c>wb(z1) + ... +wpb(zn) > wily + -+ +wpky, > ¢
where the first inequality is implied by the input linear constraint. |

» Lemma 30. Time conflict checking inference rule, defined in Definition 19, is sound.

Proof. Suppose that is not the case, that is, the time conflict checking inference rule has
accepted an inference 7, but there is an assignment @ that satisfies the cumulative constraint ¢
but not A — 1, or, in other words, satisfies ¢ and all of atomic constraints in A. In that
case, observe that the resource consumption by 6 at time point ¢ selected by the inference
rule is going to be >, 7 for N = {i: 0(z;) <t < 0(x;) + di}.

By the definition of mandatory task, we know that N D M (¢,D4): indeed, the set of
tasks active at time point ¢ contains tasks that are guaranteed to be active at time point
as long as all constraints in A are true. But then ),y r; > EieM(t,DA) r; > C; this is a

contradiction. <

» Lemma 31. Activity conflict checking inference rule, defined in Definition 20, is sound.
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Proof. Due to the soundness of time conflict checking, all facts of the form A A = {x; o v) A
(x; =t) — L are true for any ¢ € D(z;). This, in turn, means that

AN=(z;00) — /\ (x; #1),

teD(z;)

that is, that A A = (x; ¢ v) implies that x; is not equal to each of the values in the domain
individually. Since this is trivially not true for any assignment 6 satisfying A A = (z; o v), we
can rewrite the consequent as L, which entails the fact A A = (z; ov) — L. <

» Lemma 32. All-different conflict inference rule, defined in Definition 22, is sound.

Proof. Suppose that is not the case, that is, the all-different conflict inference rule has
accepted an inference 7, but there is an assignment 6 that satisfies the all-different constraint ¢

on (x1,...,%,) but not A — b. In that case, 6 is a satisfying assignment of ¢ with domains
Daug-py — but this is not possible, because by Theorem 21, the constraint ¢ under those
domains does not have any satisfying assignments. |

C Correspondence between paper and Rocq source

Table 2 shows the correspondence between concepts in this paper and their counterparts in
the Rocq source code (see https://github.com/consol-lab/fzn-drcp-check).
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Table 2 A mapping of concepts from the paper to the Rocq source. All files are relative to the

theories/ directory.

Paper Definition File Rocq Name
Section 2

Constraint problem Spec.v ConstraintProblem
Decision variable Spec.v Var

Domain Spec.v IntSet

Constraint Spec.v Constraint
Assignment Spec.v string — Z
Linear inequality Spec.v Linear
Cumulative constraint Spec.v Cumulative
Definition 1: Atomic constraint Spec.v BoundAtomic
Section 5

Definition 2: Fact Spec.v ProofFact
Definition 3: Proof stage Checker.v ProofStage
Definition 4: Inference Checker.v IndexedInference
Initial domain inference Checker.v dom

Induced domain Domain.v apply_atomics
Definition 11: Proof Checker.v (ProofFact, list ProofStage)
Theorem 12: Soundness Checker.v soundness
Section 6

Inference rule Checker.v InferenceRule
Domain in the checker Domain.v Domain

Z U {—o00,+o0} Zext.v Zext
APPLYATOMIC Domain.v apply_atomic

Definition 15:
Definition 17:
Definition 19:
Definition 20: Activity conflict
Definition 22: All-different checker
Page 14: Deduction checking

Fact weakening
Linear bound

Time conflict

Deduction.v
Linear.v
CumulativeCheck.v
CumulativeCheck.v
Al1DifferentCheck.v

Checker.v

fact_implies_fact
linear_checker
check_time_conflict_horizon
check_conflict_for_bound
alldifferent_checker

validate_nogood

Appendix B

Lemma 28: Fact weakening
Lemma 29: Linear bound
Lemma 30 and Lemma 31
Lemma 32: All-different

Deduction.v
Linear.v
CumulativeCheck.v
AllDifferentCheck.v

fact_implies_fact_entails
linear_checker_soundness
checker_cumulative

checker_alldifferent
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