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Abstract
High Mix Low Volume (HMLV) assembly problems involve producing a variety of items in small
quantities, each of which requires scheduling a sequence of actions performed by machines or
human operators. For the production process, companies are increasingly adopting reconfigurable
manufacturing systems (RMS) where they choose which machines to deploy. Importantly, the
selection of machines can substantially influence overall production time. For this reason, we present
a CP model for solving HMLV for RMS. However, solely minimizing makespan does not necessarily
yield the most desirable solution from a managerial perspective. For example, it may heavily rely
on human operators. Since determining preferred solutions is challenging, incorporating Decision
Maker (DM) feedback becomes essential. Therefore, to support DMs in selecting solutions that
better reflect their preferences, we adapt pairwise preference elicitation methods for this industrial
multi-objective combinatorial problem, while also comparing with trade-off-based methods.
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1 Introduction

Industrial production is transforming due to the increased need for customized products [33].
This shift has led to the adoption of high-mix low-volume (HMLV) manufacturing systems [24],
characterized by the production of many product variants in small quantities. It requires
production to be more flexible [20, 32], for which companies are increasingly designing
autonomous manufacturing systems able to handle a wide range of operations [25, 44].

Such systems typically consist of multiple workstations, each equipped with one or
more machine tools, automatic material handling and a storage system [10]. Depending on
the machine tools installed, workstations may execute specific operations more efficiently
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or support a broader range of operations. Driven by the growing need for flexibility,
companies have also begun adopting reconfigurable manufacturing systems (RMS) [48], in
which workstations can be dynamically deployed to meet current production requests.

From a scheduling standpoint, such environments can be viewed as an extension of
the classical flexible job shop scheduling problem [14], in which jobs must be processed
on workstations while satisfying precedence and resource constraints. However, unlike the
standard job shop setting that assumes a fixed set of workstations and focuses solely on
sequencing decisions, reconfigurable production systems introduce an additional configuration
dimension. Beyond finding a feasible schedule under complex constraints, it is also necessary
to determine which workstations to deploy, as this decision directly affects the overall
production time. As such, Constraint Programming (CP) and Integer Linear Programming
(ILP) approaches are well-suited for this task as they have been successfully applied to flexible
job shop scheduling problems [51, 5, 1].

In our case, inspired by an Industry 5.0 case from Flanders Make, we investigate an
HMLV assembly problem in the context of RMS. The company produces a variety of items,
each requiring a sequence of production steps, including kit preparation, assembly, and
packaging. To execute these steps, the company provides a set of workstations, each capable
of performing a subset of the required operations, with processing times differing across
stations. These workstations may be either fully automated or operated by a human worker,
with the latter typically achieving shorter processing times. Beyond scheduling, items must
be transported between workstations as they move through successive production steps,
introducing a routing component to the problem. These transfers are carried out by human
operators, mobile robots or conveyor belts connecting workstations.

Although production time is typically regarded as the sole objective [4], in our setting,
it is intrinsically connected to the number and type of workstations deployed. In fact,
increasing the number of workstations can significantly reduce production time by increasing
parallelism in the schedule. At the same time, limiting active workstations helps reduce
energy consumption, while fair employee schedules remain important, as workers are mainly
expected to monitor the pipeline and address potential disruptions [36, 9].

These aspects can be modelled as objectives to be optimized, though they are inherently
conflicting. Minimizing production time would require more workstations and imposing
heavier workloads on employees. As a consequence, numerous trade-offs among the objectives
exist, which naturally leads to modeling the problem as a multi-objective optimization
problem. In such problems, the Decision Maker (DM) is unlikely to know how to precisely
balance these objectives in a numerical way [30]. However, recent developments in interactive
preference elicitation can allow the DM to iteratively refine the solution under consideration.

We present this challenging application and a study of two interactive preference elicitation
methods, with the following contributions:

We formulate the HMLV assembly problem with RMS as a multi-objective combinatorial
optimization problem and model it with Constraint Programming (CP).
To identify the DM’s preferred solution, we compare two interactive approaches: the
Constructive Preference Elicitation framework (CPE) [17], in which the user compares
pairs of solutions, and Dynamic Weight Setting (DWS) [34], where the DM can iteratively
specify bounds on sub-objectives.
We propose SNOW (Splitted Normalization for Optimization and Weight Update), a
new objective normalization designed to mitigate the problem of overestimating the upper
bound of the sub-objectives.
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2 Related Work

HMLV production is commonly modeled as a Flexible Job Shop Scheduling Problem [37],
where jobs must be assigned to different workstations while satisfying precedence and resource
constraints [14]. Several works further extend these problems by introducing additional
decisions related to workstation selection and deployment, thereby incorporating aspects
of RMS. For example, it might be required to configure workstations based on the current
production [35, 41] or workstations can dynamically change state in order to accommodate
different types of operations [2].

Within these settings, previous works consider routing components [2, 23] or employee
involvement [44, 25]. However, none of the identified approaches combine these aspects
simultaneously, and they focus on minimizing a single objective, typically production time.
In practice, additional criteria such as energy consumption [26] or employee fairness [4] may
also need to be optimized, turning the problem into a multi-objective combinatorial problem.

Multi-objective combinatorial problems involve finding a good solution according to the
DM. Existing approaches can generally be classified into three main categories: a posteriori,
a priori, and interactive methods [38].

A posteriori approaches aim to generate a set of alternatives from which the DM can select
their preferred one. Standard approaches involve the computation of the Pareto front [49] or
a representation of it [16]. While such approaches can provide insight into how objectives
interact by showcasing trade-offs, they are often computationally demanding, as the resulting
sets tend to be large and may also overwhelm the DM [16]. Moreover, for each new instance,
the entire procedure must be repeated from scratch, as no learning component is involved.

A priori approaches assume that the DM conveys their preference through a function that
is then optimized [38], returning a single solution. Commonly used functions are weighted
sum, Choquet integral and lexicographic ordering. Although this approach is relatively
straightforward, both the weighted sum and the Choquet integral require the DM to provide
numerical parameters reflecting the importance of each objective, which is unlikely to be
provided [40]. Alternatively, the DM may be able to state a lexicographic ordering of the
objectives, but such a ranking may still not adequately capture their true preferences.

Interactive approaches, on the other hand, are particularly useful when the DM can
be queried. These methods iteratively refine the solution under consideration based on
DM’s feedback. They are commonly divided into three subcategories [39]. Trade-off-based
methods require the DM to specify desired trade-offs among objectives; reference-point
approaches require the DM to indicate target values for each objective; and in classification-
based methods, the DM indicates which objectives should be improved and which should
be worsened. Most of these methods do not explicitly learn the user’s preferences in a way
that they can be reused when solving new instances of the problem. Consequently, there has
been increasing interest in approaches that, through interaction with the DM, allow to learn
preferences structurally, typically by estimating weights assigned to the objectives.

Pairwise approaches elicit preferences by proposing solution pairs. Such approaches
for multi-objective combinatorial problems include polyhedral methods [3], which assume
error-free response and Bayesian approaches [6], which are computationally expensive. Mean-
while, inspired by the Machine learning community, the Constructive Preference Elicitation
framework [17] was proposed: a tractable framework that is also robust to noise. Research
on CPE has mainly focused on the query generation criterion. Dragone et al. [18] propose to
generate solutions by balancing quality and diversification. Defresne et al. [15] consider ob-
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jective uncertainty, relying on a precomputed set of solutions obtained with problem-specific
relaxation. Lastly, Foschini et al. [21] introduce a query generation method that integrates
non-domination constraints with upper confidence bound-based diversification.

At the other end of the spectrum, Dynamic Weight Setting (DWS) [7, 34] introduced a
trade-off preference elicitation framework in which the DM specifies requirements over the
objectives. Based on these requirements, DWS adjusts the weights to best satisfy the stated
preferences. This interactive process continues until the DM is satisfied.

3 Background

We start by formally defining constraint satisfaction and optimization problems.

▶ Definition 1. A Constraint Satisfaction Problem (CSP) [47] is defined as a triple
CSP (X ,D, C), where X is a set of discrete variables with each an associated set of values D
(i.e, a domain), and C is a set of constraints.

An assignment s maps each variable x ∈ X to a value of its domain D[x]. It is feasible and
thus a solution, if it satisfies all constraints C. S denotes the set of all feasible assignments.

A Constraint Optimization Problem (COP) extends a CSP by introducing an objective
function f : S → R that maps solutions to numerical values. A solution s is optimal if there
exists no other feasible solution with a better objective value.

A Multi-objective Constraint Optimization Problem (MOCOP) [50] further extends a
COP by defining y : S → Rk as a function that maps feasible solutions to a vector of k

sub-objectives. With this, we introduce the concept of efficiency and non-domination:

▶ Definition 2. A feasible solution s ∈ S is efficient and its image y(s) is non-dominated
[19] if and only if there exists no other solution that can improve on one of its sub-objectives
without worsening a different one, meaning that:

∄s′ ∈ S :
(
(∀i ∈ {1, . . . , k} : yi(s′) ≤ yi(s)), (∃j ∈ {1, . . . , k} : yj(s′) < yj(s))

)
(1)

In general, multiple efficient solutions may exist, each reflecting a different trade-off among
the objectives. The goal is therefore to identify the solution that best matches the DM’s
preferences. We assume that these preferences are captured by a weighted sum fw(s) =∑p

i w∗
i · yi(s) where w∗

i > 0 is the weight assigned to ith objective.

4 Formal description of the model

We introduce a mathematical formulation of the HMLV assembly problem with RMS. This
problem can be seen as an extension of the Flexible Jobshop Scheduling Problem (FJSP) [14].
It involves the production of items i ∈ I, each treated as a job. Each job consists of a
sequence of operations Oi = {o1, . . . , om} ⊆ O. Operations o are supported by a subset
of resources Ro ⊆ R. We define the helper function h(R′ ⊆ R, o ∈ O) = {r ∈ R′ ∩ Ro},
indicating the subset of resources R′ that supports operation o.

The problem is subject to the following assumptions:
All resources and items are available at time zero.
A resource can execute at most one operation at a time, and once started, an operation
cannot be interrupted.
The execution order of the operations Oi for every item i ∈ I must be respected.
Job executions are independent, meaning that no operation of one job precedes or has
priority over an operation of another job.
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The formulation of the FJSP must be extended as new aspects must be considered.
Employee-Driven Workstations: some workstations can only be used when an employee
directly operates them. Therefore, executing such an operation requires the simultaneous
use of two resources: the workstation and an employee.
Routing Component: besides assigning operations to workstations, products must also be
transported between resources for subsequent operations. Therefore, a routing component
must be included. We will divide operations into two categories: processes p ∈ P ⊆ O,
which are performed at workstations, and transportation t ∈ T ⊂ O.

There is also a multi-objective perspective: besides makespan, other objectives must be
considered, such as energy consumption (closely related to the number of workstations used)
and employee fairness (related to the number of employees involved and their working time).

4.1 Processes and Employee-driven workstations
We first focus on correctly modeling the allocation of processes.

zi,o,r: Boolean variable indicating that item i has operation o done using resource r.

Each process associated with an item must be assigned to exactly one workstation.∑
w∈h(W,o)

zi,o,w = 1 ∀i ∈ I, ∀o ∈ Oi : o ∈ P

Workstations are either automated w ∈ Wa ⊆ W or employee-driven w ∈ We ⊆ W.
Employee-driven workstations require an employee.

In our setting, employees operate at the same pace and possess identical capabilities,
making them interchangeable. As a result, it is not necessary to distinguish between specific
employees, and they may be represented collectively by a resource whose capacity CapE
corresponds to the number of available employees. Employees can therefore be modeled
either as individual resources or as a pooled resource. When modeled individually, E denotes
the set of employees e ∈ E ⊂ R. When modeled as a pooled resource: E ∈ R.

If the workstation is employee-driven, an employee is required.

Entities version∑
w∈h(We,o)

zi,o,w =
∑
e∈E

zi,o,e ∀i ∈ I, ∀o ∈ Oi : o ∈ P

Pooled resource version∑
w∈h(We,o)

zi,o,w = zi,o,E ∀i ∈ I, ∀o ∈ Oi : o ∈ P

4.2 Routing
Transportation of items is performed by employees E , mobile robots, modeled either as
individual robots mr ∈MR ⊂ R or as a pooled resource MR ∈ R with capacity CapMR,
and conveyor belts c ∈ C ⊂ R. If a conveyor belt c is used, it transports the item from
workstation wc,1 ∈ W to wc,2 ∈ W. Some processes must run on the same workstation,
as moving the item may interfere with earlier operations. If two subsequent processes are
performed by the same workstation, transportation is handled by the workstation.

CP 2026
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Each transportation associated with an item must be assigned to exactly one resource.∑
r∈h(R,o)

zi,o,r = 1 ∀i ∈ I, ∀o ∈ Oi : o ∈ T

When no transportation is required, processes must occur on the same workstation.

zi,oj ,w = zi,oj+1,w ∀i ∈ I, (oj , oj+1) ∈ Oi, oj , oj+1 ∈ P, w ∈ h(W, oj) ∪ h(W, oj+1)

When conveyor c is used, it must transport item i from workstation wc,1 to wc,2.

zi,oj+1,c =⇒ (zi,oj ,wc,1 ∧ zi,oj+2,wc,2) ∀c ∈ C, ∀i ∈ I,

∀(oj , oj+1, oj+2) ∈ Oi : oj+1 ∈ T ,

wc,1 ∈ h(W, oj), wc,2 ∈ h(W, oj+2)

If a workstation performs two subsequent processes for item i, transportation is internal.

zi,oj+1,w ⇐⇒ (zi,oj ,w ∧ zi,oj+2,w) ∀i ∈ I, ∀(oj , oj+1, oj+2) ∈ Oi : oj+1 ∈ T ,

∀w ∈ h(W, oj) ∩ h(W, oj+2)

4.3 Operation Duration

As in FJSP, processing times of operation o may depend on the used resource r, denoted
as ptr

o. However, in our setting, some processes require multiple resources simultaneously,
e.g., when an employee operates a workstation. In such cases, the processing time of p ∈ P
is determined by the human operator. Thus, human-operated workstations w are the only
resources for which ptw

p is undefined. For this reason we defineRP T
o = {r ∈ R | ptr

o is defined}.
Furthermore, when two consecutive processes are executed on the same workstation, the
transfer is handled internally by the workstation, and the transportation time is therefore 0.

si,o: Integer variable indicating the start time of operation o for item i.

Operations must be performed in the specified order.

si,oj
+

∑
r∈RP T

oj

zi,oj ,r · ptr
oj
≤ si,oj+1 ∀i ∈ I, ∀(oj , oj+1) ∈ Oi

The constraint ensures that operation oj+1 cannot start before operation oj finishes. The
duration depends on the selected resource and is given by

∑
r∈RP T

oj

zi,oj ,r · ptr
oj

.

4.4 Resource Usage

Since workstations and conveyor belts can execute only one operation at a time, we define
optional tasks compatible with the NoOverlap constraint. For automated workstations Wa

and conveyors C, task duration is directly determined. For employee-driven workstations We,
the duration depends on the operation type: process durations are determined by the em-
ployees E , while transport durations are determined by the workstation, since transportation
may be handled by the workstation itself and thus have zero duration.
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For each resource r ∈ (Wa ∪ C) : For each resource r ∈ We :
Sr = ⟨ si,o · zi,o,r | ∀i ∈ I, o ∈ Oi ⟩, Sr = ⟨ si,o · zi,o,r | ∀i ∈ I, o ∈ Oi ⟩,

Dr = ⟨ ptr
o · zi,o,r | ∀i ∈ I, o ∈ Oi ⟩,

di,o,r =
{

ptE
o · zi,o,r if o ∈ P,

ptr
o · zi,o,r if o ∈ T,

Dr =⟨ di,o,r | ∀i ∈ I, o ∈ Oi ⟩
Er = ⟨Sr + Dr ⟩, Er = ⟨Sr + Dr ⟩,

NoOverlap(Sr, Dr, Er) NoOverlap(Sr, Dr, Er)

z make tasks optional. If supported by the solver, optional tasks can be used directly.
Employees and mobile robots can each execute only one operation at a time. When

modeled as individual entities, this can be enforced using NoOverlap constraints. Within
each group, these agents share identical capabilities and operation durations, making them
interchangeable. As a result, the model does not need to distinguish between specific
employees or mobile robots, allowing them to be represented collectively as a pooled resource.
The key requirement is that the number of simultaneously operating entities does not exceed
their maximum availability, which can be enforced using a Cumulative constraint.

Entities version (NoOverlap, similar to automated workstations)

For each resource r ∈ E ∪MR :

Sr = ⟨ si,o · zi,o,r | i ∈ I, o ∈ Oi ⟩,

Dr = ⟨ ptr
o · zi,o,r | i ∈ I, o ∈ Oi ⟩,

Er = ⟨Sr + Dr ⟩,

NoOverlap(Sr, Dr, Er)

Pooled resource version (Cumulative)

Capp : Number of available entities associated with pooled resource p

up ∈ [0, Capp] : Integer variable indicating used units of pooled resource p

For pooled of resources p ∈ {E ,MR} :
Sp = ⟨ si,o | i ∈ I, o ∈ Oi ⟩,
Dp = ⟨ ptp

o | i ∈ I, o ∈ Oi ⟩,
Ep = ⟨Sp + Dp ⟩,
Zp = ⟨ zi,o,p | i ∈ I, o ∈ Oi ⟩,

Cumulative(Sp, Dp, Ep, Zp, up)

4.5 Multi-objective perspective

Although minimizing production time is essential, solely considering this criterion may not
be enough. In our instances, human operators usually work at a faster pace compared to
the autonomous workstations. As a result, minimizing the makespan solely can lead to an
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excessive reliance on manual labor. Moreover, even if many workstations are available during
a shift, energy-related constraints may incentivize the DM to limit their usage. Therefore, it
is important to introduce several objectives.

br : Boolean variable indicating that resource r is used.
zi,o,r =⇒ br ∀r ∈ R, ∀i ∈ I, ∀o ∈ Oi

Makespan:
Minimization of the maximum completion time of the last operation om across all items.

objms = min max
i∈I

om∈Oi

si,o +
∑

r∈RP T
om

zi,om,r · ptr
om


Workstations used:

objws = min
∑

w∈W
bw ∀w ∈ W

We bound the makespan by the horizon H, defined as H =
∑

i∈I
∑

o∈Oi
maxr∈RP T

o
ptr

o.
This horizon corresponds to the worst-case sequential schedule obtained by summing the
maximum processing time of each operation across all compatible resources.

Depending on how we model employees and mobile robots, their objectives will change:

Entities Version
Employees involved:
obje = min

∑
e∈E be

Robots involved:
objmr = min

∑
mr∈MR bmr

Employee working time:
objwt = min

∑
i∈I, o∈Oi, e∈E zi,o,e · pte

o

Pooled Resources Version
Employees involved:
obje = min uE

Robots involved:
objmr = min uMR

Employee working time:
objwt = min

∑
i∈I, o∈Oi

zi,o,E · ptE
o

5 Interactive Approaches

Objectives are typically conflicting, as improving one may worsen others. Thus, many optimal
solutions exist with different trade-offs. However, the DM is unlikely to know their preferred
trade-off a priori, especially without knowledge of the feasible solutions. In the context of
MOCOP, this motivates the use of interactive approaches, where candidate solutions are
progressively refined based on the DM’s feedback. However, most do not structurally learn
the DM’s preferences, so the elicitation process must be repeated for each instance.

As we assume the DM’s preferences are captured by a weighted sum fw(s) =
∑p

i w∗
i ·yi(s),

we focus on interactive methods that estimate these weights, which can then be refined for
the specific instance under consideration. Our focus is on two frameworks. The Constructive
Preference Elicitation framework (CPE) [18] learns preferences through pairwise comparisons,
while Dynamic Weight Setting (DWS) [34] asks the DM to iteratively specify thresholds on
the sub-objectives, indicating which should be improved or which may be worsened.
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5.1 Constructive Preference Elicitation Framework

The CPE framework [17] elicits preferences through pairwise comparisons, learning the DM’s
weights by iteratively presenting pairs of solutions. It proceeds as follows:

Algorithm 1 Constructive Preference Elicitation Framework.

Input: Instance S, initial weights w, max iterations M

Output: Weights w

1: for t = 1 to M do
2: (s1, s2)← QueryGeneration(S, w, t)
3: (s+, s−)← GetLabelFromDM(s1, s2)
4: w ←WeightUpdate(s+, s−, w)
5: end for
6: return w

The algorithm takes as input a combinatorial problem instance S, an initial weight
estimate (all set to 1), and a maximum number of iterations. At each iteration, two solutions
s1 and s2 are generated and presented to the DM, who selects the preferred one, denoted as
s+. The weights are then updated based on the expressed preference.

5.1.1 Query Generation

The Choice Perceptron [18] computes the first solution by optimizing the learned objective
function (Eq. 2a), while the second jointly optimizes the learned function and a diversification
metric α (Eq. 2b). γ = 1

t reduces the importance of α as the number of iterations t increases.
Eq. 2c enforces different solutions.

s1 = argmin
s∈S

fw(s) (2a)

s2 = argmin
s∈S

(
(1− γ) fw(s)− γ α(s, s1)

)
(2b)

s.t.
k∨

i=1
yi(s2) ̸= yi(s1) (2c)

In Choice Perceptron, α is the L1 distance.

αL1(s, s1) =
k∑

i=1
|yi(s1)− yi(s)| (3)

This query generation was later improved in the context of explanation generation by
introducing MACHOP [21]. It replaces Eq. 2c with a disjunctive constraint

∨k
i=1 yi(s2) <

yi(s1), preventing dominated solutions, while also extending α by adding component-wise
weights (i.e, assigning a weight to each objective component |yi(s1)−yi(s)|), thereby allowing
the method to leverage information learned so far. Given Q, the set of proposed queries,
they define these weights using an upper confidence bound formulation:

CP 2026
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αu(s, s1) = u · α(s, s1) (4a)

ui = qi + c

√
log(|Q|)

Ni
(4b)

qi =
∑

(s+,s−)∈Q yi(s+) < yi(s−)
Ni

(4c)

Ni =
∑

(s+,s−)∈Q

yi(s+) ̸= yi(s−) (4d)

Ni denotes the number of solution pairs where sub-objectives differ, reflecting how often
that trade-off is explored, while qi measures the average fraction of pairs in which the selected
solution improves the ith objective. Larger values of qi indicate higher importance of that
objective. The hyperparameter c controls the exploration term. When Ni = 0, ui =∞.

5.1.2 Weight Update
Given (s1, s2), the user selects their preferred solution s+, with the other denoted as s−.
Assuming the minimization of sub-objectives, the weights w are updated as follows:

w = w + η(y(s−)− y(s+)) (5)

where η is the learning rate.

5.1.3 Normalization
Since the update depends on y(s−) − y(s+), objectives with larger ranges produce larger
update terms, even if they are not important to the DM. This is especially relevant in real-life
applications like ours, where objectives can have vastly different scales, e.g. makespan
versus number of human operators. To mitigate this effect, it is important to normalize
the objectives before the weight update. Furthermore, normalization can also be applied
to the objectives when solving the optimization problem, ensuring uniformly distributed
solutions [31]. However, normalizing requires both the lower bound ylb

i (ideal point) and
upper bound yub

i (nadir point) for each sub-objective. The lower bound of a sub-objective
corresponds to the value obtained when minimizing it, whereas determining the upper bound
is considerably more challenging. In practice, it is often approximated by maximizing the
objective [43], which typically leads to an overestimation. Using this value for normalization
can compress the normalized sub-objective values, which can negatively affect the learning
process by weakening the signal used to update the weights. In the context of CPE for
explanation generation [21], this issue was solved by introducing a local normalization, where
the upper bound of each objective is dynamically computed by using the maximum value
observed in the previous pair: yub

i = max(yi(s+), yi(s−)). This normalization is applied both
to the weight update and when solving the optimization problems. However, when used
within the optimization problem, it may not generalize well across different instances at
inference, as they can exhibit substantially different ranges.

For this reason, we introduce the concept of Splitting the Normalization for Optimiz-
ation and Weight update (SNOW). The key idea is to separate these two normalizations.
We will use local normalization when updating the weights. For the optimization problem
in the subsequent iteration, normalization will be applied only in the second solve call
(Eq. 2b) where y(s1) is used as an upper bound, redefining y(s) in Eq. 2b as:
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ynorm
i (s) =


yi(s)

yi(s1)− ylb
i

, if yi(s1) ̸= ylb
i ,

yi(s), if yi(s1) = ylb
i ,

∀i ∈ {1, . . . , p}. (6a)

5.2 Dynamic Weight Setting
DWS [34] is a trade-off-based interactive method [39], in which preference information is
communicated through thresholds on the sub-objectives. These thresholds T ∈ Rk specify
the DM’s ad-hoc acceptance level for the individual sub-objectives, requiring yi(s) ≤ Ti. By
adjusting them, the DM can indicate whether stricter requirements are desired for specific
objectives or whether some worsening is acceptable. The overall process can be summarized
as follows:

Algorithm 2 Dynamic Weight Setting.

Input: Instance S, initial weights w, timeout t

Output: Weights w

1: s← Solve(S, w)
2: while ¬User Satisfied(s) do
3: T ← Query User(s)
4: s′, w′ ← s, w

5: while timeout t not reached do
6: w′ ←Weight Update(s′, w′, T )
7: s′ ← Solve(S, w)
8: if No Violation(s′, T ) then
9: s, w ← s′, w′

10: break
11: end if
12: end while
13: end while
14: return w

The algorithm takes as input a combinatorial problem instance S, an initial weight
estimate w (all set to 1), and a timeout t. A solution is first computed with these weights,
after which elicitation repeats until the DM is satisfied. At each iteration, the DM is asked
to provide thresholds T given the solution s. In the inner loop, the algorithm updates the
weights to find a solution with no violations according to T . The loop continues until such
a solution is found or the timeout is reached. In the latter case, no solution satisfying the
requirements is found. In the first case, the weights and solution are updated. Otherwise,
the algorithm queries the DM again using the previously presented solution.

5.3 Weight Update
The weights are updated according to the following rule [34]:

wi ← wi ·min
(

max
(
1 + λ(yi(s)− Ti), l

)
, u

)
∀i ∈ {1, . . . , k} : yi(s)− Ti > 0 (7)

For each objective i where yi(s) exceeds its threshold Ti, the corresponding weight wi

is multiplicatively increased according to the difference between yi(s) and Ti. Parameter λ

controls the update magnitude and is treated as a hyperparameter [34], while l and u set the
lower and upper bounds for these updates.
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6 Experimental Evaluation

To experimentally evaluate the CP model and the preference elicitation methods, we address
the following research questions:
Q1 How do our models perform in solving HMLV assembly problems with RMS?
Q2 How does CPE perform when learning the preferences of the DM?
Q3 How does DWS perform when learning the preferences of the DM?
Q4 How do DWS and CPE compare in terms of number of solve calls and solving time?

6.1 Problem instances
Two manufacturing floor layouts are considered, as proposed by the industry partner. The

first layout consists of six automated workstations and three human-operated workstations,
together with three conveyor belts, three mobile robots, and three human workers. The second
layout includes twelve automated workstations and three human-operated workstations, as
well as four conveyor belts, four mobile robots, and four human workers. The production
involves four different item types. The company provided realistic operations for the items,
along with their processing times. Visualizations of the considered instance and processing
times are included in the Appendix.

6.2 User simulation
We simulate two types of users by adopting different strategies to generate the weights w∗.
In industrial settings, objectives are often rankable [46, 42], yet the DM may not know their
priorities [4, 21]. To reflect this, we generate weights following a lexicographic order
obtained by generating weights {103∗j ∀j ∈ {−1, . . . , 3}} randomly assigned to the objectives.
We also consider a more general case by generating evenly spaced weights on a simplex
using the Das–Dennis method [13]. The weight simplex includes all weight vectors that
define linear combinations of the objectives, and therefore captures all solutions obtainable
by optimizing any such combination [12]. As a result, the obtained solutions span the full
range of preferences a DM may have.

6.2.1 CPE
In order to simulate users for CPE, we rely on an oracle based on the Bradley-Terry model [8]
with indifference. Given a query (s1, s2), the probability of being indifferent is defined as [28]:

P (y(s1) ∼ y(s2)) = e−β|fw∗ (s2)−fw∗ (s1)| (8)

with w∗ being the oracle’s true preference weights. The indifference probability depends on
the difference between fw∗(s2) and fw∗(s1). β = 10−3 for the lexicographic order and 1 in
the other case. Because real users can make mistakes, we assume a 10% mislabeling rate as
is common [21, 11]: in 10% of the cases the oracle responds by selecting the wrong solution.

6.2.2 DWS
To simulate users for DWS, we also use the Bradley–Terry model [8]. Given a solution s and
the lower bound of the objectives ylb, the probability of asking to improve sub-objective i is:

P +(yi(s)) = 1
1 + e−β w∗

i |yi(s)−ylb
i |−b

b = log
(

p0

1− p0

)
∀i ∈ {1, . . . , p} (9)
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This formulation is typically used to compute the probability of selecting the wrong
solution in pairwise preference elicitation [15]. We extend it with a bias b, defined by a
probability p0, so that an objective has p0 chance of being selected when it is already optimal.
We set p0 = 0.1 and β as for the CPE oracle. The bound Ti for the selected objectives is:

Ti = yi(s)− 5
100

(
yi(s)− ylb

i

)
− ϵ (10)

The term 5
100 (yi(s)− ylb

i ) moves the bound 5% of the distance from yi(s) toward the lower
bound ylb

i , requiring improvement on objective i. When the oracle selects a solution already
at the lower bound, this distance becomes zero. In practice, this situation may still occur
since a real user is not aware of the true lower bound and may request further improvement.
Therefore, ϵ (a small constant) ensures improvement is still requested, even if infeasible.

6.3 Metrics
To evaluate the capacity of our models in solving these problems, we evaluate according to
PAR-2 over n instances and with timeout T :

PAR-2 = 1
n

n∑
i=1

{
ti if instance i is solved within ti ≤ T ,

2T otherwise.
(11)

Meanwhile, the quality of a solution generated by the learned weights w, compared to
the hidden weights w∗ of the oracle, is assessed with the regret:

R(w∗, w) = fw∗(s)− fw∗(s∗)
fw∗(s∗) , s = argmin

s∈S
fw(s), s∗ = argmin

s∈S
fw∗(s) (12)

6.4 Experiment results
Experiments ran on identical systems with Intel(R) Xeon Silver 4214 and 128 GB memory.
Methods were implemented in Python using CPMPy 0.10.0 [27] while models were solved
with OR-Tools 9.15 [45] and Gurobi 13.0 [29].

To evaluate model performance, we set a 10-minute timeout per instance. We considered
the described manufacturing layout with an increasing number of items. PAR-2 is computed
by solving the optimization problems for twenty users: ten with lexicographic preferences
and ten with weighted objectives.

In CPE, two solutions must be proposed, and we set a timeout of 30 seconds per solve.
To reflect this in DWS, we impose a one-minute timeout on the inner loop. For the Choice
Perceptron, we perform a hyperparameter search over η ∈ [0.1, 1, 10]. For MACHOP [21]
we additionally considered c ∈ [2, 3, 4]. For DWS, we perform a hyperparameter search
over λ ∈ [0.1, 1, 10] and l = [1, 1.5, 2], we set u = 10. Both hyperparameter searches were
conducted using 5 oracles, while the final results are aggregated over 10 oracles. Code and
data are available at: https://github.com/ML-KULeuven/HMLV.

6.4.1 Q1 – CP model for HMLV assembly problem with RMS
We evaluate our models for solving HMLV assembly problems with RMS using the PAR-2
metric. We use the instances described in Section 6.1, while incrementally increasing all
product types by one. We consider both Gurobi and OR-Tools as solvers. For Gurobi, all
global constraints are automatically decomposed by CPMpy (using a task decomposition
for Cumulative and NoOverlap). We compare two CP-level modeling approaches: treating
employees and mobile robots as independent entities (NoOverlap) or as pooled resources
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(a) First Manufacturing Layout. (b) Second Manufacturing Layout.

Figure 1 PAR-2 for increasing number of item (lower is better).

(Cumulative). Results are reported in Fig. 1. As shown, OR-Tools achieves a significantly
lower PAR-2 score, indicating better performance on these problems. Notably, Gurobi with
Cumulative fails to find solutions for instances with 16 and 20 items. This is largely due to
the task decomposition, which takes a significant amount of time. This also explains why
the NoOverlap formulation performs better, as its transformation is less time-consuming.
Regarding OR-Tools, performance differences are minimal. Only for the second layout
does the Cumulative variant perform slightly better, indicating that both models are viable
alternatives. As such, the following experiments will use OR-Tools with the Cumulative
variant. We will consider both manufacturing layouts with eight items, since instances
with twelve items sometimes reached the 30-second timeout for certain preferences without
producing a solution.

6.4.2 Q2 – CPE for learning preferences
For CPE, we evaluate the impact of choice of normalization and query generation method, by
measuring the regret after 20, 40, and 60 queries across the considered preference types. We
consider three normalizations: default, which normalizes both the weight update and the
optimization problem using the nadir overestimation, Update-Local, which normalizes the
weight update using the local normalization, and SNOW, which extends Update-Local by also
normalizing the second solve call. For query generation, we consider: Choice Perceptron
(ChoPerc), its variant where a disjunctive constraint is added, and MACHOP.

Focusing first on normalization, it is observable (Fig. 2) that the default one struggles
to achieve low regret. This difficulty in learning can be explained by the large upper bound
that objectives such as makespan exhibit when normalizing, which negatively affect the
learning process. Our proposed SNOW, on the other hand, shows to be the most effective
normalization and it is particularly evident for the lexicographic order, where all methods
achieve substantially lower regret. Compared to SNOW, Update-Local does not normalize
the objective in the second solve call, which incentivizes the diversification of the objectives
with larger ranges. Introducing normalization in the second solve call, as done in SNOW,
mitigates this effect and leads to improved results.

Focusing on the query generation criteria, we observe that MACHOP consistently
achieves among the lowest regret values in both cases. For the lexicographic order, it is the
only method that effectively learns without errors with 60 queries, while also exhibiting lower
regret with fewer queries. In the other setting, it achieves results comparable to the other
query generation criteria.
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Figure 2 Average Relative Regret for CPE methods for Lexicographic order (top) and Uniformly
Spaced Weights (bottom).

6.4.3 Q3 – DWS for learning preferences
For Dynamic Weight Setting, we evaluate its performance by measuring the regret of the
learned weights. We also compare it with SNOW-MACHOP, which emerged as the most
effective method above. Figure 3a reports results after 20 queries, as this represents a
realistic interaction budget. Notably, the results vary considerably depending on the type of
preferences considered. For lexicographic preferences, DWS reaches significantly lower regret
than MACHOP. For evenly generated weights, however, MACHOP appears to estimate the
preferences more accurately. This can be explained by the fact that, for the lexicographic
order, the oracle can easily reach a good solution by simply querying to improve the most
important objective. In contrast, MACHOP requires many more queries to achieve similar
performance (as seen in Fig. 2). Meanwhile, for uniformly spaced weights, the oracle is more
likely to provide bounds to more objectives, which increases the chance of not finding a
solution that respects all the requirements. Furthermore, in lexicographic order, improving
the first objective comes at the expense of less important ones. In the other setting, this
does not hold, and the algorithm struggles to determine which objective to worsen.

This shows that the choice of framework depends strongly on the preferences. If it is
known a priori that the user might prioritize certain objectives over others, then DWS
appears to be the most suitable option. Otherwise, CPE seems to be the most natural choice.

6.4.4 Q4 – Solve calls and Solving Time
We report query statistics for both MACHOP and DWS in Table 3b. Specifically, we measure
the waiting time and the number of solver calls between queries. We observe that, for the
lexicographic order, MACHOP shows a higher waiting time despite requiring fewer solver
calls. This is because the second solve call involves the diversification terms. In our case,
this results in 10 objectives, increasing the computational time.

The situation differs when using evenly spaced weights, where the waiting time substan-
tially increases for DWS. This is associated with a higher number of solve calls, which leads
to a longer waiting time. These results further support the claim in Section 6.4.3 that DWS
is better suited for settings where users are expected to prioritize certain objectives, as the
waiting time can be lower compared to CPE approaches. When no strong preferences are
known in advance, MACHOP is both faster and more effective than DWS.
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(a) Average Relative Regret for DWS
compared with SNOW-MACHOP.

Pref. Waiting Time Solve Calls
MACHOP Lex. 20.3 ± 11.4 2
MACHOP Weight. 28.3 ± 5.3 2
DWS Lex. 18.6 ± 19.2 5.6 ± 4.6
DWS Weight. 36.2 ± 19.1 6.9 ± 4.4

(b) Summary of query statistics. Solve calls and Waiting
time are reported per query.

Figure 3 Performances of DWS and MACHOP (a) and query statistics (b).

7 Conclusion

The shift toward more flexible manufacturing increases the complexity of assembly planning
due to the variety of products and resources involved. To support this process, we presented
a CP model for solving HMLV assembly problems with RMS. We evaluated both CP
and ILP solvers and explored different modeling approaches, with OR-Tools achieving the
best performance. Given the complexity of the setting, optimizing only the production
time may lead to undesired solutions that do not satisfy resource usage and employee
fairness requirements. Since such requirements are often not known a priori, preference
elicitation approaches can be used to progressively identify more desirable solutions. First, we
considered the Constructive Preference Elicitation framework (CPE), which relies on pairwise
comparisons. To make it effective in our setting, we introduced a new normalization scheme
(SNOW) and used MACHOP for query generation, which had previously been applied only
to explanation generation. Additionally, we compare CPE with Dynamic Weight Setting
(DWS), another preference elicitation method that relies on specifying desired trade-offs. Our
experiments indicate that when the DM prioritizes few objectives (e.g. lexicographic), DWS
performs best. Conversely, when preferences are more spread out, CPE generalizes better
and converges faster. Future work includes evaluating the effectiveness of these approaches
with real DMs. Furthermore, developing a more general preference elicitation framework that
supports different query types would enable more natural interactions. Although interactive
methods supporting multiple query types exist, they do not perform preference elicitation.
Additionally, integrating LLMs could support natural language interaction with the DM.
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A Manufacturing Floor Topology

Figure 4 First Manufacturing Floor Layout.

Figure 5 Second Manufacturing Floor Layout.
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B Item types and operation duration

Table 1 Operation duration for the item Clipped Flashlight.

Task Employee Kit WS Build WS 1 Build WS 2 Build WS 3 Pack WS Robot Conveyor
Make Kit 64 1060 - - - - - -
Assembly Core 364 - 440 600 - - - -
Packaging 40 - - - - 60 - -
Transport 12 0 0 0 0 0 20 4

Table 2 Operation duration for the item Screwed Flashlight.

Task Employee Kit WS Build WS 1 Build WS 2 Build WS 3 Pack WS Robot Conveyor
Make Kit 64 1060 - - - - - -
Add Screws 20 - - - - - - -
Assembly Core 364 - 440 600 - - - -
Packaging 40 - - - - 60 - -
Transport 12 0 0 0 0 0 20 4

Table 3 Operation duration for the item Floodlight.

Task Employee Kit WS Build WS 1 Build WS 2 Build WS 3 Pack WS Robot Conveyor
Make Kit 64 1060 - - - - - -
Add Screws 20 - - - - - - -
Assembly Core 364 - 440 600 - - - -
Seal Core 192 - - 200 - - - -
Packaging 40 - - - - 60 - -
Transport 12 0 0 0 0 0 20 4

Table 4 Operation duration for the item Interlocking Block.

Task Employee Kit WS Build WS 1 Build WS 2 Build WS 3 Pack WS Robot Conveyor
Assembly Block 200 - - - 800 - - -
Packaging 40 - - - - 60 - -
Transport 12 0 0 0 0 0 20 4
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