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—— Abstract

High-Utility Itemset Mining (HUIM) aims to discover itemsets whose utility exceeds a given threshold.
While specialized algorithms achieve strong performance, they lack flexibility when additional domain
constraints must be incorporated. Constraint Programming (CP) offers a declarative alternative, but
requires strong propagation to remain competitive. In this paper, we propose a CP framework for
utility-driven pattern mining based on a parameterized global constraint that unifies the enumeration
of High-Utility Itemsets (HUIs) and a new condensed representation called Utility-Peak Itemsets
(UPIs). A UPI is an itemset whose utility is greater or equal than that of all its immediate subsets
and supersets, capturing locally utility-maximal patterns. We study the computational complexity
of UPI mining and show that deciding whether a high-utility UPI exists, for a given utility threshold,
is NP-complete. Our global constraint, PEAKUTILITY, integrates utility computation and upper-
bound pruning through propagation rules. Experiments demonstrate that our approach performs
competitively with the state of the art HUIM algorithms while preserving the modelling flexibility
of CP.
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1 Introduction

Over the last two decades, pattern mining has progressively shifted from exhaustive extraction
paradigms toward approaches that aim at identifying meaningful and actionable patterns [6].
The sheer combinatorial number of potential patterns often leads to overwhelming result
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sets, limiting interpretability and practical usability. In real-world scenarios, users are rarely
interested in all valid patterns, but rather in those satisfying domain-dependent requirements
or exhibiting specific structural properties.

High-Utility Itemset Mining (HUIM) exemplifies this challenge. Unlike Frequent Itemset
Mining, which relies solely on support, HUIM incorporates quantitative information such as
profit, weight, or importance, enabling the discovery of patterns that contribute significantly
to an overall objective [28]. While this richer semantics makes HUIM particularly relevant
in domains such as retail analytics, e-commerce, and healthcare, it also aggravates the
combinatorial explosion of extracted patterns, especially when the utility threshold is low.

To address this issue, several condensed representations have been proposed, including
maximal and closed high-utility itemsets [7]. However, these representations rely on structural
properties defined with respect to set inclusion, or on closure operators inherited from support-
based frameworks. They do not capture maximality with respect to the utility measure
itself. As a consequence, existing condensed HUIM representations remain structurally driven
rather than utility-driven, leaving open the question of identifying patterns that are locally
optimal in terms of utility.

Most existing HUIM approaches are specialized algorithms that integrate sophisticated
upper bounds and pruning strategies tailored to the utility measure [29, 10]. Although highly
efficient, these approaches are typically designed for fixed problem settings. Integrating addi-
tional user-defined constraints or modifying the pattern semantics often requires substantial
algorithmic redesign, limiting flexibility in real-world deployments.

Declarative approaches offer a promising alternative. Constraint-based paradigms such as
CP and SAT enable modeling pattern mining tasks as constraints whose solutions correspond
to patterns of interest. This declarative view allows the seamless integration of user-
defined constraints without modifying the underlying solving engine [2, 14, 16, 19, 25, 5, 3].
Moreover, modern SAT and CP solvers benefit from powerful symbolic reasoning and learning
mechanisms, making them attractive candidates for complex mining tasks.

However, the effectiveness of declarative approaches critically depends on the quality of
the encoding and the strength of inference. In CP, naive decompositions of utility constraints
into linear components often lead to weak propagation and poor pruning. Similarly, in
SAT-based encodings, large propositional formulations and weak structural reasoning may
hinder scalability, especially when the utility threshold is low [16].

The difficulty lies in the fact that the utility is neither monotonic nor anti-monotonic. In
this paper, we first introduce a new condensed representation, called utility-peak itemsets
(UPIs). An itemset is a UPI if its immediate subsets and immediate supersets have utility
lower than or equal to its own utility. This notion captures a form of local utility maximality,
ensuring that selected patterns are structurally stable with respect to small variations in
their composition.

To support the enumeration of both standard high-utility itemsets (HUIs) and peak
HUIs (UPIs), we propose a generic CP framework for utility-driven itemset mining. Our
model is built around a single parametric global constraint, PEAKUTILITY, which can
operate in two modes to control the mining objective. In HUI mode, the constraint enforces
incremental utility computation along with upper-bound pruning, ensuring the enumeration
of all itemsets whose utility exceeds a specified threshold. In UPI mode, it additionally
guarantees local utility maximality, identifying only peak itemsets. By embedding problem-
specific reasoning directly into propagation, PEAKUTILITY provides significantly stronger
filtering than classical linear decompositions. This unified framework enables both HUI
and UPI enumeration within a single declarative CP model, while limiting post-processing
requirements. Experimental results demonstrate that our CP framework is competitive with
state-of-the-art specialized HUIM algorithms.



C. Hamdi, N. Lazaar, N. Belmecheri, D. Bekkoucha, S. Jabbour, and L. Sais

2 Related Work

High-Utility Itemset Mining (HUIM) was introduced to address the limitations of traditional
frequency-based mining by considering both item profits and quantities [1, 22]. In this
framework, each item is associated with a unit profit, and the utility of an itemset reflects
its total contribution rather than its frequency of occurrence. Existing HUIM algorithms are
generally classified into two main paradigms: two-phase and one-phase approaches [9, 12].

Early HUIM methods followed a two-phase framework. In the first phase, they generate
candidate itemsets that may be high-utility. In the second phase, the database is scanned
again to compute the exact utility of each candidate and eliminate low-utility itemsets.
Representative algorithms such as Two-PHASE [22], IHUP [1], and UP-GROWTH [27]
exploit the Transaction-Weighted Downward Closure (TWDC) property to prune the search
space. While these methods reduce the number of candidates, they can still suffer from
candidate explosion and high computational costs due to repeated database scans.

To mitigate these limitations, one-phase algorithms were developed to directly identify
HUIs during mining without explicit candidate generation. These approaches typically
leverage the concept of remaining utility to prune the search space efficiently. For instance,
HUI-MINER [21] introduced a vertical utility-list structure that allows efficient computation
of itemset utilities. D2HUP [20] converts a horizontal database into a tree-based structure
called CAUL and uses a pattern-growth strategy to discover high-utility itemsets directly.
EFIM [29] and FHM [10] further improve performance using advanced pruning and projection
techniques.

Comparative studies indicate that one-phase algorithms generally outperform two-phase
approaches in terms of runtime and memory consumption. EFIM is widely recognized for its
memory efficiency, whereas D2HUP often achieves strong runtime performance. More recent
algorithms, including MHUIMINER [23] and ULB-MINER [17], demonstrate competitive
performance and can surpass earlier methods in certain scenarios.

Despite their efficiency, these algorithms primarily target static transactional databases
and require a predefined utility threshold. They do not natively support complex domain-
specific constraints or dynamic operational contexts, such as real-time decision support. An
alternative declarative approach based on propositional satisfiability (SAT) was recently
proposed [16], encoding closed HUIM as a CNF formula to enable flexible constraint integra-
tion. While competitive with specialized algorithms on moderate-sized datasets, SAT-based
methods require decomposition techniques to scale to large databases.

3 Background

3.1 High-Utility Itemsets

Let Z = {i1,...,in} be a set of n items and T = {¢1,...,tn} a set of m transactions. A
pattern (or itemset) P is a subset of Z, with language of patterns £ = 2Z. The coverage of
P in a transactional database D is cover(P,D) = {t € T | P C D[t]}, and the support is
support(P, D) = |cover(P,D)|. Each item i € Z has an external utility p(¢) (e.g., unit profit)
and, for each transaction t such that ¢ € D[t], an internal utility ¢(i,t) (e.g., quantity). The
utility of i in ¢ is u(i, ) = p(i) x q(4,t), the utility of an itemset P in ¢ is u(P,t) = >, p u(i, 1),
and the total utility in the database is u(P) = } ;¢ .pper(p) W(F:1). The absent items or
itemsets contribute zero utility: u(i,t) = 0if i ¢ ¢, and w(P,t) =0if P ¢ ¢.

The transaction utility of ¢ is TU(t) = }_,cppu(i,t), and the transaction-weighted
utilization of P is TWU(P) = ZtECOWT(P) TU(t).

27:3
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Figure 1 Complete itemset lattice for the transactional
database in Table 1 with § = 10. Each node shows an
itemset and its utility.

» Example 1. Consider the transaction database in Table 1. For transaction ¢1, the item
utilities are u(A,t;) = 4, u(C,t1) = 2, u(D,t;) = 3, giving TU(t;) = 9. For the itemset
CD, we have u(CD,t;) =5, u(CD,t3) = 13, hence u(CD) = 18. The transaction-weighted
utilization is TWU(CD) = TU(t1) + TU(t3) =9+ 19 = 28.

» Definition 2 (High-Utility ltemset). Let P be an itemset and let 0 be a user-defined minimum
utility threshold. P is a high-utility itemset (HUI) if u(P) > 6.

To efficiently mine HUIs, algorithms rely on upper bounds on utility that satisfy the
anti-monotonicity property [20].

» Definition 3 (Remaining Utility). Consider a total order < on items in Z. For an itemset
P and a transaction t, the remaining utility of P in t is:

S wu(i,t) if PCt,
ru(P,t) = vieh <

0 otherwise.
The remaining utility of P in the database is: ru(P) =, .pru(P,t).

» Definition 4 (Remaining Utility Upper Bound). The remaining utility upper bound of an
itemset P is: UB(P) = u(P) + ru(P).

» Example 5. Consider itemset A with order A < B < C < D < E. The utility of A
is: u(A) = u(A, t1) + u(A, ta) + u(A,tq) =4+ 12 4+ 4 = 20. The remaining utility in each
transaction:

ru({A}, t1) = u(C,t1) +uw(D,t1) =2+ 3 =5,

ru({A},t2) = u(B,t2) + u(E,t3) =24+ 4 =6,

ru({A}, ta) = u(C,ts) +uw(E,ty) =3 +4=T.
Thus, ru(A) =5+ 6+ 7 =18, and UB(A) = 20 + 18 = 38.
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» Property 6 (Anti-monotonicity of Upper Bounds). Consider a total order < on items in Z.
For any itemsets P C Q C I:

(i) TWU(Q) < TWU(P),

(i) UB(Q) < UB(P),
where (ii) holds under the total order < used to define remaining utility.

These upper bounds enable pruning during search: if TWU(P) < 6 or UB(P) < 6, then no
superset of P can be a HUI, and the entire branch can be safely pruned. Property 6(ii) relies
on restricting extensions of P to items appearing after P in the total order <, which ensures
consistent computation of the remaining utility.

3.2 Constraint Programming

A CP model specifies a set of variables X = {z1,...,z,}, a set of domains dom =
{dom(x1),...,dom(x,)}, where dom(x;) is the finite set of possible values for x;, and
a set of constraints C' over these variables. A constraint ¢ € C' is a relation specifying the
allowed combinations of values for its variables var(c) C X. An assignment on a set Y C X
is a mapping from variables in Y to values in their domains. A valid assignment is one
where all values belong to the domain of their variable. A solution is an assignment on X
satisfying all constraints in C'. Constraint solvers typically use backtracking search to explore
the space of partial assignments. At each step, constraint propagation algorithms, also called
propagators, prune values from variable domains that cannot participate in any solution. A
constraint ¢ is domain consistent (DC) if, for every variable z; € var(c) and every value
v € dom(x;), there exists an assignment to the other variables in var(c) that satisfies ¢ with
x; = v. Global constraints capture relations over multiple variables and often admit dedicated
propagators for stronger pruning than decompositions into primitive constraints.

4 From Maximal to Optimal: Utility-Peak Itemsets

HUIM often produces an exponentially large set of itemsets, many of which are redundant or
difficult to interpret. To address this, condensed representations aim to summarize the most
informative itemsets.

The first family of condensed representations, widely studied in the literature, is the
mazximal high-utility itemsets [26, 7).

» Definition 7 (Maximal High-Utility Itemset). Let P be an itemset and let 6 be the minimum
utility threshold. P is a maximal high-utility itemset (MazHUI) if u(P) > 6 and there exists
no itemset Q@ such that P C Q and u(Q) > 6.

MaxHUIs capture the largest high-utility itemsets with respect to set inclusion. However,
being the largest in terms of items does not guarantee the highest utility. This phenomenon
arises because the utility function is neither monotone nor anti-monotone. This means that
adding an item to an itemset does not always increase its utility, and conversely, removing
an item can sometimes increase it. For instance, consider the transactional database in
Table 1. The itemset ACD is a MaxHUI for § = 8, since adding any other item would
go below the threshold. Its total utility is: u(ACD) =4+ 2+ 3 = 9 (computed over the
transactions covering ACD). Removing item D from ACD yields AC, which has a higher
utility: w(AC) = (44 2) + (4 + 3) = 13. This example illustrates that maximality with
respect to set inclusion does not imply maximality in utility. It motivates the study of
utility-mazximal or utility-peak itemsets, which explicitly capture local or global maxima of
the utility rather than simply the largest sets of items.

27:5
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To overcome this limitation, we introduce the notion of Utility-Maximality, which priorit-
izes itemsets with the highest utility rather than the largest set.

» Definition 8 (Utility-Maximal ltemset (UMI)). An itemset P is a utility-mazimal itemset if
it utility is greater or equal than any of its proper subsets and any of its proper supersets,
i.e., VQ C P, w(Q)<u(P) and VQ D P, u(Q)<u(P).

UMI provides a condensed summary focusing on the most valuable assignments in terms
of utility. While useful, it may overlook locally significant patterns that are not globally
maximal. To overcome this limitation, we shift from global to local maximality. Finally, we
introduce Utility-Peak Itemsets, which generalize the notion of local maxima in the utility
landscape.

» Definition 9 (Utility-Peak Itemset (UPI)). An itemset P is a UPI if:
(i) w(P\{j}) < u(P) forallj € P,
(i) w(PU{i}) <u(P) foralli¢ P.

UPIs capture all local peaks, where adding or removing any single item does not increase
utility. They provide a complementary and locally stable summary of the HUI space, offering
additional insights in practical scenarios where multiple near-optimal assignments exist.

Consider a retailer seeking high-value product bundles: a UPI corresponds to a basket
whose total profit cannot be improved by adding or removing a single item. Unlike a MaxHUI,
which may be dominated by a smaller subset yielding higher profit, a UPI is locally stable —
it represents a configuration a decision-maker can act on directly, without further search.

Our notion of wtility-peak refers to local maximality in the itemset lattice, which differs
from the temporal peak notion of Fournier-Viger et al. [11]. Their approach identifies time
windows with above-average utility using moving average crossovers, capturing when an
itemset is exceptionally profitable. In contrast, our framework identifies which itemsets
are utility-optimal within their structural neighborhood. Figure 1 illustrates the complete
itemset lattice for Table 1 with 6 = 10. Of the 17 high-utility itemsets (HUIs), only three
satisfy the peak condition UPIs: AE, CD and BCDE. Ex.the itemset BD is not a UPI:
while its subsets B and D have lower utility, its adjacent superset BCD has higher utility,
with u(BCD) = 17. Furthermore, of the three UPIs, only two, AE and BCDE, are UMIs.
They have strictly greater utility than any comparable itemset in their respective cover. For
example, the itemset AFE is both a UPI and a UMI. However, it is not a MaxHUI because
there exists a superset ABE where u(ABE) > 0. (Here, ABE is the MaxHUL).

5 CP Models for Utility-Peak Mining

5.1 Reified Decomposition Baseline

As a baseline, we implement a reified decomposition approach, (CP4HUIM):

Let x; be a Boolean variable indicating whether item ¢ € I is selected. For each item
1 € I and transaction t € D, let b;; be a Boolean variable indicating whether item ¢ is both
selected and present in transaction t:

bit <> (xi=1N1€t) Viel,teD (1)

Z ug > 60  where up = Zb“ - u(i, t) (2)

teD i€t
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For UPI mode, the model adds peak enforcement constraints. Let P is the set of indices
of variables x; assigned to 1. For each item i € I, it introduces auxiliary variables to model
u(P\ {i}) and posts:

u(P\ {i)<u(P) Viel 3)
Similarly, for each item j € I, it models u(P U {j}) and enforces:
W(PU Y <u(P) Yjel (1)

This decomposition yields O(|I| x |T|) reified constraints in HUI mode and O(|I|? x |T'|) in
UPI mode, as each peak condition requires modeling an alternative itemset’s utility through
O(]I] x |T'|) channeling variables.

5.2 Global Constraint Approach

Let x = (z1,...,2y) be a vector of Boolean variables where each x; represents the presence
(dom(x;) = {1}) or absence (dom(z;) = {0}) of item ¢ € I in the candidate itemset.
During constraint propagation, we use the following notation:
ot ={ieI|dom(z;) = {1}} — items already assigned to the itemset,
o~ ={i el |dom(z;) = {0}} — items excluded from the itemset,
o*={iel|i¢ ot Uo } - items not yet assigned.

» Definition 10 (PEAKUTILITY Constraint). Let © = (x1,...,z,) be Boolean decision
variables, where x; = 1 indicates that item i € I belongs to the selected itemset. Let D be a
transactional dataset, 6 a minimum utility threshold, and mode € {HUI, UPI}. Let P = o
be the itemset induced by x. The global constraint PEAKUTILITY p g mode(x) holds iff:

(i) High-utility condition: u(P) > 0,

(ii) Peak condition (if mode = UPI):

Vie P, w(P\{i})<u(P), and Vi€ I\ P, u(PU{i})<u(P).

5.3 Computational Complexity

We now analyze the computational complexity of the decision problems associated with
HUI and UPI mining. [4] proved that determining the existence of a high-utility itemset is
NP-complete. We extend this result to show that the existence of a Utility-Peak Itemset is
likewise NP-complete.

» Theorem 11 (NP-completeness of HUI existence [4]). Given a dataset D on a set of items I,
a utility function u, and a threshold 6, deciding whether there exists an itemset P C I with
u(P) > 60 is NP-complete.

Proof. See [4]. The proof reduces ONE-IN-THREE-3SAT to the HUT existence problem. <

This result implies that mining all HUIs is NP-hard. We now show that the corresponding
decision problem for UPIs is also NP-complete.

» Theorem 12 (UPI Existence is Trivial). Given a dataset D on a set of items I and a utility
function u, there always exists a Utility-Peak Itemset. Deciding so is in P.

27:7
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Proof. Consider the following local search procedure. Start from any P C I. Repeatedly
apply any single-item addition or deletion that increases the utility. If no improving move
exists but there is a move preserving the same utility, apply such a move only if it leads to
an itemset that has not been visited before. Since there are only 2/ itemsets, no itemset
is visited twice. Therefore, the procedure eventually reaches an itemset for which every
single-item addition or deletion yields utility no greater than the current one, i.e., an itemset
satisfying both UPI conditions. The membership in P follows not from the efficiency of this
procedure, but from the fact that the answer is always YES, independently of the input.
Hence, a constant-time O(1) algorithm suffices to decide the problem. <

» Theorem 13 (Finding a UPI is PLS-Complete). Given a dataset D on a set of items I and
a utility function u, finding a Utility-Peak Itemset is PLS-complete.

Proof.

Membership in PLS. The problem fits the PLS framework [18]: the solution space is
27 the cost of a solution P is u(P) (computable in O(|I| - |D|)), and the neighbourhood
N(P) ={PA{i} | i € I} (single-item flips) has size |I|. A locally optimal solution under
N is precisely a UPI, and the best neighbour can be found in polynomial time. Hence the
problem belongs to PLS.

PLS-hardness. We give a PLS-reduction from MAX-2SAT-FLIP [24], which is PLS-complete.
Given a 2-CNF formula ¢ over variables x1,...,x,, let I = {p1,...,p,} where p; represents
x;. An itemset P C I encodes the assignment x; = 1 < p; € P. We construct D so that
u(P) equals the number of clauses of ¢ satisfied by the assignment encoded by P (using one
transaction per clause). A single-item flip in P corresponds exactly to flipping one variable in
the assignment. Consequently, a UPT of this instance corresponds exactly to a locally optimal
assignment for MAX-2SAT-FLip. Both the reduction and its inverse run in polynomial time,
establishing PLS-hardness. <

» Theorem 14 (High-Utility UPI Existence is NP-Complete). Given a dataset D on a set of
items I, a utility function u, and a threshold 6, deciding whether there exists a Utility-Peak
Itemset P C I with u(P) > 0 is NP-complete.

Proof.

Membership in NP follows from the same argument as Theorem 13: checking both UPI
conditions costs O(|I] - |DJ).

NP-hardness. We reduce from ONE-IN-THREE-3SAT [13]. Let F have m clauses over
n variables vy,...,v,. Set A = 3nm and § = mA. Ttems are I = {p1,...,p,} with
p(p;) = 1. For each clause C; = (v V vy V v.), add three transactions: ¢, = I\ {py,p.}
for each = € {a,b,c}, with ¢(ps, t;») = A and all other utilities zero. The dataset has 3m
transactions; the reduction is polynomial.

The key property is that t;, covers P if and only if neither p, nor p, belongs to P.
Consequently, for a clause C; with p, € P, exactly the transaction ¢;, covers P (and
contributes A) when P contains no other variable of Cj; if P contains two or more variables
of Cj, no transaction of that clause covers P and the contribution drops to 0.

A 1-in-3 solution S therefore satisfies u(S) = mA = 0: each clause contributes exactly
A. Tt is a UPI because (i) removing any p, € S loses the contribution A of its clause, so
u(S\ {pa}) < 60— A < 6; and (ii) adding any p; ¢ S either introduces a second variable
in some clause (destroying that clause’s contribution A, since all three transactions of the
clause exclude at least one member of S U {p;}) or falls outside all clauses of S (gaining
nothing, as off-clause utilities are zero). In both cases u(S U {p;}) <#.
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Conversely, any itemset reaching utility § = mA must collect exactly A from every clause,
which requires exactly one covering transaction per clause, i.e., exactly one variable of each
clause in P: precisely the 1-in-3 condition. Hence a 1-in-3 solution exists if and only if a
UPI with utility > 6 exists, completing the reduction. |

» Corollary 15. Mining all Utility-Peak Itemsets with utility > 0 is NP-hard.

5.4 Propagation Rules

Theorem 14 shows that deciding the existence of a Utility-Peak Itemset with utility > 6
is NP-complete. As a consequence, enforcing domain consistency on the PEAKUTILITY
constraint cannot be achieved in polynomial time unless P = NP. Therefore, instead of
full domain consistency, we design a set of effective propagation rules that approximate
this level of filtering while remaining computationally tractable during search. These rules
exploit upper bounds on utility as well as structural properties of Utility-Peak Itemsets. In
total, we propose eight propagation rules that prune inconsistent values and detect early
failures. These rules are implemented within a dedicated propagator for the global constraint
PEAKUTILITY p ,mode(2), presented in Algorithm 1. Rules 1-5 enforce the high-utility
condition and apply to both HUI and UPI modes. Rules 6-8 enforce the peak condition
and apply only when mode = UPI. Detailed examples illustrating each rule are provided in
Appendix B.

Rule 1: Empty Cover Check. When items have been selected (ot # (), we first
verify that the itemset appears in at least one transaction. If the cover is empty, the
itemset is infeasible regardless of utility bounds.

Propagation: o # () A cover(c®) =0 = failure.

Rule 2: Incompatible Item Pruning. For each unassigned item i € ¢*, we check
whether adding it to the current itemset o would result in an empty cover. If so, item i
is incompatible with the current pattern and cannot be selected.

Propagation: Vi € o*, cover(ct U{i}) =0 = remove 1 from dom(x;).

Rule 3: TWU-Based Pruning. The TWU provides an anti-monotone upper bound
(cf. property 6): if TWU(oF) < 6, no superset of o+ can reach the threshold.
Propagation: TWU(o%) < 0 = failure.

Rule 4: Remaining Utility Upper Bound. The remaining utility ru(c™,o*) is an
upper bound on the additional utility from unassigned items. If u(ot) + ru(c™,0*) < 6,
then o cannot be extended to a HUI.

Propagation: u(ct) 4+ ru(c™,0*) < = failure.

Rule 5: Useless Item Pruning. An item i € o* is useless if adding it to ¢™ cannot
lead to a HUI, even when combined with all other available items.

Propagation: u(c™) + ru(ct U{i},o* \ {i}) <0 = remove 1 from dom(z;).

Rule 6: Subset Dominance (UPI mode only). Applied when all variables are
assigned (o* = ). Checks that no immediate subset of o+ has utility greater to u(c™).
Propagation: o* =0 A 3j € ot, u(c™ \ {j}) > u(c™) = failure.

Rule 7: Superset Dominance (UPI mode only). When all variables are assigned
(o* =), we verify that no immediate superset of o has utility greater to u(c™).
Propagation: o* =0 A Ji€ o™, u(ct U{i}) > u(c") = failure.

Rule 8: Depth-k Exhaustive Superset Pruning (UPI mode only). When exactly
k variables remain unassigned (Jo*| = k), we check whether every non-empty subset
S C o* satisfies u(ct U S) < 6.

If this holds, no extension of o* can be an UPI candidate, and o™ is the only candidate
UPI in this branch.
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Propagation: |[0*| =k A (VS Co*, S#0, u(cTUS) <) = Vieo*, 1¢dom(x;).

Remark. While this rule could be applied in HUI mode (checking u(ct U S) < 0), the
O(2%) cost rarely justifies the pruning in practice — most HUI branches admit feasible
extensions. In UPI mode, however, the rule becomes critical: it can prune entire subtrees
by detecting early that all extensions are not UPI candidates.

5.5 Propagation Algorithm

Algorithm 1 presents the complete propagator for the PEAKUTILITY constraint, implementing
all eight rules presented in Section 5.4. The propagator operates in two phases, with rules
ordered to prioritize early failure detection:

Algorithm 1 Propagator for PEAKUTILITY b6, mode (Z)-

Input: 6: minutil threshold; mode € {HUI, UPI}; k& > 1: depth threshold
Input&Output:x = {x1,...,2,}: Boolean item variables

// Phase 1: High-utility pruning (Rules 1-5)
// Cover-based feasibility (Rules 1-2)
1if 67 #0 A cover(ot) =0 then return failure;
2 foreach i € o* do
3 L if cover(ot U {i}) =0 then dom(z;) + dom(z;)\ {1} ;

// Utility-based pruning (Rules 3-5)
if TWU(o") < 6 then return failure;
UB <+ u(ob) +ru(c™,o*)
if UB < 0 then return failure;
foreach ¢ € 0* do
UB; < u(ob) +ru(c™ U{i},o* \ {i}) if UB; < 6 then
L dom(z;) < dom(x;) \ {1} ;

o N & o A

// Phase 2: Peak condition enforcement (Rules 6-8)
9 if mode = UPI then
// Rules 6-7: Verification at complete assignment
10 if o* = () then

11 foreach j € o™ do
12 L if u(c™\ {j}) > u(oc") then return failure;
13 foreach ¢ € 0~ do
14 L if u(c™ U{i}) > u(c") then return failure;

// Rule 8: Depth-k below-threshold subtree pruning
15 if |o*| = k then

16 hasCandidate < false;

17 foreach S C o*, S # () do

18 if u(oc™ US) > minUtil then

19 hasCandidate < true;

20 L break;

21 if = hasCandidate then

22 L foreach i € o* do dom(z;) < dom(z;) \ {1} ;
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Phase 1 (Lines 1-8). Enforces the high-utility condition. Cover-based checks (Lines 1-3):
Rule 1 verifies that the current itemset appears in at least one transaction, failing immediately
if the cover is empty. Rule 2 identifies items that cannot co-occur with the current pattern
and removes them from consideration. Utility-based pruning (Lines 4-8): Rule 3 checks if
the TWU of the current assignment is below the threshold, causing immediate failure if no
extension can be profitable. Rule 4 computes the remaining utility upper bound and fails if
the current assignment cannot be extended to reach 6. Rule 5 identifies useless items — those
that cannot contribute to reaching the threshold — and removes value 1 from their domains.

Phase 2 (Lines 9-21). Enforces the peak condition when mode = UPI. Rules 6-7 (Lines 12—
14) verify local maximality at complete assignment by checking that no immediate subset or
superset has utility > u(o™"). Rule 8 (Lines 16-22) triggers when exactly k variables remain
unassigned, exhaustively checking all subsets of free variables to determine if the current
assignment is the only candidate UPI.

» Theorem 16 (Time Complexity). Algorithm 1 runs in: O(n X m) time for cover-based
checks (Rules 1-2), O(n x m) time for utility-based pruning (Rules 3-5), O(n x m) time per
complete assignment for Rules 6-7, O(2% x m) time when |0*| = k for Rule 8, where n = |Z|
and m = |T]|.

Proof.

Cover-based checks (Rules 1-2): Line 1 performs cover computation in O(m). Lines 2-3
loop over n items, performing cover computation for each in O(m), giving O(n x m) total.

Utility-based pruning (Rules 3-5): Line 4 computes TWU in O(m) (scan transactions).
Line 5 computes u(oc¥) and ru(c™,0%) in O(m) total. Lines 8 loop over n items,
computing U B; for each n in O(m), giving O(n x m) total.

Rules 6-7: Two loops over at most n items, each utility computation in O(m), total O(nxm).

Rule 8: Enumerates all 2 — 1 non-empty subsets of o*, computing utility for each in O(m),
total O(2% x m). <

6 Experimental Evaluation

We evaluate our CP approach through four complementary perspectives:
RQ1: What is the optimal propagator configuration for PEAKUTILITY constraint?
RQ2: How does the global constraint PEAKUTILITY compare to the reified CP model
Cp4HUIM?
RQ3: How competitive is PEAKUTILITY against the specialized algorithm EFIM [29]?
RQ4: How does PEAKUTILITY handle UPI and UMI enumeration compared to post-
processing?

6.1 Experimental Setup

Implementation. We implement PEAKUTILITY in Choco-Solver 4.10. All experiments run
on an Intel Xeon E5-2680 v4 (2.4 GHz, 64 GB RAM) under Ubuntu 20.04 with a 900s
timeout and 256 GB memory limit. ! Transactions are encoded as bitsets for efficient cover
computation, while item-selection variables remain Boolean CP variables. Propagator states
are maintained using integer-based structures to support incremental updates. This hybrid
design was empirically found to provide the best trade-off between performance and flexibility.

! Source code and datasets: https://gitlab.lisn.upsaclay.fr/dpm/peakutility.
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CP Models and Baselines. We denote our global constraint model as PEAKUTILITY (with
mode € {HUI, UPI}) and compare against: (i) CP4HUIM: reified CP model. (ii) EFIM:
Specialized depth-first algorithm for HUT mining [29].

Mining Objectives. Three complementary tasks are evaluated: (i) HUI enumeration:
Find all itemsets with u(X) > 0. (ii) UPI enumeration: Find all utility-peak itemsets
(locally maximal by utility). (iii) UMI extraction: Find utility-maximal itemsets (UMI C
UPI), a subset identified via lightweight post-processing.

Key Distinction. EFIM must enumerate all HUIs to compute UPIs (via post-processing),
then filter for UMIs. PEAKUTILITY directly mines UPIs (mode = UPI), avoiding unnecessary
HUI enumeration, then extracts UMIs via a simple dominance check.

Benchmark Suite. We use 52 datasets: 6real-world benchmarks from SPMF [8] (prefix R,
including CHESS, MUSHROOM, CONNECT, RETAIL, BMS, FOODMART) and 46 synthetic
datasets (prefix S) generated to stress-test specific properties (density p € [0.06%,50%],
transaction counts |T'| € [200, 340K, item counts |I| € [12,16K], varying UPI/UMI ratios).
Datasets are categorized as dense (p > 10%, 24 datasets) or sparse (p < 2%, 28 datasets). We
fix 8 = 0.005% of total utility across all datasets to ensure large solution spaces. Datasets were
selected to cover heterogeneous conditions across synthetic and real-world benchmarks, sparse
and dense settings, and a broad range of utility distributions and transaction structures.
We report representative results in the main text; complete tables for all datasets and
configurations are available in Appendix C.

6.2 RQ1: Optimal Propagator Configuration
Search Heuristics

We introduce domain-specific variable and value ordering heuristics that exploit utility struc-
ture, and compare them against 6 generic Choco heuristics on three dense datasets (CHESS,
MusHROOM, CONNECT) under 60s timeout. Our domain-specific heuristics leverage two
utility-based metrics: TWU (transaction-weighted utility) orders items by total transaction
utility in their covers, and TUtil (item utility) orders items by their direct utility contribution.
Both metrics can be applied in descending () or ascending (1) order, combined with value
orderings Min (assign 0 first) or Max (assign 1 first), yielding 8 domain-specific configurations.
Table 2 reports solutions found at cutoff for the top-5 configurations.

Domain-specific heuristics outperform generic ones. Our best configuration, TWU|+Min,
achieves mean rank 1.33, finding 4.1M solutions on CHESS and 2.1M on MUSHROOM. This
outperforms the best generic Choco heuristic (DWdeg+Max) by 1.8x on CHESS and on
MusHROOM. By ordering variables by decreasing utility weight, the solver commits early to
high-utility assignments, creating tighter propagation contexts through Rules 3-5 (TWU,
RU, Useless pruning).

Value ordering must align with variable ordering. For descending orderings (TWU/,
IUTIL]), Min outperforms Max by 3.07-2.75x: assigning 0 to a high-utility item immediately
tightens the remaining utility upper bound. Conversely, for ascending orderings, Max is better
by 3.66-2.42x. The worst configurations (TWUT+Min, IUTILT4Min) combine misaligned
orderings and consistently rank last.
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Table 2 Top-5 heuristics ranked by mean performance (solutions x10% at 60s).

Var. Ordering  Val. Chess Mushroom Connect Mean Rank

TWU, Min 4,070 2,052 202 1.33
UL} Min 4,143 1,932 178 2.00
Uil Max 2,477 1,533 132 3.67
TWU? Max 2,355 1,425 140 4.00
DWdeg (Choco) Max 2,268 1,158 200 5.67

(a) Variables pruned by Rule 8 per dataset (b) Aggregate pruning power and cost efficiency
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Figure 2 Rule 8 pruning power as a function of k. (a) Variables pruned per dataset for the
12 datasets where Rule 8 prunes at least one variable. (b) Total variables pruned and cost efficiency

(vars pruned per 106 utility evaluations, right log axis), aggregated over all 52 datasets. The shaded
band marks k = 5.

Rule 8 Depth Parameter k

Rule 8 exhaustively enumerates all 2F subsets when k variables remain free to verify that
the current partial itemset is the only UPI candidate in this branch. We evaluate k €
{2,5,10,20,30} on 12 datasets where Rule 8 prunes. Figure 2 reports pruning power (a)
and cost-efficiency (b). k = 5 is optimal. Total pruning peaks at k& = 10 (1.23M variables,
Fig. 2b), but cost-efficiency — vars pruned per evaluation — is highest at & = 2 and decreases
monotonically (Fig. 2b). At k = 10, each invocation costs 2!° = 1024 evaluations, yielding
only 7.7 pruned vars per 1K evaluations vs. 487.6 at k = 2 (63x penalty). k = 5 achieves
1.08M pruned vars (88% of peak) with 32x lower cost than k = 10.

Rule Ablation

Table 3 shows median node/time ratios when each rule is disabled, stratified by dataset
family.

Rule 2 (incompatible item pruning) is dominant. Disabling R2 increases nodes by 100x on
dense datasets, 4.5x on sparse, and 1.1x on large instances. Structural cover-based pruning
cascades through subsequent rules.

Rule 6 (subset dominance) is universally beneficial. Consistent 1.15x node reduction
across all families, reflecting ubiquity of local utility peaks.

27:13

CP 2026



27:14

Utility-Peak Itemset Mining with Constraint Programming

Table 3 Rule ablation: median node ratio (disabler / all-on). Bold: most impactful per family.

Rule Description Dense (n=21) Sparse (n=22) Large (n=>5)
R1 Empty cover 1.00 1.00 1.08

R2 Incompat. pruning 100.02 4.48 1.13
R3 TWU pruning 1.00 1.00 1.03

R4 RU upper bound 1.00 1.00 0.92

R5 Useless items 1.00 1.00 1.09

R6 Subset dominance 1.15 1.15 1.14

R7 Superset dominance 1.03 1.08 -

RS Depth-k pruning 1.00 1.00 —

Rules 3, 4, 8 are dataset-dependent. R3 (TWU) and R4 (RU) become effective when 6 is
tight relative to transaction utilities — common in classic HUIM benchmarks but rare in our
suite. R8 (depth-k) prunes only on 12/52 datasets; when inactive, overhead reduces time
ratios below 1.

6.3 RQ2: Global Constraint vs. Reified Model

We compare PEAKUTILITY against the reified CP model CP4HUIM on 6 real-world datasets
in HUI mode with 900s timeout. Table 4 reports solutions found, nodes explored, traversal
speed (nodes/s), and failure rate for both approaches.

CP4HUIM is non-competitive. CpP4HUIM times out on all 6 datasets, returning 0-120
solutions (Table 4). PEAKUTILITY solves FOODMART in 15.5s (58x faster) and enumerates
millions of HUIs on timeout instances.

Architectural gap in traversal efficiency. CpP4HUIM visits 441 nodes/s on average vs.
21,626 nodes/s for PEAKUTILITY — a 129x speedup (Table 4). The difference reflects reified
constraint overhead: Cp4HUIM propagates O(|I| x |T'|) channeling constraints at each node,
while PEAKUTILITY applies a single cover-based filtering pass. On CHESS, the gap reaches
244x (64,535 vs. 264 nodes/s).

Stronger propagation. PEAKUTILITY reduces failure rate from 93.2% (CP4HUIM average)
to 32.0%, achieving near-zero failures on solved instances (0.5% on FOODMART, 1.3% on
CHESS). Domain consistency via Rules 1-5 anticipates infeasible extensions before branching,.

Anytime advantage. At 900s cutoff, PEAKUTILITY returns 16K-28.7M HUIs while
Cr4HUIM yields < 120 (Table 4) — a 4-6 orders of magnitude gap.

6.4 RQ3: CP vs. Specialized Algorithm

Table 5 compares EFIM, CP4HUIM, and PEAKUTILITY on 28 representative datasets (14
sparse, 14 dense). We report #HUI, #UPI, and runtime for each approach.

EFIM dominates on pure HUI enumeration. On sparse datasets with no timeout, EFIM
solves in 0-6s vs. 0-13s for PEAKUTILITY. On dense datasets, EFIM achieves 0-1s vs. 0-3s
for PEAKUTILITY. Specialized depth-first search with database projection remains faster for
exhaustive HUI mining.
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Table 4 CP4HUIM vs PeakUtility on 6 real-world datasets (HUI mode, 900s timeout). nps:

nodes per second. fail%: failure rate (#fails / #nodes).

Cpr4HUIM PEAKUTILITY
Dataset #HUI nodes nps fail% #HUI nodes nps fail%
BMS 0 134,564 150 99.8 2,713,814 5,918,102 6,576 8.3
CHESS 120 237,743 264 99.9 28,662,530 58,082,023 64,535 1.3
CONNECT 0 9,815 11 99.2 319,190 3,912,937 4,348 83.7
FOODMART 0 1,477,381 1,642 99.9 230,617 463,704 29,969 0.5
MUSHROOM 2 487,031 541 100.0 10,284,113 21,028,810 23,365 2.2
RETAIL 0 33,562 37 60.5 16,902 869,007 966 95.9

Table 5 EFIM vs. CP4HUIM vs. PEAKUTILITY on 28 datasets (8 = 0.005%, 900s TO). For
EFIM, the time format is (HUI time, UPI_time). OOM: out of memory.

| EFIM | Cpr4HUIM | PEAKUTILITY
Dataset | #HUI #UPI T(s) | #HUI #UPI T(s) | #HUI #UPI T(s)
Sparse (representative)
S01 2,907 462 (0.10, 0.41) 37 0 TO 2,907 462 (1, 1)
S08 10,669 1,563 (0.22, 0.87) 0 0 TO 10,669 1,563 (0, 0)
S14 40,329 6,702 (3.65, 5.70) 0 0 TO 40,329 6,702 (5, 13)
RO1_foodmart |230,617 4,595 (1, 13) 0 0 TO 230,617 4,595 (15, 28)
RO2_ retail > 10° - 00M 0 0 TO 16,902 1,494 TO
Dense (representative)
S23 6,094 85 (0.09, 0.31) 0 0 TO 6,094 85 (0,1)
S27 38,226 470 (0.59, 1.13) 0 0 TO 38,226 470 (2, 3)
S39 7,941 222 (0.17, 0.41) 0 0 TO 7,941 222 (2, 1)
R03__connect > 10° - 00M 0 0 TO 319,190 0 TO
R04_mushroom | > 10*° - 0oM 0 0 TO|10,284,113 0 TO
RO6_ chess > 10" - 0oM 0 0 TO|28,662,530 0 TO

EFIM fails on large-scale instances. On 6 large benchmarks (CHESS, CONNECT, MUSH-
ROOM, BMS, RETAIL, $46), EFIM runs out of memory (OOM) or produces > 10° HUIs
before timeout. PEAKUTILITY remains tractable, enumerating partial results within timeout.

CP4HUIM is non-competitive. CP4HUIM times out on 52/52 datasets, finding 0-239
solutions. The reified model cannot compete with either specialized algorithms or global
constraints.

Key insight. PEAKUTILITY trades a 1.5-3x slowdown on tractable instances for robustness
on large-scale problems where EFIM exhausts memory.

6.5 RQ4: UPI and UMI Enumeration

UPI enumeration advantage. EFIM must enumerate all HUIs before post-processing to
UPIs. On S14, EFIM produces 40,329 HUIs (2s) then filters to 6,702 UPIs (6s total).
PEAkUTILITY in UPI mode directly mines 6,702 UPIs in 13s, avoiding 33,627 non-peak
HUIs.

UPI/HUI ratio varies widely. Across 52 datasets, UPI/HUI ratio ranges from 1.4% (823:
85 UPIs / 6,094 HUIs) to 100% (R02: all HUIs are peaks in sparse data). On dense datasets,
UPIs represent 5-15% of HUIs; on sparse datasets, 15-40%. The utility landscape’s structure
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could be the reason for the observed variation: datasets with high utility concentration tend
to yield fewer UPIs, while noisier datasets or datasets with a large number of near-equivalent
itemsets may produce more local optima.

UMI extraction is lightweight. UMIs are a strict subset of UPIs identified by a simple
dominance check. Post-processing PEAKUTILITY’s UPI output to UMIs adds < 1s on all
instances. On S01, 462 UPIs yield 130 UMIs; on S14, 6,702 UPIs yield 919 UMIs.

Key advantage. By directly mining UPIs, PEAKUTILITY avoids enumerating dominated
HUIs that EFIM must generate and later discard. This becomes critical when 6 is low (large
HUI spaces) but users only need UPIs/UMIs.

Discussion. Our evaluation establishes constraint programming as a competitive framework

for utility-driven itemset mining, with three key findings:

(1) Performance. PEAKUTILITY achieves 129x faster traversal than the reified baseline
and remains tractable on large-scale instances where EFIM exhausts memory. While
EFIM retains a 1.5-3x advantage on pure HUI enumeration, PEAKUTILITY’s direct UPI
mining provides 2-6x speedup when users need utility-peak patterns.

(2) Declarative flexibility. Unlike specialized algorithms, which require deep modifications
to enforce user constraints (inclusion, exclusion, cardinality limits), PEAKUTILITY
handles such constraints natively through constraint composition — users simply post
additional constraints alongside the global constraint, with no algorithmic surgery. This
enables iterative workflows (threshold refinement, dynamic constraints) impractical with
exhaustive enumeration.

(3) When to use CP. Use EFIM for pure HUI enumeration on tractable instances with no
constraints. Use PEAKUTILITY for (a) UPI mining (avoids dominated HUIs), (b) large-
scale datasets, or (c) scenarios requiring user-defined constraints. The 1.5-3x performance
trade-off is justified by robustness and flexibility.

7 Conclusion

This paper establishes both the theoretical complexity and practical tractability of utility-peak
itemset mining through constraint programming. We have proven that deciding the existence
of a utility-peak itemset with utility > 6 is NP-complete. This complexity result explains why
exhaustive algorithms like EFIM must enumerate all high-utility itemsets before filtering for
peaks: no polynomial-time algorithm can directly identify UPIs unless P = NP. Given this
hardness, we introduce a CP framework centered on PEAKUTILITY, a mode-parametric global
constraint that unifies HUI and UPI mining through eight propagation rules. Experimental
evaluation demonstrates competitive performance and beyond performance, the declarative
framework offers modeling flexibility that often requires substantial redesign in specialized
methods; user-defined constraints integrate natively through constraint composition, enabling
iterative workflows — threshold refinement, mode switching, dynamic constraints — impractical
with exhaustive enumeration. Future work includes adaptive rule activation, parallel search
integration, and extensions to top-k and incremental mining.

Disclosure of Interests. The authors have no competing interests to declare that are
relevant to the content of this article.
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A Theoretical Results: Complete Proof

» Theorem 14 (High-Utility UPI Existence is NP-Complete). Given a dataset D on a set of
items I, a utility function u, and a threshold 6, deciding whether there exists a Utility-Peak
Itemset P C I with u(P) > 0 is NP-complete.

Proof.

Membership in NP. Given a candidate P, the UPI conditions are verified by computing
u(P\{i}) foralli € P and u(PU{j}) for all j ¢ P, each in O(|D|). The total cost O(|I|-|D|)
is polynomial.

NP-hardness. We reduce from ONE-IN-THREE-3SAT, which is NP-complete [13]. Let F
be a formula with m clauses over n variables vq,...,v,.

Construction. Set A = 3nm and § = mA = 3nm?. Let I = {p1,...,p,} with p(p;) =1 for
all 4. For each clause C; = (v, V vy V v.), add three transactions to D, one per variable of the
clause. The transaction t; , for variable v, € {v,,vs,v.} contains all items except the two
other clause variables:

t o= 1 \ {pyapz}a {:c,y,z} = {avba 0}7

with external utilities

q(pas trz) = A, q(pr, t1,x) =0 for all k # «.

All utilities are non-negative. The dataset contains 3m transactions; the reduction is
polynomial.

Coverage rule. Transaction ¢; , = I \ {py,p.} covers an itemset P if and only if P C t; 4, i.e.,
py ¢ Pandp, ¢ P.

Utility of a 1-in-3 solution. Let S be a 1-in-3 solution: for each clause C; = (vg V vy V v.),
exactly one item among {pq,pp, .} belongs to S; say p, € S. Then py,p. ¢ S, so t;, covers
S and contributes ¢(pg,t1,.) = A to u(S). The other two transactions ¢, and ¢ . do not
cover S (they exclude p,, which is in S). Since all off-diagonal utilities are zero, the total
contribution of clause Cj is exactly A. Summing over all m clauses: u(S) = mA = 6.

UPI conditions for a 1-in-83 solution S.

(Deletion) For any p, € S with p, being the sole true variable of clause C;j: removing p,
means the item contributing A in ¢; 4 is gone, so the contribution of C; drops to 0, giving
u(S\{pa}) <O0—A<O=u(S). v

(Addition) Let p; ¢ S.

p;j is a clause variable: p; € {py,p.} for some clause C; in which p, € S. Adding
p; means S U {p;} now contains two variables of Cj, so t;, (which excludes p;) no
longer covers S U {p,}, and neither ¢; ;, nor ¢; . covers it (they exclude p, € S). Clause
C) contributes 0 to u(S U {p;}) instead of A, and all off-diagonal utilities are 0, so
u(SU{pj}) <8-A<8=u(S). v
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pj s not a variable of any clause containing a member of S: for every clause C) with
Pa €5, tia =1\ {ps,pc} still covers SU{p;} (since p; # ps, pc), but q(p;,ti.a) =0,
so the contribution of C; remains A and p; adds nothing. For clauses in which p;
is a variable, say Cp = (vj V vy V v.): since S already contains none of p;, py, p. (by
assumption), adding p; causes ty j = I\ {py,pc} to cover SU {p;} with contribution
q(pj,trj) = A. However, this case implies S is not a complete 1-in-3 solution for Cy,
contradicting our assumption. v’

Hence every 1-in-3 solution is a UPI with «(.S) = 6.

Non-solutions are not UPIs with utility > 6. Conversely, suppose P achieves u(P) > 6 = mA.
Each clause contributes at most A (only one transaction per clause can cover P, since the
three transactions of a clause are mutually exclusive: any two of them together exclude all
three clause variables, so their union cannot cover any non-empty P). To reach mA, all m
clauses must each contribute exactly A, requiring exactly one covering transaction per clause.
Transaction ¢; , covers P and contributes A if and only if p, € P and {py,p.} NP =0, i.e.,
exactly p, from {pq, ps, p.} belongs to P. This holds for all m clauses if and only if P is a
1-in-3 solution. <

Conclusion. F admits a 1-in-3 solution if and only if the constructed instance has a UPI with
utility > 4. Since 1-IN-3-POSITIVE-3SAT is NP-complete and the reduction is polynomial,
the problem is NP-hard, and thus NP-complete.

B Detailed Examples for Propagation Rules

This appendix provides detailed worked examples for each of the eight propagation rules
presented in Section 5.4. All examples use the transactional dataset from Table 1.

» Example 17 (Rule 1: Empty Cover Check). Let o™ = {4, D}. From Table 1, item A appears
in {t1,t2,t4} and item D appears in {¢;,t3}. Thus, cover(AD) = {t1,t2,ts} N {t1,t3} =
{t1} # 0, and no pruning occurs. However, if we consider two items that never co-occur — for
instance, an item appearing only in ¢; combined with an item appearing only in ¢4 — then
cover = {t1} N {t4} = 0 and the search immediately backtracks.

» Example 18 (Rule 2: Incompatible Item Pruning). Let o™ = {A, B} with cover(AB) = {t2},
and consider unassigned items C, D, E. From Table 1, Item E appears in {ta,t3,t4}, SO
cover(ABE) = {ta} N {ta,t3,t4} = {t2} # 0. Item E remains available. However, for C' and
D they don’t appear in {t2}. Then cover(ABC) = cover(ABD) = (), and 1 is removed from
dom(z¢) and dom(zp).

» Example 19 (Rule 3: TWU-Based Pruning). Let § = 25 and o™ = {A, E}. The itemset
AF appears in transactions to and t4: TWU(AE) = tu(ts) + tu(ts) = 18 + 11 = 29. Since
29 > 25, no pruning occurs. However, if § = 40, then TWU(AE) = 29 < 40, and the search
backtracks.

» Example 20 (Rule 4: Remaining Utility Upper Bound). Let 6 = 30, o+ = {A}, and assume
items are ordered as A < B < C' < D < E. The utility of A is: u(4) =4-14+4-3+4-1=20.
The remaining utility (items after A in transactions containing A): ru({A}, {B,C,D,E}) =
(2+3)+ (2+4) + (3+4) = 18. Thus, u({A}) + ru({A}, {B,C, D, E}) = 20 + 18 = 38 > 30.
The bound is tight, and search continues. If § = 40, then 38 < 40 and the assignment x4 = 1
is pruned.



C. Hamdi, N. Lazaar, N. Belmecheri, D. Bekkoucha, S. Jabbour, and L. Sais

» Example 21 (Rule 5: Useless Item Pruning). Let 6 = 30, ot = {4}, and consider item B.
The utility of AB is u(AB) = 12+ 2 = 14. The remaining utility after B (items C, D, F)
is ru(AB,{C, D, E}) = 4. Thus, u(AB) +ru(AB,{C,D,E}) = 14+ 4 =18 < 30. Item B
cannot contribute to reaching the threshold, so 1 is removed from dom(zp).

» Example 22 (Rule 6: Subset Dominance (UPI mode only)). Let o™ = C'D with u(CD) =
54 13 = 18. Check subsets: (u(C) =6 < 18)v’; (u(D) =15 < 18)v". No subset dominates
CD, so no pruning occurs. If instead u(D) = 20 > 18, then C'D would be rejected as it is
dominated by its subset D.

» Example 23 (Rule 7: Superset Dominance (UPI mode only)). Let o™ = BC with u(BC) = 5.
Check supersets: (u(ABC) = 0 < 5)v (u(BCD) = 17 > 5)x. Since adding D to BC
increases utility, BC is not a UPI and the assignment fails.

» Example 24 (Rule 8: Depth-k Exhaustive Superset Pruning). Let k = 2, o = {A} with
u(A) = 20, 6 = 10, and o* = {B,C}. We check all 22 — 1 = 3 non-empty subsets of BC:
(u(AB) = 14 > 10); (u(AC) = 13 > 10); (u(ABC) = 0 < 10). The completion {A} U S with
S C {B,C} would be a UPI candidate. Thus, A alone is not the only potential UPI, and we
can’t remove 1 from dom(zp) and dom(z¢).

C Complete Experimental Results

Table 6 Classical HUIM benchmark datasets. |T'|: number of transactions; |I|: number of items;
p: density (average transaction size / |I|).

Dataset [T Il p (%)

Dense Datasets

CHESS 3,196 75 49.33
CONNECT 67,557 129 33.33
MusHrROOM 8,124 119 19.33

Sparse Datasets

BMS 59,602 497 0.50
FOODMART 4,141 1,559 0.28
RETAIL 88,162 16,470 0.06
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Table 7 Characteristics of synthetic datasets. |T'|: number of transactions; |I|: number of items;
p: density (average transaction size / |I]).

Sparse datasets ‘ Dense datasets
Dataset [T Il p (%) ‘ Dataset T 1| p (%)

S46_synth 10,000 1,000 1.46 | S23_synth 1,000 20 2391
S47 _synth 10,000 1,000 0.35 | S24_synth 2,000 25 21.08
S1_synth 500 199 1.53 | S25_synth 3,000 30 19.17
S2_synth 1,000 300 0.83 | S26_synth 5,000 25 21.03
S3_synth 1,000 300 0.82 | S27_synth 5,000 30 18.98

S4 synth 500 479 0.63 | S28_synth 500 20 25.33
S5_synth 200 184 1.34 | S29_synth 800 30 20.94
S6_ synth 500 300 0.83 | S30_synth 500 20 19.21
S7_synth 500 150 1.68 | S31_synth 500 25 21.12

S8__synth 2,000 400 0.74 | S32_synth 1,000 25 18.14
S9_synth 5,000 500  0.59 | S33_synth 1,000 15 35.54
S10_synth 800 348  0.72 | S34_synth 500 25 22.77
S11_synth 2,000 500 0.50 | S35_synth 500 12 50.03
S12_synth 3,000 400  0.62 | S36_synth 500 12 41.66
S13__synth 500 198 1.25 | S37_synth 500 21 17.53
S14_synth 10,000 934  0.32 | S38_synth 1,000 20 19.38
S15__synth 1,000 896 0.33 | S39_synth 2,000 25 15.81
S16_synth 1,000 200 1.25 | S40_synth 2,000 30 13.35
S17__synth 500 250 1.21 | S41_synth 2,000 20 17.11
S18 synth 2,000 500 0.59 | S42_synth 1,000 30 11.90
S19_synth 500 180 1.39 | S43_synth 1,000 20 24.66
S20_synth 1,000 250 0.99 | S44_synth 500 30 16.84
S21_synth 5,000 400 0.62 | S45_synth 200 14 33.96
S22 synth 1,000 300 1.00

Table 8 Solutions found (x10%) within 60s and per-dataset rank (in parentheses) on three dense
all-timeout datasets. Ordered by mean rank (best first). Bold: winner per dataset.

Heuristic CHESS MusHROOM CONNECT Mean
Var. Val. 10° rk 103 rk 10° rk  rank
Domain-specific heuristics

TWU] Min 4,070 2 2,052 1 202 1 1.33
IUTIL) Min 4,143 1 1,932 2 178 3 2.00
TUTILT Max 2,477 3 1,533 3 132 5 3.67
TWUT Max 2,355 4 1,425 4 140 4 4.00
IUTIL] Max 1,163 9 1,048 11 61 10 10.00
TWU]  Max 988 12 1,006 12 67 9 11.00

IUTILT  Min 792 13 905 13 16 13 13.00
TWUt  Min 433 14 629 14 9 14 14.00

Generic CHOCO heuristics

DWbDEG Max 2,268 5 1,158 10 200 2 5.67
INORD Min 1,619 6 1,324 6 95 7 6.33
FF Min 1,617 7 1,320 7 106 6 6.67
DWbDEG Min 1,464 8 1,340 5 92 8 7.00
FF Max 1,129 10 1,270 9 59 11 10.00
INORD Max 1,125 11 1,295 8 52 12 10.33
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Table 9 Comparison of EFIM, CP4HUIM and PEAKUTILITY. Results reported as HUI / UPI
(UMI). For EFIM, time is reported as (thui,thui + tupi); other time tuples are kept as originally
reported. (min_util = 0.005%, TO = 900s).

| EFIM | Cp4HUIM | PEAKUTILITY
Dataset | H/U T(s) | H/U T(s) | H/U T(s)
Sparse datasets
01 2,907/462(130)  (0.10,0.41) | 37/0 (T0,TO)|  2,907/462(130 (1,1)
S02 2,746/704(251)  (0.11,0.45) | 34/0 (TO,TO)| 2,746/704(251 (0,1)
S03 2,701/684(237)  (0.11,0.43) | 28/0 (T0,TO)| 2,701/684(237 (1,1)
S04 3,273/533(139)  (0.10,0.51) | 0/0 (T0,T0)| 3,273/533(139 (1,1)
S05 665/157(58) (0.05,0.23) | 239/0 (TO,TO) 665/157(58) (0,0)
S06 1,523/400(148)  (0.08,0.31)| 61/0 (T0,TO)| 1,523/400(148) (0,0)
S07 1,396/342(119)  (0.08,0.28) | 80/0 (T0,T0)| 1,396/342(119) (0,0)
S08 10,669/1,563(341) (0.22,0.87)| 0/0 (T0,T0)| 10,669/1,563(341)  (0,0)
S09 24,785/3,343(488) (0.70,1.87) | 0/0 (TO,T0)| 24,785/3,343(488)  (1,2)
S10 2,415/658(219)  (0.11,0.39) | 13/0 (T0,T0)| 2,415/658(219) (0,1)
S11 5,446/1,374(408)  (0.26,0.69) | 0/0 (T0,T0)| 5,446/1,374(408)  (0,2)
S12 7,732/1,657(386)  (0.31,0.84) | 0/0 (T0,T0)| 7,732/1,657(386)  (1,3)
13 1,414/364(138) (0.07,0.27) | 90/0 (TO,TO)| 1,414/364(138) (0,0)
S14 40,329/6,702(919) (3.65,5.70)| 0/0 (TO,TO)| 40,329/6,702(919) (5,13)
S15 6,371/1,013(280) (0.23,0.71) | 0/0 (T0,T0)| 6,371/1,013(280)  (2,2)
S16 2,659/594(180)"  (0.10,0.35) | 83/0 (T0,T0)| 2,659/594(180) (1,1)
S17 2,958/493(134)  (0.08,0.42) | 13/0 (T0,T0)| 2,958/493(134) (1,1)
s18 10,944/1,696(395) (0.25,0.91) | 0/0 (T0,T0)| 10,944/1,696(395)  (2,4)
S19 1,405/349(126)  (0.06,0.27) | 89/0 (TO,T0)| 1,405/349(126) (0,0)
$20 2,641/640(208)  (0.10,0.38) | 74/0 (TO,TO)|  2,641/640(208) (0,1)
s21 12,421/2,279(400) (0.62,1.20) | 0/0 (T0,TO)| 12,421/2,279(400)  (2,2)
S22 5,594/868(227) © (0.12,0.54) | 4/0 (T0,T0)| 5,594/868(227) (1,2)
RO1_foodmart | 230,617/4,595(950)  (1,13) 0/0 (TO,T0)| 230,617/4,595(950) (15,28)
RO2_retail >10°/0 ooM 0/0 (TO,TO) | 16,902/1,494(1494) (TO,TO)
Dense datasets
$23 6,094/85(17)  (0.09,0.31)| 0/0 (TO,TO) 6,094/85(17) (0,1)
S24 16,683/186(47)  (0.20,0.56) | 0/0 (T0,T0)| 16,683/186(47) (0,3)
S25 25,929/303(104)  (0.29,0.71)| 0/0 (TO,TO)| 25,929/303(104)  (1,2)
S26 28,814/338(121)  (0.52,0.98) | 0/0 (TO,T0)| 28,814/338(121)  (2,2)
s27 38,226/470(165)  (0.59,1.13) | 0/0 (T0,T0)| 38,226/470(165)  (2,3)
$28 3,328/51(12 (0.06,0.24) | 0/0 (TO,TO) 3,328/51(12 (0,0)
$29 9,192/85(48 (0.10,0.37)| 0/0 (TO,TO) 9,192/85(48 (1,1)
$30 2,538/59(16 (0.06,0.20) | 0/0 (TO,TO) 2,538/59(16 (0,0)
$31 4,596,/74(19 (0.07,0.26) | 0/0 (T0,TO) 4,596,/74(19 (1,0)
$32 7,166/113(16)  (0.11,0.34)| 0/0 (TO,TO)|  7,166,/113(16) (1,1)
33 233/5(5) (0.08,0.16) | 0/0 (TO,TO) 233/5(5) (0,0)
S34 1,925/46(20)  (0.05,0.18)| 0/0 (TO,TO) 1,925/46(20) (1,0)
S35 307/7(4) (0.05,0.14) | 0/0 (TO,TO) 307/7(4) (0,0)
36 227/6(3) (0.05,0.14) | 0/0 (TO,TO) 227/6(3) (0,0)
837 2,147/41(11)  (0.06,0.20)| 0/0 (TO,TO) 2,147/41(11) (1,0)
38 4,007/114(13)  (0.09,0.29) | 0/0 (T0,T0)|  4,007/114(13) (1,1)
$39 7,941/222(16)  (0.17,0.41)| 0/0 (TO,T0)|  7,941/222(16) (2,1)
40 10,180/316(22)  (0.18,0.51)| 0/0 (TO,TO)| 10,180/316(22) (1,2)
s41 1,831/13(6) (0.14,0.28) | 0/0 (T0,TO) 1,831/13(6) (1,1)
S42 3,609/35(12)  (0.09,0.28) | 0/0 (TO,TO) 3,609/35(12) (1,1)
$43 20,883/217(11)  (0.15,0.51)| 0/0 (TO,T0)| 20,883/217(11) (1,1)
S44 21,874/272(21)  (0.11,0.52) | 0/0 (TO,TO)| 21,874/272(21) (2,1)
$45 3,300/26(6) (0.04,0.21) | 0/0 (TO,TO) 3,300/26(6) (0,0)
46 0/0 00M 0/0 (T0,T0)|10,665,112/816(559) (TO,T0)
RO3_connect >10°/0 ooM 0/0 (TO,TO) 319,190/0 (TO, TO)
RO4_mushroom > 10'°/0 0OM 0/0 (TO,TO) 10,284,113/0 (TO, TO)
RO5_bms > 10°/0 ooM 0/0 (T0,TO)| 2,713,814/17(11) (TO,TO)
RO6_chess > 10'/0 ooM 0/0 (TO,TO) 28,662, 530/0 (TO, TO)
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