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—— Abstract

A standard problem in the field of Earth observation is the scheduling of the observations of an agile
satellite constellation. Given a set of end-user requests over Points of Interest (POIs), the problem
consists in selecting observations among the candidate ones, attributing each of them to a satellite, and
defining the sequence of observations planned for each satellite under operational constraints. These
constraints stem from the visibility windows of the POIs and from the time-dependent maneuvers
required to reorient the satellites between successive POI observations (duration of the maneuvers
function depending on their start times). This paper presents how Constraint Programming (CP) can
be applied to solve this combinatorial observation dispatching and scheduling problem, the objective
being to maximize a sum of collected individual observation rewards. Our main focus is the search
for efficient strategies to approximate time-dependent no-overlap constraints given CP solvers that
only manage sequence-dependent no-overlap constraints. In particular, we introduce constant-step
and variable-step time-discretization methods, together with several approximation parameters. To
get actually feasible solutions, the CP model is coupled with a greedy repair strategy that takes
time-dependency into account, and a Large Neighborhood Search (LNS) that post-optimizes the
solutions. This CP-Repair-LNS pipeline delivers high-quality solutions compared to a baseline LNS.

2012 ACM Subject Classification Applied computing — Operations research; Theory of computation
— Constraint and logic programming; Computing methodologies — Randomized search

Keywords and phrases Earth observation satellites, Constraint Programming, Large Neighborhood
Search, Scheduling

Digital Object Identifier 10.4230/LIPIcs.CP.2026.3

1 Introduction

Earth observation has become a major issue in a variety of fields. From natural-hazard
management and defence to climate monitoring and global mapping, Earth-observation
satellite constellations provide essential high-resolution data to a large range of applications.
With an ever-growing number of orbiting satellites and an increasing demand for such images,
it is essential to generate efficient observation schedules. For this, each satellite must be
given a sequence of observations that it can actually perform under precise operational and
space-dynamics constraints. The observation assignment and scheduling must maximize
a reward that depends not only on observation priority but also on the cloud cover that
reduces the quality of the collected images.
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In the literature, satellite scheduling problems have received a lot of attention over the
last 25 years [17]. Several specific methods were developed for these problems, including
greedy algorithms exploiting constructive observation insertion heuristics, metaheuristics
such as Large Neighborhood Search (LNS), Adaptive LNS (ALNS) [9], ALNS coupled with
tabu search [7, 6], or Greedy Randomized Iterated Local Search (GRILS) [12]. Dynamic
programming techniques have also been studied to deal with time-dependent observation
profits [11, 13]. Most of these approaches simplify the satellite maneuver models to reduce
computational complexity by ignoring time-dependent transitions according to which the
duration of a maneuver between two successive observations depends on the start time
of the maneuver. This is especially the case for recent approaches combining Constraint
Programming (CP) and local search to solve constellation planning problems [15, 1].

In this work, we attempt to fully take time-dependent effects into account while going
beyond specific solving techniques developed for constellation scheduling problems. For
this, we study the applicability of a generic optimization method, namely CP. For this
purpose, as previous works [11], we represent the satellite constellation scheduling problem as
a Time-Dependent Team Orienteering Problem with Time Windows (TD-TOP-TW [5]). The
latter is a highly combinatorial problem in which a set of vehicles (the satellites) must visit a
subset of customers (points of interest on Earth), each customer carrying an individual reward.
The objective is to maximize the sum of collected rewards. Moreover, in this version of the
TOP, the transition time required for a vehicle to move from one customer visit to another
depends on the exact starting time of the first visit, and every visit must be performed
during a specific time window. Compared to standard TD-TOP-TW problems, we consider a
variant where each visit can be performed during several vehicle-specific availability windows,
because each satellite overflies each Earth point only during some specific time frames over
its orbit. Also, we consider a variant where the reward associated with each visit can vary
from one window to another, to take into account the changing cloud cover conditions over a
given Earth area.

Globally, solving TD-TOP-TWs is NP-hard and exact methods are often impractical
for real-world instances. Dedicated heuristics and meta-heuristics have been shown to
perform well on TD-TOP-TWs, but the presence of time-dependent constraints still limits
their integration into exact solution frameworks. More specifically, in the CP community,
the standard noOverlap constraint can be used to model scheduling problems involving
sequence-dependent setup times between tasks on a given machine. Unfortunately, to the
best of our knowledge, no publicly available CP engine currently supports a time-dependent
noOverlap constraint, which is a key requirement for scheduling satellite activities. A
time-dependent noOverlap constraint has been studied for CP Optimizer! [10], but the
corresponding extension is not released. Moreover, on the related Time-Dependent Traveling
Salesman Problem with Time Windows (TD-TSP-TW), this time-dependent noOverlap
constraint does not scale well compared to specific solvers using LNS [14].

This is why we propose a new CP-driven methodology for the Multi-Satellite Earth
Observation Scheduling Problem (MSEOSP) that explicitly bridges the expressive power of
CP with the intrinsic need to handle time-dependent transition times. For this, we design
and study several time-discretization strategies to approximate the time-dependent effects.
Each strategy gives rise to a CP model that encodes the visibility windows, the transition
times, and optional interval constraints. Such a time-discretization approach is inspired
by techniques developed in the mathematical programming community for managing time-

! https://www.ibm.com/products/ilog-cplex-optimization-studio/cplex-cp-optimizer
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dependent objectives and time-dependent transitions in routing problems. The corresponding
ILP formulations typically rely on window discretization, either static or dynamic. The
static version is based on time-expanded networks where the time window associated with
customers is discretized into a restricted set of possible visit times [3]. The dynamic version
corresponds to the Dynamic Discretization Discovery (DDD) algorithm that iteratively refines
the discretization of time windows to improve solution quality [2, 4, 8]. Compared to these
existing works, we develop several original discretization strategies applicable to model the
time-dependent effects of our application within a CP solver.

The CP models developed are then combined with a greedy repair phase that re-introduces
the exact time-dependent transition times within the observation sequences, ensuring feas-
ibility with respect to the true satellite dynamics. Finally, an LNS meta-heuristic explores
neighborhoods to improve the selection and ordering of observations while respecting all
operational constraints, including the genuine time-dependent transition times. This optimiz-
ation pipeline that simplifies time-dependent transition times in the first place is inspired by
an existing work that considers a model involving constant maneuver times for the satellites
before considering a time-dependent maneuver model [16]. Compared to this existing work,
our approximation of time-dependent transitions in the first phase is much more precise.
Finally, we conduct extensive experiments on realistic Low Earth Orbit (LEO) constellations,
involving observation rewards derived from real cloud cover data, to demonstrate that the
resulting CP+Repair+LNS pipeline is highly competitive with regards to a pure LNS baseline.

The paper is structured as follows. Section 2 defines the satellite constellation scheduling
problem tackled. Section 3 introduces several CP models where the time-dependent transition
times are approximated. Section 4 presents the full optimization pipeline involving a solution
repair phase and an LNS phase. Section 5 presents the experimental setup and the results
obtained compared to a baseline LNS. Section 6 concludes with some perspectives.

2 Problem Definition

We consider a constellation composed of a set of LEO satellites S, a time frame [0, H] over
which observations can be planned, and a set of Points Of Interest (POIs) P relevant for the
end-users. Each satellite of the constellation overflies different areas along its orbit, but the
corresponding areas may overlap. To define the relationship between the satellites and the
POls, it is possible to compute a set of candidate observations O.

» Definition 1. An observation is a tuple o = (S,, P,, Wst* Wed Dur,, p,) € O defined by:
a satellite S, € S,
a POIP,eP,
a time window [Wsta Wend] C [0, H] during which satellite S, overflies P, and can
observe the POI,
a duration Dur, for the observation, and

an observation reward p, depending on the priority of the POI and the cloud cover forecast
during window [W5ta W] (the lower the cloud cover, the higher the reward).

max associated

with each POI, corresponding to the maximum angle between the direction of the satellite
and the vertical at the level of the POI when the observation is made. In the following, we
denote by O, = {0 € O|S, = s} the set of candidate observations for satellite s.
Additionally, we consider for each satellite s, and each pair of observations o and o
associated with s, a maneuver transition function trTime

Observation windows are computed from a maximum observation angle o

S .
0,0'"
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» Definition 2. For cach satellite s € S and each pair of distinct observations 0,0 € O,
the maneuver transition function trTime} , : [W3* W] — RT is the function such that

trTime;, , (t) gives the minimum duration between the end of observation o and the start of
observation o' when observation o ends at time t.2

Transition time trTime; ,(t) corresponds to the maneuver duration § required by satellite
s to move from a configuration where it is pointed towards POI P, at time ¢ to a configuration
where it is pointed towards POI P, at time ¢ 4+ §. This transition time is time-dependent as
it is a function depending on ¢, the start time of the maneuver between o and o’. Physically
speaking, this is related to the fact that the satellite is moving on its orbit, hence the
pointing configuration of s towards P, at time t differs from the pointing direction of s
towards P, at another time ¢’ > ¢. The transition time functions are assumed to satisfy
the FIFO property expressing that the sooner a transition starts the sooner it ends, that is
t+trTime; ,(t) < t'+trTime; ,(t') whenever ¢ < t'. Moreover, these functions are non-linear
and non-analytical : their values are computed by iterative methods converging to minimum
transition times given a satellite maximum angular velocity and acceleration, the motion of
the satellite on its orbit, and the rotation of the Earth on itself. Finally, for conciseness, we
omit that only the domain {t € [W3* W[t + trTime , (t) + Dury < W} matters for
computing trTime; . (t) in order to return feasible transitions.

» Definition 3 (Solution). A solution is a set of observation sequences ¥ = {os|s € S}
where:
the observation sequence o5 = [0s1,...,0s k.| of satellite s € S contains observations
osk € Os, and
all observations involved in all sequences o5 are associated with distinct POlIs, that is
each POI is observed at most once by the satellite constellation.

A solution is said to be feasible when all the observations can be performed within their
time windows while satisfying the minimum transition duration constraints.

» Definition 4 (Feasible solution). For each satellite s € S, the earliest start time of the first
observation o = o1 is t, = W5, and if o and o' are two consecutive observations in o,
the earliest start time of o' is given by ty = max(W3*,t, + Dur, + trTime, , (t, + Dur,)).
A solution ¥ is said to be feasible when condition t, + Dur, < W is satisfied for every

observation o appearing in a sequence of 3.

» Definition 5 (Optimal solution). An optimal solution ¥ is a solution that is feasible and

mazimizes the total collected reward p(X) =3 g ,co. Po-

» Definition 6 (MSEOSP). The Multi-Satellite Earth Observation Scheduling Problem
(MSEOSP), for a set of satellites S and a set of observations O, amounts to finding an
optimal solution X, i.e. a solution that mazimizes p(X) and defines feasible observation
sequences for the satellites.

In operational contexts, MSEOSP is usually over-constrained, in the sense that it is
usually not possible to observe all the candidate POlIs.

2 All along the paper, we could consider transition functions defined over [W5'* + Dur,, W] instead of
[(wsta, W;’“d]. We omit this point to ease the readability.
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3 Constraint Programming Models for MSEOSP

Our objective is to exploit the strength of constraint-based scheduling techniques to solve
the MSEOS problem. More specifically, we aim to benefit from the powerful propagation
methods available in several CP solvers to handle noOverlap constraints defined over interval
variables. Such variables itv are often used in CP to represent tasks defined by a start
time startOf(itv), an end time endOf(itv), and a boolean presence presenceOf(itv) in case of
optional tasks. The standard noOverlap(Z) constraint defined over a set of interval variables
T expresses that for every pair of distinct intervals itv, itv’ in Z, either itv ends before itv’

starts or itv starts after itv’ ends (endOf(itv) < startOf(itv') V startOf(itv) > endOf (itv')).

For our specific purpose, one good news is that noOverlap constraints can also handle
sequence-dependent scheduling problems involving setup times between successive tasks
performed by a machine. In some CP solvers, this corresponds to a noOverlap(Z, M) constraint
where Z is a set of intervals that have a given type and M is a transition matrix such that

M; ; gives the transition time required between an interval of type ¢ and an interval of type j.

One bad news however is that we are not aware of any generic and publicly available CP
engine that can deal with time-dependent noOverlap constraint, while this is a key point in
our application. As mentioned in the introduction, a time-dependent noOverlap constraint
has been studied in the past for CP Optimizer [10], but to the best of our knowledge this
study has not led to implementations available in any official release of a CP solver. As a
result, the question is then how to exploit the existing noOverlap constraints available in CP
engines to solve time-dependent satellite scheduling problems.

3.1 Time-independent noOverlap Approximations

To address the aforementioned time-dependency management issue, a first approach is
to work over a simplified scheduling problem where the time-dependent transition times
trTimei}o, (t) are approximated by sequence-dependent setup times trTimeApproxz’O,. Using
this approximation, a very compact interval-based model can be defined. Indeed, it suffices to
introduce one optional interval variable itvObs,, of duration Dur, for each observation o € O,
and to use the CP model defined in Equations (1-4). Equation (1) defines the objective
function, where each interval itvObs, brings reward p, when it is present. Equation (2)
ensures that each POI in P is observed at most once, and hence at most one reward is
collected for each POI. Equation (3) defines the sequence-dependent noOverlap constraint
where we assume that each interval itvObs, has a type equal to o, and where the transition
time matrix corresponds to trTimeApprox®. Equation (4) defines interval variables of the
right duration within the right time windows.

maximize Z po - presenceOf (itvObs,) (1)
e

Vp € P, Z presenceOf (itvObs,) < 1 (2)
0€Q | P,=p

Vs € S, noOverlap({itvObs, |0 € O}, trTimeApproz®) (3)

Vs € S, 0 € O, itvObs, = intervalVariable([Ws™ W] Dur,) (4)

3:5
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Several approximations can be used to define trTimeApproz®, such as trTimeApprox;, ,, =

op{trTime , (t)|t € [Ws' W]} where op = min, max, or avg (average). To avoid
computing statistics over a continuous domain, we sample n + 1 points regularly placed in
[Wsta Wend] using a constant time-step 7' = (Wed — W) /n_ and we use

trTimeApproz, ,, = min{trTime; , (W3 + k- T)|k € [0..n]} (5)
or trTimeApproz;, ,, = max{trTime, , (W™ + k- T)|k € [0..n]} (6)
or trTimeApproz;, ,, = avg{trTime, ,(W3** + k- T) |k € [0..n]} (7)

These three alternatives’ relevancy will be evaluated separately in our experiments (more
details in Section 5). Even if the previous quantities are computed from a restricted set of
sample points, they somehow correspond to optimistic, pessimistic, and expected transition
times respectively. The solutions obtained using these approximations may be inconsistent
if the actual transition times are underestimated, or suboptimal if they are overestimated.
But as shown later, a solution computed from the previous CP model, coined F, can be
easily repaired and post-optimized using dedicated greedy or local search algorithms that are
able to manipulate the initial time-dependent transitions. The next part presents methods
designed to refine these approximations.

3.2 Time-window Discretization Strategies

The CP model defined before has a worst transition time modeling error equal to

€ = max max max trTimeApproz’ , — trTimes (¢ 8)
SES 0#£0' €0, tE[Wsta+ Dur,,Wend] | 20 o0 ()] (

One way to decrease this modeling error is to decompose each observation o achievable over
time window [WWst Wend] into a set of candidate observations (o) achievable over smaller
time windows, so that the worst modeling error becomes

€ = max max max
sES 0#£0'cOy te[Wsta+ Dur,,Wend
w€EN(0),w'€N(0")

| |tr TimeApprox, ,,» — trTime;, . (t)] (9)

w,w’

For instance, an observation o of duration Dur, = 10 over time window [Wst* WWend] =
[20,90] may be decomposed into a sub-observations set Q(0) = {w;,ws,ws} having the
same features as o but windows defined as [20, 50], [40,70] and [60,90] respectively (see
sections 3.2.1 and 3.2.2). By reasoning over smaller time windows and using one approximation
trTimeAppron’w, per sub-observation pair, we aim at reducing the modeling error € < e.

In the following, we denote by = U,c0€2(0) the set of sub-observations obtained and
by Qs = Uoco.(0) the set of sub-observations for satellite s. The subsequent CP model
defined over the sub-observations is very similar to the model described in Section 3.1 with
respect to objective and constraints (1-4):

maximize Z Pw - presenceOf (itvObs,,) (10)
weN

Vp e P, Z presenceOf (itvObs,,) < 1 (11)
weQ| P,=p

Vs € S, noOverlap({itvObs,, |w € Q,}, trTimeApproz*) (12)

Vs€S,0€0,weQ,, itvObs,, = intervalVariable([W: W], Dur,) (13)
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The key difference lies in the transition time approximations for each pair of sub-observations
w,w’ obtained from each pair of distinct observations o, 0':

trTimeApproz;, ,, = min{trTime; , (W5 + k- T) |k € [0..n]} (14)
or trTimeApproz;, ,, = max{trTime} ,(W3* + k-T) |k € [0..n]} (15)
or trTimeApproz;, ,, = avg{trTime, ,(W3* +k-T) |k € [0..n]} (16)

where time-step T = (W4 — W) /n allows us to browse n + 1 discrete time-points
in [Wsta Werd], The previous equations are very similar to the formulations given in
Equations (5-7), but they lead to larger matrices of transition times as there is at least one
sub-observation w € Q(0) per observation o.

Ideally, to reduce the time-dependency modeling error, the time windows should be as
small as possible. However, decomposing each observation into numerous sub-observations
has an impact on the problem complexity, which is why a tradeoff must be found. Thereafter,
we introduce two possible decomposition strategies to compute sets of sub-observations Q(o).
Without loss of generality, as the duration of each observation is a constant, we present how
we decompose the window associated with the end time of each observation.

3.2.1 Constant Time-step Decomposition

The first decomposition strategy is called a time-step decomposition. It consists in using a
constant time-step 7 to split each observation into equally divided sub-observations. Basically,
for each observation o of duration Dur,, the number of sub-windows obtained from window
[Wsta Wend] and time-step 7 is n, = [(W —W5ta — Dur,)/7]. To get sub-windows having
the same length, the duration of each sub-window is updated as 7, = (W —Wsta— Dur,) /n,,
and the subsequent time-windows are

([WOSta + k-7, Wsta + Dur, + (k + ]-) ’ To])kE{O..no—l} (17)

This decomposition strategy puts the emphasis on splitting the long windows since more
sub-windows are extracted from them. As an example, splitting an observation o of time
window [20,100] and duration Dur, = 10 with time-step 7 = 30s results in sub-windows
equal to [20,30 + 70/3],[20 + 70/3,30 + 2 - 70/3] and [20 + 2 - 70/3, 100].

3.2.2 Constant Angular-step Decomposition

For readability purpose and with respect to the use case, in this part, we consider Yo €
O, Dur, = 1. The previous decomposition approach is generic and applicable to any schedul-
ing problem involving time-dependent setup times. We introduce a second decomposition
approach that exploits a specificity of the application tackled. This approach is called an
angular-step decomposition as it splits the time window of each observation o based on the
angular position of the satellite with regards to the vertical at the level of POI P,. In the
following, we assume that the observation time windows are obtained from a maximum
viewing angle of the POIs o®* (e.g., a®* = 30°), and we denote by a, : t = a,(t) the
function that returns the observation angle obtained for P, when observation o is achieved at
any time ¢. In practice, this function first decreases until a time t£™* where the satellite is
as close as possible to the POI, and increases for ¢ > tP™* as the satellite moves away from
the POI along its orbit.

Then, we consider a constant angular-step 8 (e.g., § = 10°) and we split each time window
[Wsta Wend] into sub-windows using the process described below and illustrated in Figure 1.

3:7
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T @O

wafws] ws | wa [@5] [@i] w2 [ws]

(a) (b) () (d)

Figure 1 Angular-step decomposition: (a) traversal of angular regions defined by different cone
apertures around the vertical of the POI (black circle); (b,c,d) generation of different numbers of
sub-windows depending on the number of angular regions traversed by the satellite (upper figure:
satellite-centered view with one circle per POI visibility cone traversed by the satellite; lower figure:
resulting time-windows corresponding to the crossings of different angular sections).

1. Compute the minimum observation angle af™ = min, ¢ sia, wena) o (t) in time window
[Weta Wend] and the corresponding time tE™% such that a,(t2™%) = aB™*. This can
be achieved using any algorithm for searching the minimum of a decreasing-increasing
function, such as dichotomic search or gradient descent.

2. Compute the number of angular regions n, = [(a2®* — ab™*)/f] traversed during
the observation time window, and compute an updated constant angular-step 6, =
(aax — qbrx) /n, to get angular regions of equal sizes in [aB* |, similarly to the
method used for the time-step decomposition introduced in Section 3.2.1.

3. For each k € [1..n,], compute the time window [s, k, €0 1] C [W5t, WeRd] over which the
satellite traverses the cone of aperture a, ; = a®* — (k — 1) - 6, around the vertical of
the POI (e.g., if [aP™, a?**] = [12°,30°] and n, = 3, these are the cones of apertures
24° and 18°). For k = 1, we directly have [s,1,€e,.1] = [W5 W], For k > 1, time s,
is obtained by finding the root of function fo  : t — a,(t) — ap f over [WE# ¢ProX] while
time e, k. is obtained by finding the root of f, j over [tB™*, Wend] using any root-finding

max

7ao

algorithm such as a simple dichotomic search.
4. To get the sub-observations of o, decompose [Wst W] into the following sub-windows:

[50717 SO,Z]a oo [So,no—la So,no]a [So,noa eo,no]a [60,7107 eo,no—l]a DR [60737 eo,Q]a [60,27 60,1] (18)

This process leads to an odd number of constructed sub-windows, equal to 2n, — 1, with
an almost symmetrical sub-window distribution in terms of duration (just almost due to
the rotation of the Earth on itself and the potential ellipticity of the satellite orbit). For
instance, for a satellite at an altitude of 700km and observation windows of duration 100s,
we may obtain five successive windows of respective durations 12s, 19s, 36s, 20s, and 13s
(see Figure 1b). More generally, the angular decomposition approach gives sub-windows
that can have distinct durations (variable time-step decomposition). Physically speaking, it
makes sense because the pointing configurations of the satellite within each sub-window are
somehow similar, hence the transition time modeling error is likely to be shared in a fair
way between the different sub-windows. Another advantage is that when the satellite ground
track is far from the POI associated with an observation o, the corresponding window may
still be long but the satellite may traverse a unique angular region, hence observation o is not
decomposed at all in this case (see Figure 1d). This reduces the number of sub-observations,
and hence the problem complexity.
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Table 1 Recap of the CP models considered, with the name of their main strategy, their parameters,
objective, constraints, and discretization technique. At any time, the parameters domains’ are
approx € {min, max, avg}, 7 € {60, 30}(time in seconds), € {15,10}(angle in degrees).

Strategy Parameters Objective Constraints Discretization
F (Full window) approx (1) (2-3) n/a
T (Time-step) T, approx (10) (11-12) (17)
A (Angular-step) 6, approx (10) (11-12) (18)

Note that the idea to use a variable time-step decomposition can be reused in other application
fields. For instance, in logistics, the traffic congestion that influences the transition times in
a road network can be exploited to produce on one side small sub-windows in the morning
and evening, and on the other side large sub-windows in the middle of the day, to exploit
the fact that traffic congestion usually changes rather slowly outside rush hours.

4  Algorithm workflow with the Time-Dependent noOverlap Constraint
4.1 Phase 1: CP Solving

This phase consists in the implementation of the described CP models (one per strategy and
approximation method) and their solving process thanks to CP Optimizer. Table 1 recaps the
definition of all models previously mentioned. For each the corresponding CP models, approx
corresponds to the approximation method used for building the time-independent transition
time matrix. There are three possible values for this parameter: min from constraint (5),
max from constraint (6) and avg from constraint (7). To solve our problem, we implement all

CP models and run them separately during a fixed amount of time for comparison purposes.

Once this process is completed, the returned solution has to go through a repair phase in
order to comply with the real time-dependent constraints.

4.2 Phase 2: Greedy Repair

As a reminder, the CP model returns a set of observation sequences ¥ = {o,|s € S} (see
Definition 3) which may not be feasible due to time-dependent transition time approximations.
To compute feasible schedules, we start from empty schedules o/, for all the satellites s, and
we resort to a greedy heuristic filling them by iteratively inserting observations with respect
to sequences (0)ses in a relevant order using exact transition times. Since the CP model
ensures that each POI in P is observed at most once, these schedules can be computed
simultaneously with code parallelization. For each satellite s € S, at any time, the heuristic
inserts the observation o € o5 minimizing the insertion penalty defined as:

Duro+trTimes _ ,o(tn_ )-‘rtrT'émeiqur (Duro+max(W3*t _ +trTime ‘o(to_ ))—trTime? _ o (t, )
Po

where o™ (resp. o") is the last (resp. the first) observation in o4 preceding (resp. following)
o that has already been inserted in o7, and ¢,- is the current end time of observation o™.
In other words, this method iteratively inserts observations in the new schedules with a
higher priority for higher rewards and lower additional transition times, and it cannot break
the order induced by o,. When o/ starts as an empty schedule, the numerator is simply
equal to 1 (since there are no time transition considerations yet) and when it only has one
5.0+ (W5*) depending on whether the only
inserted observation plays the role of 0~ or o*. At any time during the process, the feasibility

observation, it is just ¢rTime,- ,(t,-) or trTime

3:9
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of an insertion is checked thanks to an ESH (Earliest Start Heuristic, refer to Definition 4).
Depending on the level of approximation used for computing ¢rTimeApprox®, it is more or
less expected to find a gap between o and o/, in terms of schedule size, and therefore in overall
reward. Consequently, our algorithm workflow contains an LNS post-optimization step able
to reconsider observation sequences using intra-satellite schedule moves then inter-satellite
schedule moves. The aim is to compensate for partial time-dependency blindness on the CP
solver part so as to reoptimize the schedule obtained after the greedy repair phase.

4.3 Phase 3: Large Neighborhood Search (LNS)

In both intra-satellite and inter-satellite contexts, the algorithm used is an LNS which
iteratively destroys and repairs the current plans with respect to local criteria and strict
time-dependent transition times.

4.3.1 Intra-satellite Moves

Once the initial satellite plans o/, are computed, schedule optimization no longer has to
respect the observation orders returned at the end of Phase 1. Furthermore, destroy and
repair operators are applied to each o/ in parallel to remove or replace observations in
all schedules. The repair operator is based on a local insertion penalty similar to the one
presented in Phase 2. The insertion penalty, defined for an unplanned observation o belonging
to o but not to o, and an insertion position i € {0..len(o?)}, is defined by:

Dur, + trTime;, ,» (WE™ + Dur,)
Open(o,i) = o0 ifi=0 (19)
Po

Dur, + trTime;

Us,lcn@;)flyo( s len(ol) 1

if i = len(o?) (20)
Po

Dur, + trTimei;‘Plyo(tﬂ;yiil) + trTz'mefW;,_ (to) — trTimes, oo (tor )

K 3,1717as,z s,i—1

otherwise

Po
(21)

with t, = Dur, + max (W35, tor F tTTZ‘meZ;‘i_po(tUé,i_l))'

The difference with the penalty presented in Phase 2 is that every insertion position
is tested, widening the search space at the expense of a higher computational cost. The
IntraRepair operator then consists in the following steps:
browse observations in o, that are not in o7,
for such an observation o, browse all possible insertion positions ¢ € {0..len(c?)}with ESH,
find arg min({pen(o,i)|o € 04,0 & o, 0 insertable at position i} = (0,1),
insert & at position 7,

LAl

go back to step (1) until no further observation can be inserted.

The destroy operator IntraDestroy relies on a very similar criterion, defined as a removal
gain equal to expressions (19-21) with the difference that the numerators correspond to the
actual transition times in the current schedule. The removal strategy is then randomized both
in the number of removed observations and the choice of these observations. The resulting
intra-satellite schedule optimization can be seen as IntraRepair (IntraDestroy(o.)) oper-
ation iteratively applied for a fixed amount of time. It is important to note that even if the
initial orders returned by the CP model no longer matter, this part of the algorithm neither
schedules observations that are not scheduled by the CP model, nor changes the satellite
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Time-independent noOverlap constraint Time-dependent noOverlap Constraint
Entire | : [Phase 1 : CP solving (observation assignment) o Phase 2 : Phase 3.1: Phase 3.2: |
order maximize > weq Pw - presenceOf (itvObs,,) | i | Greedy Repair LNS with Opportunistic post- E
book . v+ | Initial schedule intra-satellite| |insertion & LNS with| |
P Yuen|p,=p presenceOf(itvObs,) < 1 i1 | for each satellite moves inter-satellite moves | |

noOverlap({itvObs,, |w € Q}, trTimeApproz®)
Vs € S,0 € O,w € Q,itvObs, =

! intervalVariable([Ws®, W], Dur,) : Final constel-
L g lation plan

Figure 2 Constellation scheduling algorithm workflow.

to which an observation is assigned (no change in observation selection and assignment
compared to the CP result). The following part describes the last phase of our algorithm
workflow where such selection and assignment decisions are reconsidered.

4.3.2 Inter-satellite Moves

In a last algorithm phase, satellites are allowed to reschedule observations that were initially
unplanned (the corresponding operations are referred to as “opportunistic post-insertion”,
see Figure 2) or planned for another satellite of the constellation. This ensures that other
combinations of rewards and local insertion costs are tested for the POI observations. This
part also consists in an LNS iteratively applying destroy and repair operators, but these
operators now work at the satellite constellation level. We denote by o, the current satellites
schedules, ¥ = (J,.g 0% the set of current observation sequences for the satellites, and
P’ C P the set of POIs that are currently observed in ¥’. The InterRepair operator fills
the constellation schedule by iteratively inserting observations at a best position among all
satellite schedules, which is a position minimizing the inter-satellite insertion penalty. This
metric is defined in the same way as in Equations (19-21) except that the satellite index s € S
now becomes a parameter. In other words, for each unobserved POI p € P\ P’ we browse all
observations o € O such that P, = p, all satellites s € S, and all possible insertion positions
i € {0..len(o})} in order to find an observation insertion having the minimal penalty.

The InterDestroy operator is defined in a very similar way as its intra-satellite counter-
part, but like the InterRepair operator, it browses all satellites for computing the current
removal gains of all planned observations. Then the inter-satellite schedule optimization
process is also an iterative call to InterRepair (InterDestroy(X’)) for a fixed amount of
time. Once this time is elapsed, a solution that maximizes reward p(¥’) is returned. As
mentioned earlier, this is the last part of our algorithm workflow.

Also, as LNS is proven to perform well on scheduling problems [9, 14], the baseline
method used to evaluate the performance of our models is this iterative inter-satellite
optimization process, which we will denote as B for Baseline. It is important to note that
in our algorithms, for computational efficiency reasons, any observation selected by the CP
solver to be scheduled for satellite s € S but not selected at the end of the intra-optimization
process cannot be rescheduled in the inter-optimization part. It means that the CP solver
is entrusted for the assignment process and we consider that any observation that is not
kept after locally rescheduling these assignments should not be taken into account in the
constellation rescheduling part. This is not the case for the B method, which considers every
observation at any time. We have therefore defined all components of our algorithm workflow
and the state-of-the-art algorithms to be compared with. The next part describes the tests
performed to evaluate them and the corresponding results.
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5 Experimental Evaluation

Figure 2 describes the different components of our method. Since MSEOSPs ought to be
solved within a very limited amount of time operationally, we impose a total running time of
2 minutes. This CPU time is divided as follows:

during a preprocessing step, computation of matrices trTimeApproz® for the corresponding
method (usually a few seconds),

90 seconds for solving the implemented CP model,

half the remaining time for iterations of IntraRepair (IntraDestroy(c.)) foreachs € S
in parallel,

and the remaining time for iterations of InterRepair(InterDestroy(X)).

Two baseline LNS algorithms have been tested: one runs for 2 minutes (as our algorithm),
and the second one runs for 20 minutes. The latter allows us to get closer to the globally
optimal values used for optimality gap evaluations, which is computed with respect to the
best known reward out of all of our methods, given that the problem specificities making it
very hard to use SOTA methods for lower bound computing. If the value of this best known
reward on instance [ is bv and an algorithm A finds a solution of reward v, the optimality gap
in percent for A on instance I is defined as gap = 100- (bv — v)/bv. All algorithm versions are
denoted as such: the first letter stands for the algorithm type or variant (B for baseline, and
T, A or F for the previously described CP model strategies). For the baselines, the following
number is the number of minutes of CPU, either 2 or 20. For T and A, it stands for the
main parameter’s value. The last letter corresponds to the time-transition approximation
function: A for average, M for maximum and m for minimum. This explains the nomenclature
used throughout section 5. For instance, B2 stands for the 2-minute baseline, FA stands for
the algorithm using the CP model of Section 3.1 and average transition times, T6OM stands
for the algorithm using a 60-second time-step discretization and maximum transition times,
and A15m stands for the algorithm using 15-degree angular-step discretization and minimum
transition times. Finally, after a few trials, we set the amount of sample points for transition
time function approximations to 3 (i.e., n = 2 in Equations 5-7 and 14-16).

5.1 Instances

A set of 72 MSEOSP instances are generated using a realistic simulator. For each of them,
300 POIs are placed in the area covered by a constellation of 4 homogeneous satellites. Local
observation rewards are then computed using real cloud cover scenarios from year 2024. To
do so, we retrieve the local tce € [0,1] (total cloud cover forecast) for each observation, that is
the estimated fraction of sky covered by clouds at the observation time. The reward function
is then defined as p, = 0.2 4+ 0.8 - (1 — tec(0))? € [0.2,1]. More precisely, it is a piecewise
constant version of this function with 5 possible values. Additionally, there are three types
of instances in terms of POI position: some instances contain POIs that are all isolated
from each other while others have more or less large POI clusters. All observations have a 1
second duration : Yo € O, Dur, = 1. All POIs are overflown by one or two satellites, two
being the most common case. For different observation couples, transition times can vary
from approximately 1s to more than 50s depending on POI distance. Also, the gap between
the minimum and maximum transition times between two given observations o and o’ is less
than 1 or 2 seconds for 75% of the observation pairs, but it can reach up to 15s in the worst
case, hence time discretization parameters can have a huge impact.
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(strategy A on left, strategy T on right).

5.2 Impact of Discretization Parameters on the Model

In this section, we analyze the impact of the main parameter’s value for strategies T (para-
meter 7) and A (parameter ) on both the quality of the discretization and the induced
additional model complexity. Figure 3 displays the distribution of the number of gen-
erated sub-windows per observation for several values of these parameters, respectively
0 € {5,10,15,20,25}° on the left and 7 € {20, 30, 45,60, 100}s on the right. Naturally, the
lower these parameters, the higher the amount of sub-observations. Figure 4 displays the
cumulative distribution of the transition time modeling error (see Equation (8)) for the same
parameter values and the avg approximation. For the worst approximations, one third of
these errors are higher than 2s. On the other hand, # = 10° and 7 = 30s show good results
since more than 85% of their errors are lower than 2s. After a preliminary experimentation
phase, we decided to keep values 6§ = 10° and 6 = 15° for strategy A, and values 7 = 30s and
7 = 60s for strategy T for further performance analysis experiments.

5.3 Performance Analysis

There are 15 variants of our algorithm differing in the discretization strategy (if used), the
parameter values, and the function used to approximate the transition times. All algorithms
are implemented in Java and executed on 20-core Intel(R) Xeon(R) CPU E5-2660 v3 @
2.60GHz, 62GB RAM, Ubuntu 18.04.5 LTS, with an OpenJDK 11.0.9 JVM. For CP models,
we used the 22.1.1 version of CP Optimizer, and the noOverlap constraint propagation was set
to value Extended, that gives much better results for our application. The algorithm variants
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Figure 5 Optimality gaps (%) for every algorithm variant and the baselines on all instances.
Refer to section 5 for variant nomenclature.
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Figure 6 Optimality gaps (%) for each instance. On both graphs, the z-axis stands for the gap
of a baseline (B20 on the left, and B2 on the right), and the y axis for the gap of the Fm strategy.

are compared in the box plots of Figure 5. The latter shows that for all of our algorithm
variants, the min function outperforms both the max and avg functions. Additionally, the
variants using the min approximation function not only globally perform better than the
baseline running for the same CPU time, but also compete with the 20-minute baseline.
Another result is that overall, despite the numerous discretization strategies studied,
discretization does not really pay off, and the less the observations are partitioned into sub-
observations, the better the performance are, the best algorithm being strategy F combined
with the min function. Indeed, T60 performs better than T30, and A15 better than A10.
Therefore, one lesson learnt in this context is that it seems better to solve a CP model based
on a basic time-independency approximation and to rely on Phases 2 and 3 for improving
the returned schedules in a short amount of time. Another lesson is that natively managing
time-dependent transitions can still be seen as a challenge for the existing CP engines because
the time-discretization tricks proposed, despite being applicable for existing CP solvers, lead
to models that are much harder to solve. A perspective for the CP solvers could therefore be
to implement and extend the existing work on the time-dependent noOverlap constraint [10].
Last, Figure 6 compares the performance of our best algorithm variant to the baselines.
Globally, the Fm variant outperforms the 2-minute baseline, which means that using a CP
engine during a first phase quickly leads to good-quality plans. Moreover, Fm and the
20-minute baseline show similar performance, none of them dominating the other.

5.4 Impact of the Optimization Pipeline

A solution’s reward can be probed at four different steps along the optimization pipeline:
at the end of Phase 1 (i.e. after the CP solving process), at the end of Phase 2 (i.e. initial
time-dependent schedule), at the end of the intra-move optimization within Phase 3, and
at the end of Phase 3 (i.e. the final reward after inter-move optimization, which provides
information on the benefit of using the initial CP solving process to warm-start the following
LNS). Table 2 displays these rewards for the Fm and T30m variants of the first 9 instances,
along with the final optimality gap. We can see the gap in reward between the CP solver’s
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Table 2 Results of variants Fm and T30m on the 9 first instances: evolution of the solution reward
along the algorithm pipeline. Best values are shaded in gray.

Instance Variant CP solver Initial reward Post intra-moves Post inter-moves b (%)

reward (greedy) (LNS) (LNS)
0 Fm 66.35 60.7 63.15 63.55 1.01
T30m 62.5 60.2 62.3 63.5 1.10
1 Fm 90.45 84.25 86.15 88.05 0
T30m 81.25 79.45 80.6 82.3 6.53
9 Fm 69.45 65.1 66.65 66.65 1.62
T30m 66.7 65.15 66.3 67.15 0.89
3 Fm 66.8 62.05 63 63.7 1.70
T30m 60.1 58.75 59.65 63.9 1.39
4 Fm 79.2 73 75.35 75.95 0
T30m 73.9 72.3 73.4 73.8 2.83
. Fm 42.4 40 40.6 40.6 1.58
° T30m 40.65 39.45 39.85 40.45 1.94
6 Fm 32.55 30.45 31.9 31.9 0.78
T30m 31.95 30.75 31.95 31.95 0.62
7 Fm 83.7 78.3 79.95 80.35 0.19
T30m 80.3 78.45 80.3 80.5 0
] Fm 59.25 56.05 56.45 56.75 1.99
T30m 53.6 52.3 52.8 54.65 5.6

output and the initial solution after Phase 2. This gap is higher for Fm: this can be explained
by the minimum transition times computed over full windows being more optimistic. As a
result, the Fm variant overloads schedules in Phase 1. However, it gives more options for the
intra-move optimization phase. Indeed, the reward gap between the initial solution and the
post intra-move optimization is almost always greater than the gap between intra-move and
inter-move phases. T30m on the other hand better estimates transition times at the expense
of a higher CP complexity resulting in a lower CP solver reward. Also T30m benefits less
from intra-moves than from inter-moves since more observations are not assigned. In the end,
our results show the benefits of pairing CP solving with metaheuristics to improve scheduling
performance.

6 Conclusion

We have tackled the Multi-Satellite Earth Observation Scheduling Problem (MSEOSP), a kind
of TD-TOP-TW. By combining a compact interval-based CP model using time-independent
noOverlap approximations with a three-phase solution pipeline (CP warm-start, greedy repair
of the actual time-dependent constraints, and LNS), we obtained high-quality schedules for
realistic LEO satellite constellations. Experimental results demonstrate that this hybrid
approach consistently outperforms a pure LNS baseline, while remaining flexible enough to
accommodate different transition-time approximations and cloud-cover considerations. They
also show that time discretization might undermine performance in a context of short CPU
times for CP solving.

Immediate perspectives concern the analysis of the same methods for instances involving
fewer satellites or POlIs, or for higher computational times. Beyond the application tackled,
the same CP methodology could also be tested on the Time-Dependent Traveling Salesman
Problem with Time Windows (TD-TSP-TW), and compared with the experimental results
available on such problems for the time-dependent noOverlap constraint studied for CP

3:15

CP 2026



3:16

EOS Constellation Scheduling with CP

Optimizer. Such a comparison on a common TD-TSP-TW benchmark would provide
valuable insight into the scalability and robustness of CP-based scheduling when genuine
time-dependent transition functions are directly handled. This work direction opens the door
to other applications in logistics where time-dependent travel times may be a key point. Last,
studying dynamic discretization strategies could be relevant to decrease the problem sizes.
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