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Abstract
Dijkstra’s token ring algorithm is a fundamental example of a self-stabilizing algorithm for solving
mutual exclusion in an asynchronous distributed system arranged as a rooted directed ring. This
paper studies the self-stabilization of this algorithm using an approach based on propositional
satisfiability. We propose a logical modeling framework for the asynchronous executions of the
algorithm that rigorously captures the state update rules, as well as the mechanisms for detecting
convergence toward a legitimate configuration or, conversely, divergence through the existence
of cycles between illegitimate configurations. Furthermore, we also optimize the efficiency and
scalability of the analysis by introducing an offset-based symmetry-breaking technique applied
to the initial configurations, thereby significantly reducing redundant explorations of equivalent
execution scenarios. In addition, we extend the study to restricted daemon assumptions to assess
open challenges.
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1 Introduction

A distributed system is a set of computational entities, here called processes, which are
autonomous and interconnected. The purpose of these processes is to cooperate, through
information exchanges, in order to solve a task global to the system. In this context, an
algorithm is said to be self-stabilizing if, regardless of the initial configuration of the system
on which it is deployed, it guarantees to recover within finite time, and without external
intervention, a so-called legitimate configuration from which the specification of the system is
satisfied [14]. Although the notion of fault is not explicit in the definition of self-stabilizing
systems, the primary motivation for this approach is actually fault tolerance. Indeed, after a
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32:2 On the Self-Stabilization of Dijkstra’s Asynchronous Token Circulation

finite number of transient faults1, the configuration of a distributed system may be arbitrary
and thus no longer satisfies its specification. A self-stabilizing algorithm then ensures that
the system recovers such faults within finite time.

The design of self-stabilizing distributed algorithms may seem complex at first glance due
to the partial access of processes to the overall configuration of the system. Yet, many of these
algorithms are surprisingly elegant and sometimes even simpler than their non-stabilizing
counterparts. However, formally demonstrating the self-stabilization of an algorithm is often
difficult and prone to errors. This is mainly due to the combinatorial nature of the problem:
convergence to a legitimate state must be demonstrated from any configuration of the system.
In this perspective, we are interested here in a classic problem: the token circulation in a
rooted directed ring, which consists in making indefinitely circulate a unique token among the
processes of the network. Actually, the very first self-stabilizing algorithm of the literature is
a token circulation algorithm for rooted directed rings.

Indeed, in his article introducing self-stabilization [14], Dijkstra proposes three self-
stabilizing token circulation algorithms operating in rooted directed rings. The first (therefore
the one studied here) requires K states per process, where K ≥ n with n denoting the size
of the ring. The computational model used in the paper is the atomic-state model [2], where
each process has direct access to the state of its predecessor. Thus, for the token circulation,
a process must decide if it holds a token based on its own state and that of its predecessor.
The goal is then to propose a distributed algorithm which, starting from any configuration,
always eventually reaches a legitimate configuration from which a single token circulates
forever among all the processes. In the atomic-state model, algorithms are written as guarded
rules. The asynchronism of execution is materialized by the notion of daemon. The daemon
is a (non-deterministic) adversary that chooses the activated processes, that is, the processes
that apply a rule during the next computation step among those that are enabled, i.e., those
for which a rule is applicable.

In his seminal paper, Dijkstra proposed the three token circulation algorithms assuming
a central unfair daemon activating exactly one enabled process at each step, yet no formal
proof of self-stabilization was provided. Subsequent research established correctness results
under various scheduling assumptions, including the case of a distributed unfair daemon
in [2]. Recently, we have initiated the rigorous analysis of self-stabilizing algorithms deployed
in networks of various topologies via propositional satisfiability in [21]. However, this study
is restricted to synchronous distributed systems. In this paper, we propose to generalize the
approach to the asynchronous case by taking Dijkstra’s asynchronous K-state algorithm as a
case study.

We propose a logical modeling framework for the asynchronous executions of the Dijkstra’s
K-state algorithm, rigorously capturing the state update rules, as well as the mechanisms for
detecting convergence toward a legitimate configuration or, conversely, divergence through
the existence of cycles between illegitimate configurations. Furthermore, we explore an
optimization of the model, so-called offset-based symmetry breaking applied on initial
configurations. We also extend the study to schedulers commonly considered in the atomic-
state model, such as synchronous and central (unfair) daemons. More specifically, we analyze
them to provide insights for cases that remain unsolved in the literature relative to divergence
in the complementary scenarios of non-synchronous and non-central executions.

1 A transient fault occurs at an unpredictable time, but does not result in a permanent hardware damage.
Moreover, as opposed to intermittent faults, the frequency of transient faults is considered to be low.
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The rest of this paper is organized as follows. We review related work in Section 2. We
present the token circulation problem and introduce the formal notions of convergence and
divergence in Section 3. Section 4 is dedicated to the formal modeling of the algorithm, where
we detail variables, notations, and update rules, as well as the modeling of self-stabilizing
properties. In Section 5, we introduce model enhancements relative to offset-based symmetry
breaking applied to initial configurations. In Section 6, we extend our study to previously
unexplored scenarios in the literature – namely, executions under non-synchronous and
non-central daemons – to further characterize the algorithm’s convergence and divergence
behaviors. Finally, Section 7 presents our experimental study. We conclude and discuss
perspectives in Section 8.

2 Related Work

Dijkstra proposed his three token circulation algorithms under the assumption of a central
unfair daemon in [14], yet without a formal proof of their self-stabilization. His K-state
algorithm was later shown to be self-stabilizing under the hypothesis of a distributed unfair
daemon for any K ≥ n in [2]. This latter hypothesis is the most general of the model since it
corresponds to the maximum degree of asynchronism. Indeed, an unfair distributed daemon
is not restricted in any way except having to activate at least one enabled process within
each computation step. The tightness of the K ≥ n bound has been investigated both
in [2, 17]. In [17], Fokkink et al. show that, under the central unfair daemon assumption,
the algorithm stabilizes even when K = n− 1. Altisen et al. [2] provide counterexamples
for every value of K < n − 1 in the central (strongly fair2) daemon setting. They also
provide a counter-example construction for K = n − 1 under the synchronous daemon
assumption where, at each step, every enabled process is activated. Since the central unfair
and synchronous daemons are particular cases of the distributed unfair daemon, Altisen et
al. [2] claim that the bound K < n is tight in the distributed unfair daemon setting. However,
whether these counterexamples merely represent exceptional pathological cases remains an
open question. More specifically, the question of whether there exists non-central (resp.,
non-synchronous) executions that never reach a legitimate configuration when K < n− 1
(resp., when K = n− 1) remains open.

Notice that several of the aforementioned results have been obtained using a variety of
formal verification techniques. Proof assistants have been employed to certify correctness
and complexity properties [17, 26, 23, 25, 1], but these approaches remain semi-automatic
as they require significant human guidance and manual effort. Model-checking approaches,
often coupled with distributed simulation techniques, have also been considered, but these
works fail to handle rings with more than six nodes [28, 7, 16, 22, 19]. To give an idea,
Tsuchiya [28] applied a direct symbolic modeling approach to analyze the convergence of
Dijkstra’s K-state algorithm, but failed to exhibit convergence for a ring of seven nodes when
K = n+1, despite model compression and extended solving times of up to 10 hours. Recently,
Khoualdia et al. have initiated the rigorous analysis of self-stabilizing algorithms deployed in
networks of various topologies via propositional satisfiability in [21], showing that such an
approach enables fine-grained analysis of self-stabilization properties. However, the study is
restricted to synchronous distributed systems whereas we deal here with the asynchronous
case. Consequently, all aspects related to activation mechanisms, their interaction with
enabledness, daemon assumptions, and update rules in the asynchronous setting are novel.

2 Strong fairness is a more favorable assumption than unfairness, i.e., every execution satisfying the
strongly fair assumption also satisfies the unfair assumption, but the converse is not necessarily true.
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Algorithm 1 Root process algorithm p0.
Inputs :

pred(p0) : predecessor of p0
K : integer strictly positive

Variable :
p0.v ∈ {0, . . . , K − 1}
Predicate :
Token(p0) def= (p0.v = pred(p0).v)
Rule :
T :: Token(p0)→ p0.v ← (p0.v + 1) mod K

Algorithm 2 Algorithm of a process p ̸= p0.
Inputs :

pred(p) : predecessor of p

K : integer strictly positive
Variable :
p.v ∈ {0, . . . , K − 1}
Predicate :
Token(p) def= (p.v ̸= pred(p).v)
Rule :
T :: Token(p)→ p.v ← pred(p).v

3 Preliminaries

3.1 Dijkstra’s Token Ring
We consider a distributed system composed of n ≥ 3 interconnected processes in a rooted
directed ring. In general, the network is modeled as a directed graph G = (V, E) where
V = {p0, . . . , pn−1} is the set of processes and E is the set of arcs connecting each process to
a successor. Here, the network is a directed ring: for every i ∈ [0, n− 1], the process pi has
process p(i+1) mod n as its sole successor in the ring ; conversely, p(i+1) mod n has pi for its
unique predecessor in the ring. Moreover, the ring is rooted, that is, a single process, here
p0, is distinguished as the root of the ring; the other processes are anonymous and therefore
indistinguishable (their indices being used for reasoning purposes only). We denote by
pred(p) the predecessor of the process p. In the K-state algorithm, each process p ∈ V has a
single local variable p.v ∈ {0, . . . , K − 1} that constitutes its local state, where K is a natural
integer input common to all processes. We formalize the fact that a process p holds a token
by a predicate called Token(p), which depends on the local state of p and its predecessor. A
system configuration is therefore defined by the vector (v0, . . . , vn−1) ∈ {0, . . . , K − 1}n of
the local states of the processes. The set of all possible configurations is denoted Γn,K .

In the algorithm, a process p is enabled (or can be activated) in a given configuration when
the predicate Token(p) is true. The system is asynchronous: it is controlled by an unfair
distributed daemon that, at each step, activates an arbitrary non-empty subset of enabled
processes, which hold a token. When activated, a process modifies its variable v based on
the rules given in Algorithms 1 and 2. An execution of the algorithm is a sequence (finite or
infinite) of configurations e = γ0, γ1, . . . such that each configuration γi+1 is obtained from γi

by executing the actions of the processes activated by the daemon during this step.
Intuitively, when a process holds a token, it executes action T and modifies its local

variable with the aim of transferring the token to its successor. More specifically, at each
step, each process p checks if it holds the token by evaluating the predicate Token(p) defined
in Algorithms 1 and 2. If Token(p) is true, the process is enabled to execute the action T . If
activated, either the token is transferred to its successor, or the token disappears. This case
can only happen during convergence. More precisely, by construction, every configuration
contains at least one token. Moreover, if the initial configuration contains multiple tokens,
some tokens disappear regularly until the system reaches a legitimate configuration where
only one token remains, provided that K ≥ n. Legitimate configurations are closed by the
steps of the algorithm: once in a legitimate configuration, the system remains forever in a
legitimate configuration. In this case, the unique token is transferred to the successor of the
token holder at each step ensuring infinite circulation among all processes.
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(a) Initial convergent
configuration γ0 in an 8-
node ring (K = 4).

p0 p1 p2 p3 p4 p5 p6 p7
γ0 1 3 3 2* 2 1 1 0
γ1 1 3 3 3 2* 1 1 0
γ2 1 3 3 3 3 1 1 0*
γ3 1* 3 3 3 3 1 1 1
γ4 2 3* 3 3 3 1* 1 1
γ5 2 2 3* 3 3 3 1 1
γ6 2 2 2 3* 3 3 1 1
γ7 2 2 2 2 3* 3 1 1
γ8 2 2 2 2 2 3* 1* 1
γ9 2 2 2 2 2 2 3* 1*
γ10 2 2 2 2 2 2 2 3*
γ11 2* 2 2 2 2 2 2 2

(b) Process values per con-
figuration across a conver-
gent initial configuration.
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(c) Initial divergent con-
figuration γ0 in an 8-
node ring (K = 2).

p0 p1 p2 p3 p4 p5 p6 p7
γ0 0 0 0 1 0 0 1* 1
γ1 0 0 0 1 0 0 0 1*
γ2 0 0 0 1 0* 0 0 0
γ3 0 0 0 1 1 0* 0 0
γ4 0 0 0 1* 1 1 0 0
γ5 0 0 0 0 1* 1 0 0
γ6 0 0 0 0 0 1 0* 0
γ7 0 0 0 0 0 1* 1 0
γ8 0* 0 0 0 0 0 1 0*
γ9 1* 0* 0 0 0 0 1 1
γ10 0 1* 0* 0 0 0 1 1
γ11 0 0 1* 0* 0 0 1 1
γ12 0 0 0 1 0 0 1* 1

(d) Process values per con-
figuration across a diver-
gent initial configuration.

Figure 1 Initial convergent (a) and divergent (c) configurations and their execution prefixes in
an 8-node rooted directed ring. Grey nodes or cells indicate enabled processes and “*” indicate
activated processes.

We are interested in the self-stabilizing properties of the token circulation algorithm. In
particular, we talk about convergence, formally defined below, when a legitimate configuration
(where a single process holds the token) is eventually reached, regardless of the initial
configuration of the system. The root process p0 plays a key role in convergence: it is
the only process that can introduce a value in the system that is not present in the initial
configuration. When K ≥ n, we have the guarantee that the root takes such a value in finite
time, v. From that moment, the new value v is propagated from predecessors to successors
and the other values are finally blocked because of the root. Then, the advance of v causes
the deletion of other values and thus the system ends up reaching a configuration where
all processes have v as state: this configuration is legitimate because the root is then the
unique token holder. However, when the value of K is less than n, the execution may never
stabilize. We then talk about divergence, formally defined below, where a cycle of illegitimate
configurations (thus with the coexistence of several tokens) occurs in an execution prefix.
This cycle can be repeated ad infinitum and thus gives a possible execution containing no
legitimate configuration. We illustrate the different behaviours in Examples 1 and 2.

▶ Definition 1 (Convergence). The token circulation algorithm executed on a directed rooted
ring of n process is said convergent if, from any initial configuration, every possible asyn-
chronous execution reaches within a finite number of iterations a legitimate configuration,
where there is a unique token.

▶ Example 1. Consider a process network G=({p0, p1, .., p7}, E) whose topology is a directed
ring, with p0 as root and K = 4. Assume the initial configuration γ0 given in Figure 1a.
Starting from γ0, we obtain the execution prefix γ0, γ1, γ2, . . . , γ11 described in Table 1b. The
token algorithm therefore reaches a legitimate configuration after 11 iterations.

▶ Definition 2 (Divergence). The token circulation algorithm is said to be divergent on
a rooted directed ring of n processes if in some asynchronous execution, there is a pair,
called cycle, of identical illegitimate configurations in which at least two distinct processes
simultaneously hold the token.

▶ Example 2. Consider a process network G = ({p0, p1, . . . , p7}, E) with a ring topology. Let
K = 2 and assume the initial configuration γ0 is given in Figure 1c. From γ0, we obtain the
execution prefixes γ0, γ1, γ2, . . . , γ12 detailed in Table 1d. A cycle of illegitimate configurations
consists of the pair (γ0,γ12).

CP 2026
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3.2 Propositional Satisfiability
Let X be a set of propositional variables. A literal is a variable x ∈ X or its negation x.
A clause is a disjunction of literals. A formula in Conjunctive Normal Form (CNF) is
a conjunction of clauses. An assignment I : X → {true, false} associates each variable
with a Boolean value and can be represented as a set of literals I. A literal ℓ is satisfied
by an assignment I if ℓ ∈ I, otherwise it is falsified by I. A clause is satisfied by an
assignment I if at least one of its literals is satisfied by I, otherwise it is falsified by I. A
CNF formula is satisfiable if there exists an assignment that satisfies all its clauses; otherwise,
it is unsatisfiable. The satisfiability problem (SAT) consists of determining whether a given
CNF formula is satisfiable.

Although SAT is NP-complete [10], modern solvers based on the Conflict Driven Clause
Learning (CDCL) algorithm [24] are efficient and can solve instances involving a large
number of variables and clauses. Beyond clause learning and non-chronological backtracking,
these solvers incorporate powerful mechanisms such as lazy structures, dedicated branching
heuristics, and restarts [6]. SAT is widely used to model and solve complex combinatorial
problems across many fields, including formal verification, cryptography, bioinformatics, and
planning [6]. In particular, logic-based Bounded Model Checking (BMC) [4], which verifies
whether a finite-state model satisfies a given specification within a bounded execution length,
has become a cornerstone in the formal verification of algorithms and systems. It has gained
significant attraction in recent years, especially for distributed systems [8, 15, 19, 21].

4 Formal Modeling of Dijkstra’s Token Ring Algorithm

In this section, we focus on the formal modeling of the behavior of Dijkstra’s K-state algorithm
and its self-stabilizing properties through propositional satisfiability. We begin by introducing
the model variables, then we define the constraints that govern the asynchronous executions
of the algorithm. These constraints must not only accurately represent the evolution of the
system in an asynchronous context, but also allow us to detect its convergence or divergence.

4.1 Variables and Notations
Recall that the network is modeled by a directed rooted ring of n ≥ 3 processes, denoted
G = (V, E), where the set of processes is defined, without loss of generality, by their indices
V = {0, . . . , n− 1} and the process 0 represents the root. Each process p ∈ V has exactly
one predecessor pred(p) = (p− 1) mod n and has a local variable taking its values from
the set M = {0, . . . , K − 1}. We are interested in the first tf configurations of any execution
of the token ring circulation algorithm. These configurations are indexed from 0 to tf − 1,
and the set of indices is denoted T = {0, . . . , tf − 1}. All the variables used in the model are
described below:

State Variables stp,t,v where p ∈ V , t ∈ T , and v ∈M . Variable stp,t,v is assigned to
True if the process p has the value v in the configuration t.

Authorization Variables autp,t,v where p ∈ V , t ∈ T , and v ∈M . Variable autp,t,v is
assigned to True if the process p holds the same value v as its predecessor in configuration t.

Token Variables tokp,t where p ∈ V and t ∈ T . Variable tokp,t is assigned to True if
the token is held by the process p in configuration t.

Activation Variables actp,t where p ∈ V and t ∈ T \{tf −1}. Variable actp,t is assigned
to True if the process p is activated in the step from configuration t to configuration t + 1.



A. Khoualdia, S. Cherif, S. Devismes, and L. Robert 32:7

Cycle Variables cyct where t ∈ T \ {0}. Variable cyct is assigned to True if the
configuration t and the initial configuration are identical.

State Similarity Variables simp,t,v where p ∈ V , t ∈ T \ {0}, and v ∈ M . Variable
simp,t,v is assigned to True if the process p has the same state v in the configuration t

and the initial configuration.

4.2 Execution Modeling
We first focus on formalizing the constraints that model a valid asynchronous execution of
the K-state algorithm in a rooted directed ring. More specifically, we define the constraints
for state uniqueness, token holding, and update rules that ensure the correct propagation of
states across iterations.

4.2.1 State Uniqueness
To guarantee valid execution of the algorithm, it is necessary to maintain the uniqueness of
each process’s state at each iteration. Specifically, it is essential to ensure that each process
has one and only one state in each system configuration. This constraint can be modeled as:∑

v∈M

stp,t,v = 1 , ∀p ∈ V, t ∈ T (1)

It can be naturally be written in clausal form via classical binomial encoding, with a
complexity of O(n ∗ tf ∗K2), but more compact formulations can nevertheless be obtained
through the introduction of auxiliary variables [27].

4.2.2 Token holding
We focus here on the semantics of token holding at each step of the algorithm. Recall
that a process p ∈ V holding the token is enabled since its guard is verified, and it can
therefore execute its action if activated by the daemon. In the K-state algorithm, a non-root
process p holds the token at step t if its state is different from that of its predecessor in
the ring. The notion of token is distinct for the root process, since it holds the token when
it has the same state as its predecessor. To represent these semantics, we introduce the
intermediate variables autp,t,v, where p ∈ V , t ∈ T , and v ∈M . These variables are true if
and only if the process p holds the same value v as its predecessor pred(p) at configuration t.
This condition is formalized by the equivalence autp,t,v ↔

(
stp,t,v ∧ stpred(p),t,v

)
, which is

rewritten in CNF form in Constraints (2a) and (2b). These variables play a central role in
the modeling. They play a role both in the token holding constraint and in simplifying state
update constraint, ensuring that these two mechanisms rely on a common authorization
framework. In particular, they allow for uniform reasoning about authorization conditions,
whether for the root process (when aut0,t,v is True) or for a non-root process (when autp,t,v is
False). Note that, as later showcased in Section 4.2.4 for state updates, these authorization
variables allow to encode, in a compact way, whether a process is enabled to perform an
update, since they avoid reasoning directly over pairs of state variables (e.g., for state value
comparisons of a process with its predecessor’s).(

autp,t,v ∨ stp,t,v

) ∧ (
autp,t,v ∨ stpred(p),t,v

)
, ∀p ∈ V, t ∈ T, v ∈M (2a)

autp,t,v ∨ stp,t,v ∨ stpred(p),t,v , ∀p ∈ V, t ∈ T, v ∈M (2b)

CP 2026
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We now introduce the variables tokp,t, where p ∈ V and t ∈ T , which are true if process p

holds the token in configuration t. Token holding is based solely on the relationship between
a process’s state value and that of its predecessor in the ring. For the root process, token
holding implies that processes 0 and n− 1 share the same state in the given configuration.
This condition is expressed by the constraint tok0,t →

∨
v∈M aut0,t,v. In other words, if the

root process holds the token, there exists at least one value v ∈M such that both ends of
the ring share this value. For any process p other than the root, token holding requires that
the state of p be different from that of its predecessor. This amounts to prohibiting both
processes from simultaneously sharing the same value, i.e., tokp,t →

∨
v∈M autp,t,v. These

constraints are rewritten in clausal form below and introduce O(n ∗ tf ∗K) clauses.

tok0,t ∨ (
∨

v∈M

aut0,t,v) , ∀t ∈ T (3a)

tokp,t ∨ autp,t,v , ∀p ∈ V \ {0}, t ∈ T, v ∈M (3b)

4.2.3 Process Activation
In this section, we focus on handling asynchronism, which leads to different possible executions
starting from the same configuration. Specifically, the system’s asynchronism is modeled
by an unfair distributed daemon, which activates an arbitrary non-empty subset of enabled
processes (those holding a token) at each step. When activated, a process modifies its state
according to the rules defined in the Algorithms 1 and 2. More specifically, if we denote At

the set of enabled processes in the configuration t, then there are as many cases to consider
as there are many non-empty subsets in At. Formally, the number of possible executions at
step t under an unfair distributed daemon is given by

∑|At|
k=1

(|At|
k

)
= 2|At| − 1. This behavior

can naturally be interpreted as an execution tree describing all possible evolutions of the
system from an initial configuration. Each level of this tree corresponds to a state update
step, while each branch represents a particular sequence of process activations. Thus, the
entirety of possible executions we consider can be modeled by an execution tree of depth tf .
Accounting for both asynchronism and the diversity of initial configurations therefore results
in a particularly large combinatorial space.

To model these semantics, we first introduce the variables actp,t, where p ∈ V and
t ∈ T \{tf −1}. These variables are set to True if the process p is activated in configuration t,
and their selection is left to the solver to simulate the activation decisions of an unfair
distributed daemon. However, to ensure the model’s consistency, several constraints must be
imposed: an activated process must be enabled (in our case, this means holding a token),
and the set of processes activated at each step must be non-empty. These constraints are
expressed in clausal form in (4a) and (4b) respectively, thus introducing a number of clauses
bounded in O(n ∗ tf ).

actp,t ∨ tokp,t ∀p ∈ V, t ∈ T \ {tf − 1} (4a)∨
p∈V

actp,t , ∀t ∈ T \ {tf − 1} (4b)

4.2.4 State Updates
This section focuses on updating process states at each step of the algorithm. Recall that,
in an asynchronous system controlled by an unfair distributed daemon, not all enabled
processes are necessarily activated simultaneously, and only some are authorized to change
their state depending on token holding. It is therefore necessary to distinguish between
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possible situations in order to accurately model the evolution of the system’s configurations.
More precisely, at each step t, state updates depend on the status of each process, based
on its activation and authorization. A process can thus be in one of the following three
situations: (i) It is not enabled and therefore retains its current state; (ii) It is enabled but
not activated and, in this case, also maintains its state unchanged; (iii) It is both enabled and
activated, in which case it updates its value according to the algorithm’s rules. These three
cases cover all possible behaviors and allow us to precisely define the logical constraints that
ensure correct modeling of all valid executions of the algorithm. These cases are discussed
below.

(i) Disabled Processes. A process is disabled in configuration t when it does not hold the
token. In this case, its state must remain unchanged in the step from configuration t and
configuration t + 1. A distinction is made here between the root process and anonymous
processes, since their activation status and evolution are governed by different rules. The
root process retains its current value when it has a value different from that of its predecessor,
while for non-root processes p ∈ V \ {0}, p is disabled when it holds the same value as its
predecessor. The corresponding constraints are represented in clausal form below, generating
a number of clauses bounded in O(n ∗ tf ∗K). In particular, the constraint (5a) is equivalent
to aut0,t,v ∧ st0,t,v → st0,t+1,v, i.e., if the root process has the value v in the configuration t

and is not enabled, then it maintains value v in the next configuration. The constraint (5b)
is similar, except that autp,t,v now represents that p is not enabled because it holds the same
value v as its predecessor, and it is thus unnecessary to refer to stp,t,v. This illustrates how
authorization variables can allow for consistent reasoning regarding update authorization,
both for the root process and other processes. This approach is particularly relevant, because
reasoning based solely on state variables would require iterating over all pairs of distinct
values, which would lead to quadratic clause complexity in K.

aut0,t,v ∨ st0,t,v ∨ st0,t+1,v , ∀t ∈ T \ {tf − 1}, v ∈M (5a)
autp,t,v ∨ stp,t+1,v , ∀p ∈ V \ {0}, t ∈ T \ {tf − 1}, v ∈M (5b)

(ii) Enabled and Inactivated Processes. A process is said to be enabled but not activated
at step t when it is allowed to change its state but is not selected by the daemon to execute
a transition at the current step. In this case, although the process could modify its value, it
retains its current state in the next configuration. In other words, if the process p ∈ V has
the value v ∈M at step t ∈ T \ {tf − 1} and is not activated (actp,t = 0), then it will retain
this value in the next step. This constraint is equivalent to stp,t,v ∧ ¬actp,t → stp,t+1,v, and
is written in clausal form below resulting in a number of clauses bounded in O(n ∗ tf ∗K).

stp,t,v ∨ actp,t ∨ stp,t+1,v , ∀p ∈ V, t ∈ T \ {tf − 1}, v ∈M (6)

(iii) Enabled and Activated Processes. A process is enabled in configuration t and
activated in step from t to t + 1 when it is allowed to modify its local state and is actually
activated by the daemon to execute a transition at the current step. In this case, the process
necessarily updates its state according to the rules described in the Algorithms 1 and 2.
Consider first the case of the root process p0. This process is enabled at configuration t if
its value is identical to its predecessor in the ring. In this case, since p0 will be activated
(act0,t = 1), the process must update its value by incrementing it modulo K. For all other
non-root processes, if the process p ∈ V \ {0} has the value u at step t and its predecessor
pred(p) has a different value v (autp,t,v = 0), then the process must adopt its predecessor’s
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value v at the next step since it will be activated. These constraints, formally described in
clausal form below, generate a number of clauses in O(n ∗ tf ∗K). The use of authorization
variables is relevant here, as they allow us to avoid quadratic complexity in K if we reason
solely on state variables, similarly to the disabled processes case.

aut0,t,v ∨ act0,t ∨ st0,t+1,(v+1) mod K , ∀t ∈ T \ {tf − 1}, v ∈M (7a)
autp,t,v ∨ stpred(p),t,v ∨ actp,t ∨ stp,t+1,v , ∀p ∈ V \ {0}, t ∈ T \ {tf − 1}, v ∈M (7b)

Thus, the set of constraints defined above allows for the exhaustive modeling of all valid
executions of the asynchronous algorithm. The combined use of activation and authorization
variables ensures a compact representation of the transitions. In the following section, we
will focus on formalizing the constraints used to analyze the self-stabilization properties of
the algorithm.

4.3 Self-Stabilization Analysis
This section is dedicated to the analysis of the self-stabilizing behavior of the K-state
algorithm. To do this, we distinguish two complementary aspects: first, convergence, which
guarantees that a legitimate configuration is reached from any initial configuration in a finite
number of steps; second, divergence, which allows us to identify and characterize executions
that cannot lead to a legitimate state. This analysis takes all possible executions induced by
the algorithm’s asynchronism into account.

4.3.1 Convergence
The convergence of the K-state algorithm on a rooted directed ring occurs if, starting from
any initial configuration, the system reaches within a finite number of iterations a legitimate
configuration in which a single token circulates. In other words, after a finite number of
steps, only one process p ∈ V holds the token, regardless of the asynchronous sequence
of activations and regardless the initial configuration. Now, since the set of legitimate
configuration is trivially closed, we just have to verify this property at configuration tf − 1,
for each asynchronous execution path from configuration 0. Rather than considering all
asynchronous executions, we reason by contradiction. We will seek to verify whether there
exists a path in the execution tree from any initial configuration where the algorithm
necessarily does not converge, that is, where the final configuration tf − 1 contains at least
two processes holding the token. This situation violates the convergence property on token
uniqueness. Therefore, if we fail to construct such an execution path, this implies that all
execution paths respect the property, i.e., that all possible executions converge to a legitimate
configuration, establishing the convergence of the algorithm. This is formally stated in
Theorem 1.

To formalize this property, the non-uniqueness of the token in the final step must be
enforced. Indeed, a final configuration violating convergence corresponds to a scenario where
at least two processes simultaneously hold the token. This situation can thus be represented
as a cardinality constraint on the set of variables tokp,tf −1, as indicated in (8). Under a
classic binomial encoding, this constraint results in a number of clauses in O(n), but other
encodings can be used [27]. Thus, under a linear encoding with respect to K of the uniqueness
constraint of states, the formula analyzing the convergence induced by the constraints (1-8)
contains globally O(n ∗ tf ∗K) clauses.∑

p∈V

tokp,tf −1 ≥ 2 (8)
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▶ Theorem 1. The K-state algorithm converges on a rooted directed ring of size n in at
most tf iterations if and only if the formula induced by the constraints (1-8) is unsatisfiable.

4.3.2 Divergence
Recall that, by construction, every configuration contains at least one token. So, there is no
deadlock and thus the divergence of the K-state algorithm corresponds to the existence of
an infinite execution that never reaches a legitimate configuration since the set of legitimate
configurations is closed. In other words, this necessarily implies the existence of a cycle of
illegitimate configurations. Due to the asynchronism, each configuration can generate several
possible executions. Thus, to establish the divergence, it is sufficient to exhibit a cycle of
identical and illegitimate configurations along the same execution path in the asynchronous
execution tree. More formally, we look for two configurations 0 ≤ t1 < t2 < tf forming a cycle
of identical and illegitimate configurations. Without loss of generality, we restrict ourselves
to the case where t1 = 0, that is, to the comparison between a configuration reached at step
t ̸= 0 and the initial configuration. This choice is justified by the fact that any configuration
can be initial, and therefore the analysis can always be reduced to the initial ones. Finally,
to guarantee that the cycle under consideration contains only illegitimate configurations, it
suffices to require that the initial configuration itself be illegitimate.

To reason about the existence of cycles, we introduce the Boolean variables cyct, for
t ∈ T \ {0}, indicating the existence of a cycle between the initial configuration and the
configuration t. The existence of a cycle of illegitimate configurations is then modeled by the
constraints (9a) and (9b). Constraint (9a) enforces the existence of at least one non-initial
configuration forming a cycle, while constraint (9b) imposes that the initial configuration is
illegitimate (and therefore the one at t as well), by guaranteeing the existence of at least two
distinct processes simultaneously holding the token.∨

t∈T \{0}

cyct (9a)

∑
p∈V

tokp,0 ≥ 2 (9b)

To define the semantics of the cycle variables cyct, it is necessary to require that, when
cyct is True, the configuration at step t coincides with the initial configuration. To this end,
we introduce intermediate variables simp,t,v, indicating that the process p has the value v

simultaneously at steps 0 and t. The following constraints thus guarantee the correspondence
of states between these two configurations:

cyct ∨
∨

v∈M

simp,t,v , ∀t ∈ T \ {0}, p ∈ V (10a)

(simp,t,v ∨ stp,0,v)
∧

(simp,t,v ∨ stp,t,v) , ∀t ∈ T \ {0}, p ∈ V, v ∈M (10b)

Thus, the formula obtained by combining the structural and divergence constraints is
satisfiable if and only if the token circulation algorithm diverges, as formally stated in
Theorem 2. Note that all proofs are deferred to an extended version of this paper. Generally,
a model of this formula allows us to exhibit an initial configuration as well as a branch of the
execution tree containing a cycle of illegitimate configurations. In terms of complexity, the
overall encoding remains within the same order as that of convergence, i.e., with a number
of clauses in O(n ∗ tf ∗K).
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▶ Theorem 2. The K-state algorithm diverges on a rooted directed ring of size n after tf

iterations if and only if the formula induced by constraints (1-7) and (9-10) is satisfiable.

5 Offset-Driven Symmetry Breaking on Initial Configurations

In this section, we aim at reducing the number of initial configurations to be analyzed by
removing redundant cases. This approach optimizes the analysis by avoiding to deal with
situations which do not lead to different results although they have different representations.
To this end, we introduce the notion of offset-equivalence. Formally, we say that two
configurations λ and λ′ are offset-equivalent if they differ only by a constant shift modulo K:

∃c ∈ {0, . . . , K − 1} such that λ′ = λ+c = (x1 + c mod K, . . . , xn + c mod K)

where λ = (x1, x2, . . . , xn) with xi ∈ {0, . . . , K − 1}. Furthermore, we define the equivalence
relation λ ∼ λ′ ⇐⇒ λ and λ′ are offset-equivalent (clearly, this relation is reflexive,
symmetric and transitive) and we denote [λ] = {λ′ ∈ Γn,K |λ ∼ λ′} the equivalence class of
any configuration λ. This relation allows us to exploit an offset-equivalent representative per
class to reduce the space of initial configurations that must be analyzed. Indeed, as established
in the following proposition, the K-state algorithm behaves similarly for offset-equivalent
initial configurations.

▶ Proposition 1. The K-state algorithm behaves similarly in terms of convergence and
divergence for any pair of initial configurations in the same equivalence class under offset-
equivalence.

Since offset-equivalence induces behavioral equivalence, analyzing a single representative
per equivalence class renders all other configurations redundant. To exploit this symmetry, we
introduce an offset-normalization constraint by fixing the first component of the configuration.
The soundless of this approach is formally established in Proposition 2. Notably, this restric-
tion admits a particularly elegant encoding, as it can be expressed using the single unit clause
st0,0,0 forcing the root process to take the value 0 in the initial configuration. Furthermore,
despite its simplicity, the constraint is highly impactful, eliminating a large proportion of the
potential initial configurations (i.e., K−1

K ) and their corresponding asynchronous executions,
thereby significantly reducing the search space.

▶ Proposition 2. Fixing the first component to 0 in any configuration selects exactly one
representative per equivalence class under offset symmetry and the ratio of eliminated config-
urations is K−1

K .

6 Beyond The Unfair Distributed Daemon

In this section, we study the K-state algorithm under restricted daemon assumptions. In
particular, we focus on two unexplored cases of the literature to further characterize the
algorithm’s convergence and divergence behaviors. More specifically, we investigate the
following questions: (i) whether there exist non-synchronous executions that diverge for any
directed rooted ring of size n when K = n− 1; and (ii) whether there exists non-central (i.e.,
non-sequential) executions that diverge for any directed rooted ring of size n when K < n−1.
To this end and although the system is inherently asynchronous in the model presented in
Section 4, we explain how our analysis can be naturally extended to executions governed by
sequential and synchronous daemons. This allows us to examine the self-stabilizing properties
under controlled scheduling assumptions while accounting for the complementary scenarios,
namely non-synchronous and non-sequential executions.
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First, we recall that a daemon is synchronous if it activates every enabled process p at
each step t. Within this setting, when K = n − 1, there exists a synchronous execution
that never converges [2]. Thus, the execution forms a cycle and never reaches a legitimate
configuration. Under such a daemon, only one execution is possible at each step. For
any iteration t ∈ T \ {tf − 1}, reasoning on such daemon can be naturally articulated as∧

p∈V (tokp,t → actp,t), ensuring that a process holding the token is always activated. We
further emphasize that, under a synchronous daemon, the implications in Constraint 3 must
be extended to account for the cases where a process does not hold a token. We must thus
enforce the equivalences tok0,t ↔

∨
v∈M aut0,t,v and tokp,t ↔

∨
v∈M autp,t,v instead of the

original implications.
In what follows, we want to handle the non-synchronous case, i.e., we want to ensure

that the solver detects a cycle in a non-synchronous execution. Note that in such a case,
there exists at least one configuration t whose number of potential executions is 2|At| − 2,
where At denotes the set of enabled processes at step t, i.e., we only eliminate one possible
execution corresponding to the synchronous case in the corresponding iteration. To exhibit
divergence in the non-synchronous case, we thus simply have to ensure that there exists a
divergent execution starting from a non-synchronous initial configuration, i.e., there exists at
least one or more enabled processes which are not activated. To this end, we introduce the
variables inactp where p ∈ V , which are assigned to True if the token is held by process p,
but p is not activated in the initial configuration. The non-synchronous daemon assumption
can therefore be enforced by following constraints generating O(n) clauses:∨

p∈V

inactp (11a)

(inactp ∨ tokp,0)
∧

(inactp ∨ actp,0), ∀p ∈ V (11b)

Next, we deal with non-central executions. We recall that a daemon is central (or
sequential) if it activates exactly one process p per step. Divergence is proven in this setting
for K < n− 1 in [2]. Similarly to the previous case, we thus simply have to ensure that there
exists a divergent execution starting from a non-sequential initial configuration, i.e., where
at least two enabled process are activated. To this end, we introduce the variables twoactp,p′

where (p, p′) ∈ V 2 (p < p′), which are set to True if both processes p and p′ are activated in
the initial configuration. We can therefore enforce a non-sequential execution through the
following constraints requiring O(n2) clauses and variables:∨

p,p′∈V s.t p<p′

twoactp,p′ (12a)

(
twoactp,p′ ∨ actp,0

)
∧

(
twoactp,p′ ∨ actp′,0

)
, ∀ p, p′ ∈ V with p < p′. (12b)

7 Experimental Evaluation

7.1 Experimental Protocol
We encoded our models3 in Python using the PySAT library [18] and solved these instances
using the state-of-the-art solver Cadical [5]. We generated instances for ring sizes n ranging
from 3 to 10 nodes, and varying the number of states K from 2 to 15. Tests were performed on

3 Source code and benchmarks are available at the following GitHub repository.
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a machine equipped with an Intel Core i7 processor clocked at 3.80 GHz, running Ubuntu 22.04.
A timeout of 7200 seconds was set for each instance. The number of allowed configurations
is set to tf = 3n(n−1)

2
4. We also note that the Cardinality Network encoding [3] was used to

rewrite cardinality constraints in CNF form.
We generated instances corresponding to the initial model (INI) covered by constraints (1–

8) for convergence (CNV) and (1–7,9–10) for Divergence (DIV). We then augmented our
model with the additional redundant constraint relative to Offset-Elimination (OE) on initial
configurations. Overall, the benchmark covers a wide range of configurations with instance
counts summing to 448 instances in total, thereby enabling a detailed analysis of model
behavior with respect to constraint variants.

7.2 Overall Results

In this section, we present results describing the detected behavior of the generated instances.
We evaluate the initial (INI) and the model augmented with offset-equivalence-based symmetry
breaking on initial configurations (OE). First, we illustrate the behavior of the K-state
algorithm in terms of convergence and divergence as a function of size n and period K in
Figure 2. The symbols reported are as follows: (✓) indicates that the algorithm converges,
i.e., is self-stabilizing on the given instance, whereas (⟳) denotes divergence, meaning that a
cycle of illegitimate configurations is found; (⟳) indicates that the corresponding instance
was proven non-divergent within the set number of configurations, i.e. no divergence was
found within the explored bound tf , that is, the instance was proven non-divergent up to the
considered depth, although divergence cannot be ruled out beyond this bound; A dash (–)
denotes cases for which no result was obtained within the fixed time limit, i.e., neither
convergence nor divergence could be determined within the allotted time. With our approach,
we manage to exhibit convergence for all values of K when n = 7. Furthermore, we were
able to demonstrate divergence for all the rings studied when K ≤ n− 1.

Next, we evaluate the efficiency of our models in terms of solving time and number of solved
instances, with a particular focus on the impact of offset-based symmetry breaking on the
initial configurations for both convergence and divergence. Table 1 in Appendix A reports the
average solving times for each graph size for the INI and and OE models both for convergence
and divergence, while Figure 3 illustrates a per-instance comparison between both models.
Overall, the results show that OE achieves a considerable improvement in solving time. This
trend is strongly supported by the PAR(1)5 results, where OE achieves an improvement
of 16, 707% (20, 53% for convergence and 12, 85% for divergence) on the whole benchmark
with 12 solved additional instances for convergence and divergence. More specifically, OE
enhances convergence performance with a reduction in PAR(1) from 23.42× 104 s for INI to
20.84× 104 s (11, 01%) and four more additional solved instances (respectively, 84 vs. 88),
while in divergence detection the PAR(1) decreases significantly from 20.07× 104 s under
INIDIV to 13.69× 104 s under OE (31, 78%), with eight more solved instances (91 vs. 99).
This indicates that OE is effective for evaluating the self-stabilization of an asynchronous

4 This threshold corresponds to the worst-case stabilization time of the K-state algorithm when K ≥ n.
Indeed, it has been proven that if K ≥ n, then the stabilization time is at most 3n(n−1)

2 moves [1].
Now, any upper bound on moves is also an upper bound on steps, since a step consists of one or more
moves. This tight upper bound on moves established in [1] is also tight for steps, as it is witnessed by
the existence of a fully sequential execution that matches the bound.

5 For a set of benchmark instances, the PAR(k) score is defined as the sum of solving time, where instances
not solved within the time limit are penalized with k times the timeout.
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15 ✓ ✓ ✓ ✓ ✓ ⟳ - -
14 ✓ ✓ ✓ ✓ ✓ ⟳ - -
13 ✓ ✓ ✓ ✓ ✓ ⟳ - -
12 ✓ ✓ ✓ ✓ ✓ ⟳ - -
11 ✓ ✓ ✓ ✓ ✓ ⟳ - -
10 ✓ ✓ ✓ ✓ ✓ ⟳ - -
9 ✓ ✓ ✓ ✓ ✓ ⟳ - ⟳
8 ✓ ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳
7 ✓ ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳
6 ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳
5 ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳
4 ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
3 ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
2 ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳

K

n
3 4 5 6 7 8 9 10

Figure 2 Convergence and divergence
results of K-state algorithm under dis-
tributed unfair daemon.

Figure 3 Solving time (s) Comparison of initial (INI)
and offset-based (OE) models for convergence (CNV)
and divergence (DIV) in logarithmic scale.

token circulation. Finally, we also illustrate the evolution of solving time with respect to
n and K in the 3D surfaces in Figure 5 (refer to Appendix A). Across convergence and
divergence, OE surfaces remain consistently lower, indicating more scalable and efficient
solving behavior and confirming the previously observed trends. Furthermore, it enables us
to solve particularly challenging instances (i.e., for n = 7) that were previously out of reach.

7.3 Revisiting Self-Stabilization Under Restricted Daemon Assumptions
Next, we study results on the observed behavior of the generated instances under restricted
daemon assumptions and show how these observations can be used to derive formal results
relative to the self-stabilizing behavior of K-state algorithm. Notably, we will try to address
the challenges raised in Section 6 by exploiting structural insights obtained from the analysis
of solver-produced assignments. More specifically, we want to determine (i) whether there
exists non-synchronous executions that diverge for any directed rooted ring of size n when
K = n− 1; and (ii) whether there exists non-central (i.e., non-sequential) executions that
diverge for any directed rooted ring of size n when K < n−1. To address these questions, we
generated the instances for ring sizes n ranging from 3 to 10 nodes under the non-synchronous
and non-central settings, varying the number of states K from 2 to 15, totalling 448 instances.

First, we recall that, as established in [2], when K = n− 1, there exists a synchronous
execution of K-state algorithm that never converges. This raises the question of whether
non-synchronous executions can also diverge when K = n− 1. Our experimental results show
that, under a non-synchronous daemon, only convergence occurs for ring sizes ranging from
3 to 7 (refer to Figure 4b in Appendix A). These solver-generated results already provide
several counterexamples to the above question: when K = n− 1, divergence does not occur
for every ring size under non-synchronous executions. Consequently, the divergence result
obtained for synchronous executions in [2] does not extend to this setting. Although the
solver results already establish this result, we additionally provide a formal argument in
the following theorem by showing that the smallest instance, with n = 3 and K = 2, is
convergent.

▶ Theorem 3. The K-state algorithm does not diverge on every directed rooted ring of size
n for K = n− 1 under a non-synchronous daemon.
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Next, it is worth recalling that, as outlined in [2], when K < n−1, there exists a sequential
execution of the K-state algorithm that never converges. This raises the question of whether
non-sequential executions can also diverge when K < n− 1. Our experimental results show
that divergence indeed occurs under a non-sequential daemon (see Figure 4c in Appendix A).
By analyzing the assignments produced by the solver, we observed that the detected cycles
can in fact be synchronous.

Motivated by this observation, we generated the corresponding instances under a syn-
chronous daemon (totaling 224 instances) in order to investigate whether the result could
be generalized in this setting. This approach is particularly convenient since the analysis
of patterns under a synchronous daemon is simpler, as all enabled processes are activated
at each step. Our intuition is confirmed by solver assignments exhibiting divergence under
a synchronous daemon when K < n− 1 (see Figure 4a in Appendix A). Consequently, we
establish in the following theorem that the K-state algorithm diverges on any directed rooted
ring of size n for K < n−1 under a synchronous daemon. The result for the original question
then follows directly, since the synchronous daemon is a particular case of a non-sequential
daemon, as stated in Corollary 1.

▶ Theorem 4. The K-state algorithm diverges on every directed rooted ring of size n for
K < n− 1 under a synchronous daemon.

▶ Corollary 1. The K-state algorithm diverges on every directed rooted ring of size n for
K < n− 1 under a non-sequential daemon.

8 Conclusion

In this paper, we presented a formal approach based on propositional satisfiability to
analyze the self-stabilizing behavior of the asynchronous K-state algorithm of Dijkstra. By
representing the algorithm’s states and its execution as logical constraints, we demonstrated
how SAT solvers can be used to prove the self-stabilization of an asynchronous distributed
system or, conversely, to produce a counterexample. This framework allowed us to rigorously
study the self-stabilization of the K-state algorithm, taking into account different values for
K and different ring sizes. Furthermore, we introduced offset-based symmetry breaking on
initial configurations to enhance solver efficiency and we extended the study to restricted
daemon assumptions to address open challenges.

As future work, it would be interesting to deepen the analysis of the non-synchronous
case. In particular, we conjecture that the algorithm is always self-stabilizing under a
non-synchronous daemon for any directed rooted ring of size n when K = n−1, as supported
by our experimental results. Proving this conjecture, or identifying divergence executions
that are both non-sequential and non-synchronous, could provide further insight into the
self-stabilization behavior of the algorithm. Furthermore, it would be relevant to extend
our work to the two other token circulation algorithms proposed by Dijkstra, namely, the
3-state and 4-state algorithms, which remain relatively understudied in the literature [14, 22].
More generally, our study could be also extended to other distributed algorithms in the
asynchronous setting such as asynchronous unison [12], spanning tree constructions [9],
waves algorithms [11], leader election [13] in the atomic-state model (as in the present
paper) or more general ones including the link-register model and the message-passing model.
These perspectives pave the way for a better understanding of synchronization dynamics in
complex distributed systems, particularly in the asynchronous context, through the lens of
satisfiability.
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A Appendix

Table 1 Average solving times for detecting convergence (CNV) and divergence (DIV) over all
periods for different graph sizes n for the initial model (INI) and the offset-based model (OE). The
symbols ✓ and ⟳ indicate results computed over convergent and divergent instances respectively.
For sizes where instances were not solved within the timeout, the number of solved instances is
indicated in brackets “[]”, and the average solving time is reported over these instances. The best
results are highlighted in bold, first with respect to the number of solved instances, and then with
respect to the average solving time.

n CNV DIV
INI OE INI✓ OE✓ INI OE INI⟳ OE⟳

3 0.007 0.005 0.007[13] 0.005[13] 0.051 0.006 0.001[1] 0.001[1]
4 0.451 0.256 0.526[12] 0.299[12] 0.885 0.199 0.001[2] 0.001[2]
5 15.221 11.117 19.372[11] 14.138[11] 40.628 4.272 0.013[3] 0.009[3]
6 351.097 145.012 491.477[10] 202.908[10] 445.659 66.324 0.296[4] 0.358[4]
7 2627.773[9] 2104.753 5910.147[4] 3270.856[9] 3014.255 493.034 0.476[5] 0.797[5]
8 60.425[6] 44.251[6] – – 4.332[6] 2505.653 4.332[6] 4.506[6]
9 268.770[7] 476.749[7] – – 32.128[7] 7.922[7] 32.128[7] 7.922[7]
10 269.548[6] 73.350[5] – – 32.487[8] 33.968[8] 32.487[8] 33.968[8]

Table 2 Average number of generated variables (#var) and clauses (#cl) for detecting convergence
(CNV) and divergence (DIV) across graph sizes n.

n CNV DIV
#var #cl #var #cl

3 1343 2788 1582 3221
4 3563 7552 4193 8777
5 7440 15895 8745 18506
6 13365 28708 15705 33461
7 21805 46996 25617 54809
8 33205 71731 39002 83684
9 48092 104002 56462 121337
10 66759 144558 78369 168679

15 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
14 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
13 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
12 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
11 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
10 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
9 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ⟳
8 ✓ ✓ ✓ ✓ ✓ ✓ ⟳ ⟳
7 ✓ ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳
6 ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳
5 ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳
4 ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
3 ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
2 ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳

K

n
3 4 5 6 7 8 9 10

(a) Synchronous.

15 ✓ ✓ ✓ ✓ ⟳ - - -
14 ✓ ✓ ✓ ✓ ⟳ - - -
13 ✓ ✓ ✓ ✓ ⟳ - - -
12 ✓ ✓ ✓ ✓ ⟳ - - -
11 ✓ ✓ ✓ ✓ ⟳ - - -
10 ✓ ✓ ✓ ✓ ⟳ - - -
9 ✓ ✓ ✓ ✓ ✓ - - -
8 ✓ ✓ ✓ ✓ ⟳ - - ⟳
7 ✓ ✓ ✓ ✓ ✓ - ⟳ ⟳
6 ✓ ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳
5 ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳
4 ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳
3 ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
2 ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳

K

n
3 4 5 6 7 8 9 10

(b) Non-synchronous.

15 ✓ ✓ ✓ ✓ ⟳ - - -
14 ✓ ✓ ✓ ✓ ⟳ - - -
13 ✓ ✓ ✓ ✓ ⟳ - - -
12 ✓ ✓ ✓ ✓ ⟳ - - -
11 ✓ ✓ ✓ ✓ ⟳ - - -
10 ✓ ✓ ✓ ✓ ✓ - - -
9 ✓ ✓ ✓ ✓ ⟳ - - ⟳
8 ✓ ✓ ✓ ✓ ✓ - ⟳ ⟳
7 ✓ ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳
6 ✓ ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳
5 ✓ ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳
4 ✓ ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
3 ✓ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳
2 ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳ ⟳

K

n
3 4 5 6 7 8 9 10

(c) Non-sequential.

Figure 4 Convergence and divergence results of K-state algorithm under synchronous, non-
synchronous, and non-sequential daemons for different graph sizes n = 3..10 and periods K = 2..15.
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(a) CNV – INI. (b) CNV – OE.

(c) DIV – INI. (d) DIV – OE.

Figure 5 Evolution of solving times (s) for INI and OE for convergence (CNV) and divergence
(DIV) with respect to ring size n and period K.
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