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—— Abstract
Multi-Armed Bandit (MAB) mechanisms have proven effective for adaptive heuristic switching in
modern CDCL SAT solvers, with Kissat_ MAB and its variants demonstrating strong performance
in recent SAT Competitions. However, while strategies like the Luby series generate restarts with
high duration variability, standard bandit models treat each restart as a homogeneous unit. This
mismatch can bias credit assignment and lead to suboptimal exploration—exploitation trade-offs
between short and long restarts. In this paper, we study MAB-based heuristic selection under
variable-duration restart policies and propose a duration-aware modification to both bandit feedback
and selection mechanisms. Our approach normalizes and conditions rewards on the restarts and
adapts exploration and exploitation accordingly, thereby better aligning bandit updates with the
solver’s restart dynamics.
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1 Introduction

The Boolean satisfiability problem (SAT) is a canonical NP-complete problem, serving as a
foundational tool for verification, planning, and combinatorial optimization [6], among others.
Modern state-of-the-art SAT solvers are predominantly based on the Conflict-Driven Clause
Learning (CDCL) framework [28]. Within this framework, the branching heuristic — the
mechanism for selecting the next decision variable and its polarity — is a critical determinant
of solver performance. For two decades, the Variable State Independent Decaying Sum
(VSIDS) heuristic [26] has been the dominant branching heuristic in CDCL solvers. However,
more recent advancements, such as Conflict-History Based (CHB) [17] and Learning-Rate
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Based (LRB) [18] heuristics, have shown significant competitiveness. Crucially, no single
heuristic dominates across all problem domains, which has motivated the development of
adaptive selection mechanisms [19].

Modern solvers, such as MapleCOMSPS [20], CaDiCalL [3], and Kissat [5], typically integrate
multiple heuristic branching strategies to enhance adaptability and leverage frequent restarts
to better exploit learned knowledge. Kissat_MAB augments this by casting heuristic selection
at restarts as a Multi-Armed Bandit (MAB) reinforcement learning problem [8, 31]. In this
paradigm, the solver selects a heuristic (i.e., an “arm”) at the beginning of each restart,
executes the restart using the selected heuristic, and updates the heuristic’s reward based
on the observed progress. This allows the solver to dynamically choose a relevant heuristic
at each restart while balancing exploration and exploitation. Since 2021, Kissat_MAB and
its variants have consistently been ranked among the top solvers in the SAT Competitions?,
notably winning the Main Track in 2021 and 2025 with a wide margin [8, 11, 32]. Similar
approaches have also been developed independently in the context of Constraint Programming
(CP) solvers [7, 14, 27, 29, 30].

Yet, despite their success, current MAB mechanisms implemented in these solvers typically
treat all restart rounds as uniform episodes when updating heuristic rewards and selecting an
arm. In practice, however, restarts vary significantly in duration (e.g., in terms of conflicts).
This variability is inherent to the design of restart strategies, particularly the widely used Luby
series [24], which deliberately produces restarts with highly variable duration. Consequently,
the absence of temporal awareness in MAB-based heuristics introduces a significant bias:
heuristics applied during shorter, potentially less informative restarts are weighted identically
to those employed during long, highly productive restarts. This imbalance distorts reward
assignment and arm selection, potentially leading to sub-optimal heuristic choices.

In this paper, we analyze the bias introduced by variable restart duration and propose
a duration-aware reinforcement learning approach. By normalizing rewards relative to
the search effort expended during each restart, we ensure a fairer comparison between
heuristics, leading to more robust selection decisions. Experimental results on the Main
Track benchmarks from SAT Competition 2023—-2025 show that our approach consistently
improves upon highly competitive solvers. These performance gains, particularly with respect
to AE_Kissat_MAB [11], which won the 2025 SAT Competition by a large margin, constitute
a significant advancement over the state of the art.

In this context, it is important to emphasize that improving a solver of this caliber is an
arduous task. Indeed, such solvers are highly sophisticated, and even minor modifications
often result in significant performance degradation, as first noted in [1] and then restated
in [17, 25]: “Improving SAT solvers is often a cruel world. To give an idea, improving a
solver by solving at least ten more instances (on a fized set of benchmarks of a competition)
generally shows a critical new feature. In general, the winner of a competition is decided
based on a couple of additional solved benchmarks.”

The remainder of this paper is organized as follows: Section 2 provides the necessary
background; Section 3 analyzes the duration-induced bias in the MAB framework; Section 4
details our duration-aware scoring mechanism; Section 5 presents experimental results and
ablation studies; and Section 6 concludes with directions for future work.

2 https://satcompetition.github.io/
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2 Preliminaries

2.1 Satisfiability

Let X ={z1,...,2z,} be a set of Boolean variables. A literal is either a variable z; or its
negation —z;. A clause C; is a disjunction of literals, and a propositional formula ¢ in
conjunctive normal form (CNF) is a conjunction of clauses, i.e.,

o= NC, =\t

j=1 Lec;

An assignment is a mapping o : X — {0,1} and can be represented as a set of satisfied literals.

An assignment « satisfies a clause Cj if at least one literal in Cj is evaluated as true under «,
and satisfies ¢ if it satisfies all its clauses. Given a CNF formula ¢, Satisfiability (SAT) is
the canonical NP-complete problem [10] which consists in determining whether there exists
an assignment « which satisfies ¢. In such a case, we say that ¢ is satisfiable and that « is a
model of ¢; otherwise, it is unsatisfiable.

2.2 Branching Heuristics

Modern state-of-the-art SAT solvers are typically based on the Conflict-Driven Clause
Learning (CDCL) framework. These solvers perform a search that can be viewed as a traversal
of a binary decision tree over possible variable assignments. At each node, a branching
variable is selected and assigned a truth value. Boolean Constraint Propagation (BCP) is
then applied to deduce the implications of the current partial assignment. When a conflict
is encountered, the solver performs conflict analysis to learn a new clause, and backtracks
non-chronologically [28, 26]. In modern CDCL solvers, the branching heuristic selects the
next decision variable to branch on in the search tree. This selection plays a crucial role in
shaping the search trajectory and directly impacts the quality of learned clauses.

Modern solvers rely on activity-based heuristics, in which variables involved in recent
conflicts receive higher scores and are preferred for future decisions. The most classic and
widely used heuristic is the Variable State Independent Decaying Sum (VSIDS) [26] and
its variants eVSIDS in MiniSAT solver [12]. More recent alternatives, such as the Conflict
History Based (CHB) heuristic [17] and its Learning Rate Branching (LRB) variant [21] have
shown to be competitive across different benchmark families. In practice, these heuristics
exhibit comparable performance, and no single heuristic consistently dominates across all
instances [8]. This observation motivated approaches that adaptively switch between a
portfolio of heuristics during the search, presented in the following sections.

2.3 Restart Policy

Modern CDCL SAT solvers periodically restart their search, i.e., they periodically abandon
the current search tree and restart to construct a new one, which helps to avoid heavy-tail
phenomena and thus improves both their robustness and performance [16]. Although various
restart strategies can be employed, the dynamic Glucose restarts policy based on the literal
block distance (LBD) of learned clauses [1] and the non-uniform restart scheme based on the
Luby restart policy [24, 12] have become the standard in top competitive solvers, as they
have shown to be highly effective. More specifically, let L(i) with i > 1 denote the i*" term of
the Luby series, which can be represented as a sequence L = (1,1,2,1,1,2,4,1,1,2,4,8 ...),
where each term is formally defined as:
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=42 =y 1)
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L(Gi—2F141), 2k1<ji<2k 1.

In practice, a solver chooses a unit (e.g., C conflicts) and restarts after C'x L(7) units in the
i-th restart. Since L(7) varies substantially, restarts naturally have different durations, which
is already shown to highly impact solver behavior in [13]. Specifically, the state-of-the-art
Kissat [5] solver switches its search between the focus and the stable mode. It uses the
Luby restart policy in the stable mode and the LBD based restart policy in the focus mode.

2.4 Multi-Armed Bandit for SAT

Following the restart-based heuristics switching scheme described in [8], the Multi-Armed
Bandit (MAB) mechanism for SAT treats each restart as one bandit trial. The arm set A
contains the possible branching heuristics for the next restart (e.g., A = {VSIDS,CHB}). At
the beginning of restart ¢, the bandit selects an arm a; € A, the solver runs with that
heuristic until the next restart, and a scalar reward ry(a;) is computed and used for the
next arm selection. The first solver employing such a mechanism, implemented on top of
Kissat [5] and named Kissat_MAB [9], is highly efficient, and won the Main Track at the 2021
SAT competition. Later variants have also performed strongly, such as AE_Kissat_MAB [11],
winner of the Main Track at the 2025 competition.

These MAB-enhanced solvers instantiate the bandit selection with Upper Confidence
Bound (UCB) strategies [2, 8] for dynamic heuristic switching. More formally, let n; , be
the number of times arm a has been selected after the completion of restart ¢, and let R, ,
be the cumulative reward obtained by arm a after the restart . The UCB score used by
current MAB-enhanced solvers after restart ¢ for arm a is computed as follows:

UCBy(a) = Bta . [, 100

Nt,a Nt.a

(2)

where the first term on the right enables exploitation by favoring highly-rewarded arms in
previous restarts, while the second term enables exploration by favoring the arms less often
selected, with ¢ denoting a positive exploration coefficient. The solver thus selects the arm
a¢41 for next restart with the highest UCB; score:

Gt41 = aIgMAX UCBy¢(a) (3)

Hereafter, we describe the reward mechanisms and other details implemented in two top
competitive solvers using this mechanism, namely Kissat_MAB and AE_Kissat_MAB.

Kissat_MAB [8]. In this solver, the reward for the heuristic gained from restart ¢ is defined
as follows:
v logz(decisionst) @)
" decidedVars;
where decisions, denotes the number of decisions made (i.e., the number of branches) during
restart ¢, while decidedVars; denotes the set of variables decided (i.e., branched on) at a
branching node of the search tree. This reward favors the heuristic that focuses on a small
set of decided variables, thereby leading to the discovery of higher-quality conflicts. The
ideal case is that the subset of variables decided in the left sub-tree is the same as the subset
of variables decided in the right sub-tree, so that the clauses learned in the left sub-tree are
more useful in the right sub-tree. Also, we note that the exploration coefficient ¢ is fixed to
a constant value 4 in this solver.
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AE_kissat_MAB [11]. This solver adopted the reward mechanism from [23]. The reward
for the heuristic gained from restart ¢ is defined as follows:

Do log,(decisions)

= log,(conflicts, ) ®)
where decisions; is the same as in Equation (4) and conflicts; is the number of conflicts
derived during restart t.

Furthermore, the solver introduces an adaptive design for the exploration coefficient
through momentum estimation. To this end, a sliding window of length k£ = 10 is used to
track recent performance. The average gain within this window R}V is defined as follows:

t
RY =5 30 e ©)
k
t/

ik Ny N,
Then, R} is compared to the latest updated average reward to set the momentum momy:

1, t=0
Rt,at

Nt,ay

>RY (7)

0.9 *x mom;_1, otherwise

momy <— { 1.1 x momy_1,

The exploration coefficient is thus adapted dynamically with respect to the momentum
as shown below. Intuitively, when recent gains are above average, the momentum grows and
the solver tends to exploit because the exploration term is reduced; otherwise, momentum
decays to encourage more exploration.

4
" ) ®)

3 Duration-Induced Bias in MAB for SAT

Existing MAB-based solvers typically treat each restart as an equivalent discrete round.
However, the Luby restart series induces a highly skewed distribution of restart durations. By
ignoring this variability, classic selection rules introduce a temporal bias that misrepresents
the true efficiency of the chosen heuristic. In this section, we analyze how the duration of
restarts affects MAB reward assignment, and then formulate the key challenges raised by
the lack of restart-duration awareness in existing MAB designs, which in turn motivates our
duration-aware MAB variant.

Consider for instance two restarts: a short restart t; with Luby value L(ts) = v and
a long restart ¢, with L(t;) = ¢ x v, where ¢ € {2" | n € NT}. Let the budget of the
short restart correspond to Cj conflicts, then the long restart would derive Cy = ¢ x C
conflicts. The number of conflicts C' scales approximately proportionally to the number
of decisions, denoted by N, i.e., C =~ p x N for some constant 0 < p < 1, under a stable
regime. Let N; and N, denote the number of decisions made during the short and long
restarts, respectively. Under the aforementioned assumption of a stable regime, the ratio
N¢/N; should be approximately equal to the ratio of their Luby values, i.e., Ny/N; = q.

Assuming these two restarts have the same decision quality under the reward designer’s
intent, their rewards should be comparable; we therefore analyze and compare their rewards
under the Decision-Variable reward mechanism (Eq. (4)) below:

1 N, 1 N,
ro= 2l o, De( )
s l
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where ds and dy denote the number of distinct variables decided during the short and long
restart, respectively. In the ideal case, one may expect ds & log,(Ns) and dy = log,(Ny),
which would yield rs ~ ry = 1. In contrast, in a pessimistic regime where ds ~ Ng and
d¢ = Ny = q X N; (i.e., every decision branches on a new variable), we get:

o~ 0z (N) v logy(Ne) _ 10g5(q) + log, (NVs)
° Ny 7 Ny q-Ns

(10)

Consequently, the long restart is down-weighted by roughly a factor of q, and obviously
r¢ < Ts in the pessimistic regime. In the general case, suppose the long restart behaves like ¢
consecutive segments of length Cs with comparable decision quality, and that each segment
should decide about dg distinct variables. Due to overlap between consecutive segments, we
expect the long restart to decide dy &~ p X ds distinct variables for some p € [1,¢]. Eq. (9)
then implies:

re _ logy(g) +logy(Ns) 1

~ .= 11
Ty logy (Ns) P (11)

showing that the relative preference between short and long restarts depends on the overlap
factor p during the search process. In particular, a long restarts receives a lower score than a
short restart (i.e., 7y < rs) whenever we have:

log, (Ny) ~ 14+ log,(q)

log, (Ns) - log, (NVs) 12)

For instance, let Ny = 100 and Ny = 200. When a long restart makes twice as many
decisions but decides only 15% more distinct variables (d; > igizggg; x ds ~ 1.15 x dy), it
is assigned a smaller reward than the short restart, all else being equal. The bias is even
more pronounced when N, = 400: here, a long restart making four times as many decisions
but deciding 30% more distinct variables is still viewed as less “successful” by the bandit,
highlighting a clear misalignment between reward and search progress.

A similar duration-sensitivity also arises when using the Decision-Conflict reward mech-

anism (Eq. (5)). For the same setting, Eq. (5) entails:

- logy (Ns) re = logy (IVy)
logy(Cs)’ logy (g x Cs)

(13)

Then, we can make the length effect explicit by comparing the ratio ry/r, as follows:

Te logy (g x Cs/p) x logy(Cs) (14)
rs  logo(Cs/p) x logy(g x Cs)

C’;f > 1 (recall p ~ g ),

s

By construction, 7y = r5 for ¢ = 1. Under the constraints 0 < p < 1,
the partial derivative of this ratio with respect to g is:

o _ logy(1/p) x 10gy(Cs)

9g ¢ x1n(2) x logy(Cy/p) x (logy(q x C))?

< 0. (15)

This strictly negative derivative implies that ry/rs < 1 for all ¢ > 1. Consequently, even
when the conflict—decision ratio remains stable, this reward mechanism systematically assigns
a lower reward to longer restarts. This pessimistic bias is exacerbated as ¢ increases, as the
reward ratio :—é monotonically vanishes toward zero, further penalizing longer computational
episodes.
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These two simple analyses highlight that, when restarts have very different durations,
the raw reward can over- or under-emphasize long restarts in ways that are not directly
tied to heuristic quality. This suggests that, although MAB-based switching works well in
practice, it may not operate exactly as intended: the duration of a restart can implicitly
influence the policy’s decisions. To better understand and improve MAB-based switching
under variable-duration restarts, we therefore raise the following fundamental questions about
how the duration of restarts should affect heuristic selection:

(i) Reward Handling: When restarts have very different durations, are their rewards
comparable under existing algorithms? Should each restart contribute equally to the
empirical mean, or should longer restarts carry more weight to the average reward?

(i) Temporal Granularity: Should the utilization of a heuristic be measured by its
selection frequency, or should it be indexed to the cumulative computational effort (e.g.,
the number of conflicts) it drives during its execution?

(iii) Strategic Duration-Awareness: Given that long and short restarts serve distinct
functional roles — facilitating local intensification and global diversification, respectively
— should the duration of an impending restart influence the selection of the heuristic?
Furthermore, what mechanisms can effectively calibrate heuristic selection to match
these varying computational budgets?

4 Duration-Aware MAB

In this section, we address the aforementioned challenges by proposing a duration-aware
MAB strategy for SAT solving. Our approach introduces a synchronized reward mechanism
and exploration rule, specifically engineered to neutralize the bias inherent in the non-uniform
structure of Luby-style restarts.

4.1 Duration-Aware Reward

We now define a duration-aware reward that makes rewards comparable across restarts of
different Luby durations and allows us to explicitly regularize overly long restarts. Let CY
denote the base restart unit and the Luby value L(t) defining the ¢-th restart duration. We
formalize a restart of duration L(t) x Cj as a sequence of m; = L(t) contiguous segments,
each of uniform length C%. Our duration-aware segmentation is designed to neutralize the
statistical bias inherent in varying restart durations. Specifically, under stable solver behavior,
the reward attributed to a long restart should remain commensurate with the average reward
of its constituent segments. Moreover, when aggregating rewards, we mitigate duration-driven
distortion by weighting each restart proportionally. Concretely, we define our duration-aware
reward in three steps to realize these objectives.

First, let decisions; and conflicts; be the numbers of decisions and conflicts observed in
restart t. We normalize the reward for restart ¢ as follows using its number of segments m;.
log,(decisions; /m;)

norm __
Tt

16
log,(conflicts; /my) (16)
Intuitively, Eq. (16) computes the same log-ratio reward as in Eq. (5), but a long restart is
not systematically disadvantaged.

Let T;(a) denote the set of restarts where arm a was selected prior to restart ¢. We

Zfeﬂ(a) M T2

mr
TETt(a)
longer restarts could contribute more appropriately to the heuristic selection process. In our

computed a segment-weighted average reward for arm a as : , so that
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preliminary experiments, we found that this linear weight m, produced an over-correction :
the bandit became overly biased toward longer restarts, which reduced search diversity and
caused certain heuristics to dominate the search budget.

To moderate this effect, we introduced a duration-dependent logarithmic damping term
log(m,) + 1:

pen T?Orm (17)
'7‘ = 0
t logy(my) +1
Note that we use +1 in log(m,) + 1 to ensure a non-zero denominator for m, = 1. Then, we

define the duration-aware weighted mean reward for arm «a as :

) Srenmert
ZTETt(a) mr

(18)

Note that by combining Eq. (17), m, r2°™ in Eq. (18) is in fact oaim gt X e The
sub-linear reward scaling factor Wﬁﬁ allows the solver to value longer restarts more
than shorter ones, but at a diminishing rate that prevents “runaway” bias toward very long
restarts, which is different from existing MAB frameworks that rely on a simple arithmetic

mean that treats each restart 7 as an equivalent unit regardless of its duration.

4.2 Duration-Aware Exploration

Consider the Luby series (1,1,2,1,1,2,4,...). Suppose the solver is about to enter the 7-th
restart with L(7) = 4. With a base restart unit of Cp conflicts, the upcoming restart budget
is L(7) x C, = 4 x Cp. Crucially, this 4 x C} budget is the same as the total budget of
four short restarts with L(-) = 1. However, under the standard UCB accounting n, , as the
number of times arm a has been selected, these four short restarts contribute four equivalent
“trials” to the exploration term, while selecting an arm once in restart 7 accounts only for
one trial despite affecting the same total search budget as these previous trials.

This mismatch motivates length accounting at the right time scale in MAB selection:
selecting an arm in restart ¢ should increase its effective trial count by m; = L(t), so that
interval 7 contributes 4 trials, matching the evidence accumulated across four restarts with
budget 1. Consequently, following the same aggregation idea as the weighted average reward
in Eq. (18), we propose to consider the total number of trials as the total number of segments
elapsed so far, i.e., Zle m;, instead of total number of restarts, and measure how much an

arm has been explored by the total number of segments it has controlled, i.e., Y ) M-

T7€T(a
Duration-Aware Exploration Term. The duration-aware exploration term using the number
of segments, instead of the number of restarts as in Eq. (2), is defined in Eq. (19). The term
uses two dynamic coefficients: ¢; for favoring exploitation in long restarts and momj**™ for
boosting exploration, which will be described below.

1“(22:1 mi)

duration
t (a)
2reTi(a) M

exp = | ¢ X mompPer™ x (19)

Adaptive Exploration Coefficient. In existing MAB frameworks (see Eq. (2)), the exploita-
tion (mean reward) and exploration terms are essentially decoupled. Achieving an optimal
balance typically requires manual calibration of the exploration coefficient c¢. However, the
ideal value for c is highly problem-dependent; a static coefficient often fails to generalize across
diverse instances, making hyperparameter tuning a delicate and labor-intensive process.
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To address this, we propose a self-adaptive mechanism that dynamically links the coeffi-
cient ¢ to the observed mean rewards across all arms and the upcoming restart duration
my4+1. By internalizing this balance within the reward signal, our approach eliminates the
need for manual adjustment. The adaptive coefficient ¢} is formally defined as follows:

C/ _ ZaEAﬂt(a) 4
! | Al logy (my41) +1

(20)

In Eq. (20), the adaptive exploration coefficient ¢} is modulated by two distinct factors. The
first term (the left factor) normalizes the exploration scale relative to the average reward
magnitude across all heuristics in A, ensuring that the exploration-exploitation balance
remains invariant to the absolute scale of the reward signal. The second term (the right
factor) serves as a duration-dependent disincentive for exploration. By inversely scaling the
coefficient with the upcoming restart duration m;1, we systematically reduce the probability
of exploration before long restarts. This mechanism acts as a risk-averse safeguard, preventing
the solver from committing a substantial computational budget to potentially suboptimal
heuristics during extended search phases. In other words, if the next restart is long, then
the heuristic with high rewards in the past is favored for exploitation, because higher m;, 1
reduces ¢, and therefore the exploration term.

Momentum for Boosting Exploration. The coefficient momj}°™ is inspired by the mo-
mentum design in Eq. (7) [11], but has two major differences. First, momp°™ is more
sensitive because it utilizes individual rewards per restart for comparison rather than the
average rewards in [11]. Second, higher mom?°™ favors exploration, while higher momentum
in [11] favors exploitation. Concretely, we first define the sliding-window average reward

R}—"°™" as follows:

t
1
R}Y\/inorm — E Z r?/orm (21)
t'=t—k
Then, momj*™ is initialized to 1 and then updated after every restart as follows:
L, t=0
mOm?Orm — 1.1 x mom?ﬂrlm7 T?Orm > Ryvinorrn (22)

0.9 x momj°{™, otherwise

Note that rf°™ is not a mean as in Eq. (7), but a reward for a single restart. In our
framework, a higher value of r}°"™ yields a correspondingly larger mom?°™, which in turn
amplifies the exploration probability (See Eq. (19)). This mechanism serves to counteract
stagnation in local minima, which can occur when a heuristic receives persistently high

rewards by repeatedly resolving the same sub-problems without making global progress.

4.3 UCB Framework

Combining the weighted mean reward fi;(a) defined in Eq. (18) and the duration-aware
exploration term exp{"#%°% (q) defined in Eq. (19) using the adaptive coefficient ¢; in Eq. (20)

and the momentum momj°™ in Eq. (22), we obtain our duration-aware UCB formula:

UCB?uration(a) _ ﬁt(a) +exp(tiuration(a) (23)
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At the beginning of each restart ¢ 4+ 1, (where ¢ > |A|), the solver selects the arm a1 € A
maximizing the duration-aware UCB score based on the preceding t restarts as follows:

Gr41 = argmax UCB{™ation () (24)
ac

Overall, we keep the standard MAB-UCB framework used in [8] (exploitation term +
exploration term), but we make each component restart-duration-aware. Specifically, the
duration-aware rewards are more comparable across restarts, and the contribution of a restart
to the UCB score is weighted by its duration. In addition, the heuristic with high weighted
mean reward is encouraged in long restarts for exploitation, while exploration is encouraged
for short restarts.

5 Experimental Results

In this section, we describe our experimental setup and then evaluate the practical impact
of the proposed strategies, by first comparing our solver variants with the baseline solvers,
and then conducting ablation studies to quantify the contribution of each component of our
duration-aware MAB design.

5.1 Experimental Protocol

To assess the effectiveness of our duration-aware MAB design, we implement it independently

under two different reward schemes, and compare the obtained solvers with a set of solvers

described hereafter:
VSIDS and CHB, denote Kissat_4.0.2 and Kissat_4.0.2_CHB respectively, using single
heuristic in stable mode. Kissat_4.0.23 is a successor of Kissat_4.0.0, the winner of
the Main Track at the 2024 SAT competition [4]. It uses the VMTF heuristic in focused
mode for half of the time budget, and uses VSIDS only in stable mode. Kissat_4.0.2_CHB
is identical to Kissat_4.0.2, except that it uses CHB heuristic in stable mode instead
of VSIDS.
RR (Round Robin) solver, identical to Kissat_4.0.2, except that it alternates the heuristic
between VSIDS and CHB at every restart in stable mode. Note that under the Luby
restart policy, as the runs become long enough, the two heuristics will be used almost
equally, both in terms of the number of arm selections and budget.
DCycs, DCag (AE_Kissat_MAB) and DCpa, identical to RR, except that they select a
heuristic between VSIDS and CHB at every restart in stable mode, using the Decision-
Conflict reward mechanism (Eq. (5)). DCycp simply uses the original UCB formula design
with a static ¢ = 4. AE_Kissat_MAB [11] is the winner of the main track of the 2025
SAT Competition and, to the best of our knowledge, the strongest Kissat_MAB variant
on recent SAT Competition benchmark sets. DCps uses our Duration-Aware approach,
by adopting the UCB formula as specified in Eq. (24). The performance of DCpy reflects
the effectiveness of our approach.
DVuycs, DVAg and DVpa, identical to RR, except that they select a heuristic between
VSIDS and CHB at every restart in stable mode, using the Decision-Variable reward
mechanism (Eq. (4)). DVycp and DVag are identical to DCycp and DCag, respectively,
except that they use r?" (Eq. (4)) instead of rP¢ (Eq. (5)) to reward the heuristic in

3 https://github.com/arminbiere/kissat
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Table 1 Results on 2023-2025 benchmark sets (Solved counts and average PAR-2). UN denotes
UNSAT instances. Best values except VBSysips,cus in each column are indicated in bold.

Solver Main2023 Main2024 Main2025 Total
SAT UN ALL PAR-2 SAT UN ALL PAR-2 SAT UN ALL PAR-2 SAT UN ALL PAR-2
VBSvsips,cup 125 170 295 2929 163 164 327 2220 173 161 334 2107 461 495 956 2419

VSIDS 124 170 294 2977 157 163 320 2410 164 161 325 2437 445 494 939 2612
CHB 117 165 282 3324 159 161 320 2497 167 155 322 2491 443 481 924 2771
RR 121 169 290 3084 160 162 322 2427 169 157 326 2307 450 488 938 2606
DCuycs 122 168 290 3119 163 160 323 2379 170 154 324 2335 455 482 937 2611
DCag 122 167 289 3154 164 159 323 2365 174 153 327 2319 460 479 939 2612
DCpa 124 167 291 3039 164 162 326 2309 170 163 333 2149 458 492 950 2499
DVucs 120 163 283 3269 162 162 324 2421 172 146 318 2516 455 471 926 2736
DVag 122 168 290 3075 159 160 319 2461 163 161 324 2466 444 489 933 2667
DVpa 124 169 293 3038 158 163 321 2429 168 158 326 2320 450 490 940 2596

each restart. DVpy is identical to DCpa, except that it uses 72V (Eq. (4)) instead of rpor™
(Eq. (16)) in Eq. (17). The purpose of these three solvers is to evaluate the performance
of our Duration-Aware approach under a different reward scheme.

VBS (Virtual Best Solver) solver which specifically acts as a theoretical oracle which, for
each instance, selects the best performance among all candidate solvers. To provide a
comprehensive upper-bound analysis, we consider VBSysips,cap, which represents best
performance between VSIDS and CHB for each instance.

To eliminate the influence of extraneous strategies and specific solver bias, all aforemen-
tioned solvers are implemented on top of the same Kissat_4.0.2 codebase. In particular,
the implementations of CHB and all solvers employing hybrid heuristic policies in stable
mode are implemented on top of AE_kissat_MAB?, which is also implemented on top of
Kissat_4.0.2. The source codes of these solvers are available in the supplemental material,
with modifications restricted solely to the heuristic switching rules in stable mode.

We use the benchmark sets from the Main Track of the the last 3 SAT Competitions.
Each benchmark set contains 400 instances, for a total of 1200 instances. The experiments
were conducted on a platform equipped with Intel Xeon processors E5-2680V4 (2.4GHz)
running Linux. Experiments of each instance were restricted to a single CPU core with 30
GB of RAM, independently. All our tests follow the SAT Competition Main-track standard
protocols with a timeout of 5000 seconds for each instance. Solver performance is measured
in terms of the number of instances solved within the timeout and the PAR-2 (Penalized
Average Runtime 2) score. The PAR-2 score of a solver is the average solving time across
all instances, with the considered time of an instance not solved within the timeout being
twice the timeout (2 x 5000s). A lower PAR-2 score indicates superior efficiency and greater
robustness of the solver.

5.2 Overall Results

We evaluate each solver and summarize the number of solved instances and PAR-2 scores in
Table 1. Figure 1 is a cactus plot of all solvers, illustrating the cumulative number of solved
instances. Figure 2 reports a pairwise win-difference matrix over all 1200 instances. Each
instance contributes one “win” to the solver that is faster®. The distribution of results over a

4 https://satcompetition.github.io/2025/downloads/solvers/main/AE_kissat2025_MAB.tar.xz
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large number of instances provides a perspective beyond simple aggregate metrics such as
solved-instance counts or PAR-2, helping us better understand the performance differences
and stability between solvers.

Our analysis shows that VSIDS maintains a clear lead over CHB (+15 instances), particularly
in UNSAT domains. Interestingly, VSIDS and CHB exhibit strong diversity on SAT instances,
uniquely contributing 18 and 16 solved SAT instances to VBSysrps,cu B, respectively. Com-
paring the multi-heuristic switching solvers RR (Robin Round), DC (Decision-Conflict) and
DV (Decision-Variable) families against VSIDS, the SAT solved count in switching solvers
increases by +5 to 415 instances (about +1.1% to +3.4%). In contrast, the UNSAT solved
count decreases by —2 to —23 instances (approximately —0.4% to —4.6%). All switching
solvers from the DC family, except DCpa, remain close to VSIDS in both the number of
solved instances and PAR-2. All solvers within the DV family, except DVpa, show notable
performance degradation.

These results suggest that diversification of branching heuristics serves as a double-
edged sword in SAT solvers. While a judiciously applied hybrid strategy yields substantial
performance gains on SAT instances, improper implementation can severely compromise
robustness. This often leads to a significant loss of stability when solving UNSAT instances.
As illustrated by the win-difference matrix in Fig. 2, VSIDS outperforms its hybrid counterparts
in the majority of head-to-head comparisons. Such pairwise dominance underscores the
stability of classical heuristics. In contrast, hybrid strategies often introduce volatility,
demonstrating that while switching heuristics can expand the range of solvable instances, it
remains a fundamental challenge.

Notably, even the simple Round-Robin baseline, RR, achieves competitive results among
hybrid solvers in terms of solved instances and PAR-2. This observation supports our
core motivation: under the Luby restart policy, restarts exhibit highly variable durations.
These fluctuations introduce duration-induced bias, which distorts bandit reward signals
and triggers ill-advised exploration. Such noise causes the sophisticated design components
of prior MAB variants to deviate from their intended behavior, ultimately hindering the
potential of MAB-based heuristic switching.

Compared to both the standard UCB and AE approach, our duration-aware (DA) strategy
demonstrates a clear performance advantage. Within the DC family, DCpa solves 13 more
instances than DCycp and 11 more than DCa g, yielding PAR-2 reductions of 4.29% and 4.34%,
respectively. Similarly, in the DV family, DVpa outperforms its UCB and AE counterparts
by 14 and 7 instances, with corresponding PAR-2 improvements of 5.11% and 2.68%. In
summary, DCpa outperforms all baselines, solving 12 more instances (+1.3%) than RR and
reducing the total PAR-2 by 4.1%. DVpa also benefits from duration-awareness to secure the
second-best ranking. The performance of DVpa and other DV-based solvers confirm that
the DC (Decision-Conflict) reward schema provides a superior signal compared to the DV
(Decision-Variable) schema for hybrid heuristic switching.

Unlike earlier hybrid variants such as DCag, DCpa achieves these gains without sacrificing
performance on UNSAT instances compared to the single-heuristic VSIDS, enhancing perform-
ance while preserving robustness across both SAT and UNSAT domains. Critically, DCpa
approaches the theoretical upper bound of the two heuristics VSIDS and CHB, because its
performance is close to VBSysips,cus, in both solved instances (950 vs. 956) and PAR-2 (2499
vs. 2419). This suggests that our duration-aware approach is highly effective at identifying
the optimal heuristic for a given instance.
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Figure 2 Win-difference® matrix comparing
solvers pairwise over benchmark sets Main2023-
2025 with 1200 instances in total.

Figure 1 Cumulative number of solved in-
stances. Solvers are evaluated on 1200 in-
stances in total.

5.3 Duration-Aware MAB Behavior Analysis

To evaluate the advantages of the duration-aware approach, we analyze the structural
differences between the DV (Decision-Variable) and DC (Decision-Conflict) solvers by collecting
statistics on bandit arm selections. Figure 3 visualizes the usage ratio distribution of the
VSIDS branching heuristic across the solvers in these two families. Furthermore, Figure 4
compares the total number of restarts in stable mode against the number of actual heuristic
switches. Note that for all hybrid heuristic solvers except the Round-Robin (RR) baseline, a
restart may either retain the previous heuristic or trigger a switch to a different one.

We observe that for both DV and DC frameworks, the original UCB methods (DVycp and
DCycg) tend to concentrate their VSIDS usage ratio around 50%. Notably, the number of
restarts in these methods is almost linearly correlated with the number of heuristic switches,
maintaining a ratio near 1:1. This behavior closely mimics a Round-Robin strategy, which
explains why RR remains highly competitive among these solvers. Compared to the DC family,
solvers in the DV family are more prone to severe heuristic selection bias. As illustrated
in Fig. 3, while the VSIDS usage ratio for most cases in the DC family is well-distributed
around 0.5 and between 0.2 and 0.8, the DV family, except DVycp exhibits a significant
number of cases clustering at the extremes, i.e., either below 0.2 or above 0.8. We contend
that this distributional imbalance — characterized by the solver’s tendency to over-exploit a
single heuristic — erodes the diversity advantage inherent in hybrid strategies, explaining the
performance degradation observed in the DV family.

The solvers that employ our duration-aware approach (DCpa and DVpa ) exhibit interesting
behavioral traits. Fig. 4 reveals that these solvers frequently switch between the two heuristics
during the early stages of the search. However, they do not remain in a state of chaotic
oscillation; instead, our experiment shows that they gradually settle into a clear preference

between the two heuristics, demonstrating a refined credit assignment that matures over time.

This behavior of our duration-aware approach aligns perfectly with the underlying design
intuition of MAB: in the early stages, the solver maximizes diversity to explore the search
space; as the search progresses and restart durations increase under the Luby policy, the

5 The number in Entry(i,j) (row i, column j) is equal to (Faster(i,j) — Faster(j,1))/Solvable(i, §),
where Faster(i, j) represents the number of instances on which solver 4 is faster than solver j (including
those solved only by 7). Solvable(i, j) represents the number of instances solved by solver ¢ or solver j.
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Table 2 Results of ablation solvers on 2023-2025 benchmark sets (Solved counts and average
PAR-2). UN denotes UNSAT instances.

Solver Main2023 Main2024 Main2025 Total

SAT UN ALL PAR-2 SAT UN ALL PAR-2 SAT UN ALL PAR-2 SAT UN ALL PAR-2
DCucs 122 168 290 3119 163 160 323 2379 170 154 324 2335 455 482 937 2611
DCpa 124 167 291 3039 164 162 326 2309 170 163 333 2149 458 492 950 2499
DCuycg+norm 121 166 287 3205 162 162 324 2389 172 154 326 2331 455 482 937 2641
DCpa-weight 119 169 288 3136 160 164 324 2367 169 164 333 2180 448 497 945 2561
DCpa-avg 120 168 288 3106 162 162 324 2352 164 160 324 2354 446 490 936 2604
DCpa-dynC 120 168 288 3172 162 162 324 2398 165 158 324 2431 447 488 935 2667
DCpa-pen 121 169 290 3114 160 161 321 2427 170 158 328 2260 451 488 939 2600
DCpa-mom 120 168 288 3123 160 162 322 2402 167 159 326 2347 447 489 936 2624

solver concentrates its resources on the more adaptive heuristic. By duration-aware design,
our approach ensures that credit assignment remains robust, allowing the solver to transition
from broad exploration to decisive exploitation when the computational stakes are highest.

5.4 Ablation Experiments

To validate the contribution of each design component in our duration-aware approach, we
conduct an ablation study based on our best duration-aware solver DCpa by disabling one
component at a time. In particular,
DCycp+norn built on top of DCycg, solely introduces reward normalization (i.e., it uses
Eq. (16) instead of Eq. (5)) to the UCB framework.
DCpa -weight reverts weighted-average reward aggregation (Eq. (18)) and the exploration
term (Eq. (19)) to use the arm-selection count (rather than restart segments) as the
effective pull count, i.e., m, or m; is always 1 in Egs (18) and (19);
DCpa -dynC reverts the adaptive exploration coefficient ¢} aggregation (Eq. (20)) and ¢ is
fixed to a constant value 4 as in [8];
DCpa -avg only removes the normalization (the left term) of Eq. (20);
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Figure 5 Cumulative number of solved in-
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Solvers are evaluated on 1200 instances in total.
VBS denotes the best virtual solver among all
solvers presented on this figure.

DCpa-pen reverts the design of duration-dependent penalty reward mechanism 77"

(Eq. (17)) and directly uses r°™™ (Eq. (16)) in Eq. (18);

DCpa-mom disables exploration boosting by removing the momentum term momp°"™™

(Eq. (22)) from Eq. (19).

All these solvers in our ablation experiments can be regarded as transitional versions in the
evolutionary trajectory from DCycp to DCpa. Table 2 report the results of our ablation study.
Fig. 5 shows a cactus plot of cumulative number of solved instances with respect to solving
time over all the ablation variants. Overall, the results show that the full DCpa design is
necessary to realize the intended benefits of duration-aware switching and to achieve the best
balance on both solved instances and runtime.

Among the variants, although DCycp+norm introduces "™
improvement and even shows a degradation on its total PAR-2 score (+1.2%). This per-
formance degradation precisely motivates our design of r?°" (Eq. (17)). Removing the
duration-aware weighting and pull-count correction (DCpp-weight) improves performance
on UNSAT instances (5 more than DCpa, and 3 more than the best), but comes at the cost
of a noticeable drop in solved SAT instances (10 less).

Disabling the dynamic average-reward mechanism (DCpa-avg, or the whole dynamic
¢ design in DCpp-dynC) leads to a performance drop of 14 and 15 instances, respectively.
Nevertheless, DCpa-avg significantly outperforms DCpa-dynC and is 2.37% better than
DCpa-dynC in terms of PAR-2. Fig. 6 represents a scatter plot of the distribution of valid
heuristic switching among DCpa, and DCpa-avg and DCpa-dynC. As observed in the figure,
the performance degradation of DCpa-dynC stems from excessive heuristic switching. This
suggests the duration-dependent disincentive (the right factor in Eq. (20)) mitigates such
instability by suppressing high-risk exploratory actions.

In addition, removing either the penalty mechanism (DCpa-pen) or the momentum term
(DCpa-mom) highly degrades the performance (solved 12 and 11 instances less respectively),
underscoring their key role in controlling exploration during search. Empirically, these two
components are effective only when used together: the penalty promotes fair opportunities
for different heuristics at the reward level, preventing a single heuristic from dominating too
early, whereas momentum acts on the exploration side to prevent the search from getting
stuck and to sustain exploration when the search dynamics change.

into DCycp, it yields no
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Finally, we also evaluated some different combinations of these components and repeated
the ablation experiments using decision-variable rewards schema (Eq. (4)) instead of decision-
conflict rewards schema. Across all variants, the components exhibited qualitatively similar
effects on the MAB behavior, further supporting the conclusions of the ablation experiments
above.

6 Conclusion

In this paper, we addressed a key mismatch in MAB-based heuristic selection for modern
SAT solvers: under the Luby restart policy, standard reward feedback can mis-assign rewards
between short and long restarts, limiting the benefits of hybrid switching. Based on this
observation, we designed a duration-aware MAB-based mechanism that aims to better account
for and exploit the relationship between the duration of restarts and heuristic switching.
Our experiments on the resulting solver implementing this approach, called DCpys, show
that a duration-aware MAB-based heuristic selection brings a significant improvement over
state-of-the-art SAT solvers.

As future work, we plan to more tightly couple restart scheduling with heuristic switching.
Beyond using restart duration to guide heuristic selection, a natural extension is to adapt
the duration of subsequent restarts based on the observed performance of the currently
selected heuristic, enabling a joint co-adaptation mechanism. Moreover, current MAB-based
selection heuristics typically treat each restart as an independent trial and reward the used
heuristic accordingly. However, this assumption cannot fully capture the underlying solving
dynamics, since relevant information, such as learned clauses, is preserved across restarts.
It would therefore be relevant to incorporate mechanisms that account for cross-restart
dependencies when evaluating heuristic performance. More broadly, we intend to investigate
similar component-aware MAB strategies in optimization settings, and particularly within
modern Branch-and-bound solvers for MaxSAT [15].
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