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—— Abstract

Validating Automated Driving Systems (ADS) requires generating various kinematically executable

traffic scenarios. The grounding of qualitative descriptions into concrete trajectories is a combinatorial
task poorly addressed by learning-based methods. We propose SCENAGEN, a CP model operating on
qualitative explainable graphs (QXGs) to encode spatio-temporal relations between traffic entities.
Formulated over integer position variables, SCENAGEN enforces qualitative spatial constraints,
distance thresholds, and inter-frame kinematic consistency. A single QXG acts as a formal template
for systematically enumerating distinct, quantitatively varied concrete scenarios. Evaluation of
synthetic and real-world benchmarks demonstrates that SCENAGEN provides a robust and efficient
alternative for scenario instantiation, outperforming standard search baselines in both scalability
and solution diversity.
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1 Introduction

The acceptance of Automated Driving Systems (ADS) is heavily based on rigorous validation
through testing of safety-critical traffic scenarios. This involves the design of semantically
meaningful and kinematically executable scenarios throughout the entire operational domain
design (ODD) of the ADS [22]. However, generating these scenarios remains a significant
bottleneck, as the process of grounding high-level qualitative descriptions into concrete
deployable trajectories is a highly combinatorial task. The complex interplay between
road geometry, traffic configurations involving multiple entities (e.g., vehicles, vulnerable
road users), vehicle kinematics, and environmental conditions within an ODD creates a
search space that is so vast that it cannot be explored exhaustively [12]. Currently, most
industrial approaches to this problem rely on the manual design of test scenarios or the
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slight variation of existing human-annotated scenario datasets [3]. For example, in the
commercially used MOSAR scenario manager [29], the logical and concrete scenarios of an
ADS are designed through a few successive key frames and then converted and engineered
into actual simulations by using the ASAM OpenSCENARIO standard format. These manual
workflows are inherently unscalable and often fail to achieve the rigorous coverage required
to identify edge cases in ODD.

Existing research on automated ADS scenario generation can be broadly categorized
into vision-based and knowledge-based methodologies. Vision-based methodologies leverage
Machine Learning models trained on human-annotated datasets [20], frequently incorporating
vision-language frameworks such as Visual Query Answering (VQA) [11]. These models
then employ generative Al approaches to synthesize complex traffic scenarios [17]. While
these methods are highly adaptable to novel visual contexts, they are inherently non-
deterministic and non-reproducible. In contrast, knowledge-based methods leverage spatio-
temporal reasoning to generate scenarios. Using knowledge graphs, these systems can
deterministically compute positions and trajectories without the biases often found in large
uncurated datasets [32]. However, despite their descriptive power, such methods are largely
constrained to high-level abstractions and lack the formal grounding mechanisms required to
generate concrete, executable trajectories in real-world traffic environments. While purely
vision-based or knowledge-based methodologies struggle with the hard logical constraints of
spatial and temporal reasoning, Constraint Programming (CP) offers a robust framework for
managing such complex search spaces.

In this paper, we propose SCENAGEN, a novel CP model that operates on qualitative
explainable graphs (QXGs) to systematically encode and instantiate these traffic scenarios.
In this model, traffic entities are represented as nodes, while the edges encode the complex
spatio-temporal relations that define the scenario’s narrative. By formulating the grounding
process over integer position variables using the MiniZinc language [26], our framework
faithfully enforces a multi-layered set of requirements, including qualitative spatial constraints,
specific distance thresholds, and inter-frame kinematic consistency. A key advantage of
this approach is that a single QXG serves as a formal logical template, and multiple back-
end solvers can be explored to tackle this new application. This allows for the systematic
enumeration of multiple, quantitatively distinct multi-frame scenarios from a single qualitative
definition, ensuring high coverage of the search space. Consequently, our framework provides
a robust and scalable methodology for generating high-fidelity test cases necessary for the
safe deployment of autonomous vehicles.

In summary, the main contributions of this paper are threefold:

1. We introduce a new application of CP to generate consistent ADS traffic scenarios. To
our knowledge, this is the first time that CP is used to automatically generate multiframe
driving scenarios that involve vehicle kinematics and VRU trajectories. In this paper, we
show that CP can efficiently and effectively tackle this challenging application;

2. By formulating the problem as a constrained optimisation problem from a QXG and
implementing this approach in MiniZinc, we propose SCENAGEN as a new systematic tool
to address the generation of ADS scenarios. By formally eliciting the model’s constraints
and establishing synthetic benchmarks to evaluate this approach, we present a novel CP
challenge designed to catalyze further research and technical advancements in the field;

3. Our experimental results with SCENAGEN on both synthetic and real-world benchmarks
(i.e., nuScenes [10] and the PandaSet dataset [33]) show that the CP approach outperforms
other approaches based on naive enumeration and genetic algorithms.
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The rest of the paper is organized as follows: Section 2 presents the related work on CP-
based test generation results and emphasizes the differences with our own approach. Section 3
introduces the formal background necessary to understand the paper. In particular, it
describes the qualitative graph representation (i.e., QXG) and its associated qualitative spatio-
temporal relations used in our framework. Section 5 presents the constrained opimisation
model designed to generate ADS traffic scenarios, while Section 6 presents our detailed
experimental analysis. Section 7 concludes the paper by drawing some perspectives.

2 Related Works

The evolution of automatic test generation has progressed from low-level software verification
to high-fidelity scenario synthesis for autonomous systems, largely driven by advancements
in CP. Foundational research initially demonstrated the efficiency of the CHIP language
for generating test cases [30], a concept later applied to computer programs and formalized
into Constraint-Based Software Testing (CBST) [18], where program elements are modeled
as constraint satisfaction problems to automate the generation of test input. Industrial
applications further validated the robustness of CP-based frameworks, notably in the genera-
tion of random test programs for hardware verification [8] and in the automation of tests
for complex paint control systems [25], which required the handling of intricate temporal
and resource constraints. To address the non-linear complexities inherent in real-time task
scheduling, hybrid approaches that combine Genetic Algorithms with CP have been employed
to ensure both physical feasibility and successful discovery of critical timing failures during
stress testing [14]. Our approach inherits from these pioneering works by reusing the ideas of
solving constraints to generate test scenarios, but largely differs in its usage of qualitative
constraints and its focus on ADS testing.

In this domain, scenario-based testing is perceived as the primary means of safety
validation. As mentioned above, a critical methodological distinction has emerged between
purely data-driven scenario generation [11], which focuses on extracting scenarios from
recorded traffic data, and symbolic model-based approaches [3]. Although data-driven
methods are inherently constrained by the availability and representativeness of historical
data, the symbolic approach proposed in [3] leverages analytical models to design logical
scenarios, creating parameterized templates that can systematically explore safety-critical
edge cases that are often missing from real-world datasets. In addition, the rise of knowledge-
augmented machine learning, which uses external logic to compensate for data deficiencies and
ensure that Al predictions conform to formal safety requirements [32], has further pushed the
boundaries of these methods. The evaluation of ADS now includes multi-modal semantic tasks,
supported by datasets such as NuScenes-MQA that integrate markup annotations to facilitate
the simultaneous assessment of scene recognition and language generation through Visual
Question Answering (VQA) [11]. The most recent state-of-the-art involves the application
of Foundation Models for automated scenario generation and analysis, providing a unified
high-fidelity bridge between large-scale learning and the rigorous reliability mandates of
modern transportation infrastructure [17]. Although it is legitimate to associate it with a
knowledge-based method, SCENAGEN differs by its unique usage of qualitative constraint
reasoning which establishes the generation of ADS test scenarios as a combinatorial problem.

To fill the gap between abstract spatial reasoning and numerical execution, Condotta
et al. addressed the consistency and realization of qualitative spatial constraints in [13].
This framework provided the formal mechanisms required to transform high-level qualitative
relations, such as those found in Allen’s Interval Algebra or RCC-8, into precise quantitative
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coordinates or numeric intervals. By identifying tractable subclasses and employing path-
consistency algorithms, this approach moved from symbolic logic to numeric realization,
where qualitative relations like the Rectangle Algebra (RA) are decomposed into independent
interval relations along the x and y axes, allowing a constraint solver to “concretize” abstract
instructions into executable spatial bounds. Building on these foundations, [9] have extended
this paradigm toward knowledge discovery from qualitative spatial and temporal data,
introducing methods to extract meaningful patterns and hidden dependencies from qualitative
datasets. Another foundational research in this area established the CLP(QS) framework,
which translates qualitative spatial calculi — such as RCC-8 and OPRA for orientation —
into systems into polynomial equations over real numbers [7] . This quantification process
allows high-level, human-centric concepts like “near” or “facing” to be grounded into specific
coordinate configurations that are physically realizable [6]. Recent advancements have
transitioned these methodologies toward neuro-symbolic systems to handle more complex or
noisy real-world data. For instance, the HOPA (Hybrid Oriented Point Algebra) calculus
augments qualitative orientation with quantitative distance and location information, utilizing
Answer Set Programming to check consistency and generate object layouts in discrete
space [21]. Despite addressing a similar problem, our approach SCENAGEN differs by
considering an input qualitative network that captures the position of objects in a succession
of multiple frames and seeks solutions that are realistic. Our grounding process is thus
different from those of these approaches by seeking the realism of the traffic scene instead of
the consistency of the qualitative constraint network.

3 Background

3.1 Driving Scenarios

We build on the scenario taxonomy of [31], distinguishing three abstraction levels: a functional
scenario describes a situation in natural language; a logical scenario replaces qualitative
parameters with value ranges; a concrete scenario fixes every parameter to a single value,
yielding an executable trajectory. Our work addresses the transition from the logical to the
concrete level.

» Definition 1 (Scene). A scene at discrete time t is a tuple Sy = (O, Qy), where O =
{01,...,0n} is a finite set of traffic entities (01 designating the ego vehicle), and Q; =
{qi 1}, collects their quantitative states

it = (Tigs Yit) ® (00, vir) € R? x [0,27) x R,
—_— Y

position derived

encoding Cartesian position, heading, and speed respectively. The heading 0;, and speed v; ;
are derived from consecutive position pairs once the trajectory is grounded, and are therefore
not primary decision variables of the grounding problem.

» Definition 2 (Concrete Scenario). A concrete scenario over horizon T € N is a sequence
SC = (81,...,81) of scenes (Definition 1).

Purely quantitative representations of driving scenarios are high-dimensional and difficult
to author or verify formally. Qualitative Spatial Reasoning (QSR) bridges this gap by
abstracting metric coordinates into symbolic relations that remain invariant over continuous
coordinate ranges [6], enabling (i) human-readable scenario specification, (ii) formal consist-
ency checking prior to any numerical solving, and (iii) the derivation of multiple concrete
scenarios from a single qualitative template, boosting test coverage.
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3.2 Qualitative Calculi

A qualitative calculus [16] partitions a domain of entities into a jointly exhaustive and pairwise

disjoint (JEPD) set of binary relations, allowing symbolic reasoning without metric data.

We employ three complementary calculi.

Rectangle Algebra (RA)

RA [28] lifts Allen’s Interval Algebra [2] to the plane by applying independent interval
relations along each Cartesian axis.

» Definition 3 (Rectangle Algebra). Let A denote the 13 Allen interval relations (see Table 2):

A={b,mo,d,s,f eq, fi,si,ds, 0, mi, bi}.

The Rectangle Algebra relation set is Qra = A X A, where a relation (ry,r,) € Qra between
two axis-aligned bounding bozes holds iff r, holds on the x-projections and ry holds on the
y-projections.

Qualitative Distance Calculus (QDC)

QDC provides a coarse-grained partition of Euclidean distance into five categories [28].

» Definition 4 (QDC). Qgpc = {vc, ¢, n, far, vE} (very close, close, normal, far, very
far). Given threshold parameters 0 < dye < de < dn, < dy < dyy, the relation ¢ € Qopc
between objects o; and o; is determined by the squared bounding-box separation d?j as detailed
in Constraint 16.

Qualitative Velocity (QV)

» Definition 5 (QV). Qov = {nm, s1, no, fa} (not moving, slow, normal, fast). FEach
category maps to a mazimum per-frame displacement o : Qov — N with 0 = o(nm) <
o(sl) < o(no) < o(fa) < M.

3.3 Qualitative Explainable Graph

» Definition 6 (Qualitative Explainable Graph (QXG) [5]). Given a video sceneV = {fy,... fr}
consisting of T frames, a Qualitative Explainable Graph is a tuple G = (O, &, C) where:
O ={o01,...,0,} is the set of detected objects;

C={c,...,ck} is a set of semantic categories that partition O;
€ = {Rij}iz; is a set of relation sequences, one per ordered pair, where R;; =
<ri1j7 ... ,r;‘g>.

» Definition 7 (Atomic Relation Tuple). The relation r}; between o; and o at frame t is

,RA _t.QDC _t,QV
riy = (T;fj ’ TEjQ ) Tij ) € Qra x Qopc x Qqv.
A qualitative scenario is then a sequence R = (Gy,...,Gr) of QXGs sharing the same

object set O, where G; = (O, &;,C) encodes all pairwise relations at frame t. QXGs are
constructed from raw video data by the BUILDER function described in [4].
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Video Scene V Qualitative Explainable Graph QXG

Ry ={ri,r,13)

Ry ={r,rpr3)

Ry =(r{,13,1%)

T%Q = ([b7bi]a Cvfa); T?S = ([b7 d]afarafaSt); TSS = ([bab]afar7n)

Figure 1 QXG construction from three frames: ego vehicle o1, car o2, motorcycle oz. At frame 3,
35 encodes that oy is before oz along the z-axis, after along y, at very close distance and fast speed.
This single qualitative template admits multiple quantitatively distinct concrete instantiations (see
Figure 2).

The qualitative representation confers three properties critical for scenario-based ADS testing:

1. Interpretability. Relations such as “o; performs a cut-in maneuver on o;” correspond
directly to RA/QDC patterns, supporting formal specification at the logical scenario
level [23].

2. Generative coverage. A single QXG acts as a symbolic template: because each relation
holds over a continuous coordinate range, systematically enumerating solutions yields a
diverse test suite from one qualitative description.

3. Formal consistency. Composition tables for RA and Allen’s algebra allow detecting
contradictory relations (e.g., o; simultaneously before and after o;) via path-consistency
before any numerical solving [15].

4 Problem Statement and Requirements

» Problem 8 (Qualitative-to-Quantitative Grounding). Given a qualitative scenario R =
(G1,...,Gr) over object set O, find a concrete scenario SC = (Sy,...,Sr) (Definition 2)
with integer position states qi?s = (@i, Yit) € Z? such that, for every frame ¢ € [1,7] and
every ordered pair (0;,05) € O with i # j, the atomic relation rf; (Definition 7) is satisfied
by (aj¢, d5¢ ). Heading and speed are recovered as 0;; = atan2(yi,t+1 — Yits Tit+1 — Tit)

and vy = [[(%i,041 — Tit, Yier1 — Yie)| for t < T

We discretize positions to integers for two reasons: (i) modern finite-domain CP solvers
(Gecode, CP-SAT) handle integer variables natively with strong propagation, and (ii) the
metric precision of integer coordinates at a chosen resolution is sufficient for simulation-level
scenario files (e.g., OPENSCENARIO at centimetre granularity with M = 500).

Usage Modes and Derived Requirements

Grounding is used in two operationally distinct modes that impose different constraints on

the solver:

= Batch generation. A test-bench tool generates large suites of scenarios without human
involvement. The primary metric is throughput: the number of distinct concrete scenarios
produced per unit time. Correctness (all qualitative constraints satisfied) and solution
diversity (distinct quantitative instantiations of the same template) are mandatory;
response latency is not critical.
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Qualitative scenario R Concrete scenario SC

A

Ry3={ri,r,13)

2 beeennnennnd

ego=(0,0)

Ty

Car =(2,-1)

Ry = (ry,rp, 13)

Ryy = (], 13,7%)

At frame 3: 55 = ([b, bi], vc, fa) is realised by a1 = (0,0), g2 = (2, —1), satisfying 0 < 2
(before on ) and 0 > —1 (after on y), with squared separation diy = 14+ 1 = 2 < dye.
Simultaneously, r3; = ([b,b], £, no) requires 2 < 4 and —1 < 2, both satisfied by q3 =
(4,2).

Figure 2 Grounding of a qualitative scenario into a concrete scenario. Multiple quantitatively
distinct solutions exist for the same QXG template.

Interactive refinement. A scenario designer places objects in a subset of frames and
iteratively adds or modifies qualitative constraints, expecting the system to complete and
re-ground the scenario after each edit. Human-computer interaction research establishes
a 1s bound as the threshold below which a tool feels responsive [24, 27]; beyond 10s,
user engagement degrades sharply. We therefore require that any single grounding or
re-grounding query completes within 1 s on a standard workstation.

Partial Specification and Iterative Refinement

In practice, a designer specifies only a subset of qualitative relations, typically those of the
initial, one or more middle, and final frames — leaving intermediate frames under-constrained.
Formally, let R(?) denote this partial QXG sequence (some rfj are absent). A grounding of
RO satisfies all present constraints and is otherwise free.

After inspecting the resulting concrete scenario, the designer may add further relations,
obtaining R D R, The re-grounding must then produce a new concrete scenario
that satisfies R and remains close to the previous solution, so that the changes are
spatially smooth. We model this as a constrained optimisation problem (COP): minimise
Zi,t(|$i,t — Zig| + |yin — yzt|) subject to all constraints in R, where (%46, 9i,t) is the
previous solution. This switches the constraint satisfaction problem (CSP) to a COP only

during refinement, keeping the initial grounding a pure satisfaction problem.

5 SCENAGEN: A CP Model for Qualitative Scenario Grounding

This section formalises the constraint satisfaction problem (CSP) underlying SCENAGEN.

We detail the decision variables, constraint families, and their encodings.

5.1 Decision Variables

Each traffic entity is represented by an axis-aligned square bounding box whose side length is
constant over time. Fixing the aspect ratio to 1:1 is consistent with top-down bird’s-eye-view
representations (the standard for simulation-level scenario files) and eliminates orientation
branching, strengthening propagation.

4:7
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» Definition 9 (Grounding CSP). The grounding instance is a CSP (X,D,C) with decision
variables as in Table 1. The integer map half-size M € N and the size bounds [Smin, Smax]
are instance parameters.

Table 1 Decision variables of the grounding CSP.

Variable Domain Semantics

T

Cit M, MINZ Centre z-coordinate of o; at frame ¢
y

[
iy [-M,M|NZ Centre y-coordinate of o; at frame ¢
S [Smin, Smax] N Z  Side length of o; (constant)
[
[

min max
Tit » Tyt
min , max

Yit sYit

M, M|NZ z-extents of bounding box
M, MINZ y-extents of bounding box

The total number of decision variables is V' = 6nT + n for n = |O] objects and T frames.

5.2 Constraints
Geometric Constraints

Constraints (1)—(2) fix the shape; (3)—(4) define the geometric centre. Multiplying by 2 keeps
all variables in Z.

» Constraint 10 (Square Bounding Box). For every o; € O and ¢ € [1,T]:

e — ot = s (1)
Y =yt = s (2)
27, = a4 4 3)
2], =y i (4)

Category-Based Size Ordering

Semantic realism requires that larger vehicle categories receive larger bounding boxes. Let
p: O — N be the categorical rank function:

p(pedestrian) < p(bicycle) < p(car) < p(bus) < p(truck).
» Constraint 11 (Size Hierarchy). For all 0;,0; € O with p(0;) < p(0;):
si+¢e<s; (5)

where € > 1 enforces strict separation.

Rectangle Algebra Constraints

The 13 Allen relations are mutually exclusive and collectively exhaustive for pairs of bounded
intervals; RA therefore constitutes a JEPD set over pairs of axis-aligned rectangles [28].

» Definition 12 (Interval Projection). For o; at frame t, its xz-interval is I7', = [x]", 2}"?];
analogously for I?,.
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» Constraint 13 (Rectangle Algebra). For each (0;,0;) € O? with i # j and relation
(rz,ry) € Qra at frame t:

ALLEN(7,, I, I;.’)t) (6)

7

ALLEN(ry, I¥,, I} (7)

where ALLEN(r, [$1, €1], [$2, €2]) denotes the linear constraint that describes the Allen relation
(see Table 2 in the Appendix for a full list).

Qualitative Distance Constraints

» Definition 14 (Bounding-Box Separation). The axis-aligned gap between o; and o; at

frame t is:
x . min max min max
0 = max((), ot =, oyt — ) (8)
Yy _ min max min max
5ij,t = max((), Yit — Yt > Yir — Yz ) (9)

When the bozxes overlap on an axis, the corresponding gap is zero.

» Proposition 15 (Squared Separation Distance). The squared Euclidean distance between
the nearest points of the two bounding bozes equals d; , = (67 ,)* + (67; ;)2

Proof. The nearest point on an axis-aligned rectangle to an external point is its projection

onto the rectangle; the distance on each axis is exactly the gap d if positive, zero otherwise.

Pythagoras then yields the claim. |

Computing d?j’t in a finite-domain CP solver requires encoding the max and squaring
operations. We introduce auxiliary variables 67, ,,9Y; , € [0,2M] and d3; , € [0,8M?], and
encode max(0,a,b) by two linear inequalities per argument together with the reification
§>aNnNd>bA(d=aVd=0>bVJ=0). Squaring is linearised via the standard McCormick
envelope [1]: given z = 22 with o € [Zmin, Tmax),

Z — 2% Tynin + m?nin >0

—2z+ I(-Tmax + xmin) — TminTmax > 0

2
2 — 2T Tmax + Thax = 0.

These three inequalities form the tightest linear relaxation of z = x2 over a bounded

interval [1].

» Constraint 16 (QDC). Let d,. < d. < d,, < dj < d,y be squared-distance thresholds
(instance parameters). For each (0;,0;) € O? with i # j and g € Qgpc at frame ¢:

d?j’t < dye q =vc
dye < d?j,t <d. q=¢c
de<d,<d, g=n (10)

dn<d%j,t§df q=1

df <dzzj,t def q:vf

4:9
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Kinematic Consistency Constraints

To ensure physical plausibility, the displacement of each object between consecutive frames
must be consistent with its qualitative velocity. We use the tazicab (Manhattan) norm
as a conservative approximation of Euclidean displacement that remains linear and avoids
auxiliary squaring variables.

» Constraint 17 (Kinematic Consistency). For each o; € O, ¢t € [1,T — 1], and velocity
v+ € Qv at frame t:

‘C;‘c,tJrl - C;‘C,t| + ‘cgtJrl - C?,t| < o(vi,e) (11)

R z _ oz y oy
Vg =NM == Ciyi1 = Ciy N Cioiq = Cjy (12)

Absolute values are linearised by standard split |a —b| <k < a—-b<kAb—a<k.

Ego-Vehicle Anchoring

The CSP admits a 27-dimensional family of translation-symmetric solutions: any global shift
(dz, dy) applied uniformly to all objects and frames yields an equivalent concrete scenario.
We break this symmetry by fixing the ego vehicle at the origin in each frame.

» Constraint 18 (Ego Anchor). ¢f, =0 A ¢/, =0, Vte][l,T].

This constraint is justified because all other positions are expressed relative to the initial
location of the ego vehicle, which is the standard convention in ADS simulation tools.

Complete Model Summary

y min pnax min
Find {Czt’ Citr Sty Lix > Lit > Yiy vyzt }iEO te(1,T)

s.t.  Constraints 10 (Square Bounding Box),
Constraints 11 (Size Hierarchy),
Constraints 13 (Rectangle Algebra),
Constraints 16 (QDC),

Constraints 17 (Kinematic Consistency),
Constraints 18 (Ego Anchor).

The design of SCENAGEN balances solver efficiency with physical plausibility. Distances are
encoded via squared separation (Constraint 16), avoiding non-linear square-root expressions
and improving propagation in finite-domain CP solvers. Objects are represented as axis-
aligned square bounding boxes, consistent with bird’s-eye-view simulation abstractions.
Positions are discretized over Z2, aligning with the domain of CP solvers while providing
initial starting point for simulation-level scenarios. Auxiliary variables are tightly bounded:
6% 4,08+ € [0,2M] and d3;, € [0,8M]. The model uses V' = 6nT + n decision variables,
corresponding to six geometric variables per object per frame and one size variable per object.
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6 Experimental Evaluation

This section evaluates SCENAGEN along four research questions:

RQ1 — Scalability. How does solving time scale with the number of objects n and the
temporal horizon 1?7

RQ2 — Constraint Density. To what extent does the fraction of specified qualitative relations
affect solver performance?

RQ3 — Scenario Refinement. Can SCENAGEN support a scenario designer in the iterative
refinement of scenarios?

RQ4 — Real-World Reconstruction. Can SCENAGEN reconstruct realistic traffic scenes from
large-scale autonomous driving datasets within tractable computation times?

6.1 Experimental Setup

Implementation and solvers. SCENAGEN is implemented in MiniZinc 2.8 [26]. A prelim-
inary comparison of three backend solvers (Gecode 6.3, Chuffed 0.13, and CP-SAT from
OR-Tools 9.8) showed that CP-SAT consistently outperforms the others on our model; there-
fore, all reported results use CP-SAT with 8 parallel workers and free search, i.e. without
dedicated search heuristic. The experiments were carried out on a workstation with an Intel
Core i9-13900K CPU and 64GB RAM.

Source code: https://github.com/NassimBelmecheri/ScenaGen.

All experiments are executed with a timeout of 3600 seconds per instance. Synthetic scenarios
are generated by uniformly sampling qualitative relations across object pairs and frames, with
balanced proportions of RA, QDC, and QV relations. This ensures that performance trends
are not biased toward specific relation types. A reconstructed scenario is considered valid if
all qualitative constraints from the input QXG are satisfied, i.e., the grounded scenario is
qualitatively equivalent to the input.

Map and kinematic parameters. The map half-size is fixed at M = 500 (integer units),
corresponding to a 1000x1000 grid. Velocity thresholds are set to o(slow) = 5, o(normal) = 15,
o(fast) = 30. QDC thresholds are calibrated to the grid scale.

Metrics. For each configuration (n,T,d), we report the mean solving time in seconds
averaged over 10 independent seeds (random scenario instances with distinct ground-truth
trajectories).

Baseline: Genetic Algorithm. We have explored the addition of a genetic algorithm
(GA) [19] as a baseline method. However, we did not find it to be competitive for our model
specification. Within a one-hour instance timeout, we were only able to find feasible solutions

for the smallest instances (n = 10 and T = 10), despite broad parallelism and GPU support.

However, we must acknowledge that our problem formulation favors a constraint-guided
search approach (like CP solvers do) and that there can be problem formulations of scenario
generation, where a GA is a more suitable solution than for our setting.

6.2 RQ1 - Scalability under Full Constraint Density

To isolate the effect of scale, we evaluate SCENAGEN under full constraint density (d = 100%):
every pairwise qualitative relation is specified for every frame. We test all combinations
n € {10,20,30,40, 60, 80,100} and T € {10, 20, 30, 40, 60, 80, 100}
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Figure 3 Mean solving time (log-scale) as a function of the number of frames T, for n €
{10, ...,100} objects and two constraint density regimes. Each point is averaged over 10 seeds.

Figure 3 reports mean solving times on a log-scale. Two effects are clearly visible:

Object count is the dominant factor. At fixed T' = 10, the solving time spans three orders
of magnitude: from ~ 2s at n = 10 to ~ 1200s at n = 100 — a factor of 600x.

Frames have a secondary, near-linear effect.
T from 10 to 100 multiplies solving time by a factor of only ~ 12 (from 2s to 25s). For large
counts (n = 100), the same tenfold increase in T yields a factor of ~ 4 (1200s to 5000s),
consistent with the linear growth of kinematic constraints in 7.

For small object counts (n = 10), doubling

Non-monotone behaviour at high object counts. A noteworthy anomaly appears for
n € {80,100}: the solving time peaks at T = 30 (= 12000s and =~ 16000s respectively)
before partially decreasing at T" = 40. We attribute this to a phase-transition effect: at
intermediate horizon lengths, the temporal propagation chains are long enough to generate
many back-tracking events but not long enough for the kinematic constraints to strongly
prune the search space, creating a hardest-instance regime around 7" = 30 under full density.

6.3 RQ2 - Impact of Constraint Density

We contrast full density (d = 100%) with a low-density regime (d ~ 3-5%), where only a
small fraction of pairwise relations is specified — simulating early-stage scenario design in
which a human operator has placed objects in just a few key frames. The same (n,T') grid
and seeds are used.

The results in Figure 3 place both regimes side by side on comparable axes.

Density reduces solving time by one to two orders of magnitude. At n =40, T' = 40, the
full-density solver requires ~ 300s whereas the low-density solver requires ~ 25s —a 12x
speedup. At n =100, T = 10, the ratio reaches = 16x (75s vs. 1200s). The speedup arises
because sparse graphs leave most object placements unconstrained at each frame, reducing
the propagation depth and domain reductions triggered per constraint.

Qualitatively different growth regimes.
tonically (apart from the T=30 anomaly discussed above) and reaches 10*s for n > 80.

Under full density, the solving time grows mono-

Under low density, the growth is considerably flatter: even at n = 100, the solver never
exceeds 500s, and for n < 40 it stays below 30s across all tested horizons, satisfying the 1s
interactive requirement for n < 20. While performance is influenced by constraint density, it
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Figure 4 Solving times for iterative refinement of scenarios with increasing density.

is also affected by the structure of the constraint graph. In our experiments, relations are
uniformly sampled and balanced across types; analysing structural effects such as clustering
or hierarchical interactions is left for future work.

6.4 RQ3 - Scenario Refinement

Following the same setup as above, we initially solve instances with low density and then
increase the constraint density over 4 successive refinement steps (d = 25%, 50%, 75%, 100%),
until the scenario is fully specified as in the previous RQ. In each refinement, the solver
solves the optimization variant of SCENAGEN with the objective to minimize the distance
to the previous solution (see Sec. 4). We hereby mimic the case where a scenario designer
successively adds more constraints until the resulting scenario is closer to what they have
in mind. We note that in a practical setting, defining 100% of the constraints is a tedious
task and unlikely to happen, but we include for the completeness of the experiments. In this
experiment, we focus on both n and T' € {10, 20, 30,40}, as a practical user might not model
large-scale scenarios manually.

The results are shown in Figure 4. For most scenarios, initial solving is quick (<10s),
except for the largest ones with 40 frames or objects. Solving the instances for refinement
takes longer, here the problem is more strictly defined, and the solution space is reduced
further. Still, many scenarios get grounded around 10s of search time, suitable for an
interactive setting, whereas the largest prohibit direct interaction, but are still suitable to
iterate many times throughout a working session. As especially the smallest instances are
very quick to iterate, SCENAGEN enables the designer to specify the core elements and
interactions of a scenario quickly and then later embed them into a large-scale scene, as
it is unlikely that a large number of objects are central to the main aspect of the scenario
to be modelled. Instead, the focus might lie on a few, e.g. for an overtaking scenario or a
pedestrian crossing the street in front of the ego vehicle, whereas other objects are added for
liveliness and realism of the scenario.

6.5 RQ4 - Real-World Scenario Reconstruction

We reconstruct qualitative scenarios extracted from two large-scale autonomous driving
datasets: nuScenes [10] (850 scenes, avg. 19 objects, avg. 39 frames, up to 261 objects) and

PandaSet [33] (76 scenes, avg. 50 objects, avg. 273 frames, up to 210 objects and 275 frames).

Object trajectories are converted into QXGs via the builder described in Section 3.3, and the
resulting qualitative descriptions are fed to SCENAGEN without any manual simplification.

nuScenes. Figure 5a plots solving time against the number of frames for all 850 reconstructed
scenes; grayscale intensity encodes the number of objects. The temporal horizon in nuScenes

is nearly constant (T € {31,...,42}), with most scenes concentrated around 38-40 frames.
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(a) nuScenes (850 scenes). (b) PandaSet (76 scenes).

Figure 5 Solver performance on real-world scenes. Each point corresponds to one reconstructed
scene. The z-axis shows the number of frames T', the y-axis shows the solving time in seconds on a
logarithmic scale, and grayscale marker intensity encodes the number of objects n.

Consequently, the vertical spread in solving time is mainly explained by differences in object
count rather than by the number of frames. Most scenes are solved within a few seconds
to a few tens of seconds, while denser scenes require substantially more time. The hardest
instances, corresponding to high object counts, reach the upper range of the plot, confirming
the RQ1 finding that the number of objects n is the dominant factor in solver complexity.

PandaSet. PandaSet poses a harder reconstruction challenge because scenes cover a much
wider temporal range and include denser object populations. Figure 5b shows solving times
over frame counts ranging from short sequences to long horizons of several hundred frames.
Unlike nuScenes, both the number of frames T" and the number of objects n vary substantially,
producing a broader scalability profile. Shorter and less dense scenes are solved quickly,
whereas solving time increases for scenes that combine larger object counts with longer
temporal horizons. The hardest PandaSet instances occur in the upper-right region of the
plot, where long sequences and dense object populations coincide, which is precisely the
regime where RQ1 predicts an empirical super-linear increase in solving time. Nevertheless,
for 72 out of 76 PandaSet scenes the solver produces a valid grounding, demonstrating that
SCENAGEN remains tractable on real-world sequences that are substantially longer than
those in nuScenes.

6.6 Visual Inspection of Grounded Scenarios

Figure 6 shows three consecutive frames of a grounded scenario produced by SCENAGEN,
containing 10 traffic participants: an ego vehicle (EGO1), a truck (TRU2), a car (CARS6,
CARYT), a bus (BUS9), and five pedestrians (PED3-PED5, PED8, PED10). Each agent
is represented by an axis-aligned bounding box whose area is proportional to its semantic
category (Constraint 11), and arrows indicate the instantaneous motion direction derived
from consecutive centre coordinates.

The visualisation reveals three properties of the generated solutions. First, qualitative
spatial relations are correctly preserved across frames: TRU2 remains before EGO1 on the z-
axis throughout all three frames, consistent with the Rectangle Algebra constraints encoded
in the QXG. Second, kinematic consistency is maintained: all agents move by amounts
compatible with their qualitative velocity class — large agents (TRU2, CAR6, BUS9) exhibit
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Figure 6 Three consecutive grounded frames produced by SCENAGEN. Bounding box size encodes
agent category (truck > bus > car > pedestrian); arrows indicate motion direction.

perceptibly larger displacements per frame than the stationary or slow-moving pedestrians,
whose positions are nearly unchanged between frames ¢ and ¢ + 2. Third, the size hierarchy
constraint is visually confirmed: TRU2 and BUS9 occupy significantly larger bounding boxes
than CARG6 and the pedestrians, in agreement with Constraint 11.

6.7 Discussion

Our experimental findings show the applicability of SCENAGEN for scenario modelling and
grounding in automated driving scenarios, while also exploring and highlighting its limitations
at large scales. We summarize the key findings as follows:

RQ1: During instance scaling, the object count n dominates the difficulty of an instance: at
T=10, moving from n=10 to n=100 increases solving time by 600x under full density.
The frame count T" has a secondary near-linear effect.We detect the hardest full-density
instances around T > 30 and n => 80; these are instances with more than 100,00
constraints after Flatzinc flattening.

Solving low-density instances (d~3-5%) yields 10-16x speedups over their full-density
counterparts at matched (n,T). Scenarios with n < 20 satisfy the 1s interactive
requirement at all tested densities. Non-monotone time-vs-7" behaviour at large n is

RQ2:

explained by the density—horizon interaction.

For the scenario refinement, we find that SCENAGEN aids the iterative refinement in
interaction with a scenario designer. For small-scale scenario sizes, quick responses are
delivered over increasing constraint density.

SCENAGEN successfully reconstructs 850/850 nuScenes scenes and 72/76 PandaSet
scenes within the timeout. The solving time aligns with the synthetic predictions:

RQ3:

RQ4:

object count drives complexity, while the temporal horizon has a secondary effect. The
two PandaSet timeouts correspond to instances at the boundary of the RQ1 feasibility
envelope.

Overall, SCENAGEN shows to be suitable for the task of scenario grounding, demonstrated
both on synthetic and real-world instances of traffic scenarios. The main limitation observed
is related to the scaling behavior for very large instances and the response times for small
instances. Here, we see two directions for consideration: (a) A stricter constraint model. Our
current constraint model addresses a sequence of frames with some temporal coupling that
links subsequent frames, but the majority of constraints is defined on individual frames. We
would expect that a tighter temporal coupling, e.g. including longer horizons like coupling
positions at time ¢ with their maximum displacement in t 4+ 5, would improve solving, but
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this did not show to be correct. Either propagation is already powerful enough with our
current model, or the additional constraint were adding too much overhead. Similarly, we
have explored the usage of global constraints to improve the model, e.g. with the diffn
global constraint to avoid overlaps, depending on the RA constraints. Again, this did
not help to improve the model. (b) While solving times for small instances are already
acceptable for an interactive application, even better response times would potentially improve
user satisfaction and allow better exploration of alternative modelling scenarios. Also for
automated generation of scenarios, e.g. for testing purposes, a quick generation is useful.
Our current implementation is based on MiniZinc, which is excellent for the exploration
and development of the model in combination with alternating solvers. To cut down further
on the processing times for small instances, a possible change would be to move closer to
a single solver and their interface, thereby reducing overheads from additional parsing and
flattening. However, this is only for small instances, for larger ones we did not observe a
noticeable overhead compared to solving times.

7 Conclusion

We presented SCENAGEN, a CP-based approach for grounding qualitative driving scenarios
into executable trajectories for ADS validation. By formulating the problem as a CSP
derived from qualitative explainable graphs (QXGs), SCENAGEN provides a systematic and
deterministic alternative to existing scenario generation methods.

Our empirical evaluation shows that SCENAGEN enables high-throughput and reliable
scenario generation, successfully reconstructing all evaluated real-world cases (850/850
nuScenes and 10/10 PandaSet) within the specified timeout under a qualitative equivalence
criterion. Results indicate that computational complexity is primarily driven by object count,
with empirically super-linear growth due to quadratic constraint interactions, while the
temporal horizon has a secondary impact. Despite this, SCENAGEN remains effective for
realistic scenario sizes and supports interactive refinement for scenarios with fewer than 40
objects.
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A Linear Constraint Encoding of Allen Interval Relations

Table 2 Linear constraint encoding of Allen interval relations between [s1, e1] and [s2, ea].

Relation Linear constraint
b: Dbefore e1 < S2

m: meets el = s2

o: overlaps s1 < s2/As2<erNe; < es
d: during s1 > s2Nep < ez

s: starts s1 =82 /Nep < ez

f: finishes e1 =e2 NSy > S2
eq: equals S1 =82 ANep =eg
fi: finished-by e1 = e2 N sy < 82
si: started-by S1=82/\e1 > ez
di: contains s1 < s2/\eyp > e

oi: overlapped-by s2 <s1As1<exNex<e
mi: met-by s1 = e2

bi: after s1 > e2



https://doi.org/10.1145/1476589.1476628
https://doi.org/10.1007/978-3-319-10428-7_6
https://doi.org/10.1007/978-3-540-74970-7_38
https://doi.org/10.1007/978-1-4020-5587-4_4
https://hal.science/hal-04372324
https://hal.science/hal-04372324
https://doi.org/10.1109/ITSC.2015.164

	1 Introduction
	2 Related Works
	3 Background
	3.1 Driving Scenarios
	3.2 Qualitative Calculi
	3.3 Qualitative Explainable Graph

	4 Problem Statement and Requirements
	5 ScenaGen: A CP Model for Qualitative Scenario Grounding
	5.1 Decision Variables
	5.2 Constraints

	6 Experimental Evaluation
	6.1 Experimental Setup
	6.2 RQ1 – Scalability under Full Constraint Density
	6.3 RQ2 – Impact of Constraint Density
	6.4 RQ3 – Scenario Refinement
	6.5 RQ4 – Real-World Scenario Reconstruction
	6.6 Visual Inspection of Grounded Scenarios
	6.7 Discussion

	7 Conclusion
	A Linear Constraint Encoding of Allen Interval Relations

