Configuration of Heterogeneous Agent Fleets for
Cognitively Demanding Missions

Lucas Ligny &
DTIS, ONERA, Université de Toulouse, Toulouse, France
CGI, IMT Mines Albi, Université de Toulouse, Albi, France

Stéphanie Roussel &
DTIS, ONERA, Université de Toulouse, Toulouse, France

Gauthier Picard =
DTIS, ONERA, Université de Toulouse, Toulouse, France

Elise Vareilles &
CGI, IMT Mines Albi, Université de Toulouse, Albi, France

—— Abstract

This paper addresses the early stage design of a search-and-rescue mission by focusing on the

configuration of the agent fleet, i.e., the selection and customization of each autonomous unit. To
guide this configuration, two key evaluation criteria are introduced: (i) the performance — effectiveness
of the fleet for executing the mission — and (ii) the operability — human workload required to supervise
the fleet. We formally define the joint optimization problem that simultaneously selects a fleet layout
and assesses these criteria, and we present a unified Constraint Programming model to solve it. The
model incorporates three interchangeable cognitive workload sub-models of increasing granularity,
allowing designers to test different assumptions about operator workload while balancing the two
criteria. Experiments on realistic instances inspired by the RoboCup Rescue Simulation League
show that the approach efficiently identifies several fleet configurations, offering a human-centered
approach for early mission design.
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1 Introduction

Search-and-rescue (SAR) operations increasingly rely on heterogeneous fleets of autonomous
agents (e.g., ground robots, aerial drones, and maritime platforms) to explore hazardous
environments, locate victims, and deliver assistance. Although individual agents have
become technically sophisticated, mission success still hinges on how they are organized and
supervised by human operators. In the early stages of mission planning, decision-makers
must determine not only which agents to deploy and how to configure their sensors, payloads,
and behaviors, but also how many operators are required and how much cognitive load each
operator will experience during supervision or teleoperation. A poorly designed fleet can cause
under-performance (insufficient coverage, delayed response) or operator overload (excessive
mental strain, higher error rates), both unacceptable in time-critical rescue scenarios.
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Existing research typically treats fleet composition and human workload as separate
problems. Many works optimize agent behaviors for a given, already-defined fleet, while
others focus on scheduling operators for a fixed set of tasks. These approaches often rely on
simplistic representations of cognitive load, usually a single scalar limit, and therefore fail to
capture the nuanced interaction between fleet effectiveness and operator strain. As a result,
the trade-offs between mission performance and human operability are rarely examined
within a unified optimization framework.

Addressing this gap, the present work formally defines a joint optimization problem that
simultaneously selects a fleet layout, evaluates its effectiveness for a specific SAR mission, and
estimates the human workload required for supervision. A unified Constraint Programming
(CP) model is proposed, embedding three interchangeable cognitive-workload sub-models of
increasing granularity, which allows designers to test different assumptions about operator
capacity while balancing mission effectiveness against human effort. Experiments on realistic
SAR instances inspired by the RoboCup Rescue Simulation League demonstrate that the
approach efficiently identifies a diverse set of high-quality fleet configurations, revealing the
underlying performance-operability trade-offs. This human-centered methodology provides
mission planners with a decision-support tool that aligns fleet design with operational
priorities and human-resource constraints, paving the way for more reliable and manageable
SAR deployments. The main contributions of this paper can be summarized as follows:

the formal definition of a novel fleet configuration problem while considering simultaneously

its performance and its operability,

a unified CP model allowing customized cognitive workload representations,

experimentation on novel and public datasets updated from RoboCup Rescue challenge

representative of real world applications.

The article is structured as follows. A state-of-the-art review of heterogeneous agent fleet
configuration problems and cognitive load models is presented in Section 2. We describe the
core concepts and the configuration problem in Section 3, and then we present the CP model
in Section 4. Our experiments and associated results are presented in Section 5. Finally,
Section 6 is dedicated to our conclusion and to future works discussion.

2 Related Works

Individual Agent and Fleet Configuration. Some automated configuration tools use know-
ledge representation to assemble agents from a fixed component set under constraints (e.g.
budget or compatibility) [10]. For instance, CP combined with a depth-first branch-and-bound
algorithm solves the robot component-selection problem without approximations [27]. Whit-
man et al. [26] train a deep-RL network to pick optimal mobile-robot designs for a terrain
map, quickly generating promising prototypes, yet fleet-level performance remains hard to
evaluate without exact mission-plan calculations. Many services (e.g., public transport) must
resize fleets for specific missions. Yildirim and Yildiz [29] apply column generation to optimize
bus fleets while exploiting new charging technologies. Lemme et al. [14] use Integer Linear
Programming (ILP) to determine the number of electric cars needed in a car-sharing fleet
under various scenarios. Sayarshad and Tavakkoli-Moghaddam [23] propose a bi-level model,
solved by simulated annealing, to size rail-car fleets under demand uncertainty. These studies
treat robot types as given quantities and generally ignore individual robot configurations.

Fleet Assessment. The assessment of a pre-configured fleet is still open, approachable
via (i) simulation or (ii) planning. Agent-based simulations model collective behaviors
(e.g., transport systems) [7, 3] but require dedicated, computationally intensive simulators
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unsuitable for rapid pre-mission checks. Alternatively, fleet assessment can be cast as a
planning problem. Within the Resource-Constrained Routing and Scheduling literature [18],
the Technician Routing and Scheduling Problem (TRSP) handles visits with skill, tool, and
part constraints. TRSP instances are solved with Adaptive Large Neighborhood Search
(ALNS) [22]. Gamst and Pisinger [11] also embed investment decisions (e.g., training, hiring)
into a column-generation framework, effectively treating them as fleet configuration choices.

Application to Robot Fleets. Pouré et al. [19] identify three configuration levels for hetero-
geneous robot fleets — agent, fleet, and plan — without providing operational optimization
models or solution methods. Gigante et al. [12] use a game-theoretic approach to configure
aerial-drone fleets for fixed area observation, handling load, endurance, and trafficability
constraints but ignoring fleet supervision issues. Robot fleet assessment can also be framed
as a multi-agent task allocation (MRTA) coupled with multi-agent pathfinding (MAPF).
Classical MRTA employs an ILP to assign tasks to robots [4]. Recent developments mostly
target online task allocation with centralized or distributed solution methods [6]. In our
case, while task assessment is part of the performance fleet assessment, which falls into the
MRTA framework, we address a much broader agent and fleet configuration problem, without
conflicting situations as in MAPF.

Cogpnitive Load in Task Allocation. Efficient task allocation in multi-UAV systems requires
balancing mission demands with agent capabilities [20, 28]. However, a standardized cognitive
load model for integration into these frameworks remains elusive. Early metrics like “fan-
out” [8] and queuing theory [9] provided structural insights into operator capacity but often
treated cognitive resources as static, failing to capture the dynamic fluctuations inherent
in complex operations [24]. Recent research leverages machine learning and physiological
data, such as EEG-based functional connectivity, to classify operator workload with high
accuracy [15, 5]. Yet, these methods remain largely diagnostic. A critical gap persists in
mapping these signals into prescriptive models for real-time redistribution of work. While
current architectures address uncertainty and advising-agent support [28, 1], they rarely
incorporate the operator’s fluctuating cognitive “cost” as a primary constraint for autonomous
re-planning. In the multi-agent literature and human-robot collaboration, some formal models
of operators mental workload are used within ILP approaches. In the manufacturing context,
Granata et al. [13] minimize the makespan and the physical and mental workloads of operators,
where the operator workload is the sum of mental workloads of all tasks assigned to them.
The task workload is higher if scheduled lately in the scheduling horizon. In [17], a minimum
quality must be achieved for each task by combining quality execution by a robotic agent and
quality supervision by a human operator. Each task has an associated cognitive workload for
each operator, and the total workload minimization is part of the criteria. Operators cannot
perform more than one task (execution or supervision) at each time step and supervision is
only required during the execution of tasks, not the move activities of robots.

3 Problem Description

We describe here the inputs and outputs of the global problem. We first recall the definition
of a multiset, an extension of a set that allows for multiple instances for each of its elements.

» Definition 1 (Multiset). A multiset M over a set U is an ordered pair (U, m) where
m : U — N is the multiplicity function of each element of U.

40:3
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The notation {- - -} represents a finite multiset (e.g., {1, 3,3,5}), where we omit elements
with null multiplicity.

In the following, we successively describe notations related the fleet configuration, its
performance and its operability.

3.1 Fleet Configuration

Each agent in the fleet consists of a platform with installed equipment. A platform has a
type, as defined in the following.

» Definition 2 (Platform type). A platform type p has a mazimum payload W, a speed v,
and a trafficability f,.

Informally, trafficabilities describe the categories of routes that a platform may tra-
verse during a mission. Their granularity can range from broad classifications (e.g., aerial,
terrestrial) to more detailed ones (e.g., all-terrain, dry-terrain). The complete set of traffic-
abilities is denoted by JF, while the set of all platform types is represented by P.

Similarly, each equipment type is characterized by several attributes concerning its
integration on platform types (e.g., compatibility, weight) and possesses a skill that define
compatibility relationships with tasks. The sets of equipment types and skills are denoted by
€ and 8§, respectively.

» Definition 3 (Equipment type). An equipment type e consists of a weight we, a skill s&9,
a set of compatible platform types P (i.e., platforms on which it can be installed) and a set
of compatible equipment types EL (i.e., equipment it can share a platform with).

The fleet is built from a given stock, defined as follows.

» Definition 4 (Stock). A stock is composed of a multiset of available platforms (P, qP") and
a multiset of available pieces of equipment (€, q°?).

» Example 5. A drone *® is a platform type with a maximum load of 10, a speed of 5 and
has aerial 3 trafficability.

A camera @ is an equipement type that weighs 1 and provides the skill observe @.

A parachute @ is another equipement type that weighs 2 and provides the skill deliver (E.
0 is compatible with any drone {*®} and any camera or parachute {€3, @}

A stock example contains two drones {*®,*8®} as well as three cameras and two parachutes

(0009 9]

We now define the fleet concept, that models the solution for the fleet configuration
problem.

» Definition 6 (Agent pattern). An agent pattern a consists of a platform type p; € P
associated with a multiset of equipment types (€, qggt).

An agent pattern is feasible if its platform and equipment types are all compatible, and if
the maximum load is satisfied.

» Definition 7 (Fleet). A fleet ® is a multiset of agent patterns (Ag, q%gt), and each element
of a fleet is called an agent.

Given a stock, a fleet is feasible if the fleet composition is consistent with this stock and
each agent in the fleet is based on a feasible pattern.
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» Example 8. A possible agent pattern is the delivery drone, denoted ‘15,{{0’@}, that
consists of a drone equipped with one camera and one parachute.

S0} S0P} iy

A fleet example is { where two agents are delivery drones, and

one is an observation drone.

3.2 Fleet Performance

In order to assess the performance of a fleet for a given mission, we estimate the minimum
time required by this fleet to execute it. We first describe elements related to the mission,
then to the evaluation of the performance.

Mission. Tasks represent the activities that must be carried out to accomplish the mission.

An agent is able to execute a task if and only if it possesses the skill required by this task.

» Definition 9 (Task). A task t has a fived duration §; and requires a skill st* to be evecuted
at location ny € N'*.

Intuitively, a mission can be seen as a graph where tasks are performed at nodes N,
and edges represent possible agent movements based on their trafficability. Because agents
operate outdoors without ever risking conflict with each other, they can always follow the
shortest routes. Thus, we omit an explicit graph and focus on the travel time between each
task pair for each trafficability level. Additionally, temporal constraints may also apply to
tasks, as defined as follows.

» Definition 10 (Mission). A mission is a tuple (T,b,d, Prec) s.t.:
T is the set of tasks that must be executed;
b is the base, i.e., the starting/ending point for agents;
d: N*FU{b} x NP U{b} x F — NU {+0o0} is the distance function to move between two
tasks, or from and to the base, for a certain trafficability. The value 400 indicates an
impossible move;
Prec CT x T is the set of precedences. A precedence (t1,t2) requires t1 to be completed
before the start of to.

» Example 11. A medikit delivery 7a} takes 6 time units and requires to deliver (BI.

A search-and-rescue mission example consists in performing two medikit deliveries {./;\.1,./.\.2}
at two different locations, where agents start at the warehouse ). The aerial distance
between the warehouse and each task location is equal to 2, while the distance between the
two task locations is equal to 1. In addition, fa3; must precede Fass.
Additionally, for p € P, for ny,na € N* U {b}, Ap(n1,ns) denotes the duration required
d(nla na, fp)

by platform p to move from n; to no. Formally, A,(ni,ng) = ——=.
Up

Performance evaluation. We now focus on the fleet performance, here modeled by the
minimal time for the fleet to perform all tasks and return to the base, and called fleet
makespan. To define this notion formally, we successively define routes, i.e. in which order
agents execute tasks, and plans that ensures mission feasibility and success.

» Definition 12 (Route). A route r for an agent « is defined as a sequence of tasks conducted
by this agent. The route must start and finish with the base b, that can be seen in this case
as a virtual task with a null duration and requiring no skill.

40:5
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» Example 13. The route for the first ‘15,{0’@}} is the sequence [, 71, 2.
We now define the plan, that ensures that the fleet fulfills the mission.

» Definition 14 (Plan). For a given mission and a feasible fleet, a plan consists in a set of
routes R such that: (i) each agent in the fleet has a non-empty route in R, i.e., it participates
in the execution of at least one task in T, (ii) each agent « executes tasks with a skill provided
by the agent equipment, (i) the execution order of tasks in routes satisfies the precedence
relationships, and (iv) each task in T is performed.

» Definition 15 (Plan makespan and fleet makespan). Assuming tasks start as early as possible,
the plan makespan is the total time required for all agents to finish their tasks and return to
the base. The fleet makespan is the smallest makespan among all feasible plans the fleet can
execute. If a fleet cannot realize any plan for a given mission, its makespan is +00.

» Example 16. A plan example for the fleet {§{0,®H7.§{{a,@}}}} comprises the route
[, 735, /) for the first agent, which takes 10 time units, and [[2), #ais, ) for the second
agent, which takes 16 time units because ai; precedes faio. Thus, this plan makespan is
equal to 16. The only other valid plan can be found by swapping the two agents, thus the
fleet makespan is equal to 16.

A plan example for {{‘15_{0’@}}} comprises the single route 2, 7ai1, 7as2, )] which takes 17
times units, which is also the value of the fleet makespan.

There are no valid plan for the fleet {{‘15,{0}} B, resulting in fleet makespan equal to +oo.

3.3 Fleet Operability

In this paper, we assume that the fleet must be supervised! by a set of operators called the
staff. A staff is composed of operators, where each operator has supervising skills and is
selected from a set of candidate operators /.

» Definition 17 (Operator). An operator k has a set of compatible platform types P’ (i.e.,
platforms the operator knows how to supervise).

In this paper, we suppose that agents in a fleet must be supervised as soon as they are
not idle. This holds for all the mission tasks but also for the moves that agents must execute
between tasks, which is captured by the operation concept.

» Definition 18 (Operation). An operation o is either a task t € T performed by an agent c,
denoted (t,a) or a move between successive tasks t1 and ty in T U{b} executed by agent a,
denoted (t1 — ta, ). The agent executing operation o is denoted agt(o).

We suppose that an operator k can supervise any operation o executed by an agent « as
soon as its platform is compatible with the operator k. A fleet is supervisable by a staff if all
agents in the fleet have at least one operator in the staff that can supervise it.

» Definition 19 (Supervisability). A fleet ® is supervisable by a staff K C K if for all
agent a € ®, there exists an operator k € K such that o’s platform type belongs to Pr.

! In the following, we use the term supervising to represent the operator role with respect to the remote
agent. It can represent a monitoring or a teleoperation.
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In this paper, our objective is to optimize the fleet operability, which can be seen as the
staff optimization. We first consider that a supervisory staff should be as small as possible
to reduce coordination overhead. In fact, smaller teams simplify communication and clarify
responsibility, which improves decision-making speed.

Then, a smaller staff should still ensure that the cognitive workload associated to each
operator is optimized and balanced. To do so, we consider that the cognitive workload can
be decomposed into two elements: i) the number of agents each operator manages (note that
each agent can be managed by more than one operator) and ii) the instantaneous workload,
i.e., the number of simultaneous number of operations monitored by each operator at each
time step. As for the fleet performance, these elements depend on how the fleet is deployed
to execute the mission. Therefore, to evaluate the fleet operability, we generate the best plan
possible, and assess the operability of this plan via an operator allocation function. In the
following definitions, we consider a fleet ®, a mission with the set of operations O induced
by a plan associated to that mission, and a staff 5.

» Definition 20 (Operator allocation). An operator allocation v is a function that assigns an
operator k € K% to each operation o € O such that o is supervisable by k.

The cognitive workload elements are described in the following paragraphs.

Number of agents per operator. For an operator k, this is the total number of agents «
such that there exists an operation o executed by a and allocated to k, formally nAgts;, =
card{a € ® | Jo € O s.t. agt(o) = a and Y(0) = k}).

Instantaneous workload. The instantaneous workload captures the maximum capacity
each operator can handle at each time step. In this paper, we consider three different models
for this instantaneous workload, with increasing refining levels.

mi” considers that an operator k can handle simultaneously all agents assigned to them,
modulo that agents are assigned to exactly one operator, and a maximum number of
assigned agents Ag is provided;
ms™?
In contrary to m{”, an agent can be supervised by several operators during the mission;
¥ considers that an operator k requires a cognitive load ¢; , j to perform an operation
with a platform type p and a type t € T U {move}, and their total cognitive load cannot

+
go above L.

g

CO:1
mg

These elements allow us to define the fleet operability as follows.

» Definition 21 (Fleet operability). For a given mission, a given fleet ®, a set of candidate
operators K and a instantaneous cognitive model m;*, with i € {1,2,3}, ®’s operability is
represented by the lowest lexicographic vector (Card(’CStf),manel(:slf nAgtsk) achievable by
a plan associated with the mission and ®, supervised by the staff K% C K such that the
instantaneous cognitive model m;* is satisfied all along that plan.

Finally, the fleet optimality is provided through two criteria: its performance and its
operability. As there is no clear priority between those two criteria, we aim at finding
solutions that are on the Pareto front.

» Example 22. Let us consider K = {4, B}, two operators fully compatible with each
platform. In this example, A has less cognitive load available for the mission. According to
the cognitive model, it is materialized in the following way:

considers that an operator k cannot perform simultaneously more than O,j operations.
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with mi®, A can control up to two agents, whereas B can control three agents.
with m5”, A can only perform two operations at the same time, against three for B.

with ms™, A and B have a maximum cognitive load of 80 and 100, respectively. For

both of them, performing remotely fas requires a cognitive load of 50, and supervising

the motion of any platform requires a cognitive load of 25.

4 Constraint Programming

We present how the previous concepts are encoded within Constraint Programming. To do
so, we first describe the decision variables and expressions, then the constraints and criteria.

4.1 Decision Variables and Expressions

We adopt an interval-based formulation as provided by the OPL modeling language [25]. An
interval variable encodes an operation together with its start time, end time, duration and a
presence flag, allowing the operation to be either mandatory or optional. The additional
input H denotes the maximum planning horizon used to bound all interval variables. In
the following, we employ the OPL operators that retrieve interval attributes or impose
constraints on them; their precise definitions are given in the Appendix A.

We first define a few set notations. For a given platform type p, let 7, denote the set of
all tasks in 7 that can be reached from the base using the trafficability of p. Conversely, for
a specific task ¢, we define Pf* = {p € P |t € T,}, i.e., the set of platform types that are
capable of reaching that task. Similarly for equipment, the set of equipment types that are
compatible with a platform type p is 517,’1 ={ec&|pe Py}

The model requires enumerating every platform instance belonging to a given stock,
because each agent can be equipped differently. Accordingly, we denote by 7 any platform
instance within the multiset II = (P, ¢P!). By a slight abuse of notation, we write 7 (resp. II)
in place of p (resp. P) whenever we need to refer to concrete platform instances rather than
types (e.g., when handling load, compatibility, etc.).

Configuration variables. For each equipment type e € £ and for each platform = € 119,
Xe,r i a Boolean variable equal to 1 if an instance of equipment type e equips .

Performance variables. For each task ¢ € T, task, € [0, H] is the mandatory interval
variable describing the execution of the task ¢, with constant duration equal to J;. For each
platform 7 € II, perf, . € [0, H] is the optional interval variable describing the execution of
task ¢ by the platform 7, also with a duration equal to §;. We also introduce two virtual
tasks, bt and b, representing the leaving from the base and the returning to the base b,
both with a null duration, with the associated mandatory intervals perf... , and perf . .
for each platform 7. The route of each platform 7 is represented by the sequence variable
seq, with the domain 7 U {b*%"* b"?}. To encode the duration transition between tasks, a
type is assigned to each interval perf, , (OPL functionality). In our context, a task’s type
represents its location, allowing to use the duration function A, within the sequence variable
seq,. Formally, for each task ¢, each interval variable perf, ;. has the type n;. Intervals
perf,.a , and perf,... . have the type b.

Operability variables. The operability modeling depends on the instantaneous workload
model considered. In fact, for the models m3” and m3;*, one needs to precisely define when
move operations start and end in order to ensure that the instantaneous workload capacity
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is respected, which is not the case for m{® (agents are assigned to a unique operator). In

the case of m{®, we define, for each platform 7, an integer variable op,. whose domain is
K U{0}. K is the set of operators that can supervise , i.e., {k € K| m € P;*}, and 0 is
the null value associated to platforms that do not belong to the fleet. For the other models,
one first needs to model the operations scheduling. While operations associated with tasks

are directly represented through interval variables perf, _, move operations need to be made

t,m
explicit. To do so, a first modeling is to define an optional interval variable for each pair of
possible candidate tasks and for each platform. To limit the polynomial factor in the number
of tasks, we propose a second encoding which is linear in the number of tasks. More precisely,
for each platform = € II and each task ¢t € 7, move, . € [0, H] is the optional interval

variable describing the move made by the platform 7 after executing the task ¢t. We also

consider the first move of platform 7 through the mandatory interval variable moveysar .

Moreover, we respectively refine all perf, ; and move; , interval variables into optional
interval variables perf;” ; for each t € T and move;”, , for each t € T+ (=T U {b**"'}),
for each platform 7 € II and for each operator k& € K.

Expressions. For each platform 7, the Boolean expression u, € {0,1} indicates whether
the platform is part of the fleet, i.e., it executes at least one task in 7, as expressed in
(Equation (1)). For each operator k, the integer expression nAgts, describes the number of
agents controlled by this operator. It depends on the cognitive model: for model m{?, it is
expressed in Equation (2); for the other models, it is expressed in Equation (3). All these
expressions rely on the constraint reification mechanism, which associates a Boolean variable
with the satisfaction of a constraint.

vr e 1II, u, = <Z presenceOf (perf, ) > O) (1)
teT
Vk e K, nAgts, ‘= Z (op, =k) (2)
mell
Vk € K,
nAgts, = Z ((Z presenceOf (perf,”, ) + Z presenceOf(movefﬁT’k)> > 0) (3)
mell teT teT+

4.2 Constraints and Criteria

Both agent configuration and mission planning problems provide constraints and criteria for
the global problem.

Configuration constraints. The respect of the equipment stock is ensured in Equation (4).
The maximum equipment load constraint on each platform 7 € II is expressed in Equation (5).

Equation (6) prevents two incompatible equipment types from being associated to the same

platform.
Ve €€, D Xer <q%(e) (4)
relld
vr e 1l, > weXer < Wy (5)
ecel!
Vei € E,Ves € £\ £,V € TIY N IIYY, Xeym + Xy <1 (6)

40:9
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Performance constraints. The assignment of a unique platform for task is guaranteed by
Equation (7). Precedences between tasks are handled with the endBeforeStart operator in
Equation (8). The respect of the travel durations between tasks for a platform is ensured in
Equation (9) via the noOverlap operator. Equations (10) and (11) respectively ensure that
all platforms start and finish their route by the base. Equation (12) establishes the link
between configuration and planning decision levels via the skill required by the task and the
one provided by the equipment.

Vte T, alternative (taske, {perf, ; }ren) (7)
Y(t1,t2) € Prec, endBeforeStart(tasky, , task;,) (8)
Vi e1l, noOverlap(seq,., A;) (9)
vr e I, first(seq,, perfyua ) (10)
v e 11, last(seq,,, perfye ) (11)
vVt € T,V eI, Z Xe,n > presenceOf (perf, ,w) (12)

SGEf,l,szq:sﬁ‘“
Operability constraints — Instantaneous cognitive model mi®. We first describe con-
straints associated with the first cognitive model. The maximum number of agents associated
to each operator is bounded, as stated in Equation (13). Equation (14) guarantees that a
platform used in the fleet has a non-null assigned operator.

vk e K, nAgts, < Al (13)

v eI, u, < (op, #0) (14)
Operability constraints — Instantaneous cognitive models m3” and m3™.
on constraints common to the cognitive models m5* and mcog and start by expressing
constraints between interval variables perf, , and move; . Equation (15) guarantees that
their presence is equivalent. The interval move; . should start after the end of perf, .
(Equation (16)) and before the start of the next task performed by platform 7 in the sequence
seq, which is accessible through the OPL function startOfNext (Equation (17)). The last
two parameters of this function respectfully indicate the default values when the interval
is not present in the sequence and when it is the last element on the sequence, both here
equal to H to keep the model satisfiable. Equation (18) imposes that the length of move; .
is greater than or equal to the transition duration between ¢ and the type following move; .
in the sequence seq,, accessible with the function typeOfNext. Default parameters in case of
absence or last position in the sequence are equal to the base b.

We now focus

Vte TT,vrell, presenceOf (perf, ;) = presenceOf (move; ) (15)
Vte TT,vrell, endBeforeStart(perf, ., move; ;) (16)
Vte TH vrell, endOf (move; ) < startOfNext(seq,, perf, ., H, H) (17)
Vte TH Vr €ll, lengthOf(move; ., H) > A, (n;, typeOfNext(seq,, perf, .,b,b)) (18)

Equation (19) prevents from allocating incompatible platforms to operators. Finally, Equa-
tions (20) and (21) ensure that each operation is allocated to exactly one operator. The
instantaneous workload constraints associated to models m5” and ms” are expressed in
Equations (22) and (23). They rely on the OPL pulse function, that can be seen as a
cumulative constraint in this case, with an operation consumption equal to 1 for model ms*
and equal to {; . j for model ms™.
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Table 1 Synthesis of variables, expressions, constraints and criteria for each cognitive model.

Model m;*? Variables Expressions  Constraints Criteria
for all models Xe,n, perf, ., seq, (1) (4-12), (24) (25 —26)
i o, @) (13— 14) E
ms”? move, ., perf;’ , move;’ ; (3) (15 — 22) -
mg? move; ., perf;’ , move;” , (3) (15 —21), (23) -

Vk € K,Vr e I\ 1L, Z presenceOf (perf;” ;) + presenceOf (move;” ) =0 (19)
teT
Vte T,Vrell, alternative(perf, ., {perf;” ; }rex) (20)
vte TH vrell, alternative(move, ., {move;”  }rcx) (21)
Yk € K, Z pulse(perf;? ;. 1) + Z pulse(move;” ;. 1) < O (22)
nelLteT relteTt
vk e K, Z pulse(perffﬁryk,ftm’k) + Z pulse(moveff:r s bmove,n k) < L (23)
nellteT el teT+

Symmetry breaking. In order to break some symmetries in the set of platforms with the
same type p, denoted II,,, we order them with an index ¢ in [1, [II,|], so that each element =
in this set becomes mp ;.

Vp € P,Vi e [1, 1L, — 1], Ur,, > g, (24)

Criteria. Finally, the fleet performance criteria consists in minimizing the makespan, as
expressed in Equation (25). The fleet operability criteria is the lexicographic minimization
expressed in (Equation (26)), where operators are considered in the staff as soon as they
supervise one agent.

minimize max endOf (perfycna ) (25)
me ’
minimize (gc(nAgtsk #0), max nAgtsk> (26)

Table 1 summarizes the variables, expressions, constraints and criteria depending the
type of instantaneous workload considered. Note that the expressivity offered by CP would
allow to easily define other cognitive models.

4.3 Solving Approach

In order to generate the Pareto Front associated with criteria expressed in Equations (25)
and (26), we transform the operability criteria into the constraint >, .- (nAgts, # 0) < K™,
where KT is an upper bound of the staff size. We approximate the Pareto Front generation
to iteratively solve the problem with this new constraint for all values of K in [[1, card(K)],
with one lexicographic criteria minimization of makespan first (Equation (25)), then the
maximum number of agents per operator (second member in Equation (26)). Note that any
solution for a specific K is also a solution for the problem with Ky > K .
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5 Experiments

We first describe the benchmarks adapted from the RoboCup Rescue competition. Next, we
present the setup used to run our approach on this dataset. Finally, we discuss the results.

5.1 Benchmarks

Our work is funded by a state agency that has practical applications for our method with
real-world city-scaled scenarios, that we cannot disclose for confidentiality and anonymity
reasons. In this paper, we apply our method to a close use-case derived from the RoboCup
2024 Rescue Simulation League competition [21], and all data values are extracted from the
eindhovenl instance.

Stock extraction. A RoboCup instance comprises a fully connected map with roads and
buildings, and a scenario defining civilians and rescue agents such as ambulance teams
BB, police forces ¥ and fire brigades 8. In order to apply our approach to a RoboCup
instance, we break down these agent patterns into trucks @ and equipment types as follows.

Bb comprises a camera B3, a shovel # and a trailer 8},

#® provides a mechanical arm /‘,

& carries an infrared camera [J and a firehose %
To add more diversity, we also add to the stock some aerial drones 8. They can use some
new specific equipment types, such as parachutes @ and fire extinguishers #*. With this
setting, the number of useful (i.e., without useless equipment) and feasible agent patterns is
equal to 30. Attribute values for each platform and equipment types of our instances are
presented in Table 3a and Table 3b, respectively, found in Appendix B. We fill the stock
with 10 @9 and 10 8 and we consider that there is enough equipment in stock to build all
agent patterns.

Fleet performance. The fleet performance is evaluated on a mission created from the
RoboCup map and scenario. The base is at the police office, which is a central location. A
graph is extracted from the map by computing the barycenters of the roads and buildings.
For the terrestrial 8 trafficability, the edges are defined by the adjacency relations between
roads and buildings. However, for the aerial 3> trafficability, the graph is considered complete.
Distances are computed via the euclidean formula. In the original competition, tasks are
found at victim locations, blocked roads and burning buildings. The modified version of
these tasks is the following:
To rescue a victim, it is necessary to perform an observation B during 60 time units,
then a debris clearing Q¢ during 180¢.u., and finally a medical delivery & during
90 t.u.. These tasks require to observe @, handle © and deliver (B, respectively,
To free a blocked road 4, an agent must provide the skill clear @ during 120 ¢.u.,
To save a burning building, a 60¢.u. infrared observation @ followed by a 120t.u. fire
extinguishing g must be performed. The observation requires to scan infrared Q,
whereas the fire requires the skill extinguish @ to be put out.

Fleet operability. We consider an homogeneous set of 10 candidate operators to supervise
the fleet, each of them being compatible with any platform in the stock. The data related to
the different cognitive models is described in the following.

. cog

in m;"”, each operator can control up to 2 agents each.

in m3y”, each operator can perform up to 2 operations at the same time.
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in ms™, each operator has a maximum cognitive load of 3, and each task requires a

load of 2 and each move a load of 1. This means that two tasks will never be able to
be performed at the same time by the same operator, and that up to 3 moves can be
supervised by any operator at the same time.

Dataset creation. We create 6 missions ranging from 12 to 120 tasks. Note that our real
dataset contains a few dozens tasks but we deliberately generate much larger instances
in order to analyze the approach scalability. For each mission, we generate 5 scenarios
corresponding to different task locations, resulting in 30 instances for each cognitive model,
thus 90 instances in total. Each instance is denoted n_i_ j where n is the number of tasks, 4

is the cognitive model with ¢ € [1,3], and j is the random location scenario with j € [1, 5].

The overall dataset is publicly available [16].

5.2 Experimental Setup

The stock may be oversized for instances with a small number of tasks; in that case, the
excess stock is removed from the optimization. Moreover, the cost-optimal fleet along with an
associated greedy plan are provided to the approach as a starting point. The greedy heuristic
is described in the Appendix C. The Pareto front is generated starting with a maximum
number of operators KT set to 2, and this number is incremented by 1 at each resolution
until the number of candidate operators 10 is reached. As the staff size bound increases,
previously computed solutions are still valid with a higher staff size and the best one is used
as a warm-start for the search.

Tests are launched using IBM ILOG CP Optimizer 22.1.1 through the Java API, on
Intel® Xeon® CPU E5-2660v3 2.60-3.30GHz with 62 GB of RAM. Each run for an instance
is limited to 5 minutes of computation time per staff size constraint for instances with less
than 36 tasks, and 10 minutes for larger ones. Note that in practice, it would be possible to
let the solving run longer. Nevertheless, this type of decision support tool is also supposed to
be used in workshop phases, where different teams (here fleet designers, planning personnel,
operators) may want to test hypotheses and get results quickly.

5.3 Results

Fleet configuration. Figures la and 1b present respectively the average fleet size, i.e.

number of agents in the fleet, and the fleet diversity, i.e. the number of different agent
patterns in the fleet, obtained for each instance size and for each cognitive model. As

expected, for all cognitive models, the fleet size globally increases with the number of tasks.

However, this increase depends highly on the cognitive model. As presented on Figure 1b,
the fleet size is the smallest for model mi®. In fact, the number of operators in the staff
directly impacts the number of agents in the fleet. For the other models, the fleet size is
much higher allowing the parallelization of tasks between dedicated agents. Similarly, as
shown on Figure 1b, the fleet diversity is much higher for models m3” and m3” whereas it
is quite constant for model mi{*, whatever the number of tasks. This indicates that using
cognitive models ms” and m3 allows to customize all fleet agents to the tasks that will be
assigned to them.

Performance analysis. The fleet performance, obtained with the makespan, is provided in
Table 2. Each value in the table corresponds to the average fleet makespan value between
all 5 scenarios, for a given number of tasks n, a given cognitive model m;* and a given
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maximum staff size K. The gray cells highlight the real world dataset target. For instances
with a small number of tasks, the optimal fleet makespan value is found with less than
10 operators in the fleet, showing that not all operators are necessary for the mission.
Naturally, adding more operators would allow to better distribute the cognitive load between
them. For larger instances, the model m{® leads to better fleet makespan values, which

is due to the drastically reduced size of the CP model compared to ms™ and ms™ (cf.
Table 1). Theoretically, as parametrized in these experiments, ms” dominates mi® in terms

of makespan, as any solution with m{® is a solution for ms*. However, because of the

much larger encoding required by ms®, this is empirically true only for smaller instances,
i.e. with less than 60 tasks. For larger instances, the solver for model ms® would require a
much longer computation time to reach the makespan obtained with m{®. The dominance
property does not hold for model m3* and the latter also suffers from the scalability for
larger instances. Nevertheless, the three models provide quite close fleet performance results,

specifically for the targeted size of instances.

Fleet operability. Figures 1c and 1d respectively present the number of operators in the
staff and the maximum number of agents per operator that both compose the operability
criteria. Except for the smallest instances and for the maximum bound K+ = 10, all models
globally provide the same number of operators in the staff. However, the maximum number
of agents per operator is much lower for model m{®. In fact, this value is directly constrained
within this model (equal to 2 in experiments). For the other models, the number of agents
per operator increases, which is consistent with the higher fleet size provided with those
models.

20

10 =23

-
ot
[ ]

\

Fleet size
Diversity
oo

[_._ mes mg — / [_._ meos mg e ——

20 40 60 80 100 120 20 40 60 80 100 120
Number of tasks Number of tasks
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Figure 1 Resulting size (above left), diversity (above right), staff size (below left) and agent
assignment (below right) of the configured fleets with a growing number of tasks, averaged over all
instances and KT values, with a 95% confidence interval. Detailed version of each figure for each
upper bound KV is provided in Appendix E).
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Table 2 For each instance n_i_j, average fleet makespan (for all scenarios j) for each maximum
staff size KT value. The best value between each cognitive model is in bold font.

no1 2 3 4 5 6 7 8 9 10
12 1] 1403.4 1042.0 1042.0 1042.0 1042.0 1042.0 1042.0 1042.0 1042.0
2| 1199.7 1014.7 1014.7 1014.7 1014.7 1037.0 1037.0 1037.0 1037.0
311093.2 1045.0 1042.0 1042.0 1042.0 1042.0 1042.0 1042.0 1042.0
24 1| 2207.4 1527.2 1283.4 1088.2 1038.4 1038.4 1038.4 1038.4 1038.4
2| 1946.8 1402.0 1171.6 1050.4 1038.4 1038.4 1038.4 1038.4 986.0
3|1868.4 1374.0 1102.8 1049.2 1042.4 1038.4 1038.4 1038.4 1019.5
36 1| 3068.8 2112.6 1640.4 1370.2 1226.4 1181.6 1178.4 1178.4 1178.4
2|12814.2 1925.0 1547.6 1283.8 1207.0 1181.6 1178.4 1178.4 1178.4
3] 2913.2 1952.4 1481.4 1261.4 1192.0 1178.4 1178.4 1178.4 1178.4
60 1|4349.0 3359.2 2383.0 1999.0 1685.8 1501.2 1456.0 1456.0 1456.0
2| 4601.0 3080.0 2369.4 1858.0 1657.6 1521.0 1481.6 1464.0 1458.2
3| 4672.8 3236.6 2382.2 1942.0 1644.0 1487.2 1481.2 1471.6 1471.4
90 1/6208.6 4807.4 3295.8 2659.6 2265.8 1969.4 1831.4 1782.8 1740.4
2| 6342.2 4186.0 3218.2 2608.6 2267.6 2016.2 1875.0 1836.8 1820.4
3| 6945.6 4628.2 3409.0 2690.0 2296.6 2164.6 1947.0 1914.6 1855.0
120 1|7789.2 5960.2 4243.8 3367.0 2900.8 2490.6 2267.2 2071.2 2041.4
2| 8738.6 5798.4 4435.8 3534.0 3056.2 2728.8 2569.4 2436.8 2420.0
3] 9152.6 6157.0 4485.6 3570.2 3085.2 2741.8 2525.4 2454.0 2384.2
4500 Cognitive model
my”?
4000 my
= 3500 g;s;,rsaty mi? ms? mg?
é 4 3
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__________________________ T _______:T:. 0 1000 2000 3000 0 1000 2000 3000 0 1000 2000 3000
2 N 6 3 10 Time Time Time

(b) Representative cumulative load for one operator with
(a) Pareto fronts with the common lower bound each cognitive model, for K™ < 3 (cumulative load of
(dashed line). each operator available in Appendix D).

Figure 2 Visualizations for the instances 60_3_ 1, with Pareto fronts (a) and cumulative load (b)
diagrams.

Focus on an instance with 60 tasks. A Pareto front and a cumulative load diagram
associated with a middle-sized instance representative of our real world dataset, are given
in Figure 2a and Figure 2b, respectively, for each workload model. The Pareto fronts have
approximately the same shape: when the staff size is highly reduced, the performance on
the mission is deeply impacted and when more operators are allowed to participate in the
mission, they can handle agents more efficiently and thus reduce the total time to perform
the mission. The lower bound computed by CP Optimizer corresponds to the makespan
value when an unlimited set of candidate operators is available. We observe that taking into
account the m3” instead of m5” does not necessarily lead to better fleet performance, which
is due to the fact that even though operators can control up to three moves simultaneously
instead of two, they can only perform one task at a time. Even though m{® is much more
restrictive than the other cognitive models, it creates CP models that are much easier to
solve in just 5 minutes of computation time than with ms” and ms®: for the last points of
the front at KT = 10, only 2260 variables and 5347 constraints are included in the model
for m{”, against 22440 variables and 7347 constraints for m3* and ms”. Figure 2a also
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indicates the diversity of the fleet obtained for each model. While this diversity is quite
constant for models ms” and ms™, it increases greatly for model mi®, showing that this
model is more sensitive to the staff size. This is can be seen as an advantage if the staff size
is fixed, as the fleet is completely customized. However, models m5™ and m3* seem to offer
more stability on the fleet, meaning for instance that a given fleet computed for 4 operators
staff is still operable and efficient for 5 operators.

Figure 2b illustrates the shape of the cumulative load diagrams for each workload model.
Comparing m{” (left column) and ms* (middle column), it looks like the operator is better
at switching between operations in my%, which allows them to achieve a smaller makespan.
We clearly see in mi® the two route envelopes corresponding to the two agents handled by
the operator, which lead to the operator having 50% free cognitive space at the end of the
mission because the faster agent they are controlling is idle. Now analyzing results for ms®,
we observe that there are more gaps in the schedule of each operator, which means that
the restriction that one task can be achieved at time has a significant impact. Indeed, it is

responsible for longer makespans than when considering ms™.

6 Conclusion

In this article, we (i) formally defined the problem for configuring heterogeneous agent fleets
with different cognitive load models, (ii) developed a resolution approach based on a modular
constraint programming model and (iii) tested and evaluated this approach on synthetic
instances based on the RoboCup 2024 challenge. This problem involves a tradeoff between
fleet performance and fleet operability which can be examined using our approach. Significant
differences have been pointed out between the different cognitive models, which means that
taking into account a certain model has a serious impact on the mission execution and on
the fleet configuration. Thus, it seems important to properly define and select the correct
cognitive model prior to the mission to ensure its correct execution. The CP approach
proposed in the paper adapts the fleet configuration to each cognitive model, allowing
end-users to test several scenarios in a short amount of time.

The state agency at the origin of this work is very satisfied with the obtained results.
This is why in future research, thanks to the expressivity of the CP paradigm, we envision to
enrich our library with more diverse and complex cognitive models. Our work will also focus
on taking into account the cognitive load associated with switching from one task to another.
To do so, it would be possible to extend preliminary works that model a switch on disjunctive
resources as a setup time, for instance [2], to the case of cumulative resources (here human
operators) performing multiple tasks at the same time. Moreover, we will strengthen our
approaches to include robustness indicators in the evaluation of the fleet. We will also apply
our models and methods to other realistic use cases, in the field of drone operations. As to
scale up with the growing number of tasks and operators, in such settings, we will investigate
hybrid approaches based on CP and metaheuristics, such as large neighborhood search.
Finally, this work paves the way for addressing more general skilled resources scheduling
problems, where resources skills must also be configured.
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A CP Operators

The list of all operators used in the model, in their order of appearance, is the following.

presenceOf (itv): takes as input an interval itv. It is equal to 1 if the interval is present,
0 otherwise.

alternative(itv, optItvs): takes as input an interval itv and a set of optional intervals
optItvs. If the interval itv is present, then exactly one optional interval in optItvs is
present and its start date, end date and duration are equal to those of the interval itv.

endBeforeStart(itvy, itve,d = 0): takes as input two intervals itvy and itva. It constrains
the first interval itvy to take place before the second interval itve. The constraint is
removed if one of the two intervals is absent. The third input ¢ is optional and corresponds
to the delay to respect between the two intervals.

noOverlap(itvs, transitionDistance): takes as input a set of intervals and transition dis-
tance function. It constrains the intervals not to overlap each other. The distance between
two intervals in itvs, defined as the difference between the start of the last interval and the
end of the first interval, is constrained to be larger than the value in transitionDistance.
first(seq, itv): takes as input a sequence and an interval and constrains it to be the first
in the sequence (if it is present).
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last(seq, itv): takes as input a sequence and an interval and constrains it to be the last
in the sequence (if it is present).

endOf (itv, absVal = 0): takes as input an interval itv. It is equal to the end date of the
interval, or absVal if it is absent.

startOfNext(seq, itv, last Val, absVal): takes as input a sequence and an interval and
returns the start date of the next interval in the sequence. If this interval is the last in
the sequence, it returns lastVal. If this interval is absent, it returns absVal.

lengthOf (itv, absVal = 0): takes as input an interval itv. It is equal to the length of the
interval, or absVal if it is absent.

typeOfNext(seq, itv, last Val, absVal): takes as input a sequence and an interval and
returns the type of the next interval in the sequence. If this interval is the last in the
sequence, it returns last Val. If this interval is absent, it returns absVal.

pulse(itv, val): takes as input an interval and an integer value, and returns a function

that is equal to val between the start and end date of the interval, and 0 anywhere else.

B Attribute Values used in the Experiments

We provide here the attributes values used to generated the instances, for the platforms
(ground and air), and the equipments.

Table 3 Attribute values related to the platforms (a) and the equipment (b) in our dataset.

(a) Types of platforms in stock. (b) Types of equipment in stock.
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C Greedy Heuristic for the Planning of the Fleet

The greedy heuristic developed to compute a planning for a fleet is described as follows:

1. For each available agent, create an empty route.

2. Sort all tasks by increasing distance to the base in the list L.

3. For each precedence (t1,t2) € Prec, if ty appears before t; in L, move ¢y right after ¢;

in L.

4. For each task t € L,

a. in each route, find the operator that minimizes the time to move the route agent to
task ¢, then find the operator that minimizes the time to execute the task ¢ with the
route agent.

b. add the task ¢ to the route that minimizes the time to execute it.
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D Cumulative Load of Operators

This figure represents the cumulative load diagrams of each operator in the solution of
instance 60_¢_ 1. This is the complete version of Figure 2b presented in the paper.
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Figure 3 Cumulative load for each operator (one per line) with each cognitive model (one per
column), for the instances 60_:_ 1.

E Detailed Fleet Diversity, Fleet Size and Staff Size

These figures shows for each KT the resulting fleet diversity (Figure 4), fleet size (Figure 5),
and staff size (Figure 6). They complete Figure 1b and Figure 1a, and show how CP Optimizer
struggles with instances with more than 80 tasks and KT greater than 4. Indeed, beyond
this number of tasks CP Optimizer does not have enough time to explore configurations with
more operators.
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" Figure 4 Resulting fleet diversity for each K.
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Figure 7 Resulting max number of agents per operator for each K.
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