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Abstract
Conflict-Driven Clause Learning (CDCL) is central to the success of SAT solvers, and its adaptation
to Constraint Programming (CP) through Lazy Clause Generation (LCG) has been a major
breakthrough for CP solving. A core requirement of LCG is to maintain both a CP and SAT
view of the problem. Because maintaining a full SAT encoding is impractical, solvers rely on
partial and solver-specific encodings – an approach that has evolved as folklore rather than formal
design. We present the first systematic analysis of how leading LCG solvers maintain their SAT
encodings, based on source-code inspection and developer correspondence. Our analysis reveals
substantial differences in explanation lifting, backwards explanations, linking clauses, and nogood
minimisation, all driven by the need to preserve a SAT view. To overcome these compromises, we
propose a native CDCL framework for CP. We replace SAT literals with atomic constraints, enabling
conflict analysis, nogood learning, and nogood propagation directly at the CP level. This results
in cleaner algorithmic design, eliminates SAT-specific complications, and allows us to introduce
extended nogood propagation, a generalisation of SAT-based clause propagation, as well as CPIP
nogoods, a generalisation of SAT-based learned nogoods. Our implementation of the framework in
Pumpkin demonstrates competitive performance in the MiniZinc Challenge 2025. Additionally, we
empirically show that extended nogood propagation combined with CPIP nogoods can significantly
reduce failures, especially on problems with constraints that reason over domain holes. Overall, our
framework provides a principled and semantically rich generalisation of CDCL for CP.
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1 Introduction

Conflict-Driven Clause Learning (CDCL) [41, 26] is central to the success of Boolean
Satisfiability (SAT) [5] solving [4, 28, 25]; relying on techniques such as 1) unit propagation
to make inferences based on clauses, and 2) conflict analysis to learn new clauses implied by
the original formula. Its adaptation to Constraint Programming (CP) [36, 27] through Lazy
Clause Generation (LCG) [32, 13] has been a major breakthrough for CP solving, providing
solvers with an effective mechanism for jointly reasoning over multiple constraints via conflict
analysis. LCG has become ubiquitous within CP solving and has been adopted in several
state-of-the-art solvers such as Chuffed [6] and OR-Tools [33].

Conflict analysis in LCG relies on a SAT encoding of the problem. This results in leading
LCG solvers relying on the SAT view of conflict analysis. Existing papers offer little to no
discussion on this topic, even though it constitutes an important part of LCG solvers.

As part of our contributions, we present the first systematic analysis of how leading LCG
solvers maintain the SAT encoding, discussing the benefits and drawbacks. We show that
solvers make varying trade-offs: OR-Tools [33] and Huub [8] perform less general learning,
while Chuffed [6] compromises on explanations at any state, Tempo [19] does not support
(dis)equality atomic constraints, and Geas [16] does not support certain nogood minimisation.
Our conclusion is that each solver supports the SAT view in a unique way with varying
trade-offs. Understanding these approaches thoroughly can yield improvements to solvers.

As our main contribution, we introduce a framework which generalises CDCL based
on the CP view. Our framework provides stronger propagation and learning based on the
semantic information of CP, whilst avoiding any compromises to conform to the SAT view
by removing the SAT encoding entirely. Thus, our framework:
1. Moves from literals to atomic constraints, entirely removing the need for a SAT view.
2. Moves from clauses to nogoods; we introduce extended nogood propagation, which uses the

semantic information of the CP view to perform stronger propagation than SAT-based
clause (unit) propagation.

3. Generalises conflict analysis from a CP point of view; we introduce the novel concept of
a CPIP nogood, a generalisation of 1UIP nogoods, learned by leveraging the semantic
information present in nogoods based on our insights for extended nogood propagation.

We implement our framework within Pumpkin [15] and show that 1) an implementation of our
framework is competitive with state-of-the-art solvers, demonstrated by Pumpkin receiving
a bronze medal in the 2025 MiniZinc challenge, and 2) utilising the semantic information
of the CP view by using extended nogood propagation and learning CPIP nogoods can
significantly reduce the number of conflicts required to find solutions, especially on instances
where reasoning over the entire domain of variables (instead of just the bounds) is warranted.
Our contributions supply deeper insights into the current state of LCG solving and provide
a principled generalisation of CDCL from SAT to CP using the high-level CP view.

The paper is structured as follows. In Section 2 we introduce the relevant concepts for the
rest of the paper. Section 3 shows work related to CDCL and LCG. In Section 4, we provide
an overview of how existing solvers create and maintain the SAT view and the benefits and
drawbacks of their approaches. In Section 5, we introduce our framework for generalising
CDCL from a CP point of view. Subsequently, we show in Section 6 that an implementation
of our framework can compete with leading LCG solvers, and we empirically evaluate the
impact of utilising CPIP nogoods and extended nogood propagation. Finally, we provide a
discussion and an overview of future work in Section 7 and our conclusions in Section 8.
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2 Preliminaries

In Boolean Satisfiability (SAT) problems, the input is a formula F over Boolean variables
(literals): a conjunction of disjunctions of literals (i.e., clauses). The goal is to find an
assignment of literals such that at least one literal in each clause is true. Conflict-Driven
Clause Learning is a SAT solving approach, which use a variety of techniques to efficiently
find solutions. In this work, we consider two important techniques in CDCL solvers:
Unit propagation [31] – To propagate clauses; if only one literal is unassigned (and none are

true), then the unassigned literal is set to true. Detecting the conditions under which unit
propagation can take place is commonly done using the two-watcher scheme [31], in
which two unfalsified literals are assigned as watchers. Whenever a watcher is assigned
to false, a new unfalsified literal is searched for; if no such literal can be found, then
either unit propagation can take place, or the other watcher is already satisfied.

Conflict Analysis [26] – To find a learned clause, implied by F , which would have caused
the solver to make a different decision at a previous decision level. This is achieved by
analysing the implication graph and reasoning over clauses involved in the conflict to
derive a new clause, as a logical consequence, that explicitly captures the conflict reason.
The most used learning strategy is 1UIP [41], shown in Algorithm 2. Algorithm 2
traverses assigned literals in reverse chronological order and continuously replaces literals
with their reason (i.e., applies resolution [35], represented by ⊙) until only one literal
from the current decision level remains. The SAT implementation of the 1UIP learning
procedure thus requires knowledge of the trail order and the decision level of literals.

A Constraint Satisfaction Problem (CSP) consists of the tuple (X , C,D), where X is the
set of variables, C is the set of constraints which specify the relations between variables,
and D is the domain which maps x ∈ X to its possible values Dx. An assignment maps
variables to (reduced) domains A : X 7→ D′ s.t. D′

x ⊆ Dx. A solution is an assignment in
which all D′

x are singleton and all constraints are satisfied. An atomic constraint is a
predicate over a single variable x ∈ X and value v signified by Jx⊗vK where ⊗ ∈ {=,≤,≥, ≠}.

Lazy Clause Generation is a paradigm for extending the capabilities of CP solvers by
using reasoning from SAT. An LCG solver keeps two separate views: A CP view and a SAT
view. The SAT view, (originally specified in [13]), consists of literals which represent atomic
constraints of the form Jx ≤ vK and Jx = vK. To keep these literals consistent, linking clauses
are generated whenever a literal is introduced (e.g. to ensure that Jx ≥ vK→ Jx ≥ v − 1K).
As was already observed by Feydy et al. [13], this can lead to redundant linking clauses when
literals are created which induce additional overhead when lazily generating literals.

Two options for creating the SAT view are traditionally considered: an eager encoding
or a lazy encoding. In an eager encoding, all of the aforementioned atomic constraints of the
form Jx ≤ vK and Jx = vK are created before the solving process starts; this leads to improved
efficacy on small instances at the cost of a significant overhead for large instances. The lazy
encoding creates literals (i.e. lazy literals) whenever they are “required”. Linking clauses
are then only generated between the relevant literals. Doing this lazily leads to significantly
less overhead when domains are of a substantial size.

LCG solvers then utilise the SAT-based conflict analysis to generate nogoods [7, 37], a
set of atomic constraints which cannot all be true at the same time. Traditionally, nogoods
are treated as clauses, consisting of literals mapped to a semantic meaning, using unit
propagation and the two-watcher scheme for propagation. In this work, we treat nogoods as a
generalisation of a clause, since it additionally carries semantic meaning over integer variables;

CP 2026
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we will show how to utilise this fact in Section 5. Semantic nogood minimisation [12]
removes redundant elements from a nogood based on their semantic meaning (e.g., the
nogood Jx ≥ 4K ∧ Jx ̸= 3K→ ⊥ can be simplified to Jx ≥ 4K→ ⊥).

To perform conflict analysis, an LCG solver requires propagators to explain propagations
and conflicts using atomic constraints E . For a propagation p, it should hold that

∧
e∈E e |= p,

and for a conflict it should hold that
∧

e∈E e |= ⊥. An explanation is lifted if it is explained
in terms of atomic constraints which are not explicitly on the trail [12], the benefit of lifted
explanations is that they can lead to more general learned nogoods, which prune a larger part
of the search space. A backward (lazy) explanation is computed during conflict analysis,
while a forward (eager) explanation is computed when the propagation is made.

A trailing solver [38] retains information regarding state changes in a structure called a
trail. Whenever a state change occurs (e.g. updating a lower bound), the solver records
the previous state and adds it to the trail. Whenever a trail entry is untrailed (e.g. when
backtracking occurs), the previous value is restored and the entry is removed from the trail.

3 Related Work

At the core of Conflict-Driven Clause Learning (CDCL) [41] SAT solving is conflict analysis [41,
26], which learns new constraints during search, and unit propagation, both of which
significantly prune the search space. There are many different learning schemes [47, 11] in
SAT solvers; in this work, we focus on 1UIP clause/nogood learning, since it is the most
commonly used strategy. Other components which have made SAT solvers prevalent are
clause minimisation strategies (reducing the size of learned clauses by removing redundant
elements), such as recursive minimisation [42], which analyses the implication graph of
assignments to infer redundancy, and other related approaches [11, 14].

A key shift in CP solving was due to the introduction of Lazy Clause Generation, first
established in the work of Ohrimenko et al. [32] and then redesigned by Feydy et al. [13].
Rather than solely maintaining a CP view of variables, LCG CP solvers maintain an additional
SAT encoding to incorporate conflict analysis and other SAT-based components. LCG CP
solvers have seen much success [1, 43], with LCG being adopted by state-of-the-art CP solvers
such as Chuffed [6], Huub [8], OR-Tools [33], Tempo [19], and Geas [16]. All of these solvers
have recognised the crucial importance of the SAT view, but each implements it differently.
To the best of our knowledge, a clear overview of the various approaches in these solvers and
a discussion of the trade-offs has remained elusive thus far; we provide such an overview in
Section 4. While other types of learning are possible within the CP framework [46, 22, 30],
we focus on LCG since it has seen the most mainstream adoption.

The main issue with LCG, identified by Feydy et al. [13], is that eagerly generating all
SAT literals encoding the domains of the variables rapidly becomes untenable for sizeable
problems as the time and memory overhead becomes too significant. To ameliorate this,
they propose a lazy encoding which only creates the literals when required. However, from
this work, it is unclear when and how these lazy literals should be generated, and what the
benefits and drawbacks of different approaches would be.

Additional evidence that utilising semantic information and lazy literal management is
essential can be found in the work of Feydy et al. [12]. They introduce semantic conflict
analysis, which makes use of semantic information to create stronger nogoods by using lifting
and simplification rules. Their solver only creates literals for atomic constraints that end
up in nogoods. One key drawback, due to a lack of information storage, is that their solver
requires backtracking to the state when the propagation was made to support backward
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explanations, prohibiting nogood minimisation techniques that examine trail entries before
the current decision level. While Feydy et al. [12] present an approach for incorporating
semantic information and lazily generating literals, their solver still relies on SAT literals,
while not providing any way in which to address the aforementioned issues, nor does it use
the semantic information for stronger nogood propagation.

Other frameworks, such as NACRE by Glorian et al. [18] design its data structures
specifically around nogood/clauses to efficiently support learning. However, they do not
provide an overview of existing lazy literal generation techniques, nor do they provide stronger
techniques for nogood propagation and/or learning.

Additionally, Siala et al. [40] address the issue of redundant linking clauses by introducing
the DomainFaithfulness constraint, which simulates linking clauses to channel between the
SAT and CP views. While this work addresses some of the considerations inherent to lazy
literal generation, it does not describe lazy literal generation and its tradeoffs, nor does it
describe the usage of the semantic information of the CP view.

Moreover, Jain et al. [21] consider multi-valued SAT with multi-valued clauses, consisting
only of (dis)equality atomic constraints. While providing a generalised version of CDCL, their
approach is based on multi-valued clauses consisting only of (dis)equality atomic constraints
and does not fully explore the interactions of these nogoods with the diverse environment of
propagators. This makes our conflict analysis approach more general than theirs, as it makes
no assumptions about the atomic constraint types in the nogood.

Finally, Veksler and Strichman [45] introduce a proof-producing CSP solver and a learning
scheme for learning constraints which are not clauses/nogoods [46]. As part of their work,
they introduce the concept of signed literals: a single literal representing a domain description
over an integer variable. Learning over signed literals leads to similarities with the generalised
nogoods that we introduce in this work (a specific form of asserting conflict constraints).
While the work of Veksler and Strichman presents visionary ideas, our work stays closer to
existing widespread practice by relying solely on atomic constraints (the standard in LCG)
and shows in detail how and when to propagate, making it straightforward to adopt by
state-of-the-art LCG solvers. Moving towards the ideas introduced by Veksler and Strichman
is promising and considered future work.

To summarise, much work has been done exploring the interaction between the SAT
view and CP view, but 1) the actual implementation and their various tradeoffs have
remained largely folklore, and 2) there is no work which generalises CDCL for CP while also
leveraging the semantic information of the CP view when using conflict analysis and nogood
propagation. We address both of these shortcomings, starting with an in-depth analysis of
how state-of-the-art LCG solvers implement the SAT view in the next section.

4 Analysis of State-of-the-art LCG Solvers

To understand how different solvers adhere to the SAT view and the impact of these design
decisions, we analyse how existing approaches create and maintain the SAT view based on
source code and developer correspondence. To the best of our knowledge, this is a first within
the community. We analyse the solvers on the following four criteria, which have been shown
to be impactful in the literature or exhibit the design decisions made by solvers:
Explanation Lifting. Do they allow atomic constraints in explanations which are not explicitly

present on the trail? Explanation lifting can lead to more general explanations [39],
leading, in turn, to stronger learned nogoods.

Fully Lazy Explanations (Definition 1). Do they allow backwards explanations with the
state at the time of propagation? This reduces the overhead for generating and storing
explanations, and allows for creating more general explanations [12].

CP 2026
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Table 1 An overview of features supported by state-of-the-art solvers. Each solver makes different
trade-offs, apart from Tempo, which is restricted to bound atomic constraints.

Solver
Feature Explanation

Lifting
Fully Lazy

Explanations
No Linking

Clauses
Allows

Minimisation
Chuffed

Huub ∼a ∼b ∼a

OR-Tools ∼a ∼c ∼a

Tempo
Geas

a) Limited Lifting/Minimisation if literals do not exist.
b) By backtracking to this state and afterwards reapplying the trail.
c) By traversing the entire trail.

No Linking Clauses Do they have a mechanism to avoid creating linking clauses? Linking
clauses can induce overhead, and redundant linking clauses can amplify this problem [40].

Allows Minimisation Do they allow minimisation strategies which require inspecting reasons
before the current decision level? These strategies (e.g., recursive minimisation) have
proven beneficial in SAT solvers by reducing the learned clause size [42].

▶ Definition 1. A propagation explanation is fully lazy if the explanation is 1) a backward
explanation, and 2) it is computed using the same assignment A′ as at the time of propagation.

An overview of the solvers and supported features is provided in Table 1. We now describe
the approaches for lazy literal generation of leading solvers, with the exception of Choco [34],
because the first non-beta release of its LCG version was too recent to consider.

Chuffed [6]. Chuffed generates literals lazily for “large” domains during explanation gener-
ation. When literals are lazily created, they are assigned the lowest possible decision level,
meaning they are placed directly into the nogood during conflict analysis. This could lead to
redundancy for literals from the current decision level, since the literal could be explained by
others. The level is restored to the correct value after backtracking.

Chuffed’s approach has the benefits that 1) all literals exist when performing conflict
analysis, 2) explanation lifting is possible, and 3) nogood minimisation techniques are possible.
However, Chuffed suffers from the fact that 1) the inaccurate decision levels can cause the
lifting/nogood minimisation to be ineffective, 2) it requires an eager encoding of the bounds
to generate (dis)equality literals, and 3) there could be redundancy in the learned nogood
due to literals with incorrect decision levels.

Huub [8]. Huub uses the IPASIR-UP [10] interface to interact with an external SAT solver
and uses the CP component only to guide the search/restarts and to make propagations.
Huub creates literals for decisions, propagations, and forward explanations. When it creates
a literal, the assignment to the correct decision level is handled by the SAT solver.

Huub’s approach has the benefits that 1) it can use the implemented techniques of existing
SAT solvers, and 2) it allows lifting for forward explanations. However, Huub suffers from the
fact that 1) creating literals lazily during backwards explanations is currently not possible,
and 2) recreating the state requires undoing and then reapplying the trail.
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OR-Tools [33]. OR-Tools only creates literals for decisions. However, OR-Tools often
decomposes constraints into a SAT representation, leading to more existing literals than only
decision literals. During conflict analysis, an atomic constraint with no associated literal is
repeatedly replaced with its reason until only existing literals are left.

OR-Tools’s approach has the benefits that 1) it only creates literals that are “important”
enough to be decisions, and 2) decomposed constraints ensure that there are enough literals
for conflict analysis. However, OR-Tools suffers from the fact that 1) limiting created literals
can lead to less general nogoods, and 2) since explanations are resolved until consisting of
existing literals, explanation lifting and nogood minimisation can have less impact.

Tempo [19]. Tempo, developed with a focus on scheduling, does not create an explicit
literal for atomic constraints, but rather stores the updates which happened to lower- and
upper-bounds. These structures can then be queried during conflict analysis to retrieve
information about atomic constraints.

Tempo’s approach has the benefits that it stores sufficient information to support 1) ex-
planation lifting, 2) nogood minimisation, and 3) fully lazy explanations. However, Tempo
suffers from the fact that 1) retrieving atomic constraint information is not constant time
since it requires traversing a data structure to find this information, and 2) it does not
support (dis)equality atomic constraints, decreasing its general usability.

Geas [16]. Geas does not create literals for bound atomic constraints. Geas achieves this by
observing that two pieces of information are required for (1UIP) conflict analysis: 1) Whether
an atomic constraint became true on the current or the previous decision level, and 2) in
what order the atomic constraints in the working learnt clause were assigned. The solver
thus keeps track of the domain of variables at the previous decision level and then performs
conflict analysis as usual by traversing the trail and testing whether an atomic constraint
held at the previous decision level or the current decision level.

Geas’s approach has the benefits that 1) the storage overhead is minimised by only storing
information about the previous decision level, and 2) it allows the usage of explanation lifting.
However, Geas suffer from the fact that 1) fully lazy explanations are done by backtracking
to a trail entry, prohibiting some forms of minimisation [12], 2) it requires traversing over
all changed variables when declaring a new decision level to keep track of the values at the
previous level, and 3) (dis)equality atomic constraints require linking clauses.

Analysis Conclusion

As shown by our analysis, lazy literal generation is non-trivial, and trade-offs are made
to support conflict analysis, exhibiting a fundamental limitation of LCG stemming from
its reliance on the SAT view. The main issue with lazy literal generation is the lack of
information required during conflict analysis. To compute the 1UIP, the trail position and
decision level of a literal should be known. This is further complicated by explanations
introducing literals which are not explicitly on the trail, making it non-trivial to determine
information without a full SAT representation or traversing the entirety of the trail

Another issue is that solvers often do not store sufficient information to reconstruct the
state at any point, meaning that destructive operations (e.g., untrailing) are used to support
fully lazy explanations. Feydy et al. [12] stated this as a weakness since it prohibits certain
forms of minimisation (e.g., recursive minimisation [42]) or learning (e.g., All-UIP [11]). All
of these issues stem from an inherent lack of stored information about atomic constraints.

CP 2026
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5 A CP-based CDCL Framework

We describe our framework, which generalises CDCL for CP. As seen previously, prior work
has incorporated CDCL components in CP solvers, but has compromised to adopt the SAT
view. We take a step back and, instead of maintaining both CP and SAT views, we generalise
CDCL to operate directly on the CP view. Our framework consists of three main components:
Literals to Atomic Constraints (Subsection 5.1) by completely removing the (partial) en-

coding of the SAT view and working directly on atomic constraints.
Clauses to Nogoods (Subsection 5.2) which enables us to leverage the semantic informa-

tion of atomic constraints to introduce stronger nogood propagation.
Generalising Conflict Analysis (Subsection 5.3) reasoning over atomic constraints and no-

goods rather than literals and clauses, allowing us to learn more general nogoods.

5.1 From Literals to Atomic Constraints
One of the key advantages of using the CP view is that we consider nogoods instead of clauses
by reasoning over atomic constraints instead of literals. To make this step, we generalise
from literals to atomic constraints, which requires us to track additional information for
efficient retrieval. Rather than using a SAT component to channel this information, our
framework entirely removes the need for a (partial) SAT encoding and works directly on the
high-level CP abstraction. As opposed to other attempts to move from literals to atomic
constraints, we fully leverage the semantic information in CP without any restrictions; other
such attempts include Tempo, which does not support (dis)equality atomic constraints, and
Geas, which does not support certain minimisation techniques (see Section 4).

The aforementioned lack of stored information leads to two key issues about what we
call implicitly-trailed atomic constraints. These atomic constraints are true as a result of an
atomic constraint which is explicitly on the trail (i.e., an explicitly-trailed atomic constraint).
For example, if we have the variable x ∈ [0, 10] and the explicitly-trailed atomic constraint
Jx ≥ 5K, then the atomic constraints Jx ≥ 3K and Jx ̸= 2K are implicitly-trailed. The lack of
information about (implicitly-trailed) atomic constraints leads to two distinct issues:
Trail does not contain all atomic constraints. Traversing elements in order of the trail dur-

ing conflict analysis requires additional data structures.
No information implicitly-trailed atomic constraints. Additional information is required to

determine the decision level and trail position of implicitly-trailed atomic constraints.
Our framework introduces data structures, which allow us to efficiently 1) determine the
trail order, 2) retrieve information concerning any atomic constraint, and 3) recompute the
state at any trail entry. To this end, we show how to find the following information, used by
conflict analysis, and techniques such as nogood minimisation (where recreating the state at
any trail position uses a similar approach):
1. DecLvl(Jx⊗ vK) – Decision level at which the atomic constraint became true.
2. TrailPos(Jx⊗ vK) – Trail position at which the atomic constraint became true.
The idea is to, for each variable x ∈ X , store the updates to the lower-bounds (U≥(x)), upper-
bounds (U≤(x)), and holes in the domain (U̸=(x)). This localises information storage to
variables rather than traversing the entire trail to find this information, while only introducing
a constant overhead compared to the information stored by trailing solvers. An example of
the information storage and retrieval is provided in Subsection A.1.

For the updates, we store the following components per update u, only storing the fourth
for domain hole updates to ensure backtracking occurs correctly:
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1. The new bound (given by bound(u))
2. The decision level (given by level(u))
3. The trail position (given by pos(u))
4. Whether the removal triggered a lower-bound and/or upper-bound update

Finding DecLvl(Jx ⊗ vK) and TrailPos(Jx ⊗ vK). Finding the trail position and the
decision level are symmetrical as they are both stored in the update information.

For lower- and upper-bound updates, we find the latest update such that it implies the
provided atomic constraint. For (dis)equalities, the return value depends on the bound
updates which assigned the atomic constraint (where ui > uj if pos(ui) > pos(uj)):

UpdateInfo(Jx ≥ vK) = minu∈U≥(x){u | bound(u) ≥ v}

UpdateInfo(Jx ≤ vK) = minu∈U≤(x){u | bound(u) ≤ v}

UpdateInfo(Jx ̸= vK) =


u ∃u ∈ U̸=(x) s.t. bound(u) = v

UpdateInfo(Jx ≥ v + 1K) ∃u ∈ U≥(x) s.t. bound(u) > v

Updateinfo(Jx ≤ v − 1K) ∃u ∈ U≤(x) s.t. bound(u) < v

UpdateInfo(Jx = vK) = max{UpdateInfo(Jx ≥ vK), UpdateInfo(Jx ≤ vK)}

This allows us to retrieve all the necessary information about atomic constraints with
negligible overhead, without relying on a SAT component for channelling. Equipped with
this efficient information retrieval system, we utilise it in the remaining two components.

5.2 Extended Nogood Propagation
Next, we show how to strengthen the propagation of nogoods beyond unit propagation based
on the semantic information of the CP view. We show both how to perform the propagation
itself and how to detect the conditions under which propagation can occur.

Propagation. The key observation (similar to Jain et al. [21], but generalised to all atomic
constraint types), is that stronger propagation is possible if a nogood only contains atomic
constraints over a single variable. An example of this reasoning can be seen in Example 2.

▶ Example 2. Let’s say that we have the domains x ∈ [4, 10], y ∈ [4, 6] and the nogood
Jx ≥ 5K∧ Jx ≤ 8K∧ Jx ̸= 6K∧ Jy ≤ 6K→ ⊥. We can see that x /∈ {5, 7, 8} since Jx ≤ 4K∨ Jx ≥
9K ∨ Jx = 6K (note that Jy ≤ 6K is already true) should hold.

Based on this intuition, we introduce the novel extended nogood propagation algorithm
in Algorithm 1. To simplify the algorithm, we assume that the input nogood has been
semantically minimised (i.e., is without semantically redundant atomic constraints), and that
propagation can take place, i.e., the following conditions hold: 1) there is no falsified atomic
constraint in the nogood, and 2) the only atomic constraints which are unassigned concern x.
We will discuss how to detect these conditions in a later part of this section.

First, if unit propagation is possible, we perform it and return in Line 1. Next, we
collect the unassigned atomic constraints in N ′ (Line 2). Then we check for upper-bound
propagations in Line 5 (where lower-bound propagation is symmetrical). We can only
propagate the upper-bound if 1) there is no atomic constraint over the upper-bound present
in N ′, and 2) there are disequality atomic constraints present in the nogood. In any other
case, we can either not infer a new upper-bound, or unit propagation would have occurred.
Hence, we find the maximum right-hand side of any unsatisfied disequality atomic constraint
and use that as the new upper-bound. This reasoning can be seen in Example 3.
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Algorithm 1 Extended Nogood Propagation.

Input: N – Semantically Minimised Nogood
x – Variable to propagate

Assumptions: No atomic constraints in N which are falsified or unassigned and not over x.
1: if UnitPropgate(N) then return
2: N ′ ← {Jx⊗ vK | Jx⊗ vK ∈ N : Jx⊗ vK is unassigned}
3: if ∃v | Jx ≥ vK ∈ N ′ then lb← v else lb← minv s.t. Jx ̸=vK∈N ′ v

4: if ∃v | Jx ≤ vK ∈ N ′ then ub← v else ub← maxv s.t. Jx ̸=vK∈N ′ v

5: if ∄v s.t. Jx ≤ vK ∈ N ′ ∧ ∃v s.t. Jx ̸= vK ∈ N ′ then ▷ Upper-bound Propagation
6: Post(Jx ≤ ubK)
7: if ∄v s.t. Jx ≥ vK ∈ N ′ ∧ ∃v s.t. Jx ̸= vK ∈ N ′ then ▷ Lower-bound Propagation
8: Post(Jx ≥ lbK)
9: for v ∈ {p | p ∈ [lb, ub] s.t. Jx ̸= pK /∈ N ′} do ▷ Disequality Propagation

10: Post(Jx ̸= vK)

▶ Example 3. If we have the nogood Jx ≥ 5K ∧ Jx ̸= 7K ∧ Jx ≠ 10K→ ⊥, then there would
be a conflict if x ≥ 11. Hence, we can propagate the upper-bound of x to be 10.

Next, we perform disequality propagation in Line 9, i.e., we remove infeasible values which
are not bounds. We keep track of the interval from which we can remove values in lb and
ub, and for each value in this interval, we remove it from the domain of x if there exists no
disequality atomic constraint with that value. Note that we only remove values for which
it is certain that if x were assigned to that value, then all atomic constraints concerning x

would be satisfied (hence leading to a conflict). For calculating the upper-bound ub from
which to iterate (where the lower-bound lb is symmetrical), we consider the following cases:

If there is an upper-bound atomic constraint Jx ≤ vK present, then this atomic constraint
would be falsified if x were to be assigned a value v′ such that v′ > v. Hence, we can set
the upper-bound of our considered interval to v.
For example, if we have the nogood Jx ≥ 5K ∧ Jx ≤ 10K ∧ Jx ≠ 7K→ ⊥, then we need to
remove the values from the domain of x in the range [5, 10], with the exception of 7.
If there is no upper-bound atomic constraint, then there are guaranteed to be one or
more disequality atomic constraints. As such, we can also use the maximum value of the
disequality atomic constraints as the starting point of our iteration (and note that this
value will not be removed during disequality propagation because there is a disequality
predicate containing that value in N ′).
For example, if we have the nogood Jx ≥ 5K ∧ Jx ̸= 7K ∧ Jx ≠ 9K, then we need to remove
the values from the domain of x in the range [5, 9], with the exceptions of 7 and 9.

▶ Proposition 4. Extended nogood propagation subsumes unit propagation.

Proposition 4 follows from the fact that extended nogood propagation either propagates
earlier or performs the same inferences as unit propagation.

Explanations. To support conflict analysis, we need to provide an explanation for propaga-
tions. We show how to create these explanations for the different propagations in Algorithm 1;
these explanations differ from those for unit propagation (which consists of all satisfied atomic
constraints in the nogood) by removing elements, resulting in shorter explanations.
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Lower/Upper-bound propagation. The explanation of an upper-bound propagation (where
the explanation for a lower-bound propagation is symmetrical) consists of 1) the atomic
constraints over other variables than x (these are guaranteed to be satisfied at the time
of propagation), 2) any satisfied upper-bound atomic constraints, and 3) any disequality
atomic constraints with a right-hand side larger than ub.
For example, if we have the domains x ∈ [4, 10] \ {7}, y ∈ [5, 6] and the nogood Jx ≥
5K∧ Jx ̸= 6K∧ Jx ̸= 7K∧ Jx ≤ 10K∧ Jy ̸= 4K→ ⊥, then the upper-bound propagation with
explanation is Jx ≤ 10K ∧ Jx ̸= 7K ∧ Jy ̸= 4K→ Jx ≤ 6K.

Disequality Propagation. The explanation consists only of the atomic constraints over
variables other than x (these are guaranteed to be satisfied at the time of propagation).
For example, if we have the domains x ∈ [4, 11], y ∈ [5, 6] Jx ≥ 5K ∧ Jx ≠ 6K ∧ Jx ̸=
7K ∧ Jx ≤ 10K ∧ Jy ̸= 4K → ⊥, then the disequality propagation with explanation is
Jy ̸= 4K → Jx ̸= 8K. If, for example, Jx ≥ 5K were to be satisfied, then this does not
impact the validity of the explanation, and it does not have to be included.

Detecting Conditions for Propagation. We also need to determine when the conditions for
extended nogood propagation are met. To this end, we propose an efficient adaptation of the
two-watcher scheme (in the same way as Jain et al. [21]).

For extended nogood propagation to be possible, two conditions need to hold: 1) there are
no falsified atomic constraints in the nogood, and 2) the only unassigned atomic constraints
concern a single variable. This requires two adjustments to the two-watcher scheme to work
for extended nogood propagation (an example is provided in Example 5):

When a watcher has become satisfied, we search for an unsatisfied atomic constraint
which reasons over a different variable than the other watcher.
When we encounter a falsified atomic constraint p that reasons over the same integer
variable as the other watcher, then we should replace the other watcher with p.

▶ Example 5. Jx ≥ 5K ∧ Jy ̸= 4K ∧ Jx ≤ 10K ∧ Jz = 7K ∧ Jx ̸= 6K→ ⊥

Initial State Watchers: Jx ≥ 5K and Jy ̸= 4K (1)
Jy ̸= 4K becomes satisfied Watchers: Jx ≥ 5K and Jz = 7K (2)
Jx ̸= 6K becomes falsified Watchers: Jx ≥ 5K and Jz = 7K (3)
Jz = 7K becomes satisfied Watchers: Jx ̸= 6K and Jz = 7K (4)

In the final step, we cannot find a new watcher for Jz = 7K, but notice that the other watcher
(Jx ̸= 6K) is falsified, meaning that no propagation can take place.

Determining Satisfied Atomic Constraints. What has been left unsaid is how we determine
when atomic constraints have become satisfied (i.e., when a watcher should be replaced)
without a SAT view. Our approach adapts the DomainFaithfulness [40] constraint (which
shares similarities with the work of Gent et al. [17] and Lagerkvist and Schulte [23], without
propagator-specific information), which tracks watched atomic constraints to determine
updates (that we have adapted to (dis)equalities). Traditionally, this constraint channels
between the CP and SAT views. However, without a SAT view, the constraint can be seen
as a notification engine. An example describing this system is provided in Subsection A.2.

The nogood propagation can then be significantly simplified by storing the watch list per
atomic constraint (as opposed to Tempo, which stores an ordered watch list per variable,
incurring a cost whenever a watcher needs to (re)placed). The benefit of this is that 1) we are
guaranteed that if the propagator is called, that either a watcher is updated or the nogood
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is already falsified, and 2) other propagators interested in the status of atomic constraints
do not need to track these atomic constraints, but can use this same notification system.
However, it has the drawback that untracking an atomic constraint is cumbersome.

5.3 Generalising Conflict Analysis
We have seen how to go from literals to atomic constraints in our framework, and how moving
from clauses to nogoods allows us to introduce stronger propagation. We now generalise the
conflict analysis of CDCL from a CP point of view, allowing us to 1) remove any reliance
on the SAT encoding and 2) introduce more general nogoods. In Algorithm 2 (as explained
in Section 2), we require knowledge of: 1) atomic constraints that were assigned at the
current decision level, which should be traversed in the order of the trail, and 2) the atomic
constraints from the previous decision level, which are thus part of the nogood. We have
seen how to retrieve the decision level and trail position without using a SAT encoding in
Subsection 5.1, and we can use our approach here.

CP-based Conflict Analysis. We present the revised conflict analysis procedure in Al-
gorithm 3. First, we introduce PrevDL, which tracks the atomic constraints of any previous
decision level, and CurrDL, which stores the atomic constraints of the current decision level,
allowing traversal in trail order. As such, CurrDL is a max-heap where the key for each
element is calculated according to Equation 5. This ensures processing in trail order, with
implicitly-trailed atomic constraints processed before explicitly-trailed atomic constraints
with the same trail position. As we consider all atomic constraint types, the ordering between
explicitly-trailed atomic constraints is unspecified (similar to when using a SAT encoding,
since there is no specified order in which the linking clauses are propagated).

Key(Jx⊗ vK) =
{

2× TrailPos(Jx⊗ vK) if explicitly-trailed
2× TrailPos(Jx⊗ vK) + 1 if implicitly-trailed

(5)

Algorithm 3 starts by populating PrevDL and CurrDL with the atomic constraints in C.
While there is more than one variable from the current decision level, we replace the atomic
constraint in CurrDL with the highest value (according to Equation 5) with its reason. Finally,
we return the elements from the previous decision level and the asserting atomic constraint.
Since Algorithm 3 only replaces atomic constraints with a set of atomic constraints that
imply it, all learned nogoods are implied. Hence, the correctness of Algorithm 3 follows from
similar arguments as SAT conflict analysis.

CPIP Nogoods

We now take one step further by making the observation that we, besides propagating more
strongly using extended nogood propagation, can also learn more general nogoods. To this
end, we introduce the novel counterpart of a 1UIP nogood, the CPIP nogood. These nogoods
are nogoods which, at the time of learning, contain a domain description of a single variable.

CPIP nogoods can be learned by adjusting the stopping criterion in Algorithm 3 to stop
once the atomic constraints present in CurrDL only describe a single variable. The stopping
condition (Equation 6) is guaranteed to trigger either at or before the 1UIP.

|{x | ∀x ∈ X ,∃v ∈ Z : Jx⊗ vK ∈ CurrDL}| = 1 (6)

There are multiple benefits to learning CPIP nogoods (in-depth explanations are provided in
Subsection A.3):
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Algorithm 2 SAT 1UIP.

Input: C – Conflict Literals
T – Trail (Assigned Literals)
DL – Current decision level

Output: Learned Clause
1: i← |T |
2: LC ← C

3: while |
{

l ∈ LC ∧
DecLvl(l) = DL

}
| > 1

do
4: if T [i] /∈ LC then
5: continue
6: l← T [i]
7: LC ← LC⊙ Reason(l)
8: i← i− 1
9: return LC

Algorithm 3 CP 1UIP.

Input: C – Conflict Atomic Constraints
DL – Current decision level

Output: Learned Nogood

1: CurrDL← Heap(
{

p | p ∈ C ∧
DecLvl(p) = DL

}
)

2: PrevDL←
{

p | p ∈ C ∧
0 < DecLvl(p) < DL

}
3: while |CurrDL| > 1 do
4: next← pop max element CurrDL
5: for p ∈ Reason(next) do
6: if DecLvl(p) = DL then
7: CurrDL← CurrDL ∪ {p}
8: else
9: PrevDL← PrevDL ∪ {p}

10: return PrevDL ∪ CurrDL

1. The backtrack level is at least as low as the 1UIP nogood, but it can be lower.
2. Fewer explanations to determine the nogood; this can be especially impactful when

expensive lazy explanations are used.

6 Experiments

We investigate an implementation of our framework in Pumpkin [15]. It shows that an
implementation of our framework supports all key features of LCG solvers without relying on
a SAT view while being competitive with leading CP solvers. On top of that, we investigate
the impact of our generalisation of CDCL for CP, which leads to stronger propagation and
more general learned nogoods, showing that it reduces failures on many instances.

Framework Evaluation
To evaluate the practical performance of our framework, we submitted Pumpkin to the
2025 MiniZinc Challenge, where it won a bronze medal. Since then, while remaining within
the same framework, we have introduced a number of improvements that have significantly
increased the solver’s efficiency. These results indicate that our framework can be integrated
into a competitive CP solver.

CPIP Nogoods and Extended Nogood Propagation
We compare Pumpkin with and without our extended nogood propagation and CPIP nogoods.
We compare the following variants with one another:

Pumpkin – The generic version of Pumpkin, which learns nogoods according to the
1UIP conflict analysis scheme and uses unit propagation to propagate.
Pumpkinprop – A version which learns nogoods according to the 1UIP conflict analysis
scheme, and uses extended nogood propagation (Subsection 5.2) to propagate.
Pumpkinprop

CP IP – A version which learn nogoods according to the CPIP conflict analysis
scheme, and uses extended nogood propagation (Subsection 5.2) to propagate.
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(b) Pumpkinprop and Pumpkin.

Figure 1 Failure ratio at the best common solution found by all three approaches, where the few
outliers with failure rate above 2.0 are removed. A ratio below one indicates that Pumpkinprop

CP IP

or Pumpkinprop required fewer failures than Pumpkin; this occurs for a majority of instances for
Pumpkinprop

CP IP .

We also experimented with learning until a bound propagation (or unit propagation) could
occur using extended nogood propagation, but this resulted in similar results as Pumpkinprop.

For the evaluation, we consider optimisation instances from 12 MiniZinc challenges [44,
43, 29] 2012-2024. All experiments are run (using fixed search) on DelftBlue [9]. Each
instance has access to one thread and 4GB RAM with a timeout of 10 minutes. We disregard
instances that take more than 5 minutes to flatten and flatten before any experiments start
to prevent variation; this leaves us with 1120 instances. For the analysis, we consider the
statistics of the three approaches at the best common solution, excluding instances where
the three approaches did not find any common solution, resulting in 769 instances. To avoid
noise, we remove easy instances from pairwise comparisons where one of the approaches did
not reach 1000 conflicts or in which only unit propagation occurred.

Impact on Failures. Figure 1a shows the ratio between the number of failures to achieve
the best common solution by Pumpkinprop

CP IP and Pumpkin. It can be seen that in 63% of
cases, the number of failures required to find the best common solution decreases (indicated
by a failure ratio below 1.0), with Pumpkinprop

CP IP reducing the number of failures by more
than 20% on approximately 19% of the instances (indicated by a failure ratio below 0.8).

Interestingly, even though CPIP nogoods backjump to a lower or equal decision level
compared to 1UIP nogoods, the few increases in failure ratio can be explained by differences
in learned constraints (e.g., due to differences in propagation order), which have a cascading
effect on future learned constraints because of their impact on search. Understanding this
complex interaction is an open question.

Contrastingly, the failure ratio between Pumpkinprop and Pumpkin in Figure 1b is much
more uniform (indicated by most instances having a failure rate of about 1.0). This indicates
that learning CPIP nogoods is key for leveraging the rich semantic information of CP.

Instance Analysis. Looking at the 19% of instances where Pumpkinprop
CP IP reduces the

number of failures by over 20%, we notice that they often contain constraints which reason
about holes in domains. For example, the constraints r → a = b and Element [20] both make
use of this information (other constraints, not implemented in Pumpkin, include Circuit
and AllDifferent [24]). To quantify this, we introduce HoleReasoning% (Equation 7),
representing the ratio of constraints where the propagator reasons about holes in the domain.
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Figure 2 HoleReasoning% compared to failure ratio for Pumpkinprop
CP IP and Pumpkin. The

zoomed-in area shows instances where our approach reduces failures by at least 20%. The plot
indicates that our approach performs well on instances with constraints that reason about domain
holes.

HoleReasoning% = #Constraints Reasoning About Holes in Domains
#Constraints (7)

Figure 2 shows that, especially for the instances where Pumpkinprop
CP IP reduces the number of

failures by at least 20% (i.e., with a failure ratio below or equal to 0.8), this metric tends to
be high, indicating that the holes introduced by Algorithm 1 can be impactful.

However, it is not only hole propagation that affects the decrease in failures. For instances
where HoleReasoning% is 0 but with a low failure ratio, there are often a large number of
lower- and upper-bound propagations, undetectable by unit propagation. This shows that,
while HoleReasoning% correlates with a lower failure ratio on this 19% of instances, it is not
a conclusive indication, and the efficacy of the approach ties into many aspects of the solver

Impact on Runtime. Next, we analyse the impact on runtime in Figure 3. Figure 3a shows
a scatter plot of the failure and time ratio between different instances. We can see that for
35% of instances, Pumpkinprop

CP IP improves both in terms of number of failures and time (i.e.,
when both the failure ratio and time ratio are equal to or below 1.0).

However, there are a number of instances for which the time increases; this can be
explained by 1) creating many holes in the domain costs time, and 2) if there are no
propagators which use these holes, then any disequality propagations have no impact.

As expected based on Figure 1b, Figure 3b shows that learning 1UIP nogoods but using
Algorithm 1 causes overhead with little gain (exhibited by instances with a time ratio above
1.0 and failure ratio equal to 1.0). This further strengthens the idea that learning CPIP
nogoods is required to fully utilise the semantic information of CP solvers.

Overall, there are many instances for which Pumpkinprop
CP IP improves both number of

failures and runtime, indicating the value of our approach for using semantic information.

7 Discussion and Future Work

Section 6 has shown that our framework provides a valuable scientific contribution by
improving upon the SAT view of nogood propagation and nogood learning. This results in
cleaner algorithmic design and removes the SAT-specific complications and compromises
mentioned in Section 4. Other work [3] has greatly benefited from the flexibility of our
generalisation, without having to compromise on any desirable features by conforming to the
SAT view. On top of this, our framework allows for many additional exciting opportunities
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(a) Pumpkinprop
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(b) Pumpkinprop and Pumpkin. 26 instances have
a time ratio of more than 2.5.

Figure 3 Scatter plots of failure and time ratio at the best common solution of all three approaches,
where outliers with a time ratio above 2.5 are removed. Instances in the lower-left area show that
Pumpkinprop

CP IP or Pumpkinprop have reduced the number of failures and time. The plot shows that
many instances see both a decrease in time and failures when using our approach.

with regard to generalising other SAT techniques for CP. For example, VSIDS [31] (the
variable selection strategy often used in CDCL) could make use of the fact that different
atomic constraints are related to the same variable during selection. Additionally, there are
many components which interact with one another in CP solvers and how each of these
components is impacted by changes in conflict analysis warrants further investigation.

8 Conclusion

We have provided two novel contributions: 1) an overview of how leading LCG solvers
maintain the SAT view, showing that solvers make varying compromises to support conflict
analysis, and, 2) we generalise CDCL for CP, providing a framework which 1) does not
rely on a SAT view, 2) introduces the concept of extended nogood propagation, a stronger
propagation algorithm for nogoods, and 3) a generalisation of conflict analysis without a
SAT view, allowing the introduction of the more general CPIP nogoods based on the rich
semantic information of CP solvers. Our experimentation shows that an implementation of
our framework is competitive with leading CP solvers, and that CPIP nogoods in combination
with extended nogood propagation are effective in reducing the search space, but that it is
important that propagators are present which utilise the additional information.
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A Examples

We provide more detail and examples of (parts of) Subsection 5.1, Subsection 5.2, and
Subsection 5.3.

A.1 Information retrieval
We provide examples of how our approach, as presented in Subsection 5.1, stores and retrieves
information.

We consider the following variables and domains: x ∈ [0, 10], y ∈ {3, 4, 6, 7}. Additionally,
we consider the trail in Table 2.
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Table 2 The trail, containing the index of the element with the atomic constraints which were
applied, annotated with the decision level at which they were posted.

1 Jx ≥ 2K@1
2 Jy ≥ 5K@1
3 Jx ≥ 4K@2
4 Jx ≤ 4K@3

Our approach stores the following for each variable (the first element of the tuples
indicating the trail position, and the second element containing the bound and the decision
level; we show the entire atomic constraint for clarity):

U≥(x) = {(0, Jx ≥ 0K@0), (1, Jx ≥ 2K@1), (3, Jx ≥ 4K@2)} (8)
U≤(x) = {(0, Jx ≤ 10K@0), (4, Jx ≤ 4K@3)} (9)
U ̸=(x) = ∅ (10)

U≥(y) = {(0, Jy ≥ 3K@0), (2, Jy ≥ 6K@1)} (11)
U≤(y) = {(0, Jy ≤ 7K@0)} (12)
U ̸=(y) = {(0, Jy ̸= 5K@0)} (13)

We can then use this information to retrieve UpdateInfo for these variables:

UpdateInfo(Jx = 4K) = (4, Jx ≤ 4K@3) (14)
UpdateInfo(Jx ≥ 1K) = (1, Jx ≥ 2K@1) (15)
UpdateInfo(Jx ≥ 4K) = (3, Jx ≥ 4K@2) (16)
UpdateInfo(Jx ≤ 6K) = (4, Jx ≤ 4K@3) (17)

UpdateInfo(Jy ̸= 5K) = (0, Jy ̸= 5K@0) (18)
UpdateInfo(Jy ≥ 4K) = (2, Jy ≥ 6K@1) (19)
UpdateInfo(Jy ̸= 4K) = (2, Jy ≥ 6K@1) (20)

A.2 Determining Satisfied Constraints
We provide an example of how our approach, presented in Subsection 5.2, determines when
atomic constraints have become satisfied.

Recall the example from Subsection A.1, we will show how the following atomic constraints
evolve: {Jx ≥ 1K, Jx ≥ 2K, Jx ̸= 7K, Jx ≤ 5K, Jx = 5K}. For each variable which has tracked
atomic constraints, we keep track of the following (inspired by Siala et al. [40]):
1. Two1 indices (which are reset upon backtracking), which point to the largest (smallest)

value such that the lower-bound (upper-bound) is larger (smaller) than that value.
2. For each value, we keep track of the largest value smaller than that value, and the smallest

value larger than that value (simulating a linked list).
3. What atomic constraint types are tracked for a specific value.

1 In practice, we keep track of four indices, pointing to the smallest and largest value where the bounds
are strictly smaller/larger than that value. This is to ensure that (dis)equality atomic constraints are
correctly processed; since the atomic constraint Jx ≠ vK only becomes true if Jx ≥ v + 1K becomes true.



I. Marijnissen, M. Flippo, and E. Demirović 42:21

Whenever a domain change occurs, the next value is checked to determine which atomic
constraints have been updated. In the case of a (dis)equality atomic constraint, it is checked
whether it is tracked (using a set-based structure), in which case notification can take place.
Table 3 shows how these pointers evolve after each of the decision levels in the example of
Subsection A.1.

Table 3 How the lower-bound and upper-bound pointers evolve over the tracked values in the
example of Subsection A.1.

Initial State with Pointers [↓ 1, 2, 5, 7 ↓]

After Decision Level 1 [1,
↓
2, 5, 7 ↓]

After Decision Level 2 [1,
↓
2, 5, 7 ↓]

After Decision Level 3 [1,
↓
2,

↓
5, 7]

It can be seen that at first, the pointers are not pointing to any specific values (using
(unshown) sentinel values outside of the domain of x which are always assigned). Then, after
the lower-bound of x is updated to two, it is first checked whether this value is larger than
or equal to one, in which case the lower-bound pointer is moved to one. Then it is checked
whether the new lower-bound is larger than or equal to two, in which case the lower-bound
pointer is moved to two. The same procedure is applied to the upper-bound pointer.

Once one of the pointers has been moved to a specific value, it is checked which atomic
constraints attached to this value are now satisfied/falsified. For example, once Jx ≤ 4K@3
has become true, the atomic constraint Jx = 5K becomes falsified.

From this example, it can be seen that the atomic constraints Jx ≥ 1K and Jx ≥ 2K become
satisfied after decision level 1, Jx ̸= 7K and Jx ≤ 5K become satisfied after decision level 3,
and Jx = 5K becomes falsified after decision level 3.

A.3 CPIP Nogoods
We discuss the two benefits of CPIP nogoods discussed in Subsection 5.3.

We start by considering the first point:
1. The backtrack level is at least as low as the 1UIP nogood, but it can be lower.
Similar to the observations made by Feng and Bacchus [11], the 1UIP learning procedure will
encounter the CPIP (either before the 1UIP or at the same point) while resolving. Replacing
an atomic constraint with its reason can only introduce atomic constraints of a higher decision
level, and it can never remove the atomic constraint of the second-highest decision level. This
means that stopping the replacement procedure earlier leads to backtracking to the same
or a higher decision level (compared to 1UIP learning). This also implies that the Literal
Block Distance [2] (i.e., the number of unique decision levels present in a learned nogood), a
well-known predictor of nogood usefulness, of a CPIP nogood is lower than that of a 1UIP
nogood.

Finally, we consider the second point:
2. Fewer explanations to determine the nogood; this can be especially impactful when

expensive lazy explanations are used.
As mentioned for the previous point, the 1UIP learning procedure will encounter the CPIP
either before the 1UIP or at the same point while resolving. This means that learning a
CPIP nogood requires an equal amount or fewer replacements of atomic constraints with
their reason. This, in turn, shows that fewer explanations are necessary to determine a CPIP
nogood.
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